A mechanism for discerning user preferences for categories of provided content. A computer receives response data including a set of preference values that have been assigned to content items by content users. Output data is computed based on the response data using a latent factor model. The output data includes at least: an association matrix that defines K concepts associated with the content items, wherein K is smaller than the number of the content items, wherein, for each of the K concepts, the association matrix defines the concept by specifying strengths of association between the concept and the content items; and a concept-preference matrix including, for each content user and each of the K concepts, an extent to which the content user prefers the concept. The computer may display a visual representation of the association strengths in the association matrix and/or the extents in the concept-preference matrix.

24 Claims, 38 Drawing Sheets
References Cited

OTHER PUBLICATIONS


Beheshti, Behzad; Michel C. Desmarais, Rhouma Naceur—“Methods to Find the Number of Latent Skills” Proceedings of the 5th International Conference on Education Data Mining, 2012, pp. 81-86, Montreal, Quebec, Canada, (6 pages).


Nguyen, Thai-Nghe; Lucas Drumond, Tomas Hovath and Lars Schmidt-Thieme—“Multi-Relational Factorization Models for Predicting Student Performance” 2011, (10 pages).


Schmidt, Mikkel N.; Ole Winther, and Lars Kai Hansen—“Bayesian Non-negative Matrix Factorization” Proceedings of the 8th International Conference on Independent Component Analysis and Signal Separation (ICA’09), 2009, Denmark, (8 pages).


* cited by examiner
FIG. 1.0

FIG. 1.1A
Graded learner-question responses

FIG. 1.1B
Inferred question-concept association graph
FIG. 1.2(a)

Inferred question–concept association graph.
<table>
<thead>
<tr>
<th>Concept 1</th>
<th>Concept 2</th>
<th>Concept 3</th>
</tr>
</thead>
<tbody>
<tr>
<td>Changes to land</td>
<td>Evidence of the past</td>
<td>Alternative energy</td>
</tr>
<tr>
<td>Properties of soil</td>
<td>Mixtures and solutions</td>
<td>Environmental changes</td>
</tr>
<tr>
<td>Uses of energy</td>
<td>Environmental changes</td>
<td>Changes from heat</td>
</tr>
<tr>
<td></td>
<td>(28%)</td>
<td>(12%)</td>
</tr>
<tr>
<td></td>
<td>(27%)</td>
<td>(19%)</td>
</tr>
<tr>
<td></td>
<td>(45%)</td>
<td>(76%)</td>
</tr>
<tr>
<td></td>
<td>(74%)</td>
<td></td>
</tr>
<tr>
<td></td>
<td></td>
<td>(5%)</td>
</tr>
</tbody>
</table>

<table>
<thead>
<tr>
<th>Concept 4</th>
<th>Concept 5</th>
</tr>
</thead>
<tbody>
<tr>
<td>Properties of Soil</td>
<td>Formulation of fossil fuels</td>
</tr>
<tr>
<td>Environmental changes</td>
<td>Mixtures and solutions</td>
</tr>
<tr>
<td>Classifying matter</td>
<td>Uses of energy</td>
</tr>
<tr>
<td></td>
<td>(77%)</td>
</tr>
<tr>
<td></td>
<td>(17%)</td>
</tr>
<tr>
<td></td>
<td>(6%)</td>
</tr>
<tr>
<td></td>
<td>(54%)</td>
</tr>
<tr>
<td></td>
<td>(28%)</td>
</tr>
<tr>
<td></td>
<td>(18%)</td>
</tr>
</tbody>
</table>

Most important tags and relative weights for the estimated concepts.

Fig. 1.2(b)
FIG. 1.7A

<table>
<thead>
<tr>
<th>Concept 1</th>
<th>Concept 2</th>
<th>Concept 3</th>
</tr>
</thead>
<tbody>
<tr>
<td>Frequency Response</td>
<td>Fourier Transform</td>
<td>z-Transform</td>
</tr>
<tr>
<td>(46%)</td>
<td>(40%)</td>
<td>(66%)</td>
</tr>
<tr>
<td>Sampling Rate</td>
<td>Laplace Transform</td>
<td>Pole/Zero Plot</td>
</tr>
<tr>
<td>(23%)</td>
<td>(36%)</td>
<td>(22%)</td>
</tr>
<tr>
<td>Aliasing</td>
<td>z-Transform</td>
<td>Laplace Transform</td>
</tr>
<tr>
<td>(21%)</td>
<td>(24%)</td>
<td>(12%)</td>
</tr>
</tbody>
</table>

FIG. 1.7B
FIG. 1.9A

<table>
<thead>
<tr>
<th>Concept 1</th>
<th>Concept 2</th>
<th>Concept 2</th>
</tr>
</thead>
<tbody>
<tr>
<td>Fractions (46%)</td>
<td>Plotting Functions (40%)</td>
<td>Geometry (66%)</td>
</tr>
<tr>
<td>Solving Equations (23%)</td>
<td>System of Equations (36%)</td>
<td>Simplifying Expressions (22%)</td>
</tr>
<tr>
<td>Arithmetic (21%)</td>
<td>Simplifying Expressions (24%)</td>
<td>Trigonometry (12%)</td>
</tr>
</tbody>
</table>

<table>
<thead>
<tr>
<th>Concept 4</th>
<th>Concept 5</th>
</tr>
</thead>
<tbody>
<tr>
<td>Simplifying Expressions (43%)</td>
<td>Trigonometry (74%)</td>
</tr>
<tr>
<td>Trigonometry (31%)</td>
<td>Slope (15%)</td>
</tr>
<tr>
<td>Plotting Functions (26%)</td>
<td>Solving Equations (11%)</td>
</tr>
</tbody>
</table>

FIG. 1.9B
FIG. 1.10A

FIG. 1.10B

FIG. 1.10C

FIG. 1.10D
Receive input data that includes graded response data, wherein the graded response data includes a set of binary-valued grades that have been assigned to answers provided by learners in response to a set of questions.

Compute output data based on the input data using a statistical model, wherein the output data includes at least an estimate of an association matrix $W$ and an estimate of a concept-knowledge matrix $C$, wherein the association matrix $W$ includes entries that represent strength of association between each of the questions and each of a plurality of concepts, wherein the matrix $C$ includes entries that represent the extent of each learner's knowledge of each concept, wherein the statistical model characterizes a statistical relationship between entries $(WC)_{ij}$ of the product matrix $WC$ and corresponding grades $Y_{ij}$ of the set of binary-valued grades.

**FIG. 1.11**

Receive input data that includes graded response data, wherein the graded response data includes a set of binary-valued grades that have been assigned to answers provided by learners in response to a set of questions, wherein not all the questions have been answered by all the learners, wherein the input data also includes an index set that indicates which of the questions were answered by each learner.

Compute output data based on the input data using a statistical model, wherein the output data includes at least an estimate of an association matrix $W$, an estimate of a concept-knowledge matrix $C$ and an estimate of the difficulty $\mu_i$ of each question, wherein the association matrix $W$ includes entries that represent strength of association between each of the questions and each of a plurality of concepts, wherein the matrix $C$ includes entries that represent the extent of each learner's knowledge of each concept, wherein the statistical model characterizes a statistical relationship between variables $Z_{ij} = (WC)_{ij} + \mu_i$ and corresponding grades $Y_{ij}$ of the set of binary-valued grades for index pairs $(i,j)$ occurring in the index set, wherein $(WC)_{ij}$ represents an entry of the product matrix $WC$.

**FIG. 1.12**
Receive input data that includes graded response data, wherein the graded response data includes a set of binary-valued grades that have been assigned to answers provided by learners in response to a set of questions.

Compute output data based on the input data using a statistical model, wherein the output data includes at least an estimate of an association matrix $W$ and an estimate of a concept-knowledge matrix $C$, wherein the association matrix $W$ includes entries that represent strength of association between each of the questions and each of a plurality of concepts, wherein the matrix $C$ includes entries that represent the extent of each learner’s knowledge of each concept, wherein the statistical model characterizes a statistical relationship between entries $(WC)_{ij}$ of the product matrix $WC$ and corresponding grades $Y_{ij}$ of the set of binary-valued grades, wherein said computing the output data based on the input data includes estimating a minimum of an objective function over a space defined by the matrices $W$ and $C$ subject to the condition that the entries of the matrix $W$ are non-negative, wherein the objective function includes a combination (e.g., a linear combination or a bilinear combination) of:

- the negative of a log likelihood of the graded response data parameterized by the matrix $W$ and the matrix $C$;
- a sparsity-enforcing term involving the rows of the matrix $W$;
- a $W$-regularizing term involving the rows of the matrix $W$; and
- a $C$-regularizing term involving a norm of the matrix $C$.

FIG. 1.13
Receive input data that includes graded response data, wherein the graded response data includes a set of binary-valued grades that have been assigned to answers provided by learners in response to a set of questions.

Compute output data based on the input data using a statistical model, wherein the output data includes at least an estimate of an association matrix $W$ and an estimate of a concept-knowledge matrix $C$, wherein the association matrix $W$ includes entries that represent strength of association between each of the questions and each of a plurality of concepts, wherein the matrix $C$ includes entries that represent the extent of each learner’s knowledge of each concept, wherein the statistical model characterizes a statistical relationship between entries $(W^\top C)_{ij}$ of the product matrix $WC$ and corresponding grades $Y_{ij}$ of the set of binary-valued grades, wherein said computing the output data based on the input data includes estimating a minimum of an objective function over a space defined by the matrices $W$ and $C$, subject to the constraint that the entries of the matrix $W$ are non-negative, and one or more norm constraints on the matrix $C$, wherein the objective function includes a combination (e.g., a linear combination or a bilinear combination) of:

- the negative of a log likelihood of the graded response data parameterized by the matrix $W$ and the matrix $C$;
- a sparsity-enforcing term involving the rows of the matrix $W$; and
- a $W$-regularizing term involving the rows of the matrix $W$.

FIG. 1.14
Receive input data that includes graded response data, wherein the graded response data includes a set of binary-valued grades that have been assigned to answers provided by learners in response to a set of questions.

Compute output data based on the input data using a statistical model, wherein the output data includes at least an estimate of an association matrix $W$ and an estimate of a concept-knowledge matrix $C$, wherein the association matrix $W$ includes entries that represent strength of association between each of the questions and each of a plurality of concepts, wherein the matrix $C$ includes entries that represent the extent of each learner's knowledge of each concept, wherein the statistical model characterizes a statistical relationship between entries $(WC)_{ij}$ of the product matrix $WC$ and corresponding grades $Y_{ij}$ of the set of binary-valued grades, wherein said computing the output data based on the input data includes executing a plurality of sampling iterations to determine posterior distributions at least for the entries of the matrix $W$ and the columns of the matrix $C$ given prior distributions at least on the entries of the matrix $W$ and the columns of the matrix $C$.

FIG. 1.15
Receive input data that includes a collection of $M$ tags, a $Q \times M$ matrix $T$ and a predetermined $Q \times K$ matrix $W$, wherein, for each question in a set of $Q$ questions, a corresponding subset of the $M$ tags have been assigned to the question, wherein for each question in the set of $Q$ questions, the matrix $T$ identifies the corresponding subset of the $M$ tags, wherein the matrix $W$ includes entries that represent strength of association between each of the $Q$ questions and each concept in a set of $K$ concepts.

Compute an estimate of an $M \times K$ matrix $A$, wherein entries of the matrix $A$ represent strength of association between each of the $M$ tags and each of the $K$ concepts, wherein, for each column $a_k$ of the matrix $A$, said computing the estimate includes estimating a minimum of a corresponding objective function subject to a constraint that the entries in the column $a_k$ are non-negative, wherein the objective function comprises a combination of:

- a first term that forces a distance between the matrix-vector product $T a_k$ and the corresponding column $w_k$ of matrix $W$ to be small; and
- a second term that enforces sparsity on the column $a_k$.

**FIG. 1.16**
Impact of the number of learners, where \( N \) is an element of \{50, 100, 200\}, with the number of questions \( Q \) fixed.

Impact of the number of learners, where \( Q \) is an element of \{50, 100, 200\}, with the number of learners \( N \) fixed.
FIG. 2.2A

FIG. 2.2B

FIG. 2.2C
<table>
<thead>
<tr>
<th>Concept 1</th>
<th>Concept 2</th>
<th>Concept 3</th>
<th>Concept 4</th>
<th>Concept 5</th>
</tr>
</thead>
<tbody>
<tr>
<td>Arithmetic</td>
<td>Simplifying expressions</td>
<td>Solving equations</td>
<td>Fractions</td>
<td>Quadratic functions</td>
</tr>
<tr>
<td>Concept 6</td>
<td>Concept 7</td>
<td>Concept 8</td>
<td>Concept 9</td>
<td>Concept 10</td>
</tr>
<tr>
<td>Geometry</td>
<td>Inequality</td>
<td>Slope</td>
<td>Trigonometry</td>
<td>Limits</td>
</tr>
<tr>
<td>Concept 11</td>
<td>Concept 12</td>
<td>Concept 13</td>
<td></td>
<td></td>
</tr>
<tr>
<td>Polynomials</td>
<td>System equations</td>
<td>Plotting functions</td>
<td></td>
<td></td>
</tr>
</tbody>
</table>

**FIG. 2.3B**
<table>
<thead>
<tr>
<th>Concept 1</th>
<th>Concept 2</th>
<th>Concept 3</th>
<th>Concept 4</th>
<th>Concept 5</th>
</tr>
</thead>
<tbody>
<tr>
<td>Classifying</td>
<td>Properties of water</td>
<td>Mixtures and solutions</td>
<td>Changes from heat</td>
<td>Uses of energy</td>
</tr>
<tr>
<td>matter</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Concept 6</td>
<td>Concept 7</td>
<td>Concept 8</td>
<td>Concept 9</td>
<td>Concept 10</td>
</tr>
<tr>
<td>Circuits and</td>
<td>Forces and motion</td>
<td>Formation of fossil fuels</td>
<td>Changes to land</td>
<td>Evidence of the past</td>
</tr>
<tr>
<td>electricity</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Concept 11</td>
<td>Concept 12</td>
<td>Concept 13</td>
<td>Concept 14</td>
<td>Concept 15</td>
</tr>
<tr>
<td>Earth, sun and</td>
<td>Alternative energy</td>
<td>Properties of soil</td>
<td>Earth’s forces</td>
<td>Food webs</td>
</tr>
<tr>
<td>moon</td>
<td></td>
<td></td>
<td></td>
<td>Environmental</td>
</tr>
<tr>
<td></td>
<td></td>
<td></td>
<td></td>
<td>changes</td>
</tr>
</tbody>
</table>

*FIG. 2.4B*
FIG. 2.5
receive input data that includes graded response data, wherein the graded response data includes a set of grades that have been assigned to answers provided by learners in response to a set of questions, wherein each of the grades has been selected from an ordered set of \( P \) labels, wherein \( P \) is greater than or equal to two

operate on the input data to determine:

a set of \( K \) concepts that are implicit in the set of questions, wherein \( K \) is smaller than the number of questions in the set of questions, wherein the concepts are represented by an association matrix whose entries characterize strengths of association between the questions and the concepts; and

a learner knowledge matrix including, for each learner and each of the \( K \) concepts, the extent of the learner's knowledge of the concept

FIG. 2.6

compute output data based on the input data using a statistical model, wherein the output data includes at least an estimate of an association matrix \( W \) and an estimate of a concept-knowledge matrix \( C \), wherein the association matrix \( W \) includes entries that represent strength of association between each of the questions and each of a plurality of concepts, wherein the matrix \( C \) includes entries that represent the extent of each learner's knowledge of each concept, wherein the statistical model characterizes a statistical relationship between entries \( (W C)_{ij} \) of the product matrix \( WC \) and corresponding grades \( Y_{ij} \) of the set of grades

FIG. 2.7
receive input data that includes graded response data, wherein the graded response data includes a set of grades that have been assigned to answers provided by learners in response to a set of questions, wherein each of the grades has been selected from an ordered set of P labels, wherein P is greater than or equal to two, wherein not all the questions have been answered by all the learners, wherein the input data also includes an index set that indicates which of the questions were answered by each learner.

FIG. 2.8

compute output data based on the input data using a statistical model, wherein the output data includes at least an estimate of an association matrix $W$, an estimate of a concept-knowledge matrix $C$ and an estimate of the difficulty $\mu_i$ of each question, wherein the association matrix $W$ includes entries that represent strength of association between each of the questions and each of a plurality of concepts, wherein the matrix $C$ includes entries that represent the extent of each learner's knowledge of each concept, wherein the statistical model characterizes a statistical relationship between variables $Z_{ij} = (WC)_{ij} + \mu_i$ and corresponding grades $Y_{ij}$ of the set of grades for index pairs $(i,j)$ occurring in the index set, wherein $(WC)_{ij}$ represents an entry of the product matrix $WC$. 

2.8.10

2.8.20
Receive input data that includes graded response data, a collection of \( N_T \) tags and a question-tag (QT) index set, wherein the graded response data includes a set of grades that have been assigned to answers provided by learners in response to a set of questions, wherein each of the grades has been selected from an ordered set of \( P \) labels, wherein \( P \) is greater than or equal to two, wherein the QT index set indicates, for each of the questions, which of the \( N_T \) tags have been assigned to that question.

Compute output data based on the input data using a statistical model, wherein the output data includes at least an estimate of an association matrix \( W \) and an estimate of a concept-knowledge matrix \( C \), wherein the association matrix \( W \) includes entries that represent strength of association between each of the questions and each concept in a set of \( N_T \) concepts, wherein the matrix \( C \) includes entries that represent the extent of each learner’s knowledge of each concept, wherein the statistical model characterizes a statistical relationship between entries \((WC)_{ij}\) of the product matrix \( WC \) and corresponding grades \( Y_{ij} \) of the set of grades, wherein said computing the output data based on the input data includes estimating a minimum of an objective function over a search space including a first subspace defined by the matrix \( W \) and a second subspace defined by the matrix \( C \), subject to conditions including a non-negativity constraint on the entries of the matrix \( W \) and one or more norm constraints on the matrix \( C \), wherein the objective function includes a combination (e.g., a linear combination or a bilinear combination) of:

- a negative of a log likelihood of the graded response data parameterized by the matrix \( W \) and the matrix \( C \);
- a sparsity-enforcing term involving restrictions of rows of the matrix \( W \) to entries specified by a complement of the QT index set;
- a regularizing term involving restrictions of rows of the matrix \( W \) to entries specified by the QT index set.

FIG. 2.9
receive input data that includes graded response data, a collection of \( N_T \) tags and a question-tag (QT) index set, where the graded response data includes a set of grades that have been assigned to answers provided by learners in response to a set of questions, where each of the grades has been selected from an ordered set of \( P \) labels, where \( P \) is greater than or equal to two, where the QT index set indicates, for each of the questions, which of the \( N_T \) tags have been assigned to that question.

2.10.10

compute output data based on the input data using a statistical model, where the output data includes at least an estimate of an association matrix \( W \) and an estimate of a concept-knowledge matrix \( C \), where the association matrix \( W \) includes entries that represent strength of association between each of the questions and each concept of a set of \( K \) concepts, where the matrix \( C \) includes entries that represent the extent of each learner’s knowledge of each concept, where the statistical model characterizes a statistical relationship between entries \((WC)_{ij}\) of the product matrix \( WC \) and corresponding grades \( Y_{ij} \) of the set of grades, where said computing the output data based on the input data includes estimating a minimum of an objective function over a search space including a first subspace defined by the matrix \( W \) and a second subspace defined by the matrix \( C \), subject to conditions including a non-negativity constraint on the entries of the matrix \( W \) and one or more norm constraints on the matrix \( C \), where the objective function includes a combination (e.g., a linear combination or a bilinear combination) of:

- a negative of a log likelihood of the graded response data parameterized by the matrix \( W \) and the matrix \( C \);
- a sparsity-enforcing term involving restrictions of rows of the matrix \( W \) to entries specified by a complement of the QT index set;
- a regularizing term involving restrictions of rows of the matrix \( W \) to entries specified by the QT index set.

2.10.20

FIG. 2.10
FIG. 3.1

Graph showing the relationship between Prediction Likelihood and Precision Parameter $\tau$. Two curves are plotted: one for STEMScopes and another for Algebra Test.
FIG. 3.2A

<table>
<thead>
<tr>
<th>Concept 1</th>
<th>Concept 2</th>
<th>Concept 3</th>
<th>Concept 4</th>
<th>Concept 5</th>
</tr>
</thead>
<tbody>
<tr>
<td>Energy</td>
<td>Water</td>
<td>Plants</td>
<td>Water</td>
<td>Water</td>
</tr>
<tr>
<td>Water</td>
<td>Percentage</td>
<td>Buffalo</td>
<td>Soil</td>
<td>Heat</td>
</tr>
<tr>
<td>Earth</td>
<td>Sand</td>
<td>Eat</td>
<td>Sample</td>
<td>Objects</td>
</tr>
</tbody>
</table>

FIG. 3.2B
FIG. 3.3A

<table>
<thead>
<tr>
<th>Concept 1</th>
<th>Concept 2</th>
<th>Concept 2</th>
</tr>
</thead>
<tbody>
<tr>
<td>Solving Equations</td>
<td>Slope</td>
<td>Arithmetic</td>
</tr>
<tr>
<td>Quadratic Function</td>
<td>Fractions</td>
<td>Trigonometry</td>
</tr>
<tr>
<td>Fractions</td>
<td>Simplifying Expressions</td>
<td>System of Equations</td>
</tr>
<tr>
<td>Concept 4</td>
<td>Concept 5</td>
<td></td>
</tr>
<tr>
<td>Simplifying Expressions</td>
<td>Inequality</td>
<td></td>
</tr>
<tr>
<td>Factoring Polynomials</td>
<td>Plotting Functions</td>
<td></td>
</tr>
<tr>
<td>Fractions</td>
<td>Geometry</td>
<td></td>
</tr>
</tbody>
</table>

FIG. 3.3B
Receive input data including graded response data and word frequency data, wherein the graded response data includes a set of grades that have been assigned to answers provided by learners in response to a set of questions, wherein each of the questions is associated with a corresponding set of text, wherein the word frequency data is related to a vocabulary of words (or, a dictionary of terms) that has been derived from a union of the text sets over the questions, wherein the word frequency data indicates the frequency of occurrence of each vocabulary word in the text of each question

Estimate output data based on the input data, wherein the output data includes (a) strengths of association between the questions and concepts in a set of K concepts, (b) extents to which the learners have knowledge of the concepts and (c) strengths of association between the vocabulary words and the K concepts, wherein said estimating includes minimizing an objective with respect to (a), (b) and (c), wherein the objective includes at least:

- a negative log likelihood of the graded response data parameterized at least by (a) and (b);

- a negative log likelihood of the word frequency data parameterized at least by (a) and (c)
Receive input data that includes graded response data and a word-frequency matrix $B$, wherein the graded response data includes a set of grades that have been assigned to answers provided by learners in response to a set of questions, wherein each of the grades has been selected from an ordered set of $P$ labels, wherein $P$ is greater than or equal to two, wherein each of the questions is associated with a corresponding set of text, wherein the matrix $B$ is related to a vocabulary of words (or, a dictionary of terms) that has been derived from a union of the text sets taken over the questions, wherein the matrix $B$ includes entries $B_{i,v}$ that indicate the frequency of occurrence of each vocabulary word in the text of each question.

Compute output data based on the input data using a first statistical model and a second statistical model, wherein the output data includes at least an estimate of an association matrix $W$, an estimate of a concept-knowledge matrix $C$ and an estimate of a word-concept matrix $T$, wherein the association matrix $W$ includes entries that represent strength of association between each of the questions and each concept of a set of $K$ concepts, wherein the matrix $C$ includes entries that represent the extent of each learner's knowledge of each concept, wherein the matrix $T$ includes entries $T_{i,k}$ that represent a strength of association between each vocabulary word and each of the $K$ concepts, wherein the first statistical model characterizes a statistical relationship between entries $(WC)_{ij}$ of the product matrix $WC$ and corresponding grades $Y_{ij}$ of the set of grades, wherein the second statistical model characterizes a statistical relationship between entries $(WT)_{i,k}$ of the product matrix $WT$ and entries $B_{i,v}$ of the matrix $B$, wherein said computing the output data based on the input data includes estimating a minimum of an objective function over a search space defined by the matrix $W$, the matrix $C$ and the matrix $T$, subject to conditions including a non-negativity constraint on the entries of the matrix $W$ and the entries of the matrix $T$, wherein the objective function includes a combination (e.g., a linear combination or a bilinear combination) of:

(a) a negative of a log likelihood of the graded response data parameterized by the matrix $W$ and the matrix $C$;
(b) a negative of a log-likelihood of the entries of the matrix $B$ parameterized by the matrix $W$ and the matrix $C$;
(c) a sparsity-enforcing term involving rows of the matrix $W$;
(d) a first regularizing term involving columns of the matrix $C$; and
(e) a second regularizing term involving columns of the matrix $T$.

FIG. 3.5
Receive input data including a $Q \times N_T$ association matrix $W$, an $N_T \times N$ concept-knowledge matrix $C$ and graded response data, wherein the matrix $W$ includes entries that represent strength of association between each of $Q$ questions and each of $N_T$ concepts, wherein the matrix $C$ includes entries that represent the extent to which each of $N$ learners has knowledge of each of the $N_T$ concepts, wherein the graded response data includes a set of grades that have been assigned to answers provided by a new learner (i.e., not a member of the $N$ learners) in response to the $Q$ questions.

Perform a singular value decomposition on the matrix $C$ to obtain a factorization of the form $C = U S V^T$, wherein $U$ is an $N_T \times R$ matrix whose columns are orthogonal, wherein $S$ is a $R \times R$ diagonal matrix, wherein $V$ is an $N \times R$ matrix whose columns are orthogonal, wherein $R = \text{rank}(C)$.

Computing a latent knowledge vector $v^*$ for the new learner by estimating a minimum of an objective function with respect to vector argument $v$, subject to one or more conditions including a norm constraint on the vector argument $v$, wherein entries of the latent knowledge vector $v^*$ represent the extent of the new learner’s knowledge of each of $R$ latent factors (underlying conceptual categories) implicit in the matrix $C$, wherein the objective function comprises

$$
\sum_{i \in \Omega_{\text{obs}}} - \log p(Y_i^* \mid w_i^T U S v)
$$

wherein $\Omega_{\text{obs}}$ is an index set indicating which of the $Q$ questions were answered by the new learner, wherein $Y_i^*$ represents the grade assigned to the $i^{th}$ question answered by the new learner, wherein $w_i^T$ represents the $i^{th}$ row of the matrix $W$. 

**FIG. 4.1**
Receive input data that includes response data, wherein the response data includes a set of preference values that have been assigned to content items by content users.

Compute output data based on the input data using a statistical model, wherein the output data includes at least an estimate of an association matrix $W$ and an estimate of a concept-preference matrix $C$, wherein the association matrix $W$ includes entries that represent strength of association between each of the content items and each of a plurality of concepts, wherein the matrix $C$ includes entries that represent an extent to which each content user prefers (e.g., has an interest in) each concept, wherein the statistical model characterizes a statistical relationship between entries $(WC)_{ij}$ of the product matrix $WC$ and corresponding preference values $Y_{ij}$ of the set of preference values.

FIG. 5.1
Fig. 6.1
receive input data that includes graded response data, wherein the graded response data includes a set of grades that have been assigned to answers provided by learners in response to a set of questions, wherein the grades are drawn from a universe of possible grades.

compute output data based on the input data using a first latent factor model, wherein said computing is performed by the computer system, wherein the output data includes at least:

- an association matrix that defines a set of K concepts implicit in the set of questions, wherein K is smaller than the number of questions in the set of questions, wherein, for each of the K concepts, the association matrix defines the concept by specifying strengths of association between the concept and the questions; and
- a learner knowledge matrix including, for each learner and each of the K concepts, an extent of the learner's knowledge of the concept.

display a visual representation of at least a subset of the association strengths in the association matrix and/or at least a subset of the extents in the learner knowledge matrix.

FIG. 7.1
receive input data that includes response data, wherein the response data includes a set of preference values that have been assigned to content items by content users, wherein the preference values are drawn from a universe of possible values

compute output data based on the input data using a latent factor model, wherein the output data includes at least:

- an association matrix that defines a set of K concepts associated with the content items, wherein K is smaller than the number of the content items, wherein, for each of the K concepts, the association matrix defines the concept by specifying strengths of association between the concept and the content items; and
- a concept-preference matrix including, for each content user and each of the K concepts, an extent to which the content user prefers the concept

display a visual representation of at least a subset of the association strengths in the association matrix and/or at least a subset of the extents in the concept-preference matrix

FIG. 8.1
SPARSE FACTOR ANALYSIS FOR ANALYSIS OF USER CONTENT PREFERENCES

PRIORITY CLAIM DATA

This application claims the benefit of priority to U.S. Provisional Application No. 61/790,727, filed on Mar. 15, 2013, entitled “SPARSE Factor Analysis for Learning Analytics and Content Analytics”, invented by Richard G. Baraniuk, Andrew S. Lan, Christoph E. Stuier, and Andrew E. Waters, which is hereby incorporated by reference in its entirety as though fully and completely set forth herein.

STATEMENT OF GOVERNMENT RIGHTS

This invention was made with government support under NSF Grant No. IIS-1124535 awarded by the National Science Foundation, Office of Naval Research Grant No. N00014-10-1-0989 awarded by the U.S. Department of Defense, and Air Force Office of Scientific Research Grant No. FA9550-09-1-0432 also awarded by the U.S. Department of Defense. The government has certain rights in the invention.

FIELD OF THE INVENTION

The present invention relates to the field of machine learning, and more particularly, to mechanisms for: (a) exposing the underlying concepts implicit in content preferences experienced by users of content items, (b) estimating the extent of each user’s preference of each of the concepts, and (c) estimating the strength of association of each content item with each of the concepts.

DESCRIPTION OF THE RELATED ART

Textbooks, lectures, and homework assignments were the answer to the main educational challenges of the 19th century, but they are the main bottleneck of the 21st century. Today’s textbooks are static, linearly organized, time-consuming to develop, soon out-of-date, and expensive. Lectures remain a primarily passive experience of copying down what an instructor says and writes on a board (or projects on a screen). Homework assignments that are not graded for weeks provide poor feedback to learners (e.g., students) on their learning progress. Even more importantly, today’s courses provide only a “one-size-fits-all” learning experience that does not cater to the background, interests, and goals of individual learners. Thus, there exists a need for systems and methods capable of providing a learning experience that is personalized to individual learners.

Furthermore, there exists a need for systems and methods capable of providing improved analysis of user preferences for content items, e.g., for online digital content items.

SUMMARY

In one set of embodiments, a method for facilitating personalized learning may include the following operations.

A computer may receive input data that includes graded response data. The graded response data includes a set of grades that have been assigned to answers provided by learners in response to a set of questions, where the grades are drawn from a universe of possible grades.

The computer computes output data based on the input data using a latent factor model. The output data may include at least: (a) an association matrix that defines a set of K concepts implicit in the set of questions, where K is smaller than the number of questions in the set of questions, where, for each of the K concepts, the association matrix defines the concept by specifying strengths of association between the concept and the questions; and (b) a learner knowledge matrix including, for each learner and each of the K concepts, an extent of the learner's knowledge of the concept. The computer may display (or direct the display of) a visual representation of at least a subset of the association strengths in the association matrix and/or at least a subset of the extents in the learner knowledge matrix.

The output data may be computed by performing a maximum likelihood sparse factor analysis (SPARFA) on the input data using the latent factor model, and/or, by performing a Bayesian sparse factor analysis on the input data using the latent factor model. Various methods for implementing maximum likelihood SPARFA and Bayesian SPARFA are disclosed herein.

In one set of embodiments, a method for exposing user preferences for conceptual categories of content items may involve the following operations.

A computer may receive input data that includes response data, where the response data includes a set of preference values that have been assigned to content items by content users, where the preference values are drawn from a universe of possible values, where said receiving is performed by a computer system.

The computer may compute output data based on the input data using a latent factor model, where said computing is performed by the computer system, where the output data includes at least: (a) an association matrix that defines a set of K concepts associated with the set of content items, where K is smaller than the number of the content items, where, for each of the K concepts, the association matrix defines the concept by specifying strengths of association between the concept and the content items; and (b) a concept-preference matrix including, for each content user and each of the K concepts, an extent to which the content user prefers the concept. The computer may display a visual representation of at least a subset of the association strengths in the association matrix and/or at least a subset of the extents in the concept-preference matrix.

The output data may be computed by performing a maximum likelihood sparse factor analysis (SPARFA) on the input data using the latent factor model, and/or, by performing a Bayesian sparse factor analysis on the input data using the latent factor model.

In some embodiments, the content items are provided via the Internet by an entity (e.g., a business entity or governmental agency or an educational institution) that maintains an online repository of content items.

Additional embodiments are described in U.S. Provisional Application No. 61/790,727, filed on Mar. 15, 2013.

BRIEF DESCRIPTION OF THE DRAWINGS

A better understanding of the present invention can be obtained when the following detailed description of the preferred embodiments is considered in conjunction with the following drawings.

FIG. 1A illustrates one embodiment of a client-server based architecture for providing personalized learning services to users (e.g., online users).

FIGS. 1A and 1A are an embodiment of the SPARFA framework, which processes a (potentially incomplete) binary-valued dataset (left) of graded learner-question responses to estimate the underlying questions-concept
association graph (right) and the abstract conceptual knowledge of each learner (illustrated here by the emotive faces for learner \(j=3\), i.e., the column in FIG. 1A selected by the dashed box).

FIG. 1.2A illustrates a sparse question-concept association graph, and FIG. 1.2B illustrates the most important tags associated with each concept for a Grade 8 Earth Science test with N=135 learners answering Q=80 questions. Only 13.5\% of all graded learner-question responses were observed.

FIGS. 1.3A-1.3X illustrate a performance comparison of SPARFA-M, SPARFA-B, and KSVD+ for different problem sizes QxN and numbers of concepts K. The performance naturally improves as the problem size increases, while both SPARFA algorithms outperform K-SVD+ (M denotes SPARFA-M, B denotes SPARFA-B, and K denotes KSVD+).

FIGS. 1.4A-1.4D illustrate a performance comparison of SPARFA-M, SPARFA-B, and KSVD+ for different percentages of observed entries in Y. The performance degrades gracefully as the number of observations decreases, while the SPARFA algorithms outperform K-SVD+.

FIGS. 1.5A-1.5D illustrate a performance comparison of SPARFA-M, SPARFA-B, and KSVD+ for different sparsity levels in the rows in W. The performance degrades gracefully as the sparsity level increases, while the SPARFA algorithms outperform KSVD+.

FIGS. 1.6A-1.6D illustrate a performance comparison of SPARFA-M, SPARFA-B, and KSVD+ with probit/logit model mismatch; \(M_p\) and \(M_l\) indicate probit and logit SPARFA-M, respectively. In the left/right halves of each box plot, we generate \(Y\) according to the inverse probit/logit link functions. The performance degrades only slightly with mismatch, while both SPARFA algorithms outperform K-SVD+.

FIGS. 1.7A and 1.7B illustrate a question-concept association graph and the most important tags associated with each concept for an undergraduate DSP course with N=15 learners answering Q=44 questions. In the question-concept association graph (FIG. 1.7A), circles correspond to concepts and rectangles to questions; the values in each rectangle corresponds to that question's intrinsic difficulty. FIG. 1.7B is a table showing the most important tags and relative weights for the estimated concepts.

FIG. 1.8 illustrates for Concept No. 5 the knowledge estimates generated by one implementation of SPARFA-B for the STEMscopes data and a randomly selected subset of learners. The box-whisker plot shows the posterior variance of the Markov Chain Monte Carlo (MCMC) samples, with each box-whisker plot corresponding to a different learner in the dataset. Anonymized learner IDs are shown on the bottom, while the number of relevant questions answered by each learner answered is indicated on the top of the plot.

FIGS. 1.9A and 1.9B illustrate a question-concept association graph (FIG. 1.9A) and the most important tags (FIG. 1.9B) associated with each concept for a high-school algebra test carried out on Amazon Mechanical Turk with N=99 users answering Q=34 questions.

FIGS. 1.10A-D illustrates a performance comparison of SPARFA-M and CF-IRT on (a) prediction accuracy and (b) average prediction likelihood for the Mechanical Turk algebra test dataset, (c) prediction accuracy and (d) average prediction likelihood for the ASSISTment dataset. SPARFA-M achieves comparable or better performance than CF-IRT while enabling interpretability of the estimated latent concepts. (CF-IRT is an acronym for “Collaborative Filtering-Item Response Theory”.)

FIG. 1.11 illustrates one embodiment of a method for performing learning analytics and content analytics.

FIG. 1.12 illustrates another embodiment of the method for performing learning analytics and content analytics.

FIG. 1.13 illustrates one embodiment of the method for performing learning analytics and content analytics using a maximum likelihood approach.

FIG. 1.14 illustrates another embodiment of the method for performing learning analytics and content analytics using the maximum likelihood approach.

FIG. 1.15 illustrates one embodiment of a method for performing learning analytics and content analytics using a Bayesian approach.

FIG. 1.16 illustrates one embodiment of a method for performing tag post-processing based on a collection of tags provided as input.

FIGS. 2.1A-2.1F illustrate a performance comparison of Ordinal SPARFA-M vs. KSVD+. “SP” denotes Ordinal SPARFA-M without given support \(\Gamma\) of \(W\), “SPP” denotes the variant with estimated precision \(\tau\), and “SPT” denotes Ordinal SPARFA-Tag. “KS” stands for K-SVD+, and “KST” denotes its variant with given support \(F\).

FIGS. 2.2A-2.2C illustrate a performance comparison of Ordinal SPARFA-M vs. K-SVD+ by varying the number of quantization bins. “SP” denotes Ordinal SPARFA-M, “KSYS” denotes K-SVD+ operating on \(Y\), and “KSSZ” denotes K-SVD+ operating on \(Z\) in the unquantized data.

FIG. 2.3A is a question-concept association graph for a high-school algebra test with N=99 users answering Q=34 questions. Boxes represent questions; circles represent concepts.

FIG. 2.3B is a table showing the unique tag that is associated with each concept in the graph of FIG. 2.3A.

FIG. 2.4A illustrates a question-concept association graph for a grade 8 Earth Science course with N=145 learners answering Q=80 questions, where Y is highly incomplete with only 13.5\% entries observed.

FIG. 2.4B is a table showing the unique tag associated with each concept in the graph of FIG. 2.4A.

FIG. 2.5 illustrates prediction performance for one embodiment on the Mechanical Turk algebra test dataset. We compare the collaborative filtering methods SYD++ and OrdRec to various Ordinal SPARFA-M based methods: “Nuc” uses the nuclear norm constraint, “Fro” uses the Frobenius norm constraint, “Bin” and “BinInd” learn the bin boundaries, whereas “Bin” learns one set of bin boundaries for the entire dataset and “BinInd” learns individual bin boundaries for each question.

FIG. 2.6 illustrates one embodiment of a method for performing learning analytics and content analytics using ordinal sparse factor analysis.

FIG. 2.7 illustrates another embodiment of the method for performing learning analytics and content analytics using ordinal sparse factor analysis.

FIG. 2.8 illustrates yet another embodiment of the method for performing learning analytics and content analytics that integrates estimation of question difficulty.

FIG. 2.9 illustrates an embodiment of a method for performing learning analytics and content analytics that integrates information regarding a collection of tags that have been assigned to the questions (e.g., by instructors or question authors).

FIG. 2.10 illustrates another embodiment of the method for performing learning analytics and content analytics that integrates information regarding a collection of tags that have been assigned to the questions.
FIG. 3.1 illustrates average predicted likelihood on 20% holdout data in Y using SPARFA-Top with different precision parameters \( \tau \). For \( \tau \to \infty \), SPARFA-Top corresponds to SPARFA as described in section I.

FIGS. 3.2A-B illustrate a question-concept association graph (FIG. 3.2A) and most important keywords (FIG. 3.2B) recovered by one embodiment of SPARFA-Top for the STEMscopes dataset; boxes represent questions, circles represent concepts, and thick lines represent strong question-concept associations.

FIG. 3.3A-B illustrates a question-concept association graph (FIG. 3.3A) and the 3 most important keywords (FIG. 3.3B) recovered by one embodiment of SPARFA-Top for the algebra test dataset; boxes represent questions, circles represent concepts, and thick lines represent strong question-concept associations.

FIG. 3.4 illustrates one embodiment of a method for performing joint topic modeling and learning-and-content analytics.

FIG. 3.5 illustrates another embodiment of the method for performing joint topic modeling and learning-and-content analytics.

FIG. 3.6 illustrates one embodiment of a method for estimating the concept knowledge of a new learner after the concept knowledge matrix \( C \) and the question-concept association matrix \( W \) have been estimated.

FIG. 5.1 illustrates one embodiment of a method for estimating content preferences of content users and estimating content-concept associations.

FIG. 6.1 illustrates one example of a computer system that may be used to realize any of the method embodiments described herein.

FIG. 7.1 illustrates one embodiment of a method for facilitating personalized learning for a set of learners.

FIG. 8.1 illustrates one embodiment of a method for discerning user content preferences.

While the invention is susceptible to various modifications and alternative forms, specific embodiments thereof are shown by way of example in the drawings and are herein described in detail. It should be understood, however, that the drawings and detailed description thereto are not intended to limit the invention to the particular form disclosed, but on the contrary, the intention is to cover all modifications, equivalents and alternatives falling within the spirit and scope of the present invention as defined by the appended claims.

DETAILED DESCRIPTION OF THE EMBODIMENTS

Terminology

A memory medium is a non-transitory medium configured for the storage and retrieval of information. Examples of memory media include: various kinds of semiconductor-based memory such as RAM and ROM; various kinds of magnetic media such as magnetic disk, tape, strip and film; various kinds of optical media such as CD-ROM and DVD-ROM; various media based on the storage of electrical charge and/or any of a wide variety of other physical quantities; media fabricated using various lithographic techniques; etc. The term “memory medium” includes within its scope of meaning the possibility that a given memory medium might be a union of two or more memory media that reside at different locations, e.g., in different portions of an integrated circuit or on different integrated circuits in an electronic system or on different computers in a computer network.

A computer-readable memory medium may be configured so that it stores program instructions and/or data, where the program instructions, if executed by a computer system, cause the computer system to perform a method, e.g., any of a method embodiments described herein, or any combination of the method embodiments described herein, or any subset of any of the method embodiments described herein, or, any combination of such subsets.

A computer system is any device (or combination of devices) having at least one processor that is configured to execute program instructions stored on a memory medium. Examples of computer systems include personal computers (PCs), laptop computers, tablet computers, mainframe computers, workstations, server computers, client computers, network or Internet appliances, hand-held devices, mobile devices such as media players or mobile phones, personal digital assistants (PDAs), computer-based television systems, grid computing systems, wearable computers, computers implanted in living organisms, computers embodied in head-mounted displays, computers embedded in sensors forming a distributed network, computers embedded in a camera devices or imaging devices or measurement devices, etc.

A programmable hardware element (PHE) is a hardware device that includes multiple programmable function blocks connected via a system of programmable interconnects. Examples of PHEs include FPGAs (Field Programmable Gate Arrays), PLDs (Programmable Logic Devices), FPOAs (Field Programmable Object Arrays), and CPLDs (Complex PLDs). The programmable function blocks may range from fine-grained (combinatorial logic or look up tables) to coarse-grained (arithmetic logic units or processor cores).

In some embodiments, a computer system may be configured to include a processor (or a set of processors) and a memory medium, where the memory medium stores program instructions, where the processor is configured to read and execute the program instructions stored in the memory medium, where the program instructions are executable by the processor to implement a method, e.g., any of the various method embodiments described herein, or, any combination of the method embodiments described herein, or, any subset of any of the method embodiments described herein, or, any combination of such subsets.

I. Sparse Factor Analysis for Learning and Content Analytics

Abstract: In this patent we disclose, among other things, (a) a new model and algorithms for machine learning-based learning analytics, which estimate a learner’s knowledge of the concepts underlying a domain, and (b) content analytics, which estimate the relationships among a collection of questions and those concepts. In some embodiments, our model represents the probability that a learner provides the correct response to a question in terms of three factors: their understanding of a set of underlying concepts, the concepts involved in each question, and each question’s intrinsic difficulty. We estimate these factors given the graded responses to a collection of questions. The underlying estimation problem is ill-posed in general, especially when only a subset of the questions are answered. An observation that enables a well-posed solution is the fact that typical educational domains of interest involve only a relatively small number of key concepts. Leveraging this observation, we
have developed both a bi-convex maximum-likelihood-based solution and a Bayesian solution to the resulting SPARse Factor Analysis (SPARFA) problem. In some embodiments, we also incorporate user-defined tags on questions to facilitate the interpretability of the estimated factors. Finally, we make a connection between SPARFA and noisy, binary-valued (1-bit) dictionary learning that is of independent interest.

1.1 Introduction

Textbooks, lectures, and homework assignments were the answer to the main educational challenges of the 19th century, but they are the main bottleneck of the 21st century. Today’s textbooks are static, linearly organized, time-consuming to develop, soon out-of-date, and expensive. Lectures remain a primarily passive experience of copying down what an instructor says and writes on a board (or projects on a screen). Homework assignments that are not graded for correctness, receive feedback to learners (e.g., students) on their learning progress. Even more importantly, today’s courses provide only a “one-size-fits-all” learning experience that does not cater to the background, interests, and goals of individual learners.

1.1.1 The Promise of Personalized Learning

We envision a world where access to high-quality, personally tailored educational experiences is affordable to all of the world’s learners. In some embodiments, the key is to integrate textbooks, lectures, and homework assignments into a personalized learning system (PLS) that closes the learning feedback loop by (i) continuously monitoring and analyzing learner interactions with learning resources in order to assess their learning progress and (ii) providing timely remediation, enrichment, or practice based on that analysis.

Some progress has been made over the past few decades on personalized learning; see, for example, the sizable literature on intelligent tutoring systems discussed in Psotka et al. (1988). (See the list of references given at the end of this section.) To date, the lion’s share of fielded, intelligent tutors have been rule-based systems that are hard-coded by domain experts to give learners feedback for pre-defined scenarios (e.g., Koedinger et al. (1997), Brusilovsky and Peylo (2003), VanLehn et al. (2005), and Butz et al. (2006)). The specificity of such systems is counterbalanced by their high development cost in terms of both time and money, which has limited their scalability and impact in practice.

In a fresh direction, recent progress has been made on applying machine learning algorithms to mine learner interaction data and educational content. (See the overview articles by Romero and Ventura (2007) and Baker and Yacef (2009).) In contrast to rule-based approaches, machine learning-based PLSs promise to be rapid and inexpensive to deploy, which will enhance their scalability and impact. Indeed, the dawning age of “big data” provides new opportunities to build PLSs based on data rather than rules. In at least some embodiments, we conceptualize the architecture of a generic machine learning-based PLS to have three interlocking components as follows.

(A) Learning analytics: Algorithms that estimate what each learner does and does not understand based on data obtained from tracking their interactions with learning content.

(B) Content analytics: Algorithms that organize learning content such as text, video, simulations, questions, and feedback hints.

(C) Scheduling: Algorithms that use the results of learning and content analytics to suggest to each learner at each moment what they should be doing in order to maximize their learning outcomes, in effect closing the learning feedback loop.

1.1.2 Sparse Factor Analysis (Sparfa)

In this patent we disclose, among other things, a new model and a suite of algorithms for joint machine learning-based learning analytics and content analytics. In some embodiments, our model (developed in Section 1.2) represents the probability that a learner provides the correct response to a given question in terms of three factors: their knowledge of the underlying concepts, the concepts involved in each question, and each question’s intrinsic difficulty.

In one set of embodiments, a learning system may include a server 110 (e.g., a server controlled by a learning service provider) as shown in FIG. 1.0. The server may be configured to perform any of the various methods described herein. Client computers CC 1 , CC 2 , . . . , CC M may access the server via a network 120 (e.g., the Internet or any other computer network). The persons operating the client computers may include learners, instructors, the authors of questions, the authors of educational content, etc. For example, learners may use client computers to access questions from the server and provide answers to the questions. The server may grade the questions automatically based on answers previously provided, e.g., by instructors or the authors of the questions. (Of course, an instructor and a question author may be one and the same in some situations.) Alternatively, the server may allow an instructor or other authorized person to access the answers that have been provided by learners. An instructor (e.g., using a client computer) may assign grades to the answers, and invoke execution of one or more of the computational methods described herein. Furthermore, learners may access the server to determine (e.g., view) their estimated concept-knowledge values for the concepts that have an extracted by the computational method(s), and/or, to view a graphical depiction of question-concept relationships determined by the computational method(s), and/or, to receive recommendations on further study or questions for further testing. The server may automatically determine the recommendations based on the results of the computational method(s), as variously described herein. In some embodiments, instructors or other authorized persons may access the server to perform one or more tasks such as: assigning tags (e.g., character strings) to the questions; drafting new questions; editing currently-existing questions; drafting or editing the text for questions; drafting or editing the feedback text for questions; viewing a graphical depiction of question-concept relationships determined by the computational method(s); viewing the concept-knowledge values (or a graphical illustration thereof) for one or more selected learners; invoking and viewing the results of statistical analysis of the concept-knowledge values of a set of learners, e.g., viewing histograms of concept knowledge over the set of learners; sending and receiving messages to/from learners; uploading video and/or audio lectures (or more generally, educational content) for storage and access by the learners.

In another set of embodiments, a person (e.g., an instructor) may execute one or more of the presently-disclosed computational methods on a stand-alone computer, e.g., on his/her personal computer or laptop. Thus, the computational method(s) need not be executed in a client-server environment.
learners' responses to a collection of questions. We may encode these graded responses in a “gradebook”. The gradebook may be represented by a matrix with entries \( Y_{ij} \), where \( Y_{ij} \) is 1 or 0 depending on whether learner \( j \) answers question \( i \) correctly or incorrectly, respectively. (In following sections, we also consider the more general case of a gradebook whose entries are values belonging to a set of \( P \) labels, with \( P \geq 2 \).) Question marks correspond to incomplete data due to unanswered or unassigned questions. Working left-to-right in FIG. 1.1(b), we assume that the collection of questions (rectangles) is related to a small number of abstract concepts (circles) by a bipartite graph, where the edge weight \( W_{ik} \) indicates the degree to which question \( i \) involves concept \( k \). We also assume that question \( i \) has intrinsic difficulty \( \mu_i \). Denoting learner \( j \)'s knowledge of concept \( k \) by \( C_{jk} \), we calculate the probabilities that the learners answer the questions correctly in terms of an actual 1/0 correctness via a standard probit or logit link function.

Armed with this model and given incomplete observations of the graded learner-question responses \( Y_{ij} \), our goal is to estimate the factors \( W, C, \) and \( \mu \). Such a factor-analysis problem is ill-posed in general, especially when each learner answers only a small subset of the collection of questions. Our first observation that enables a well-posed solution is the fact that typical educational domains of interest involve only a small number of key concepts (i.e., we have \( K \ll N \), \( Q \) in FIGS. 1.1). Consequently, \( W \) becomes a tall, narrow, sparse matrix with the rows corresponding to questions and the columns corresponding to concepts, encoding the learners' answer patterns for each question. The model is to estimate the factors \( W, C, \) and \( \mu \). Such a factor-analysis problem is ill-posed in general, especially when each learner answers only a small subset of the collection of questions.

Our first observation that enables a well-posed solution is the fact that typical educational domains of interest involve only a small number of key concepts (i.e., we have \( K \ll N \), \( Q \) in FIGS. 1.1). Consequently, \( W \) becomes a tall, narrow, sparse matrix with the rows corresponding to questions and the columns corresponding to concepts, encoding the learners' answer patterns for each question. The model is to estimate the factors \( W, C, \) and \( \mu \). Such a factor-analysis problem is ill-posed in general, especially when each learner answers only a small subset of the collection of questions.

Let \( N \) denote the total number of learners, \( Q \) the total number of questions, and \( K \) the number of latent abstract concepts. We define \( C_{ij} \) as the concept knowledge of learner \( i \) on concept \( j \), with large positive values of \( C_{ij} \) corresponding to a better chance of success on questions related to concept \( j \). Stack these values into the column vector \( C \in \mathbb{R}^N \), with \( C_i \) denoting the knowledge of learner \( i \) on concept \( j \). We further define \( W_{ik} \) as the question-concept association of question \( i \) with respect to concept \( k \), with larger values denoting stronger involvement of the concept. Stack these values into the column vector \( W_i \in \mathbb{R}^K \). Finally, we define the scalar \( \mu_i \) as the intrinsic difficulty of question \( i \), with larger values representing easier questions. Stack these values into the column vector \( \mu \) and form the QxN matrix \( M = \mu i_{1 \times N} \) as the product of \( \mu = [\mu_1, \ldots, \mu_Q]^T \) with the N-dimensional all-ones row vector \( 1_{1 \times N} \).
Given these definitions, we propose the following model for the binary-valued graded response variable $Y_{ij} \in \{0, 1\}$ for learner $j$ on question $i$, with 1 representing a correct response and 0 an incorrect response:

$$Z_{ij} = \omega_i^T \gamma_j + \epsilon_{ij},$$

$$Y_{ij} \sim \text{Ber}(\Phi(Z_{ij})), (i,j) \in \Omega_{obs}.$$  (1)

Here, $\text{Ber}(z)$ designates a Bernoulli distribution with success probability $z$, and $\Phi(z)$ denotes an inverse link function that maps a real value $z$ to the success probability of a binary random variable. (Inverse link functions are often called response functions in the generalized linear models literature. See, e.g., Guisan et al. 2002.) Thus, the slack variable $\Phi(Z_{ij}) \in \{0,1\}$ governs the probability of learner $j$ answering question $i$ correctly.

The set $\Omega_{obs} = \{1, \ldots, Q\} \times \{1, \ldots, N\}$ in (1) contains the indices associated with the observed graded learner response data. Hence, our framework is able to handle the case of incomplete or missing data, e.g., when the learners do not answer all of the questions. (Two common situations lead to missing learner response data. First, a learner might not attempt a question because it was not assigned or available to them. In this case, we simply exclude their response from obs. Second, a learner might not attempt a question because it was assigned to them but was too difficult. In this case, we treat their response as incorrect, as is typical in standard testing settings.) Stack the values $Y_{ij}$ and $Z_{ij}$ into the QxN matrices $Y$ and $Z$, respectively. We can conveniently rewrite (1) in matrix form as

$$Y_{ij} \sim \text{Ber}(\Phi(Z_{ij})), (i,j) \in \Omega_{obs},$$

with $Z = WC + M$.  (2)

In some embodiments, we focus on the two most commonly used link functions in the machine learning literature. The inverse probit function is defined as

$$\Phi_{pro}(x) = \int_{-\infty}^{x} N(t) dt = \frac{1}{\sqrt{2\pi}} \int_{-\infty}^{x} e^{-t^2/2} dt,$$  (3)

where

$$N(t) = \frac{1}{\sqrt{2\pi}} e^{-t^2/2}$$

is the probability density function (PDF) of the standard normal distribution (with mean zero and variance one). The inverse logit link function is defined as

$$\Phi_{log}(x) = \frac{1}{1 + e^{-x}}  $$  (4)

As we noted in the Introduction, $W$, $C$, and $\mu$ (or equivalently, $M$) have natural interpretations in real education settings. Column $j$ of $C$ can be interpreted as a measure of learner $j$’s knowledge about the abstract concepts, with larger $C_{kj}$ values implying more knowledge. The non-zero entries in $W$ can be used to visualize the connectivity between concepts and questions (see FIG. 1.1(b) for an example), with larger $W_{ik}$ values implying stronger ties between question $i$ and concept $k$. The values of $\mu$ contain estimates of each question’s intrinsic difficulty.

### 1.2.2 Joint Estimation of Concept Knowledge and Question-Concept Association

Given a (possibly partially observed) matrix of graded learner response data $Y$, we aim to estimate the learner concept knowledge matrix $C$, the question-concept association matrix $W$, and the question intrinsic difficulty vector $\mu$. In practice, the latent factors $W$ and $C$, and the vector $\mu$ will contain many more unknowns than we have observations in $Y$; hence, estimating $W$, $C$, and $\mu$ is, in general, an ill-posed inverse problem. The situation is further exacerbated if many entries in $Y$ are unobserved.

To regularize this inverse problem, prevent over-fitting, improve identifiability, and enhance interpretability of the entries in $W$ and $C$, we appeal to the following three observations regarding education that are reasonable for typical exam, homework, and practice questions at all levels.  (If $Z = WC$, then for any orthonormal matrix $H$ with $H^T H = I$, we have $Z = WH^T HC = WC$. Hence, the estimation of $W$ and $C$ is, in general, non-unique up to a unitary matrix rotation.)

We will exploit these observations extensively in the sequel as fundamental assumptions:

(A1) Low-dimensionality: The number of latent, abstract concepts $K$ is small relative to both the number of learners $N$ and the number of questions $Q$. This implies that the questions are redundant and that the learners’ graded responses live in a low-dimensional space. The parameter $K$ dictates the concept granularity. Small $K$ extracts just a few general, broad concepts, whereas large $K$ extracts more specific and detailed concepts. Standard techniques like cross-validation (Hastie et al. (2010)) can be used to select $K$. We provide the corresponding details in Section I.6.3.

(A2) Sparsity: Each question should be associated with only a small subset of the concepts in the domain of the course/assessment. In other words, we assume that the matrix $W$ is sparsely populated, i.e., contains mostly zero entries.

(A3) Non-negativity: A learner’s knowledge of a given concept does not negatively affect their probability of correctly answering a given question, i.e., knowledge of a concept is not "harmful." In other words, the entries of $W$ are non-negative, which provides a natural interpretation for the entries in $C$: Large values $C_{kj}$ indicate strong knowledge of the corresponding concept, whereas negative values indicate weak knowledge.

In practice, $N$ can be larger than $Q$ and vice versa, and hence, we do not impose any additional assumptions on their values. Assumptions (A2) and (A3) impose sparsity and non-negativity constraints on $W$. Since these assumptions are likely to be violated under arbitrary unitary transforms of the factors, they help alleviate several well-known identifiability problems that arise in factor analysis.

We will refer to the problem of estimating $W$, $C$, and $\mu$ given the observations $Y$, under the assumptions (A1)-(A3) as the SPARse Factor Analysis (SPARFA) problem. We now develop two complementary algorithms to solve the SPARFA problem. In Section I.3, we introduce SPARFA-M, a computationally efficient matrix-factorization approach that produces point estimates of the quantities of interest, in contrast to the principal component analysis based approach in Lee et al. (2010). In Section I.4, we introduce SPARFA-B, a Bayesian approach that produces full posterior estimates of the quantities of interest.

I.3. Sparra-M: Maximum Likelihood-Based Sparse Factor Analysis

Our first algorithm, SPARFA-M, solves the SPARFA problem using maximum-likelihood-based probit or logistic regression.
3.1 Problem Formulation

To estimate $W$, $C$, and $µ$, we maximize the likelihood of the observed data $Y_{ij}$, $i, j \in \mathcal{D}$, subject to the assumptions (A1), (A2), and (A3) from Section 1.2.2. This likelihood yields the following optimization problem $P^*$:

$$
\text{maximize }_{W, C} \sum_{i, j \in \mathcal{D}} \log(p(Y_{ij} | W_i, C_j))
$$

subject to

$$
\|w_i\|_0, \|w_i\|_2 \leq \Psi_i, \quad W_{i, k} \geq 0
$$

where $w_i$ is the $i$-th column of $W$. Let us take a quick tour of the problem $(P^*)$ and its constraints. The intrinsic difficulty vector $µ$ is incorporated to comply with (A2) by limiting its maximum number of non-zero coefficients using the constraint $\|w_i\|_0 \leq s$, where $s$ counts the number of non-zero entries in the vector $w$. We enforce non-negativity on each entry $W_{i,k}$ to comply with (A3). Finally, we normalize the Frobenius norm of the concept knowledge matrix $C$ to a given $\Xi > 0$ to suppress arbitrary scalings between the entries in both matrices $W$ and $C$.

Unfortunately, optimizing over the sparsity constraints $\|w_i\|_0 \leq s$, $\|w_i\|_2 \leq \Psi_i$ requires a combinatorial search over all $K$-dimensional support sets having no more than $s$ non-zero entries. Hence, $(P^*)$ cannot be solved efficiently in practice for the typically large problem sizes of interest. In order to arrive at an optimization problem that can be solved with a reasonable computational complexity, we relax the sparsity constraints $\|w_i\|_0 \leq s$ in $(P^*)$ to $1_1$-norm constraints. The $1_1$-norm constraints, the $1_2$-norm constraints and the Frobenius norm constraint are moved into the objective function via Lagrange multipliers:

$$(P) \text{ minimize }_{W, C, w_i, C_j, k} \sum_{i, j \in \mathcal{D}} \log(p(Y_{ij} | W_i, C_j)) + \lambda \|W\|_1 + \frac{\mu}{2} \|W\|_2^2 + \frac{\gamma}{2} \|C\|_F^2$$

The first regularization term $\lambda \|W\|_1$ induces sparsity on each vector $w_i$ with the single parameter $\lambda > 0$ controlling the sparsity level. Since one can arbitrarily increase the scale of the vectors $w_i$ while decreasing the scale of the vectors $c_j$ accordingly (and vice versa) without changing the likelihood, we gauge these vectors using the second and third regularization terms

$$
\frac{\mu}{2} \sum_{i,j} \|w_{i,j}\|_2^2
$$

and

$$
\frac{\gamma}{2} \|c_j\|_2^2
$$

with the regularization parameters $\mu > 0$ and $\gamma > 0$, respectively. (The first $1_1$-norm regularization term in $(RR^*)$ already gauges the norm of the $w_i$. The $1_2$-norm regularizer is included only to aid in establishing the convergence results for SPARFA-M as detailed in Section 1.3.4.) We emphasize that since $\|C\|_F^2 > \sum_{j} \|c_j\|_2^2$, we can impose a regularizer on each column rather than the entire matrix $C$, which facilitates the development of the efficient algorithm detailed below.

1.3.2 The Sparfa-M Algorithm

Since the first negative log-likelihood term in the objective function of $(P)$ is convex in the product $WC$ for both the probit and the logit functions (see, e.g., Hastie et al. (2010)), and since the rest of the regularization terms are convex in either $W$ or $C$ while the nonnegativity constraints on $W_{i,k}$ are with respect to a convex set, the problem $(P)$ is biconvex in the individual factors $W$ and $C$. More importantly, with respect to blocks of variables $w_i, c_j$, the problem $(P)$ is block multi-convex in the sense of Xu and Yin (2012).

SPARFA-M is an alternating optimization approach to (approximately) solving $(P)$ that proceeds as follows. We initialize $W$ and $C$ with random entries and then iteratively optimize the objective function of $(P)$ for both factors in an alternating fashion. Each outer iteration involves solving two kinds of inner subproblems. In the first subproblem, we hold $W$ constant and separately optimize each block of variables in $c_j$; in the second subproblem, we hold $C$ constant and separately optimize each block of variables $w_i$. Each subproblem is solved using an iterative method; see Section 1.3.3 for the respective algorithms. The outer loop is terminated whenever a maximum number of outer iterations $I_{max}$ is reached, or if the decrease in the objective function of $(P)$ is smaller than a certain threshold.

The two subproblems constituting the inner iterations of SPARFA-M correspond to the following convex $1_1/1_2$-norm and $1_2$-norm regularized regression (RR) problems:

$$
(RR_1) \text{ minimize }_{w_i, C_j} \sum_{i, j \in \mathcal{D}} \log(p(Y_{ij} | W_i, C_j)) + \lambda \|W\|_1 + \frac{\mu}{2} \|w_i\|_2^2
$$

$$
(RR_2) \text{ minimize }_{w_i, C_j} \sum_{i, j \in \mathcal{D}} \log(p(Y_{ij} | W_i, C_j)) + \lambda \|C\|_2^2 + \frac{\gamma}{2} \|c_j\|_2^2
$$

We develop two novel first-order methods that efficiently solve $(RR_1^*)$ and $(RR_2^*)$ for both probit and logistic regression. These methods scale well to high-dimensional problems, in contrast to existing second-order methods. In addition, the probit link function makes the explicit computation of the Hessian difficult, which is only required for second-order methods. Therefore, we build our algorithm on the fast iterative soft-thresholding algorithm (FISTA) framework developed in Beck and Teboulle (2009), which enables the development of efficient first-order methods with accelerated convergence.

1.3.3 Accelerated First-Order Methods for Regularized Probit/Logistic Regression

The FISTA framework (Beck and Teboulle (2009)) iteratively solves optimization problems whose objective function is given by $f(\cdot) + g(\cdot)$, where $f(\cdot)$ is a continuously differentiable convex function and $g(\cdot)$ is convex but poten-
I.3.4. Convergence Analysis of Regularized Regression Using Fista

In order to establish the SPARFA-M convergence result, we first adapt the convergence results for FISTA in Beck and Teboulle (2009) to prove convergence on the two subproblems (RR*) and (RR2). The following theorem is a consequence of (Beck and Teboulle, 2009, Thm. 4.4) combined with Lemmata 4 and 5 in Appendix A. If back-tracking is used to select step-size $t$, then let $\alpha$ correspond to the backtracking parameter. Otherwise set $\alpha=1$ and for (RR*) let $t=1/L$ and for (RR2) let $t=1/L_2$. In Lemma 5, we compute that $L_1=\sigma_{max}(C)^2+\mu$ and $L_2=\sigma_{max}(W)^2+\gamma$ for the probit case, and

$$L_1 = \frac{1}{4}\sigma_{max}^2(C) + \mu$$

and

$$L_2 = \frac{1}{4}\sigma_{max}^2(W) + \gamma$$

for the logit case.

Theorem 1 (Linear Convergence of RR Using FISTA)

Given i and j, let

$$F_i(w_i) = \sum_{j \in \Omega_{obs}} \log p(Y_{ij} | w_i, c_j) + \lambda \|w_i\|_i + \frac{\mu}{2} \|w_i\|_2^2,$$

$$w_{ik} \geq 0 \forall k,$$

$$F_j(c_j) = \sum_{i \in \Omega_{test}} \log p(Y_{ij} | w_i, c_j) + \frac{\gamma}{2} \|c_j\|_2^2$$

where the Nx1 vector $p_\text{pro}(\cdot)$ has elements

$$p_\text{pro}(Y_{ij}^{-1}(\omega, c)) = \Phi_\text{pro}(\omega' c_j).$$

where $\omega$ is an Nxl vector corresponding to the transpose of the ith row of $Y$. $p_{\text{pro}}$ is an Nxl vector whose jth element equals the probability of $Y_{ij}$ being 1; that is, $p_{\text{pro}}(Y_{ij}^{-1}(\omega, c)) = \Phi_\text{pro}(\omega' c_j)$. The entries of the Nxn diagonal matrix are given by

$$D'_j = \frac{N(\omega' c_j)}{\Phi_{\text{pro}}(\omega' c_j) X_j - \Phi_{\text{pro}}(\omega' c_j)}$$

for (RR*), the gradient step becomes

$$\frac{\partial}{\partial c_j} \sum_{i \in \Omega_{obs}} 1(Y_{ij}^{-1}(\omega, c))$$

which is the same as (5) and (6) after replacing C with $W'Y$ and $\mu$ with $\gamma$. The shrinkage step for (RR2) is the simple re-scaling

$$c_j^{i+1} = \frac{1}{1 + \gamma t} c_j^i,$$

In the logistic regression case, the steps (6), (7), and (8) remain the same but the gradient changes to

$$\frac{\partial}{\partial c_j} \sum_{i \in \Omega_{obs}} \log p(Y_{ij} | w_i, c_j) + \lambda \|w_i\|_i + \frac{\mu}{2} \|w_i\|_2^2.$$
be the cost functions of (RR₁) and (RR₂), respectively. Then, we have

\[ F_1(\hat{c}_1) - F_1(c_1^*) \leq \frac{2\alpha L_1 \|\hat{c}_1 - c_1^*\|^2}{(i+1)^2}, \]

\[ F_2(\hat{c}_2) - F_2(c_2^*) \leq \frac{2\alpha L_2 \|\hat{c}_2 - c_2^*\|^2}{(i+1)^2}, \]

where \( \hat{c}_1 \) and \( c_1^* \) are the initialization points of \((RR₁)\) and \((RR₂)\), \( \hat{c}_2 \) and \( c_2^* \) designate the solution estimates at the \( i \)th inner iteration, and \( \hat{c}_1^* \) and \( c_2^* \) denote the optimal solutions.

In addition to establishing convergence, Theorem 1 reveals that the difference between the cost functions at the current estimates and the optimal solution points, \( F_1(\hat{w}_1) - F(\hat{w}_1^*) \) and \( F_2(\hat{c}_2) - F(\hat{c}_2^*) \), decrease as \( O(1/i^2) \).

**I.3.4.2 Convergence Analysis of Sparfa-M**

We are now ready to establish the following convergence result for the Sparfa-M algorithm.

**Theorem 2 (Global Convergence of Sparfa-M)**

From any starting point \( \mathbf{x}^0 \), let \( \{\mathbf{x}^i\} \) be the sequence of estimates generated by the Sparfa-M algorithm with \( i = 1, 2, \ldots \) as the outer iteration number. Then, the sequence \( \{\mathbf{x}^i\} \) converges to the finite limit point \( \mathbf{x}^* \), which is a critical point of \((P)\). Since minimizing \( F(\mathbf{x}) \) is equivalent to solving \((P)\), we can now use the results developed in Xu and Yin (2012) to establish the following convergence result for the Sparfa-M algorithm.

**Theorem 2 (Global Convergence of Sparfa-M)**

From any starting point \( \mathbf{x}^0 \), let \( \{\mathbf{x}^i\} \) be the sequence of estimates generated by the Sparfa-M algorithm with \( i = 1, 2, \ldots \) as the outer iteration number. Then, the sequence \( \{\mathbf{x}^i\} \) converges to the finite limit point \( \mathbf{x}^* \), which is a critical point of \((P)\). Moreover, if the starting point \( \mathbf{x}^0 \) is within a close neighborhood of a global optimum of \((P)\), then Sparfa-M converges to this global optimum.

Since the problem \((P)\) is bi-convex in nature, we cannot guarantee that Sparfa-M always converges to a global optimum from an arbitrary starting point. Nevertheless, the use of multiple randomized initialization points can be used to increase the chance of being in the close vicinity of a global optimum, which improves the (empirical) performance of Sparfa-M (see Section I.3.5 for details). Note that we do not provide the convergence rate of Sparfa-M, which we do not provide the convergence rate of Sparfa-M, due to the bi-convex nature of \((P)\). We have found that running Sparfa-M multiple times with different starting points and picking the solution with the smallest overall objective function delivers excellent performance. In addition, we can deploy the standard heuristics used in the dictionary-learning literature (Aharon et al., 2006, Section IV-E) to further improve the convergence towards a global optimum. For example, every few outer iterations, we can evaluate the current \( \mathbf{W} \) and \( \mathbf{C} \). If two rows of \( \mathbf{C} \) are similar (as measured by the absolute value of the inner product between them), then we re-initialize one of them as an i.i.d. Gaussian vector. Moreover, if some columns in \( \mathbf{W} \) contain only zero entries, then we re-initialize them with i.i.d. Gaussian vectors.

**I.3.5.3 Parameter Selection**

The input parameters to Sparfa-M include the number of concepts \( \mathbf{K} \) and the regularization parameters \( \gamma \) and \( \lambda \). The number of concepts \( \mathbf{K} \) is a user-specified value. In practice, cross-validation could be used to select \( \mathbf{K} \) if the task is to predict missing entries of \( \mathbf{Y} \) (see Section I.6.3). The sparsity parameter \( \lambda \) and the \( \ell_1 \)-norm penalty parameter \( \gamma \) strongly affect the output of Sparfa-M: they can be selected using any of a number of criteria, including the Bayesian information criterion (BIC) or cross-validation, as detailed in Hastie et al. (2010). Both criteria resulted in similar performance in all of the experiments reported in Section I.6.

**I.3.6 Related Work on Maximum Likelihood-Based Sparse Factor Analysis**

Sparse logistic factor analysis has previously been studied in Lee et al. (2010) in the principal components analysis context. There are three major differences with the Sparfa-M framework. First, Lee et al. (2010) do not impose the non-negativity constraint on \( \mathbf{W} \) that is critical for the interpretation of the estimated factors. Second, they impose an orthornormality constraint on \( \mathbf{C} \) that does not make sense in educational scenarios. Third, they optimize an upper bound on the negative log-likelihood function in each outer itera-
tion, in contrast to SPARFA-M, which optimizes the exact cost functions in (RR 1) and (RR 2).

The problem (P) shares some similarities with the method for missing data imputation outlined in (Mohamed et al., 2012, Eq. 7). However, the problem (P) studied here includes an additional non-negativity constraint on W and the regularization term

\[ \frac{1}{2} \sum_i \| \mathbf{w}_i \|^2 \]

that are important for the interpretation of the estimated factors and the convergence analysis. Moreover, SPARFA-M utilizes the accelerated FISTA framework as opposed to the more straightforward but less efficient gradient descent method in Mohamed et al. (2012).

SPARFA-M is capable of handling both the inverse logit and inverse probit link functions. For the inverse logit link function, one could solve (RR 1) and (RR 2) using an iteratively reweighted second-order algorithm as in Hastie et al. (2010), Minka (2003), Lee et al. (2006), Park and Hastie (2008), or an interior-point method as in Koh et al. (2007). However, none of these techniques extend naturally to the inverse probit link function, which is essential for some applications, e.g., in noisy compressive sensing recovery from 1-bit measurements (e.g., Jacques et al. (2013) or Plan and Vershynin (2012)). Moreover, second-order techniques typically do not scale well to high-dimensional problems due to the necessary computation of the Hessian. In contrast, SPARFA-M scales favorably thanks to its accelerated first-order FISTA optimization, which avoids the computation of the Hessian.

1.4. Sparfa-B: Bayesian Sparse Factor Analysis

Our second algorithm, SPARFA-B, solves the SPARFA problem using a Bayesian method based on Markov chain Monte-Carlo (MCMC) sampling. In contrast to SPARFA-M, which computes point estimates for each of the parameters of interest, SPARFA-B computes full posterior distributions for W, C, and µ.

While SPARFA-B has a higher computational complexity than SPARFA-M, it has several notable benefits in the context of learning and content analytics. First, the full posterior distributions enable the computation of informative quantities such as credible intervals and posterior modes for all parameters of interest. Second, since MCMC methods explore the full posterior space, they are not subject to being trapped indefinitely in local minima, which is possible with SPARFA-M. Third, the hyperparameters used in Bayesian methods generally have intuitive meanings, in contrast to the regularization parameters of optimization-based methods like SPARFA-M. These hyperparameters can also be specially chosen to incorporate additional prior information about the problem.

1.4.1 Problem Formulation

As discussed in Section 1.2.2, we require the matrix W to be both sparse (A2) and nonnegative (A3). We enforce these assumptions through the following prior distributions that are a variant of the well-studied spike-slab model (West, 2003; Ishwaran and Rao, 2005) adapted for non-negative factor loadings:

\[ W_{i,k} \sim \delta_0(\mathbf{w}_i) + (1 - r_i) N(0, \lambda_i) \]

\[ r_i \sim \text{Beta}(\alpha, \beta) \]

and

\[ r_i \sim \text{Beta}(\alpha, \beta) \]

Here, \( W_{i,k} \sim \delta_0(\mathbf{w}_i) \)

\[ \delta_0(\mathbf{w}_i) \]

is the Dirac delta function, and \( \alpha, \beta, \alpha, \beta \) are hyperparameters. The model (10) uses the latent random variable \( r_i \) to control the sparsity via the hyperparameters \( \alpha \) and \( \beta \). This set of priors induces a conjugate form on the posterior that enables efficient sampling. We note that both the exponential rate parameters \( \lambda_i \) as well as the inclusion probabilities \( r_i \) are grouped per factor. The remaining priors used in the proposed Bayesian model are summarized as

\[ \beta \sim N(0, \Omega), \Omega \sim W(\Omega_0, \epsilon), \text{ and } \mu \sim N(0, \Sigma) \]

where \( \beta \), \( \Omega_0 \), \( \epsilon \), \( \mu \) are hyperparameters.

1.4.2 the Sparfa-B Algorithm

We obtain posterior distribution estimates for the parameters of interest through an MCMC method based on the Gibbs’ sampler. To implement this, we must derive the conditional posteriors for each of the parameters of interest. We note again that the graded learner response matrix Y will not be fully observed, in general. Thus, our sampling method must be equipped to handle missing data.

The majority of the posterior distributions follow from standard results in Bayesian analysis and will not be derived in detail here. The exception is the posterior distribution of \( W_{i,k}, \forall i, k \). The spike-slab model that enforces sparsity in \( W \) requires first sampling \( W_{i,k} \sim 0 | Z, C, \mu \) and then sampling \( W_{i,k} \sim Z, C, \mu \) for all \( W_{i,k} > 0 \). These posterior distributions differ from previous results in the literature due to our assumption of an exponential (rather than a normal) prior on \( W_{i,k} \). We next derive these two results in detail.

1.4.2.1 Derivation of Posterior Distribution of \( W_{i,k} \)

We seek both the probability that an entry \( W_{i,k} \) is active (non-zero) and the distribution of \( W_{i,k} \) when active given our observations. The following theorem states the final sampling results.

Theorem 3 (Posterior Distributions for \( W \))

For all \( i = 1, \ldots, Q \) and all \( k = 1, \ldots, K \), the posterior sampling results for \( W_{i,k} > 0 | Z, C, \mu \) and \( W_{i,k} \sim 0 | Z, C, \mu \) are given by

\[ r_i = p(W_{i,k} = 0 | Z, C, \mu) \]

\[ \frac{N(\tilde{M}_{i,k}, \tilde{S}_{i,k}, \lambda_i)}{\exp(0|\lambda_i) (1 - r_i)} \]

\[ + \frac{N(\tilde{M}_{i,k}, \tilde{S}_{i,k}, \lambda_i)}{\exp(0|\lambda_i) (1 - r_i) + r_i} \]

\[ W_{i,k} | Z, C, \mu, W_{i,k} > 0 \sim N(\tilde{M}_{i,k}, \tilde{S}_{i,k}, \lambda_i) \]
represents a rectified normal distribution (see Schmidt et al. (2009)).

1.4.2.2 Sampling Methodology

SPARFA-B carries out the following MCMC steps to compute posterior distributions for all parameters of interest:

1. For all (i,j)∈Ωobs,
   
   \[ Z_{i,j} \sim N((WC)_{i,j}, \sigma^2), \]
   
   truncating above 0 if \( Y_{i,j} = 1 \), and truncating below 0 if \( Y_{i,j} = 0 \).

2. For all \( i = 1, \ldots, Q \), draw \( \mu_i \sim N(m_i, \sigma^2) \)
   
   \[ \text{with } m_i \sim N(\mu_i, \sigma^2). \]

3. For all \( j = 1, \ldots, N \), draw \( c_j \sim N(m_c, \sigma^2) \)
   
   \[ \text{with } m_c \sim N(\mu_c, \sigma^2). \]

4. Draw \( V \sim IW(V_0, C^TC, N+h) \).

5. For all \( i = 1, \ldots, Q \) and \( k = 1, \ldots, K \), draw \( W_{i,k} \sim \mathcal{N}(M_{i,k}, S_{i,k}) + (1-R_{i,k})B_0, \)
   
   \[ \text{with } S_{i,k} \sim \text{B(res,p)} \]

6. For all \( k = 1, \ldots, K \), let \( b_k \) define the number of active (i.e., non-zero) entries of \( W_k \).

7. For all \( k = 1, \ldots, K \), draw \( r_k \sim \text{Beta}(\alpha + b_k, \beta + N - b_k) \).

1.4.3 Algorithmic Details and Improvements for Sparfa-B

Here we discuss some several practical issues for efficiently implementing SPARFA-B, selecting the hyperparameters, and techniques for easy visualization of the SPARFA-B results.

1.4.3.1 Improving Computational Efficiency

The Gibbs sampling scheme of SPARFA-B enables efficient implementation in several ways. First, draws from the truncated normal in Step 1 of Section 1.4.2.2 are decoupled from one another, allowing them to be performed independently and, potentially, in parallel. Second, sampling of the elements in each column of \( W \) can be carried out in parallel by computing the relevant factors of Step 5 in matrix form. Since \( K < Q \), \( N \) by assumption (A1), the relevant parameters are recomputed only a relatively small number of times. One taxing computation is the calculation of the covariance matrix \( M_j \) for each \( j = 1, \ldots, N \) in Step 3.

This computation is necessary, since we do not constrain each learner to answer the same set of questions which, in turn, changes the nature of the covariance calculation for each individual learner. For data sets where all learners answer the same set of questions, this covariance matrix is the same for all learners and, hence, can be carried out once per MCMC iteration.

1.4.3.2 Parameter Selection

The selection of the hyperparameters is performed at the discretion of the user. As is typical for Bayesian methods, non-informative (broad) hyperparameters can be used to avoid biasing results and to allow for adequate exploration of the posterior space. Tighter hyperparameters can be used when additional side information is available. For example, prior information from subject matter experts might indicate which concepts are related to which questions or might indicate the intrinsic difficulty of the questions. Since SPARFA-M has a substantial speed advantage over SPARFA-B, it may be advantageous to first run SPARFA-M and then use its output to help in determining the hyperparameters or to initialize the SPARFA-B variables directly.

1.4.3.3 Post-Processing for Data Visualization

As discussed above, the generation of posterior statistics is one of the primary advantages of SPARFA-B. However, for many tasks, such as visualization of the retrieved knowledge base, it is often convenient to post-process the output of SPARFA-B to obtain point estimates for each parameter. For many Bayesian methods, simply computing the posterior mean is often sufficient. This is the case for most parameters computed by SPARFA-B, including \( C \) and \( \mu \). The posterior mean of \( W \), however, is generally non-sparse, since the MCMC will generally explore the possibility of including each entry of \( W \). Nevertheless, we can easily generate a sparse \( W \) by examining the posterior mean of the inclusion statistics contained in \( R_{i,j} \).

Concretely, if the posterior mean of \( R_{i,j} \) is small, then we set the corresponding entry of \( W_{i,j} \) to zero. Otherwise, we set \( W_{i,j} \) to its posterior mean. We will make use of this method throughout the experiments presented in Section 1.6.

1.4.4 Related Work on Bayesian Sparse Factor Analysis

Sparsity models for Bayesian factor analysis have been well-explored in the statistical literature (West, 2003; Tipping, 2001; Ishwaran and Rao, 2005). One popular avenue for promoting sparsity is to place a prior on the variance of each component in \( W \) (see, e.g., Tipping (2001), Fokoue (2004), and Pournara and Wernisch (2007)). In such a model, large variance values indicate active components, while small variance values indicate inactive components. Another approach is to model active and inactive components directly using a form of a spike-slab model due to West (2003) and used in Goodfellow et al. (2012), Mohamed et al. (2012), and Hahn et al. (2012):
1.5. Tag Analysis: Post-Processing to Interpret the Estimated Concepts

So far we have developed SPARFA-M and SPARFA-B to estimate $W$, $C$, and $\mu$ (or equivalently, $M$) in (2) given the partial binary observations in $Y$. Both $W$ and $C$ encode a small number of latent concepts. As we initially noted, the concepts are “abstract” in that they are estimated from the data rather than dictated by a subject matter expert. In this section we develop a principled post-processing approach to interpret the meaning of the abstract concepts after they have been estimated from learner responses, which is important if our results are to be usable for learning analytics and content analytics in practice. Our approach applies when the questions come with a set of user-generated “tags” or “labels” that describe in a free-form manner what ideas underlie each question.

We develop a post-processing algorithm for the estimated matrices $W$ and $C$ that estimates the association between the latent concepts and the user-generated tags, enabling concepts to be interpreted as a “bag of tags.” Additionally, we show how to extract a personalized tag knowledge profile for each learner. The efficacy of our tag-analysis framework will be demonstrated in the real-world experiments in Section I.6.2.

1.5.1 Incorporating Question-Tag Information

Suppose that a set of tags has been generated for each question that represent the topic(s) or theme(s) of each question. The tags could be generated by the course instructors, subject matter experts, learners, or, more broadly, by crowd-sourcing. In general, the tags provide a redundant representation of the true knowledge components, i.e., concepts are associated to a “bag of tags.”

Assume that there is a total number of $M$ tags associated with the questions. We form a $Q \times M$ matrix $T$, where each column of $T$ is associated to one of the $M$ pre-defined tags. We set $T_{i,m}=1$ if tag $m \in \{1, \ldots, M\}$ is present in question $i$ and 0 otherwise. Now, we postulate that the question association matrix $W$ extracted by SPARFA can be further factorized as $W=TA$, where $A$ is an $M \times K$ matrix representing the tags-to-concept mapping. This leads to the following additional assumptions.

(A4) Non-negativity: The matrix $A$ is non-negative. This increases the interpretability of the result, since concepts should not be negatively correlated with any tags, in general.

(A5) Sparsity: Each column of $A$ is sparse. This ensures that the estimated concepts relate to only a few tags.

1.5.2 Estimating the Concept-Tag Associations and Learner-Tag Knowledge

The assumptions (A4) and (A5) enable us to extract $A$ using $l_1$-norm regularized nonnegative least-squares as described in Hastie et al. (2010) and Chen et al. (1998). Specifically, to obtain each column $a_k$ of $A, k=1, \ldots, K$, we solve the following convex optimization problem, a non-negative variant of basis pursuit denoising:

$$\text{minimize}_{a_k} \frac{1}{2} \| w_k - T_{ik} \|_2 + \eta \| a_k \|_1.$$  

Here, $w_k$ represents the $k^{th}$ column of $W$, and the parameter $\eta$ controls the sparsity level of the solution $a_k$.

We propose a first-order method derived from the FISTA framework in Beck and Teboulle (2009) to solve (BPDN+). The algorithm consists of two steps: A gradient step with respect to the $l_1$-norm penalty function, and a projection step with respect to the $l_1$-norm regularizer subject to the non-negative constraints on $a_k$. By solving (BPDN+) for $k=1, \ldots, K$, and building $A=[a_1, \ldots, a_K]$, we can (i) assign tags to each concept based on the non-zero entries in $A$ and (ii) estimate a tag-knowledge profile for each learner.

1.5.2.1 Associating Tags to Each Concept

Using the concept-tag association matrix $A$ we can directly associate tags to each concept estimated by the SPARFA algorithms. We first normalize the entries in $a_k$ such that they sum to one. With this normalization, we can then calculate percentages that show the proportion of each tag that contributes to concept $k$ corresponding to the non-zero entries of $a_k$. This concept tagging method typically will assign multiple tags to each concept, thus, enabling one to identify the coarse meaning of each concept (see Section I.6.2 for examples using real-world data).

1.5.2.2 Learner Tag Knowledge Profiles

Using the concept-tag association matrix $A$, we can assess each learner’s knowledge of each tag. To this end, we form an $M \times N$ matrix $U=AC$, where the $U_{m,j}$ characterizes the knowledge of learner $j$ of tag $m$. This information could be used, for example, by a PLS to automatically inform each learner which tags they have strong knowledge of and which tags they do not. Course instructors can use the information contained in $U$ to extract measures representing the knowledge of all learners on a given tag, e.g., to identify the tags for which the entire class lacks strong knowledge. This information would enable the course instructor to select future learning content that deals with those specific tags. A real-world example demonstrating the efficacy of this framework is shown below in Section I.6.2.1.

1.6. Experiments

In this section, we validate SPARFA-M and SPARFA-B on both synthetic and real-world educational data sets. First, using synthetic data, we validate that both algorithms can accurately estimate the underlying factors from binary-valued observations and characterize their performance under different circumstances. Specifically, we benchmark the factor estimation performance of SPARFA-M and SPARFA-B against a variant of the well-established K-SVD algorithm (Aharon et al. (2006)) used in dictionary-learning applications. Second, using real-world graded learner-response data we demonstrate the efficacy SPARFA-M (both probit and logit variants) and of SPARFA-B for learning and content analytics. Specifically, we showcase how the estimated learner concept knowledge, question-concept association, and intrinsic question difficulty can support machine learning-based personalized learning.

Finally, we compare SPARFA-M against the recently proposed binary-valued collaborative filtering algorithm CF-IRT (Bergner et al. 2012) that predicts unobserved learner responses.

1.6.1 Synthetic Data Experiments

We first characterize the estimation performance of SPARFA-M and SPARFA-B using synthetic test data generated from a known ground truth model. We generate instances of $W$, $C$, and $\mu$ under pre-defined distributions and then generate the binary-valued observations $Y$ according to (2).

Our report on the synthetic experiments is organized as follows. In Section 1.6.1.1, we outline K-SVD+, a variant of the well-established K-SVD dictionary-learning (DL) algorithm originally proposed in Aharon et al. (2006); we use it as a baseline method for comparison to both SPARFA algorithms. In Section 1.6.1.2 we detail the performance metrics. We compare SPRFA-M, SPRFA-B, and K-SVD+ as we vary the problem size and number of concepts (Section 1.6.1.3), observation incompleteness (Sec-
that we refer to as K-SVD+. In the sparse coding stage of known ground truth for the number of non-zero components iterations and take output samples over the next 30,000.

We address the first concern by it with the oracle sparsity level, which
tivation of the latent factors. We address the first concern by it with the oracle sparsity level, which
mation algorithm detailed in (Aharon et al., 2005), which is widely used in various dictionary learning settings but ignores the inverse

probit variant of SPARFA in order to make a fair com­
parison with SPARFA-B. In a real-world situation, however, 5
parable to the ground truth
factor-analysis methods are generally susceptible to permu-
w, c, and µ as detailed in Section I.4.3.3 using accuracy over SPARFA-M comes at the price of signifi-
and calculate H. For all of the synthetic experiments with

and Y according to (10) and (11) with

that (i) SPARFA-B outputs posterior distributions rather than simple point estimates of the parameters and (ii) factor-analysis methods are generally susceptible to permutation of the latent factors. We address the first concern by post-processing the output of SPARFA-B to obtain point estimates for W, C, and µ as detailed in Section I.4.3.3 using

that is, we enforce the non-negativity constraint by itera-
tively picking the entry corresponding to the maximum inner and

matching pursuit (OMP) outlined in Bruckstein et al. (2008);

various dictionary learning settings but ignores the inverse

probit link function and use only the

in Section I.6.1.6 we
conduct model-mismatch experiments, where we generate data from one link function but analyze assuming the other.

In all synthetic experiments, we average the results of all performance measures over 25 Monte-Carlo trials, limited primarily by the computational complexity of SPARFA-B, for each instance of the model parameters we control.

1.6.1.1 Baseline Algorithm: K-Svd+
Since we are not aware of any existing algorithms to solve (2) subject to the assumptions (A1)-(A3), we deploy a novel baseline algorithm based on the well-known K-SVD algo-
With the oracle sparsity level, which

1.6.1.3 Impact of Problem Size and Number of Concepts
In this experiment, we study the performance of SPARFA vs. K-SVD+ as we vary the number of learners N, the number of questions Q, and the number of concepts K.

Experimental Setup:
We vary the number of learners N and the number of questions Qe {50, 100, 200}, and the number of concepts Ke {5, 10}. For each combination of (N, Q, K), we generate W, C, µ and Y according to (10) and (11) with

and $V_0 = I_K$. For each instance, we choose the number of non-zero entries in each row of W as DU(1,3) where DU(a, b) denotes the discrete uniform distribution in the range a to b. For each trial, we run the probit version of SPARFA-M, SPARFA-B, and K-SVD+ to obtain the estimates W, C, µ and calculate H. For all of the synthetic experiments with

SPARFA-M, we set the regularization parameters $\gamma = 0.1$ and select $\lambda$ using the BIC (Hastie et al. (2010)). For SPARFA-B, we set the hyperparameters to $h=K+1$, $v_i=1$, $\alpha=1$, $\beta=1.5$, $\epsilon=1$, and $f=1.5$; moreover, we burn-in the MCMC for 30,000 iterations and take output samples over the next 30,000 iterations.

Results and Discussion:
FIGS. 1.3A-X shows box-and-whisker plots for the three algorithms and the four performance measures. We observe that the performance of all of the algorithms generally improves as the problem size increases. Moreover, SPARFA-B has superior performance for $E_{wv}$, $E_{w}$, and $E_{u}$. We furthermore see that both SPARFA-B and SPARFA-M outperform K-SVD+ on $E_{wv}$, $E_{v}$, and especially $E_{u}$; K-SVD+ performs very well in terms of $E_{H}$ (slightly better than both

SPARFA-M and SPARFA-B) due to the fact that we provide it with the oracle sparsity level, which is, of course, not available in practice. SPARFA-B's improved estimation accuracy over SPARFA-M comes at the price of signifi-
cantly higher computational complexity. For example, for N=Q=200 and K=5, SPARFA-B requires roughly 10 minutes on a 3.2 GHz quad-core desktop PC, while SPARFA-M and K-SVD+ require only 6 s.

In summary, SPARFA-B is well-suited to small problems where solution accuracy or the need for confidence statistics are the key factors; SPARFA-M, in contrast, is destined for analyzing large-scale problems where low computational complexity (e.g., to generate immediate learner feedback) is important.

1.6.1.4 Impact of the Number of Incomplete Observations
In this experiment, we study the impact of the number of observations in Y on the performance of the probit version of SPARFA-M, SPARFA-B, and K-SVD+.
Experimental Setup: We set $N=Q=100$, $K=5$, and all other parameters as in Section I.6.1.3. We then vary the percentage $P_{obs}$ of entries in $Y$ that are observed as $100\%$, $80\%$, $60\%$, $40\%$, and $20\%$. The locations of missing entries are generated i.i.d. and uniformly over the entire matrix.

Results and Discussion: FIGS. 1.4A-D show that the estimation performance of all methods degrades gracefully as the percentage of missing observations increases. Again, SPARFA-B outperforms the other algorithms on $E_{pro}$, $E_{log}$, and $E_{rf}$. K-SVD+ performs worse than both SPARFA algorithms except on $E_{rf}$, where it achieves comparable performance. We conclude that SPARFA-M and SPARFA-B can both reliably estimate the underlying factors, even in cases of highly incomplete data.

1.6.1.5 Impact of Sparsity Level

In this experiment, we study the impact of the sparsity level in $W$ on the performance of the probit version of SPARFA, SPARFA-B, and K-SVD+.

Experimental Setup: We choose the active entries of $W$ i.i.d. Ber($q$) and vary $q \in \{0.2, 0.4, 0.6, 0.8\}$ to control the number of non-zero entries in each row of $W$. All other parameters are as set in Section I.6.1.3. This data-generation method allows for scenarios in which some rows of $W$ contain no active entries as well as all active entries. We set the hyperparameters for SPARFA-B to $h=K+1=6$, $v_{log}=1$, and $v_{rf}=1$, and $f=1.5$. For $q=0.2$ we set $\alpha=2$ and $\beta=5$. For $q=0.8$ we set $\alpha=5$ and $\beta=2$. For all other cases, we set $\alpha=5$.

Results and Discussion: FIGS. 1.5A-D show that sparser $W$ lead to lower estimation errors. This demonstrates that the SPARFA algorithms are well-suited to applications where the underlying factors have a high level of sparsity. SPARFA-B outperforms SPARFA-M across all metrics. The performance of K-SVD+ is worse than both SPARFA algorithms except on the support estimation error $E_{rf}$ which is due to the fact that K-SVD+ is aware of the oracle sparsity level.

1.6.1.6 Impact of Model Mismatch

In this experiment, we examine the impact of model mismatch by using a link function for estimation that does not match the true link function from which the data is generated.

Experimental Setup: We fix $N=Q=100$ and $K=5$, and set all other parameters as in Section I.6.1.3. Then, for each generated instance of $W$, $C$, and $\mu$, we generate $Y_{pro}$ and $Y_{log}$ according to both the inverse probit link and the inverse logit link, respectively. We then run SPARFA-M (both the probit and logit variants), SPARFA-B (which uses only the probit link function), and K-SVD+ on both $Y_{pro}$ and $Y_{log}$.

Results and Discussion: FIGS. 1.6A-D show that model mismatch does not severely affect $E_{pro}$, $E_{log}$, and $E_{rf}$ for both SPARFA-M and SPARFA-B. However, due to the difference in the functional forms between the probit and logit link functions, model mismatch does lead to an increase in $E_{rf}$ for both SPARFA algorithms. We also see that K-SVD+ performs worse than both SPARFA methods, since it ignores the link function.

1.6.2 Real Data Experiments

We next test the SPARFA algorithms on three real-world educational datasets. Since all variants of SPARFA-M and SPARFA-B obtained similar results in the synthetic data experiments in Section I.6.1, for the sake of brevity, we will often show the results for only one of the algorithms for each dataset. In what follows, we select the sparsity penalty parameter $A$ in SPARFA-M using the BIC as described in Hastie et al. (2010) and choose the hyperparameters for SPARFA-B to be largely non-informative.

I.6.2.1 Undergraduate DSP Course Dataset:

We analyze a very small dataset consisting of $N=15$ learners answering $Q=44$ questions from the final exam of an introductory course on digital signal processing (DSP) taught at Rice University in Fall 2011 (ELEC 301, Rice University (2011)). There is no missing data in the matrix $Y$.

Analysis:

We estimate $W$, $C$, and $\mu$ from $Y$ using the logit version of SPARFA-M assuming $K=5$ concepts to achieve a concept granularity that matches the complexity of the analyzed dataset. Since the questions had been manually tagged by the course instructor, we deploy the tag-analysis approach proposed in Section I.5. Specifically, we form a $44 \times 12$ matrix $T$ using the $M=12$ available tags and estimate the $12 \times 5$ concept-tag association matrix $A$ in order to interpret the meaning of each retrieved concept. For each concept, we only show the top 3 tags and their relative contributions. We also compute the $12 \times 15$ learner tag knowledge profile matrix $U$.

Results and Discussion: FIG. 1.7(a) visualizes the estimated question-concept association matrix $W$ as a bipartite graph consisting of question and concept nodes. (To avoid the scaling identifiability problem that is typical in factor analysis, we normalize each row of $C$ to unit $l_2$-norm and scale each column of $W$ accordingly prior to visualizing the bipartite graph. This enables us to compare the strength of question-concept associations across different concepts.) In the graph, circles represent the estimated concepts and squares represent questions, with thicker edges indicating stronger question-concept associations (i.e., larger entries $W_{ij}$). Questions are also labeled with their estimated intrinsic difficulty $\mu_i$, with larger positive values of $\mu_i$ indicating easier questions. Note that ten questions are not linked to any concept. All $Q=15$ learners answered these questions correctly; as a result nothing can be estimated about their underlying concept structure. FIG. 1.7(b) provides the concept-tag association (top 3 tags) for each of the 5 estimated concepts.

Table 1 provides Learner 1’s knowledge of the various tags relative to other learners. Large positive values mean that Learner 1 has strong knowledge of the tag, while large negative values indicate a deficiency in knowledge of the tag.

<table>
<thead>
<tr>
<th>Selected Tag Knowledge of Learner 1</th>
</tr>
</thead>
<tbody>
<tr>
<td>z-transform</td>
</tr>
<tr>
<td>Impulse response</td>
</tr>
<tr>
<td>Transfer function</td>
</tr>
<tr>
<td>Fourier transform</td>
</tr>
<tr>
<td>Laplace transform</td>
</tr>
</tbody>
</table>

Table 2 shows the average tag knowledge of the entire class, computed by averaging the entries of each row in the learner tag knowledge matrix $U$ as described in Section I.5.2.2.

<table>
<thead>
<tr>
<th>Average Tag Knowledge of All Learners</th>
</tr>
</thead>
<tbody>
<tr>
<td>z-transform</td>
</tr>
<tr>
<td>Impulse response</td>
</tr>
</tbody>
</table>

Table 1

Table 2
Table 1 indicates that Learner 1 has particularly weak knowledge of the tag "Impulse response." Armed with this information, a PLS could automatically suggest remediation about this concept to Learner 1. Table 2 indicates that the entire class has (on average) weak knowledge of the tag "Transfer function." With this information, a PLS could suggest to the class instructor that they provide remediation about this concept to the entire class.

I.6.2.2 Grade 8 Science Course

Dataset The STEMscopes dataset was introduced in Section 1.1.2. There is substantial missing data in the matrix Y, with only 13.5% of its entries observed.

Analysis

We compare the results of SPARFA-M and SPARFA-B on this data set to highlight the pros and cons of each approach. For both algorithms, we select K = 5 concepts. For SPARFA-B, we fix reasonably broad (non-informative) values for all hyperparameters. For µ, we calculate the average rate of correct answers p, on observed graded responses of all learners to all questions and use µ = Φ−1(p). The variance υ is left sufficiently broad to enable adequate exploration of the intrinsic difficulty for each question. Point estimates of W, C, and µ are generated from the SPARFA-B posterior distributions using the methods described in Section 1.4.3.3. Specifically, an entry W_{ijk} that has a corresponding active probability R_{ijk} < 0.55 is thresholded to 0. Otherwise, we set W_{ijk} to its posterior mean. On a 3.2 GHz quad-core desktop PC, SPARFA-M converged to its final estimates in 4s, while SPARFA-B required 10 minutes.

Results and Discussion:

Both SPARFA-M and SPARFA-B deliver comparable factorizations. The estimated question-concept association graph for SPARFA-B is shown in FIG. 1.2(a), with the accompanying concept-tag association in FIG. 1.2(b). Again we see a sparse relationship between questions and concepts. The few outlier questions that are not associated with any concept are generally those questions with very low intrinsic difficulty or those questions with very few responses.

One advantage of SPARFA-B over SPARFA-M is its ability to provide not only point estimates of the parameters of interest but also reliability information for those estimates. This reliability information can be useful for decision making, since it enables one to tailor actions according to the associated uncertainty. If there is considerable uncertainty regarding learner mastery of a particular concept, for example, it may be a more appropriate use of time of the learner to ask additional questions that reduce the uncertainty, rather than assigning new material for which the learner may not be adequately prepared.

We demonstrate the utility of SPARFA-B’s posterior distribution information on the question-concept association matrix W. Accurate estimation of W enables course instructors and content authors to validate the extent to which problems measure knowledge across various concepts. In general, there is a strong degree of commonality between the results of SPARFA-M and SPARFA-B, especially as the number of learners answering a question grow. We present some illustrative examples of support estimation on W for both SPARFA algorithms in Table 3. Table 3 provides a comparison of SPARFA-M and SPARFA-B for three selected questions and the K = 5 estimated concepts in the STEMscopes dataset. For SPARFA-M, the labels "Yes" and "No" indicate whether a particular concept was detected in the question. For SPARFA-B, we show the posterior inclusion probability (in percent), which indicates the percentage of iterations in which a particular concept was sampled.

We use the labels "Yes"/"No" to indicate inclusion of a concept by SPARFA-M and show the posterior inclusion probabilities for each concept by SPARFA-B. Here, both variance tends to decrease as the number of answered questions increases (shown in the top portion of FIG. 1.8).

The exact set of questions answered by a learner also affects the posterior variance of our estimate, as different questions convey different levels of information regarding a learner’s concept mastery. An example of this phenomenon is observed by comparing Learners 7 and 28. Each of these two learners answered 20 questions and had a nearly equal number of correct answers (16 and 17, respectively). A conventional analysis that looked only at the percentage of correct answers would conclude that both learners have similar concept mastery. However, the actual set of questions answered by each learner is not the same, due to their respective instructors assigning different questions. While SPARFA-B finds a similar posterior mean for Learner 7 and Learner 28, it finds very different posterior variances, with considerably more variance for Learner 28. The SPARFA-B posterior samples shed additional light on the situation at hand. Most of the questions answered by Learner 28 are deemed easy (defined as having intrinsic difficulties µ_i larger than one). Moreover, the remaining, more difficult questions answered by Learner 28 show stronger affinity to concepts other than Concept 5. In contrast, roughly half of the questions answered by Learner 7 are deemed hard and all of these questions have stronger affinity to Concept 5. Thus, the questions answered by Learner 28 convey only weak information about the knowledge of Concept 5, while those answered by Learner 7 convey strong information. Thus, we cannot determine from Learner 28’s responses whether they have mastered Concept 5 well or not. Such SPARFA-B posterior data would enable a PLS to quickly assess this scenario and tailor the presentation of future questions to Learner 28—in this case, presenting more difficult questions related to Concept 5 would reduce the estimation variance on their concept knowledge and allow a PLS to better plan future educational tasks for this particular learner.

Second, we demonstrate the utility of SPARFA-B’s posterior distribution information on the question-concept association matrix W. Accurate estimation of W enables course instructors and content authors to validate the extent to which problems measure knowledge across various concepts. In general, there is a strong degree of commonality between the results of SPARFA-M and SPARFA-B, especially as the number of learners answering a question grow. We present some illustrative examples of support estimation on W for both SPARFA algorithms in Table 3. Table 3 provides a comparison of SPARFA-M and SPARFA-B for three selected questions and the K = 5 estimated concepts in the STEMscopes dataset. For SPARFA-M, the labels “Yes” and “No” indicate whether a particular concept was detected in the question. For SPARFA-B, we show the posterior inclusion probability (in percent), which indicates the percentage of iterations in which a particular concept was sampled.

We use the labels "Yes"/"No" to indicate inclusion of a concept by SPARFA-M and show the posterior inclusion probabilities for each concept by SPARFA-B. Here, both
SPARFA-M and SPARFA-B agree strongly on both Question 3 and Question 56. Question 72 is answered by only 6 learners, and SPARFA-M discover a link between this question and Concept 5. SPARFA-B proposes Concept 5 in 58% of all MCMC iterations, but also Concept 1 in 60% of all MCMC iterations. Furthermore, the proposals of Concept 1 and Concept 5 are nearly mutually exclusive; in most iterations only one of the two concepts is proposed, but both are rarely proposed jointly. This behavior implies that SPARFA-B has found two competing models that explain the data associated with Question 72. To resolve this ambiguity, a PLS would need to gather more learner responses.

1.6.2.3 Algebra Test Administered on Amazon Mechanical Turk

For a final demonstration of the capabilities the SPARFA algorithms, we analyze a dataset from a high school algebra test carried out by Daniel Calderon of Rice University on Amazon Mechanical Turk, a crowd-sourcing marketplace (Amazon Mechanical Turk (2012)).

Dataset:
The dataset consists of N=99 learners answering Q=34 questions covering topics such as geometry, equation solving, and visualizing function graphs. Calderon manually labeled the questions from a set of M=10. The dataset is fully populated, with no missing entries.

Analysis:
We estimate W, C, µ from the fully populated 34×99 binary-valued matrix Y using the logit version of SPARFA-M assuming K=5 concepts. We deploy the tag-analysis approach proposed in Section 1.5 to interpret each concept. Additionally, we calculate the likelihoods of the responses using (1) and the estimates W, C, µ. The results from SPARFA-M are summarized in FIGS. 1.9A and 1.9B. We detail the results of our analysis for Questions 19-26 in Table 4 and for Learner 1 in Table 5.

| TABLE 4 |
|-----------------|-----------------|-----------------|-----------------|-----------------|
| Graded responses and their underlying concepts for Learner 1 (1 designates a correct response and 0 an incorrect response). | Question number | 19 | 20 | 21 | 22 | 23 | 24 | 25 | 26 |
| Learner’s graded response | 1 | 1 | 0 | 1 | 1 | 0 | 1 | 1 | 0 |
| Correct answer likelihood | 0.79 | 0.71 | 0.11 | 0.21 | 0.79 | 0.71 | 0.11 | 0.21 |
| Underlying concepts | 1 | 1, 5 | 1 | 2, 3, 4 | 1 | 1, 5 | 1 | 2, 3, 4 |
| Intrinsic difficulty | -1.42 | -0.46 | -0.67 | 0.27 | -1.42 | -0.46 | -0.67 | 0.27 |

| TABLE 5 |
|-----------------|-----------------|-----------------|-----------------|-----------------|
| Estimated concept knowledge for Learner 1 | Concept number | 1 | 2 | 3 | 4 | 5 |
| Concept knowledge | 0.46 | -0.35 | 0.72 | -1.67 | 0.61 |

Results and Discussion:
With the aid of SPARFA, we can analyze the strengths and weaknesses of each learner’s concept knowledge both individually and relative to other users. We can also detect outlier responses that are due to guessing, cheating, or carelessness. The values in the estimated concept knowledge matrix measure each learner’s concept knowledge relative to all other learners. The estimated intrinsic difficulties of the questions provide a relative measure that summarizes how all users perform on each question.

Let us now consider an example in detail; see Table 4 and Table 5. Learner 1 incorrectly answered Questions 21 and 26 (see Table 4), which involve Concepts 1 and 2. Their knowledge of these concepts is not heavily penalized, however (see Table 5), due to the high intrinsic difficulty of these two questions, which means that most other users also incorrectly answered them. User 1 also incorrectly answered Questions 24 and 25, which involve Concepts 2 and 4. Their knowledge of these concepts is penalized, due to the low intrinsic difficulty of these two questions, which means that most other users correctly answered them. Finally, Learner 1 correctly answered Questions 19 and 20, which involve Concepts 1 and 5. Their knowledge of these concepts is boosted, due to the high intrinsic difficulty of these two questions.

SPARFA can also be used to identify each user’s individual strengths and weaknesses. Continuing the example, Learner 1 needs to improve their knowledge of Concept 4 (associated with the tags “Simplifying expressions”, “Trigonometry,” and “Plotting functions”) significantly, while their deficiencies on Concepts 2 and 3 are relatively minor.

Finally, by investigating the likelihoods of the graded responses, we can detect outlier responses, which would enable a PLS to detect guessing and cheating. By inspecting the concept knowledge of Learner 1 in Table 5, we can identify insufficient knowledge of Concept 4. Hence, Learner 1’s correct answer to Question 22 is likely due to a random guess, since the predicted likelihood of providing the correct answer is estimated at only 0.21.

1.6.3 Predicting Unobserved Learner Responses

We now compare SPARFA-M against the recently proposed binary-valued collaborative filtering algorithm CF-IRT (Bergner et al. (2012)) in an experiment to predict unobserved learner responses.

Dataset and Experimental Setup:
In this section, we study both the Mechanical Turk algebra test dataset and a portion of the ASSISTment dataset (Pardos and Heffernan (2010)). The ASSISTment dataset consists of N=403 learners answering Q=219 questions, with 25% of the responses observed (see Vats et al. (2013) for additional details on the dataset). In each of the 25 trials we run for both datasets, we hold out 20% of the observed learner responses as a test set, and train both the logistic variant of SPARFA-M and CF-IRT on the rest. (In order to arrive at a fair comparison, we choose to use the logistic variant of SPARFA-M, since CF-IRT also relies on a logistic model.) The regularization parameters of both algorithms are selected using 4-fold cross-validation on the training set. We use two performance metrics to evaluate the performance of these algorithms, namely (i) the prediction accuracy, which corresponds to the percentage of correctly predicted unobserved responses, and (ii) the average prediction likelihood of the unobserved responses, as proposed in González-Brenes and Mostow (2012), for example.

\[
\frac{1}{|\Omega_{\text{test}}|} \sum_{i,j \in \Omega_{\text{test}}} \mu(Y_{ij} | W_i, C_j)
\]
Results and Discussion: FIG. 1.10 shows the prediction accuracy and prediction likelihood for both the Mechanical Turk algebra test dataset and the ASSISTment dataset. We see that SPARFA-M delivers comparable (sometimes slightly superior) prediction performance to CF-IRT in predicting unobserved learner responses.

Furthermore, we see from FIG. 1.10 that the prediction performance varies little over different values of K, meaning that the specific choice of K has little influence on the prediction performance within a certain range. This phenomenon agrees with other collaborative filtering results (see, e.g., Koren et al. (2009); Koren and Sill (2011)). Consequently, the choice of K essentially dictates the granularity of the abstract concepts we wish to estimate. We choose K=5 in the real data experiments of Section I.6.2 when we visualize the question-concept associations as bipartite graphs, as it provides a desirable granularity of the estimated concepts in the datasets. We emphasize that SPARFA-M is able to provide interpretable estimated factors while achieving comparable (or slightly superior) prediction performance than that achieved by CF-IRT, which does not provide interpretability. This feature of SPARFA is key for the development of PLSs, as it enables an automated way of generating interpretable feedback to learners in a purely data-driven fashion.

1.7. Related Work on Machine Learning-Based Personalized Learning

A range of different machine learning algorithms have been applied in educational contexts. Bayesian belief networks have been successfully used to probabilistically model and analyze learner response data (e.g., Krudysz et al. (2006); Woolf (2008); Krudysz and McClellan (2011)). Such models, however, rely on predefined question-concept associations (that are not necessarily the true dependencies governing learner responses) and primarily only work for a single concept. In contrast, SPARFA discovers question-concept dependencies from solely the graded learner responses to questions and naturally estimates multi-concept question dependencies.

Modeling question-concept associations has been studied in Barnes (2005), Thai-Nghe et al. (2011a), Thai-Nghe et al. (2011b), and Desmarais (2011). The approach in Barnes (2005) characterizes the underlying question-concept associations using binary values, which ignore the relative strengths of the question-concept associations. In contrast, SPARFA differentiates between strong and weak relationships through the real-valued weights $W_{ij}$. The matrix and tensor factorization methods proposed in Barnes (2005), Thai-Nghe et al. (2011a), and Thai-Nghe et al. (2011b) treat graded learner responses as real but deterministic values. In contrast, the probabilistic framework underlying SPARFA provides a statistically principled model for graded responses; the likelihood of the observed graded responses provides even more explanatory power.

Existing intelligent tutoring systems capable of modeling question-concept relations probabilistically include Khan Academy (Dijksman and Khan (2011); Hu (2011)) and the system of Bachrach et al. (2012). Both approaches, however, are limited to dealing with a single concept. In contrast, SPARFA is built from the ground up to deal with multiple latent concepts.

A probit model for graded learner responses is used in Desmarais (2011) without exploiting the idea of low-dimensional latent concepts. In contrast, SPARFA leverages multiple latent concepts and therefore can create learner concept knowledge profiles for personalized feedback. Moreover, SPARFA-M is compatible with the popular logit model.

The recent results developed in Behshiri et al. (2012) and Bengner et al. (2012) address the problem of predicting the missing entries in a binary-valued graded learner response matrix. Both papers use low-dimensional latent factor techniques specifically developed for collaborative filtering, as, e.g., discussed in Linden et al. (2003) and Herlocker et al. (2004).

While predicting missing correctness values is an important task, these methods do not take into account the sparsity and non-negativity of the matrix W; this inhibits the interpretation of the relationships among questions and concepts. In contrast, SPARFA accounts for both the sparsity and non-negativity of W, which enables the interpretation of the value $C_{kj}$ as learner j’s knowledge of concept k.

There is a large body of work on item response theory (IRT), which uses statistical models to analyze and score graded question response data (see, e.g., Lord (1980), Baker and Kim (2004), and Reckase (2009) for overview articles). The main body of the IRT literature builds on the model developed by Rasch (1993) and has been applied mainly in the context of adaptive testing (e.g., in the graduate record examination (GRE) and graduate management (GMAT) tests Chang and Ying (2009), Thompson (2009), and Linacre (1999)). While the SPARFA model shares some similarity to the model in Rasch (1993) by modeling question concept association strengths and intrinsic difficulties of questions, it also models each learner in terms of a multi-dimensional concept knowledge vector. This capability of SPARFA is in stark contrast to the Rasch model, where each learner is characterized by a single, scalar ability parameter. Consequently, the SPARFA framework is able to provide stronger explanatory power in the estimated factors compared to that of the conventional Rasch model. We finally note that multi-dimensional variants of IRT have been proposed in McDonald (2000), Yao (2003), and Reckase (2009). We emphasize, however, that the design of these algorithms leads to poor interpretability of the resulting parameter estimates.

1.8. Conclusions

In section 1, we have formulated a new approach to learning and content analytics, which is based on a new statistical model that encodes the probability that a learner will answer a given question correctly in terms of three factors: (i) the learner’s knowledge of a set of latent concepts, (ii) how the question related to each concept, and (iii) the intrinsic difficulty of the question. We have proposed two algorithms, SPARFA-M and SPARFA-B, to estimate the above three factors given incomplete observations of graded learner question responses. SPARFA-M uses an efficient Maximum Likelihood-based bi-convex optimization approach to produce point estimates of the factors, while SPARFA-B uses Bayesian factor analysis to produce posterior distributions of the factors. In practice, SPARFA-M is beneficial in applications where timely results are required; SPARFA-B is favored in situations where posterior statistics are required. We have also introduced a novel method for incorporating user-defined tags on questions to facilitate the interpretability of the estimated factors. Experiments with both synthetic and real world education datasets have demonstrated both the efficacy and robustness of the SPARFA algorithms.

The quantities estimated by SPARFA can be used directly in a range of PLS functions. For instance, we can identify the knowledge level of learners on particular concepts and diagnose why a given learner has incorrectly answered a
particular question or type of question. Moreover, we can discover the hidden relationships among questions and latent concepts, which is useful for identifying questions that do and do not aid in measuring a learner’s conceptual knowledge. Outlier responses that are either due to guessing or cheating can also be detected. In concert, these functions can enable a PLS to generate personalized feedback and recommendation of study materials, thereby enhancing overall learning efficiency.

Various extensions and refinements to the SPARFA framework developed here have been proposed recently. Most of these results aim at improving interpretability of the SPARFA model parameters. In particular, a variant of SPARFA-M that analyzes ordinal rather than binary-valued responses and directly utilizes tag information in the probabilistic model has been detailed in Lan et al. (2013a). Another variant of SPARFA-M that further improves the interpretability of the underlying concepts via the joint analysis of graded learner responses and question/response text has been proposed in Lan et al. (2013b). A nonparametric Bayesian variant of SPARFA-B that estimates both the number of concepts K as well as the reliability of each learner from data has been developed in Franczyk et al. (2013). The results of this nonparametric method confirm our choice of K=5 concepts for the real-world educational datasets considered in Section 1.6.2.

Before closing, we would like to point out a connection between SPARFA and dictionary learning that is of independent interest. This connection can be seen by noting that (2) for both the probit and inverse logit functions is statistically equivalent to (see Rasmussen and Williams (2006)):

\[ Y_{ij} \sim \text{sign}(\mathbf{W} \mathbf{C} + \mathbf{M}_N + \mathbf{N})_{ij}, \quad (\mathbf{ij}) \in \mathbb{P}_{\text{correct}}. \]

where \( \text{sign}() \) denotes the entry-wise sign function and the entries of \( \mathbf{N} \) are i.i.d. and drawn from either a standard Gaussian or standard logistic distribution. Hence, estimating \( \mathbf{W}, \mathbf{C}, \) and \( \mathbf{M} \) (or equivalently, \( \mu \)) is equivalent to learning a (possibly overcomplete) dictionary from the data \( Y \). The key departures from the dictionary-learning literature (Aharon et al. (2006); Mairal et al. (2010)) and algorithm variants capable of handling missing observations (Studer and Barniuk (2012)) are the binary-valued observations and the non-negativity constraint on \( \mathbf{W} \). Note that the algorithms developed in Section 1.3 to solve the sub-problems by holding one of the factors \( \mathbf{W} \) or \( \mathbf{C} \) fixed and solving for the other variable can be used to solve noisy binary-valued (or 1-bit) compressive sensing or sparse signal recovery problems, e.g., as studied in Boufounos and Barniuk (2008), Jacques et al. (2013), and Plan and Vershynin (2012). Thus, the proposed SPARFA algorithms can be applied to a wide range of applications beyond education, including the analysis of survey data, voting patterns, gene expression, and signal recovery from noisy 1-bit compressive measurements.

1.9 References


B. Beheshti, M. Desmarais, and R. Nuceur. Methods to find the number of latent skills. In Proc. 5th Int'l. Conf. on Educational Data Mining, pages 81-86, June 2012.


M. Bruckstein, M. Elad, and M. Zibulevsky. On the non-negativity constraint on \( \mathbf{W} \). Note that the algorithms developed in Section 1.3 to solve the sub-problems by holding one of the factors \( \mathbf{W} \) or \( \mathbf{C} \) fixed and solving for the other variable can be used to solve noisy binary-valued (or 1-bit) compressive sensing or sparse signal recovery problems, e.g., as studied in Boufounos and Barniuk (2008), Jacques et al. (2013), and Plan and Vershynin (2012). Thus, the proposed SPARFA algorithms can be applied to a wide range of applications beyond education, including the analysis of survey data, voting patterns, gene expression, and signal recovery from noisy 1-bit compressive measurements.

1.9 References


B. Beheshti, M. Desmarais, and R. Nuceur. Methods to find the number of latent skills. In Proc. 5th Int'l. Conf. on Educational Data Mining, pages 81-86, June 2012.


ELEC 301, Rice University. Introduction to signals and systems, May 2011. URL http://dsp.rice.edu/courses/elec301.

A. Guisan, T. C. Edwards


D. Hu, “How Khan Academy is using machine learning to assess student mastery”. (Online: http://david-hu.com/, November 2011.)


Knewton. Knewton adaptive learning: Building the world’s most powerful recommendation engine for education, June 2012 (Online: http://www.knewton.com/adaptive-learning-white-paper/).


one or more of: (a) removing one or more of the questions that are too easy (e.g., any question whose respective difficulty \( \mu \) is less than a given difficulty threshold); (b) removing one or more of the questions that are too difficult (e.g., any question whose respective difficulty \( \mu \) is greater than a given difficulty threshold); and (c) removing one or more of the questions that are not sufficiently strongly associated with any of the concepts, as indicated by the estimated matrix \( W \) (e.g., any question where the corresponding row of the estimated matrix \( W \) has infinity-norm less than a given threshold value). In some embodiments, the modification of the set of questions may be performed in response to user input, e.g., user input after having displayed the graph, and thus, having given the user an opportunity to understand the information represented in the graph. The user input may specify the question(s) to be removed. Alternatively, the user input may simply invoke an automated pruning algorithm that performs the modification, e.g., based on predetermined thresholds, or adaptively determined thresholds.

In some embodiments, the method 1.11 may include: receiving one or more additional questions from a content author, e.g., after having displayed the graph; and appending the one or more additional questions to the set of questions. For example, if a given one of the concepts is associated with fewer questions than other ones of the concepts, a content author or instructor may wish to add one or more questions involving the given concept. In some embodiments, the method 1.11 may include: receiving input from a content author, e.g., after having displayed the graph, where the received input specifies edits to a selected one of the questions (e.g., edits to a question the one or more additional questions to the set of questions.

In some embodiments, the above-described action 1.11.10 (i.e., receiving the input data) includes receiving the binary-values grades from one or more remote computers over a network, e.g., from one or more remote computers operated by one or more instructors.

In some embodiments, the method 1.11 also includes receiving the answers from the learners. For example, the computer system may be a server computer configured to administer questions to the learners and receive answers from the learners via the Internet or other computer network. The learners may operate respective client computers in order to access the server.

In some embodiments, the computer system may be operated by an Internet-based educational service. In some embodiments, the computer system is realized by a cluster or network of computers operating under the control of an educational service provider.

In some embodiments, the computer system is a portable device, e.g., an e-reader, a tablet computer, a laptop, a portable media player, a specialized learning computer, etc. In some embodiments, the computer system is a desktop computer.

In some embodiments, the output data is useable to select one or more new questions for at least one of the learners. In some embodiments, not all the learners have answered all the questions. In these embodiments, the output data is usable to select (or recommend) for a given learner a subset of that learner’s unanswered questions for additional testing of the learner. For example, if a column of the estimated matrix \( C \) corresponding to a given learner, has one or more entries smaller than a given threshold, the method/system may select the subset based on (a) the one or more corresponding columns of the estimated \( W \) matrix and (b) information indicating which of the questions were answered by the learner.

In some embodiments, the method 1.11 may also include displaying one or more new questions via a display device (e.g., in response to a request submitted by the learner).

In some embodiments, the method 1.11 may also include, for a given one of the learners, determining one or more of the concepts that are not sufficiently understood by the learner based on a corresponding column of the estimated matrix \( C \), and selecting educational content material for the learner based on said one or more determined concepts. The method 1.11 may also include transmitting a message to the given learner indicating the selected educational content material.

In some embodiments, the method 1.11 may also include transmitting a message to a given one of the learners, where the message contains the values of entries in a selected column of the estimated matrix \( C \), where the selected column is a column that corresponds to the given learner.

In some embodiments, the method 1.11 may also include, for a given one of the learners, determining one or more of the concepts that are not sufficiently understood by the learner based on a corresponding column of the estimated matrix \( C \), and selecting one or more additional questions (e.g., easier questions, or questions explaining the one or more concepts in a different way) for the learner based on said one or more determined concepts.

In some embodiments, the method 1.11 may also include transmitting a message to the given learner indicating the selected one or more additional questions.

In some embodiments, for each question, the output data includes a corresponding estimate of difficulty of the question. In these embodiments, the above-described statistical model may characterize a statistical relationship between \( (WC)_{ij} \) and the corresponding binary-valued grade \( Y_{ij} \), where \( \mu_i \) represents the difficulty of the \( i^{th} \) question.

In some embodiments, the statistical model is of the form:

\[ Z_{ij} \sim \text{Ber}(\Phi(Z_{ij})), \]

where \( \text{Ber}(z) \) represents the Bernoulli distribution with success probability \( z \), where \( \Phi(z) \) is a sigmoid function.

In some embodiments, the statistical model is of the form:

\[ Z_{ij} \sim \text{Ber}(\Phi(Z_{ij})), \]

where \( \text{Ber}(z) \) represents the Bernoulli distribution with success probability \( z \), where \( \Phi(z) \) denotes an inverse link function that maps a real value \( z \) to the success probability of a binary random variable. For example, the inverse link function \( \Phi \) may be an inverse probit function or an inverse logit function.

In some embodiments, the matrix \( W \) is augmented with an extra column including the difficulties \( \mu \), and the matrix \( C \) is augmented with an extra row including all ones. In these embodiments, the action of computing the output data based on the input data may include estimating a minimum of an objective function over a space defined by matrices \( W \) and \( C \) subject to the condition that the entries of matrix \( W \) are non-negative. The objective function may include a combination (e.g., a linear combination or a bilinear combination) of: (a) the negative of a log likelihood of the graded response data parameterized by the matrix \( W \) and the matrix \( C \); (b) a sparsity-enforcing term involving the rows of the matrix \( W \);
(c) a W-regularizing term involving the rows of the matrix $W$; and (d) a C-regularizing term involving a norm of the matrix $C$.

A regularizing term may be interpreted as either a convex (or block multiconvex) extension of the objective function or the constraint set that imposes additional structure on the involved term, such as minimum energy (e.g., via $L_1$, or Frobenius-norm regularization), sparsity (e.g., via $L_1$ or Huber-norm regularization), low rankness (e.g., via nuclear or max norm regularization), minimum condition number, and bounded range (e.g., non-negativity) or a combination thereof. Minimum condition number may be imposed using the method described by Zhaosong Li and Ting Kei Pong in “Minimizing Condition Number via Convex Programming”, SIAM Journal on Matrix Analysis and Applications, Vol. 32, No. 4, pp. 1193-1211, November 2011.

In some embodiments, the action of estimating the minimum of the objective function includes executing a plurality of outer iterations. Each of the outer iterations may include: (1) for each row of the matrix $W$, estimating a minimum of a corresponding row-related subobjective function over a space defined by that row, subject to the condition that entries within the row are non-negative, where the corresponding row-related subobjective function includes said negative of the log likelihood, a sparsity-enforcing term for that row and a regularizing term for that row; and (2) for each column of the matrix $C$, estimating a minimum of a corresponding column-related subobjective function over a space defined by that column, where the corresponding column-related subobjective function includes said negative of the log likelihood and a regularizing term for the column.

In some embodiments, the method $1.11$ may also include, for an $i$th one of the questions that was not answered by the $j$th learner, predicting a probability that the $j$th learner would achieve a grade of correct if he/she had answered the $i$th question. The action of predicting said probability may include: computing a dot product between the $i$th row of the estimated matrix $W$ and the $j$th column of the estimated matrix $C$; adding the computed dot product to the estimated difficulty $\mu_i$ of the $i$th question to obtain a sum value; and evaluating the inverse link function on the sum value.

In some embodiments, the action of computing the output data based on the input data includes executing a plurality of Monte Carlo iterations to determine posterior distributions for the entries of the matrix $W$, the columns of the matrix $C$ and the difficulty values $\mu_i$ assuming prior distributions on the entries of the matrix $W$, the columns of the matrix $C$ and the difficulty values $\mu_i$. (In one embodiment, the difficulty values may be known, e.g., provided as part of the input data. Thus, the difficulty values may be omitted from the set of prior distributions and from the set of computed posterior distributions.)

In some embodiments, the method $1.11$ may also include computing expected values of the posterior distributions to obtain the estimate for the matrix $W$ and the estimate for the matrix $C$ as well as an estimate for the difficulty values.

In some embodiments, for each column $C_j$ of the matrix $C$, the corresponding prior distribution is a multivariate distribution (e.g., a multivariate normal distribution) with zero mean and covariance matrix $V$. The covariance matrix $V$ may be assigned a predetermined probability distribution.

In some embodiments, for each entry $W_{ij}$ of the matrix $W$, the corresponding prior distribution is an affine combination of a Dirac delta distribution and a second distribution (e.g., an exponential distribution), where a coefficient of the affine combination is itself assigned a third distribution. In some embodiments, the Monte Carlo iterations are based on Markov Chain Monte Carlo (MCMC) sampling.

In some embodiments, the above-described action of estimating the minimum of the objective function is performed prior to the plurality of Monte Carlo iterations in order to initialize the matrix $W$ and the matrix $C$ for said plurality of Monte Carlo iterations.

In some embodiments, each of said Monte Carlo iterations includes, for each index pair $(ij)$ where the $j$th learner did not answer the $i$th question, drawing a sample grade $Y_{ij}(k)$ according to the distribution

$\text{Ber}(\Phi(W_{ij} + \mu_i))$,

where $k$ is an iteration index, where $W_{ij}$ is a current estimate for the $i$th row of the matrix $W$, where $\mu_i$ is a current estimate for the $i$th column of the matrix $C$, where the set $\{Y_{ij}(k)\}$ of samples represents a probability distribution of the grade that would be achieved by the $j$th learner if he/she were to answer the $i$th question.

In some embodiments, the method $1.11$ may also include computing a probability that the $j$th learner would achieve a correct grade on the $i$th question based on the set $\{Y_{ij}(k)\}$ of samples. (The computed probability may be displayed to the $j$th learner in response to a request from that learner, or, displayed to an instructor in response to a request from the instructor.)

In some embodiments, each of said Monte Carlo iterations includes: (1) for each index pair $(ij)$ where the $j$th learner did not answer the $i$th question, drawing a grade value $Y_{ij}$ according to the probability distribution parameterized by

$\text{Ber}(\Phi(W_{ij} + \mu_i))$,

where $k$ is an iteration index, where $W_{ij}$ is a current estimate for the $i$th row of the matrix $W$, where $\mu_i$ is a current estimate for the $i$th column of the matrix $C$; (2) for each index pair $(ij)$ in a global set corresponding to all possible question-learner pairings, computing a value for variable $Z_{ij}$ using a corresponding distribution whose mean is $(WC_i + \mu_i)$, and whose variance is a predetermined constant value, and truncating the value $Z_{ij}$ based on the corresponding grade value $Y_{ij}$; and (3) computing a sample for each of said posterior distributions using the grade values $\{Y_{ij}; (ij)\}$ in the global set.

In some embodiments, the number of the concepts is determined by the number of rows in the matrix $C$, where the concepts are latent concepts implicit in the graded response data, where the concepts are extracted from the graded response data by said computing the output data. In some embodiments, the set of binary-valued grades does not include a grade for every possible learner-question pair. In these embodiments, the input data for method $1.11$ includes an index set identifying the learner-question pairs that are present in the set of binary-valued grades. The computation(s) in any of the above-described embodiments may be limited to the set of binary-values grades using the index set.

In some embodiments, each row of the matrix $W$ corresponds to respective one of the questions, where each column of the matrix $W$ corresponds to a respective one of the concepts, where each of the rows of the matrix $C$ corresponds to a respective one of the concepts, where each of the columns of the matrix $C$ corresponds to respective one of the learners.

In some embodiments, one or more parameters used by the method are selected using cross-validation (e.g., param-
parameters such as the coefficients of the terms forming the objective function in the maximum likelihood approach.

In one set of embodiments, a method 1.12 for performing learning analytics and content analytics may include the operations shown in FIG. 1.12. (Furthermore, method 1.12 may include any subset of the features, elements and embodiments described above.)

At 1.12.10, a computer system may receive input data that includes graded response data, where the graded response data includes a set of binary-valued grades that have been assigned to answers provided by learners in response to a set of questions, where not all the questions have been answered by all the learners, where the input data also includes an index set that indicates which of the questions were answered by each learner.

At 1.12.20, the computer system may compute output data based on the input data using a statistical model, where the output data includes at least an estimate of an association matrix W, an estimate of a concept-knowledge matrix C and an estimate of the difficulty µ, of each question. The association matrix W includes entries that represent strength of association between each of the questions and each of a plurality of concepts. The matrix C includes entries that represent the extent of each learner’s knowledge of each concept. The statistical model characterizes a statistical relationship between variables Z, where (WC),, represents an entry of the product matrix WC.

Binary-Valued Max Likelihood SPARFA

In one set of embodiments, a method 1.13 for performing learning analytics and content analytics may include the operations shown in FIG. 1.13. (Furthermore, the method 1.13 may include any subset of the features, elements and embodiments described above.)

At 1.13.10, a computer system may receive input data that includes graded response data, where the graded response data includes a set of binary-valued grades, where the graded response data includes a set of binary-valued grades that have been assigned to answers provided by learners in response to a set of questions, e.g., as variously described above.

At 1.13.20, the computer system may compute output data based on the input data using a statistical model. The output data may include at least an estimate of an association matrix W and an estimate of a concept-knowledge matrix C, where the association matrix W includes entries that represent strength of association between each of the questions and each of a plurality of concepts, where the matrix C includes entries that represent the extent of each learner’s knowledge of each concept. The statistical model characterizes a statistical relationship between entries (WC), of the product matrix WC and the corresponding grades Z, of the set of binary-valued grades. The action of computing the output data based on the input data includes estimating a minimum of an objective function over a space defined by the matrices W and C subject to the condition that the entries of the matrix W are non-negative. The objective function may include performing a plurality of descent-and-shrink (DAS) iterations. Each of the DAS iterations may include: (1) for each row of the matrix W, estimating a minimum of a corresponding row-related subobjective function over a space defined by that row; subject to the condition that entries within the row are non-negative, where the corresponding row-related subobjective function includes said negative of the log likelihood, a sparsity-enforcing term for that row and a regularizing term for that row; and (2) for each column of the matrix C, estimating a minimum of a corresponding column-related subobjective function over a space defined by that column, where the corresponding column-related subobjective function includes said negative of the log likelihood and a regularizing term for the column.

For each row of the matrix W, the action of estimating the minimum of the corresponding row-related subobjective function may include performing a plurality of descent-and-shrink (DAS) iterations. Each of the DAS iterations may include: a gradient-descent step on a function f defined by a scalar multiple of the regularizing term for said row, and a shrinkage step determined by a function g defined by a scalar multiple of the sparsity-enforcing term for said row. A step size of the gradient-descent step may be determined by a reciprocal of a Lipschitz constant of the function f. Alternatively, the step size of the gradient-descent step may be determined empirically. For example, the step size may be selected to be greater than 1/L, where L is an estimated value or a guess of the Lipschitz constant of the function f. As another example, the step size may be selected based on knowledge of convergence rate of previous executions of the method on previous sets of answered questions. The gradient descent step of each DAS iteration may be an inexact minimization along a current descent direction, e.g., based on backtracking line search or any of a wide variety of related techniques. Examples of related techniques include the bisection, Newton-Raphson, or Nelder-Mead method.
In some embodiments, the number of DAS iterations per row of the matrix \( W \) per outer iteration is small (e.g., approximately 10, or less than 20, or less than 30).

For each column of the matrix \( C \), the action of estimating the minimum of the corresponding column-related subobjective function may include performing a plurality of descent-and-shrink (DAS) iterations. Each of the DAS iterations may include: a gradient-descent step on a function \( f \) defined by the negative of the log likelihood; and a shrinkage step determined by a function \( g \) defined by the regularizing term for said column. A step size of the gradient-descent step may be determined by a reciprocal of a Lipschitz constant of the function \( f \). Alternatively, the step size of the gradient-descent step may be determined empirically. (For example, the step size may be selected to be greater than \( 1/L \), where \( L \) is an estimated value or a guess of the Lipschitz constant of the function \( f \). As another example, the step size may be selected based on knowledge of convergence rate of previous executions of the method on previous sets of answered questions.) The gradient descent step of each DAS iteration may be an inexact minimization along a current descent direction, e.g., based on backtracking line search or a related technique such as the bisection, Newton-Raphson, or Nelder-Mead method.

In some embodiments, the number of DAS iterations per column of the matrix \( C \) per outer iteration is small (e.g., approximately 10, or less than 20, or less than 30).

In some embodiments, for each row of the matrix \( W \), the corresponding row-related subobjective function is a linear combination of said negative of the log likelihood, the sparsity-enforcing term for that row and the regularizing term for that row. The coefficient \( \mu \) of the regularizing term within the linear combination may be set to a relatively small value to increase convergence rate.

In some embodiments, the method 1.13 may include: after a first number of the outer iterations, computing inner products between rows of a current estimate of the matrix \( W \); determining a pair of the rows are sufficiently similar (i.e., having inner product smaller than a predetermined threshold); re-initializing one of the rows of the pair as a random vector (e.g., an i.i.d.); and performing additional outer iterations. (The term “i.i.d.” means “independent and identically distributed”.)

In some embodiments, the method 1.13 may also include: after a first number of the outer iterations, determining whether any of the columns of a current estimate of the matrix \( W \) is essentially equal to the zero vector (e.g., by determining if the entries of the column are all smaller than a predetermined threshold); and for each such essentially zero column, re-initializing the column as a random vector.

In some embodiments, the method 1.13 may also include receiving user input specifying the number \( K \) of the concepts, where the number of rows in the matrix \( C \) is \( K \), where the number of columns in the matrix \( W \) is \( K \).

In some embodiments, the action of estimating the minimum of the objective function is executed a plurality of times with different initial conditions. The method 1.13 may then select the estimated matrix \( W \) and the estimated matrix \( C \) (and perhaps also the estimated difficulty values) from the execution that obtains the smallest overall value for the objective function.

In some embodiments, not all of the questions are answered by all the learners. In these embodiments, the method 1.13 may also include: for an \( n \)th one of the questions that was not answered by the \( m \)th learner, predicting a probability that the \( m \)th learner would achieve a grade of correct if he/she had answered the \( n \)th question. The action of predicting said probability may include: computing a dot product between the \( n \)th row of the estimated matrix \( W \) and the \( m \)th column of the estimated matrix \( C \); adding the computed dot product to the estimated difficulty \( p \) of the \( n \)th question to obtain a sum value; and evaluating the inverse link function on the sum value.

In some embodiments, the input data includes an index set identifying for each learner the questions that were answered by that learner. The index set may contain index pairs, where each index pair \((i,j)\) indicates that the \( j \)th question was answered by the \( i \)th learner. The number \( K \) of the concepts may be selected based on an application of a cross-validation technique to all pairs \((i,j)\) occurring in the index set.

In some embodiments, the matrix \( W \) is augmented with an extra column including the difficulties \( \mu \) and the matrix \( C \) is augmented with an extra row whose entries are all the same constant value (e.g., the constant value 1). The action of estimating the minimum of the objective function may include executing a plurality of outer iterations. Each of the outer iterations may include: (1) for each row of the matrix \( W \), estimating a minimum of a corresponding row-related subobjective function over a space defined by that row, subject to the condition that entries within the row are non-negative, where the corresponding row-related subobjective function includes said negative of the log likelihood and two or more additional terms, where each of said two or more additional terms involves a corresponding norm acting on a corresponding subset of said row, where a first of the two or more additional terms controls sparsity of a first subset of said row, where a second of the two or more additional terms imposes regularization on a second subset of said row (e.g., the subsets may be disjoint subsets or perhaps overlapping subsets of the entries within the row); and (2) for each column of the matrix \( C \), estimating a minimum of a corresponding column-related subobjective function over a space defined by that column, where the corresponding column-related subobjective function includes said negative of the log likelihood and two or more additional terms, where a first of the two or more additional terms imposes sparsity on a first subset of the entries within the matrix \( C \), where a second of the two or more additional terms imposes regularization on a second subset of the entries within the matrix \( C \).

In one set of embodiments, a method 1.14 for performing learning analytics and content analytics may include the operations shown in FIG. 1.12. (Furthermore, the method 1.14 may include any subset of the features, elements and embodiments described above.)

At 1.14.10, a computer system may receive input data that includes graded response data, where the graded response data includes a set of binary-valued grades that have been assigned to answers provided by learners in response to a set of questions.

At 1.14.20, the computer system may compute output data based on the input data using a statistical model. The output data may include at least an estimate of an association matrix \( W \) and an estimate of a concept-knowledge matrix \( C \). The association matrix \( W \) includes entries that represent strength of association between each of the questions and each of a plurality of concepts. The matrix \( C \) includes entries that represent the extent of each learner’s knowledge of each concept. The statistical model characterizes a statistical relationship between entries of the product matrix \( WC \) and corresponding grades \( Y_{ij} \) of the set of binary-valued grades. The action of computing the output data based on the input data may include estimating a minimum of an objective function over a space defined by the matrices \( W \) and \( C \).
subject to the constraint that the entries of the matrix \( W \) are non-negative, and one or more norm constraints on the matrix \( C \). The objective function may include a combination (e.g., a linear combination or a bilinear combination) of: the negative of a log likelihood of the graded response data parameterized by the matrix \( W \) and the matrix \( C \); a sparsity-enforcing term involving the rows of the matrix \( W \); and a \( W \)-regularizing term involving the rows of the matrix \( W \).

In some embodiments, a first of the one or more norm constraints is the constraint that a norm of the matrix \( C \) is less than a predetermined size. The norm of the matrix \( C \) may be, e.g., a Frobenius norm or a nuclear norm or a max-norm of the matrix \( C \).

In some embodiments, for each question, the output data includes a corresponding estimate of difficulty of the question. In these embodiments, the statistical model may be of the form:

\[ Z_{ij} = \langle WC \rangle_{ij} \mu_i \]

\[ Y_{ij} \sim \text{Ber}(\Phi(Z_{ij})) \]

where \( \mu_i \) represents the difficulty of the \( i \)th question of the set of questions, where \( \text{Ber}(z) \) represents the Bernoulli distribution with success probability \( z \), where \( \Phi(z) \) denotes an inverse link function that maps a real value \( z \) to the success probability of a binary random variable.

In some embodiments, the matrix \( W \) is augmented with an extra column including the difficulties \( \mu_i \), and the matrix \( C \) is augmented with an extra row whose entries are all the same constant value (e.g., the constant 1). The action of estimating the minimum of the objective function may include executing a plurality of outer iterations. Each of the outer iterations may include: (1) for each row of the matrix \( W \), estimating a minimum of a corresponding row-related subobjective function over a space defined by that row, subject to the constraint that entries within the row are non-negative, where the corresponding row-related subobjective function includes said negative of the log likelihood, a sparsity-enforcing term for that row and a regularizing term for that row; and (2) estimating a minimum of a corresponding \( C \)-related subobjective function over a space defined by the matrix \( C \), subject to the constraint that a norm of the matrix \( C \) is less than the predetermined size, where the \( C \)-related subobjective function includes said negative of the log likelihood.

In other embodiments, each of the outer iterations includes: (1\* ) for each row of the matrix \( W \), estimating a minimum of a corresponding row-related subobjective function over a space defined by that row, subject to the constraint that entries within the row are non-negative, where the corresponding row-related subobjective function includes said negative of the log likelihood and two or more additional terms, where each of said two or more additional terms involves a corresponding norm acting on a corresponding subset of said row, where a first of the two or more additional terms controls sparsity of a first subset of said row, where a second of the two or more additional terms imposes regularization on a second subset of said row (e.g., the subsets may be disjoint subsets or perhaps overlapping subsets of the entries within the row); and (2\* ) estimating a minimum of a corresponding \( C \)-related subobjective function over a space defined by the matrix \( C \), subject to two or more constraints, where the \( C \)-related subobjective function includes said negative of the log likelihood, where a first of the two or more constraints is that a first norm acting on a first subset of the entries in the matrix \( C \) is less than a first constant value, where a second of the two or more constraints is that a second norm acting on a second subset of the entries within the matrix \( C \) is less than a second constant value. (For example, the first norm may be a Frobenius norm and the second norm may be a nuclear norm.)

In one set of embodiments, a method 1.15 for performing learning analytics and content analytics may include the operations shown in FIG. 1.15. (Furthermore, the method 1.15 may include any subset of the features, elements and embodiments described above.)

At 1.15.10, a computer system may receive input data that includes graded response data, where the graded response data includes a set of binary-valued grades that have been assigned to answers provided by learners in response to a set of questions.

At 1.15.20, the computer system may compute output data based on the input data using a statistical model, where the output data includes at least an estimate of an association matrix \( W \) and an estimate of a concept-knowledge matrix \( C \), where the association matrix \( W \) includes entries that represent strength of association between each of the questions and each of a plurality of concepts, where the matrix \( C \) includes entries that represent the extent of each learner’s knowledge of each concept, where the statistical model characterizes a statistical relationship between entries (\( WC \)) of the product matrix \( WC \) and corresponding grades \( Y_{ij} \) of the set of binary-valued grades, where said computing the output data based on the input data includes executing a plurality of sampling iterations to determine posterior distributions at least for the entries of the matrix \( W \) and the columns of the matrix \( C \) given prior distributions at least on the entries of the matrix \( W \) and the columns of the matrix \( C \).

In some embodiments, each of the sampling iterations includes computing samples for each of the posterior distributions.

In some embodiments, the method 1.15 may also include storing the prior distributions in a memory.

In some embodiments, the action of computing the output data includes computing expected values of the posterior distributions to obtain the estimate for the matrix \( W \) and the estimate for the matrix \( C \).

In some embodiments, for each question, the output data includes a corresponding estimate of difficulty of the question. In these embodiments, the statistical model may characterize a statistical relationship between entries \( W_{ij} \) of the product matrix \( WC \) and corresponding grades \( Y_{ij} \) and the corresponding binary-valued grade \( Y_{ij} \), where \( \mu_i \) represents the difficulty of the \( i \)th question. Furthermore, the above-described prior distributions may include prior distributions on the difficulties \( \mu_i \), and the above-described posterior distributions may include posterior distributions on the difficulties \( \mu_i \).

In some embodiments, the statistical model is of the form:

\[ Z_{ij} = \langle WC \rangle_{ij} \mu_i \]

\[ Y_{ij} \sim \text{Ber}(\Phi(Z_{ij})) \]

where \( \text{Ber}(z) \) represents the Bernoulli distribution with success probability \( z \), where \( \Phi(z) \) denotes an inverse link function that maps a real value \( z \) to the success probability of a binary random variable.

In some embodiments, the input data also includes an index set that includes index pairs, where each index pair \((i,j)\) indicates that learner \( j \) answered the \( i \)th question. Each component \( W_{i,k} \) of the matrix \( W \) may be assigned a corresponding prior distribution of the form \( p_i(x_i) = (1-r_i)\delta_{x_i} \) where \( I \) is a distribution that is parameterized by parameter \( \lambda_i \) and defined on the non-negative real axis, where \( \delta \) is the Dirac delta distribution. The parameter \( r_i \) and the parameter
\( \lambda_k \) may each be assigned a corresponding predetermined distribution. Furthermore, each of the above-described sampling iterations may include:

(a) for each index pair \((i,j)\) in the index set, computing a value for \(Z_{ij}^{(k)}\) using a corresponding distribution whose mean is \((W_{ij}^{(k)}) \mu_i^{(k)}\) and whose variance is a predetermined constant value;

(b) for \(i=1, \ldots, Q\), computing a corresponding sum \(S_i\) of difference values \(Z_{ij}^{(k)}- (W_{ij}^{(k)})\) over index values \(j\) such that \((i,j)_k\) is in the index set, and drawing a corresponding value of difficulty \(\mu_i^{(k)}\) based on a corresponding distribution having mean \(m_i\) and variance \(v\), where the mean \(m_i\) is a predetermined function of sum \(S_i\), where the variance \(v\) is a predetermined function of a parameter \(v_i\) and the number \(n_i\) of learners who answered the \(i^\text{th}\) question, where \(Q\) is the number of the questions;

(c) for \(j=1, \ldots, N\), computing a corresponding covariance matrix \(M_j\) and a mean vector \(m_j\) and drawing column \(c_j\) of matrix \(C\) from a multivariate distribution having mean vector \(m_j\) and covariance \(M_j\), where the covariance matrix \(M_j\) is computed based on a current instance of a matrix \(V\) and a matrix \(W\), where the matrix \(W\) comprises the rows \(w_j\) of the matrix \(W\) such that there is at least one index pair of the form \((i,j)_k\) in the index set, where mean \(m_j\) is computed based on the covariance matrix \(M_j\), the matrix \(W\) and the difference vector \(z_j- \mu\), where the vector \(z_j\) comprises the elements \(Z_{ij}^{(k)}\) where \((i,j)_k\) belongs to the index set, where the vector \(\mu\) comprises the difficulties \(\mu_i\) such that there is at least one index pair of the form \((i,j)_k\) in the index set, where \(N\) is the number of learners;

(d) drawing a new instance of the matrix \(V\) from a distribution whose parameters are determined by a matrix \(V_{ij}\), the matrix \(C\), the number \(N\) and a parameter \(h\);

(e) for all \(i=1, \ldots, Q\) and \(k=1, \ldots, K\), drawing a value of \(W_{ik}^{(k)}\) from a distribution of the form \(R_{ik}^{(k)}\mu_i^{(k)}+(1-R_{ik}^{(k)})\mu_o\), where \(g\) is a function of the value \(M_j\) and the value \(S_i\), where \(R_{ik}^{(k)}\) is a parameter that depends on the parameter \(\lambda_k\), the parameter \(\lambda_o\), the value \(M_j\) and the value \(S_i\), where the value \(M_j\) was computed based on corresponding selected entries of the matrix \(W\), corresponding selected entries of the matrix \(C\), and corresponding selected ones of the values \(\{Z_{ij}\}_{k}\) where the value \(S_i\) was computed based on corresponding selected entries of the matrix \(C\), where \(K\) is the number of the concepts;

(f) for \(k=1, \ldots, K\), drawing a value of parameter \(\lambda_k\) based on a distribution parameterized by \(\alpha+\beta_{l}^{(k)}\) and \(\beta+\mu_o\), where \(b_k\) is the number of active entries in the \(k^\text{th}\) row of the matrix \(W\), where \(u_o\) is the sum of the values in the \(k^\text{th}\) column of the matrix \(W\), where \(\alpha\) and \(\beta\) are predetermined constant values; and

(g) for \(k=1, \ldots, K\), drawing a parameter \(r_k\) based on a distribution parameterized by \(\alpha+\beta_{l}^{(k)}\) and \(\beta+\mu_o\), where \(\alpha\) and \(\beta\) are predetermined constant values.

In some embodiments, the distribution \(f\) is an exponential distribution \(\text{Exp}(\lambda_{k})\).

In some embodiments, the action of computing the output data includes computing expected values of the posterior distributions to obtain the estimate for the matrix \(W\) and the estimate for the matrix \(C\) as well as estimates for the respective difficulties \(\mu_i^{(k)}\).

In some embodiments, a plurality of iterations of operation (a) are performed in parallel, e.g., using a plurality of processor cores in parallel, or using a plurality of interconnected computers operating in parallel, or using dedicated digital circuitry such as an ASIC having a plurality of parallel units, etc.

In some embodiments, the operation (e) includes drawing the values \(W_{ik}^{(k)}\) of each column of the matrix \(C\) in parallel.

In some embodiments, the input data also includes an index set that includes index pairs, where each index pair \((i,j)_k\) indicates that learner \(j\) answered the \(i^\text{th}\) question. Each component \(W_{ik}^{(k)}\) of the matrix \(W\) may be assigned a corresponding prior distribution of the form \(R_{ik}^{(k)}\mu_i^{(k)}+(1-R_{ik}^{(k)})\mu_o\), where \(g\) is a function that is parameterized by parameter \(\lambda_k\) and defined on the non-negative real axis, where \(\delta_i\) is the Dirac delta distribution. The parameter \(\lambda_k\) and the parameter \(\lambda_o\) may each be assigned a corresponding predetermined distribution. Each of said sampling iterations may include:

(a) for each index pair \((i,j)_k\) in a set complement of the index set, drawing a grade value \(Y_{ij}^{(k)}\) according to the distribution

\[ \text{Ber}(R_{ik}^{(k)}\mu_i^{(k)}+(1-R_{ik}^{(k)})\mu_o) \]

where \(k\) is an iteration index, where \(W_{ij}^{(k)}\) is a current estimate for the \(i^\text{th}\) row of the matrix \(W\), where \(C\) is a current estimate for the \(i^\text{th}\) column of the matrix \(C\);

(b) for each index pair \((i,j)_k\) in a global set corresponding to all possible question-learner pairings, computing a value for \(Z_{ij}^{(k)}\) using a corresponding distribution whose mean is \((W_{ik}^{(k)})\mu_i^{(k)}\) and whose variance is a predetermined constant value, and truncating the value \(Z_{ij}^{(k)}\) based on the corresponding grade value \(Y_{ij}^{(k)}\);

(c) for \(i=1, \ldots, Q\), computing a corresponding sum \(S_i\) of values \(Z_{ij}^{(k)}- (W_{ik}^{(k)})\) over all \(j=1, \ldots, N\), where \(N\) is the number of the learners, and drawing a corresponding value of difficulty \(\mu_i^{(k)}\) based on a corresponding distribution having mean \(m_i\) and variance \(v\), where the mean \(m_i\) is a predetermined function of sum \(S_i\), where the variance \(v\) is a predetermined function of a parameter \(v_i\) and the number \(N\) of learners, where \(Q\) is the number of the questions;

(d) for \(j=1, \ldots, N\), computing a corresponding mean vector and drawing a sample column \(c_j\) of matrix \(C\) from a multivariate distribution having mean vector \(m_i\) and covariance \(M_j\), where the covariance matrix \(M\) is computed based on a current instance of a matrix \(V\) and the matrix \(W\), where the mean vector \(m_j\) is computed based on the covariance matrix \(M\), the matrix \(W\) and the difference vector \(z_j- \mu\), where the vector \(z_j\) comprises the values \(\{Z_{ij}\}_{j=1, \ldots, Q}\), where the vector \(\mu\) comprises the difficulties \(\mu_i^{(k)}\);

(e) drawing a new instance of the matrix \(V\) from a distribution whose parameters are determined by a matrix \(V_{ij}\), the matrix \(C\), the number \(N\) and a parameter \(h\);

(f) for all \(i=1, \ldots, Q\) and \(k=1, \ldots, K\), drawing a value of \(W_{ik}^{(k)}\) from a distribution of the form \(R_{ik}^{(k)}\mu_i^{(k)}+(1-R_{ik}^{(k)})\mu_o\), where \(g\) is a function of the value \(M_j\) and the value \(S_i\), where \(R_{ik}^{(k)}\) is a parameter that depends on the parameter \(\lambda_k\), the parameter \(\lambda_o\), the value \(M_j\) and the value \(S_i\), where the value \(M_j\) was computed based on the covariance matrix \(M\), the matrix \(W\) and the difference vector \(z_j- \mu\), where the vector \(z_j\) comprises the values \(\{Z_{ij}\}_{j=1, \ldots, Q}\), where the vector \(\mu\) comprises the difficulties \(\mu_i^{(k)}\).
where the value $\tilde{S}_{ik}$ is computed based on values from the $k^{th}$ row of the matrix $C$, where $K$ is the number of the concepts;

(g) for $k=1, \ldots, K$, drawing a value of parameter $\lambda_k$ based on a distribution parameterized by $\alpha + b_k$ and $\beta + s_k$, where $b_k$ is the number of active entries in the $k^{th}$ row of the matrix $W$, where $s_k$ is the sum of the values in the $k^{th}$ column of the matrix $W$, where $\alpha$ and $\beta$ are predetermined constant values; and

(h) for $k=1, \ldots, K$, drawing a value of parameter $r_k$ based on a distribution parameterized by $e + b_k$ and $f + Q - b_k$, where $e$ and $f$ are predetermined constant values.

In some embodiments, the action of computing the output data includes: computing a mean value $E[R_{ik}]$ for each parameter $R_{ik}$ and sparsifying the matrix $W$ by conditionally setting entries $W_{ik}$ of the matrix $W$ to zero if the corresponding mean value $E[R_{ik}]$ is smaller than a predetermined threshold value.

In some embodiments, the method 1.15 may also include: performing a singular value decomposition on a matrix $Y$ to obtain the decomposition $Y = USV^T$, where $S$ is a diagonal matrix, where $U$ and $V$ are orthogonal matrices, where the matrix $Y$ is a matrix formed from the grade values $Y_{ik}$; and prior to a first of the sampling iterations, initializing the matrix $W$ and the matrix $C$ according to the expressions $W = U\sqrt{S}$ and $C = \sqrt{S}V^T$.

Tag Post-Processing

In one set of embodiments, a method 1.16 for tag post-processing may be performed as shown in FIG. 1.16. (The method 1.16 may also include any subset of the features, elements and embodiments described above.)

At 1.16.10, a computer system may receive input data that includes a collection of M tags (e.g., character strings), a QxM matrix $T$ and a predetermined QxK matrix $W$. For each question in a set of Q questions, a corresponding subset of the M tags have been assigned to the question (e.g., by instructors, content domain experts, authors of the questions, crowd sourcing, etc.). For each question in the set of Q questions, the matrix $T$ identifies the corresponding subset of the M tags. The matrix $W$ includes entries that represent strength of association between each of the Q questions and each concept in a set of K concepts.

At 1.16.20, the computer system may compute an estimate of an MxK matrix $A$, where entries of the matrix $A$ represent strength of association between each of the M tags and each of the K concepts. For each column $a_k$ of the matrix $A$, the action of computing the estimate includes estimating a minimum of a corresponding objective function subject to a constraint that the entries in the column $a_k$ are non-negative. The objective function may include a combination of: (1) a first term that forces a distance between the matrix-vector product $Ta_k$ and the corresponding column $W_k$ of matrix $W$ to be small; and (2) a second term that enforces sparsity on the column $a_k$. The computer system may store the estimated matrix $A$ in a memory.

In some embodiments, the questions are questions that have been provided to learners (e.g., as part of one or more tests).

In some embodiments, the M tags are character strings that have been defined by one or more users, where each of the M tags represents a corresponding idea or principle. (For example, the tags may represent ideas that are relevant to the content domain for which the questions have been designed.)

In some embodiments, the method 1.16 also includes receiving user input from one or more users (e.g., via the Internet or other computer network) that defines the collection of M tags (e.g., as character strings).

In some embodiments, the method 1.16 also includes receiving user input from one or more users (e.g., via the Internet or other computer network) that assigns one or more tags from the collection of M tags to a currently-identified one of the Q questions.

In some embodiments, for at least one of the rows $a_k$ of the matrix $A$, the corresponding objective function is a linear combination of the first term and the second term. The first term may be the squared two-norm of the difference $w_k - Ta_k$. The second term may be the one-norm of the column $a_k$.

In some embodiments, a coefficient of the second term in the linear combination controls an extent of sparsity of the column $a_k$.

In some embodiments, for each row $a_k$ of the matrix $A$, the action of estimating the minimum of the corresponding objective function subject to the non-negativity constraint includes performing a plurality of iterations. Each iteration may include: performing a gradient descent step with respect to the first term; and performing a projection step with respect to the second term and subject to the non-negativity constraint.

In some embodiments, the method 1.16 may also include, for each of the K concepts, analyzing the corresponding column $a_k$ of the matrix $A$ to determine a corresponding subset of the M tags that are strongly associated with the concept.

In some embodiments, the action of analyzing the corresponding column includes: normalizing the column $a_k$ and determining a subset of the entries in the normalized column that exceed a given threshold.

In some embodiments, the method 1.16 may also include for one or more of the K concepts, displaying the one or more corresponding subsets of tags.

In some embodiments, the method 1.16 may also include displaying a bipartite graph based on the estimated matrix $A$, where the bipartite graph includes tags nodes and concept nodes and links between at least a subset of the tag nodes and at least a subset of the concept nodes. The tag nodes represent the M tags, and the concept nodes represent the K concepts.

In some embodiments, the input data also includes a predetermined KxN concept-knowledge matrix $C$, where the matrix $C$ includes entries that represent the extent to which each of N learners has knowledge of each of the K concepts. In these embodiments, the method 1.16 may also include: (1) multiplying the estimated matrix $A$ by the matrix $C$ to obtain product matrix $U = AC$, where each entry $U_{mj}$ of the product matrix $U$ represents the extent of the $j^{th}$ learner's knowledge of the category defined by the $m^{th}$ tag; and (2) storing the product matrix $U$ in a memory medium.

In some embodiments, the method 1.16 may also include: transmitting a column $U_j$ of the product matrix $U$ to remote computer operated by the $j^{th}$ learner (e.g., after password authentication), thereby informing the $j^{th}$ learner of his/her extent of knowledge for each of the M tags.

In some embodiments, the method 1.16 may also include: operating on row $U_m$ of the product matrix $U$ to compute a measure of how well the N learners understood the category defined by the $m^{th}$ tag (e.g., by averaging the entries in the row $U_m$); and storing the measure in a memory medium.

In some embodiments, the method 1.16 may also include transmitting the measure to a remote computer (e.g., a computer operated by an instructor) in response to a request from the remote computer.
In some embodiments, the method 1.16 may also include displaying the measure via a display device.

In some embodiments, the method 1.16 may also include: operating on rows of the product matrix \( \mathbf{U} \) to compute corresponding measures of how well the N learners as a whole understood the categories defined by the respective tags of the collection of M tags; and storing the computed measures in a memory medium.

In some embodiments, the method 1.16 may also include selecting future instructional content for at least a subset of the N learners based on the computed measures (e.g., based on the one or more tags whose computed measures are less than a given threshold).

II. Tag-Aware Ordinal Sparse Factor Analysis for Learning and Content Analytics

Abstract: Machine learning offers novel ways and means to design personalized learning systems (PLSs) where each student’s educational experience is customized in real time depending on their background, learning goals, and performance to date. SPARse Factor Analysis (SPARFA) is a novel framework for machine learning-based learning analytics, which estimates a learner’s knowledge of the concepts underlying a domain, and content analytics, which estimates the associations among a collection of questions and those concepts. In some embodiments, SPARFA jointly learns the associations among the questions and the concepts, learner concept knowledge profiles, and the underlying question difficulties, solely based on the correct/incorrect graded responses of a population of learners to a collection of questions. In this section (i.e., section II), we extend the SPARFA framework to enable: (i) the analysis of graded responses on an ordinal scale (partial credit) rather than a binary scale (correct/incorrect); (ii) the exploitation of tags/labels for questions that partially describe the question-concept associations. The resulting Ordinal SPARFA framework greatly enhances the interpretability of the estimated concepts. We demonstrate using real educational data that Ordinal SPARFA outperforms both SPARFA (as described in section I) and existing collaborative filtering techniques in predicting missing learner responses.

II.1 Introduction

Today’s education system typically provides only a “one-size-fits-all” learning experience that does not cater to the background, interests, and goals of individual learners. Modern machine learning (ML) techniques provide a golden opportunity to reinvent the way we teach and learn by making it more personalized and, hence, more efficient and effective. The last decades have seen a great acceleration in the development of personalized learning systems (PLSs), which can be grouped into two broad categories: (i) high-quality, but labor-intensive rule-based systems designed by domain experts that are hard-coded to give feedback in pre-defined scenarios, and (ii) more affordable and scalable ML-based systems that mine various forms of learner data in order to make performance predictions for each learner.

II.1.1 Learning and Content Analytics

Learning analytics (LA, estimating what a learner understands based on data obtained from tracking their interactions with learning content) and content analytics (CA, organizing learning content such as questions, instructional text, and feedback hints) enable a PLS to generate automatic, targeted feedback to learners, their instructors, and content authors. In the section above (i.e., section I), we described a new framework for LA and CA based on SPARse Factor Analysis (SPARFA). SPARFA includes a statistical model and convex-optimization-based inference algorithms for analytics that leverage the fact that the knowledge in a given subject can typically be decomposed into a small set of latent knowledge components that underlie a domain, and content analytics, which estimates the associations among the questions and the concepts (via a “concept graph”), (ii) learner concept knowledge profiles, and (iii) the underlying question difficulties.

II.1.2 Contributions

In this section (i.e., section II), we develop Ordinal SPARFA-Tag, an extension to the SPARFA framework that enables the exploitation of the additional information that is often available in educational settings. First, Ordinal SPARFA-Tag exploits the fact that responses are often graded on an ordinal scale (partial credit), rather than on a binary scale (correct/incorrect). Second, Ordinal SPARFA-Tag exploits tags/labels (i.e., keywords characterizing the underlying knowledge component related to a question) that can be attached by instructors and other users to questions. Exploiting pre-specified tags within the estimation procedure provides significantly more interpretable question-concept associations. Furthermore, our statistical framework can discover new concept-question relationships that would not be in the pre-specified tag information but, nonetheless, explain the graded learner-response data.

We showcase the superiority of Ordinal SPARFA-Tag compared to the methods in section I via a set of synthetic “ground truth” simulations and on a variety of experiments with real-world educational datasets. We also demonstrate that Ordinal SPARFA-Tag outperforms existing state-of-the-art collaborative filtering techniques in terms of predicting missing ordinal learner responses.

II.2 Statistical Model

We assume that the learners’ knowledge level on a set of abstract latent concepts govern the responses they provide to a set of questions. The SPARFA statistical model characterizes the probability of learners’ binary (correct/incorrect) graded responses to questions in terms of three factors: (i) question-concept associations, (ii) learners’ concept knowledge, and (iii) intrinsic question difficulties; details can be found in section II.2. In this section, we will first extend the SPARFA framework to characterize ordinal (rather than binary-valued) responses, and then impose additional structure in order to model real-world educational behavior more accurately.

II.2.1 Model for Ordinal Learner Response Data

Suppose that we have N learners, Q questions, and K underlying concepts. Let \( Y_{ij} \) represent the graded response (i.e., score) of the \( j^{th} \) learner to the \( i^{th} \) question, which are from a set of P ordered labels, i.e., \( Y_{ij} \in \{0, \ldots, P\} \). For the \( i^{th} \) question, with \( \mathbf{x}_i \in \{1, \ldots, Q\} \), we propose the following model for the learner-response relationships:

\[
Z_i = \mathbf{w}_i^T \mathbf{c} + \mathbf{w}_i^T \mathbf{W}(i),
\]

\[
Y_{ij} = \text{ODG}(Z_{ij} + \epsilon_{ij}), \quad \epsilon_{ij} \sim \text{N}(0,1), \quad \epsilon_{ij} \in \mathbb{R}_{>0},
\]

where the column vector \( \mathbf{w}_i \in \mathbb{R}^5 \) models the concept associations; i.e., it encodes how question \( i \) is related to each concept. Let the column vector \( \mathbf{c} \in \mathbb{R}^K, \mathbf{c} \in \{1, \ldots, N\} \), represent the latent concept knowledge of the \( j^{th} \) learner with its \( k^{th} \) component representing the \( j^{th} \) learner’s knowledge of the \( k^{th} \) concept. The scalar \( \mu_i \) models the intrinsic difficulty of question \( i \), with large positive value of \( \mu_i \) for an easy question. The quantity \( \gamma_{ij} \) models the uncertainty of learner \( j \) answering question \( i \) correctly/incorrectly and \( N(0, \ldots, \mathbb{R}) \).
1(τ_j,p) denotes a zero-mean Gaussian distribution with precision parameter τ_j,p meaning that all the observations have the same reliability. (Accounting for learner/question-varying reliabilities is straightforward and omitted for the sake of brevity.) The slack variable Z_j,p in (1) governs the probability of the observed grade Y_i,p. The set

\[ \Omega_{p}\subseteq\{1,\ldots,Q\}\times\{1,\ldots,N\} \]

contains the indices associated to the observed learner-response data, in case the response data is not fully observed.

In (1), \(Q(-):\mathbb{R} \rightarrow \mathbb{R}\) is a scalar quantizer that maps a real number into \(P\) ordered labels according to

\[ Q(x):=\begin{cases} 0 & \text{if } x<0 \ \text{(0)} \\ \infty & \text{if } x \geq 0 \ \text{(\infty)} \end{cases} \]

where \(\{0,\ldots,\infty\}\) is the set of quantization bin boundaries satisfying \(\ldots<\omega_3<\omega_2<\omega_1<\omega_0\) with \(\omega_0\) and \(\omega_\infty\) denoting the lower and upper bound of the domain of the quantizer \(Q(-)\). (In most situations, we have \(\omega_0=-\infty\) and \(\omega_\infty=\infty\).) This quantization model leads to the equivalent input-output relation

\[ Z_j,p = w_j^{T} c_j + \mu_j, \tag{2} \]

where \(\Phi(x):=-\infty \Rightarrow N(s,0,1)ds\) denotes the inverse probit function, with \(N(s,0,1)\) representing the value of a standard normal evaluated at \(s\). (The extension to a logistic-based model is straightforward.)

We can conveniently rewrite (1) and (2) in matrix form as

\[ Z = W C \Psi(t_j), \quad \text{and} \]

\[ p(Y_i,j|Z_j,p) = \Phi(t(U_i,j\cdot Z_j,p)) \Phi(t(U_i,j\cdot Z_j,p)), \tag{3} \]

where \(Y, Z\) are \(Q\times N\) matrices. The \(Q\times(K+1)\) matrix \(W\) is formed by concatenating \([w_1,\ldots,w_Q]^T\) with the intrinsic difficulty vector \(\mu\) and \(C\) is a \((K+1)\times N\) matrix formed by concatenating the \(K\times N\) matrix \([c_1,\ldots,c_K]\) with an all-ones row vector \(1_{N}\). We furthermore define the \(Q\times N\) matrices \(U\) and \(I\) to contain the upper and lower bin boundaries corresponding to the observations in \(Y\), i.e., we have \(U_{i,j}=\omega_{ij}\) and

\[ L_{ij}=\omega_{ij-1}, \quad (i,j)\in\Omega_{p}. \]

We emphasize that the statistical model proposed above is significantly more general than the original SPARFA model proposed in [24], which is a special case of (1) with \(P=2\) and \(\tau=1\). The precision parameter \(\tau\) does not play a central role in [24] (it has been set to \(\tau=1\), since the observations are binary-valued with bin boundaries \([-\infty,0,\infty]\). For ordinal responses (with \(P>2\)), however, the precision parameter \(\tau\) significantly affects the behavior of the statistical model and, hence, we estimate the precision parameter \(\tau\) directly from the observed data.

II.2.2 Fundamental Assumptions

Estimating \(W, \mu\) and \(C\) from \(Y\) is an ill-posed problem, in general, since there are more unknowns than observations and the observations are ordinal (and not real-valued). To ameliorate the illposedness, section I proposed three assumptions accounting for real-world educational situations:

(A1) Low-dimensionality: Redundancy exists among the questions in an assessment, and the observed graded learner responses live in a low-dimensional space, i.e., \(K<<N, Q\).

(A2) Sparsity: Each question measures the learners’ knowledge on only a few concepts (relative to \(N\) and \(Q\)), i.e., the question-concept association matrix \(W\) is sparse.

(A3) Non-negativity: The learners’ knowledge on concepts does not reduce the chance of receiving good score on any question, i.e., the entries in \(W\) are non-negative. Therefore, large positive values of the entries in \(C\) represent good concept knowledge, and vice versa.

Although these assumptions are reasonable for a wide range of educational contexts (see section I for a detailed discussion), they are hardly complete. In particular, additional information is often available regarding the questions and the learners in some situations. Hence, we impose one additional assumption:

(A4) Oracle support: Instructor-provided tags on questions provide prior information on some question-concept associations. In particular, associating each tag with a single concept will partially (or fully) determine the locations of the non-zero entries in \(W\).

As we will see, assumption (A4) significantly improves the limited interpretability of the estimated factors \(W\) and \(C\) over the conventional SPARFA framework of section I, which relies on a (somewhat ad-hoc) postprocessing step to associate instructor provided tags with concepts. In contrast, we utilize the tags as “oracle” support information on \(W\) within the model, which enhances the explanatory performance of the statistical framework, i.e., it enables to associate each concept directly with a predefined tag. Note that user-specified tags might not be precise or complete. Hence, the proposed estimation algorithm must be capable of discovering new question-concept associations and removing predefined associations that cannot be explained from the observed data.

II.3 Algorithm

We start by developing Ordinal SPARFA-M, a generalization of SPARFA-M from section I to ordinal response data. Then, we detail Ordinal SPARFA-Tag, which considers pre-specified question tags as oracle support information of \(W\), to estimate \(W, C\), and \(\tau\), from the ordinal response matrix \(Y\) while enforcing the assumptions (A1)-(A4).

II.3.1 Ordinal Sparfa-M

To estimate \(W, C\), and \(\tau\) in (3) given \(Y\), we maximize the log-likelihood of \(Y\) subject to (A1)-(A4) by solving

\[
\min_{W,C,\tau} \sum_{(i,j)\in\Omega_{p}} \log p(Y_{i,j}|w^{T} c_j + \mu_j) + \lambda_q \|w\|_1
\]

subject to \(W_{i,j}\tau>0, |C|\in\mathbb{R}^{|C|}\).

Here, the likelihood of each response is given by (2). The regularization term imposes sparsity on each vector \(w\), to account for (A2). To prevent arbitrary scaling between \(W\) and \(C\), we gauge the norm of the matrix \(C\) by applying a matrix norm constraint \(\|C\|_{\infty}\) for. For example, the Frobenius norm constraint \(\|C\|_{\infty}\) can be used. Alternatively, the nuclear norm constraint \(\|C\|_{\infty}\) can also be used, promoting low-rankness of \(C\) [9], motivated by the facts that (i) reducing the number of degrees-of-freedom in \(C\) helps to prevent overfitting to the observed data and (ii) learners can
often be clustered into a few groups due to their different demographic backgrounds and learning preferences.

The log-likelihood of the observations in \((P)\) is concave in the product \([36]\). Consequently, the problem \((P)\) is tri-convex, in the sense that the problem obtained by holding two of the three factors \(W, C,\) and \(\tau\) constant and optimizing the third one is convex. Therefore, to arrive at a practicable way of solving \((P)\), we propose the following computationally efficient block coordinate descent approach, with \(W, C,\) and \(\tau\) as the different blocks of variables.

The matrices \(W\) and \(C\) are initialized as i.i.d. standard normal random variables, and we set \(\tau=1\). We then iteratively optimize the objective of \((P)\) for all three factors in round-robin fashion. Each (outer) iteration consists of three phases: first, we hold \(W\) and \(C\) constant and optimize \(\tau\); second, we hold \(C\) and \(\tau\) constant and separately optimize each row vector \(w_j\); third, we hold \(W\) and \(C\) fixed and optimize over the precision parameter \(\tau\). These three phases form the outer loop of Ordinal SPARFA-M.

The sub-problems for estimating \(W\) and \(C\) correspond to the following ordinal regression (OR) problems \([12]\):

\[
\begin{align*}
\text{minimize}_{w_{i,j},c_{i,j}\in\mathcal{C}} & -\sum_{i,j} \log p(Y_{i,j}|w_{i,j}c_{i,j}) + \lambda |w_{i,j}|, \\
\text{minimize}_{c_{i,j}\in\mathcal{C}} & -\sum_{i,j} \log p(Y_{i,j}|w_{i,j}c_{i,j}) + \lambda |c_{i,j}|.
\end{align*}
\]

To solve \((\text{OR-W})\) and \((\text{OR-C})\), we deploy the iterative first-order methods detailed below. To optimize the precision parameter \(\tau\), we compute the solution to

\[
\text{minimize}_{\tau\in(0,\infty)} \sum_{i,j} \log p(Y_{i,j}|w_{i,j}c_{i,j}) - \Phi(\tau(\tau_{i,j}w_{i,j}c_{i,j}^-) - \Phi^{-1}(\tau_{i,j}w_{i,j}c_{i,j}^-)),
\]

via the secant method \([26]\).

Instead of fixing the quantization bin boundaries \(\{a_0, \ldots, a_p\}\) introduced in Sec. II.2 and optimizing the precision and intrinsic difficulty parameters, one can fix \(\tau=1\) and optimize the bin boundaries instead, an approach used in, e.g., \([21]\). We emphasize that optimization of the bin boundaries can also be performed straightforwardly via the secant method, iteratively optimizing each bin boundary while keeping the others fixed. We omit the details for the sake of brevity. Note that we have also implemented variants of Ordinal SPARFA-M that directly optimize the bin boundaries, while keeping \(\tau\) constant; the associated prediction performance is shown in Sec. 4.3.

II.3.2 First-Order Methods for Regularized Ordinal Regression

As in \([24]\), we solve \((\text{OR-W})\) using the FISTA framework \([4]\). \((\text{OR-C})\) also falls into the FISTA family, by rewriting the convex constraint \(|C|\in\mathcal{C}\) as a penalty term \(\delta(C)||C||\) and treat it as a non-smooth regularizer, where \(\delta(C)=||C||\) is the delta function, equaling 0 if \(|C|\in\mathcal{C}\) and \(\infty\) otherwise. Each iteration of both algorithms consists of two steps: A gradient-descent step and a shrinkage/projection step. Take \((\text{OR-W})\), for example, and let \(\nabla f(w) = -\lambda Z_g\log p(Y_{i,j}|w_{i,j}c_{i,j})\). Then, the gradient step is given by

\[
\nabla f(w) = -\lambda Z_g \log p(Y_{i,j}|w_{i,j}c_{i,j}^-) - \nabla f(0).
\]

Here, we assume \(\Xi_{\text{ord}}(\{1, \ldots, Q\})\times(1, \ldots, N)\) for simplicity; a generalization to the case of missing entries in \(Y\) is straightforward. Furthermore, \(p\) is a \(N\times 1\) vector, with the \(j^{th}\) element equal to

\[
\log p(Y_{i,j}|w_{i,j}c_{i,j}^-) - \Phi^{-1}(\tau(\tau_{i,j}w_{i,j}c_{i,j}^-)).
\]

For the Frobenius norm constraint \(|C|\in\mathcal{C}\), the projection step is given by

\[
\text{Proj}_{\mathcal{C}}(C) = \begin{cases} 
C & \text{if } \|C\|_F > \eta \\
0 & \text{otherwise}
\end{cases}
\]

for the nuclear-norm constraint \(|C|\in\mathcal{C}\), the projection step is given by

\[
\text{Proj}_{\mathcal{C}}(C) = \begin{cases} 
\text{Proj}_{\mathcal{C}}(\text{Proj}_{\mathcal{C}}(C)) & \text{if } \|C\|_F > \eta \\
0 & \text{otherwise}
\end{cases}
\]

We now develop the Ordinal SPARFA-Tag algorithm that incorporates \((A4)\). Assume that the total number of tags associated with the Q questions equal K (each of the K concepts correspond to a tag), and define the set \(\Gamma=\{i,k\}\) as the indices of entries in \(W\) identified by pre-defined tags, and \(\Gamma\) as the set of indices not in \(\Gamma\); we can rewrite the optimization problem \((P)\) as:

\[
\min_{w_{i,j},c_{i,j}} -\sum_{i,j\in\Omega_0} \log p(Y_{i,j}|w_{i,j}c_{i,j}) + \lambda \sum_{i,j\in\Omega_0} \|w_{i,j}\|_1 + \sum_{i\in\Gamma} \|w_{i,j}\|_1^2
\]

subject to

\[
W = 0, \tau > 0, \|C\| = \eta.
\]

Here, \(w_{i,j}^{(T)}\) is a vector of those entries in \(w_i\) belonging to the set \(\Gamma\), while \(w_i^{(F)}\) is a vector of entries in \(w_i\) not belonging to \(\Gamma\). The \(L_1\)-penalty term on \(w_i^{(F)}\) regularizes the entries in \(W\) that are part of the (predefined) support of \(W\); we set \(\gamma=10^{-6}\) in all our experiments. The \(L_1\)-penalty term on \(w_i^{(T)}\) induces sparsity on the entries in \(W\) that are not predefined but might be in the support of \(W\). Reducing the parameter \(\lambda\) enables one to discover new question-concept relationships (corresponding to new non-zero entries in \(W\)) that were not contained in \(\Gamma\).

The problem \((P)\) is solved analogously to the approach described in Sec. 3.2, except that we split the \(W\) update step.
into two parts that operate separately on the entries indexed by $\Gamma$ and $T$. For the entries in $\Gamma$, the projection step corresponds to

$$
\begin{align*}
    w_r^\Gamma & = \max \{ 0, \frac{\lambda^\Gamma w_r^\Gamma}{\| w_r^\Gamma \|} \}, \\
    w & = (I - \eta \nabla \phi^\Gamma) (I - \eta \nabla \phi^T) \tilde{w}.
\end{align*}
$$

The step for the entries indexed by $T$ is given by (6). Since Ordinal SPARFA-Tag is tri-convex, it does not necessarily converge to a global optimum. Nevertheless, we can leverage recent results in [24, 35] in order to show that Ordinal SPARFA-Tag converges to a local optimum from an arbitrary starting point. Furthermore, if the starting point is within a close neighborhood of a global optimum of (P), then Ordinal SPARFA-Tag converges to this global optimum.

II.4 Experiments

We first showcase the performance of Ordinal SPARFA-Tag on synthetic data to demonstrate its convergence to a known ground truth. We then demonstrate the ease of unobserved ordinal learner responses. Parameters $W, C,$ and $\mu$ are selected according to Bayesian information criterion (BIC) [17]. All experiments are repeated for 25 Monte-Carlo trials.

In all synthetic experiments, we retrieve estimates of all factors, $W, C, \mu$. For Ordinal SPARFA-M and K-SVD+, the estimates $W$ and $C$ are re-scaled and permuted as in [24]. We consider the following error metrics:

$$
\begin{align*}
    E_W & = \frac{\| w - \hat{w} \|}{\| w \|}, \\
    E_C & = \frac{\| c - \hat{c} \|}{\| c \|}, \\
    E_\mu & = \frac{\| \mu - \hat{\mu} \|}{\| \mu \|}.
\end{align*}
$$

We generate the synthetic test data $W, C, \mu$ as in [24, Eq. 10] with $K=5$, $\mu_0 = 0$, $\nu_1 = 1$, $\nu_2 = 0.66$ Wk, and $\nu_3 = 0$. $Y$ is generated according to (3), with $P=5$ bins and

$$
\{ e_{00}, \ldots, e_{99} \} = \{-1.0, -0.64, 0.64, 2.1, 1.1\},
$$

such that the entries of $Z$ fall evenly into each bin. The number of concepts $K$ for each question is chosen uniformly in $\{1, 2, 3\}$. We first consider the impact of problem size on estimation error in FIG. 2.2. To this end, we fix $Q=100$ and sweep $N \in \{50, 100, 200\}$ for $K=5$ concepts, and then fix $N=100$ and sweep $Q \in \{50, 100, 200\}$.

Impact of problem size: We first study the performance of Ordinal SPARFA-M versus K-SVD+ while varying the problem size parameters $Q$ and $N$. The corresponding box-and-whisker plots of the estimation error for each algorithm are shown in FIGS. 2.1A-2.1F. In FIGS. 2.1A-C, we fix the number of questions $Q$ and plot the errors $E_W, E_C,$ and $E_\mu$ for the number of learners $N \in \{50, 100, 200\}$. In FIGS. 2.1D-F, we fix the number of learners $N$ and plot the errors $E_W, E_C,$ and $E_\mu$ for the number of questions $Q \in \{50, 100, 200\}$. It is evident that $E_W, E_C$, and $E_\mu$ decrease as the problem size increases for all considered algorithms. Moreover, Ordinal SPARFA-TheM has superior performance to K-SVD+ in all cases and for all error metrics. Ordinal SPARFA-Tag and the oracle support provided versions of K-SVD outperform Ordinal SPARFAM and K-SVD+. We furthermore see that the variant of Ordinal SPARFA-M without knowledge of the precision $\tau$ performs as well as knowing $\tau$; this implies that we can accurately learn the precision parameter directly from data.

Impact of the number of quantization bins: We now consider the effect of the number of quantization bins $P$ in the observation matrix $Y$ on the performance of our algorithms. We fix $N=Q=100$, $K=5$ and generate synthetic data as before up to $Z$ in (3). For this experiment, a different number of bins $P$ is used to quantize $Z$ into $Y$. The quantization boundaries are set to $(0, 0.66, 1.32, 2.65, 4.98, 8.88)$, mostly correct (p=3), and correct (p=4).

11.4.2 Real-World Data

We now demonstrate the superiority of Ordinal SPARFA-Tag compared to regular SPARFA as in [24]. In particular, we show the advantages of using tag information directly within the estimation algorithm and of imposing a nuclear norm constraint on the matrix $C$. For all experiments, we apply Ordinal SPARFA-Tag to the graded learner response matrix $Y$ with oracle support information obtained from instructor-provided question tags. The parameters $\lambda$ and $\gamma$ are selected via cross-validation.

Algebra test: We analyze a dataset from a high school algebra test carried out on Amazon Mechanical Turk [2], a crowdsourcing marketplace. The dataset consists of $N=99$ users answering $Q=34$ multiple choice questions covering topics such as geometry, equation solving, and visualizing function graphs. The questions were manually labeled with a set of 13 tags. The dataset is fully populated, with no missing entries. A domain expert manually mapped each possible answer to one of $P=4$ bins, i.e., assigned partial credit to each choice as follows: totally wrong (p=1), wrong (p=2), mostly correct (p=3), and correct (p=4).

FIG. 2.3A shows the question-concept association map estimated by Ordinal SPARFA-Tag using the Frobenius norm constraint $\| C \|_{\infty}$. Circles represent concepts, and squares represent questions (labeled by their intrinsic difficulty $\mu$). Large positive values of $\mu$ indicate easy questions; negative values indicate hard questions. Connecting lines indicate whether a concept is present in a question; thicker lines represent stronger question-concept associations. Black solid lines represent the question-concept associations estimated by Ordinal SPARFA-Tag, corresponding to the entries in $W$ as specified by $\Gamma$. Dashed lines represent the
“mislabeled” associations (entries of $W$ in $Y$) that are estimated to be zero. Dotted lines represent new discovered associations, i.e., entries in $W$ that were not in $Y$ that were discovered by Ordinal SPARFA-Tag.

By comparing FIGS. 2.3A and B with FIGS. 1.9A and B, we can see that Ordinal SPARFA-Tag provides unique concept labels, i.e., one tag is associated with one concept; this enables interpretable feedback to individual learners, as the values in $C$ represent directly the tag knowledge profile for each learner. This tag knowledge profile can be used by a PLS to provide targeted feedback to learners. The estimated question-concept association matrix can also serve as useful tool to domain experts or course instructors, as they indicate missing and inexistent tag-question associations.

Grade 8 Earth Science course: As a second example of Ordinal SPARFA-Tag, we analyze a Grade 8 Earth Science course dataset [31]. This dataset contains $N=145$ learners answering $Q=80$ questions and is highly incomplete (only 13.5% entries of $Y$ are observed). The matrix $Y$ is binary-valued; domain experts labeled all questions with 16 tags.

The result of Ordinal SPARFA-Tag with the nuclear norm constraint $\|C\|_* \leq 10$ on $C$ is shown in FIGS. 2.4A and B. The estimated question-concept associations mostly matches those pre-defined by domain experts. Note that our algorithm identified some question-concept associations to be non-existent (indicated with dashed lines). Moreover, no new associations have been discovered, verifying the accuracy of the pre-specified tag questions from domain experts. Comparing to the question-concept association graph of the high school algebra test in FIGS. 2.3A and B, we see that for this dataset, the pre-specified tags represent disjoint knowledge components, which is indeed the case in the underlying question set. Interestingly, the estimated concept matrix $C$ has rank 3; note that we are estimating $K=13$ concepts. This observation suggests that all learners can be accurately represented by a linear combination of only 3 different "eigen-learner" vectors. Further investigation of this clustering phenomenon is part of on-going research.

II.4.3 Predicting Unobserved Learner Responses

We now compare the prediction performance of ordinal SPARFA-M on unobserved learner responses against state-of-the-art collaborative filtering techniques: (i) SVD++ in [20], which treats ordinal values as real numbers, and (ii) OrdRec in [21], which relies on an ordinal logic model. We compare different variants of Ordinal SPARFA-M: (i) optimizing the precision parameter, (ii) optimizing a set of bins for all learners, (iii) optimizing a set of bins for each question, and (iv) using the nuclear norm constraint on $C$.

We consider the Mechanical Turk algebra test, hold out 20% of the observed learner responses as test sets, and train all algorithms on the rest. The regularization parameters of all algorithms are selected using 4-fold cross-validation on the training set. FIG. 2.5 shows the root mean square error (RMSE)

$$\sqrt{\frac{1}{nm} \sum_{i,j} \left| Y_{ij} - \hat{Y}_{ij} \right|^2}$$

where $\hat{Y}_{ij}$ is the predicted score for $Y_{ij}$ averaged over 50 trials. FIG. 2.5 demonstrates that the nuclear norm variant of Ordinal SPARFA-M outperforms OrdRec, while the performance of other variants of ordinal SPARFA are comparable to OrdRec. SVD++ performs worse than all compared methods, suggesting that the use of a probabilistic model considering ordinal observations enables accurate predictions on unobserved responses. We furthermore observe that the variants of Ordinal SPARFA-M that optimize the precision parameter or bin boundaries deliver almost identical performance. We finally emphasize that Ordinal SPARFA-M not only delivers superior prediction performance over the two state-of-the-art collaborative filtering techniques in predicting learner responses, but it also provides interpretable factors, which is key in educational applications.

II.5 Related Work

A range of different ML algorithms have been applied in educational contexts. Bayesian belief networks have been successfully used to probabilistically model and analyze learner response data in order to trace learner concept knowledge and estimate question difficulty (see, e.g., [13, 22, 33, 34]). Such models, however, rely on predefined question-concept dependencies (that are not necessarily accurate), in contrast to the framework presented here that estimates the dependencies solely from data.

Item response theory (IRT) uses a statistical model to analyze and score graded question response data [25, 29]. Our proposed statistical model shares some similarity to the Rasch model [28], the additive factor model [10], learning factor analysis [19, 27], and the instructional factors model [11]. These models, however, rely on pre-defined question features, do not support disciplined algorithms to estimate the model parameters solely from learner response data, or do not produce interpretable estimated factors. Several publications have studied factor analysis approaches on learner responses [3, 14, 32], but treat learner responses as real and deterministic values rather than ordinal values determined by statistical quantities. Several other results have considered probabilistic models in order to characterize learner responses [5, 6], but consider only binary-valued responses and cannot be generalized naturally to ordinal data.

While some ordinal factor analysis methods, e.g., [21], have been successful in predicting missing entries in datasets from ordinal observations, our model enables interpretability of the estimated factors, due to (i) the additional structure imposed on the learner-concept matrix (non-negativity combined with sparsity) and (ii) the fact that we associate unique tags to each concept within the estimation algorithm.

II.6 Conclusions

We have significantly extended the SPARse Factor Analysis (SPARFA) framework of [24] to exploit (i) ordinal learner question responses and (ii) instructor generated tags on questions as oracle support information on the question-concept associations. We have developed a new algorithm to compute an approximate solution to the associated ordinal factor-analysis problem. Our proposed Ordinal SPARFA-Tag framework not only estimates the strengths of the pre-defined question-concept associations provided by the instructor but can also discover new associations. Moreover, the algorithm is capable of imposing a nuclear norm constraint on the learner-concept matrix, which achieves better prediction performance on unobserved learner responses than state-of-the-art collaborative filtering techniques, while improving the interpretability of the estimated concepts relative to the user-defined tags.

The Ordinal SPARFA-Tag framework enables a PLS to provide readily interpretable feedback to learners about their latent concept knowledge. The tag-knowledge profile can, for example, be used to make personalized recommendations to learners, such as recommending remedial or enrichment material to learners according to their tag (or concept)
knowledge status. Instructors also benefit from the capability to discover new question-concept associations underlying their learning materials.

11.7 References


In one set of embodiments, a method 4.2.6 may include the operations shown in FIG. 4.2.6. (The method 4.2.6 may also include any subset of the features, elements and embodiments described above and below.) At 4.2.6.10, a computer system may receive input data that includes graded response data, where the graded response data includes a set of grades that have been assigned to answers provided by learners in response to a set of questions. Each of the grades has been selected from an ordered set of P labels, where P is greater than or equal to two. At 4.2.6.20, the computer system may operate on the input data to determine: (a) a set of K concepts that are implicit in
the set of questions, where K is smaller than the number of questions in the set of questions, where the concepts are represented by an association matrix whose entries characterize strengths of association between the questions and the concepts; and (b) a learner knowledge matrix including, for each learner and each of the K concepts, the extent of the learner’s knowledge of the concept. The computer system may store the association matrix and the learner knowledge matrix.

In some embodiments, the action of operating on the input data also includes determining an intrinsic difficulty of each question in the set of questions.

In some embodiments, the action of operating on the input data includes performing a maximum-likelihood-based factor analysis, e.g., as variously described in this patent disclosure.

In some embodiments, the input data also includes a set of N tags and tag assignment information, where N is greater than or equal to K. The tag assignment information may indicate, for each of the questions, which of the N tags have been assigned to that question. The action of operating on the input data may include performing a maximum-likelihood-based factor analysis using an objective function. The objective function may include a term involving a restriction of the matrix W, where the restriction is specified by the tag association information, e.g., as variously described below.

In one set of embodiments, a method 2.7 for performing content analytics and learning analytics may include the operations shown in FIG. 2.7. (The method 2.7 may also include any subset of the features, elements and embodiments described above.)

At 2.7.10, a computer system may receive input data that includes graded response data, where the graded response data includes a set of grades that have been assigned to answers provided by learners in response to a set of questions. Each of the grades has been selected from an ordered set of P labels, where P is greater than or equal to two.

At 2.7.20, the computer system may compute output data based on the input data using a statistical model, where the output data includes at least an estimate of an association matrix W and an estimate of a concept-knowledge matrix C. The association matrix W includes entries that represent strength of association between each of the questions and each of a plurality of concepts. The matrix C includes entries that represent the extent of each learner’s knowledge of each concept. The statistical model may characterize a statistical relationship between entries (WC)_{i,j} of the product matrix WC and corresponding grades Y_{i,j} of the set of grades. The computer system may store the output data in memory.

In some embodiments, the action of receiving the input data includes receiving the grades from one or more remote computers over a network (e.g., from one or more remote computers operated by one or more instructors).

In some embodiments, for each question, the output data includes a corresponding estimate of difficulty of the question. In these embodiments, the statistical model may characterize a statistical relationship between (WC)_{i,j} and the corresponding grade Y_{i,j}, where μ_{i,j} represents the difficulty of the i-th question.

In some embodiments, the statistical model is of the form:

\[ Z_{i,j} = g(WC)_{i,j} + \epsilon_{i,j} \]

\[ Y_{i,j} = f(Z_{i,j}, \mu_{i,j}) \]

where \( Z_{i,j} \) represents an ideal real-valued grade for the answer provided by the \( j \)-th learner to the \( i \)-th question, where \( \epsilon_{i,j} \) represents random measurement noise (or uncertainty in measurement), where \( g \) is a quantizer function that maps from the real line into the set of labels.

In some embodiments, the noise \( \epsilon_{i,j} \) is modeled by a normal random variable with zero mean and variance equal to \( 1/\tau_{i,j}^2 \). and \( \tau_{i,j} \) represents the reliability of observation of the answer provided by the \( j \)-th learner to the \( i \)-th question. (In one embodiment, all of the reliabilities \( \tau_{i,j} \) are equal.)

In some embodiments, the set of labels is \{1, 2, . . . , P\}, and the quantizer function \( g \) is associated with an ordered set \{\( o_{\min}, o_2, \ldots, o_{p-1}, o_p \} \) of real numbers, where the value \( g(z) \) of the quantizer function \( g \) at argument value \( z \) is equal to \( p \) if \( z \) is in the interval \( o_{p-1} < z < o_p \).

In some embodiments, the matrix \( W \) is augmented with an extra column including the difficulties \( \mu_{i,j} \), where the matrix \( C \) is augmented with an extra row including all ones. In these embodiments, the action of computing the output data based on the input data includes estimating a minimum of an objective function over a space defined by the matrix \( W \), the matrix \( C \) and the reliabilities \( \{\tau_{i,j}\} \), subject to constraints including a non-negativity constraint on the entries of matrix \( W \), a positivity constraint on the reliabilities \( \{\tau_{i,j}\} \) and one or more norm constraints on the matrix \( C \). The objective function may include a combination (e.g., a linear combination or a bilinear combination) of: the negative of a log likelihood of the graded response data parameterized by the matrix \( W \), the matrix \( C \) and the reliabilities \( \{\tau_{i,j}\} \); and a sparsity-enforcing term involving the rows of the matrix \( W \).

In some embodiments, the one or more norm constraints on the matrix \( C \) include a constraint on the Frobenius norm of the matrix \( C \) and/or a constraint on the nuclear norm of the matrix \( C \) and/or a constraint on the max norm of the matrix \( C \).

The max norm may be defined as

\[ \|C\|_{\infty} = \max_{\{i,j\}} \{|C_{i,j}| : C_{i,j} \in C \} \]

The notation \( \|A\|_{2,\infty} \) may be defined as

\[ \|A\|_{2,\infty} = \max_{2 \leq \ell \leq P} \sum_{j=1}^{P} |A_{\ell,j}|^2 \]

In some embodiments, the reliabilities \( \{\tau_{i,j}\} \) are all equal to the same variable \( \tau \).

In some embodiments, the action of estimating the minimum of the objective function includes executing a plurality of outer iterations. Each of the outer iterations may include: (1) for each row of the matrix \( W \), estimating a minimum of a corresponding row-related subobjective function over a space defined by that row, subject to the condition that entries within the row are non-negative, where the corresponding row-related subobjective function includes said negative of the log likelihood and a sparsity-enforcing term for that row; (2) estimating a minimum of a C-related subobjective function over a space defined by that the matrix \( C \), subject to the one or more norm constraints on the matrix \( C \), where the C-related subobjective function includes said negative of the log likelihood; and (3) estimating a minimum of said negative of the log likelihood over the space defined by the reliabilities \( \{\tau_{i,j}\} \) subject to the positivity constraint on the reliabilities \( \{\tau_{i,j}\} \).

In some embodiments, each of the outer iterations also includes performing a squash operation after said estimating the minimum of the C-related subobjective function, where the squash operation projects the current estimate of the matrix \( C \) onto a max-norm ball, e.g., as described in J. Lee et al., “Practical Large-Scale Optimization for Max-norm Regularization”, in Advances in Neural Information Processing Systems (NIPS) 2010.
In some embodiments, the matrix $W$ is initialized by populating its entries with values drawn from a random variable on the non-negative real numbers, or, with values determined by taking the absolute value of samples drawn from a zero mean random variable (such as a normal random variable).

In some embodiments, the matrix $C$ is initialized by populating its entries with values drawn from a zero-mean random variable.

In some embodiments, for each row of the matrix $W$, the action of estimating the minimum of the corresponding row-related subobjective function includes performing a plurality of descent-and-shrink (DAS) iterations. Each of the DAS iterations may include: a gradient-descent step on a function $f$ defined by said negative of the log likelihood; and a shrinkage step that (a) displaces entries of the row in the negative direction based on a current step size and (b) applies a thresholding operation to the displaced entries to enforce non-negativity of the displaced entries.

In some embodiments, the action of estimating the minimum of the $C$-related subobjective function includes performing a plurality of descent-and-shrink (DAS) iterations. Each of the DAS iterations may include: a gradient-descent step on a function $f$ defined by said negative of the log likelihood; and a shrinkage step that scales the matrix $C$ so that it has Frobenius norm equal to $\eta$ if its Frobenius norm is not already less than or equal to $\eta$, where $\eta$ is a predetermined positive value.

In some embodiments, the shrinkage step also includes: performing a singular value decomposition of the matrix $C$ to obtain a factorization of the form $C=USV^T$, where the matrix $S$ is diagonal; projecting the diagonal of the matrix $S$ onto the $L_1$-ball of radius $\beta$ to obtain a projection vector $s$, where $\beta$ is a predetermined positive value; and computing an update to the matrix $C$ according to the relation

$$C\leftarrow \sigma(s)C\sigma(s)^T,$$

where $\sigma(s)$ represents an entry or more norm constraints on the matrix $C$. The objective function may include any subset of the features, elements and embodiments described above.

In some embodiments, the action of computing the output data based on the input data includes estimating a minimum of an objective function over a space defined by the matrix $W$ and the matrix $C$, subject to constraints including a non-negativity constraint on the entries of matrix $W$, and one or more norm constraints on the matrix $C$. The objective function may include a combination (e.g., a linear combination or a bilinear combination) of: the negative of a log likelihood of the graded response data parameterized by the matrix $W$ and the matrix $C$; and a sparsity-enforcing term involving the rows of the matrix $W$.

In some embodiments, the method 2.7 may also include, for an $i$th one of the questions that was not answered by the $j$th learner, predicting a probability that the $j$th learner would achieve any grade in the set of $P$ labels if he/she had answered the $i$th question. The action of predicting the probability may include: computing a dot product between the $i$th row of the estimated matrix $W$ and the $j$th column of the estimated matrix $C$; adding the computed dot product to the estimated difficulty $\mu_i$ of the $i$th question to obtain a sum value; and evaluating an inverse link function that corresponds to the quantizer function $g$ on the sum value.

In some embodiments, method 2.7 may include predicting the expected grade that the $j$th learner would achieve if he/she had answered the $i$th question, where the predicted grade is determined by taking the expectation (i.e., computing the average) of the predicted grade distribution over all $P$ labels.

In some embodiments, the number of the concepts is determined by the number of rows in the matrix $C$, and the concepts are latent concepts (i.e., implicit in the graded response data), where the concepts are extracted from the graded response data by said computing the output data.
of each concept. The statistical model may characterize a statistical relationship between entries \((WC)_{ij}\) of the product matrix \(WC\) and corresponding grades \(Y_{ij}\) of the set of grades. The action of computing the output data based on the input data may include estimating a minimum of an objective function over a search space including a first subspace defined by the matrix \(W\) and a second subspace defined by the matrix \(C\), subject to conditions including a non-negativity constraint on the entries of the matrix \(W\) and one or more norm constraints on the matrix \(C\). The objective function may include a combination (e.g., a linear combination or a bilinear combination) of: (a) a negative of a log likelihood of the graded response data parameterized by the matrix \(W\) and the matrix \(C\); (b) a sparsity-enforcing term involving restrictions of rows of the matrix \(W\) to entries specified by a complement of the QT index set; and (c) a regularizing term involving restrictions of rows of the matrix \(W\) to entries specified by the QT index set. The computer system may store the estimated association matrix \(W\) and the estimated tag-knowledge matrix \(C\) in a memory.

In some embodiments, not all the questions have been answered by all the learners. Thus, the input data may also include a learner-question (LQ) index set. The LQ index set indicates, for each of the learners, which of the questions were answered by that learner. The above-described log likelihood may be restricted to index pairs \((i,j)\) such that the \(i\)th learner answered the \(j\)th question, as indicated by the LQ index set.

In some embodiments, the above-described combination (that defines the objective function) includes a linear combination of the negative log likelihood, the sparsity enforcing term and the regularizing term. A coefficient of the sparsity enforcing term in the linear combination may be used to control how sparse is a submatrix of the matrix \(W\) corresponding to the complement of the index set QT. Equivalently, the coefficient of the sparsity enforcing term may be used to control an extent to which the method is able to learn new question-concept relationships not indicated (or implied) by the QT index set.

In some embodiments, for each question, the output data includes a corresponding estimate of difficulty of the question. In these embodiments, the statistical model may be of the form:

\[
\begin{align*}
\mu_i &= \langle W \rangle_{ii} - \langle C \rangle_{ii} \\
\epsilon_{ij} &= g(Z_{ij} - \mu_i)
\end{align*}
\]

where \(\mu_i\) represents the difficulty of the \(i\)th question, where \(Z_{ij}\) represents an ideal real-valued grade for the answer provided by the \(j\)th learner to the \(i\)th question, where \(\epsilon_{ij}\) represents random measurement noise (or uncertainty in measurement), where \(g\) is a quantizer function that maps from the real number line into the set of labels.

In some embodiments, the noise \(\epsilon_{ij}\) is modeled by a random variable with zero mean and variance equal to \(1/\tau_{ij}\), where \(\tau_{ij}\) represents reliability of observation of the answer provided by the \(j\)th learner to the \(i\)th question. In these embodiments, the log likelihood of the graded response data may be parameterized by the reliabilities (in addition to being parameterized by the matrix \(W\) and the matrix \(C\)); the search space may include a third subspace corresponding to the reliabilities; and the above-described constraints may include a positivity constraint on the reliabilities \(\tau_{ij}\). (In one embodiment, all of the reliabilities \(\tau_{ij}\) are equal.)

Maximum Likelihood Ordinal SPARFA-Tag

In some embodiments, the matrix \(W\) is augmented with an extra column including the difficulties \(\mu_i\); the matrix \(C\) is augmented with an extra row including all ones; and the action of estimating the minimum of the objective function includes executing a plurality of outer iterations. Each of the outer iterations may include: (1) for each row of the matrix \(W\), estimating a minimum of a corresponding first row-related subobjective function over a space defined by a first restriction vector, which is a restriction of the row to entries selected by the complement of the QT index set, where the corresponding first row-related subobjective function includes said negative of the log likelihood and a sparsity-enforcing term for that first restriction vector; and (2) for each row of the matrix \(W\), estimating a minimum of a corresponding second row-related subobjective function over a space defined by a second restriction vector, which is a restriction of the row to entries selected by the QT index set, where the corresponding second row-related subobjective function includes said negative of the log likelihood and a regularizing term for that second restriction vector.

In some embodiments, each outer iteration also includes: (3) estimating a minimum of a C-related subobjective function over the second subspace defined by the matrix \(C\), subject to the one or more norm constraints on the matrix \(C\), where the C-related subobjective function includes said negative of the log likelihood; and (4) estimating a minimum of said negative of the log likelihood over the third space defined by the reliabilities \(\tau_{ij}\), subject to the positivity constraint on the reliabilities \(\tau_{ij}\).

In some embodiments, for each row of the matrix \(W\), the action of estimating the minimum of the corresponding first row-related subobjective function includes performing a plurality of descent-and-shrink (DAS) iterations, where each of the DAS iterations includes: a gradient-descent step on the first row-related subobjective function; and a shrinkage step that (a) displaces entries of the second restriction vector towards zero based on a current step size and (b) applies a thresholding operation to the displaced entries to enforce non-negativity of the displaced entries.

In some embodiments, for each row of the matrix \(W\), the action of estimating the minimum of the corresponding second row-related subobjective function includes performing a plurality of descent-and-shrink (DAS) iterations. Each of the DAS iterations may include: a gradient-descent step on the second row-related subobjective function; and a shrinkage step that (a) displaces entries of the second restriction vector in the negative direction based on a current step size and (b) applies a thresholding operation to the displaced entries to enforce non-negativity of the displaced entries.

In one set of embodiments, a method 2.10 for jointly performing topic modeling and learning-and-content analytics may include the operations shown in FIG. 2.10. (The method 2.10 may also include any subset of the features, elements and embodiments described above.)

At 2.10.10, a computer system may receive input data that includes graded response data, a collection of \(N_T\) tags and a question-tag (QT) index set, where the graded response data includes a set of grades that have been assigned to answers provided by learners in response to a set of questions, where each of the grades has been selected from an ordered set of \(P\) labels, where \(P\) is greater than or equal to two, where the QT index set indicates, for each of the questions, which of the \(N_T\) tags have been assigned to that question.

At 2.10.20, the computer system may compute output data based on the input data using a statistical model, where
III. Joint Topic Modeling and Factor Analysis of Textual Information and Graded Response Data

Abstract: Modern machine learning methods are critical to the development of large-scale personalized learning systems (PLS) that cater directly to the needs of individual learners. The recently developed SPARse Factor Analysis (SPARFA) framework provides a new statistical model and algorithms for machine learning-based learning analytics, which estimate a learner’s knowledge of the latent concepts underlying a domain, and content analytics, which estimate the relationships among a collection of questions and the latent concepts. SPARFA estimates these quantities given only the graded responses to a collection of questions. In order to better interpret the estimated latent concepts, SPARFA relies on a post-processing step that utilizes user-defined tags (e.g., topics or keywords) available for each question. In this section (i.e., section III), we relax the need for user-defined tags by extending SPARFA to jointly process both graded learner responses and the text of each question and its associated answer(s) or other feedback. Our purely data-driven approach (i) enhances the interpretability of the estimated latent concepts without the need of explicitly generating a set of tags or performing a post-processing step, (ii) improves the prediction performance of SPARFA, and (iii) scales to large test/assessments where human annotation would prove burdensome. We demonstrate the efficacy of the proposed approach on two real educational datasets.

III.1 Introduction

Traditional education typically provides a “one-size-fits-all” learning experience, regardless of the potentially different backgrounds, abilities, and interests of individual learners. Recent advances in machine learning enable the design of computer-based systems that analyze learning data and provide feedback to the individual learner. Such an approach has great potential to revolutionize today’s education by offering a high-quality, personalized learning experience to learners on a global scale.

III.1.1 Personalized Learning Systems

Several efforts have been devoted into building statistical models and algorithms for learner data analysis. In [5], we proposed a personalized learning system (PLS) architecture with two main ingredients: (i) learning analytics (analyzing learner interaction data with learning materials and questions to provide personalized feedback) and (ii) content analytics (analyzing and organizing learning materials including questions and text documents). We introduced the SPARse Factor Analysis (SPARFA) framework for learning and content analytics, which decomposes assessments into different knowledge components that we call concepts. SPARFA automatically extracts (i) a question-concept association graph, (ii) learner concept understanding profiles, and (iii) the intrinsic difficulty of each question, solely from graded binary learner responses to a set of questions; see FIG. 3.2 for an example of a graph extracted by SPARFA. This framework enables a PLS to provide personalized feedback to learners on their concept knowledge, while also estimating the question-concept relationships that reveal the structure of the underlying knowledge base of a course. The original SPARFA framework (described in section I) extracts the concept structure of a course from binary-valued question-response data. The latent concepts are “abstract” in the sense that they are estimated from the data rather than dictated by a subject matter expert.

To make the concepts interpretable by instructors and learners, SPARFA performs an ad hoc post-processing step to fuse instructor provided question tags to each estimated concept. Requiring domain experts to label the questions with tags is an obvious limitation to the approach, since such tags are often incomplete or inaccurate and thus provide insufficient or unreliable information. Inspired by the recent success of modern text processing algorithms, such as latent Dirichlet allocation (LDA) [3], we posit that the text associated with each question can potentially reveal the meaning of the estimated latent concepts without the need of instructor-provided question tags. Such a data-driven approach would be advantageous as it would easily scale to domains with thousands of questions. Furthermore, directly incorporating textual information into the SPARFA statistical model could potentially improve the estimation performance of the approach.

III.1.2 Contributions

In this section (i.e., section III), we propose SPARFA-Top, which extends the SPARFA framework of section I to jointly analyze both graded learner responses to questions and the text of the question, response, or feedback. We augment the SPARFA model by statistically modeling the word occurrences associated with the questions as Poisson distributed. We develop a computationally efficient block-coordinate descent algorithm that, given only binary-valued graded response data and associated text, estimates (i) the question-concept associations, (ii) learner concept knowledge profiles, (iii) the intrinsic difficulty of each question, and (iv) a list of most important keywords associated with each estimated concept. SPARFA-Top is capable of automatically generating a human readable interpretation for each estimated concept in a purely data driven fashion (i.e., no manual labeling of the questions is required), thus enabling a PLS to automatically recommend remedial or enrichment material to learners that have low/high knowledge level on a given concept. Our experiments on real-world educational datasets indicate that SPARFA-Top significantly outperforms both SPARFA and other baseline algorithms for learning and content analytics.
III.2 the Sparfa-Top Model

We start by summarizing the SPARFA framework of section I, and then extend it by modeling word counts extracted from textual information available for each question. We then detail the SPARFATop algorithm, which jointly analyzes binary-valued graded learner responses to questions as well as question text to generate (i) a question-concept association graph and (ii) keywords for each estimated concept.

III.2.1 Sparse Factor Analysis (Sparfa)

SPARFA assumes that graded learner response data consist of N learners answering a subset of Q questions that involve K<=Q, N underlying (latent) concepts. Let the column vector \( \mathbf{c} \in \mathbb{R}^K \), \( i \in \{ 1, \ldots, N \} \), represent the latent concept knowledge of the \( j \)th learner, let \( \mathbf{w}_i \in \mathbb{R}^K \), \( i \in \{ 1, \ldots, Q \} \), represent the associations of question \( i \) to each concept, and let the scalar \( \mu_i \in \mathbb{R} \) represent the intrinsic difficulty of question \( i \). The student-response relationship is modeled as

\[
Z_i = w_i^T \mathbf{c}_i + \mu_i, \quad i = 1, \ldots, N. 
\]

\[
Y_{ij} \sim \text{Ber}(\Phi(c_i Z_{ij})),
\]

\[
(i, j) \in \Omega_{\text{obs}},
\]

where \( Y_{ij} \in \{0,1\} \) corresponds to the observed binary-valued graded response variable of the \( j \)th learner to the \( i \)th question, where 1 indicates correct and incorrect responses, respectively. \( \text{Ber}(z) \) designates a Bernoulli distribution with parameter \( z \).

III.2.2 Sparfa-Top: Joint Analysis of Learner Responses and Textual Information

SPARFA (as described in section I) utilizes a post-processing step to link pre-defined tags with the inferred latent concepts. We now introduce a novel approach to jointly consider graded learner response and associated textual information, in order to directly associate keywords with the estimated concepts.

Assume that we observe the word-question occurrence matrix \( \mathbf{B} \in \mathbb{R}^{N \times P} \), where \( V \) corresponds to the size of the vocabulary, i.e., the number of unique words that have occurred among the Q questions. Each entry \( B_{ij} \) represents how many times the \( v \)th word occurs in the associated text of the \( i \)th question; as is typical in the topic model literature, common stop words ("the", "and", "in", etc.) are excluded from the vocabulary. The word occurrences in \( \mathbf{B} \) are modeled as follows:

\[
A_{v, i} = w_i^T \mathbf{c}_v + B_{v,i} \text{Poi}(A_{v, i}),
\]

where \( A_{v,i} \) is a non-negative column vector that characterizes the expression of the \( v \)th word in every concept. (Since the Poisson rate \( A_{v,i} \) must be strictly positive, we may assume that \( A_{v,i} \geq \varepsilon \) for some small positive \( \varepsilon \) in all experiments. For example, in some embodiments, \( \varepsilon = 10^{-5} \).)

Inspired by the topic model proposed in \cite{12}, the entries of the word-occurrence matrix \( \mathbf{B} \) in (2) are assumed to be Poisson distributed, with rate parameters \( A_{v,i} \).

We emphasize that the models (1) and (2) share the same question-concept association vector, which implies that the relationships between questions and concepts manifested in the learner responses are assumed to be exactly the same as the question-topic relationships expressed as word co-occurrences. Consequently, the question-concept associations generating the question-associated text are also sparse and non-negative, coinciding with the standard assumptions made in the topic model literature \cite{3, 9}.

III.3 Sparfa-Top Algorithm

We now develop the SPARFA-Top algorithm by using block multi-convex optimization, to jointly estimate \( \mathbf{W}, \mathbf{C}, \mu \), and \( T = \{ t_1, \ldots, t_Q \} \) from the observed student-response matrix \( \mathbf{Y} \) and the word-frequency matrix \( \mathbf{B} \). Specifically, we seek to solve the following optimization problem:

\[
\min_{\mathbf{W}, \mathbf{C}, \mu, T} \sum_{i, j} \log p(Y_{ij} | w_i^T c_j + \mu_i, r) + \lambda \sum_{i,j} \| w_i \|_1 + \frac{\lambda}{2} \sum_{j} \| c_j \|_2^2 + \frac{\lambda}{2} \sum_{i} \| \mu_i \|_2^2.
\]

Here, the probabilities \( p(Y_{ij} | w_i^T c_j + \mu_i, T) \) and \( p(B_{v,i} | w_i, T) \) follow the statistical models in (1) and (2), respectively. The \( l_1 \)-norm penalty term \( \| w_i \|_1 \) induces sparsity on the question-concept matrix \( \mathbf{W} \). The \( l_2 \)-norm penalty terms

\[
\frac{\gamma}{2} \sum_{j} \| c_j \|_2^2
\]

and

\[
\frac{\gamma}{2} \sum_{i} \| \mu_i \|_2^2
\]

gauge the norms of the matrices \( \mathbf{C} \) and \( \mathbf{T} \). To simplify the notation, the intrinsic difficulty vector \( \mu \) is added as an additional column of \( \mathbf{W} \) with \( \mathbf{C} \) augmented with an additional all-ones row.

The optimization problem (3) is block multi-convex, i.e., the subproblem obtained by holding two of the three factors \( \mathbf{W}, \mathbf{C}, \) and \( \mathbf{T} \) fixed and optimizing for the other is convex. This property inspires us to deploy a block coordinate descent approach to compute an approximate to (3). The SPARFA-Top algorithm starts by initializing \( \mathbf{W}, \mathbf{C}, \) and \( \mathbf{T} \) with random matrices and then optimizes each of these three factors iteratively until convergence. The subproblems of optimizing over \( \mathbf{W} \) and \( \mathbf{C} \) are solved iteratively using algorithms relying on the FISTA framework (see [2] for the details).
The subproblem of optimizing over C with W and T fixed was detailed in Section I. The subproblem of optimizing over T with W and C fixed is separable in each column of T, with the problem for \( t_j \) being:

\[
\min_{t_j} \left\{ \sum_{i} - \log p(B_{ij} | w_i^j t_j) + \frac{\eta_j}{2} \sum_{v} \| v \|^2 \right\}
\]  

The gradient of the objective function with respect to \( t_j \) is:

\[
\nabla_{t_j} \left\{ \sum_{i} - \log p(B_{ij} | w_i^j t_j) + \frac{\eta_j}{2} \sum_{v} \| v \|^2 \right\} = w_j^T r - \eta_j v_j,
\]

where \( r \) is a \( Q \times 1 \) vector with its \( j \)th element being

\[ r_j = 1 - \frac{B_{ij}}{w_i^j t_j} \]

By setting this gradient to zero, we obtain the close form solution

\[ t_j = (w^T w + \eta^2)^{-1} w^T b_j, \]

where \( b_j \) denotes the \( v \)th column of \( B \).

The subproblem of optimizing over \( W \) with \( C \) and \( T \) fixed is also separable in each row of \( W \). The problem for each \( w_i \) is:

\[
\min_{w_i} \sum_{j} - \log p(Y_{ij} | w_i^j C_j + \mu, \tau) + \frac{\lambda}{2} \sum_v \| v \|^2
\]

which can be efficiently solved using FISTA. Specifically, analogous to [5, Eq. 5], the gradient of the smooth part of the objective function with respect to \( w_i \) corresponds to:

\[
\nabla_{w_i} \sum_{j} - \log p(Y_{ij} | w_i^j C_j + \mu, \tau) = - \sum_j \frac{Y_{ij}}{w_i^j C_j + \mu} + \lambda \sum_v \| v \|^2
\]

where \( y \) represents the transpose of the \( i \)th row of \( Y \), \( p \) represents a \( N \times 1 \) vector with \( p_j = 1/(1 + e^{-w_i^j C_j}) \) as its \( i \)th element, and \( s \) is a \( N \times 1 \) vector with

\[ s_i = 1 - \frac{B_{ij}}{w_i^j t_j} \]

as its \( v \)th element. The projection step is a soft-thresholding operation, as detailed in Eq. 7 of section I. The step sizes are chosen via back-tracking line search as described in [4].

Note that we treat \( \tau \) as a fixed parameter. Alternatively, one could estimate this parameter within the algorithm by introducing an additional step that optimizes over \( \tau \). A thorough analysis of this approach is left for future work.

III.4 Experiments

We now demonstrate the efficacy of SPARFA-Top on two real-world educational datasets: an 8th grade Earth science course dataset provided by STEMscopes [7] and a high-school algebra test dataset administered on Amazon's Mechanical Turk [1], a crowdsourcing marketplace. The STEMscopes dataset consists of 145 learners answering 80 questions, with only 13.5% of the total question/answer pairs being observed. The question-associated text vocabulary consists of 326 words, excluding common stop-words. The algebra test dataset consists of 99 users answering 34 questions, with the question-answer pairs fully observed. We manually assign tags to each question from a set of 13 predefined keywords. The regularization parameters \( \lambda, \gamma \), and \( \eta_i \) together with the precision parameter \( \tau \) of SPARFA-Top, are selected via cross-validation. In FIG. 3.1, we show the prediction likelihood defined by

\[
p(Y_{ij} | w_i^j C_j + \mu, \tau), \forall i \in \mathcal{Q}_{	ext{sub}}
\]

for SPARFA-Top on 20% holdout entries in \( Y \) and for varying precision values \( \tau \). We see that textual information can slightly improve the prediction performance of SPARFA-Top over SPARFA (which corresponds to \( \tau \to \infty \)), for both the STEMscopes dataset and the algebra test dataset. The reason for (albeit slightly) improving the prediction performance is the fact that textual information reveals additional structure underlying a given test/assessment.

FIGS. 3.2A-B and 3.3A-B show the question-concept association graphs along with the recovered intrinsic difficulties, as well as the top three words characterizing each concept. Compared to SPARFA (see section I), we observe that SPARFA-Top is able to relate all questions to concepts, including those questions that were found in section I to be unrelated to any concept. Furthermore, FIGS. 3.2A-B and 3.3A-B demonstrate that SPARFA-Top is capable of automatically generating an interpretable summary of the true meaning of each concept.

III.5 Conclusions

We have introduced the SPARFA-Top framework, which extends the SPARFA of section I by jointly analyzing both the binary-valued graded learner responses to a set of questions and the text associated with each question via a topic model. As our experiments have shown, our purely data driven approach avoids the manual assignment of tags to each question and significantly improves the interpretability of the estimated concepts by automatically associating keywords extracted from question text to each estimated concept.

III.6 References


In some embodiments, a method 3.4 for performing joint text-based topic modeling and content-and-learning analytics may include the operations shown in FIG. 3.4. (The method 3.4 may also include any subset of the features, elements and embodiments described above.)

At 3.4.10, a computer system may receive input data including graded response data and word frequency data, where the graded response data includes a set of grades that have been assigned to answers provided by learners in response to a set of questions, where each of the questions is associated with a corresponding set of text, where the word frequency data is related to a vocabulary of words (or, a dictionary of terms) that has been derived from a union of the text sets over the questions, where the word frequency data indicates the frequency of occurrence of each vocabulary word in the text set of each question.

At 3.4.20, the computer system may estimate output data based on the input data, where the output data includes (a) strengths of association between the vocabulary words and the K concepts, where said estimating includes minimizing an objective with respect to (a), (b) and (c). The objective may includes at least: a negative log likelihood of the graded response data parameterized at least by (a) and (b); a negative log likelihood of the word frequency data parameterized at least by (a) and (c). The computer system may store the output data in a memory.

In some embodiments, the method 3.5 may also include displaying a graph (via a display device) based on the estimated association matrix T. The graph may include concept nodes, word nodes and links between the words nodes and the concept nodes. The concept nodes correspond to the K concepts. The word nodes correspond to a least a subset of the vocabulary words. Each of the links indicates the strength of association between a respective one of the K concepts and a respective one of the vocabulary words.

At 3.5.10, a computer system may receive input data that includes graded response data and a word-frequency matrix B, where the graded response data includes a set of grades that have been assigned to answers provided by learners in response to a set of questions, where each of the grades has been selected from an ordered set of P labels, where P is greater than or equal to two, where each of the questions is associated with a corresponding set of text, where the matrix B is related to a vocabulary of words (or, a dictionary of terms) that has been derived from a union of the text sets taken over the questions, where the matrix B includes entries B_{i,w} that indicate the frequency of occurrence of each vocabulary word in the text set of each question.

At 3.5.20, the computer system may compute output data based on the input data using a first statistical model and a second statistical model, where the output data includes at least an estimate of an association matrix W, an estimate of a concept-knowledge matrix C and an estimate of a word-concept matrix T, where the association matrix W includes entries that represent strength of association between each of the questions and each concept of a set of K concepts, where the matrix C includes entries that represent the extent of each learner’s knowledge of each concept, where the matrix T includes entries T_{w,k} that represent a strength of association between each vocabulary word and each of the K concepts, where the first statistical model characterizes a statistical relationship between entries (WC)_{w,k} of the product matrix WC and corresponding grades Y_{w,k} of the set of grades, where the second statistical model characterizes a statistical relationship between entries (WT)_{w,k} of the product matrix WT and entries B_{w,k} of the matrix B, where said computing the output data based on the input data includes estimating a minimum of an objective function over a search space defined by the matrix W, the matrix C and the matrix T, subject to conditions including a non-negativity constraint on the entries of the matrix W and the entries of the matrix C; and (c) a second regularizing term involving columns of the matrix T, where the objective function includes a combination (e.g., a linear combination or a bilinear combination) of: (a) a negative of a log likelihood of the graded response data parameterized by the matrix W and the matrix C; (b) a negative of a log-likelihood of the entries of the matrix B parameterized by the matrix W and the matrix C; (c) a sparsity-enforcing term involving rows of the matrix W; (d) a first regularizing term involving columns of the matrix C; and (e) a second regularizing term involving columns of the matrix T. The computer system may store the estimated association matrix W and the estimated concept-knowledge matrix C and the estimated word-concept matrix T in a memory.

In some embodiments, the text set for each question includes one or more of: a text of the question itself; a solution text for the question (e.g., a solution text provided by an instructor or an author of the question); feedback text for the question (e.g., feedback provided by the test designers, content experts, education experts, etc.); any documents that are related to the question.

In some embodiments, the method 3.5 may also include displaying a graph (via a display device) based on the estimated association matrix T. The graph may include concept nodes, word nodes and links between the words nodes and the concept nodes. The concept nodes correspond to the K concepts. The word nodes correspond to a least a subset of the vocabulary words. Each of the links indicates the strength of association between a respective one of the K concepts and a respective one of the vocabulary words.

In some embodiments, the method 3.5 may also include displaying a table (via a display device) based on the estimated association matrix T, where the table displays the K concepts, and for each concept, a corresponding list of one or more of the vocabulary words that are associated with the concept. (For example, a threshold may be applied to select the one or more words that are most strongly associated with each concept. The word list for each concept may be ordered according to strength of word-concept association.)

In some embodiments, the method 3.5 may also include generating the vocabulary from the text sets.

In some embodiments, the action of generating the vocabulary includes excluding from the vocabulary any words in the text sets that occur on a list of stop words.

In some embodiments, one or more of the words in the vocabulary are compound terms, where each compound term includes two or more atomic words. Thus, a vocabulary
word might be an atomic word or a compound term. For example, in a Calculus test, the questions might include atomic words such as “derivative”, “integral”, “limit”, and compound terms such as “L'Hopital’s Rule”, “Chain Rule”, “Power Rule”.

In some embodiments, the method 3.5 may also include: receiving user input (e.g., from one or more instructors) specifying text to be included in the text set associated with a selected one of the questions (e.g., prior to generation of the vocabulary); and incorporating the specified text into the text set associated with the selected question in response to said user input.

In some embodiments, the method 3.5 may also include adding a new question to the set of questions in response to user input, where said adding the new question includes receiving question text (and, perhaps also solution text) for the new question, and creating a text set for the new question, where the text set includes the question text (and the solution text if provided).

In some embodiments, the method 3.5 may also include displaying a graph based on the estimated matrix W. The graph may include: concept nodes corresponding to the concepts; question nodes corresponding to the questions; and links between at least a subset of the concept nodes and at least a subset of the question nodes, where each of the concept nodes is labeled with a corresponding set of one or more vocabulary words selected based on a corresponding row of the matrix T (e.g., based on entries in the corresponding row that are larger than a given threshold).

In some embodiments, the method 3.5 may also include: (1) receiving user input identifying a word in the vocabulary, where the user input is received from one of the learners (e.g., from a remote computer via the internet or other computer network); (2) selecting a concept corresponding to the identified word based on a corresponding column of the matrix T (e.g., based on the entry in the corresponding column with largest magnitude); and (3) selecting one or more questions based on a column of the matrix W that corresponds to the selected concept (e.g., based on one or entries of the column that exceed a given threshold); and (4) providing (or transmitting) the one or more questions to the learner.

In some embodiments, the method 3.5 may also include computing a vector of weight values for a j^th one of the learners, where each of the weight values in said vector represents the extent of the j^th learner’s knowledge of a category defined by a respective one of the words in the vocabulary. For example, the vector of weight values may be computed by multiplying a transpose of the j^th column of the matrix C by a trimmed version of the matrix T. The trimmed version of the matrix T may be generated by keeping only the n_{row} largest entries in each row of the matrix T. (Recall, each row of the matrix corresponds to respective one of the concepts, and has entries corresponding to the words in the vocabulary.)

In some embodiments, the method 3.5 may also include: selecting one or more words in the vocabulary based on entries in the vector of weight values that are less than a given threshold; and transmitting (or displaying) the selected one or more words to the j^th learner (e.g., as an indication of ideas that he/she needs to study further).

In some embodiments, not all the questions have been answered by all the learners. Thus, the input data may include a learner-question (LQ) index set, where the LQ index set indicates, for each of the learners, which of the questions were answered by that learner. In these embodiments, the log likelihood of the graded response data may be restricted based on index pairs (i,j) such that the j^th learner answered the i^th question, as indicated by the LQ index set.

In some embodiments, the above-described combination (that defines the objective function) is a linear combination. The coefficient of the sparsity enforcing term in the linear combination may be used to control how sparse is the matrix W. The coefficient of the first regularizing term in the linear combination may be used to control an extent of regularization imposed on the columns of the matrix C. The coefficient of the second regularizing term in the linear combination may be used to control an extent of regularization imposed on the columns of the matrix T.

In some embodiments, the number P of labels is two, where, for each question, the output data includes a corresponding estimate of difficulty of the question, where the first statistical model is of the form:

\[ Z_{p_j} = (WC)_{p_j} + \mu_{p_j} \]

\[ Y_{p_j} = \text{Ber}(\Phi(z_{p_j})), \]

where \( Z_{p_j} \) represents an ideal real-valued grade for the answer provided by the j^th learner to the p^th question, where \( \mu_{p_j} \) represents the difficulty of the p^th question, where \( \Phi(x) \) represents an inverse link function, where Ber(z) denotes the Bernoulli distribution evaluated at z, where \( \tau_{p_j} \) represents a reliability of measurement of the corresponding grade \( Y_{p_j} \) of the set of grades. (In some embodiments, all \( \tau_{p_j} \) are equal.)

In some embodiments, all \( \tau_{p_j} \) are equal to one, and

\[ Y_{p_j} = \text{Ber}(\Phi(Z_{p_j})), \]

where “\( \cdot \)=” means “is distributed as”, in the sense of probability theory and statistics.

In some embodiments, the second statistical model is of the form \( B_{p} = \text{Pois}(\lambda_{p}), \) where Pois(x) denotes the Poisson distribution evaluated at x.

In some embodiments, the matrix W is augmented with an extra column including the difficulties \( \mu_{p_j} \) and the matrix C is augmented with an extra row including all ones. The action of estimating the minimum of the objective function may include executing a plurality of outer iterations. Each of the outer iterations may include: (1) estimating a minimum of a first subobjective function over a space defined by the matrix C, where the first subobjective function includes (a) and (d); (2) for each column of the matrix T, estimating a minimum of a corresponding column-related subobjective function over a space defined by that column, subject to a non-negativity constraint on the entries of that column, where the corresponding column-related subobjective function includes a combination of (b) and a regularizing term for the column; and (3) for each row of the matrix W, estimating a minimum of a corresponding row-related subobjective function over a space defined by that row, subject to a non-negativity constraint on the entries of that row, where the corresponding row-related subobjective function includes a combination of (a), (b) and a sparsity-enforcing term for the row.

In some embodiments, for each column of the matrix T, said estimating the minimum of the corresponding column-related subobjective function includes evaluating a closed-form solution for said minimum.

In some embodiments, for each row of the matrix W, said estimating the minimum of the corresponding row-related subobjective function includes performing a plurality of descent-and-shrink (DAS) iterations. Each of the DAS iterations may include: a gradient-descent step on the row-related subobjective function; and a shrinkage step that (i) displaces entries of the row in the negative direction based on a current
step size and (ii) applies a thresholding operation to the

displaced entries to enforce non-negativity of the displaced
entries.

IV. Two Extensions for Sparfa

Summary: In this section, we describe two extensions to

the SPARFA framework of section I. The first extension
corresponds to an alternative way of imposing low-rankness
into the concept understanding matrix C, which has the
potential to deliver superior performance than the nuclear
norm suggested in section II. The second extension enables
one to distinguish concept knowledge from the underlying
latent factors; this method is capable of delivering more
accurate concept knowledge estimates for new students
entering the system, while avoiding to solve the entire
SPARFA problem from scratch.

IV.1. Alternative Low-Rank Model: The Max-Norm

In the SPARFA framework of section I, we are interested in solving

\[
\begin{aligned}
\text{minimize}_{w,c} & - \sum_{i,j \in \mathcal{O}_{obs}} \log p(Y_{ij} \mid rw_i^Tc_j) + \lambda \|w\|_1 \\
\text{subject to} & \quad w \geq 0, \tau > 0, \|C\| \leq \eta
\end{aligned}
\]

with \(Y_{ij}\) and \(w_{ij}\) being the observed graded learner responses. In section II, we proposed to use the nuclear norm \(\|C\|_{\text{tr}}\) in the constraint of (SPARFA) in order to enforce lowrankness in C.

In the collaborative filtering literature, an attractive alternative to the nuclear norm has been introduced in [1,2]. This alternative has been shown in [3] to outperform the nuclear norm in many practical applications. To leverage the capabilities of this alternative in the SPARFA framework, it is important to realize that low rankness can also be imposed via the max-norm, which is defined as [1,2,3].

\[
\|C\|_{\text{max}} = \min_{\{U_{\|\|_{2,\infty}}|H_{\|\|_{2,\infty}}|C=U^Tv\}}
\]

Here, \(\|M_{\|\|_{2,\infty}}\) denotes the maximum 12 row norm of the matrix A given by

\[
\|A\|_{\|\|_{2,\infty}} = \max_{ij} |a_{ij}|
\]

Consequently, in the block coordinate descent method that finds an approximate solution to (SPARFA), we can replace the nuclear norm with the max-norm in order to impose low-rankness into C. More specifically, we leverage the squash method in [3] to efficiently project the outcome of the step optimizing for C onto the max-norm. The resulting algorithm efficiently delivers an approximate solution to (SPARFA), where the general norm constraint \(\|C\|_{\|\|_{\eta}}\) is replaced by the max-norm constraint \(\|C\|_{\|\|_{\text{max}}\eta}\).

IV.2. Concept Knowledge Vs. Latent Factors

In section II, we directly associate the K concepts (SPARFA) with pre-defined tags. In many applications, the number of tags can be very large, potentially even larger than the number of questions Q. We therefore impose low-rankness into the concept-understanding matrix C to reduce the number of degrees-of-freedom in the optimization problem. Let us therefore assume that the number of concepts K is very large (since a large number of tags has been specified, for example), but assume that the effective rank of C is smaller, i.e., \(R = \text{rank}(C) < K\).

We can decompose the estimated concept-knowledge matrix C obtained by solving (SPARFA) into its (economy size) singular value decomposition (SVD) according to

\[
C = UV^T, \quad \text{where } U \text{ has orthogonal columns and is of dimension } K \times R, \quad S \text{ is diagonal and of dimension } R \times R, \quad \text{and } V \text{ has orthogonal columns and is of dimension } R \times N, \quad \text{where } K \text{ is the number of concepts, } R \text{ the rank of } C, \text{ and } N \text{ the number of learners.}
\]

Now assume that a new learner enters the system, and we wish to estimate his K-dimensional concept knowledge vector \(c^*\), while avoiding to solve the entire (SPARFA) problem from scratch. A straightforward way would be to solve the following standard (logit or probit) regression problem

\[
\begin{aligned}
\text{minimize}_{c,\alpha} & - \sum_{i \in \mathcal{O}_{obs}} \log p(Y_{i}^* \mid w_i^Tc). \\
\text{subject to} & \quad \alpha > 0, \|C\| \leq \eta
\end{aligned}
\]

where \(Y_i^*\) are the graded responses provided by the new learner. It is important to realize that this approach ignores the fact that all learners come from a low-dimensional linear model (with fewer than K degrees of freedom). With the SVD \(C = U^TV^T\), however, we can incorporate the fact that all learners are assumed to stem from a low-dimensional model, i.e., each student can be fully described by R latent factors only. We therefore propose to solve one of the following (logit or probit) regression problems:

\[
\begin{aligned}
\text{minimize}_{c,\alpha} & - \sum_{i \in \mathcal{O}_{obs}} \log p(Y_{i}^* \mid w_i^TU_i). \\
\text{subject to} & \quad \alpha > 0, \|C\| \leq \eta
\end{aligned}
\]

IV.3 References


In one set of embodiments, a method 4.1 for determining the latent factor knowledge of a new learner may include the operations shown in FIG. 4.1. (The method 4.1 may also include any subset of the features, elements and embodiments described above.)

At 4.1.10, a computer system may receive input data including a QxN\(^2\) association matrix W, an N\(^2\)xN concept-knowledge matrix C and graded response data. The matrix W includes entries that represent strength of association between each of Q questions and each of N\(^2\) concepts. The matrix C includes entries that represent an extent to which each of N learners has knowledge of each of the N\(^2\) concepts. The graded response data includes a set of grades...
that have been assigned to answers provided by a new learner (i.e., not one of the N learners) in response to the Q questions.

At 4.1.20, the computer system may perform a singular value decomposition on the matrix C to obtain a factorization of the form C = USVᵀ, where U is an N x T matrix whose columns are orthogonal, where S is a T x T diagonal matrix, where V is an T x N matrix whose columns are orthogonal, where T = rank(C).

At 4.1.30, the computer system may compute a latent knowledge vector v* for the new learner by estimating a minimum of an objective function with respect to vector argument v. The entries of the latent knowledge vector v* represent the extent of the new learner’s knowledge of each of R latent factors (underlying conceptual categories) implicit in the matrix C. The objective function may include the expression

\[ \sum_{i} \log \left( \prod_{j} \frac{w_{ij}}{\sum_{k} w_{ik}} \right) \]

where \(\Omega_{i,\text{obs}}\) is an index set indicating which of the Q questions were answered by the new learner, where \(Y_{i,j}\) represents the grade assigned to the \(i^{th}\) question answered by the new learner, where \(w_{i,j}\) represents the \(j^{th}\) row of the matrix W. The computer system may store the latent knowledge vector v* in a memory.

In some embodiments, the method 4.1 may also include: computing a concept-knowledge vector for the new learner by multiplying the matrix product US by the latent knowledge vector v*; and storing the concept-knowledge vector in the memory.

In some embodiments, the method 4.1 may also include transmitting the latent knowledge vector v* and/or the concept-knowledge vector to the new learner (so he/she will know how well he/she performed on the test comprising the Q questions).

V. Sparse Factor Analysis to Discern User Content Preferences and Content-Concept Associations

In one set of embodiments, a method 5.1 for discerning user content preferences and content-concept associations may include the operations shown in FIG. 5.1.

At 5.1.10, a computer system may receive input data that includes response data, where the response data includes a set of preference values that have been assigned to content items by content users.

At 5.1.20, the computer system may compute output data based on the input data using a statistical model, where the output data includes at least an estimate of an association matrix W and an estimate of a concept-preference matrix C, where the association matrix W includes entries that represent strength of association between each of the content items and each of a plurality of concepts, where the matrix C includes entries that represent the extent to which each content user prefers (e.g., has an interest in) each concept, where the statistical model characterizes a statistical relationship between entries \((WC)_{i,j}\) of the product matrix WC and corresponding preference values \(Y_{i,j}\) of the set of preference values.

In some embodiments, the content items are content items that have been viewed or accessed or used by the content users.

In some embodiments, the content items are content items that are made available to the content users by an online content provider (for example, the online content provider may maintain a network that provides content items to the content users.)

In some embodiments, the method 5.1 may also include: receiving user input from a content user, where the user input indicates the content user’s extent of preference for an identified one of the content items; and updating the response data based on the user input.

In some embodiments, the content items are movies or videos or audiobooks or articles or news items or online educational materials or documents or images or photographs or any combination thereof.

In some embodiments, a column of the estimated matrix C is used to predict content items which the corresponding content user is likely to have an interest in. For example, the computer system may select (from the subset of content items the content user has not already viewed or used or accessed) one or more content items whose corresponding entries in the column have relatively large positive values.

VI. Computer System

FIG. 6.1 illustrates one embodiment of a computer system 600 that may be used to perform any of the method embodiments described herein, or, any combination of the method embodiments described herein, or, any combination of such subsets.

Computer system 600 may include a processing unit 610, a memory 612, a set 615 of one or more storage devices, a communication bus 620, a set 625 of input devices, and a display system 630.

System memory 612 may include a set of semiconductor devices such as RAM devices (and perhaps also a set of ROM devices).

Storage devices 615 may include any of various storage devices such as one or more memory media and/or memory access devices. For example, storage devices 615 may include devices such as a CD/DVD-ROM drive, a hard disk, a magnetic disk drive, magnetic tape drives, etc.

Processing unit 610 is configured to read and execute program instructions, e.g., program instructions stored in system memory 612 and/or on one or more of the storage devices 615. Processing unit 610 may couple to system memory 612 through communication bus 620 (or through a system of interconnected busses, or through a network). The program instructions configure the computer system 600 to implement a method, e.g., any of the method embodiments described herein, or, any combination of the method embodiments described herein, or, any subset of any of the method embodiments described herein, or, any combination of such subsets.

Processing unit 610 may include one or more processors (e.g., microprocessors).

One or more users may supply input to the computer system 600 through the input devices 625. Input devices 625 may include devices such as a keyboard, a mouse, a touch-sensitive pad, a touch-sensitive screen, a drawing pad, a trackball, a light pen, a data glove, eye orientation and/or head orientation sensors, one or more proximity sensors, one or more accelerometers, a microphone (or set of microphones), or any combination thereof.

The display system 630 may include any of a wide variety of display devices representing any of a wide variety of display technologies. For example, the display system may be a computer monitor, a head-mounted display, a projector system, a volumetric display, or a combination thereof.
VII. Method for Learning and Content Analytics

In one set of embodiments, a method 7.1 for facilitating personalized learning may include the operations shown in FIG. 7.1. (The method 7.1 may also include any subset of the features, elements and embodiments described above.) The method 7.1 may be implemented by a computer that executes stored program instructions.

At 7.1.10, the computer system receives input data that includes graded response data. The graded response data includes a set of grades that have been assigned to answers provided by learners in response to a set of questions, e.g., questions that have been administered (or posed) to the learners as part of one or more tests. The grades are drawn from a universe of possible grades. Various possibilities for the universe are described further below.

At 7.1.15, the computer system may compute output data based on the input data using a latent factor model, e.g., as variously described above in sections I through VI. The output data may include at least: (1) an association matrix that defines a set of K concepts implicit in the set of questions, where K is smaller than the number of questions in the set of questions, where, for each of the K concepts, the association matrix defines the concept by specifying strengths of association between the concept and the questions; and (2) a learner-knowledge matrix including, for each learner and each of the K concepts, an extent of the learner’s knowledge of the concept.

In some embodiments, the computer system may display (or direct the display of) a visual representation of at least a subset of the association strengths in the association matrix and/or at least a subset of the extents in the learner-knowledge matrix, as indicated at 7.1.20. In the context of a client-server based architecture, the computer system may be a server. Thus, the action of displaying the visual representation may involve directing a client computer (e.g., a computer of one of the learners or a computer of an instructor or grader or question author or domain expert) to display the visual representation.

In some embodiments, the action of computing the output data may include: (a) performing a maximum likelihood sparse factor analysis (SPARFA) on the input data using the latent factor model; and/or (b) performing a Bayesian sparse factor analysis on the input data using the latent factor model. Various methods for performing maximum likelihood SPARFA and Bayesian SPARFA are described above in sections I through VI.

In some embodiments, the above-described action of displaying the visual representation may include displaying a graph based on the association matrix. The graph may depict the strengths of association between at least a subset of the questions and at least a subset of the K concepts, e.g., as variously described above. For example, see FIGS. 1.1B, 1.2(a), 1.7(a), 1.9(a), 2.3(a), 2.4(a), 3.2 and 3.3.

In some embodiments, for each question, the above-described output data includes a corresponding estimate of difficulty of the question, and the action of displaying the graph includes displaying the difficulty estimate for each question. For example, the difficulty estimate for each question may be displayed within or near the corresponding question node, e.g., as a numeric value.

In some embodiments, the graph may indicate the difficulty of each question, e.g., as a color according to some color coding scheme (i.e., mapping of colors to difficulty values), or as a symbol according to some symbol coding scheme, or as an icon according to some icon coding scheme, etc.

In some embodiments, the action of displaying the visual representation includes displaying a bipartite graph that includes: (a) concept nodes corresponding to the concepts; (b) question nodes corresponding to the questions; and (c) links between at least a subset of the concept nodes and at least a subset of the question nodes, where each of the links is displayed in a manner that visually indicates the strength of association between a corresponding one of the concepts and a corresponding one of the questions, e.g., as variously described above.

In some embodiments, for each question, the output data includes a corresponding estimate of difficulty µ of the question. In these embodiments, the method 7.1 may also include modifying the set of questions to form a modified question set, e.g., automatically, or in response to user input (e.g., user input after having displayed the visual representation). The action of modifying the question set may include removing one or more of the questions. In one embodiment, a software program may remove any question that is too easy, e.g., any question whose respective difficulty value µ is less than a given difficulty threshold. In another embodiment, a software program may remove any question that is too difficult, e.g., any question whose respective difficulty value µ is greater than a given difficulty threshold. In yet another embodiment, a software program may remove any question that is not sufficiently strongly associated with any of the concepts as indicated by the association matrix. For example, a question may be removed if the corresponding row of the association matrix has infinity-norm less than a given threshold value. In yet another embodiment, a software program may receive user input from a user (e.g., after having displayed the visual representation), where the user input identifies the one or more questions to be removed.

In some embodiments, the method 7.1 may also include appending one or more additional questions to the set of questions to obtain a modified question set. In one embodiment, the method 7.1 may include receiving user input from a content author, where the user input specifies or identifies one or more additional questions for a particular one of the concepts, e.g., a concept that is associated with fewer questions than other ones of the concepts. The action of receiving the user input may occur after having displayed the visual representation.

In some embodiments, the method 7.1 may also include: (a) receiving user input from a content author, e.g., after having displayed the visual representation, where the user
input specifies edits to a selected one of the questions (e.g., edits to a question that is too easy or too difficult as indicated by the corresponding difficulty estimate); and (b) editing the selected question as specified by the user input.

In some embodiments, the action of receiving the above-described input data (i.e., the input data of operation 7.1.10) may include receiving the set of grades from one or more remote computers over a network, e.g., from one or more remote computers operated by one or more instructors or graders.

In some embodiments, the method 7.1 may also include receiving the answers from the learners, i.e., the answers to the questions. For example, the computer system of method 7.1 may be a server computer configured to administer the questions to the learners and receive answers from the learners via a computer network such as the Internet. The learners may operate respective client computers in order to access the server.

In some embodiments, the computer system is operated by an Internet-based educational service, e.g., as part of a network of servers that provide educational services to online users.

In some embodiments, the computer system is a portable device, e.g., an e-reader, a tablet computer, a laptop, a portable media player, a mobile phone, a specialized learning computer, etc.

In some embodiments, the above-described output data (i.e., the output data of operation 7.1.15) is usable to select one or more new questions for at least one of the learners. For example, an instructor and/or an automated software algorithm may select one or more new questions for a learner based on an identification of one or more of the K concepts for which the learner-knowledge matrix indicates that the learner has an extent of concept knowledge less than a desired threshold. In some embodiments, the learner may himself/herself select the one or more new questions, e.g., for further testing.

In some embodiments, not all the learners have answered all the questions. The output data is usable to select and/or recommend for a given learner a subset of that learner’s unanswered questions for additional testing. For example, if a column of the learner-knowledge matrix, i.e., a column corresponding to a given learner, has one or more concept entries smaller than a given threshold, the computer system may select the subset based on (a) the one or more corresponding columns of the association matrix and (b) information indicating which of the questions were not answered by the learner.

In some embodiments, the method 7.1 may also include displaying one or more new questions via a display device, e.g., in response to a request submitted by the learner.

In some embodiments, the method 7.1 may also include, for a given one of the learners, determining one or more of the concepts that are not sufficiently understood by the learner based on a corresponding column of the learner-knowledge matrix, and selecting educational content material for the learner based on said one or more determined concepts. Entries in the column that are smaller than a given threshold indicate insufficient understanding of the corresponding concepts.

In some embodiments, the method 7.1 may also include transmitting a message to a given one of the learners, where the message contains the values (or, a visual or audible representation of the values) of entries in a selected column of the knowledge matrix, i.e., the column that corresponds to the given learner.

In some embodiments, the method 7.1 may also include, for a given one of the learners, determining one or more of the concepts that are not sufficiently understood by the learner based on a corresponding column of the knowledge matrix, and selecting one or more additional questions (e.g., easier questions, or questions explaining the one or more concepts in a different way, or questions with more provided context, or questions posed for a different user modality preference—graphical, verbal, mathematical proof, auditory) for the learner based on said one or more determined concepts.

In some embodiments, the method 7.1 may also include transmitting a message to the given learner indicating the selected one or more additional questions.

Binary-Valued SPARFA

In some embodiments, the universe of possible grades consists of two elements (e.g., \{TRUE, FALSE\}, \{VALID, INVALID\}, \{GOOD JOB, KEEP STUDYING\}). For each question, the output data may include a corresponding estimate of difficulty of the question. The latent factor model characterizes a statistical relationship between \((WC)_{ij}\) and a corresponding grade \(Y_{ij}\) of the set of grades, where \(\mu_i\) represents the difficulty of the \(i^{th}\) question, where \((WC)_{ij}\) denotes the \((i,j)^{th}\) entry of the product matrix WC. Furthermore, \(W\) is the association matrix, \(C\) is the knowledge matrix, \(i\) is a question index, and \(j\) is a learner index.

In some embodiments, the latent factor model is of the form:

\[ Z_{ij} = (WC)_{ij} + \mu_i \]

where \(B(z)\) is the Bernoulli distribution with success probability \(z\), where \(\Phi(z)\) denotes an inverse link function that maps a real value \(z\) to the success probability of a binary random variable.

In some embodiments, the function \(\Phi\) is an inverse logit function or an inverse probit function.

Binary-Valued SPARFA-M (Max Likelihood Approach)

In some embodiments, the association matrix \(W\) is augmented with an extra column including the difficulties \(\mu\), and the knowledge matrix \(C\) is augmented with an extra row including all ones. The action of computing the output data based on the input data includes estimating a minimum of an objective function over a space defined by the matrices \(W\) and \(C\) subject to the condition that the entries of the association matrix \(W\) are non-negative. The objective function may include a combination (e.g., a linear combination or a bilinear combination) of: (a) the negative of a log likelihood of the graded response data parameterized by the matrix \(W\) and the matrix \(C\); (b) a sparsity-enforcing term involving the rows of the matrix \(W\); (c) a \(W\)-regularizing term involving the rows of the matrix \(W\); and (d) for each of the columns of the matrix \(C\), a column-regularizing term involving a norm of the column.

In some embodiments, the association matrix \(W\) is augmented with an extra column including the difficulties \(\mu\), and the knowledge matrix \(C\) is augmented with an extra row including all ones, and the action of computing the output data based on the input data includes estimating a minimum of an objective function over a space defined by the matrices \(W\) and \(C\) subject to the condition that the entries of the association matrix \(W\) are non-negative, where the objective function includes a combination (e.g., a linear combination
or a bilinear combination) of: (a) the negative of a log likelihood of the graded response data parameterized by the matrix W and the matrix C; (b) a sparsity-enforcing term involving the rows of the matrix W; (c) a W-regularizing term involving the rows of the matrix W; and (d) a C-regularizing term involving a norm of the matrix C.

In some embodiments, the action of estimating the minimum of the objective function includes executing a plurality of outer iterations. Each of the outer iterations may include: (1) for each row of the matrix W, estimating a minimum of a corresponding row-related subobjective function over a space defined by that row, subject to the condition that entries within the row are non-negative, where the corresponding row-related subobjective function includes said negative of the log likelihood, a sparsity-enforcing term for that row and a regularizing term for that row; and (2) for each column of the matrix C, estimating a minimum of a corresponding column-related subobjective function over a space defined by that column, where the corresponding column-related subobjective function includes said negative of the log likelihood and a regularizing term for the column.

In some embodiments, the method 7.1 may also include, for an ith one of the questions that was not answered by the jth learner, predicting a probability that the jth learner would achieve a grade of correct if he/she had answered the ith question, where said predicting includes: (a) computing a dot product between the ith row of the estimated matrix W and the jth column of the estimated matrix C; (b) adding the computed dot product to the estimated difficulty of the ith question to obtain a sum value; and (c) evaluating the inverse link function on the sum value.

Binary-Valued SPARFA-B (Bayesian Approach)

In some embodiments, the action of computing the output data based on the input data includes executing a plurality of Monte Carlo iterations to determine posterior distributions for the entries of the matrix W, the columns of the matrix C and the difficulty values µ, assuming prior distributions on the entries of the matrix W, the columns of the matrix C and the difficulty values µ, e.g., as variously described above.

In some embodiments, the method 7.1 may also include computing expected values (i.e., averages) of the posterior distributions to obtain the estimate for the matrix W and the estimate for the matrix C as well as an estimate for the difficulty values.

In some embodiments, each of said Monte Carlo iterations includes: for each index pair (i,j) where the jth learner did not answer the ith question, drawing a sample grade Yij(k) according to the distribution

\[
\text{Ber}(\Phi(W_iC_j+\mu_i))
\]

where k is an iteration index, where W_i is a current estimate for the ith row of the matrix W, where C_j is a current estimate for the jth column of the matrix C. The set \{Yij(k)\} of samples represents a probability distribution of the grade that would be achieved by the jth learner if he/she were to answer the ith question.

In some embodiments, the method 7.1 may also include computing a probability that the jth learner would achieve a correct grade on the ith question based on the set \{Yij(k)\} of samples. The computed probability may be displayed to the jth learner (e.g., in response to a request from that learner), and/or, displayed to an instructor (e.g., in response to a request from the instructor).

In some embodiments, each of said Monte Carlo iterations includes the following operations. (1) For each index pair (i,j) where the jth learner did not answer the ith question, draw a grade value Yij according to the probability distribution parameterized by Ber(\Phi(W_iC_j+\mu_i)), where k is an iteration index, where W_i is a current estimate for the ith row of the matrix W, where C_j is a current estimate for the jth column of the matrix C. (2) For each index pair (i,j) in a global set corresponding to all possible question-learner pairs, compute a value for variable \(Z_{ij}^j\), using a corresponding distribution whose mean is \((WC)_{ij}+\mu_i\) and whose variance is a predetermined constant value, and truncate the value \(Z_{ij}^j\) based on the corresponding grade value \(Y_{ij}^j\) in the global set.

Ordinal SPARFA

In some embodiments, the universe of possible grades is an ordered set of P labels, e.g., a set of integers, a set of non-negative integers, a set of rational numbers, a set of real numbers. P is greater than or equal to two. For each question, the output data may include a corresponding estimate of difficulty of the question, where the latent factor model characterizes a statistical relationship between \((WC)_{ij}+\mu_i\) and a corresponding grade \(Y_{ij}^j\) of the set of grades, where \(\mu_i\) represents the difficulty of the ith question, where \(Y_{ij}^j\) denotes the (ij)th entry of the product matrix WC. Furthermore, W is the association matrix, where C is the learner-knowledge matrix, i is a question index, and j is a learner index.

In some embodiments, the number of grades P is greater than two. In some embodiments, the universe of possible grades corresponds to the set (or range) of values attainable by a floating point variable or integer variable or digital word in some programming language.

In some embodiments, the latent factor model is of the form:

\[
Z_{ij} = g(Z_{ij}^j) \\
Y_{ij}^j = g(Z_{ij}^j, \epsilon_{ij})
\]

where \(Z_{ij}\) represents an ideal real-valued grade for the answer provided by the jth learner to the ith question, where \(\epsilon_{ij}\) represents random measurement noise or uncertainty in measurement, where g is a quantizer function that maps from the real line into the set of labels.

Ordinal SPARFA-M (Maximum Likelihood Approach)

In some embodiments, the matrix W is augmented with an extra column including the difficulties \(\mu_i\) and the matrix C is augmented with an extra row including all ones. In these embodiments, the action of computing the output data based on the input data may include estimating a minimum of an objective function over a space defined by the matrix W, the matrix C and the reliabilities \(\tau_{ij}\), subject to constraints including a non-negativity constraint on the entries of matrix W, a positivity constraint on the reliabilities \(\tau_{ij}\), and one or more norm constraints on the matrix C. The objective function may include a combination (e.g., a linear combination or a bilinear combination) of: (1) the negative of a log likelihood of the graded response data parameterized by the matrix W, the matrix C and the reliabilities \(\tau_{ij}\) and (2) a sparsity-enforcing term involving the rows of the matrix W.

In some embodiments, the action of estimating the minimum of the objective function includes executing a plurality of outer iterations. Each of the outer iterations may include the following operations. (1) For each row of the matrix W, estimate a minimum of a corresponding row-related subobjective function over a space defined by that row, subject to the condition that entries within the row are non-negative, where the corresponding row-related subobjective function includes said negative of the log likelihood and a sparsity-enforcing term for that row. (2) Estimate a minimum of a
C-related subobjective function over a space defined by that the matrix C, subject to the one or more norm constraints on the matrix C, where the C-related subobjective function includes said negative of the log likelihood. (3) Estimate a minimum of said negative of the log likelihood over the space defined by the reliabilities \( \{ \tau_{ij} \} \) subject to the positivity constraint on the reliabilities \( \{ \tau_{ij} \} \).

In some embodiments, for each row of the matrix W, the action of estimating the minimum of the corresponding row-related subobjective function includes performing a plurality of descent-and-shrink (DAS) iterations. Each of the DAS iterations may include: a gradient-descent step on a function \( f \) defined by said negative of the log likelihood; and a shrinkage step that (a) displaces entries of the row in the negative direction based on a current step size and (b) applies a thresholding operation to the displaced entries to enforce non-negativity of the displaced entries.

In some embodiments, the action of estimating the minimum of the C-related subobjective function includes performing a plurality of descent-and-shrink (DAS) iterations. Each of the DAS iterations may include: a gradient-descent step on a function \( f \) defined by said negative of the log likelihood; and a shrinkage step that scales the matrix C so that it has a matrix norm equal to \( \eta \) if its matrix norm is not less than or equal to \( \eta \). The matrix norm may be, e.g., a Frobenius norm or a nuclear norm.

In some embodiments, the method 7.1 may also include, for an \( i \)-th one of the questions that was not answered by the \( j \)-th learner, predicting a probability that the \( j \)-th learner would achieve any grade in the set of \( P \) labels if he/she had answered the \( i \)-th question. The action of predicting may include: (a) computing a dot product between the \( i \)-th row of the estimated matrix W and the \( j \)-th column of the estimated matrix C; (b) adding the computed dot product to the estimated difficulty \( \mu \) of the \( i \)-th question to obtain a sum value; and (c) evaluating an inverse link function that corresponds to the quantizer function \( g \) on the sum value.

In some embodiments, the method 7.1 may also include, predicting the expected grade that the \( j \)-th learner would achieve if he/she had answered the \( i \)-th question, where the predicted grade is determined by taking the expectation (i.e., computing the average) of the predicted grade distribution over the \( P \) labels.

In some embodiments, the matrix W is augmented with an extra column including the difficulties \( \mu \), where the matrix C is augmented with an extra row including all ones, where said computing the output data based on the input data includes estimating a minimum of an objective function over a space defined by the matrix W and the matrix C, subject to constraints including a non-negativity constraint on the entries of matrix W, and one or more norm constraints on the matrix C, where the objective function includes a combination (e.g., a linear combination or a bilinear combination) of: the negative of a log likelihood of the graded response data parameterized by the matrix W and the matrix C; and a sparsity-enforcing term involving the rows of the matrix W.

In some embodiments, the set of grades does not include a grade for every possible learner-question pair. (Some of the learners may leave some of the questions unanswered.) Thus, the input data may include an index set identifying each learner-question pair for which there is a corresponding grade in the set of grades. The action of computing the output data may be limited to the set of grades using the index set.

In some embodiments, the universe of possible grades includes two or more elements that represent corresponding grade categories.

In some embodiments, the universe of possible grades includes arbitrary text string up to a maximum string length.

In some embodiments, the input data also includes the answers provided by the learners.

In various embodiments, one or more of the following features may be implemented: (a) the questions include multiple choice questions, and, the answers include answers to the multiple choice questions; (b) the answers include drawings (e.g., graphs or circuit diagrams or paintings or architectural drawings, etc.) produced by the learners in response to the questions; (c) the answers includes text (e.g., short written answers or essays) produced by the learners in response to the questions; (d) the answers include video files and/or photographs produced and/or modified by the learners in response to the questions.

Tag Post-Processing

In some embodiments, the method 7.1 may also include the following operations. (1) Receive additional input data that includes a collection of \( M \) tags (e.g., character strings) and information specifying a \( Q \times M \) matrix \( T \), where \( Q \) is the number of questions in the set of questions, where, for each question in the set of \( Q \) questions, a corresponding subset of the \( M \) tags have been assigned to the question (e.g., by instructors, content domain experts, authors of the questions, crowd sourcing, etc.), where for each question in the set of \( Q \) questions, the matrix \( T \) identifies the corresponding subset of the \( M \) tags, where the association matrix \( W \) includes entries that represent the strength of association between each of the \( Q \) questions and each concept in the set of \( K \) concepts. (2) Compute an estimate of an \( M \times K \) matrix \( A \), where entries of the matrix \( A \) represent strength of association between each of the \( M \) tags and each of the \( K \) concepts.

In some embodiments, the \( M \) tags are character strings that have been defined by one or more users. Each of the \( M \) tags may represent a corresponding idea or principle. For example, the tags may represent ideas that are relevant to the content domain for which the questions have been designed.

In some embodiments, the method 7.1 may also include displaying a bipartite graph based on the estimated matrix \( A \). The bipartite graph may include tag nodes and concept nodes and links between at least a subset of the tag nodes and at least a subset of the concept nodes. The tag nodes represent the \( M \) tags, and the concept nodes represent the \( K \) concepts. The bipartite graph of this paragraph may be interpreted as an example of the visual representation displayed in operation 7.1.20 of FIG. 7.1.

In some embodiments, the method 7.1 may also include one or more of the following: receiving user input from one or more users (e.g., via the Internet or other computer network) that defines the collection of \( M \) tags, e.g., as character strings; and receiving user input from one or more users (e.g., via the Internet or other computer network) that assigns one or more tags from the collection of \( M \) tags to a currently-identified one of the \( Q \) questions.

In some embodiments, for each column \( a_2 \) of the matrix \( A \), the action of computing the estimate of the matrix \( A \) includes estimating a minimum of a corresponding objective function subject to a constraint that the entries in the column \( a_2 \) are non-negative, where the objective function comprises a combination of: (a) a first term that forces a distance between the matrix-vector product \( Ta_2 \) and the corresponding column \( w \) of the association matrix \( W \) to be small; and (b) a second term that enforces sparsity on the column \( a_2 \). The matrix \( A \) may be stored in memory.
In some embodiments, for at least one of the rows \( a_k \) of the matrix \( A \), the corresponding objective function is a linear combination of the first term and the second term. The first term may be the squared two-norm of the difference \( w_k - \Theta_k \), and the second term may be the one-norm of the column \( \Theta_k \). In some embodiments, for each row \( a_k \) of the matrix \( A \), the action of estimating the minimum of the corresponding objective function subject to the non-negativity constraint includes performing a plurality of iterations. Each of the iterations may include: performing a gradient descent step with respect to the first term; and performing a projection step with respect to the second term and subject to the non-negativity constraint.

In some embodiments, the method 7.1 may also include, for each of the \( K \) concepts, analyzing the corresponding column \( a_k \) of the matrix \( A \) to determine a corresponding subset of the \( M \) tags that are strongly associated with the concept. Furthermore, the method 7.1 may also include, for one or more of the \( K \) concepts, displaying the one or more corresponding subsets of tags.

In some embodiments, the method 7.1 may also include multiplying the estimated matrix \( A \) by the learner-knowledge matrix \( C \) to determine a corresponding subset of the \( M \) tags that are strongly associated with the category defined by the \( m^{th} \) tag. The product matrix \( U \) may be stored in memory, e.g., for further processing.

In some embodiments, the method 7.1 also includes transmitting a column \( U_j \) (or a subset of the column) of the product matrix \( U \) to a remote computer operated by the \( j^{th} \) learner, thereby informing the \( j^{th} \) learner of his/her extent of knowledge of each of the \( M \) tags.

In some embodiments, the method 7.1 also includes: operating on row \( U_{ij} \) of the product matrix \( U \) to compute a measure of how well the learners understood the category defined by the \( m^{th} \) tag, e.g., by averaging the entries in the row \( U_{ij} \); and storing the measure in a memory medium. The method 7.1 may also include one or more of the following: transmitting the measure to a remote computer (e.g., a computer operated by an instructor) in response to a request from the remote computer; and displaying the measure via a display device.

In some embodiments, the method 7.1 may also include operating on rows of the product matrix \( U \) to compute corresponding measures of how well the \( N \) learners as a whole understood the categories defined by the respective tags of the collection of \( M \) tags. The computed measures may be stored in a memory medium.

In some embodiments, the method 7.1 may also include selecting future instructional content for at least a subset of the \( N \) learners based on the computed measures, e.g., based on the one or more tags whose computed measures are less than a given threshold.

In some embodiments, the above-described input data may also include a set of \( N_T \) tags and tag assignment information, where \( N_T \) is greater than or equal to \( K \). The tag assignment information indicates, for each of the questions, which of the \( N_T \) tags have been assigned to that question. The action of operating on the input data may include performing a maximum-likelihood-based factor analysis using an objective function. The objective function may include a term involving a restriction of the association matrix \( W \), where the restriction is specified by the tag assignment information.

Ordinal SPARFA-Tag (with Number of Labels \( P \geq 2 \))

In some embodiments, each of the grades has been selected from an ordered set of \( P \) labels, where \( P \) is greater than or equal to two. Furthermore, the input data may also include a collection of tags and a question-tag (QT) index set, where the QT index set indicates, for each of the questions, which of the tags have been assigned to that question. The latent factor model may characterize a statistical relationship between entries (\( WC_{ij} \)) of the product matrix \( WC \) and corresponding grades \( V_{ij} \) of the set of grades, where \( i \) is a question index, \( j \) is a learner index, \( W \) is the association matrix, and \( C \) is the learner-knowledge matrix.

In some embodiments, the number \( N_T \) of tags in the collection of tags is equal to the number of concepts \( K \).

In some embodiments, the action of computing the output data based on the input data includes estimating a minimum of an objective function over a search space including a first subspace defined by the association matrix \( W \) and a second subspace defined by the knowledge matrix \( C \), subject to conditions including a non-negativity constraint on the entries of the association matrix \( W \) and one or more norm constraints on the knowledge matrix \( C \). The objective function may include a combination (e.g., a linear combination or a bilinear combination) of: (1) a negative of a log likelihood of the graded response data parameterized by the association matrix \( W \) and the knowledge matrix \( C \); (2) a sparsity-enforcing term involving restrictions of rows of the association matrix \( W \) to entries specified by a complement of the QT index set; (3) a regularizing term involving restrictions of rows of the association matrix \( W \) to entries specified by the QT index set.

In some embodiments, the number of tags \( N_T \) equals the rank of the learner-knowledge matrix \( C \). In other embodiments, the number of tags \( N_T \) is greater than the rank of the knowledge matrix \( C \).

In some embodiments, not all the questions have been answered by all the learners. Thus, the input data may also include a learner-question (LQ) index set, where the LQ index set indicates, for each of the learners, which of the questions were answered by that learner. The log likelihood may be restricted to index pairs \((i,j)\) such that the \( j^{th} \) learner answered the \( i^{th} \) question, as indicated by the LQ index set.

In some embodiments, the above-described combination comprises a linear combination of the negative log likelihood, the sparsity enforcing term and the regularizing term, where a coefficient of the sparsity enforcing term in the linear combination is used to control an extent to which the method is able to learn new question-concept relationships not indicated (or implied) by the QT index set.

In some embodiments, for each question, the output data may include a corresponding estimate of difficulty of the question, where the latent factor model is of the form:

\[
Z_{ij} = \langle WC_{ij} \rangle_{\mu_i, \theta_i},
\]

\[
Y_{ij} = g(Z_{ij}, \epsilon_{ij}),
\]

where \( Z_{ij} \) represents an ideal real-valued grade for the answer provided by the \( j^{th} \) learner to the \( i^{th} \) question, where \( \epsilon_{ij} \) represents random measurement noise or uncertainty in measurement, where \( g \) is a quantizer function that maps from the real number line into the set of labels, where \( \mu_i \) represents the difficulty of the \( i^{th} \) question.

In some embodiments, the noise \( \epsilon_{ij} \) is modeled by a random variable with zero mean and variance equal to \( 1/\tau_{ij} \), where \( \tau_{ij} \) represents reliability of observation of the answer provided by the \( j^{th} \) learner to the \( i^{th} \) question, where the log likelihood of the graded response data is also parameterized by the reliabilities, where the search space also includes a third subspace corresponding to the reliabilities, where the
constraints also include a positivity constraint on the reliabilities \( \tau_{ij} \). In one embodiment, all of the reliabilities \( \tau_{ij} \) are equal.

Ordinal SPARFA-Tag M (Max Likelihood Approach)

In some embodiments, the association matrix \( W \) is augmented with an extra column including the difficulties \( \mu_j \), and the knowledge matrix \( C \) is augmented with an extra row including all ones. Furthermore, the action of estimating the minimum of the objective function may include executing a plurality of outer iterations. Each of the outer iterations may include: (1) for each row of the association matrix \( W \), estimating a minimum of a corresponding first row-related subobjective function over a space defined by a first restriction vector, which is a restriction of the row to entries selected by the complement of the QT index set, where the corresponding first row-related subobjective function includes said negative of the log likelihood and a sparsity-enforcing term for that first restriction vector; and (2) for each row of the matrix \( W \), estimating a minimum of a corresponding second row-related subobjective function over a space defined by a second restriction vector, which is a restriction of the row to entries selected by the QT index set, where the corresponding second row-related subobjective function includes said negative of the log likelihood and a regularizing-term for that second restriction vector.

In some embodiments, each outer iteration may also include: (3) estimating a minimum of a \( C \)-related subobjective function over the second subspace defined by the knowledge matrix \( C \), subject to the one or more norm constraints on the knowledge matrix \( C \), where the \( C \)-related subobjective function includes said negative of the log likelihood; and (4) estimating a minimum of said negative of the log likelihood over the third space defined by the reliabilities \( \{ \tau_{ij} \} \), subject to the positivity constraint on the reliabilities \( \{ \tau_{ij} \} \).

Joint Analysis of Learner Responses and Text Information

In some embodiments, the input data also includes word frequency data, where each of the questions is associated with a corresponding set of text. The word frequency data is related to a vocabulary of words (or, a dictionary of terms) that has been derived, e.g., from a union of the text sets over the questions. The word frequency data indicates the frequency of occurrence of each vocabulary word in the text set of each question. In these embodiments, the output data may also include a word-concept matrix \( T \) comprising strengths of association between each vocabulary word and each of the \( K \) concepts. The word-concept matrix \( T \) may also include minimizing an objective with respect to the association matrix \( W \), the knowledge matrix \( C \) and the word-concept matrix \( T \). The objective may include at least: a negative log likelihood of the graded response data parameterized at least by the association matrix, the knowledge matrix, and a negative log likelihood of the word frequency data parameterized at least by the association matrix and the word-concept matrix \( T \). The output data may be stored in memory, e.g., for further processing.

In some embodiments, the input data also includes a word-frequency matrix \( B \), and the universe of possible grades is an ordered set of \( P \) labels, where \( P \) is greater than or equal to two. Furthermore, each of the questions may be associated with a corresponding set of text, where the matrix \( B \) is related to a vocabulary of words (or, a dictionary of terms) that has been derived from a union of the text sets taken over the questions. The matrix \( B \) includes entries \( B_{ij} \), that indicate the frequency of occurrence of each vocabulary word in the text set of each question. The action of computing the output data based on the input data may use a second latent factor model in addition to the first latent factor model described above (in operation 7.1.15). The output data may also include a word-concept matrix \( T \), where the matrix \( T \) includes entries \( T_{ij} \) that represent a strength of association between each vocabulary word and each of the \( K \) concepts. The first latent factor model characterizes a statistical relationship between entries \( (WC)_{ij} \) of the product matrix \( WC \) and corresponding grades \( Y_{ij} \) of the set of grades, where \( W \) is the association matrix, where \( C \) is the knowledge matrix, where \( i \) is a question index, where \( j \) is a learner index. The second latent factor model characterizes a statistical relationship between entries \( (WT)_{ij} \) of the product matrix \( WT \) and entries \( B_{ij} \) of the matrix \( B \).

In some embodiments, the text set for each question includes one or more of the following: a text of the question; a solution text for the question (e.g., a solution text provided by an instructor or an author of the question); feedback text for the question (i.e., feedback text for one or more of the learners, e.g., feedback provided by the test designers, content experts, education experts, etc.); one or more documents that are related to the question.

In some embodiments, the method 7.1 may also include displaying one or more of the following using a display device: (1) a graph based on the matrix \( T \), where the graph includes concept nodes, word nodes, and links between the words nodes and the concept nodes, where the concept nodes correspond to the \( K \) concepts, where the word nodes correspond to a least a subset of the vocabulary words, where each of the links indicates the strength of association between a respective one of the \( K \) concepts and a respective one of the vocabulary words; and (2) a table based on the estimated matrix \( T \), where the table displays the \( K \) concepts, and for each concept, a corresponding list of one or more of the vocabulary words that are associated with the concept. (For example, a threshold may be applied to select the one or more words that are most strongly associated with each concept. The word list for each concept may be ordered according to strength of word-concept association.)

In some embodiments, the method 7.1 may also include generating the vocabulary from the text sets. The action of generating the vocabulary may involve excluding from the vocabulary any words in the text sets that occur on a list of stop words.

In some embodiments, one or more of the words in the vocabulary are compound terms, where each compound term includes two or more atomic words.

In some embodiments, the method 7.1 may also include: receiving user input (e.g., from one or more instructors) specifying text to be included in the text set associated with a selected one of the questions (e.g., prior to generation of the vocabulary); and incorporating the specified text into the text set associated with the selected question in response to said user input.

In some embodiments, the method 7.1 may also include adding a new question to the set of questions in response to user input, where the action of adding the new question includes: receiving question text (and, perhaps also solution text) for the new question, and creating a text set for the new question, where the text set includes the question text (and perhaps also the solution text, if provided).

In some embodiments, the action of displaying the visual representation of 7.1.20 includes displaying a graph based on the estimated matrix \( W \). The graph may include: (a) concept nodes corresponding to the concepts; (b) question nodes corresponding to the questions; and (c) links between at least a subset of the concept nodes and at least a subset of the question nodes, where each of the concept nodes is
labeled with a corresponding subset of one or more vocabulary words selected based on a corresponding row of the matrix T (e.g., based on entries in the corresponding row that are larger than a given threshold).

In some embodiments, the method 7.1 may also include: (1) receiving user input identifying a word in the vocabulary, where the user input is received from one of the learners (e.g., from a remote computer via the internet or other computer network); (2) selecting a concept corresponding to the identified word based on a corresponding column of the matrix T (e.g., based on the entry in the corresponding column with largest magnitude); (3) selecting one or more concepts based on a column of the association matrix W that corresponds to the selected concept (e.g., based on one or entries of the column that exceed a given threshold); and (4) providing (or transmitting) the one or more questions to the learner.

In some embodiments, the method 7.1 may also include computing a vector of weight values for a jth one of the learners, where each of the weight values in said vector represents the extent of the jth learner's knowledge of a category defined by a respective one of the words in the vocabulary. For example, the vector of weight values may be computed by multiplying a transpose of the jth column of the matrix C by a trimmed version of the matrix T. The trimmed version of the matrix T may be generated by keeping only the n_r,m largest entries in each row of the matrix T. (Recall, each row of the matrix corresponds to respective one of the concepts, and has entries corresponding to the words in the vocabulary.) The number n_r,m is less than (e.g., small compared to) the number of words in the vocabulary.

In some embodiments, the method 7.1 may also include: selecting one or more words in the vocabulary based on entries in the vector of weight values that are less than a given threshold; and transmitting (or displaying) the selected one or more words to the learner.
In some embodiments, the objective function comprises
\[ \sum_{n \in \Omega_{\text{data}}} \log p(Y_n^* | \text{US}^* \text{v}) \]
where $\Omega_{\text{data}}$ is an index set indicating which of the questions were answered by the new learner, where $Y_n^*$ represents the grade assigned to the $n$th question answered by the new learner, where $\text{US}^*$ represents the $i$th row of the matrix W. The latent knowledge vector $\text{v}$ may be stored in memory, e.g., for further processing. The latent knowledge vector $\text{v}$ may be transmitted to the new learner so he/she will know how well he/she has performed on the test including the Q questions.

In some embodiments, the method 7.1 may also include: computing a concept-knowledge vector for the new learner by multiplying the matrix product US by the latent knowledge vector $\text{v}$; and storing the concept-knowledge vector in memory. The concept-knowledge vector may be transmitted to the new learner so the new learner will know how well he/she has performed on the test including the Q questions.

VIII. Method for Analysis of User Content Preferences

In one set of embodiments, a method 8.1 for analyzing user content preferences may include the operations shown in FIG. 8.1. (The method 8.1 may also include any subset of the features, elements and embodiments described above.) The method 8.1 may be implemented by a computer system executing stored program instructions.

At 8.1.10, the computer system may receive input data that includes response data, where the response data includes a set of preference values that have been assigned to content items by content users. The content items may be digital content items offered or made available by a content provider. (Alternatively, the content items may be physical content items such as books, magazines, photographs, paintings, etc.) The preference values are drawn from a universe of possible values. The universe of possible values includes at least two values.

At 8.1.15, the computer system may compute output data based on the input data using a latent factor model. The output data may include at least: (1) an association matrix that defines a set of K concepts associated with content items, where K is smaller than the number of the content items, where, for each of the K concepts, the association matrix defines the concept by specifying strengths of association between the concept and the content items; and (2) a concept-preference matrix including, for each content user and each of the K concepts, an extent to which the content user prefers the concept.

In some embodiments, the computer system may display (or direct the display of) a visual representation of at least a subset of the association strengths in the association matrix and/or at least a subset of the extents in the concept-preference matrix, as indicated at 8.1.20.

In some embodiments, the action of computing the output data includes: performing a maximum likelihood sparse factor analysis on the input data using the latent factor model, and/or, performing a Bayesian sparse factor analysis on the input data using the latent factor model, e.g., as variously described above.

In some embodiments, the content items are content items that have been viewed or accessed or used or purchased by the content users.

In some embodiments, the content items are content items that are made available to the content users by an online content provider. For example, the online content provider may maintain a network that provides content items to the content users.

In some embodiments, the method 8.1 may also include: receiving user input from a content user, where the user input indicates the content user’s extent of preference for an identified one of the content items; and updating the response data based on the user input.

In some embodiments, the content items include one or more of the following types of content items: movies, videos, audiobooks, articles, news items, online educational materials, documents, images, photographs.

In some embodiments, a column of the content-preference matrix is used to predict one or more content items which the corresponding content user is likely to have an interest in.

In some embodiments, the action of displaying the visual representation includes displaying a graph (e.g., a bipartite graph) based on the association matrix. The graph may depict the strengths of association between at least a subset of the content items and at least a subset of the K concepts.

Note that any of the embodiments discussed in sections I through VII may be interpreted as an embodiment of method 8.1 by replacing the idea of “learner” with “content user”, replacing the idea of “grade for answer to question” with “preference value for content item”, and replacing the idea of “extent of learner knowledge” with “extent of user preference”.

Binary-Valued SPARFA

In some embodiments, the universe of possible values consists of two elements (e.g., \{LIKE, DISLIKE\}). Furthermore, the latent factor model may characterize a statistical relationship between $(WC)_ij$ and a corresponding preference value $Y_{ij}$ of the set of preference values, where $(WC)_ij$ denotes the $(i,j)$th entry of the product matrix W, where $W$ is the association matrix, where $C$ is the content-preference matrix, where i is a content item index, where j is a content user index.

In some embodiments, the latent factor model is of the form:
\[ Z_{ij} \sim (WC)_{ij} \]
\[ Y_{ij} \sim \text{Ber}(\Phi(Z_{ij})) \]
where $\text{Ber}(z)$ represents the Bernoulli distribution with success probability $z$, where $\Phi(z)$ denotes an inverse link function that maps a real value $z$ to the success probability of a binary random variable.

Ordinal SPARFA

In some embodiments, the universe of possible values is an ordered set of P labels (e.g., a set of integers, a set of non-negative integers, a set of rational numbers, a set of real numbers), where P is greater than or equal to two. Furthermore, the latent factor model may characterize a statistical relationship between $(WC)_ij$ and a corresponding preference value $Y_{ij}$ of the set of preference values, where $(WC)_ij$ denotes the $(i,j)$th entry of the product matrix W, where $W$ is the association matrix, where $C$ is the content-preference matrix, where i is a content item index, where j is a content user index.

In some embodiments, P is greater than two.

In some embodiments, the latent factor model is of the form:
\[ Z_{ij} \sim (WC)_{ij} \]
\[ Y_{ij} \sim g(Z_{ij} + \epsilon_j) \]
where $Z_{ij}$ represents an ideal real-valued preference value corresponding to the $i^{th}$ content user for the $j^{th}$ content item, where $e_{ij}$ represents random measurement noise or uncertainty in measurement, where $g$ is a quantizer function that maps from the real line into the set of labels.

In some embodiments, the method 8.1 also includes receiving additional input data that includes a collection of $M$ tags (e.g., character strings) and information specifying a $Q \times M$ matrix $T$, where $Q$ is the number of the content items. For each of the content items, a corresponding subset of the $M$ tags have been assigned to the content item (e.g., by reviewers, content domain experts, authors of the content items, crowd sourcing, etc.). For each content item, the matrix $T$ identifies the corresponding subset of the $M$ tags. The association matrix $W$ includes entries that represent the strength of association between each of the $Q$ content items and each concept in the set of $K$ concepts. The method 8.1 may also include computing an estimate of an $M \times K$ matrix $C$, that has been derived, e.g., from a union of the text sets taken over the content items. The method 8.1 may also include computing an estimate of an $M \times K$ matrix $A$, where entries of the matrix $A$ represent strength of association between each of the $M$ tags and each of the $K$ concepts.

In some embodiments, the $M$ tags are character strings that have been defined by one or more users. Each of the $M$ tags may represent a corresponding idea or principle or property. The tags may represent ideas that are relevant to the content items. For example, when the content items are movies, the tags might include character strings such as "comedy", "documentary", "action", "sports", "biography", "romance", "sci-fi", "history", etc. For example, when the content items are music recordings, the tags might include character strings such as "rock", "blues", "classical", "country", "electronic", etc.

In some embodiments, the method 8.1 may also include displaying a bipartite graph based on the estimated matrix $A$, where the bipartite graph includes tag nodes and concept nodes and links between at least a subset of the tag nodes and at least a subset of the concept nodes. The tag nodes represent the $M$ tags, and the concept nodes represent the $K$ concepts.

Ordinal SPARFA-Tag (with Number of Labels $P \geq 2$)

In some embodiments, each of the preference values has been selected from an ordered set of $P$ labels, where $P$ is greater than or equal to two. The input data may also include a collection of tags and an item-tag index set, where the item-tag index set indicates, for each of the content items, which of the tags have been assigned to that content item. Furthermore, the latent factor model may characterize a statistical relationship between entries $(WC)_{ij}$ of the product matrix $WC$ and corresponding preference values $Y_{ij}$ of the set of preference values, where $W$ is the association matrix, where $C$ is the content-preference matrix, where $i$ is a content item index, where $j$ is a content user index, where $Y$ is the association matrix, and $C$ is the content-preference matrix.

In some embodiments, the number $N_p$ of tags in the collection of tags is equal to the number of concepts $K$.

Joint Analysis of Content User Responses and Text Information

In some embodiments, the input data also includes word frequency data, and each of the content items is associated with a corresponding set of text. The word frequency data is related to a vocabulary of words (or, a dictionary of terms) that has been derived, e.g., from a union of the text sets over the content items. The word frequency data indicates the frequency of occurrence of each vocabulary word in the text set of each content item. (The text set for a content item may include, e.g., the text of comments on the content item provided by reviewers and/or content users and/or content authors, etc.) Furthermore, the output data may also include a word-concept matrix $T$ comprising strengths of association between the vocabulary words and the $K$ concepts. The action of computing the output data may include minimizing an objective with respect to the association matrix $W$, the content-preference matrix $C$ and the word-concept matrix $T$. The objective may include at least: a norm constraint on the vector argument, a negative log likelihood of the word frequency data parameterized at least by the association matrix and the content-preference matrix; and a negative log likelihood of the word frequency data parameterized at least by the association matrix and the word-concept matrix $T$.

The output data may be stored in memory, e.g., for further processing.

In some embodiments, the output data may also include a word-frequency matrix $B$, where the universe of possible values is an ordered set of $P$ labels, where $P$ is greater than or equal to two, where each of the content items is associated with a corresponding set of text. The matrix $B$ is related to a vocabulary of words (or, a dictionary of terms) that has been derived, e.g., from a union of the text sets taken over the content items. The matrix $B$ includes entries $B_{ij}$ that indicate the frequency of occurrence of each vocabulary word in the text set of each content item. Furthermore, the output data may include a word-concept matrix $T_i$, where the matrix $T_i$ includes entries $T_{ij}$, that represent a strength of association between each vocabulary word and each of the $K$ concepts. The first latent factor model may characterize a statistical relationship between entries $(WC)_{ij}$ of the product matrix $WC$ and corresponding preference values $Y_{ij}$ of the set of preference values, where $W$ is the association matrix, where $C$ is the content-preference matrix, where $i$ is a content item index, where $j$ is a content user index. The second latent factor model may characterize a statistical relationship between entries $(WT)_{ij}$ of the product matrix $WT$ and entries $B_{ij}$ of the matrix $B$.

Computation of Latent-Factor Preferences for New Content User (i.e., after the Association Matrix $W$ and Content-Preference Matrix $C$ have been Determined)

In some embodiments, the input data also includes a second set of preference values that have been assigned to the content items, where the second set of preference values have been provided by a new content user (i.e., not one of the original set of content users). In these embodiments, the method 8.1 may also include: (1) performing a singular value decomposition on the content-preference matrix $C$ to obtain a factorization of the form $C = USV^T$, where $U$ is an orthogonal matrix whose columns are eigenvectors corresponding to the $Q$ largest eigenvalues of $C$, $S$ is a diagonal matrix, where $V$ is a matrix whose columns are orthonormal, where $R=\text{rank}(C)$; and (2) computing a latent preference vector $v^*$ for the new content user by estimating a minimum of an objective function with respect to vector argument $v$, subject to one or more conditions including a norm constraint on the vector argument $v$, where entries of the latent preference vector $v^*$ represent the extent of the new content user’s preferences for each of $R$ latent factors (underlying conceptual categories) implicit in the content-preference matrix $C$.

In some embodiments, a content provider may use the latent preference vector $v^*$ to direct targeted advertising to the content user, e.g., to suggest new content items that the user is likely to be interested in viewing or using or auditing or purchasing or accessing.

In some embodiments, the objective function comprises

$$\sum_{i \in \text{data}} \log p(y_i^* | w_i^TUSv)$$
where $\Omega_{obs}$ is an index set indicating which of the content items were rated by the new content user, where $Y_{obs}$ represents the preference value assigned to the $i^{th}$ content item by the new content user, where $w_{ij}$ represents the $i^{th}$ row of the matrix $W$. The latent preference vector $v^*$ may be stored in memory, e.g., for further processing.

Any of the various embodiments described herein may be realized in any of various forms, e.g., as a computer-implemented method, as a computer-readable medium, as a computer system. A system may be realized by a computer executing program instructions, or by any subset of any of the method embodiments described herein, or, any combination of such subsets.

In some embodiments, a non-transitory computer-readable memory medium may be configured so that it stores program instructions and/or data, where the program instructions, if executed by a computer system, cause the computer system to perform a method, e.g., any of the method embodiments described herein, or, any combination of the method embodiments described herein, or, any subset of any of the method embodiments described herein, or, any combination of such subsets.

In some embodiments, a computer system may be configured to include a processor (or a set of processors) and a memory medium, where the memory medium stores program instructions, where the processor is configured to read and execute the program instructions from the memory medium, where the program instructions are executable to implement any of the various method embodiments described herein (or, any combination of the method embodiments described herein, or, any subset of any of the method embodiments described herein, or, any combination of such subsets). The computer system may be realized in any of various forms. For example, the computer system may be a personal computer (in any of its various realizations), a workstation, a computer on a card, an application-specific computer in a box, a server computer, a client computer, a hand-held device, a mobile device, a wearable computer, a sensing device, an image acquisition device, a video acquisition device, a computer embedded in a living organism, etc.

Any of the various embodiments described herein may be combined to form composite embodiments. Furthermore, any of the various features, embodiments and elements described in U.S. Provisional Application No. 61/790,727 (filed on Mar. 15, 2013) may be combined with any of the various embodiments described herein.

Although the embodiments above have been described in considerable detail, numerous variations and modifications will become apparent to those skilled in the art once the above disclosure is fully appreciated. It is intended that the following claims be interpreted to embrace all such variations and modifications.

What is claimed is:

1. A computer-implemented method comprising: receiving input data that includes response data, wherein the response data includes a set of preference values that have been assigned to content items by content users, wherein the content items are content items that have been viewed or accessed by the content users, wherein the preference values are drawn from a universe of possible values, wherein said receiving is performed by a computer system; computing output data based on the input data using a first latent factor model, wherein said computing is performed by the computer system, wherein the output data includes at least: an association matrix that defines a set of K concepts associated with the content items, wherein K is smaller than the number of the content items, wherein, for each of the K concepts, the association matrix defines the concept by specifying strengths of association between the concept and the content items; and a concept-preference matrix including, for each content user and each of the K concepts, an extent to which the content user prefers the concept, wherein a row or column of the concept-preference matrix is used to predict one or more content items which the corresponding content user is likely to have an interest in; displaying, via a display device, a visual representation of at least a subset of the association strengths in the association matrix, wherein said displaying the visual representation includes displaying a graph based on the association matrix, wherein the graph depicts the strengths of association between at least a subset of the content items and at least a subset of the K concepts.

2. The method of claim 1, wherein said computing output data includes one or more of the following: performing a maximum likelihood sparse factor analysis on the input data using the first latent factor model; performing a Bayesian sparse factor analysis on the input data using the first latent factor model.

3. The method of claim 1, wherein the content items are content items that are made available, via the Internet, to the content users by an online content provider, the method further comprising: displaying a visual representation of at least a subset of the extents in the concept-preference matrix.

4. The method of claim 3, further comprising: receiving user input from a content user, wherein the user input indicates the content user’s extent of preference for an identified one of the content items; and updating the response data based on the user input.

5. The method of claim 1, wherein the content items include one or more of the following: movies or videos or audiobooks or articles or news items or online educational materials or documents or images or photographs.

6. The method of claim 1, wherein the universe of possible values consists of two elements, wherein the first latent factor model characterizes a statistical relationship between $(W_{ij})_{ij}$ and a corresponding preference value $Y_{ij}$ of the set of preference values, wherein $(W_{ij})_{ij}$ denotes the $(i,j)^{th}$ entry of the product matrix $W$, wherein $W$ is the association matrix, wherein $C$ is the content-preference matrix, wherein i is a content item index, wherein j is a content user index.

7. The method of claim 6, wherein the first latent factor model is of the form:

$$Z_{ij} \sim \text{BER}(\Phi(Z_{ij})),$$

wherein $\text{BER}(z)$ represents the Bernoulli distribution with success probability $z$, wherein $\Phi(z)$ denotes an inverse link function that maps a real value $z$ to the success probability of a binary random variable.
characterizes a statistical relationship between entries of the product matrix WC and corresponding preference values Y_{i,j} of the set of preference values, wherein i is an index set indicating which of the content items have been assigned to that content item, wherein j is a content user index, wherein W is the association matrix, wherein C is the content-preference matrix, wherein Q is the number of the content items, and wherein each of the preference values has been selected from an ordered set of P labels, wherein P is greater than two.

10. The method of claim 9, wherein P is greater than two.

11. The method of claim 1, further comprising: displaying a bipartite graph based on the estimated matrix A, wherein the bipartite graph includes tag nodes and concept nodes and links between at least a subset of the tag nodes and at least a subset of the concept nodes, wherein the tag nodes represent the M tags, wherein the concept nodes represent the K concepts.

12. The method of claim 11, further comprising: performing a singular value decomposition on the content-preference matrix C to obtain a factorization of the form C = USV', wherein U is a matrix whose columns are orthogonal, wherein V is a matrix whose columns are orthogonal, wherein R = rank(C); computing a latent preference vector v* for the new content user by estimating a minimum of an objective function with respect to vector argument v, subject to one or more conditions including a norm constraint on the vector argument v, wherein entries of the latent preference vector v* represent the extent of the new content user's preference for each of R latent factors implicit in the content-preference matrix C.

13. The method of claim 1, wherein each of the preference values has been selected from an ordered set of P labels, wherein P is greater than or equal to two, wherein the input data also includes a collection of tags and an item-tag index set, wherein the item-tag index set indicates, for each of the content items, which of the tags have been assigned to that content item, wherein each of the preference values has been provided by a new content user, wherein W is the association matrix, wherein C is the content-preference matrix, wherein Q is the number of the content items, wherein each of the preference values has been selected from an ordered set of P labels, wherein P is greater than two.

14. The method of claim 1, wherein the input data also includes word frequency data, wherein the word frequency data is related to a vocabulary of words that has been derived from a union of the text sets over the content items, wherein the universe of possible values is an ordered set of P labels, wherein P is greater than or equal to two, wherein each of the content items is associated with a corresponding set of text, wherein the matrix B includes entries B_{i,j} that indicate the frequency of occurrence of each vocabulary word in the text set of each content item; wherein said computing the output data based on the input data uses a second latent factor model in addition to the first latent factor model, wherein the input data also includes a word-concept matrix T, wherein the matrix T includes entries T_{i,j} that represent a strength of association between each vocabulary word and each of the K concepts, wherein the first latent factor model characterizes a statistical relationship between entries (WC)_{i,j} of the product matrix WC and corresponding preference values Y_{i,j} of the set of preference values, wherein W is the association matrix, wherein C is the content-preference matrix, wherein i is a content item index, wherein j is a content user index, wherein the second latent factor model characterizes a statistical relationship between entries (WT)'v* of the product matrix WT and entries B_{i,j} of the matrix B.

15. The method of claim 1, wherein the input data includes a word-frequency matrix B, wherein the universe of possible values is an ordered set of P labels, wherein P is greater than or equal to two, wherein each of the content items is associated with a corresponding set of text, wherein the matrix B includes entries B_{i,j} that indicate the frequency of occurrence of each vocabulary word in the text set of each content item; wherein said computing the output data based on the input data uses a second latent factor model in addition to the first latent factor model, wherein the input data also includes a word-concept matrix T, wherein the matrix T includes entries T_{i,j} that represent a strength of association between each vocabulary word and each of the K concepts, wherein the first latent factor model characterizes a statistical relationship between entries (WC)_{i,j} of the product matrix WC and corresponding preference values Y_{i,j} of the set of preference values, wherein W is the association matrix, wherein C is the content-preference matrix, wherein i is a content item index, wherein j is a content user index, wherein the second latent factor model characterizes a statistical relationship between entries (WT)'v* of the product matrix WT and entries B_{i,j} of the matrix B.

16. The method of claim 1, wherein the input data also includes a second set of preference values that have been assigned to the content items, wherein the second set of preference values have been provided by a new content user, the method further comprising: performing a singular value decomposition on the content-preference matrix C to obtain a factorization of the form C = USV', wherein U is a matrix whose columns are orthogonal, wherein S is an R x R diagonal matrix, wherein V is a matrix whose columns are orthogonal, wherein R = rank(C); computing a latent preference vector v* for the new content user by estimating a minimum of an objective function with respect to vector argument v, subject to one or more conditions including a norm constraint on the vector argument v, wherein entries of the latent preference vector v* represent the extent of the new content user's preference for each of R latent factors implicit in the content-preference matrix C.

17. The method of claim 16, wherein the objective function comprises:

\[ \sum_{i \in \Omega_{obs}} \log p(Y_i | v^* w^T / USV') \]

wherein \( \Omega_{obs} \) is an index set indicating which of the content items were rated by the new content user, wherein \( Y_{i,*} \) represents the preference value assigned to the i\(^{th}\) content item by the new content user, wherein \( w^T \) represents the \( i^{th} \) row of the matrix W.

18. A non-transitory memory medium storing program instructions, wherein the program instructions, when executed by a computer, cause the computer to implement: receiving input data that includes response data, wherein the response data includes a set of preference values that have been assigned to content items by content users, wherein the
content items are content items that have been viewed or accessed by the content users, wherein the preference values are drawn from a universe of possible values, wherein said receiving is performed by a computer system; computing output data based on the input data using a first latent factor model, wherein said computing is performed by the computer system, wherein the output data includes at least:

an association matrix that defines a set of K concepts associated with the content items, wherein K is smaller than the number of the content items, wherein, for each of the K concepts, the association matrix defines the concept by specifying strengths of association between the concept and the content items; and a concept-preference matrix including, for each content user and each of the K concepts, an extent to which the content user prefers the concept, wherein a row or column of the concept-preference matrix is used to predict one or more content items which the corresponding content user is likely to have an interest in;

displaying, via a display device, a visual representation of at least a subset of the association strengths in the association matrix, wherein said displaying the visual representation includes displaying a graph based on the association matrix, wherein the graph depicts the strengths of association between at least a subset of the content items and at least a subset of the K concepts.

19. A system comprising: a processor; and memory storing program instructions, wherein the program instructions, when executed by the processor, cause the processor to implement: receiving input data that includes response data, wherein the response data includes a set of preference values that have been assigned to content items by content users, wherein the content items are content items that have been viewed or accessed by the content users, wherein the preference values are drawn from a universe of possible values, wherein said receiving is performed by a computer system; computing output data based on the input data using a first latent factor model, wherein said computing is performed by the computer system, wherein the output data includes at least:

an association matrix that defines a set of K concepts associated with the content items, wherein K is smaller than the number of the content items, wherein, for each of the K concepts, the association matrix defines the concept by specifying strengths of association between the concept and the content items; and a concept-preference matrix including, for each content user and each of the K concepts, an extent to which the content user prefers the concept, wherein a row or column of the concept-preference matrix is used to predict one or more content items which the corresponding content user is likely to have an interest in;

displaying, via a display device, a visual representation of at least a subset of the association strengths in the association matrix, wherein said displaying the visual representation includes displaying a graph based on the association matrix, wherein the graph depicts the strengths of association between at least a subset of the content items and at least a subset of the K concepts.

20. The non-transitory memory medium of claim 18, wherein said computing output data includes one or more of the following:

performing a maximum likelihood sparse factor analysis on the input data using the first latent factor model;
performing a Bayesian sparse factor analysis on the input data using the first latent factor model.

21. The non-transitory memory medium of claim 18, wherein the program instructions further cause the computer to implement:

receiving user input from a content user, wherein the user input indicates the content user’s extent of preference for an identified one of the content items; and
updating the response data based on the user input.

22. The system of claim 19, wherein the universe of possible values consists of two elements, wherein the first latent factor model characterizes a statistical relationship between \((WC)_{ij}\) and a corresponding preference value \(Y_{ij}\) of the set of preference values, wherein \((WC)_{ij}\) denotes the \((i,j)\) entry of the product matrix WC, wherein W is the association matrix, wherein C is the content-preference matrix, wherein i is a content item index, wherein j is a content user index.

23. The system of claim 19, wherein the universe of possible values is an ordered set of P labels, wherein P is greater than or equal to two, wherein the first latent factor model characterizes a statistical relationship between \((WC)_{ij}\) and a corresponding preference value \(Y_{ij}\) of the set of preference values, wherein \((WC)_{ij}\) denotes the \((i,j)\) entry of the product matrix WC, wherein W is the association matrix, wherein C is the content-preference matrix, wherein i is a content item index, wherein j is a content user index.

24. The system of claim 19, wherein the input data also includes word frequency data, wherein each of the content items is associated with a corresponding set of text, wherein the word frequency data is related to a vocabulary of words that has been derived from a union of the text sets over the content items, wherein the word frequency data indicates the frequency of occurrence of each vocabulary word in the text set of each content item, wherein the output data also includes a word-concept matrix \(T\) comprising strengths of association between the vocabulary words and the K concepts, wherein said computing includes minimizing an objective with respect to the association matrix W, the content-preference matrix C and the word-concept matrix T, wherein the objective includes at least:

a negative log likelihood of the response data parameterized at least by the association matrix and the content-preference matrix;
a negative log likelihood of the word frequency data parameterized at least by the association matrix and the word-concept matrix T;
storing the output data in a memory.