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Abstract

In this paper, we introduce elastic tasks, a new high-level parallel programming
primitive that can be used to unify task parallelism and SPMD parallelism in a
common adaptive scheduling framework. Elastic tasks are internally parallel tasks
and can run on a single worker or expand to take over multiple workers. An elastic
task can be an ordinary task or an SPMD region that must be executed by one or
more workers simultaneously, in a tightly coupled manner.

The gains obtained by using elastic tasks, as demonstrated in this paper, are
three-fold: (1) they offer theoretical guarantees: given a computation with work W
and span S executing on P cores, a work-sharing runtime guarantees a completion
time of O(W/P+S+E), and a work-stealing runtime completes the computation
in expected time O(W/P+ S+E lgP), where E is the number of elastic tasks in
the computation, (2) they offer performance benefits in practice by co-scheduling
tightly coupled parallel/SPMD subcomputations within a single elastic task, and
(3) they can adapt at runtime to the state of the application and work-load of the
machine.

We also introduce ElastiJ — a runtime system that includes work-sharing and
work-stealing scheduling algorithms to support computations with regular and
elastic tasks. This scheduler dynamically decides the allocation for each elastic
task in a non-centralized manner, and provides close to asymptotically optimal
running times for computations that use elastic tasks. We have created an imple-
mentation of ElastiJ and present experimental results showing that elastic tasks
provide the aforementioned benefits. We also make study on the sensitivity of
elastic tasks to the theoretical assumptions and the user parameters.
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1 Introduction
As multicore machines become ubiquitous, task parallelism has emerged as a dominant
paradigm for parallel programming. Many programming languages and libraries such
as Cilk [12], Cilk Plus [3], Intel Threading Building Blocks [23], .Net Task Parallel
Library [2], and Habanero-Java [8] support this programming paradigm. In this model,
the programmer expresses the logical parallelism by specifying sequential tasks and the
dependences between them, and a runtime scheduler is responsible for mapping these
tasks on the available processors (workers). Fork-join parallelism is a popular special
case of task parallelism with nested divide-and-conquer task structures.

SPMD parallelism [11] is an alternate paradigm for exploiting multicore paral-
lelism that dates back to the earliest parallel computing systems. In this model, a fixed
number of worker threads execute a single SPMD region in which certain statements
may be redundantly executed by all workers and others are distributed across work-
ers. The tight coupling arising from simultaneous execution of worker threads can
be used to efficiently support synchronization primitives such as barriers, which are
not supported by the standard task parallel paradigm. There is general agreement that
SPMD parallelism can outperform fork-join task parallelism in certain cases, but fork-
join parallelism is more general than SPMD parallelism. There has even been work on
compiler optimizations to automatically transform fork-join regions of code to SPMD
regions for improved performance [10, 20]. However, to the best of our knowledge,
there has been no prior work that combines task parallelism and SPMD parallelism in
a single adaptive runtime framework.

The goal of a runtime scheduling strategy is to deliver speedups that are as close
to optimal as possible. The common scheduling strategies used by these systems are
work-sharing and work-stealing [7]. A work-sharing scheduler maintains a global pool
of tasks that are ready to execute and all processors enqueue and deque ready tasks from
this queue. In work-stealing, each processor maintains its own local queue and when
the local queue is empty, the worker randomly steals work from victim worker queues.
Given a computation with work — the running time of the program on 1 worker — W
and span — the running time of the program on an infinite number of workers — S,
both these strategies guarantee a completion time of O(W/P+ S) on P workers. This
bound implies that they provide linear speedup (speedup of Θ(P) on P workers) as long
as the programs have sufficient parallelism.

In this paper, we propose elastic tasks, a new primitive that helps bridge the gap
between task parallelism and SPMD parallelism, can deliver close to optimal speedups
is a work-sharing or work-stealing environment, and in practice can take advantage of
the application structure to obtain locality benefits or to adapt the parallelism based on
the size of the task. Elastic tasks are tasks that are internally parallel and can run on a
single worker or expand to take over multiple workers, if available. Elastic tasks need
not be data parallel, but they are assumed to have linear scaling with a defined num-
ber of processors and to exhibit locality benefits from co-scheduling of their internal
parallelism. Workers must be assigned to the task before the task starts executing and
must work only on this task until the task finishes executing. Each elastic task u can be
assigned anywhere between 1 and c(u) workers, where c(u) is the capacity of the task.
An application that uses elastic tasks is similar to a task-parallel computation, except
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that some tasks may be sequential tasks while others may be elastic. Just as in normal
task-parallel computations, the programmer specifies the dependences between tasks
and the runtime scheduler is responsible for scheduling the computation efficiently on
a fixed number of processors.

We extend both the work-sharing and work-stealing strategies to handle task-parallel
computation with elastic tasks. In particular, these schedulers must decide how many
workers (between 1 and c(u)) to assign to an elastic task u before starting its execution.
We prove that the work-sharing scheduler completes a computation with work W and
span S in O(W/P+ S+E) time, where E is the total number of elastic tasks. Simi-
larly, the work-stealing scheduler completes the computation in O(W/P+ S+E lgP)
expected time. If the number of elastic tasks is small, then these bounds are comparable
to the completion time of computations without elastic tasks. Note that work stealing
is a randomized scheduling strategy, therefore our completion time bounds (like all
bounds for work stealing schedulers) are probabilistic.

Previous work, notably Wimmer and Traff [27] have considered a similar construct
for mixed-mode parallelism. However, in their work, the number of workers assigned
to an elastic node is fixed, and specified by the programmer. In contrast, our scheduling
strategies dynamically allocate workers to elastic nodes when they become ready based
on the current runtime conditions. If most workers are busy doing other work, then the
elastic task is assigned fewer workers since there is already ample parallelism in the
rest of the program. If most workers are idle (or stealing), then it indicates a lack of
parallelism in the rest of the program and more workers are assigned to an elastic task.
In addition, the modifications required to the work-stealing or work-sharing schedulers
are small compared to those required by prior work. In particular, in contrast to Wim-
mer and Traff’s work [27], we do not require any centralized coordination within the
work-stealing scheduler — it remains entirely distributed. Finally, we are not aware of
prior work that provides theoretical guarantees on the completion time for this form of
combination of sequential and elastic tasks within the same computation.

We have implemented two runtime schedulers, using work-sharing and work-stealing,
respectively, for elastic tasks, and include experimental results obtained from the work-
stealing implementation. Our preliminary results show that elasticity can be beneficial
for tasks that are medium or coarse grained, and exhibit internal parallelism with local-
ity. Additionally, when the amount of parallelism varies at runtime for the same section
of code, expressing this section as an elastic task enables the parallelism used by this
task to adapt at runtime and thus adapt with the granularity changes.

In summary, the contributions of this paper are:

• The elastic task primitive, its definition, properties and requirements.

• Theoretical proof that the elastic task primitive guarantees a completion time of
O(W/P+S+E) time on P workers in a work-sharing runtime and expected time
of O(W/P+S+E lgP) in a work-stealing runtime.

• An implementation of a runtime (ElastiJ) with 2 policies (work-sharing and
work-stealing) which executes computations with both sequential and elastic
tasks. These runtime systems automatically decide the number of workers as-
signed to each elastic task based on the current runtime conditions.
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• Experimental results which indicate they can provide locality benefits for certain
computations and provide runtime adaptability.

The rest of the paper is organized as follows: Section 2 discusses the motivation
for elastic tasks, while Section 3 describes the model of computation we use when dis-
cussing elastic tasks. Sections 4 and 5 give the theoretical proofs for a work-sharing
runtime and a work-stealing runtime respectively, followed by Section 6 which de-
scribes the implementation details of ElastiJ. Next, we present the experimental results
in Section 7, discuss the previous related work in Section 8 and finally conclude in
Section 9.

2 Motivation for Elastic Tasks
In this section, we discuss different use-cases for which elastic tasks may be beneficial.
In particular, we focus on the benefits of (1) elasticity — the ability of the runtime to
dynamically decide the number of workers assigned to a task; and (2) co-scheduling —
all the work within the elastic task is scheduled at the same time on dedicated workers.

2.1 Benefits of Elasticity
Before we can analyze the benefits, let us consider some alternatives to creating an
elastic task. Given a computation amenable to elastic tasks, we have a few alternatives:
(1) We could create a sequential task; (2) We could create an inelastic data parallel
task where the programmer specifies the number of workers (say m(u)) which must
execute this data parallel node u (as in [27]); (3) We could convert it to a task parallel
computation by dividing up the computation into independent tasks which need not be
co-scheduled; or (4) We could create an elastic task.

Alternative 1 (create a sequential task) can increase the critical path length (span)
of the computation, thereby decreasing its parallelism. The goal of the processor-
oblivious task-parallelism is to enable the programmer to express as much parallelism
as possible and allow the scheduler to use any number of available workers. This alter-
native is not desirable as it may reduce the scalability of the computation.

Alternative 2 (create an inelastic data-parallel task) has the similar disadvantage
that it inordinately constrains the scheduler and increases the burden on the program-
mer. For the case of inelastic tasks where the programmer has to specify precise number
of workers that must be allocated, it is difficult to guarantee good performance theoret-
ically. For inelastic tasks with large parallelism, if the programmer accurately specifies
m(u) to be large, then the scheduler must somehow find all these workers to assign to
this inelastic task. If most workers are busy executing other work, the scheduler must
either wait for a potentially long time (idle workers for long periods) or it must inter-
rupt the other workers in the middle of their execution leading to large overheads. If
the programmer artificially specifies m(u) to be small to avoid this situation, then we
are potentially wasting the internal parallelism of task u and decreasing the scalability
of the overall computation, as in Alternative 1.

Alternative 3 is to convert a parallel task to multiple tasks. This may be cumber-
some for certain applications if the different iterations need to communicate — since
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we must add a control synchronization point for every communication link. This also
increases overheads for such computations; for example, barriers within independently-
scheduled tasks can be very inefficient. In addition, as we will discuss in the next sec-
tion, this transformation to task parallelism means that different iterations of this data
parallel loop may be executed at very different times, leading to loss in locality.

2.2 Benefits of Co-Scheduling
We now focus on the benefits of co-scheduling provided by elastic tasks. Compared to
alternatives 1 and 2, with elastic tasks the programmer is only responsible for providing
the capacity — the maximum number of workers that the task can use — not the precise
number of workers that the task must use. Therefore, the programmer can simply look
at the elastic task locally and evaluate its parallelism without considering the rest of
the application. The runtime then adjusts the number of workers allocated to the task
based on runtime conditions. We use the remainder of this section to compare elastic
tasks with alternative 3.

Cache Locality on Multicores: Here we present a simple scenario where using elas-
tic tasks for parallel loops is better than converting them into task parallel programs.
Consider a situation where we have a loop in which all iterations access the same data.
Using an elastic task forces the scheduler to schedule all the iterations at the same time
(potentially on different processors). Therefore, the shared data will be brought into
the shared cache of these processors and all of these iterations get the advantage of
improved cache locality. On the other hand, if we had converted this loop into a task
parallel program, all the iterations would have been their own task. The scheduler may
have scheduled these iterations at very different times. In this scenarios, since other
tasks that access other data may execute between different iterations of the loop, the
shared data may have to be brought in multiple times leading to poor cache locality.
We will show experimental results that validate this intuition in Section 7.

Locality on Future Target Architectures Future architectures will not be limited
to multicore and will rely on extreme scale systems and accelerators. For these, the
existence of a construct which offers implicit co-location of tasks based on the data they
access is critical. For distributed systems, an elastic task could be “stolen” as a whole,
rather than split into sub-tasks. So the effective movement of data would be done once
for the whole task, yet it will still be able to execute in parallel within a single node. An
elastic task with data-parallel computations can also be automatically transformed into
a GPU kernel using existing tools [19, 5, 1] and launched on a GPU. Therefore, elastic
tasks can help provide seamless interoperability between CPUs and GPUs. If we have
both CPU and GPU implementations of elastic tasks, the runtime can choose to either
execute them on CPUs (if GPUs are busy or unavailable) or launch them on GPUs
when CPUs are busy. In addition, the adaptability of elastic tasks to task granularity
implies that applications can adjust to existing and future GPUs. Demonstrating the
benefits of elastic tasks on distributed clusters and GPUs is a subject for future work.
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3 Model of Computation
We now describe the formal model for computation that have both elastic tasks and nor-
mal sequential tasks. These are processor oblivious computations — the programmer
expresses the logical parallelism of the program (using constructs such as async/finish,
spawn/sync or parallel for-loops) and the runtime scheduler is responsible for dynami-
cally scheduling and executing the computation on P worker threads.

As in much prior work, the computation can be abstractly expressed as a directed
acyclic graph called a computation DAG G; nodes are computation kernels and edges
are dependences between nodes. A node is ready to execute when all of its predecessors
have been executed. Without loss of generality, we assume that the maximum out-
degree of any node is at most 2. There are two types of nodes: strands — sequential
chains of instructions and elastic nodes, which are internally parallel.

An elastic node u has the following properties: (1) Work w(u) is its execution time
on one worker. (2) Capacity c(u) is its maximum internal parallelism. (3) Before an
elastic node u can execute, the runtime scheduler must allocate it 1 ≤ a(u) dedicated
worker threads to its execution. Once u starts executing, these a(u) workers can not
work on anything else until u completes and no other workers can work on u’s work.
(4) We assume that each elastic node provides linear speedup up to c(u) workers and
no speedup thereafter. That is, if an elastic node is assigned a(u) workers, it completes
in w(u)/a(u) time if a(u) ≤ c(u) and in w(u)/c(u) time if a(u) > c(u). Therefore,
there is no benefit to assigning more than c(u) workers to an elastic node. When it is
allocated c(u) workers, we say that the node is saturated; otherwise we say that it is
unsaturated.

As with traditional task parallel processor oblivious computations, we define two
parameters for G. Work W of a computation is the sum of the computational require-
ments of all the nodes or the execution time of the computation on 1 processor. Span
of a computation dag is the weighted length of the longest path through the dag where
each node has weight equal to its span. (Note that the span of an elastic u node is
w(u)/c(u) since that is the minimum amount of time it takes to finish u after it starts,
no matter how many workers are assigned to it.) Span can also be seen as the exe-
cution time of the computation on an infinite number of processors. The parallelism
of the program is defined as W/S and describes the maximum number of workers the
computation can use effectively. Note that the execution time of the computation on P
workers is at least max{W/P,S}.

4 Theoretical guarantees in a work-sharing runtime
In this section, we present our theoretical results when a computation with elastic nodes
is executing on P workers using a modified greedy work-sharing scheduler. For com-
putations without elastic nodes, a greedy work-sharing scheduler operates as follows:
The scheduler maintains a centralized pool of ready nodes. Every worker has at most
one assigned node at any time — the node that it is currently executing. When a worker
p finishes executing its assigned node, it is assigned another node from the centralized
pool of ready nodes. If the pool is empty, then the worker is idle. When a worker en-
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ables new ready nodes, these nodes are added to the central pool. Graham [14] proved
that this type of greedy work-sharing scheduler guarantees that a program with work W
and span S completes in time at most W/P+S on P processors. We mention that our
experimental results use a work-stealing scheduler for its better performance, but we
believe that the simpler analysis of a work-sharing scheduler provides more intuition
about how this algorithm works. For this reason, we include first the work-sharing
analysis, followed by the work-stealing one.

For computations with elastic tasks, our work-sharing scheduler is not a pure greedy
algorithm since occasionally we allow nodes to not do work even when ready work is
available. We show that this new scheduler also has a comparable completion time
guarantee with regular work-sharing. The following rules apply:

1. If no elastic node is ready, then the scheduler operates in exactly the same way
as the normal greedy work-sharing scheduler described above.

2. An elastic node does not immediately execute when it is assigned to a worker.
Instead, it starts waiting. While an elastic node u is ready with capacity c(u) and
a(u) < c(u), when a worker p finishes its assigned strand, u is assigned to this
worker and a(u) is incremented by 1. Therefore, an elastic node may be assigned
to more than 1 worker.

3. The scheduler keeps track of wait(u) — the total wait time for elastic node u.
That is, on a time step when u is waiting, if a(u) workers are assigned to u, then
wait(u) is incremented by a(u) on that time step.

4. An elastic node u starts executing when either (1) a(u) = c(u) — that is c(u)
workers are waiting on it and u is saturated; or (2) the total wait time wait(u)≥
w(u).

5. If more than one elastic node is ready, the available workers may choose to wait
on any of them or to execute any other strand. However, once a worker is as-
signed to an elastic node, that worker may not do anything else until that elastic
node finishes executing.

Work-Sharing Scheduler Provides Linear Speedup We prove the following theo-
rem about the work sharing scheduler for computations with elastic nodes.

Theorem 1 Given a computation graph with work W, span S, and E elastic nodes, the
execution time of this computation on P workers using the work-sharing scheduler is
O(W/P+S+E).

PROOF. At any time step, a worker can be working (on a strand or an elastic node),
assigned to an elastic node which is waiting, or it can be idle (if the ready pool is
empty). The total work steps, over all workers, is W . In addition, since the scheduler
keeps track of wait(u) and launches an elastic node as soon as wait(u) ≥ w(u), we
know that wait(u)≤ w(u)+P−1 since in any one time step, the quantity wait(u) can
increase by at most P. Therefore, the total number of waiting steps, over all workers is
at most

∑
u is an elastic node(w(u)+(P−1))≤W +(P−1)E.
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We now argue that the total number of idle time steps is at most W +(P−1)(S+E).
Note that idle steps only occur if no elastic node is waiting — otherwise this worker
would be assigned to this elastic node rather than idling. There are a few cases:

1. An idle step occurs when either no elastic node is executing or all elastic nodes
which are executing are saturated. The total number of such time steps is at
most S, since the remaining span reduces by 1 every time such a step occurs.
Therefore, the total number of idle steps of this kind is at most (P−1)S, since at
most P−1 workers can be idle on any time step. This argument is similar to the
argument used for greedy scheduling for programs without elastic nodes.

2. An idle step occurs when (one or more) elastic nodes are executing and at least
one (say u) is unsaturated. In this case, this elastic node waited for wait(u) ≥
w(u) worker steps and was launched with a(u) < c(u) workers. Say it waited
for wait− time(u) time steps — we know that wait− time(u)≥ wait(u)/a(u)≥
w(u)/a(u). In addition, the total execution time of this node is w(u)/a(u) <
wait−time(u). Therefore, the total idle time of any worker p while u is executing
is at most wait−time(u). Note that while u was ready and waiting, p was always
assigned to some other node, but it was never idle, since a node is only idle
if no node is ready. Therefore, the total number of idle steps of this type can
be bounded by the sum of work steps (bounded by W ) and the waiting steps
(bounded by W +E(P−1)).

Therefore, the total number of processor steps, which is the sum of work steps, idle
steps and waiting steps is at most O(W +(P− 1)(S+E)). Since we have P workers,
there are P steps in each time step. Therefore, the total execution time is O(W/P+S+
E).

5 Theoretical guarantees in a work-stealing runtime
In this section, we will analyze the work-stealing scheduler for executing computations
with elastic nodes. We first describe the regular work-stealing scheduler for computa-
tions without elastic nodes and state its bounds. We then describe the modifications to
handle the elastic nodes and prove the runtime bounds.

5.1 Work-Stealing Scheduler for Computations without Elastic Nodes
A work-stealing scheduler for programs without elastic nodes works as follows: A
program is executed by P workers each of which has its own private deque (double
ended queue) of ready nodes. At any time, a worker p may have a node u assigned
to it — which means that p is in the process of executing u. When a worker finishes
u, if u enables one other node v, it may enable 0, 1 or 2 nodes. Note that a node u
enables v if u is the last parent of v to finish executing; since the out-degree of any node
in G is at most 2, a node can enable at most 2 children. If u enables 1 child v, then
v is immediately assigned to p. If it enables two nodes v1 and v2, the left child v1 is
assigned to p and the right child v2 is put at the bottom of p’s deque. If u enables no
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nodes, then the node at bottom of p’s deque is assigned to it. If p’s deque is empty,
then p becomes a thief, selects another worker p1 as a victim at random and tries to
steal from the top of p1’s deque. If p1’s deque is not empty and p gets a node, then the
steal attempt is successful, otherwise p tries to steal again.

Blumofe and Leiserson [7] prove that this randomized work-stealing scheduler fin-
ishes a computation with work W and span S in expected time O(W/P+S) time on P
worker threads.

5.2 Work-Stealing Scheduler for Elastic Computations
We can now understand the changes that we propose for work-stealing schedulers when
they execute computations with elastic nodes. Now a worker’s assigned node may be
a strand or an elastic node. When worker p completes an assigned node u, again it
enables 0, 1 or 2 nodes and it behaves in exactly the same way as the regular work
stealing scheduler. Similarly, if a worker’s deque is empty, it becomes a thief. When
a strand is assigned to p, p immediately starts executing it. However, the changes due
to the elastic nodes affect what happens on steals and what happens when a worker is
assigned an elastic node:

1. If an elastic node u is assigned to p, then u does not start executing immediately.
Instead, it starts waiting and p is also said to be waiting on u.

2. When p is a thief, it randomly chooses a victim q and tries to steal from q. If q
has a waiting elastic node assigned to it (that is q is waiting on an elastic node
u), then u is also assigned to p and p also starts waiting on it. At this time a(u)
is incremented by 1. Therefore, an elastic node may be assigned to multiple
nodes. Otherwise (if q is not waiting on an elastic node) p steals the node at the
top of q’s deque. Just as the normal work-stealing scheduler, if it succeeds in
stealing node u, then u is assigned to p; if the deque is empty then the steal is
unsuccessful and p tries again.

3. While u is waiting, its total waiting time wait(u) is incremented by a(u) in every
time step.

4. An elastic node starts executing when either a(u) = c(u) — c(u) workers are
waiting on it and it is saturated; or its total wait time wait(u)≥ w(u).

5. When an elastic node finishes executing, the worker which first enabled the elas-
tic node enables its children. All other workers which were assigned to the elastic
node start work stealing. Note that all their deques are empty at this time since
they were allocated to the elastic node when they tried to steal.

5.3 Analysis of Work-Stealing Scheduler
We will now prove the bound on the completion time of the above work-stealing sched-
uler.
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Theorem 2 Given a computation graph with E elastic nodes, work W and span S,
the expected execution time of this computation on P workers using the work-stealing
scheduler is O(W/P+S+E lgP).

If we compare this result to the result for computations without elastic nodes, we
notice that the additional term is only E lgP. This term is negligible for any compu-
tation where the number of elastic nodes is O(T1/P lgP) — which implies that most
elastic nodes have parallelism Ω(P) and at most 1/ lgP fraction of the work of the
computation is contained in elastic nodes.

We mention that the constant factors hidden within the asymptotic bounds are not
much larger than those hidden within the standard work-stealing bounds. In particular,
an additional terms similar to O(E lgP) would also appear in the standard work-stealing
scheduler if we consider the contention on the child counter (generally ignored).

In this section, without loss of generality, we assume that each strand is a unit time
computation. A longer strand is simply expressed as a chain of unit time strands. This
simplifies the analysis. As with work-sharing analysis we separately bound the types
of steps that a worker can take at any time step. A worker could be working, waiting
on an elastic node or stealing. As in the work-sharing scheduler, the total number of
work-steps is at most W ; and the total number of waiting steps is at most W +PE.
Therefore, we need only bound the number of steal steps.

We classify steal attempts in three categories: (1) regular steal attempts occur when
no elastic node is waiting and no unsaturated elastic node is executing. (2) waiting
steal attempts are those that occur when some elastic node is waiting. (3) irregular
steal attempts occur when some unsaturated elastic node is executing and no elastic
node is waiting. We will bound the number of steal attempts in these three categories
separately.

Intuition for analysis

We adopt a potential function argument similar to Arora et al.’s work-stealing analy-
sis [4], henceforth referred to as ABP. In the ABP analysis, each ready node is assigned
a potential that decreases geometrically with its distance from the start of the dag. For
traditional work stealing, one can prove that most of the potential is in the ready nodes
at the top of the deques, as these are the ones that occur earliest in the dag. Therefore,
Θ(P) random steal attempts suffice to process all of these nodes on top of the deques,
causing the potential to decrease significantly. Therefore, one can prove that O(PS)
steal attempts are sufficient to reduce the potential to 0 in expectation.

The ABP analysis does not directly apply to bounding the number of steal attempts
for computations with elastic nodes for the following reason. When an elastic node
u becomes ready and is assigned to worker p, it remains assigned until it completes
execution. But u may contain most of the potential of the entire computation (partic-
ularly if p’s deque is empty; in this case u has all of p’s potential). Since u cannot be
stolen, steals are no longer effective in reducing the potential of the computation until
u completes. Therefore, we must use a different argument to bound the steal attempts
that occur while u is assigned to p.
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Regular Steal Attempts: These occur when either a worker is assigned an elastic
node (the normal ABP argument applies) or any elastic node that is assigned is satu-
rated and is executing. To analyze this case, we use a potential function argument very
similar to the ABP argument, but on an augmented DAG in order to account for steal
attempts that occur while a saturated elastic node is executing.

Waiting Steal Attempts: These occur when some elastic node (say u) is waiting —
at this time, u is assigned to some worker(s), say p and p′. If any worker q tries to
steal from p or p′ during this time, then q also starts waiting on u and a(u) increases by
1. Therefore, only a small number of steal attempts (in expectation) can occur before
a(u) = c(u) and u becomes saturated and stops waiting. We use this fact to bound the
number of waiting steal attempts.

Irregular Steal Attempts: These occur when no elastic node is waiting and some
unsaturated elastic node is executing. The analysis here is similar to the one we used
to account for idle steps in the work-sharing scheduler. Since this elastic node started
executing without being saturated, it must have waited for at least w(u) time — and
during this time, all the workers not assigned to this elastic node were busy doing
either work or waiting steal attempts. Therefore, any steal attempts by these workers
can be amortized against these other steps.

We now provide the formal analysis.

Bounding regular steal attempts

As mentioned above, for analysis purposes, we augment the computation dag G and
create a new dag G′. In G′, we add c(u) chains of w(u)/c(u) dummy nodes each of unit
execution time between each elastic node u and its parent node that enables it. We first
state a relatively obvious structural property of G′ that states that augmenting the dag
does not asymptotically increase its work or span.

Property 1 The work of G′ is WG′ = O(W ) and its span is SG′ = O(S).

For analysis purposes, we assume that the work-stealing scheduler operates on G′

instead of G with the following modifications.

Elastic node u starts executing on c(u) workers ( saturated) w(u)/c(u) dummy nodes
are placed at the bottom of all of these c(u) workers’ deques (we have enough
dummy nodes to do so, since we have c(u) chains each of length w(u)/c(u)
nodes). When the elastic node u finishes executing, all of its dummy nodes dis-
appear from all the deques of workers assigned to it. Note that there are never
any nodes below dummy nodes on any deque, since no other nodes are enabled
by any of these c(u) workers while they are executing the elastic node u.

p tries to steal from q who has only dummy nodes Since a dummy node is at the top
of q’s deque, p simply steals this top dummy node and this dummy node immedi-
ately disappears and q tries to (randomly) steal again. Note that q’s deque would
otherwise be empty and p’s steal attempt would be unsuccessful. Therefore,
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this operation simply converts some unsuccessful steals into successful ones for
accounting purposes.

Note that these rules for the execution of G′ do not change the actual execution of the
scheduler at all on G; they are purely used for making the analysis easier.

Lemma 3 While a saturated elastic kernel u is executing, none of workers assigned to
u ever have an empty deque.

PROOF. A saturated elastic node executes for exactly w(u)/c(u) time. On each time
step, there is at most one successful steal attempt from each worker. Therefore, there
can be at most w(u)/c(u) steal attempts from each of the workers executing saturated
elastic node u while it is executing. Since we placed w(u)/c(u) dummy nodes on each
of these workers’ deques, their deques are never empty while u is executing.

We will define a potential function similar to one defined in the ABP paper, except
that we will use the augmented computation dag G′ to define this potential. Each node
in G′ has depth d(u) and weight w(u) = SG′ −d(u). The weights are always positive.

Definition 1 The potential Φu of a node u is 32w(u)−1 if u is assigned, and 32w(u) if u is
ready.

The potential of the computation is the sum of potentials of all (ready or assigned)
nodes u ∈ G′.

The following structural lemmas follow in a straightforward manner from the ar-
guments used throughout the ABP paper [4], so we state them without proof here. 1

Instead of giving the full proof, we explain the idea about why these lemmas apply and
why the augmented dag G′ helps with that. As we mentioned above, if an elastic node u
is assigned to p and p’s deque is otherwise empty, then u contains all of the potential of
p and therefore, the steal attempts with p as the victim no longer appropriately decrease
the potential. However, note that the augmented dag G avoids this situation, at least for
saturated elastic nodes. Due to Lemma 3, a worker p’s deque is never empty while it is
executing a saturated elastic node u. Therefore, any regular steal attempts (since they
only occur when either there is no elastic node assigned or all assigned elastic nodes
are saturated) from p’s deque still decrease the potential of the augmented dag G′.

Lemma 4 The initial potential is 3S′G and it never increases during the computation.

Lemma 5 Let Φ(t) denote the potential at time t. After 2P subsequent regular steal
attempts, the potential is at most Φ(t)/4 with probability at least 1/4.

Lemma 6 Suppose every “round” decreases its potential by a constant factor with at
least a constant probability. Then the computation completes after O(SG′) rounds in
expectation.

1 [4] does not explicitly capture these three lemmas as claims in their paper — some of their proof is
captured by “Lemma 8” and “Theorem 9” of [4], but the rest falls to interproof discussion within the paper .
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We can now use these lemmas to bound the total number of regular steal attempts.

Lemma 7 Total number of regular steal attempts is O(PS+P lg(1/ε)) in expectation.

PROOF. We say that a round consists of at least 2P consecutive regular steal attempts.
Using Lemmas 4, 5, and 6, we can conclude that the total number of regular steal
attempts is O(PS′G +P lg) in expectation. In addition, the from Property 1, we know
that S′G = O(S).

Bounding waiting steal attempts

A waiting steal attempt occurs when some worker p is waiting on an elastic node u.

Lemma 8 There are O(Pmin{lgc(u), lgP}) steal attempts in expectation while a par-
ticular elastic node u is waiting. Therefore, the expected number of waiting steal at-
tempts over the entire computation is O(PE lgP).

PROOF. A waiting elastic node starts executing either when it has waited for long
enough or when it is saturated. We will argue that after O(Pmin{lgc(u),P}) steal
attempts in expectation, it is saturated. If it starts executing before that by exceeding
its wait time, then the lemma is trivially true.

We say that a waiting steal attempt succeeds if some worker p steals from another
worker q who was waiting on some elastic node u and as a result p also starts waiting
on u. Note that this is a different definition of success than we generally use, but it is
useful for this section.

We will divide the steal attempts that occur while node u is waiting into phases.
The first phase Ru(1) starts when the node u starts waiting. Phase i starts when the
previous phase ends and ends after either an additional worker is assigned to u (there
is a successful waiting steal into u). It is obvious that there are at most min{c(u),P}
phases while u is waiting. Now we argue that during the phase Ru(i), the probability
that a waiting steal is successful and an additional worker starts waiting on u is at
least i/P. During the first phase, one worker is waiting on u. Therefore, during this
phase, the probability of a waiting steal succeeding is 1/P. After the first phase, 2
workers are waiting on u and therefore, the probability of a waiting steal succeeding is
2/P. Similarly for phase j. Therefore, while u is waiting, there are

∑min{c(u),P}
j=1 P/ j ≤

Pmin{lgc(u),P} waiting steal attempts in expectation (linearity of expectation).
We can sum over all elastic nodes and use linearity of expectation to get the bound

on the total number of waiting steals over the entire computation.

Bounding irregular steal attempts

We now bound the irregular steal attempts. The idea is very similar to the one used for
bounding idle steps in a work-sharing scheduler.

Lemma 9 The total number of irregular steal attempts is at most O(W +PE lgP).
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PROOF. irregular steal attempts occur when the some unsaturated elastic node u
is executing and no elastic node is waiting. In this case, this elastic u node waited
for wait(u) ≥ w(u) worker steps and was launched with a(u) < c(u) workers. Say it
waited for wait− time(u) time steps — we know that wait− time(u)≥wait(u)/a(u)≥
w(u)/a(u). In addition, the total execution time of this node is w(u)/a(u) < wait −
time(u). Therefore, the total number of steal attempts by some worker p while u is ex-
ecuting is at most wait− time(u). Note that while u was ready, p was either working or
performing waiting steals; it could not perform regular or irregular steal attempts since
they do not occur while some elastic node u is waiting. Therefore, the steals while u
is executing can be bounded by the work or steal attempts that occurred while u was
waiting. Summing over all elastic nodes u gives us the desired result.

Proof of Theorem 2: Combining Lemmas 7, 8 and 9 tells us that the total number
of steal attempts over the entire computation is O(W + PS + PE lgP). In addition,
we know that the total number of work steps and waiting steps is at most O(W +
PE). Therefore, if we add all types of steps and divide by P (since we have P worker
threads and each take 1 step per unit time), we get the overall expected running time of
O(W/P+S+E lgP).

6 Implementation details
We created ElastiJ, a system that supports the creation and execution of elastic tasks.
Our system extends the Habanero-Java library (HJlib) [17] with two new runtimes
— one which uses the work-sharing scheduler and another that uses work-stealing
scheduler; we include a JDK8 implementation and a JDK7 compatible one. We present
results using the work-stealing runtime, due to its better performance, as shown by
previous works [12, 15].

6.1 API
Elastic tasks are created using asyncElastic, which is a regular spawn call (async in
HJlib) with two additional parameters:

• work - w(u) The total amount of work performed by the task, described in esti-
mated time in milliseconds, if the task were to run sequentially.

• capacity - c(u) The amount of parallelism available, described by the maximum
number of workers that can join the task.

The capacity of a task is simply the approximation of its average parallelism — for
any task (even for non-data parallel tasks), we can simply assume that it is the task‘s
work (w(u)) divided by its critical path length (or span). The work w(u) is the total
running time of the task on 1 processor, and many tools exist to measure parallelism.
For instance, for CilkPlus programs, Cilkview measures the parallelism and this can be
used as c(u).

Two additional optional parameters: (b(u), e(u)) can be used to describe the com-
putation much like describing the iteration space for a loop. The runtime divides this
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range and assigns non-overlapping ranges to the workers executing the elastic node,
similar to OpenMP’s loop static scheduling [21], except that the number of workers is
dynamic, based on the number of workers are allocated to elastic node when it starts
execution. The body of the asyncElastic construct will receive two parameters, (start,
stop), which are set automatically by the runtime system when the task begins execut-
ing. Listing 6.1 shows a sample of code using JDK8 lambdas and Listing 6.1 shows an
example using anonymous inner classes in JDK7.

For computations that are not data-parallel these values can have a different mean-
ing or simply not be used in the body of the task. For example, we show in Section 7.2
an implementation of Quicksort, where the partition phase - a computation that is not
data parallel - is implemented using an elastic task.

Listing 1: Code sample using JDK8.
1 asyncSimt(work , capacity , begin , end , (start , stop) -> {

2 for (int i = start; i <= stop; i++) {

3 doWork(i);

4 }

5 });

Listing 2: Code sample using JDK7.
1 asyncSimt(work , capacity , begin , end ,

2 new HjSuspendingProcedureInt2D () {

3 @Override

4 public void apply(final int start , final int stop)

5 throws SuspendableException {

6 for (int i = start; i <= stop; i++) {

7 doWork(i);

8 }

9 }

10 });

6.2 Runtime implementation
ElastiJ implements both a work-sharing and a work-stealing runtime and the choice
is made by setting a property either programmatically or as a JVM argument. Both
runtimes use the same API, so applications can switch seamlessly between the two.
We give an overview of the work-stealing runtime implementation, with a focus on the
changes necessary to regular work-stealing runtimes, in order to support elastic tasks.
The work-sharing runtime requires a similar approach, and we omit its description
for brevity. Our implementation creates a from-scratch work-stealing runtime in Java,
due to the need for explicit thread management; in particular, extensions of existing
implementations, such as Java’s ForkJoin do not allow such control.

The runtime executes in the same manner as is described in Section 5. The runtime
starts the default number of workers (matching the machine number of cores), where
each performs regular work-stealing. Each has its own private deque of tasks, and a
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flag indicating if it is currently handling an elastic task. We create a new kind of task
u called an ElasticActivity which allows multiple workers to execute it, and contains
the information provided by the user in the API call. When a elastic node u is at the
bottom of some worker’s deque or is stolen by some worker, then this worker does
not immediately start executing it — instead it starts waiting on it. During the wait
time τ, other workers have the chance to join the elastic task, each worker p keeping
track of their own wait time τp. At any one point, there are some number of workers
a(u)≤ c(u) that have joined the elastic task u. If

∑a(u)−1
p=1 τp ≥ τ, then the task begins

to execute with a(u) workers. If a(u) = c(u) before the total wait time is reached, we
say the task became saturated and it will start straight away. Each worker joining an
ElasticActivity creates their own clone of the original activity, and will be assigned a
fraction of the task’s total work, once the waiting period is over

We now describe the mechanism used in practise by threads for waiting on an
elastic task. The simplest approach is as follows: the first thread to join starts to wait
w(u), the second thread wakes up the first and both of them continue to wait for half
of the remaining time, and so on. This approach causes a lot of overhead due to the
several sleep and notify calls, in particular in the case when many threads want to join
the task at once. A better approach is for the first thread to wait w(u) and store his wait
start time. The second thread uses this wait time to compute how much the first thread
already waited, and waits half of the remaining time, but not before storing the time
he starts the wait. The process goes on until the last thread either saturates the task or
has waited the remaining fraction of time and it can wake up all threads. This second
approach has the advantage that each thread only goes to sleep once and is woken up
once when it can go ahead and start the work. However this approach also experiences
a lot of overhead because of context-switching when the method wait is called. Since
the waiting threads do not perform any work, we looked into a third approach involving
a bounded busy-wait for each thread joining an elastic task. We have used the ”perf”
tool to examine context switches for these last two implementations and in practice
noticed an order of magnitude less context switches when doing busy-waiting rather
than wait/notify, and consequently a more performant runtime. It is this third approach
that we use in our experiments. In addition, the runtime uses as the total wait time a
fraction of the full estimated work given to the task, in order to account for the constant
factor in the theoretical proof, and thus offer competitive performance.

The asyncElastic construct we propose also includes an implicit phaser [24] for
all workers that join the task. As shown in previous work [20], the use of phasers
instead of barriers can provide additional performance benefits. Task creation can be
expensive, and by using fewer barriers, we remove the overhead of creating a new set
of tasks at each barrier point [24].

7 Experimental results
In this section, we use a series of benchmarks to demonstrate how elastic tasks perform
in different scenarios. In particular, we first assess if elastic tasks do have the potential
to provide better locality using an synthetic micro-benchmark. We use Quicksort and
FFT algorithms to demonstrate that elastic tasks are easily integrated into task-parallel
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recursive programs and provide easy adaptability between using normal task-parallel
constructs and the task parallelism of elastic tasks. Finally, we evaluate the perfor-
mance of ElastiJ using a set of benchmarks from the IMSuite [16] set. These bench-
marks use simple forall constructs, and do not exhibit any nesting. We aim to use these
to show little or no overhead from using elastic tasks, as well as how sensitive is the
system to the theoretical assumptions and API parameters.

The performance results were obtained on two platforms:

1. IBM POWER7: runs performed on a node containing four eight-core POWER7
chips running at 3.86GHz. Each core has L1 cache split into separate data and
instruction caches, and each being 32 KB in size for each core. The L2 cache is
256 KB in size and the L3 cache is 4 MB in size for each chip. The system has
256GB RAM per node, or 8GB per core.

Java version 1.7.0 21: Java HotSpot(TM) 64-Bit Server VM (build 23.21-b01,
mixed mode).

2. Intel Westmere: runs performed on a single Westmere node with 12 processor
cores per node (Intel(R) Xeon(R) CPU X5660) running at 2.83 GHz with 48 GB
of RAM per node (4 GB per core).

Java version 1.7.0: IBM J9 VM (build 2.6, JRE 1.7.0 Linux ppc64-64 20110810
88604 (JIT enabled, AOT enabled)

7.1 Benefit from locality
In Section 2, we described scenarios in which the use of elastic tasks could be benefi-
cial for temporal locality. In this section, we evaluate when the elastic node construct
provides locality benefits. We create a synthetic fork-join style benchmark with the
following structure:

• The benchmark spawns n tasks of type ua in a single finish scope, where n is a
multiple of the number of cores P.

• Each ua task accesses the same M elements of a vector A.

• Each ua task spawn P ub tasks, and each ub task accesses the same M elements
of a different vector B.

The capacity c(u) of each elastic task is P, the maximum number of machine cores.
All experiments in this section were obtained on the POWER7 for which P=32. The
program accepts a parameter to set the fraction α of ua tasks that are elastic tasks, and
creates n×α elastic tasks and (1−α)×n regular tasks (strands). The program spawns
α elastic tasks using asyncElastic (marked as ”Elastic” in the graphs), and (1−α)
simulated elastic tasks using async (marked as ”Async”). This simulation essentially
means creating P regular tasks (for each elastic task), which are all in parallel with each
other.

The setup described above enables us to compare regular task creation with the
creation of elastic tasks for different data footprint scenarios obtained by changing the
value of M.
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We expect a locality benefit due to the co-scheduling of the elastic tasks since all the
workers executing the elastic task access the same array A. Therefore, it is likely that A
will remain in the shared cache while this elastic task is executing. On the other hand,
when we convert this elastic task into a normal task-parallel for-loop with P strands,
these P strands may execute far apart in time — therefore, some of the ub tasks may
pollute the cache in the meantime.

We run experiments on the POWER7, by varying the fraction of elastic tasks: 0%≤
α≤ 100% (0% means all tasks are regular tasks (strands), while 100% means all tasks
are elastic). All experiments report the average of the 20 best iterations over 3 runs,
each with 30 iterations; this is to remove the JVM warm-up and variability between
runs [13].

The first experiment targets the L2 cache. We set the size of the arrays to M =
64000; with A being an integer of arrays this adds to 256KB of data. The results for
this run are shown in Figure 1a. We see that for the variants using regular tasks (Async)
the time is essentially constant between 0-100%, which shows that the adjustment in
task granularity do not affect the running time (i.e. there is already enough parallelism
to begin with, splitting the tasks could only incur overhead by making the tasks too
fine-grained, yet this is not the case either: both work just as well). For the elastic
tasks however we notice the time increases as more tasks are set as elastic. Since the
data was still rather small and the runs were short ( 70-100ms), this lead us to believe
that the overhead of the wait time is affecting the results. Before benchmarking, we
estimate the work with a sequential run of a single task, and extrapolate to estimate the
total work; but for such short runs this was far from precise. As such, we introduce a
slightly larger computation (32 more additions per iteration inside each task), leading
to runs of 2-3s. The results are shown in Figure 1b. We notice that there is no longer
a time increase for elastic tasks, and as claimed in Section ??, the use of elastic tasks
should not hurt performance. We repeated the above experiments for bigger loads and
a larger number of tasks for the same M, as well as for M = 72000 which amounts to
the size of the L1+L2 caches. The results were similar. We see that as long as a task
runs for at least 1 ms, it can be expressed as an elastic task with little or no overhead
(note that originally we had 800 tasks, all running in <80ms).

The second experiment involves larger data and targets the L3 cache. We set the
size of the arrays to M = 1.000.000; with A being an integer of arrays this adds to 4MB
of data. Note that we ignore the L1 and L2 caches, under the claim that the size chosen
is large enough to ensure at least some evictions for, even if not the data in its entirety.
The experimental results are in Figure 2a. show elastic tasks make a difference when
M is large enough to cause the ub tasks to evict part of the A data from L3 cache. We
notice that for elastic tasks the execution time remains essentially constant, while for
regular tasks the performance is degrading as we increase their number. As noted in the
previous experiment, the task granularity was not a problem (task size is kept identical
as in the experiments from Figure 1a), so the action of splitting the task cannot be the
cause. We therefore go back to what we inferred and assume the data accessed by tasks
DA is being invalidated by tasks DB. We use the per f tool on the POWER7 to confirm
this. Figure 2b plots the cache misses obtained by the per f tool. We see that for the
number of cache misses becomes up to 1.7× when using regular tasks as opposed to
elastic tasks.
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(a) Very small tasks: M iterations, M array ac-
cesses, M additions.

(b) Medium tasks: M iterations, M array ac-
cesses, M*32 additions.

Figure 1: Comparing Elastic with Async. The Y axis shows the times divided by the
0% time. The X axis is the fraction of tasks that are elastic and simulated elastic for the
Elastic and Async lines respectively. Data accessed is 256KB, the size of the L2 cache
(A is an array of integers, M = 64000). The time for 0% is the same for both curves:
(a) 76ms and (b) 2.2s. Figure (b) shows increased load to account for the overhead of
waiting.

(a) The times for 0% are approximately 1.4s. (b) The cache misses for 0% are 7.3billion.

Figure 2: Comparing FJ-Elast with FJ-Async, where data accessed is 4M, the size of
the L3 cache (M = 1.000.000, A is an array of integers). The X axis is the fraction of
tasks that are elastic and simulated elastic for the Elastic and Async lines respectively.
The Y axis shows normalized values based on the 0% value.
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We conclude that the use of elastic tasks should be used in a setting where their
granularity amortizes the overhead of setting them up and that they can offer perfor-
mance benefits due to temporal locality.

7.2 Adaptability
We argue that elastic tasks provide a benefit that they integrate seamlessly with normal
task parallelism which is suited to recursive algorithms. The quicksort algorithm is a
recursive divide-and-conquer algorithm and can be easily expressed as a task-parallel
program using async-finish or spawn-sync constructs. However, the divide step of this
divide-and-conquer program consists of a partition step. While partition can be ex-
pressed as a divide-and-conquer algorithm, that is a cumbersome implementation with
a large overhead — most parallel implementations of quicksort simply use a sequential
partition algorithm.

In this section, we evaluate the benefit of implementing the partition algorithm as
an elastic task [26]. Note that the partition step is called at every level of recursion
of the quicksort algorithm. The advantage of using elastic tasks for expressing it is
that the number of workers assigned to this partition step is decided at runtime. At the
shallow levels of the recursion tree where there is not much other work being done,
the partition will be automatically assigned more workers. At deeper levels of the tree,
when there is already enough other parallel work available, there won’t be too many
steals and partition will execute mostly sequentially (since workers only join an elastic
node when they steal). Therefore, elastic tasks provide automatic adaptability without
any in-code instrumentation.

In Figure 3a, we compare a parallel implementation for quicksort with a paral-
lel partition phase implemented with N asyncs, with N=# of machine cores, or as an
elastic task. We present the results normalized on the aync runs, to make clear the
gain percentage rather than times. In Figure 3b, we compare two implementations of
FFT, where the recombine phase is implemented either as a binary tree spawn using
asyncs or as an elastic task. For both quicksort and FFT we used a rough estimate for
the work: array length/a constant; additional opportunities exist for auto-tuning the
work based on the input, recursion depth, etc. We present results for both benchmarks
on the POWER7 and the Westmere, by using the 30 best iterations out of 90 iteration,
using 3 JVM invocations. For both architectures we get on average 10% gain from
using elastic tasks in the parallel partition. We also note that the gains are larger when
the datasizes increase, i.e. where the use of elasticity offers freedom in scheduling. We
believe this trend will be beneficial with future large scale applications, but additional
work is required to ensure this.

7.3 Sensitivity analysis
We use 8 benchmarks from the IMSuite Benchmark Suite [16] to compare regular task
spawning with the creation of elastic tasks. All benchmarks use the forAll construct
which we convert to elastic tasks. In these benchmarks, there is at most a single forAll
loop active at a time, with no additional tasks running simulataneously with it, and the
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(a) Quicksort: Small dataset is 10mil, large
dataset is 100mil.

(b) FFT: Small dataset is 2ˆ22, large dataset is
2ˆ23.

Figure 3: Elastic task runs normalized over async finish runs. Values > 1 mean elastic
runs are better.

data accessed by any loop is small enough and it will always fit in the lower cache lev-
els. This means that this is the worst case scenario for using elastic tasks since it does
not offer any opportunity for benefits from elasticity. Our goal in using these bench-
marks is to demonstrate low overhead for elasticity, by showing on-par performance
compared to regular task spawning (async/ finish primitives). We discover however
that with proper tuning elastic tasks can offer benefits even in this scenario due to their
resilience to the theoretical assumptions and to the elastic task parameters. We create
a sensitivity analysis to the assumption that elastic task u should exhibit linear scaling
with c(u) and to the variations on the estimated work w(u) that the user provides.

The benchmarks we use are the following:

• BFS Bellman Ford: computes the distance of every node from a given root. The
benchmark simulates message passing, starting with the root node passing its
neighbors its distance to them.

• BFS Dijkstra: creates a tree starting from a given root of a network. Each time-
step t, the nodes at distance t from the root are added to the tree.

• Byzantine Agreement: obtain a consensus vote among all the nodes in a network
with hazardous nodes.

• k-Committee: partitions the nodes in a network into committees of size at most
k (k=6), using some nodes designated as initial committee leaders.

• General Leader Election: finds the leader for a set of nodes organized in any
general network. It computes the leader and the diameter of the network.

• Minimum Spanning Tree: generates a minimum spanning tree for a weighted
graph. The minimum weighted edge is used to link together parts of the graph,
starting from individual nodes.
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Figure 4: Speedups for IMSuite benchmarks on POWER7. Geomean of elastic times
normalized over async finish runs (>1 if elastic runs are better) is 0.953

Figure 5: Speedups for IMSuite benchmarks on Westmere. Geomean of elastic times
normalized over async finish runs (>1 if elastic runs are better) is 1.160

• Maximum Independent Set: generates a maximal independent set of nodes using
a randomized algorithm.

All benchmarks use an input size of 512 nodes, and the input files from the IMSuite
website.

Figures 4 and 5 give the speedups for 8 benchmarks from the IMSuite on the West-
mere and POWER7 platforms. We use an average over the 50 best runs out of 150
runs over 3 JVM invocations, and compute speed-ups compared with a pure sequential
implementation.

We notice that the performance is comparable with regular task spawning, but that
this varies between platforms. On the Westmere platform we notice better performance
using elastic tasks for many of the benchmarks. We tested how these benchmarks scale
(Figure 6 and found that all of them fail to scale past 8 cores on this platform. As a
results, even though for 2 cores the Async implementation runs faster, on 12 cores it
is the Elastic implementation which performs best. This shows that elastic tasks can
be used to tune applications even when the theoretical guarantee of linear scaling is
violated.

Furthermore, we looked into how sensitive the applications are to the API param-
eters. We look into sensitivity with the estimated work w(u), as it doesn’t make sense
to restrict the capacity of a task (this can only limit the parallelism, something that can
be done using w(u) too). We ran all benchmarks with the same w(u) used in the previ-
ous experiments – W–, as well as values smaller and larger than W(W/10, W/5, W*5,
W*10, W*20, W*100), in order to determine how these benchmarks behave when the
work estimation is not perfect. We show these results in Figure 7.
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(a) Bel (b) Byz (c) Dji (d) Kcom

(e) Leaddp (f) Mis (g) Mst (h) Vertex

Figure 6: Scaling results. Y axis is Time(s), X axis is the number of cores.

Figure 7: Sensitivity results on Westmere. X axis is time normalized on W.
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Let us make some important observations on these results:

• First of all, a glance at these results shows that the running time variation when
Wis varied is not large and that in most cases the added overhead is at most 10%.
The few cases where the percentage-wise variation is larger, are quantitatively
very small in terms of actual time (see Figure 8).

• We see that for almost all benchmarks the times are large when the estimated
work is too small (e.g.W/10). This is expected, since a small estimation means
not enough wait time for threads to join the task, so we are wasting the internal
parallelism of the task and decreasing the scalability of the overall computation.

• On the other side of the spectrum, we see that if we have a large estimated work,
we delay the computation long enough for c(u) to join. Considering the earlier
scalability results this is not the ideal case. So we have two combined causes for
the performance degradation: a longer wait time for threads to join the task and
a larger running time on 12 cores.

• Benchmarks Bel, Leaddp and Mis seem to exhibit a larger variation, especially
when the estimated work is high. Note however that these are short running tasks
and Figure 7 plots the normalized times. If we look at the same results when we
plot Time on the X axis instead (Figure 8), we see that the time variation is quite
small.

• The Byz benchmark is the longest running and also the one which exhibits the
worst performance loss past 8 cores. The results we see in Figure 7 tell us that the
estimated time Wis not optimal, but that a smaller value, such as W/10 will yield
better performance. It is obvious that for any long running task, the estimated
time will also be large, which will allow more threads to join; considering the
scaling of Byz, this is sub-optimal.

• We also note that the largest errors are obtained for the largest wait times. This is
easily explained by the randomized way that threads join an elastic task, which
can vary between runs.

Our ongoing work involves looking into the sensitivity analysis on the POWER7
platform.

Our intuition is that the use of elastic tasks can be sensitive to the number of threads
that join. On the POWER7, 32 threads need to join; on the Westmere, only 12. This
can lead to a performance penalty on a large number of cores, due to the additional
wait time. This can be resolved with an accurate estimation and using a compiler
transformation which splits an elastic task into multiple tasks using a threshold for the
maximum amount of threads a task can wait on. This is saying that the additional
constant factor E lgP in Theorem 2 can become detrimental when P is very large.

We conclude our overall results with the following observations: (a) elastic tasks
give a common API for expressing task and SPMD parallelism and are straightforward
and easy to use; (b) they can benefit from locality due to their coscheduling property;
(c) they can be used to adapt the degree of parallelism for recursive benchmarks; (d)
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Figure 8: Sensitivity results on Westmere. X axis is time.

they can offer comparable performance with forall constructs, and, even though they
can also incur a performance penalty, they are fairly resilient to the theoretical assump-
tions of elastic tasks and to the user-provided parameters. We claim the elastic primitive
has a lot of potential and our results show it is worth looking into further.

8 Related work
The closest work related to elastic tasks is described as team-building [27] where they
allow the programmers to express data-parallel tasks and the programmer specifies
the number of workers that must be allocated to each of these tasks (therefore, these
tasks are inelastic) and the runtime finds enough workers to allocate to this task before
launching it. As mentioned in Section 1, our approach is quite distinct from theirs.
In particular, the number of workers which join a elastic node is decided at runtime
and we require no centralized coordination. In addition, we give theoretical proofs that
the enhanced scheduler gives the same asymptotic bounds as a regular work-stealing
scheduler.

The problem of thread scheduling for locality improvements has been investigated
in depth for work-stealing schedulers [15, 22, 9], both shared memory [15] and dis-
tributed [22, 9], both in a UMA [29] and in a NUMA [6, 9] context. ADAPT [18]
proposes a framework implemented at OS level, which adapts the number of threads it
gives to a program, on machines where multiple programs concurrently. These works
are orthogonal to elastic tasks and could benefit from one other.

There have also been ample work in the area of co-scheduling of tasks in distributed
environments. DETS [28] proposes the use of a pool of tasks, much like a work-sharing
scheduler, but with the limitation of assigning a master to handle the common work
pool and the creation or restart of workers, which can be both unreliable and inefficient
on distributed machines. A previous study [25] looked at a series of works which
attempt to do coscheduling of tasks in general; this requires a coordinated effort which
adds a lot of overhead in the absence of additional information. The authors formulate
a mathematical model in order to analyze the approaches proposed thus far. Our work
can ease the challenge of coscheduling of tasks, when computations are expressible as

25



an elastic task, and it can also be coupled with existing strategies. A more restrictive
form of co-scheduling is gang scheduling. This is generally used for inelastic tasks
since the tasks often assume that they will have a fixed number of threads (generally,
all the threads in the machine) when they are scheduled.

9 Conclusions
In this paper we introduced the concept of elastic tasks, a construct that enables pro-
grammers to express adaptive parallel computations and rely on an elastic runtime to
offer good performance from locality and load balancing. We proved that the work-
sharing scheduler completes a computation with work W and span S in O(W/P+S+E)
time, where E is the total number of elastic tasks, and that the work-stealing scheduler
completes the computation in O(W/P+ S+E lgP) expected time. We also showed
preliminary practical results, that elastic tasks have the potential of improving the lo-
cality of computations, can yield comparable performance with regular tasks and that
they are able to adapt at runtime, based on the load of the application.

There are many directions for future work. As discussed in Section 2, elastic tasks
are potentially useful for writing portable applications that can run on heterogeneous
machines that contain both CPUs and GPUs. It would be interesting to see what kind
of theoretical guarantees and/or practical performance can be achieved using such run-
time designs. We are also interested in investigating extensions to ElastiJ for distributed
systems where we have clusters of multicore processors. On a related note, it would be
interesting to extend our approach to take more of the machine topology into account,
so that the workers assigned to an elastic task share a certain level of proximity. In
this scenario, the locality benefits of elastic tasks should be more pronounced. Finally,
elastic tasks have a potential to be useful for multiprogramming environments. In par-
ticular, say we have two programs, each of which is a data-parallel loop. If these are
expressed as inelastic tasks, then they may result in extra overhead due to the creation
of too many worker threads, as well as unpredictable allocations of processor cores
to the two applications. We could extend elastic tasks to encode a fairness constraint
allowing both programs to share the workers equitably without the programmer having
to explicitly specify how many workers each program should get. Elastic tasks could
also be used to support the execution of multiple OpenMP regions in parallel, should
the OpenMP specification explore that possibility in the future.
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tributed work-stealing on selective locality-aware tasks. In Proceedings of the
2013 42Nd International Conference on Parallel Processing, ICPP ’13, pages
100–109, Washington, DC, USA, 2013. IEEE Computer Society.

[23] James Reinders. Intel threading building blocks. O’Reilly & Associates, Inc.,
Sebastopol, CA, USA, first edition, 2007.

[24] Jun Shirako, David M. Peixotto, Vivek Sarkar, and William N. Scherer. Phasers:
a unified deadlock-free construct for collective and point-to-point synchroniza-
tion. In ICS ’08: Proceedings of the 22nd annual international conference on
Supercomputing, pages 277–288. ACM, 2008.

[25] Mark S. Squillante, Yanyong Zhang, Anand Sivasubramaniam, Natarajan Gau-
tam, Hubertus Franke, and Jose Moreira. Modeling and analysis of dynamic
coscheduling in parallel and distributed environments. In Proceedings of the 2002
ACM SIGMETRICS International Conference on Measurement and Modeling of
Computer Systems, SIGMETRICS ’02, pages 43–54, New York, NY, USA, 2002.
ACM.

[26] Philippas Tsigas and Yi Zhang. A simple, fast parallel implementation of quick-
sort and its performance evaluation on sun enterprise 10000. In PDP, pages 372–.
IEEE Computer Society, 2003.

28



[27] Martin Wimmer and Jesper Larsson Träff. Work-stealing for mixed-mode par-
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