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Abstract—This paper presents a unified formal framework
for integrated circuits (IC) Trojan detection that can simulta-
neously employ multiple noninvasive measurement types. Hard-
ware Trojans refer to modifications, alterations, or insertions to
the original IC for adversarial purposes. The new framework
formally defines the IC Trojan detection for each measurement
type as an optimization problem and discusses the complexity. A
formulation of the problem that is applicable to a large class of
Trojan detection problems and is submodular is devised. Based
on the objective function properties, an efficient Trojan detection
method with strong approximation and optimality guarantees is
introduced. Signal processing methods for calibrating the impact
of inter-chip and intra-chip correlations are presented. We define
a new sensitivity metric which formally quantifies the impact
of modifications to each gate on the Trojan detection. Using
the new metric, we compare the Trojan detection capability of
the different measurement types for static (quiescent) current,
dynamic (transient) current, and timing (delay) measurements.
We propose a number of methods for combining the detections
of the different measurement types and show how the sensitivity
results can be used for a systematic combining of the detection
results. Experimental evaluations on benchmark designs reveal
the low-overhead and effectiveness of the new Trojan detection
framework and provides a comparison of different detection
combining methods.

I. INTRODUCTION

The prohibitive cost of manufacturing ICs in nano-meter
scales has made the use of contract foundries the dominant
semiconductor business practice. Third-party IP integration is
the key to address the increasing disparity between the poten-
tial capacity of the scaled technology and the design productiv-
ity for satisfying the time to market constraints. Unauthorized
IP usage, IC overbuilding, and insertion of additional malware
circuitry (Trojans) are a few of the major threats facing the
horizontal IC industry where the IP providers, designers, and
foundries are separate entities [1]. Since the ICs form the core
computing and communication kernels for the governments,
defense, and industries today, ensuring IC trust in presence of
an untrusted foundry is of paramount importance. The Trojan
attacker modifies the original design to enable an adversary
to control, monitor, spy contents and communications, or to
remotely activate/disable parts of the IC. Trojans are often
hidden and are rarely triggered or functionally activated as
needed.

A standing challenge for noninvasive IC testing and Tro-
jan detection is dealing with the increasing complexity and
scale of the state-of-the-art technology. Continuous CMOS
scaling has made possible integration of billions of gates
into a single multi-layer chip with a limited number of pins.

Internals of the complex chips are inherently opaque. Scaling
to the physical device limitations and mask imprecisions
cause nondeterminism in chip characteristics. It is hard to
distinguish between the characteristic deviations because of
the process variations and the alterations due to the Trojan
insertion. What complicates the problem even more is that
the space of possible changes by the adversary is large. Very
little is known or documented about IC Trojan attacks. The
possible adversaries are likely financially and technologically
advanced and thus, intelligent attacks are possible. Because of
the hidden functional triggering of Trojans, the logic-based
testing methods are unlikely to trigger and distinguish the
malicious alterations. The conventional parametric IC testing
methods have a limited effectiveness for addressing Trojan
related problems. Destructive tests and IC reverse-engineering
are slow and expensive.

Recently a number of effective methods for IC Trojan de-
tection were proposed. Several authors used the power supply
transient current signal for Trojan detection [2], [3], [4], [5].
Agrawal et al. [2] propose a Trojan detection framework where
different measurement types can be potentially used, but only
described the practical details and evaluation results for the
transient current. The detection method is based on exhaustive
and destructive testing of a number of Trojan free ICs, and then
hypothesis testing for detecting the altered chips. Rad et al. [3],
[4] used dynamic current measurements from multiple supply
ports and experimental calibration and empirical sensitivity
analysis. Using the timing signal signature by testing multiple
path signatures was suggested [6]. Gate level characterization
for Trojan detection was proposed [7] but no systematic formal
analysis or optimal algorithms were discussed. The available
methods are either based on ad-hoc measurements, heuristics
for detection, calibration and test or they use costly and
slow destructive tests. No systematic method for IC malware
detection, combining multiple modalities with optimality guar-
antees, or calibration is presently available.

This paper formally devises a new unified framework that
simultaneously integrates the results of several noninvasive
measurement types. Each noninvasive measurement type is
called a modality: unimodal detection employs a single mea-
surement modality for finding the internal characteristics of the
chip, while multimodal detection combines the measurements
from several modalities to reveal the unwanted changes to
the original design. We show that the detection objective for
each modality is submodular. The submodularity property
formalizes the intuition that inserting a Trojan would have a
higher impact on a small circuit than inserting the same Trojan



2

to a larger circuit that contains the smaller circuit as a subpart.
The concept is demonstrated in Figure 1. The design

consists of 9 gates G1, . . . , G9, 6 inputs and 2 outputs. A
Trojan gate GT is added. Consider a subcircuit of this design
composed of gates G1, . . . , G5 in the dotted square that also
includes GT . Now, for one input vector applied to the circuit,
the ratio of the current leaked by GT to the rest of the
circuit leakage would be higher for the subcircuit compared
to the whole circuit. We exploit the theoretical results known
for submodular functions to propose a near-optimal Trojan
detection algorithm. Our contributions are as follows:
• A unified noninvasive Trojan detection framework is
proposed. The framework translates the abnormal behavior
disclosed by the different measurement modalities to the gate
level profiles and analyzing the results. The method does not
require any changes to the current industrial practices in design
and manufacturing.
• For each measurement modality, we formulate the opti-
mization problem for simultaneous gate level profiling and
Trojan detection and show that the problem is NP-hard. A new
Trojan detection formulation based on objective separation
is devised. The key results is that we demonstrate that the
unimodal Trojan detection objective function is submodular.
• The objective function submodularity is exploited for
devising an iterative optimization algorithm that achieves a
near-optimal unimodal detection (within a constant fraction
of the optimal solution) for the NP-hard detection problem.
Calibration is done to mitigate the impact of process variations.
• We discuss how the cumulative statistics and the detection
results can be used for classifying the ICs based on the Trojan
symptoms and for speeding-up the detection process.
• Based on the measurement matrix for each modality, we
define a new sensitivity metric that formally quantifies the
change in the system response based on the alterations in each
gate level profile. Therefore, we are able to systematically find
parts of the circuit that are less sensitive to Trojan insertion.
• Extensive evaluations of the new detection framework is
performed in presence of varying process characteristics and
measurement noise on benchmark designs. We implement,
evaluate, and compare the characteristics of the Trojan free
circuits to the modified ones. Experiments confirm the sub-
modularity property and convergence of our algorithm. We
show the benefits of multimodal detection compared to the
earlier unimodal methods.
• We devise and compare six methods for combining the
results of multiple unimodal detections based on their prob-
ability of detection (PD) and the probability of false alarm
(PFA) on the benchmark designs.G1G2G3 G9G4G5 G8G7G6i1i2i3i4 o1i5i6 o2v1v2 GTv3 v4v5 v6v7vT

Fig. 1: The submodular property.

II. PRELIMINARIES

In this section, we provide the necessary background to
make the paper self-contained.

(i) Process variations. As the CMOS dimensions shrink,
uncertainty in the device characteristics increases. Small varia-
tions in transistor feature sizes and dopant level are inevitable.
In sub-65nm technologies in production and use today, the
variation is large compared to the device dimension. As a
result, VLSI circuits exhibit a high variability in both delay and
power consumption, monotonically increasing with scaling.
The variations might be temporal or spatial. In controlled
settings, the dominant source of difference between the chips
is the spatial variation [8], [9].

Spatial variation may be intra-die, or inter-die, and could be
systematic or random. We use the widely adopted Gaussian
variation models [9]. Random variations result from fluctu-
ations in the manufacturing process. The random inter-die
variation represents the fluctuations between different dies on
the same wafer and is constant across the gates on a single
chip. The random intra-die component represents variations
among different devices on the same chip. The systematic
variation has a deterministic trend on an IC that is a result of
physical imperfections in the manufacturing process that can
be calibrated [9]. Timing and dynamic power variations are a
linear function of the variations and follow the same Gaussian
patterns, while the leakage has an approximately lognormal
distribution. Our approach works for the stationary process
variation models.

(ii) Trojan threat model. From the conventional testing and
inspections point of view, the Trojan IC has exactly the same
set of I/O pins, has the same deterministic I/O response as
the original plan, and has the same physical form factor.
The measurements are considered to be stationary, and the
measurement noise is considered to be i.i.d. A Trojan causes
a change in the statistical distribution of the estimated gate
characteristics that otherwise follow the process variation
distributions. Our method uses the likelihood of the post-
silicon characteristics for detection. The intra-chip correlations
are assumed to have a lower amplitude when compared to
the impact of the Trojans on the estimated profiles. The
nominal values for the gate characteristics are available via the
factory provided simulation models needed to ensure design-
time power control and timing closure.

(iii) Measurement setup. The chip under investigation is
placed on a test board. A logic analyzer module generates
input patterns, applies the input vectors to the circuit input
and collects the outputs from the circuit, all while accurately
accounting for input and output signal timings. An oscillo-
scope monitors and measures the supply voltage and current
to the chip. Even though we use similar measurement set-up
as the conventional testing, our assumption is that the chip has
already passed the standard automatic test pattern generation
(ATPG) tests, and does not include any of the standard faults
(e.g., stuck at, open fault) [10].

For timing measurements, we exploit the classic timing test
and validation techniques: Given an input vector to a test chip,
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applying the test input vector with multiple clock frequencies
can give us the pass/fail behavior of the chips. Using the
pass/fail data, timing tests and validation models determine the
consistency of the observed behavior with the utilized timing
model in the pre-silicon design phase. The path delay would be
the shortest clock period for which the chip does not fail with
the intended input vector. This timing measurement method
has been shown to be possible by only a small set of frequency
tests. We use the testing pattern generation method described
in [11].Note that applying tests with several clock frequencies
is the common industrial practice for speed binning of the
processors. The leakage current can be measured via the
commonly known IDDQ test methods, where IDDQ refers
to the measurement of the quiescent power-supply current.
The IDDQ tests are often done via the off-chip pins by the
precision measurement unit (PMU) [12]. The dynamic current
tests are referred to as IDDT tests. IDDT tests can be done
by averaging methods that do not require high precision or
high frequency measurement devices needed for capturing the
transient signals [10].

(iv) Sequential vs. combinational circuits. This paper dis-
cusses detection of the Trojans for combinational circuits but
we emphasize that sequential circuit Trojan detection can also
be addressed by our approach. It is well-known that high
coverage tests of the sequential circuits are not feasible in
practice, unless scan chains are used. Since one cannot usually
control the current state lines of a sequential circuits nor
directly observe the next state lines, a sequence for setting
the circuit to the desired state is required [10]. In the test
scan-chain mode, all flip flops (FFs) form a shift register so
that the test input for the combinational logic part between
two flip flops can be scanned in (shifted in) and the output
is scanned out (shifted out). Scan-chains are an essential part
of conventional sequential designs today. From the point view
of testing by supplying the input vectors and measuring the
outputs, the scan-in and scan-out FFs can be considered the
input and output pins. We can apply our test vectors by
scanning them in to the target FFs and scanning out from the
proper FFs. The combinational circuitry in between the scan-
in and scan-out FFs can be tested by our method for detecting
the Trojans.

III. THE UNIFIED FRAMEWORK

Given an IC, the original layout and GDS-II (the design file
submitted to foundry), a set of noninvasive measurements for
each modality m, m = 1, . . . , M , where each measurement
is taken over an input vector or for a transition between two
input vectors, the goal is to identify the abnormal components
on the chips post manufacturing and packaging.

Figure 2 presents the overall IC Trojan detection framework
introduced in this paper. All the tests and measurements
performed on the chips are post-silicon, noninvasive, and non-
destructive. There are multiple side-channel measurements that
can be performed on the chip for the purpose of post-silicon
characterization. The focus on this paper is on evaluation of
the gate characteristics, but most of the algorithmic results and
detection procedures introduced are also applicable to other

Side‐ channelmeasurement mode 1Unimodalcalibration& anomalydetection Unimodalcalibration& anomalydetection Unimodalcalibration& anomalydetectionMultimodal combiningTrojan detection Trojan IC classification
Noninvasive IC testing Side‐ channelmeasurement mode MSide‐ channelmeasurement mode 2 Technology models

Fig. 2: The unified multimodal Trojan detection framework.

IC malware detection scenarios that assume a different Trojan
model. While we present our approach by using three im-
portant externally-observed measurement modalities of delay
(T ), quiescent current (IDDQ), and dynamic current (IDDT),
we emphasize that the introduced framework is generic and
can include any modality that measures a parametric function
of the gates or other component characteristics such as elec-
tromagnetic emanation measurements.

As shown on the figure, the gate level anomalies are detected
for each measurement modality. After that, the decisions by
the different modalities on each gate are fused together by
using various combining methods. A formal sensitivity metric
is introduced and utilized to quantify the impact of potential
changes for each measurement modality. The multiple ICs are
also classified for finding the IC groups that are modified in a
similar way (Trojan classification). The remainder of the paper
discusses the details of the unimodal and multimodal malware
(Trojan) detection.

IV. UNIMODAL TROJAN DETECTION

The basis of the unimodal Trojan approach is the gate
profiling discussed in Section IV-A. In Section IV-B we show
the detection problem is submodular for one objective function
and fixing the constraints. We further discuss the complex
structure of the general unimodal detection problem which
cannot be optimally addressed. We opt to use our prior knowl-
edge about the process variations and submodularity property
to address the problem in a hierarchical way. The precursor
for our hierarchical method is systematic calibration that is
discussed in Section IV-C. We define a sensitivity metric for
Trojan detection in Section IV-D. We also perform cumulative
unimodal profiling for Trojan classification in Section IV-E.

A. Gate profiling

In this subsection, we show how the side-channel mea-
surements can be decomposed to their gate level components
post-silicon. One can exploit the linear relationship between
the IC’s gate level profile and the side-channel measurements
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(constrained by the logic relations) to estimate the gate level
characteristics. We introduce a formal framework for this
problem:

Problem. UNIMODAL GATE PROFILING (MODALITY
M).

Given. A combinational circuit C, with NI primary inputs
x1, . . . , xNI

, and NO primary outputs z1, . . . , zNO
, where the

netlist and logic structure is fully available. The circuit consists
of interconnections of single-output gates where each gate Gk,
k = 1, . . . , Ng implements an arbitrary logic function. The
nominal profile of Gk for the modality M for each possible
combination of gate inputs is available from the technology
libraries and simulations models.

Measurements. For the modality M , a set of input vectors
(V ’s) that are each an NI tuple (v1, v2, . . . , vNI

), where
vj ∈ {0, 1} for j = 1, . . . , NI are available. Component
values of V are applied to the primary inputs x1, . . . , xNI

which changes the states of the internal gates. For one or more
input vectors, the side channel measurement is recorded either
from the output pins, from other external pins, or contactless.
The side-channel measurement is a linear combination of
the gate characteristics in measurement modality M and a
measurement error.

Objective. Estimate the post-silicon profile of each individual
gate for the modality M .

A key step in noninvasive profiling of the chips is generation
of input vectors that can controllably change the states of
the gates such that this modification is observable from the
measurement medium. Note that generating the input patterns
that can distinctively identify each gate’s characteristics is
known to be NP-complete and has been a subject of extensive
research in circuit testing [10]. We use the best known methods
in testing for generation of the input vector patterns that
maximally cover all the gates. Although we are limited by
the same constraints as testing in terms of gate coverage, the
difference here is that we are not detecting a particular fault
model or the worst-case behavior (e.g., critical paths or stuck
at fault) but we are estimating the gate parameters that may
incur a certain error.

In delay testing, the input vectors have to functionally
sensitize the tested paths such that the output is observable
at an output pin. Delay test generation methods for sensitizing
paths that achieve a high coverage, i.e., exercising many paths
are available. Since there is a linear relationship between the
tested paths and the gate delays, the explored paths directly
translate to high coverage of the gate delays. We use the
path sensitizing method proposed by Murakami et al [13].
Similarly, we use the available high coverage test vector
generation methods for IDDQ, and for IDDT testing [14]. The
number of generated input vectors is linear with respect to the
total number of gates.

The details of the generic gate profiling problem above are
slightly different for each measurement modality. Perhaps the
best way to demonstrate the details of post-silicon characteri-
zation for the measurement modalities employed in this paper
(i.e., delay, leakage current, and dynamic current) is by an

i1i2i3i4 o2o1G1G2 G3G4 G5G6
Fig. 3: Example circuit. Sensitizing a path by changing the
input from 1111 to 1110.

example. A small design is shown in Figure 3. The design
consists of six gates (G1, . . . , G6), four inputs (x1, x2, x3, x4),
and two outputs (z1, z2).

(i) Timing modality. The noninvasive timing measurements
are taken by changing the inputs and measuring the time
propagation of input transition to the output nodes. In this
paper we consider the gate delays and ignore the wires.
However, we emphasize that since the wire timings are linearly
added to the path delays (assuming that crosstalk is bounded
by controlling the possible couplings), their inclusion in the
linear formulations is straightforward. Assume that the input
vector transitions from (v1; v2; v3; v4) =1111 to 1110. This
input vector sensitizes the I/O path from v4 to z1, denoted
by P1. D(P1) shows the delay of the sensitized path P1 and
can be written as the sum of the low to high delay transition
at G2, high to low delay at G4, and low to high delay at G5

(denoted by TLH(G2), THL(G4), and TLH(G5) respectively).
We assume that the delay of a gate G(kj) is the same for
both low to high and high to low transitions and is denoted by
T (Gkj ), but it is worth noting here that adding both transitions
sides is just a matter of introducing two variables for each gate
and following the same steps.

Similarly, one can test J different paths and write a linear
system of delay equations. The gate delays on each chip are
the variables (because of the process variation and operation
effect) and Tmeas(P )’s are the path delays that are measured
on each chip:

EQj : ΣKj

kj=1T (Gkj ) = Tmeas(Pj) (1)

Pj = {Gkj}Kj

1 , 1 ≤ j ≤ J.

Noninvasive gate profiling aims at solving the above system of
equations in presence of measurement error. If measuring the
path delay Tmeas(Pj) incurs the error εT (Pj), the optimization
problem objective function (OF) and constraints (C’s) can be
written as follows:

OF : min
1≤j≤J

F(εT (Pj)) (2)

C ′s : ΣKj

kj=1T (Gkj ) = Tmeas(Pj) + ε(Pj),

Pj = {Gkj}Kj

1 , 1 ≤ j ≤ J.

where F is a metric for quantifying the measurement errors;
commonly used forms of F are the maximum likelihood
formulation, or the lp norms of errors defined as: lp = (

∑J
j=1

|εT (Pj)|p)1/p, if 1 ≤ p < ∞, and lp = maxJ
j=1 |εT (Pj)|, if

p = ∞,
The delay of one gate T (Gk) can be further written in

terms of the deviation from the nominal delay of this gate
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from the value specified in the technology files. If the nominal
gate delay value for the gate type Gk is Tnom(Gk) and the
deviation from nominal for Gk for the chip under measurement
is θT (Gk), then T (Gk) = θT (Gk)Tnom(Gk) and thus, the
unknowns are θT (Gk)′s and ε(Pj)′s. The variable θT (Gk) is
called the delay (timing) scaling factor of Gk. If there were no
path measurement errors, the number of equations (J) required
to have a full-rank system would be the same as the number
of variables (gate delays). In presence of errors, the number
of required equations is slightly higher, but the order is still
linear in terms of number of gates Ng.

(ii) Leakage power modality. The leakage measurements
rely on the fact that leakage is a function of the gate input
for each gate type. As an example, the nominal static power
consumption (denoted by P for NAND2 and NOR2 in 90nm
CMOS technology are given in Table below.

Gate NAND2 NOR2
Input 00 01 10 11 00 01 10 11
P(nW) 0.78 10.4 4.14 15.2 17.4 4.11 7.58 3.53
Since the supply voltage is fixed, the static power is only

dependent on the leakage current. For each input vector in
quiescent state, the external pin current can be measured and
written in terms of the sum of the individual components. For
example, for (v1; v2; v3; v4) =1111, the total measured leakage
current can be written as: Φmeas(1111) + εΦ(1111) = ΦG1(11)
+ ΦG2(11) + ΦG3(00) + ΦG4(00) + ΦG5(11) + ΦG6(11),
where ΦGk

(x1x2) is the leakage current for gate Gk for its
incident input (x1x2), and εΦ(.) denotes the measurement
error for the incident input. Each gate’s leakage can be further
decomposed to the nominal leakage value for the gate type and
a leakage scaling factor denoted by θΦ(Gk), i.e., ΦGk

(x1x2)
= θΦ(Gk)Φnom

Gk
(x1x2). Therefore, the linear optimization can

be written over the J leakage measurements:

OF : min
1≤j≤J

F(εΦ(Xj)) (3)

C ′s : ΣNg

k=1θΦ(Gk)Φnom
Gk

(xj) = Φmeas(Xj) + εΦ(Xj).

(iii) Dynamic power modality. The dynamic power is depen-
dent on the input transition. The measured average dynamic
current (Section II(iii)) can be written as the sum of the gate
dynamic currents. Thus, the linear optimization for J dynamic
current measurements would be:

OF : min
1≤j≤J

F(εΨ(Xj→j+1)) (4)

C ′s : ΣNg

k=1θΨ(Gk)Ψnom
Gk

(xj→j+1)
= Ψmeas(Xj→j+1) + εΨ(Xj→j+1).

where εΨ(.) denotes the measurement error for a reading,
θΨ(Gk) is the gate scaling factor for the dynamic current,
Ψnom

Gk
(.) is the nominal dynamic current value for gate Gk for

the pertinent transition, xj→j+1 refers to input vector transition
from the vector j to j1, and Ψmeas(.) is the extracted dynamic
current measured at the external pin.

We see that each of the modalities can be written in the
unified format of a system of linear equations. In the remainder
of the paper we use the following generic notations for the gate
profiling over the different modalities.

(i) OF: minF(ε), Constraints: Aθ = B + ε; where A[J×Ng]

and B[J] are given by the technology values and J measure-
ments, θ[Ng ] is a vector of unknown scaling factors, and ε[Ng]

is a vector of measurement errors.

(ii) Alternatively, the optimization problem can be written
as OF: maxL(ε), Constraints: Aθ = B + ε, where L is
the likelihood that the variations are coming from a certain
distribution, e.g., normal distribution. Under the assumption
of normal error distribution, maximizing the likelihood corre-
sponds to minimizing the F = l2 error norm.

B. Unimodal detection

Let us assume that the gates are positioned at the locations
D in the 2D layout space. For a single modality we can
find an estimation of each gate’s profile. As we described
in Section II(i), the profile of a benign gate can be modeled
as the sum of its inter-chip and intra-chip systematic process
variations, the random process variations, and measurement
noise. Using the common statistical outlier detection methods
[15], anomalies (Trojans) can be detected by projection into
the benign (gate) model space, and by observing the outliers
in that space. The global objective of Trojan detection is
to maximize the probability of Trojan detection (PD) and
to minimize the probability of false alarm (PFA). However,
explicit formulation of the two objectives is generally not
plausible, since probability of detection/false alarm can only
be determined for cases where we know the exact Trojan
attack and the ground truth. Instead, our Trojan detection
attempts at removing the impact of the anomalous gates by
reweighing. The reweighing is done such that the likelihood
of the remaining benign gate profiles being drawn from the
process variation and noise distribution after mapping to the
benign space is maximized. Based on this criteria, the objective
here is to select a subset of gates Γ ⊆ D for the linear
program and reweigh them such that the likelihood L(D\Γ, ε)
is maximized (i.e., the gate profiles fall into the benign space
for maximizing the PD), subject to the cost constraint Q(Γ)
for selecting the O gates as Trojan (for minimizing the PFA).
Reweighing is done by setting the gate scaling factor to its
nominal value of unity, assuming the systematic variations are
calibrated. Let qu denote the budget for the cost Q(Γ). Thus,
one can write the objective function and the constraints of the
problem as follows:

OF : max
Γ⊆D

L(D\Γ, ε) (5)

C ′s : Q(Γ) ≤ qu;
Aθ{θ∈[(Γ⊆D)∪(Γ=1)]} = B{θ∈[(Γ⊆D)∪(Γ=1)]} + ε.

The first constraint corresponds to the cost budget for the
number of Trojans. The second constraint set corresponds
to the gate level profiling discussed in the previous section
(after reweighing the anomalies). Assuming the distribution
of random process variations is Gaussian and the systematic
process variations follows a 2D Gaussian in the spatial domain,
the above likelihood function will always be lowered if we
select to reweigh the maximum number of anomalies qu. This
is because the reweighing can make the noisier observations
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more consistent and therefore improve the likelihood results.
But this is not usually desirable since it would unnecessarily
increase the PFA. Notice that the OF in Equation 5 has two
simultaneous goals, one is to find the location of the gates
that maximize the likelihood, and the other is to maximize the
likelihood of the estimation error ε. Generally speaking, de-
tecting guaranteed anomalies in problems like ours where there
is an uncertainty about the value and interval of the variables
(dependent on the other variables values) was demonstrated to
be NP-hard [15]. Thus, we can only hope for heuristics and
approximations to address the problem.

1) Iterative hierarchical detection and profiling: To simul-
taneously address the two goals embedded in Equation 5,
we take a hierarchical approach for solving the problem by
separation of concerns paradigm and iterative evaluations. We
first present the high level view of this algorithm and then
propose a class of formulations for which we can derive
tight bounds on the solutions obtained by our approach. Our
hierarchical iterative method is presented in Algorithm 1.

The procedure iteratively increases the maximum allowed
number of anomalies qu, starting from zero (Step 1). The
stopping criteria of the iterative algorithm is improvement
above a certain threshold (Step 2). For each added value
of qu (Step 3), we follow a greedy selection and add the
most discrepant gate o to the set Γ (Step 4)). Discrepancy
is evaluated as the distance to the projection into the benign
gate space (Steps 5-7). A new round of gate level profiling
is done after adding the newly reweighed gate o (Step 5).
Since the derived gate profiles contain both systematic and
random variations, calibration is performed to adjust for the
systematic variations (Step 6). Now, the benign gates would
only have random variations. The anomaly detection criteria
after reweighing the anomalous gate is evaluated for checking
the stopping condition for the algorithm (Step 7).

Algorithm 1 - Unimodal anomaly detection
Input. Combinational circuit, noninvasive mea-
surements for J inputs, nominal technology values;
Output. Scaling factors (θ) from gate level pro-
filing (GLP); anomalous gate set (Γ);

1 Set Γ = ∅, qu = 0; Perform an initial GLP;
2 While (improvement by anomaly reweighing) do
3 qu++;
4 Select the gate o to reweigh (Γ = Γ ∪ {o});
5 Perform a GLP with the reweighted o;
6 Calibrate for systematic variations;
7 Evaluate the improvement criteria;

The complexity of Algorithm 1 can be computed as follows.
Let Ng denote the total number of gates in the circuit. Assum-
ing that solving the linear system and calibration are at most
of polynomial complexity, the worst case complexity of the
above algorithm would still be polynomial and is effectively
dominated by the time the solver takes to find the gate
level profiles. The exact form of the GLP objective function
would determine the solver time. For example, maximizing the
likelihood for Gaussian distribution corresponds to solving a
quadratic optimization problem in each round. The number
of iterations is much less than the number of gates Ng since

not all gates will be reweighed and the improvement criteria
(described in Section IV-B2) has a diminishing return property
that would decrease at each iteration. If the Trojan is so
large that many gates need to be reweighed, then the problem
becomes trivial: it is well known in statistics that the anomaly
detection is only challenging when the outlier characteristics
only slightly differ from the noise values [15]. The distant
outliers are easy to find.

2) Greedy anomaly detection: For evaluating the improve-
ment criteria for reweighing the gates in Γ, we propose
a formulation of the anomaly detection objective based on
likelihood improvement. This objective aims at performing
penalty reduction. The penalty reduction metric quantifies the
expected reward (in likelihood) obtained by reweighing a set
of gates. The expected penalty reduction due to reweighing
the gates in the set Γ is denoted by R(Γ) and is defined as:

R(Γ) = L(D)− L(D\Γ). (6)

The above formulation has a number of important properties
that we exploit in our framework. A set function R is called
submodular if it satisfies the following properties: (1) the
penalty will not be reduced if we do not reweigh a new
anomalous gate, i.e., R(∅) = 0; (ii) R is a nondecreasing
set function and thus, reweighing a new anomaly could just
decrease the associated penalty, i.e., R(Γ1) ≤ R(Γ2), for
Γ1 ⊆ Γ2 ⊆ D; (iii) the set function satisfies the diminishing
return property: if we reweigh a gate in a smaller set of gates
with logic relations (denoted by Ds), we improve the reward
by at least as much, as if we reweigh in a larger set of gates
(denoted by Dl) with logic relations such that Dl ⊆ Ds.

Nemhauser et al. [16] have shown that a function R is
submodular if and only if the following theorem holds:

THEOREM 1. For all detected and reweighed Trojans
Γ1 ⊆ Γ2 ⊆ D and a new candidate point o ∈ D\Γ2 the
following holds:

R(Γ1 ∪ {o})−R(Γ1) ≥ R(Γ2 ∪ {o})−R(Γ2). (7)

It can be shown that the reward function R satisfies the
above theorem [17]. Now our optimization problem over Γ
can be expressed as:

OF : max
Γ⊆D

R(Γ) (8)

C ′s : Q(Γ) ≤ qu.

Since solving the above problem has been shown to be
NP-hard for the most interesting instances [18], we address
the above optimization problem by the greedy procedure
described in Algorithm 1. This is because a key result states
that for submodular functions, the greedy algorithm achieves
a constant factor approximation:

THEOREM 2 [16]. For any submodular function R that
satisfies the above three properties, the set ΓG obtained by the
greedy algorithm achieves at least a constant fraction (1−1/e)
of the objective value obtained by the optimal solution, or,

R(ΓG) ≥ (1− 1/e) max
|Γ≤qu|

R(Γ) (9)
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Perhaps more surprisingly, Feige has shown that no polyno-
mial time algorithm can provide a better approximation guar-
antees unless P=NP [18]. Thus, for any class of submodular
objective functions, the proposed greedy selection algorithm
results in the best achievable solution.

C. Calibration

To perform the anomaly detection, it is required that we
calibrate for the systematic variations after profiling the gates.
As mentioned in Section II(i), the systematic variations consist
of inter-chip and intra-chip variations. The inter-chip variations
are simply affecting the mean of the variations and can be
adjusted for by shifting the mean extracted profile values to
have a mean of unity. The intra-chip variations are in form of
a spatial distribution, e.g., 2D Gaussian in our model. The key
observation is that the spatial rate of change of the neighboring
gate level profiles due to the systematic intra-chip variations
(spatial correlations) is slower than the rate of change because
of the Trojan insertion. The larger Trojans that would affect
many gates in a larger area are trivial to detect and would not
be a challenge to address. This fact can also be observed by
the submodularity property and the rate of diminishing returns.
The impact of added/deleted components is very sharp on the
nearby gates as we have experimentally observed. Because
of space limitations, we do not include the studies in this
paper. Figure 4(a) demonstrates the profile of a circuit with 9K
gates containing both random and systematic variations, but
the systematic variations form a pattern with high correlations
among the neighboring gates (slow frequency components) as
shown in the filtered out systematic variations by the DCT
method in Figure 4(b).
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(a) 2D circuit profile
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(b) Systematic variations

Fig. 4: (a) A 2D circuit profile containing both random and
systematic variations. (b)Filtered out 2D systematic variations.

The above observation suggests using a high-pass filter over
the 2D discrete space of the gate layouts for the identification
of the sharp edges that have high frequency components in
their frequency transformation. Years of research in signal
processing has introduced a wide-range of such filters that
can be possibly used for calibration purposes. In this paper,
we use the 2D Discrete Cosine Transform (DCT). The DCT
translates a 2D signal from a spatial representation into a
frequency representation. The DCT has been shown to be
very effective and computationally efficient in identifying the
low frequency basis functions when compared to several other
available transforms [19].

Since the DCT assumes uniform grid points and the gate
layouts are not always uniform in the space, to enable the
transform we impose a finer regular grid on the layout and
assign to the points on the grid average value of their nearest
neighbors. DCT, filtering, and IDCT are performed on the
regular grid and are then interpreted on the actual layout.

D. Sensitivity analysis

In this section we discuss a method for performing sensi-
tivity analysis. Our proposed method examines how sensitive
a measurement is to a change in a gate’s nominal value. A
gate is considered to be more sensitive if the variation of its
nominal value has a larger impact on the l2 norm of the error.
The following metric is defined for this purpose:

Sk =
ΣJ

j=1Sjk

J
(10)

where
Sjk = (

Ajk

ΣNg

k=1Ajk

)

We call Sk the sensitivity factor of the gate Gk. Ajk is the
gate Gk’s nominal value for the jth input. Below we explain
the relation between the defined metric and the l2 norm error.
In our detection method, a gate is reported as anomalous if
removing it minimizes the objective function which is the l2
norm error:

l2(ε) = l2(|Aθ −B|) =
√

ΣJ
j=1|ΣNg

k=1Ajkθk − bj |2 (11)

The following inequality which comes from the Schwartz
criteria gives a lower bound for the error:

√
(ΣJ

j=1

1

(ΣNg

k=1Ajk)2
)(ΣJ

j=1|ΣNg

k=1Ajkθk − bj |2)

≥ |ΣJ
j=1(Σ

Ng

k=1Sjkθk − bj

(ΣNg

k=1Ajk)
)|

= |JΣNg

k=1Skθk − ΣJ
j=1

bj

(ΣNg

k=1Ajk)
| (12)

A variation in gate Gk’s nominal value changes its scaling
factor θk and that multiplied by the sensitivity factor Sk alters
the lower bound for the error. Thus for the same ∆θ, a larger
sensitivity factor yields a larger lower bound for the error.
Hence the gate corresponding to that is more sensitive in our
detection method.

E. Cumulative unimodal profiling

Once the gate level profile over multiple modalities is
extracted for a number of ICs, it is possible to study and
analyze the cumulative statistics of the profiled chips. Such
cumulative studies have a number of advantages, including:
(i) The identified characteristics can aid in the classification
of the similarly tainted chips: it is unlikely that one type
of exploit is only exercised on a single chip or a small
number of chips. (ii) The possibility of employing the statistics
of the studied groups’ characteristics to find signatures for
testing the remaining chips, and thereby, speeding up the



8���������	
���������	������	�������
���������

���������	
�
���������� ��� � ���

Fig. 5: The empirical distribution of a gate’s scaling factors
extracted from multiple ICs.

detection process. (iii) The extracted statistics of gate level
profiles in each modality advance our understanding of the
post-silicon characteristics including the inter-chip and intra-
chip correlations and random variations. (iv) The diminishing
property of the reward function R enables identification of
the magnitude of the Trojan modification imposed on the
circuit. (v) Determining where further focused (and perhaps
exhaustive) tests should be made in the marked regions for
better Trojan characterization.

Let us describe more details of the above cumulative studies
over multiple ICs. Because of space constraints, a full analysis
and evaluation of the cumulative statistics is not included in
the paper beyond this section.

(i) Assume that there is a certain Trojan contamination that
affects a group of the chips. In this case, the characteristics
of the tainted gates would have a density of scaling factors
– for a single modality – on different ICs. This distribution
would have more than one peak. Figure 5 shows an example.
As can be seen on the figure, the estimated scaling factors
for one gate over a group of chips (composed of Trojan and
Trojan free instances) has two peaks. It is likely that the same
type of Trojan has been applied to the group of ICs whose
pertinent gate falls within the peak that is further from the
nominal scaling factor. The distance and the valley between
the two peaks indicates that the second peak is not due to the
manufacturing variability.

(ii) One can systematically use the above observation to form a
compact signature for IC families with similar profiles that are
clustered around the same value. Assuming that the signature
of all the ICs groups (i.e., ICs with similar anomalous exploits)
are already extracted, all what is needed for classifying a
new IC is comparison of its signature to the known ones.
For example, for the ICs who’s gates are placed around the
right peak in Figure 5, we can find the paths that pass those
tainted gates. For each modality, the same test vectors that
have the best coverage on the chips would be applied to all the
chips from one design. Now, one can use the statistics of the
test vectors for identifying the gate level Trojan without even
going through the linear optimization for each new test. For
example, in timing tests, after the cumulative studies are done,
one would only test the paths which include the problematic
gates with two peaks. The distance of the chips can be
rapidly found in terms of the distance of their problematic
path signatures. Note that using the cumulative statistics of

multiple path delays and dimension reduction of this statistics
by PCA was used for Trojan detection [6]. However, the
prior work did not provide a systematic way of classifying
the chips over multiple modalities, or introduce methods for
tracing back such anomalies to the underlying abnormal gate
characteristics.

(iii) In Section IV-C we discussed how the high-pass DCT
filter can be used for filtering the impact of intra-chip cor-
relations. The removed low frequency components, after all
the contaminants are removed, can be used for finding an
empirical model for the 2D spatial variations on the chip.

(iv) One can also use the high frequency components re-
maining after calibration to find the spatial and frequency
characteristics of the Trojan, as was discussed in Section IV-C.
Now, the frequency of the changes in the space when translated
to the space domain would indicate the diminishing return
property of the inserted Trojan and the extent of the affected
area. This could be used as a signature for identifying the
characteristics of the malicious modifications.

(v) Since the boundary of the affected area can be deter-
mined, more focused tests that leverage the controllability
of the tainted gates and possibly other side channels (e.g.,
EM measurements) can be also used for identifying more
characteristics for the anomalies.

V. MULTIMODAL TROJAN DETECTION

A. Multimodal Trojan identification

The next step of our approach is to combine the results for
anomalous gate detection over the M modalities. While there
are a number of possible methods to accomplish this task, our
goal is to combine the unimodal methods to optimize the PD

and PFA results. Assume that Cm(Gk) is the anomaly vote
for gate Gk in modality m:

Cm(Gk) =
{

1 for Gk anomalous in modality m;
0 otherwise.

We propose six methods for combining the results of
different modalities.

(i) Unanimous voting: In this voting approach, the Trojan
gates are those that have been marked anomalous by all
the M modalities. For example, for the three modalities the
following constraint should hold for marking a gate as Trojan:
CT (Gk) + CΦ(Gk) + CΨ(Gk) = 3 where the subscripts T , Φ,
and Ψ denote the timing, quiescent current, and dynamic cur-
rent measurement modalities respectively. This voting method
is likely to decrease PD but improves PFA. It would also give
the minimum achievable PFA (lower bound) by any linear
combination of the unimodal detection methods.

(ii) Conservative voting: A gate that has been marked anoma-
lous by any of the modalities is marked as a Trojan by the con-
servative voting method. In our case, the following constraint
is necessary and sufficient for marking a gate Gk as Trojan by
conservative voting: CT (Gk) + CΦ(Gk) + CΨ(Gk) ≥ 1. This
voting method is likely to increase PFA but also increases PD.
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It would also give the maximum achievable PD (upper bound)
by any linear combination of our anomaly detection methods.

(iii) Majority voting: Here, the Trojan gates are those that
have been marked anomaly by at least 1 + bM

2 c of the
modalities. In our case, the majority voting translates to the
following condition: CT (Gk) + CΦ(Gk) + CΨ(Gk) ≥ 2. This
method provides a useful trade-off between the PD and PFA

values.

(iv) Weighed voting: The voting methods above assume that
all the modalities have the same detection ability so their
votes are combined with equal weights. As we will show
in our experimental results, this is not exactly the case. For
example, timing tests inherently have less controllability and
observability than current-based tests, since the path delay
results are typically harder to trace at the output pins. In case
of power, the changes in the internal alter the overall drawn
current from the source and the changes are observed at the
current supply pin.

For example, assume that after anomaly detection phase
where a number of tainted gates are removed from the
equations, the value of the sensitivity for gate Gk to be
ST

k , SΦ
k , and SΨ

k for timing, leakage, and dynamic current
respectively. Now, the votes of the three unimodal detectors
over an anomalous gates are combined as follows: ST

k CT (Gk)
+ SΦ

k CΦ(Gk) + SΨ
k CΨ(Gk) ≥ threshold. If this expression

is true, the gate Gk is marked as the Trojan. Changing the
detection threshold introduces a tradeoff between PD and PFA

values.

(v) Maximum likelihood: Instead of combining the 0 and 1
votes from the different modalities, one could calculate the
probability of being anomalous for each of the marked gates
over each modality and then combine the probabilistic results.
The gates that have a higher likelihood than a set threshold
value of being tainted are marked Trojan by this method. To
find the contamination probability for the anomalous gates for
each modality, the following steps are required:
a. For each modality m (m = 1, . . . ,M ) do

(i) Decalibrate and find the scaling factors (θ’s) of
the benign gates, i.e., for Gk ∈ D\Γ as identified by
Algorithm 1;
(ii) Substitute the θ values of (Gk ∈ D\Γ) in the original
optimization: min ε, for Aθ = B + ε. This would yield
the scaling factors of the tainted gates in Γ;
(iii) Use the distribution function of the nominal range of
the scaling factors for the modality to find the probability
of the anomaly;
(iv) Calculate the likelihood for the scaling factors of
the benign gates;

b. Compute the combined likelihood for the scaling factors
of all gates: Lcombined =

∏M
m=1 Lm;

c. If Lcombined > Lthreshold then the gate is marked as
Trojan.

The steps of the algorithm above are straightforward. For
finding the likelihood of the gate scaling factors for each
modality, we use the probability distribution of the gates in
the technology to determine if they are in the expected range
or not.

(vi) Multimodal cross validation: In this method, the multi-
modal check is interleaved with the unimodal anomaly de-
tection using the leave-one-out cross validation paradigm. In
leave-one-out cross validation, each time M − 1 of the single
modalities are used for detecting the anomalies. The M-th
modality is used for testing the results of the first M − 1
modalities. This means that the gates that are marked as tainted
by the first M − 1 modalities are reweighed and adjusted for
in the M -th modality by solving an optimization problem
that minimizes the error objective function. Combining the
first M − 1 modalities can be done by unanimous voting,
majority voting or conservative voting. There would be M
unique combinations of M − 1 modalities and therefore, after
evaluating all the possible combinations, one would have
evaluated M error objective functions. The combination that
yields the least objective function value, would be marked
as the most consistent one and the anomalous gates in this
distribution would be marked as the Trojans. This method is
useful when the number of modalities is large.

VI. EXPERIMENTAL EVALUATIONS

A. Evaluation set-up

We evaluate the performance of the unimodal detection
and the unified multimodal framework on the widely used
MCNC benchmark suit. The ABC synthesis tool from UCB
was used for mapping the benchmark circuits to NAND2,
NAND3, NAND4, NOR2, NOR3, NOR4, and inverter library
gates. Placing the gates on the layout placement is done by the
Dragon placement tool from UCLA. The gates have different
sizes and they are located on irregular grids. The process
variation model is as described in Section II(i). In a number of
our experiments, the amount of variations are altered and the
detection results are tested against the variation fluctuations.
In cases where we do not change the variations, the random
variation is 12%, intra-die variation correlation is 60% of the
total variation [20]; 20% of the total variation is uncorrelated
intra-die variation and the remaining variation is allotted to the
inter-die variation. The noninvasive measurement setup was
described in Section II(iii).

To find the values for timing, leakage, and dynamic currents
for each of the library gate files over various input states, we
performed HSPICE simulations for the 65nm CMOS transistor
technology. The linear optimization was performed using the
MATLAB optimization toolbox. Several other internal MAT-
LAB functions are used for computing the likelihood and for
filtering to calibrate the systematic variations. Each of our
reported numbers and statistics are averaged over 100 runs
of the random circuit instances.

B. Unimodal Trojan detection

1) Gate level profiling: Finding the gate level profiles is
the essence of the proposed approach. Table I shows gate
level dynamic current profiling results on benchmark circuits.
For these evaluations the number of measurements is the
minimum of double the number of gates and the maximum
number of tests that can be done on the circuit. The first
column shows the name of the benchmark denoted by ct. The
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second column shows the number of gates in the benchmark
denoted by Ng. The number of primary inputs and primary
outputs denoted by #inputs and #outputs are shown in the third
and fourth columns respectively. The last three columns show
the profile estimation l2 errors in the presence of 3%, 5%,
and 10% measurement error respectively. On the average, the
gate level profile estimation error is 3.8%, 4.8%, and 9.6%
for the different measurment errors. The profiling l2 error
for the leakage current and timing modalities for the same
measurement errors are shown in Table II. On the average,
the error in static power profiling is 4%, 6%, and 10% for
3%, 5%, and 10% of the measurement error respectively. For
the timing modality the profiling error is 4%, 6%, and 11%

ct Ng #inputs #outputs 3% 5% 10%
C1355 512 41 32 7.8 9.1 11.5

c8 165 28 18 4.2 6.4 11.2
C3450 1131 50 22 3.5 6 9.5
C432 206 36 7 1.5 3.1 6.9
C499 532 41 32 2.2 4.2 8.8

TABLE I: Dynamic power profile estimation error for MCNC
benchmark circuits.

Static Power Timing
ct 3% 5% 10% 3% 5% 10%

C1355 8.5 10 12 4 8 12.3
c8 5.6 7 11.6 5.3 7 11.5

C3450 4 5.9 9.8 2.9 4.1 9.2
C432 1.7 3.5 7.2 3.8 5.4 10.1
C499 2.9 4.5 9 5 6.5 12

TABLE II: Static power and timing profile estimation error for
MCNC benchmark circuits.

2) Calibration: Calibration removes the intra-chip correla-
tions that have a slower rate of change in the spatial domain
than the changes induced by the Trojans. We noticed that
the disparity between the correlated scaling factors among the
neighbors of a Trojan gate and the available industrial models
for inter-chip variations is wide enough that the calibration
results are always more than 98% accurate for leakage, and
more than 99% accurate for timing and dynamic current.
Emergence of newer technology nodes may alter the accuracy
of our calibration.

3) Sensitivity analysis: In this section we study the sen-
sitivity of gates for different modalities and the correlation
between them.

We computed the sensitivity factors of the gates for several
benchmarks and over the three modalities. For each bench-
mark, we formed a histogram of its gates’ sensitivities. On
this histogram, we find the 50th (median), 75th, and 95th

percentiles for the sensitivity factors. The values are shown
in Table III. For example, a 95 percentile equal to 0.8 means
that 95 percent of the gates have sensitivity factors less than
0.8 of the maximum sensitivity factor in that modality. It is
seen that the corresponding percentile values for the leakage
and dynamic power modalities are higher than the timing
modality. We observe that in the first two modalities, a high
percentage of the gates have sensitivity factors comparable to
the maximum sensitivity factor in that modality. It shows that
in these two cases, most of the gates are sensitive. Meaning

that a change in these gates’ values effectively alters the error
as it was explained in Section IV-D, hence anomalies in them
can be detected. But in the timing modality, the sensitivity
factors of high percentage of the gates are considerably small.
This shows most gates are insensitive in this case and thus the
anomalies cannot be detected well by this modality.

Ct Percentile Leakage Dynamic Power Timing

C8
50 0.5415 0.5123 0.0656
75 0.6772 0.5952 0.1605
95 0.8002 0.7044 0.4709

C432
50 0.4314 0.5093 0.0277
75 0.4986 0.6089 0.0616
95 0.6181 0.7623 0.2581

C499
50 0.2843 0.5375 0.0247
75 0.3506 0.6342 0.0564
95 0.4305 0.7400 0.1614

C1355
50 0.2974 0.4539 0.0564
75 0.3465 0.5819 0.1269
95 0.3853 0.6250 0.3497

C3540
50 0.2371 0.3397 0.0070
75 0.2842 0.4199 0.0331
95 0.4667 0.7026 0.1464

TABLE III: Percentile Values for the histogram of the gate
sensitivities.

Table IV shows the Pearson’s linear correlation coefficient
for each pair of the modalities. The interpretation of each
coefficient is such that the closer it is to one, the more linearly
correlated the two modalities are. It follows from Table IV that
the gate sensitivity factors of the leakage and dynamic power
modalities are highly correlated in all the benchmarks, but the
sensitivity factors of the timing modality are rarely correlated
to those of the other two modalities.

Pearson Coeff. C8 C432 C499 C1355 C3540
ρ(Φ,Ψ) 0.7556 0.5727 0.8270 0.8695 0.6376
ρ(Φ,T) 0.1113 -0.0158 -0.0138 -0.0802 0.0886
ρ(Ψ,T) -0.0932 0.0391 -0.0024 -0.0906 -0.0522

TABLE IV: Pearson correlation coefficients. Φ, Ψ, and T
represent leakage, dynamic power and timing modalities re-
spectively.

The relation between the sensitivity factors of different
modalities can also be observed in Figures 6 and 7. Sensitivity
factors of the leakage modality are plotted in an ascending
order and sensitivity factors of the corresponding gates of the
dynamic power and timing modalities are plotted respectively.
A gate which is less sensitive in one modality can be more
sensitive in the other one. The fact that there is a little cor-
relation between the sensitivity factors of the timing modality
and the two other modalities suggests that using the timing
modality along with one of the other modes can improve the
detection results.

4) Unimodal Anomaly detection: In this Section, we eval-
uate the performance of the unimodal anomaly detection over
the three modalities under study. We study three scenarios:
(i) a Trojan-free circuit, (ii) one extra NAND2 gate inserted
as a Trojan, and (iii) a 3-gate comparator circuit is inserted.
The Trojans are inserted in the empty spaces within the
automatic layout generated by the Dragon tool. An impor-
tant property for unimodal anomaly detection is how the
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Fig. 6: Comparison of sensitivity factors in leakage and
dynamic power modalities
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Fig. 7: Comparison of sensitivity factors in leakage and timing
modalities.

diminishing return property changes. As we discussed earlier,
this function should be monotonically decreasing assuming
no random perturbations. We have tested the validity of our
assumption on multiple benchmark circuits. An example result
is shown in Figures 8, 9, and 10 for the leakage, dynamic, and
timing modalities respectively for the C432 benchmark and
100 measurements.

As we can clearly see on the figures, the difference between
diminishing returns of two consecutive steps of our algorithm
is much higher for the larger Trojan, it becomes lower for the
smaller Trojan and it is really low for the Trojan free case.
The same phenomena is observed over all the modalities. This
result is really important for adjusting the stopping criteria of
our algorithm. Basically, when the Trojan circuit reaches the
same diminishing return difference as the Trojan-free circuit,
no further significant improvement is foreseen. The above
results gave us an insight to set the stopping criteria for
Algorithm 1. For example, we set it such that the diminishing
return is decreased by more than 2 in each step. As can
be seen on the Figure 8, this decision would result in an
average 1 gate false alarm for this circuit with 206 gates, i.e.,
PFA = 1/206 = 0.5% and about 2 gates are not detected
in case of the smaller Trojan, about 1%. It should be noted
that we detect more anomalous gates than what is inserted by
the Trojan because the Trojan gates affects the side channel
characteristics of the logically connected gates. This result can
be used to help localize the Trojan, however, this is out of
the scope of this work. It is also interesting to note that the
timing modality reaches the stopping criteria faster than the
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Fig. 8: The stepwise diminishing return improvement for
leakage modality for a Trojan free, a 1 gate, and a 3 gates
Trojan.
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Fig. 9: The stepwise diminishing return improvement for
dynamic power modality for a Trojan free, a 1 gate, and a
3 gates Trojan.

other modalities because even if multiple gates are affected
by the Trojan, only those with high sensitivity will impact the
reward function. The timing modality is shown in Section IV-D
to have less sensitive gates than the other two modalities and
thus less gates can be detected leading to a smaller number
of iterations before reaching the stopping criteria. Adjusting
this threshold explores the trade-off between PFA and PD.
The PFA is not always this low for the Trojan-free circuit
especially for larger benchmarks. We do not report the PD

and PFA for the unimodal case is inherently included in
the multimodal results. Figures 11, 12, and 13, show the
boxplots of the number of iterations (qu) before our stopping
criteria is reached for 100 runs over 3 benchmarks for the
different modalities. The number of iterations corresponds to
the number of detected anomalous gates. We see that the
number of detected anomalous gates increases as the Trojan
size increases. It can also be seen that for the delay modality
the number of the detected anamolous gates is less than the
other two modalities. In fact different tests show that the timing
modality is more sensitive to the position of the Trojan in the
circuit. If the Trojan does not affect multiple paths the number
of detected anamolous gates can approach zero.

5) Cumulative unimodal profiling: We used 1000 randomly
generated instances of each benchmark to find the cumulative
profile of our chips. We were able to correctly classify the
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Fig. 11: The boxplots showing the final qu for the Trojan free,
a 1 gate Trojan, and a 3 gate Trojan.

two casses for one benchmark: Trojan free versus 1 gate
Trojan. Figure 14 shows the shape of the estimated two
peaks distribution for the scaling factor. Each class can be
represented by a Gaussian distribution that is centered around
a different peak. The parameter d is the distance between
the means of the two distributions. σ2 and σ1 represent the
variances of the two distributions. Table V shows the values
of d, σ2, and σ1 for different benchmarks for Trojan free
and 1 gate Trojan. The first column shows the name of the
benchmark. The rest of the columns show d, σ2, and σ1.
We see that the two Gaussian are separated enough to be
distinguished.Density

Fig. 14: Scaling factor
distribution for 2 differ-
ent classes.

ct d σ2 σ1

C1355 0.49 0.2 0.22
c8 0.5 0.3 0.21

C3450 0.55 0.25 0.26
C432 0.48 0.18 0.22
C499 0.46 0.2 0.18

TABLE V: Distance between
means and variances for the
scaling factor distribution.

C. Multimodal Trojan detection

Table VI shows the PFA (in terms of number of gates) for
100 chips with no Trojan. The false negatives ranged from 0
to 4 gates and are largest for the timing modality. The first
column shows the name of the benchmark. The rest of the
columns show the results for different multimodal methods
where: (i) unanimous, (ii) conservative, (iii) majority, and
(iv) weighed. The unanimous voting performs best in terms
of PFA. This is because it can filter out the effect of the
modalities that give more false positives.
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Fig. 12: The boxplots showing the final qu for the Trojan free,
1 gate Trojan, and 3 gate Trojan.

no_1 one_1 three_1 no_2 one_2 three_2 no_3 one_3 three_3

0

1

2

3

4

5

6

q u

     C499         C8     C432

Fig. 13: The boxplots showing the final qu for the Trojan free,
1 gate Trojan, and 3 gate Trojan.

Next, we show the probability of detection (PD) for 100
chips with a 1 gate Trojan in Tables VII and VIII in terms of
percentage. In Table VII, the first column is the benchmark
name. The next four columns show PD when the Trojan is
placed in locations of high sensitivity. The last four columns
report PD when the Trojan is inserted in low sensitivity
locations. Table VIII shows PD when the Trojan is placed in a
position with low timing sensitivity and high power sensitivity
at columns 2 to 5, and when the Trojan is placed in a position
that has a high timing sensitivity and low power sensitivity
in the last four columns. Since, the sensitivities of the two
power modalities are shown to be correlated, we do not study
the case when they have different sensitivities. It can be seen
that for high sensitivities, PD is close to 100% except for the
unanimous modality which presents a trade-off between PFA

and PD.
Therefore, the sensitivity results can be also used for

finding the places for best hiding the Trojans. We see that
our formal sensitivity metric directly corresponds to PD. For
this testing technique and resolution, our results are likely
to be the detection limit because of the controllability and
observability constraints. To improve the Trojan detection,
methods for increasing controllability and observability or new
test modalities must be used.

ct i ii iii iv
C1355 0 4 2 2

c8 0 3 1 2
C3450 0 3 3 3

C432 1 2 1 1
C499 0 3 1 1

TABLE VI: The probability of false alarm PFA in terms of
the detected anomalous gates in a non Trojan circuit.



13

High sensitivity Low sensitivity
ct i ii iii iv i ii iii iv

C1355 98 100 100 100 25 48 48 32
c8 97 100 100 100 30 46 46 34

C3450 95 100 100 100 27 50 50 40
C432 97 100 100 100 24 49 49 34
C499 98 100 100 100 32 49 49 38

TABLE VII: The probability of detection PD for a 1 gate
Trojan circuit inserted at high and low sensitivity locations
for the three modalities.

Low timing sensitivity High timing sensitivity
ct i ii iii iv i ii iii iv

C1355 25 100 100 100 47 96 47 77
c8 30 100 100 100 49 98 49 74

C3450 27 100 100 100 52 95 52 76
C432 24 100 100 100 44 95 44 69
C499 32 100 100 100 49 99 49 74

TABLE VIII: The probability of detection PD for a 1 gate
Trojan circuit inserted at locations with sensitivities with
opposite levels for the timing modality and the other two
modalities.

VII. RELATED WORK

Hardware Trojan detection is a new and emerging research
area. Agrawal et al. [2] use destructive tests to extract a
fingerprint for a group of unaltered chips based on the global
transient power signal characteristics. The other chips would
be noninvasively tested against the extracted fingerprints by
statistical Hypothesis testing. The overhead of destructive
testing, sensitivity to noise and process variations, and lack of
usage of the logical structure and constraints are the drawbacks
of this method.

Banga et al. [21], [5] propose a region-based testing that first
identifies the problematic regions based on power signatures
and then performs more tests on the region. The underlying
mathematical and logical circuit structure or the process vari-
ations are not considered. Rad et al. [3], [4] investigate power
supply transient signal analysis methods for detecting Trojans.
An IC’s supply current is measured from multiple supply ports
to deal with the small Trojan-signal-to-background-current
ratios. The calibration technique transforms the measured
currents for each IC to match those produced from a golden,
Trojan free simulation model. The focus is on test signatures
and not on the lower-level components (e.g., the gate level
characteristics). Rad et al. further improved the resolution of
power analysis techniques to Trojans by carefully calibrating
for process and test environment (PE) variations. The main
focus of this research is on the evaluation of four experimental
signal calibration techniques, each designed to reduce the
adverse impact of PE variations on their detection method.

Jin and Markis [6] extract the path delay fingerprints by
using the well-known principal component analysis that is
a statistical dimension reduction technique. They use Hy-
pothesis testing against the delay fingerprints to detect the
anomalies. This approach also does not consider the gate
level components and would also require exponential path
measurements in the worst case. Li and Lach propose adding
on chip delay test structures for Trojan detection [22]. Gate
level characterization for IC Trojan detection was proposed in

[7]. However, the authors did not provide a formal definition
of the problem or a systematic algorithm with any kind
of optimality, nor they addressed calibration, sensitivity, or
multimodal combining. Our work provides the first rigorous
treatment of the multimodal Trojan detection problem, near-
optimal solutions, mathematical calibration and introduction
of a sensitivity metric. Even though a number of authors
suggested the potential benefits of combining different mea-
surement types, to the best of our knowledge no systematic
approach with evaluation results on combining different test
and measurement modalities was reported.

Note that the linear dependence of the path delays on gate
characteristics is a well-known fact in traditional testing. But
since in testing the path delays are important and the fault
models are radically different from our Trojan models, this
linear relationship is only exploited for finding the basis path
sets [23] that is the smallest path set such that every other
path in the circuit graph is linearly dependent on it. Our
noninvasive profiling decomposes the measurements to gate
level components as opposed to only generating a statistical
signature. Thus, not only does it have a linear test time with
respect to the number of gates (as opposed to exponential
number of timing paths or power test vectors) but also it
provides a better insight and Trojan detection capabilities.

Our method exploits the concept and results of submodular
function optimization [16]. The concept has been utilized
earlier in a variety of contexts [24], including but not limited
to: set cover [18], sensor networks [17], linear regression [25],
graph problems [26], and social networks [27]. To the best of
our knowledge, our work is the first to formulate and use the
submodularity concept for IC Trojan detection.

VIII. CONCLUSION

Our work presents a new unified formal framework for IC
Trojan detection by noninvasive measurements from multiple
test modalities. For each modality, a unimodal anomaly detec-
tion is built upon the gate level profiling. Since the problem is
extremely complex, we devise an iterative detection and profil-
ing method. Our objective function for detecting the abnormal
gate level behavior is shown to be submodular. Because of
the objective submodularity, our iterative greedy detection and
profiling algorithm achieves a near optimal solution (within
a constant fraction of the optimal) in polynomial time. We
show a method to calibrate the systematic variations. Our
multimodal Trojan detection approach combines the unimodal
detection results using a number of different techniques.
We introduce a new sensitivity metric which quantifies the
impact of altering each gate on the overall detection result.
Experimental evaluations on benchmark circuits using timing,
leakage current, and transient currents show the effectiveness
of the proposed approach. To the best of our knowledge, this is
the first systematic unified IC Trojan detection framework. The
emergence of testing techniques and more exact measuring
equipments could improve the detection capabilities of the
unified multimodal framework.
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