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Abstract

Partitioned register-set architectures pose a challenge to standard scheduling algo-

rithms. To create an efficient schedule, an instruction scheduler for such an architecture

must consider the location of an operand in the register file, the availability of the inter-

cluster data bus, and the profitability of a inter-cluster copy instruction. This technical

report presents the implementation of Jingsong He’s Top-Down Close scheduling in-

struction for the Texas Instrument’s TMS320C6211 architecture. The report discusses

the modifications required to implement the algorithm on the architecture and the

results of running the algorithm on benchmarks.
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1 Introduction

Processor performance has been growing at an extremely rapid rate for the last 40 years. The

advent of multiple-issue processors has fueled this phenomenal increase in the performance

of uniprocessors. Multiple-issue processors allow multiple instructions to issue in a clock

cycle. There are two types of multiple issue processors: superscalar processors and VLIW

processors [4]. Both superscalar and VLIW processors require multiple functional units.

As the number of functional units grow, the number of register file ports needed by the

architecture also grows. At some point, the multiplexing logic on register ports can dominate

the processor’s cycle time [3]. One solution is to partition the register file such that specific

functional units can directly access only a particular partition of the register file. In order

to access registers not in the partition, the functional unit has to go through a cross register

data path. A number of issues arise while scheduling instructions for these partitioned

register-set architectures. This report describes the implementation of an algorithm which

schedules assembly code for partitioned register-set architectures.

The goal of the project was to implement the Top-Down Close algorithm for partitioned

register-set machines. The target architecture was the Texas Instrument’s TMS320C6211 (TI

6200) Digital Signal Processor (DSP) architecture. This report discusses the modifications

that were required to implement the algorithm on the TI 6200, the effect of the modifications

on the implementation, and the results of running the algorithm on various benchmarks.

2 Original Algorithm

The original algorithm, Top-Down Close (TDC), was designed by Jingsong He [3] and was

implemented for the Massively Scalar Compiler Project research compiler. The original im-

plementation took an intermediate format called ILOC as input and produced rescheduled

ILOC code as output. A new implementation of the algorithm was created to take TI 6200

scheduled assembly code as an input and produce rescheduled TI 6200 assembly code. The

compiler provided with Code Composer Studio, Texas Instrument’s development environ-

ment for the DSP, was used to create assembly files which in turn were used as input to

the rescheduler. He’s paper presents five instruction scheduling methods. To simplify the
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implementation, one of these five methods — extended basic block scheduling — was imple-

mented. Specifically, the rescheduler uses extended basic block (EBB) scheduling with code

duplication (called EBB2 in He’s paper).

3 Related Work

Several algorithms have been designed for instruction scheduling for partitioned register-set

machines. The Bulldog compiler [2] uses the Bottom-Up Greedy (BUG) algorithm to assign

instructions to clusters. BUG traverses the data precedence graph (DPG). For each node

in the DPG, the algorithm examines the corresponding instruction and chooses the best

available functional unit for the instruction. Unified Assign and Schedule (UAS) designed

by Ozer et al [7] uses a single pass which combined cluster assignment and instruction

scheduling. Ozer et al showed that UAS performs better than BUG. The TDC algorithm

improves on UAS by revisiting previously scheduled cycles and trying to insert instructions

which copy operands needed by subsequently scheduled instructions.

4 Brief Overview of the Top-Down Close Algorithm

He, in his master’s thesis [3], describes how the TDC algorithm works:

TDC traverses the DPG top-down (from inputs to outputs). At each cycle, the

data-ready operations are considered in order of depth-weighted latency. For an

operation, o if all its operands reside in cluster c and the appropriate functional

unit in c is free, then o is assigned to c and scheduled into the current cycle. If

the operands reside on multiple clusters, TDC looks for a free functional unit to

execute o and then looks backward in the schedule for cycles where the needed

inter-cluster transfers can be placed. If copies can be inserted to make all of o’s

operands available on cluster b in the current cycle, it schedules o onto b in the

current cycle. If some of operands cannot be pre-copied, the algorithm checks

to see if the inter-cluster data buses are available in the current cycle to read

them directly. Copying is preferred over direct use because a copied value can be

reused by other operations in the same cluster.
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In He’s implementation of TDC, certain registers are reserved by the register allocator

solely for inter-cluster copies. These registers are called copy registers.

5 The 6200 Architecture

The TI 6200 is a VLIW architecture and has 2 clusters each with 4 functional units [5]. There

is one data cross-path from each cluster to the other. Thus, in one cycle, two cross-cluster

operands can be accessed. A significant feature of this architecture is that there are 5 delay

slots corresponding to a branch instruction. These delay slots can be populated with any

instruction – there is no restriction on the types of instructions that can occupy a branch-

delay slot. In particular, a branch instruction can be scheduled in a branch delay slot. The

nature of control flow changes is also important. Unlike ILOC, there is no two-way branch

in the 6200 instruction set. Thus, if the branch is not taken (the fallthrough case), control

implicitly flows to the code present after the delay slots of the branch. These features create

restrictions in the way that EBB scheduling is implemented

6 Challenges Faced in Implementing Original Algorithm

A number of challenges were faced while implementing He’s algorithm on the TI 6200 ar-

chitecture. Most of the difficulties arose because of the difference between ILOC and the

instruction set for the TI 6200 architecture. In He’s model of the target machine, the four

functional units supported exactly one type of instruction. Thus, his model consisted of

an integer unit, a floating point unit, a control unit, and a memory access unit. In the TI

6200 architecture, the functional units support multiple types of instructions. As a result,

the model had to be discarded. In addition, certain classes of instructions such as branches

behaved differently in He’s model than on the TI 6200. He’s implementation considered all

integer registers to be general purpose registers. On the TI 6200, there were constraints on

registers and He’s implementation had to be modified to accommodate these constraints.

6.1 Branches in Branch Delay Slots

As described in the previous section, a branch can occupy a branch-delay slot. Due to

this, a branch could have multiple implicit fallthroughs. This created complications for the
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algorithm. Consider a program fragment and the corresponding CFG:

[A1] B .S1 BLOCK1
[B1] B .S2 BLOCK2

NOP 4

FALLTHROUGH:
NOP 1

BLOCK3:
SUB .L2 B6, 2, B6

BLOCK1:
ADD .L2 B5, 1, B5

BLOCK4:
SUB .L2 B6, 3, B6

BLOCK2:
NOP 5

[A1]    B  .S1   BLOCK1 
[B1]    B  .S2   BLOCK2
          NOP     4

FALLTHROUGH:
          NOP     1

BLOCK1:
        ADD  .L2  1, B5, B5

BLOCK3:
       ADD .S2 -2, B6, B6

BLOCK4:
        ADD  .L2 -3, B6, B6

BLOCK2:
        NOP   5Branch2 fallthrough Branch2 fallthrough

Branch1
Branch2

Figure 1: Multiple fallthroughs for a single branch
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If Branch2 is not taken, then control flows to either block Block3 or Block4 depending

on whether Branch1 was taken or not. This would imply that in the rescheduled code, block

Block3 must be the fallthrough to Block1. But, the EBB that contained Block1 may not

contain Block3 in which case one cannot guarantee that Block3 will be the fallthrough for

Branch2. Similarly, there could be a branch in the second branch-delay slot of Branch1 and

then that branch will have multiple fallthrough blocks depending on the outcome of both

Branch1 and Branch2. In general, all delay slots can be occupied by branches. In such a

case, the branch in the last delay slot can potentially have 24 = 16 fallthrough blocks.

A possible solution to this problem, as shown in Figure 2, is to insert branches in the

rescheduled code. For a branch B in a delay slot of other branches, all previous branches

would be examined. The target blocks for these previous branches would be determined.

Branches would then be inserted in the target blocks which would explicitly change control

to the fallthrough block for B. However, this strategy can lead to a potentially large number

of inserted branches. Also, up to 6 additional cycles — 1 cycle for the branch and 5 delay

slots for that branch — can be wasted while branching to the fallthrough block due to an

inserted branch. To simplify matters, the algorithm deals with input which has no branches

in branch delay slots. The output of the Texas Instruments compiler with optimization level

1 yields code with no such branches.

6.2 Filling Branch Delay Slots with Useful Instructions

Branch delay slots in the rescheduled code should be filled with useful instructions in order

to ensure a good schedule. The rescheduler, as described in He’s paper, uses list scheduling

techniques. The algorithm constructs a DPG for the EBB and considers all nodes in the DPG

whose children have already been scheduled as potential candidates for the next instruction

to be scheduled. While choosing amongst these candidates, the algorithm uses a heuristic.

Various heuristics were considered. The heuristic which gave precedence to nodes at a greater

depth in the DPG performed the best with regard to filling branch delay slots. However,

making a second pass through the code to fill branch delay slots will result in a better

schedule.
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[A1]    B  .S1   BLOCK1 
[B1]    B  .S2   BLOCK2
          NOP     4

Branch1
Branch2

BLOCK3:
       ADD .S2 -2, B6, B6

BLOCK4:
        ADD  .L2 -3, B6, B6

BLOCK2:
        NOP   5Branch2 fallthrough Branch2 fallthrough

FALLTHROUGH:
           NOP     1
[!B1]    B  .S2   BLOCK3
           NOP     5

BLOCK1:
            ADD  .L2  1, B5, B5
[!B1]     B   .S2    BLOCK4
            NOP        5

Figure 2: Fallthroughs made explicit by inserting instructions. Inserted instructions have
been highlighted in blue

6.3 Jumps to Unknown Locations

If a branch in a block B in the EBB changes control flow to a block C such that C is not

the successor of B in the EBB, then C is called a side-exit block with respect to the branch.

In the original algorithm, after scheduling the code, side-exit blocks and the corresponding

branches are examined. If instructions that were present before such a branch executed are

now rescheduled after the branch executes, then the edge corresponding to the side-exit is

split and a new bookkeeping node is created. These instructions are duplicated in the new

node. However, if the jump location is unknown, then the edge cannot be split. The TI

6200 instruction set contains a branch on register instruction. On encountering such an

instruction, the algorithm cannot, in general, determine the target of the branch. Thus,

blocks containing such branches are not rescheduled.
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6.4 Performance Issues with Bookkeeping Nodes

On running the rescheduler on a number of programs, several bookkeeping nodes were being

created in the output. These nodes generally consisted of a couple of instructions along with

a branch to the original target. This resulted in a substantial performance loss. As a result,

it was decided to create false dependences, called Order dependences, between instructions

and successive branches. This would ensure that instructions scheduled before a branch in

the original code would be scheduled before the branch by the rescheduler. Thus, after this

modification, the only instructions which could necessitate the creation of a bookkeeping

node would be instructions in branch delay slots in the original code.

6.5 Library Calls and Jumps to External Procedures

After rescheduling, the algorithm examines instructions in the delay slots of branches. In

certain situations, instructions have to be inserted at the target of the branch. If an in-

struction does not finish execution before the branch is taken (for instance, a multiple cycle

instruction like a load or a multiply in the last delay slot of a branch), then to ensure safety,

NOPs are inserted at the beginning of the target block. This ensures that the instruction

finishes execution before instructions in the target block begin execution. However, there are

cases when some branches jump to procedures whose code is not accessible by the resched-

uler. These inaccessible codes include procedures from external files such as libraries. To

maintain safety, the algorithm does not reschedule blocks which contain such an external

call.

6.6 Special Purpose Registers

The TI 6200 instruction set allows predicated execution of instructions. 5 of the 32 registers

are known as predicate registers and can be used to predicate instructions. As a result,

certain changes had to be made in the original algorithm. He’s TDC algorithm assumed

that all registers were general purpose and hence allowed inter-cluster copying between any

register to a copy register. However, on the TI 6200, copying from a predicate register to

a copy register may create incorrect code. After copying, the predicate register may have

been used to predicate an instruction. But, the copy register cannot be used to predicate

9



instructions. As a result, no inter-cluster copies were allowed between predicate registers

and copy registers.

6.7 Control Over Register Allocator

In He’s implementation, certain registers were designated as copy registers. Register alloca-

tion was conducted on the input and these copy registers were excluded from the allocation.

This ensured that these copy registers remain available throughout the input program. The

copy registers could then be used to hold inter-cluster copies. The TI 6200 compiler did not

provide control over the register allocator. As a result, copy registers in the input program

could be unavailable in certain portions of the program. The implementation was modified

to recognize this. If, in the input program, a register designated as a copy register is live into

the head block of the EBB, then that copy register is not used throughout the scheduling of

that EBB. The implementation was also modified to recognize that instructions in the input

program can define and use the copy registers. In He’s implementation, since the copy reg-

isters are not allocated, only the rescheduling process could insert instructions which define

or use these registers.

6.8 Constructing the Data Precedence Graph

A data precedence graph is a graph G = (N, E) in which a node

n ∈ N is an instruction in the input. An edge e = (n1, n2) ∈ E if and only if n2 uses

the result of n1 as an argument [1]. A list scheduler uses the DPG to ensure that the

scheduled code satisfies all necessary dependences which will result in a correct schedule.

Usually, a DPG is constructed from an intermediate representation of a high level program

such as ILOC. However, in our implementation, the input for creating the DPG was TI

6200 assembly code. A DPG for an intermediate format like ILOC is usually a directed

acyclic graph (DAG). During the scheduling process, the scheduler examines the DPG and

schedules a node which has no children left to be scheduled. Since the DPG is a DAG, it

does not contain a cycle. This allows all instructions to be scheduled by the scheduler. How-

ever, if the DPG contains a cycle, the scheduler will not be able to schedule all instructions.

While constructing the DPG for the TI 6200 assembly code, it was realized that cycles were
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possible in the DPG. The explicit encoding of which instructions execute in parallel in the

input assembly code resulted in the possibility of cycles in the DPG. Consider the following

example input which consists of two instructions in a packet which will execute in parallel:

ADD .S1X A1, B1, A3 ;; Instruction 1
|| ADD .S2X A3, B3, B1 ;; Instruction 2

In the instruction packet, there is an anti-dependence from Instruction 1 to Instruction

2 due to register B1. There is also an anti-dependence from Instruction 2 to Instruction 1

due to register A3. Thus, while constructing the DPG, a cycle would be created containing

these two instructions. In general, since there can be 8 instructions per packet, the length

of a cycle can be at most 8. Since the DPG contained cycles, the scheduler would not

be able to schedule instructions which formed the cycle in the graph. As a result, after

marking dependences in a packet, a depth-first search was done to discover cycles amongst

instructions in the packet. If a cycle was found, then the DPG was modified. One instruction

was designated as a representative instruction for the cycle. All the instructions in the cycle

were collapsed into the representative node corresponding to the representative instruction.

The dependences which originated from or ended at nodes in the cycle were modified to

originate from and end at the representative node. While scheduling, when the scheduler

decided to schedule the representative node, an instruction packet was scheduled containing

only all those instructions in the cycle executing in parallel. This ensured that all the

dependences in the input code were preserved.

7 Runtime Analysis

The rescheduling algorithm constructs a DPG from the input. The DPG is constructed by

making one backward pass through the instructions in the input. The construction of the

DPG entails running a depth first search on the dependences for instructions in a packet. In

each packet, there can be a maximum of 8 instructions per packet and each instruction could

have only a constant number of arguments. This implies that the total number of possible

dependences between instructions in a packet is also a constant. Thus, the asymptotic time
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for running depth first search is constant. The total cost of constructing the DPG is O(N)

where N is the number of instructions in the input. Given the DPG, the rescheduler schedules

nodes in the graph all of whose children have already been scheduled. Before scheduling each

node, the rescheduler inserts copy instructions if necessary and after scheduling each node,

the rescheduler updates the state of the machine. These operations take constant time. Thus,

the asymptotic runtime of the rescheduler is O(N). After the rescheduler executes, the new

schedule is examined and compensation code is inserted if necessary. The rescheduled code

at this point contains copy instructions in addition to all the original instructions. However,

each original instruction has a constant number of arguments. Therefore, the maximum

number of copy instructions possible to be inserted is O(k N) where k is the maximum

number of operands that an instruction in the TI 6200 instruction set can have. Each

branch in the rescheduled code is examined to decide if any compensation code is needed.

A pass is made over the rescheduled code which takes O(N) + O(k N) = O(N) time. Every

time a branch is encountered which needs compensation code, a new block is created and

compensation code is inserted. The compensation code can only be duplicates of instructions

in the original delay slots of the branch. As the number of duplicated instructions is also a

constant. The asymptotic time needed to insert this code is constant. The total asymptotic

time required by the rescheduler is: O(N) + O(N) + O(N)

8 Results

The rescheduler was run on a number of benchmarks and the runtime as well as the degree

of parallelism in the resulting code was examined. The benchmarks presented are:

fir4 : A finite impulse response filter with 8 coefficients Matrix

Matrix addition : Addition of 5 × 5 matrices

radix4 : Complex radix 4 FFT of size 64

Maxindex : Finding out the index of the maximum element in a vector

The charts and tables present a summary of the instructions that were issued and the

level of parallelism present in the original and rescheduled code. The quantity ”Parallel
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instructions” measures the number of instructions in the code that were scheduled in parallel

with other instructions in a packet. The quantity ”Standalone instructions” measures the

number of instructions which were not scheduled with any other instruction in parallel. The

graphs compare the number of instruction packets and parallel instructions present in the

both the rescheduled code and the original code.
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fir4
Original Program After TDC

Runtime (cycles) 242 296
Total Instructions 34 39
NOP instructions 4 9
Non-NOP instructions 35 30
Total Packets 30 30
Parallel instructions 8 18
Standalone instructions 26 21
%ge of parallel instructions 23.53 46.15

Matrix Addition
Original Program After TDC

Runtime (cycles) 427 452
Total Instructions 111 114
NOP instructions 15 16
Non-NOP instructions 96 98
Total Packets 97 88
Parallel instructions 27 45
Standalone instructions 84 69
%ge of parallel instructions 24.32 39.47

radix4
Original Program After TDC

Runtime (cycles) 34 49
Total Instructions 191 197
NOP instructions 12 14
Non-NOP instructions 179 183
Total Packets 129 110
Parallel instructions 104 141
Standalone instructions 87 56
%ge of parallel instructions 54.45 71.57
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Maxindex
Original Program After TDC

Runtime (cycles) 2915 2913
Total Instructions 50 51
NOP instructions 10 9
Non-NOP instructions 40 42
Total Packets 43 37
Parallel instructions 12 22
Standalone instructions 38 29
%ge of parallel instructions 24.00 43.14

9 Conclusions

The results show that the rescheduled code exhibited more parallelism. In all the bench-

marks, the number of total instructions increased marginally due to insertion of inter-cluster

copies and compensation code. However, in spite of an increased number of instructions, the

number of total packets in the rescheduled code, in most cases, was significantly lower as

compared to the original code. The decrease in total number of packets varied from 0% in

fir4 to 14.73% in radix4. The runtime of the rescheduled code was worse than the original

code in the benchmarks. This occurred primarily due to a lack of efficiently scheduling in-

structions in the branch delay slots. Since the scheduler was a list scheduler, a heuristic was

used to choose the next instruction to be scheduled. However, this strategy was not effective

for scheduling instructions in branch delay slots. Instructions in delay slots of a branch in

the original code tended to be scheduled before the branch in the rescheduled code. This

caused delay slots to be occupied by NOPs and resulted in a degradation of performance.

Future work could focus on designing a two-pass rescheduler which, in the second pass, can

move instructions scheduled before branches in the first pass to occupy delay slots.

The rescheduled code contained a significantly larger number of instructions which were

scheduled in parallel with other instructions than the original code. The improvement in

the number of instructions scheduled in parallel ranged from 12.07% in fir4 to 19.14% in

maxindex.
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10 Future Directions

Future work could focus on the improvement in parallelism that was obtained. It was noticed

that due to more instructions executing in parallel, there was an increase in the number of

NOP packets especially at the end of the extended basic blocks. This feature could be

exploited by hoisting code from the target of a branch to the delay slots. Since there are

generally more NOP instructions at the end of a branch in the rescheduled code, there is

more opportunity to conduct this transformation. For instance, consider the difference in

the original and rescheduled code for maxindex:

Original Code Rescheduled Code

B .S1 maxindex B .S1 maxindex
MVKL .S2 RL4, B3 CMPLT .L2 0, B4, B0
MVK .S2 64, B4 B .S1 maxindex
MVKH .S2 RL4, B3 || MVKL .S2 RL4, B3
ADD .L1 0, A3, A4 || ADD .L1 0, A3, A4
NOP 1 MVKH .S2 RL4, B3
. MVKH .S2 RL4, B3
. NOP 3
. .

maxindex: .
[!B0] B .S1 L2 .

SUB .L1 A0, A0, A0 .
MVK .S1 -32768, A6 maxindex:

|| ADD .L1X 0, B4, A5 STARTBLOCK:
|| ADD .D1 A4, 0, A7

[B0] LDW .D1T1 *+A7[A0], A3 CMPLT .L2 0, B4, B0
NOP 2 || ADD .D1 A4, 0, A7
NOP 2 || SUB .L1 A0, A0, A0

|| MVK .S1 -32768, A6
[!B0] B .S1 L2

|| [B0] LDW .D1T1 *+A7[A0], A3
|| ADD .L2 0, B4, B12

ADD .L1X 0, B12, A5
NOP 4

The block which branches to maxindex, the rescheduled code has 2 more NOP instruc-

tions than the original code. As a result, instructions following the target label ( maxindex)

can be scheduled in place of the NOP instructions with the addition of a correct predicate

if needed. The code can be hoisted even when the branch is a conditional branch. However,

if the branch is conditional, instructions from the target that will be hoisted need to be

predicated with a predicate that is identical to that of the branch. In this case, certain
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instructions from the target will be excluded from hoisting (Specifically, instructions from

the target which are already predicated with a register other than that used in the branch

instruction will be excluded.)
Rescheduled Code Before Transformation Rescheduled Code After Transformation

B .S1 maxindex B .S1 NEWTARGET
|| MVKL .S2 RL4, B3 || MVKL .S2 RL4, B3
|| ADD .L1 0, A3, A4 || ADD .L1 0, A3, A4

MVKH .S2 RL4, B3 MVKH .S2 RL4, B3
MVK .S2 64, B4 MVK .S2 64, B4
NOP 3 CMPLT .L2 0, B4, B0
. || ADD .D1 A4, 0, A7
. || SUB .L1 A0, A0, A0
. || MVK .S1 -32768, A6

maxindex: NOP 2
STARTBLOCK:

CMPLT .L2 0, B4, B0 .
|| ADD .D1 A4, 0, A7 .
|| SUB .L1 A0, A0, A0 .
|| MVK .S1 -32768, A6 maxindex:

[!B0] B .S1 L2 STARTBLOCK:
|| [B0] LDW .D1T1 *+A7[A0], A3 CMPLT .L2 0, B4, B0
|| ADD .L2 0, B4, B12 || ADD .D1 A4, 0, A7

ADD .L1X 0, B12, A5 || SUB .L1 A0, A0, A0
NOP 4 || MVK .S1 -32768, A6

NEWTARGET:
[!B0] B .S1 L2

|| [B0] LDW .D1T1 *+A7[A0], A3
|| ADD .L2 0, B4, B12

ADD .L1X 0, B12, A5
NOP 4

The experiments show that the implementation of the algorithm on the TI 6200 architec-

ture was extremely successful in enhancing parallelism in the code. However, the implemen-

tation could not guarantee an improvement in runtime. The original algorithm needed to

be extensively tuned for an implementation on the TI 6200 architecture. A major stumbling

block was the presence of branch delay slots and relatively unstructured function calling

mechanism of the instruction set. Future work could focus on taking advantage of the extra

parallelism generated to improve runtime. In He’s algorithm, control of the register alloca-

tor was a crucial aspect of the algorithm. The register allocator ensured that the required

number of copy registers were reserved. However, in this implementation, since there was

no control over the allocator, copy registers could not be reserved. Future work can focus

on ensuring that sufficient copy registers are reserved before the rescheduling process begins.
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Reserving copy registers would provide more opportunity to place inter cluster copies and

would potentially enhance the results obtained by running the algorithm.
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