


ABSTRACT

Hierarchical Bayesian Models for Multimodal Neuroimaging Data

by

Sharon Chiang

Within the past few decades, advances in imaging acquisition have given rise to a

large number of in vivo techniques for brain mapping. This wide range of structural

and functional imaging modalities provides a major source of information-rich data

which may be used to non-invasively understand the human brain, and is a promising

source of information for improved clinical diagnosis and treatment decision-making.

Due to the complex spatial structure of neuroimaging data as well as the small num-

ber of samples typically collected in neuroimaging experiments, statistical methods

which try to integrate different types of neuroimaging data are paramount. Our re-

search is focused on the development of methods which allow for incorporation of

prior information from multimodal neuroimaging sources to improve the reliability of

inference in the presence of small to moderate sample sizes.

First, we propose an integrative predictive modeling framework for neuroimaging

data with spatial structure, such as positron emission tomography or structural MRI.

The method provides a unified framework for the identification of pathologic sub-

groups, identification of imaging biomarkers characterizing the pathologic states, and

prediction of the clinical outcome of interest. Furthermore, Bayesian priors are used

to inform the selection of imaging markers with external imaging data. We assess the

performance of our method on synthetic data and compare its performance to com-



peting methods. We demonstrate use of the proposed method for identifying markers

for patients at high-risk for poor treatment outcome from a study on temporal lobe

epilepsy patients undergoing anterior temporal lobe resection.

Second, we propose a multi-subject approach for effective connectivity inference

using resting-state functional MRI data. The proposed method provides a joint,

single-stage framework for multi-subject effective connectivity inference at both the

subject- and group-levels. Furthermore, it accounts for multi-modal imaging data

by integrating structural imaging information into the prior model. We investigate

the performance of the proposed model on simulated data, and demonstrate through

simulation studies that the approach results in improved inference on effective connec-

tivity at both the subject- and group-levels compared to currently used methods. The

proposed method is illustrated through an application to resting-state functional MRI

and structural MRI for identifying effective connectivity in temporal lobe epilepsy pa-

tients and healthy controls.
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Chapter 1

Introduction

Rapid advances in imaging acquisition over the past few decades have given rise to

a large number of in vivo imaging techniques for brain mapping. These techniques

include methods to image brain structure, such as structural and diffusion MRI, as

well as function, such as functional MRI and positron emission tomography. These

various techniques provide complementary information about brain structure and

function. Structural MRI, for example, provides information on the shape, size,

and macrostructural integrity of gray and white matter structures in the brain by

measuring the amount of water at a given location. In structural MRI, a single

three-dimensional map of tissue structure is generated based on differences in tissue

relaxation rates, with different radiofrequency pulse sequences used to emphasize

particular tissues or abnormalities. Since brain anatomy is not considered to change

over the course of the scan, time is less of a constraint in the pulse sequence, allowing

structural MRI to be acquired with high spatial resolution. Functional MRI (fMRI),

on the other hand, is used to examine brain function by measuring blood-oxygen level

dependent (BOLD) contrast produced by changes in blood flow. As hemodynamic

changes in the brain is closely linked to neural activity (Roy and Sherrington, 1890),

BOLD signal is investigated as a proxy for neuronal activity. FMRI measures a series

of three-dimensional images over time, with a single fMRI scanning session typically

composed of hundreds of volumes. However, to acquire a full brain volume scan every

repetition, a pulse sequence such as Echo Planar Imaging (EPI), which is faster, but
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more limited in spatial resolution, must be used. Therefore, although fMRI yields

temporal data, spatial resolution is much lower compared to structural MRI. Positron

emission tomography (PET) is another form of functional neuroimaging. In contrast

to functional MRI, PET is a nuclear medicine technique that is used to observe

metabolic activity in the body. A positron-emitting radionuclide, such as fluorine-18

fluorodeoxyglucose (FDG) or fluorodopa (FDOPA), is injected. Positrons emitted by

the decaying radionuclide decelerate until interaction with an electron, which produces

a pair of gamma photons traveling in opposite directions. Three-dimensional images

of the radionuclide’s concentration in the brain are then constructed by localizing

the source of the gamma photons, providing a three-dimensional map of regional

glucose metabolism in the brain. PET and fMRI scans are similar in that both assess

indirect measures of brain activity. However, whereas PET is less affected than fMRI

by movement artifact, fMRI has higher spatial resolution than PET. These various

imaging techniques provide complementary information about brain structure and

function. In this work, we focus on statistical methods involving these three types of

imaging data: FDG-PET, functional MRI, and structural MRI.

Two common objectives in neuroimaging analysis are the prediction of clinical

outcomes and inference on brain connectivity. Given the non-invasive and in vivo

nature of imaging data, neuroimaging measurements of structural, functional, and

metabolic brain activity provide logical targets for identifying markers of clinical

outcome in mental health and neurological disease. In epilepsy, for example, brain

surgery provides an effective treatment for patients who fail to achieve seizure control

with medications. However, surgery does not result in improved seizure control in a

significant proportion of cases (de Tisi et al, 2011). A non-invasive and in vivo ap-

proach for identifying the patient’s probability of responding to different treatments

may help identify patients at greatest likelihood to benefit. Another increasingly im-
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portant objective in neuroimaging analysis is inference on brain connectivity. Brain

connectivity may be considered at different levels of brain organization, from connec-

tivity between individual neurons to neuronal assemblies. The mapping of the human

connectome provides an understanding of brain circuitry. In this context, inference

on group differences allows for improved understanding of how brain circuitry changes

with various pathologies.

This review chapter covers approaches for prediction of clinical outcomes using

neuroimaging data (Section 1.1) and for inference on brain connectivity (Section 1.2).

In Section 1.3, we provide a brief outline of the structure of the remainder of this

thesis.

1.1 Prediction of clinical outcomes using neuroimaging

Prediction of clinical outcomes is rapidly emerging as one of the most common objec-

tives in neuroimaging studies. It has long been suspected that brain activity provides

a signature unique to individuals, analogous to that of the genome (Poulos et al,

1998). The large number of in vivo techniques for brain mapping that have been

developed in the past decades have made the goal of characterizing this signature

possible. Statistical models to identify abnormalities in radiologic images not appar-

ent to the human eye are needed to integrate these signatures into clinical medicine, by

facilitating earlier and more accurate diagnosis of neurological diseases, as well as the

prediction of individual patients’ probabilities of responding to different treatments.

1.1.1 Pattern recognition techniques and sparse regression

In a typical neuroimaging experiment, the brain is scanned at a single or multiple

time points, yielding a three-dimensional image at each of the scanned time points. A



4

summary measurement of the signal in each voxel (3-dimensional pixel) of the image

volume(s) is then quantitated. Summary measurements may also be quantitated on

the region-of-interest (ROI) rather than voxel level, depending on the level of granu-

larity of interest. The summary quantity utilized differs from modality to modality.

Common quantities measured for structural MRI, functional MRI, and PET are listed

in Table 1.1. In the following, we refer to measurements on the individual voxel or

ROI level as image predictors.

Imaging modality Image predictor Physiological Interpretation

Structural MRI Volumetry Gray or white matter volume

Cortical thickness Thickness of cerebral cortex

Functional MRI BOLD time-series Hemodynamic flow

GLM coefficient Task-based activation

Percent signal change Task-based activation

Graph theory measures Network properties

Positron emission tomography Radiotracer intensity Glucose metabolism

Table 1.1 : Common measurements used as image predictors in structural MRI, functional
MRI, and positron emission tomography.

Prediction of clinical outcomes from neuroimaging data falls into the general cat-

egory of supervised learning. Let Xi denote the R× 1 vector of image predictors for

subject i = 1, . . . , N , and let Yi denote the corresponding response outcome. In this

review chapter we treat the case of continuous Y . An example of modification for the

categorical case is presented in Chapter 2.

There are several unique characteristics of neuroimaging data. In a typical neu-

roimaging experiment, the sample size is commonly much smaller than the number

of image predictors, R, with commonly fewer than 50 observations available, and

R ∼ 105 if evaluated on the order of voxels and R ∼ 102 − 103 if evaluated on the
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order of regions. Additionally, image predictors are highly collinear and have rich spa-

tial structure, as signal in a given region is usually spatially correlated with signal in

several other regions. Traditional approaches to prediction using neuroimaging data

have included pattern recognition techniques, such as discriminant analysis, Bayesian

classifiers, support vector machines, and tree-based approaches. Another widely used

pattern recognition approach to clinical outcome prediction has involved the cate-

gory of sparse regression methods. Sparse regression methods, also called regularized

or penalized methods, introduce constraints into the optimization of a cost function

which bias the model toward lower complexity. Examples of sparse regression meth-

ods include ridge regression (Hoerl and Kennard, 1970), the Least Absolute Shrinkage

and Selection Operator (LASSO) (Tibshirani, 1996), and elastic net (Zou and Hastie,

2005). Ridge regression is a continuous shrinkage method which shrinks coefficients

toward zero, and therefore yields less variability and better predictive performance

that methods which select deterministic sets of features. However, ridge regression

does not yield parsimonious models, as coefficients are shrunken but not set exactly

to zero, therefore permitting less interpretability. In contrast, LASSO introduces an

`1 penalty on the residual sum-of-squares, resulting in both continuous shrinkage as

well as automatic variable selection. This has resulted in great appeal. However,

there are several disadvantages of using LASSO for variable selection, including (1)

a “grouping effect” in the presence of multicollinearity, in which only one of a group

of correlated variables is selected; (2) selection of at most N variables, with N the

sample size, which is limiting in cases in which N < R; and (3) domination by ridge

performance in the presence of high multicollinearity and N > R (Zou and Hastie,

2005). The first two of these disadvantages is especially concerning in neuroimag-

ing data, which is highly collinear with more image predictors than sample size. To

address these issues, elastic net was proposed by Zou and Hastie (2005), in which



6

a convex combination of an `1 and `2 penalty is imposed on the residual sum of

squares. Similar to LASSO, elastic net performs both continuous shrinkage as well as

automatic variable selection. The elastic net penalty has been particularly useful in

neuroimaging situations of multicollinearity or N < R, as it also allows for selection

of greater than N non-zero coefficients when N < R, as well as selection of groups

of correlated variables. Sparse regression methods have been applied extensively in

neuroimaging literature, as well as in the contexts of binary outcomes Y (Ryali et al,

2010; Shen et al, 2011; Kohannim et al, 2012).

1.1.2 Bayesian scalar-on-image regression methods

A common limitation to regularized regression approaches, however, is that although

point estimates of the regression coefficients are provided, statistical inference on the

coefficients is difficult. Several approaches have recently been proposed to address the

question of statistical inference on selected coefficients in the area of post-selection in-

ference (Taylor and Tibshirani, 2015; Lockhart et al, 2014; Lee et al, 2013; Berk et al,

2013). Furthermore, the Bayesian framework provides a straightforward approach

to statistical inference in the context of variable shrinkage or selection. Bayesian

inference also offers several distinct advantages to inference in neuroimaging. In ad-

dition to providing a straightforward approach to statistical inference on regression

coefficients in the context of variable selection, it provides direct probabilistic inter-

pretation of all parameter estimates. Additionally, incorporating prior information is

straightforward in the Bayesian framework, which provides a flexible way to account

for the spatial information between voxels/ROIs or integrative analysis.

Bayesian analogues to ridge regression, LASSO, and elastic net have been proposed

in recent years (Park and Casella, 2008; Li et al, 2010), which provides not only

interval estimates but also the posterior distribution of ridge, LASSO, and elastic
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net estimators. Several other shrinkage priors have also been proposed, such as the

horseshoe prior of Carvalho et al (2010) and the normal-gamma prior by Griffin et al

(2010).

Shrinkage priors have been utilized in several neuroimaging studies to achieve

regularization. One shortcoming of these approaches, however, is that such methods

only use regularization as a built-in feature and do not consider prior neuroscientific

information to improve regularization. For example, due to the spatial smoothness

of neuroimaging data, groups of voxels or ROIs often vary smoothly across space.

Recently, various approaches have been proposed for scalar-on-image regression which

employ various hierarchical formulations to consider neuroscientific assumptions in

improving inference and prediction. For example, van Gerven et al (2010) employed

a multivariate Laplace prior to induce sparsity in the regression coefficients, while

also allowing the amount of regularization to favor smooth maps. Other Bayesian

approaches have adopted formulations to allow different groups of image predictors

to be subject to different amounts of regularization (Michel et al, 2011).

A different approach was put forth by Goldsmith et al (2014). In contrast to

the shrinkage approaches described above, the authors defined a latent indicator

γj ∈ {0, 1} for each image predictor, which is equal to 1 if the image predictor is

included in the model and 0 otherwise. The authors adopted a “spike-and-slab”

mixture prior on the regression coefficients (George and McCulloch, 1993, 1997). In

contrast to the shrinkage approaches described above, the spike-and-slab mixture

prior allows for selection and enforcement of zeros through the point mass at 0. The

authors incorporate spatial information between voxels into the smoothing of the se-

lected variables by imposing an Ising prior (Smith et al, 2003; Smith and Fahrmeir,

2007) on γ. Additionally, a Gaussian Markov random field prior was placed on the re-

gression coefficients to encourage smoothing. This approach allows for the imposition
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of sparsity and spatial contiguity among non-zero regression coefficients by smooth-

ing the probabilities of the latent binary indicator γ, while encouraging smoothness

across space of the non-zero regression coefficients. Ising priors have also been suc-

cessfully applied in the context of variable selection in conjunction with Dirichlet

Process priors (Ferguson, 1973, 1974; Antoniak, 1974), to capture clusters of similar

coefficients (Li et al, 2015).

Alternative approaches for incorporating prior information into variable selection

have also been proposed. Kalus et al (2014), for example, proposed an approach

in the context of integrating fMRI and EEG data which uses a second-stage probit

regression on the probability that a given fMRI region is active. Using the probit

regression prior, a matrix of external covariates may be included into the variable

selection probabilities.

1.2 Inference on brain connectivity

Another common objective in neuroimaging studies which is rapidly increasing in

interest is that of brain connectivity. In brief, brain connectivity examines the inter-

actions between neural systems on the level of individual neurons, neuronal popula-

tions, or brain regions. Connectivity studies have become of particular interest for

elucidating pathophysiology by providing understanding about the role that connec-

tivity patterns play in neurological and mental health disorders (Garrity et al, 2007;

Belmonte et al, 2004; Waites et al, 2006; Chiang and Haneef, 2014).

There are three main categories of brain connectivity: functional connectivity,

which identifies regions with similar temporal characteristics; effective connectivity,

which identifies the directionality and magnitude of influence of one neural popula-

tion over another; and structural connectivity, which estimates physical anatomical
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connections between brain regions. Functional and effective connectivity are investi-

gated using functional neuroimaging or electrophysiological techniques, such as fMRI

or EEG, while structural connectivity is investigated using structural imaging tech-

niques, such as structural MRI or diffusion MRI. In this work, we are concerned with

inference on effective connectivity. We provide a brief overview of functional and

structural connectivity here, as these forms are utilized within our prior construc-

tions.

1.2.1 Structural connectivity

Various structural imaging modalities, such as structural MRI or diffusion MRI, yield

information about structural connectivity. In contrast to functional brain networks,

structural connectivity refers to physical anatomical connections between brain re-

gions. The gold standard for structural connectivity is tract-tracing, in which axonal

projections are traced directly from the cell body by physically injecting tracers into

the brain. The invasiveness of this technique, however, limits tract-tracing to ani-

mal studies (Sporns, 2011). Diffusion MRI tractography is a useful technique that

uses anisotropic water diffusion to estimate the axonal (white matter) architecture of

the brain. Common approaches to estimating structural connectivity from diffusion

MRI tractography include the scaled conditional probability of a connection between

two regions, if based on probabilistic tractography, or the number of streamlines be-

tween two regions, if based on deterministic tractography (Jbabdi and Johansen-Berg,

2011). Structural MRI, on the other hand, provides information about the amount of

water at each given location and therefore the macrostructural integrity of gray and

white matter. Because axonally connected regions generally are subject to common

trophic and maturational influences, regions with similar macrostructural integrity

are considered to reflect structural connectivity based on similar trophic influences
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(Lerch et al, 2006). Common approaches to estimating structural connectivity from

structural MRI include covariance analysis of cortical thickness or gray matter volume

(Bernhardt et al, 2013).

1.2.2 Functional and effective connectivity

Within functional neuroimaging, two types of connectivity have been described: func-

tional and effective connectivity (Friston, 1994). Functional connectivity aims at

identifying regions with similar temporal characteristics, and is defined as the undi-

rected statistical association between neurophysiological events. Classical approaches

to functional connectivity include the Pearson correlation between the time-series in

regions of interest taken pairwise (Zalesky et al, 2012); partial correlations (Hampson

et al, 2002; Huang et al, 2010; Marrelec et al, 2006); or precision matrix estima-

tion using methods such as the graphical LASSO (Varoquaux et al, 2010). Several

Bayesian approaches to estimating functional connectivity have also been put forth

(Patel et al, 2006a,b; Bowman et al, 2008; Zhang et al, 2014).

In contrast, effective connectivity is defined as the directed influence of one neural

system over the other. Whereas functional connectivity provides estimates of the

observed dependencies between pairs of time-series, effective connectivity provides

estimates of the the parameters of the underlying model attempting to explain these

observed dependencies. As such, effective connectivity estimation is model-dependent

(Friston, 2011a). Furthermore, effective connectivity refers to causal inference rather

than simple associations. Common approaches to effective connectivity include di-

rected causal modeling (DCM) (Friston et al, 1993), structural equation modeling

(SEM) (Mclntosh and Gonzalez-Lima, 1994), Bayesian networks (BNs), and Granger

causal modeling (GC) (Granger, 1969; Goebel et al, 2003).

Dynamic causal modeling (DCM) is a popular confirmatory approach to effective
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connectivity put forth by Friston et al (2003), which aims to infer causal architec-

ture directly at the unobserved neuronal level, based on either observed fMRI data

at the hemodynamic level, or electrophysiological data such as magnetoencephalog-

raphy (MEG) or EEG. As such, DCM for fMRI is heavily dependent on biological

assumptions of how the observed fMRI BOLD signal is generated from the unob-

served neuronal activity. DCMs are formulated in terms of differential equations,

which model unobserved neural dynamics based on a probabilistic graphical model,

where conditional dependencies are used for inference on effective connectivity. This

system of differential equations is then coupled with a model for how the observed

BOLD signal is generated from the unobserved neuronal activity.

Structural equation modeling (SEM) is another widely applied confirmatory ap-

proach for effective connectivity estimation, which was initially developed in biol-

ogy, econometrics, and other social sciences (Wright, 1920). Work by Mclntosh and

Gonzalez-Lima (1994) allowed for the extension of SEM to functional imaging data.

SEM involves the specification of a pre-defined path diagram model for the data.

Model fit is then assessed by comparing the variance-covariance matrix predicted

under the model, to the variance-covariance matrix observed from the data. Model

parameters may then be iteratively adjusted to minimize the difference between the

predicted and observed variance-covariance matrices until a measure of convergence

is attained.

One disadvantage of DCM and SEM, however, is that both are confirmatory

techniques which are primarily useful for testing existing hypotheses about effective

connectivity (Friston, 2011a). In contrast, Granger causality (GC) (Granger, 1969)

infers effective connectivity without the requirement for prior specification of the

structural model. Rather, Granger causality relies on the central notion that causes

both precede and help predict effects. In GC, a signal X1 “Granger-causes” X2 if past
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values of X1 help predict current values of X2 better than past values of X2 alone. GC

may be inferred upon using functional imaging, such as fMRI, or electrophysiological

data, such as EEG or MEG. Biological conclusions drawn from GC depend on the

data source. For example, GC applied to EEG or MEG data yields conclusions

on the neural level, whereas GC applied to fMRI data yields conclusions on the

hemodynamic level. Bayesian networks (BNs) comprise another class of models used

to model effective connectivity. BNs model brain networks by modeling conditional

independence/dependence relationships among random variables by directed acyclic

graphs. In this context, brain regions are modeled as nodes and edges represent direct

causal dependencies between the nodes. Dynamic Bayesian networks (DBNs) were

proposed by as a subset of BNs that are used to model dynamic systems such as

temporal processes, which have been used to infer effective connectivity through both

single-subject and multi-subject approaches (Li et al, 2008, 2011, 2013; Rajapakse and

Zhou, 2007; Kim et al, 2008). Kim et al (2008), for example, used DBNs to investigate

differences in effective connectivity between patients with schizophrenia and controls

based on a measure of effective connectivity termed the approximate conditional

likelihood (ACL) score to search for the optimal structure, while Li et al (2013)

using DBNs to investigate group differences between patients with Alzheimer’s disease

and healthy controls. Li et al (2011) used DBNs to infer on effective connectivity

between resting-state networks in healthy controls. However, a key limitation of BNs

in comparison to GC is their restriction to acyclic graphs. As discussed by Friston

(2011b), the human brain involves a high prevalence of reciprocal connections and

cyclicity.

GC is estimated for multivariate time-series by fitting a vector-autoregressive

(VAR) to the time-series (Harrison et al, 2003), which predicts the tth value of the

R-dimensional time-series as a linear combination of the previous L vector values.
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The most common approach in GC analysis is to fit a vector autoregressive model

to the observed fMRI time-series for each individual subject. The autoregressive co-

efficient matrix then gives the effective connectivity between all region pairs in the

subject’s network. Several Bayesian extensions have been proposed within the context

of VAR modeling. Rather than modeling the observed fMRI signal as a vector au-

toregressive model, Bhattacharya et al (2006) used a measurement model formulation

in which the authors decomposed the observed fMRI signal into the modeled BOLD

response and measurement error. To capture effective connectivity, region-specific

activations were then modeled using a first-order vector autoregressive process, in

which the region-specific activation at each time point was modeled to depend on the

error-free BOLD signal of other regions at the previous time point. Time-dependent

changes in effective connectivity were accounted for by imposing a random walk prior

on the autoregressive coefficients. This work was expanded upon by Bhattacharya

et al (2011), who, in order to accommodate non-stationarity in the time-series, used

nonparametric priors on the autoregressive coefficients rather than the random-walk

prior of Bhattacharya et al (2006).

The above VAR approaches have modeled effective connectivity on the single-

subject level. In order to perform group inference, two-stage approaches have there-

fore generally been adopted, in which the VAR model is fit for each subject in the first

stage, and group-level inference performed in the second stage (Deshpande et al, 2009;

Morgan et al, 2011). Gorrostieta et al (2012) proposed a mixed-effects generalization

of the usual VAR model for multi-subject modeling, by decomposing connectivity

into group- and subject-specific components. Later work by Gorrostieta et al (2013)

extended this mixed effects VAR model to the Bayesian framework, allowing for reg-

ularization of group-specific effective connectivities through an elastic net prior on

the group-specific components.
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Other classes of state-space models have also been proposed for effective connec-

tivity inference using fMRI, which account for the possibility of variability in the

HRF. Studies have suggested that the variability in the HRF exists both across re-

gions and across subjects (Aguirre et al, 1998; Handwerker et al, 2004), and may

lead to spurious results in effective connectivity inference (Schippers et al, 2011). In

order to estimate effective connectivity between unobserved neuronal sources from

the observed fMRI signal, Ryali et al (2011) proposed a state-space model in which

effective connectivity is inferred between the latent signals, rather than between the

observed fMRI signal, using an autoregressive process in the state equation. To ac-

count for variability in the HRF, the authors modeled the observed fMRI signal as the

linear convolution of the HRF with past values of the latent signal. Experimentally

induced modulatory effects were additionally accounted for by incorporating a matrix

of modulatory inputs into the state equation.

1.3 Overview of projects

The projects included in Chapters 2 and 3 both describe novel approaches for neu-

roimaging data that aim at prediction of clinical outcome and inference on effective

connectivity. In Chapter 2, we propose an integrative predictive modeling framework

for neuroimaging data with spatial structure, such as positron emission tomography

or structural MRI, that identifies individual cerebral states based on the selection

of imaging biomarkers and evaluates the association of those states with a clinical

outcome. This modeling framework looks at the observed neuroimaging scan as the

phenotypic manifestation of a latent individual pathologic state, which is assumed to

vary across the population. The modeling strategy we adopt allows the identification

of subject subgroups characterized by latent pathologic conditions differentially asso-
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ciated to the outcome of interest. It also identifies imaging biomarkers characterizing

the pathologic states of the subjects, where selection of imaging biomarkers is in-

formed by neuroimaging data with connectivity structure, such as functional MRI or

diffusion MRI. We assess performances of our method on synthetic data and compare

results with multi-step approaches and/or approaches that do not consider latent

states. We conclude by demonstrating use of the proposed method for identifying

markers for patients at high-risk for poor treatment outcome from a study on tempo-

ral lobe epilepsy patients undergoing anterior temporal lobe resection. In addition,

we show that our model achieves high cross-validated accuracy in predicting patients

with high probability of responding to treatment based on neuroimaging data. The

contents of Chapter 2 correspond to the paper “A hierarchical Bayesian model for the

identification of PET markers associated to the prediction of surgical outcome after

anterior temporal lobe resection,” which is in review. This work was co-authored with

Michele Guindani (The University of Texas MD Anderson Cancer Center), Hsiang

J. Yeh (University of California, Los Angeles Department of Neurology), Sandra De-

war (University of California, Los Angeles Department of Neurology), Zulfi Haneef

(Baylor College of Medicine), John M. Stern (University of California, Los Angeles

Department of Neurology), and Marina Vannucci (Rice University).

In Chapter 3, we propose a multi-subject vector autoregressive modeling approach

for inference on effective connectivity. Our framework uses a Bayesian variable se-

lection approach to allow for simultaneous inference on effective connectivity at both

the subject- and group-levels. Furthermore, it accounts for multi-modal data by inte-

grating structural imaging information into the prior model, encouraging non-zero ef-

fective connectivity between structurally connected regions. We demonstrate through

simulation studies that the approach results in improved inference on effective con-

nectivity at both the subject- and group-levels, compared to currently used methods.
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The proposed method is illustrated through an application to to resting-state func-

tional MRI and structural MRI for identifying effective connectivity in temporal lobe

epilepsy and healthy controls. The contents of Chapter 2 correspond to the paper “A

Bayesian vector autoregressive model for multi-subject effective connectivity infer-

ence using multi-modal neuroimaging data,” which is currently in submission. This

work was co-authored by Michele Guindani (The University of Texas MD Anderson

Cancer Center), Hsiang J. Yeh (University of California, Los Angeles Department

of Neurology), Zulfi Haneef (Baylor College of Medicine), John M. Stern (University

of California, Los Angeles Department of Neurology), and Marina Vannucci (Rice

University).

We conclude with Chapter 4, which summarizes the primary goals of the work

included here, and highlights future directions of interest.
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Chapter 2

A hierarchical Bayesian model for the

identification of PET markers associated to the

prediction of surgical outcome after anterior

temporal lobe resection

In this chapter, we develop an integrative predictive modeling framework that iden-

tifies individual cerebral states based on the selection of fluoro-deoxyglucose positron

emission tomography (PET) imaging biomarkers and evaluates the association of

those states with a clinical outcome. We consider data from a study on temporal lobe

epilepsy patients who subsequently underwent anterior temporal lobe resection. Our

modeling framework looks at the observed profiles of regional glucose metabolism seen

in PET as the phenotypic manifestation of a latent individual pathologic state, which

is assumed to vary across the population. The modeling strategy we adopt allows the

identification of subject subgroups characterized by latent pathologic conditions dif-

ferentially associated to the outcome of interest. It also identifies imaging biomarkers

characterizing the pathologic states of the subjects. In our case study, we identify a

subgroup of patients at high risk for post-surgical seizure recurrence, together with a

set of discriminatory brain regions that can be used in clinical decisions to maximize

interventional treatments. We also achieve high cross-validated accuracy in predict-

ing post-surgical seizure recurrence. Finally, we assess performances of our method

on synthetic data and compare results with multi-step approaches and/or approaches

that do not consider latent states.
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2.1 Introduction

In precision medicine, in order to deliver targeted therapies for neurological disor-

ders, it is extremely important to identify reliable and quantifiable biomarkers that

are associated to individual clinical outcomes (Insel and Cuthbert, 2015). Temporal

lobe epilepsy (TLE) is the most common drug-resistant epilepsy in adults. Surgery

provides an effective treatment for many patients, yielding a seven-fold greater prob-

ability of becoming seizure-free one year after surgery compared to controls treated

with medications (Wiebe et al, 2001). Despite its effectiveness, a significant pro-

portion of TLE patients continues to experience postseizures after surgery (Spencer

et al, 2005; de Tisi et al, 2011). As interictal 18F-fluorodeoxyglucose positron emis-

sion tomography (FDG-PET) is used for seizure focus localization (Wieser, 2004),

there is substantial interest in identifying methods that utilize PET for prediction of

post-surgical seizure relief (Willmann et al, 2007).

Mesial TLE with hippocampal sclerosis is defined by the presence of neuronal cell

loss and gliosis in the CA1 region and endfolium of the hippocampus, a particular

part of the temporal lobe (Wieser, 2004). Therefore, prediction of post-surgical out-

come using FDG-PET has traditionally focused on specific regions selected a priori

within the temporal lobe (Dupont et al, 2000; Lin et al, 2007). Such studies have

demonstrated predictive value of FDG-PET for identifying mesial TLE. Increasing

evidence, however, points at TLE as a disorder that includes abnormality distributed

beyond the temporal lobe, rather than a focal disorder. This suggests that whole-

brain approaches may allow for improved identification of quantifiable features from

neuroimaging data that can be reliably associated with individual clinical outcomes

and improve clinical decision-making.

Traditional predictive modeling approaches for neuroimaging data have included
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the use of pattern recognition techniques, such as Linear Discriminant Analysis (Haynes

and Rees, 2005), Support Vector Machines (Mitchell et al, 2004; LaConte et al, 2005)

and Bayesian classifiers (Burge et al, 2009; Arribas et al, 2010). In particular, pattern

recognition techniques have been used with varying success to predict post-surgical

outcome in TLE, ranging from 50-75% accuracy using random forests (Njiwa et al,

2015) to 70% accuracy using elastic net and support vector machines (Munsell et al,

2015). Derado et al (2013) have investigated multivariate Bayesian hierarchical mod-

els for PET data that use spatial information from neighboring voxels/regions to

improve the prediction accuracy. Sparse regression methods have also been employed

to select a subset of relevant brain regions of interests (ROIs) and estimate their

effect on the outcome (Ryali et al, 2010; Ng et al, 2012). These methods do not quan-

tify the relative importance of selected regions, which may impact the effectiveness

of related clinical decisions. Recently, Bayesian scalar-on-image regression methods

have been proposed that associate a univariate outcome to massive multi-dimensional

image predictors (Michel et al, 2011; van Gerven et al, 2010; Morcom and Friston,

2012; Goldsmith et al, 2014; Li et al, 2015), particularly for functional magnetic reso-

nance imaging (fMRI) data. These methods do not consider the heterogeneity of the

population of individuals and implicitly assume that, given a set of discriminatory

regions, their association to the outcome is the same across the population. In reality,

however, the strength of the association can vary across subgroups of subjects.

In this chapter, we develop a statistical model to identify whole-brain biomarkers

from PET imaging which are associated to the prediction of post-surgical outcome

following anterior temporal lobe resection. Post-surgical seizure recurrence is due to

the incomplete resection of the epileptogenic zone, which is defined as the area of

cortex necessary and sufficient for initiating seizures, and whose removal is necessary

for seizure abolition (Lüders et al, 1993). Indeed, patients with different epileptogenic
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zone configurations may be expected to exhibit different risks of post-surgical seizure

recurrence. The epileptogenic zone, however, cannot be identified pre-operatively,

due to the possibility that parts of an epileptogenic lesion, which are not implicated

in the preoperatively recorded seizure, may generate seizures post-operatively if not

resected (Rosenow and Lüders, 2001). In our model formulation, we take this into

account by looking at the observed brain measurements as the phenotypic manifes-

tation of latent individual pathological states that are assumed to vary across the

population. We then factor the joint distribution of the data into the product of two

conditionally independent submodels, an outcome model that relates the post-surgical

outcome to the latent states, and a measurement model that relates those latent states

to the observed brain measurements. For the latter, we employ mixture models for

clustering and variable selection priors that capture spatial correlation among neigh-

boring brain regions. This allows us to cluster subjects into subgroups with different

latent states, i.e., different epileptogenic zone configurations, while simultaneously

identifying discriminatory brain regions that characterize the subgroups. A logistic

regression model relates the latent states to the binary clinical outcome.

We analyze data collected at the University of California, Los Angeles (UCLA) as

part of a clinical study on post-surgical outcomes in temporal lobe epilepsy. Data and

experimental settings are briefly described in Section 2.2. In Section 3 we describe

the proposed model, the prior assumptions and our strategy for posterior inference.

In particular, when building the prior model we are able to incorporate connectivity

information from resting-state functional magnetic resonance imaging (fMRI) data,

to inform the selection of discriminatory brain regions. Integrative models, that take

into account neuroscientific information from other data sources, such as fMRI, elec-

troencephalography (EEG), or diffusion tensor imaging (DTI), are a pressing issue in

the field, in particular given the limited number of samples collected in many neu-
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roimaging experiments, see for example Bowman et al (2012a); Jorge et al (2014);

Hinne et al (2014), among many others. In Section 4 we carry out the analysis of the

data and comment on the neurological findings. In particular, we are able to iden-

tify a subgroup of patients at high risk for post-surgical seizure recurrence, together

with several discriminatory brain regions which can be used in clinical decisions to

maximize interventional treatments. We also achieve high cross-validated accuracy

in predicting post-surgical seizure recurrence. In Section 5, we conduct a comparison

study on synthetic data and assess performances of our method against multi-step

approaches and/or approaches that do not condition on latent states. Section 6 con-

cludes the chapter.

2.2 Case study on temporal lobe epilepsy

PET imaging of the human brain is now a well-developed technique in which the

subject is injected with a positron-emitting isotope, such as 18F-FDG, and a PET

image reconstructed of the isotope concentration based on the incidence of gamma

rays from the positron-electron annihilation. Here we have available data on 19 adult

patients, with drug resistant MTLE and radiological evidence of unilateral hippocam-

pal sclerosis (MTLE-HS), who underwent pre-operative interictal 18F-FDG PET and

anterior temporal lobe resection (ATL) at the UCLA Seizure Disorder Center between

2007 and 2012. Patients were identified from the UCLA video-EEG Epilepsy Mon-

itoring Unit. Diagnostic evaluation included video-EEG monitoring, high resolution

MRI, interictal 18F-FDG PET, and neuropsychological testing. PET/CT scans were

acquired on a Siemens Biograph scanner as described in Kerr et al (2013). Patients

received 0.14mCi/kg of 18F-FDG intravenously and rested in a quiet, dimly lit room

with their eyes open during the ensuing 40 minute uptake period with concomitant
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Figure 2.1 : Interictal 18F-FDG PET image from the case study.

EEG monitoring to confirm interictal status. Images were reconstructed with an iter-

ative algorithm (OSEM: 2 iterations, 8 subsets). CT images were reconstructed using

filtered back projection at 3.4mm axial intervals to match the slice separation of the

PET data, and used for attenuation correction. Post-operative seizure freedom was

assessed one year after surgery and classified as either seizure-free (SF; Engel Class

1) or not seizure-free (NSF; Engel Class 2-4). A 18F-FDG PET image from one of

the patients is shown in Figure 2.1. In addition, we have available resting state fMRI

(rs-fMRI) data collected on an additional set of 32 TLE patients recruited from the

UCLA Seizure Disorder Center.

2.2.1 PET pre-processing

In PET studies, the quantity that is clinically assessed is a scalar rate of regional

glucose uptake, based on a method described by Sokoloff et al (1977). This quantity

is then normalized relative to an internal reference standard, such as the whole-brain

activity and compared to the expected level for a normal subject (Silverman et al,

2008). The assessed quantity therefore provides a measure of the level of metabolic
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activity in each region, relative to that expected in healthy controls. Uptake levels

may be quantified on the single-pixel level or based on the mean uptake within fixed

regions of interest. However, because single-pixel measurements are adversely affected

by noise, the use of regions of interest (ROIs) in FDG-PET has been suggested as

a more robust alternative for clinical practice (Wahl et al, 2009), which additionally

facilitates comparisons of affected regions across subjects. Here, NeuroQ (Syntermed,

GA, USA) was used to pre-process PET data and to segment images into 47 standard

regions of interest, which are usually considered for quantitative assessment in clinical

practice. Pre-processing consisted of scalp removal, rigid registration, and reformat-

ting of transaxial slices to fit normal template transaxial slices using 10 iterations.

A mean count was calculated in each ROI, normalized by the whole-brain counts

and standardized relative to the mean and standard deviation of each ROI among

healthy controls. Lateralized ROIs were recoded from left and right to ipsilateral or

contralateral, with respect to the side of subsequent resection. ROI abbreviations are

listed in Appendix A.1.

2.3 Statistical model

Let Xi denote the R×1 vector of PET image predictors on R brain regions of interest

(ROIs) for subject i and let Yi denote the corresponding post-surgical outcome, for

i = 1, . . . , n.

We propose to study the association between the PET image predictors and the

outcome via a measurement error model formulation. More specifically, we assume

that the brain’s observed profile of metabolic activity is the manifestation of a latent

(i.e, unobserved) pathological state. In epilepsy, the latent pathological state repre-

sents the configuration of metabolic activity in regions implicated in the underlying
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epileptogenic zone, which is in turn associated to post-surgical seizure recurrence.

Let ηi denote the latent pathological state of subject i. Then, we propose to fac-

tor the joint distribution of Zi = {Yi,Xi}ni=1 into the product of two conditionally

independent sub-models: an outcome model that relates the outcome to the latent

pathological state, and a measurement model that relates the latent pathological state

to the observed imaging data. Therefore, we consider a non-differential measurement

error model, i.e., conditionally upon the latent pathological state ηi, the observed

surrogate Xi contains no additional information on the outcome Yi (Richardson and

Gilks, 1993), f(Yi|ηi,Xi) = f(Yi|ηi). This model allows us to capture the current un-

derstanding in epilepsy that failure of temporal lobe resection results most likely from

incomplete resection of the epileptogenic zone (Ryvlin and Kahane, 2005). In other

words, if the true epileptogenic zone were known, data contained in the PET image

Xi would not provide any additional information on the probability of post-operative

seizure recurrence Yi. Thus,

f(Z|η) =
n∏
i=1

f(Yi|ηi)f(Xi|ηi), (2.1)

where η = (η1, . . . , ηn). We specify the measurement model in (2.1) as a mixture

model with variable selection. This allows us to cluster subjects into subgroups with

different latent states, i.e., different epileptogenic zone configurations, while simul-

taneously identifying discriminatory brain regions. In the selection, we also capture

spatial correlation among neighboring brain regions via a spatial prior. Subgroups of

patients with different epileptogenic zone configurations may be expected to exhibit

different risks of post-surgical seizure recurrence. We therefore specify the outcome

model in (2.1) as a logistic regression model that relates the latent states to the binary

clinical outcome. Below we describe the two sub-models and the prior constructions
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in detail. Our proposed integrative modeling framework allows for the simultane-

ous selection of the set of discriminatory regions and the estimation of the individual

latent state, for each subject, together with their association to the observed outcome.

2.3.1 Clustering via finite mixture models

We envision that a subject may be characterized by one of K possible pathological

states. Let ηi denote a latent random variable that identifies the state of the i-th

subject, i = 1, . . . , n. We assume that the latent individual state ηi takes values in

{1, . . . , K}, where one of the states can be assumed as reference. Then, for each

subject i we define an allocation vector ρi = (I(ηi = 1), . . . , I(ηi = K − 1)), where

I(ηi = k) indicates that subject i has latent state k, i.e. I(ηi = k) = 1 if ηi = k, and

0 otherwise. Then, for the measurement model in (2.1), we choose a finite mixture

model that clusters the n subjects into K possible subgroups as

f(Xi|ηi,π, θ) =
K∑
k=1

πkf(Xi|θk),

with ηi = k if subject i belongs to cluster k and P [ηi = k] = πk. The ηi’s are assumed

to be independent and identically distributed, so that η ∼ Multinomial(1;π1, . . . , πK).

We assume a Dirichlet prior on the mixture weights, p(π) = Dirichlet(α1, . . . , αK).

We consider the case where f(xi|θk) is Gaussian with parameters θk = (µk,Σk), so

that

f(Xi|θk) = N (µk,Σk), (2.2)

with k = 1, .., K. The component-specific mean µk models the latent state specific

random effect and characterizes the mean metabolic profile for subjects with latent

state k, whereas Σk is a variance-covariance matrix that captures general relationships
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among regions for subjects with latent state k. In summary, the likelihood function

for the measurement model is

L(X|η,µk,Σk) =
K∏
k=1

(2π)−nkR/2|Σk|−nk/2exp

−1

2

∑
{i:ηi=k}

(Xi − µk)TΣ−1k (Xi − µk)

 ,

with nk denoting the number of subjects in cluster k. Here we assume diagonal

variance-covariance matrices Σk = diag (σk,1, . . . , σk,R). Even though we make this

simplifying assumption at this stage of the hierarchy, our proposed model is still able

to capture structural dependencies via the specification of the prior model for the

mean components that we describe in Section 2.3.3.

2.3.2 Association with the treatment outcome

The outcome model in (2.1) allows the prediction of the subject-specific outcomes

based on the patients’ individual latent pathological state ηi. We can relate the

latent states with the outcome of interest by employing a generalized linear model.

In general, we may have available a vector of baseline covariates Ui for subject i.

Since the post-surgical outcome is binary, we can then use a logistic regression model

p(Yi = yi|ηi,β) =
exp(ξTi β)yi

1 + exp(ξTi β)
, (2.3)

with β = (β0, . . . , βK−1,βU) and ξi = (1,ρi,Ui), where βU is the vector of corre-

sponding regression coefficients for U = {Ui}ni=1. Here, βk, k = 1, . . . , K−1 captures

the “risk” associated to latent state k relative to the baseline latent state. Each βk

can be interpreted as the log-odds of the outcome for subjects in state k relative to

subjects in the reference state, and β0 as an intercept term yielding the log-odds of

the outcome for subjects in the reference state.
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The analytically intractable form of the likelihood function using a logit link is

known to pose challenges for Bayesian inference in logistic regression models. To

address this and to improve posterior sampling, we employ the data augmentation

approach recently devised by Polson et al (2013). Let ω be a Pólya-Gamma random

variable, ω ∼ PG(b, c), with parameters b > 0 and c ∈ R,

ω
D
=

1

2π2

∞∑
k=1

gk
(k − 1/2)2 + c2/4π2

,

where gk are independently distributed as Gamma(b, 1). Augmentation with a Pólya-

Gamma random variable allows for the likelihood contribution of the ith observation

to be written as

Li(β) =
exp(ξTi β)yi

1 + exp(ξTi β)
=

1

2
exp(κiξ

T
i β)

∫ ∞
0

exp

(
−ωi(ξ

T
i β)2

2

)
p(ωi)∂ωi,

where κi = yi−1/2, for ωi ∼ PG(1, 0). Combining all n terms then gives the following

convenient representation for the conditional likelihood in β, given ω and η:

L(β|η,ω) ∝ exp

{
−1

2
(z − Ξβ)TΩ(z − Ξβ)

}
,

where z = (κ1/ω1, ..., κm/ωm), κi = yi − 1/2, Ω = diag(ω1, ..., ωn), Ξ is the n × K

matrix Ξ = (ξT1 , ..., ξ
T
n ), ξi = (1, ρi,1, ρi,2, ..., ρi,K−1), and ρi,k = I(ηi = k) ∀k =

1, ..., K − 1. See Polson et al (2013) for details. We complete the model by imposing

a conjugate prior on β, p(β) = N(mβ, Vβ), where mβ and Vβ denote the prior mean

and covariance, respectively.
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2.3.3 Spatially-informed selection prior

Not all brain regions are expected to provide information about the subgroup struc-

ture of the subjects, in which case the inclusion of non-discriminatory regions in

model (2.2) may obscure the discovery of true groups. One way to address this issue

is through variable selection for clustering. Let γ ∈ {0, 1}R denote a binary vector,

where γj = 1 if region j is discriminatory, and γj = 0 otherwise, ∀j = 1, . . . , R. We

follow Hoff (2006) and identify discriminatory brain regions by imposing spike-and-

slab priors on the random effects µk = (µk,1, . . . , µk,R). Given the spatial contiguity

in neuronal glucose consumption, we allow for spatial smoothness among neighboring

regions by specifying the slab portion of the prior as an intrinsic conditional autore-

gressive (ICAR) prior distribution (Banerjee et al, 2014). Our prior on µk,j can be

written as

p(µk,j|γj,µk,\j) = γjN

(∑R
j′=1 Sj,j′µk,j′∑R
j′=1 Sj,j′

,
ck∑R

j′=1 Sj,j′

)
+ (1− γj)δ0(µk,j), (2.4)

where δ0 denotes a spike at zero, S is an R × R symmetric neighborhood matrix,

with Sj,j′ = 1 if regions j and j′ are neighbors, and Sj,j′ = 0 otherwise, and where

µk,\j denotes all elements of µk except the jth element. We also impose priors on the

diagonal elements of Σk in (2.2) and allow for separate variances for the discriminatory

and non-discriminatory regions. In particular, for the parameters corresponding to

γj = 1, we have σk,j = σk ∼ IG(ak, bk) for all k, while for γj = 0 we impose

σk,j = σ0 ∼ IG(a0, b0). Finally, in specifying the prior on the selection indicators, γ,

we allow for external information on the network structure of the brain, for example

on connectivity between regions, to be incorporated in the model by imposing an
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Ising prior of the type

p(γ) ∝ exp
{
e1TRγ + fγTSγ

}
, (2.5)

with S denoting the neighborhood matrix. If a connection exists between two regions

j and j′, then selection of one region j (i.e., γj = 1) leads to an increased probability

that region j′ will also be selected (i.e., γj′ = 1). The hyperparameter e ∈ (−∞,∞)

controls the sparsity of the model and represents the prior expected number of dis-

criminatory regions. The hyperparameter f > 0 is a smoothing parameter which

represents the prior probability of a region being discriminatory given that its neigh-

bors are too. In particular, if a region has no neighbors, then its prior distribution

reduces to an independent Bernoulli distribution with probability exp(e)/(1+exp(e)),

which is a common prior assumed in Bayesian variable selection literature in the case

of independent variables.

The prior construction (2.4)-(2.5) allows for sparsity while promoting spatial con-

tiguity in the selection. The ICAR prior, in particular, ensures that each cluster’s

mean metabolic PET profile varies smoothly in space, as each µk,j is modeled to vary

around the mean of its neighbors, with variance inversely scaled by the number of

neighbors. Spatial prior constructions have been used extensively in neuroimaging

applications, particularly with fMRI data (Smith et al, 2003; Smith and Fahrmeir,

2007; Goldsmith et al, 2014; Li et al, 2015; Zhang et al, 2014).

2.3.4 MCMC algorithm

In order to sample from the joint posterior distribution of all parameters ({σk}Kk=1, σ0,η,π,

γ, {µk}Kk=1,β,ω), we employ Markov Chain Monte Carlo (MCMC) methods that

combine variable selection stochastic search algorithms that use add-delete-swap moves
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(Savitsky et al, 2011) with efficient Pólya-Gamma sampling for logit models (Polson

et al, 2013). We provide a brief outline of the procedure and report the full details

of the implementation in Appendix A.2.

A generic iteration of the MCMC algorithm comprises the following steps:

1. Update σk and σ0: These are Gibbs steps, σk ∼ IG(σ
(a)
k , σ

(b)
k ) for all k, and

σ0 ∼ IG(σ
(a)
0 , σ

(b)
0 ), as given in Appendix A.2.

2. Update π: This is a Gibbs step, with π ∼ Dirichlet(α1 +n1, α2 +n2, . . . , αK +

nK).

3. Jointly update (γ, {µk}Kk=1): This is a joint Metropolis-Hastings step. To

propose a new candidate γ?, randomly choose between two transition moves:

(a) Add/delete: Randomly choose one of the R indices in γ, and change its

value either from 0 to 1, or 1 to 0.

(b) Swap: Choose independently and at random a 0 and 1 in γ, and switch

their values.

For all µk,j’s such that γ?j = 1, sample µk,j from its full conditional, i.e. µ?k,j ∼

N (ζµ, τµ), k = 1, . . . K, with ζµ and τµ as given in Appendix A.2. The proposed

candidate
(
γ?, {µ?k}Kk=1

)
is jointly accepted with probability

min

{
1,
p(γ?,µ?1, . . . ,µ

?
K |X,η,Σ1, . . . ,ΣK)

p(γ,µ1, . . . ,µK |X,η,Σ1, . . . ,ΣK)

}

≈ min

1,
L(X|η,µ?1, . . . ,µ?K ,Σ1, . . . ,ΣK)

[∏K
k=1 p(µ

?
k|γ?)

]
p(γ?)

L(X|η,µ1, . . . ,µK ,Σ1, . . . ,ΣK)
[∏K

k=1 p(µk|γ)
]
p(γ)


where p(µk|γ) =

∏R
j=1 p(µk,j|γj) ∀k = 1, . . . , K and p(γ) ∝ exp

{
e1TRγ + fγTSγ

}
.

Resampling step on {µk(γ)}Kk=1: At every Mth sweep, for all µk,j’s such that
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γj = 1, sample µk,j ∼ N (ζµ, τµ), k = 1, . . . K. This step is done only to improve

the mixing of the chain.

4. Update β: This is a Gibbs step, β ∼ N(ζβ, τβ).

5. Update ω: This is a Gibbs step, ωi ∼ PG(1, ξTi β), i = 1, . . . , n.

6. Update η: This is a Gibbs step, p(ηi|·) ∝ πkp(Xi(γ)|ηi = k,µk,Σk)p(Yi|ηi =

k,β, ωi), i = 1, . . . , n.

An identifiability problem arises in finite mixture models due to the invariance

of the likelihood under K! permutations of the component labels, resulting in equal

posterior values under each permutation. This issue is usually referred to as “label-

switching” and leads to problems with estimating component-specific quantities. In

order to account for this, we adapted the post-MCMC decision-theoretic relabeling

method of Stephens (2000) to our modeling framework. This method defines an

appropriate loss function based on the Kullback-Leibler divergence, and postprocesses

the MCMC output to minimize the posterior expected loss. We give details of the

method in Appendix A.3.

2.3.5 Prediction

An important characteristic of our model formulation is that it allows for prediction

of the outcome status yf of a future observation xf , based on the training data

{X,Y }. In the context of pre-surgical evaluation for epilepsy surgery, this allows

for probabilistic, patient-specific predictive estimates of clinical outcome, in order to

assist with clinical decision-making. The predictive distribution is given by

p(yf |xf ,X,Y ) =

∫
β

∑
ηf∈{1,...,K}

p(yf |xf ,X,Y , ηf ,β)p(ηf ,β|xf ,X,Y )∂β
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=

∫
β

∑
ηf∈{1,...,K}

p(yf |xf , ηf ,β)p(β|X,Y ,xf , ηf )p(ηf |X,Y ,xf )∂β

=

∫
β

∑
ηf∈{1,...,K}

p(yf |ηf ,β)p(β|X,Y )p(ηf |xf )∂β. (2.6)

The posterior predictive distribution (2.6) cannot be computed in closed form. Fol-

lowing standard Bayesian techniques, these steps can be employed to simulate from

(2.6):

1. Sample T values of µk, Σk, πk, β from the joint posterior, using the MCMC

algorithm described in Section 2.3.4. Standard ergodic theory ensures that

MCMC samples approximate the posterior distribution upon convergence of

the chain.

2. For each posterior draw, t = 1, . . . , T :

• Sample m ≥ 1 values of ηf ∈ {1, . . . , K} from p(ηf |xf ), where ∀k =

1, . . . , K

p(ηf = k|xf ) ∝ p(xf |ηf = k)p(ηf = k) = p(xf |µ(t)
k ,Σ

(t)
k )π

(t)
k .

We should note that, even though based on ergodic theory it is sufficient

to sample m = 1 values of ηf for each posterior draw t, one may want to

take m > 1 for improved accuracy.

• For each sampled value of ηf , sample a value of yf ∈ {0, 1} from p(yf |ηf ,β(t)).

The posterior predictive probability p(yf = 1|xf ,X,Y ) can then be estimated as the

proportion of posterior predictive samples for which yf = 1.

Typically, predictive performance is assessed by splitting the available data into

a training set and validation set. The model is fit on the training set and predic-
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tive performance is then assessed on the validation set, using the method we have

described above. In the case study of this chapter, however, the limited number of

samples available does not allow a meaningful splitting of the data into training and

validation. We therefore resort to the importance-sampling cross-validation predic-

tion approach of Gelfand (1996) and write the cross-validation predictive density for

the ith observation as

p(Yi = 1|X,Y−i) =

∫
η,β

p(Yi = 1|X,Y−i,η,β)p(η,β|X,Y−i)∂β∂η

where we use p(η,β|X,Y ) as an importance sampling density for p(η,β|X,Y −i),

and Y−i denotes the non-hold out outcomes. More specifically, we estimate the prob-

ability that the ith observation has outcome Yi = 1 as

E[p(Yi = 1|X,Y−i)] '
∑T

t=1 p(Yi = 1|Xi,η
(t), β(t))w?(η(t), β(t))∑T

t=1w
?(η(t), β(t))

, (2.7)

where the importance weights are given by

w?(η(t), β(t)) =
p(η(t), β(t)|X,Y−i)

p(η(t), β(t)|X,Y )

∝ 1

p(Yi|η(t), β(t),Xi)

and η(t), β(t) are the MCMC samples at the tth iteration.

2.4 Data analysis

We now apply the proposed model to the data we have available from the University

of California, Los Angeles Seizure Disorder Center, where we illustrate the utility of

our proposed model for predicting a post-surgical outcome among MTLE-HS patients
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from pre-surgical FDG-PET imaging.

2.4.1 Prior connectivity network

For this analysis, we allowed the spatial network prior (2.5) to capture information on

functional connectivity between the ROIs, which we estimated based on resting-state

fMRI data (rs-fMRI), collected on an additional set of 32 unilateral temporal lobe

epilepsy patients from the UCLA Seizure Disorder Center. Rs-fMRI was performed on

the subjects after a comprehensive epilepsy surgery evaluation and prior to epilepsy

surgery. None of the patients had a seizure in the 24 hours preceding the imaging

or had seizures during the study, as confirmed by the simultaneous EEG obtained

during fMRI. There were no post-surgical outcome data available for these patients.

We give full details of the rs-fMRI data and the process to estimate a connec-

tivity network in Appendix A.1. In brief, preprocessing of rs-fMRI imaging was

performed using FSL (fMRIB Software Library) version 5.0.7 (Oxford, United King-

dom, www.fmrib.ox.ac.uk/fsl). Functional connectivity between the 47 ROIs was

estimated by placing a 6-mm spherical seed in Montreal Neurological Institute (MNI)

space at the location of each of the 47 ROIs. Each patient’s fMRI BOLD image was

registered to the patient’s high-resolution structural image using FLIRT (FMRIB’s

Linear Image Registration Tool) (Jenkinson et al, 2002; Greve and Fischl, 2009), and

the high-resolution structural was registered to the standard MNI space using FNIRT

(FMRIB’s Non-linear Image Registration Tool) (Andersson et al, 2007). Functional

connectivity between each pair of nodes was computed as the partial Pearson corre-

lation between the averaged regional time-series. This provided us with a 47 × 47

correlation matrix. An edge was then considered as included in the connectivity net-

work if the correlation between the regions exceeded a given threshold. The threshold

was chosen so that the average number of neighbors for each region was approximately
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Figure 2.2 : Spatial connectivity network between ROIs constructed from resting-state fMRI
imaging: (a) partial Pearson correlation matrix, (b) neighborhood matrix S of binarized
edges.

5, yielding a connectivity structure close to a three-dimensional lattice. The resulting

network was used as the neighborhood matrix S in the specification of the MRF prior

(2.5) on γ and also in the ICAR prior (2.4) on the slab portion of the prior on µk,j.

The estimated functional connectivity matrix and resulting neighborhood matrix S

are shown in Figure 2.2. We observe several known connectivity relationships, includ-

ing functional connectivity between regions within the brainstem (midbrain, pons);

between the primary and associative visual cortices; amongst cerebellar regions, in-

cluding the cerebellar hemispheres and cerebellar vermis; and between ipsilateral and

contralateral ROIs (Quigley et al, 2003).

2.4.2 Biomarker selection and clustering

In our analysis, we are primarily interested in identifying two major subgroups of

subjects, as those at high- and low-risk. We therefore fix K to 2 and briefly comment



36

on other choices of K in the Conclusion section. Results we report here are based

on the combined posterior output from two MCMC chains, with each chain initial-

ized with different numbers of discriminatory ROIs and number of subjects in each

subgroup. Specifically, the first chain was initialized with 20 randomly selected ROIs

and 5 randomly selected subjects in cluster 2, and the second chain with 2 randomly

selected ROIs and 10 subjects in cluster 2. Other initial values were set as µ
(0)
k = 0,

σ
(0)
k = 1 ∀k, σ

(0)
0 = 1, β(0) = 0. We ran each MCMC chain for 100,000 iterations,

with the first 50,000 sweeps discarded as burn-in.

As discussed in Section 2.3.3, the hyperparameter e of the MRF prior (2.5) regu-

lates the prior sparsity whereas f induces smoothness, with higher values of f yield-

ing a higher prior probability that a region is selected given that its neighbors are

selected. It is known that with distributions as in (2.5) a phase transition bound-

ary problem can be encountered, where the number of selected regions increases

sharply for small changes in f (Li et al, 2010). Here we set the sparsity parameter to

e = −4.5, corresponding to a lower bound on the prior probability of selection of 1%,

and considered two values for the prior smoothness, f , representing different levels

of small-to-moderate effect of the prior information on connectivity: f = 0.01 and

f = 0.1. See also comments on these parameters in the analysis of synthetic data

of Section 4. As for the other hyperparameter settings, we placed a vague prior on

the mixing parameters π, that is, αk = 1 ∀k, and fixed the prior shape and scale

parameters of the inverse gamma priors on σk and σ0 to be non-informative with

ak = 2 and bk = 1 ∀k, and a0 = 2 and b0 = 1. We also set the unscaled variance of

the ICAR prior to ck = 5, and the prior mean and covariance of β to mβ = 0 and

Vβ = 5I, respectively. Age of the patient at surgery, epilepsy duration, and history

of generalized tonic clonic seizures were controlled for as baseline covariates in the

logistic likelihood.
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Figure 2.3 : Temporal lobe epilepsy dataset: Scatter plots of the marginal posterior proba-
bilities of inclusion (PPIs) for (a) ROI selection and (b) cluster allocation, for f = 0.01 (x)
and f = 0.1 (o).

Convergence of each chain was assessed using two independent tests: the Raftery-

Lewis diagnostic (Raftery et al, 1992) and the Geweke test (Geweke et al, 1991). In

addition, convergence of the multiple chains was assessed using the Gelman-Rubin

potential scale reduction factor, based on the implementation in the R package “coda”

(Raftery and Lewis, 1992). Convergence diagnostics indicated convergence to the sta-

tionary distribution (see Table A.3 in Appendix A.1). Agreement between MCMC

chains was assessed through the Pearson correlation between the marginal poste-

rior probabilities of ROI selection and cluster allocation of each pair of chains. Good

agreement was present between the chains, with pairwise correlation coefficients rang-

ing between 0.996-0.998 for ROIs and 0.999-0.999 for cluster allocation when setting

f = 0.01 and f = 0.1, respectively (Figure 2.3). With our R implementation, 1,000

iterations of the MCMC algorithm ran in 33.6s on an Intel Core i7 station (2.50 GHz)

with 16GB RAM.
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Figure 2.4 : Temporal lobe epilepsy dataset: Marginal posterior probabilities of inclusion
for brain regions, for f = 0.01 (x) and f = 0.1 (o).

For posterior inference, our primary interest is in the estimation of the discrimina-

tory regions, the latent states, and their association with the binary clinical outcome,

as captured by the parameters γ, η, and β, respectively. Trace plots for these pa-

rameters showed good mixing for all chains (figures not shown). Figure 2.4 shows the

marginal posterior probabilities of inclusion (PPIs) for each of the 47 brain regions,

with different graphical symbols for the settings of f = 0.01 (x) and f = 0.1 (o).

Based on this plot, a selection of the discriminatory regions can be done by thresh-

olding the PPIs. For example, the median model (Barbieri and Berger, 2004) selects

the same subset of 8 ROIs under both f = 0.01 and f = 0.1. The selected brain

regions are listed in Table 2.1, and graphically depicted in Figure 2.5.

Figure 2.6 shows the marginal posterior probabilities of samples allocation for

each of the 19 MTLE-HS patients. Here, a classification of the subjects into two
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ROI PPI

f = 0.01 f = 0.1

Ipsilateral inferior parietal lobule 0.961 0.973

Ipsilateral parietotemporal cortex 0.955 0.948

Ipsilateral associative visual cortex 0.956 0.969

Contralateral inferior parietal lobule 0.742 0.850

Contralateral associative visual cortex 0.632 0.732

Contralateral cerebellar hemisphere 0.988 0.979

Ipsilateral cerebellar hemisphere 0.950 0.961

Cerebellar vermis 0.989 0.984

Table 2.1 : Temporal lobe epilepsy dataset: Selected brain regions and corresponding
marginal posterior probabilities of inclusion (PPI).

Figure 2.5 : Temporal lobe epilepsy dataset: Axial sections of ROIs with PPI greater than
0.5. (a) Inferior parietal lobule, (b) parieto-temporal cortex, (c) associative visual cortex,
(d) cerebellar hemisphere, (e) cerebellar vermis.
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subgroups can be obtained, for example, by assigning subjects according to the pos-

terior mode of η. For an interpretation of the two subgroups, one can examine the

PET metabolic activities characterizing the subjects. These are shown in Figure

2.7, for the selected brain regions. Furthermore, posterior inference for the β pa-

rameters is summarized in Table 2.2. These results suggest that the two subgroups

identify patients at different levels of risk for post-operative seizure recurrence, with

one subgroup having a e1.767 = 5.8 times greater odds of persistent post-operative

seizures one year after surgery. This corresponds to a 90% posterior probability of

an odds ratio > 1 for post-surgical seizure freedom between the two identified sub-

groups (Table 2.2). Figure 2.7 reveals, in particular, that the subgroup with greater

odds of post-operative seizure recurrence (Cluster 2) is characterized by lower levels

of interictal glucose metabolism in the bilateral associative visual cortices, ipsilateral

parieto-temporal cortex, and bilateral inferior parietal cortices, as well as higher levels

of interictal glucose metabolism in the bilateral cerebellar hemispheres and cerebellar

vermis. Our identification of these metabolic patterns may suggest extratemporal

gliosis, as well as increased baseline levels of cortical excitability, in patients at higher

risk for post-operative seizure recurrence. We provide further comment on the neu-

rological significance of these findings in Section 4.4.

2.4.3 Prediction results

In addition to the identification of subgroups of subjects, characterized by latent

pathologic conditions differentially associated to the outcome of interest, and the

selection of imaging biomarkers that characterize the pathologic states of the sub-

jects, our modeling approach allows a probabilistic estimate of an individual patient’s

risk. Probabilistic assessment of outcome risk may aid pre-surgical decision-making,

through the identification of patients who have greater probability of seizure re-onset
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Figure 2.6 : Temporal lobe epilepsy dataset: Marginal posterior probabilities of cluster
allocation for (a) Cluster 1 and (b) Cluster 2, for f = 0.01 (x) and f = 0.1 (o).

Figure 2.7 : Temporal lobe epilepsy dataset: Distribution of PET metabolic activity in the
selected regions for the identified subgroups, for f = 0.1.
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(a) (b)

E[βj|X, Y ] P[eβj > 1|X, Y ]

β0 -1.169 0.32

βEpilepsy duration 0.375 0.99

βHistory of GTC -3.652 0.01

βAge at surgery -0.065 0.16

βCluster 1 (v. Cluster 2) 1.767 0.90

Table 2.2 : Temporal lobe epilepsy dataset: (a) Posterior mean of β; (b) posterior prob-
ability of odds ratio greater than 1 (f = 0.1). Note: Odds are with respect to seizure
freedom.

or less optimal post-operative outcome in response to standard temporal lobe resec-

tion. Potentially, such information may be taken into account along with the other

factors considered at the time of surgery to stratify patients according to predicted

outcome. Here, given the limited sample size available, we assessed prediction per-

formance via the importance-sampling cross-validation method, according to formula

(2.7). Figure 2.8 shows the receiver operating characteristic (ROC) curve, a plot of

the false positive rates versus the true positive rates, obtained for a grid of threshold

values (0 : 0.05 : 1) on the estimated posterior predictive probabilities. The area

under the curve (AUC) was 0.91. The optimal threshold, selected to maximize the

Youden’s index (Hiden and Glasziou, 1996), for imbalanced class sizes, resulted in an

84% predictive accuracy, with correct prediction of post-surgical outcome in 16/19

patients, including 10/12 seizure-free patients and 6/7 non seizure free patients.

Our prediction results compared favorably to those we obtained on the same data

with methods such as elastic net (Zou and Hastie, 2005), ridge regression (Hoerl and

Kennard, 1970) and the Least Absolute Shrinkage and Selection Operator (LASSO)

method of Tibshirani (1996) that, in particular, do not condition on latent states, but
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Figure 2.8 : Temporal lobe epilepsy dataset: Receiver operating characteristic curve (ROC)
for proposed method (black) and elastic net (red) in predicting post-operative outcome one
year after anterior temporal lobe resection.

rather use the X data as the covariates. Here, we optimized mixing and regulariza-

tion parameters for the elastic net using a two-dimensional grid search to minimize

cross-validated error, obtaining a predictive accuracy of 68% accuracy and an AUC

of 0.64 (Figure 2.8). LASSO and ridge regression regularization parameters were cho-

sen through 5-fold cross-validation based on the one standard error rule. Both these

methods, however, failed to predict post-surgical outcome, with all hold-out observa-

tions classified as seizure-free (not shown). Below, in Section 2.5, we conduct a full

comparison study among competing methods, evaluating results for both prediction

and biomarker selection, on synthetic data.

2.4.4 Metabolic patterns in high- and low-risk MTLE-HS groups

Results in Section 3.2 have identified a subgroup of patients with 5.8 times greater

odds of persistent post-operative seizures. These patients were characterized by lower
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levels of interictal metabolism in regions near the ipsilateral parieto-temporal-occipital

junction. Lower interictal metabolism in peritemporal regions may suggest gliosis or

neuronal loss in these regions, alternatively or in combination with a more extensive

functional abnormality, from involvement in a more extensive epileptogenic network

which extends beyond the temporal lobe. Therefore, lower interictal metabolism in

this subset of patients may suggest a subtype of MTLE-HS with parietal involvement,

which may lead to post-operative seizure generation if not resected. The involvement

of posterior parietal regions in this subset of patients may result from connectivity to

other regions clinically involved in MTLE. Structural connectivity exists between the

presubiculum and the posterior parietal cortex through the cingulum, for example,

and functional connectivity between these regions also exists through the default

mode network (Buckner et al, 2008). Pulvinar atrophy has also been found in TLE

patients with persistent post-operative seizures (Keller et al, 2015), so connectivity

of posterior parietal regions to the pulnivar nucleus may also play a role in posterior

parietal involvement.

Patients at high risk for persistent post-operative seizures were also characterized

by higher levels of interictal glucose metabolism in the cerebellum. The cerebellum’s

role in inhibiting seizures has been investigated since the early 1940’s, following the

discovery that cerebellar stimulation may result in seizure modification or even ter-

mination (Moruzzi, 1950). Technological advances in techniques for cerebellar stimu-

lation have led to a recent reevaluation of the role of cerebellar stimulation in seizure

inhibition, in which a 41% seizure rate reduction was identified through cerebellar

stimulation (Velasco et al, 2005). It was initially postulated that the mechanism of

cerebellar stimulation in seizure inhibition was through increased inhibitory efferent

output from the Purkinje cells to the deep cerebellar nuclei, resulting in increased

inhibitory cerebellar output to the thalamocortical projections and thus decreased
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contralateral cortical excitability, although this mechanism remains somewhat un-

clear (Fountas et al, 2010). Likewise, the cerebral cortex exhibits feedback inhibition

to the contralateral cerebellar hemipsheres through corticopontocerebellar tracts. In

our study, we found that the subgroup of MTLE-HS patients at high risk for post-

operative seizure recurrence was characterized by higher levels of interictal glucose

metabolism in the bilateral cerebellar hemispheres and cerebellar vermis. The cere-

bellar hemisphere contralateral to the side of resection had a slightly larger marginal

posterior probability of discriminating high- versus low-risk patients than the ipsilat-

eral cerebellar hemisphere. This may reflect pre-surgically increased baseline levels

of cortical excitability in high-risk patients, resulting in increased activity of the cor-

ticopontocerebellar tract and increased crossed cerebellar metabolism. Our observa-

tion of bilaterally increased glucose metabolism in the cerebellum suggest bilaterally

increased cortical excitability in patients at high risk for persistent post-operative

seizures, with slightly higher cortical excitability ipsilaterally. The greater contralat-

eral cerebellar involvement observed here is also consistent with our observation of ip-

silaterally involved temporo-parieto-occipital regions due to crossed cerebello-cortical

connections.

2.5 Performance evaluation on synthetic data

In this section we evaluate the performance of our model using synthetic data that are

intended to mimic real PET data. We also investigate comparisons with multi-step

approaches as well as approaches that do not condition on latent states.



46

2.5.1 Synthetic data

We simulated synthetic PET data based on the data we have available from the

University of California, Los Angeles Seizure Disorder Center. Our approach is similar

in spirit to the simulation strategies adopted by Zhang et al (2014) and Quirós et al

(2010) for fMRI data. Specifically, we considered real PET data from a single patient

and obtained synthetic data on n = 20 subjects as

Xsyn,i = X + δi,

whereX denotes the PET data from the selected patient from the real PET study, and

δi is simulated as described below. We generated data for K = 2 groups of subjects,

with n1 = 10 subjects in group 1 and n2 = 10 subjects in group 2. For patients in

group 1, we set δi to be an R-dimensional vector with δi,j ∼ Unif(0.5, 1) for all γj = 0

and δi,j ∼ Unif(0.4, 0.7) for all γj = 1. For patients in group 2, we set δi to be an

R-dimensional vector with δi,j ∼ Unif(0.5, 1) for γj = 0 and δi,j ∼ Unif(0.8, 1.1) for

γj = 1. The true map of γ was set to define 6 ROIs with γj = 1, located in the

bilateral caudate, bilateral lentiform nuclei, and bilateral primary visual cortices, as

shown in Figure 2.9. In order to simulate the clinical outcome data, we set

Yi ∼ Bern

(
eξ

T
i β

1 + eξ
T
i β

)
, (2.8)

with ξi = (1, I(ηi = 1)) and β = (2.3,−4.5). Our final synthetic dataset comprised

data on R = 47 regions for n = 20 subjects. Data were column-centered prior to the

analysis.
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Figure 2.9 : Synthetic data: (a) True map of γ, with γj = 1 for bilateral caudate, bilateral
lentiform nuclei, and primary visual cortices; (b) Overlay of true map of γ on slice 36 of
PET image.

2.5.2 Results

As done in the case study, we set hyperparameters to be weakly informative. We

set the unscaled variance of the ICAR prior to ck = 5, for k = 1, 2. We placed a

vague prior on the hyperparameters of the mixing proportions π, that is, αk = 1, and

fixed the prior shape and scale parameters of the inverse gamma priors on σk and σ0

to be non-informative with a0 = 2, b0 = 1, ak = 2, and bk = 1. We also fixed the

prior mean and covariance of β to mβ = 0 and Vβ = 5 · IK , respectively. We set the

neighborhood matrix, S, of the MRF prior (2.5) and the ICAR prior (2.4) to a binary

matrix with the bilateral caudate, bilateral lentiform nuclei, bilateral primary visual

cortices, bilateral associative visual cortices, ipsilateral thalamus, and contralateral

Broca’s area as neighbors. We first show results we obtained by setting the MRF

parameters to e = −1.4, which implies a lower bound on the prior probability of

selection of 20% of the total number of regions, and f = 0.1, and then comment on

sensitivity below.
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When running the MCMC, we initialized the chain with 0.5R randomly selected

regions as discriminatory and an equal number of randomly selected observations

assigned to the two clusters. We initialized the remaining values as µ
(0)
k = 0, π

(0)
k =

1/K, σ
(0)
k = 1, for k = 1, 2, and σ

(0)
0 = 1, β(0) = 0. We ran the MCMC sampler

for 20,000 iterations, with the first 10,000 sweeps discarded as burn-in. The Geweke

z-statistic ranged from 0.61-1.14, failing to reject the null of equality between the

means of the first 10% and last 50% of the chain. The Raftery-Lewis dependence

factor, calculated on the sampled values of β, ranged from 1.19-1.26, indicating low

autocorrelation of the chain. With our R implementation, 1,000 iterations of the

MCMC algorithm ran in 33.9s on an Intel Core i7 station (2.50 GHz) with 16GB

RAM.

Figure 2.10 shows the marginal posterior probabilities of inclusion (PPIs) for each

of the 47 brain regions. The median model here results in the accurate identification of

the 6 discriminatory regions. Also, a classification of the subjects into two subgroups,

based on the posterior mode of class allocation, led to accurately classify all subjects

to the correct subgroups. Finally, the posterior means and 95% credible intervals

for β0 and β1 were estimated as 2.82 (1.13,4.88) and -4.26 (-6.46,-2.28), respectively,

leading to good estimates of these parameters, with true values contained in the 95%

credible intervals.

In order to better assess the selection performances of our method, we looked at

results over repeated simulations and calculated FPR (false positive rate), FNR (false

negative rate), accuracy and F1-score, all averaged over 30 replicated datasets. Here,

FPR is defined as FPR = FP
FP+TN

, with FP the number of false positives and TN the

number of true negatives. FNR is defined as FNR = FN
FN+TP

, with FN the number
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Figure 2.10 : Synthetic data: Marginal posterior probability of inclusion for each of the 47
brain regions.

of false negatives and TP the number of true positives. Accuracy is defined as

Accuracy =
TP + TN

TP + TN + FP + FN
.

Lastly, F1-score is defined as

F1 = 2 · (TP/(TP + FP )) (TP/(TP + FN))

(TP/(TP + FP )) + (TP/(TP + FN))
.

With the hyperparameters setting described above, we obtained FPR= 0.000, FNR=0.030,

accuracy of 0.996 and an F1-score of 0.967. For cluster allocation, we quantified per-

formances via the Rand index (RI) of (Rand, 1971). Let us define the following

quantities: A =
∑

i>i′ I(zi = zi′)I(ẑi = ẑi′), the number of pairs of observations that

belong to the same group in both the true clustering and the estimated one; B =∑
i>i′ I(zi = zi′)I(ẑi 6= ẑi′), the number of pairs in the same group in the true clus-

tering and in different groups in the estimated one; C =
∑

i>i′ I(zi 6= zi′)I(ẑi = ẑi′),
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the number of pairs in different groups in both the true and estimated clustering;

D =
∑

i>i′ I(zi 6= zi′)I(ẑi 6= ẑi′), the number of pairs in different groups in both truth

and estimate. Then the RI is defined as

RI =
A+D

A+B + C +D
,

and takes values between 0 and 1. The larger the index, the more accurate the

clustering result. We obtained a mean Rand index ofRI = 0.98, over the 30 replicates.

Furthermore, the means and standard deviations of the posterior mean estimates for

β0 and β1 were 1.91 (0.81) and -3.67 (1.16), respectively.

When investigating sensitivity to the prior choices, we noticed that modest changes

of the values of the model parameters did not affect the accuracy of the estimation

results while, as expected, we observed some sensitivity of the selection results to the

parameters of the Markov random field prior, e and f . Tables 2.3-2.4 report results

on FPR, FNR, accuracy, F1-score, Rand index and estimated β’s, all calculated over

30 replicates, for several choices of these parameters. Larger values of e lead to lower

FNRs, while larger values of f lead to higher FPRs and lower precisions. Also, as

expected, lower accuracy of variable selection was associated with a lower Rand index

for cluster allocation and larger errors in the estimation of β0 and β1.

2.5.3 Comparison study

For comparison, we first assessed the performance of our unified method, which per-

forms simultaneous clustering based on selected variables and outcome prediction,

against multi-step approaches that focus solely on clustering or solely on outcome

prediction. We considered three multi-step procedures. In the first two approaches,

regularized logistic regression through either (a) the Least Absolute Shrinkage and
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e

-4.5 -3 -2.2 -1.4

γ FPR 0.000 0.000 0.000 0.000

FNR 0.311 0.067 0.033 0.030

Accuracy 0.960 0.991 0.996 0.996

F1-score 0.693 0.933 0.967 0.967

η Rand Index 0.91 0.96 0.98 0.98

β0 Mean (SD) 0.62 (1.11) 1.82 (0.89) 1.91 (0.83) 1.91 (0.81)

β1 Mean (SD) -1.29 (2.28) -3.58 (1.40) -3.70 (1.17) -3.67 (1.16)

Table 2.3 : Synthetic data: Sensitivity analysis to the MRF hyperparameter e, for fixed
f = 0.1. Results are averaged over 30 replicated datasets.

f

0.1 0.2 0.3 0.5 0.7

γ FPR 0.000 0.018 0.091 0.097 0.098

FNR 0.030 0.067 0.067 0.000 0.000

Accuracy 0.996 0.976 0.912 0.914 0.915

F1-score 0.967 0.879 0.700 0.750 0.750

η Rand Index 0.98 0.96 0.96 0.51 0.53

β0 Mean (SD) 1.91 (0.81) 1.87 (0.89) 1.84 (0.85) 0.10 (0.44) 0.15 (0.59)

β1 Mean (SD) -3.67 (1.16) -3.62 (1.32) -3.65 (1.29) -0.25 (1.00) -0.36 (1.22)

Table 2.4 : Synthetic data: Sensitivity analysis to the MRF hyperparameter f , for fixed
e = −1.4. Results are averaged over 30 replicated datasets.
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Selection Operator (LASSO) method of Tibshirani (1996) or the (b) elastic net pe-

nalized regression (Zou and Hastie, 2005) was first used to perform variable selection,

using the observed outcome Y as the dependent variable. The LASSO regularization

parameter, λ, was chosen to minimize the 5-fold cross-validation error. Regularization

and mixing parameters in the elastic net were optimized using a two-dimensional grid

search to minimize cross-validated error. Imaging data were standardized by center-

ing and scaling prior to penalized regression, as suggested by Efron et al (2004). A

Gaussian mixture model was then fitted to the selected regions using the expectation-

maximization (EM) algorithm to obtain estimates of the cluster memberships η (Fra-

ley and Raftery, 2006). These estimates of η were then used as the covariates in a

logistic regression. The third multi-step approach we considered mimics an approach

in which a subset of regions is selected a priori and used in a subsequent two-stage pro-

cedure. In this approach, for each subject, permutation p-values were calculated for

each region and then the subject-level p-value maps were combined into a group-level

p-value map using Fisher’s method (Fisher, 1950). A subset of the regions was se-

lected by thresholding the group-level p-value map with family-wise error rate control

at the 0.05 level. Then, a k-means cluster analysis was performed using the selected

regions to obtain estimates of η. Finally, a logistic regression was fitted using the

estimates of η as the covariates in a logistic regression.

For all methods, we report results averaged over 30 replicated datasets. We eval-

uated variable selection performance via FNR, FPR, accuracy and F1-score, and

cluster allocation performance via the Rand index. Results are reported in Table 3.1.

Lower accuracy of selection is observed for all three multi-step methods. Whereas

the LASSO multi-step approach tends to underselect brain regions (FNR, 55.0%),

the elastic net and logistic regression approaches tend to overselect (FPR, 8.5% and

9.4%, respectively). As for the estimation of β, our unified method achieves estimates
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Proposed Multi-step methods

LASSO Elastic net Logistic reg

γ FPR 0.000 0.037 0.085 0.094

FNR 0.030 0.550 0.089 0.000

Accuracy 0.996 0.897 0.914 0.918

F1-score 0.967 0.516 0.784 0.754

η Rand Index 0.98 0.96 0.95 1.00

β0 Mean (SD) 1.91 (0.81) 12.35 (11.23) 12.34 (11.22) 12.44 (11.13)

β1 Mean (SD) -3.67 (1.16) -23.52 (19.12) -23.52 (19.11) -23.72 (18.86)

Table 2.5 : Synthetic data: Performance comparison between the proposed method and
multi-step approaches. Results are averaged over 30 replicated datasets.

of β with higher accuracy as well as lower variance than all three multi-step meth-

ods. These results demonstrate that a unified and probabilistically coherent modeling

approach can achieve improved estimation performance with respect to multi-step ap-

proaches.

Next, we demonstrate that, when predictors are characterized by a true latent

structure, as in our simulated scenario, a modeling approach that explicitly accounts

for such structure is able to achieve superior prediction performance when compared

to approaches that do not properly account for such heterogeneity in the data. As

done in the case study, we focus the comparison on elastic net and LASSO, which do

not condition on latent states but rather use the X data as the covariates. However,

instead of calculating cross-validation predictions, for this comparison we simulated

an additional set of ntest = 15 synthetic observations, that comprised our validation

set, and calculated posterior predictive probabilities for our method as in (2.6). As

above, regularization and mixing parameters for elastic net were optimized using a

two-dimensional grid search to minimize cross-validated error. LASSO and ridge

regularization parameters were chosen to minimize 5-fold cross-validation error. We
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Proposed Regularized methods (no latent state)

LASSO Elastic net

AUC, Mean (SD) 0.91 (0.11) 0.87 (0.15) 0.88 (0.13)

Cross-entropy, Mean (SD) 0.35 (0.16) 0.47 (0.28) 0.48 (0.12)

Table 2.6 : Synthetic data: Comparison of predictive performance between the proposed
method and approaches which do not condition on latent states. Results are averaged over
30 replicated datasets.

calculated two measures of predictive performance: the AUC and the cross-entropy

error measure, defined as

Cross-entropy =
1

ntest

ntest∑
i=1

[YilogŶi + (1− Yi)log(1− Ŷi)],

where Ŷi is the predicted outcome for subject i. Mean AUC and cross-entropy error,

averaged over 30 replicates, are reported in Table 2.6 and show that our method

attains both lower cross-entropy as well as higher AUC compared to the competing

regularized techniques.

2.6 Conclusion

In this chapter, we have developed a general integrative modeling framework to char-

acterize the association between a set of image predictors and an individual clinical

outcome that simultaneously (a) identifies subgroups of subjects characterized by

latent pathologic conditions differentially associated to the outcome of interest, (b)

identifies discriminatory brain regions across subjects, and (c) uses prior connectivity

information from external data to inform the selection of biomarkers.

We have used the proposed method to analyze data we have available from the

University of California, Los Angeles Seizure Disorder Center, where the interest was
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in predicting the post-surgical outcome among MTLE-HS patients from pre-surgical

FDG-PET imaging. In the analysis, we have used resting-state fMRI imaging to

inform the prior model. Our analysis has identified several discriminatory ROIs, to-

gether with a subgroup of patients at higher risk of post-operative seizures recurrence.

Pre-surgical identification of regions pathophysiologically involved in post-operative

seizure recurrence may assist in targeting these regions for interruption. Here, pa-

tients at higher risk were characterized by lower levels of interictal glucose metabolism

in the bilateral associative visual cortices, ipsilateral parietotemporal cortex, and bi-

lateral inferior parietal lobules, and higher levels of interictal glucose metabolism in

the bilateral cerebellar hemispheres and cerebellar vermis. Cross-validated prediction

of post-operative seizure freedom has achieved an AUC of 0.91 and 84% predictive

accuracy, showing superior predictive performance compared to methods which do

not condition on latent states. Pre-surgical identification of patients at high risk of

not benefiting from surgery may lead to improved treatment planning for these pa-

tients, including the potential avoidance of surgery risks in cases with low probability

of benefiting. Even though the motivating example for our proposed model has come

from the prediction of post-surgical outcomes in epilepsy surgery, data from other

neurological disorders may also be analysed with the proposed approach. We have

also conducted a performance comparison on synthetic data where we have shown

that a unified approach provides more reliable estimation performances than multi-

step methods, as well as methods that assume the same association with the clinical

outcome across all subjects.

In our case study analysis fixing the number of clusters to K = 2 has allowed us

to divide the subjects into two major subgroups, for a meaningful characterisation

as high- and low-risk subjects. When considering higher numbers of clusters and

assessing model fitting through the deviance information criterion (DIC) (Spiegelhal-
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ter et al, 2002), we found a small improvement in DIC for K = 3, with little to no

further improvement in model fit for K > 3, i.e., DIC=(2440.39, 2399.44, 2388.95,

2395.76, 2386.85) for K = (2, . . . , 6), respectively. For K = 3, a threshold of 0.5 on

the marginal PPIs for ROI selection resulted in the same set of selected regions as

those identified under K = 2. As for cluster allocations, the same subset of patients

was identified as the subgroup at higher risk of post-operative seizure recurrence,

while the low-risk cluster identified under K = 2 was split into two smaller clusters

under K = 3. Cross-validated predictive performance was unchanged, with 16/19

patients correctly predicted, including 10/12 SF patients and 6/7 NSF patients, and

an AUC of 0.91. In applications where it is of interest to include the estimation of K

into the modeling, the clustering framework can be formulated in terms of an infinite

mixture of distributions through a Dirichlet process (DP) mixture prior, accommo-

dating variable selection, similarly to Kim et al (2006). Another possible avenue is to

consider extensions of profile regression models that decompose the data (Y,X) into

two sub-models, one on the covariates and one on the response, which are then linked

by a joint DP prior on the set of parameters common to both submodels (Molitor

et al, 2010; Liverani et al, 2015).
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Chapter 3

A Bayesian vector autoregressive model for

multi-subject effective connectivity inference using

multi-modal neuroimaging data

3.1 Introduction

Within the past few decades, advances in imaging acquisition have given rise to a large

number of in vivo techniques for brain mapping. Such imaging techniques include

both functional imaging modalities, such as functional MRI, electroencephalography,

magnetoencephalography and positron emission tomography, as well as structural

imaging modalities, such as structural MRI and diffusion tensor imaging. These

techniques are often employed to study connectivity, that is, how brain regions inter-

act with each other within networks in order to handle cognitive processes (Friston,

2011b). Here, we are concerned in particular with the estimation of effective connec-

tivity based on resting-state fMRI data, which measures hemodynamic flow due to

spontaneous neural activity. Effective connectivity refers to the directed influence of

one neural system over another and often employs biologically plausible generative

models of a typically small network of connected brain regions. Connectivity studies,

in particular, can elucidate pathophysiology by helping the understanding of the role

that connectivity patterns, and their disruption, play in mental health disorders and

brain diseases (Garrity et al, 2007; Belmonte et al, 2004; Waites et al, 2006; Chi-

ang and Haneef, 2014). For example, epilepsy is a prototypical disease characterized

by abnormal connectivity, whose study may benefit from statistical advances in the
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methods for estimating connectivity (Engel Jr et al, 2013).

Statistical approaches for inferring effective connectivity include directed causal

modeling (DCM) (Friston et al, 1993), structural equation modeling (SEM) (Mclntosh

and Gonzalez-Lima, 1994), Bayesian networks (BNs), and Granger causal model-

ing (GC) (Granger, 1969; Goebel et al, 2003). DCM approaches model interactions

among brain regions directly at the unobserved neuronal level using fMRI time se-

ries at the hemodynamic level, through the coupling of a dynamic bilinear model

with an underlying model of how the observed BOLD signal is generated from the

unobserved neuronal activity. SEM approaches infer causality by comparing the pre-

dicted variance-covariance matrix between regional responses based on a pre-specified

model to the variance-covariance matrix observed from the data. DCM and SEM

are both useful confirmatory techniques for testing pre-formulated hypotheses about

the underlying brain architecture (Friston, 2011b). However, these models require

prespecification of the existence and direction of influence between regions and, in

the case of DCM models, rely on complex biological assumptions, such as how the

neuronal states enter a region-specific hemodynamic model to produce the BOLD

responses (Valdes-Sosa et al, 2011). Bayesian networks, on the other hand, estimate

effective connectivity by modeling brain networks as directed acyclic graphs, in which

brain regions are depicted as nodes and where edges represent direct causal depen-

dencies between the regions. Dynamic Bayesian networks (DBNs), a subset of BNs

that model temporal processes, have been applied to infer effective connectivity from

fMRI data in both single-subject and multi-subject approaches (Li et al, 2008, 2011;

Rajapakse and Zhou, 2007; Kim et al, 2008). One disadvantage of Bayesian networks,

however, is the assumption of acyclic graphical structure, as the high prevalence of

reciprocal connections commonly renders brain connectivity cyclic (Friston, 2011b).

Granger causal identification using vector autoregressive (VAR) modeling provides
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an approach to effective connectivity inference which is based on the central notion

that causes both precede and help predict effects (Granger, 1969; Goebel et al, 2003).

In GC analysis, effective connectivity inference is performed via the VAR coefficients

of the fitted model. In contrast to DCM and SEM, GC infers effective connectivity

without relying on prior specification of connectivity linkages in the brain network.

Furthermore, unlike Bayesian networks, VAR modeling does not require an assump-

tion of acylicity. It should be pointed out that, when applied to fMRI signals, GC

inference via VAR models can only estimate interactions at the hemodynamic level

and not at the underlying neural response level, which occurs at a much higher tem-

poral resolution than the fMRI sampling (Goebel et al, 2003; Roebroeck et al, 2005;

Gorrostieta et al, 2013). Nevertheless, GC modeling has been very useful in a large

number of neurological diseases, including epilepsy (Morgan et al, 2011; Ji et al,

2013), Alzheimer’s disease (Miao et al, 2011), schizophrenia (Demirci et al, 2009),

and autism (Pollonini et al, 2010).

In multi-subject studies, methods for group-level inference in GC via VAR mod-

els are not yet established. In particular, two-stage approaches have generally been

adopted, in which a VAR model is fit for each subject in the first stage, and between-

subject variations in the VAR coefficient estimates are obtained in the second stage

(Deshpande et al, 2009; Morgan et al, 2011). Despite their common usage, there

are several known shortcomings of two-stage estimation approaches. Firstly, two-step

approaches are suboptimal for group inference due to the loss of information which

results from summarizing the time-series data from each subject into a summary

statistic (the VAR coefficient) on which group inference is subsequently performed.

Secondly, random variability is introduced but not accounted for in the second stage,

through replacement of the unobserved subject-level VAR coefficients with point esti-

mates derived in the first stage (Verbeke and Molenberghs, 2009). To overcome these
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issues, Gorrostieta et al (2012) proposed a mixed-effects generalization of the usual

VAR model which decomposes connectivity into group-specific and subject-specific

components. In a Bayesian extension, sparsity was additionally induced at the group

level through a Bayesian elastic net prior on the group-specific components (Gor-

rostieta et al, 2013). However, those methods maintain the common assumption of

independence between the elements of the connectivity matrices.

Another shortcoming of current VAR approaches for effective connectivity infer-

ence is that such methods do not easily allow for the integration of multi-modal

imaging data, a feature which is especially desirable in models for multi-subject in-

ference. For example, it is generally accepted that structural connectivity constrains

effective connectivity, as structural connectivity provides estimates of axonal connec-

tions between neurons or neuronal populations, while effective connectivity provides

estimates of the causal influences mediated by these axonal connections (Friston,

1994; Aertsen and Preissl, 1991). In particular, structural connectivity is highly cor-

related with effective connectivity, while effective connectivity may also be present in

the absence of structural connectivity due to the presence of polysynaptic connections

(Honey et al, 2009; Damoiseaux and Greicius, 2009). The use of structural imaging

data to constrain connectivity estimation has demonstrated improvements in DCM

(Stephan et al, 2009) and may confer benefits to inference in VAR models as well.

In this work, we develop a multi-subject vector autoregressive (VAR) modeling

approach that allows for simultaneous inference on effective connectivity at both the

subject- and group-level. With respect to previous approaches, our framework al-

lows for the presence of highly connected and persistent hubs in the brain networks

(van den Heuvel and Sporns, 2011) by relaxing the assumption of independence be-

tween connectivities through an intrinsic conditional autoregressive prior. Further-

more, we achieve multi-modal imaging data integration by incorporating structural
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information into our prior construction, effectively encouraging connectivity between

structurally connected regions. We demonstrate through simulation studies that the

approach results in improved inference on effective connectivity at both the subject-

and group-level, compared to currently used methods. We also illustrate the method

on data from a temporal lobe epilepsy study, where we use resting-state functional

MRI and structural MRI data. The group-level effective connectivities we infer in-

clude both known relationships between resting-state networks, as well as relation-

ships of potential interest for future investigation.

The rest of the chapter is organized as follows. In Section 3.2, we describe the

proposed model, the prior construction and our strategy for posterior inference. In

Section 3.3, we assess the performance of our methodology on simulated data and

perform comparisons with existing multi-step methods as well as single-step gen-

eralizations of vector autoregressive models for effective connectivity inference. In

Section 3.4, we apply our proposed methodology to data on a case study of effective

connectivity in temporal lobe epilepsy. Section 3.5 concludes the chapter.

3.2 Methods

3.2.1 Bayesian vector autoregressive model

Let x
(s)
t,j be the fMRI BOLD response of subject s at time t in region j, for t = 1, . . . , T ,

j = 1, . . . , R, s = 1, . . . , n. Here, we view regions as micro-areas of the brain that

comprise several voxels. For example, in the application we discuss in Section 3.4

we use Independent Component Analysis (ICA) components as groups of voxels that

covary in time. ICA is an increasingly utilized approach in fMRI data analyses which

allows to identify components that are maximally independent in space and has been

found to effectively identify functional networks in both task-based and resting-state
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data (Calhoun et al, 2001; Garrity et al, 2007; Sorg et al, 2007; Van Den Heuvel and

Pol, 2010; Yu et al, 2013).

We envision that the n subjects belong to G separate groups (e.g. epilepsy and

healthy controls, or different subtypes of epilepsy). Let ηs be the observed group label

for subject s, with ηs = g if the sth subject belongs to group g. We deal with the

supervised setting, in which the group labels ηs are known. We model temporal cor-

relation in the time series through a multivariate linear vector autoregressive (VAR)

process of order L

(x
(s)
t |ηs = g, φ

(s)
l,g ,Ξ) =

L∑
l=1

φ
(s)
l,gx

(s)
t−l + e

(s)
t , e

(s)
t = et ∼ N(0,Ξ), s = 1, . . . , n,(3.1)

where Ξ = diag(ζ1, . . . , ζR), x
(s)
t = [x

(s)
t,1 , . . . , x

(s)
t,R]′, and φ

(s)
l,g is R×R and gives the lag-

specific effective connectivity between the R regions for subject s. We assume that

the data have been centered after the pre-processing steps. We also place hyperpriors

on the ζj’s as ζj ∼ IG(h1, h2), j = 1, . . . , R.

Model (3.1) can be written in the standard multivariate linear regression form as

x
′(s)
t︸︷︷︸

1−by−R

= u
′(s)
t︸︷︷︸

1−by−RL

B(s)
g︸︷︷︸

RL−by−R

+ e
′(s)
t︸︷︷︸

1−by−R

,

for t = 1, . . . , T , where u
′(s)
t = [x

′(s)
t−1,x

′(s)
t−2, . . . ,x

′(s)
t−L], B

(s)
g = [φ

(s)
1,g, φ

(s)
2,g, . . . , φ

(s)
L,g]
′. For

T time points, this is

X(s)︸︷︷︸
(T−L)−by−R

= U (s)︸︷︷︸
(T−L)−by−(RL)

B(s)
g︸︷︷︸

(RL)−by−R

+ E(s)︸︷︷︸
(T−L)−by−R

.
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As typical with VAR models we use the vec notation

x(s) = vec(X(s))

β(s)

g
= vec(B(s)

g )

e(s) = vec(E(s))

where vec(X(s)) denotes the columns of X(s) stacked on top of each other. Thus, we

write

x(s)︸︷︷︸
(T−L)R−by−1

= ( I︸︷︷︸
R−by−R

⊗ U (s)︸︷︷︸
(T−L)−by−(RL)

)

︸ ︷︷ ︸
(T−L)R−by−(RL)R

β(s)

g︸︷︷︸
(RL)R−by−1

+ e(s)︸︷︷︸
(T−L)R−by−1

,

where e(s) ∼ N(0, Ξ︸︷︷︸
R−by−R

⊗ I︸︷︷︸
(T−L)−by−(T−L)

).

Following the finite mixture model formulation, we can then write model (3.1) for

subject s in group g as

(x(s)|ηs = g, β(s)

g
,Ξ) ∼ N

(
(I ⊗ U (s))β(s)

g
,Ξ⊗ I

)
, (3.2)

with parameters β(s)

g
that capture subject-level effective connectivities.

3.2.2 Prior on lag-specific subject-level effective connectivity

We model the subject-level parameters in (3.2) as random deviations from a baseline

process, which represents the vectorized group-specific effective connectivity for group

g. Specifically, we put

p(β(s)

g
|Ω(g),Σ(g)) = N

(
Ω(g),Σ(g)

)
, (3.3)
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for all s such that ηs = g, with g = 1, . . . , G. Here, Ω(g) is a baseline process for

the vectorized VAR coefficients, or effective connectivities, for group g, and Σ(g) is

the LR2 − by − LR2 variance-covariance matrix for group g. We assume diagonal

variance-covariance matrices Σ(g) = diag(σ
(g)
1 , . . . , σ

(g)

LR2). Our proposed model is still

able to capture dependencies at the group level both across lags, and between effective

connectivities within a given lag, via the specification of the prior model for group

effective connectivity that we describe below.

3.2.3 Prior on lag-specific group-level effective connectivity

We identify group-level effective connectivities by imposing spike-and-slab priors on

the corresponding parameters, also capturing smoothness at the group level, either

temporally across lags or spatially between effective connectivities within a given

lag, through an intrinsic conditional autoregressive slab prior. Additionally, we inte-

grate structural imaging information into the prior model, allowing connections with

stronger structural connectivity to increase the prior probability that the effective

connectivity is non-zero.

Let Ω(g) be the LR2 − by − 1 vector with elements ω
(g)
k , k = 1, . . . , LR2. In

order to infer effective connectivities, we introduce binary indicators γ
(g)
k such that

γ
(g)
k = 1 indicates that effective connectivity ω

(g)
k is non-zero, and 0 otherwise. Next,

we enforce sparsity of effective connectivities at the group level by imposing “spike-

and-slab” mixture priors (George and McCulloch, 1993, 1997) on the elements of

Ω(g). Furthermore, to take into account spatial smoothness from the presence of

highly connected hubs in brain networks, as well as the smoothness across time from

the hemodynamic response function, we specify the slab portion of the mixture prior

as an intrinsic conditional autoregressive (ICAR) distribution (Banerjee et al, 2014),
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ω
(g)
k ∼ γ

(g)
k N

(∑LR2

k′=1 Skk′ω
(g)
k′∑LR2

k′=1 Skk′
,

q∑R2

k′=1 Skk′

)
+ (1− γ(g)k )δ0(ω

(g)
k ), (3.4)

where δ0(ω
(g)
k ) is a spike at zero, and S is a LR2 × LR2 symmetric matrix of binary

elements. The ICAR prior allows for smoothness by encouraging effective connectiv-

ities to vary smoothly across temporal lags or groupings of VAR coefficients (see the

case study application in Section 3.4 for more details). The specification S = I cor-

responds to the case of no prior knowledge about spatial and temporal smoothness.

We also impose priors on the diagonal elements of Σ(g) in (3.3) and allow separate

variances for zero and non-zero group-level connectivities. In particular, for all effec-

tive connectivities k such that γ
(g)
k = 1, we put σ

(g)
k = c

(g)
1 ∼ IG(a

(g)
1 , b

(g)
1 ), while for

all k such that γ
(g)
k = 0 we put σ

(g)
k = c

(g)
0 ∼ IG(a

(g)
0 , b

(g)
0 ) for all groups g = 1, . . . , G

and connectivities k = 1, . . . , LR2.

Structural connectivity is generally considered the substrate of effective connec-

tivity (Greicius et al, 2009). In particular, presence of a direct structural connection

entails connectivity, although connectivity may also exist in the absence of direct

structural connections (Deco et al, 2011). Accordingly, we inform the prior probabil-

ity of the selection indicator via prior information on the strength of the corresponding

structural connection. We achieve this by imposing a probit regression prior on the

variable selection indicator γ
(g)
k as

p(γ
(g)
k = 1) = F

(
α
(g)
0 + α

(g)
1 N

(g)
k

)
, k = 1, . . . , LR2, (3.5)

whereN
(g)
k is a measure of structural connectivity between the two regions correspond-

ing to the kth element of Ω(g) and F is the CDF of a standard normal distribution. In

the application of Section 3.4 we obtain the N
(g)
k ’s from structural MRI data. Probit

regression priors of type (3.5) have been proposed in the variable selection literature
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as a convenient way of incorporating prior information (Quintana and Conti, 2013;

Cassese et al, 2015). The parameter α
(g)
0 regulates the prior probability of non-zero

effective connectivity in group g, either in the absence of structural connectivity or

if there is no relationship between structural and effective connectivity. In particu-

lar, if α
(g)
1 or N

(g)
k are zero, then the prior probability that γ

(g)
k is non-zero reduces

to p(γ
(g)
k = 1) = F (α

(g)
0 ). The parameter α

(g)
1 captures the effect of an increase in

the strength of structural connectivity on the probability that the corresponding ef-

fective connectivity is non-zero. To complete the model, we impose a Normal prior

α
(g)
1 ∼ N(w(g), τ 2

(g)
), for g = 1, . . . , G.

3.2.4 Posterior inference

We used Metropolis-within-Gibbs MCMC sampling methods in order to sample from

the joint posterior of the parameter vector {β(s)

g
, γ(g),Ω(g), ξ

(g)
1 , ξ

(g)
0 , z

(g)
k , α

(g)
1 , ζj}, with

g = 1, . . . , G; s = 1, . . . , n and j = 1, . . . , R. We give details of the full conditional

distributions in Appendix B.1. In brief, a generic iteration of the MCMC algorithm

comprises the following steps:

1. Update β(s)

g
: This is a Gibbs step from a normal distribution, β(s)

g
∼ N(µ

(s)
β , ν

(s)
β )

for all s such that ηs = g and g = 1, . . . , G, with µ
(s)
β and ν

(s)
β as defined in Ap-

pendix B.1.

2. Joint update for (γ(g),Ω(g)): We perform a between-model step by updating

these two parameters jointly, using a Metropolis-Hastings step. For each g =

1, . . . , G, in order to propose a new candidate γ(g)? , we randomly choose between

two transition moves:

(a) Add/delete: Randomly choose one of the LR2 indices in γ(g), and change

its value.
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(b) Swap: Choose independently and at random a 0 and 1 in γ(g), and switch

their values.

If γ
(g)?
k = 0, set ω

(g)?
k = 0. Else, if γ

(g)?
k = 1, sample ω

(g)?
k ∼ N(ρ

(g)
k , κ

(g)
k ),

k = 1, . . . , LR2, g = 1, . . . , G, with ρ
(g)
k and κ

(g)
k as defined in Appendix B.1.

3. Update Ω(g), g = 1, . . . , G: We perform a within-model step using a Gibbs step

to improve mixing. For all ω
(g)
k such that γ

(g)
k = 1, sample ω

(g)
k ∼ N(ρ

(g)
k , κ

(g)
k ),

k = 1, . . . , LR2, g = 1, . . . , G. This step is performed to improve the mixing of

the chain.

4. Update ξ
(g)
1 , g = 1, . . . , G: This is a Gibbs step, draw ξ

(g)
1 ∼ IG(χ

(g)
1 , ψ

(g)
1 ) for

g = 1, . . . , G, with χ
(g)
1 and ψ

(g)
1 as given in Appendix B.1.

5. Update ξ
(g)
0 , g = 1, . . . , G: This is a Gibbs step, draw ξ

(g)
0 ∼ IG(χ

(g)
0 , ψ

(g)
0 ) for

g = 1, . . . , G, with χ
(g)
0 and ψ

(g)
0 given in Appendix B.1.

6. Update latent variable z
(g)
k , k = 1, . . . , LR2, g = 1, . . . , G: This is a Gibbs

step from a truncated normal.

7. Update α
(g)
1 : This is a Gibbs step, draw α

(g)
1 ∼ N(µ

(g)
α , ν

(g)
α ) for g = 1, . . . , G,

with µ
(g)
α and ν

(g)
α as given in Appendix B.1.

8. Update ζj, j = 1, . . . , R: This is a Gibbs step, draw ζj ∼ IG(d1, d2) for

j = 1, . . . , R, with d1 and d2 as given in Appendix B.1.

For posterior inference, our primary interest is in the selection of the non-zero

effective connectivities at the group level, via the estimation of the marginal poste-

rior probabilities (MPPs) of the γ
(g)
j ’s, and in the estimation of the magnitude and

directionality of the non-zero group-level and subject-level effective connectivities,
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via inference on the parameters Ω(g) and β
(s)
g , respectively, for g = 1, . . . , G and

s = 1, . . . , n. Marginal posterior probabilities p(γ
(g)
j = 1|data) can be estimated as

the proportions of MCMC samples for which γ
(g)
j = 1, across all iterations and after

burn-in. Non-zero effective connectivities at the group level can then be selected as

those with MPP exceeding a threshold value κ(g), with the threshold chosen to ensure

a pre-specified Bayesian false discovery rate (FDR Newton et al, 2004),

FDR(κ(g)) =

∑R
j=1(1−MPP

(g)
j )I

(MPP
(g)
j >κ(g))∑R

j=1 I(MPP
(g)
j >κ(g))

,

with MPP
(g)
j the MPP for region j in group g, and I

(MPP
(g)
j >κ(g))

the indicator func-

tion such that I
(MPP

(g)
j >κ(g))

= 1 if MPP
(g)
j > κ(g), and 0 otherwise. In all analyses of

this chapter, we set the FDR to 0.05 and choose κ(g) accordingly. Furthermore, we

obtain estimates of the non-zero VAR coefficients Ω(g) and the subject-level effective

connectivities β
(s)
g by averaging over the corresponding MCMC sampled values.

3.3 Simulation study

In this section, we consider a set of simulated data to illustrate our model’s ability

to accurately infer effective connectivity at the group- and subject-level. We also

investigate comparisons with Granger causal approaches.

3.3.1 Data generating mechanism

We generated synthetic time-series data for a network of R = 5 regions, with n = 20

subjects belonging to G = 2 groups. The first 10 subjects belonged to group 1 and

the second 10 to group 2. The simulated time-series for each subject were generated

from model (3.2) using a VAR process of order L = 1 and T = 300 time points, with
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a starting value of x
(s)
0 = 0, and an error covariance matrix Ξ = IR. Group-specific

effective connectivities were generated as

ω
(g)
k ∼ γ

(g)
k Unif(0, 0.5) + (1− γ(g)k )δ0(ω

(g)
k ),

for g = 1, 2 and k = 1, . . . , LR2. Notice that the generating mechanism uses a

distribution which is different from the assumed prior model (3.4). We generated

γ(g), g = 1, 2, according to equation (3.5), with α0 = [α
(1)
0 , α

(2)
0 ] = [−1.5,−1.5] and

α1 = [α
(1)
1 , α

(2)
1 ] = [5, 5], corresponding to a prior probability of non-zero effective con-

nectivity, in the absence of structural connectivity, of [F (α
(1)
0 ), F (α

(2)
0 )] = [0.07, 0.07],

respectively for group 1 and 2. Structural connectivity matrices were set to

N (1) = vec





0.6 0.9 0.1 0.1 0.1

0.9 0.95 0.1 0.7 0.6

0.1 0.1 0.8 0.1 0.1

0.1 0.7 0.1 0.1 0.1

0.1 0.6 0.1 0.1 0.1




for group 1 and to

N (2) = vec





0.1 0.9 0.8 0.1 0.5

0.9 0.1 0.1 0.1 0.1

0.8 0.1 0.1 0.1 0.9

0.1 0.1 0.1 0.1 0.1

0.5 0.1 0.9 0.1 0.1




.

for group 2. This allowed us to simulate a scenario in which higher structural con-

nectivity generally leads to increased probability of the presence of an effective con-



70

nectivity, but effective connectivity may also exist in the absence of high structural

connectivity. The resulting γ(1) and γ(2) were

γ(1) = vec





1 1 0 0 0

1 1 0 1 1

0 1 1 0 1

0 1 0 0 0

0 1 1 0 0




and

γ(2) = vec





0 1 1 0 1

1 1 0 0 1

1 0 0 0 1

0 0 1 0 0

1 0 1 0 0




.

To generate subject-specific effective connectivities, first we generated random ma-

trices A(s) = Q′(s)ΛQ(s), with Λ = Diag(−0.4,−0.25,−0.1, 0.05, 0.2) and Q(s) a ran-

domly generated orthogonal matrix from the QR decomposition of a matrix of stan-

dard normal random deviates. We then sampled the subject-level connectivities as

β(s)
g ∼

(
Ω(1) + vec(A(s))

)
1[1≤s≤10] +

(
Ω(2) + vec(A(s))

)
1[11≤s≤20].

Again, notice that the generating mechanism of the subject-level deviations from the

group connectivity is different than the prior model. Figure 3.1 shows the simulated

group-level structural connectivity, the non-zero group-level effective connectivity and

the group-level VAR coefficients for the two groups.



71

Figure 3.1 : (a) Simulated group-level structural connectivity, (b) Simulated non-zero group-
level effective connectivity, (c) Simulated values of group-level effective connectivity. The
thickness of the edges is proportional to magnitude.

3.3.2 Model fitting and prior specifications

The MCMC chain was run for 20000 iterations with 10000 sweeps as burn-in. Hy-

perparameters were set to be weakly informative as follows. We set noninformative

IG priors on the variance parameters ζj of the error term, by specifying h1 = 2 and

h2 = 1, and on the variance parameters of the prior (3.3) on the subject-level con-

nectivities, by specifying a
(g)
0 = a

(g)
1 = 2, b

(g)
0 = b

(g)
1 = 1 for g = 1, 2. We fixed q = 5

in the ICAR prior and set S to the identity, representing no prior knowledge about

spatio-temporal smoothness. We also fixed the prior mean and variance of the probit

regression hyperparameter α
(g)
1 to w(g) = 0 and τ 2

(g)
= 100, for g = 1, 2. Below

we first show results we obtained by setting F (α
(g)
0 ) = 0.01, for g = 1, 2, and then

comment on sensitivity.

When running the MCMC, we initialized the chain with 13 non-zero randomly

selected effective connectivities for group 1 and 12 for group 2. The non-zero effective
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connectivities for group 1 were initialized to 0.5 and those for group 2 were initialized

to -0.5. Subject-level effective connectivities were initialized to zero. Other initial

conditions were: α
(0)
1 = [0.1 0.1], Σ(g)(0) = ILR2 , g = 1, 2, ζ

(0)
j = 5, j = 1, . . . , R.

3.3.3 Results

Figure 3.2 shows the MPP plots for the two groups. A threshold of 0.05 on the

Bayesian false discovery rate, corresponding to thresholds on the MPPs of (0.50, 0.47)

for group 1 and group 2, respectively, achieved 0 false positives and 3 false negatives

for group 1 and 1 false positives and 0 false negatives for group 2. As for the estimation

of the group-level connectivities, Figures 3.3 and 3.4 show heat maps of the posterior

estimates of Ω(g) for the two groups, where the non-zero elements are estimated by

averaging over the MCMC samples. Our method is able to recover these estimates

well, with a mean square error (MSE) of 0.0041 for group 1 and MSE of 0.0047 for

group 2. Furthermore, Figure 3.5 shows posterior mean estimates versus true values

for all subject-level effective connectivities β(s)

g
’s, for s = 1, . . . , n and g = 1, 2. Our

method recovers subject-level effective connectivity with high accuracy, attaining an

averaged MSE of 0.0044 across all subjects.

When examining the sensitivity of our model’s performance to changes in the

values of the model hyperparameters, we found that modest changes in the values

of the hyperparameters did not affect the accuracy of the estimation and, as ex-

pected, we observed some sensitivity to the parameter α
(g)
0 , which regulates the prior

probability of non-zero group-level effective connectivity. In general, we found rel-

atively robust performance for the identification of non-zero effective connectivity,

with greater sensitivity to α
(g)
0 for non-zero effective connectivities with small mag-

nitude but strong corresponding structural connectivity (Figure 3.6). In particular,

for these types of connectivities, more sparse prior settings (smaller α
(g)
0 ) allowed
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Figure 3.2 : Simulated data: Marginal posterior probabilities (MPPs) of group-level ef-
fective connectivity for (a) group 1 and (b) group 2. Black dots indicate true non-zero
connectivities.

Figure 3.3 : Simulated data: Group-level estimation of effective connectivity for group 1.
(a) Heatmap of true VAR coefficients and (b) Heatmap of posterior mean estimates.
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Figure 3.4 : Simulated data: Group-level estimation of effective connectivity for group 2.
(a) Heatmap of true VAR coefficients and (b) Heatmap of posterior mean estimates.

Figure 3.5 : Simulated data: Subject-level estimation of effective connectivity. Scatterplot
of posterior mean estimates versus true values, for all n subjects.
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Figure 3.6 : Simulated data: Marginal posterior probabilities (MPPs) of group-level effective

connectivities for various values of the probit prior parameter α
(g)
0 .

for more relative influence in the probit regression prior of structural connectivity,

thus increasing the correct detection of effective connectivities with weak magnitude.

For effective connectivities with small or moderate magnitude and weak correspond-

ing structural connectivity, the opposite effect was observed, with more sparse prior

settings (smaller α
(g)
0 ) leading to decreased MPPs.

3.3.4 Comparison study

We performed a comparison study with respect to (1) detection of effective con-

nectivity at the group-level, and (2) VAR coefficient inference on the subject- and

group-level. We focused on the simulated scenario described above with n = 20 and

T = 300 and compared our method to two multi-step methods for effective connec-

tivity inference based on Granger causality (GC) and with two approaches based

on VAR models, briefly described below. In order to better assess performance, we

compared estimation results averaged over 30 replicated datasets.
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For the first GC approach we used in our comparison study, subject-level esti-

mates of VAR coefficients were obtained using standard Granger causal inference

through ordinary least squares. Next, group-level inference on effective connectivity

was performed through one-sample t-tests on the VAR coefficients. Non-zero effective

connectivities were identified by thresholding p-values with false discovery rate control

at the 0.05 level. Lastly, inference on the group-level VAR coefficients were obtained

by computing the mean of the subject-level VAR coefficient estimates for non-zero

effective connectivities. The second approach we considered is similar to what done

by Deshpande et al (2009). Subject-level estimates of VAR coefficients were obtained

from standard Granger causal inference through ordinary least squares. Subject-level

p-value maps were then obtained from the empirical null distribution following the

procedure proposed by Theiler et al (1992). In particular, the original time-series data

for each subject was transformed by fast Fourier transform to the frequency domain,

and the phase randomized to be uniformly distributed over (−π, π). The randomized

signal was then transformed back to the time domain to generate surrogate data.

This procedure generated datasets in the same spectrum as the original data, but

with no causal phase relations between the signals. The empirical null distribution of

each of the R2 connectivities was generated by repeating this procedure 1000 times.

Subject-level p-values were then obtained by comparing the estimated subject-level

VAR coefficient to its corresponding null distribution. Group-level inference was then

performed by combining the p-values from individual subjects using Fisher’s method

to generate group-level p-values. Non-zero effective connectivities were identified by

thresholding group-level p-values with false discovery rate control at the 0.05 level.

Lastly, inference on the group-level VAR coefficient estimates was obtained by com-

puting the mean of the subject-level VAR coefficient estimates for non-zero effective

connectivities.
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Additionally, we compared our method to two single-step generalizations of VAR

models: (a) the mixed-effects VAR generalization (ME-VAR), as proposed by Gor-

rostieta et al (2012), which decomposes connectivity into group-level and subject-

level components, and (b) a Bayesian extension of the same model, which imposes

shrinkage on group coefficients through an elastic net prior (BME-VAR) proposed by

Gorrostieta et al (2013). Parameters in the ME-VAR and BME-VAR models were

estimated using Matlab code provided by the authors. Hypothesis testing in the ME-

VAR model was carried out after correcting for multiple comparisons with a false

discovery rate control at the 0.05 level. The BME-VAR model was run for 30,000 it-

erations with 20,000 sweeps as burn-in. Non-zero group effective connectivities using

the BME-VAR model were identified based on 95% credible intervals, as suggested

by Gorrostieta et al (2013).

Table 3.1 compares the performance of our method, the two multi-step procedures,

and the two single-step VAR generalizations. Detection of effective connectivity at the

group level was assessed with respect to the false positive rate (FPR), false negative

rate (FNR), accuracy, and the F1-score, all averaged over 30 replicated datasets. The

FPR is defined as

FPR =
FP

FP + TN

where FP is the number of false positives and TN is the number of true negatives.

The FNR is defined as

FNR =
FN

FN + TP

where FN is the number of false negatives and TP is the number of true positives.
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Accuracy is defined as

Accuracy =
TP + TN

TP + TN + FP + FN
.

Lastly, the F1-score is defined as

F1 = 2 · (TP/(TP + FP )) (TP/(TP + FN))

(TP/(TP + FP )) + (TP/(TP + FN))
.

Results in Table 3.1 show superior performance of our unified method for detect-

ing effective connectivity at the group level compared to standard approaches using

Granger causal inference as well as the ME-VAR and BME-VAR models. In general,

the t-test approach outperformed the Fisher method, with both higher accuracy as

well as F1-score for accurately identifying effective connectivities. The ME-VAR and

BME-VAR models attained lower FNR than the t-test method, but at the expense of

a higher FPR. Our unified method, on the other hand, attained both higher accuracy

and F1-score than the other approaches.

Furthermore, with respect to inference on VAR coefficient estimates, we observed

that our method attained lower MSE for estimating effective connectivity at both the

group- and subject-level than the other procedures (Figure 3.7). Our method obtained

an average MSE of 0.0039 for group 1 and 0.0032 for group 2, and an average MSE

of 0.0041 for subject-level effective connectivity inference. In comparison, the t-test

approach obtained an average MSE of 0.0056 for group 1 and 0.0055 for group 2, and

an average MSE of 0.0044 for subject-level effective connectivity inference, whereas

the Fisher approach obtained an average MSE of 0.0065 for group 1 and 0.0062

for group 2, and an average MSE of 0.0042 for subject-level effective connectivity

inference. The ME-VAR and BME-VAR models performed similarly to the Fisher
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Proposed Multi-step methods Single-step methods

t-test Method Fisher Method ME-VAR BME-VAR

Group 1 FPR 0.0103 0.2744 0.7026 0.4077 0.3821

FNR 0.1806 0.3111 0.1639 0.1722 0.1944

Accuracy 0.9080 0.7080 0.5560 0.7053 0.7080

F1-score 0.8920 0.6909 0.6413 0.7295 0.7254

Group 2 FPR 0.1357 0.3952 0.6762 0.5333 0.6381

FNR 0.0909 0.1152 0.2393 0.0787 0.0606

Accuracy 0.8840 0.7280 0.5160 0.6667 0.6160

F1-score 0.8735 0.7417 0.5805 0.7098 0.6836

Table 3.1 : Simulated data: Performance comparison between the proposed method and
existing approaches for effective connectivity. Results are reported as averages over 30
replicated datasets. FPR, false positive rate; FNR, false negative rate.

method, with an average MSE of 0.0065 for group 1, an average MSE of 0.0062 for

group 2, and an average MSE of 0.0050 for subject-level inference using the ME-VAR

model; and an average MSE of 0.0061 for group 1, an average MSE of 0.0063 for

group 2, and an average MSE of 0.0062 for subject-level inference using the BME-

VAR model.

3.4 Temporal lobe epilepsy and effective connectivity of rest-

ing state networks

In this section, we apply the proposed methodology to resting-state fMRI and struc-

tural MRI data from a study on temporal lobe epilepsy. Temporal lobe epilepsy (TLE)

is the most common focal epilepsy (Spencer and Spencer, 1985). Although TLE is

traditionally associated with mesial temporal sclerosis involving the hippocampus,

evidence increasingly suggests that other resting-state networks (RSNs), far from the

hippocampus, are also affected in TLE. These networks control higher-order brain
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Figure 3.7 : Simulated data: Boxplots of MSE for proposed method and standard Granger
causal methods: (a) group 1 VAR coefficients, (b) group 2 VAR coefficients, (c) mean MSE
across subjects of subject-level VAR coefficients.

functions, such as attention, executive control, and language (McIntosh, 2000). For

example, connectivity between the default mode network (DMN), a set of brain re-

gions involved in spontaneous thought, and “task-positive networks”, such as the

executive function, language, or attention networks, is thought to represent compet-

itive relationships which allow the brain to toggle between introspection and extro-

spectively oriented attentional networks (Heine et al, 2012). Evidence of alterations

between RSNs in TLE has implications for understanding psychiatric and cognitive

complications, including the impairment of higher-order brain functions often ob-

served in TLE patients (Cataldi et al, 2013). A better understanding of how connec-

tivity between RSNs is affected in TLE may additionally facilitate the development

of clinical markers of disease severity and cognitive progression.

3.4.1 Patients and clinical details

We have available data from a resting-state fMRI study conducted at the University

of California, Los Angeles Seizure Disorder Center, to investigate effective connec-

tivity between RSNs in temporal lobe epilepsy patients and healthy controls. The
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Healthy Controls TLE Patients p-value

(n=23) (n=25)

Age, Mean (SD) 31.1 (6.5) 33.6 (7.8) 0.24a

Female 8 12 0.39b

Right-handed 23 21 0.11b

Table 3.2 : Temporal lobe epilepsy dataset: Baseline characteristics of subject groups.
aTwo-sided t-test with unequal variances; bFisher exact test.

study group consisted of 48 adult subjects, including 23 healthy controls and 25 pa-

tients with temporal lobe epilepsy. Healthy control subjects had normal structural

MRIs, no history of neurologic illness, and were not taking neurologic medications.

TLE patients were recruited from the University of California, Los Angeles (UCLA)

Seizure Disorder Center. Diagnostic evaluation for all patients included video-EEG

monitoring, high-resolution MRI, FDG-PET scanning, and neuropsychological test-

ing. A two-sample t-test with unequal variances and Fisher exact test showed no

significant difference in age, gender, or handedness, respectively, at the α=0.05 level

of significance. Baseline characteristics of subject groups are shown in Table 3.2. The

study was in compliance with the Code of Ethics of the World Medical Association

(Declaration of Helsinki). Written informed consent was obtained prior to scanning

for all subjects in accordance with guidelines from the UCLA Institutional Review

Board.

Imaging was performed with a 3T MRI system (Siemens Trio, Erlangen, Ger-

many). Functional imaging was performed with the following parameters: TR=2000

ms, TE=30 ms, FOV=210 mm, matrix=64×64, slice thickness 4 mm, 34 slices. Sub-

jects were instructed to relax with eyes closed during imaging. No auditory stimulus

was present except for the acoustic noise from imaging. High-resolution structural

images were obtained during the same imaging study with the parameters: TR=20
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ms, TE=3 ms, FOV=256 mm, matrix=256 × 256, slice thickness 1 mm, 160 slices.

The images were acquired in the axial plane using a spoiled gradient recalled (SPGR)

sequence for the anatomical images and an echo planar imaging (EPI) sequence for

the functional images. To limit the influences of motion, images were checked to

ensure that no subjects had a maximum translation of > 1.5mm. Resting-state fMRI

was performed for TLE patients after the comprehensive epilepsy surgery evaluation

and prior to epilepsy surgery. Patients remained on their regular medications during

the fMRI. None of the patients had a seizure in the 24 hours preceding the imaging.

None of the patients had seizures during the study as confirmed by the simultaneous

EEG obtained during fMRI.

Preprocessing of fMRI data was performed using FSL (fMRIB Software Library)

version 5.0.7 (Oxford, United Kingdom, www.fmrib.ox.ac.uk/fsl) and included slice-

timing correction, motion correction, spatial smoothing, and intensity normalization.

Group ICA was used to decompose images into independent components using the

fMRI Toolbox (GIFT) of Calhoun et al (2001), producing a single set of group com-

ponents that is interpretable across subjects. Components corresponding to resting-

state networks, as described in Allen et al (2011), were extracted and ICA maps

from individual subjects were then back-reconstructed from the aggregated mixing

matrix. Of the extracted independent components, six components of interest were

identified as corresponding to the (1) anterior DMN (ADMN), (2) posterior DMN

(PDMN), (3) alerting network (ALT), (4) salience network (SAL), (5) premotor cor-

tex (MOT), and (6) primary somatosensory cortex (SEN). Figure 3.8 shows the six

components of interest, overlaid in standard Montreal Neurological Institute (MNI)

space. Mean time-series for each component were computed for each subject. The

stacked time-series formed our data x(s), as described in (3.2).
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Figure 3.8 : Z-score maps of components of interest, overlaid in MNI space: (a) Anterior
DMN, (b) Posterior DMN, (c) Alerting network, (d) Salience network, (e) Premotor cortex,
and (f) Primary somatosensory cortex. Orientation is radiological.
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3.4.2 Structural prior

In our analyses we also made use of the subjects’ structural MRI data. As structural

connectivity is generally considered the substrate for effective connectivity, integrating

structural MRI and fMRI data is expected to allow for improved inference on con-

nectivity (Greicius et al, 2009; Damoiseaux and Greicius, 2009; Bowman et al, 2012b;

Iyer et al, 2013). Preprocessing of the structural MRI data was performed using FSL

version 5.0.7 and included inhomogeneity correction, skull stripping, probabilistic tis-

sue classification of grey matter, white matter and cerebrospinal fluid, and nonlinear

registration to a standard image in T1 space. The grey matter volume within each

independent component mask, normalized for subject head size, was estimated with

SIENAX (Smith et al, 2001, 2002). SIENAX starts by extracting brain and skull

images from the single whole-head input data (Smith, 2002). The brain image is

then affine-registered to MNI152 space (Jenkinson and Smith, 2001; Jenkinson et al,

2002) using the skull image to determine the registration scaling. This is primarily

in order to obtain the volumetric scaling factor, to be used as a normalisation for

head size. Next, tissue-type segmentation with partial volume estimation is carried

out (Zhang et al, 2001) in order to calculate total volume of brain tissue, including

separate estimates of volumes of grey matter, white matter, peripheral grey matter

and ventricular CSF.

We calculated partial Pearson correlations between the grey matter volume of

each pair of components, separately in each subject group. Negative correlations

were set to zero. This resulted in two 6 × 6 partial correlation matrices, with each

within-group matrix giving the association between the grey matter volume of each of

the 15 possible pairs of components. Covariance analysis of MRI-based measures of

grey matter volume or cortical thickness has been used to obtain structural networks
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(Mechelli et al, 2005; Bassett et al, 2008; Lerch et al, 2006; Bernhardt et al, 2013). In

general, high positive correlation in grey matter volume or cortical thickness between

two regions is interpreted as a strong structural connection, due to common trophic

and maturational influences behind axonally connected regions (Zhang and Sejnowski,

2000; Wright et al, 1999). In our approach we used the partial correlation matrices

as prior information on the strength of structural connectivity, in order to inform the

prior probability of non-zero effective connectivity in (3.5).

3.4.3 Results

We report results obtained by setting the lag order of the VAR model to L = 2. Typ-

ically, with fMRI data, VAR models of order one or two are recommended, given the

low temporal resolution of the data. Diagnostics are often based on auto-correlation

of the residuals. Also, criterion functions such as the Schwarz’s Bayesian information

criterion (BIC) (Schwarz et al, 1978) have gained popularity. Here, we found that a

model with lag order L = 2 minimized the BIC, i.e. BIC = (12.76, 12.31, 12.65) for

L = (1, 2, 3), respectively.

For hyperparameters setting, similarly to the simulation study, we set h1 = 2,

h2 = 1, a
(g)
0 = a

(g)
1 = 2, b

(g)
0 = b

(g)
1 = 1, w(g) = 0, and τ 2

(g)
= 100 for g = 1, . . . , G. We

also set the prior slab variance to q = 1. We investigated two choices of the probit

regression sparsity prior parameter, α0 = [−2.326,−2.326], corresponding to a prior

sparsity of 0.01 for each of the two groups, in the absence of structural connectivity,

and α0 = [−1.282,−1.282], corresponding to a prior sparsity of 0.10. The matrix S

was set to S = (ILR ⊗ 1R) +A+AT , where A is an LR2 − by−LR2 matrix with the

((j − 1)LR + lR + j′, (j − 1)LR + j′)th element equal to 1 and 0 otherwise, for all

j = 1, . . . , R, j′ = 1, . . . , R, l = 1, . . . , L − 1. In particular, Skk′ = 1 indicates either

connectivities at a given lag that initiate from the same node (e.g., MOT→ADMN
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Figure 3.9 : Temporal lobe epilepsy dataset: Matrix S, with white squares denoting Skk′ =
1).

at lag 1, MOT→SAL at lag 1) or connectivities between the same nodes at different

lags (e.g., MOT→ADMN at lag 1, MOT→ADMN at lag 2). Figure 3.9 shows the

matrix S.

Results we report here are based on the combined posterior output from three

MCMC chains. Each chain was run for 50,000 iterations, with the first 20,000 sweeps

discarded as burn-in, and initialized with a different number of randomly chosen

non-zero effective connectivities. Specifically, the first chain was initialized with 26

non-zero connectivities in the healthy control group and 24 in the TLE group; the

second chain was initialized with 35 and 33 non-zero connectivities, respectively in

healthy controls and TLEs; and the third chain was initialized with 15 and 13 non-

zero connectivities. Non-zero effective connectivities for the healthy controls were

initialized to 0.5 and for the TLE group to -0.5. All subject-level effective connec-
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α
(g)
0 Raftery-Lewis Gelman-Rubin PSRF

−2.326 Chain 1 0.97-2.21

Chain 2 0.97-2.10 0.999-1.007

Chain 3 0.97-2.00

−1.282 Chain 1 0.97-2.24

Chain 2 0.97-2.29 0.999-1.005

Chain 3 0.97-2.24

Table 3.3 : Temporal lobe epilepsy dataset: Markov chain convergence tests.

tivities were initialized to zero. Other initial conditions were set as α
(0)
1 = [0.1 0.1],

Σ(g)(0) = ILR2 , ζ
(0)
j = 5, g = 1, . . . , G, j = 1, . . . , R. Convergence of each chain was

assessed using the Raftery-Lewis diagnostic (Raftery et al, 1992). In addition, con-

vergence of the multiple chains was assessed using the Gelman-Rubin potential scale

reduction factor, based on the implementation in the R package “coda” (Raftery and

Lewis, 1992).

Trace plots for γ, Ω(g), and φ(s) showed good mixing for all chains (figures not

shown). Convergence diagnostics from the Raftery-Lewis dependence factor and

Gelman-Rubin potential scale reduction factor indicated convergence to the station-

ary distribution and are shown in Table A.3. Agreement between MCMC chains was

assessed through the Pearson correlation between the marginal posterior probabili-

ties for each pair of chains. Good agreement was present between the chains, with

pairwise correlation coefficients ranging between 0.989-0.990 for healthy controls and

0.992-0.994 for the TLE group for the setting α0 = [−2.326,−2.326], and between

0.987-0.989 for healthy controls and 0.982-0.985 for the TLE group for the setting

α0 = [−1.282,−1.282].

Marginal posterior probabilities (MPPs) for group-level effective connectivities

are shown in Figure 3.10 for healthy controls and in Figure 3.11 for TLE patients,
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with different graphical symbols for the settings of α0 = [−2.326,−2.326] (o) and

α0 = [−1.282,−1.282] (x). Under the prior setting α0 = [−2.326,−2.326], a threshold

of 0.05 on the Bayesian false discovery rate, corresponding to thresholds on the MPPs

of (0.685, 0.705) for the healthy control group and the TLE group, respectively, identi-

fied 16 non-zero effective connectivities at lag 1 and 13 at lag 2, in the healthy control

group, and 15 and 11 non-zero effective connectivities at lags 1 and 2, respectively,

in the TLE group. Selected effective connectivities, MPP values and estimated VAR

coefficients are listed in Tables 3.4-3.5 and the corresponding estimated connectivity

networks are depicted in Figure 3.12. This set of effective connectivities largely over-

lapped with the set identified at the less sparse prior setting of α0 = [−1.282,−1.282],

where two additional effective connectivities at lag 1 (ALT→ADMN, SAL→MOT)

and one additional at lag 2 (PDMN→SAL) were identified in the healthy control

group, one additional effective connectivity at lag 1 (SEN→ADMN) and two addi-

tional at lag 2 (SEN→MOT, SEN→PDMN) were identified in the TLE patient group

and the effective connectivity from SAL→ADMN at lag 1 and lag 2 no longer selected

in the TLE group. As noted in Section 3.3.3, increased MPPs in less sparse prior set-

tings are observed in the presence of effective connectivities with small to moderate

magnitude and weak corresponding structural connectivity. For example, this ex-

plains the increase in MPP for ALT→ADMN at lag 1 in the healthy control group

and for SEN→ADMN at lag 1 and SEN→PDMN at lag 2 in TLE patients, as weak

structural connectivity was estimated between these networks through the structural

MRI data, allowing for a greater relative influence of the prior sparsity level.

3.4.4 Implications for resting-state network theory

Hemodynamic influence was found in both healthy controls and TLE patients from

the anterior to posterior DMN at lag 1 and lag 2, but not in the opposite direction.
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Figure 3.10 : Temporal lobe epilepsy dataset: MPPs for group-level effective connectivities
among healthy controls at lags 1 and 2. Different graphical symbols are used for are used
for prior sparsity levels of 0.01 (o) and 0.1 (x).

Figure 3.11 : Temporal lobe epilepsy dataset: MPPs for group-level effective connectivities
among TLE patients at lags 1 and 2. Different graphical symbols are used for prior sparsity
levels of 0.01 (o) and 0.1 (x).
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Healthy Controls

Effective connectivity MPP Ωj,j′

Lag 1 MOT→MOT 1.000 1.136

PDMN→MOT 0.690 -0.083

ADMN→ADMN 1.000 0.960

SEN→ADMN 0.759 0.063

SAL→ADMN 0.991 -0.140

MOT→SEN 1.000 0.339

ADMN→SEN 0.875 0.089

SEN→SEN 1.000 0.915

MOT→ALT 0.987 0.138

ALT→ALT 1.000 1.084

ADMN→SAL 0.990 -0.135

SAL→SAL 1.000 0.999

ADMN→PDMN 0.995 0.192

ALT→PDMN 0.988 0.157

SAL→PDMN 0.944 -0.124

PDMN→PDMN 1.000 0.905

Lag 2 MOT→MOT 1.000 -0.409

ADMN→ADMN 1.000 -0.297

SAL→ADMN 0.952 0.110

MOT→SEN 0.997 -0.209

SEN→SEN 1.000 -0.233

MOT→ALT 0.917 -0.098

ALT→ALT 1.000 -0.327

ADMN→SAL 0.905 0.080

SAL→SAL 1.000 -0.291

ADMN→PDMN 0.688 -0.084

ALT→PDMN 0.951 -0.127

SAL→PDMN 0.951 0.123

PDMN→PDMN 1.000 -0.234

Table 3.4 : Temporal lobe epilepsy dataset: Effective connectivites among healthy controls
selected with a Bayesian FDR control of 5%, with corresponding MPPs and estimates of
VAR coefficients Ωj,j′ , for a prior sparsity of 0.01.
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Temporal Lobe Epilepsy Patients

Effective connectivity MPP Ωj,j′

Lag 1 MOT→MOT 1.000 0.979

SEN→MOT 0.927 0.125

ADMN→ADMN 1.000 0.620

ALT→ADMN 0.843 0.081

SAL→ADMN 0.728 -0.001

MOT→SEN 1.000 0.432

SEN→SEN 1.000 0.884

ADMN→ALT 0.998 0.202

ALT→ALT 1.000 0.990

ADMN→SAL 0.997 -0.197

SAL→SAL 1.000 0.937

ADMN→PDMN 1.000 0.264

ALT→PDMN 0.999 0.192

SAL→PDMN 0.959 -0.155

PDMN→PDMN 1.000 0.667

Lag 2 MOT→MOT 0.999 -0.299

SAL→ADMN 0.752 0.013

MOT→SEN 0.994 -0.218

SEN→SEN 0.998 -0.232

ADMN→ALT 0.821 -0.066

ALT→ALT 0.999 -0.274

ADMN→SAL 0.893 0.085

SAL→SAL 0.998 -0.231

ADMN→PDMN 0.897 -0.153

ALT→PDMN 0.969 -0.143

SAL→PDMN 0.928 0.127

Table 3.5 : Temporal lobe epilepsy dataset: Effective connectivites among temporal lobe
epilepsy patients selected with a Bayesian FDR control of 5%, with corresponding MPPs
and estimates of VAR coefficients Ωj,j′ , for a prior sparsity of 0.01.
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Figure 3.12 : Temporal lobe epilepsy dataset: Estimated group-level effective connectivity
between resting-state networks, using a Bayesian FDR control of 5%, for a prior sparsity
of 0.01. Edge widths are proportional to the magnitude of the estimated VAR coefficients,
with red edges denoting positive values and blue edges denoting negative values. Nodes
in the graph are overlaid for representative purposes as point landmarks on half of a stan-
dard Montreal Neurological Institute (MNI) template brain and not indicative of the entire
network. For simplicity, self-connections are not shown.
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Although the DMN has traditionally been thought to represent a single network,

recent studies have challenged this idea, showing instead that the DMN is divided

into different functional subsystems (Uddin et al, 2009; Haneef et al, 2012). Our

work suggests that, during the resting-state, the self-referential processing involved by

the anterior DMN likely dominates the familiarity and/or autobiographical memory

functions involved by the posterior DMN. Previous research has also found evidence

of unidirectional influence from the anterior to posterior DMN in healthy controls

using two-step GC inference (Uddin et al, 2009), supporting our finding.

Our model also identified evidence of hemodynamic influence at lag 1 and lag

2 from the premotor cortex to primary somatosensory cortex in healthy controls.

In contrast, in TLE patients, bidirectional hemodynamic influence was identified at

lag 1 followed by unidirectional influence at lag 2 between the premotor cortex and

primary somatosensory cortex. The interactions between the premotor cortex and

primary somatosensory cortex play a large part of the ability to perform complex vol-

untary movements through the internal forward model of motor planning and control

referred to as efference copy (EC) (Miall and Wolpert, 1996), and several attempts

using non-human primate models have been made to understand the relative tim-

ing of activation of these areas (Fetz et al, 1980; Soso and Fetz, 1980; Felleman and

Van Essen, 1991; Johnson et al, 1996; Wise et al, 1997). Recently, Sun et al (2015)

found using electrocorticography (ECoG) in humans that, during motor tasks, ac-

tivation of the premotor cortex precedes activation of the primary somatosensory

cortex, which precedes activation of the primary motor cortex. Our detection of

hemodynamic influence from the premotor to primary somatosensory cortex during

the resting-state is consistent with this finding. The ability of our model to detect

this relationship using fMRI signal rather than ECoG suggests that the precedence

of premotor activation before primary somatosensory activation is also detectable at
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lower temporal resolutions, which may provide a means of studying this relationship

through non-invasive techniques. Additionally, detection of this relationship during

the resting-state suggests a method for studying this relationship in subject popula-

tions that exhibit difficulty performing motor tasks. In TLE, however, a bidirectional

relationship was observed between the premotor and primary somatosensory cortex at

lag 1. Evidence from functional connectivity studies using fMRI (Zhang et al, 2009)

have also demonstrated abnormalities in the functional organization of the sensori-

motor cortex in TLE. It has been shown that seizure activity from the hippocampus

produces long-distance effects on the sensorimotor cortex (Van Rooyen et al, 2006),

which may mediate the changes observed in our study. Our finding of differences in

effective connectivity may suggest an alteration of normal efference copy mechanisms

in temporal lobe epilepsy, and requires further research with electrophysiological tech-

niques to better understand the underlying pathophysiology.

The salience network, which includes the anterior cingulate gyrus and bilateral

insulae, is thought to be central to responding to behaviorally salient events and

in signaling the need to change behavior (Seeley et al, 2007; Menon and Uddin,

2010). Functional connectivity studies have indicated that activity in the salience

network is negatively correlated with activity in the default mode network. Further

evidence from task-based fMRI studies has shown that the salience network exhibits a

regulatory role on DMN function (Rilling et al, 2008; Sridharan et al, 2008; Bonnelle

et al, 2012), although whether the anterior or posterior DMN is influenced is not clear.

Our study identified effective connectivity from the salience network to the DMN in

healthy controls as well as TLE, suggesting that the influence of the salience network

on the DMN is detectable during the resting state as well. In particular, we found

that the salience network exhibited influence on both the anterior and posterior DMN

in healthy controls. In TLE, a high marginal posterior probability of influence on
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both the anterior and posterior DMN was also identified. However, the magnitude of

influence on the anterior DMN was much lower in TLE patients (-0.001 vs -0.140). A

reciprocal influence of the anterior DMN on the salience network was also identified in

both healthy controls and TLE patients. This suggests that regulation of the salience

network by the DMN proceeds primarily through the anterior rather than posterior

DMN during the resting-state.

In contrast to the salience network, the alerting network is postulated to be re-

sponsible for achieving and maintaining a state of readiness for incoming stimuli

(Posner, 2008). Previous research using functional connectivity to study the alerting

network has found that, although TLE patients exhibit a smaller overall area as well

as intensity of activation of the alerting network during alertness tasks, several ad-

ditional regions are recruited in TLE which are not recruited in controls, including

the thalamus, limbic lobe, and cingulate gyrus (Zheng et al, 2012). Consistent with

these findings, we also found that effective connectivities into and out of the alerting

network encompass a different spatial pattern in TLE compared to healthy controls.

In particular, while we observed effective connectivity from the alerting network to

posterior DMN in both TLE and healthy controls, TLE patients experienced bidi-

rectional effective connectivity also between the alerting network and the anterior

DMN. Furthermore, TLE patients exhibited a greater magnitude of effective con-

nectivity from the alerting network to posterior DMN, consistent with the previous

study’s finding of increased activation of the posterior cingulate gyrus in TLE (Zheng

et al, 2012).
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3.5 Discussion

In this work we have developed a novel multi-subject vector autoregressive (VAR)

modeling approach for inference on effective connectivity based on resting-state func-

tional MRI data. Our framework uses a Bayesian variable selection approach to

allow for simultaneous inference on effective connectivity at both the subject- and

group-level. Furthermore, it accounts for multi-modal data by integrating structural

imaging information into the prior model, encouraging effective connectivity between

structurally connected regions. Through simulations, we have shown that our model

attains superior performance at both the subject- and group-level, compared to multi-

step approaches as well as single-step approaches which do not incorporate structural

imaging information into the inference. Finally, we have illustrated the utility of our

model in an analysis of resting-state fMRI and structural MRI data on healthy con-

trols and temporal lobe epilepsy patients, where we corroborated several known brain

connectivity relationships and identified potentially novel ones.

A key distinction of our approach with respect to current methods for Granger

causal inference is the simultaneous estimation of both subject- and group-level ef-

fective connectivity, which allows for probabilistic propagation and improvements

in group-level inference. With respect to other Bayesian approaches, our modeling

setting relaxes the assumption of independence between effective connectivity pa-

rameters through the use of an intrinsic autoregressive prior. Furthermore, the use of

probit regression priors allows to incorporate multi-modal imaging data to constrain

effective connectivity inference. Integration of prior information into the modeling

framework aids estimation in settings with increased number of parameters.

Recent literature in neuroimaging is putting forward evidence that connectivity

may be non-stationary (Havlicek et al, 2010; Hutchison et al, 2013; Chiang et al,
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2016), therefore suggesting the use of dynamic models, where coefficients are indexed

by time. Our approach can in principle be extended to such framework, although

it would lead to models with a very large number of parameters to be estimated.

Another possible extension of our model may include connectivity-specific parame-

ters α
(g)
1,k, for k = 1, . . . , LR2. This would permit greater flexibility in estimation,

by relaxing the assumption that the relationship between structural and functional

coupling is constant across all connections. Indeed, the coupling of structural and

functional/effective connectivity networks has found to be disrupted in different dis-

ease states, such as schizophrenia (Skudlarski et al, 2010) and epilepsy (Zhang et al,

2011; Chiang et al, 2015), with evidence that this disruption may be modulated by

surrounding white matter injury (Reijmer et al, 2015).
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Chapter 4

Conclusions and discussion

In the preceding chapters, we have demonstrated the utility of the proposed mod-

els for prediction of clinical outcomes and inference on effective connectivity using

neuroimaging. In particular, we have highlighted the use of these models for pre-

dicting treatment outcomes and for inferring group differences in epilepsy as well as

other neuropsychiatric diseases. These proposed methods rely on Bayesian models

that allow for the incorporation of multimodal neuroimaging data to improve infer-

ence, while providing integrative frameworks to combine several features into a single

modeling framework.

In the predictive modeling framework developed in Chapter 2, we model the ob-

served image signal from a given neuroimaging source as the phenotypic manifestation

of a latent individual pathologic or cognitive state. To identify the number of latent

states, we fit the model over a grid of values and considered the number of latent

states that minimized an information-theoretic criterion. Several other alternative

approaches to identify the number of latent states, however, may also be considered.

An alternative method, for example, would be to formulate the clustering framework

in terms of an infinite mixture of distributions through a nonparametric Dirichlet

process mixture prior. For example, Kim et al (2006) employ a Dirichlet process mix-

ture model along with variable selection in order to perform simultaneous clustering

and variable selection. Although additional computational complexity would be in-

troduced, this approach provides an attractive alternative to finite mixture models in
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which creation and deletion of clusters is naturally performed while updating cluster

allocations.

Another future direction of interest for the inference of effective connectivity pro-

posed in Chapter 3 is the extension of our work to infer upon effective connectivity

between underlying neuronal signals, rather than on hemodynamic influence. Ryali

et al (2011), for example, proposed a state-space model in which the observation

equation was modeled as relating the observed fMRI signal to an underlying latent

state, and effective connectivity between the latent states inferred upon by imposing

an autoregressive structure on the state equation. This framework may also allow for

additional flexibility to account for variability in the hemodynamic response function,

by modeling the hemodynamic response function directly in the observation equation.

Another interesting avenue is relaxation of the assumption of temporal stationarity

of the effective connectivity. As functional and effective connectivity is increasing

found to fluctuate over time (Damaraju et al, 2014; Kaiser et al, 2015; Yaesoubi et al,

2015; Ma et al, 2014; Chiang et al, 2016; Chang and Glover, 2010), relaxation of the

assumption of temporal stationarity may allow for improved effective connectivity es-

timation. Bhattacharya et al (2006) proposed an approach using a random walk prior

on the autoregressive coefficients, where the autoregressive coefficients are addition-

ally permitted to be time-varying. A Bayesian nonparametric approach has also been

proposed by Bhattacharya et al (2011), in which a Dirichlet process prior was used

with base distribution given by that implied by a first order autoregressive process.
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Appendix A

Supplementary material for the method developed

in Chapter 2

A.1 Case study: Temporal lobe epilepsy

A.1.1 ROI abbreviations

Region Abbreviation

Right associative visual cortex rAVC

Right cerebellum rCbm

Right caudate rCN

Right inf lat pos temporal cortex riLPT

Right inf lat ant temporal cortex riLAT

Right inf parietal cortex riPL

Right lentiform nucleus rLN

Right ant medial temporal cortex rMAT

Right pos medial temporal cortex rMPT

Right pos cingulate cortex rPCC

Right primary visual cortex rPVC

Right sup lat temporal cortex rsLT

Right sup parietal cortex rsPL

Right thalamus rTh

Right parietotemporal cortex rPTC
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Right sup frontal cortex rGFs

Right mid frontal cortex rGFm

Right inf frontal cortex rGFi

Right medial frontal cortex rGFd

Right sensorimotor cortex rSM

Right Broca’s rBroca

Right ant cingulate cortex rGCa

Left associative visual cortex lAVC

Left cerebellum lCbm

Left caudate lCN

Left inf lat pos temporal cortex liPT

Left inf lat ant temporal cortex liLAT

Left inf parietal cortex liPL

Left lentiform nucleus lLN

Left ant medial temporal cortex lMAT

Left pos medial temporal cortex lMPT

Left pos cingulate cortex lPCC

Left primary visual cortex lPVC

Left sup lat temporal cortex lsLT

Left sup parietal cortex lsPL

Left thalamus lTh

Left parietotemporal cortex lPTC

Left sup frontal cortex lGFs

Left mid frontal cortex lGFm
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Left inf frontal cortex lGFi

Left medial frontal cortex lGFd

Left sensorimotor cortex lSM

Left Broca’s lBroca

Left ant cingulate cortex lGCa

Vermis Vermis

Pons Pons

Midbrain MB

Table A.1 : Temporal lobe epilepsy dataset: Abbreviations of regions used in case study.

A.1.2 Connectivity network based on rs-fMRI

Rs-fMRI imaging was acquired on a 3T MRI system (Siemens Trio, Erlangen, Ger-

many). Functional imaging was performed with the following parameters: TR=2000

ms, TE=30 ms, FOV=210 mm, matrix= 64×64, slice thickness 4 mm, 34 slices. The

imaging sessions included multiple fMRI recordings, each lasting 5 to 15 minutes.

For resting state fMRI analysis, 20 minutes of BOLD fMRI data was used for each

subject. Preprocessing of rs-fMRI imaging was performed using FSL (fMRIB Soft-

ware Library) version 5.0.7 (Oxford, United Kingdom, www.fmrib.ox.ac.uk/fsl) and

included head movement artifact correction, non-brain tissue elimination, high-pass

filtering (100 s), spatial smoothing and mean-based intensity normalization. Tissue-

type segmentation was performed on each participant’s structural image using FAST

(FMRIB’s Automated Segmentation Tool) (Zhang et al, 2001), before being aligned

to their respective BOLD images. White matter signal and cerebrospinal fluid signals

were obtained using the segmented masks. Functional connectivity between the 47

ROIs was estimated by placing a 6-mm spherical seed in Montreal Neurological In-
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stitute (MNI) space at the location of each of the 47 ROIs. The coordinates of each

sphere in standard MNI space are listed below. Each patient’s fMRI BOLD image was

registered to the patient’s high-resolution structural image using FLIRT (FMRIB’s

Linear Image Registration Tool) (Jenkinson et al, 2002; Greve and Fischl, 2009), and

the high-resolution structural was registered to the standard MNI space using FNIRT

(FMRIB’s Non-linear Image Registration Tool) (Andersson et al, 2007). The trans-

formation matrix and warpfields were inverted, and then applied to the 47 spherical

seeds to obtain spherical seeds in each individual’s BOLD space. Functional connec-

tivity between each pair of nodes was computed as the partial Pearson correlation

between the averaged regional time-series. This provided us with a 47 × 47 correla-

tion matrix. An edge was then considered as included in the connectivity network if

the correlation between the regions exceeded a given threshold. The threshold was

chosen so that the average number of neighbors for each region was approximately 5,

yielding a connectivity structure close to a three-dimensional lattice.

Abbreviation (X,Y,Z) Abbreviation (X,Y,Z)

rAVC (29,20,43) lAVC (63,20,43)

rCbm (32,33,23) lCbm (58,33,24)

rCN (38,72,42) lCN (52,70,42)

riLPT (17,40,29) liPT (75,40,29)

riLAT (17,56,23) liLAT (75,56,23)

riPL (20,44,63) liPL (73,44,63)

rLN (33,63,37) lLN (57,63,37)

rMAT (33,55,26) lMAT (56,55,26)

rMPT (29,43,26) lMPT (61,43,26)

rPCC (42,41,47) lPCC (62,43,27)
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rPVC (37,17,31) lPVC (51,17,31)

rsLT (14,48,44) lsLT (76,48,45)

rsPL (26,42,68) lsPL (63,42,68)

rTh (39,54,40) lTh (51,54,40)

rPTC (20,36,52) lPTC (71,36,52)

rGFs (35,81,59) lGFs (55,81,59)

rGFm (27,79,53) lGFm (62,79,54)

rGFi (22,78,43) lGFi (68,78,43)

rGFd (41,88,51) lGFd (50,88,51)

rSM (25,54,64) lSM (66,54,64)

rBroca (17,72,48) lBroca (74,72,48)

rGCa (41,82,45) lGCa (48,82,45)

Vermis (45,34,29)

Pons (45,52,21)

MB (45,51,30)

Table A.2 : Temporal lobe epilepsy dataset: Coordinates of rs-fMRI seeds in standard
Montreal Neurological Institute (MNI) space.

A.1.3 Convergence tests

Convergence of each individual chain was assessed using the Raftery-Lewis diagnostic

(Raftery et al, 1992) and the Geweke test (Geweke et al, 1991). Convergence of

the multiple chains was assessed using the Gelman-Rubin potential scale reduction

factor, based on the implementation in the R package “coda” (Raftery and Lewis,

1992). Values of the diagnostics tests for the results reported in Section 3.2 are

reported in Table A.3 and indicate convergence to the stationary distribution.
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f = 0.01 f = 0.1

Geweke z-statistic (|zG|) 0.48-2.03 0.07-1.82

Raftery-Lewis dependence factor 1.15-4.32 1.14-3.71

Gelman-Rubin PSRF 1.00-1.00 1.00-1.13

Table A.3 : Temporal lobe epilepsy dataset: Markov chain convergence tests.

A.2 MCMC algorithm

A generic iteration of the MCMC algorithm comprises the following steps:

1. Update σk: This is a Gibbs step, σk ∼ IG
(
σ
(a)
k , σ

(b)
k

)
, with σ

(a)
k = 1

2
nkR(γ)+ak

and σ
(b)
k = 1

2

∑
{i:ηi=k}(Xi(γ)−µk(γ))T (Xi(γ)−µk(γ)) + bk, ∀k = 1, . . . , K. Here,

nk is the number of subjects in cluster k, nk =
∑n

i=1 I(ηi = k); Rγ is the number

of discriminatory regions, Rγ =
∑R

j=1 I(γj = 1); Xi(γ) denotes the elements of

Xi corresponding to non-zero elements of γ; and µk(γ) denotes the elements of

µk corresponding to non-zero elements of γ.

2. Update σ0: This is a Gibbs step, σ0 ∼ IG
(
σ
(a)
0 , σ

(b)
0

)
, with σ

(a)
0 = 1

2
nR(γC)+a0

and σ
(b)
0 = 1

2

∑K
k=1

∑
{i:ηi=k}(Xi(γC)−µk(γC))

T (Xi(γC)−µk(γC))+b0. Here, R(γC)

is the number of non-discriminatory regions, RγC =
∑R

j=1 I(γj = 0); Xi(γC)

denotes the elements of Xi corresponding to zero-elements of γ; and µk(γC)

denotes the elements of µk corresponding to zero-elements of γ.

3. Update π: This is a Gibbs step, π ∼ Dirichlet(α1 + n1, α2 + n2, . . . , αK + nK).

4. Joint update for (γ, {µk}Kk=1): This is a joint Metropolis-Hastings step. To

propose a new candidate γ?, randomly choose between two transition moves:

(a) Add/delete: Randomly choose one of the R indices in γ, and change its

value either from 0 to 1, or 1 to 0.
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(b) Swap: Choose independently and at random a 0 and 1 in γ, and switch

their values.

For all µk,j’s such that γ?j = 1, sample µ?k,j ∼ N (ζµ, τµ), k = 1, . . . K, with

ζµ =
φk,j− 1

2

∑
{`:` 6=j} µk,`ψk,j,`− 1

2

∑
{`: 6̀=j} µk,`ψk,`,j+(1/ck)

∑R
j′=1 Sj,j′µk,j′

ψk,j,j+

∑R
j′=1

Sj,j′
ck

, τµ = 1

ψk,j,j+

∑R
j′=1

Sj,j′
ck

,

φk = Σ−1k
∑
{i:ηi=k} xi, ψk = nkΣ

−1
k .

The proposed candidate
(
γ?, {µ?k}Kk=1

)
is jointly accepted with probability

min

{
1,
p(γ?,µ?1, . . . ,µ

?
K |X,η,Σ1, . . . ,ΣK)

p(γ,µ1, . . . ,µK |X,η,Σ1, . . . ,ΣK)

}

≈ min

1,
L(X|η,µ?1, . . . ,µ?K ,Σ1, . . . ,ΣK)

[∏K
k=1 p(µ

?
k|γ?)

]
p(γ?)

L(X|η,µ1, . . . ,µK ,Σ1, . . . ,ΣK)
[∏K

k=1 p(µk|γ)
]
p(γ)


where p(µk|γ) =

∏R
j=1 p(µk,j|γj) ∀k = 1, . . . , K and p(γ) ∝ exp

{
e1TRγ + fγTSγ

}
.

Here, S is a R×R symmetric matrix with Sj,j′ = 1 if ROI’s j and j′ are neigh-

bors, and Sj,j′ = 0 otherwise.

Resampling step on {µk(γ)}Kk=1: At every Mth sweep, for all µk,j’s such that

γj = 1, sample µk,j ∼ N (ζµ, τµ), k = 1, . . . K, with ζµ, τµ and φk as given above.

5. Update β: This is a Gibbs step, β ∼ N(ζβ, τβ), where ζβ = (V −1β +ΞTΩΞ)−1(ΞTΩz+

V −1β mβ), τβ = (V −1β + ΞTΩΞ)−1, z = (κ1/ω1, . . . , κn/ωn), κi = yi − 1/2,

Ω = diag(ω1, . . . , ωn), Ξ = (ξT1 , . . . , ξ
T
n ), ξi = (1, ρi,1, ρi,2, . . . , ρi,K−1), ρi,k =

I(ηi = k), ∀k = 1, . . . , K − 1.

6. Update ω: This is a Gibbs step, ωi ∼ PG(1, ξTi β) ∀i = 1, . . . , n.

7. Update η: This is a Gibbs step. Draw ηi, i = 1, . . . , n from p(ηi = k|Xi, Yi,π,µ,Σ,β, ωi) ∝

πkp(Xi(γ)|ηi = k,µk,Σk)p(Yi|ηi = k,β, ωi) ∀k = 1, . . . , K. Compute nk =∑n
i=1 I(ηi = k) for k = 1, . . . , K.
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A.3 Label switching

In our modeling framework, it is straightforward to apply permutations ν?1 , . . . , ν
?
T to

the parameters {{σk}Kk=1, {µk}Kk=1, {πk}Kk=1,η}(t), t = 1, . . . , T . As for the β parame-

ters of the outcome model, without loss of generality, let the baseline component be

component K. By considering β0 = log (pK/(1− pK)), βk = log
(
pk/(1−pk)
pK/(1−pK)

)
∀k =

1, . . . , K − 1, the appropriate permutations of β can be derived as follows. Suppose

that, at iteration t, ν?t indicates that the baseline component should be relabeled

as component q, component r should be relabeled as the baseline component, and

component ` should be relabeled as component `′ ∀` 6∈ {r,K}, `′ 6∈ {q,K}. Let

β(t) = (β
(t)
0 , . . . , β

(t)
K−1) denote sampled value of β at iteration t prior to relabeling,

and let β(t)? = (β
(t)?
0 , . . . , β

(t)?
K−1) denote the relabeled value of β at iteration t, where

β0 denotes the intercept. Then β(t), t = 1, . . . , T can be relabeled as follows:

For t = 1, . . . , T :

If q = K and r = K, set β
(t)?
0 = β

(t)
0 and β

(t)?
`′ = β

(t)
` ∀`′ 6= q

Else, set β
(t)?
0 = β

(t)
0 + β

(t)
r , β

(t)?
q = −β(t)

r and β
(t)?
`′ = β

(t)
` − β

(t)
r ∀`′ 6= q

Figure A.3.1 gives the sampled values of β before and after post-processing of the

MCMC samples, for one of the simulated sets we analyse in Section A.4. Two copies

of the true mode are clearly identifiable in the raw samples shown in Figure A.3.1(a).

Figure A.3.1(b) shows the post-processed samples of β. We observe that the employed

relabeling algorithm successfully removes the multimodality present in the posterior

distribution of β.
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(a) Raw output (b) Post-processed output

Figure A.3.1 : Synthetic data: Trace plots of β before and after relabeling, for K = 2
clusters. Raw output (a) and post-processed output (b).
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A.4 Supplementary case study: Smoking cessation

In this supplementary case study, we apply the method described in Chapter 2 to a

different dataset involving functional MRI data from a clinical trial on smoking ces-

sation. We show our method is able to identify several discriminatory image markers

for predicting smoking cessation, together with a latent subgroup of subjects with

higher risk of smoking relapse.

Tobacco smoking is responsible for nearly 80% of male and 50% of female lung

cancer deaths worldwide (Eriksen et al, 2012). Although many smokers report the

desire to quit smoking, the majority of smoking cessation attempts result in smoking

relapse (Hughes et al, 2003). The incentive sensitization theory of addiction (Robinson

and Berridge, 2008) as well as recent evidence (Addicott et al, 2012; Augustus Diggs

et al, 2013; Rose et al, 2013; Versace et al, 2012) have shown that difficulty to quit

smoking may arise in part from the activation of neural pathways associated with

exposure to drug-related cues. This results in a group of “high cue reactivity” subjects

with heightened brain reactivity to cigarette cues, which can be differentiated from

those with “low cue reactivity” to cigarette-related stimuli. Several studies have found

that smoking generally increases cigarette cue reactivity in many regions, including

the posterior parietal lobes, inferior temporal lobes, cingulate gyrus, prefrontal cortex,

and several other structures (Engelmann et al, 2012). However, determining which

of these regions are able to discriminate subgroups of smokers with different risks of

relapse is a question which is still under investigation.

The high spatial resolution of fMRI makes it a potentially sensitive tool for iden-

tifying brain regions whose neural circuitry is altered in smoking, and for clustering

smokers into latent subgroups characterized by individual differences in risk of re-

lapse. Identification of smokers belonging to the “high cue reactivity” group may
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allow for targeted therapeutic intervention. At the same time, the identification of

brain regions altered in high cue reactivity subjects may provide reliable quantita-

tive biomarkers for identifying those subjects. Here, we apply the model proposed in

Chapter 2 to available data from 55 smokers enrolled in a smoking cessation random-

ized clinical trial conducted by the University of Texas MD Anderson Cancer Center

(Cinciripini et al, 2013).

A.4.1 Smoking cessation trial

Event-related fMRI scans were conducted on each smoker prior to enrollment in a

smoking cessation trial, during which subjects were treated with one of three types

of medication: Varenicline, Bupropion, or placebo. Subjects viewed one of three

sets of 64 pictures chosen from the International Affective Picture System (IAPS)

in which four categories of pictures were shown: pleasant, unpleasant, neutral, and

cigarette-related. Pictures were shown for 3 seconds each and separated by a 15 second

inter-trial interval. Subjects were asked to smoke ad libitum before the fMRI session

to ensure that they were not in deprived state. MR images were acquired using a GE

Healthcare (Milwaukee, WI, USA) 3.0 T Signa HDxt (v 15.0) magnetic resonance

scanner with TwinSpeed gradients in zoom mode (40 mT/m, 150 mT/m-s slew rate)

and an eight-channel high-resolution transmit/receive brain volume coil (MRI De-

vices, Waukesha, WI, USA). FMRI experiments were performed using a T?
2-weighted

gradient-echo echo-planar imaging protocol while the subjects completed the picture-

viewing task, with the following parameters: TR=3000ms, TE=25ms, flip angle=90◦,

image matrix=64×64, in-plane resolution=2.5×2.5mm, slice thickness=2.5mm, slice

gap=0.5mm, voxel size=2.5×2.5×3mm. Images were obtained using 50 coronal slices

and covered the whole brain except the most anterior and posterior regions of the

prefrontal and occipital cortices. The fMRI run lasted approximately 17min. A high-
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resolution structural image was also collected for registration of BOLD images using

an inversion-recovery prepared, fast-spoiled gradient echo pulse sequence with the

following parameters: TR=6.4ms, TE=2.1ms, inversion time=400ms, flip angle=20◦,

voxel size=1mm3. The smoking cessation trial began the day after completing the

fMRI session. The quit date was scheduled for approximately two weeks after the

start of the smoking cessation trial. Smoking abstinence was assessed six months af-

ter the quit date. All subjects were right-handed, in order to minimize lateralization

effects.

A.4.2 Data pre-processing

Preprocessing of the imaging data was performed using FSL (fMRIB Software Li-

brary) version 5.0.2 (Smith et al, 2004) and followed steps previously described by

Versace et al (2014). The first two volumes were discarded to attain magnetization

equilibrium. Functional images underwent a standard set of procedures including non-

brain tissue elimination, slice-timing correction, motion correction, spatial smoothing

with a 5-mm gaussian kernel, and removal of low frequency drifts using a high-pass fil-

ter of 0.02 Hz. Processed fMRI images were aligned to the subject’s structural image

and transformed to the standard Montreal Neurological Institute (MNI) template.

After preprocessing, fMRI images were parcellated into 90 cortical and subcortical

regions-of-interest (ROIs) defined by the automated anatomical labeling (AAL) at-

las (Tzourio-Mazoyer et al, 2002). Regions with insufficient scanner coverage were

excluded (bilateral frontal medial, mid, and superior orbital gyri), resulting in 84

ROIs. The mean peristimulus BOLD signal was extracted from each ROI and trans-

formed to percent change from the session’s mean. Data from the 6 to 12 second

time-window after picture onset were baseline corrected by subtracting the data im-

mediately preceding picture onset, and then averaged across each picture category to
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create a percent change score for pleasant (PLE), unpleasant (UNP), cigarette-related

(CIG), and neutral (NEU) stimuli.

Previous addiction biology literature suggests that contributors to smoking relapse

include smoking to avoid unpleasant withdrawal states (Baker et al, 2004), heightened

brain reactivity to cigarette cues (Robinson and Berridge, 2008), and blunted brain

reactivity to natural rewards (Versace et al, 2012). Accordingly, we considered three

hypothesized latent traits: (1) high/low reactivity to unpleasant stimuli, (2) high/low

reactivity to cigarette-related stimuli, and (3) high/low reactivity to pleasant stimuli.

Reactivity to each emotional stimulus (UNP, CIG, PLE) was calculated by taking the

difference from NEU, and centering and scaling by the Satterwaithe approximation to

the difference. For this analyses, we focused our attention on the data concerning the

reactivity of the subjects to cigarettes vs. neutral stimuli. We set K = 2, based on

clinical interest in dividing the subjects into two major clusters, according to whether

they show low or high reactivity to cigarette cues. Medication status during the

smoking cessation trial (placebo, Bupropion, or Varenicline) was included through

dummy baseline covariates Ui within the logistic likelihood.

A.4.3 Results and discussion

We constructed a spatial network between the ROIs based on the physical distance

between the regions. In particular, the Euclidean distance between the centroids of

the ROIs was used to calculate a 84 × 84 distance matrix. An edge was included in

each network if the Euclidean distance between the ROI centroids was less than a

given threshold. The threshold was chosen so that the average number of neighbors

for each region was approximately 5, in order to yield a connectivity structure close

to a three-dimensional lattice. The resulting network was used as the neighborhood

matrix S for the specification of the MRF prior on γ and for the ICAR prior on the
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slab portion of the prior on µk,j.

Results shown below are based on the combined posterior output from three

MCMC chains. Each chain was initialized with different number of discriminatory

ROIs and number of subjects in each cluster. Specifically, the first chain was ini-

tialized with 2 randomly selected ROIs and 40 randomly selected subjects in cluster

2; the second chain with 10 randomly selected ROIs and 20 subjects in cluster 2;

and the third chain with 15 randomly selected ROIs and 30 subjects in cluster 2.

Other initial values were set as µ
(0)
k = 0, σ

(0)
k = 1 ∀k, σ

(0)
0 = 1, β(0) = 0. We ran

the MCMC samplers for 50,000 iterations, with the first 20,000 sweeps discarded as

burn-in. We set the MRF sparsity prior parameter to e = −4.5, and considered two

values for the prior smoothness, f , representing different levels of small-to-moderate

effect of the prior information on anatomical structure: f = 0.01 and f = 0.1. As for

hyperparameter settings, similarly to the simulation study, we placed a vague prior

on π, that is, αk = 1 ∀k, and fixed the prior shape and scale parameters of the inverse

gamma priors on σk and σ0 to be non-informative with ak = 2 and bk = 1 ∀k, and

a0 = 2 and b0 = 1. We also set the unscaled variance of the ICAR prior to ck = 100,

and the prior mean and covariance of β to mβ = 0 and Vβ = 5 · IK , respectively.

Convergence was assessed using the Gelman-Rubin potential scale reduction factor,

based on the implementation in the R package “coda” (Raftery and Lewis, 1992).

Trace plots for γ, η, and β showed good mixing for all chains (figures not shown).

The Gelman-Rubin potential scale reduction factor, calculated on β, ranged from 1.00

to 1.03, indicating that the MCMC chains converged to the posterior distribution.

Agreement between MCMC chains was assessed through the Pearson correlation be-

tween the marginal posterior probabilities of ROI selection and cluster allocation of

each pair of chains. Good agreement was present between the chains, with pairwise

correlation coefficients ranging between 0.983-0.987 for ROIs and 0.998-0.999 for clus-
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ROI PPI

f = 0.01 f = 0.1

Cingulum Mid L 0.945 0.957

Cingulum Mid R 0.795 0.821

Paracentral Lobule L 0.999 0.999

Paracentral Lobule R 0.969 0.981

Parietal Sup L 0.904 0.937

Postcentral L 0.780 0.826

Precentral L 0.883 0.914

Precentral R 0.902 0.851

Precuneus L 0.987 0.994

Precuneus R 0.906 0.918

Supplementary Motor Area L 0.909 0.943

Supplementary Motor Area R 0.979 0.993

Supramarginal L 0.933 0.899

Temporal Pole Mid L 0.876 0.901

Temporal Pole Sup L 0.772 0.845

Table B.1 : Smokers dataset: Selected brain regions and corresponding marginal posterior
probabilities of inclusion (PPI).

ter allocation when setting f = 0.01, and 0.983-0.989 for ROIs and 0.9996-0.9999 for

cluster allocation for f = 0.1.

The marginal posterior probabilities of inclusion (PPI) for ROIs are shown in

Figure A.4.2, with different graphical symbols for the settings of f = 0.01 (o) and

f = 0.1 (x). A threshold of 0.8 on the marginal PPI selected a subset of 12 ROIs for

f = 0.01 and an additional 3, for a total of 15 ROIs, for f = 0.1. The Bayesian false

discovery rate (FDR) corresponding to the 0.8 threshold yielded an expected FDR

of 1.0% for f = 0.01 and 1.5% for f = 0.1 (Newton et al, 2004). The selected brain

regions are listed in Table B.1, and graphically depicted in Figure A.4.3.

Figure A.4.4(a) shows the marginal posterior probabilities of cluster membership
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Figure A.4.2 : Smokers dataset: Marginal posterior probabilities of inclusion for brain
regions, for f = 0.01 (o) and f = 0.1 (x).

Figure A.4.3 : Smokers dataset: Coronal sections showing ROIs selected to discriminate
smokers with different risk levels of smoking relapse. Orientation is radiological. R, right;
L, left.
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E[βj|X, Y ] P[eβj > 1|X, Y ]

β0 -1.445 0.16

βVarenicline (v. placebo) 0.197 0.60

βBupropion (v. placebo) 0.351 0.67

βCluster 1 (v. Cluster 2) 0.514 0.72

Table B.2 : Smokers dataset: Posterior mean estimates for the β parameters, together with
an estimate of the posterior probability that the corresponding odds ratio is greater than 1
(f = 0.01).

for each of the 55 smokers. Posterior inference on β provides posterior estimates of the

odds of successfully quitting smoking after six months for each of the two identified

clusters, with posterior mean estimates as well as posterior probabilities of the odds

ratio > 1 shown in Table B.2. The odds of successfully quitting smoking for cluster

2 were estimated to be 1.67 times greater than that of cluster 1, holding medication

constant. This corresponded to a 72% posterior probability of an odds ratio > 1

for the ratio between the odds of quitting smoking for cluster 2 and the odds for

cluster 1 (Table B.2). Figure A.4.4(b) shows values of BOLD reactivity to cigarette

cues for smokers in the two identified clusters for a few representative regions from

Table B.1. As shown in Figure A.4.4(b), smokers in cluster 1, who were less likely

to successfully quit smoking after six months, had higher levels of brain reactivity to

cigarette cues in the regions identified in Table B.1. In contrast, smokers in cluster 2,

who were more likely to successfully quit smoking after six months, had lower levels of

brain reactivity to cigarette stimuli. The other regions identified in Table B.1 showed

similar patterns of increased cigarette reactivity among smokers with greater risk of

smoking relapse (results not shown).

As can be seen from Figure A.4.3, a large number of the ROIs identified to discrim-

inate the two clusters were connected in the neighborhood matrix of the MRF prior.
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(a) MPP of cluster allocation
(b) CIG-NEU distributions for Clusters 1
and 2

Figure A.4.4 : Smokers dataset: Marginal posterior probabilities of cluster allocation (a),
and distribution of the CIG-NEU values for the identified clusters for 4 selected regions
under f = 0.01 (b).

One interesting note is that many of the regions identified by our method were iden-

tified bilaterally. All regions selected unilaterally were located in the left hemisphere,

which may be attributable to the study’s inclusion of only right-handed subjects.

Many regions identified by our model have been corroborated by a meta-analysis of

fMRI studies on smoker reactivity to cigarette cues, including the cingulate gyrus,

precuneus, precentral gyrus, paracentral lobule, postcentral gyrus, superior parietal

lobule, and supramarginal gyrus (Engelmann et al, 2012). A large number of the

regions identified by our model involved brain regions involved in motor control. For

example, the paracentral lobule connects the precentral and postcentral gyri and

contains motor and sensory projections to the contralateral lower extremity. The

supplementary motor area contains projections to the spinal cord and is responsible

for control of movement, whereas the precuneus and cingulate cortex are thought
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to play a role in attentional tracking and in motor coordination, which require at-

tentional shifting, as well as episodic memory (Cavanna and Trimble, 2006). Higher

levels of reactivity to cigarette versus neutral stimuli in these regions among smok-

ers more likely to relapse may suggest that cigarette cues trigger brain activation in

areas involved in attentional bias and motor planning. This is also consistent with

the incentive-sensitization theory of drug addiction (Robinson and Berridge, 2008),

which suggests an increase in the perceived incentive value of drug-associated cues

during abstinence.
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Appendix B

Supplementary material for the method developed

in Chapter 3

B.1 MCMC algorithm

In order to sample from the joint posterior, we used Metropolis-within-Gibbs MCMC

sampling methods. Furthermore, we employed a data augmentation step to simplify

the sampling of the parameters of the probit prior (3.5). Following Albert and Chib

(1993), we introduced latent variables z
(g)
k , where the z

(g)
k are independent N(α

(g)
0 +

α
(g)
1 N

(g)
k , 1) and such that γ

(g)
k = 1 if z

(g)
k > 0 and γ

(g)
k = 0 otherwise. Then it can be

shown that the γ
(g)
k ’s are independent Bernoulli random variables with p(γ

(g)
k = 1) =

F (α
(g)
0 + α

(g)
1 N

(g)
k ) and equation (3.5) can be written as follows:

p(γ
(g)
k |z

(g)
k ) = 1(z

(g)
k > 0)

p(z
(g)
k |α1) = N(α

(g)
0 + α

(g)
1 N

(g)
k , 1)

α
(g)
1 ∼ N(w(g), τ 2

(g)

).

A generic iteration of the MCMC algorithm comprises the following steps:

1. Update β(s)

g
: This is a Gibbs step from a normal, β(s)

g
∼ N(µ

(s)
β , ν

(s)
β ), with

µ
(s)
β = [Ξ−1 ⊗ (U ′(s)U (s)) + Σ−1(g)]−1[(Ξ−1 ⊗ U ′(s))x(s) + Σ−1(g)Ω(g)] and ν

(s)
β =

[Ξ−1 ⊗ (U ′(s)U (s)) + Σ−1(g)]−1, for all s such that ηs = g, g = 1, . . . , G.

2. Joint update for (γ(g),Ω(g)), g = 1, . . . , G: We perform a between-model step
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by updating these two parameters jointly, using a joint Metropolis-Hastings

step. For each g = 1, . . . , G: To propose a new candidate γ(g)? , randomly

choose between two transition moves:

(a) Add/delete: Randomly choose one of the LR2 indices in γ(g), and change

its value either from 0 to 1, or 1 to 0.

(b) Swap: Choose independently and at random a 0 and 1 in γ(g), and switch

their values.

If γ
(g)?
k = 0, set ω

(g)?
k = 0. Else, if γ

(g)?
k = 1, sample ω

(g)?
k ∼ N(ρ

(g)
k , κ

(g)
k ),

k = 1, . . . , LR2, g = 1, . . . , G, with

ρ
(g)
k =

Z(g)
k − 1

2

∑
{m:m 6=k} ω

(g)
m Θ

(g)
km − 1

2

∑
{m:m 6=k} ω

(g)
m Θ

(g)
mk + 1

q

∑LR2

k′=1 Skk′ω
(g)
k′

Θ
(g)
kk + 1

q

∑LR2

k′=1 Skk′

κ
(g)
k =

1

Θ
(g)
kk + 1

q

∑LR2

k′=1 Skk′

where Z = Σ(g)−1∑
{s:ηs=g} β

(s)

g
, Θ(g) = ngΣ

(g)−1
, and ng is the number of sub-

jects in Group g. Jointly accept the proposed candidate (γ(g)? ,Ω(g)?) with prob-

ability

min

{
1,
p(γ(g)? ,Ω(g)?|{β(s)

g
}s:ηs=g,Σ)

p(γ(g),Ω(g)|{β(s)

g
}s:ηs=g,Σ)

}

= min

1,

∏
{s:ηs=g} p(β

(s)

g
|Ω(g)? ,Σ(g))

[∏LR2

k=1 p(ω
(g)?

k |γ(g)?)
] [∏LR2

k=1 p(γ
(g)?

k )
]

∏
{s:ηs=g} p(β

(s)

g
|Ω(g),Σ(g))

[∏LR2

k=1 p(ω
(g)
k |γ(g))

] [∏LR2

k=1 p(γ
(g)
k )
]


3. Update Ω(g), g = 1, . . . , G: We perform a within-model step using a Gibbs step

to improve mixing. For all ω
(g)
k such that γ

(g)
k = 1, sample ω

(g)
k ∼ N(ρ

(g)
k , κ

(g)
k ),

k = 1, . . . , LR2, g = 1, . . . , G, with ρ
(g)
k and κ

(g)
k as defined above.
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4. Update ξ
(g)
1 , g = 1, . . . , G: This is a Gibbs step, draw ξ

(g)
1 ∼ IG(χ

(g)
1 , ψ

(g)
1 ), for

g = 1, . . . , G, where

χ
(g)
1 =

1

2
ngp(γ(g)) + a

(g)
1

ψ
(g)
1 =

1

2

∑
{s:ηs=g}

(
β
(s)

g(γ(g))
− Ω

(g)

(γ(g))

)T (
β
(s)

g(γ(g))
− Ω

(g)

(γ(g))

)
+ b

(g)
1 .

Here, ng is the number of subjects in Group g; p(γ(g)) denotes the number of

non-zero values of γ(g); and β
(s)

g(γ(g))
and Ω

(g)

(γ(g))
denote the values of β(s)

g
and Ω(g),

respectively, corresponding to non-zero values of γ(g).

5. Update ξ
(g)
0 , g = 1, . . . , G: This is a Gibbs step, draw ξ

(g)
0 ∼ IG(χ

(g)
0 , ψ

(g)
0 ) for

g = 1, . . . , G, where

χ
(g)
0 =

1

2
ngp(γC(g)

)
+ a

(g)
0

ψ
(g)
0 =

1

2

∑
{s:ηs=g}

(
β
(s)

g(γC
(g)

)
− Ω

(g)

(γC
(g)

)

)T (
β
(s)

g(γC
(g)

)
− Ω

(g)

(γC
(g)

)

)
+ b

(g)
(0)

Here, p
(γC

(g)
)

denotes the number of zero values of γ(g); and β
(s)

g(γC
(g)

)
and Ω

(g)

(γC
(g)

)

denote the values of β(s)

g
and Ω(g), respectively, corresponding to zero values of

γ(g).

6. Update latent variable z
(g)
k , k = 1, . . . , LR2, g = 1, . . . , G: This is a Gibbs

step from a truncated normal. Draw

p(z
(g)
k |γ

(g)
k = 1, α1) ∝ p(γ

(g)
k = 1|z(g)k , α1)p(z

(g)
k |α1)

= 1(z
(g)
k > 0)N(α

(g)
0 + α

(g)
1 N

(g)
k , 1)
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p(z
(g)
k |γ

(g)
k = 0, α1) ∝ p(γ

(g)
k = 0|z(g)k , α1)p(z

(g)
k |α1)

= 1(z
(g)
k < 0)N(α

(g)
0 + α

(g)
1 N

(g)
k , 1)

7. Update α
(g)
1 : This is a Gibbs step, draw α

(g)
1 ∼ N(µ

(g)
α , ν

(g)
α ) for g = 1, . . . , G,

with µ
(g)
α =

∑LR2

k=1 [(z
(g)
k −α

(g)
0 )N

(g)
k ]+w(g)/τ2

(g)∑LR2

k=1 N
(g)2

k +1/τ2
(g)

and ν
(g)
α = 1∑LR2

k=1 N
(g)2

k +1/τ2
(g)

.

8. Update ζj, j = 1, . . . , R: This is a Gibbs step, draw ζj ∼ IG(d1, d2) for

j = 1, . . . , R, with

d1 = h1 +
n(T − L)

2

d2 = h2 +
n∑
s=1

[
1

2

T∑
t=1+L

X
(s)2

tj −
LR∑
k=1

B
(s)
gkj

(
T∑

t=1+L

X
(s)
tj U

(s)
tk

)
+

1

2

LR∑
k=1

LR∑
k′=1

B
(s)
gkjB

(s)
gk′jVkk′

]

where V = U ′(s)U (s).
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