


ABSTRACT

Combining Discrete and Continuous Reasoning for Robot Motion Planning in Complex

Domains

by

Ryan James Luna

Robots are being employed not only for assembly tasks, but also in domains like health-

care, mining, and around the home. As robots become more capable, effective planning

becomes critical since optimization-based techniques often fail to perform the kinds of de-

liberation required for complex systems. This thesis proposes new techniques for solving

two instances of motion planning: path planning for high-dimensional manipulators and

optimal task planning under uncertainty. Although each problem differs in its applications,

the proposed solutions each build upon the notion of mixing discrete and continuous search

to better inform the overall planning process.

Sampling-based algorithms are known for their ability to quickly compute paths for

robotic manipulators. The same algorithms are also notorious for poor quality solution

paths, especially as the search space grows. This work demonstrates that, when planning

for a robotic manipulator, high-quality paths can be computed in times competitive with

the state-of-the-art by guiding a series of points on the robot through a decomposition

of the workspace. The proposed algorithm scales to high-dimensional manipulators with

dozens of joints by focusing the search to subsets of joints that affect motion in promising

portions of the workspace. Simulated experiments on Robonaut2 and planar kinematic

chains demonstrate the scalability and quality of the approach.
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Planning under uncertainty requires computing a policy over the robot’s state space,

a computationally intense task. Instead of solving a continuous Markov decision process

(mdp) directly, this work proposes factoring the mdp over discrete regions of the space for

tractability. Locally optimal policies are constructed within each region to navigate the

system to each adjacent region, and the set of regions and local policies are combined to

form a bounded-parameter mdp where an optimal policy is computed by selecting one local

policy for each region. Significant computational savings are realized by reasoning only

over discrete regions, allowing the framework to compute policies that satisfy complex task

specifications for an uncertain system. The bounded-parameter mdp can also be patched

at runtime to compute policies in uncertain environments. Simulations demonstrate the

proposed method computes an optimal policy in orders-of-magnitude faster time compared

to existing techniques.
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Chapter 1

Introduction

Planning the future motions of a robot is a critical component when developing automated

systems. Without careful deliberation about the effects and implications of each action,

even simple robots can find themselves in a situation where the desired outcome is unattain-

able. Consider the scenarios illustrated in Figure 1.1 where the robot moves greedily in the

direction of its destination. This greedy planning approach successfully navigates the robot

to its goal in the first instance but fails in the second since obstacles in the environment

are not reasoned over. Simple methods like the greedy scheme are effective for short, local

motions, but are often brittle and not robust enough for longer or more complex motions

required in many real-world scenarios.

Hierarchical control strategies [1, 2] are more successful in achieving complex behav-

iors by prioritizing core behaviors of the system, but such approaches are reflexive rather

than deliberative since the robot takes actions based only on stimuli to its sensors. Thus,

the robot is not making any decisions about its own motions. Instead, all actions are pre-

determined based on a rubric constructed by a human operator. Constructing such a rubric

by hand is a slow and tedious operation that simply does not scale to large systems with

dozens of actuators or even simple systems that must perform an elaborate task. As robots,

workspaces, and tasks become more complex, the consequences of each action must be ac-

curately modeled and carefully deliberated in a global frame of reference to ensure effective

and robust motion planning.

In the broadest sense, motion planning requires one to find a sequence of inputs for the
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Figure 1.1 : A greedy planning approach where the robot always moves in the direction
of its destination. On the left, the robot arrives at its destination because the direct path
to the goal is free of obstacles. Local planning methods often fail, however, because the
consequences of each action are not considered in a global frame of reference.

robot’s actuators so that the robot moves from an initial to a final configuration while satis-

fying a set of constraints, such as keeping joint angles within their bounds and avoiding col-

lisions with objects in the workspace [3–5]. The actuator inputs constitute the motion plan,

the exact form of which depends on the characteristics of the underlying problem. Except

under very strict assumptions, finding any solution to general motion planning instances

is PSPACE-complete [6, 7], and computing a shortest path for a point in 3D workspaces

amid polyhedral obstacles is NP-hard [8]. Nevertheless, the generality of the motion plan-

ning problem admits applications not only in robotics but also in fields like graphics and

animation, computational biology, and surgery [9], and considerable research efforts have

resulted in techniques to combat the inherent computational intractability and obtain mo-

tion plans for many kinds of robots across a breadth of domains.

Today, a wide range of robots exists ranging from small wheeled systems like the iRobot

Create with 2 degrees-of-freedom (DoFs) controlling a differential drive chassis equipped

with binary bump sensors to highly capable humanoid robots like NASA’s Robonaut2

with dozens of DoFs, a high-fidelity suite of sensors, and extensive onboard computing

resources, as shown in Figure 1.2. No matter the robot, motion planning requires search-
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Atlas: 28+ DoFs 
DARPA  

Fetch: 13 DoFs 
Fetch Robotics  

Create: 2 DoFs 
iRobot  

LWR: 7 DoFs 
KUKA Robotics  

R2: ~60 DoFs 
NASA 

Mobile robots Manipulators Mobile manipulators Humanoids 

Degrees-of-Freedom 

Figure 1.2 : A spectrum of contemporary robots with increasing degrees-of-freedom.

ing the continuous space of actuator inputs for a valid plan. Intuitively, the most effective

planning technique depends on the system being planned for. For mobile robots with rel-

atively few DoFs, computational geometry techniques like cell decompositions, visibility

roadmaps, and Voronoi tesselations are effective for computing high quality, exact motion

plans [10]. Unfortunately, methods based on computational geometry scale poorly beyond

2D spaces. Discretizing the search space and applying traditional heuristic search tech-

niques is another feasible method for resolution complete and resolution optimal motion

planning [11, 12]. Such techniques can scale to systems with many more DoFs relative to

computational geometry techniques. The exhaustive nature of heuristic search techniques,

however, makes these methods difficult to employ for high-DoF mobile manipulator and

humanoid platforms without system-specific dimensionality reduction techniques. For sys-

tems with many DoFs, techniques based on local optimization or implicit search are known

for their ability to return valid motion plans. In optimization-based techniques, the motion

planning problem is recast as an optimization problem where gradient descent or related

methods are employed to obtain a valid plan [13–15]. Such approaches scale well to high-
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DoF robots and often obtain high-quality paths, but due to their local (and often greedy)

reasoning, optimization-based methods are incomplete and not a replacement for delib-

erative approaches. Sampling-based motion planners [4, 5] scale to high-DoF robots by

implicitly searching or sampling valid robot configurations, attempting to join such config-

urations along short valid paths to approximate the global connectivity of the valid config-

uration space. The implicit search, however, leaves sampling-based methods at a distinct

disadvantage. Many of these algorithms find a solution eventually but cannot recognize a

problem without any solution, a property known as probabilistic completeness. Moreover,

the randomized sampling procedures employed by these algorithms yield sub-optimal so-

lution paths. Nevertheless, the scalability and completeness properties of sampling-based

techniques make these algorithms attractive when planning the motions of high-DoF sys-

tems.

1.1 Contributions

The results of two decades of research on sampling-based algorithms now allow for the fast

computation of geometric motion plans for relatively simple wheeled systems and serial

manipulators. Software packages like the Open Motion Planning Library [16] with MoveIt!

[17] can realize planning rates of 10Hz or more when planning for a 7-DoF manipulator

in a reasonable setting. Such computation speeds admit on-the-fly computation of motion

plans. Yet, even with these advances, there still exists a number of deficits in sampling-

based algorithms and the motion planning literature more generally, including:

1) Solution quality Sampling-based algorithms return sub-optimal solution paths. More-

over, the quality of motion plans obtained from sampling-based algorithms for high-DoF

mobile manipulators and humanoids are often unexecutable, even after applying standard

post-processing techniques [18] to improve path quality. Poor quality paths have ramifica-
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tions when navigating robots in time-sensitive missions like search-and-rescue operations

or when the robot must carefully maneuver around delicate equipment or nearby people.

2) Uncertainty in the physical world Robots operating in the physical world suffer from

uncertainty in their actuation, sensor data, and/or environment, but there is little support

in the sampling-based literature to quickly derive motion plans that are robust to one or

more sources of uncertainty. The issue of uncertainty is ubiquitous in the physical world,

and robust motion planning and control is key when maneuvering through an unstructured

environment.

3) Complex tasks Computation of paths to move the robot from some initial state to a

desired goal state – from A to B – is well studied, but computing plans to satisfy a high-level

objective is a much newer endeavor, particularly in the context of uncertain systems. As

robots make their way from isolated research labs and into life, novice operators must be

able to specify what they want the robot to do, rather than how to accomplish a particular

task.

These three issues are by no means a comprehensive list of deficits in state-of-the-art

motion planning, but they do illustrate a general set of outstanding problems with broad,

real-world applications. This thesis introduces techniques for fast, high-quality sampling-

based planning for high-DoF robotic manipulators and robust, online planning under actu-

ator uncertainty while satisfying complex task objectives or with only partial environment

information. Although these problems differ in both their definitions and their applications,

the proposed solution for each builds upon the notion of mixing discrete and continuous

reasoning to better inform the overall planning process.
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1.1.1 Scalable sampling-based planning for high-DoF manipulators

Obtaining a motion plan for a high-DoF manipulator platform often trades computation

time for solution quality. The proposed xxl algorithm [19] provides a probabilistically

complete framework for obtaining execution-quality solution paths in times competitive

with canonical sampling-based motion planners. By guiding a set of points-of-interest on

the robot through a discretization of the workspace in conjunction with a novel workspace-

guided samplng and connection heuristic, xxl is able to quickly obtain high-quality paths

for high-DoF mobile manipulator and humanoid platforms without explicitly optimizing

over a path quality metric. Simulated experiments with up to 21-DoFs on the Robonaut2

system and planar kinematic chains with up to 30-DoFs demonstrate the efficacy of xxl.

Solution paths of quality comparable to asymptotically optimal sampling-based planners

are obtained in times competitive with uninformed algorithms that return the first solution

found.

1.1.2 Optimal planning for stochastic dynamical systems in uncertain environments

Robustly planning for a system that suffers from actuator uncertainty requires computing a

policy over the entire state space of the system, rather than a single path, since the system

is likely to deviate from any one path. Naturally, computing an optimal policy for an

uncertain system requires reasoning over every element of the state space to anticipate the

consequences and implications of all future actions. Computing such a policy is possible

by casting the problem as a Markov Decision Process (mdp), but solving a continuous-

time, continuous-space mdp optimally is known to be computationally difficult [20]. By

reasoning over transitions between discrete regions of the state space, however, a globally

optimal policy can be obtained by concatenating locally optimal policies that navigate the

system between regions. The region level abstraction forms a Bounded-parameter mdp
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(bmdp) abstraction [21] that can be solved optimally in time polynomial in the number of

discrete regions [22]. The speed at which a globally optimal policy is obtained admits

on-the-fly patching of the abstraction, followed by recomputation of the optimal policy to

support robust planning under environmental uncertainty (e.g., moving obstacles, partial

map information). Simulated experiments show that the bmdp abstraction is effective at

navigating a stochastic dynamical system through its environment, even when a number of

obstacles exist in the environment that are not known a priori [23]. Even after the highest

fidelity patching of the bmdp model at runtime to ensure global optimality, the speed at

which a globally optimal policy over the bmdp is found is several times faster than solving

a comparably sized mdp.

1.1.3 Fast and optimal task planning for systems with actuator uncertainty

Motion planning under uncertainty is further complicated when the system must perform a

complex task rather than execute a simple from A to B action. When the robot task is finite

in nature, the objective can be translated from its native specification language to a deter-

ministic finite automaton (dfa), a directed graph that models the satisfaction of a particular

task. Utilizing the bmdp abstraction for systems with actuator uncertainty described above,

global control policies are computed to satisfy a complex task specification with maximum

probability. By taking the product of the dfa with a precomputed bmdp abstraction, ro-

bust policies can be computed in seconds by computing a policy over the product bmdp,

compared to existing works that require time on the order of hours to compute a similar

policy [24]. Simulations show that although the bmdp abstraction is reasoning over discrete

regions of the state space, the global policy obtained cedes just a few percent probability of

success in exchange for real-time computation.
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1.2 Thesis Overview

Background material describing the core motion planning problems addressed in this the-

sis and prior related works, particularly in the context of sampling-based methods, are

presented in the next chapter. The sampling-based xxl algorithm for quickly computing

execution-quality motion plans for high-DoF manipulator platforms is presented in Chapter

3. In Chapter 4, the thesis pivots to planning for uncertain dynamical models and presents

the bmdp abstraction for modeling the motions of such a system through discrete regions

of the state space. Applications of the bmdp abstraction are presented in the subsequent

two chapters. First, the bmdp abstraction is used to compute optimal control policies for an

system with actuator uncertainty to satisfy a complex task objective in Chapter 5. Then,

in Chapter 6, the bmdp abstraction is patched during execution to support optimal policy

recomputation when the environment is only partially known a priori.
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Chapter 2

Background

A description of the core motion planning problems and relevant background materials rel-

ative to this thesis are presented in this chapter. For clarity, the related work is split into two

sections. First, the motion planning problem with only geometric constraints is formally

defined, followed by a review of sampling-based algorithms to solve this problem with

particular emphasis on high-DoF systems and path quality. Second, the motion planning

problem is augmented for robot models with differential constraints, followed by a brief

review of sampling-based algorithms to solve the revised problem.

2.1 The Motion Planning Problem

One of the most straightforward instances of motion planning is to find a continuous ge-

ometric path for a system composed of one or more rigid components such that every

configuration along the path is valid. This problem is also referred to as path planning or

the piano movers’ problem [25]:

Geometric Motion Planning An instance of geometric motion planning consists of a

tuple (Q,Qinit,Qgoal,Valid) where

• Q is the configuration space of the system,

• Qinit ⊆ Q is the set of possible initial configurations of the system,

• Qgoal ⊆ Q is the set of possible goal configurations of the system,
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• Valid : Q→ {>,⊥} is a Boolean function that decides whether a single configuration

of the system is valid or not,

with the objective of computing a continuous motion plan p : [0,T ] where p(0) ∈ Qinit,

p(T ) ∈ Qgoal, and ∀0 ≤ t ≤ T , Valid(p(t)) = >. The configuration space Q encodes all

possible poses for the robot in its workspace [26] with dimension typically equal to the

total number of DoFs, and Valid partitions Q into valid and invalid subsets.

Note this instantiation of the motion planning problem allows the robot to move instan-

taneously between two configurations because the Valid function considers only geometric

constraints (e.g., collisions) and properties of a robot’s configuration (e.g., joint angles).

Planning with only geometric constraints may sound simplistic, but solutions to such in-

stances are realizable in microgravity environments like R2 aboard the iss [27] or cases

where the robot moves with sufficiently small velocities to minimize dynamical effects

(e.g., [28]). Geometric solution paths also complement trajectory optimization techniques

that often depend on a good initial path when operating in narrow spaces. Although in-

stances of geometric motion planning may appear straightforward, this problem is known

to be PSPACE-complete in 3D workspaces [6, 7].

2.2 Sampling-based Algorithms

Sampling-based algorithms [4, 5] are a class of methods known to be effective at discover-

ing valid solution paths for instances of geometric motion planning, particularly for systems

with many DoFs. The key objective in sampling-based motion planning algorithms is to

construct a discrete graph of motions that approximates the connectivity of the robot’s valid

configuration space. Unlike classical planning techniques, sampling-based methods scale

to higher dimensional planning problems by implicitly searching the configuration space

via (quasi-)random sampling. The implicit search, however, leaves these algorithms at a
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distinct disadvantage since sampling-based approaches are at best probabilistically com-

plete and cannot recognize a planning problem without a solution [29]. At the heart of

sampling-based algorithms are heuristics to sample a valid (e.g., collision-free) robot con-

figuration and connect the sampled configuration to the existing graph via a valid motion.

The Probabilistic Roadmap Method (prm) [30] serves as the inspiration for much of the

sampling-based motion planning literature. In the prm, n configurations of the robot are

sampled uniformly from Q, and any configuration q ∈ Q where Valid(q) = ⊥ (an invalid

configuration) is rejected. Validity is assessed by verifying whether a specific configura-

tion satisfies all of the problem constraints; in the geometric case, a robot configuration

is invalid if there is a collision with the environment or among robot components. After

sampling is complete, the validity of the motion between each configuration and its k near-

est configurations is assessed using a local planner. In many instances the local planner

linearly interpolates the DoFs between the valid configurations at a fine resolution, using

Valid to assess each interpolated configuration to derive the validity result of an entire mo-

tion. A roadmap (graph) is then formed where the vertices are the sampled configurations

and an edge between two vertices exists if and only if the motion between the configura-

tions is also valid. To obtain a motion plan, an element of Qinit and an element of Qgoal

are connected to the roadmap, then a path through the roadmap is computed using standard

graph search techniques.

The prm is an example of a multi-query data structure. In short, the prm approximates

the connectivity of the valid configuration space so that motion planning queries can be

performed quickly after the initial prm construction. Single-query planners operate in a

slightly different manner than roadmap-based methods, with the objective of explicitly

solving a particular motion planning instance without regard to future instances. In single-

query methods, a tree is rooted at the initial configuration of the robot, and the planner
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grows the tree by sampling a valid configuration and connecting this configuration to the

tree when possible. The rapidly-exploring random tree (rrt) algorithm [31] samples a con-

figuration at random and attempts a connection to the nearest existing configuration in the

search tree. Expansive space trees (est) [32] and the kpiece algorithm [33] select an exist-

ing configuration for expansion with probability proportional to the density of the search

in the local neighborhood, and attempt to connect the existing configuration to one that is

sampled in the local neighborhood. Single-query methods can be faster at discovering a

solution path for a specific motion planning instance, but this speed comes at the expense

of future queries since information is not typically shared between queries.

There are a number of techniques proposed to augment the sampling and connection

procedures in sampling-based methods so that solution paths are obtained even faster. The

existence of narrow passages through the valid configuration space pose a difficult chal-

lenge in sampling-based methods since the likelihood of randomly sampling a configura-

tion within the passage is small. Techniques to explicitly discover configurations within

a passage using information about nearby valid (and invalid) configurations are known to

be effective (e.g., [34–39]). Lazy collision checking [40] is a technique used to speed up

roadmap-based methods by delaying the validity check of sampled configurations and mo-

tions between them until a candidate solution path is computed. Single-query planners can

often benefit from a bidirectional search where a second tree rooted at the goal is grown

toward the initial configuation. For example, rrt-connect [41] is a bidirectional version of

the rrt algorithm, The sbl algorithm [42] is effectively a bidirectional est with lazy col-

lision checking. Note that a bidirectional search is not always feasible, depending on the

constraints of the system, as discussed later in this chapter.

Although the various improvements described above are often effective at discovering

a solution path faster, the quality of a geometric path from a sampling-based algorithm is
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often poor. This is a direct implication of the sampling strategies employed by these algo-

rithms coupled with cessation of the search after the first solution is found. Paths obtained

from sampling-based planners are usually shortened in a post-processing step, typically a

shortcutting type method that connects nonconsecutive waypoints along the path wherever

possible [18]. More sophisticated post-processing approaches include hybridization of a set

of paths to form a new, shorter solution path [43], or combining multiple post-processing

techniques and planners to form an anytime meta-planner to reduce the overall length of

the solution path [44].

Post-processing techniques, while simple and relatively effective, do not provide any

quality guarantees about the solution path and typically reason only over the configurations

that lie along a particular path. A more recent endeavor in sampling-based planners are

algorithms that continually improve upon a solution path with provable quality guarantees.

The prm∗ and rrt∗ planners [45] are asymptotically optimal algorithms that yield almost

sure convergence of the solution path to the true optimal in the limit. Although these and

related methods theoretically converge to the optimal, in practice the convergence rates are

notoriously poor, particular for high-DoF systems [44, 46]. Asymptotically near-optimal

methods also exist that strike a balance between time and quality to yield solution paths

with bounded suboptimality (e.g., [47, 48]).

2.3 Sampling-Based Planning for Dynamical Robot Models

Geometric motion planning makes the assumption that if the path between two configu-

rations is valid (e.g., collision free), the motion between the two configurations along the

path is physically realizable. This assumption is invalidated when differential constraints

such as acceleration, gravity, or friction are incorporated into the robot’s motion model. A

more general motion planning problem definition augments the geometric model with an
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input space (controls) that are applied to the robot at a specific initial state to propagate the

system to the next state. This problem is often referred to as planning under differential

constraints or kinodynamic motion planning [49]:

Kinodynamic Motion Planning An instance of kinodynamic motion planning consists

of a tuple (X,U, Xinit, Xgoal, Prop,Valid) where

• X is the state space of the system,

• U is the control (input) space of the system,

• Xinit ⊆ X is the set of possible initial states of the system,

• Xgoal ⊆ X is the set of possible goal states of the system,

• Prop : X × U × R→ X is a function that computes the next state of the system after

applying a given input for a specific duration, and

• Valid : X → {>,⊥} is a Boolean function that decides whether a single state of the

system is valid or not.

The state space X is related to the configuration space of the robot, but contains addi-

tional, high-order information about the robot such as translational and rotational velocities.

The Prop function models the motion of the system from a given input state under a spe-

cific input and duration, accounting for all differential constraints. Prop is often specified

as an ordinary differential equation, or in particularly complex instances, the evolution of

the system can be simulated. Valid in a kinodynamic planning context can be a function

of not only the robot’s configuration, but also higher-order concepts like velocity or ac-

celeration when such quantities have physical limits. Unlike geometric motion planning,
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the existence of an algorithm to decide whether a solution exists to an arbitrary instance of

kinodynamic motion planning is still an open problem [50].

As noted in the introduction, the exact form of a motion plan depends on the particular

instance. A solution to the kinodynamic motion planning problem is a continuous trajec-

tory consisting of the initial state of the robot and a series of inputs and their durations.

More formally, let p : [0,T ] denote the trajectory (p0, (u0, . . . , un−1), (t0, . . . , tn−1)), where

p(0) = p0 ∈ Xinit is the initial state of the robot, ui is the input applied for duration ti at

waypoint pi, and pi = Prop(pi−1, ui−1, ti−1). Let T =
∑n−1

i=0 ti be the duration of the trajec-

tory. Similar to a geometric path, a trajectory is valid if ∀0 ≤ t ≤ T , Valid(p(t)) = >, and

p(T ) = pn ∈ Xgoal.

Sampling-based algorithms can be augmented to solve instances of kinodynamic mo-

tion planning as well. Multi-query algorithms like the prm are less effective at solving

kinodynamic planning problems because the robot must be controlled or steered exactly

from one state to another, introducing a two-point boundary-value problem (bvp) that is

difficult to solve generally [5]. Single-query planners, on the other hand, construct a tree

that is more amenable to this problem since the outcome of a particular motion can be sim-

ulated to reach an exact state. In the rrt, for example, a control input can be randomly

sampled when extending the tree from the nearest configuration to a randomly sampled

one to reach a new, valid configuration. For planners like est or kpiece, a new configuration

results after propagating the system from a carefully selected existing configuration in the

tree.

Dimensionality reduction techniques are particularly important in kinodynamic motion

planning since the dimensionality of the state space X can be even larger than the robot’s

configuration space. Noteworthy algorithms to address the issue of dimension include pdst

[51], kpiece [33], syclop [52], and gust [53]. Each of these algorithms employs a projection
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function that maps a configuration to a point in a lower dimensional Euclidean space where

distances and other metrics are better defined. syclop and gust go one step further to

accelerate the search for mobile robots with differential constraints by projecting from the

configuration space to a decomposed workspace, establishing a link for information sharing

between the two spaces. By restricting sampling and connection to configurations that

project into a subset of promising workspace regions, syclop and gust reduce the size of

the search domain and can yield substantial computational savings.

Finally, it should be noted that the existence of differential constraints poses additional

challenges for the planning algorithms. The time required to find a valid trajectory is of-

ten much longer than a similar instance of geometric planning because the Prop method

must integrate a differential equation or perform a physics simulation. Moreover, standard

post-processing techniques are difficult to apply since a bvp must be solved exactly. The

bvp issue also precludes many asymptotically optimal algorithms since the refinement pro-

cedures used in these methods assume the existence of a steering function. The very recent

stable-sparse rrt (sst) and sst∗ algorithms avoid the bvp entirely and establish the condi-

tions necessary to ensure convergence to a near-optimal and optimal solution for a large

class of dynamical systems, respectively [54].
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Chapter 3

Motion Planning for High-Dimensional Kinematic Systems

The primary focus in this chapter is the reliable computation of collision-free paths con-

sidering only geometric (e.g., kinematic) constraints that bring a high-DoF manipulator to

a pre-grasp pose in a potentially confined environment, making sampling-based methods a

good candidate for further investigation. Inspiration for this work is drawn from the Robo-

naut2 (R2) platform, a humanoid robot with seven-DoF arms and legs, dexterous hands,

and broad sensing capabilities, developed at nasa and deployed on the International Space

Station (iss) [27, 55, 56]. R2 navigates the iss by grasping special handrails attached to the

interior of each module with its feet.

Unfortunately, planning the motions of R2 using virtually any of the existing sampling-

based algorithms implemented in the Open Motion Planning Library [16] frequently re-

sults in paths with undesirable characteristics and an overall appearance of superfluity.

Figure 3.1a shows R2 inside the Destiny module of the iss, ready to begin executing a

task. Planning the motions from handrail to handrail using existing methods generally

results in motions that require R2’s torso to perform a somersaulting motion even after ap-

plying standard post-processing techniques to improve the quality of paths generated by

sampling-based methods. Such a motion, shown in Figure 3.1b, is highly undesirable since

the flip is unintuitive and unpredictable to nearby astronauts and the momentum generated

by the torso mass is likely to exceed safety tolerances established for the space station

environment. The somersault is a direct result of the local connector employed in many

sampling-based algorithms that connects configurations along a straight-line in the con-
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figuration space. A straight path through R2’s configuration space minimizes the absolute

change in joint angles, but the planner has no knowledge that even small angular changes in

R2’s hip joint can cause large and often undesirable motions in the torso. Choosing which

configurations to connect and the strategy employed to connect them are the most funda-

mental decisions in the design of a sampling-based planner since these primitives strongly

influence both the theoretical and the practical properties of the resulting algorithm. Simple

schemes to improve the quality of the resulting path, such as artificially limiting the joint

angles or planning directly in the robot’s workspace, come with their own set of compli-

cations: planning in the workspace is inherently incomplete and artificially limiting joint

angles may prune away all solutions to an otherwise feasible problem.

This chapter introduces a new sampling-based algorithm, xxl, specifically designed to

plan the motions of high-DoF manipulator platforms. xxl coordinates a search through the

robot’s configuration space using a decomposition of the robot’s workspace in conjunction

with a novel workspace-guided sampling and connection strategy that takes advantage of

the underlying kinematic constraints of the robot to aggressively move proximal links to

a desired workspace region before shifting the focus to distal links. To achieve better

scalability for high-DoF manipulators, xxl restricts the search at any given time to a subset

of joints that affect motions in promising areas of the workspace.

3.1 Related Work and Contribution

Utilizing the workspace to aid in sampling and connection heuristics is not unique to xxl.

Manipulator-specific strategies using workspace information are employed to select de-

sirable goal configurations [57] or to bias the search in the general direction of the goal

[58, 59]. Sampling techniques for manipulators that reparametrize the problem in terms

of the workspace distance between links are effective for generating valid configurations
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(a) An initial pose for R2 in the Destiny
module.

(b) R2 moving its right foot to grasp a handrail on the wall of the International
Space Station.

Figure 3.1 : Applying standard sampling-based methods when moving Robonaut2’s legs
often results in somersaulting or flipping motions of the torso. The motion is obtained using
planners implemented in the Open Motion Planning Library
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for high-DoF manipulators, particularly those with closed-loops [60]. Scalable planners for

high-DoF manipulators also exist that reason solely over the robot’s workspace [61,62]. Al-

though these methods can find solutions incredibly fast, planning directly in the workspace

sacrifices any completeness guarantees the algorithm may possess.

xxl is closely related to the est and kpiece algorithms discussed in Chapter 2. Unlike

prior works, xxl mitigates the pitfalls of relying on a single projection to estimate density

in the configuration space by projecting a series of predefined points on the robot into a

decomposition of the workspace. A partial ordering of the points naturally emerges since

the position of an end-effector, for example, depends on the location of all proximal links

in the manipulator. Dependencies amongst the points are encoded in the projection depen-

dency graph (pdg) that is traversed during the search to bring a specific point on the robot

to a particular region of the workspace. The pdg is formally defined in Section 3.2.2. A

novel workspace sampling scheme is also employed by xxl to generate valid configura-

tions of the robot that place the points of the pdg in specific workspace regions. Note that

the dependencies among the points implicitly partition the DoFs of the robot, allowing for

focused sampling of only the DoFs that affect motion for a particular point on the robot.

Unlike related work in mobile manipulator planning that reasons over manually partitioned

DoFs [63], generation of the pdg requires minimal input from the user and the point selec-

tion process can be easily automated. xxl also brings the synergies observed in syclop [52]

and gust [53] for mobile robots to the manipulator planning domain, heavily utilizing the

workspace decomposition to restrict the search domain to a subset of promising regions

while maintaining probabilistic completeness guarantees.

Although effective at discovering solutions for high-DoF systems, sampling-based meth-

ods have a reputation for computing paths of poor quality. When the quality of a path

is critical, like R2 navigating the iss, sampling-based algorithms are often amenable to
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additional heuristics and refinement procedures to derive improved techniques that yield

solutions of much higher quality. In trrt [64, 65], each sampled configuration is scored

and configurations with cost larger than their parent are filtered probabilistically using the

Metropolis-Hastings criterion [66,67]; the likelihood of a high-cost configuration being ac-

cepted in trrt reduces as the search progresses. Sampling-based algorithms also exist that

seek to minimize a cost metric defined over the entire path. prm∗ and rrt∗ [45] are examples

of asymptotically optimal algorithms that converge to a minimum-cost (e.g., shortest) path

given infinite computing time. The sampling-based A∗ algorithm [68], loosely based upon

the notion of expansive spaces, is another example of an asymptotically optimal planner

that converges to an optimal solution in the limit by quantifying the information gain of a

sampled configuration. When both configuration and path quality are of import, trrt∗ [69]

provides a principled framework that asymptotically converges to the optimal solution, al-

though effectively combining scalar cost (potential) functions is notoriously difficult in the

context of motion planning [5]. While these techniques often return solutions with signifi-

cantly better quality relative to methods that do not reason over a cost metric, the operations

employed by the optimizing planners to discover such a solution can be expensive to com-

pute. trrt is often slow to discover a solution specifically due to the Metropolis-Hastings

rejection criterion, and asymptotically optimal methods often converge slowly to a high-

quality path due to a large number of invocations of the local connector. Although xxl

does not explicitly optimize over any particular path-quality metric, the quality of solution

paths computed by xxl are often competitive with the optimizing planners in a number

of metrics given a relatively small computation budget. Moreover, many of the techniques

employed by the cost-aware planners can be adapted for xxl to give the proposed algorithm

an optimizing property as well. This topic is discussed further later in this chapter.

Note, a number of related works exist that augment sampling-based algorithms for in-
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stances of whole-body manipulation for humanoids (e.g., [28, 70–74]). The primary con-

cern in these works is the generation of dynamically-stable motions for high-DoF bipedal

robots, an effort that is complementary to xxl. The extension of xxl to plan for dynamically-

stable systems is discussed later in this chapter. Much of the work in this chapter also

appears in [19].

3.2 The XXL Algorithm for Motion Planning

xxl is a sampling-based motion planning algorithm specially tailored for high-DoF robotic

manipulators. At its core, xxl approximates the connectivity of the robot’s configuration

space by constructing a discrete roadmap of valid configurations and valid motions between

configurations. Scalability to high dimensional configuration spaces is achieved through

the use of workspace-guided sampling and connection strategies that focus roadmap con-

struction to a subset of DoFs that affect the motion of the robot in promising portions of

the workspace. In particular, the sampling and connection procedures are restricted to a

contiguous set of discrete regions in the workspace, referred to as the lead. The lead is a

minimum-weight path through the workspace decomposition used to guide a specific point

on the robot to a particular region of the workspace. A set of weights over the decom-

position is maintained during the search to inform the lead computation about promising

portions of the space. xxl constructs a roadmap in the robot’s configuration space by re-

peatedly computing a lead for one of the predefined points, then sampling and connecting

configurations along the lead until a solution path is discovered. Dependencies among

positions of the predefined points form the pdg that is traversed by xxl during roadmap

construction to select the point on the robot to guide through the workspace. The definition

of the pdg and workspace-guided sampling strategy are presented in this section, followed

by a complete description of the xxl algorithm.
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(a) (b) (c)

Figure 3.2 : The end-effector position is an intuitive projection function for a robotic ma-
nipulator but can result in poor coverage estimates in the configuration space. (a) Two
configurations for a planar kinematic chain with four joints are far apart in the configura-
tion space, but have the same end-effector position, shown in (b). (c) Projecting a position
on an intermediate link (shaded) disambiguates different configurations with the same end-
effector position.

3.2.1 Workspace decomposition

A core component of xxl is a decomposition of the robot’s workspace consisting of a set

of discrete, non-overlapping regions. The decomposition is used to assess coverage of the

configuration space search for a particular point on the robot, identify regions where further

search may be promising, and select a set of regions where future expansion takes place.

The decomposition can be as simple as a uniform grid or a complex subdivision of the free

workspace area. The type of decomposition is domain dependent, but the size and adja-

cency of the regions should adequately reflect how the robot moves through the workspace.

Empirical results demonstrate that a relatively coarse decomposition is sufficient to guide

xxl in discovering a solution path, even for compact workspaces like R2 inside the iss. In-

creasing the resolution of the decomposition may improve the quality of the solution path

by focusing the search into a smaller area, but this comes at the expense of computation
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time since xxl reasons directly over the number of regions along a workspace lead.

3.2.2 Projection dependency graph

The position of a manipulator’s end-effector in the workspace is an intuitive projection

function to assess density in the configuration space and overall progress toward a goal

configuration. Projecting from the configuration space to the workspace to assess den-

sity, however, does not necessarily lead to a good estimate. For a kinematically-redundant

manipulator the workspace has much lower dimension than the configuration space, mak-

ing the workspace projection surjective (distinctness is not preserved), thereby introducing

errors in the density computation. Figure 3.2 illustrates how projecting the end-effector

position of a kinematically-redundant manipulator leads to inaccurate density computa-

tions when two distinct configurations project to the same point in the workspace. An

assumption made in both xxl and related algorithms that utilize a projection is that, with

high likelihood, the relative distance between configurations is nearly preserved in the pro-

jection space. The well known Johnson-Lindenstrauss Lemma [75] provides a theoretical

basis for computing such a projection. Unfortunately, motion planning algorithms are not

developed directly on this result due to the difficulty in computing the distance-preserving

embedding, an area of active research in several different fields (e.g., [76–79]).

To mitigate errors in density estimation, xxl projects a series of predefined points on

the robot into the workspace instead of relying on a single projection function. Projecting

more than one point allows xxl to better disambiguate configurations of a kinematically-

redundant manipulator that project to the same point in the workspace, leading to more

accurate density estimates. Figure 3.2c shows that although the end-effector has the same

position for two different configurations, all points on an intermediate link are far apart in

the workspace. Note that projecting the position of the points simultaneously to a higher di-
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mensional projection space is possible with existing projection-based planning algorithms,

but the dimensionality of the projection space grows with the number of points and suffers

from issues described earlier when assessing distances in high-dimensional spaces.

It is assumed that the robot consists of a set of rigid links connected together with ac-

tuatable joints, and that one link of the robot is always rigidly attached to the environment,

denoted the root link. The connections between links form the kinematic hierarchy of the

robot and can be modeled as a graph where the vertices consist of the links and an edge

represents a joint connecting two links. Let P = {p1, p2, . . . , pn} denote a set of points on

the robot that are projected into the workspace by xxl. It is assumed that each point lies

on a unique link of the robot. From the kinematic hierarchy, a partial ordering of P can be

derived. Let li and l j denote the links that contain the points pi and p j, respectively. The

position of p j depends on pi if there exists a simple path in the kinematic hierarchy from

the root link to l j that passes through li. Using this definition, the pdg is constructed where

P comprises the vertices, and a directed edge (pi, p j) exists iff p j depends on pi. If the robot

does not have any closed chains, then by construction the pdg is a directed, acyclic graph.

An example pdg for a humanoid system is shown in Figure 3.3. The selection of points on

the robot can easily be automated using a set of simple rules such as all end-effectors, the

midpoint of long serial chains, links with multiple children, etc.

3.2.3 Workspace-guided sampling

xxl leverages the workspace decomposition in conjunction with the pdg to derive a sam-

pling strategy that places one or more points in the pdg within specific workspace regions.

Let T = ((p1, r1), . . . , (pm, rm)) denote a topologically-ordered traversal of the pdg that

annotates each point pi with a specific workspace region ri. Given T , the objective of the

workspace-guided sampler is to return a complete configuration of the robot such that point
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p1

p2

p3

p4

(a) A set of four points of interest to
project into workspace

p1

p2 p3 p4

(b) The pdg derived from the four points

Figure 3.3 : The projection dependency graph given a predefined set of four points on the
humanoid.

pi projects to workspace region ri. Note that T may only be a partial traversal of the pdg.

In this case, points not specified in T are free to occupy any region of the workspace.

Implementation of the workspace sampler can be performed without rejection using

standard inverse kinematics (IK) techniques [80–83]. For iterative IK solvers, a seed state

is often used to initialize the method. This is advantageous for xxl because, as shown later,

for a traversal T of length m, there must already exist at least one configuration such that

∀i ∈ (1, . . . ,m), pi projects to ri. Such a configuration can be used to seed the IK solver,

reducing the sampling problem to finding a configuration for a point p < T that projects

to a particular workspace region while keeping many of the other DoFs fixed. Positions

in the workspace are drawn uniformly as input to the sampler. Figure 3.4 shows that as

the traversal of the pdg progresses, fewer DoFs are available to sample since many points

on the robot are constrained to a particular workspace region, a direct implication of the

projection dependencies.
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p1

(a) T = ()

r1

p2

(b) T = ((p1, r1))

r2

p3

(c) T = ((p1, r1), (p2, r2))

r3

p4

(d) T = ((p1, r1), (p2, r2), (p3, r3))

Figure 3.4 : An illustration of the DoFs that may be sampled (shaded) at each node in the
pdg from Figure 3.3 given the topological ordering (p1, p2, p3, p4) and grid decomposition
of the workspace. All DoFs may be sampled when planning for the first point in a pdg since
T = (). Although the topological ordering is not unique, other orderings result in a similar
segmentation of the DoFs.
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3.2.4 Motion planning with XXL

Utilizing the workspace decomposition and pdg, xxl constructs a roadmap in the robot’s

configuration space Q to compute a solution path from a known initial configuration qinit ∈

Q to any goal configuration Qgoal ⊂ Q that avoids collisions with the environment and

between links on the robot. Roadmap construction is guided by repeatedly traversing the

pdg in any topological order, computing motions that move the current point in the pdg

along a contiguous set of workspace regions composing the lead. A set of weights over

the workspace decomposition indicating the density of the search in each region is main-

tained to assist in computing a minimum-weight lead. As the pdg is traversed, previously

expanded points are annotated with a region id that indicates the workspace region the point

must remain in for the duration of the traversal. Maintaining the pdg traversal allows for

efficient, workspace-guided sampling of the configuration space, often using only a subset

of all DoFs as shown in Figure 3.4, as well as meaningful connection attempts between

configurations that project to neighboring regions in the workspace. Pseudocode for xxl is

given in Algorithm 1.

The key steps of xxl are best described with an illustration. Consider a six link planar

manipulator with revolute joints as shown in Figure 3.5a. The goal in the example is to

navigate the end-effector through the open space and into the corridor. This example uti-

lizes a pdg with two points, the manipulator’s midpoint and end-effector, shown in Figure

3.5b, and a uniform grid decomposition of the workspace, shown in Figure 3.6a.

xxl begins by initializing a roadmap with only the initial configuration, constructing an

empty solution path, and creating an empty pdg traversal T (lines 1-3). Roadmap construc-

tion commences by extracting the first point p in the topologically ordered pdg (P.First,

line 4), and computing a minimum-weight lead for p starting at any non-empty region

containing a projected configuration of p and ending at a region that contains a projection
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Algorithm 1: xxl
Input: P: pdg;D: Workspace decomposition; qinit, Initial state; Qgoal: Set of goal

configurations
1 (V, E)← (qinit, ∅)
2 π← ∅

3 T ← ∅
4 p← P.First()
5 while π = ∅ do
6 if T completely traverses P then
7 T ← ∅
8 p← P.First()
9 l← ComputeLead(T,D, p)

10 V ← V ∪ SampleRegions(T, l, p)
11 E ← E ∪ ConnectLead(T, l, p)
12 G ← GapsInLead(T, l, p)
13 foreach r ∈ G do
14 E ← E ∪ ConnectRegion(T, r, p)
15 π← SolutionPath(V, E, qinit,Qgoal)
16 if π = ∅ then
17 G ← GapsInLead(T, l, p)
18 if |G| > 0 then
19 r ← RandomElement(G)
20 T.Append((p, r))
21 p← P.Next(p)
22 else
23 T ← ∅
24 p← P.First()
25 UpdateWeights(T, l)
26 return π
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(a) Start and goal configurations

p2

p1

p1

p2

(b) 2-point pdg

Figure 3.5 : (a) The initial configuration and goal configuration (shaded) for a six joint
planar manipulator in a workspace with two obstacles. (b) The midpoint and end-effector
comprise the pdg in this example.
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of p from Qgoal (ComputeLead, line 9). Details of the lead computation are given later

in this section. Using the traversal T , the workspace-guided sampling strategy is then in-

voked to generate valid configurations of the robot that project p to regions along the lead

(SampleRegions, line 10). Initially T = ∅, indicating all DoFs may be sampled as shown

in Figure 3.4. An illustration of the lead and sampled states are shown in Figure 3.6 for

the midpoint of the manipulator. Once sampling is complete, connections between con-

figurations in adjacent regions along the lead are attempted using a local connector that

assesses the validity of the motion between two configurations (ConnectLead, line 11).

The analysis and evaluation of this work utilizes a local connector that checks validity

along a straight-line in the configuration space, like many prior sampling-based planners,

although this may be relaxed to support more sophisticated local connector strategies.

After sampling and connecting configurations along the lead, qinit may still lie in a dif-

ferent connected component than every element of Qgoal in the roadmap. This can happen

for a number of reasons, such as when the lead instructs the robot to pass through an obsta-

cle or when there are simply not enough sampled configurations within a workspace region

to form a valid path. By construction, xxl connects configurations between regions, but

joining disconnected components in the roadmap may also require connections between

configurations within a region. xxl explicitly checks for gaps in the roadmap that lie en-

tirely within a region along the lead (GapsInLead, line 12). A region has a gap if it contains

configurations connected to both qinit and an element of Qgoal. For each region identified

as having a gap, connections among configurations within the region are attempted using

the local connector (ConnectRegion, lines 13-14). After xxl attempts to remedy the re-

gions containing a gap, the roadmap is checked for a solution path that connects qinit to an

element of Qgoal (SolutionPath, line 15). If a solution path is found, xxl terminates and

returns the path (line 26).
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(a) Workspace grid decompositionD (b) Discrete lead for the manipulator’s midpoint

(c) Intermediate state along lead (d) Final state along lead

Figure 3.6 : One iteration of xxl for the manipulator in Figure 3.5a. A discrete lead through
the workspace decomposition is computed (b) to bring the midpoint point from the region
containing the initial configuration to the region containing the goal configuration (c-d).
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If the calls to ConnectRegion fail to join the connected components containing qinit

and an element Qgoal, the set of regions still containing a gap are identified (line 17). One

of these regions is then selected uniformly at random and appended to the traversal T with

the point p (lines 19-20). Next, xxl retrieves an element of the pdg after the current point

p in topological order given T (P.Next, line 21). If there are no regions containing a gap,

there must exist a pair of adjacent regions along the lead that are not joined by an edge. In

this case, xxl restarts the pdg traversal (lines 22-24). Before continuing to the next iteration,

xxl updates weights that are assigned to each workspace region to reflect the current search

progress in future leads (UpdateWeights, line 25).

Figure 3.6d shows that a path is found along the entire lead for the manipulator’s mid-

point, but the final configuration along the lead cannot connect to the goal using the local

connector without colliding with an obstacle. In this example, the final region in the lead

is the only region containing a gap since it is the only region containing configurations

connected to an element of Qgoal. xxl appends the midpoint and final lead region id to

the traversal before continuing to the next iteration. Figure 3.7 illustrates the next itera-

tion of xxl. A minimum-weight lead is first computed for the end-effector in a similar

manner as the midpoint, shown in Figure 3.7a, followed by calls to SampleRegions and

ConnectLead in an attempt to bring the end-effector to the region containing the goal con-

figuration. The key difference is that when T , ∅, the workspace-guided sampler must

return configurations that map the points in T to their respective regions. Figure 3.7 illus-

trates this difference in concrete terms. The manipulator’s midpoint (red) is the preceding

projected point in the traversal, and manipulator configurations sampled along the lead for

the end-effector must place the midpoint in the specific region noted in T . Finally, if xxl

traverses the entire pdg and a solution path is not yet discovered (lines 6-8) or if there are no

regions containing a gap for a particular lead (lines 22-24), traversal of the pdg restarts from
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the first point in the topological ordering (see line 4). Although the pdg traversal always

begins from the same initial point, lead computation is strongly influenced by the density

of the roadmap as described in the next section.

ComputeLead

Computing a high quality lead in the workspace decomposition is key to effectively guiding

the roadmap construction in xxl. To assist in the lead computation, exploration information

is shared between the roadmap in the configuration space and the workspace decomposition

in the form of weights assigned to each workspace region. Since the same decomposition is

used to compute a lead for every point defined in the pdg, the weight of each region depends

on the traversal T and the point being planned for since a specific region may or may not

be reachable by a point on the system given the spatial constraints imposed on other points

in T .

Formally, a weight wp
T (r) ∈ R is assigned to region r when planning for point p ∈ pdg

given the traversal T . Weights may be chosen in many ways to illicit different kinds of

configuration space exploration. This work advocates a simple weighting scheme based on

the number of vertices, edges, and times a region is selected for the lead that has empiri-

cally worked well. Roadmap vertices and edges encode exploration progress, but in cases

where expansion into a particular region proves difficult, the number of lead appearances

disambiguates regions that have been searched extensively from those that have not. Given

a traversal T = ((p1, r1), . . . , (pm, rm)), let VT ⊆ V denote the configurations where point

pk projects to region rk,∀k = 1, . . . ,m, and V p
T (r) be the subset of VT where a point p < T

projects to region r. Analogously, denote ET and Ep
T (r) as the subset of edges connected to

at least one element of VT and V p
T (r), respectively. Finally, let Lp

T be the number of leads

computed for point p given traversal T , and Lp
T (r) be the number of times region r appears
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(a) Discrete lead for the end-effector (b) First intermediate state along lead

(c) Second intermediate state along lead (d) Third intermediate state along lead

(e) Fourth intermediate state along lead (f) Final state along lead

Figure 3.7 : A subsequent iteration of xxl for the end-effector of the manipulator in Figure
3.5. A workspace lead (a) is computed to bring the end-effector from the initial region to
the final region (b-f). The midpoint of the manipulator is not allowed to leave its current
region.
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in a lead given T . The weight wp
T (r) is computed as

wp
T (r) = eαv × eβc × (1.0 − eγl), (3.1)

where

v =

∣∣∣V p
T (r)

∣∣∣
|VT |

, c =

∣∣∣Ep
T (r)

∣∣∣
|ET |

, l =
Lp

T (r)
LT

, (3.2)

and α, β, γ ∈ R− are constants that can be tuned to adjust exploration into new areas versus

exploitation of areas already searched. After some experimentation, the evaluation of this

work uses the values α = −1, β = −10, and γ = −1 to discourage lead computation along

regions that are already well connected.

Weights are updated in xxl after sampling and connecting along each lead. Although

a lead is computed for a specific point in the pdg, weights over the decomposition are a

function of the pdg traversal and roadmap configurations. Since whole robot configurations

are sampled by xxl in SampleRegions, planning the motions of one point in the pdg can

affect the future leads of all other points as well. Nevertheless, updating the weights can

be performed efficiently since additions to the roadmap are restricted to configurations that

project to the regions along the lead. Empirical results also show that it is advantageous to

learn the weights over the decomposition rather than updating to an absolute value. Given

the existing weight wp
T (r) and a new weight w′pT (r) computed via (3.1), the new weight for

the region is updated as

wp
T (r) = wp

T (r) + η(w′pT (r) − wp
T (r)), (3.3)

where 0 < η ≤ 1 is the learning rate; η = 0.1 is used in this work. In the evaluation of

this work, the weights are also bounded to the interval [0, 1] ∈ R so that an admissible
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heuristic can be easily defined over the decomposition to improve the lead computation

time. Note, other weighting schemes are possible, and changing the scheme does not affect

the correctness of xxl.

Given the set of weights defined over the decomposition, a discrete lead through the

workspace for a point p ∈ pdg and traversal T is computed as a minimum-weight path

starting from any region r where |V p
T (r)| > 0 and ending at a region that contains a projec-

tion of p from Qgoal. When T = ∅, the lead starts from the region containing the projection

of p from the initial state qinit to promote connectivity of the roadmap near the start con-

figuration. To guarantee probabilistic completeness, xxl computes a random walk through

the workspace decomposition starting at any region instead of a minimum weight lead with

a small probability δ > 0.

3.3 Probabilistic Completeness

An algorithm is probabilistically complete if the probability of discovering a solution con-

verges to 1 with increasing runtime, provided a solution exists. In this section, xxl is proven

probabilistically complete when the workspace-guided sampler is able to generate all con-

figurations of the robot. For simplicity, this analysis assumes a pdg with just one node, but

completeness results trivially extend to a pdg with multiple nodes since, as shown in Figure

3.4, all DoFs may be sampled and connected in xxl when planning for the first point in

the pdg. The analysis also assumes that connections between configurations follow straight

paths through the configuration space. Probabilistic completeness is demonstrated by first

showing that if the workspace-guided sampler is able to generate all configurations of the

robot, xxl eventually samples the entire configuration space. The main result, Theorem

3.3.1, then shows xxl eventually connects the configurations along a solution path.

To begin the analysis, notation used throughout the proof is presented. Let Q denote the
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configuration space of the robot, Q f ree ⊆ Q as the collision-free subset of Q, andW as the

Euclidean workspace of the robot. Define Proj : Q→W as a projection that maps a robot

configuration to a point in the workspace. Denote Qp = {q ∈ Q |Proj(q) = p} as the set

of all configurations that project to a specific point in the workspace. The cardinality of Qp

is often greater than one when the manipulator is kinematically redundant. Furthermore,

let S be a workspace-guided sampling algorithm that takes as input a position p ∈ W and

returns a configuration q ∈ Qp with probability PS(q | p). It is assumed that configurations

returned by S are drawn independently.

For xxl to be probabilistically complete, the samplerSmust have a non-zero probability

of returning any configuration q ∈ Qp given p. This property is formally stated in the

following definition.

Definition 3.1. A workspace-guided sampler S is redundancy-robust if, ∀p ∈ W,∀q ∈

Qp, PS(q | p) > 0.

Presuming the workspace-guided sampler employed by xxl is redundancy-robust, it is

demonstrated that xxl samples from each region infinitely often. Using this result, it is then

shown that xxl eventually samples the entire configuration space.

Lemma 3.1.1. xxl selects each region in the workspace decomposition infinitely often for

the lead until a solution path is found.

Proof. This statement is proven by contradiction. Let R denote the set of workspace regions

and r ∈ R be a region that appears in the lead a finite number of times regardless of how

many iterations xxl has run. Then at some iteration i ∈ N there does not exist a c ∈ N+

such that during iteration i + c, region r appears in the lead. Recall that xxl computes the

lead via a random walk starting at an arbitrary region with a small probability δ > 0. Then

the probability that any region appears in the lead is at least δ
|R| during each iteration of xxl.
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This implies ∀r ∈ R, the expected value of c is finite and bounded by |R|
δ

, contradicting the

original assumption. If c does not exist, then xxl terminates with a solution path. �

Under the assumptions that S is redundancy-robust and sampled configurations are

drawn independently, the probability that S generates a specific configuration q ∈ Qp given

p increases exponentially with the number of attempts. The exact probability is given in

the following definition.

Definition 3.2. For a redundancy-robust sampler S and input position p, the probability

that S returns configuration q ∈ Qp after n attempts is

1 − (1 − PS(q | p))n. (3.4)

Lemma 3.2.1. xxl samples the entire configuration space when the workspace-guided

sampler S is redundancy-robust unless a solution path is discovered.

Proof. This statement follows from Lemma 3.1.1 and Equation 3.4. Since each region

is selected infinitely often for the lead (Lemma 3.1.1) and xxl draws points from the lead

uniformly as input toS, it follows that all points in the workspace are also selected infinitely

often as input to S. Care must be taken to select points that lie exactly on the workspace

region boundaries as well as those in the interior of each region as input to S to ensure

coverage of the configuration space. Since the the probability of S returning a specific

configuration under the same input increases exponentially with the number of attempts

(Equation 3.4), and all inputs are selected infinitely often by xxl, the claim holds. �

Although the preceding lemma proves that xxl eventually samples the entire configu-

ration space, what remains to show is that xxl eventually finds a solution path if one exists.

The main result builds upon the probabilistic completeness properties of the prm [29].
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Definition 3.3. [45]: A motion planning problem is robustly feasible if there exists a

positive constant ε and solution path σ : [0,T ] → Q f ree where ∀0 ≤ t ≤ T, σ(t) has a

minimum distance of ε from the nearest obstacle.

Theorem 3.3.1. xxl eventually finds a solution to a robustly feasible motion planning prob-

lem when the workspace-guided sampler is redundancy-robust.

Proof. Let σ : [0, L] → Q f ree denote a valid, continuous solution path of length L for a

robustly feasible planning problem where σ(0) is the initial configuration and σ(L) is a

goal configuration of the robot. Denote σε ⊆ Q f ree as the set of configurations no further

than ε from any configuration in σ. Without loss of generality, let r1
σ, . . . , r

n
σ denote the

sequence of workspace regions the robot passes through when executing σ, and σi
ε =

{q ∈ σε |Reg(q) = i}, where Reg(q) returns the region id that configuration q projects to

in the workspace. Regions ri
σ and ri+1

σ must be adjacent since the robot moves rigidly and

continuously through its workspace, implying that σi
ε and σi+1

ε are also adjacent in the

configuration space.

Let k = max(n, d2L
ε
e). Further, denote d(a, b) as the distance between σ(a) and σ(b)

along σ. There exists a discrete set of k configurations x1 = qinit, x2, . . . , xk = qgoal along σ

such that d(xi, x j) ≤ ε
2 and where at least one xi projects into each r j

σ. Let Br(a) represent

the set of configurations within a ball of radius r centered at σ(a). For configurations xi, xi+1

along σ, the straight-line motion between qi ∈ Bε/2(xi) and qi+1 ∈ Bε/2(xi+1) must also be

valid since Bε/2(xi) ⊂ Bε(xi) and Bε/2(xi+1) ⊂ Bε(xi) (Theorem 1 from [29]). Using this

result, it is sufficient for xxl to sample at least one element of Bε/2(xi),∀i ∈ {1, 2, . . . , k} and

connect these configurations via straight paths through the configuration space.

Presume that configurations qi ∈ Bε/2(xi) and qi+1 ∈ Bε/2(xi+1) have already been sam-

pled by xxl. This eventually happens if a solution path exists, as shown in Lemma 3.2.1.

By construction, qi and qi+1 must project to adjacent regions r j
σ and r j+1

σ or project to the
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same region r j
σ.

xxl attempts connections between configurations in adjacent regions immediately after

sampling configurations along the lead, as shown in Algorithm 1, line 11. Since every

region appears infinitely often in the lead (Lemma 3.1.1), it follows directly that all pairs

of adjacent regions also appear infinitely often in the lead, and connections between all

configurations that project to every pair of adjacent regions in the workspace are eventually

attempted by xxl. Therefore, the motion between qi and qi+1 must eventually be found by

xxl when these configurations are in adjacent regions.

Connection attempts between configurations within a region occur when it is deter-

mined that a region contains a gap in the roadmap, as defined in Section 3.2.4. If the

motion between qi and qi+1 has not been discovered by xxl and both qi and qi+1 project

to the same region r j
σ, there must exist a gap in the roadmap in region r j

σ. Since Lemma

3.1.1 shows that r j
σ is selected infinitely often for the lead, the connection between qi and

qi+1 must also be discovered eventually by xxl, assuming a connection attempt between all

pairs of configurations within r j
σ is eventually performed. �

3.4 Algorithm optimizations and extensions

There are a number of straightforward optimizations and extensions for xxl that achieve

practical improvements or adapt the algorithm to solve a slightly different problem prob-

lem. A discussion of noteworthy additions to the algorithm are presented in this section.

SampleRegions

When sampling along a given lead, it is often advantageous to avoid generating configu-

rations in a region that, relatively speaking, is already densely sampled. This often occurs

near the start and goal configurations since these workspace regions are selected frequently
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for the lead. Borrowing notation from Section 3.2.4, oversampling of a particular region r

is reduced by sampling k new configurations from r with probability

1.0 −

∣∣∣V p
T (r)

∣∣∣
|VT |

. (3.5)

The value k = 10 is used in the evaluation of this work.

ConnectLead

Similar to the issue of oversampling, attempting connections within and between regions

that are already relatively well connected is unlikely to reveal a solution path. Moreover,

because connections within and between regions are attempted repeatedly, a naı̈ve imple-

mentation of ConnectLead that simply checks all pairs of configurations without an edge

wastes computation time since an invalid edge may be checked many times over the course

of planning. Two straightforward additions are proposed for the connection procedures in

xxl to avoid duplicating the computation. First, validating an edge between two configu-

rations should only be performed once, and knowledge of an invalid edge can and should

be stored to prevent duplicating this computation. Second, validating the unknown edges

between all pairs of configurations can still result in a lengthy computation, particularly if

the workspace regions are large and contain many configurations. Empirical observations

show that validating only a subset of unknown edges within or between regions can sig-

nificantly accelerate the discovery of a solution path while leaving the roadmap reasonably

well connected.
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Asymptotic optimality

The connection strategy used by xxl and many other sampling-based methods can be

adapted using techniques from previous works to derive an anytime algorithm that refines

an initial solution path while computation time allows, often with provable guarantees of

almost sure convergence to an optimal solution path. One of the most straightforward ex-

tensions is the computation of paths that minimize an arbitrary cost function by annotating

the edges of the roadmap with a real-value indicating the cost of each motion. The con-

nection strategies employed by prm∗ [45] or Anytime-trrt [69] can be directly applied to

xxl to obtain a method that globally optimizes over the cost of the entire path or locally

minimizes the cost of each edge in the roadmap, respectively.

Dynamic stability

Planning the motions of legged humanoids and related dynamically-stabilized platforms is

also possible with xxl. Sampling of and connection between dynamically-stable config-

urations can be achieved through precomputation [73] and even at runtime using inverse

kinematics and gradient descent [72] or by orthogonally projecting configurations onto the

lower-dimensional constraint manifold embedded in the configuration space [74, 84]. The

generation of solution paths with properties like dynamic stability are out of the scope of

this thesis and left as future work.

3.5 Evaluation

To evaluate the efficacy of xxl, a series of simulated planning experiments are performed

on the Robonaut2 (R2) platform inside the Destiny module of the International Space Sta-

tion and a unit-length planar kinematic chain with varying degrees-of-freedom. Planning



44

algorithms are evaluated for not only the speed at which a solution is found, but also the

quality of the solution path. All computations are performed on an Intel Core i7-4790 with

16GB memory. The implementation of xxl and all other planners is in C++ and uses the

Open Motion Planning Library [16]. Simulation of R2 uses ROS [85] and MoveIt! [17].

3.5.1 R2: Two leg motions

In this first set of experiments, R2 must take three steps in the Destiny module beginning

at its predefined unstow pose using only the 14 revolute joints in its legs; one foot must

remain attached to a rail at all times. For simplicity of evaluation, the three steps are

specified independent of one another. Each step has a predefined initial configuration and

a desired goal pose for the unattached foot link. Furthermore, R2’s torso and head must be

vertical (zero roll and pitch) at the end of each step. Step 1 is given a timeout of 10 seconds,

and subsequent steps have a timeout of 30 seconds. An illustration of each step is shown in

Figure 3.8.

xxl is compared to a broad set of sampling-based motion planners that utilize many

different heuristics to arrive at a solution. Specifically, xxl is compared to the rrt and bi-

directional rrt-connect algorithms [41] that utilize the notion of nearest neighbors, kpiece

and the bi-directional version bkpiece [33] representing projection-based algorithms, and

stride [86] which exhibits good scalability in planning instances for high-DoF manipula-

tors. Although xxl does not explicitly attempt to compute a solution path with any specific

characteristics, xxl is also compared against trrt [64, 65] which penalizes high-cost robot

configurations, and rrt∗ [45] which minimizes a metric defined over the whole solution

path. To reduce the instances of somersaulting motions of R2’s torso, like the one shown

in Figure 3.1b, trrt is configured to probabilistically reject configurations based on the

declination angle of R2’s torso from vertical. Declination encodes the pitch and roll angles
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Figure 3.8 : The unstow pose of R2 in the Destiny module (top), followed by the three
sequential steps R2 must take in the ISS (14 DoFs). Handrails that are used by the robot
(and astronauts) are shown in white.
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Table 3.1 : The percentage of all runs where a solution path is found and the maximum
declination of the torso along the path does not exceed 45 degrees when planning for R2’s
14-DoF legs.

Step 1 Step 2 Step 3 Total

bkpiece 0 0 0 0
kpiece 34 2 0 12
rrt 82 14 0 32

rrt-connect 16 6 2 8
rrt∗ 90 4 0 31
stride 24 0 2 9
trrt 86 2 0 29
xxl 100 78 46 75

of R2’s torso. A declination angle of 0 indicates the torso is vertical and a value of π (ra-

dians) indicates the torso has tumbled vertically over itself. Let θ be the declination angle

of a configuration for R2. The configuration cost for trrt is θ when θ ≤ 0.785 (45◦), and

eθ otherwise to promote configurations with small declination. The objective for rrt∗ is

to minimize the total distance traveled through the workspace by all points in the pdg. xxl

imposes a 4×4×4 grid over the Destiny module (64 total grid cells) as a workspace decom-

position and a two-point pdg that projects the position of R2’s waist and unattached foot.

Workspace-guided sampling for xxl is implemented using a pseudoinverse-based iterative

IK solver [81].

Among the most important objectives when planning for R2 inside the Destiny module

is the reduction of somersaulting motions. It is hypothesized that by guiding multiple

points on the robot through the workspace, the incidents of somersaulting motions will

be reduced in xxl. Table 3.1 shows the percentage of all runs for each planner where a

solution path is found and the maximum torso declination along the path is no more than

45 degrees. The table shows that paths obtained with xxl significantly reduce the instances

of somersaulting motions over all three steps compared to the other planners by reducing
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Table 3.2 : The median and interquartile range of a variety of metrics for each step when
moving R2’s legs (14 DoFs). All values are taken over fifty independent runs after apply-
ing standard path simplification procedures. A timeout of 10 seconds is enforced in step 1,
and 30 seconds for steps 2 and 3. Declination: maximum angular deviation of the torso
from vertical (degrees). DT: total Cartesian distance traveled through the workspace (cen-
timeters) by a point mapped on the link noted. Time is measured in seconds. The best
performances are marked in bold in each row, and steps where a planner was unsuccessful
in finding a path in at least 50% of instances are grayed out.

bkpiece kpiece rrt rrt-connect rrt∗ stride trrt xxl

St
ep

1 Declination 122 (11) 63 (100) 8 (0.60) 92 (58) 9 (0.80) 57 (82) 9 (6.9) 12 (3.7)
DT (head) 219 (320) 146 (220) 75 (4.8) 61 (74) 75 (12) 77 (250) 121 (55) 94 (47)
DT (waist) 124 (140) 96 (72) 59 (3.2) 51 (44) 58 (8.7) 61 (130) 86 (36) 81 (40)
DT (l-foot) 267 (410) 167 (160) 84 (0.20) 85 (61) 82 (0.60) 85 (370) 161 (78) 99 (34)

Time 6 (0.70) 1 (2.9) 0 (0.70) 2 (2.7) 10 (0.20) 5 (5.7) 7 (1.9) 1 (0.30)
% Solved 8 80 100 100 100 66 86 100

St
ep

2 Declination 126 (22) 120 (33) 103 (51) 100 (60) 72 (40) 99 (41) 21 (0) 34 (19)
DT (head) 497 (360) 508 (370) 487 (220) 418 (280) 445 (120) 473 (220) 250 (0) 344 (240)
DT (waist) 268 (170) 279 (170) 273 (79) 221 (130) 240 (94) 248 (94) 186 (0) 251 (160)
DT (r-foot) 658 (380) 574 (210) 464 (150) 547 (330) 509 (140) 541 (220) 471 (0) 484 (200)

Time 17 (13) 5 (7.8) 5 (6.5) 2 (1.7) 30 (0.20) 6 (8.4) 24 (0) 15 (9.0)
% Solved 68 98 100 100 22 98 2 (0) 86

St
ep

3 Declination 148 (14) 142 (16) 121 (39) 133 (27) 99 (27) 129 (31) 77 (0) 38 (28)
DT (head) 759 (470) 811 (430) 547 (500) 761 (420) 445 (110) 564 (320) 340 (0) 263 (200)
DT (waist) 273 (130) 314 (200) 231 (98) 335 (190) 181 (72) 240 (90) 203 (0) 213 (87)
DT (l-foot) 815 (640) 836 (480) 695 (430) 849 (520) 538 (140) 745 (230) 668 (0) 462 (170)

Time 17 (9.3) 12 (13) 8 (11) 4 (4.5) 30 (0.20) 11 (9.6) 16 (0) 15 (11)
% Solved 72 62 94 100 100 60 2 78

the maximum declination of the torso. Specifically, declination of the torso is less than 45

degrees in all runs from xxl for step 1 and nearly 80% of all runs for step 2, substantially

better than the other planners compared against. The difference in declination is particularly

stark in step 3 where almost 50% of all runs from xxl discover a solution with less than a

45 degree torso declination, and other methods struggle to return any solution path where

the declination is less than 45 degrees. When the data from each step is aggregated, xxl

returns a solution with no more than 45 degrees of declination in 75% of all runs; the next

best method comes in just at over 30% of all runs.

Additional summary statistics for a variety of metrics over each of the three steps are

given in Table 3.2. From the table, it is clear that xxl significantly reduces the maximum
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declination of the torso over each of the three steps compared to the other planners. Al-

though xxl is not explicitly attempting to minimize torso declination, the solution paths

from xxl are competitive with trrt, which is reasoning over the declination angle. More-

over, trrt is ineffective at computing any solution path for the second and third steps within

the allotted time.

Note that declination angle is only one dimension in the overall quality of the resulting

paths. The Cartesian distance traveled by particular parts of the robot is another interesting

metric to inspect. The DT rows of the table show the workspace distance traveled by the

head, waist, and free foot of R2 in each step. xxl is among the best methods in these

metrics as well, exhibiting competitive results in the first two steps and is the clear favorite

in step 3 to minimize the Cartesian distance traveled by links on the robot. Recall that

the asymptotically optimal rrt∗ planner is explicitly optimizing for the Cartesian distance

metrics, yet xxl often discovers a comparable or better solution path in faster times.

Table 3.2 also shows the median time to find a solution and the percentage of runs where

each planner found a solution for each step. Although several competing methods are able

to consistently solve the motion planning problem for R2’s legs in a timely manner, the

quality of the solution is often too poor to safely execute in practice, even after applying

standard post-processing procedures to improve the path. Optimizing planners like rrt∗

offer theoretical guarantees on solution quality, but the rate of convergence to a desirable

solution is particularly slow for high-DoF systems like R2, as evidenced in Table 3.2. xxl

provides a distinct advantage in these planning scenarios with its ability to consistently

discover high-quality motion plans in competitive times.



49

3.5.2 R2: Three limb motions

In the second set of experiments, scalability of xxl to more DoFs, workspaces with more

clutter, and a larger pdg are evaluated. Specifically, R2 must take two steps inside the

Destiny module starting from its unstow configuration while also moving the right hand

to a desired pose, 21 total DoFs. Further complicating this scenario is the existence of

an obstacle that partially obstructs the module, blocking the motion for the second step.

Similar to the previous experiments, one foot must remain attached to a rail at all times, and

the steps are specified independent of one another with a predefined initial configuration

and a goal pose for the foot and hand links; R2’s torso must also be vertical at the end of

each step. Due to the increased dimensionality, the timeout is increased to 30 seconds for

the first step and 60 seconds for the second step.

xxl is compared to the same set of planning algorithms as in the two-leg experiments.

rrt∗ attempts to minimize the cartesian distance traveled by the waist, right hand, and

moving foot, and trrt utilizes the same configuration cost function for torso declination as

described in the previous section. xxl imposes a 4×4×4 grid decomposition of the Destiny

module as the workspace decomposition and a three-point pdg that projects the position of

R2’s waist followed by the position of the unattached foot and right hand.

Like the two-leg scenarios, a critical path-quality metric in the three-limb planning

problems is the declination of R2’s torso. Table 3.3 shows the percentage of all runs where

a solution path is found and the maximum torso declination along the path is less than 45

degrees. Reducing the maximum declination is particularly challenging in the second step

since the torso must turn 90 degrees (yaw) while moving the right leg around the obstacle.

Even with the increased dimensionality, xxl discovers solution paths with significantly

less maximum declination in these steps. Solution paths from xxl are competitive with

trrt, which is reasoning over torso declination. xxl returns solution paths with less than
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Figure 3.9 : The initial unstow pose of R2 in the Destiny module, followed by the two
steps R2 must take in the ISS while moving the right arm (21 total DoFs) and avoiding the
rectangular obstacle.
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Table 3.3 : The percentage of all runs where a solution path is found and the maximum
declination of the torso along the path does not exceed 45 degrees when planning for R2’s
14-DoF legs and 7-DoF right arm.

Step 1 Step 2 Total

bkpiece 0 0 0
kpiece 20 0 10
rrt 14 0 7

rrt-connect 8 0 4
rrt∗ 30 12 21
stride 28 0 14
trrt 86 36 61
xxl 100 58 79

45 degrees of declination in 100% of runs for step 1 and nearly 60% of runs for step 2.

Contrast this to the nearest competitor, trrt, which returns a solution path with less than

45 degrees of declination in 86% of runs in step 1 and just 36% of all runs for step 2. When

the solutions for steps 1 and 2 are aggregated, nearly 80% of all runs from xxl yield a

solution path with less than 45 degrees of torso declination.

Additional summary statistics for the two steps are given in Table 3.4. Not only does

xxlmaintain its advantage in reducing the maximum declination of the torso, the Cartesian

distance traveled by the head, waist, right hand, and free foot is often 2-3x smaller than

the nearest competitor in the 21-DoF scenarios. This is particularly noteworthy given that

rrt∗ is explicitly minimizing these metrics while consuming all computation time allotted,

compared to xxl which has a median computation time of about 1 second in the first step

and 7.5 seconds in step 2. Finally, note the computation times and solve percentages in

Table 3.4. xxl is among the fastest methods for the 21-DoF planning instances and is

able to consistently find solution paths in the confined iss module where several existing

approaches are not. As in the 14-DoF experiments, other competing methods are able to

find solutions for the 21-DoF planning problem, but in these cases the quality of the path is
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Table 3.4 : The median and interquartile range of a variety of metrics for each step when
moving R2’s legs and right arm (21 DoFs). All values are taken over fifty independent runs
after applying standard path simplification procedures. A 30 second timeout is enforced
for step 1, and 60 seconds is allotted for step 2. Declination: maximum angular devia-
tion of the torso from vertical (degrees). DT: total Cartesian distance traveled through the
workspace (centimeters) by a point mapped on the link noted. Time is measured in sec-
onds. The best performances are marked in bold in each row, and steps where a planner
was unsuccessful in finding a path in at least 50% of instances are grayed out.

bkpiece kpiece rrt rrt-connect rrt∗ stride trrt xxl

St
ep

1 Declination 118 (31) 88 (48) 79 (40) 88 (30) 66 (40) 61 (55) 12 (5.4) 13 (7.3)
DT (head) 330 (440) 388 (440) 346 (220) 414 (250) 257 (140) 206 (210) 147 (68) 107 (35)
DT (waist) 140 (110) 202 (190) 131 (110) 187 (100) 129 (42) 107 (86) 106 (40) 92 (28)

DT (r-hand) 403 (480) 368 (480) 322 (270) 410 (320) 270 (120) 239 (200) 173 (91) 134 (27)
DT (l-foot) 352 (540) 435 (480) 360 (290) 482 (280) 319 (130) 262 (370) 170 (83) 118 (32)

Time 25 (15) 7 (8.7) 7 (10) 4 (4.1) 30 (0.10) 10 (10) 11 (5.7) 1 (0.50)
% Solved 30 98 96 100 82 82 86 100

St
ep

2 Declination 127 (22) 122 (33) 113 (24) 106 (27) 55 (30) 100 (18) 24 (9.9) 42 (23)
DT (head) 807 (440) 706 (330) 901 (230) 714 (280) 348 (210) 542 (280) 501 (76) 239 (180)
DT (waist) 458 (170) 360 (200) 473 (110) 375 (140) 214 (130) 271 (77) 307 (38) 185 (110)

DT (r-hand) 848 (380) 822 (230) 850 (250) 772 (350) 439 (330) 579 (230) 593 (68) 275 (180)
DT (r-foot) 911 (470) 796 (430) 852 (300) 792 (380) 420 (260) 676 (430) 577 (81) 346 (160)

Time 37 (18) 25 (27) 33 (28) 6 (4.7) 60 (0.20) 29 (22) 47 (13) 8 (7.5)
% Solved 88 32 38 100 82 38 36 100

often too poor to safely execute in the iss.

xxl is designed for the kinds of difficult motion planning instances evaluated in this sec-

tion with R2 deployed in the Destiny module. The proposed planner exhibits competitive

computation times and solve rates compared to a large variety of existing sampling-based

methods while returning paths where the end-effectors travel shorter distances through the

workspace and the maximum change in orientation of the R2’s torso is reduced signifi-

cantly. For motion planning instances where these path-quality metrics are critical, like R2

safely navigating the isswith astronauts present, xxl provides a high-likelihood of returning

such a solution path.
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3.5.3 Planar kinematic chains

The generalizability and scalability of xxl is further assessed in a third set of experiments

that involve planning for a unit-length planar kinematic chain with a varying number of rev-

olute joints. These problems represent particularly difficult instances of motion planning

due to the high-dimensionality of the system being planned and constrained nature of the

underlying workspace. In the first environment, the constricted world, the first half of the

chain lies in a narrow gap between two obstacles and the end-effector must navigate a nar-

row passage, shown in Figure 3.10a. The second environment, named the corridor world,

requires the entire chain to maneuver through a narrow corridor as shown in Figure 3.10b.

The objective in both of these scenarios is for the end-effector to reach a predetermined po-

sition with any orientation. To prevent each scenario from becoming progressively easier

as the number of joints in the unit-length chain grows (the link lengths shrink), obstacle

sizes in these environments are a function of the number of joints. Figure 3.10 shows how

obstacles in both scenarios change as the number of joints in the fixed-length chain grows.

Computation time in the constricted scenario is limited to 240 seconds, and a timeout of

120 seconds is enforced for the corridor environment. For a planar kinematic chain with

N joints, xxl utilizes a two-point pdg that projects the position of the midpoint and end-

effector of the chain into a 2D grid decomposition of the workspace with N
3 cells along each

dimension. Workspace-guided sampling for xxl is implemented using the fabrik solver for

inverse kinematics [83].

Figure 3.11 shows the percentage of runs where a solution was found, the median time

to a solution, and the median Cartesian distance traveled by all joints in the solution path

for the constricted environment. As the size of the problem grows from 10 to 20 joints,

xxl is not only able to return solution paths in the most difficult 20 joint scenarios, but does

so with by far the smallest median time. Compare this to other methods that, generally
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(a) Constricted environment. The gap, g, is 2
N , where N is

the number of joints in the chain.

g

g

(b) Corridor environment. The gap, g, is a constant multiple
of logN

N , where N is the number of joints in the chain.

Figure 3.10 : The planning environments evaluated for a planar kinematic chain. The
initial configuration of the chain is horizontal, and an example goal configuration is shown
with the dashed chain. The objective is for the end-effector to reach a particular position
(orientation is ignored).
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speaking, are unable to solve the most difficult cases in the constricted world within the

allotted computation time. xxl is also competitive with the other planning algorithms in

the constricted world in terms of solution quality. The final plot in Figure 3.11 shows that

the total Cartesian distance traveled in the solution paths from xxl scales reasonably well

as the number of joints increases.

A similar set of plots for the corridor environment is shown in Figure 3.12. Again, as

the number of joints in this scenario grows from 10 to 30, xxl is among the most consistent

methods at returning a solution path within the allotted time. Furthermore, the median time

to solution for xxl is the smallest in the scenarios with the largest number of joints, often

finding a solution in less than half the time of the nearest competitor. Finally, xxl is again

highly competitive with the other planners when assessing the quality of the solution in

terms of Cartesian distance traveled by all joints.

3.6 Guiding Heuristics in High-DoF Sampling-based Planning

The sampling-based motion planning literature is populated with many different heuristics

used to guide the search through a potentially high-dimensional configuration space. Very

little attention, however, has been given to the practical efficacy of these heuristics as the

dimensionality of the underlying search space grows. This section presents an extended

discussion on two well known heuristics, the nearest neighbor of a configuration and the

density of the search near a configuration, used to guide a sampling-based planner in dis-

covering a solution path. Examples are given that show for particular instances of high-DoF

manipulator planning in both 2D and 3D workspaces, increasing randomness in the search

can perform just as well as algorithms that apply more sophisticated guiding heuristics ac-

cording to the same path-quality measures used to evaluate xxl in the previous section. In

particular, it is shown that a nearly random tree search can perform virtually identically to
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(a) Percent of runs where a solution is found

(b) Median time to find a solution (secs) (c) Cartesian distance traveled by all joints

Figure 3.11 : Planner performance in the constricted scenario as the number of DoFs in-
creases. Planning time is limited to 240 seconds, and all values are taken over 25 inde-
pendent runs. Values for time and distance are omitted when the planner finds a solution
in less than 25% of all runs. Cartesian distance is measured after applying standard path-
simplification techniques.
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(a) Solve percentage

(b) Median solve time (secs) (c) Cartesian distance traveled

Figure 3.12 : Planner performance in the corridor scenario as the number of DoFs in-
creases. Computation time is limited to 120 seconds, and all values are taken over 25
independent runs. Values for time and distance are omitted when the planner finds a solu-
tion in less than 25% of all runs. Cartesian distance is measured after applying standard
path-simplification techniques.
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the well known rrt algorithm, and that removing the workspace decomposition from xxl

yields a (nearly) random graph that can also perform well in particular planning scenarios

for planar manipulators and the R2 platform.

The distance between two robot configurations is arguably the most popular heuristic

used in sampling-based algorithms. The prm [30] attempts connections between a sampled

configuration and the k-nearest existing configurations. The rrt and bi-directional rrt-

connect algorithms [41] attempt a connection between a newly sampled configuration and

the nearest configuration in the search tree. Defining a meaningful distance metric and

quickly computing the neighborhood of a configuration is notoriously difficult, however, as

the dimensionality of the search space becomes large [87–89].

Another kind of sampling-based methods are those built upon the theory of expansive

spaces that select a configuration for expansion with probability inversely proportional to

the density of existing configurations in the local neighborhood [32]. Once a configuration

is selected, a new configuration is sampled in the neighborhood of the selected configu-

ration and a connection is attempted. Naı̈ve density computations involve counting the

number of configurations within a prescribed radius, but strong reliance on a distance mea-

sure suffers from the same issues discussed earlier. More sophisticated density estimates

utilize a projection that maps an element of the configuration space to a lower dimensional

Euclidean space where distance is well defined. sbl [42] and kpiece [33], for example, esti-

mate density by counting the number of configurations that project to the same cell in a low

dimensional Euclidean grid. Care must be taken when defining the projection, however, so

that the density estimate inferred is meaningful in the configuration space. For example,

the default projection functions defined in the MoveIt! software for robot planning and

execution [17] are tuned for serial manipulators, but empirically the same defaults do not

have the same efficacy when planning for high-DoF humanoid systems.
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3.6.1 Nearest-neighbor heuristic

The rrt algorithm pioneered the nearest-neighbor heuristic for sampling-based motion

planning. In this seminal work, it is shown that selecting the nearest neighbor to a ran-

domly sampled configuration for expansion naturally pushes the search into unexplored

regions of the configuration space, the so-called Voronoi bias [41]. This work also anecdo-

tally illustrates that for a simple 2D point system, a naı̈ve tree search where a configuration

is instead randomly chosen for expansion yields poor exploration the robot’s configuration

space. Pseudocode for the rrt is given in Algorithm 2.

Algorithm 2: rrt
1 (V, E)← ({qs}, ∅)
2 while KeepPlanning() do
3 qrand ← SampleValid()
4 qnear ← Nearest(qrand,V)
5 d ← Distance(qnear, qrand)
6 if d > ρ then
7 qrand ← Interpolate(qnear, qrand,

ρ

d )
8 if MotionValid(qnear, qrand) then
9 V ← V ∪ {qrand}

10 E ← E ∪ {(qnear, qrand)}
11 return (V, E)

Limiting the maximum length of an edge, denoted by the parameter ρ in Algorithm

2, generalizes the notion of simulating the system under a particular control input for a

discrete time interval during the search [41]. Note that this parameter does not appear ex-

plicitly in [41] and must be inferred from the supporting text. Capping the maximum length

of any one motion during the search has practical implications for many other sampling-

based algorithms as well since the likelihood of the motion between two configurations

being valid inversely correlates with the distance between them [30]. Moreover, the time
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required to validate a motion is proportional to the length of the motion when using tradi-

tional local connector schemes. Although a discussion of maximum length does not appear

explicitly in many works describing motion planning algorithms, this property is ubiquitous

among single-query planners implemented in the Open Motion Planning Library [16].

Given the well known difficulties of defining a useful metric [87–89] and fast nearest-

neighbor searching [90] in high-dimensional spaces, the range-limited random tree (rlrt)

is proposed to evaluate the nearest-neighbor heuristic in the manipulator planning domain.

Pseudocode for rlrt is given in Algorithm 3. The only difference between rlrt and rrt

is line 4: the configuration selected for expansion in the rlrt is chosen uniformly at ran-

dom. A bidirectional version of rlrt can be formed by alternating the construction of two

trees, rooted at the start and the goal. Joining the two trees is performed by attempting

connections from the newly added configuration in one tree to O(log N) randomly selected

configurations in the other tree. Note that rlrt and birlrt still utilize a distance metric to

limit the length of any given edge, but these algorithms significantly reduce their reliance

on the metric since the nearest configuration in the tree to one that is randomly sampled

does not have to be evaluated during every iteration.

Algorithm 3: rlrt: Range-Limited Random Tree
1 (V, E)← ({qs}, ∅)
2 while KeepPlanning() do
3 qrand ← SampleValid()
4 qexp ← Random(V) // The lone difference
5 d ← Distance(qexp, qrand)
6 if d > ρ then
7 qrand ← Interpolate(qexp, qrand,

ρ

d )
8 if MotionValid(qexp, qrand) then
9 V ← V ∪ {qrand}

10 E ← E ∪ {(qexp, qrand)}
11 return (V, E)
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3.6.2 Density heuristic

Another popular heuristic to select a configuration for expansion is built upon the theory of

planning in expansive spaces [32]. The key idea is to bias the search into unexplored areas

of the space by selecting an existing configuration for expansion with probability inversely

proportional to the density of existing nodes in the local neighborhood. As noted earlier

in the related work, computing density in the configuration space suffers from many of the

same pitfalls discussed earlier when utilizing nearest neighbors during the search. Instead,

algorithms such as sbl [42], kpiece [33], and xxl combat the issue of metric generation by

estimating the density near a particular configuration by projecting configurations into a

low dimensional Euclidean grid where distances are well defined; density is estimated by

counting the number of configurations within a cell. Care must be taken when defining the

projection, however, so that the density estimate inferred is meaningful in the configura-

tion space. For example, the default projection functions defined in the MoveIt! software

for robot planning and execution [17] are tuned for serial manipulators, but empirically

the same defaults do not have the same efficacy when planning for high-DoF humanoid

systems.

Creating a grid with one cell effectively negates the density heuristic since all con-

figurations project into the same cell. A version of xxl where there is just one cell in

the workspace decomposition, referred to as xxl1, is used to evaluate the efficacy of the

workspace projection in guiding the search. In xxl1, the workspace lead is no longer

informative since there is only one region in the decomposition. Moreover, the workspace-

guided sampling procedure effectively becomes random since there are no specific workspace

regions to restrict points on the robot to. As a result, xxl1 is similar to a prm but with two

key distinctions: any pair of nodes may be connected so long as a valid path exists be-

tween the nodes in the configuration space, and sampling is, generally speaking, no longer
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uniform over the configuration space due to the use of the workspace-guided sampler.

3.6.3 Observations

In certain instances of planning for high-DoF manipulators, it has been observed that the

rlrt is statistically identical to the canonical rrt in one or more metrics, and in some

instances rlrt outperforms rrt. Surprisingly, this observation also carries over to the bidi-

rectional birlrt algorithm relative to rrt-connect, and xxl1 relative to xxl. The distance

metric evaluated is the L1 norm defined by the sum of absolute joint angle differences be-

tween two robot configurations.

Examples of these observations for the case of 14-DoF and 21-DoF planning for R2 are

presented in Table 3.5. The table shows that in the second step of the 14-DoF example from

the previous section that the performance of rlrt and rrt is virtually identical in all metrics

evaluated. A similar case can be made for xxl1 and xxl for the same step. In the 14-DoF

second step, rrt-connect slightly edges out the birlrt in the various metrics. In the 21-

DoF second step, rlrt clearly outperforms rrt in several metrics, and birlrt is statistically

indistinguishable from rrt-connect. xxl1 and xxl are very close in several metrics for the

21-DoF step, but in this instance xxl is the clear favorite in terms of computation time and

the solve rate.

Similar observations regarding the efficacy of the randomized methods have been made

in the 2D planar chain scenarios. Figure 3.13 shows the solve rate, median time to solution,

and total Cartesian distance traveled by each joint in the planar chain for the corridor envi-

ronment (Figure 3.10b). From the plots, it is clear that xxl1 and xxl perform similarly in

terms of solve rate and time to solution. One surprising observation is that the rlrt clearly

outperforms rrt both in the percentage of runs solved and the time to find a solution in the

corridor environment. The fact that birlrt has a slight edge over rrt-connect both in solve
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rate and computation time is another interesting development. Only when the quality of the

solution is assessed in this 2D scenario do the more informed methods show an advantage

over their more random counterparts.

It must be stated that the observations described above are not necessarily indicative of

any larger trends. The results presented in this section are not meant to be a comprehensive

evaluation of the guiding heuristics employed by sampling-based planners. rlrt, birlrt,

and xxl1 do not perform strictly better or worse than their counterparts that make heavier

use of the nearest neighbor or density heuristics in the high-DoF manipulator planning

scenarios attempted. In the 2D constricted environment, for example, rrt and rrt-connect

outperform rlrt and birlrt in terms of computation time, solve rate, and the Cartesian

distance of each solution, as shown in Figure 3.14. In the same scenario, xxl1 has the

advantage in solve time, but xxl has a better solve rate as the dimension of the problem

increases.

This discussion serves as a cautionary tale when using guiding heuristics in sampling-

based motion planners, particularly as the dimensionality of the system being planned for

increases. If the guiding heuristic is truly reflective of the underlying problem, significant

gains may be achieved, but a poorly conceived heuristic may in fact hinder the computation

relative to a nearly random search. These observations do shed some light on the complex

decisions made by xxl, showing that in cases where the density estimates inferred through

a projection are uninformative (via xxl1), xxl remains competitive with existing works in

terms of both computation time and solution quality in a variety of instances.

3.7 Summary

This chapter presented a new probabilistically complete sampling-based algorithm, xxl,

specially designed to plan the motions of high-DoF manipulator platforms to bring these
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Table 3.5 : The median and interquartile range of a variety of metrics for the second step
of R2 inside the Destiny module, shown in Figures 3.8 and 3.9, respectively. One step
plans for just the 14-DoF legs and the other plans for the 21-DoF legs and right arm. All
values are taken over fifty independent runs after applying standard path simplification
procedures. A 30 second timeout is enforced for the 14-DoF case, and 60 seconds is allotted
for the 21-DoF step. Declination: maximum angular deviation of the torso from vertical
(degrees). DT: total Cartesian distance traveled through the workspace (centimeters) by a
point mapped on the link noted. Time is measured in seconds. The best performances for
each pair of planning algorithms are marked in bold in each row. Steps where a planner
was unsuccessful in finding a path in at least 50% of instances are grayed out.

14
-D

oF
St

ep
2

rlrt rrt birlrt rrt-connect xxl1 xxl

Declination 92 (39) 103 (51) 112 (26) 100 (60) 25 (20) 34 (19)
DT (head) 425 (180) 487 (220) 607 (370) 418 (280) 299 (230) 344 (240)
DT (waist) 253 (41) 273 (79) 288 (160) 221 (130) 227 (150) 251 (160)
DT (r-foot) 488 (230) 464 (150) 666 (380) 547 (330) 432 (170) 484 (200)

Time 5 (6.5) 5 (6.5) 4 (5.9) 2 (1.7) 4 (3.5) 15 (9.0)
% Solved 100 100 98 100 100 86

21
-D

oF
St

ep
2

Declination 95 (26) 113 (24) 108 (33) 106 (27) 34 (11) 42 (23)
DT (head) 560 (240) 901 (230) 630 (460) 714 (280) 268 (42) 239 (180)
DT (waist) 286 (69) 473 (110) 387 (180) 375 (140) 196 (13) 185 (110)

DT (r-hand) 604 (260) 850 (250) 676 (380) 772 (350) 243 (31) 275 (180)
DT (r-foot) 726 (370) 852 (300) 722 (320) 792 (380) 272 (46) 346 (160)

Time 12 (16) 33 (28) 4 (3.5) 6 (4.7) 13 (23) 8 (7.5)
% Solved 48 38 100 100 34 100
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(a) Solve percentage

(b) Median solve time (secs) (c) Cartesian distance traveled

Figure 3.13 : Planner performance in the corridor scenario as the number of DoFs in-
creases. Computation time is limited to 120 seconds, and all values are taken over 25
independent runs. Values for time and distance are omitted when the planner finds a solu-
tion in less than 25% of all runs. Cartesian distance is measured after applying standard
path-simplification techniques.
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(a) Solve percentage

(b) Median solve time (secs) (c) Cartesian distance traveled

Figure 3.14 : Planner performance in the constricted scenario as the number of DoFs in-
creases. Computation time is limited to 240 seconds, and all values are taken over 25
independent runs. Values for time and distance are omitted when the planner finds a solu-
tion in less than 25% of all runs. Cartesian distance is measured after applying standard
path-simplification techniques.
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systems to a pre-grasp pose. By utilizing the pdg to guide the motion of points of interest on

the robot in conjunction with a novel workspace-guided sampling and connection strategy,

xxl scales to realistic manipulator platforms with dozens of joints and obtains high-quality

solutions relative to existing work in sampling-based motion planning. Simulated planning

scenarios demonstrate that xxl exhibits competitive solution times and solve rates relative

to many other sampling-based algorithms while often returning solution paths of much

higher quality, even when compared to cost-aware and asymptotically optimal methods.

An extended discussion of the guiding heuristics used not only in xxl but also in many

other sampling-based planning algorithms shows that care must be taken particularly in

high-dimensional planning problems to ensure that the heuristic employed to help solve a

particular problem actually aids in finding a solution. When the density heuristic used by

xxl to guide the search is not informative, xxl still remains competitive in difficult instances

of high-DoF manipulator planning.

There are a number of potential future directions for xxl. The extension described

in Section 3.4 to augment xxl to optimize a solution path over time can be performed in

a number of different ways. Aside from changing the connection strategy to derive any

asymptotically optimal algorithm, as described in Section 3.4, xxl can also be incorporated

into a planner portfolio used to solve a planning problem when the difficulty is unknown.

Portfolio frameworks may also be used in an anytime fashion where solution paths from one

or more different planners are combined (hybridized) to form a new and improved solution

path [44]. Empirical results show that this kind of framework can converge much faster to a

high-quality solution path for high-dimensional systems when compared to asymptotically-

optimal methods [46]. Injecting the randomness from rlrt and related methods that reduce

dependence on guiding heuristics may also be interesting to evaluate in the context of a

hybridizing framework for diversity of solution paths.
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When the robot has a closed kinematic chain, either when the robot contains two links

whose parent is the other or as a result of a task like dual-arm manipulation, the pdg is no

longer a directed, acyclic graph (dag) and a topological ordering of the pdg does not exist.

It is possible to relax the dag requirement of the pdg to allow circular dependencies by

collapsing the points in the pdg involved in a circular dependency into one super-node. The

closure constraints of the super-node can then be resolved by xxl during sampling using

standard techniques [5].

Incorporating task-level constraints into the planner is another possible extension for

xxl. Such constraints impose restrictions on the valid configurations robot to generate

paths with particular characteristics such as ensuring contact with a surface [28] or main-

taining the orientation of an object that is grasped by the manipulator [12]. Augmenting

xxl to generate paths with such properties, particularly those that reason over dynamical

effects, can be performed using techniques from prior works. Care must be taken, however,

to ensure the workspace-guided sampling and connection strategies respect the additional

constraints imposed on the system.
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Chapter 4

Bounded-parameter Markov Decision Process Abstraction

The objective in traditional robotic motion planning is to compute a path/trajectory that

moves the robot between two valid poses while respecting all physical constraints [3–5]. In

practice, however, robots suffer from unexpected events like noisy actuation of a wheeled

base when navigating uneven terrain, imperfect observations due to unfavorable sensing

conditions, or an incorrect map if objects have moved around a room. These kinds of

disturbances force the robot to deviate from its current course into a state from which there

may be no clear path to the goal. Replanning is one option to address these detours, but

this can be computationally prohibitive if the deviations are frequent or constant. A more

robust strategy to combat motion planning under uncertainty is to model the problem as a

stochastic decision process where the solution is not a single trajectory, but rather a control

policy over all possible states of the system to maximize a global objective function [5,91].

Classical techniques for reasoning about uncertainty often model the underlying pro-

cess as a Markov decision process (mdp) [92]. Since the underlying state and input spaces

in a motion planning context are usually continuous, optimally solving the mdp requires

solving the Hamilton-Jacobi-Bellman PDE, which does not have a general closed-form so-

lution [20]. Discretizing the underlying continuous-time, continuous-space planning prob-

lem into a Markov decision process (mdp) is a common approach for computing a policy

which approximates the optimal solution of a motion planning problem [93–98].

For systems with linear dynamics, methods exist that synthesize closed-loop feedback

control policies around randomly sampled states. Typical approaches construct a tree [99]
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or a graph [100, 101] of stabilizing controllers for single or multiple queries, respectively.

These methods are highly robust to disturbances and provide strong guarantees. However,

such approaches are only locally optimal and do not generalize well to systems whose

dynamics are poorly approximated by linearization.

Sampling-based approaches for planning under uncertainty include the stochastic mo-

tion roadmap (smr) [95], where a set of discrete actions is employed along with sampling

of the continuous state space to construct a directed roadmap. An mdp is formed over the

roadmap where the transition probabilities are empirically computed by sampling a number

of possible destinations for each state-action pair and finding the closest existing represen-

tative. smr computes a policy which optimizes a reward function defined over the discrete

state and action spaces. However, no guarantees are made regarding optimization of a con-

tinuous reward function. A more recent work, the incremental Markov decision process

(imdp) [97, 98], approximates the optimal policy for a continuous-time continuous-space

stochastic system through sampling of both the state and control spaces. A discrete model

of the underlying problem is continually refined by adding new states and controls obtained

through sampling. The model is locally optimized using asynchronous value iterations and

asymptotically converges to the optimal control policy. Unfortunately, obtaining a high-

quality policy often requires a fine level of discretization and sampling in these methods,

particularly if the dynamics of the underlying system are complex.

In this chapter, a higher-level of abstraction for continuous-time, continuous-space

stochastic systems is proposed for motion planning under uncertainty. By reasoning over

discrete regions of the underlying state space, significant computational gains can be achieved

by selecting a locally optimal policy for each region, concatenating the local policy selec-

tions for each region together to form a globally optimal policy. The remainder of this

chapter formally defines the planning problem to be solved, and the bounded-parameter



71

Markov decision process (bmdp) abstraction employed to achieve tractable computation

times.

4.1 Problem Formulation

Consider a robotic system with noisy actuation whose dynamics are described by the fol-

lowing stochastic differential equation [22–24, 97, 98, 102]:

dx = f (x(t), u(t))dt + F(x(t), u(t))dw, (4.1)

x ∈ X ⊂ Rnx , u ∈ U ⊂ Rnu ,

where X and U are compact sets representing the state and control spaces, and w(·) is an

nw-dimensional Wiener process (i.e., Brownian motion). Functions f : X × U → Rnx and

F : X × U → Rnx×nw are bounded and Lipschitz continuous, where f (·, ·) describes the

robot’s nominal dynamics and F(·, ·) captures the influence of noise on the dynamics. The

pair (u(·),w(·)) is assumed to satisfy the Markov property. The stochastic process is fully

observable and stops once the interior of X is left.

The robot represented by system (4.1) evolves in workspaceW that consists of regions

of interest such as obstacles and goal regions. Let R ⊆ W denote the set of all the regions

of interest, i.e., R = {r1, . . . , rnr}where ri is a region of interest. The objective in this chapter

is to develop a theoretical and computational framework which allows for planning for the

stochastic system as specified in (4.1). It is assumed that the objective for the system is to

maximize a cumulative reward function of the form

J = E
[ ∫ tif

ti0

γ(t−ti0)g(x(t), u(t))dt + γtif h(x(ti
f ))

]
, (4.2)
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where g : X × U → R and h : X → R are bounded measurable and continuous functions

called the reward rate function and terminal reward function, respectively, and γ ∈ [0, 1)

is the discount rate. The function g returns the reward received by taking action u(t) at

state x(t). The function h returns the reward for reaching a terminal state x(ti
f ). Given these

assumptions, a formal statement of the planning problem follows:

Given a stochastic system whose equations of motion are given in the form

(4.1), compute a control strategy for the system that maximizes a given reward

function J (4.2).

4.2 BMDP Abstraction

To achieve computational tractability when planning for uncertain robots, the proposed

framework abstracts the evolution of the stochastic system to motions between discrete

regions of the state space. Since the system is stochastic, navigation of the system between

any pair of adjacent regions is presumed to be imperfect. Furthermore, the probability of

transitioning to an adjacent region depends on the initial state within the current region,

which is not known a priori. Therefore, a range of transition probabilities is required

to fully represent the likelihood of the system successfully moving between two regions,

corresponding to the minimum and maximum over all initial conditions. The discretization,

coupled with the transition probability ranges naturally lends itself to an uncertain Markov

decision process. This particular construction of the region level abstraction, however,

forms a special kind of uncertain mdp, known as a bounded-parameter mdp (bmdp) [21].

A bmdp is able to capture the uncertainty over the transition probabilities with a range of

values, and can be solved optimally in polynomial time. In the remainder of this section,

a formal definition of the control policy, mdp, and bmdp is given, followed by a detailed
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description of the bmdp abstraction used for motion planning under actuator uncertainty.

4.2.1 Markov Decision Processes

An mdp [92] provides a modeling framework for decision making in the presence of uncer-

tainty where a choice of action must be taken at every state. A formal definition of an mdp

follows:

Definition 4.1 (mdp). An mdp is a tupleM = (Q, A, P,R), where:

• Q is a (finite) set of states;

• A is a (finite) set of actions. Let A(q) denote the set of actions available at state

q ∈ Q;

• P : Q × A × Q → [0, 1] is a transition probability function, where P(q, a, q′) gives

the transition probability from state q ∈ Q to state q′ ∈ Q under action a ∈ A(q) and∑
q′∈Q P(q, a, q′) = 1;

• R : Q × A → R is a reward function that maps each state-action pair (q, a), where

q ∈ Q and a ∈ A(q), to a real value R(q, a).

Let P(q, a, ·) denote the distribution function at state q ∈ Q under action a ∈ A. Then,

by definition of a probability distribution,
∑

q′∈Q P(q, a, q′) = 1.

A policy defines a choice of action at each state of an mdp and is formally defined as

follows.

Definition 4.2 (Policy). A policy maps states to actions, π : Q→ A. The set of all policies

is denoted by Π.

Under a policy π ∈ Π, mdpM becomes a Markov chain (mc) denoted byMπ. Moreover,

the probability of making a transition from q to q′ is given by Pπ(q, q′) = P(q, π(q), q′).
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Definition 4.3 (Optimal policy). An optimal policy π∗ maximizes the total expected reward

over the (possibly infinite) time horizon H the policy reasons over:

π∗ = arg max
π

E

 H∑
t=0

R(qt, at)
∣∣∣π ,

where qt and at are the state of the system and the action employed at time t.

Computing an optimal policy can be performed using dynamic programming via the

Bellman backup, known as value iteration [92]:

V(q) = max
a∈A

[R(q, a) + γ
∑
q′∈Q

P(q, a, q′)V(q′)], (4.3)

where V(q) is the total expected reward for state q. The equation above is iterated until a

fixed point is reached, at which time the action a that maximizes V(q) is the optimal action

for state q. 0 < γ ≤ 1 is the discount rate. A fixed point for general reward functions R does

not exist for value iteration when reasoning over an infinite horizon (γ = 1) [92]. Setting

γ < 1 establishes a finite horizon over which action rewards in the future are discounted

relative to rewards the system receives in shorter times. Careful analysis establishes a

polynomial-time bound on value iteration when γ < 1 [103].

In practice, the robot never achieves the exact states in a discrete policy. For a suf-

ficiently dense policy π, a Voronoi tesselation is employed where the robot executes the

action corresponding to the state nearest its current position in the policy.

4.2.2 Bounded-Parameter Markov Decision Process

A bmdp [21] is an mdp where the exact probability of a state transition and reward is un-

known. Instead, these values lie within a range of real numbers. A formal definition of a
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bmdp follows.

Definition 4.4 (bmdp). A bmdp is a tuple B = (Q, A, P̌, P̂, Ř, R̂) where:

• Q is a finite set of states;

• A is a set of actions, and A(q) denotes the set of actions available at state q ∈ Q;

• P̌ : Q × A × Q → [0, 1] is a pseudo transition probability function, where P̌(q, a, q′)

gives the lower bound of the transition probability from state q to the state q′ under

action a ∈ A(q);

• P̂ : Q × A × Q → [0, 1] is a pseudo transition probability function, where P̂(q, a, q′)

gives the upper bound of the transition probability from state q to the state q′ under

action a ∈ A(q);

• Ř : Q × A → R is a reward function, where Ř(q, a) gives the minimum reward of

choosing action a ∈ A(q) at state q ∈ Q;

• R̂ : Q × A → R is a reward function, where R̂(q, a) gives the maximum reward of

choosing action a ∈ A(q) at state q ∈ Q.

For all q, q′ ∈ Q and any a ∈ A(q), P̌(q, a, ·) and P̂(q, a, ·) are pseudo distribution

functions such that 0 ≤ P̌(q, a, q′) ≤ P̂(q, a, q′) ≤ 1 and

0 ≤
∑
q′∈Q

P̌(q, a, q′) ≤ 1 ≤
∑
q′∈Q

P̂(q, a, q′).

Furthermore, a bmdp B defines a set of uncountably many mdpsMi = (Q, A, Pi,Ri) where

P̌(q, a, q′) ≤ Pi(q, a, q′) ≤ P̂(q, a, q′),

Ř(q, a, q′) ≤ Ri(q, a, q′) ≤ R̂(q, a, q′),
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for all q, q′ ∈ Q and a ∈ A(q).

4.2.3 BMDP Abstraction for Motion Planning

To form a computationally tractable model for motion planning under actuator uncertainty,

the motion of the system is abstracted to transitions between discrete regions of the state

space. The set of regions composes the states of the bmdp abstraction, and a set of locally

optimal policies defined over each region to transition the system to each adjacent region

are the actions in the bmdp model. The remainder of this section describes the construction

of the bmdp abstraction for motion planning.

Discretization

A discretization of the state space is used to denote the boundaries of the local policies. The

choice of discretization is dependent on the problem to be solved, the dynamics of the sys-

tem, and the optimization objective. The difficulty of discretizing a high-dimensional space

for motion planning purposes is well known [104]. A coarse discretization requires com-

putation of relatively few control policies, but the range of transition probabilities within a

large region is likely to be large as well. Conversely, a fine discretization is likely to have

a small range of transition probabilities at the expense of computing many local control

policies. Moreover, the number of discrete regions affects the runtime of the online stage.

Later, in the evaluation of this framework, the discretization is computed using a Delau-

nay triangulation [105] of workspaceW that respects obstacle boundaries. Note thatW

is the projection of X onto RnW where nW is the dimension ofW. Hence, partitioningW

induces a discretization in X. A property of Delaunay triangulations is that the circumcircle

for each triangle does not enclose any other vertex. In other words, this triangulation max-

imizes the minimum angle of all triangles, avoiding skinny triangles. Using triangles also
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reduces the number of policies to three per region, one to transition to each neighboring

triangle.

Let D = {d1, . . . , dnD} denote the set of polytopic, non-overlapping regions of X (trian-

gles), where nD is the total number of regions. By definition, di ∩ d j = ∅ for all di, d j ∈ D.

Furthermore, the decomposition is performed with respect to the regions of interest in

R ⊆ W. That is, each region of interest r ∈ R is decomposed into a set of regions Dr ⊆ D

such that for r, r′ ∈ R where r , r′, Dr ∩ Dr′ = ∅.

Local Policy Generation

Locally optimal control policies defined over each discrete region in D are computed to

navigate the system to each of the neighboring discrete regions; the number of local poli-

cies in each region is equal to the number of its neighbors (Figure 4.1a). Many different

methods are possible to generate the local policies (e.g., []). This framework advocates the

general imdp algorithm [97, 98], but specialized methods tailored for specific systems are

also applicable.

Formally, a local policy πi
d is a Markov chain for transitioning between discrete region

d and d’s neighbor along face i. Let Xd denote the set of sampled states in region d and

zk denote the discrete mdp process that approximates continuous system (4.1) in region d.

Policy πi
d is calculated by maximizing the discrete reward function corresponding to the

(discounted) probability of success:

Ji
imdp(xd, π

i
d(xd)) = E[γtkN hi

imdp(zkN )|z0 = xd], (4.4)

where hi
imdp(·) is the terminal reward function, γ is the discount rate, tk is the total time up to

step k, kN is the expected first exit time of zk from the discrete region, and zkN is a terminal
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state (i.e., a sampled state in one of the neighboring regions) in the approximating mdp.

The method of sampling the terminal states and the assignment of their reward values are

explained below.

Each region considers a fixed area around the discrete geometry as terminal, shown in

Figure 4.1b. States from this fixed area can then be sampled uniformly as terminal states in

the mdp. Terminal states that lie in the desired destination region of the policy (i.e., neighbor

that shares face i) yield a high terminal reward. Terminal states that are not in the desired

destination region are treated as obstacle states (zero reward) to encourage a policy which

avoids all regions other than the destination (Figure 4.1c).

The use of the terminal region around the discrete geometry has the added benefit of

ensuring a well-connected final policy. If, instead, the terminal states for the policy were

those that lie exactly on the border of two regions, the control policy would exhibit very

short control durations for states near the border since the boundary condition must be

met exactly; states outside of the terminal region are considered obstacles. These small

durations can lead to oscillations or deadlocks at the boundary. By allowing incursions into

the next region, continuity between disjoint policies is ensured since relatively long control

durations are valid for all states in the region.

Transition Probability Ranges

When the discrete regions and local policies are assembled into the bmdp abstraction, the

probability of transitioning between two adjacent regions given a specific local policy must

be computed. Since the exact state of the system within a region is not known in the

bmdp abstraction, the transition probability between two regions is uncertain. In general,

a range of transition probabilities exists. To compute the probability range, the minimum

and maximum transition probabilities over all states in the region is computed for each
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(a)

(b)

(c)

Figure 4.1 : Concepts of local policy generation. (a) A policy is computed to navigate the
system to each neighboring region. (b) Terminal states in the imdp algorithm bleed into the
surrounding area. (c) Terminal states within the desired destination receive a high reward,
and all others receive negative reward to promote motions to the desired region.
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local policy. Evaluating the probability for each state in a region to end up at each terminal

state can be computed using an absorbing Markov chain analysis [106].

Let nt be the number of transient states (states within a region) and nr be the number

of terminal states (states outside of a region) in the (discrete) Markov chain induced from

a particular local policy. Given the nt × nt matrix L of the one-step transition probabilities

between all transient states, the probability of reaching a transient state from any other

transient state in any number of discrete steps is given by the fundamental matrix B =∑∞
k=1 Lk = (I − L)−1, where I is the identity matrix. Let C be the nt × nr matrix of one-step

transition probabilities between the transient and terminal states. Then the probability of

any transient state reaching each terminal state is given by E = BC, where the probability

of transient state i being absorbed by terminal state j is the entry (i, j) in E.

Although exact analysis requires the computation of matrix inverse, the size of the

matrix B is directly proportional to the number of transient states in the Markov chain.

Thus, for reasonably small chains, the cost of exact analysis is negligible in comparison to

the cost of computing the policy, which involves integration of differential equations.

Given the absorbing state analysis, the transition probability ranges for the bmdp ab-

straction are obtained as follows. Let pr(xd, π
i
d, d

′) denote the transition probability of the

system in a transient state xd in region d reaching any state in the neighboring region d′

under local policy πi
d. The upper- and lower-bound transition probabilities in the bmdp for

transitioning between regions d and d′ under policy πi
d are

P̌(q, ai
q, q

′) = min
xd∈Xd

pr(xd, π
i
d, d

′),

P̂(q, ai
q, q

′) = max
xd∈Xd

pr(xd, π
i
d, d

′),

where Xd is the set of states sampled by imdp within region d to find local policy πi
d, and d
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and d′ are the associated discrete regions to the bmdp states q and q′, respectively.

Note that for P̌ and P̂ to be correct in the context of a bmdp, for each action their sum

must be ≤ 1 and ≥ 1 respectively. The following lemma proves this statement.

Lemma 4.4.1. For policy πi
d, the following properties hold.

∑
d′∈D

min
xd∈Xd

pr(xd, π
i
d, d

′) ≤ 1,∑
d′∈D

max
xd∈Xd

pr(xd, π
i
d, d

′) ≥ 1.

Proof. These properties can be proven with a simple illustration. Begin with any state xi ∈

Xd in region d ∈ D with neighboring regions D′ ⊆ D. By definition,
∑

d′∈D′ pr(xi, π
i
d, d

′) = 1.

Then compare with x j , xi ∈ Xd. If there is a d′ ∈ D′ such that pr(x j, π
i
d, d

′) < pr(xi, π
i
d, d

′),

then the sum over the minimum probabilities to reach all d′ ∈ D′ must be less than one,

since pr(x j, π
i
d, d

′) < pr(xi, π
i
d, d

′). As every other state in Xd is checked, the minimum

probabilities to reach all d′ ∈ D′ can only decrease. Since the maximum sum over the

minimum probabilities is at most one, then
∑

d′∈D minxd∈Xd pr(xd, π
i
d, d

′) ≤ 1. An analogous

illustration shows that the sum over the maximum transition probabilities must be ≥ 1. �

BMDP Reward Ranges

Similar to the transition probabilities, the expected reward the system accumulates while

executing a local policy within a region depends on the exact state of the system, which

is not known to the bmdp abstraction. To compute the reward a system can expect when

executing a particular action in the bmdp abstraction requires more analysis of the under-

lying control policy. Recall that the task has an associated reward function J as shown in

(4.2). The discrete reward interval for each bmdp state-action pair can be computed from the

continuous-time function J. Intuitively, the reward ranges are the minimum and maximum
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Figure 4.2 : A sample evolution of the nominal trajectory through discretized space. (a)
The trajectory across discrete regions (shaded) through sampled states of the approximating
mdp. (b) The associated evolution timeline of (a).

total expected reward the system accumulates over all initial conditions. The following

theorem confirms the intuition.

Theorem 4.4.1. Given stochastic system (4.1), continuous reward rate function g(x, u),

approximating mdp process zk in region q and local policy π, the bmdp reward functions

are:

Ř(q, π) = min
xq∈Xq
E
[ ∆kq−1∑

i=0

γtig(zi, πzi)∆t(zi, πzi)
∣∣∣∣z0 = xq

]
,

R̂(q, π) = max
xq∈Xq
E
[ ∆kq−1∑

i=0

γtig(zi, πzi)∆t(zi, πzi)
∣∣∣∣z0 = xq

]
,

where ∆kq is the expected first exit time step of zk from Xq and tk is the total time up to step

k.



83

Proof. Assume imdp process zk over the state space of X. Recall that the discrete imdp

reward function associated with the continuous reward function (4.2) is as follows [102]:

J(x, u) = E
[ kN−1∑

k=0

γtkg(zk, uk)∆t(zk, uk) + γtkN h(zkN )
∣∣∣∣ z0 = x

]
, (4.5)

where tk is the total time up to step k, ∆t(zk, uk) is the holding time of control uk at state

zk, and kN is the expected first exit time step of process zk from the interior of X. Given

discretization Q, the process zk takes place in a discrete region at any given time. Let

ZK ∈ Q represent the K-th discrete region that zk enters and evolves in for the duration of

[kK , kK+1 − 1], i.e., kK+1 is the first time step that zk exits region ZK (see Figure 4.2). Hence,

the above reward function becomes:

J(x, u) = E
[ N−1∑

K=0

kK+1−1∑
i=kK

γtig(zi, ui)∆t(zi, ui) + γtkN h(zkN )
∣∣∣∣ z0 = x

]
= E

[ N−1∑
K=0

γtkK

kK+1−kK−1∑
i=0

γtig(zi+kK , ui+kK )∆t(zi+kK , ui+kK ) + γtkN h(zkN )
∣∣∣∣ z0 = x

]

Recall that the choice of control uk at state zk ∈ ZK is determined by policy πZK picked for

region ZK (i.e., uk = πZK (zk) for zk ∈ ZK). Let

R(ZK , πZK |zkK ) = E
[ ∆kK−1∑

i=0

γtig(zi, πZK (zi)) ∆t(zi, πZK (zi))
∣∣∣∣ z0 = zkK

]
,

where ∆kK = kK+1 − kK . Hence,

J(x, u) = E
[ N−1∑

K=0

γtkK R(ZK , πZK |z0 = zkK ) + γtkN h(zkN )
∣∣∣∣ zk0 = x

]
(4.6)

The above expression of J(x, u) assumes that the initial state at each region ZK is known

(i.e., zkK is known for every K). However, knowledge of the initial states is not assumed
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in the bmdp abstraction, implying the exact value of R(·, ·|·) cannot be obtained directly.

Nevertheless, all of its possible values are captured by the range [Ř(ZK , πZK ), R̂(ZK , πZK )],

where

Ř(ZK , πZK ) = min
z0∈ZK

R(ZK , πZK |z0),

R̂(ZK , πZK ) = max
z0∈ZK

R(ZK , πZK |z0).

Therefore, the lower- and upper-bounds of the reward for the bmdp state-action pair (q, π)

given in (4.5) hold. �

BMDP Optimal Policy

Unlike a traditional mdp, the optimal policy over a bmdp makes an assumption on the un-

derlying continuous-time mdp. The bmdp defines a (potentially infinite) set of mdps whose

transition probabilities and rewards lie within the ranges specified in the bmdp. Therefore,

a range of total expected values [V̌(q), V̂(q)] emerges for each state q ∈ Q. Although

the true underlying mdp is not known, the literature addresses this spectrum of optimality

by proposing a pessimistically and an optimistically optimal policy [21]. The pessimistic

policy takes a game theoretic view of the world and assumes the worst possible transition

probabilities for the neighboring states with maximum expected reward. Analogously, the

optimistic policy assumes that neighboring states with the highest expected reward receive

the most probability mass. Note that a spectrum of optimality between the pessimistic and

optimistic policies exists.

Solving for an optimal policy can be performed using interval value iteration (ivi) [21].

ivi first selects a valid mdpmodel from the bmdp that aligns with the optimality criteria (e.g.,

pessimistic, optimistic) given the current expected value estimate V for each state. Next, ivi
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updates the total expected values for each state using the Bellman backup procedure (4.3).

Selecting the mdp model can be done in O(n log n) time for a pessimistic or optimistic

policy, implying that ivi converges to the optimal policy in polynomial time.

4.3 Evaluation

To evaluate the quality of the global policy computed by the bmdp framework, experiments

are performed in two different environments. There are 684 triangles in the maze envi-

ronment (Figure 4.3a) with one goal region (marked yellow). The office environment

(Figure 4.4a) has 938 triangles and the robot is tasked with reaching seven goal regions

in sequential order; one policy is computed for each goal region. No triangle in the de-

composition occupies more than 0.1% of the workspace area, and both environments are

20x20 units in size. All computations are performed on a 2.4 GHz Intel Xeon cpu, and the

implementation uses the Open Motion Planning Library [16].

The system (4.1) evaluated has stochastic single integrator dynamics f (x, u) = u and

F(x, u) = 0.1I, where I is the identity matrix (as in [22, 23, 97, 98]). The system receives

a terminal reward of 1.0 for reaching the goal region and a terminal reward of 0 for hitting

an obstacle. All action rewards are zero (g(., .) = 0). The local control policies generated

by imdp [97, 98] use γ = 0.95.

The performance of the bmdp framework as the sampling density of the local policies

changes is examined in the first experiment. In other words, this experiment evaluates how

the amount of time devoted offline affects the quality of the policy computed in the online

step. An analogous experiment would be to fix a sampling density and allow the triangles

to encompass a larger area. For a fixed triangulation, the number of sampled states per

unit area is increased from 100 to 1000. For each resulting Markov chain, the probability

of success for each state is computed using the analysis technique in section 4.2.3. The
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(a) Maze environment (684 triangles)
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(b) Success as sampling density increases
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(c) Probability of success for sampling density = 1000

Figure 4.3 : The maze environment, probability of success for increasing sampling densi-
ties, and a breakdown of probability of success for the largest sampling density. Values are
taken over 25 policies computed to reach the goal region.
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(b) Success as sampling density increases
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(c) Probability of success for sampling density = 1000

Figure 4.4 : The office environment, probability of success for increasing sampling den-
sities, and a breakdown of probability of success for the largest sampling density. Values
taken over 25 offline runs and seven distinct goal regions, 175 policies total.
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Voronoi regions for each state are computed, and the probability of success for each state

is associated with the area defined by the corresponding Voronoi region. Figures 4.3b and

4.4b plot the distributions of workspace area with an expected probability of success of at

least 80% in the maze and office environments. As the density of the samples increases, the

quality of the policy improves and the overall probability of success increases dramatically.

This result is inline with the asymptotic optimality property of an imdp policy.

Figures 4.3c and 4.4c plot the distribution of the probability of success for density 1000.

Note that the distributions are heavily concentrated in the 95-100% range, with a median

value near 65% of the free workspace area in the maze and 75% of the free workspace area

in the office environment, indicating that the resulting policies have very high probability

of success over much of the space.

The next evaluation compares the expected probability of success obtained through

analysis of the final policy with the observed probability of success obtained by simulat-

ing the policy. The system is simulated under the optimal policy computed for each goal

region at each point within a 200x200 grid 150 times each. The theoretical probability of

success obtained with a Markov chain analysis and the simulated probability of success

are compared. Figures 4.5 and 4.6 show such a comparison in the maze and office worlds,

respectively. A visual comparison of the contours shows that the simulated results follow

very well from the theoretical results in both environments, indicating a highly accurate

theoretical model.

The final evaluation compares the proposed bmdp abstraction with imdp directly. The

imdp algorithm is run until the final policy has the same number of states per unit area as

the bmdp (1000). Table 4.1 compares the runtimes and policy quality of the two approaches.

From the table, computing a bmdp policy takes an average of 1 second or less in the maze

and office environments. imdp, on the other hand, must recompute each control policy from



89

0.00

0.15

0.30

0.45

0.60

0.75

0.90

(a) Maze: Theoretical probability of success

0.00

0.15

0.30

0.45

0.60

0.75

0.90

(b) Maze: Simulated probability of success

Figure 4.5 : An example comparison of theoretical and simulated probability of success
in the Maze environment. The goal region is drawn in yellow. Simulations are taken over
40000 points at 150 simulations each; 6,000,000 total simulations.
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Figure 4.6 : An example comparison of theoretical and simulated probability of success in
the Office environment. The goal region is drawn in yellow. Simulations are taken over
40000 points at 150 simulations each; 6,000,000 total simulations.
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Method Offline (s) Online (s) % prob > 0.8

Maze
bmdp 1743.01 0.81 92.18%
imdp n/a 5587.39 > 99%

Office
bmdp 2238.35 1.03 92.84%
imdp n/a 7470.88 > 99%

Table 4.1 : Comparison of policy computation times and probability of success. Values
averaged over 50 runs.

scratch. Obtaining policies of comparable size to the bmdp method takes several orders of

magnitude more time, about 1.5 hours in the maze and about 2 hours in the office world.

The final column of Table 4.1 gives the average percentage of the state space covered with

at least 80% probability of success. Spending hours computing the imdp policy yields

very good results, but the bmdp abstraction cedes just a few percentage points of the space

covered with at least 80% probability of success and gains several orders of magnitude

faster computation.

4.4 Summary

This work introduces a novel framework for fast reconfiguration of local control policies

for a stochastic system using a bmdp. The framework computes an optimal control policy

over the entire state space quickly by reasoning over regions of the state space rather than

each individual state of the system, allowing the system to achieve a sequence of goals

online with minimal computation. Experiments show that the bmdp framework is able to

achieve a high probability of success over a large portion of the state space. Moreover, the

offline stage is highly parallel; each local policy is independent from all others.

The ability to quickly compute a control policy to a set of arbitrary regions has some

very exciting avenues for future work. Two such extensions are detailed in the next two

chapters. First, the task specification is augmented to allow for more complex robot tasks,
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rather than a simple sequence of A to B-type policies. Second, the bmdp framework is

extended to incorporate uncertainty in the environment, as well as in the dynamics of the

system.
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Chapter 5

Fast and Optimal Task Planning for Stochastic Systems

Robots are rapidly becoming capable of performing a wide range of tasks with a high-

degree of autonomy. There is a growing desire to take full advantage of these systems

by allowing a human operator to dictate a high-level task to the robot and let the robot

itself decide the low-level details of how to accomplish the task. Consider an automated

warehouse where items are retrieved by a robot and then dropped off at a central location for

further processing. A single human dispatcher can coordinate such tasks at a high-level by

simply telling the robot which items to gather. This is in contrast to lower-level coordination

where a technically savvy or highly trained operator must tell the robot how to gather

each item. By abstracting the motion planning objective into a high-level task, the need

for a human operator to reason over low-level details (e.g., the order items are gathered)

is obviated. There are two fundamental challenges, however, that inhibit this high-level

abstraction. First, translating a high-level specification into an equivalent model fit for a

motion planning algorithm is a computationally difficult endeavor, typically an exponential-

time operation [107]. Second, physical robots suffer from uncertainties that can invalidate

a motion plan, like noisy actuation, unreliable sensing, or a changing environment, and

robustly handling uncertainty can require significant computation time [91]. Extensive

literature exists for solving these challenges in isolation, but methods that are both efficient

and effective at high-level task planning for an uncertain system remain elusive.

High-level specifications using temporal logics have been employed to improve the ex-

pressiveness of a motion planning task (e.g., [104, 108–114]). These logics allow for a
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natural encoding of both Boolean and temporal constraints, and the classic motion plan-

ning task of move from start to goal without collision can be greatly enhanced using these

operators. For instance, in the warehouse scenario described above, complex tasks such as

“Pick up items from locations A, B, and C, in any order, and drop them off at

location D” or

“Pick up items from locations A or B and then C and drop them off in D;

meanwhile, if B is ever visited, then avoid E”

are easily encoded using only temporal and Boolean operators. Given a motion planning

specification in the form of a temporal logic formula, existing frameworks (e.g., [104,108–

114]) consider a mixed discrete and continuous approach, where Boolean propositions are

mapped to discrete regions of the state space and planning is performed in the continuous

space to satisfy the specification.

When the robot is subject to action uncertainty, robust motion planners have been de-

veloped that compute a control strategy over the entire state space rather than a single

trajectory (e.g., [22, 95, 97, 98]). This strategy is often referred to as a policy. Conceptu-

ally, a policy is a lookup table that maps each state to a particular action. An optimal policy

maximizes the reward the robot can expect to receive given a stochastic motion model of its

evolution. Computing an optimal policy can take significant time, however, because every

state of the system must be reasoned over to ensure the action selected is indeed optimal.

The work in this chapter operates at the intersection of high-level task planning and

planning under action uncertainty. The proposed planning framework utilizes the bmdp

abstraction from Chapter 4 to mitigate state space explosion when planning for the contin-

uous stochastic system. Unlike previous works in temporal logic planning, however, the

proposed framework makes few assumptions on the underlying dynamics, and is applica-

ble to a broad class of stochastic systems. The objective is to compute an optimal policy
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over the bmdp abstraction to satisfy a high-level specification given in temporal logic with

maximum probability. The framework constructs the entire abstraction and control policy

from scratch, requiring only a model of the dynamics, a map of environment, and a task

specification. Although errors are introduced when discretely approximating a continuous

process, analysis shows that as the discrete regions become smaller, errors in the approxi-

mation limit to zero and the control policy that is computed converges to the true optimal.

In the remainder of this chapter, a formal description of the ltl specification language

is presented, followed by a discussion of augmenting the bmdp abstraction from Chapter 4

to support complex robot tasks. This chapter concludes with experiments for a stochastic

system gathering items in a simulated warehouse environment.

5.1 Related Work

All of the motion planning instances described so far in this thesis assume that the goal for

the robot is a set of states or configurations. Planning the motions of a robot to achieve

a complex task, rather than just reach a particular state, is the subject of a body of work

known as formal methods in robotics [104, 108–114]. The kinds of tasks that are stud-

ied typically admit a wide latitude of possible solutions. Many complex motion planning

scenarios can be naturally translated to temporal logics, in particular linear temporal logic

(ltl) [115]. Unfortunately, temporal logic planning suffers from state space explosion, and

existing methods rely on a discrete abstraction of the continuous system to gain computa-

tional tractability.

One class of methods for temporal logic planning synthesize controllers over a discrete

abstraction of the state space [108,110]. The relationship between the controllers and a dis-

cretization of the space ensures that motion between adjacent regions is realizable by the

continuous system, known as a bisimilar abstraction. Synthesis of reactive controllers have
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also been considered that allow for robust control in a dynamic environment, provided that

all environmental behaviors are also encoded in temporal logic [109, 111, 116, 117]. These

methods are correct-by-construction, and find a satisfying trajectory if one exists. Synthe-

sizing controllers that satisfy the bisimilarity constraints, however, admits only simple dy-

namical models. Recent work attempts reactive synthesis for non-linear systems [118,119],

but constructing these controllers remains computationally difficult.

Sampling-based motion planners have been augmented to satisfy a task specification

given in ltl [104, 112, 114, 120, 121]. These works are able to quickly emit a satisfying

trajectory for systems with hybrid and/or complex dynamics. Note that these methods

are not correct-by-construction. The probabilistic completeness of many sampling-based

planners, however, guarantees that if a satisfying trajectory exists, the probability of finding

a trajectory asymptotically approaches 1.

5.2 Problem Formulation

The objective in this chapter is to compute a control policy for a fully-observable robotic

system with noisy actuation that satisfies a high-level task specification given in a fragment

of ltl with maximal probability. It is assumed that the robot’s dynamics are specified in

the form described in Chapter 4.1. Formal definitions for the ltl specification language and

task satisfaction follow.

5.2.1 Syntactically Co-safe LTL

The mission of the stochastic system is specified by a syntactically co-safe ltl formula φ

[104,107]. The syntax and semantics of such a specification is given here for completeness.
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Syntax: A syntactically co-safe ltl formula φ is defined inductively over a set Π =

{π1, . . . , πn} of atomic Boolean propositions and a set of unary and binary operators:

φ := π | ¬π | φ ∨ φ | φ ∧ φ | Xφ | F φ | φUφ,

where π ∈ Π in an atomic proposition, ¬,∨, and ∧ represent the Boolean operators nega-

tion, disjunction, and conjunction respectively, X is the temporal next operator, F repre-

sents the temporal eventually operator, andU denotes the temporal until operator.

Semantics: The semantics of a syntactically co-safe ltl formula φ are defined over infi-

nite traces of 2Π. Let σ = {τi}
∞
i=0 denote an infinite trace, where τi ∈ 2Π. Furthermore, let

σi = τi, τi+1, . . . denote a suffix of the trace starting at step i. The notation σ |= φ denotes

that the trace σ satisfies co-safe formula φ and has the following recursive definition:

• σ |= π

• σ |= ¬π

• σ |= φ1 ∨ φ2

• σ |= φ1 ∧ φ2

• σ |= Xφ

• σ |= F φ

• σ |= φ1Uφ2

if π ∈ τ0

if π < τ0

if σ |= φ1 or σ |= φ2

if σ |= φ1 and σ |= φ2

if σ1 |= φ

if ∃k ≥ 0 where σk |= φ

if ∃k ≥ 0 where σk |= φ2, and ∀i ∈ [0, k), σi |= φ1

Although the semantics have an infinite horizon, a finite trace is sufficient to satisfy φ.

Thus, a deterministic finite automaton (dfa) Aφ = (Z,Σ, δ, z0,T ) can be constructed that
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accepts exactly the satisfying traces of φ, where

• Z is a finite set of states,

• Σ = 2Π is the input alphabet, where each input symbol is a truth assignment for all

propositions in Π,

• δ : Z × Σ→ Z is the transition function,

• z0 ∈ Z is the initial state, and

• T ⊆ Z is the set of accepting states.

Let σ = σ0 . . . σl be a string over Σ. Aφ accepts σ iff a sequence of states ω0 . . . ωl exists

in Z where ω0 = z0, ωi+1 = δ(ωi, σi) for i = 0, . . . , l − 1, and ωl ∈ T .

5.2.2 Stochastic Motion Planning with Temporal Goals

Stochastic system (4.1) evolves in a static workspace W consisting of a set of polytopic

obstacles O and a set of polytopic regions P = {p1, . . . , pn}, where pi is mapped to atomic

proposition πi. Proposition πi becomes true when the system visits any part of region pi.

With a slight abuse of notation, let σ denote the trajectory traced by the system during

execution. Execution terminates when σ |= φ or σ ∩ O , ∅, whichever occurs first. Given

these definitions, the problem addressed in this chapter is now formally stated:

Given a fully-observable stochastic system (4.1) operating in a workspaceW,

compute a control policy for the system that maximizes the probability of sat-

isfying a syntactically co-safe ltl formula φ.



99

State  
space 

Stochastic 
dynamics 

Co-safe LTL 
specification 

Control 
policy 

Interval Value 
Iteration DFA Product 

BMDP 

Discretization Local Policy 
Generation 

BMDP Construction 

BMDP 

Figure 5.1 : Diagram of the proposed stochastic temporal logic planning framework.

5.3 Methodology

A top-down framework for computing an optimal control policy is presented in this section

that maximizes the probability of satisfying a task specified in co-safe ltl. Computation of

the policy occurs in two phases. First, the evolution of the stochastic system is abstracted

to a particular kind of uncertain Markov model, a bounded-parameter Markov decision

process (bmdp) B. The bmdp models the range of transition probabilities that are observed

when the system transitions between regions in a discretization of the state space. Second,

the co-safe ltl specification φ is translated into an equivalent dfa Aφ, and the Cartesian

product P = B × Aφ is computed. Conceptually, the product P is also a bmdp where each

state is a unique tuple (q, z), where q is a discrete region of the state space and z is a state

in Aφ. Then, an optimal policy is computed over P to reach any state (q′, z′), where z′ is

accepting in Aφ. With respect to the discretization, an optimal policy over P satisfies φ

with maximum probability. A block diagram illustrating the components of the planning

framework is shown in Figure 5.1.
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5.3.1 BMDP Abstraction for Task Planning

To facilitate satisfaction of complex tasks, the bmdp abstraction from Chapter 4 is aug-

mented with a labeling function that maps discrete regions of the state space to proposition

regions of the workspace. The bmdp abstraction is redefined for task planning purposes as

a tuple B = (Q, A, P̌, P̂, L), where

• Q is a (finite) set of states,

• A is a (finite) set of actions,

• P̌ : Q × A ×Q→ [0, 1] and P̂ : Q × A ×Q→ [0, 1] are pseudo-transition probability

functions that for state q ∈ Q under action a ∈ A return the minimum and maximum

transition probabilities to state q′ ∈ Q, respectively, and

• L : Q→ 2Π is a labeling function that maps each q ∈ Q to a set of atomic propositions

in 2Π. L relates discrete states with the proposition regions.

5.3.2 Product BMDP and Optimal Policy

To compute a control policy to satisfy φ, the specification is first translated into an equiv-

alent dfa [107]. Unfortunately, constructing Aφ introduces an exponential blow-up with

respect to the size of φ. Nevertheless, tools exist that emit a minimized dfa virtually in-

stantly for the kinds of specifications commonly used for planning tasks [122]. Given Aφ,

the product of Aφ with the bmdp described above is computed, and then a policy over the

product is obtained to satisfy the specification with maximum probability. The product

bmdp is formally defined below.



101

Product BMDP

Given a bmdp B and a dfaAφ for a co-safe ltl specification φ, the product bmdp P = B×Aφ

is a tuple P = (QP,TP, AP, P

∧

P, P̂P), where

QP = Q × Z, TP = Q × T, AP = A,

P

∧

P((q, z), aP, (q′, z′)) =


P

∧

(q, a, q′) if z′ = δ(z, L(q′))

0 otherwise,

P̂P((q, z), aP, (q′, z′)) =


P̂(q, a, q′) if z′ = δ(z, L(q′))

0 otherwise,

for q, q′ ∈ Q, aP ∈ AP, a ∈ A, and z, z′ ∈ Z. Conceptually, P is both a bmdp and a

dfa. The goal is to compute a policy over the actions AP in P to reach any terminal state

(q, z) ∈ TP with maximum probability. Note that transitions in the bmdp component of each

state still obey the transition probabilities over the actions between each discrete region, and

a transition in the dfa occurs only when the system enters a labeled proposition region that

has a transition in the current dfa state. Therefore, the policy that maximizes the probability

of reaching a state in TP optimizes the probability of satisfying φ (reaching an accepting

state in Aφ). A conceptual illustration of the of the product bmdp P given B and Aφ is

shown in Figure 5.2.

Optimal Policy Computation

Finding a policy over P to satisfy specification φ is equivalent to solving the maximal

reachability probability problem [123]. The objective in this problem is to find the maxi-

mum probability that a set of states can be reached from any other state in an mdp. Prior
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Figure 5.2 : (a) The minimal dfaAφ for φ = (¬p3U(p1∨p2))∧F p3. (b) A discretization of
the state space, allowing for the construction of a bmdp B with proposition regions p1, p2,
and p3. (c) An illustration of the product bmdp P = B × Aφ. Specification φ requires
the system to transition through P by visiting regions p1 or p2, followed by region p3. If
proposition p3 is visited first, φ cannot be satisfied. The accepting state is denoted with the
double circle.
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work also solves the maximal reachability probability problem for a bmdp [124]. The key

difference for a bmdp is that the expected value (maximum probability) for each state is not

a scalar value, but rather a range derived from the transition probability bounds.

Note that a bmdp represents a uncountably-large set of mdps whose transition proba-

bilities lie in those of the bmdp. This implies that the optimization objective for a bmdp

is ambiguous since the true probabilities are unknown. The literature proposes two opti-

mal policies: a pessimistic policy that optimizes for the lower bound probabilities, and an

optimistic policy that optimizes for the upper bound probabilities [21]. From these two

criteria, absolute optimal value ranges for each state in the bmdp naturally correspond to the

minimum pessimistic value and the maximum optimistic value.

The algorithm for computing an optimal policy in a bmdp is interval value iteration (ivi),

the analog of value iteration for an mdp. Before ivi begins, an optimization objective for the

bmdp must be chosen (e.g., pessimistic or optimistic). For each iteration of ivi, an mdp rep-

resentative is selected, based on the optimization objective and the current value estimate,

and the typical Bellman backup is computed. Let P̃ denote the probability distribution for

the mdp representative selected during an iteration of ivi for the product bmdp P. Then the

Bellman backup operation for computing the maximum reachable probabilities in P is:

v(q) =


1 if q ∈ TP

maxa∈A(q)

[∑
q′∈Q P̃(q, a, q′)v(q′)

]
otherwise.

(5.1)

The result of the interval value iteration computation (5.1) is a control policy that maxi-

mizes the probability of satisfying the co-safe ltl specification φ over the bmdp abstraction.

The value v(q) represents the probability that the stochastic system, starting anywhere in

region q, reaches an accepting state in the automatonAφ. Since ivi reasons over discrete re-

gions of the state space rather than individual elements, significant savings in computation
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time are realized.

5.4 Analysis

This section analyzes the asymptotic convergence of the probability of satisfying a co-

safe ltl specification φ computed over the bmdp abstraction to the true optimal values for

stochastic system (4.1). It is shown that the bmdp approximates the continuous dynamics

with a bounded error that is a function of the diameter of each polytopic region in the state

space discretization. As the largest diameter in the discretization shrinks to zero, uncer-

tainty in the optimal value estimates for the bmdp are eliminated, indicating convergence to

the true maximum probabilities for the system to satisfy φ. Proof of these claims begins by

inspecting the local policies of the bmdp. A typical method for computing such policies uses

a discrete, locally consistent approximation of the continuous dynamics, defined below.

Definition 5.1 (Definition 1.3 in [102]). Let ξ denote a controlled Markov chain approxi-

mating a stochastic system (4.1) whose dynamics are given by bounded, Lipschitz contin-

uous functions f and F. Each state x ∈ ξ is associated with a non-negative holding time

∆t(x), representing the time a control u is applied at state x. Let ξi denote the ith state

resulting from the stochastic process ξ, and the notation ∆ξi = ξi+1 − ξi denote the distance

between two consecutive states in the discrete approximation. A discrete time Markov chain

ξ is locally consistent with continuous-time system (4.1) if the following conditions are met

for all x ∈ ξ, where w ∈ U is the control applied at state x:

E[∆ξi|ξi = x, ui = w] = f (x,w)∆t(x) + O(∆t(x)) (5.2)

Cov[∆ξi|ξi = x, ui = w] = F(x,w)F(x,w)T ∆t(x) + O(∆t(x)) (5.3)

where O(·) indicates an upper bound on the error introduced by the discrete time approxi-
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mation of the continuous dynamics as a function of the holding time.

In the bmdp abstraction, actions for each discrete region (local policies) are presumed

to be locally consistent Markov chains of stochastic system (4.1). Note, the imdp method

[97, 98] computes a locally consistent Markov chain. A transition between regions in the

bmdp, however, likely requires a series of discrete time steps to complete. Since each action

is locally consistent, the modeling error in each bmdp transition is bounded, as shown in the

following lemma.

Lemma 5.1.1. Given a bmdp abstraction of stochastic system (4.1) where actions induce lo-

cally consistent Markov chains, the error incurred by a transition from region q to adjacent

region q′ is bounded by the maximum expected time to exit q.

Proof. Let ξµ denote the locally consistent Markov chain induced by action µ in the bmdp

abstraction defined over q that attempts to navigate the system from q to an adjacent region

q′. Furthermore, let ∆Tx(ξµ) be the expected time for the system to exit region q from initial

state x ∈ ξµ. From (5.2),(5.3), the error introduced by ξµ is bounded by the discrete holding

times at each state in ξµ. It then follows directly that the error in the transition from region

q is bounded by maxx∈ξµ O(∆Tx(ξµ)), which is the maximum error that accumulates when

the system evolves within q under µ over all possible initial states. �

Furthermore, the expected exit time for system (4.1) from a bounded region is always

finite, and this time is a function of the initial state and the diameter of the region ( [125],

Chapter III, Lemma 3.1). Given the error incurred by the bmdp abstraction of system (4.1)

as a function of the diameter of each region, what remains to prove is that as the maximum

diameter shrinks to zero, an optimal bmdp policy asymptotically converges to an optimal

policy for the continuous system. Arguments are based on the value functions correspond-

ing to the optimal policies, and begin by inspecting the transition probability ranges in
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the bmdp. For convenience, diam(q) denotes the diameter of a polytopic region q in the

discretization.

Lemma 5.1.2. Let µ denote a locally optimal, locally consistent control policy that navi-

gates the system (4.1) from region q to a region adjacent to q in a bmdp abstraction. Then,

for all q′ adjacent to q:

lim
diam(q)→0

[
P̂(q, µ, q′) − P̌(q, µ, q′)

]
= 0. (5.4)

Proof. The Lipschitz assumption for stochastic system (4.1) asserts || f (x, u) − f (x′, u′)|| ≤

K(||x − x′|| + ||u − u′||), where K ∈ R is the Lipschitz constant. An analogous assertion

also holds for the covariance F. Since the system evolves according to a locally optimal

policy µ to maximize the probability of reaching an adjacent, contiguous region, it follows

from the Lipschitz condition of f , F that the optimal transition probabilities for two states

x, x′ in a discrete region q differ only by a function of the distance between x and x′.

As the diameter of q shrinks to zero, the maximum distance between any two states in q

also decreases to zero, indicating that the transition probability ranges under µ to reach all

neighboring regions also converge to scalar values. �

For any policy over a bmdp, the range of optimal value function estimates falls within

the minimum pessimistic value and the maximum optimistic value. The following lemma

shows that these policies and value function estimates always exist. The subsequent the-

orem then relates the value function estimate to the continuous dynamics (4.1), showing

that the values converge to the maximum probability of satisfying a co-safe ltl specifica-

tion for each state in the product bmdp abstraction as largest diagonal in the discretization

approaches zero.
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Lemma 5.1.3. (Theorems 8 and 9 in [21]) For any bmdp there exists an optimistically

optimal and a pessimistically optimal policy. These policies converge pointwise to the

desired optimal value function.

Theorem 5.1.1. Let v̌(qp) denote the minimum pessimistically optimal value and v̂(qp)

denote the maximum optimistically optimal value for a state qp computed by (5.1) over

the product bmdp abstraction P for the stochastic system (4.1) and co-safe specification φ.

Then, for all qp ∈ QP:

lim
maxq∈Q diam(q)→0

[
v̂(qp) − v̌(qp)

]
= 0, (5.5)

and v̂(qp) = v̌(qp) is the maximum probability of satisfying φ for all states x ∈ qp of

stochastic system (4.1).

Proof. It follows directly from Lemmas 5.1.2 and 5.1.3 that the value function range for

each region in the bmdp abstraction must converge to a single value as the diameter of the

largest discrete region shrinks to zero. Thus, (5.5) holds. Furthermore, from Lemma 5.1.1,

the bmdp models the underlying dynamics of the continuous stochastic system arbitrarily

well as the largest diameter in the discretization shrinks to zero. Therefore, as |v̂(qp)− v̌(qp)|

approaches 0 for all states in the product bmdp, the value range for qp converges to a scalar

value that is the continuously optimal value for all states x ∈ qp. �

5.5 Evaluation

Evaluation of the proposed method for computing a control policy that satisfies specifica-

tion φ with maximum probability is given in this section. A 2D system with single integra-

tor dynamics and Gaussian noise is simulated. Formally, f (x, u) = u and F(x, u) = 0.1I,

where I is the identity matrix, as in [22, 23, 97, 98]. Computations are performed on a

2.4GHz Intel Xeon cpu with 12GB memory.
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Simulated experiments are performed in a 20 × 20 warehouse inspired environment,

shown in Fig. 5.3a. A set of proposition regions, p1, . . . , p8, represent regions of interest in

the warehouse, and region p9 represents a processing station where completed orders are

taken. Two different co-safe ltl specifications are evaluated. The first specification, φG,

represents a gathering task, where the system must retrieve three items in any order, then

bring the completed order to the processing station. Since the same item could exist in

multiple locations, subformulas φ1 = (p1 ∨ p3), φ2 = (p2 ∨ p4) and φ3 = (p5 ∨ p6 ∨ p7 ∨ p8)

denote the possible locations for items 1, 2, and 3, respectively. The second task, φS , is a

rigid sequence of items to gather, where item 1 must be retrieved before item 2, and item

2 must be retrieved before item 3, and only then may the system return to the processing

station. φG and φS are represented in co-safe ltl as:

φG = (¬p9Uφ1) ∧ (¬p9Uφ2) ∧ (¬p9Uφ3) ∧ F p9

φS = F (φ1 ∧ XF (φ2 ∧ XF (φ3 ∧ XF p9))).

The minimized automata for φG and φS are shown in Figures 5.3b and 5.3c.

The computation time and quality of the resulting control policy from the proposed

bmdp abstraction are evaluated here. To compare the bmdp framework against existing

methods for planning under uncertainty, two state-of-the-art frameworks are extended to

compute policies that satisfy a co-safe ltl specification. The first method employs a typ-

ical mdp abstraction, constructed using the smr method [95]. Eight unit controls spanning

the cardinal and ordinal directions are applied in the smr for a fixed duration of 100ms.

Given the smr, a policy is computed over the product of the smr with Aφ in the style of

existing temporal logic methods. The second approach utilizes the imdp algorithm [97, 98]

and iteratively constructs an optimal policy directly in the continuous state space X × Aφ.
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(a) Environment and discretization

¬p9∧φ3

¬p9∧φ2
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¬p9∧φ2 ¬p9∧φ1¬p9∧φ3
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(b) Minimized automatonAφG

¬p9∧φ1 ¬p9∧φ2 p9¬p9∧φ3z1z0 z3z2 z4

(c) Minimized automatonAφS

Figure 5.3 : (a) The 20×20 warehouse. Obstacles are gray, and nine proposition regions are
shaded and labeled. An obstacle and proposition respecting triangulation (826 triangles) is
overlayed. The system starts at the star. (b) Minimized dfa for φG. (c) Minimized dfa for
φS . Self-transitions in the dfas are omitted for clarity.
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Abstraction Policy time (s) Prob. Success
time (s) φG φS φG φS

bmdp 1181.59 10.80 5.87 0.979 0.973
smr 2494.68 1728.56 1234.97 1.000 1.000

imdp n/a 14400.00 14400.00 0.899 0.971

Table 5.1 : The average time to generate the discrete abstractions, average policy compu-
tation time, and median probability of success for tasks φG and φS in the three methods
evaluated. All values are taken over 50 independent runs. The abstraction for each method
is a one time cost, and can be reused for any φ.

In the bmdp abstraction, a discretization with 826 triangles is used, local policies are com-

puted using imdp, and a pessimistically optimal policy over the bmdp is computed. All three

methods are executed until there are 750 states sampled per unit area or four hours elapses,

whichever is first. Previous work has shown this sampling density yields favorable policies

for the system evaluated [22].

Discrete abstraction The first step for the bmdp and smrmethods is to construct a discrete

abstraction that models the evolution of the stochastic system in the environment. This

construction can be thought of as a one-time cost since the abstraction can be reused for

different tasks, provided the environment and robot stay the same. The imdp algorithm

does not emit a reusable abstraction since an optimal policy is constructed directly by this

method. Table 5.1 shows that constructing the bmdp abstraction (over the discretization in

Fig. 5.3a) is significantly faster than a comparable mdp abstraction. bmdp construction for

826 discrete regions takes less than 20 minutes on a single processor, compared to over 45

minutes for smr.

Policy computation Computing a policy to satisfy the specification with maximum prob-

ability exposes stark differences in the three different methods, as noted in Table 5.1. In the
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bmdp and smr methods, the Cartesian product of the Markov abstraction is taken with the

automatonAφ, and an optimal policy over this product is computed. For imdp, the policy is

computed directly in the product space. The bmdp abstraction requires just over 10 seconds

to find an optimal (pessimistic) policy for φG and under 6 seconds to find an optimal policy

for φS . Compare these times to smr, which requires nearly 30 minutes for φG and over 20

minutes for φS . This difference accentuates the gains in reasoning over discrete regions

rather than individual state space elements. The imdp method consistently reached a four

hour timeout, and only contains about half of the number of discrete states that exist the

final bmdp and smr policies; the complexity of imdp depends on the number of states in the

existing approximating structure, where each iteration takes more time than the previous.

Probability of Success Naturally, the significant gains in computation time for the bmdp

abstraction do not come without a price. The last two columns in Table 5.1 show the me-

dian probability of success to satisfy each of the specifications across all three methods.

Although the smr abstraction does not provide any formal guarantees, this method is able

to consistently find a virtually perfect policy. This result can be attributed to the relatively

simple system evaluated coupled with the rather dense mdp abstraction utilized. Neverthe-

less, the much coarser bmdp abstraction cedes only 2-3% probability of success compared

to smr while providing computation times that are substantially faster. Although imdp pro-

vides strong theoretical guarantees, the complexity of this method prohibits scalability into

the large product state space. This is particularly evident for φG, whereAφ has 9 states, and

imdp has a probability of success at just around 90%.
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5.6 Summary

This chapter presented a method for efficient stochastic motion planning where the objec-

tive is a high-level specification given in co-safe ltl. By abstracting the evolution of the

robot to a bounded-parameter mdp where the states are discrete regions of the state space,

the method is able to quickly and effectively compute an optimal policy over the product

of the bmdp abstraction and a dfa representing the high-level specification with maximum

probability. Evaluation of the approach shows that policies for co-safe ltl specifications

can be obtained in seconds once an abstraction is constructed. The bmdp abstraction admits

optimal policy computation that is orders of magnitude faster than existing methods.

The analysis of the method indicates that as the discretization becomes finer, errors

introduced in the bmdp abstraction model limit to zero and the policy asymptotically con-

verges to optimal. As presented, the framework does not actively seek to reduce the transi-

tion probability ranges or discrete region sizes to achieve asymptotic optimality directly. It

is a natural extension of this work, however, to refine local policies with large probability

ranges by shrinking the discrete region they are defined over.

The relatively simple dynamics considered in the evaluation of the bmdp framework

should not be considered a limiting factor. The dynamics are reasoned over only at the bmdp

abstraction level. For a more complex system, the time to compute the bmdp abstraction will

surely increase, but time to computing the satisfying policy is polynomial in the number of

discrete regions.
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Chapter 6

Online Planning Under Action and Environment Uncertainty

Uncertainties arise in decision making when the consequence of taking an action is not

known exactly or when the confidence in an observation is questionable. For example,

consider a search-and-rescue scenario where a robot is tasked with finding survivors after

a disaster. Motion plans must be computed to combat (a) uncertainty in the robot’s actions

when moving over loose or uneven terrain, (b) uncertainty in the environment if a building’s

structure changes after a catastrophe, and (c) uncertainty in the robot’s observations due

to unfavorable sensing conditions. However, finding motion plans that consider two or

more forms of uncertainty is a difficult computational challenge because the sources of the

uncertainty derive from both internal and external processes.

The objective in this chapter is to compute a control policy for a stochastic robot that

maximizes a global reward function, as stated in Chapter 4.1. The difference in this in-

stance is that the environment information may not be completely known a priori, compli-

cating the optimal policy computation. To combat environmental uncertainty, the robot is

equipped with a sensor that can perfectly detect all features within a radius rdetect < ∞. For

simplicity, it is assumed that if any portion of the feature is within range, the entire feature

is observed. This assumption can easily be relaxed with an incremental representation of

the feature.

A top-down framework for efficient computation of an optimal control policy for a con-

tinuous system with complex dynamics in the presence of both action and environment

uncertainty is presented in this chapter. There is no knowledge of the environment un-
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certainty; only partial information is known a priori. Sensing is presumed to be perfect.

Although previous works for planning under environment uncertainty can be both fast and

optimal, these algorithms assume a deterministic system operating in a discrete world with

discrete actions. A continuous system with complex and stochastic dynamics does not con-

form well to these assumptions and is likely to repeatedly deviate from a trajectory; a policy

is preferable in this case. The literature on sampling-based motion planning for action un-

certainty does not emphasize computation time, and existing methods are unsuitable for

the fast policy recomputation required when the environment is partially known. smr can

be used directly in a recomputation framework, but finding the policy requires performing

value iteration over an enormous mdp. imdp is attractive for its optimality properties, but the

approximating data structure relies on a specific reward function and must be completely

reconstructed to obtain a policy when the reward changes (e.g., an obstacle is observed).

The proposed framework builds upon the bmdp abstraction presented Chapter 4 which is

able to quickly and effectively compute a control policy for a continuous stochastic system

at runtime. The bmdp framework as presented, however, is unable to account for environ-

ment uncertainty because the construction of the bmdp is performed offline and with respect

to the environment. In a partially-known environment where features exist that are not

known a priori, the bmdp abstraction is invalidated once an additional feature is discovered

online. Moreover, the resulting control policy may no longer be optimal with respect to the

reward function representing the task.

To augment the bmdp framework to handle both action and environment uncertainty, the

bmdp abstraction is updated during execution when new environment information arrives,

and an optimal control policy is quickly recomputed. The efficiency of the recomputation

derives from reasoning over regions rather than individual states at runtime. Three different

methods are presented to update the bmdp when new environment information is obtained:
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(1) a fast, conservative approach that assumes minimum reward across a whole region, (2)

recomputation of the expected reward for existing local policies, and (3) recomputation

of the local policies given the new environment information and reward structure. The

choice of the discretization and update method determine the quality and speed of policy

recomputation, and simulated results evaluating the update methods confirm this trade-off.

Nevertheless, a comparison with smr shows that the bmdp abstraction is able to compute a

high quality control policy in significantly shorter time.

6.1 Planning under Multiple Kinds of Uncertainty

Work in the previous two chapters considered planning under actuator uncertainty, but a

broad spectrum of uncertainties exists when planning in the physical world. In this section,

a brief overview of planning under one or more other kinds of uncertainty is presented.

Many planning algorithms exist for handling uncertainty in the environment. When

the environment changes over time, a Markov model can be used to compute a policy

that provides motion commands to the robot depending on the current state of the envi-

ronment [126]. In dynamic environments when the trajectories of moving obstacles are

unknown, previous methods are typically reactive rather than deliberative. For example,

a partially closed-loop receding horizon algorithm can be employed to approximate future

configurations of obstacles [127]. In static environments where there is no knowledge of

the environment uncertainty, fast replanning approaches are employed to compensate for

the unknown environment [128–130]. A popular class of algorithms for this problem derive

from discrete search, including D* [128, 131, 132], ARA* [133], and LPA* [134]. These

algorithms admit fast, optimal replanning for a deterministic system in a discretized en-

vironment. Their success derives from the ability to quickly and repeatedly compute an

optimal path, rather than a policy, often by reusing information from previous searches.
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Planning under sensing uncertainty introduces a computational challenge whose com-

plexity dominates both action and environment uncertainty [135]. When the system has

noise in observation, planning is typically performed in the space of beliefs [91]. Reason-

ing over belief states incurs significant overhead since taking an action or making an obser-

vation induces a convolution of probability distributions. For real-time planning problems,

however, this overhead is computationally prohibitive. For linear systems with Gaussian

noise, methods exist to construct a multi-query roadmap in belief space from which an

optimal policy to any state can be computed [101, 136].

Although many previous works consider just a single kind of uncertainty, the compu-

tational complexity has not deterred methods that attempt to consider multiple kinds of

uncertainty. The partially-observable Markov decision process (pomdp) provides a mod-

eling framework that is capable of finding an optimal policy when faced with all three

kinds of uncertainty. However, computation of an optimal pomdp policy is notoriously in-

tractable [135], limiting pomdps to a restricted class of real-time problems [137–139].

6.2 Methodology

A fast policy computation framework is presented in this section that is able to handle both

action and environmental uncertainty when planning for a continuous stochastic system.

The complexity of considering two kinds of uncertainty is managed by reasoning over just

one kind of uncertainty at a time. Action uncertainty is captured with a control policy, and

the system reacts to environmental changes during execution.

The efficiency of the approach derives from the aggregation of states into regions and

reasoning only over regions at runtime. The framework consists of two stages. First, an

offline stage discretizes the space into regions and computes several local policies within

each region, one to reach every neighboring region. Abstracting the system’s evolution
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into regions induces a second decision process during the online stage that selects a local

policy for each region. A Markov decision process is not capable of fully representing

the transition probabilities and rewards of this abstraction because each local policy has

a distribution of transition probabilities and rewards that depend on the initial state. A

bounded-parameter Markov decision process (bmdp), however, provides a vehicle for state

aggregation and tractable optimal policy computation without loss of information. This

framework employs a bmdp to capture the probabilities and rewards when a stochastic sys-

tem moves between discrete regions. Given a bmdp abstraction computed offline, the pro-

posed framework incorporates new environment features into the bmdp and recomputes a

global policy online.

6.2.1 Online Execution and Policy Recomputation

Given a bmdp abstraction that describes the evolution of the stochastic system over discrete

regions of the state space, a policy over the bmdp can be quickly computed to maximize

an approximation of (4.2). A policy over the bmdp abstraction is a selection of one local

control policy for each discrete region. Computing the optimal policy in a bmdp is similar

to computing a policy in an mdp. The key difference, however, is that the expected reward

for each state in the bmdp is a range of possible values since the single step rewards are also

a range of values. The dynamic programming analog for bmdps is known as interval value

iteration (ivi) [21]. ivi computes the Bellman backup of each state during each iteration

for a representative mdp selected based on the current estimation of the expected reward.

Selection of the mdp representative corresponds to a pessimistic or optimistic policy that

optimizes the lower bound or upper bound transition probability ranges, respectively. This

framework advocates a conservative, pessimistic policy. ivi converges in polynomial-time

with respect to the number of bmdp regions [21].



118

The kind of bmdp policy computed yields a set of transition probabilities for the mdp

representative, denoted Pivi for a pessimistic and P̄ivi for an optimistic policy. The dynamic

programming equation (ivi) to compute an optimal pessimistic policy over the bmdp is:

V̌(q) = max
a∈A(q)

[
Ř(q, a) + γT a

x0

∑
q′∈Q

Pivi(q, a, q′)V̌(q′)
]
,

where T a
x0

is the expected exit time (x0 minimizes Ř(q, a)). Computing an optimistic policy

(V̂) is done analogously, substituting R̂ for Ř and using P̄ivi instead of Pivi.

6.2.2 Feature Discovery and BMDP Update

Departing from the previous planning work utilizing the bmdp abstraction, new environment

features that are discovered during execution are incorporated into the bmdp abstraction, and

a policy over the bmdp is recomputed at runtime. As shown in the previous work, the bmdp

policy is optimal with respect to the discretization of the space. However, if environmental

features are discovered during execution, the bmdp policy is rendered sub-optimal or even

invalid because the reward that the system expected to obtain in the affected regions is

incorrect. Detection of a new environmental feature can be cast as a change in the action

reward function g(·, ·) and/or the terminal reward function h(·). Three options are presented

here to update the bmdp with the new feature information so that the bmdp policy can be

recomputed. These update strategies trade computation time for accuracy. The fastest

update method reasons only at the region level, and the most expensive update method

incorporates all new information in the local policies before recomputing the global policy.

A conceptual illustration of each update method is shown in Figure 6.1.
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Conservative approximation

The fastest bmdp update method presumes the lowest expected reward throughout all re-

gions affected by the previously unknown feature for every local policy. Formally, for

every discrete region q and local policy a in q affected by a previously unknown feature:

Ř(q, a) = R̂(q, a) = min
z∈q

[
g(z, a(z))T a

z
]
.

Although the conservative approximation is very fast, this method is the least optimal of the

three update options presented here. For instance, if an obstacle is observed, this method

marks the entire discrete region as the obstacle even if only a tiny portion of the region is

touched by the obstacle.

Recomputation of Reward

A more attractive update method involves recomputing the true expected reward ranges

within all affected regions and local policies. Formally, this requires recomputing the re-

ward bounds Ř and R̂ for all q ∈ Q directly impacted by the new information. By recom-

puting the reward, all new information obtained regarding the workspace feature is utilized,

and a better approximation of the expected reward for executing each local policy in a dis-

crete region is obtained. Note that the underlying local policies are no longer optimal with

respect to the single step action reward in the discrete regions, but the reward values for

executing those policies are correct.

Recomputation of Local Policies

The third update method recomputes all affected local policies, then patches the bmdp with

the new probability and reward ranges. Recomputing the local policies is ideal because
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the bmdp is patched from the bottom up to incorporate the new information. This method,

however, comes at great expense since many regions could be affected, depending on the

size of the observed feature, implying that many local policies must be recomputed. This

method is attractive for systems with a high action uncertainty or in cluttered spaces where

the previous two methods may fail to yield a robust policy.

6.3 Evaluation

Experiments are conducted in a continuous 20x20 maze environment (Figure 6.2) to evalu-

ate the computation time and quality of the resulting policy (probability of success) for the

three bmdp update methods when new obstacles are observed. The maze has four unknown

obstacles that the system may observe before reaching the goal. Careful consideration is

given to what the proposed methods can be compared with. smr [95] allows for direct

comparison since an mdp can be constructed offline to yield a policy of comparable size

to the resulting bmdp abstraction. The policy from smr can be recomputed online after

removing states that intersect with obstacles. Experiments consider an smr with approxi-

mately 300,000 states, eight unit controls spanning the cardinal and ordinal directions, and

a convergence threshold of 10−4. imdp [97, 98] is a one-shot method and the time needed

to recompute a similarly sized policy is comparable to the bmdp and smr abstraction times

(on the order of hours). This comparison can safely be omitted. This problem can also be

modeled with a pomdp, but a distribution of the environment uncertainty is not assumed.

Furthermore, the complexity of optimally solving a pomdp prohibits online computation

once the number of states exceeds a few dozen [135].

For bmdp construction, the maze is discretized using a Delaunay triangulation that re-

spects known obstacles, where no triangle exceeds more than 0.1% of the free space, re-

sulting in 759 discrete regions. Three local policies are computed within each triangle until
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(a) Conservative update: Label all policies affected
with minimum feature reward.

(b) Update reward: Recompute the expected reward
for the existing policy.

(c) Recompute policy: Recompute all affected local
policies.

Figure 6.1 : The three proposed update methods to patch the bmdp abstraction at runtime
given new information, represented by the shaded square region.



122

Figure 6.2 : The maze environment. The goal region is shaded yellow. Obstacles not known
during the offline phase are shaded in red. There are 759 triangles in the discretization.
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bmdp Update Strategy
Conservative Reward Policies smr

Time (s) 1.30 9.34 62.97 184.90

Table 6.1 : Policy recomputation times when an unknown obstacle is discovered. All values
averaged over 50 runs.

there are 1000 states per unit area in each policy. All computations are performed using a

2.4 GHz quad-core Intel Xeon (Nahalem) cpu.

The system evaluated has 2D single integrator dynamics with Gaussian noise. The

dynamics are in the form of (4.1), where f (x, u) = u and F(x, u) = 0.1I, and I is the

identity matrix. The system receives a terminal reward of 1 when it reaches the goal and

a terminal reward of 0 for colliding with an obstacle. The reward rate for all non-terminal

states is zero (g = 0), and a discount rate of 0.95 is employed for the local policies. The

system can perfectly sense all unknown features within a radius rdetect of 2 unit length.

A comparison of the computation times between smr and the proposed bmdp abstraction

update methods is given in Table 6.1. As expected, the conservative bmdp update performs

the fastest; computation time is dominated by ivi, taking just over 1 second on average.

Recomputing the bmdp rewards takes about 9 seconds on average, and recomputing all af-

fected local policies affected by an unknown obstacle takes an average of about one minute.

Contrast these times to a comparably sized smr abstraction, where value iteration takes an

average of about three minutes, two orders-of-magnitude slower than the conservative bmdp

update and when the bmdp rewards are recomputed, and one order of magnitude slower than

recomputing all affected local policies in the bmdp when an unknown obstacle is observed.

Comparing the control policies emitted from the different methods is more difficult

since the quality of a policy is not easily quantified with a single value. Instead, the proba-

bility of each state in the final control policy reaching the goal is computed; each probability
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Figure 6.4 : An example of the expected probability of success for each bmdp update
method. Note the differences near the unknown obstacles, particularly between (a) and
(c). Recomputation of the reward for each affected local policy (b) tends to negatively
affect only those regions where each edge is affected by the unknown obstacle.
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is weighted with the area of the Voronoi cell induced by the state. For a given probability

of success, the percentage of the environment area that does not meet this probability is

computed and shown in Figure 6.3. Results are averaged over 50 runs and the standard

errors for each bar are indicated with error bars. Although smr is competitive with low suc-

cess rate requirements, for high success rates (highlighted with a rectangle in Figure 6.3),

smr performance quickly starts to degrade. The bmdp reward update and policy recompu-

tation methods significantly outperform SMR at the 95% probability of success rate. The

bmdp conservative method has a consistent percentage of the space covered with a small

probability of success; this corresponds to the area incorrectly labeled as an obstacle.

The differences between the three bmdp update methods are further highlighted in Fig-

ure 6.4, which plots the probability of success for a representative control policy using

each of the update methods in the maze environment. Note that the unknown obstacle ap-

proximations become progressively finer from Figure 6.4a to Figure 6.4c. It is difficult to

characterize exactly how the recomputation of the reward (Figure 6.4b) reflects in the final

control policy; the quality of the local policies plays an important role. Empirically, an

optimal bmdp policy avoids local policies that take the system through an edge in the dis-

cretization obscured by an unknown obstacle. The reward range for those policies can be

large, potentially from [0, 1], and a pessimistic bmdp policy optimizes over the lower bound

to avoid such a risk.

6.4 Summary

A two-stage framework for efficient computation of an optimal control policy in the pres-

ence of both action and environment uncertainty is presented in this chapter. The frame-

work abstracts the evolution of the system offline using a bmdp over a discretization of the

environment, and quickly selects a local policy within each region to optimize a continu-
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ously valued reward function online. As new environment features are discovered at run-

time, the bmdp is updated and experiments show a global control policy can be recomputed

quickly.

The quality of the control policy obtained online depends on the amount of computa-

tion time allowed, but a comparison with the stochastic motion roadmap shows that even

the highest fidelity bmdp update method that recomputes every local policy affected by an

unknown feature yields a comparable control policy in an order of magnitude less time. For

fast recomputation, a conservative update method is shown to recompute a global control

policy in just over one second.

The results of the proposed framework rely on the ability to reason quickly over groups

of similar states, represented in this case by discrete regions. An interesting prospect for

future research is to investigate how the decomposition of the motion planning problem

into a series of smaller problems and then optimally concatenating the solutions of the

small problems together can potentially be extended to other difficult problems outside of

robotics.
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Chapter 7

Conclusion

Although motion planning has been heavily studied in the past few decades, there still

exists much room for improvement when planning the motions of robots, both large and

small. This thesis focused on two subproblems within motion planning: high-DoF robot

manipulator planning and motion planning under uncertainty for stochastic systems, il-

lustrated fundamental issues in the state-of-the-art in robot motion planning in these do-

mains, and presented new techniques to effectively plan the motions of systems in such

instances. Although each instance considered a slightly different planning problem, the

advances demonstrated throughout this thesis all build upon the notion of mixing discrete

and continuous reasoning to better inform the planning algorithm.

The xxl algorithm, presented in Chapter 3, is specially tailored to plan geometric solu-

tion paths for high-DoF mobile manipulator and humanoid platforms. Although a spectrum

of algorithms exists that are able to either find any path quickly or a good path slowly, xxl

carves out a middle ground between these two kinds of algorithms. By guiding a prese-

lected set of points of interest on the robot through a discretized workspace, xxl is able to

search the continuous configuration space and quickly arrive at a solution path for systems

with dozens of DoFs. Moreover, the quality of the resulting paths from xxl often rivals cost-

aware and asymptotically-optimal algorithms that explicitly reason over a quality metric,

while doing so in much faster times. Simulated experiments with the Robonaut2 platform

inside the Destiny module of the iss confirm the speed and path quality of xxl relative to

many existing works. The generality of xxl is further demonstrated on planar manipula-
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tion problems, showing that xxl scales to high-dimensional search problems where existing

methods simply cannot compete.

When a dynamical system suffers from actuator uncertainty, an mdp can be employed to

compute a robust control policy to navigate the system to a desired location. Unfortunately,

optimally solving an mdp that sufficiently approximates the underlying continuous-time and

continuous-space process can require a fine level of discretization, often obviating the com-

putational tractability of an mdp. Chapter 4 presented the bmdp abstraction for planning the

motions of stochastic dynamical systems that reasons over discrete regions of the state

space rather than individual robot states. By factoring the problem into transitions between

discrete regions that utilize locally optimal control policies, a global policy over the con-

tinuous state space can be obtained quickly by computing an optimal policy over the bmdp

abstraction. Chapter 5 demonstrates how the bmdp abstraction can be further augmented to

compute an optimal policy for the stochastic system to complete a high-level task specifi-

cation with maximal probability. Chapter 6 introduces another form of uncertainty into the

planning process in the form of a partially-known environment, showing how the bmdp ab-

straction can be patched at runtime and an optimal policy recomputed. The computational

efficiency of the derived approaches stems from reasoning over transitions between discrete

regions of the space, and simulated experiments in both approaches confirm that the bmdp

abstraction is not only fast, but the quality of the policies computed is of the highest quality.

While this thesis focused on two particular planning problems, the idea of mixing dis-

crete and continuous reasoning is applicable to many other instances of motion planning.

This thesis shows that such reasoning is applicable to both high-DoF systems like Robo-

naut2 as well as systems with relatively few DoFs that also consider uncertainty. It is

expected that similar reasoning will yield improvements in motion planning for not only

robots but also similar systems in related domains. For example, the sampling strategy in
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xxl utilizing the discrete pdg can potentially be generalized for centrally planning a multi-

robot system where the pose of each robot is sampled separately. Computational biology

techniques for modeling protein folding can also benefit from the dimensionality reduction

techniques utilized in the xxl algorithm to accelerate motion planning for systems with

hundreds or even thousands of DoFs. The bmdp framework, as presented in Chapters 4–6,

only addresses uncertainty in the robot’s actuators and environment. Sensing uncertainty

introduces significant computational challenges since the history of prior sensor measure-

ments and distribution of future observations must be reasoned over to achieve a robust

control policy. Instead of an mdp model, a policy over a partially-observable mdp (pomdp)

must be computed, a PSPACE-complete endeavor [135]. Augmenting the bmdp abstrac-

tion to incorporate sensing uncertainty as well can potentially be done by discretizing the

observation space, as in many state-of-the-art pomdp solvers [140]. Reasoning over sensor

uncertainty can potentially be done at the local policy level, (e.g., [101]). Task planning un-

der environmental uncertainty is another interesting open problem. When the environment

prohibits the system from achieving a high-level specification (e.g., [141]), a task-specific

satisfaction metric can be employed to generate policies that partially satisfy a complex

task in the bmdp framework.
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