


ABSTRACT

Shepherding Distributions for parallel Markov Chain Monte Carlo

by

Arkabandhu Chowdhury

One of the major concerns for Markov Chain Monte Carlo (MCMC) algorithms is that

they can take a long time to converge to the desired stationary distribution. In practice,

MCMC algorithms may take to millions of iterations to converge to the target distribution,

requiring a wall clock time measured in months. This thesis presents a general algorith-

mic framework for running MCMC algorithms in a parallel/distributed environment, that

can result in faster burn-in leading to convergence to the target distribution. Our frame-

work, which we call the method of shepherding distributions, relies on the introduction of

an auxiliary distribution called a shepherding distribution (SD) that uses several MCMC

chains running in parallel. These chains collectively explore the space of samples, com-

municating via the shepherding distribution, to reach high likelihood regions faster. We

consider various scenarios where shepherding distributions can be used, including the case

where several machines or CPU cores work on the same data in parallel (the so-called tran-

sition parallel application of the framework) and the case where a large dataset itself can

be partitioned across several machines or CPU cores and various chains work on subsets

of the data (the so-called data parallel application of the framework). This latter applica-

tion is particularly useful in solving “big data” Machine Learning problems. Experiments

under both scenarios illustrate the effectiveness of our shepherding approach to MCMC

parallelization.



Acknowledgments

First and foremost, I would like to thank my advisor, Dr. Chris Jermaine for his constant

guidance and suggestions that made this work possible. Chris has been very patient and

encouraging at times when things did not seem to go well with my research. Thank you for

all your support and time whenever I needed.

Thank you, Dr. Luay Nakhleh and Dr. Anshumali Shrivatsava for agreeing to be a part

of my thesis committee, and also giving me useful inputs in my research. We are fortunate

to have professors like you in our department of CS.

I would also like to thank all the members of our “CS-Data-Intesive-Systems” group,

namely, Risa, Jacob, Shangyu, Letao, Rohan, Sourav, Kia, Carlos, Jia, Matt for all their

help and suggestions throughout my academic and research career at Rice so far. Thank

you, Peng and Afsane, my wonderful office-mates, for your encouragement and discussions

on numerous topics. I wish to thank all my friends at Rice, who have always been there

for me, especially my closest circle of friends, Hamim, Ankush, Rabimba, Sriraj, Shams,

Prasanth, Karthika, Deb, Souptik, Raj, Manasi, Rishika, Sruthi, Jitin, Rishija, Sandeep,

Shreyasi, Sagnik, Pranabendu, Ananya, Pushpita, Biplab for all the fun, laughter, food and

sports over the years.

Finally, I would take the opportunity to thank my parents and sister for their never-

ending support in every walk of my life.



Contents

Abstract ii

Acknowledgments iii

List of Illustrations vi

1 Introduction 1
1.1 Motivation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2

1.2 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5

1.2.1 Transition Parallel MCMC . . . . . . . . . . . . . . . . . . . . . . 5

1.2.2 Data Parallel MCMC . . . . . . . . . . . . . . . . . . . . . . . . . 7

2 Markov Chain Monte Carlo 10
2.1 Markov Chains . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 10

2.1.1 Properties of Markov Chains . . . . . . . . . . . . . . . . . . . . . 11

2.2 Monte Carlo Methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 14

2.2.1 Rejection Sampling . . . . . . . . . . . . . . . . . . . . . . . . . . 16

2.2.2 Importance Sampling . . . . . . . . . . . . . . . . . . . . . . . . . 17

2.3 Markov Chain Monte Carlo . . . . . . . . . . . . . . . . . . . . . . . . . . 18

3 Shepherding Approach 19
3.1 Detailed Algorithm with an example . . . . . . . . . . . . . . . . . . . . . 22

3.1.1 Algorithm Steps illustrated . . . . . . . . . . . . . . . . . . . . . . 26

3.1.2 Update equations for Gibbs sampling . . . . . . . . . . . . . . . . 27

3.1.3 Lookahead Approach . . . . . . . . . . . . . . . . . . . . . . . . . 29



iv

4 Experiments and Results 31
4.1 First Experiment: Weighted Maximum Satisfiability problem . . . . . . . . 31

4.1.1 Problem Formulation . . . . . . . . . . . . . . . . . . . . . . . . . 31

4.1.2 A Shepherded Sampler . . . . . . . . . . . . . . . . . . . . . . . . 33

4.1.3 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34

4.2 Second Experiment: Bayesian Linear Regression . . . . . . . . . . . . . . 37

4.2.1 Problem Formulation . . . . . . . . . . . . . . . . . . . . . . . . . 38

4.2.2 A Shepherded Sampler . . . . . . . . . . . . . . . . . . . . . . . . 40

4.2.3 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 40

4.3 Third Experiment: Latent Dirichlet Allocation . . . . . . . . . . . . . . . . 42

4.3.1 Problem Formulation of Distributed LDA . . . . . . . . . . . . . . 43

4.3.2 A Shepherded Sampler . . . . . . . . . . . . . . . . . . . . . . . . 44

4.3.3 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 47

5 Conclusions and Discussion 50

Bibliography 51



Illustrations

3.1 Flowchart of a simplified shepherded MCMC sampler . . . . . . . . . . . . 23

4.1 Log-likelihood of various MCMC samplers for four different Weighted

Max-SAT problems. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35

4.2 Log-likelihood for the five chains used in a shepherded MCMC sampler to

solve the second weighted Max-SAT problem. . . . . . . . . . . . . . . . . 37

4.3 Log-likelihood of various MCMC samplers for a Bayesian Linear

Regression problem with 20,000 data-points and 2,000 dimensions. . . . . 41

4.4 Illustration of Latent Dirichlet Allocation model using a plate diagram . . . 42

4.5 Illustration of Data-parallelism in Shepherded Latent Dirichlet Allocation

using a compute cluster of 10 machines . . . . . . . . . . . . . . . . . . . 45

4.6 Log-likelihood for distributed Gibbs sampling and shepherded MCMC on

the 20 Newsgroups data with 100 topics and dictionary size of 10,000. . . . 49

4.7 Log-likelihood for distributed Gibbs sampling and shepherded MCMC on

the Wikipedia data with 100 topics and dictionary size of 10,000. . . . . . . 49



1

Chapter 1

Introduction

Markov chain Monte Carlo (MCMC) algorithms draw samples from a target distribution

with un-normalized distribution function f(x). MCMC is widely used in Bayesian machine

learning, and has numerous applications in statistical computing in general. A natural goal

is to develop MCMC algorithms that converge more quickly when they are run in parallel

across many CPUs [1, 2, 3, 4, 5, 6, 7]. Here, converge may refer to the algorithm’s ability

to produce a set of n samples that are statistically indistinguishable from n samples taken

from the chain’s stationary distribution (better mixing), or it may refer to the algorithm’s

ability to progress through its burn-in period, and begin to produce high-likelihood samples.

The former definition might make sense in a statistical application; the latter in machine

learning, where MCMC is often used as a convenient optimization method, rather than out

of any deep devotion to Bayesian statistics. Quickly can refer to short wall-clock execution

times, or to the small number of steps for which the Markov chain must be simulated.

Unfortunately, since MCMC algorithms rely on simulating a Markov chain- an inher-

ently sequential task- they are challenging to parallelize. Methods for parallelizing MCMC

algorithms generally fall into two camps: those that are data parallel and those that are

transition parallel. Data parallel algorithms use parallelization to make each step in the

MCMC simulation faster. These make sense for data intensive Bayesian machine learning

applications, where a large data set can be partitioned across many CPUs/machines, and

some computationally expensive part of each simulation step can run over the different

data partitions independently and in parallel. For example, in an application of MCMC



2

to learning a Gaussian mixture model, update of all of the latent variables controlling as-

signment of data points to clusters is easily parallelized, as is the collection of statistics

summarizing the data points assigned to each cluster. Transition parallel algorithms, on the

other hand, use parallelization to do more work at step of the simulation, in such a way that

the Markov chain converges more quickly.

Examples of both data parallelism and transition parallelism abound. Some papers

describe carefully engineered data parallel MCMC simulations for specific Bayesian in-

ference problems, and some describe more general, data parallel meta-algorithms that can

be applied to specific problems [8, 9, 10]. A common construction involves partition-

ing data across many machines, running the simulation independently, and averaging the

results [11, 12, 13]. Transition parallel algorithms are more common in the statistics lit-

erature. A classical algorithm for transition parallel MCMC involves running a number of

chains in parallel, some of which have flattened probability density functions [14]. Samples

from the target density function are obtained by checking the state of a designated, non-

flattened chain. But periodically, in a special Metropolis step, the identities of the chains

are swapped. The flattened of high-likelihood areas of the density function, and hence bet-

ter mixing in the same number of transitions. This method is often used in computational

biology, where sampling problems are not data parallelizable [15]. Some methods involve

generating many transitions in parallel; this parallel exploration of the density function can

also lead to better mixing in the same number of steps.

1.1 Motivation

Inference is a key aspect of data analysis. It is a process to assess the properties of an

underlying distribution of the data. Given a set of observed data, we can use a probabilistic

modelling to estimate the parameters of the distribution. A classical technique of inference
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is Bayesian inference which uses Bayes’ rule to update the model parameters. In order to

do so, we need to calculate the posterior density π(X | Y ) over the parameters X , given

the observed data Y = {Y1, ..., Yn}. The posterior, in turn, is proportional to the product of

a likelihood π(Y | X) describing the probability of the data, given the model, and a prior

π0(X) over the model parameters.

Unfortunately, Bayesian inference gets computationally more expensive as the under-

lying distribution becomes higher dimensional with more local optima and the amount of

observed data becomes larger. We can use samples from the posterior to estimate the quan-

tities of interest. But, there is often no analytic way to obtain them. Most of the time the

concentration of the probability is in a particular region which is a very small fraction of

the entire distribution. So, the sampling strategy must look into these relevant regions to

generate points efficiently. The results also should be free from any kind of bias. Sampling

methods based on Markov chains incorporate such a search aspect. They are also proved to

reach the correct distribution in the limit of an infinitely growing chain. Suppose our goal

is to sample from X ∼ f(X | Y, θ). Here f is our target distribution, X is the set of param-

eters (variables to be sampled), θ is the set of hyper-parameters and Y is the set of observed

data. Writing X(t) = {X(t)
1 , X

(t)
2 , ..., X

(t)
n } for the set of variables at time step t, the chain

is defined as an initial distribution X(0) and the transition probabilities of X(t) given the

value of X(t−1). These probabilities are chosen in a way such that for a sufficiently long

chain the distribution of X(t) converges to that of X , i.e., f(X | Y, θ) in our case. Thus,

the Markov chain can feasibly be simulated from the initial distribution first, and then from

the conditional transition probabilities in turn. This sampling method is known as Markov

Chain Monte Carlo (MCMC).

Metropolis et al. [16] had proposed MCMC methods decades before their true impact

in Statistics was felt. They introduced such techniques to deal with problems in statistical
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physics around the time (1953) of the development of the hydrogen bomb after the end of

World War II. But, it was Gelfand and Smith [17] who showed the concrete way to create

a Markov chain for a given stationary distribution f . Soon there was a rapid growth of

MCMC models. The two most popular ones are Metropolis-Hastings algorithm [18] based

on a proposal q(y | x) with some acceptance probability and Gibbs sampler [19] simulating

each conditional distribution.

However, it did not take long for researchers to find out there are significant drawbacks

of MCMC methods. One of the major concerns is, they are typically slow to converge,

thereby requiring several iterations for a meaningful output. The other crucial set-back is,

they are not very useful in big-data applications because of their difficulty to scale. There

are evidences that for larger problems and for all practical purposes, existing MCMC algo-

rithms may never converge to an answer. For example, S.J. Hackett et al. [20] describes the

use of MrBayes [21] software to infer a phylogenetic tree over DNA sequences from 169

avian taxa. After months of computer time, the authors were unable to obtain a reasonable

result. One of the possible explanations is MCMC algorithms tend to get stuck in locally

optimal solutions, especially in problems characterized by a very large number of corre-

lated variables. Furthermore, these algorithms are inherently serial and thus, in general, do

not parallelize well. Given today’s high computing power with access to hundreds of par-

allel cores in multi-core environments, it is waste of time if we cannot distribute our com-

putational work over multiple cores. Thus, our ability to perform a large-scale Bayesian

inference is limited by our algorithms, not our computational resources. In this thesis, I

suggest a fundamentally different approach to parallelize MCMC which can empirically

reach convergence faster.

The idea behind our approach is to maintain a set of Markov chains (say m chains)

running in parallel to approximate the desired posterior distribution. However, this set of
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chains is not a simple set of m independent samples from the posterior. Rather, our goal

is to develop a framework whereby the chains in this set can form a kind of “group intelli-

gence” and work together. We augment the underlying generative process by introducing a

second distribution, called “Shepherding Distribution”, over the observed data. Now out of

these m chains, only one chain (say X1) will follow the target distribution, and the rest will

be guided by the Shepherding one. Intuitively, this allows all the chains for X2, ..., Xm to

explore the function f(Xi | Y, θ) individually, but under the guidance of the shepherding

distribution. When one chain finds a high-likelihood configuration, it then has the ability

to pull the other chains toward it, by influencing θ. As a group, these chains can do a better

job exploring the function than any individual chain can.

1.2 Related Work

The most naive way to parallelize MCMC is to run independent simulations in parallel and

aggregate their samples. However, this approach is simply a replication across the parallel

instances, which may increase the space exploration, but does not speed-up the mixing. The

other existing parallel MCMC methods can be broadly classified into two categories: 1.

transition parallel MCMC, 2. data parallel MCMC. Transition parallel methods attempt to

do more work in a single step of the simulation using parallelization, which can accelerate

a chain faster to its convergence. Data parallel methods, as the name suggests, involve

partitioning a large data set into multiple subsets and running a Markov chain on each

partition separately across parallel cores with a view to making each step fatser.

1.2.1 Transition Parallel MCMC

There is relatively little work on developing transition parallel MCMC algorithms. A lot

of the times, the traget posterior evaluation can be the most expensive computation. In
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Metropolis-Hastings (MH), for example, this would be the posterior density evaluation

while computing the acceptance ratio of a proposed move. Generaly, this evaluation can

be parallelized in a Bayesian inference to speed-up the complex likelihood calculations

by leveraging the conditional independence, i.e., expressing the likelihood as a product

of individual expensive likelihood terms for each data point. However, in this case, the

practical speed-up is determined by the communication and computational cost associated

with aggregating the individual evaluations.

This approach is more problem-specific and may not be used in a general case. More

generally, transition parallel MCMC methods can be divided into two classes: parallel

ensemble sampling and prefetching.

Parallel Ensemble MCMC

Parallel ensemble (or population) methods run multiple chains in parallel and accelerate

one transition step by sharing information among the chains. Most of the efforts in ensem-

ble approaches are related to an idea known as annealing, which is basically running multi-

ple chains at different temperatures, that can be swapped periodically (the (MC)3 method)

[15, 14]. The intutition behind this apparoach is that for a given system defined by states

and their energies, raising the temperature can result in flattening of the distribution over

those states. As a result, in an MCMC algorithm like MH, chains will more readily cross

the valleys of a flatter multimodal distribution, thereby making the mixing faster. Other

examples include parallel tempering [22, 23, 7], the emcee implementation [24] of affine-

invariant ensemble sampling [25] and a parallel implementation of generalized elliptical

slice sampling [3].
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Prefetching

One other method for transition parallelism is known as prefetching, where multiple cores

are used to accelerate steps of individual chains through speculative execution. Prefetching

is more popularly used in MH algorithm. In an MH implementation, every loop con-

tains a single conditional statement (proposal accepted or rejected) and two corresponding

branches. Thus, each possible execution path of MH can be viewed as a binary tree. The

naive version of prefetching evaluates all execution paths speculatively and finds the correct

path which will be one of them [26]. This, when different paths are executed in multiple

cores in parallel, gives a speedup with respect to a single core implementation. The naive

prefetching was later improved by Byrd et al. [27, 28] who introduced speculative moves

to evaluate paths only along the ‘reject’ branch, because on an average the reject branches

are more probable.

1.2.2 Data Parallel MCMC

There has been a lot more research interest in developing frameworks that can be used

to develop distributed MCMC algorithms, where the goal is to learn over a large data set

partitioned over a compute cluster.

Embarrassingly Parallel, Approximate MCMC

The most commonly appearing class of distributed MCMC algorithms in the literature is the

set of so-called ‘embarrassingly parallel MCMC algorithms. These distributed algorithms

solve Bayesian learning problems by distributing data across a cluster, and then running

independent chains on each subset of the data. At a later stage, the local samples are

recombined into an approximation of samples from the desired global posterior of the entire

data set [11, 12, 13].
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The key difficulty of such methods is finding a coherent way of approximating the

global posterior from the individual samples. There have been various distributed pos-

terior approximation techniques used in literature. Here, we describe some recent ef-

forts. Scott et al. [29] introduce consensus Monte Carlo, which directly combines the

samples by weighted averages using an implicit Gaussian assumption. Neiswanger et al.

[11] show three different solution approaches based on parametric, non-parametric and

semi-parametric models. The parametric model invokes the Bayesian central limit theorem

which says that the posterior distribution approaches a normal distribution as the sample-

size grows. The method fits each local posterior with either a Gaussian or a Gaussian kernel

density estimate (KDE), and then approximates the full posterior as an explicit product of

the subposterior densities. Wang and Dunson [12] adopt the KDE idea and represent it as

a Weierstrass transform; this appears to be more robust from the analytical bounds shown

on the approximation error of the sampler. Minsker et al. [13] use the median posterior

in a reproducing kernel Hilbert space (RKHS) as a combination technique that is proven

to be robust when outliers are present. Wang et al. [6] recombine the local samples using

random partition trees.

The main drawback of these samplings is that the local posteriors can significantly differ

from each other due to noisy data, non-random partitioning of data, or due to simply not

following the Gaussian assumptions in the final approximation, which can result in highly

inaccurate global posterior samples. To overcome the significant difference among local

posteriors, one idea is to use Expectation Propagation (EP) to facilitate sharing of moment

statistics of local posteriors across nodes [4].
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Mini-batch MCMC

Other data parallel methods, especially in large-scale Bayesian inference, are inspired from

stochastic gradient descent algorithm. Conventional gradient descent (GD) optimizes a

function by iteratively computing a local gradient involving a sum of terms over all the

data points, where as a stochastic GD computes an approximate gradient based on only a

subset of data (so-called mini-batch) or even one single data point at each iteration [30].

This approach makes it much more faster and effective in practice. This idea is also applied

to variational inference [31], known as stochastic variational inference methods.

Similar ideas have been explored in distributed MCMC. One very recent effort is dis-

tributed stochastic gradient MCMC [5]. This algorithm is a variant of stochastic gradient

MCMC [32], where the idea is to partition a large data set across machines, and then per-

form Bayesian inference using a stochastic gradient MCMC that jumps from machine to

machine. Other recent approaches include [33, 34, 35, 36]. These techniques are only ap-

proximate, mostly lacking an asymptotic correctness. In order to simulate from the exact

posterior distribution, [37] uses a lower bound on the local likelihood factor while evaluat-

ing only a subset of the data at each iteration.

Roadmap. In my next chapter, I give a brief overview of markov chain and its impor-

tant theoretical properties leading to MCMC algorithms. Then I describe our shepherded

MCMC approach in a little detail with a fairly simple example. Next, in the three sections

of chapter four, I give three experiments on the application of the method of SDs. Our

first two experiments (weighted Max-SAT and Bayesian linear regression with the spike

and slab prior) will focus on transition parallelism, where the goal is to use parallelism that

requires fewer epochs to converge. Our last experiment will focus on using the method of

SDs to develop a data parallel sampler. Finally, I end my thesis with a brief conclusion and

discussion.
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Chapter 2

Markov Chain Monte Carlo

Markov Chain Monte Carlo is a technique to solve the problem of sampling from an arbi-

trary distribution π defined over a state space X . MCMC simulates a random walk over

X to generate a sequence of samples from a distribution that converges to the target distri-

bution π. This is typically useful when pi is a high-dimensional complex distribution and

analytical approaches fail to draw samples from it directly, for example inferring phyloge-

netic trees using a Bayesian model on a large dataset.

Definition: Let π be a distribution over a finite set X . Given the probability distribution

function p(x) of drawing x in X according to π, design an efficient randomized algorithm

which outputs an element of X so that the probability of outputting x is approximately

p(x). More generally, output a sample of elements from X drawn according to p(x).

2.1 Markov Chains

A Markov chain is a sequenceX0, X1, X2, ... of random elements of some set following the

Markov property which is the conditional distribution of Xn+1 given X0, ..., Xn depends

on Xn only. The set in which the Xi takes values is called the state space of the Markov

chain. The transition probabilities of a Markov chain are stationary if the conditional dis-

tribution of Xn+1 given Xn does not depend on n. Some kinds of adaptive MCMC ([38])

have non-stationary transition probabilities. Here we always assume stationary transition

probabilities.
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The joint distribution of a Markov chain is determined by

• The marginal distribution of X0, called the initial distribution,

• The conditional distribution of Xn+1 given Xn, called the transition probability distribu-

tion.

We can formally define a Markov chain as follows:

Definition 1 Let {X0, ..Xn} : Ω→ be a sequence of random variables defined on a proba-

bility space (Ω,F ,P) and mapping to a finite state space S = {s1, ..., sk}. The sequence is

said to be a (homogeneous) Markov Chain with initial distribution µ = (µ1, ..., µk)
T and

transition matrix P = (pi,j) if P (X0 = s0, X1 = s1, ..., Xn = sn) = µs0ps0,s1 ...psn−1,sn

holds for all n = 0, 1, ... and all s0, s1, ..., sn ∈ S.

Proposition 1 The above sequence of random variables {X0, X1, X2, ...} : Ω → S is a

Markov chain iff there exists a stochastic matrix (ref) P = (pi,j) such that P (Xn = sn |

Xn−1 = sn−1, ..., X0 = s0) = psn−1,sn for all n = 0, 1, .. and all s0, s1, ..., sn ∈ S with

P (Xn = sn | Xn−1 = sn−1, ..., X0 = s0) > 0.

Corollary 1 Let {X0, X1, X2, ...} be a Markov chain. Then it holds: P (Xn = sn | Xn−1 =

sn−1, ..., X0 = s0) = P (Xn = sn | Xn−1 = sn−1) where P (Xn = sn | Xn−1 =

sn−1, ..., X0 = s0) > 0. This is generally referred as the Markov Property.

2.1.1 Properties of Markov Chains

In this section, I will discuss some of the most important properties of Markov chains

useful in the context of Markov Chain Monte Carlo. We will also, in the process, learn

some definitions which will come handy in the discussions of these properties and later

in my thesis. Suppose our Markov chain {X0, X1, X2, ...} is defined on the finite state
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space {s1, s2, ..., sk} with a transition matrix P . Then we can obtain the distribution of the

Markov chain after n steps just by matrix multiplication.

Proposition 2 Consider a Markov chain with transition Matrix P , initial distribution µ and

denote the chain’s distribution after the nth transition with µ(n). Then it holds: µ(n),T =

µTP n.

So, if we denote P (n) as the transition matrix after n transitions, it holds P (n) = P n which

is known as the Chapman-Kolmogorov-Equation.

Definition 2

• A non-negative matrix is one with all its elements non-negative.

• A quasi-positive matrix is a non-negative matrix if ∃n0 > 1 such that all elements of An0

are positive.

Definition 3 A Markov chain {X0, X1, X2, ...} is called ergodic if ∃ a probability distribu-

tion π = (π1, ..., πk)
T on S ∀j ∈ {1, ..., k} such that

πj = lim
n→∞

p
(n)
i,j

is positive and does not depend on i.

Proposition 3 A Markov chain is ergodic iff its transition matrix P is quasi-positive.

Theorem 1 For an ergodic Markov chain, the vector π = (π1, ..., πk)
T where πj =

lim
n→∞

p
(n)
i,j is the unique solution of

πT = πTP

and π is a probability distribution on S.

Definition 4 A Markov chain is called irreducible if for all its states si, sj ∈ S, ∃ an n such
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that

P (Xm+n = sj | Xm = si) > 0

(independent of m due to homogeneity). In other words, any two states can communicate

with each other.

Definition 5 In a Markov chain, the period of a state si is defined as

period(si) = GCD{n ≥ 1 : (P n)i,i > 0}.

A Markov chain, of which all states have period 1, is called aperiodic.

Theorem 2 A transition matrix P is irreducible and aperiodic iff P is quasi-positive.

Definition 6 A Markov chain {X0, X1, X2, ...} is said to have a stationary distribution

π = (π1, π2, ..., πk)
T if:

1. π ≥ 0∀i ∈ {1, ..., k} and
∑k

i=1 πi = 1

2. πTP = πT

If the initial distribution is π, the distribution of Xn is also π∀n ≥ 1.

Definition 7 If µ = (µ1, ..., µk)
T and ν = (ν1, ..., νk)

T are two probability distributions of

the state space S = {s1, ..., sk}, then the total variation distance (TV) between µ and ν is

defined as

dTV (µ, ν) =
1

2

k∑
i=1

|µi − νi|.

A sequence of probability distributions π(i)converges in total variance to another distribu-

tion π, i.e., π(i) TV−−→ π if

lim
i→∞

dTV (π(i), π) = 0.
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All these concepts lead to the very important Markov chain convergence theorem,

which is stated as follows:

Theorem 3 Let us consider an irreducible and aperiodic Markov chain

{X0, X1, X2, ...} and denote its nth transition by µ(n). Then for any initial distribution µ(0)

and a stationary distribution π, we have:

µ(i) TV−−→ π

.

In other words, if we run the Markov chain for a very long time, its distribution will

converge to the stationary distribution. Also, it can be proved that, any irreducible and

aperiodic chain has exactly one stationary distribution. This very important theorem is the

foundation of Markov Chain Monte Carlo methods.

2.2 Monte Carlo Methods

Monte Carlo methods are a class of algorithms that simulate multiple random samples in

order to approximate calculations. They can also be used just to explore spaces that are

more easily characterized by samples than visualizations.

Let us take a simple example to illustrate this.

Example One particular useful example of Monte Carlo method is Monte Carlo integra-

tion. Suppose we try to calculate pi by finding the area in one quadrant of the unit circle.

The area of the unit circle is π, so one quadrant will have area π/4.

If we generate a bunch of random points in the square that circumscribes the quadrant,

we get a picture that looks like this. For each point, we can tell whether it falls in the circle
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by testing whether x2 + y2 < 1. We expect that the ratio of the number of points that fall

in the circle to the total number of points is approximately equal to the ratio of the area of

the quadrant to the area of the square. Thus, by classifying and counting random samples,

we are able to approximate π.

In general, when we can think of an integral as an expectation, Monte Carlo integration

invokes the law of large numbers to estimate the expectation via a sample average. So, if

we write an integral as the expectation of a function f(x) with respect to a distribution π

with probability density function π(x),

Eπ(f) =

∫
f(x)π(x)dx,

then we can estimate this integral by averaging over a set of sample {xn}Nn=1 from π as:

fN ≡
1

N

N∑
n=1

f(xn).

Steps of Monte Carlo methods [Wiki]:

• Define a domain of possible inputs.

• Generate inputs randomly from a probability distribution over the domain.

• Perform a deterministic computation on the inputs. Aggregate the results.

So, Monte Carlo methods require sampling from a distribution, which can often be not

straightforward or analytically tackled, thereby requiring numerical simulations. Next we

describe two very important Monte Carlo methods which addresses this issue: rejection

sampling and importance sampling. We will see how their limitations motivated more

sophisticated Markov Chain Monte Carlo methods.
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2.2.1 Rejection Sampling

Rejection sampling, also known as acceptance-rejection method or accept-reject algorithm,

is a general purpose Monte Carlo method to sample from any distribution with a density in

a real space.

Suppose our target distribution has a density p(x) as shown in Figure 1. When we try to

sample from p(x), basically it means we want to uniformly sample points from the 2 −D

region under the curve. In rejection sampling, we consider density q(x) from which we can

sample directly under the restriction that p(x) < Mq(x) where M > 1 is an appropriate

bound on p(x)
q(x)

.

The rejection sampling algorithm is described below.

1: s← 0

2: while s 6= N do

3: x(s) ∼ q(x)

4: u ∼ U(0, 1)

5: if u < p(x(s))

Mq(x(s))
then

6: accept x(s)

7: s← s+ 1

8: else

9: reject x(s)

10: end if

11: end while

In words, this process samples x(s) from some tractable distribution and then it decides

whether to accept or reject it. The problem, however, is that M is generally large in high-

dimensional spaces and since p(accept) ∝ 1
M

, many samples get rejected. I have used
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Rejection sampling a number of times while running my experiments with Shepherding

approach.

2.2.2 Importance Sampling

It turns out that Monte Carlo methods are very useful in high-dimensional spaces. Conven-

tional numerical integration methods converge very slowly as the number of dimensions

increases, and Monte Carlo integration quickly becomes the best choice in those situations,

despite its comparatively poor performance in fewer dimensions.

Suppose our target distribution is p(x), and we would like to estimate f(x), i.e., com-

pute
∫
f(x)p(x)dx. If we have a density q(x) which is easy to sample from, we can sample

x(s) iid∼ q(x), and use the principle of importance sampling:∫
P

f(x)p(x)dx =

∫
Q

f(x)
p(x)

q(x)
q(x)dx

In words, sampling x from p(x) distribution is equivalent to sampling x × w(x) from

q(x) distribution, with importance sampling weight w(x) ≡ p(x)
q(x)

. This can be proved by

considering the following Monte Carlo weighted sum.

1

N

N∑
s=1

f(x(s))w(x(s)) =
N∑
s=1

f(x(s))
p(x(s))

q(x(s))

→
∫ (

f(x)
p(x)

q(x)

)
q(x)dx [Law of Large Numbers]

=

∫
f(x)p(x)dx

In theory, we can choose any distribution q(x) to sample from. But in practice, we

would like to choose q(x) as close as possible to f(x)w(x) to reduce the variance of our

estimator. I have used Importance sampling later in one of my experiments.
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2.3 Markov Chain Monte Carlo

Markov Chain Monte Carlo exploits the properties of Markov chains discussed above. The

goal is to generate random draws from a target distribution. First a way to construct a

‘nice’ Markov chain is identified, such that its equilibrium probability distribution is our

target distribution.

If we can construct such a chain then we arbitrarily start from some point and iterate

the Markov chain many times. Eventually, the draws we generate would appear as if they

are coming from our target distribution.

We then approximate the quantities of interest (e.g. mean) by taking the sample average

of the draws after discarding a few initial draws which is the Monte Carlo component.

There are several ways to construct ‘nice’ Markov chains. The two most popular meth-

ods are Gibbs sampler and Metropolis-Hastings algorithm.
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Chapter 3

Shepherding Approach

The idea behind the parallelization of MCMC is to introduce an auxiliary distribution called

‘shepherding distribution’ (SD) which can guide several Markov chains in parallel leading

to a faster convergence. The entire process will be a Markov process in the sense that all

the chains are parts of this process though running individually. They are bound by the

shepherding distribution. One of the Markov chains will always sample from the target

distribution. Let’s call this chain “primary chain”. As far as the MCMC process (Gibbs

sampling) is concerned, the shepherding distribution has no direct impact on it. We will

consider convergence and the samples from this chain only. This ensures we never get

wrong samples, i.e., samples coming from a different distribution other than the target

one. However, the shepherding distribution will have an indirect impact on this chain.

Occasionally we will calculate a “swapping ratio” between the Master chain and one of the

shepherded chains. This ratio consists of both of their likelihoods with respect to our target

distribution as well as the shepherding distribution. It also should maintain the detailed

balance in the whole Markov process. Now depending to the value of this ratio, we may

swap the entire state of the Master chain and that other chain. I will discuss in detail about

the steps to swap the states of two chains. Now the intuition is that the Master chain will

reach a higher likelihood region once its state is swapped with that of another chain’s. The

reason is simple. The shepherding distribution helps to guide all the other chains in a way

that they reach the high likelihood regions faster. This is because the shepherding process

generally makes the distribution a peaked one or highly modal. This means the chains will



20

naturally reach the high likelihood peaks faster than usual.

The construction can be formally described as follows. Assume we wish to develop an

MCMC algorithm for an un-normalized target distribution f(x) over some state space X .

The method of SDs maintains a Markov chain, referred to as the primary chain, designed

to that its stationary density is precisely the target density f(x).

Now, we define a shepherding variable θ to be a hyperparameter whose prior is the

shepherding distribution g(θ). We then define a shepherded chain to be a Markov chain

designed to have a stationary distribution f ′(x | θ).

Often, f ′ is chosen so that f ′ ≡ f , but this is not necessary. In our first example of the

method of SDs (solving a weighted Max-SAT problem) f ′ is constructed to have the same

mode(s) as f , but to have a higher variance, so that at least initially, each shepherded chain

is given more freedom to explore the space X .

When using the method of SDs, we augment the chain whose stationary distribution is

f(x) with (n − 1) additional, shepherded chains, as well as a sampler for the shepherding

parameter θ. In addition, we introduce an auxiliary variable ccc that holds a permutation of

the numbers {1, ..., n}; the value stored in c1 is the identity of the primary chain. Then,

assuming that the prior on ccc is uniform over all permutations, the entire Markov process is

designed to have unnormalized stationary density

f(xc1)g(θ)
n∏
i=2

f ′(xci | θ). (3.1)

Note that the method of SDs does not prescribe the exact nature of the Markov chain simu-

lation used to ensure the required stationary distribution. Any strategy can be used (Gibbs

sampling, Metropolis-Hastings, Hamiltonian MCMC [39], etc.). In fact, it may make sense

to use different strategies for different chains. Typically, however, ccc is updated using a

Metropolis step that attempts to exchange the value of c1 with a randomly selected ci with
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probability

min (1, πi)

where

πi =
f(xci)f

′(xc1|θ)
f(xc1)f

′(xci |θ)
. (3.2)

This allows a high-quality solution computed by the shepherded chains to be exchanged

into the primary chain. Or, one can compute πi for each value of i ∈ {1...n} and then

choose a swap of c1 with a randomly selected ci in a Gibbs sampling step, with probability

proportional to πi.

In the most general case, the various shepherded chains may sample from different

distributions. One can construct a chain whose stationary distribution is

f1(xc1)g(θ)
n∏
i=2

fi(xci | θ) (3.3)

with the goal of drawing samples from f1. This is particularly useful if the task is to realize

an algorithm achieving data parallelism, so that the samplers, for each fi where i ≥ 2, are

operating over subsets of a large data set in a distributed machine learning setting (see our

application to LDA [40] later in the paper). In such a setting, the shepherding distribution

g(θ) provides a way for the various chains to communicate with one another, even though

they are operating over different subsets of the data.

Thus, the method of SDs simulates a Markov chain having three types of dynamics: a

periodic update of the permutation c (a “swapping step”), interleaved with parallel simula-

tion of the chains corresponding to each xi, as well as periodic updates of the shepherding

variable θ.

Discussion. The choice of exact shepherding mechanism is important, but in our experi-

ence is usually obvious from the problem context. One typically chooses a shepherding
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distribution as a prior on the key variables of interest. This allows the various shepherded

chains to communicate with one another, via the hyperparameter set θ learned coopera-

tively.

Intuitively, the method of SDs can be seen as closely related to the classical method

of parallelizing/distributing stochastic learning algorithms that has long been part of the

folklore: run the algorithm independently at different sites, and then periodically average

the learned model [41] or at the end of the computation [11]. However, while averaging

only makes sense for certain types of problems (averaging discrete models is problematic,

for example), the method of SDs can work with any type of data for which an appropriate

shepherding prior can be chosen. And while averaging often has very weak correctness

guarantees, replacing an average with a Bayesian update, where the shepherding param-

eter θ is sampled as a random variable with density proportional to g(θ)
∏n

i=2 fi(xci|θ),

maintains detailed balance, and hence correctness is guaranteed.

3.1 Detailed Algorithm with an example

The basic principle of a shepherded MCMC sampler can be summarized in flowchart 3.1.

We attempt to develop an MCMC algorithm to sample x ∼ f(x | θ) for some parameter set

θ. We are particularly interested in the case of Bayesian inference so that x ∼ f(x | y, θ),

where y is the observed data we are conditioning on. For simplicity, we will not explicitly

indicate y in our equations. In general, x can be a very complicated object. For an example

of moderate complexity, consider a Bayesian inference problem where we have a mixture of

two Normal distributions, the first of which has parameters µ1 = 0, σ1 = 1, and where the

second of which has σ2 = 1, but unknown µ2; we put a Normal(0, 1) prior on µ2 . We then

take n samples y1, y2, ..., yn from this mixture; the (unknown) identity of the component

that produced the ith value is ρi . In this case, x = {ρ1, ρ2, ..., ρn, µ2}, y = {y1, y2, ..., yn},



23

 

Initialize m chains: 𝜽 given, 𝜽′~𝒈(𝜽′) 

𝑿𝟏~𝒇(𝑿𝟏|𝜽) 𝑿𝟐~𝒇′(𝑿𝟐|𝜽′) 𝑿𝒎~𝒇′(𝑿𝒎|𝜽′) 𝑿𝟑~𝒇′(𝑿𝟑|𝜽′) 

Compute swapping probabilities P 

ሥ 𝐂𝐡𝐨𝐨𝐬𝐞 𝒊~𝑷𝒊 

𝒊 ≠ 𝟏? 

Collect statistics from 𝑿𝟐, …,  𝑿𝒎 and update 𝜽′ 

Swap 𝑿𝟏 and 𝑿𝒊 
yes 

No 

Burn-in? 
Take samples 

from 𝑿𝟏 

yes No 

Figure 3.1 : Flowchart of a simplified shepherded MCMC sampler

and θ contains the parameters (0, 1) controlling the prior on µ2. Note that, here we keep

f ′ ≡ f , and also for simplicity of explanation, we are not mentioning the auxiliary variable

ccc, but instead explicitly showing the swapping step.

Now, we want to develop a parallel algorithm for drawing samples from x ∼ f(x |

y, θ). To accomplish this, we maintain m parallel chains which each individually samples

its own x1, x2, ..., xm; the choice of the particular algorithm to use for each chain (Gibbs

sampling, Metropolis Hastings, etc.) is left open. However, x1 ∼ f(x1 | y, θ). For each

i > 1, xi ∼ f(xi | y, θ′), where we place a prior g(θ′ | λ) on θ′. g(θ′ | λ) is known as the
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Shepherding Distribution.

In our example mixture model case, θ′ = {µ0, σ0}. And, we assigned a prior Normal(µ0 |

µshep, σshep) on µ0 and a prior IG(σ0 | α, β) on σ0. These two priors collectively represent

our g(θ′ | λ).

Intuitively, this allows all the chains for x2, ..., xm to explore the function f(x | θ)

individually, but under the guidance of the shepherding distribution. When one chain finds

a high-likelihood configuration, it then has the ability to pull the other chains toward it, by

influencing . As a group, these chains can do a better job exploring the function than any

individual chain can.

Unfortunately, by doing this, we can no longer guarantee that x2, ..., xm are sampled

according to f(x | θ). In fact, depending upon the particulars of the problem, x2, ..., xm are

typically sampled from a spikier version of the original distribution, where the modes have

higher likelihood than prescribed by f(x | θ), and the troughs have a lower likelihood.

These chains will mix more quickly (due to the spikiness), but will not have the desired

stationary distribution. Only x1 (which is using an MCMC algorithm to sample directly

from f(x | θ)) is correct in that sense. But x1 is not shepherded, and hence we would not

expect it to converge any more quickly than a simple Markov chain without parallelization

in fact, it is produced by what amounts to just a regular Markov chain. We can get around

this by periodically allowing an swap operation that attempts to swap x1 for another xi so

that detailed balance is maintained. Specifically, we choose a random index i > 1, and

propose swapping x1 for xi ; according to detailed balance the swap must be accepted with

probability:

f(x1 | θ)f(xi | θ′)Pr[1→ i] = f(xi | θ)f(x1 | θ′)Pr[i→ 1] (3.4)
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Or where:
Pr[1→ i]

Pr[i→ 1]
=
f(xi | θ)f(x1 | θ′)
f(x1 | θ)f(xi | θ′)

(3.5)

That is, if the value f(xi|θ)f(x1|θ′)
f(x1|θ)f(xi|θ′) exceeds one, we automatically accept the transition. Oth-

erwise, we accept with probability f(xi|θ)f(x1|θ′)
f(x1|θ)f(xi|θ′) .

Thus, at any point in time, x1 is a sample from the target distribution.

If we repeatedly perform such swaps for a particular set x1, x2, ..., xm , we will reach

a stationary distribution where the probability of the value xi replacing x1 is given by pi

. This pi can be computed and the stationary distribution sampled from directly. Define

the transition matrix T , where Ti,j is the normalized probability of swapping xi with the

current xj , given that the current xi is in position 1. That is,

Ti,j =
1

m− 1
×min

(
1,
f(xj | θ)f(xi | θ′)
f(xi | θ)f(xj | θ′)

)
. (3.6)

There are a number of ways to compute the desired stationary distribution given T ,

which corresponds to T s first Eigenvector. The simplest is to do the following:

p← makeV ector(m,m)

for int i = 0 : 25 do

p← p× T

end for

In the resulting value of p contains the stationary distribution for T . Given this, the

overall algorithm looks like following:

1: Initialize each xi , let θ′ ← θ.

2: In parallel, update each xi.

3: Compute p.

4: Choose i so that the probability of selecting i is pi.

5: Swap x1 and xi.
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6: Collect required statistics about {x2, x3, ..., xn} and use them to update θ′.

7: Goto step (2).

I will now walk through these steps in the light of our Bayesian inference example.

3.1.1 Algorithm Steps illustrated

1. Initialize each xi for m chains.

In my experiment, xi = {ρ1, ρ2, ..., ρn, µ2}, initialized according to its prior with θ,

that is ρi ∼ Categorical(0.5) and µ2 ∼ N (0, 1).

2. In parallel, update each xi, according to both f(xi | θ) and f(xi | θ′).

Note: We will eventually use f(x1 | θ) for our final sampling and f(xi | θ′) for only

shepherding with rest of the chains. But, updating all the chains in according to both

distributions will help in Swapping (see next step).

3. Compute swapping probabilities P .

(a) We can take advantage of the peaked (with higher mode) shepherded distribu-

tion to sample from our actual distribution if we can periodically swap x1 with

xi (i 6= 1) while maintaining “Detailed Balance” in the whole Markov process

consisting of m chains. So, the swap must be accepted with probability:

f(x1 | θ)f(xi | θ′)Pr[1→ i] = f(xi | θ)f(x1 | θ′)Pr[i→ 1]

⇒ Pr[1→i]
Pr[i→1]

= f(xi|θ)f(x1|θ′)
f(x1|θ)f(xi|θ′) .

(b) Define the transition matrix T , where Ti,j is the normalized probability of swap-

ping xi with xj , given that the current xj is in position 1. That is,

Ti,j = ρi ×min
(

1,
f(xi|θ)f(xj |θ′)
f(xj |θ)f(xi|θ′)

)
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where ρi is chosen so that
∑n

j=1 Ti,j = 1

(c) Now we compute the desired stationary observation given T , which corre-

sponds ot T ′s first Eigenvector.

P← makeVector (m, 1
m

);

for int i = 0 to 25

P ← P × T

endfor

4. Choose i so that the probability of selecting i is Pi.

5. Swap x1 and xi if i 6= 1.

6. Update θ′ (that is, µ0, σ0) according to equations (3) and (4) in Shepherding Esti-

mation provided in the next section.

7. Goto step (2).

Next the update equations for Gibbs sampling in our example are provided.

3.1.2 Update equations for Gibbs sampling

Sequential Gibbs sampler

We ran Gibbs sampling on our MCMC chains. The update equations for the first chain,

following f(x1 | y, θ) are as follows:

1. P (ρi | ρ, y, θ) ∝ N (yi | 0, 1)1−ρi ×N (yi | µ2, 1)ρi

ρi = 0 denotes the first Normal and ρi = 1 denotes the second Normal. So, we took

a random sample of ρi following the above distribution.
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2. P (µ2 | ρ, y, θ) ∝
∏n

ρi=1,i=1N (yi | µ2, 1)×N (µ2 | 0, 1)

⇒ µ2 ∼ N
(
n′ȳ′

n′+1
, 1
n′+1

)
where n′ = no. of data points drawn from 2nd Normal

ȳ′ = 1
n′

∑n′

i=1 yi; yi coming from 2nd Normal

3. f(x | θ) ∼ N (yi | 0, 1)1−ρi × (N (yi | µ2, 1)×N (µ2 | 0, 1))ρi

4. Likelihood: LLH(x | y, θ) =
∑n

i=1[(1− ρi) logN (yi | 0, 1) + ρi(logN (yi | µ2, 1)]

Shepherded Gibbs sampler

We took µshep = 0, σshep = 1, α = 1, β = 1. The update equations for the rest of the

(m− 1) chains, following f(xi | y, θ′) are as follows:

1. ρi is sampled just like before.

2. P (µ2 | ρ, y, θ′) ∝
∏n

ρi=1,i=1N (yi | µ2, 1)×N (µ2 | µ0, σ0)

⇒ µ2 ∼ N
(
n′ȳ′+Γ0µ0
n′+Γ0

, 1
n′+Γ0

)
where n′ = no. of data points drawn from 2nd Normal

ȳ′ = 1
n′

∑n′

i=1 yi; where yi coming from 2nd Normal

Γ0 = 1
σ02

(precision)

3. P (µ0 | σ0, µshep, σshep, µ
i
2) ∝

∏m
i=2N (µi2 | µ0, σ0)×N (µ0 | µshep, σshep)

where µi2 denotes µ2 from the ith chain

⇒ µ0 ∼ N
(

(m−1)Γ0µ̄′2+Γshepµshep
(m−1)Γ0+Γshep

, 1
(m−1)Γ0+Γshep

)
where µ̄′2 = 1

m−1

∑m
i=2 µ

i
2

Γshep = 1
σshep2
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4. P (σ0 | µ0, α, β, µ
i
2) ∝

∏m
i=2N (µi2 | µ0, σ0)× IG(σ0 | α, β)

⇒ σ0 ∼ IG(α′, β′)

where α′ = α + m−1
2

, β′ = β + 1
2

∑m
i=2(µi2 − µ0)2

5. f(x | θ′) ∼ N (yi | 0, 1)1−ρi × (N (yi | µ2, 1)×N (µ2 | µ0, σ0))ρi

6. Likelihood: LLH(x | y, θ′) =
∑n

i=1[(1−ρi) logN (yi | 0, 1) +ρi(logN (yi | µ2, 1)]

The above equation holds for each of the (m-1) Shepherded chains.

3.1.3 Lookahead Approach

One concern is that we may find ourselves rejecting almost all attempts at swapping, espe-

cially in a very complex, high-dimensional problem. In this case, we lose the effect of the

shepherding, as the chain producing x1 is not influenced in any way by the remainder of the

chains. It remains to be seen if this is a problem, but it is something we need to consider!

In an attempt to alleviate this, we can change the procedure very slightly. Specifically,

when we update each xi in parallel, we pick one i > 1 at random and produce two updated

versions: x̃i and x̃′i. x̃i is produced by updating xi according to the distribution f(xi | θ),

and x̃′i is produced by updating x̃′i according to the distribution f(xi | θ). We do the same

thing for x0, producing two updated versions: f(x1 | θ), and x̃′1.

When we swap, we do not swap x1 and xi directly. Rather, we do a lookahead and

consider whether to replace x1 and xi with x̃′1 and x̃′i, respectively (the default, or no-swap

case), or whether to swap and then replace x1 and xi with x1 and xi with x̃′1 respectively.

To maintain detailed balance, we need:

Pr[1→ i]

Pr[i→ 1]
=
f(x̃i | θ)f(x̃′1 | θ′)
f(x̃1 | θ)f(x̃′i | θ′)

(3.7)
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Thus, we accept x̃′1 and x̃′i with probability f(x̃i|θ)f(x̃′1|θ′)
f(x̃1|θ)f(x̃′i|θ′)

(capped at 1); otherwise, we

accept x̃1 and x̃i.

This method can then be used within the following algorithm:

1. Initialize each xi , let θ′ ← θ.

2. In parallel, update each x2, x3,...,xi,xi+1,xi+2,...,xm.

3. Also in parallel compute x̃1, x̃′1, x̃i, and x̃′i.

4. Choose whether to replace (x1, xi) with (x̃1, x̃′i) or (x̃′1, x̃i) according to equation.

5. Collect required statistics about {x2, x3, ..., xn} and use them to update θ′.

6. Goto step (2).
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Chapter 4

Experiments and Results

In this chapter, we give three examples of the application of the method of SDs. Our first

two experiments (weighted Max-SAT and Bayesian linear regression with the spike and

slab prior) will focus on transition parallelism, where the goal is to use parallelism that

requires fewer epochs to converge. Our last experiment will focus on using the method of

SDs to develop a data parallel sampler. The results in the form of log-likelihood comparison

empirically prove the efficacy of our Shepherding approach in faster burn-in.

4.1 First Experiment: Weighted Maximum Satisfiability problem

In this section, we consider a shepherded solution to the weighted Max-SAT problem. We

show that using the method of SDs, it is easily possible to produce an MCMC sampler

that outperforms several other parallel samplers as well as a Gibbs sampler on the same

problem.

4.1.1 Problem Formulation

Max-SAT is the problem of determining the maximum number of clauses of a given Boolean

formula in conjunctive normal form, that can be made true by an assignment of truth values

to the variables of the formula. The weighted Max-SAT problem asks for the maximum

weight which can be satisfied by any assignment, given a set of weighted clauses.

An instance of weighted Max-SAT can be viewed as inducing a probability distribution.
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Let x be a random variable that gives a random assignment of truth values to each of the

literals that appears in a SAT formula. A set of truth value assignments L is subset of L,

where L is the set of all literals in the Max-SAT problem instance. L contains the set of

literals whose value is set to true. Tj (the jth clause in the SAT formula) is a binary-valued

function over an assignment. For example, a particular term may take the form:

T (L) =1 if l2 ∈ L and l4 6∈ L and l5 ∈ L and l8 ∈ L

0 otherwise

(We will subsequently use Lj to denote the set of literals named in Tj). Letwi be the weight

associated with clause j. If we define the probability of x taking the value L as:

P (x = L) ∝
∏
j

exp(Tj(L)× ρ× wj) (4.1)

then solving the weighted Max-SAT problem is equivalent to finding the value of L that

maximizes the value of the above PMF. Note that in this formulation, ρ is a constant that

has no effect on the identity of the assignment that maximizes the PMF. If one uses an

MCMC-based sampler to “solve” the resulting maximization problem and finds that the

majority of the probability mass is concentrated away from the value of L that maximizes

the value of the PMF, in theory one may force a sampler to choose the most likely samples

by changing the exponentiation using a larger value of ρ.

Given this formulation, a simple Gibbs sampler for generating a Markov chain simu-

lation 〈x(0), x(1), ...〉 whose stationary distribution is as given in Equation 4.1 is given in

Algorithm 1. This algorithm loops through each of the clauses. For each clause, it enu-

merates all possible assignments of the literals named by the clause, and chooses one with

probability proportional to the quality of the solution obtained by incorporating the possible

assignment into the current solution.
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Algorithm 1 Gibbs sampler for Max-SAT

Initialize x(0) to be a subset of L

for k ∈ {1 · · · big} : do

x(k) ← x(k−1)

for j ∈ {1 · · ·m} : do

sample L′ from PowerSet(Lj),

s.t. Pr[selecting L′] ∝ P (x = (x(k) − Lj) ∪ L′)

x(k) ← (x(k) − Lj) ∪ L′

end for

end for

4.1.2 A Shepherded Sampler

In practice this algorithm may quickly climb to a highly likely solution—which may not

be optimal—and become stuck there. We can easily develop a parallel algorithm that ad-

dresses this problem using the method of SDs by introducing a prior probability θl that

l ∈ L appears in a sampled assignment. Each shepherded chain samples assignments from

a modified PMF taking the prior assignment probabilities into account:

P ′(x = L|θ) ∝
∏
l∈L

θl
∏
l∈L−L

(1− θl)×

∏
j

exp(Tj(L)× ρ′ × wj).

For the corresponded shepherded sampler, f(x) in Equation 3.1 is realized via the function

P (x = L), while f ′(x|θ) in Equation 3.1 is realized via P ′(x = L|θ) above. Further, we

use a Beta prior on each element of θ, so

g(θ) =
∏
l∈L

Beta(θl|0.1, 0.1)
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will be used to “shepherd” various chains.

In a parallel implementation of our shepherded sampler, each shepherded chain runs one

complete epoch of the Gibbs sampler (considering each of the clauses in turn) followed by a

global (and generally inexpensive) update of θ. To give the shepherded chains the flexibility

to explore the solution space, a relatively small value for the multiplier ρ′ can be chosen;

we use ρ′ = 0.01. In a simple Gibbs sampler, using such a small value for ρ would be

problematic as the chain would not explore the modes of the distribution, but this tends not

to be a problem for shepherded chains. As a consensus is reached, the strength of the prior

tends to pull the various chains into the mode of the distribution.

4.1.3 Results

We performed some empirical comparisons of our shepherded MCMC with the Gibbs sam-

pler described previously as well as two methods for paralleling MCMC algorithms: Par-

allel Metropolis-Coupled MCMC (p(MC)3) [15] and Hybrid Parallel Tempering Simulated

Annealing (hPT/SA) [23].

Parallel (MC)3 is a parallelized Metropolis-Coupled MCMC, where a pool of chains

heated to different temperatures are run in parallel (in the case of weighted Max-SAT,

the temperature corresponds to the value of ρ; the ith chain has its own ρi value, where

0 ≤ ρi ≤ 1). The various chains form a ‘temperature ladder’ from cold to hot. The chains

with ρi < 1 are called heated chains, allowing transitions out of local maxima more easily

compared to the cold chain (with ρ1 = 1). Periodically, in a Metropolis step, the states of

various chains are exchanged with each other. This allows a hotter chain that has moved

out of a local optimal to exchange its state with a cooler chain that has settled into such an

optimal.

Hybrid PT/SA is a hybrid of Parallel Tempering (PT) [22] and Simulated Annealing
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Figure 4.1 : Log-likelihood of various MCMC samplers for four different Weighted Max-

SAT problems.

(SA) [42]. Again, multiple chains at different temperature levels are run in parallel, where

each chain makes a local update and every pair of neighboring chains in the temperature

ladder attempt to swap states. At the same time, a SA is performed, where the temperature

at each temperature level is gradually reduced, and thus the overall composite system is

gradually guided towards the target temperature, while always remaining in a state close to

thermodynamic equilibrium.

All of the parallel algorithms are implemented using five threads. We evaluated all
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four algorithms on several popular weighted Max-SAT benchmark problems ∗, generating

samples from the distribution induced using ρ = 1 [43]. The problems are of moderate to

large size. The number of literals varies from 12,764 to 40,290 over the four problems we

tackle in this paper, and the number of clauses ranges from 46,236 to 145,910. In figure 4.1,

we show the comparison plots of log-likelihood (LLH) of all four samplers. Rather than

relying on wall-clock time, the x axis of each plot is the number of epochs of each sampler

run. An epoch for the Gibbs sampler corresponds to a cycle through each of the clauses

in the Max-SAT problem. An epoch for the other three algorithms consists of an update

for each of the clauses for each individual chain, as well as whatever attempts at swapping

were required, or update to the shepherding distribution. Our rationale for considering

epochs rather than wall-clock time is a desire to avoid measuring implementation effects

(including the quality of the parallel implementation), and since the computational effort

required to cycle through each clause should dominate, using the number of cycles for each

chain as the x-axis seem to make the most sense.

Discussion. In each case, the SD-based method reaches a significantly higher likelihood

than the other methods. For example, in Figure 4.1-(b), the SD-based method reaches

an LLH, as much as 200,000 higher than vanilla Gibbs sampler, and more than 150,000

higher than the other parallel algorithms (since ρ = 1, LLH is equivalent to the score of

the resulting solution). To put this in perspective, the average clause weight is 150, so this

additional LLH equates to a solution that includes around 1,000 more satisfied clauses than

any other method.

It is interesting to note the step-like increase in LLH under the SD-based sampler. We

can illustrate the reason for this in Figure 4.2, which shows the LLH for each of the chains

corresponding to the five threads. Since the primary chain has a ρ value of one (whereas

∗https://www.cs.helsinki.fi/group/coreo/benchmarks/
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Figure 4.2 : Log-likelihood for the five chains used in a shepherded MCMC sampler to

solve the second weighted Max-SAT problem.

the shepherded chains use ρ′ = 0.01) after a swap, the new primary chain sees a rapid

increase in LLH as it adjusts to the higher ρ value, leaving the shepherded chains behind.

However, the primary chain soon reaches a locally optimal solution from which it cannot

escape. Then, as the shepherded chains collectively begin to agree with one another on

certain literals, the corresponding prior hyperparameters reflect this agreement, and the

shepherded chains show a gradual increase in LLH. Eventually, one of the shepherded

chains achieves an LLH significantly higher than the primary chain, triggering a swap, a

rapid rise in LLH, and the cycle begins again.

4.2 Second Experiment: Bayesian Linear Regression

We now consider a shepherded sampler for a high-dimensional Bayesian linear regression

learning problem, with a spike-and-slab prior [44] on the regression coefficients.
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4.2.1 Problem Formulation

Assume we have a data set of m d-dimensional regressors X = x1, x2, ..., xm. For a vector

of regression coefficients w,

yi = xᵀ
iw + εi, (4.2)

where εi ∼ Normal(0, σ2). We use a spike-and-slab prior for w, which is standard in

Bayesian learning for sparsifying such a model. The particular spike-and-slab variant we

use has generative process

w′ ∼Normal(~0, I)

zd ∼Bernoulli(p) for each feature dimension d

wd ←zdw′d.

z is the censoring variable, and controls which regression coefficients are zero. Thus, each

regression coefficient is zero with probability p, and otherwise has a Normal prior on it

with variance 1.

For high dimensional data, we can develop a blocked Gibbs sampler for this problem.

First, partition the columns (features) of X into B subsets (or “blocks”) that are small

enough that we can comfortably perform matrix operations over the blocks. Then:

1. Let Xb denote X projected so that only the features in the bth block remain. Likewise,

let X̄b denote X projected so as to remove features in the bth block.

2. Let wb denote w projected so that only the weights for the features in the bth block

remain (w′b is defined similarly, for the uncensored version of w). Likewise, let w̄b

denote w projected so as to remove the features in the bth block (w̄′b defined simi-

larly).
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3. And zb projects the list of masked regression coefficients onto the bth block, while z̄b

projects the list of masked regression coefficients so as to remove the masks for the

bth block.

Given this, Algorithm 2 gives a simple Gibbs sampler for BLR. In an epoch, for each block,

the set of regression coefficients are updated, and then the various variables controlling the

censored regression coefficients (the various z(k)
d values) are updated.

Algorithm 2 Gibbs sampler for BLR

Initialize each w
′(0)
b , z(0)

b

for k ∈ {1...big} do

Set each w
′(k)
b ← w

′(k−1)
b

Set each z(k)
b ← z(k−1)

b

for b ∈ {1...B} do

yb ← y− (w̄(k)ᵀ
b X̄(k)ᵀ

b )ᵀ

Σ−1
b ← I + 1

σ2 gram(Xb diag(z(k)
b ))

µb ← 1
σ2 Σb(Xb diag(z(k)

b ))ᵀyb

w
′(k)
b ∼ Normal(µb,Σb)

end for

for each feature dimension d do

Compute pz
(k)
d (1− p)1−z(k)d ×∏

j Normal(yj|xᵀ
jw, σ2)

for z(k)
d ∈ {0, 1} and sample z(k)

d

end for

end for
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4.2.2 A Shepherded Sampler

To apply the method of SDs to this Gibbs sampler, we simply augment the spike-and-slab

prior, by introducing a few shepherded hyperparameters. Specifically, we shepherd the

uncensored list of coefficients w′ via the introduction of new hyperparameters Λ and γ (so

that w′ ∼ Normal(Λ, diag(γ)) and we shepherd each zd value (controlling whether or not

the dth coefficient is censored) by adding a probability πd such that zd ∼ Bernoulli(πd).

Hence, the shepherding parameter set θ = 〈Λ, γ, π〉 and the shepherding distribution

g(θ) = Normal(Λ|~0, I)
∏
d

InvGamma(γi|1, 1)Beta(α, β).

In our parallel, shepherded sampler, each chain maintains its own w′, z pair. During an

epoch, each chain uses Algorithm 2 to move from state k − 1 to state k. The only mod-

ification is that the shepherded chains must take into account the parameter set θ, so we

use

Σ−1
b ← diag(γb)

−1 +
1

σ2
gram(Xb diag(z(k)

b ))

µb ← Σb(diag(γb)
−1Λ +

1

σ2
(Xb diag(z(k)

b ))ᵀyb

and we replace p with πd when sampling z(k)
d . At the end of each epoch, we then update

θ. This is computationally easy, due to conjugate priors, and much less expensive than

updating each chain during the epoch.

4.2.3 Results

To test the utility of the shepherded algorithm, we use the BLR implementation in an at-

tempt to learn a model to determine whether or not a document from the 20 Newsgroups

data set [45] is from one of the newsgroups related to religion or not, using the most fre-

quent 2,000 words as our features. We again run three parallel MCMC implementations
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Figure 4.3 : Log-likelihood of various MCMC samplers for a Bayesian Linear Regression

problem with 20,000 data-points and 2,000 dimensions.

based upon the Gibbs sampler described in this section: p(MC)3, hPT/SA, and the shep-

herded sampler, as well as a sequential Gibbs sampler. Each parallel MCMC implementa-

tion uses ten threads.

Figure 4.3 plots the LLH versus the number of epochs run.† Clearly, the shepherded

sampler reaches a high likelihood much more quickly than the other three samplers. Fur-

ther, after around 4,000 epochs, all four samplers seem to have stabilized in terms of the

LLH achieved, with the shepherded sampler reaching a significantly higher likelihood than

the other three samplers.

†Note that we plot LLH as a function of time, rather than a direct measure of model prediction accuracy.

We argue that since MCMC is optimizing for LLH, this is the correct comparison metric. Measuring the

model itself may introduce effects due to model selection and hyperparamter choice.
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4.3 Third Experiment: Latent Dirichlet Allocation

We now consider a data parallel implementation of a sampler for Latent Dirichlet Alloca-

tion (LDA) [40]. Our focus is on examining samplers that are appropriate for a distributed

environment where a subset of a large data set is stored on each compute node.

Briefly, LDA is a popular topic model. In LDA, the jth topic ψj is a set of word

probabilities sampled from a Dirichlet(β) prior, and the topic distribution ρd for document

d is sampled from a Dirichlet(α) prior. Then, document d is generated by, for each term t

in the document, first choosing a topic zd,t ∼ Multinomial(ρd) and then choosing the word

that appears as term t as wd,t ∼ Multinomial(ψzd,t). The goal is learning an LDA model to

infer the unseen model components (in particular, the various ψj vectors) from an observed

data set.
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Figure 4.4 : Illustration of Latent Dirichlet Allocation model using a plate diagram

Figure 4.4 demonstrates the basic LDA model using a plate diagram, where every node

denotes a variable and every rectangular box denotes a subgraph that is repeated the corre-
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sponding number of times in the model.

4.3.1 Problem Formulation of Distributed LDA

The standard Gibbs sampler for LDA integrates out each ψj and ρd and instead attempts

to obtain a posterior distribution on the number of each dictionary word assigned to each

topic. However, the resulting sampler is nearly impossible to parallelize efficiently in a

way that guarantees ergodicity. The problem is that after integrating out ψj and ρd, all of

the threads in a distributed compute cluster will need to constantly access and update those

word-topic counts. Facilitating this in both a consistent and efficient way is not possible,

and so the standard solution is to simply to accept inconsistency and ignore the fact that the

resulting chain is non-ergodic.

However, in our experience, such a non-ergodic chain can converge to an inferior

model. To ensure ergodicity, in our own distributed LDA Gibbs sampler, we choose not to

integrate out each ψj and ρd, and to instead maintain explicit values for each of these terms.

The resulting Gibbs sampler is then quite simple, and nearly all updates are conjugate. It

is also easily distributed so as to ensure ergodicity, because ρd is local to each document.

Assume that the set of documents has been partitioned across the cluster so each machine

has a subset of the data. Then, for a document d, ρd can be updated locally on the machine

on which document d is located, as outlined in Algorithm 3.‡ After this update is performed

in parallel around the cluster in an epoch, the number of times each topic was responsible

for producing each word in the dictionary is computed using a distributed aggregation, and

the results are used to update each ψj before the next epoch of the computation begins.

‡The ten iterations of the inner loop are chosen somewhat arbitrarily; the idea is to sample until ρ(k)d is

consistent with {ψ(k)
j }.
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Algorithm 3 Sampler for ρ(k)
d given ρ(k−1)

d , {ψ(k)
j }

ρ
(k)
d ← ρ

(k−1)
d

for a ∈ {1...10} do

for each term t in document d do

Sample zd,t where Pr[zd,t = γ] ∝ ρ
(k)
d,γψ

(k)
γ,t

end for

Compute q where qj = |{zd,t|zd,t = 1}|

ρ
(k)
d ∼ Dirichlet(α + q)

end for

4.3.2 A Shepherded Sampler

Since our goal is data parallelism, we will develop an MCMC simulation utilizing the most

general formulation of the method of SDs, corresponding to Equation 3.3.

Distribution. Assume a compute cluster consists of n − 1 machines; our shepherded

algorithm will maintain n − 1 shepherded chains and one primary chain. We partition the

input data set D into D2 ∪ D3 ∪ ... ∪ Dn and locate each Di on a different machine. The

machine holding Di will be responsible for maintaining the shepherded chain tasked with

sampling xci , using only the data in Di. Since xc1 corresponds to the primary chain, there

is no D1 to be operated on by the chain sampling xc1 .

In the case of data-parallel LDA, a sampled xci consists of a complete set of word-in-

topic probabilities {ψj}ci , maintained locally, learned over Di. In addition, ρd for each

d ∈ Di is maintained as a local set of auxiliary variables. Hence the machine holding

Di runs a Markov chain that generates samples from fLDA({ψj}ci |Di, α, β), where fLDA

corresponds to the PDF for the LDA model.
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Figure 4.5 : Illustration of Data-parallelism in Shepherded Latent Dirichlet Allocation us-

ing a compute cluster of 10 machines

In addition, the primary chain corresponding to xc1 will be maintained in parallel by

all machines, using a standard distributed LDA algorithm (such as the one described in the

previous subsection).

Shepherding Methodology. The question then becomes, how to shepherd the n − 1

chains that are machine-local? This is a crucial question, because all of the chains are

executed independently over different subsets of the data. Unless they are shepherded

effectively, each chain is going to learn a different set of topics from a different subset of

data, none of which is likely to be of high quality with respect to the entire data set.

We choose to shepherd the hyperparameter β controlling the generation of the per-

topic word probability, so the shepherding parameter θ = 〈β′1, β′2, ...〉, with one shepherded

vector per topic. In this way, if a shepherded chain discovers that word w is important to
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topic j in its own subset of the data, it can cause the value of β′j,w to increase, which will

tend to increase the importance of word w in topic j for all of the shepherded chains. We

choose a Gamma(a, b) prior on each β′t,w. It is easy to develop a rejection sampler that is

able to sample from P (β′j,w|{ψj}ci forall i ≥ 2) efficiently.

Given this, the shepherded algorithm works as follows. In an epoch, each machine

performs one or more rounds of sampling of its local {ψj}ci , {ρd|d ∈ Di} values. Also in

an epoch, all machines perform one iteration of the sampler for the primary chain. At the

end of the epoch, a distributed aggregation is then used to update θ, as well as the state of

the primary chain. An epoch completes with an attempt to swap the primary chain with

one of the shepherded chains, as we discuss now.

Swapping. An epoch ends by attempting to swap the identity of the primary chain with

the shepherded chain named by ci, for a randomly selected i 6= 1. The swap is accepted

with probability
f1(xci)fi(xc1|θ)
f1(xc1)fi(xci |θ)

where:

f1(xci) ∝ fLDA(D|{ψj}ciα, β)

fi(xc1|θ) ∝ fLDA(Di|{ψj}c1 , α, {β′j})

f1(xc1) ∝ fLDA(D|{ψj}c1 , α, β)

fi(xci |θ) ∝ fLDA(Di|{ψj}ci , α, {β′j})

Note that computing each of these four terms is a perplexity computation. If the swap is

accepted, ci and c1 exchange values and the old ci becomes the primary chain.
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4.3.3 Results

To evaluate the shepherded LDA algorithm, we consider the case where we have distributed

an LDA computation over a cluster of ten machines. We consider two options for running a

distributed LDA computation. In the first, we run the distributed Gibbs sampler described

in this section. In the second, we run the shepherded sampler. As before, we measure the

LLH achieved by the sampler as a function of the amount of computation performed.

Again, this forces us to consider exactly how we measure the amount of computation

performed in a fair way. After some thought, we decided to measure this as a function of

the number of distributed aggregations performed. That is, in the case of the “vanilla” dis-

tributed LDA, Algorithm 3 is run over each document in the corpus, and then a distributed

aggregation is performed to collect the statistics necessary to re-sample all of the ψj values.

Thus, we have one aggregation each time that Algorithm 3 is run over the entire corpus.

Shepherded LDA, in contrast, performs a variety of different computations in each

epoch. Algorithm 3 is run over each document in the corpus twice: once for the primary

chain, and once for one of the shepherded chains. Then, the primary chain must perform

a distributed aggregation to update each ψj associated with the primary chain. Next, each

shepherded chain must update its own ψ values, and those are used to update the shepherd-

ing parameters; this is a second distributed aggregation. Finally, the perplexity computation

required to check for a swap requires a third distributed aggregation.§ Given this, in our ex-

periments, when comparing the distributed Gibbs sampler with shepherded LDA, we allow

the Gibbs sampler to run for three epochs corresponding to every epoch of the shepherded

sampler.

§Note that in practice, there is a lot freedom to vary this sequence. For example, one may decide to

attempt a swap or to update the primary chain only periodically, favoring updates to the shepherded chains.

Exploring these options is left to future work.
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We ran the two samplers on two different data sets: the 20 Newsgroups data, and a

corpus of Wikipedia articles (https://dumps.wikimedia.org/enwiki/). For both data sets, we

used 100 topics and a dictionary size of 10,000 words.

The results are plotted in Figure 4.6 and Figure 4.7.¶ What is particularly interesting

is that in both cases, the shepherded sampler reaches a significantly higher LLH than the

vanilla Gibbs sampler, though both samplers seem to have converged (burned in) after

about 200 distributed aggregations on each of the two data sets. This is in-keeping with the

rest of the experimental findings in the paper, where the shepherded samplers are typically

able to reach significantly higher likelihoods than the non-shepherded samplers. It is also

notable that the LLH plot is significantly less smooth for the shepherded sampler. This is

the result of continuous swaps for both data sets, which can result in either a precipitous

drop or increase in LLH. We found that many more swaps happened when learning from

the 20 Newsgroups data as opposed to the Wikipedia data.

¶Note that we plot LLH as a function of time, rather than the more traditional perplexity. Similar to in

BLR, we argue that since MCMC is optimizing for LLH, this is the correct comparison metric. In contrast,

perplexity measures model quality, which is known to be sensitive to hyperparaeters, model size, and so on

[46].

https://dumps.wikimedia.org/enwiki/
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Figure 4.6 : Log-likelihood for distributed Gibbs sampling and shepherded MCMC on the

20 Newsgroups data with 100 topics and dictionary size of 10,000.
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Figure 4.7 : Log-likelihood for distributed Gibbs sampling and shepherded MCMC on the

Wikipedia data with 100 topics and dictionary size of 10,000.
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Chapter 5

Conclusions and Discussion

The development of frameworks and algorithms for distributed MCMC is an important

problem. In this thesis, I present a general-purpose framework to run Markov Chain Monte

Carlo algorithms in parallel, using the method of shepherding distributions (SDs), which

has several important advantages compared to other methods. SDs provide a very simple

and widely applicable method for parallelizing or distributing MCMC algorithms. SDs

can handle arbitrary data types; any data for which a suitable prior can be found may be

shepherded. The choice of the MCMC algorithm in this method is left open to the user

depending upon the problem in hand. Further, the method of SDs is asymptotically exact

(since SDs maintain detailed balance), and they are applicable to both data parallel and

transition parallel problems. There are many opportunities for future research. One of the

biggest problems with the method as described in this paper is the need for a primary chain

in addition to the shepherded chains, in order to maintain asymptotic correctness. Check-

ing for swaps between these chains is expensive, typically requiring a pass through the

data in applications to machine learning. It is desirable to develop shepherded algorithms

where the shepherded chains themselves are already guaranteed to sample from the target

distribution, without the need for a primary chain.
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