


Abstract

Resource Allocation Models for Multi-Tiered Storage: Balancing System Efficiency

and QoS

by

Hui Wang

Multi-tiered storage systems made up of combined solid state drives

(SSDs) and hard disks (HDs) are becoming increasingly popular in shared

data centers due to their favorable cost and performance characteristics.

In the meantime, they are raising new challenges in allocating resources

efficiently and providing Quality of Service (QoS) guarantees. Traditional

proportional sharing or its generalizations are designed to provide QoS for

a single resource type, and lead to poor system utilization when applied

to multiple coupled resources.

In this thesis we cast the problem of managing multi-tiered storage

systems within the broader framework of resource allocation for multiple

resources. A fundamental problem that arises when jointly allocating

multiple resources is to define fairness policies that provide meaningful

QoS guarantees while simultaneously ensuring that system resources are

well utilized.

We propose a model called Bottleneck-Aware Allocation (BAA), which

provides a new definition of fairness for allocation of multiple resources.

Based on this notion of per-device bottleneck sets, we design a computationally-

efficient algorithm that maximizes system utilization while meeting re-



source capacity constraints and client fairness properties. We show for-

mally that BAA satisfies fairness properties of Envy Freedom and Sharing

Incentive.

Secondly, we propose a model called Multi-Resource Allocation (MRA),

which provides strong quantitative QoS controls including reservations

and shares to each client. Reservations specify the minimum throughput

(IOPS) that a client must receive, while shares reflect its weight relative

to other clients that are bottlenecked on the same device.

IOPS based allocation does not differentiate between types of IO re-

quests. This motivates the use of time-based allocation, which considers

the variation in request service times. We present Time-Based Bandwidth

Allocation (TBBA) to fairly time-multiplex a hybrid storage system while

maximizing system throughput. A new allocation model and scheduling

algorithm are also described.
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Chapter 1

Introduction

1.1 Overview

The growing popularity of virtualized data centers hosted on shared physical resources

has raised the importance of resource allocation issues in such environments. In

addition, the widespread adoption of multi-tiered storage systems [1, 2], made up

of solid-state drives (SSDs) and traditional hard disks (HDs), has made the already

challenging problem of allocating resources and providing QoS considerably more

difficult.

Multi-tiered storage has several advantages over traditional flat storage in data

centers, including improved performance for data access and potential operating cost

reductions. However, this architecture also raises many challenges in providing QoS

including performance isolation between clients, fairness in allocation, and throughput

guarantees. The large speed gap between SSDs and HDs means that it is not viable to

simply treat the storage system as a black box with a certain aggregate IOPS capacity.

The system throughput is intrinsically linked to the relative frequencies with which

applications access the different types of devices. In addition, the throughput depends

on how the device capacities are actually divvied up among the applications.
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System efficiency is a major concern for data center operators since consolidation

ratios are intimately connected to their competitive advantage. The operator also

needs to ensure fairness, so that the increased system utilization is not obtained at

the cost of starving some clients. This brings to focus a fundamental tension between

QoS and resource utilization in a system with heterogeneous resources.

One of the important performance requirements is fairness. In this thesis, we first

study the balancing of fairness and resource utilization in tiered storage systems. It

is hard to achieve both fairness and high utilization. Maintaining high overall system

utilization may require favoring some clients disproportionately while starving some

others, thereby compromising fairness. Conversely, allocations based on a rigid notion

of fairness can result in reduced system utilization as some clients are unnecessarily

throttled to maintain parity in client allocations.

The most-widely used concept of fairness is proportional sharing (PS), which

provides allocations to clients in proportion to client-specific weights reflecting their

priority or importance. Adaptations of the classic algorithms for network bandwidth

multiplexing [3, 4, 5] have been proposed for providing proportional fairness for stor-

age systems [6, 7, 8]. Extended proportional-share schedulers which provide reser-

vations and limit guarantees in addition to proportional allocation have also been

proposed for storage systems [9, 10, 11, 12]. However, the vast majority of resource

allocation schemes have been designed to multiplex a single resource, and have no

natural extension to divide up multiple resources.

The question of fair division of multiple resources in computer systems was recently

raised in a fundamental paper by Ghodsi et al [13], who advocated a model called

Dominant Resource Fairness (DRF) to guide the allocation (see Section 1.3). A

number of related allocation approaches [14, 15, 16, 17, 18, 19, 20, 21, 22, 23, 24] have

since been proposed; these will be discussed in Chapter 2. These models deal mainly
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with defining the meaning of fairness in a multi-resource context. For example, DRF

and its extensions consider fairness in terms of a client’s dominant resource, which is

defined as the resource most heavily used (as a fraction of its capacity) by a client.

The DRF policy is to equalize the shares of each client’s dominant resource. In [22],

fairness is defined in terms of proportional sharing of the empirically-measured global

system bottleneck. A theoretical framework called Bottleneck-Based Fairness [16]

proves constructively the existence of an allocation giving each client its entitlement

on some global system-wide bottleneck resource. While these models and algorithms

make significant advances to the problem of defining multi-resource fairness, they do

not deal with the dual problem of their effect on system utilization. In general these

solutions tend to over constrain the system with fairness requirements, resulting in

allocations with low system utilization.

We propose a model called Bottleneck Aware Allocation (BAA) [25] based on

the notion of local bottleneck sets. We present a new allocation policy to maximize

system utilization while providing fairness in the allocations of the competing clients.

The allocations of BAA enjoy all of the fairness properties of DRF [13], like Sharing

Incentive, Envy Freedom [26, 27, 28], and Pareto Optimality. However, within this

space of “fair” solutions that includes DRF, BAA searches for alternative solutions

with higher system efficiency. We prove formally that BAA satisfies these fairness

properties. We use BAA as part of a two-tier allocate-and-schedule mechanism: the

lower-level module uses a standard weighted fair-scheduler to dispatch requests to the

storage system; the other module monitors the workload characteristics and dynami-

cally recomputes the weights using BAA for use by the dispatcher, based on the mix

of workloads and their access characteristics. We evaluate the performance of our

method using simulation and a Linux platform. The results show that our method

can provide both high efficiency and fairness for heterogeneous storage and dynamic
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workloads.

Another useful resource allocation model aims to provide quantitative performance

guarantees in the form of IOPS. In pay-for-service situations clients demand pre-

dictable quantitative performance (IOPS) guarantees. However, the solutions men-

tioned above provide only qualitative fairness guarantees which may be insufficient

in a pay-for-service commercial setting. VMware’s Distributed Resource Scheduler

(DRS) [29], for instance, provides controls for clients to set reservations, limits and

shares, which allows quantitative resource allocation guarantees. However the DRS

allocator is limited to distributing a single resource type. Allocating resources in-

dependently can lead to poor system utilization when applied to multiple coupled

resources. In the second part of this thesis, we propose a generalized Multi-Resource

Allocation model (abbreviated MRA) for multiple resources based on generalizing the

popular resource allocation policy in DRS to multiple resource types. MRA provides

strong quantitative QoS controls including reservations and shares to each client.

Reservations specify the minimum throughput (IOPS) that a client must receive,

while shares reflect its weight relative to other clients that are bottlenecked on the

same device. MRA provides allocation in proportion to the local shares subject to

a lower bound (reservation), while simultaneously maximizing the system utilization

subject to these constraints.

The motivation for time-based (rather than IOPS-based) allocation arises due to

the strong workload-dependence (e.g. spatial locality or read/write ratios) of storage

devices like HDs and SSDs. In time-based allocation each client is assigned some

fraction of time on the system and the IOPS it receives depends on the particular

characteristics of its workload. In contrast, IOPS based allocation does not differ-

entiate between types of IO requests on the same device. This motivates the use

of time-based allocation, which explicitly considers the variation in request service



5

times on a device. Time-based bandwidth allocation for single device have been pro-

posed in Argon [30], Fahrrad [31], and FIOS [32]. However, in a tiered storage system

combined of both solid-state drives (SSDs) and hard disks (HDs), the problem is com-

plicated by the need to simultaneously balance the loads on all devices. We present

Time-Based Bandwidth Allocation (TBBA) to fairly time-multiplex a tiered storage

system while maximizing system throughput. A new allocation model and scheduling

algorithm are also described.

1.2 Tiered Storage Model Architecture
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Figure 1.1: Tiered storage model

The tiered storage system is composed of SSDs and HD arrays, as shown in Fig-

ure 1.1. The data of an application (client) are partitioned between the HDs and the

SSDs by a data placement and migration module, which is not discussed in this thesis.

This module attempts to place the hot data of each application on the SSD based on

its prediction of the usage patterns. The migration between the HD and SSD tiers

is done offline when the application is not running. During application execution the

placement of the data is fixed and a block is accessed from either the HD or the SSD.

Based on the placement, some of the clients may have a significant portion of their
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working set on the SSD, and in this case most of their accesses will be served from

the fast SSD. Other workloads may not have been adequately migrated to the SSD,

and these clients will make more accesses to the slower HD array.

The capacity of a device is defined as its throughput (IOPS) when it is continu-

ally busy. For IOPS-based models, the capacity is fixed, independent of the workload;

while for the time-based model, the capacity is dependent on the workload charac-

teristics of the clients as well as the amounts of service allocated to each at run time.

A client makes a sequence of IO requests; the target of each request is either the

SSD or the HD, and is known to the scheduler. An access to the SSD is referred to as

a hit and access to the HD is a miss. The hit (miss) ratio of client i is the fraction of

its IO requests to the SSD (HD), and is denoted by hi (respectively mi). The hit ratio

of different applications will generally be different. It may also change in different

application phases, but is assumed to be relatively stable within an application phase.

The requests of different clients are held in client-specific queues from where they

are dispatched to the storage array by an IO scheduler. The storage array keeps a

fixed number of outstanding requests in its internal queues to maximize its internal

concurrency. The IO scheduler is aware of the target device (SSD or HD) of a request.

Its central component is a module to dynamically assign weights to clients based on

the measured miss ratios. These weights are used by the dispatcher to choose the

order of requests to send to the array; the number of serviced requests of a client is

in proportion to its weight. The weights are computed in accordance with the QoS

specifications (fairness, reservations and shares, and so on) so as to maximize system

throughput or utilization based on recently measured hit ratios.

We illustrate the difficulties in achieving both QoS and high system utilization in

the next section.
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1.3 Problems Addressed in this Thesis

We will address the following three problems in this thesis:

• Fairness vs. Efficiency : For a single device type, it is easy to define fairness

intuitively [24]. For instance, if all clients are equally important, we can simply

allocate an equal number of IOPS to all of them; or, if they have weights reflect-

ing their priority, we allocate IOPS in proportion to their weights. However,

in a tiered storage system with heterogeneous resources, if clients have differ-

ent requirements on different resources, how should we define fairness? Since

the different resource types have different capacities, the cost of an IO on the

devices is different, and the model should be sensitive to this difference.

The second challenge in a tiered storage system to keep high system efficiency.

This is major concern for the service provider because it affects the resource

consolidation ratio and the number of concurrent clients that it can serve. In a

storage system with a single resource type, the system utilization can be made

arbitrarily high (theoretically 100%) as long as the system is backlogged and the

server is work conserving. When it comes to the tiered storage with multiple

resources, maintaining high utilization for all resources is much more subtle,

since it is linked with the fairness requirements.

A basic problem that needs to be addressed is how to balance fairness and

efficiency in a tiered storage system.

• IOPS Guarantees vs. Efficiency : In a pay-for-service situation, clients should

get predictable performance (IOPS) guarantees. For example, clients may be

request a minimum IOPS reservation that will be guaranteed irrespective of the

behavior of other clients in the system. The challenge is to design scheduling

and admission control mechanisms, that provide these guarantees while also
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maximizing system utilization.

• Time-Based Fairness vs. Efficiency : Motivated by the strong dependence of the

capacity of HDs and SSDs on the workload characteristics, time-based allocation

has been proposed. For a single device type, it’s fairly straightforward to define

fairness even with workload-dependent server capacities. For example, each

client can be assigned a time slice or “quantum” in a round-robin algorithm.

However, in a tiered storage system, if clients have different requirements on

different resources, how should we define fairness? One obvious solution is to

simply treat the tiered storage system as a black box and assign time slices for

each client on the system. This policy is fair since clients get exclusive access

to the system for equal amounts of time. However, the system utilization could

be very low because it is quite unlikely that all devices would be utilized in

each time quantum. This situation is fundamentally different from what can

happen with a single type of device. This leads to a basic problem of defining

fair allocation in a tiered storage system with variable request service times,

while maintaining high system utilization.

In the next section we use several examples to illustrate these problems.

1.3.1 Motivating Examples

In traditional proportional fairness a single resource is divided among multiple clients

in the ratio of their assigned weights. For instance, if a single disk of 100 IOPS ca-

pacity is shared among two backlogged clients of equal weight, each client will receive

50 IOPS. A work-conserving scheduler like Weighted Fair Queuing [4] will provide

fine-grained, weight-proportional bandwidth allocation to the backlogged clients; the

system will be 100% utilized as long as there are requests in the system. When the



9

IOs are from heterogeneous devices like HDs and SSDs, the situation is considerably

more complicated. The device load is determined by both the allocation ratios (the

relative fraction of the bandwidth assigned to clients), as well as their hit ratios. If the

clients with high SSD loads have small allocation, there may be insufficient requests

to keep the SSD busy. Conversely, maintaining high utilization of both the HD and

the SSD may require adjusting the allocations in a way that starves some clients,

resulting in unfairness in the allocation.

Example I (a) Suppose the HD and SSD have capacities of 100 IOPS and 500 IOPS

respectively. The system is shared by backlogged clients 1 and 2 with equal weights

and hit ratios of h1 = 0.5 and h2 = 0.9 respectively. A natural extension of fair

allocation will be applying Proportional Sharing (PS) to multiple devices. That is,

allocating the total IOPS in proportion to their weights. Under proportional-share

allocation, both clients should get an equal number of IOPS. The unique allocation

(Figure 1.2(a)) in this case is for each client to get 166.6 IOPS. Client 1 will get 83.3

IOPS from each device, while client 2 will get 16.6 IOPS from the HD and 150 IOPS

from the SSD. The HD has 100% utilization but the SSD is only 47% utilized.

The above examples shows that simply transferring the Proportional Sharing policy

to multiple resources can result in low system utilization. How then can the system

utilization be improved?

Example I (b) In order to increase the system utilization, the relative allocation of

the clients needs to be changed (Figure 1.2(b)). In fact, both devices can be fully

utilized if the scheduler allocates 100 IOPS to client 1 (50 IOPS from the HD and 50

from the SSD), and 500 IOPS to client 2 (50 from the HD and 450 from the SSD).

This is again the unique allocation that maximizes the system utilization for the given

set of hit ratios.

Note that increasing the utilization to 100% requires a 1 : 5 allocation ratio,
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(Normalized Capacity) 
SSD 500 IOPS 

 
 
 
 
  83.3 IOPS 

16.7 IOPS 

83.3 IOPS 

 
 150 IOPS 

HD 100 IOPS 

IDLE 

 U%=100% U% =47% 

Allocation to  
Client 1 

Allocation to  
Client 2 

(Normalized Capacity) 
SSD 500 IOPS 

 
 
  50 IOPS 

  
 
  50 IOPS 

50 IOPS 

 
 450 IOPS 

HD 100 IOPS 

 U%=100% U% =100% 

Allocation to  
Client 1 

Allocation to  
Client 2 

(a) Allocations using PS in 1:1 ratio. (b) Allocations with 100% utilization.
Utilization of the SSD is only 47% Allocations are in ratio 1 : 5.

(Normalized Capacity) 
SSD 500 IOPS 

 
 
  64 IOPS 

  
 
  36 IOPS 

64 IOPS 

 
324 IOPS 

HD 100 IOPS 

 U%=100% U% = 77% 

Allocation to  
Client 1 

Allocation to  
Client 2 64% 

64% 

IDLE 

(c) Allocations using DRF.
Allocations are in the ratio 9 : 25. Utilization of the SSD is 77%.

Figure 1.2: Example I. Allocations in multi-tiered storage. HD capacity: 100 IOPS
and SSD Capacity: 500 IOPS. The hit ratios of the clients are 0.5 and 0.9 respectively.
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and reduces client 1’s throughput from 167 to 100 IOPS while increasing client 2’s

throughput from 167 to 500 IOPS.

This example shows that it may be possible to obtain high system utilization by

carefully choosing the allocations made to each client. Then the question is: Is this

a fair allocation?

Example I (c) Consider next how the DRF policy will allocate the bandwidth.

The dominant resource for client 1 is the HD; for client 2 it is the SSD. Suppose

DRF allocates n IOPS to client 1 and m IOPS to client 2. DRF will equalize the

dominant shares for all competing clients. Equalizing the dominant shares means

that 0.5n/100 = 0.9m/500 or n : m = 9 : 25. In this case, each client gets 64% of

their dominant resource. This results in an SSD utilization of approximately 77%

(Figure 1.2(c)).

The examples above illustrate a general principle. For a given set of workload

hit ratios, it is not possible to precisely dictate both the relative allocations (fairness)

and the system utilization (efficiency). How then should we define the allocations to

both provide fairness and achieve good system utilization? The point to be noted is

that none of these earlier approaches considers the issue of resource efficiency when

deciding on an allocation. The policies deal with the question of how to set client

allocation ratios to achieve some measure of fairness, but do not address how the

choice affects system utilization.

Example II In the example above, suppose we add a third backlogged client, with

hit ratio h3 = 0.1. In this case, proportional sharing in a 1 : 1 : 1 ratio would

result in allocations of 66.7 IOPS each; the client with hit ratio 0.9 would be severely

throttled by the allocation ratio, and the SSD utilization will be only 20%, as shown

in Figure 1.3(a). The DRF policy will result in an allocation ratio of 9 : 25 : 5,

allocations of 78, 217.4 and 43.5 IOPS respectively, and SSD utilization is only 48%
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(Normalized Capacity) 
SSD 500 IOPS 

 
 33.3 IOPS 

  7 IOPS 

33.3 IOPS 

 60 IOPS 

HD 100 IOPS 

 U%=100% U% = 20 % 

Allocation to  
Client 1 

Allocation to  
Client 2 

IDLE 

 
 
  60 IOPS 

Allocation to  
Client 3 

  7 IOPS 

(a) Allocations using PS in 1:1:1 ratio. Uti-
lization of the SSD is only 20%

(Normalized Capacity) 
SSD 500 IOPS 

 
 
  39 IOPS 

 
  22 IOPS 

39 IOPS 

 
196 IOPS 

HD 100 IOPS 

 U%=100% U% = 48 % 

Allocation to  
Client 1 

Allocation to  
Client 2 

39% 

39% 

IDLE 

 
 
  39IOPS 

 5 IOPS 

39% 

Allocation to  
Client 3 

(b) Allocations using DRF. Allocations are in the
ratio 9 : 25 : 5. Utilization of the SSD is 48%.

Figure 1.3: Example II. Allocations in multi-tiered storage. HD capacity: 100
IOPS and SSD Capacity: 500 IOPS. The hit ratios of the clients are 0.5, 0.9 and 0.1
respectively.

(further reduced from the 77% of example I), as shown in Figure 1.3(b).

This shows that the system utilization is highly dependent on the competing work-

loads, and stresses how relative allocations (fairness) and system utilization (effi-

ciency) are intertwined.

We propose a model called Bottleneck-Aware Allocation (BAA) in Chapter 3 to

provide a solution to the fairness versus efficiency problem.

Example III Suppose client 1 and client 2 require a minimum throughput of 70

IOPS. In example I, each client will get enough IOPS with either the PS or DRF

policy. While in example II, when the system adds an additional client, PS can not

guarantee the minimum throughput of 70 IOPS. Although DRF can provide more

than 70 IOPS in this example, the utilization of the SSD is only 48%.

This example shows that absolute performance guarantees and high efficiency are

hard to get at the same time. We propose a model called Multiple-Resource Allocation

(MRA) in Chapter 4 to address the performance guarantees versus efficiency problem.
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Total device time for C1
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Total device time 
for C2
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(1) IOPS based allocation of a single device
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(a) IOPS-based allocation
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(1) Strict time-slicing allocation of single device

Time
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C1
Request of 
C2

Device time 
usage by C1
Device time 
usage by C2

Total Device Time (1000ms)

(b) Time-based allocation

Figure 1.4: Example IV. IOPS-based allocation Vs. Time-based allocation for a
single device type
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(a) Strict time-slicing allocation

(2.3) Maximized throughput for multiple devices

Total SSD time for C2
(1000 ms)

Total HD time for C2
(526 ms)

SSD

HD

50%

Device time 
usage by C1
Device time 
usage by C2

Total Device Time (1000ms)

(b) Maximizing throughput allocation

Figure 1.5: Example IV. Different allocations for multi-tiered storage
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Example IV Suppose for a single HD device, there are two clients C1 and C2 with

service times 10 ms and 5 ms respectively. With an IOPS-based proportional sharing

allocation, each of them get 66.7 IOPS. The total service time in 1 second for C1 and

C2 are 667 ms and 333 ms respectively, as shown in Figure 1.4(a). Obviously, this

is not fair for C2 which has a shorter service time, because IOPS-based allocation

does not distinguish the difference in request service times. Figure 1.4(b) shows a

time-based allocation using strict time-slicing, which allocates the same device time

to each client. In this case, C1 gets 50 IOPS and C2 gets 100 IOPS, and each of them

gets a total of 500 ms per second. For a single HD device, system is fully utilized as

long as the clients are always backlogged.

When it comes to multi-tiered storage with multiple resources, the problem is

much more complicated. Suppose the storage is a two-tiered storage system made

up of HDs and SSDs. Suppose there are two clients using the system. Client C1

has a hit ratio 0.5 and the average service time of its SSD requests is 1 ms, while

the average service time of its HD requests is 10 ms. Client C2 has a hit ratio

0.95, and the average service times of its SSD and HD requests are 0.5 ms and 5 ms

respectively. One simple solution is to treat the storage system as a black box and

to transfer the strict time-slicing method used in a single device to the multi-tiered

storage system. The resulting allocation is shown in Figure 1.5(a). Strict time-slicing

is a fair allocation in this case, but it has severe utilization problems. Because of

the strict time-slicing and unbalanced loads on the devices, there is always some idle

device time in each time slice. The utilizations for HD and SSD are 76.3% and 55%

respectively. The server is not working-conserving in this case.

The allocation which maximizes the system throughput is shown in Figure 1.5(b).

In this case, all devices are allocated to client C2 because it has shorter service times

on both devices. But obviously it is not fair for client C1.
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Another difference from IOPS-based allocation is that maximum system through-

put and maximum utilization may require different allocations. In IOPS-based alloca-

tion, utilization and throughput are always positively correlated; maximizing one also

maximizes the other. For time-based allocation increasing utilization may actually

decrease system throughput.

The discussion above shows that fair allocation, high utilization and high through-

put share a complex relation. The problems to be addressed are: (1) how to define a

fair allocation for clients with different service times on a device? (2) how to improve

the system throughput or the utilization? We will describe these problems in detail

in Chapter 5.

1.4 Contributions

In this thesis, we make the following contributions:

1. We provide a definition of fairness in a multiple-resource allocation environment.

2. We propose the BAA model to balance of fairness and efficiency in a tiered

storage system.

3. We propose the MRA model to provide IOPS guarantees while maintaining high

system utilization.

4. We propose the TBBA model to fairly time-multiplex a multi-tiered storage

system while maximizing system throughput. A novel computationally-efficient

algorithm to compute the allocations is also presented.

5. Scheduling algorithms are also provided in each case.
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1.5 Thesis Organization

The rest of the thesis is organized as follows. In Chapter 2 we present the background

work in the area and summarize related work. In Chapter 3 we describe the BAA

model and scheduling framework to balance needs of fairness and system efficiency.

Formal proofs are presented in Section 5.4. Some empirical results for the BAA

model are presented in Section 3.4. In Chapter 4 we propose the MRA model for

quantitative QoS guaranteess. Time-Based Bandwidth Allocation model (TBBA) is

presented in Chapter 5. We conclude our work in Chapter 6.



Chapter 2

Background and Related Work

2.1 Background

In this section, we will introduce several storage architectures and discuss their char-

acteristics.

2.1.1 Storage Consolidation

The growing popularity of IO-related applications, like web search engines, web ser-

vices, and online video etc, has placed additional requirements on storage systems in

terms of high reliability, throughput, flexible sharing and simpler management. In re-

sponse, storage systems have evolved over the past decades to meet the requirements

of data access for different applications.

The traditional storage architecture is Direct Attached Storage (DAS), which is

widely used in personal laptops, desktops and small organization servers. In a DAS

system, one or more disk drives are directly connected to the server through SCSI or

SATA interfaces. Figure 2.1 shows the architecture of a DAS system. DAS has many

limitations. One obvious limitation is reliability. A failure or crash of the server could
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Clients

LAN

Servers

Disk Storage

Figure 2.1: Direct Attached Storage Architecture

result in the non-availability of the stored data. Another limitation of DAS is the

difficulty of sharing free space. The free space on one disk cannot be easily shared by

other clients, without additional middle-ware or a clustered file system.

In recent years, storage consolidation has been widely used in data centers. Storage

consolidation is a concept of centralizing storage resources among multiple servers and

applications. The benefits of storage consolidation include: better resource utiliza-

tion, data sharing by different servers, reduced hardware cost, simplified management

and low operating cost.

Two storage architectures are commonly used for consolidating storage: Network-

Attached Storage (NAS) and the Storage Area Network (SAN). The NSA is a file-level

storage device that is set up with its own network address rather than being directly

attached to a computer server (like DAS). It exports data at a file level and can

be accessed over a computer network by multiple clients. Files can be stored and

retrieved rapidly because they do not compete with other computers for processor

resources. The architecture for NAS is shown in Figure 2.2.

The Storage Area Network (SAN) is the most sophisticated architecture. A SAN is
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Figure 2.2: Storage Consolidations with Network Attached Storage Architecture

Clients

LAN

Servers

Centralized SAN Storage

Switch Fabric

Figure 2.3: Storage Consolidations with Storage Area Network Architecture
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a dedicated, high performance storage network that transfers data between front-end

servers and storage devices, and usually employs Fibre Channel technology. SANs are

noted for high throughput and ability to provide centralized storage for numerous sub-

scribers over a large geographic area. SANs support data sharing and data migration

among servers. Figure 2.3 shows the storage consolidations with SAN architectures.

Converged architecture are a new class of data center storage that is gaining

popularity [33, 34, 35, 36, 37]. These architectures integrate processing, storage and

networking into modular expandable units for easy scale-out. Managing multiple

resource types becomes an even more significant issue in these architectures.

2.1.2 Tiered Storage

Figure 2.4: Tiered Storage Architecture

Heterogeneous storage systems made up of SSDs and HDs have become more

and more popular because of the better performance and cost characteristics over

traditional flat storage. Heterogeneous storage architectures can be used as either a

caching architecture or a tiered architecture.

In a cached architecture the home location of the data is usually the slow, cheaper

device. The working set of an application is copied to the faster storage on demand

and served from the faster device. Hence, there are multiple copies of the data at
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any time. The solution is well-suited to read-only or read-mainly data sets. For

write-intensive workloads an additional problem that arises is write consistency, that

is ensuring that updates in one cache are correctly propagated to the other caches.

Usually, this is the responsibility of higher-level software at the file system or higher

middleware layer, whose task is to enforce the sharing semantics. For instance, the

Linux file system does not guarantee any consistency between updates made to a file

by one process and concurrent reads by another process.

Tiered storage architecture is widely used in data centers. Based on a storage

magazine survey [38], 53% of the users report their storage systems are tiered stor-

age. Commercial storage products composed of multiple heterogeneous devices are

provided by several storage vendors, including IBM [39], EMC [1], NetApp [40], Nu-

tanix [41], Tintri [2], Nimble Storage [42], etc.. Figure 2.4 shows a two-tiered storage

architecture for Nutanix tiered storage.

In a tiered architecture there is only one copy of a data item; data that are popular

(or hot) are stored in the faster device and cold data on the slower device. Periodically

data are migrated between the tiers to reflect the more current sets of frequent and

infrequently accessed data. For example, data will be moved to SSDs based on the

need for higher performance, or they will be moved out of SSDs when the access has

dropped or because higher demand data wants to push it out. There are two main

options for data migrations in the tired storage: manual or auto-tiering. Manual

movement requires the users to set up policies and move the data manually. Auto-

tiering lets the array or other devices to move the data between the tiers automatically.

Based on the survey [38], more than half of those tiering now use an automated process

to handle data movement.

Different vendors have different implementations for the tiering. Dells Compellent

arrays [43] allows users to set the policies for data identification and movement.
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However, the storage tiering cannot be done in real time so it may take some time

to take effect. EMCs Fully Automated Storage Tiering (FAST) [1] and HP [44] have

a default per-day data movement. They could also be set to more frequent intervals,

like an hour. IBM’s Easy Tier [39] monitors data usage over a 24-hour period and

moves it once a day and has a minimum block size of 1Mb.

In tiered storage systems, the problem of deciding when to migrate the data and

what to migrate is a challenging issue. In most of the tiered storage products, data

migration cannot be conducted at a fine granularity, which requires dealing at run

time with IO requests addressed to both devices. The problem of data migration is

orthogonal to the issues addressed in this thesis. We focus on scheduling IO requests

in a relative stable period between successive migrations, and improving the system

utilizations for all tiers.

Our results also apply in a caching environment with suitable caveats. First, we as-

sume that coherence issues are handled independently of the scheduler. Furthermore,

we assume that the cache management policies like cache evictions do not interfere

destructively with the scheduling mechanisms. In other words, the client’s working

set that is in the cache remains relatively stable. The interaction between cache

management policies and QoS scheduling is an interesting area of future research.

2.2 Related Work

2.2.1 Proportional Sharing Model

A large body of QoS-based resource allocation and scheduling work deals with the

issue of proportional sharing (in terms of bandwidth allocation). The general idea

is to emulate the behavior of an ideal (continuous) Generalized Processor Sharing

(GPS) [45] scheduler in a discrete system, and divide the resource at a fine granularity
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in proportion to client weights. In the simplest proportional sharing model, each client

i has a weight wi, and the server allocates capacity in proportion to the weight wi.

In particular, suppose A(t) is the set of active clients at time t, then client i ∈ A(t)

is allocated a bandwidth of Cwi/
∑

j∈A(t)wj, where C is the capacity of the server.

There has been substantial work dealing with proportional share schedulers for

networks and CPU, e.g. Fair Queuing[4], Start Time Fair Queuing [46, 47], Lottery

scheduling [48], WFQ [49, 50], WF2Q [51], SelfClocking [52], Leap Forward [53] etc.

These schemes have since been extended to handle the constraints and requirements

of storage and IO scheduling, e.g. PARDA [10], pClock [8], BASIL [54], Proportional-

share Scheduling for Distributed Storage Systems [7], Facade [55], Interposed propor-

tional sharing [56], Disk bandwidth scheduling [57, 58]. However, all these models

provide strict proportional allocation for a single resource based on static shares.

There is no control for quantitative constraints like lower and upper bounds. In ad-

dition, simple transferring those models to multi-resource allocation will have severe

system efficiency problems.

2.2.2 Quantitative QoS Guarantees

The solutions mentioned above provide only qualitative fairness guarantees which may

be insufficient in a pay-for-service commercial setting. In a pay-for-service setting,

clients demand predictable performance guarantees with quantitative IOPS from the

storage systems.

Extensions of WFQ to provide reservations for constant capacity servers were

presented in [59]. Reservation and limit controls for storage servers were studied

in Triage [60], Zygaria [9], mClock [11], Demand-based QoS [12], and VMware’s

Distributed Resource Scheduler (DRS) [29]. VMware’s Distributed Resource Sched-

uler (DRS) [29], for instance, provides controls for clients to set reservations, limits
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and shares, which allows quantitative resource allocation guarantees. Allocations

are made in proportion to the shares subject to a lower bound (reservation) and

upper bound (limit). Under contention, VMs with more shares receive higher al-

locations. Reservations prevent high-share VMs from monopolizing the resources,

since the reservation of even a low-share VM takes priority over share-based alloca-

tion. An I/O scheduler to allocate IOPS to VMs based on this policy was presented

in mClock [11]. A generalization to allocate IOPS to resource pools spread across

multiple hosts was described in [12]. Algorithms for scalable allocation of compute

resources across geographically dispersed clusters and data centers were proposed

in [61].

However, all those models are limited to distributing a single resource type, and

lead to poor system utilization when applied to multiple coupled resources.

2.2.3 Time-based Allocation

Techniques for isolating random and sequential IOs using time-quanta based IO al-

location were presented in Farhrrad [31], FIOS [32], BFQ [62], Argon [30], CFQ [63],

and YFQ [64]. The motivation in these schemes is to differentiate the variation of

request service times, isolating fast sequential IOs from slower random IOs or segre-

gating slow SSD writes from faster reads (or vice versa [65]). IO scheduling for SSDs

is examined in FIOS [32] and FlashFQ [66].

The major issue with time quanta based allocation is the latency jitter caused by

waiting for all remaining clients to finish their allocated quantum before scheduling

pending requests. This also reduces the overall concurrency at the storage device

causing lower throughput. In addition, all those solutions are designed for a single

device: either the HD or SSD. Directly transferring those methods to tiered-storage

systems will have efficiency problems.



26

2.2.4 Multi-resource Allocation

Defining fair allocation for multi-resource sharing is a difficult problem. As discussed

earlier, Ghodsi et al [13] proposed the DRF policy, which provides fair allocation of

multiple resources on the basis of dominant shares (the resource most heavily used

(as a fraction of its capacity) by the client). DRF defines fairness as equalizing the

usage of each client’s dominant resource. Ghodsi et al. [14] extended DRF to packet

networks and compared it to the global bottleneck allocation scheme of [22]. Dolev

et al [16] proposed an alternative to DRF based on fairly dividing a global system

bottleneck resource. Gutman and Nisan [17] considered generalizations of DRF in

a more general utility model, and also gave a polynomial time algorithm for the

construction in Dolev et al [16]. Parkes et al. [15] extended DRF in several ways, and

in particular studied the case of indivisible tasks.

Envy-freedom indicates that no one should wish to swap their allocations with

other clients. It has been studied in the areas of economics [26] and in game the-

ory [67], and has been identified as one of the fairness criteria in multi-resource allo-

cation.

For a multi-tiered storage system, Reward scheduling [19, 20, 21] proposed making

allocations in the ratio of the throughputs a client would receive when executed in

isolation. Interestingly, both Reward and DRF perform identical allocations for the

storage model of this thesis (concurrent operation of the SSD and the HD), although

they start from very different fairness criteria. Hence, Reward also inherits the fairness

properties proved for DRF [13]. For a sequential IO model where only 1 IO is served

at a time, Reward will equalize the IO time allocated to each client.

None of the solutions explicitly addresses the problem of system utilization.
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2.2.5 Summary

In this chapter, we described various storage models commonly used in both desk-

top and enterprise-class systems. Strengths and limitations are also discussed for

each model. We also discussed the challenges arising in tiered-storage systems. In

Section 2.2 we presented four categories of existing QoS models and discussed their

strengths and limitations.

In this thesis, we propose three QoS models to address these challenges arising in

multi-tiered storage systems.



Chapter 3

Bottleneck-Aware Allocation (BAA) Model

As discussed in Chapter 1 and Chapter 2, directly transferring existing QoS mod-

els in a single device type to tiered-storage systems will have efficiency problems.

In the BAA model, we provide a definition for fairness in a tiered-storage system

with heterogeneous resources, while maintaining high system utilization subject to

the fairness constraints. BAA will preserve the desirable fairness features like Envy

Freedom and Sharing Incentive (to be discussed below) achieved by DRF. However,

we add a fundamentally new requirement, namely maximizing the system utilization.

BAA model will partition the clients into bottleneck sets depending on which device

they are bottlenecked on. Allocations are made based on the system bottleneck as

well as the clients’ bottleneck sets to maximized the system utilization, subject to the

fairness constraints.

3.1 Fairness and Efficiency in Multi-tiered Storage

As discussed in Section 1.3, the ratio of allocation and the system utilization cannot

be independently controlled. In [13], DRF allocations are shown to possess desirable

fairness properties, namely:
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• Sharing Incentive: Each client gets at least the throughput it would get from

statically partitioning each resource equally among the clients1. This through-

put will be referred to as the fair share of the client. In this paper we will use

fair share defined by equal partition of the resources2.

• Envy-Freedom: A client cannot increase its throughput by swapping its alloca-

tion with any other client. That is, clients prefer their own allocation over the

allocation of any other client.

• Pareto Efficiency : A client’s throughput cannot be increased without decreasing

another’s throughput.

(Normalized Capacity) 
SSD 500 IOPS 

 
 
  39 IOPS 

 
  22 IOPS 

39 IOPS 

 
196 IOPS 

HD 100 IOPS 

 U%=100% U% = 48 % 

Allocation to  
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39% 

IDLE 

 
 
  39IOPS 
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Allocation to  
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64% 
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Figure 3.1: Utilization changes for DRF with an additional client

DRF gets low utilization because it tries to equalize the dominant share for all

resources, without considering the system bottleneck. Figure 3.1 compares the DRF

allocations for the two examples used in Chapter 1.3.1. The capacities of the HD

1[15] extends the definition to weighted clients and weighted partition sizes.
2 We can apply the framework of [15] to BAA to handle the case of unequal weights as well.
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and SSD are 100 IOPS and 500 IOPS respectively. In the left figure, the system is

shared by two backlogged clients 1 and 2 with hit ratios of h1 = 0.5 and h2 = 0.9

respectively. In this case, each client gets 64% of their dominant resource and the

system bottleneck is HD. In the right figure, a third backlogged client with hit ratio

h3 = 0.1 is added to the system. In this case, each client gets only 39% of their

dominant resource. As shown in Figure 3.1, when the system bottleneck is on HD,

the third client 3 with hit ratio 0.1 (bottlenecked on HD) will force the SSD allocation

of client 2 (bottlenecked on SSD) to drop from 64% to 39%, which results in a low

SSD utilization of 48%.

We propose a bottleneck-aware allocation policy (BAA), to provide both fairness

and high efficiency in multi-tiered storage systems. BAA will preserve the desirable

fairness features achieved by DRF as listed above. However, we add a fundamentally

new requirement of maximizing the system utilization. In our BAA model, the clients

are partitioned into bottleneck sets depending on the device on which they have a

higher load. This is a local property of a client and does not depend on the system

bottleneck as in [16, 22]. Both the system bottleneck and the clients’ bottleneck sets

are considered when deciding the allocations (See next section).

3.1.1 How to define fairness for multiple resources

We start with our definition of fairness for multiple resources. First, let us define

the fair share of a client as the IOPS it would get if each resource was partitioned

equally among the clients. For example, suppose the capacities of the HD and SSD

are 150 IOPS and 300 IOPS. There are 3 clients with hit ratio 4/9, 4/9 and 5/6.

The fair shares for each client are 90, 90 and 120 IOPS respectively, as shown in

Figure 3.2. Intuitively, the fair share represents the IOPS a client would get if the

system consisted of three HDs of 50 IOPS each and three SSDs of 100 IOPS each,
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Figure 3.2: Example for fair share

and each client was allocated one HD and one SSD. The advantage of dynamically

partitioning the system is to allow clients to get more by exploiting the diversity of

resource needs so that a client can trade unused capacity on some device for unused

capacity of some other client on another device.

In our model, clients in the same bottleneck set will receive allocations that are

in the ratio of their fair share. However, there is no predefined ratio between the

allocations of clients in different bottleneck sets. Instead, the system is free to set

them in a way that maximizes utilization as long as Envy Freedom, Sharing Incentive

and Pareto Optimality properties are preserved by the resulting allocation.

3.2 Bottleneck-Aware Allocation

In this section, we will discuss our resource allocation model called Bottleneck-Aware

Allocation (BAA) and the corresponding scheduling algorithm.
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3.2.1 Allocation Model

We begin by precisely defining several terms used in the model. The capacity of a

device is defined as its throughput (IOPS) when continually busy. As is usually the

case, this definition abstracts the fine-grained variations in access times of different

types of requests (read or write, sequential or random etc), and uses a representative

(e.g. random 4KB reads) or average IOPS number to characterize the device. Denote

the capacity (in IOPS) of the disk as Cd and that of the SSD as Cs.

Consider a client i that is receiving a total throughput of T IOPS. This implies it is

receiving T × hi IOPS from the SSD. The fraction of the capacity of the SSD that it

uses is (T × hi)/Cs. Similarly, the fraction of the capacity of the HD that it uses is

(T ×mi)/Cd.

Definitions

1. The load of a client i on the SSD is hi/Cs and on the HD is mi/Cd. It represents

the fraction of the device capacity that is utilized per IO of a client.

2. Define the system load-balancing point as hbal = Cs/(Cs + Cd). A workload with

hit ratio equal to hbal will have equal load on both devices. If the hit ratio of a client

is less than or equal to hbal it is said to be bottlenecked on the HD; if the hit ratio is

higher than hbal it is bottlenecked on the SSD.

3. Partition the clients into two sets D and S based on their hit ratios. D = {i : hi ≤

hbal} and S = {i : hi > hbal} are the sets of clients that are bottlenecked on the HD

and SSD respectively.

4. Define the fair share of a client to be the throughput (IOPS) it gets if each of the

resources are partitioned equally among all the clients. Denote the fair share of client

i by fi.

5. Let Ai denote the allocation of (total IOPS done by) client i under some resource
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partitioning. The total throughput of the system is
∑

iAi.

Example IV Consider a system with Cd = 200 IOPS, Cs = 1000 IOPS and four

clients p, q, r, s with hit ratios hp = 0.75, hq = 0.5, hr = 0.90, hs = 0.95. In this case,

hbal = 1000/1200 = 0.83. Hence, p and q are bottlenecked on the HD, while r and s

are bottlenecked on the SSD: D = {p, q} and S = {r, s}.

Suppose the resources are divided equally among the clients, so that each client

sees a virtual disk of 50 IOPS and a virtual SSD of 250 IOPS. What are the through-

puts of the clients with this static resource partitioning?

Since p and q are HD-bottlenecked, they would use their entire HD allocation of

50 IOPS, and an additional amount on the SSD depending on the hit ratios. Since

p’s hit ratio is 3/4, it would get 150 IOPS on the SSD for a total of 200 IOPS, while

q (hq = 0.5) would get 50 SSD IOPS for a total of 100 IOPS. Thus the fair shares

of p and q are 200 and 100 IOPS respectively. In a similar manner, r and s would

completely use their SSD allocation of 250 IOPS and an additional amount on the

disk. The fair shares of r and s in this example are 277.8 and 263.2 IOPS respectively.

Our fairness policy is specified by the rules below. The rules (1) and (2) state

that the allocations between any two clients that are bottlenecked on the same device

are in proportion to their fair share. Condition (3) states that clients backlogged on

different devices should be envy free. The condition asserts that if client A receives

a higher throughput on some device than client B it must get an equal or lesser

throughput on the other. We will show in Section 5.4 that with just rules (1) and

(2), the envy-free property is satisfied between any pair of clients that belong both in

D or both in S. However, envy-freedom between clients in different sets is explicitly

enforced by the third constraint.

Fairness Policy

1. Fairness between clients in D:
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∀i, j ∈ D, Ai

Aj
= fi

fj
. Define ρd = Ai

fi
to be the ratio of the allocation of client i

to its fair share, i ∈ D.

2. Fairness between clients in S:

∀i, j ∈ S, Ai

Aj
= fi

fj
. Define ρs =

Aj

fj
to be the ratio of the allocation of client j

to its fair share, j ∈ S.

3. Fairness between a client in D and a client in S:

∀i ∈ D, j ∈ S:
hj
hi
≥ Ai

Aj
≥ mj

mi
. Note that if hi = 0 then only the constraint

Ai

Aj
≥ mj

mi
is needed.

Example V What do the fairness policy constraints mean for the system of Example

IV? Rule 1 means that HD-bound clients p and q should receive allocations in the

ratio 2 : 1 (ratio of their fair shares), i.e. Ap/Aq = 2. Similarly, rule 2 means that

SSD-bound clients r and s should receive allocations in the ratio 277.8 : 263.2 =

1.06 : 1, i.e. Ar/As = 1.06. Rule 3 implies a constraint for each of the pairs of clients

backlogged on different devices: (p, r), (p, s), (q, r) and (q, s):

i hr/hp = 1.2 ≥ Ap/Ar ≥ mr/mp = 0.4

ii hs/hp = 1.27 ≥ Ap/As ≥ ms/mp = 0.2

iii hr/hq = 1.8 ≥ Aq/Ar ≥ mr/mq = 0.2

iv hs/hq = 1.9 ≥ Aq/As ≥ ms/mq = 0.1

These linear constraints will be included in a linear programming optimization

model in the next section.

3.2.2 Optimization Model Formulation

The aim of the resource allocator is to find a suitable allocation Ai for each of the

clients. The allocator will maximize the system utilization while satisfying the fairness
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constraints described in Section 3.2.1, together with constraints based on the capacity

of the HD and the SSD. A direct linear programming (LP) formulation will result

in an optimization problem with n unknowns representing the allocations of the n

clients, and O(n2) constraints specifying the rules of the fairness policy.

The search space can be drastically reduced using the auxiliary variables ρd and

ρs (called amplification factors) defined in Section 3.2.1. Rules 1 and 2 require that

Ai = ρdfi and Aj = ρsfj, for clients i ∈ D and j ∈ S.

We now formulate the objective function and constraints in terms of the auxiliary

quantities ρd and ρs. The total allocation is:

∑
∀k

Ak = (
∑
i∈D

Ai +
∑
j∈S

Aj) = (ρd
∑
i∈D

fi + ρs
∑
j∈S

fj).

The total number of IOPS made to the HD is:

ρd
∑
i∈D

fimi + ρs
∑
j∈S

fjmj.

The total number of IOPS made to the SSD is:

ρd
∑
i∈D

fihi + ρs
∑
j∈S

fjhj.

Fairness rule 3 states that: ∀i ∈ D, j ∈ S,

hj
hi
≥ ρdfi
ρsfj

≥ mj

mi

hjfj
hifi

≥ ρd
ρs
≥ mjfj
mifi

.

β ≥ ρd
ρs
≥ α.
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where

α = maxi,j

{
mjfj
mifi

}
β = mini,j

{
hjfj
hifi

}
The final problem formulation is shown below. It is expressed as a 2-variable

linear program with unknowns ρd and ρs, and four linear constraints between them.

Equations 3.2 and 3.3 ensure that the total throughputs from the HD and the SSD

respectively do not exceed their capacities. Equation 3.4 ensures that any pair of

clients, which are bottlenecked on the HD and SSD respectively, are envy free. As

mentioned earlier, we will show that clients which are bottlenecked on the same device

will automatically be envy free.

Optimization for Allocation

Maximize ρd
∑
i∈D

fi + ρs
∑
j∈S

fj (3.1)

subject to:

ρd
∑
i∈D

fimi + ρs
∑
j∈S

fjmj ≤ Cd (3.2)

ρd
∑
i∈D

fihi + ρs
∑
j∈S

fjhj ≤ Cs (3.3)

β ≥ ρd
ρs
≥ α (3.4)

Example VI We show the steps of the optimization for the scenario of Example

IV. D = {p, q}, S = {r, s}, and the fair shares fp = 200, fq = 100, fr = 277.8 and

fs = 263.2.
∑

i∈D fi = 200+100 = 300,
∑

j∈S fj = 277.8+263.2 = 541,
∑

i∈D fimi =

50 + 50 = 100,
∑

j∈S fjmj = 27.78 + 13.16 = 41,
∑

i∈D fihi = 150 + 50 = 200, and∑
j∈S fjhj = 250 + 250 = 500. Also it can be verified that α = 0.55 and β = 1.67.
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Hence, we get the following optimization problem:

Maximize : 300ρd + 541ρs (3.5)

subject to:

100ρd + 41ρs ≤ 200 (3.6)

200ρd + 500ρs ≤ 1000 (3.7)

1.67 ≥ ρd
ρs
≥ 0.55 (3.8)

Solving the linear program gives ρd = 1.41, ρs = 1.44, which result in allocations

Ap = 282.5, Aq = 141.3, Ar = 398.6, As = 377.6, and HD and SSD utilizations of

100% and 100%.

We end the section by stating precisely the properties of BAA with respect to

fairness and utilization. The properties are proved in Section 5.4.

• P1: Clients in the same bottleneck set receive allocations proportional to their

fair shares.

• P2: Any pair of clients bottlenecked on the same device will not envy each other.

Combined with optimization constraint (3) which enforces envy freedom between

clients bottlenecked on different devices, we can assert that the allocations are

envy free.

• P3: Every client will receive at least its fair share. In other words, no client

receives less throughput than it would if the resources had been hard-partitioned

equally among them. Usually, clients will receive more than their fair share by

using capacity on the other device that would be otherwise unused.
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• P4: The allocation maximizes the system throughput subject to these fairness

criteria.

3.2.3 Scheduling Framework

The LP described in Section 3.2.2 calculates the throughput that each client is allo-

cated based on the mix of hit ratios and the system capacities. The ratios of these

allocations make up the weights to a proportional-share scheduler like WFQ [4], which

dispatches requests from the client queues.

When a new client enters or leaves the system, the allocations (i.e. the weights to

the proportional scheduler) need to be updated. Similarly, if a change in a workload’s

characteristics results in a significant change in its hit ratio, the allocations should be

recomputed to prevent the system utilization from falling too low. Hence, periodically

(or triggered by an alarm based on device utilizations) the allocation algorithm is

invoked to compute the new set of weights for the proportional scheduler. We also

include a module to monitor the hit ratios of the clients over a moving window of

requests. The miss ratio statistics are used by the allocation algorithm.

Algorithm 1: Bottleneck-Aware Scheduling

Step 1. For each client maintain statistics of its hit ratio over a configurable
request-window W.

Step 2. Periodically invoke the BAA optimizer of Section 3.2.2 to compute
the allocation of each client that maximizes utilization subject to fairness
constraints.

Step 3. Use the allocations computed in Step 2 as relative weights to a
proportional-share scheduler that dispatches requests to the array in the ratio
of their weights.

The allocation algorithm is relatively fast since it requires solving only a small

2-variable LP problem, so it can be run quite frequently. Nonetheless, it would be

desirable to have a single-level scheme in which the scheduler continually adapts to
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the workload characteristics rather than at discrete steps. In future work we will

investigate the possibility of such a single-level scheme.
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3.3 Formal Proofs

In this section we formally establish the fairness claims of BAA. The two main prop-

erties are summarized in Lemma 3 and Lemma 7, which state that the allocations

made by BAA are envy free (EF) and satisfy the sharing incentive (SI) property.

Table 3.1 summarizes the meanings of different symbols.

Symbol Meaning

Cs, Cd Capacity in IOPS of SSD (HD)

S, D Set of clients bottlenecked on the SSD (HD)

ρs, ρd Proportionality constants of fairness policy

fi Fair Share for client i

hi, mi Hit (Miss) ratio for client i

hbal Load Balance Hit Ratio: Cs/(Cs + Cd)

n Total number of clients

Table 3.1: List of Symbols

Lemma 1 finds expressions for fair shares. The fair share of a client is its through-

put if it is given a virtual HD of capacity Cd/n and a virtual SSD of capacity Cs/n.

A client in D will use all the capacity of the virtual HD, and hence have a fair share

of Cd/(n × mi). A client in S uses all the capacity of the virtual SSD, and its fair

share is Cs/(n× hi).

Lemma 1. Let n be the number of clients. Then fi = min{Cd/(n×mi), Cs/(n×hi)}.

If i ∈ D, then fi = Cd/(n×mi); else if i ∈ S, then fi = Cs/(n× hi).

Proof. The fair share is the total throughput when a client uses one of its virtual

resources completely. For i ∈ D, hi ≤ hbal = Cs/(Cs + Cd) and mi ≥ 1 − hbal =

Cd/(Cs+Cd). In this case, Cd/(n×mi) ≤ (Cs+Cd)/n and Cs/(n×hi) ≥ (Cs+Cd)/n.

Hence, the first term is the smaller one, whence the result follows. A similar argument

holds for i ∈ S.

Lemma 2 states a basic property of BAA allocations: all clients in a bottleneck

set receive equal throughputs on the device on which they are bottlenecked. This
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is simply a consequence of fairness policy which requires that clients in the same

bottleneck set receive throughput in the ratio of their fair shares.

Lemma 2. All clients in a bottleneck set receive equal throughputs on the bottleneck

device. Specifically, all clients in D receive ρdCd/n IOPS from the HD; and all clients

in S receive ρsCs/n IOPS from the SSD.

Proof. Let i ∈ D. From fairness policy (1) and lemma 1, Ai = ρdfi = ρd(Cd/(n ×

mi)). The number of IOPS from the HD is therefore Aimi = ρdCd/n. Similarly,

for i ∈ S, Ai = ρsfi = ρs(Cs/(n × hi)), and the number of IOPS from the SSD is

Aihi = ρsCs/n.

To prove EF between two clients, we need to show that no client receives more

throughput on both the resources (HD and SSD). If the two clients are in the same

bottleneck set then this follows from Lemma 2, which states that both clients will

get equal throughputs on their bottleneck device. When the clients are in different

bottleneck sets then the condition is explicitly enforced by fairness policy (3).

Lemma 3. For any pair of client i, j the allocations made by BAA are envy free.

Proof. From lemma 2, if i, j ∈ D both clients have the same number of IOPS on

the HD; hence neither can improve its throughput by getting the others allocation.

Similarly, if i, j ∈ S they do not envy each other, since nether can increases its

throughput by receiving the others allocation.

Finally, we consider the case when i ∈ D and j ∈ S. From fairness policy (3),

∀i ∈ D, j ∈ S:
hj
hi
≥ Ai

Aj
≥ mj

mi
. Hence, the allocations on the SSD for clients i

and j satisfy Aihi ≤ Ajhj, and the allocations on HD for clients i and j satisfy

Aimi ≥ Ajmj. So any two flows in different bottleneck sets will not envy each other.

Hence neither i nor j can get more than the other on both devices.
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The following Lemma shows the Sharing Incentive property holds in the “simple”

case. The more difficult case is shown in Lemma 6. Informally, if the HD is a system

bottleneck (i.e., it is 100% utilized) then Lemma 4 shows that the clients in D will

receive at least 1/n of the HD bandwidth. The clients in S may get less than that

amount on the HD (and usually will get less). Similarly, if the SSD is a system

bottleneck, then the clients in S will receive at least 1/n of the SSD bandwidth.

In the remainder of this section we assume that the clients 1, 2, · · ·n, are ordered in

non-decreasing order of their hit ratios, and that r of them are in D and the rest in

S. Hence, D = {1, · · · , r} and S = {r + 1, · · · , n}.

Lemma 4. Suppose the HD (SSD) has a utilization of 100%. Then every i ∈ D

(respectively i ∈ S) receives a throughput of at least fi.

Proof. Let j denote an arbitrary client in S. From fairness policy (3), Aimi ≥ Ajmj.

That is, the throughput on the HD of a client in D is greater than or equal to the

throughput on the HD of any client in S. Now, from lemma 2 the IOPS from the HD

of all i ∈ D are equal. Since, by hypothesis, the disk is 100% utilized, the total IOPS

from the HD is Cd. Hence, for every i ∈ D, the IOPS on the disk must be at least

Cd/n. A symmetrical proof holds for clients in S.

In order to show the Sharing Incentive property for clients whose bottleneck device

is not the system bottleneck (i.e. is less than 100% utilized), we prove the following

Lemma. Informally, it states that utilization of the SSD improves if the clients in S

can be given a bigger allocation. The result, while intuitive, is not self evident. An

increase in the SSD allocation to a client in S increases its HD usage as well. Since

the HD is 100% utilized, this reduces HD allocations of clients in D, which in turn

reduces their allocation on the SSD. We need to check that the net effect is positive

in terms of SSD utilization.
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Lemma 5. Consider two allocations that satisfy fairness policy (1) - (3), and for

which the HD has utilization of 100% and the SSD has utilization less than100%. Let

ρs and ρ̂s be the proportionally constants of clients in S for the two allocations, and let

U and Û be the respective system throughputs. If ρ̂s > ρs then Û > U . A symmetrical

result holds if the SSD is 100% utilized and the HD is less than 100% utilized.

Proof. We show the case for HD 100% utilized. From Lemma 2, all clients in S have

the same throughput ρsCs/n on the SSD. Define δs to be the difference between the

SSD throughputs of a client in S in the two allocations. Since ρ̂s > ρs, δs > 0.

Similarly, define δd to be difference between the HD throughput of a client in D in

the two allocations.

An increase of δs in the throughput of client i ∈ S on the SSD implies an increase

on the HD of δs × (mi/hi). Since the HD is 100% utilized in both allocations, the

aggregate allocations of clients in D must decrease by the total amount
∑

i∈S δs ×

(mi/hi). By Lemma 2, since all clients in D have the same allocation on the HD,

δd =
∑

i∈S δs× (mi/hi)/|D|. As a result, the decrease in the allocation of client j ∈ D

on the SSD is δ̂s = δd × (hj/mj).

The total change in the allocation on the SSD in the two allocations, ∆ is therefore:

∆ =
∑

i∈S δs −
∑

j∈D δ̂s. Substituting:

∆ =
∑
i∈S

δs −
∑
j∈D

δd × (hj/mj) (3.9)

∆ = |S| × δs −
∑
j∈D

(
∑
i∈S

δs × (mi/hi)/|D|)× (hj/mj) (3.10)

Now for all i ∈ S, (mi/hi) ≤ (mr+1/hr+1) and for all j ∈ D, (hj/mj) ≤ (hr/mr).
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Substituting in Equation 3.10:

∆ ≥ |S| × δs − |S|δs × (mr+1/hr+1)× (hr/mr) (3.11)

∆ ≥ |S| × δs(1−
mr+1

mr

× hr
hr+1

) (3.12)

Now, mr+1 < mr and hr < hr+1 since r and r + 1 are in D and S respectively.

Hence, ∆ > 0.

Finally, we show the Sharing Incentive property for clients whose bottleneck device

is not the system bottleneck. The idea is to make the allocation to the clients in S

as large as we can, before the EF requirements prevent further increase.

Lemma 6. Suppose the HD (SSD) has utilization of 100% and the SSD (HD) has

utilization less than 100%. Then every i ∈ S (respectively i ∈ D) receives a throughput

of at least fi.

Proof. We will show it for clients in S. A symmetrical proof holds in the other case.

Since BAA maximizes utilization subject to fairness policy (1) - (3), it follows from

Lemma 5 that ρs must be as large as possible. If i ∈ S, the IOPS it receives on the HD

are ρsCs/n× (mi/hi) which from the EF requirements of Lemma 3 must be no more

than ρdCd/n, the IOPS on the HD for any client in D. Hence, ρsCs/n × (mi/hi) ≤

ρdCd/n or ρs ≤ ρd(Cd/Cs)×(hi/mi), for all i ∈ S. Since hi/mi is smallest for i = r+1,

the maximum feasible value of ρs is ρs = ρd(Cd/Cs)× (hr+1/mr+1). Now, hr+1 > hbal,

so hr+1/mr+1 > hbal/(1 − hbal) = Cs/Cd. Hence ρs > ρd. Since the HD is 100%

utilized we know from Lemma 4 that ρd ≥ 1, and so ρs > 1.

From Lemmas 4 to 6 we can conclude:

Lemma 7. Allocations made by BAA satisfy the Sharing Incentive property.
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3.4 Performance Evaluation

We evaluate our work using both simulation and Linux system implementation. For

simulation, a synthetic set of workloads was created. Each request is randomly as-

signed to the SSD or HD based on its hit ratio. The request service time is an

exponentially distributed random variable with mean equal to the reciprocal of the

device IOPS capacity.

In the Linux system, we implemented a prototype by interposing the BAA sched-

uler in the IO path. Raw IO is performed to eliminate the influence of OS buffer

caching. The storage server includes a 1TB SCSI Western Digital hard disk (7200

RPM 64MB Cache SATA 6.0Gb/s) and 120GB SAMSUNG 840 Pro Series SSD. Vari-

ous block-level workloads from UMass Trace Repository [68] and Microsoft Exchange

server [69] are used for the evaluation. These traces are for a homogeneous server and

do not distinguish between devices. Since we needed to emulate different proportions

of HD and SSD requests we randomly partitioned the blocks between the two devices

to meet the assumed hit ratio of the workload. The device utilizations are measured

using Linux tool “iostat”.

3.4.1 Simulation Experiments

3.4.1.1 System Efficiency

This experiment compares the system efficiency for three different schedulers: Fair

Queuing (FQ), DRF, and BAA. The capacities of the HD and SSD are 100 IOPS

and 5000 IOPS respectively. The first experiment employs two clients with hit ratios

0.5 and 0.99. FQ allocates equal amounts of throughput to the two clients. The

DRF implementation uses the dominant resource shares policy of [13] to determine

allocation weights, and BAA is the approach proposed in this thesis. All workloads
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are assumed to be continuously backlogged.

The throughputs of the two clients with different schedulers are shown in Fig-

ure 3.3(a). The figure also shows the fair share allocation, i.e. the throughput the

workload would get by partitioning the SSD and HD capacities equally between the

two workloads. As can be seen, the throughput of client 2 under FQ is the lowest of

the three schedulers. In fact, sharing is a disincentive for client 2 under FQ schedul-

ing, since it would have been better off with a static partitioning of both devices. The

problem is that the fair scheduler severely throttles the SSD-bound workload to force

the 1 : 1 fairness ratio. DRF performs much better than FQ. Both clients get a little

more than their fair shares. BAA does extremely well in this setup and client 2 is

able to almost double the throughput it would have received with a static partition.

We also show the system utilization for the three schedulers in Figure 3.3(b). BAA is

able to fully utilize both devices, while DRF reaches system utilization of only around

65%.

Next we add another client with hit ratio of 0.8 to the workload mix. The through-

puts of the clients are shown in Figure 3.4(a). Now the throughput of the DRF sched-

uler is also degraded, because it does not adjust the relative allocations to account

for load imbalance. The BAA scheduler gets higher throughput (but less than 100%)

because it adjusts the weights to balance the system load. The envy-free requirements

put an upper-bound on the SSD-bound client’s throughput, preventing the utilization

from going any higher, but still maintaining fairness.

3.4.1.2 Adaptivity to Hit Ratio Changes

In this experiment, we show how the two-level scheduling framework restores system

utilization following a change in an application’s hit ratio. The capacities of the HD

and SSD are 200 IOPS and 3000 IOPS respectively. In this simulation, allocations
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Figure 3.3: Throughputs and utilizations for 2 flows
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Figure 3.4: Throughputs and utilizations for 3 flows

are recomputed every 100s and the hit ratio is monitored in a moving window of 60s.

There are two clients with initial hit ratios of 0.45 and 0.95. At time 510s, the hit

ratio of client 1 falls to 0.2.

Figure 3.5 shows a time plot of the throughputs of the clients. The throughputs

of both clients falls significantly at time 510 as shown in Figure 3.5. The scheduler

needs to be cognizant of changes in the application characteristics and recalibrate

the allocations to increase the efficiency. At time 600s (the rescheduling interval

boundary) the allocations are recomputed using the hit ratios that reflect the current
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application behavior, and the system throughput rises again.

In practice the frequency of calibration and the rate at which the workload hit

ratios change can affect system performance and stability. As is the case in most

adaptive situations, the techniques work best when significant changes in workload

characteristics do not occur at a very fine time scale. We leave the detailed evaluation

of robustness to future work.
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Figure 3.5: Scheduling with dynamic weights when hit ratio changes

3.4.2 Linux Experiments

We now evaluate BAA in a Linux system, and compare its behavior with allocations

computed using the DRF policy [13] and the Linux CFQ [63] scheduler. The first set

of experiments deals with evaluating the throughputs (or system utilization) of the

three scheduling approaches. The second set compares the fairness properties.

3.4.2.1 Throughputs and Device Utilizations

Clients in the same bottleneck set. Two workloads from Web Search [68] are

used in this experiment. The requests include reads and writes and the request sizes
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Throughputs BAA CFQ DRF

Client 1 100 101 95

Client 2 139 134 133

Total 239 235 228

Table 3.2: Throughputs: all clients in one bottleneck set

range from 8KB to 32KB.

We first evaluate the performance when all the clients fall into the same bottleneck

set; that is, all the clients are bottlenecked on the same device. We use hit ratios

of 0.3 and 0.5 for the two workloads which makes them both HD bound. As shown

in Table 3.2 all three schedulers get similar allocation. In this situation there is

just one local bottleneck set in BAA, which (naturally) coincides with the system

bottleneck device for CFQ as well as being the dominant resource for DRF. The

device utilizations are the same for all schedulers, as can be expected.

Clients in different bottleneck sets. In this experiment, we evaluate the perfor-

mance when the clients fall into different bottleneck sets; that is, some of the clients

are bottlenecked on the HD and some on the SSD. Two clients, one running a Fi-

nancial workload [68] (client 1) and the second running an Exchange workload [69]

(client 2) with hit ratios of 0.3 and 0.95 respectively, are used in the experiment. The

request sizes range from 512 bytes to 8MB, and are a mix of read and write requests.

The total experiment time is 10 minutes.

Figure 3.6 shows the throughput of each client achieved by the three schedulers.

As shown in the figure, BAA has better total system throughput than the others.

CFQ performs better than DRF but not as good as BAA.

Figure 3.7 shows the measured utilizations for HD and SSD using the three sched-

ulers. Figure 3.7(a) shows that BAA achieves high system utilization for both HD

and SSD; DRF and CFQ have low SSD utilizations compared with BAA, as shown

in Figure 3.7(b) and (c). HD utilizations are good for both DRF and CFQ (almost
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Figure 3.6: Throughputs using three schedulers. BAA achieves higher system
throughput (1396 IOPS) than both DRF-based Allocation (810 IOPS) and Linux
CFQ (1011 IOPS).

100%), because the system has more disk-bound clients that saturate the disk.

3.4.2.2 Allocation Properties Evaluation

In this experiment, we evaluate the fairness properties of allocations (P1 to P4).

Four Financial workloads [68] with hit ratios of 0.2, 0.4, 0.98 and 1.0 are used as the

input. The workloads have a mix of read and write requests and request sizes range

from 512 bytes to 8MB.
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Figure 3.7: System utilizations using three schedulers. The average utilization are:
BAA (HD 94% and SSD 92%), DRF (HD 99% and SSD 78%), CFQ (HD 99.8% and
SSD 83%)

Clients Fair Share Total HD SSD
(IOPS) IOPS IOPS IOPS

Financial 1 50 76 60.8 15.2

Financial 2 67 101 60.8 40.4

Financial 3 561 1068 21.4 1047

Financial 4 550 1047 0 1047

Table 3.3: Allocations for Financial workloads using BAA
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Table 3.3 shows the allocations of BAA-based scheduling. The second column

shows the Fair Share for each workload. The third column shows the IOPS achieved

by each client, and the portions from the HD and SSD are shown in the next two

columns.

The average capacity of the HD for the workload is around 140-160 IOPS and

the SSD is 2000-2200 IOPS. We use the upper-bound of the capacity to compute the

fair shares shown in the second column. In this setup, Financial 1 and Financial 2

are bottlenecked on the HD and belong to D, while Financial 3 and Financial 4 are

bottlenecked on the SSD and belong to S.

First we verify that clients in the same bottleneck set receive allocations in pro-

portion to their fair share (P1). As shown in the Table 3.3, Financial 1 and 2 get

throughputs of 76 and 101, which are in the same ratio as their fair share (50 : 67).

Similarly, Financial 3 and 4 get throughputs 1068 and 1047, which are in the ratio of

their fair share of (561 : 550).

HD-bottlenecked workloads Financial 1 and Financial 2 receive more HD allo-

cation (60.8 IOPS) than both workloads Financial 3 (21.4 IOPS) and 4 (0 IOPS).

Similarly, SSD-bottlenecked workloads Financial 3 and Financial 4 receive more SSD

allocation (1047 and 1047 IOPS) than both workload 1 (15.2 IOPS) and 2 (40.4

IOPS).

It can be verified from columns 2 and 3 that every client receives at least its fair

share. Finally, the system shows that both HD and SSD are almost fully utilized,

indicating the allocation maximizes the system throughput subject to these fairness

criteria. Similar experiments were also conducted with other workloads, including

those from Web Search and Exchange Servers. The results show that properties P1

to P4 are always guaranteed.
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3.5 BAA Model Extension

In this section, we propose an extended model of BAA to trade efficiency and fairness.

We make two contributions in this section. First, we improve the BAA model by

providing a simple direct method (Algorithm 2) for finding the BAA allocation that

maximizes system throughput. Previously, the problem was formulated as a less

compact LP optimization.

Second, we propose a relaxation of BAA allocation. BAA model finds an allocation

that maximizes system throughput and is LF, EF and SI. DRF [13] allocations satisfy

these properties but do not generally maximize throughput. The relaxation of BAA

described in Section 3.5.3 finds an allocation that is EF and SI (but not necessarily

LF) which maximizes system throughput. This can result in better system utilization

without violating fairness of EF and SI. In Section 3.5.3 we describe an algorithm

to find the maximal allocation by relaxing the requirement of local fairness, but still

guarantee EF and SI.

3.5.1 Definitions

The system consists of two types of devices: solid-state disks (SSDs) and hard disks

(HDs). The capacity of a device is its maximum throughput (IOPS). The capacities

of the SSD and HD are denoted by Cs and Cd IOPS respectively. There are n clients

in the system. Each client is continuously backlogged with I/O requests. The fraction

of client i’s requests that are directed to the HD is referred to as its HD access ratio

and is denoted by mi; similarly the fraction of requests to the SSD is called its SSD

access ratio and is denoted by hi; mi + hi = 1. Let δi = hi/mi and δb = Cs/Cd.

A client i is said to bottlenecked on the HD if δi ≤ δb; else it is bottlenecked on the

SSD. Let D and S denote the sets of clients that are bottlenecked on the HD and
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SSD respectively. D and S are referred to as local bottleneck sets. Define client i‘s

entitlement, Ei, to to be the throughput it would receive if the capacity of each device

was equally partitioned among all the clients.

Example 1: Suppose Cd = 100 IOPS and Cs = 500 IOPS and there are two clients

with SSD access ratios h1 = 1/5 and h2 = 9/10. Hence, δb = 5, δ1 = 1/4 and

δ2 = 9. Client 1 is bottlenecked on the HD and client 2 is bottlenecked on the SSD.

To calculate the entitlements, we act as if each client is given a virtual HD of 50 IOPS

capacity and a virtual SSD of 250 IOPS capacity. Since client 1 is HD bottlenecked

it will use all 50 IOPS from the HD and 50δ1 = 12.5 IOPS from the SSD for a total

throughput of 62.5 IOPS, which is its entitlement. Client 2 is SSD bottlenecked and

it will use all 250 IOPS from the SDD and 250/δ2 = 27.7 IOPS from the HD, for an

entitlement of 277.7 IOPS.

An allocation assigns each client i a throughput Ai made up of ∆i IOPS from the

HD and Γi from the SSD. Ai = ∆i + Γi, ∆i = Aimi and Γi = Aihi. We are

interested in feasible allocations which satisfy the capacity constraints:
∑

i ∆i ≤ Cd

and
∑

i Γi ≤ Cs. The system throughput is
∑

iAi, which may be less than the

capacity Cs + Cd.

An allocation is locally fair (LF) if the throughputs of clients in the same bottleneck

set are in proportion to their entitlements. That is, for every pair of clients i, j where

both belong to D or both belong to S, Ai/Aj = Ei/Ej. An allocation is envy free (

EF) if no client envies any other client. Client i envies j if and only if ∆j > ∆i and

Σj > Σi. In an envy-free allocation no client can increase its throughput by swapping

its assignment with another client. An allocation is said to be sharing incentivized

(SI) if every client gets a throughput at least equal to its entitlement.
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3.5.2 Allocation Algorithm

In this section we consider allocations that are LF, EF, and SI. For clients i, j ∈ D,

Ei = (Cd/n)/mi and Ej = (Cd/n)/mj. By definition of local fairness, Ai/Aj = Ei/Ej.

Hence, Aimi = Ajmj. Define constant γd where Aimi = γd for all i ∈ D. Similarly

define γs where Ajhj = γs for all j ∈ S. Finally, define a quantity Q = 1/δb× (γs/γd).

Lemma 8. Consider the situation where both D and S have at least one client.

Consider allocations that are LF, EF, and SI. For full utilization of both devices, we

require that Q =
∑

i∈D(1−δi/δb)∑
j∈S(1−δb/δj)

.

Proof. (Sketch) For i ∈ D: ∆i = Aimi = γd and Γi = Aihi = γdδi. Similarly, for

j ∈ S: Γj = Ajhj = γs and ∆j = Ajmj = γs/δj. The total throughput from the HD is∑n
k=1 ∆i =

∑
i∈D γd +

∑
j∈S γs/δj. The total throughput from the SSD is

∑n
k=1 Γi =∑

i∈D γdδi +
∑

j∈S γs. For full utilization, we require the total throughput from the

HD (SSD) to equal Cd (respectively, Cs). Hence:
∑n

k=1 ∆k/Cd = 1 =
∑n

k=1 Γi/Cs.

Recalling the definitions of δb and Q and rearranging the result follows.

Lemma 9. If an allocation is locally fair and envy free then α ≤ Q ≤ β, where

α = w = min{δj/δb : j ∈ S}. Furthermore, the allocation is also SI.

Proof. See Lemma 4 - Lemma 6.

The details of the allocation are described in Algorithm 2, and illustrated with an

example. Theorem 1 summarizes the main result.

Theorem 1. Algorithm 2 computes the allocations that maximizes system utilization

and satisfies local fairness, envy freedom, and sharing incentive.

Example 2: Let Cd = 100 and CS = 200 IOPS, so δb = 2. There are 6 clients,

A,B, C,P ,Q,R with HD access ratios 0.1, 0.2, 0, 3, 0.7, 0.8, 0.85 respectively. D =

{A,B, C} and S = {P ,Q,R}. The value of Q computed from Lemma 8 equals 2.01.
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Algorithm 2: Bottleneck-Aware Allocation

Step 1. Compute Q, α and β defined in Lemmas 1 and 2 respectively.

Step 2. If Q < α, then choose Q = α; else if Q > β choose Q = β.

Step 3. Compute ν1 = γd(|D|+Qδb
∑

j∈S 1/δj) and

ν2 = γd(
∑

i∈D δi +Qδb|S|), the throughputs of the HD and SSD
respectively.
Set γd = min{Cd/ν1, Cs/ν

2} and γs = Qδbγd. Calculate all Ai using γd and
γs.

From Lemma 9, α = 0.21 and β = 1.17. Table 4.3 shows the allocations using

Q = 2.01 (columns 2-4) and that computed by Algorithm 2 with Q = β = 1.17

(columns 5-7).

For Q = 2.01, we use the full capacity of both devices as expected. Also A,B, C have

equal HD allocations (15.5), and P ,Q,R have equal SSD allocations (62.6), satisfying

LF. However, since Q > β the allocation does not satisfy EF. Specifically, A,B and

C all envy both P and Q, since they can increase their throughput by swapping

allocations with either P or Q. To satisfy EF, Q is reduced to β as required by Step

2 of Algorithm 2. The last three columns of Table 4.3 shows the allocations for this

value of Q. Only 155.9 of the SSD capacity of 200 IOPS is utilized but the allocations

are all envy free.

i Ai ∆i Γi Ai ∆i Γi

A 17.2 15.5 1.7 22.2 20.0 2.2
B 19.4 15.5 3.9 25.0 20.0 5.0
C 22.1 15.5 6.6 28.6 20.0 8.6

P 89.4 26.8 62.6 66.7 20.0 46.7
Q 78.3 15.7 62.6 58.4 11.7 46.7
R 73.6 11.0 62.6 55.0 8.3 46.7

Sum 300.0 100.0 200.0 255.9 100.0 155.9

Table 3.4: D = {A,B, C}, S = {P ,Q,R}, α = 0.21, β = 1.17. Allocations for
Q = 2.01 are shown in columns 2− 4 and those for Q = 1.17 in columns 5− 7.
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3.5.3 Relaxing Local Fairness

What if the allocation of Algorithm 2 does not achieve full system utilization? That is

Q was set to either α or β to meet EF requirements at the cost of system throughput.

Can we find another allocation that is still EF and SI but with higher utilization by

relaxing the requirements of local fairness?

Order the clients in non-decreasing order of hi, so that h1 ≤ h2 · · · ≤ hn. Let

D = {1, · · · r} and S = {r + 1, · · ·n}. Assume that both sets are not empty. The

allocation made by Algorithm 2 satisfies the following property. First, ∆1 = ∆2 =

· · · = ∆r and Γr+1 = Γr+2 = · · · = Γn, due to the local fairness requirement. In

addition, if only the HD is fully utilized then ∆r = ∆r+1; else if only the SSD is fully

utilized then Γr = Γr+1. This follows since the allocation made by Algorithm 2 is

EF and also maximizes the throughput. In Example 2, ∆A = ∆B = ∆C = 20.0 and

ΓP = ΓQ = ΓR = 46.7. Further, the HD is fully utilized while the SSD is not. Notice

that ∆P = ∆C as expected.

In the rest of this section we assume that Algorithm 2 set Q to be β so the HD is

fully utilized but the SSD is not. A symmetrical argument holds when Q is set to

α and the SSD is fully utilized. Algorithm 3 iteratively relaxes the local fairness

requirements of clients in S, one client at time. The algorithm successively tries to

increase the SSD allocation Γi of clients in S in the order n down to r + 1. Due to

EF requirements, Γi can be increased as long as ∆i does not exceed ∆i−1. Function

FindSysBottleneck(i) uses Equations (1) and (2) to identify which of the HD or SSD

is the system bottleneck, when ∆i = ∆i+1 · · · = ∆n and ∆r = ∆r+1.

∆1(
∑r

k=1 δk + δr+1(i− r − 1) + (δr+1/δi)
∑n

k=i δk) ≤ Cs (1)

∆1(r + δr+1

∑i−1
k=r+1 1/δk + (δr+1/δi)(n− i+ 1)) ≤ Cd (2)

Suppose the loop exits with loop index i = i∗. If i∗ = r then the maximum throughput

is obtained by setting ∆j = Cd/n for all clients j. If i∗ > r, then we can revert to



58

the allocation of the previous iteration where i = i∗ + 1, which is EF and still has

HD as the system bottleneck. In this case we have ∆1 = ∆2 · · · = ∆r = ∆r+1,Γr+1 =

Γr+2 · · · = Γi∗+1, and ∆i∗+1 = ∆i∗+2 · · · = ∆n. The capacity of iteration i∗ + 1 is an

approximation to the maximum capacity. To find the exact maximum we replace the

condition ∆r = ∆r+1 with the weaker EF requirement ∆r+1 ≤ ∆r = ∆1, and set up an

LP with just two variables ∆1 and ∆r+1. We maximize the total throughput subject

to the two device capacity constraints, and the additional EF constraint ∆r+1 ≤ ∆1.

Solving this 2-variable 3-constraint LP gives the maximum allocation.

Algorithm 3: Relax SSD Local Fairness

RelaxSSDLF ()
begin

for (i = n-1; i ¿ r; i = i-1)
begin

SysBottleneck = FindSysBottleneck(i);
begin

if SysBottlneck is SSD then
break;

end

end
Allocate(i);

end

i Ai ∆i Γi Ai ∆i Γi

A 21.4 19.3 2.1 19.8 17.8 2.0
B 24.1 19.3 4.8 22.2 17.8 4.4
C 27.6 19.3 8.3 23.4 17.8 7.6

P 64.4 19.3 45.1 51.7 15.5 36.2
Q 56.5 11.4 45.1 77.5 15.5 62.0
R 75.3 11.4 63.9 103.3 15.5 87.8

Sum 269.3 100.0 169.3 300.0 100.0 200.0

Table 3.5: Allocations after 1 iteration (columns 2− 4) and the maximum allocation
(columns 5− 7).

Table 3.5 (columns 2 − 4) shows the allocations starting from that for Q = β in
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Table 3.4, after the first iteration of Algorithm 3. With ∆Q = ∆R, SSD throughput

increases to 169.3. The next iteration with ∆R = ∆Q = ∆P fails as equation (2)

is violated. The allocation of the previous iteration (169.5 IOPS) is an approximate

solution. For the maximum solution, we relax the ∆C = ∆P constraint, and solve a

2-variable (∆A and ∆P ) LP problem. Columns 5−7 of Table 3.5 shows the allocation

that achieves full utilization of both devices.
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3.6 Summary

Multi-tiered storage systems made up of heterogeneous devices are raising new chal-

lenges in providing fair throughput allocation among clients sharing the system. The

fundamental problem is finding an appropriate balance between fairness to the clients

and increasing system utilization. In this chapter we cast the problem within the

broader framework of fair allocation for multiple resources, which has been drawing

considerable amount of recent research attention. We find that existing methods al-

most exclusively emphasize the fairness aspect to the possible detriment of system

utilization.

We presented a new allocation model BAA based on the notion of per-device

bottleneck sets. The model provides clients that are bottlenecked on the same device

with allocations that are proportional to their fair shares, while allowing allocation

ratios between clients in different bottleneck sets to be set by the allocator to maximize

utilization. We show formally that BAA satisfies the properties of Envy Freedom and

Sharing Incentive that are well accepted fairness requirements in microeconomics and

game theory. Within these fairness constraints BAA finds the best system utilization.

We formulated the optimization as a compact 2-variable LP problem. We evaluated

the performance of our method using both simulation and implementation on a Linux

platform. The experimental results show that our method can provide both high

efficiency and fairness.

Our approach also applies, with suitable definitions and interpretation of quanti-

ties, to broader multi-resource allocation settings as in [13, 16, 15], including CPU,

memory, and network allocations. It can also be generalized to handle client weights;

in this case clients in the same bottleneck set receive allocations in proportion to their

weighted fair shares.

We extend the BAA model by providing a simple direct method for finding the



61

BAA allocation that maximizes system throughput. We also provide the relaxation

of BAA model to find an allocation that is EF and SI (but not necessarily LF) which

maximizes system throughput. This can result in better system utilization without

violating fairness of EF and SI.



Chapter 4

Multiple Resource Allocation (MRA) Model

In pay-for-service situations clients demand predictable performance (IOPS) guar-

antees. However, the solutions mentioned above provide only qualitative fairness

guarantees which may be insufficient in a pay-for-service commercial setting. In this

chapter, we present another important resource allocation model to provide quanti-

tative performance guarantees in the form of IOPS. The model supports reservations

and shares for clients sharing the storage system. Reservations specify the minimum

throughput (IOPS) that a client must receive, while shares reflect its weight relative

to other clients that are bottlenecked on the same device.

We present a formal multi-resource allocation model (MRA) to allocate IOPS to

clients, together with an IO scheduling algorithm to maximize system throughput.

The model and algorithms are validated with empirical results.

4.1 Motivation for MRA

Multi-tiered storage systems made up of combined solid-state drives (SSDs) and hard

disks (HDs) are becoming increasingly popular in data centers due to their favorable

cost and performance characteristics. However these architectures also introduce
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new challenges for resource allocation and IO scheduling. Most existing storage QoS

solutions are based on treating the storage system as a single homogeneous resource

whose aggregate IO bandwidth is divided among the clients in proportion to their

weight [70, 10, 60]. These models treat all IOs uniformly; applying them to a multi-

tiered storage system without differentiating slow IOs from HDs and fast IOs from

SSDs, results in poor device utilization and low system throughput. Time slice based

allocation has been proposed to differentiate between sequential and random IOs

on HDs [30, 31] and between read and write traffic on a SSD [32]. However, these

models do not incorporate reservation guarantees for the clients and are limited to

multiplexing only a single device.

Dominant Resource Fairness [13] (DRF) is a recently proposed policy for fairly al-

locating multiple types of resources like network, CPU, memory etc. This provides

an avenue to model multi-tiered storage devices. We proposed the Bottleneck Aware

Allocation [25] (BAA) policy in last chapter to fairly allocate IOPS in a multi-tiered

storage system made up of HDs and SSDs, within a multiple-resource framework.

BAA explicitly maximizes system utilization; hence while preserving all the fairness

properties of policies like DRF, it has much higher system throughput. Reward

allocation [21, 71] is another model that provides good isolation among clients in

heterogeneous storage; however, it too does not consider system efficiency.

With respect to fairness, previously proposed solutions [13, 25, 15, 21] provide at-

tractive and intuitive game-theoretic inspired notions of fairness like envy-freedom,

sharing incentive and strong isolation. However, none of these solutions provide

quantitative IOPS guarantees to the clients. This quantitative IOPS is needed in

pay-for-service situations where clients demand predictable performance guarantees

from the storage system. Further, as mentioned above, with the exception of BAA

the proposed solutions do not consider system efficiency, which can be quite low when
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the devices have different IOPS capacities.

In this chapter, we present an allocation model for multiple resources (abbreviated

MRA) that supports both IOPS reservations and shares for the clients. MRA is

modeled on the popular resource allocation policy in VMware’s Distributed Resource

Scheduler (DRS) [29], used for allocating a single resource type (e.g. CPU [29],

disk storage [11, 12], network bandwidth [72]). DRS provides three controls for the

client virtual machines (VMs): reservations, limits and shares. A client receives

allocations in proportion to its shares subject to a minimum allocation (reservation)

and a maximum allocation (limit). When the resource is highly contended, VMs with

higher shares receive higher allocations. However, since reservations take priority over

share-based allocations, every client is guaranteed a minimum allocation even when

there are many high-share VMs competing for the resource. The DRS model was

proposed for allocating only a single resource type; there is no natural generalization

of the policy to multiple resources, and a naive generalization can result in poor

resource utilization. The work presented here is, to our knowledge, the first model and

algorithm that provides reservations and shares for allocating multiple resource

types.

The rest of the chapter is organized as follows. In Chapter 4.2 we describe our model

informally. Section 4.3 presents the formal model along with an efficient allocation

algorithm. We present empirical results in Section 4.4 and conclude with Section 4.5.



65

4.2 MRA Model

The storage model is shown in Figure 1.1 and the model is described in Section 1.2.

To make the problem more concrete we introduce an example.

Example 1: Suppose the SSD has a capacity of 5000 IOPS and the HD array has an

aggregate disk capacity of 1500 IOPS. Suppose that client A has 80% of its requests

from the SSD (hit ratio 0.8) and client B has 20% of its requests on the SSD (hit

ratio 0.2). How should we allocate the IOPS to the clients?

In a proportional-share QoS model, IOPS will be allocated based on the weights of

the clients. If A and B have equal weight, then both clients will receive the same total

number of IOPS (1500) as shown in Table 4.1. For client A these will be divided as

300 IOPS on the HD and 1200 IOPS on the SSD to meet the 0.8 hit ratio. For client

B the allocation will be 1200 IOPS on the HD and 300 IOPS on the SSD. Note that

this is the unique allocation that guarantees equal IOPS to A and B. Also notice that

the HD is fully utilized but the SSD uses only 1500 of its 5000 IOPS capacity for a

utilization of 40%.

Client Total IOPS HD IOPS SSD IOPS

A 1500 300 1200
B 1500 1200 300

Total IOPS 3000 1500 1500
Utilization 46% 100% 40%

Table 4.1: Allocation using Proportional Sharing

To increase the SSD utilization, the allocation of client A should be increased while

that of B should be decreased. In fact, suppose we want to increase the SSD utilization

to 90% (the HD is still 100% utilized). In this case the allocation of A must be

increased from 1500 IOPS to 5500 IOPS while that of B must be decreased from

1500 to to 500 IOPS. This may be unacceptable to B who might require a minimum
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allocation that is higher than 500 IOPS. In our model, this is specified by the client’s

reservation, which the system must guarantee. Subject to meeting the reservations

the resource allocator will adjust the IOPS to the clients to maximize the utilizations

of both devices.

A high-level description of the scheduler is described in Algorithm 4. The scheduler

is adaptive and adjusts the allocations to the clients based on their hit ratios. As an

application goes through different phases, the ratio of its accesses to the SSD and HD

may change. If the scheduler is not sensitive to these changes, the utilization of the

storage system may fall and reservation guarantees may be compromised. A module

in the scheduler monitors the accesses of each workload to determine its hit ratio over

a moving window of past accesses. At periodic intervals (or when triggered by a drop

in system utilization), the throughput allocations of all the clients are recomputed

based on their QoS parameters and measured hit ratios. This is done using the

Find Maximum Throughput algorithm that is discussed in Section 4.3.2. The

output of the algorithm is a set Ai of of IOPS allocated to each client i, 1 ≤ i ≤ N ,

that determines it’s weight wi = Ai/
N∑
j=1

Aj. The computed weights can then be fed

to a proportional-scheduler that simply dispatches requests in proportion to wi. To

increase the robustness of our solution in the presence of estimation errors in the hit

ratio or device IOPS, we actually use a reservation-sensitive scheduler, mclock [11].

This scheduler takes as input the relative weights of the clients and their reservations,

and does weight-proportional scheduling subject to satisfying reservation constraints.

4.2.1 Definitions

The capacity (maximum throughput in IOPS) of the SSD is denoted by Cs and the

HD by Cd. A client is bottlenecked on either the SSD or the HD depending on its

hit ratio and the capacities of the two devices. The bottleneck device of a client is the
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Algorithm 4: Scheduling Algorithm

Step 1. For each client maintain statistics of its hit ratio over a
configurable request-window of W past accesses.

Step 2. Periodically recompute all the allocations Ai using procedure
Find Maximum Throughput( ) of Section 4.3.2.

Step 3. Compute relative weights wi from the allocations Ai computed in
Step 2. Use an mclock [11] scheduler (with weights and reservations as
inputs) to select and dispatch requests to the server.

one that is 100% utilized when the client is run all by itself on the storage system.

Suppose Cd = 200 IOPS and Cs = 1000 IOPS and the only load on the system is

a client with hit ratio 0.5. How many IOPS will the client obtain? The client will

completely saturate the HD and receive 200 HD IOPS; since its hit ratio is 0.5 it will

get an equal number of IOPS from the SSD, for a total throughput of 400 IOPs. The

HD is 100% utilized while the SSD is only 20% utilized. Hence, the bottleneck device

of the client is the HD. If instead the hit ratio was 0.9, then the client would get 1000

IOPS from the SSD and 111.1 IOPS from the HD. The bottleneck device is the SSD

and the utilizations of the SSD and HD are 100% and 55.5% respectively.

A precise way to characterize the bottleneck device is to define a threshold hit ratio

ht = Cs/(Cs + Cd). Client i is bottlenecked on the HD if hi ≤ ht and on the SSD if

hi > ht.

Clients are partitioned into two logical classes D and S based on their bottleneck

device. The set D = {i : hi ≤ ht} consists of clients bottlenecked on HD while the

set S = {i : hi > ht} denotes the set of clients bottlenecked on the SSD. We refer to

these sets as bottleneck sets. Table 5.1 summarizes the meanings of different symbols

used in the paper.
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4.2.2 Client QoS Model

A client is characterized by two parameters: reservation and share. The reservation

ri is the minimum IOPS that can be allocated to client i; the share si reflects the

weight of client i relative to other clients that are in the same bottleneck set (i.e.

they are bottlenecked on the same device as i). The value (in IOPS) of a share of D

is denoted by ρd. A client i ∈ D holding si shares is entitled to an IOPS allocation

of at least ρdsi. Similarly, the value of a share of S is denoted by ρs. A client j ∈ S

holding sj shares is entitled to at least ρssj IOPS.

Ai =


max{ri, ρd × si} i ∈ D

max{ri, ρs × si} i ∈ S

Table 4.2: Symbols and their meanings

Symbols Meaning

Cd, Cs HD, SSD capacity
ht ht = Cs/(Cd + Cs)
D {i : hi ≤ ht}: HD bottleneck set
S {i : hi > ht}: SSD bottlenecked set

hi, mi Hit Ratio, Miss Ratio
ri, si Reservation, Share
ρd, ρs IOPS per share for D and S
Ai Allocation (IOPS) made to client i
A Total system throughput

In our QoS model, the allocation made to client i ∈ D is given by Ai = max{ri, ρdsi}.

Similarly, the allocation to client j ∈ S is given by Aj = max{rj, ρssj}. That is,

a client always gets at least its reservation; capacity exceeding the combined reser-

vations is divided so that clients bottlenecked on that device receive allocations in

proportion to their shares. Note that guaranteeing reservations requires that admis-

sion control never admits a client unless the reservations of all admitted clients can

be met. Admission control mechanism are not discussed in this paper.
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The challenge in the allocation algorithm is to determine the values for ρd and ρs

so that the allocations to all clients satisfy the QoS constraints while simultaneously

maximizing the system utilization. As mentioned previously, our policy is related

to that used by VMWare’s DRS scheduler [29]. However, DRS applies to only a

single resource and there is no analogous policy or allocation algorithm that applies

to multiple resources1.

Example 2: Suppose SSD capacity Cs = 5000 and HD capacity Cd = 1000 IOPS.

Consider four client a, b, p, q with QoS parameters and access characteristics given

in Table 4.3 below.

Table 4.3: Client Parameters
a b p q

Reservations 200 100 500 1000
Shares 1 4 1 1

Hit Ratio 0.1 0.2 0.9 0.9

Now ht = 5000/(5000 + 1000) = 5/6. Hence the clients bottlenecked on the HD are

D = {a, b} and clients bottlenecked on the SSD are S = {p, q}.

Example 3: Apply the QoS requirements to the clients of Table 4.3. Each client must

get at least its reservation or a larger amount based on its share. The allocations to the

clients must satisfy: Aa = max{200, ρd}, Ab = max{100, 4ρd}, Ap = max{500, ρs},

Aq = max{1000, ρs}. The goal is to maximize system throughput: A = Aa + Ab +

Ap + Aq.

Example 4: Depending on the value of ρd the allocation of a client in D is either its

reservation or ρd times its share. A similar statement holds for ρs. Table 4.4 shows

the allocations for clients in D and S for different ranges of ρd and ρs. Collectively,

these nine values span the entire range of possible values of ρd and ρs.

1We have omitted the limit control of DRS in this model to keep the explanation simple. Limits
can be incorporated into the model without changing any of the results.
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Table 4.4: Allocations for different ρd and ρs

Range (ρd) Aa Ab

ρd > 200 ρd 4ρd
200 ≥ ρd > 25 200 4ρd

ρd ≤ 25 200 100

Range (ρs) Ap Aq

ρs > 1000 ρs ρs
1000 ≥ ρs > 500 ρs 1000

ρs ≤ 500 500 1000

For each of the nine combinations we will either find there is no solution that satisfies

the capacity constraints or we can find the maximum value of A by solving a simple

2-variable Linear Programming (LP) optimization problem. The optimal allocation

is the one with the largest A among the feasible solutions among the nine cases.
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4.3 MRA Framework

We now formally describe the model and algorithm that was motivated by the ex-

amples in Section 4.2. The approach is to decompose the search for the maximum

QoS-compliant allocation into a number of simple linear programming (LP) opti-

mizations involving just two variables and a small number of linear constraints. Each

subproblem can be solved very efficiently. A bigger problem is to minimize the num-

ber of such subproblems that need to be examined. A direct approach will require

solving O(N2) such subproblems, which is not always practical in an online setting.

We develop a more efficient method that requires solving only up to N + 1 subprob-

lems. The details of the LP formulation and the optimized selection of subproblems

are discussed below.

Partition the N clients into the two sets D and S depending on whether the client’s

bottleneck device is the HD or the SSD. Let |D| = n and |S| = m, so N = n+m.

For each client i ∈ D define its reservation per share to be ui = ri/si. Index the

clients in D so that they are in increasing order of ui : hence, u1 ≤ u2 · · · ≤ un. We

say that client i ∈ D is reservation bound if ui > ρd; else we say it is share bound. For

a given value of ρd, the share-bound and reservation-bound clients of D consist of the

sets {1, · · · , k} and {k + 1, · · · , n}, where uk ≤ ρd and uk+1 > ρd .

Symmetrical definitions hold for clients in S. Define vj = rj/sj and index the clients

in S so that they are increasing order of vj; hence, v1 ≤ v2 · · · ≤ vm. The share-bound

and reservation-bound clients of S consist of the sets {1, · · · , k} and {k + 1, · · · ,m},

where vk ≤ ρs and vk+1 > ρs.

Figure 4.1 shows the space of ρs and ρd values for n = m = 4. The space is partitioned

into (n + 1)(m + 1) regions (i, j) corresponding to the intervals ρd ∈ [ui, ui+1) and

ρs ∈ [vj, vj+1). For notational convenience assume dummy elements u0 = v0 = 0. We
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denote the region (ρd ∈ [ui, ui+1), ρs ∈ [vj, vj+1)] by (i, j). Finding the maximum

throughput in a region (i, j) can be formulated as a two-variable LP optimization

problem as follows.
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Figure 4.1: Feasible regions for ρd and ρs. Only the blue colored regions are candidates
for maximum total throughput.

Let Ds and Dr denote the set of share-bound clients and reservation-bound clients

of D in the region (i, j). In this region the value of ρd is at least ui and less than

ui+1. Hence, Ds = {1, · · · , i} and Dr = {i+1, · · · , n}. Similarly, let Ss and Sr denote

the set of share-bound clients and reservation-bound clients of S in the region (i, j).

Hence, Ss = {1, · · · , j} and Sr = {j + 1, · · · ,m}.

4.3.1 Linear Program Formulation

In this section we develop an LP formulation to maximize the system throughput

subject to clients’ QoS requirements, their current hit ratios, and the capacity con-

straints of the HD and SSD. We focus on a fixed region (i, j) of the ρd × ρs space.

First we find the total allocations of clients in D by adding the allocations of the
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clients in Dr and Ds. Since the allocation of client k ∈ Ds is ρdsk and the allocation

of client k ∈ Dr is rk, we can write this as ρd
∑
k∈Ds

sk +
∑
k∈Dr

rk. Similarly we find the

total allocation of clients in S as ρs
∑
k∈Ss

sk +
∑
k∈Sr

rk. The total allocation made to

the clients is obtained by summing the expressions for allocations of D and S and is

given by equation (4.1) below. Note that the terms involving rk do not depend on ρd

or ρs.

For the capacity constraints we need to find the total IOPS on the HD and the SSD

separately. Note that client k with total allocation Ak will receive Akmk IOPS on

the HD and Akhk IOPS on the SSD. The value of Ak depends on whether k belongs

to Dr, Sr, Ds or Ss. For the first two cases, Ak = rk, while in the remaining cases

Ak = ρdsk or Ak = ρssk respectively.

Equation 4.2 states that the total allocation on the HD should be less than its capacity

Cd. Equation 4.3 states that the total allocation on the SSD should be less than the

SSD capacity Cs. Finally, equations 4.4 and 4.5 express the constraint that the values

of ρd and ρs lie in the (i, j) region. Note that the only unknowns in the equations are

ρd and ρs.

Maximize ρd
∑
k∈Ds

sk + ρs
∑
k∈Ss

sk +
∑
k∈Dr

rk +
∑
k∈Sr

rk (4.1)

subject to:

∑
k∈Dr

rkmk + ρd
∑
k∈Ds

skmk +
∑
k∈Sr

rkmk + ρs
∑
k∈Ss

skmk ≤ Cd (4.2)

∑
k∈Dr

rkhk + ρd
∑
k∈Ds

skhk +
∑
k∈Sr

rkhk + ρs
∑
k∈Ss

skhk ≤ Cs (4.3)

ui ≤ ρd < ui+1 (4.4)



74

vj ≤ ρs < vj+1 (4.5)

Example 4: Consider the allocation problem for the clients described in Table 4.3.

The reservation-per-share values for clients in D are: ua = ra/sa = 200 and ub =

rb/sb = 25. The correspnding values for clients in S are: vp = rp/sp = 500 and

vq = rq/sq = 1000. The sorted arrays are: U = [0, 25, 200] and V = [0, 500, 1000].

With respect to Figure 4.1 there are nine regions corresponding to the three ranges

of U and three ranges of V .

4.3.2 Allocation Algorithm

The LP formulation in Section 4.3.1 describes how to maximize the utilization in a

(i, j) region of the state space. A straightforward approach is to directly evaluate the

LP for all (n + 1)(m + 1) regions and then choose the largest value of the system

throughput. While this is significantly better than the naive approach that considers

an exponential number of sets D and S, it would require solving O(N2) linear pro-

gramming problems, one for each region. We present a way to prune the search space

so that only up to N + 1 regions need to be considered.

The throughput for different regions can be shown to satisfy a monotonicity property

that allows us to reduce the search to a maximum of m + n + 1 candidate regions.

Specifically, for any fixed value of ρd the total allocation will increase monotonically

with ρs, until we reach a value of ρs that leads to an infeasible allocation: that is,

with that choice of ρd and ρs, at least one of the capacity equations (4.2) or (4.3) is

violated.

The property is stated formally in Lemma 10 below. We then describe how to use
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this the property to prune the search space.

Lemma 10. For any fixed ρd, the total allocation is a monotonically non-decreasing

function of ρs. Similarly for any fixed ρs, it is a monotonically non-decreasing function

of ρd.

Consider Figure 4.1 which shows the space of ρd and ρs values. Suppose we consider

the column for ρd = ui. The total allocation given by equation (4.1) is ui
∑
k∈Ds

sk +∑
k∈Dr

rk +
∑
k∈Sr

rk + ρs
∑
k∈Ss

sk. Clearly, the larger the value of ρs the higher the total

allocation. However, the maximum permissible value of ρs is limited by the capacity

constraints of equation (4.2) and equation (4.3). If the largest permissible value of

ρs lies in the interval [vj, vj+1), then the point (ui, vj) indicates the largest feasible

value of vj in that column. In Figure 4.1 this is shown as a green colored circle, while

(ui, vj+1) is infeasible and is shown in red. In this way each column can be marked

with the largest feasible vk; all vj, j ≤ k, in that column can be marked as green and

all vj, j > k, in that column can be marked as red.
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Figure 4.2: Feasible Regions for Example 5.
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The only regions that are candidates for the maximum throughput are the areas

colored blue in Figure 4.1. If a region has a feasible solution its bottom left corner

must be marked as T. Because of the monotonic property of the total allocation

(Lemma 10), only regions with a green-colored T at the bottom left corner and

red-colored F at the opposite corner are candidates for maximum throughput. The

number of such regions is small, and in no case more than n+m+ 1.

Example 5: For the U and V vectors of Example 4 we evaluate the total throughput

for the pairs of values ρd = ui and ρs = vj. The feasible values of total throughput

are shown in Table 4.5 below; if there is no feasible allocation for that value of ρd and

ρs the entry is marked as U. One can verify using the allocations in Table 4.4 that

when ρd = 200 and ρs = 1000, the total IOPS required from the HD is 1020 that

exceeds its capacity of 1000 IOPS. The corresponding feasible regions are also shown

as blue colored regions in Figure 4.2.

ρd = 0 ρd = 25 ρd = 200

ρs = 0 1800 1800 2500
ρs = 500 1800 1800 2500
ρs = 1000 2300 2300 U

Table 4.5: Total throughput for ρd = ui and ρs = vj.

In Figure 4.1, of the 25 distinct regions, only 8 are possible candidates for max-

imum allocation. Similarly, in Figure 4.2, of the 9 distinct regions, only m + n + 1,

which is 5 regions are possible candidates for the maximum allocation. We solve the

LP problem in these regions and the one with the largest total allocation provides

the optimal values of ρd and ρs.

Algorithm 6 gives a high-level description of the allocation procedure. Clients are par-

titioned into bottleneck sets and the reservation-per-share values ui and vj computed

for each client i ∈ D and j ∈ S. The sorted vectors [u0, u1, · · ·un] and [v0, v1, · · · vm]
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Algorithm 5: Find Maximum Throughput

Step 1(a) Classify each client as belonging to set D or S depending on its
bottleneck device. Client i belongs to set D if its hit ratio hi is less than the
threshold hit ratio hT ; else it belongs to set S.

Step 1(b) Create the sorted arrays U = [u0, u1, · · · , un] and V = [v0, v1,
· · · , vm] for D and S.

Step 2 (a) For each value of ρd = ui find the largest vj such that ρs = vj
results in a feasible allocation. This can be done by a simple binary search
over the m values {v1, · · · vm}. Color all nodes (ui, vk), 1 ≤ k ≤ j, as green,
and all nodes (ui, vk), k > j, as red.

Step 2(b) Identify the regions (i, j) that are candidates for maximizing
system throughput. These regions have a green node in the SW corner and
a red node in the NE corner.

Step 3 For each candidate region identified in Step 2(b), solve the
2-variable LP to find the local maximum allocation in that region.

Step 4 Find the maximum of the local maxima computed in Step 3 to find
the global maximum allocation. The ρd and ρs values are used to find each
client’s allocation.

are created. For each value of ui we perform a binary search over the values of vj.

For each probe we use ρd = ui and ρs = vj, and check whether the capacities of the

HD or SSD are exceeded by substituting these values of ρd and ρs into equations (4.2)

and (4.3).

The binary search identifies the maximum feasible value of vj for each ρd = ui. The

feasible nodes are colored green and the non-feasible nodes are colored red. Candidate

regions consist of a green node in the SW corner and a red node in the NE corner.

These regions are colored blue. For each of these N regions we solve the LP problem to

find the maximum allocation in that region. The largest of all these regional maxima

is the maximum system throughput. The resulting ρs and ρd are used to find each

client’s optimal allocation.

We assume that the clients are all backlogged due to congestion at the storage

devices. So the LP only requires the hit ratios of the applications and does not need to
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consider the actual arrival times of requests. The algorithm here has been described

for a storage array shared among multiple clients on a single host. However, it can

also be generalized for multiple hosts using the techniques of [10] and [12].
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4.4 Evaluations

We evaluate our solution using both simulation and a Linux implementation. For

the simulation, we created a two-tiered storage system driven by a process-oriented

system simulator. The simulated storage system is composed of an SSD and one or

more hard disks with configurable IOPS capacities. A single HD and a hard disk array

are used to simulate different configurations. The workloads are synthetic workloads

with random 4KB read requests. Requests of the workload are randomly assigned to

the SSD or HD based on its hit ratio. In the disk array, a request is directed to one

of its disks based on a uniform random distribution.

In the Linux system, we implemented a prototype by interposing our scheduler in

the IO path. Raw IO is performed to eliminate the influence of buffer caching by

the operating system. The storage server includes a 1TB SCSI Western Digital hard

disk (7200 RPM 64MB Cache SATA 6.0Gb/s) and 120GB SAMSUNG 840 Pro Series

SSD. The system has is a 4-core Intel Core 2 Quad CPU Q9500 @ 2.83GHz with 4GB

memory running Linux 3.2.0- 36. Various block-level workloads from UMass Trace

Repository [68] and Microsoft Exchange server [69] are used for the evaluation. These

traces are for a homogeneous server and do not distinguish between devices. Since

we needed to emulate different proportions of HD and SSD requests we randomly

partitioned the requests between the two devices to meet the assumed hit ratio of the

workload.

4.4.1 Simulation Evaluation

Experiment I In this experiment, we compare the performance of our method

(MRA) with Proportional Sharing (PS) and Dominant Resource Fairness (DRF) [13]

in terms of system throughput. We then show how MRA is able to guarantee reser-
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vations unlike the other two approaches. The capacity of the SSD is set to 1000

IOPS and the HD array is made up of of three hard disks of 200 IOPS capacity each.

There are three clients (client1, client 2 and client 3) with hit ratios 0.1, 0.2 and 0.9

respectively. All clients are assumed to have equal shares.

Figure 4.3(a) shows the allocations for each client when there are no reservation

requirements. The Proportional Sharing (PS) scheduler strictly follows the share

ratios in allocating the IOPS, and each client gets 332 IOPS. The DRF policy makes

allocations that equalize the dominant shares of the clients. The three clients get

305 IOPS, 343 IOPS and 508 IOPS respectively (each gets 45% of their dominant

resource). MRA preserves the share ratio between clients bottlenecked on the same

device (in this case clients 1 and 2) and allocates 293 IOPS, 293 IOPS and 1011 IOPS

to them respectively.

Figure 4.3(b) shows the device utilizations attained by PS, DRF and MRA. The

PS scheduler gets very low SSD utilization (39.9%) because it strictly follows the

share ratios without considering a client’s resource usage, and unnecessarily throttles

some clients (client 3 in this example). DRF equalizes the dominant shares and

disregards user-defined shares in making its allocation; while it slightly improves

system efficiency over PS, the SSD utilization is still a low 55%. MRA improves the

system utilization to 100% with a small reduction in the throughput of clients 1 and 2.

Note that clients 1 and 2 that are both bottlenecked on the HD get equal throughputs

as required by their equal share values. However, client 3 that is bottlenecked on the

SSD does not have any share-based relation to the other clients.

We now consider the situation where clients may have reservation requirements in

addition to shares. Neither PS nor DRF models permit reservations. Hence, for any

setting of the reservations the throughputs and utilizations for these policies will be

the same as that in Figure 4.3(a) and (b). However, MRA will adjust its allocation
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according to the specified reservations.

Figure 4.4 shows the MRA allocation for each client with different reservation settings.

The X axis shows three different reservation requirements. The first QoS setting,

R(200, 300, 400), means the reservations for clients 1, 2 and 3 are 200 , 300 and

400 IOPS respectively. The allocation for the clients are 286, 300, and 1008 IOPS

respectively. Notice that each client gets at least its reservation and the HD array

and SSD are fully used in this case. PS does not meet the reservation of client 3. For

the second setting, R(400, 200, 600), MRA allocates 400, 200 and 758 IOPS to the

clients. Each client gets its reservation and the utilization of the HD array and SSD

are 100% and 76% respectively. Both PS and DRF fail to meet the reservations of

clients 1 and 3. For the third setting, R(200, 400, 600), all the reservations are met

by MRA as shown in Figure 4.4; the HD and SSD utilizations are 100% and 84%

respectively. Neither PS nor DRF meet the reservations of clients 2 and 3.

Experiment II In this experiment, we show how MRA can adapt to changes in

the system workload when a new client enters the system, and compare it to the

behavior of Proportional Sharing (PS), Dominant Resource Fairness (DRF) [13], and

Bottleneck-Aware Allocation [25]. A SSD and a single HD are used in this experiment.

The capacities of the HD and SSD are set to 200 and 1000 IOPS respectively. At the

start of the simulation there are only two clients (1 and 2) with hit ratios 0.3 and 0.9,

reservations 60 and 500 IOPS, and equal shares. Some time later, client 3 with hit

ratio 0.5, share 1, and reservation 60 IOPS enters the system.

Figure 4.5 shows the allocations before and after client 3 enters the system. The

reservations are also shown, for example: client 1 (r = 60) means the reservation for

client 1 is 60 IOPS. In Figure 4.5(a) using PS, client 1 meets its reservation both

before (blue bar) and after (red bar) client 3 enters the system, while client 2 does

not meet its reservation in either situation. Client 3 meets its reservation on entering
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(b) Dominant Resource Fairness
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Figure 4.5: Performance of different scheduling methods
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the system as well. The total throughput is small (500 IOPS or less) out of a possible

1200 maximum capacity.

Figure 4.5(b) shows that DRF is able to meet client 2’s reservation before client 3

enters, but falls below the reservation after client 3 joins. It has better utilization

than PS but still utilizes only 700 out of a possible 1200 IOPS when all three clients

are running. In Figure 4.5(c) BAA is seen to have better utilization than DRF;

fortuitously all reservations are also met in this example. However BAA has no

control on the minimum allocation and cannot guarantee reservations in general.

Our method, MRA, meets the reservations (Figure 4.5(d)) both before and after the

arrival of client 3. It also maximizes the system utilization running both the HD

and SSD at 100% utilization. Furthermore, local shares are also honored, as clients

1 and 3 belonging to set D get equal (80 IOPS) allocations. We note that making

all the clients satisfy their share ratios (like is done by PS) is a bad idea, since it

unnecessarily throttles clients that want to use an uncontested device, resulting in

poor utilization (Figure 4.5(a)). Keeping shares local to a bottleneck set as done by

MRA is far superior, allowing both client differentiation and high utilization.

Experiment III We now examine the sensitivity of the allocation to estimation

errors of the hit ratios. A SSD of 1000 IOPS and a single HD of 300 IOPS are used in

this experiment. There are two clients: client 1 is bottlenecked on the HD and client

2 on the SSD. We consider three workload settings (0.3, 0.8), (0.3, 0.9) and (0.3, 0.95),

where the numbers are the actual hit ratios of clients 1 and 2 respectively. For each

setting we vary the hit ratio of client 1 between 0.25 and 0.35 to model the prediction

error. Figure 4.6(a) shows the ratio of system throughput when the scheduler uses

the estimated hit ratio to the optimal system throughput based on the true hit ratio.

Next we consider the workload settings (0.3, 0.9), (0.5, 0.9) and (0.6, 0.9), and vary
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client 2’s hit ratio between 0.85 and 0.95. For each of the settings, Figure 4.6(b)

shows the ratio of the actual to optimal system throughput due to inaccuracy in

the hit ratio estimation. The sensitivity to error in estimation is less significant for

HD-bound workloads compared to the SSD-bound workloads, for which the worst

performance loss is around 10%. In general underestimating the hit ratio causes less

error than overestimation, reflecting the larger change in SSD IOPS compared with

HD IOPS when the hit ratio changes.
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(b) Client 2’s hit ratio is not accurate

Figure 4.6: Variance of measured hit ratios

In the next experiment we show the adaptivity of MRA as the workload charac-

teristics change dynamically. There are two clients with hit ratios 0.6 and 0.9 and

reservations 150 and 300 IOPS; the HD and SSD capacities are 200 and 1000 IOPS

respectively. At time 250s, client 1’s hit ratio changes to 0.4 and at time 710 changes

again to 0.5. Allocations are recomputed every 100s. Figure 4.7(a) shows how the
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throughputs vary in response to the workload changes. The system encounters a short

period of lowered system throughput, but recovers at the beginning of the next allo-

cation interval. Next we use two clients with hit ratios 0.5 and 0.95 and reservations

200 and 400 IOPS. At time 550s, client 1’s hit ratio changes to 0.2. Figure 4.7(b)

shows the performance when the hit ratio changes. In this case, the total system

throughput does not fully recover even after reallocation. The system throughput

can only be increased by reducing client 1’s allocation, which is limited by its reser-

vation requirement. In any case, the allocation is the maximum possible with the

reservations constraints.
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Figure 4.7: Adaptivity of the scheduler to the hit ratio change
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4.4.2 Linux Evaluation

We evaluated MRA in a Linux system, and compared its behavior with allocations

using DRF and the Linux CFQ scheduler. There are four clients with hit ratios

0.5, 0.6, 0.98 and 0.98, shares 1, 1, 1, 2 and reservations 250, 125, 1000, 1000 IOPS

respectively. The workloads are always backlogged. Financial transaction workloads

from the trace repository are used and the average request size range from 1KB bytes

to 4KB, and the average HD throughout is 240 - 260 IOPS and the average SSD

throughput is 4000 - 5000 IOPS. The experiment runs for 10 minutes and allocations

(IOPS) for each client using the three schedulers are shown in Table 4.6.

Notice that neither DRF nor CFQ meets the reservation (250 IOPS) of client 1, while

MRA meets the reservations for all the flows. This is because, unlike MRA, neither

DRF or CFQ provides absolute IOPS guarantees. User defined shares are also not

honored by DRF and CFQ. In this experiment, clients 1 and 2 have equal shares and

clients 3 and 4 have shares in the ratio 1 : 2. Neither DRF nor CFQ are able to

differentiate clients 3 and 4 and gives them the same number of IOPS, while MRA

provides allocations in almost the desired 1 : 2 ratio. Note also that the allocation

for clients 1 and 2 under MRA is not 1 : 1 even though their shares are equal. This is

because MRA pulls up the allocation for client 1 to 250 IOPS to meet its reservation.

Finally, the last row shows the system throughput for all three schedulers. MRA has

much better IOPS than DRF and is comparable to CFQ.

DRF CFQ MRA
Client 1 158 203 250
Client 2 181 225 148
Client 3 1288 2154 1529
Client 4 1288 2139 2838

Total Throughput 2915 4721 4765

Table 4.6: Allocations in Linux System
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4.5 Summary

Tiered storage systems made up of HDs and SSDs are raising new challenges in

providing performance QoS guarantees to concurrent clients and maintaining high

system throughput. We presented a multiple resource allocation model called MRA

based on the notion of per-device bottleneck sets. The model provides clients with

controls for reservations and shares to differentiate clients bottlenecked on the same

device. Allocation ratios between clients with different bottleneck devices are set

by the allocator to maximize utilization, thereby allowing QoS guarantees, client

differentiation, and high system throughput. We evaluated the performance of MRA

using both simulation and implementation on a Linux platform. The experimental

results show that our method can provide both high efficiency and strong performance

QoS guarantees.



Chapter 5

Time-Based Bandwidth Allocation (TBBA) Model

In Chapter 3 we have introduced the BAA model for balancing fairness and system

efficiency in tiered storage systems. In this chapter, we will introduce a generalized

model called Time-Based Bandwidth Allocation (TBBA), which balances fairness and

system efficiency while also considering the variation in request service times.

5.1 Motivation for TBBA

The motivation for time-based (rather than IOPS-based) allocation arises due to the

strong workload-dependence (e.g. spatial locality or different read/write ratios) of

storage devices like HDs and SSDs. In time-based allocation each client is assigned

some fraction of time in the system and the IOPS it receives depends on its particular

workload. In contrast, IOPS based allocation does not differentiate between types of

IO requests on the same device. In this chapter we address time-based allocation of

storage IO bandwidth among clients sharing a tiered storage system.

To set the stage we first review the issue of time allocation for a single device e.g.

PARDA [10], Argon [30], Fahrrad [31], and FIOS [32] with some examples.

Example I Consider an SSD with read bandwidth of 2000 IOPS and write bandwidth
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of 500 IOPS, running workloads A and B that are 100% reads and 100% writes

respectively. A “fair” IOPS allocation scheme may assign both A and B an equal

number of IOPS, which in this example is (uniquely) 400 IOPS each. The total

system throughput is 800 IOPS. Suppose instead of equal IOPS we give A and B equal

amounts of system time (500ms in each second of real time). Now A will get 1000

IOPS and B will get 250 IOPS. The system throughput under time slicing increases to

1250 IOPS and the allocation is intuitively fairer than IOPS-based allocation, which

throttles the fast read workload to match the slow write rates.

The problem is much more complicated when it comes to tiered storage systems.

Dominant Resource Fairness [13] (DRF) is, as described in Chapter 1, a recently

proposed policy for fairly allocating multiple types of resources like network, CPU,

memory etc. This provides an avenue to model tiered storage with heterogeneous

devices. Reward allocation [19, 20, 21], is another model that provides good isolation

among clients in heterogeneous storage. However, like DRF, it does not consider

system efficiency.

Now let us consider the problem of allocating bandwidth for a tiered storage

system made up of both HDs and SSDs.

Example II To continue the example, assume the HD has a bandwidth of 200

IOPS for random reads and writes. Assume workload A (respectively B) had 10%

(respectively 90%) of its requests on the SSD (its hit ratio as defined in Section 1.2)

and the rest on the HD (miss ratio). How should the IO bandwidth be divided among

the workloads in this case? A naive generalization of time slicing treats the storage

system as a black box and dedicates the entire system to a client for its time slice. The

problem is that in each time quantum the HD and SSD loads are unbalanced (since

a client’s requests are distributed unevenly depending on its hit ratio) resulting in

idling of one of the devices. Since different clients have different bottlenecked devices,
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a black-box based time slicing approach can result in idle times on both devices – a

poor solution by any measure.

In Chapter 3 we proposed the Bottleneck Aware Allocation [25] (BAA) policy to

fairly allocate IOPS in a hybrid storage system made up of HDs and SSDs, within

a multiple-resource framework. The BAA explicitly maximizes system utilization;

hence while preserving all the fairness properties of policies like the DRF, it has much

higher system throughput. With respect to fairness, the BAA model provides attrac-

tive and intuitive game-theoretic inspired notions of fairness like envy-freedom and

sharing incentive, which were previously proposed by [13, 15, 21]. The BAA also

addresses the problem of efficiency and balancing the system bottleneck. However,

BAA provides fairness and efficiency without considering the influence of the different

service times of the requests, which is caused either by different read/write ratios, or

different request sizes, or spatial locality like sequential and random requests.

In this chapter we generalize the BAA model and propose a model called Time-

Based Bandwidth Allocation (TBBA), which treats the HD and the SSD bandwidth as

separate resources which must be jointly allocated to maximize the system throughput

(total number of IOPS) and maintain “fairness” for the clients, while accommodating

workload-dependent hit ratios and device service times. The model adds major new

insights to BAA, which uses IOPS-based allocation.

Modeling time-based allocation raises several challenges. Two thorny issues that

needed to be considered are (i) traditional capacity constraints based on device

throughput limits cannot be set up since the device capacity is not an independent

quantity but itself depends on the allocation of “fast” and “slow” IOs on a device;

(ii) the natural intuition that decreasing the idle time on a device will result in higher

throughput no longer applies. For instance, replacing a slow IO on a saturated device

by several faster IOs (while keeping it saturated), can decrease the number of IOs
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done on the other device (depending on the relative hit ratios), yet result in higher

total throughput because of the larger number of fast IOs! (iii) what guarantees of

“fairness” can be made in this environment. We address these issues in the rest of

this chapter.

The rest of the chapter is organized as follows. In Section 5.2 we describe our

model and fairness constraints. Section 5.3 presents the methods to maximizing

the system utilization and the system throughput, along with efficient allocation

algorithms. Formal proof are presented in Section 5.4. We present empirical results

in Section 5.5 and summarize the work in Section 5.6.
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5.2 Fairness and Efficiency for TBBA Model

5.2.1 Storage System Model

The storage architecture for TBBA is based on the storage model in Section 1.2 with

additional parameters.

The data of an application (client) are partitioned between the HDs and the SSDs

by a data placement module. This module attempts to place the hot data of each

application on the SSD based on its prediction of the usage patterns. The migration

between the HD and SSD tiers is done off-line when the application is not running.

During application execution the placement of the data is fixed and a block is accessed

from either the HD or the SSD. Each device has a fixed-size queue that it uses for

optimizing its internal operations.

We assume the workloads are fully backlogged so that clients have at least one

request pending at the storage system at all times. The IO requests are buffered in

client-specific request queues. The scheduler decides the order in which the clients

will be serviced; the next request from the selected client’s queue is dispatched to the

storage system (either the SSD or the HD) and served from its internal queue based

on the device policies. The requests selected for dispatch to the storage array by the

scheduler determines the IOPS that the clients will receive. The scheduler’s decisions

are informed by our resource allocation algorithm that maximizes the total system

throughput subject to fairness constraints.

Each client is continuously backlogged with I/O requests. The fraction of client

i’s requests that are directed to the HD is referred to as its miss ratio and the fraction

of requests to the SSD is called its hit ratio. The bottleneck device for a client is the

device which is continuously busy when running a backlogged stream of requests from

that client alone. A client’s bottleneck device depends on its hit ratio as well as the
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average service time of its requests on the devices. (A formal definition is presented

later.) Based on their bottleneck device, the clients are placed into one of two sets,

D and S, referred to as bottleneck sets.

The set D consists of clients bottlenecked on the HD while S is the set of clients

bottlenecked on the SSD. The bottleneck set is a local property of a client that is

distinct from the system bottleneck as used in [16, 22]. In our model clients in

a bottleneck set are competing for the same critical resource and therefore require

strong fairness criteria to guide their relative allocations. However, clients are less

concerned about their relative allocations compared to clients bottlenecked on other

devices.

We define the notion of fair share of a client to capture the IOPS it would receive

if all clients were allocated the equal time on the system. For instance, a client in the

bottleneck set S would saturate its share of the SSD and use only a fraction of the

HD based on its hit ratio. The IOPS it receives reflects its fair share. When there are

several clients in S we allocate IOPS among them in proportion to their fair share.

Similarly, all clients in D receive allocations in proportion to their fair share. However,

there is no fixed ratio between the allocations of clients in different bottleneck sets.

Instead, the system is free to set them in a way that maximizes system-wide goals (like

utilization or throughput) provided certain basic fairness guarantees between these

clients are honored. These prevent an individual client from being starved during the

pursuit of system optimization.

5.2.2 Fairness Model

Fairness is specified using three requirements that constrain the allocation to prevent

any client from monopolizing the resources, while still providing flexibility to maintain

high utilization (or throughput). These requirements detailed below specify (i) a
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minimum guaranteed throughput to a client based only on the total number of clients

n; (ii) constraints on the relative allocation between clients in the same bottleneck set;

and (iii) constraints on the relative allocation between clients in different bottleneck

sets.
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Figure 5.1: Fairness among multiple clients

Sharing Incentive (SI): Define the fair share of a client to be its throughput when

it is allocated 1/n of the time on each device1. SI requires that a client must be

guaranteed a minimum throughput (IOPS) equal to its fair share. This implies that

each client gets at least the IOPS it would get from time-slicing the system equally

among the clients.

Local Fairness (LF): While SI provides a lower bound on the throughput of a client, it

does not specify how the capacities should be allocated. Local Fairness requires that

all clients in a bottleneck set receive throughputs in proportion to their fair shares.

1This is 1/n the throughput if it were running alone on the system.
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Hence clients bottlenecked on the SSD (or HD) compete among themselves and are

allocated IOPS in proportion to the throughputs they had received equal times on

the system. A consequence of this policy is that the clients in the same bottleneck

set will also receive equal device time on their bottleneck device (see Lemma 11 in

Section 5.4 for a formal proof).

Envy-Freedom (EF): Envy Freedom provides constraints on the allocation between

clients in different bottleneck sets. A client P envies client Q if it can increase its

throughput by swapping its allocations (the time allotted on each device) with that

of Q. Envy Freedom requires that no client envies any other client. An intuitive

consequence of this policy is that a client must receive at least as much time on

its bottleneck device as a client in a different bottleneck set. (See Lemma 12 in

Section 5.4 for a formal proof).

Figure 5.1 illustrates the fairness properties. There are four clients P, Q, C and D.

Clients P and Q are bottlenecked on the SSD and C and D are bottlenecked on the

HD. The figure shows an ideal situation where both the devices have 100% utilization.

Each rectangle represent 1 second of real time on the SSD or the HD that is divided

among the clients. Sharing Incentive requires that both P and Q get at least 1/4sec

on the SSD and both C and D to get at least 1/4sec on the HD. (Ps ≥ 1/4, Qs ≥ 1/4,

Cd ≥ 1/4, and Dd ≥ 1/4). Local Fairness will require that P and Q get the same

amount of time on the SSD (Ps = Qs), and C and D get the same amount of the time

on the HD (Cd = Dd). P and Q will not envy each other since Ps = Qs and hence

neither will gain by swapping their allocation. Similarly C and D will not envy each

other. Envy Freedom also requires that the time allocation of C and D on the SSD

must not exceed the allocation of P and Q on the SSD (Cs ≤ Ps and Ds ≤ Ps); also

the time allocation of P and Q on the HD must not exceed the allocation of C and

D on the SSD (Pd ≤ Cd and Qd ≤ Cd).
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5.3 Time Based Bandwidth Allocation Framework

5.3.1 Definitions

A client makes IO requests which are directed to either the SSD or the HD. The

fraction of requests from client i to the SSD is its hit ratio and is denoted by hi; the

fraction of requests to the HD is its miss ratio and is denoted by mi. The average

access time of requests of client i on the HD is denoted by αi and its average access

time on the SSD by βi. The bottleneck device of client i can be precisely characterized

by its balance factor γi = hiβi/miαi. The balance factor is the ratio of the time spent

by client i’s requests on the SSD to the time spent on the HD. If γi > 1 then i is

bottlenecked on the SSD, while γi < 1 indicates it is bottlenecked on the HD. γi = 1

means client i will fully utilize both devices.

Symbols Meaning

hi hit ratio of client i
mi miss ratio of client i
αi the average access time of client i on the HD
βi the average access time of client i on the SSD
γi Balance factor: hiβi/miαi
D Set of clients bottlenecked on the HD: {i : γi ≤ 1}
S Set of clients bottlenecked on the SSD:{i : γi ≤ 1}
fi fair share allocation (IOPS) made to client i
Ai allocation (IOPS) made to client i
ρd Amplification factor: Ai/fi of clients in D
ρs Amplification factor: Aj/fj of clients in S
A total system throughput (IOPS)

Table 5.1: Symbols and their meanings

Here is an intuitive explanation of γi. Assume the total IOPS when client i

is running alone in the system is Ai. Note that is simply n times its fair share.

The total busy time of the HD is Aimiαi, and the total busy time of the SSD is

Aihiβi. If Aimiαi > Aihiβi, and if the system is work-conserving, then the HD is
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fully utilized but the SSD is not, so the HD is the system bottleneck. In this case,

γi = hiβi/miαi < 1. Similarly, we could get γi = hiβi/miαi > 1 when the SSD is

the system bottleneck. Generally, γi reflects how the loads of a client i are balanced

on both devices. γi = 1 means client i has equal loads on both devices, and could

fully utilize both devices if the server is work-conserving. Table 5.1 summarizes the

meanings of different symbols used in this chapter.

Example III Consider a two-tiered storage system composed of HDs and SSDs.

The read and write access times on HD are 5 ms and 10 ms. The read and write

access times on SSD are 0.8 ms and 1 ms. There are four clients C1, C2, C3 and C4.

h1 = 0.4, h2 = 0.6, h3 = 0.95, h4 = 0.98. The read ratio on both HD and SSD are

the same for each client; and the read ratios are 0.8, 0.7, 0.6, 0.9 respectively. Then

the average HD access times are given by αi = HD read service time × read ratio +

HD write service time × write ratio. Hence α1 = 6.0 ms, α2 = 6.5 ms, α3 = 7.0 ms,

α4 = 5.5 ms. Similarly, the average SSD access times are given by βi = SSD read

service time × read ratio + SSD write service time × write ratio. Hence the SSD

access times are β1 = 0.84 ms, β2 = 0.86 ms, β3 = 0.88 ms, β1 = 0.82 ms. γ1 =

0.09 < 1 and γ2 = 0.20 < 1 , so C1 and C2 are bottlenecked on HD hence in the D

set. Similarly, γ3 = 2.39 > 1 and γ4 = 7.31 > 1 , so C3 and C4 are bottlenecked on

SSD hence in the S set. The details are shown in Table 5.2.

Client Hit Ratio HD read% SSD read% αi (ms) βi (ms) γi

C1 0.4 0.8 0.8 6.0 0.84 0.09
C2 0.6 0.7 0.7 6.5 0.86 0.20

C3 0.95 0.6 0.6 7.0 0.88 2.39
C4 0.98 0.9 0.9 5.5 0.82 7.31

Table 5.2: Example III

Example IV Assume the device times of the HD and the SSD are divided equally

among the clients, so that in each second of real time, all clients get 250 ms on the
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SSD and 250 ms on the HD. What are the throughputs of the clients with this static

time partitioning? Since C1 and C2 are HD-bottlenecked, they would use their entire

HD allocation of 250 ms, and an additional amount on the SSD depending on their

hit ratios and the request service times on each device. Since C1’s hit ratio is 0.4,

and α1 = 6.0 ms, it would get 250/6.0 = 41.7 IOPS on the HD for a total of 69.5

IOPS. Since α2 = 6.5 ms and h2 = 0.6, C2 would get 250/6.5 = 38.5 IOPS on the HD

for a total of 96 IOPS. Thus the fair shares f1 and f2 for C1 and C2 are 69.5 and 96

IOPS respectively. In a similar manner, C3 and C4 would completely use their SSD

allocation of 250 ms and an additional amount on the disk. The fair shares f3 and f4

for C3 and C4 in this example are 299 and 311 IOPS respectively.

5.3.2 Fairness Constraints

In this section, we will describe how the fairness requirements discussed in Section 5.2

are converted to precise constraints on the allocation. Recall the fair share is the

throughput the client would get if it was allocated 1/n of the time on each device. In

this situation, a client in S will use the entire allotted time on the SSD but will use

only a portion of the time on the HD depending on its exact hit ratio and the average

service time for its requests on the devices. Similarly, a client in D will use the entire

allotted time on the HD but will use only a portion of the time on the SSD depending

on its exact hit ratio and the average service time for its requests on the devices. Let

fi denote the fair share of client i. Let Ai denote the throughput of client i following

our allocation.

Local Fairness: Define the amplification factor of client i as the ratio Ai/fi, the

IOPS received by client i relative to its fair share. For clients i and j in the same

bottleneck set, local fairness requires that Ai/Aj = fi/fj. In other words, Ai/fi =

Aj/fj i.e. the amplification factor of all clients in a bottleneck set is the same.
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Denote the amplification factor for clients bottlenecked on the HD by ρd and for

clients bottlenecked on the SSD by ρs. Hence, the allocation of client i ∈ D can be

written as Ai = ρdfi and for client j ∈ S as Aj = ρsfj.

The fair share of clients in the D and S sets are given by:

i ∈ D : fi =
1

n
/(miαi), j ∈ S : fj =

1

n
/(hjβj) (5.1)

To see this we calculate the throughput of a client that gets exclusive access to the

system for 1/n sec. If client i ∈ D then it would use the HD for the entire allocated

time quantum but may incur some idle time on the SSD. Since the service time for

client i’s requests on the HD is αi, it will perform 1
n/αi

IOs on the HD in this time.

Since its miss ratio is mi, its throughput (which is its fair share) is 1
n
/(miαi) IOPS.

In a similar manner for a client j ∈ S, its fair share is 1
n
/(hiβi) IOPS.

Sharing Incentive: SI requires that each client gets at least its fair share. From

the definition of ρd and ρs, for any client i ∈ D, Ai = ρdfi; and for any client j ∈ S,

Aj = ρsfj. SI requires that the amplification factors to be at least 1. That is ρd ≥ 1

and ρs ≥ 1.

Envy-Freedom: As discussed earlier, clients in the same bottleneck set will re-

ceive equal device time on the bottleneck device (see formal proof in Lemma 11 of

Section 5.4). So the clients bottlenecked on the same device will be envy-free auto-

matically.

For any pair of clients in different bottleneck sets, Envy Freedom requires that

no client gets more time than any other client on both devices. Otherwise the second

client can increase its throughput by swapping the time allocations. This implies (see

formal proof in Lemma 12) that a client must receive at least as much time on its

bottleneck device as a client not in its bottleneck set.
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Let i ∈ D and j ∈ S. Let T di and T si denote the time allocated to client i on the

HD and SSD respectively. Envy Freedom between i and j requires that T di ≥ T dj

and T sj ≥ T si . For any client u, its throughput and time allocation are related as

follows: T du = Au ×mu × αu and T su = Au × hu × βu. Also, Ai = ρdfi and Aj = ρsfj.

Substituting in the ineqaulities above we get the condition for EF.

∀i ∈ D, j ∈ S ρd × fi ×mi × αi ≥ ρs × fj ×mj × αi (5.2)

ρd × fi × hi × βi ≤ ρs × fj × hj × βi (5.3)

Substituting for fi and fj from equation 5.1 in equations 5.2 and 5.3, the Envy

Freedom conditions are stated below. ∀i ∈ D, j ∈ S:

ρd ≥
ρs
γj

=⇒ ρs
ρd
≤ minj{γj : j ∈ S} (5.4)

ρs ≥ ρdγi =⇒ ρs
ρd
≥ maxi{γi : i ∈ D} (5.5)

Define

µ = maxi∈D {γi} ν = minj∈S {γj}

From the above discussion, we can formulate the fairness criteria of TBBA in terms

of simple constraints on ρs and ρd. Specifically:

ρd ≥ 1 ρs ≥ 1 (5.6)

ν ≥ ρs
ρd
≥ µ (5.7)
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5.3.3 System Optimization

The aim of the resource allocator is to find a suitable allocation Ai for each of the

client. The allocator will maximize the system throughput (or utilization) while

satisfying the fairness constraints discussed above, together with constraints on the

resource capacity. We now formulate the objective function and resource constraints

in terms of ρd and ρs.

The resource constraints require that the total time allocated on the devices be con-

strained by the real time available. The time allocated per second on the HD is:

ρd
∑
i∈D

fimiαi + ρs
∑
j∈S

fjmjαi ≤ 1

1

n
(ρd|D| + ρs

∑
j∈S

1

γj
) ≤ 1

ρd|D| + ρs
∑
j∈S

1

γj
≤ n (5.8)

The total time allocated on the SSD (per second) is:

ρd
∑
i∈D

fihiβi + ρs
∑
j∈S

fjhjβj ≤ 1

1

n
(ρd
∑
i∈D

γi + ρs|S|) ≤ 1

ρd
∑
i∈D

γi + ρs|S| ≤ n (5.9)

The objective function would be to either maximize the system throughput (IOPS)

or the system utilization (total busy time). The respective objective functions are

formalized below.
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The total system throughput is the sum of the throughputs of each client. The

latter can be expressed in terms of the amplification factors and the fair shares as in

equation 5.10.

∑
∀k

Ak = (
∑
i∈D

Ai +
∑
j∈S

Aj) = (ρd
∑
i∈D

fi + ρs
∑
j∈S

fj) (5.10)

The total system utilization is the sum of the busy time of each device. The latter

can be expressed using the equations above.

1

n
(ρd|D|+ ρs

∑
j∈S

1

γj
) +

1

n
(ρd
∑
i∈D

γi + ρs|S|)

This can be simplified to:

ρd
n

∑
i∈D

(1 + γi) +
ρs
n

∑
j∈S

(1 +
1

γj
) (5.11)

It is possible to use the formulation above as a Linear Programming problem and use

LP solver to find the optimal values of ρs and ρd subject to the fairness constraints.

However, we present in the next two subsections a direct way to calculate the optimal

solutions without having to search the space with an LP solver. The optimization for

maximizing utilization is the easier to describe and we do that first. This is followed

by the optimization for throughput in Section 5.3.5.

5.3.4 Maximizing Utilization

The allocation algorithm is shown in Algorithm 7 below. We present an intuitive

explanation of how the algorithm works in this section. A key observation is that

the relevant parameters can be succinctly characterized using ρs/ρd, the ratio of the

amplification factors of the SSD and HD bottlenecked clients. The algorithm considers
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three possible values for the ratio ρs/ρd: ω (both devices are fully utilized), µ (the

lower limit for envy freedom) and ν (the higher limit for envy freedom). If ω lies

within the envy free interval [µ, ν] this is the optimal fair solution; else if it lies to the

left of µ the best possible solution is at µ, while if ω lies to the right of ν the optimal

fair solution is at ν. Once the optimal value of ρs/ρd is known, the throughput T(x)

at that point can be easily calculated by substituting for equality into equation 5.8

or 5.9 depending on whether the HD or SSD is fully utilized at that point.

We begin with an allocation in which both the SSD and HD are fully utilized. This

implies that the device SSD and HD resource constraints in equations 5.8 and 5.9 are

equalities, and hence the left hand-sides of the equations should be equal.

ρd|D| + ρs
∑
j∈S

1

γj
= ρd

∑
i∈D

γi + ρs|S|

Rearranging and simplifying we get ω, the ratio ρs/ρd when both devices are 100%

utilized.

ρs
ρd

=

∑
i∈D

(1− γi)∑
j∈S

(1− 1
γj

)
(5.12)

Point ω represents the point of maximum utilization of the system1. However, the

value of ω may not lie in the interval [ν, µ] as required for envy freedom (equation 5.7).

Since any solution that maximizes the utilization must fully utilize at least one of the

devices, we only explore the behavior of the system along these trajectories.

Starting from ω we can increase ρs/ρd by keeping the SSD fully utilized and reducing

the utilization of the HD. To decrease ρs/ρd we keep the HD fully utilized and reduce

the utilization of the SSD. There are three possibilities for the value ω relative to the

1We show in Lemma 13 that as long as the D and S sets are not empty, a solution with ρd >
0, ρs > 0 always exists
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Figure 5.2: Maximizing Utilization
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envy-free interval [µ, ν] as discussed below.

Case µ ≤ ω ≤ ν: In this case the allocation at ω maximizes the system utilization

and is envy free. See Figure 5.2(a). Lemma 14 shows that in this situation the

allocation is SI as well. The optimal value of ρs/ρd that maximizes utilization and

satisfies the fairness properties is ω.

Case ω < µ: See Figure 5.2(b). We need to find an envy free solution by increasing

ρs/ρd; that is, we must reduce the HD utilization at least till ρs/ρd equals µ. At

that point the solution is envy free. We show in Lemma 14 it satisfies SI at this

point as well. The optimal value of ρs/ρd that maximizes utilization and the fairness

properties is µ.

Case ω > ν: We must reduce ρs/ρd (and the SSD utilization) at least till ρs/ρd equals

ν. See Figure 5.2(c). At that point the solution is EF and as shown in Lemma 15

it satisfies SI as well. The optimal value of ρs/ρd that maximizes utilization and the

fairness properties if ω > ν is ν.

The function T (x) calculates the throughput at the point where ρs/ρd = x by finding

which of the two devices is saturated at that point using equations 5.8 and 5.9. Once

the value of ρs and ρd are known the allocations can be obtained by scaling the

entitlements with the amplification factor.

5.3.5 Maximizing Throughput

We now describe the modifications necessary if the goal is to maximize the throughput

of the system rather than the utilization. The two goals can sometimes be at odds

with each other as the following discussion shows.

Consider an operating point where the SSD is fully utilized and we transfer a time

of ∆ ms from client i in D set to client j in S set on the SSD. The SSD will remain

100% utilized following the transfer but will introduce idle time on the HD as follows.
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Algorithm 6: Compute Parameters

Step 1 Compute

γi =
hi βi
mi αi

∀i

D = {i|γi ≤ 1}

S = {j|γj > 1}

µ = maxi{ γi | i ∈ D}

ν = minj{ γj | j ∈ S}

ω = ρs/ρd =

∑
i∈D

(1− γi)∑
j∈S

(1− 1/γj)

Algorithm 7: Find Maximum Fair Utilization

Step 1 Compute Parameters;
Step 2 Calculate ω∗: optimal value of ρs/ρd

ω∗ = min(ν,max(µ, ω));
T ∗ = T(ω);

Client j will increase its throughput on the SSD by ∆/βj and its throughput on the

HD by ∆mj/hjβj. This means an increase in the time used on the HD by client j

by ∆mjα/hjβj which is ∆/γj. Similarly client i will decrease its time on the HD by

∆/γi. The net change in system utilization is ∆( 1
γj
− 1

γi
). Since i is in D set and

γi < 1; client j is in S set and γj > 1, the net utilization will decrease.

To find the effect on system throughput we continue as follows. Client j increases its

throughput on the SSD by ∆/βj and its total throughput by ∆/hjβj. Client i on the

other hand will decrease its throughput on the SSD by ∆/βi and its total throughput

by ∆/hiβi. The net change in throughput is ∆( 1
hjβj
− 1

hiβi
). The system throughput

may increase or decrease depending on the parameter values.

Example Consider clients i and j with hit ratios 0.5 and 0.98 respectively. Let both

clients have the same disk access time of αi = αj = 5 ms. Let the SSD access times
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be βi = 1.0 ms and βj = 0.5 ms. We calculate γi = 0.2 and γj = 4.9, so that i and

j are in D and S sets respectively. The net change in utilization when we transfer

∆ ms on the SSD from i to j is ∆ × ( 1
γj
− 1

γi
) = ∆

4.9
− ∆

0.2
< 0. The net change in

throughput when we transfer some time on the SSD from i to j is ∆× ( 1
hjβj
− 1

hiβi
) =

∆
0.98×0.5

− ∆
0.5×1.0

= ∆× (1/0.49− 1/5) > 0. Hence the throughput increases although

the system utilization decreases.

A similar situation can arise if we keep the HD fully utilized while transferring time

∆ from client j to i on the HD.

Algorithm 8: Find Maximum Fair Throughput

Step 1 Compute Parameters;
Step 2 Compute ν∗ and µ∗ which satisfy both SI and EF:

ν∗ = min{ν, ν ′} = min{ν,
n−

∑
i∈D

γi

|S|
}

µ∗ = max{µ, µ′} = max{µ, |D|
n−

∑
j∈S

1/γj
}

Step 3 Calculate T ∗

case ω
µ ≤ ω ≤ ν: T ∗ = max(T (ω), T (µ∗), T (ν∗))
ω < µ: T ∗ = max(T (µ), T (ν∗))
ω > ν: T ∗ = max(T (µ∗), T (ν))

We now consider how the three cases used in optimizing utilization must be modified

to handle throughput. As before, consider the operating point ω at which both

devices are 100% utilized. To maximize system throughput, first note that (like

utilization) only allocations in which at least one of the devices is fully utilized need

to be considered. However, if one of the devices is fully utilized, the maximum

throughput may occur either when the utilization of the other device is a maximum

or if it is minimum. The fairness requirements prevent the allocations from driving

the minimum to zero.
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Figure 5.3: Maximizing Throughput
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Starting from ω we can increase ρs/ρd by keeping the SSD fully utilized and reducing

the utilization of the HD. To decrease ρs/ρd we keep the HD fully utilized and reduce

the utilization of the SSD. There are three possibilities for the value ω relative to the

envy-free interval [µ, ν] as discussed below.

When keeping SSD fully utilized, how much can we increase ρs/ρd without violating

the fairness constraints? Clearly, we cannot increase it beyond ν because we violate

EF. We also must identify the point ν ′ beyond which SI is violated. We can increase

ρs/ρd to either ν or ν ′, whichever comes first, to guarantee both EF and SI. We define

this point as ν∗.

We need to find ν ′ = ρs/ρd where ρd = 1 and the SSD is 100% utilized. This requires

making equation 5.9 an equality and solving for ρs when ρd = 1 (Since ρd = 1 is the

minimum value that satisfies EF). This results in ρs/ρd =
n−

∑
i∈D

γi

|S| .

Similarly when keeping HD 100% utilized, we must find how much can we decrease

ρs/ρd without violating the fairness constraints? We need to find µ′ = ρs/ρd where

ρs = 1 (Since ρs = 1 is the minimum value that satisfies EF) and the HD is 100%

utilized. This requires making equation 5.8 an equality and solving for ρd when ρs = 1.

This results in ρs/ρd = |D|
n−

∑
j∈S

1/γj
. We can decrease to either µ or µ′, whichever comes

first, to guarantee both EF and SI. We define this point as µ∗.

Having identified the limits on ρs/ρd while maintaining fairness, we can identify the

fair allocation that maximizes throughput.

Case µ ≤ ω ≤ ν: (See Figure 5.3(a)). The maximum throughput is either at ω or ν∗

or µ∗.

Case ω < µ: (See Figure 5.3(b)). We show in Lemma 14 that point µ satisfies SI as

well. The maximum throughput is either at µ or ν∗.

Case ω > ν: (See Figure 5.3(c)). We show in Lemma 15 that point ν satisfies SI as

well. The maximum throughput is either at µ∗ or ν.
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5.4 Formal Results

In this section we formally prove some of the claims made in developing the allocation

algorithm.

Lemma 11. Let n be the number of clients. With Local Fairness, clients in the same

bottleneck set will receive the same device time on the bottleneck device.

Proof. Consider clients i, j ∈ D. Since they are both bottlenecked on the HD they

use all the HD device time available.

Local Fairness requires that the throughputs of client i and client j are in propor-

tion to their fair shares. Using Equation 5.1 we have

Ai
Aj

=
fi
fj

=
1
n
/(miαi)

1
n
/(mjαj

=
mjαj
miαi

The total time on the HD for client i is Aimiαi, and the total time on the HD for

client j is Ajmjαj. From the relation above these two quantities are equal as claimed.

A similar proof holds for clients in S.

Lemma 12. Under Envy Freedom, every client in D receives at least as much HD

time as any client in S, and clients in S receive at least as much SSD time as those

in D.

Proof. Consider i ∈ D, j ∈ S. Based on the partition definition (as shown in Ta-

ble 5.1), we have γi < 1 and γj > 1.

For i and j to be Envy Free, one of the following conditions must hold: (i) i gets

no less HD time and no more SSD time than j; or (ii) i gets no more HD time and

no less SSD time than j.

We show that case (ii) is not possible by contradiction. Suppose case (ii) is true, we

have

Aimiαi ≤ Ajmjαj and Aihiβi ≥ Ajhjβj
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Then

Ai
Aj
≤ mjαj
miαi

and
Ai
Aj
≥ hjβj
hiβi

Then

hjβj
hiβi

≤ mjαj
miαi

=>
hjβj
mjαj

≤ hiβi
miαi

=> γj ≤ γi

This is contradict the definition that γi < 1 and γj > 1. Hence case (ii) is impossible.

Lemma 13. Suppose both bottleneck sets are non-empty. Then there exists a unique

ρd > 0 and a unique ρs > 0 for which both the HD and SSD are fully utilized.

Proof. For full utilization of the HD and the SSD we require equations 5.8 and 5.9

to hold with equality. That is: ρd|D| + ρs
∑
j∈S

(1/γj) = n and ρd
∑
i∈D

γi + ρs|S| = n.

Since the coefficients of ρd and ρs and the right-hand sides of the equations are all

positive numbers, it is not possible for both ρd and ρs to be negative.

Equating the left hand side of the equations, from Equation 5.12

ρd/ρs =
∑
j∈S

(1− 1

γj
)/
∑
i∈D

(1− γi)

Now, γi < 1 for all i ∈ D and γj > 1 for all j ∈ S. Hence, ρd/ρs > 0. Since both

ρd and ρs cannot be negative, we must have ρd > 0 and ρs > 0 as claimed.

Lemma 14. Suppose both bottleneck sets are non-empty. Consider an allocation in

which the SSD is fully utilized, and ρs/ρd = µ. Then this allocation satisfies the

following properties: (i) ρs ≥ 1, (ii) ρd ≥ 1, and (iii) ρs/ρd ≤ ν.

Proof. Since the SSD is fully utilized, equation 5.9 becomes an equality. Hence the



113

total busy time on the SSD is given by:

1

n
(
∑
i∈D

ρdγi + ρs|S|) = 1 (5.13)

By definition of

ρs
ρd

= maxi∈D {γi} (5.14)

Hence,

ρs ≥ ρdγi ∀i ∈ D (5.15)

Hence from equation 5.13, the busy time on the SSD satisfies:

1

n
(
∑
i∈D

ρs + ρs|S|) ≥ 1

1

n
(ρs|D|+ ρs|S|) ≥ 1

1

n
(n× ρs) ≥ 1

ρs ≥ 1

We now show that ρd ≥ 1. Substituting ρs = ρdµ into equation 5.13:

1

n
(
∑
i∈D

ρdγi + ρd|S| µ) = 1

By definition of µ

1

n
(
∑
i∈D

ρdµ+ ρd|S| µ) ≥ 1

1

n
µ(ρd|D|+ ρd|S|) ≥ 1

1

n
µ(n× ρd) ≥ 1

ρd ≥ 1/µ
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Since, µ ≤ 1 we have the desired condition ρd ≥ 1.

Finally, ρs = ρdµ, µ ≤ 1 and ν ≥ 1. Hence, ρd = ρs/ u ≥ ρs/ν. Rearranging,

ρs/ρd ≤ ν.

Lemma 15. Suppose D 6= ∅ and S 6= ∅. Consider an allocation in which the HD is

fully utilized, and ρs/ρd = ν. Then this allocation satisfies the following properties:

(i) ρs ≥ 1, (ii) ρd ≥ 1 and (iii) ρs/ρd ≥ µ.

Proof. Since the HD is fully utilized, condition 5.8 becomes an equality. Hence the

total busy time on the HD is given by:

1

n
(ρd|D| + ρs

∑
j∈S

1

γj
) = 1 (5.16)

From definition of ν

ρs
ρd

= minj∈S {γj}

Hence,

ρs ≤ ρdγj ∀j ∈ S (5.17)

Substituting (5.17) in equation 5.16:

1

n
(ρd|D|+

∑
j∈S

ρd) ≥ 1

1

n
(ρd|D|+ ρd|S|) ≥ 1

1

n
(n× ρd) ≥ 1

ρd ≥ 1



115

We now show that ρs ≥ 1. Substituting ρd = ρs/ν into equation 5.16:

1

n
(ρs/ν|D| + ρs

∑
j∈S

1

γj
) = 1

By definition of ν

1

n
(ρs/ν|D|+ ρs/ν|S|) ≥ 1

1

n
(ρs|D|+ ρs|S|)/ν ≥ 1

1

n
(n× ρs) ≥ ν

ρs ≥ ν

Since, ν ≥ 1 we have the desired condition ρs ≥ 1.

Finally, ρs = ρdν, µ ≤ 1 and ν ≥ 1. Hence, ρd = ρs/ν ≤ ρs/µ. Rearranging,

ρs/ρd ≥ µ.
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5.5 Performance Evaluation

We evaluate our work using both simulation and Linux system implementation. For

simulation, a synthetic set of workloads is created. Each request is randomly assigned

to the SSD or HD based on the client’s hit ratio. In the Linux system, we implemented

a prototype by interposing the TBBA scheduler in the IO path. Raw IO is performed

to eliminate the influence of OS buffer caching. The storage server includes a 1 TB

SCSI Western Digital hard disk (7200 RPM 64MB Cache SATA 6.0 Gb/s) and 120

GB SAMSUNG 840 Pro Series SSD. Since we needed to emulate different proportions

of HD and SSD requests, we randomly partitioned the blocks between the two devices

to meet the assumed hit ratio of the workload.

5.5.1 Simulation Evaluation

In this section, we first evaluate the TBBA model by simulation. There are four

clients C1, C2, C3 and C4 in the system. The hit ratios for the four clients are 0.5,

0.6, 0.95, and 0.98 respectively. Read ratios on both HD and SSD are 0.8, 0.7, 0.8

and 0.8 for each client respectively; The read and write service times for HD are 5

ms and 10 ms respectively; and the read and write service times for SSD are 0.5 ms

and 1 ms.

Based on the information above, the average HD time α for each client are 6.0 ms,

6.5 ms, 6.0 ms and 6.0 ms respectively. The average SSD time β for the clients are

0.6 ms, 0.65 ms, 0.6 ms and 0.6 ms respectively. Since γ1 and γ2 for C1 and C2 are

0.1 and 0.15 which are less than 1, C1 and C2 are bottlenecked on the HD and are in

the D set. Since γ3 and γ4 for C3 and C4 are 1.9 and 4.9 which are larger than 1, C3

and C4 are bottlenecked on the SSD and are in the S set. In the next three sections,

we will evaluate the fairness properties and system efficiency of the TBBA model.
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5.5.1.1 Sharing Incentive

(a) HD device time allocation for all the clients

(b) SSD device time allocation for all the clients

Figure 5.4: TBBA allocations for each client on the HD and SSD

We first verify that every client receives at least its fair share. Figure 5.4(a) and

Figure 5.4(b) show the allocation of device time on both HD and SSD for each client.

In each figure, the blue bars show the strict time-slicing allocations, in which each

client gets exact 1/4 of the total system resources (250 ms/s) (static partition of

the resources). Because C1 and C2 are bottlenecked on HD, they use all the HD

allocation of 250 ms in every 1 second, but only 25 ms and 37 ms of the SSD time;

while C3 and C4 are bottlenecked on SSD, they use all the SSD allocation of 250 ms

in every 1 second, but only 132 ms and 51 ms of the HD time.

The red bars in Figure 5.4(a) and Figure 5.4(b) show the device time of HD and

SSD allocated to each client by TBBA model. The figures show that no one gets
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fewer IOPS (or device time) than that from strict time slicing, so sharing incentive is

guaranteed.

5.5.1.2 Envy Freedom

Figure 5.5: Envy freedom

In this section, we will verify envy freedom property that no one will envy other’s

allocation. Figure 5.5 shows the throughput that C2 can get with its own allocation

(the first bar), as well as its throughputs if it swaps the allocation with other clients

(the remaining 3 bars). With current TBBA allocation, C2 gets a throughput of 128

IOPS; if C2 swaps allocation with C1, C3, and C4, it gets a throughput of 85 IOPS,

92 IOPS and 36 IOPS respectively. So C2 gets fewer IOPS if it swaps time allocations

with any other client. And this property is also true for any client. The experimental

results show that envy freedom is guaranteed.

5.5.1.3 System Throughput

This experiment compares the system efficiency/system throughput for three different

schedulers: Strict Time Slicing, Proportional sharing, and TBBA.

The throughputs of the four clients with different schedulers are shown in Fig-

ure 5.6. The blue bars show the throughputs for Strict Time Slicing scheduler. As
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Figure 5.6: System efficiency

can be seen, the throughputs of all the clients under Strict Time Slicing is the lowest

of the three schedulers, because under Strict Time Slicing, no clients share their idle

resource with others, and each of them only gets 1/4 (n = 4 in this case) of the total

device time.

The red bars show the throughputs for Proportional Sharing. The relative weights

used in Proportional Sharing are determined by DRF. Proportional Sharing performs

much better than Strict Time Slicing. However, because DRF forces all the clients

to follow a strict fairness constraints without considering the system bottleneck, it

unnecessarily throttles some clients, and gets fewer IOPS than TBBA, which is shown

by the green bars.

The TBBA has better throughputs than both Strict Time Slicing and Proportional

Sharing, because TBBA maximizes the system throughput subject to flexible fairness

constrains.

5.5.2 Linux Evaluation

In this section, we describe the results of experiments on a Linux prototype. We com-

pare the TBBA performance with Linux CFQ [63], Time-Based DRF [13] scheduler,

and IO-Based WFQ [73] scheduler with equal weights.
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5.5.3 Experiment I

TBBA CFQ DRF WFQ
C1 280 308 341 355
C2 280 308 341 355
C3 212 252 260 355
C4 4256 2959 2328 355

Total Throughput 5028 3827 3270 1420

Table 5.3: Allocations (IOPS) in Linux system - Experiment I
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Figure 5.7: SSD device utilization - Experiment I

In this experiment, there are four clients with hit ratio 0.8, 0.8, 0.8, 0.99 and read

ratio 0.5, 0.5, 1.0 and 1.0. We estimate the service times for each device by system

profiling. The average service times on HD for non-synchronized read and write are 6

ms and 3 ms respectively, and the average service times on SSD for non-synchronized

read and write are 0.17 ms and 0.09 ms respectively.

Based on the information above, the average HD times αi for each client are 4.5

ms, 4.5 ms, 6.0 ms and 6.0 ms respectively. The average SSD times βi for the clients

are 0.13 ms, 0.13 ms, 0.17 ms and 0.17 ms respectively. Since γ1, γ2 and γ3 for C1, C2

and C3 are 0.12, 0.12 and 0.11 which are less than 1, C1, C2 and C3 are bottlenecked

on the HD and are in the D set. Since γ4 for C4 is 2.8 which is larger than 1, C4 is
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bottlenecked on the SSD and is in the S set.

The system throughput and allocation for each client are shown in Table 5.3. The

total system throughput made by TBBA, CFQ, DRF and IO-Based WFQ are 5028

IOPS, 3827 IOPS, 3270 IOPS and 1420 IOPS respectively. TBBA gets higher system

throughput than all the other schedulers. WFQ gets the lowest system throughput

because it tries to equalize the IOPS for each client without considering the system

bottleneck and the difference of service times for each client.

The HD device is fully utilized by all the schedulers and is not shown here. The

SSD utilization of the four schedulers are shown in Figure 5.7. As shown in Fig-

ure 5.7, The TBBA scheduler has the highest SSD utilization. It is not fully utilized

because TBBA will not sacrifice fairness to maximize the system throughput. In

TBBA’s allocation, C1, C2 and C3 get around 250 ms per second on the HD device,

and C4 gets 716 ms on the SSD device. Each client gets at least it’s fair share (1/4

on their bottleneck devices), so Sharing Incentive properties are guaranteed. No one

gets higher allocation on all devices so Envy-freedom properties are guaranteed.

Synchronized IO In the second part of this experiment, we also evaluate the per-

formance for synchronized read/writes using the four schedulers. The average service

times on HD for synchronized read and write are 7.5 ms and 8.5 ms respectively, and

the average service times on SSD for non-synchronized read and write are 0.17 ms

and 1.0 ms respectively.

TBBA CFQ DRF WFQ
C1 150 155 170 200
C2 150 154 170 200
C3 160 206 181 200
C4 3207 2715 1614 200

Total Throughput 3667 3230 2135 800

Table 5.4: Allocations (IOPS) in Linux system - Experiment I (Synchronized IOs)
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Figure 5.8: SSD device utilization - Experiment I (Synchronized IOs)

Based on the information above, the average HD times αi for each client are 8 ms,

8 ms, 7.5 ms and 7.5 ms respectively. The average SSD times βi for the clients are

0.585 ms, 0.585 ms, 0.17 ms and 0.17 ms respectively. Since γ1, γ2 and γ3 for C1, C2

and C3 are 0.29, 0.29 and 0.09 which are less than 1, C1, C2 and C3 are bottlenecked

on the HD and are in the D set. Since γ4 for C4 is 2.24 which is larger than 1, C4 is

bottlenecked on the SSD and is in the S set.

The system throughput and allocation for each client are shown in Table 5.4. The

total system throughput of TBBA, CFQ, DRF and IO-Based WFQ are 3667 IOPS,

3230 IOPS, 2135 IOPS and 800 IOPS respectively. The HD device is fully utilized for

all the schedulers and is not shown here. The SSD utilization of the four schedulers

are shown in Figure 5.8. Similarly, TBBA also gets the highest system throughput.

All the fairness properties are also guaranteed.

5.5.4 Experiment II

In this experiment, we try a different setting and show that TBBA can fully utilize

all the devices. There are four clients with different hit ratios 0.8, 0.9, 0.95, 0.99

and read ratio 0.5, 0.5, 1.0 and 1.0 respectively. The average service times on HD
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TBBA CFQ DRF WFQ
C1 287 339 340 679
C2 574 602 679 679
C3 861 924 1042 679
C4 4304 3171 2321 679

Total Throughput 6026 5036 4382 2716

Table 5.5: Allocations (IOPS) in Linux system - Experiment II
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Figure 5.9: SSD device utilization - Experiment II

for non-synchronized read and write are 6 ms and 3 ms respectively, and the average

service times on SSD for non-synchronized read and write are 0.17 ms and 0.09 ms

respectively.

Based on the information above, the average HD times αi for each client are 4.5

ms, 4.5 ms, 6.0 ms and 6.0 ms respectively. The average SSD times βi for each client

are 0.13 ms, 0.13 ms, 0.17 ms and 0.17 ms respectively. Since γ1, γ2 and γ3 for C1, C2

and C3 are 0.12, 0.26 and 0.54 which are less than 1, C1, C2 and C3 are bottlenecked

on the HD and are in the D set. Since γ4 for C4 is 2.8 which is larger than 1, C4 is

bottlenecked on the SSD and is in the S set.

The system throughput and allocation for each client are shown in Table 5.5. The

total system throughput by TBBA, CFQ, DRF and IO-Based WFQ are 6026 IOPS

, 5036 IOPS, 4382 IOPS and 2716 IOPS respectively. TBBA gets higher system
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throughput than all the other schedulers.

The HD device is fully utilized for all the schedulers and is not shown here. The

SSD utilization of the four schedulers are shown in Figure 5.9. Similarly, we could

verify that all the fairness properties are also guaranteed.

Synchronized IO In the second part of this experiment, we also evaluate the per-

formance for synchronized read/writes using the four schedulers. The average service

times on HD for synchronized read and write are 7.5 ms and 8.5 ms respectively, and

the average service times on SSD for non-synchronized read and write are 0.17 ms

and 1.0 ms respectively.

TBBA CFQ DRF WFQ
C1 161 170 175 356
C2 322 331 351 356
C3 686 766 748 356
C4 3432 2763 1667 356

Total Throughput 4601 4030 2941 1424

Table 5.6: Allocations (IOPS) in Linux system - Experiment II (Synchronized IOs)
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Figure 5.10: SSD device utilization- Experiment II (Synchronized IOs)

The system throughput and allocation for each client are shown in Table 5.6. The

total system throughput made by TBBA, CFQ, DRF and IO-Based WFQ are 4601
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IOPS, 4030 IOPS, 2941 IOPS and 1424 IOPS respectively. Similarly, TBBA also gets

the highest system throughput. The SSD utilization of the four schedulers are shown

in Figure 5.10. TBBA maximized the utilization for all the devices. Simliarly, we

could verify that all the fairness properties are guaranteed.
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5.6 Summary

In this chapter, we proposed a more general model called Time-Based Bandwidth

Allocation (TBBA) mode. TBBA model fairly time-multiplex a tiered storage system

while maximizing system throughput. It guarantees the fairness criteria like Envy-

freedom and Sharing-incentive for time-based allocation. A computationally-efficient

allocation model and scheduling algorithm are also described.



Chapter 6

Conclusions

6.1 Conclusions

Multi-tiered storage systems made up of heterogeneous devices are raising new chal-

lenges in providing QoS guarantees among clients sharing the system. The fundamen-

tal problem is finding an appropriate balance between QoS guarantees to the clients

and increasing system utilization.

In this thesis we cast the problem of managing multi-tiered storage systems within

the broader framework of resource allocation for multiple resources, which has been

drawing considerable amount of recent research attention.

To address the problem of fairness guarantees versus system utilization, we pre-

sented a new allocation model BAA based on the notion of per-device bottleneck sets.

The model provides clients that are bottlenecked on the same device with allocations

that are proportional to their fair shares, while allowing allocation ratios between

clients in different bottleneck sets to be set by the allocator to maximize utilization.

We show formally that BAA satisfies the properties of Envy Freedom and Sharing

Incentive that are well accepted fairness requirements in microeconomics and game

theory. Within these fairness constraints BAA finds the best system utilization. We
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formulated the optimization as a compact 2-variable LP problem.

In a pay-for-service environment, general fairness is not enough. Clients demand

predictable quantitative IOPS guarantees. To address the problem of IOPS guar-

antees versus system utilization, we presented the MRA model to provide clients

with a strong control of reservations and shares. Reservations specify the minimum

throughput (in terms of IOPS) that a client must receive, while shares reflect its

weight relative to other clients that are bottlenecked on the same device. The MRA

model differentiates clients bottlenecked on the same device. Allocation ratios be-

tween clients with different bottleneck devices are set by the allocator to maximize

utilization, thereby allowing QoS guarantees, client differentiation, and high system

throughput. An allocation algorithm to maximize system utilization is also presented.

IOPS based allocation does not differentiate between types of IO requests. This

motivates the use of time-based allocation, which considers the variation in request

service times. We generalize the BAA model and propose a new model called Time-

Based Bandwidth Allocation (TBBA) mode. The TBBA model takes into account

the different service times for each client when making the scheduling decision. The

TBBA model fairly time-multiplex a tiered storage system while maximizing sys-

tem throughput. It guarantees the fairness criteria like Envy-freedom and Sharing-

incentive for time-based allocation. A new computationally-efficient allocation model

and scheduling algorithm are also described.

We evaluated the performance of our models using both simulation and imple-

mentation on a Linux platform. The experimental results show that our models can

provide both high efficiency and strong QoS performance guarantees.
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6.2 Future Work

Our approach also applies, with suitable definitions and interpretation of quantities,

to broader multi-resource allocation settings as in [13, 16, 15], including CPU, mem-

ory, and network allocations. It can also be generalized to handle client weights; in

this case clients in the same bottleneck set receive allocations in proportion to their

weighted fair shares.

We are also investigating settings in which the SSD is used as a cache; this will

involve active data migration between the devices, making the resource allocation

problem considerably more complex. The interaction between cache management

policies and QoS scheduling is an interesting area of future research.

In large data centers, most of the storage systems are distributed and there’s no

centralized queue or scheduler. So another avenue of the future research is to apply

the QoS models in this thesis to distributed storage systems.
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