


ABSTRACT

Sound-to-Touch Sensory Substitution and Beyond

by

Scott Novich

Sensory receptors form the roots of our perception through which information from

the physical environment is absorbed. All receptors—independent of the information

that they capture—encode information in electrochemical signaling. This property

coupled with the brain’s ability to rewire (“neuroplasticity”) into adulthood enables

sensory substitution—the hypothesis that information can be effectively mapped from

one sense to another. Further, it may be the case that mapped information is not

required to relate to other senses (e.g. vision, audition, etc), but can be completely

new information. This subsequently gives rise to completely new senses (sensory

addition).

This thesis answers the question of how atypical information should be repre-

sented for a target sensory modality for the purposes of sensory substitution or addi-

tion. This is accomplished by developing a guiding framework that carefully models

the system from information source to receptor. This in turn yields constraints that

dictate the required change in representation of incoming data, which can be accom-

plished via signal decompositions and feature extractions. As proof of principle, a

sensory augmentation device—The Versatile Extra-Sensory Transducer (VEST) has

been developed using this framework. The VEST implements a sound-to-touch



substitution. It is capable of giving congenitally deaf individuals an auditory percep-

tion that is adequate for intuiting speech. The summarized key contributions of this

thesis are (1) a guiding framework for sensory augmentation, (2) a hardware platform

that is capable of mapping any information to the wearer’s sense of touch using vi-

bration, and (3) a specific sound-to-touch sensory substitution implementation that

has been tested with deaf and hearing participants.
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Chapter 1

Introduction

There are at least 2 million functionally deaf individuals in the United States, and

an estimated 53 million worldwide [2]. The cochlear implant (CI) is an effective so-

lution for regaining hearing capabilities for some in this population. However, the

cochlear implants is not a viable hearing solution for all. One reason is cost: as a

lower bound, the overall cost of a CI procedure and subsequent follow-ups is $40,000,

with over 40% of the cost going to the device and operation itself [3, 4]. This places

CIs out of economic reach for many. Second, CIs require an invasive surgery. Third,

there is low efficacy of CI implantation in early-onset deaf adults over the age of

12 [5, 6]. This limits options for deaf individuals who seek auditory perception later

in life. Collectively, these problems underscore the need for a low-cost, non-invasive

hearing solution, and one that can work for adults who have been deaf since birth.

The contribution of this research is to use hearing-to-touch sensory substitution as a

therapeutic approach to deafness. Sensory substitution—the remapping of informa-

tion from one sense onto another—is non-invasive by definition (and therefore lower

cost) and is able to overcome early-life sensory development issues by using an intact

sensory modality. This works due to 4 realizations:

1. All sensory receptors, regardless of type, ultimately transmit information via

electrical signals to the brain.

2. Sensory receptors are tuned to resonate to information that has been encoded
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in a specific way (e.g. air pressure and electromagnetic waves within a par-

ticular band of frequencies, molecules of particular structures, etc), but this is

independent of the actual information conveyed.

3. Many of our perceptions are not limited to a specific sensory modality. For

example, the notion of being in a physical location is a combination of all

senses, though perhaps heavily biased towards the visual modality in sighted

individuals.

4. There is evidence that the brain is able to rewire even into adulthood, and

therefore the brain may be able to learn how to interpret new patterns of infor-

mation.

Indeed, sensory substitution has proven itself successful in other domains, such as

giving congenitally blind individuals a visual percept through the sense of touch

[1, 7]. Despite the seemingly simple concept of sensory substitution, developing a

successful implementation is deceptively complex. How does one actually present

information meant for one domain into another? How does one guarantee enough

information is able to make it to the brain? How does one determine what information

actually matters? If there is too much information, how does one decide what to

keep? Answering such questions is even more challenging when one considers how

little we currently understand of the brain’s capabilities and the fine-grain underlying

mechanics of plasticity.

1.1 Leveraging the Brain’s Ability to Rewire

One powerful property of the brain that lends itself to exploitation is its ability

to rewire (sometimes referred to as “neuroplasticity” or cortical “reorganization”).
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While this property is at its most extreme during childhood (in what is referred to as

“critical period plasticity”), there is much evidence suggesting that this ability still

remains in adulthood, but the full extent to which it does has yet to be well estab-

lished. For example, if one is born deaf, cochlear implants tend to only be effective if

received during this critical period plasticity (before the age of 12 or so) [5, 6]. Yet,

there are still numerous examples of the brain’s neural real-estate being significantly

repurposed in adults. In the area of the brain related to processing the sensation

of touch—somatosensory cortex—an amputation in adults will initially cause activ-

ity in the region of the amputated limb to go dark. Within several weeks, however,

these neurons get repurposed by neighboring regions [8]. Prism goggle experiments,

in which participants wear goggles that flip visual input upside down or swap the left

visual field with the right, demonstrate that perception adapts accordingly with pro-

longed use [9]. There have also been sound localization plasticity studies [10]. In [10],

participants wear fake ears—modifying a person’s unique head related transfer func-

tion (HRTF), the pattern of inter-aural delays that provide us auditory directionality

cues. Initially, participants are not able to localize sound well with their new ears.

After several weeks of wear, however, they are able to obtain a baseline performance

in identifying sound direction.

Across the set of all species with a central nervous system (CNS), information cap-

tured by sensory receptors are ultimately transmitted to the brain via electric impulses

(also called “action potentials”)∗. Coupled with the brain’s reorganization capabili-

ties, one reaches the hypothesis that mother nature only needed to devise one model

∗Certain receptors may not fire action potentials directly, such as the rod and cone photoreceptors

that capture light information in retina. Ultimately, this information is coded to other postsynaptic

neurons that do fire action potentials downstream.
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of a brain in which sensory receptors are actually “plug and play” by design: connect

any type of receptor to the nervous system, and the brain will learn to extract what-

ever information it can. This is affectionately called the “Mr. Potato-Head” (MPH)

model of evolution (a term coined by Dr. David Eagleman), and is underscored by

(1) all species with a CNS having a common ancestor, and (2) there existing a rich

diversity of sensory receptors among such relatives. For example, snakes have recep-

tors for detecting temperature, certain fish have receptors that detect electric fields,

and birds have receptors that detect magnetic fields. All of these receptors ultimately

transmit information to their respective hosts’ CNSs using electrical impulses.

The brain’s reorganizational capabilities coupled with the MPH model of evolution

enables the realization that (1) sensory receptors are agnostic of the information they

code for, and (2) atypical information captured by receptors, if appropriately coded,

can induce useful percepts of such information. This enables a new class of non-

invasive sensory augmentation devices. “Sensory substitution,” the act of encoding

information destined for one sense to another, serves as a proof of principle.

The first sensory substitution study was performed by Paul Bach-y-Rita in 1969

[1]. The study involved passing visual information through a tactile modality. Blind

participants were seated in a dental chair. On the back of this chair, was an array

of solenoid coils connected to the feed of a video camera (figure 1.1). Images passed

in front of the camera were translated to an image on the participants’ backs. With

minimal training (˜20-40 hours), participants were able to discriminate between a

set of 25 objects. The modern incarnation of this device is called the Brainport,

a compact device involving a video-camera affixed to the wearer’s forehead and an

electrotactile grid placed on the wearer’s tongue. With only several hours of exposure,

congenitally blind participants can learn to navigate complex obstacle courses [7].
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Figure 1.1 : The vision-to-touch apparatus employed by Bach-y-Rita et al. in 1969.
Blind participants sat in a dental chair with a camera feed attached to a grid of
pins on the back of the chair. Participants could “feel” objects waved in front of the
camera [1].

Anecdotal reports suggest that extensive use of the device enables a direct perceptual

experience [11].

Vision-to-touch is a convenient choice for a first attempt at sensory substitution.

Useful visual information can be conveyed at a low resolution and in grayscale. The

periodicity (i.e. frame-rate) required to integrate discrete visual frames as continuous

motion is an order of magnitude slower than the temporal acuity of touch ( 50 ms

for vision and 5 ms for touch). Thus, one can easily perform a direct mapping of

grayscale pixelated data onto the body via a mirrored array of tactile interfaces that

encode grayscale intensity as either vibration (e.g. using small vibration motors) or

pressure (e.g. using solenoids).
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But what of information that is either (1) too fast to be conveyed through skin,

(2) does not have an intuitive 2-dimensional representation, or (3) might even have

a dimensionality that requires an infeasible number of tactile interfaces? This thesis

concerns itself with how such obstacles can (to some degree) be overcome, thus en-

abling a powerful framework for developing efficacious sensory augmentation devices.

This work is motivated by the successful development of a sound-to-touch sensory

substitution device.

1.2 Prior Attempts in Sound-to-Touch Substitutions

The idea of mapping sound to touch is not new [12]. In the late 1980s through the

early 1990s, a number of vibrotactile aids were created, of which only one is currently

commercially available, the Tactile Acoustic Monitor (TAM) by Summit [13–27]. Such

aids all work in a similar fashion: by amplitude modulation of a vibrotactile stimulus

of fixed frequency based on the envelope of the entire signal (single-channel) or a

bandpassed version of the signal (multi-channel). While effective at conveying some

degree of adjunct phonetic information [15,18,28,29], they do not perform well in the

absence of lipreading [18, 29]. Such devices did not account for modeling the system

from source (sound from the environment) to sink (touch receptors), however. This

may have been in part due to available algorithms and cost of computational power

at the time.

Mapping sound information to one’s sense of touch presents a rich set of challenges,

particularly in the case of relaying enough information for conveying speech. In its

“raw” form, sound is a 1-dimension time-varying signal. To retain the fidelity required

for speech, a sound signal should be sampled at a minimum rate of at least 8 kHz [30]

with 8 bits of quantization (256 amplitude levels) or a sampling period of 0.125
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ms. Compare this to the somatosensory system having an acuity on the order of

5 ms [31] and roughly a quantization of 3 bits (8 amplitude levels) when encoding

information in vibrational intensity [32–34]. This implies that directly mapping an

audio source against the skin will result in an information loss that is too great

for relaying speech information to the brain. In the case of single-channel devices,

the problem is clear. Multi-channel devices are a creative solution to the problem

and require more subtle analysis. Taking the envelope of a band-passed signal does

approximate a slower time-form measurement of energy in the band, such that aliasing

noise is not a concern when information is encoded to a fixed-frequency amplitude

modulated element. However, this does not guarantee information is preserved in the

same manner as a signal decomposition (e.g. a Discrete Time Fourier Transform or

DTFT). In particular, there is no guiding principle to dictate how wide such bands

should be as a function of a given envelope time constant, or how many bands are

required in order to capture enough information for speech.

Thus, we are faced with the following challenge: if a signal must be sampled at

a rate too fast for touch receptors, how (if at all), can the signal be processed to

make it suitable for such receptors? The answer to this question will be addressed in

chapter 3.

1.3 Summary

The core challenge with designing effective sensory substitution devices can be sum-

marized as follows: given a starting representation of information, how should this be

mapped to a new representation that is suitable for encoding to a target group of sen-

sory receptors, and further guarantee that this information will make it to the brain?

To date, this has yet to be explicitly addressed in the sensory substitution literature.
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Instead, ad-hoc approaches have been historically applied. This has worked well for

vision-to-touch substitution devices where the skin’s temporal acuity is not a bottle-

neck: grayscale pixel intensity or depth values can easily be mapped to a vibrotactile

or electrotactile stimulation intensity with enough information preserved to perform

useful visual percepts for navigation and object recognition [1, 7, 11]. Conversely, ad

hoc methods have not worked particularly well for sound-to-touch substitutions for

conveying speech [15, 18]. This underscores the need for an information-source ag-

nostic approach to designing sensory substitution or addition (more generally, ”sen-

sory augmentation”) devices. Herein lies the primary contribution of this thesis: a

framework for modeling the sensory augmentation system. Following this

framework provides a set of constraints that may be used as a guide for converting

an input representation of information to a new representation that is suitable for

coding to a target sensory modality.
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Chapter 2

Modeling the System

To rigorously attack the problem of devising an efficacious non-invasive sensory sub-

stitution or augmentation (sub/aug) device, it is imperative to first understand the

system and constraints imposed by the system. Modeling constraints backwards from

receptor to source signal source provides the needed guidance in how (1) the signal

must be represented and—if necessary—compressed, and (2) how the resulting signal

should be coded to the target sensory receptor(s).

2.1 The Sensory Substitution/Augmentation Chain of Pro-

cessing

Information Source Sensory Interface(s) Target Sensory Modality

Figure 2.1 : Core components of a sensory substitution/augmentation system.

To start, a generic sensory sub/aug system has 3 core components (figure 2.1):

1. A target sensory modality (through which information shall be transmitted to

the brain)

2. An interface (or set of interfaces) that cause(s) the receptors of the target modal-

ity to fire electrical signals to the brain in a controllable manner.
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3. The source of information (which has a “raw”/“natural”/“unprocessed” form)

2.1.1 Sensory Receptors

Receptors are non-linear time-varying systems—they exhibit dynamic properties, such

as adaptation and don’t exhibit a perfectly linear relationship between an input and

transduced electrical output. Further, given a type of receptor, there may also exist a

wide variance in how those receptors respond to stimuli due to how they are physically

embedded in the body. For example, hair-cells in the ear, which fire electrical impulses

when bending in response to air-pressure, respond differently due to their location on

the basilar membrane in the cochlea. The physical properties of the basilar membrane

are such that it is thin and stiff at one end becoming wide and more flexible at

the other. This causes hair cells to effectively code for frequency content in air-

pressure waves. Somatosensory receptors, however, have less response-variance from

external factors. Further, they can be approximated as linear-time-invariant (LTI)

at coarse time and stimulus intensity-scales. This can make the task of developing

robust sensory sub/aug systems (i.e. that take physiological constraints into account)

significantly easier, despite being (likely) non-optimal.

This thesis will focus on using a sensory modality that can be approximated as

LTI (i.e. touch, specifically vibration-coding receptors). The following assumptions

are made (and will be addressed for touch, specifically, in section 2.2):

1. A receptor can relay information at some maximum fixed rate, essentially acting

as a sampler.

2. Information that changes too quickly is averaged over by the receptor, such that

the receptor also acts as a low-pass filter.
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3. A receptor transduces information coded in a particular manner to action po-

tentials.

4. A receptor has a response curve in which there exists a range of input stimuli

that produce a monotonically related firing rate output of electrical impulses.

5. A receptor’s response curve remains approximately constant over time over

coarsely quantized stimulus parameters.

6. A receptor’s response curve is the same for all receptors of that type over coarsely

quantized stimulus parameters.

7. If the range of stimulating input is sufficiently, coarsely quantized and the stim-

ulating input fluctuates at a rate slower than the receptor’s “sample”-rate, the

information coded by the stimulating input is guaranteed to make it to the

brain.

8. Multiple receptors in parallel function as independent channels for multiple

stimulating inputs if the receptors and corresponding stimulating inputs are

sufficiently spaced apart.

9. If multiple stimulating inputs are not spaced far apart, receptors will not in-

dependently decode the stimuli. However, these receptors may be treated as

singular channels through which multiple stimulating inputs may be combined

to expand the range of possible stimulus patterns. For example, instead of en-

coding information as distinct points of intensity (e.g. pixels on a display or

a vibrational intensity against skin), information can be encoded using more

complex spatiotemporal stimuli (e.g. directional sweeps of light or touch).
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This set of assumptions provides a set of constraints, that–if obeyed–presumably

guarantee information will be relayed by coded stimulus to the brain:

1. A conservatively estimated minimum sample-period, Treceptor.

2. The conservative estimate of the total possible number of “channels” that can

independently convey a set of stimuli in parallel. A channel is defined as one or

more proximal receptors getting the same stimulus. This number is a function of

the required lower-bounded separation distance between receptors. Nreceptors.

Assuming a perfect interface (e.g. an invasive electrode), this is simply the

number of accessible receptors that exist.

3. The conservative estimate of the total number of discrete distinctly perceptible

stimuli (e.g. vibrational intensity levels or directional sweeps for somatosensa-

tion), Qreceptor.

Taken together, this provides a hypothetical bandwidth estimate for transmission

through the target modality:

Bmodality ≈
Nreceptors ∗ log2(Qreceptor)

Treceptor

bits per second (2.1)

2.1.2 Sensory Interfaces

A sensory interface is a device capable of causing one or more target sensory recep-

tors to programmatically respond (e.g. fire action potentials in the case of touch

receptors). In the case of sound, this would be a speaker; touch: vibration motors,

solenoids, etc; vision: light-emitting diode/LED display, etc. Interfaces have oper-

ating characteristics that may impose further constraints on the rate of information

that can be coded to receptors. Eccentric rotating mass (ERM) motors that code
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information in vibration for certain touch receptors, for example, tend to have a re-

sponse time that is longer than the temporal acuity of touch. In this case, the sensory

interface may be the temporal bottleneck rather than the receptor’s temporal acuity.

Under these assumptions and like the constraints imposed by receptors, a similar

set is imposed by sensory interfaces:

1. The temporal acuity of the interface, Tinterface.

2. The separation distance of interfaces (if multiple are used) to independently

target mutually exclusive sets of resistors in parallel (e.g. obey two-point dis-

crimination in the case of touch), dinterface.

3. The number of interfaces one can realistically apply due to space, cost, energy

consumption constrains, etc. Ninterfaces.

4. The number of stimulations the interface can produce that may be discerned

(e.g. vibrational intensity levels), Qinterface.

A subtle, but extraordinarily important note is that a sensory interface in this

context could be abstracted to comprise of multiple devices functioning in concert.

A simple implementation of a sensory interface might be a single ERM whereby

information is coded using intensity. A more complex implementation may be to use

multiple ERMs placed in close proximity that turn on and off in quick succession to

produce the perception of a “sweeping” motion across skin. In this context, both

vibration intensity and direction can be used to increase Qinterface. Ninterfaces might

decrease, however, because of this.
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2.1.3 The Signal

The signal contains the desired information that is to be applied to the sensory

interfaces. Its “raw” or “natural form,” X , is the form in which it is initially captured

or sampled. In the case of visual data, this might be arrays of pixel intensity values

or if sound, a 1-dimensional time-varying sampled amplitude value. This might also

be some set of arbitrary categorical data, such as if it is sunny or raining outside. The

signal in its raw form may violate the constraints imposed by the sensory interface(s)

or sensory receptor(s), and therein lies the engineering challenge with which this thesis

is concerned. The solution proposed by this thesis, is to transform and compress the

signal (as needed) to a form Y , such that (1) Y obeys the constraints set forth by

the target sensory modality and sensory interfaces (or the chain of processing to the

brain in general), and (2) Y retains enough information to achieve some end-goal (e.g.

ability to navigate through a 3D space if blind, understand speech if deaf, etc.):

2.1.4 Tying it Together

The proposed solution is to find a (potentially compressed) representation of an in-

coming signal as follows:

f : X(t) ∈ R
k1 $→ Y (t) ∈ R

k2 (2.2)

or, in a digital sense:

f : X(nT1) ∈ R
k1 $→ Y (nT2) ∈ {0, ..., Q− 1 : Q ∈ N, Q ≥ 2}k2 (2.3)

where:

1. X , the raw signal, may be a real number (or complex, in which case the real
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and imaginary components may be considered separate dimensions) of dimen-

sionality k1

2. T1 is the sample period of the sampled raw signal X

3. Y is a quantized representation ofX that may be transformed/compressed/feature

extracted. Y has an integer identification (ID) value that maps to a set of quan-

tized values ∈ R. In an implemented system, this ID value sets the stimulation

intensity of a sensory interface.

4. T2 is the periodicity of Y that obeys the constraint T2 ≥ max {Treceptor, Tinterface}

5. T2 is some positive integer multiple of T1

6. k2 is the dimensionality of Y that obeys the constraint k2 ≤ min {Nreceptors, Ninterfaces}

7. Q is the number of allowable coded stimuli, subject to the constraint that

Q ≤ min {Qreceptor, Qinterface}

Last, and importantly, this relationship must be a function for the brain to be

able to learn to decode the input. In other words, the same signal should not be able

to produce confounding stimuli. This is markedly different from the reverse, however,

as compression may force two different signals to produce the same output.

The resulting signal, Y , then has an estimated throughput of:

Throughput(Y ) =
k2 ∗ log2(Q)

T2

bits per second (2.4)

where the following should hold as a sanity check:

Throughput(Y ) ≤ Bmodality (2.5)
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This forms an initial guiding framework for ensuring enough information makes

it through to the target modality to the brain. Two questions remain:

First, how does one deal with negative (or potentially even complex) values for

certain signals (e.g. sound) if the target modality only encodes a notion of positive

valued information (or some notion of energy), as is the case with vision and touch.

There are three answers:

1. The simplest answer is to only keep the magnitude, foregoing possible phase or

negative correlated information. In some cases, this may be sufficient for cap-

turing enough useful information while foregoing the ability to perform perfect

reconstructions.

2. Multiply the dimensionality: for each dimension, have a sensory interface that

represents negative magnitude and another for positive magnitude. While this

is hypothesized to work, the idea is not empirically explored in this thesis

3. Encode the resulting signal as complex higher-order patterns of stimulation,

such as directional “sweeps” by defining a sensory interface as multiple devices

working together.

Second, how does one determine “enough” information has been retained should

the signal be compressed? This is a much more challenging problem to answer,

because a direct answer would require one to have a human brain completely modeled

(which has yet to be done). There are several indirect methods for getting at the

answer, however:

1. Judging the intelligibility of a reconstructed signal: for certain classes of signals

(e.g. sound), reconstructing the signal to X̂ (particularly if it has undergone a
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lossy transformation) and checking its intelligibility provides a good first guess

as to whether enough information is captured. Such a technique may not make

sense for atypical / non-sensory information, such as data-streams of the stock-

market or the state of a vehicle.

2. Implementing a machine learning (ML) algorithm using Y training data, and

checking the performance of a relevant task. For example, if Y is meant to be a

representation of speech data, can a neural network learn to classify phonemes

using Y as input? This may be unrealistic as ML algorithms are an over-

simplification of the brain’s processing capabilities and may either significantly

outperform or underperform the brain at certain tasks.

3. Observing behavioral data. By far the best (albeit most time-consuming)

method of testing the efficacy of Y is to implement it in a real-system and

see if users of the sensory sub/aug system are able to perform tasks for which

the system has been designed.

2.1.5 Other Constraints: The Brain and the Hardware

Depending on the application, the brain and hardware (e.g. the microprocessor,

Bluetooth, etc) may impose further constraints. In particular, real-time applications

where some sort of motor output from the wearer (e.g. clapping) should produce

“immediate” correlated inputs (e.g. audition, somatosensation), the brain has a tem-

poral window in which such output and input will be perceived as simultaneous and

caused by the wearer’s motor act. This conservatively occurs roughly within a 30

ms window, and long-term adaptation affects exist that may make this window more

forgiving [35]. While computational efficiency (in terms of power and cost) has grown



18

immensely, perceptual latencies may still occur, particularly when wireless commu-

nication is involved in the system. Additional constraints should be accounted for in

the system, accordingly.

2.2 Modeling a Sound-to-Touch Sensory Substitution Device

The driving example with which this thesis concerns itself is the creation of a rigor-

ously designed sound-to-touch sensory substitution device capable of relaying enough

information for speech intelligibility. To be clear: the goal is to provide an actual

representation of sound, which, if requiring compression will bias how information

is kept for speech intelligibility. The goal is not to create a speech-to-touch system

that would only relay phonetic information, for example. The device should hopefully

be capable of giving the wearer the ability to discern environmental noises, different

speakers, and underlying contextual information conveyed by speakers (e.g. emotion).

The device is a wearable vest that uses touch receptors on the torso. This region has

been chosen for its large sensory real estate. Further, this region enables the device

to be inconspicuous and not interfere with day-to-day activities. Here, the model

devised in Section 2.1 is used to map out the constraints.

2.2.1 The Somatosensory System

The somatosensory system comprises a number of cutaneous receptor-types that code

for different types of tactile information. There are several classes of such receptors,

but the most useful for relaying information are mechanoreceptors, which respond to

distortions of the skin. Sensory interfaces that target such receptors are ubiquitous,

safe, and inexpensive. Other classes of receptor include thermoreceptors (conveying

temperature) and nociceptors (conveying pain). Mechanoreceptors consist of four
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Figure 2.2 : An overview of the receptors found in human skin. There are 4 differ-
ent types of mechanoreceptors—receptors that convey information about mechan-
ical displacement against skin: Merkel receptors (capture pressure and texture),
Ruffini cylinders (capture stretch), Meissner corpuscles (capture low frequency vi-
bration), and capture corpuscles (high frequency vibration). Image credit: Haslwan-
ter, T. (2011). Sensory receptors in the human skin. [Drawing], Retrieved from
https://en.wikibooks.org/wiki/File:Skin_proprioception.svg

different types (figure 2.2):

1. Slowly Adapting Type I (SA1) / Merkel receptors: convey pressure and texture

information with a sustaining action-potential response.

2. Slowly Adapting Type 2 (SA2) / Ruffini cylinders: respond to stretch and also

produce a sustained response.
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3. Rapid Adapting Type 1 (RA1) / Meissner corpuscles: fires action potentials at

onsets/offsets of pressure, responding to low-frequency vibration (approximately

20-50 Hz).

4. Rapid Adapting Type 2 (RA2) / Pacinian corpuscles: fires action potentials

at onsets/offsets of pressure, responding to high-frequency vibration (approxi-

mately 50-400 Hz, resonating at 250 Hz).

RA2 receptors in particular are an ideal target-modality for their approximate

linear time-invariant (LTI) properties at coarse time scales and levels of stimulation.

While not strictly linear, the firing rate of RA receptors monotonically increases with

either increasing frequency (up to 250 Hz) as well as increasing amplitude (depth of

indentation into the skin) [36]. The receptors are also fairly time-invariant. Adap-

tation effects due to prolonged stimulation do occur, affecting both frequency [37]

and amplitude [38] perception. High-frequency adaptations (e.g. adapting to a 200s

Hz stimulus) result in relatively small changes of the Weber fraction (how much the

frequency must increase to detect the change). Amplitude adaptations tend to be

affect vibration detection thresholds at micrometer-scales [38,39]. Such effects can be

washed out by sufficiently large jumps in frequency and amplitude when constructing

a quantized set of vibrational stimuli. Further, psychophysical tests involving vibro-

tactile frequency and amplitude discrimination indicate that receptor responses are

fairly consistent across the body [40, 41], mainly being affected by body fat [42] and

whether or not the skin is glabrous (hairless) [33, 43]. Like adaptation affects, these

differences can also be washed out by an appropriately constructed set of stimuli.

More pragmatically, haptic interfaces that offer fine control over RA2 receptors are

ubiquitous and inexpensive (i.e. eccentric rotating mass–ERM–motors and piezoelec-
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tric actuators).

Because sound is a high-throughput signal, an attempt should be made to mini-

mize Treceptor. This implies one should target RA receptors as well, which enable the

smallest encoding periods. To (consciously) detect two pulses to the skin as distinct,

they must be at least separated by 5 ms (200 Hz) [31]. If one thinks of a receptor

as sampler, it is a striking coincidence that the approximate 400 Hz response limit

of RA2 would imply that signals of up to ˜200 Hz (5 ms intervals) can be distinctly

captured.

It is assumed that one full cycle of a vibration stimulus must occur to discriminate

it from a temporally adjacent stimulus. While amplitude coding information on a

200 Hz carrier may be optimal for Treceptor, certain sensory interfaces may not allow

for this. An example of such an interface is an Eccentric Rotating Mass (ERM)

motor, which is one of the most inexpensive and ubiquitous types of of haptic sensory

interfaces. A realistic target minimum frequency to choose is 50 Hz, and so Treceptor

is set to 20 ms.

Sensory interfaces aside, receptors are independent units. Therefore, the hypothet-

ical number of available channels is the number of receptors. In this thesis, the torso

(specifically the back and stomach) are the target region for the sensory substitution

device. In the human hand alone, there are estimated to be 17,000 mechanorecep-

tors (of all types) based on density measurements [44]. While receptor density varies

greatly across the body and the hand has the highest density, this easily puts the num-

ber of receptors on the torso in the tens-of-thousands, which is already an infeasible

number of sensory interfaces to apply. Very conservatively, let Nreceptors = 10, 000.

The number of possible perceptible levels of vibration can be derived empirically

by performing discrimination experiments. This is typically modeled using a Weber
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fraction—a constant ratio that dictates how much the intensity of a stimulus needs

to increase for the change to be detected. As this is a fixed value, this implies that

a larger value (e.g. stimulus intensity) require an even greater change to reach the

next larger perceptible value. For frequency alone, the Weber fraction is estimated

to be anywhere between 0.15 and 0.4 with a tendency to decrease frequency increases

[33,45]. Going by frequencies from 0-300 Hz, this provides about 8 discriminable levels

of frequency (including no stimulation). This may further be enhanced by coupling

the stimuli with other possible increasing factors (e.g. amplitude, force, etc) from the

sensory interface chosen upstream. Let Qreceptors = 8 (or 3 bits).

2.2.2 Haptic Sensory Interfaces

There exists a large diversity in haptic interfaces. The implementation in this thesis

relies on Eccentric Rotating Mass (ERM) motors. ERMs are simple DC motors with a

weight attached to one end. Applying a voltage across the motor causes it to spin the

weight. Increasing the voltage spins the weight faster. This decreases the amplitude

displacement, but increases vibration frequency and force. Benefits of ERMs include

their inexpensiveness and moderately fast timing characteristics.

Other examples of (commercially available) haptic interfaces include “voice coils”

(speakers), linear-resonant actuators (LRAs), and piezoelectric materials. Generally

these are not conducive for prototype development either due to cost (voice coils

designed for haptics), limited dynamic range of output (LRAs), or requiring custom

hardware for control (piezoelectrics). ERMs are well suited for research as they are

inexpensive and work with a standard range of voltages (0-5 V, typically) at the

cost of having a noisy output and being energy inefficient. All such interfaces code

information to touch receptors using vibration (or pressure). Coding information
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with stretch has promising temporal and spatial properties [46] and such interfaces

can be compact [47]. These types of interfaces have yet to be commercially produced,

however. Electrotactile stimulation is energy efficient and also has excellent temporal

and spatial properties. Unfortunately, there is a very small range of relatively painless

stimulus intensities due to the skin’s high resistance [48]. Overcoming this issue

requires the use of gels, which is not realistic for prolonged use or daily wear.

ERMs used in this thesis project are model #307-100s from Precision Microdrives

(http://precisionmicrodrives.com). These have a fairly linear response to a 0-3.5

V input producing a range of vibrational frequencies from approximately 0-350 Hz.

The motors take only 6 ms from being off to reach a detectable intensity, and ap-

proximately 50 ms to go from fully off to maximum intensity and vice-versa. Very

conservatively Tinterface might then be 50 ms, which implies that there is a concern

the representation of the input signal X , Y , will tend to transition from completely

off to a maximum level. Less conservatively, let Tinterface = 30 ms. The more this

constraint is relaxed, the more of an averaging/low-pass effect there may be on the

dimensions of Y . As will become more apparent in Chapter 3, signal decompositions

enable trading off time for dimensionality. The lower the temporal constraint is kept,

the less of a trade-off (and ultimately less sensory interfaces required). The decision

for how conservatively Tinterface should be set is application-dependent. Factors such

as the number of sensory interfaces available and the statistics of Y must be taken

into account.

The next factor to consider is how far apart such interfaces need to be in order

to be resolved as separate. This is referred to as “2-point discrimination.” This

varies across the body as a function of receptor density, the type of stimulus (e.g.

vibration, pressure, electrotactile etc.). Classic 2-point discrimination experiments
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apply a slow pressure using a poking instrument, thus mainly targeting SA receptors.

As this measurement is highly implementation and region-specific, an experiment

was run using a precursory prototype targeting the lower-back. The lower back has

some of the worst classic 2-point discrimination on the body. This should ensure

a conservative estimate of the number of ERMs that can be fit on the torso. The

following is an edited excerpt from a paper∗ by the author about the experiment [49].

Figure 2.3 : The vibrotactile vest apparatus used for testing 2-Point Discrimination.
Motors are attached to a back brace to ensure that they are pressed firmly against a
participant’s back. The controller and battery pack reside in pockets on the back of
the vest.

Apparatus We used a 5x2 motor layout subdivided into five 1x2 vertical arrays.

The horizontal spacing between each array was 1.5 cm. Within each array, we used

a 2.5 cm vertical spacing. Spacing was measured relative to the locations of the

motors’ eccentric rotating masses (figure 2.3). The 2.5 cm vertical spacing was used

∗The paper is currently in press at the time of writing.
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to maintain a consistency with Experiment 1 for providing spatiotemporal stimuli

(using vertical sweeps).

Participants We tested 15 participants. Six of the participants had previous ex-

perience wearing the device from the first experiment. Of the 15 participants, 3 were

female and 12 were male. All were between the ages of 18-45.

Method Participants wore the motor array on the mid-lower back (figure 2.3) con-

nected wirelessly to a computer. An instruction panel explained the task, but no

example stimuli were provided. For 192 trials, participants were presented with a

pair of simultaneous stimuli lasting 60 ms from two out of the five possible arrays

chosen at random, and judged if they felt one or two stimuli. On any given trial,

there were three possible stimulus sets (figure 2.4A):

1. Stimulus 1: Parallel vertical vibratory sweeps: on a given trial, two of the five

arrays gave a simultaneous vertical sweep in the same direction (up or down).

2. Stimulus 2: Opposing direction vertical vibratory sweeps: on a given trial, two

of the five arrays gave a simultaneous vertical sweep in opposing directions (one

up and one down).

3. Stimulus 3: Single pulses: on a given trial, two of the five arrays gave a pulse

(simultaneously) using the top motor of their respective arrays.

When turned on, the motors were set to the maximum intensity level with a

vibration frequency of approximately 340 Hz. 16 trials were given for each possible

array separation distance. For a given distance, the array pairs were randomly chosen

using a uniform distribution. Participants were told of the possible stimuli, but also
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told that some trials contained only one stimulus (rather than two). This was done so

that participants would not be biased towards answering that they felt two stimuli.

We did not actually present single stimulus trials as participants could possibly use

additive intensities as a cue.

Figure 2.4 : (A) The alphabet of possible patterns used for each type of vibrotactile
encoding. (B) Pattern identification performances as a function of pattern duration
and encoding type. Bars indicate mean with standard error of the mean.

Results Resolving tactons as two individual patterns was comparable for all stim-

ulus types according to Friedman’s test χ2 (2, 6) = 4.57, p > 0.1, but with spatiotem-

poral patterns (vertical sweeps in this case) trending towards better discrimination
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than single motor pulses (figure 2.4B). A 2-way ANOVA was ruled out after failing

Levene’s test for equality of variances. One possible reason for this trend might be

due to traveling waves for spatiotemporal stimuli causing a small additive effective.

This could provide an intensity cue. The effect of stimulus type on performance

(if it exists) could be better elucidated with additional participants and participant

training. Another possible reason for this trend is that spatial codes maintain a fixed

center of gravity, but the spatiotemporal sweeps, if they are perceptually equivalent to

two shorter spatial frames, have the benefit of two spatial presentations with different

centers of gravity.

At 6 cm apart, the mean discrimination performance was > 80% for all types of

patterns. At this distance, 4 participants for the single motor pulse case obtained

100% discrimination, and 5 participants for both types of sweeps obtained 100%

discrimination (different participants in each case).

Thus, let dinterface = 6 cm. Given this, the average adult torso has a surface

area of 3500 cm2 [50], and each interface requires an area of roughly 28 cm2. This

hypothetically allows for Ninterfaces = 125 as an upper-bound.

Last, the number of stimulation levels the interface can produce is limited by its

design and how it’s driven. For the implementation covered in this thesis, the ERMs

are driven by a pulse-width-modulated (PWM) signal that averages to a range of

0-3.5 V. This is parameterized by the PWM duty-cycle, which is quantized to 8 bits,

so Qinterface = 256.

2.2.3 Sound

The goal of this particular sensory substitution device is to convey sound while re-

taining enough information for speech, such that deaf participants can use it as a
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non-invasive cochlear implant. Canonically, sound is a 1-dimensional signal that

must be sampled at a rate of at least 8 kHz and quantized to an 8 bit† resolution [30]

to convey speech audio. Thus, the signal X is parameterized by a dimensionality of

k1 = 1, a sample period of T1 = 0.125 ms.

2.2.4 Summary

Having determined the imposed constraints, the problem is now to find a method of

converting the source signal (sound) to the form employed by equation 2.3:

X(n ∗ 0.000125) ∈ R $→ Y (n ∗ 0.03) ∈ {0, ..., 7}26 (2.6)

As a sanity check, Bmodality ≥ 1.5 M bits-per-second. While this sounds extreme,

this assumes individual receptors are independently controllable. More conserva-

tively, if the number of receptors is replaced with the number of possible ERM in-

terfaces, estimated to be 125 for the torso, Bmodality ≈ 18, 000 bits-per-second, and

Throughput(Y ) = 2, 600 bits-per-second.

This sanity check holds, but the final important question is: can audio conveying

speech be represented as a signal in less than 2,600 bits-per-second? Thankfully, the

answer is yes as demonstrated by a number of low bit rate audio codecs designed

for speech. CODEC2, for example, is an open source codec designed around linear

predictive coding (LPC) that is capable of compressing speech audio down to 1,200

bits-per-second [51, 52]. Other proprietary codecs, such as mixed-excitation linear

prediction (MELP) are capable of bit rates as low as 600 bits-per-second [53].

†This is in reference to the G.711 telecommunication standard. The 8 bits in this case is a

non-linear quantization obtained from an initial 13 bit quantization.
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While it is clear that speech-audio can be compressed to a bit-rate suitable for

the unfolding sound-to-touch sensory substitution system, this still leaves the large

challenge of finding a suitable representation. Codecs such as LPC and MELP need

not obey dimensionality and the temporal constraint of periodicity. Classically, codecs

are only concerned with minimizing some bit-rate constrained to some acceptable

decoding quality. This is the challenge addressed by Chapter 3, and gives rise to

a new class of codecs designed for compressing information for the stimulation of

biological receptors: biocodecs.
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Chapter 3

Biocodecs

Codecs are designed to transmit information over a channel in the most compressed

and reliable form constrained to some required quality. The role of dimensionality and

periodicity sometimes play implicit roles (e.g. in the case of needing to loosely obey

latency requirements for real-time processing), but there are generally no explicit

requirements in this regard. Further, codec encoders need not try to maintain a

notion of a functional shape-preserving nature between input and encoded output. For

example, codecs can utilize codebooks whereby particular samples may get mapped to

other values for maximizing entropy, losing the relationship between the two samples.

Codecs can also be adaptive—encoding information differently in response to changing

channel conditions. The decoding-side of codecs can be specifically designed to handle

such complexities. If the brain is capable of learning such complex decodings, this

may still make the brain’s task of developing an understanding of such representations

significantly more difficult. Such complexities should be avoided when developing

biocodecs.

Equation 2.3 from Chapter 2 sets the stage for developing biocodecs: functions

that convert a sampled signal from one form to another suitable for transmission

through a target sensory modality. Codecs imply a decoder. The decoder is implicitly

the brain, but in some cases it is possible to estimate or reconstruct the source

signal. Bioencoders refer to the encoder portion of a biocodec. Bioencoders may

compress a signal too much to form a reconstruction—perform feature extraction in
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other words. An example of this would be a sound-to-touch bioencoder for speech

that only captures phonetic features. Bioencoders also produce an implicit physical

stimulus representation. For example, the data produced by equation 2.3 is a set of

quantized integer values. A bioencoder for a somatosensory application may choose

to represent each dimension of output as a single vibrational motor at a certain

intensity level corresponding to the integer value. Depending on the information

conveyed, these quantized values may also be codewords representing categorial data

(e.g. 0 = sunshine, 1 = cloudy, 2 = raining) in which case the bioencoder might use

multiple vibration motors at once to convey complex patterns that differ depending

on the code-word.

This thesis presents two possible approaches for developing biocodecs. These

enable some form of control over dimensionality and periodicity:

1. Decompositions. Decompositions may represent a signal (or portion of a sig-

nal) by a set of constituent components (functions). When a signal is windowed,

and a decomposition is performed for each window, the functions used (may)

remain the same from window to window but the amount they are represented

for each window vary. These amounts are called the coefficients. If these func-

tions form an orthogonal basis, the coefficients may explicitly calculated by an

inner-product [54]. Over the total period of a windowed signal, the coefficients

do not change. The result is that decomposing a windowed signal enables it to

be represented as a set of values (coefficients), which have the period of that

windowed signal and a dimensionality of the number of different functions used.

This is effectively a method for trading off time for space: slowing the periodicity

of a signal in exchange for increasing its dimensionality. The functions may not

always form a basis that spans the vector space over which the original signal
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exists, which means it may not be possible to perform a lossless reconstruction.

2. Feature extraction. Feature extraction is necessarily lossy, but in some cases

may retain enough information to estimate a reconstruction of the source signal.

Linear predictive coding (LPC) is an example of feature extraction where filter

coefficients are estimated that can be used to synthesize an estimate of a source.

As with the transform approach, windowing is used. Rather than obtain a

new representation of the signal using functions, however, features representing

useful information in the signal are instead extracted.

3.1 Example Decompositions

Here, a small number of examples out of the vast—boundless—set are discussed

to provide a few different perspectives on the approaches within the space. Finer

implementation details of these examples are excluded as they are well-established.

This thesis does not expand on them (but will incorporate some of these later for

biocodec design).

Broadly, the techniques are split into two categories: ad-hoc and data-driven ap-

proaches. The former approach explicitly defines the set of decompositional functions

used. Defining these functions in such an a priori manner then makes assumptions

about how the data should be represented. Examples include Fourier and wavelet-

based approaches. The latter approach attempts to determine an optimal representa-

tion based upon the the statistics of the signal—through the use of neural networks,

for example.
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3.1.1 The Discrete Cosine Transform

One of the most simple approaches to trading off time for space (for real-valued

signals) is the The Discrete Cosine Transform (DCT) [55]. The DCT decomposes

a signal as a sum of real cosine-functions parametrized by frequency. Windowing

a signal to N samples produces N coefficients. There are several variations of the

transform, but the ”Type II” DCT is one of the most common [55]:
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The DCT assumes windowed data is even and periodic (as opposed to Discrete

Fourier/Sine Transforms). This has an effect of producing better “energy compact-

ness” compared to the DFT/DST. More of the information is represented by fewer

coefficients, which means a sparser signal. Depending on how information is mapped

to a user’s sense of touch (e.g. if a vibration interface is assigned to a coefficient),

this may be better for perceiving patterns of information globally. This also allows

for more compression if needed. Like the Fast Fourier Transform (FFT), is it possible

to compute the DCT in O(N log N).

While the DCT is simple and efficient, there are some trade-offs:

1. The DCT has a fixed resolution. Choosing a window fixes the resulting dimen-

sionality. Depending on the nature of the signal, some components may tend

to vary slower or faster than others. Biocodecs are primarily concerned with

the trade-off between periodicity and dimensionality. Thus, a fixed resolution

approach is inflexible in this regard.

2. The DCT uses cosine basis functions. This is an a priori decision agnostic of the

source, and therefore may be suboptimal in representing the data, particularly
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if further compression (read: dimensionality reduction) is needed down-stream.

3.1.2 Wavelets

Wavelet theory provides a linear decompositional framework that enables multi-

resolution analysis and the use of nearly arbitrary basis functions (as long as they

obey certain properties), called wavelets [54]. A function called the “generating” or

“mother wavelet” is chosen. This function can be anything so long as it is zero mean

and the l2 norm is 1 (and therefore is also finite on it’s domain). Because the func-

tion is finite, it can be well suited to representing transient information (e.g speech

consonants). This function is then shifted and scaled to produce the various wavelet

functions over which a signal is decomposed:

The general wavelet expansion is of the form:

f(t) =
!

k

!

j

aj,kψj,k(t) (3.2)

where ψj,k(t) is the wavelet function, and aj,k is the coefficient (how much that

particular function is represented in the original signal). In practice, this expansion

is re-formulated to include a scaling a function that is orthogonal to the wavelet

function.

For digital signals, coefficients can be obtained through a simple filter-tree proce-

dure: coefficients are determined in stages (figure 3.1). The signal is split. One copy

is high-passed and the other is low-passed, with coefficients determined by the wavelet

and scaling functions, respectively. For the discrete wavelet transform (DWT), both

are then downsampled by a factor of 2. The high-passed result yield “detail” co-

efficients, and the low-passed result yields “approximation coefficients.” This same

process is then repeated to as many “levels” as desired using the output of just the
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low-passed copy. The wavelet packet decomposition (WPD) traverses both the high-

passed and low-passed copies if one wants to obtain a full time-space tiling. For certain

wavelets (e.g. Haar), the DWT can be computed in O(N) and WPD in O(N log N).

Figure 3.1 : Example discrete wavelet transform (DWT) filter bank

While wavelets enable great amounts of control over how a signal is decomposed,

they still require a large amount of a priori human input. If the properties of a

signal are known in advance, this can guide the selection of the generating wavelet.

This is still a human-imposed selection, however. Further, there is no clear guiding

methodology for developing an optimal tiling of the time-frequency space, although

this has been studied to a small degree [56–58].

3.1.3 Learned Representation with Autoencoding Neural Networks

Neural networks (NNs) are a simple computational method for optimally relating

some input to some desired output. NNs are a set of computational units that have

an associated activation function. This function takes in a weighted sum of input

data (along with a weighted constant bias term) to produce some amount of activated

output (“activation”): h(x) = f(
&

i Wixi + b). The outputs of these units may then

either be fed into other units, or used as a final output for decision/representation.

Generally, there are no rules for activation functions, other than that they must
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be differentiable for applying the backpropagation algorithm. These functions tend

to be monotonically increasing, with the most common types being linear, sigmoid

(f(z) = (1 + e−z)−1), or hyperbolic tangent (f(z) = ez−e−z

ez+e−z
). The backpropogation

algorithm is used to update the weights in the network based on some desired output

(via a cost-function) and example data. Given enough training data, the the system

will converge to a (potentially local) optimum solution.

A typical network topology is a feed-forward network: units are defined on layers,

where the output of a unit on each layer is fed to all of the inputs on the next

layer (with its own set of associated weights). Autoencoding neural networks [59] are

feedforward networks that enforce a final output layer to have the same dimensionality

as the input layer (figure 3.2). The cost function is the mean-squared error between

the input and output with possible factors for regularization and sparsity. In-between

the input and output layers exist(s) one or more hidden layer(s): the final hidden layer

ultimately produces desired representation constrained to some dimensionality and

range (as defined by the activation function used).

Autoencoding NNs have the benefits of allowing one total control of the periodicity

and dimensionality of a resulting representation, and optimizing this representation

to the statistical properties of the input data itself. This is not without trade-offs,

however. Currently, there are no clear guiding frameworks that dictate best practices

for network topology, how activation functions should be chosen, along with a variety

of other “twiddle” factors (e.g. for regularization and sparsity) that may be incorpo-

rated into cost functions. Further, representations may be compressed (lossy) with

little control over biasing how this compression occurs. In this regard, other tech-

niques like wavelets give the engineer freedom in how compression should be applied

downstream, if needed.
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Figure 3.2 : Autoencoding neural network topology

3.2 Feature Extractions

A number of approaches have been developed for extracting useful features from

speech audio, specifically, that may not necessarily involve actually reproducing the

original audio signal (speech or speaker recognition, for example). Two common

feature-types: Mel-Frequency Cepstral Coefficients (MFCCs) and Line Spectral Fre-

quencies (LSFs from Linear Predictive Coding) are described in brief. Speech audio

is sparse with harmonic properties. Voiced phonetic components in speech are repre-

sented as parallel layers of sweeps in a spectrogram (or the peaks of a periodogram at

each time slice). These sweeps are called formants. Both MFCCs and LSFs leverage

these properties.
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3.2.1 Mel-Frequency Cepstral Coefficients

Signal decompositions that use harmonic basis functions (e.g. Fourier and Cosine

transforms) generally imply that the more harmonic or periodic a signal is, the more

energy compact or sparse its representation will be. In the frequency domain, voiced

speech is represented by distinct peaks in the periodogram (or sweeps in the spectro-

gram) called formants. Further, the spacing between formants tends to become more

spread out as they increase in frequency. Because of this property, roughly taking a

second Fourier transform can yield very energy compact representations for speech

features. This technique is called Cepstral analysis [60]. Formally, the Cepstrum is

defined as:

c(t) =
'

'F−1
(

log(|F {f(t)}|2)
)
'

'

2
(3.3)

A related, but more compressed feature representation is the Mel-Frequency Cepstrum

[61], which has two modifications applied to equation 3.3:

1. The result of the initial Fourier transform is windowed using overlapped triangle

functions. The width of these functions map to the Mel scale, an empirically

derived perceptual scale based on the frequency-distance of perceived equally

spaced pitches: m = 2595log10(1 +
f
700

).

2. The inverse Fourier transform is replaced with a Discrete Cosine transform,

which further energy compacts the representation. The resulting values are the

Mel-Frequency Cepstral Coefficients (MFCCs).

While the Cepstrum and MFCCs provide good representations for performing cer-

tain speech recognition tasks, neither are well suited for generic sound-based sensory

substitutions even if intuiting speech is a goal. In particular, non-harmonic data

(e.g. unvoiced speech or miscellaneous environmental noises) are not well captured
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by these procedures, precisely because these procedures are designed to exaggerate

the representation of voiced phonetic (harmonic) components while minimizing the

representation of other information.

3.2.2 Line Spectral Frequencies (from Linear Predictive Coding)

Within certain durations (approximately 10-30 ms), speech signals tend to act as

a stationary process (called quasi-stationary) [51, 62]. This enables a signal to be

predicted by filtering previously observed samples in short segmented windows:

x̂ [n] =
p

!

k=1

αkx [n− k] (3.4)

or with an error signal:

x [n] =
p

!

k=1

αkx [n− k] + e [n] (3.5)

Coefficients are determined by optimizing over a cost function (the error term)

that is the difference between the original signal and it’s predicted output. The

coefficients and error signal (or a parameterization of this signal) are transmitted

over a channel for resynthesis by a decoder. The benefit of this approach is that the

speech signal can be represented by just a few filter coefficients in windowed durations.

Further, these coefficients can be converted a frequency-domain representation form

called Line Spectral Frequencies (LSFs) [63], which have nice tonotopic ordering. The

proximity of these frequency locations between one-another corresponds the peaks and

troughs of the periodogram. Unlike the MFCCs, LSFs can be used to reconstruct a

reasonably intelligible speech signal, even when applying a constant/fixed error signal

during synthesis. Unfortunately, this approach is very specifically designed for to take
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advantage of the quasi-stationary properties of speech, and so this method is not well

suited for extracting features in non-speech or noisy speech signals.

3.3 Summary

A variety of approaches for representing data (with an emphasis on speech audio

applications) have been described. These approaches give varying degrees of control

over the periodicity and dimensionality of the data, and typically come with a number

of other trade-offs. To summarize what has been presented:

1. The DCT forces a fixed time-frequency resolution and the use of cosine-basis

functions.

2. Wavelets enable multi-resolution analysis with large freedom of choice in basis

functions, but lack clear guidance on how to optimally tile the space and what

basis functions are best.

3. Autoencoding NNs optimize representations to a desired periodicity and dimen-

sionality. However, if dimensionality is reduced, there is little control over how

information is discarded.

4. MFCCs and LSFs provide excellent compressed features for speech audio, but

are not well suited for much audio other than speech.

At first glance, Autoencoding NNs may seem to be the best solution for converting

a signal from some periodicity and dimensionality to another periodicity and dimen-

sionality. Out of the box, however, they do not provide control over biasing what

information is kept when compression occurs (when the hidden layer is smaller that

the input/output layers). Decompositional approaches that utilize orthogonal basis
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functions, such as the DCT or DWT, have the nice property of yielding representa-

tions that do not throw away information. This enables a two stage approach: first

transform the signal to obtain a desired periodicity, and then apply a dimensionality

reduction (if needed) that accounts for how data should be kept.

All described methods were implemented in simulation (to varying degrees) to

test speech intelligibility. After encoding test audio containing speech, the process

was then inverted to reconstruct the original signal. The intelligibility results are

anecdotally described as follows:

1. DCT: The DCT provides reasonably intelligible results that are robust to rec-

tification, quantization, and dimensionality reduction. Chapter 4 describes a

biocodec called VESTVoice Beta that uses this approach. This biocodec applies

a DCT followed by a K-means cluster analysis of peak frequencies to combine

frequency bins into unequally spaced larger bands based on the statistics of the

source data (audio conveying speech).

2. Wavelets: A full wavelet packet transform has been implemented, but has only

been tested without the needed dimensionality reduction and quantization to

fit within modeled constraints. The resulting decoding is intelligible, but not

applicable.

3. Autoencoding NNs: Autoencoding NNs have a low-pass-filtering-like effect, but

were otherwise robust to rectification, quantization, and dimensionality reduc-

tion. This effect may in part be due to the nature of the cost function used,

which minimizes the mean squared error between the original and decoded sig-

nals during training.

4. LSFs: LSFs provide excellent speech intelligibility under a particular biocodec
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scheme (described in chapter 4). However, the scheme is only well suited for

speech with a single speaker. Further, the particular scheme tested is not hypo-

thetically robust to sensory receptor measurement noise (i.e. a misinterpreted

vibration at a given body site could translate to an entirely different sound).

5. Cepstral transform: the cepstral transform has been applied followed by a

trained dimensionality reduction (as opposed to the ad-hoc MFCC approach).

The cepstrum is robust to dimensionality reduction and to quantization, but

not to rectification. Both negative and positive values, particularly of “lower”

coefficients, impact decoded speech intelligibility greatly.

3.4 Methods of Mapping Information: A Case Study for Vi-

brotactile Stimulation

The final result of the bioencoder side of a biocodec is the analog physical repre-

sentation or stimulus that is driven by some quantized or coded data (which may

be numerical or categorical in nature). In the case of touch—coding with vibra-

tion, specifically—the simplest conceivable method (as is modeled in section 2.2) is

to assign each dimension of output to an individual and resolvable stimulus coded in

intensity. For example, if a DCT bioencoder is implemented, this means that each

sensory interface (i.e. vibrational motor) is assigned to a coefficient, and the inten-

sity of vibration might be mapped to the coefficient magnitude. Section 2.1 implies,

however, that this may not be the only way one can code information. To illustrate,

the following is an edited excerpt from a paper∗ by the author about an experiment

that compares different methods of encoding information using vibration [49].

∗The paper is currently in press at the time of writing.
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Apparatus Inspired by Tan et al. [64] and Jones [65], we have developed a wirelessly-

controlled array of vibrotactile motors for delivering arbitrary patterns (“tactons”) to

the skin (figure 2.3). The tactons can vary in space, time, and vibrational intensity

(frequency coupled with force). The array is controlled by an open-source microcon-

troller testbed, the Arduino Uno (16 MHz Atmel ATMega328 RISC processor; outputs

control the vibrational intensity of a motor through pulse-width-modulation). The

device is powered from a battery source and controlled wirelessly over the 802.15.4

protocol (with XBee modules from Digi). For the first experiment, our tacton array

consisted of 9 vibrational motors in a 3x3 grid. Specifically, we used cylindrical ec-

centric rotating mass (ERM) motors (model #307-100 from Precision Microdrives).

Cylindrical brushed vibrational motors have the benefits of being easy to control in

intensity, operating in standard voltage ranges (0-5 V), and have fine temporal haptic

characteristics (6 ms from off to a perceivable intensity, 19.3 ms from fully on to off

using active-breaking with H-bridges). We avoided “coin” or “pancake” vibration mo-

tors as their design limits their achievable temporal precision (typically 40 ms on/off

times) and amplitude of vibration. The distance between motors was 2.5 cm in the

horizontal and vertical directions by location of the motors’ eccentric rotating mass,

so the entire array was roughly 5 cm x 5 cm (slightly larger as the separation was

measured from the center of each mass, and the motors were elongated in the vertical

direction). The motors were pressed firmly against the skin by using an elastic back

brace.

Participants We tested 10 participants (2 female, 8 male). Seven of the partici-

pants had no prior experience with the device. Two of the participants had minimal

experience with the device, having taken the second experiment first, but over two
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months earlier. One participant (one of the authors) had moderate prior experience

with the device from developing the experiments. All participants were between the

ages of 18-45.

Method Participants wore the 3x3 tacton array on the mid-lower back connected

to a computer over the wireless link. Participants were then presented with an in-

struction screen that explained the task and provided a visual representation of the

stimulus set (similar to figure 3.3A) for each block of the experiment. During this

phase, participants could hover the computer’s mouse over each visual representation,

which would cause the program to transmit the corresponding stimulus to the vest.

This panel lasted for two minutes, after which the block of trials began. In each trial,

participants felt a random vibratory stimulus and were asked to identify which one

was given from a set of 8 (chance=12.5%). Unlike Summers et al. [45], stimuli were

presented in temporal isolation on each trial (not within a train of stimuli). Each

stimulus was presented 8 times per block at three different possible encoding peri-

ods: 45, 90, or 135 ms. Three separate test blocks presented the stimuli in different

manners (figure 3.3A).

1. Block 1: A single vibratory motor pulse presented at 1 of 8 intensity levels.

Intensity levels were determined as a function of frequency, ranging from ap-

proximately 70 Hz to 340 Hz. Due to the type of motor used, other effects like

force cannot be controlled for, but monotonically increases with the frequency

of vibration (as referenced from the motors datasheet). The coupling of fre-

quency and force has previously been shown to be effective [34] for increasing

discriminability. The step-size of the frequency divisions were determined using

a Weber fraction of 0.2-0.3 in line with previous literature [32–34].
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Figure 3.3 : (A) The alphabet of possible patterns used for each type of vibrotactile
encoding. (B) Pattern identification performances as a function of pattern duration
and encoding type. Bars indicate mean with standard error of the mean.

2. Block 2: Spatial tactons: a combination of motors was on for the entire encoding

period. Spatial configurations were determined to be as orthogonal as possible

under the constraints of using 3 motors at a fixed intensity (the maximum

possible at 340 Hz) and having a center of gravity in the middle of the array

(as is the case for Blocks 1 and 3).

3. Block 3: Spatiotemporal tactons: Neighboring motors were turned on and off in

sequence to produce vibratory “sweeps” across the skin. We designed a pattern

set in which adjacent motors were turned on and off in succession. The sweeps

were contained entirely within the encoding period (e.g., if the encoding period
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was 45 ms, each motor was activated in succession for 15 ms). If turned on, a

motor was set to the maximum intensity level, approximately 340 Hz.

As each of the three blocks had a total possible stimulus set size that was orders of

magnitude greater than the 8 stimuli applied for study, we formulated the applied sets

to be as equivalent (versus as optimal) as possible between each other. Specifically,

each stimulus set maintained a center of gravity on the middle of the array, used equal

presentation times, and used the same amount of motors (three, with the exception

of the first intensity-coded block as to avoid a bias in spatial layout).

Results Figure 3.3A shows identification performance as a function of the condi-

tion and the encoding period. A Friedman test indicates that encoding scheme has

a significant effect on performance χ2(2, 4) = 23.72, p << 0.01. A 2-way ANOVA

was ruled out after failing Levene’s test for equality of variances. Even with un-

trained subjects, identification performance is well above chance at encoding periods

as low as 45 ms. Second, as per our working hypothesis, spatiotemporal patterns

yield higher identification performance than either spatial patterns or single-motor

amplitude modulation. Performances of the single motor and spatial cases remain

fairly constant as a function of pattern length, and yet, as noted by [66], spatiotem-

poral performance improves with longer duration. We hypothesize that training can

improve identification performance of spatiotemporal patterns for shorter durations.

Observing participants’ confusions between stimuli averaged over all participants

and durations, we find that spatiotemporal patterns appear to exhibit the least vari-

ance in confusion compared to other methods of encoding (figure 3.4). For the single

motor case, participants tend to confuse patterns of neighboring intensity. Spatial

encodings have a more uniform confusion matrix. This coupled with poor overall
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Figure 3.4 : Confusion matrices for each type of encoding, averaged across all partic-
ipants and duration.

(but still above chance) performance (figure 3.3) is indicative of motor spacing being

shorter than the vibrotactile two-point discrimination threshold for the lower back

(covered in 2.2). It should also be reiterated that all three stimulus sets used were

primarily derived to be as equivalent as possible between one another, as opposed to

being optimal for within-set identification. For example, better spatial set identifica-

tion performance might be achieved by manipulating the patterns’ center of gravities.

This might provide an “unfair” advantage when attempting to compare performance

to the other sets, however. For spatiotemporal patterns, diagonal patterns presented

to the participant tended to get confused with horizontal patterns containing a diago-

nal pattern’s horizontal component. This did not occur for the reverse case, however,

when the presented stimulus was a horizontal sweep. Hence, we hypothesize that a

training period could be used to overcome this confusion.

Last, we calculated the information transfer (IT) [67–69] and hypothetical through-

put (as stimuli were presented in isolation) for each case as a metric for comparison

(figure 3.5A,B). Information Transfer can be thought of as a measure of the number of

possible bits that can be sent in a transmission taking the amount confusion between

stimuli (encoded bits) into account. A Friedman test indicates that encoding scheme
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has a significant effect on both IT and throughput χ2(2, 4) = 33.69, p << 0.01. A

2-way ANOVA was ruled out after failing Levene’s test for demonstrating equality of

variances. The formula used to calculate IT can yield biased estimates, however, so

a suggested corrective factor is given according to Miller (1953). This measurement

according to Miller (1953) tends to overcorrect unless n > 5k2, where n is the total

number of trials devoted to an alphabet and k is the alphabet size in this case. As

our experiment does not satisfy this condition (n = 64, 5k2 = 320), we (1) performed

an analysis of IT pooled over all subjects (figure 3.5B), and (2) provide the IT and

throughput with and without the corrective factor (figure 3.6A,B). The true IT is

expected to lay between these 3 values (pooled IT, IT without a correction, and IT

with a correction). If we divide the information transfer by the length of the encoding

period, we can obtain a hypothetical asymptotic estimate of throughput in bits-per-

second (figure 3.5B). To derive a concrete throughput estimate, identification testing

of stimuli in sequences of stimuli needs to be performed while varying inter-stimulus

intervals (ISI). The hypothetical estimates in figure 3.5B assume stimulus identifica-

tion is possible at ISI = 0. Further, if one wishes to find an achievable throughput,

one should also maximize training and the stimulus set size. We provide these esti-

mates to point out that a trade-off exists between encoding period and throughput.

It should be noted that the IT calculation takes into account not only the proportion

of stimuli calculated correctly, but also the error patterns for each of the stimuli. As

such, the results from figure 3.3B do not directly translate to those in figure 3.5A,B

but both indicate that spatiotemporal sweeps are the best encoding method.

Spatiotemporal patterns yield the best IT, but at the slowest encoding period

(figure 3.5). The highest IT values are, in general, expected at the slowest presentation

speed as (1) its calculation is independent of time and (2) slower presentations are
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Figure 3.5 : (A) Pooled IT and (B) pooled hypothetical throughput (as stimuli were
presented in isolation) for each encoding method and presentation duration. Bars
indicate mean with standard error of the mean.

generally easier to identify. At the fastest (45 ms) encoding period, the single motor

case wins by a non-significant amount.. In all other results, however, spatiotemporal

patterns appear to yield the best performance (figure 3.3B, figure 3.4, figure 3.5A,

figure 3.6). The discrepancy from the single motor case could possibly be due to lack of

training: the best performing participant (who had some prior experience wearing the

vest) had an IT between 1.10 and 1.65 bits for the 45 ms spatiotemporal condition,

but only an IT between 0.54 and 1.09 bits in the 45 ms single motor condition.

Paying attention to the actual IT values, the single motor case is slightly less than

1 bit, indicating that only the least and most intense patterns can be discriminated

between. Therefore this set might as well be collapsed to just these two patterns.
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Figure 3.6 : (A) IT for each encoding method and presentation speed. Boxes indicate
calculated value without (top of box) and with (bottom of box) corrective value. Error
bars indicate S.E.M (centered on box top/bottom edges). (B) Achievable bits-per-
second is defined as IT / pattern duration. Boxes indicate calculated value without
(top of box) and with (bottom of box) corrective value. Error bars indicate S.E.M
(centered on box top/bottom edges).

Spatial patterns have an IT that is well below 1 bit, which means that identification

errors would abound even if the set were reduced to just two patterns—a telling sign

that the motors have been spaced well under the 2-point discrimination threshold for

that region of skin. Single motor and spatial pattern IT are not affected by pattern

duration (single motor: χ2(2, 4) = 33.69, p << 0.01 spatial: χ2(2, 4) = 33.69, p <<

0.15, such that duration longer than some threshold (¡ 45 ms) is longer than necessary

(or suboptimal) for transmitting information (figure 3.5B). In general, the range of IT

values (between 1-2 bits) is similar to what has previously been found in the literature

for tactile stimulation at a single body site [67, 70, 71].

Counter to this, we observe that spatiotemporal patterns do exhibit a relationship

with presentation duration. These patterns become less salient at shorter durations
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(to the point where coding information using intensity is more effective). The rela-

tionship is also somewhat proportional, which would imply that an achievable IT rate

might be fixed as a function of duration. Training experience with spatiotemporal

patterns at shorter intervals might reverse this trend.

Collapsing results across pattern duration yields IT estimates of 0.15, 0.60, and

0.69 bits for spatial, single motor, and spatiotemporal patterns, respectively. Spa-

tiotemporal patterns yield better identification performance overall, with the singular

exception of the 45 ms single motor case. Last, the alphabet-size of spatiotemporal

patterns is much more scalable than the single motor case, which is fundamentally

limited by the Weber fraction and the range of intensities to which the skin’s receptors

are sensitive.

While it immediately appears that spatiotemporal patterns have the greatest po-

tential for encoding information to the skin, there is one subtle point of contention

between the spatiotemporal and spatial encodings. Are the spatiotemporal patterns

truly being integrated over to form a single perception? Or could our spatiotempo-

ral patterns in effect be cheating—providing three distinct spatial encoding frames.

Further, such spatiotemporal frames have different centers of gravities as opposed to

the spatial encodings, which all have a fixed center of gravity. The spatiotemporal

patterns do maintain an average fixed center of gravity that is equal to the spatial

encodings, however. A future study is required to disentangle this issue: an optimal

spatial set—as opposed to the spatial set in this study that is designed to be as equiv-

alent as possible to the single motor and spatiotemporal sets—should be constructed

and tested against this study’s spatiotemporal set or an optimal spatiotemporal set.

In addition, these sets should be presented at a frame rate for which the spatiotem-

poral frames fuse into a single percept, i.e., the individual frames are not apparent
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as distinct spatial patterns. This would require a different type of tactile interface

(such as a piezoelectrics or voice-coil actuators) to be used instead of the eccentric

rotating mass (ERM) motors used in this study, which have approximately 10-20 ms

resolution. Regardless, the total spatial pattern set space is a subset of the total spa-

tiotemporal pattern set space. This at least implies that spatiotemporal encodings

have a greater IT potential.

With these considerations taken together, we conclude that the most effective way

to encode information for the skin between the methods tested is to use spatiotemporal

patterns. This supports Tan’s aforementioned insight that it is best to use as many

dimensions as possible [68,69]. It follows that (1) combining amplitude and frequency-

modulated characteristics, (2) varying center of gravity, and (3) modulating tactile

interface on/off timing to induce spatiotemporal sweeps that are not constant in speed

should all contribute to an optimal class of vibrotactile codes.
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Chapter 4

The VEST

The framework devised in chapter 2 and the idea of biocodecs defined in chapter 3

culminate in the formulation of a fully-realized sensory augmentation device. The

device is called the Versatile Extra-Sensory Transducer (VEST), which also reflects

that it is a wearable designed to be worn on the user’s torso (and underneath their

other clothing). For the core work of this thesis, the VEST specifically implements

a sound-to-touch sensory substitution. This is enabled by a biocodec—VESTVoice

Beta (VVB)—which uses a Discrete Cosine Transform (DCT) approach. As part

of this thesis, pilot results for a word identification experiment involving both deaf

participants and hearing controls are provided. An earlier biocodec, VESTVoice

Alpha (VVA), which relies on linear predictive coding, has also been implemented

and tested on a precursory non-real-time prototype of the VEST.

4.1 Hardware Design

The VEST leverages the use of a user’s smartphone or tablet (an Android-based

device in this case). The smartphone receives information (i.e. sound from the envi-

ronment through it’s microphone) and performs the bulk of bioencoder computation.

The phone or tablet produces frames of data that dictate how sensory interfaces—

vibrational eccentric rotating mass motors (ERMs) in this case—should be controlled.

The produced data frames are transmitted over Bluetooth to a set of microcontrollers
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that are embedded on a wearable vest, which is designed to be worn underneath the

user’s clothing (figure 4.2). The vest also contains the array of ERMs, which are dis-

tributed across the torso in a way that vibrotactile 2-point discrimination is obeyed

(6 cm, according to section 2.2, figure 2.3).

Figure 4.1 : Overview of the Versatile Extra-Sensory Transducer (VEST) sensory
substitution/augmentation prototype. The VEST has been designed for performing
a full sound-to-touch sensory substitution, but is capable of performing other sub-
stitutions and augmentations. The prototype captures sound from the environment
using a smartphone. The smartphone implements the digital-side biocodec. The
biocodec produces control frames for the sensory interfaces (small vibration Eccen-
tric Rotating Mass / ERM motors). The frames are transmitted over a Bluetooth
link to a set of microcontrollers that control the array of ERMs.

Figure 4.2 : The VEST is comprised of a triathlon vest on which an array of ERMs are
embedded along with a set of microcontrollers and batteries. The device is designed
to be worn underneath the user’s clothing.
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The precise hardware breakdown is as follows:

1. Smartphone/tablet: Software was developed for Android devices. To achieve

low-latency audio processing, the only requirement is that the device runs An-

droid 4.4 (“KitKat”) or later.

2. Sensory interfaces: The VEST uses eccentric rotating mass (ERM) motors

model #307-100 from Precision Microdrives). These were specifically chosen

for their moderately fine haptic characteristics (10-40 ms acuity) and inexpen-

siveness. The prototype uses 26 ERMs.

3. The vest: A triathlon full-zip vest by Craft (http://craftsports.us). This was

specifically chosen for its tight-fit (to ensure ERMs would be flush against body)

and rear-pockets, which are ideal for storing the microcontrollers and batteries

(figure 4.2).

4. Microcontrollers: 2 Arduino Mega 2560 microcontrollers are used, which utilize

ATMEGA 2560 microprocessor. ERMs were driven by pulse-width-modulation

(PWM) control. Varying the duty cycle of the PWM signal creates an average

voltage level across the ERMs. Each Mega supports up 15 PWM outputs,

so the VEST is capable of controlling up to 30 ERMs. The microcontrollers

communicate with each other over the I2C protocol.

5. ERM power management: Each microcontroller has a custom shield that im-

plements power-management for the ERMs. The ERMs can each pull as much

as 250 mA, which is more than the PWM output on each Mega is able to sup-

ply. To overcome this, an external power source is used (a lithium ion battery)

that is capable of supplying the needed current. The voltage from the battery is
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first passed through a DC / DC step-down converter (BP5234A33-ND by Rohm

Semiconductor) that converts the voltage to 3.5 V (suitable for the ERMs), and

is capable of supporting a high current draw. The output of the converter is

then tied to the sources of a collection of N-Channel MOSFETs, which are then

each gated by a corresponding PWM output of the Mega 2560s.

6. Microcontroller Bluetooth interface: For one of the Mega 2560s, an Arduino

compatible XBee form factor shield is used in conjunction with a BluetoothBee

by SeeedStudio. When paired with another device, it acts as a transparent

serial protocol link.

Figure 4.3 : Flow of information through the VEST.

The general chain of processing is as follows (corresponding to figure 4.3):

1. Sound from the environment is sampled by the Android device at the native

sampling resolution of 44.1 kHz. This is necessary for low-latency processing

on Android. The Android operating system generates lower sample rates by

sending natively sampled data through an additional downsampling pipeline.

This induces a significant and perceptually noticeable latency.

2. On the Android device, sampled audio is windowed and then passed to a

biocodec algorithm (section 4.2). VESTVoice Beta (described in section 4.2
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is developed around conversion modeled in equation 2.6: each window produces

an integer array of dimensionality 26 (the number of ERMs), in which the value

of each index corresponds to how intensely an ERM should be set. This value

is quantized to 3 bits or 8 possible levels ranging from 0 (off) to 7 (maximum

intensity).

3. To reduce Bluetooth transmission latency, the Android device uses bit manip-

ulation to compress the integer array into a smaller byte array via a protocol

developed by the author.

4. The Android device transmits the byte array over Bluetooth to one of the Mega

2560s (called “the master”). After receiving a set of bytes corresponding to

the integer array, the master Mega 2560 rebuilds the integer array using bit

manipulation based on the protocol.

5. The master Mega 2560 composes a second integer array of quantized ERM

intensities that correspond to ERMs assigned to the 2nd (“slave”) Mega 2560.

The master then transmits this array to the slave over a wired link using the

I2C protocol.

6. Each Mega 2560 loops over their respective integer arrays and sets each ERM’s

intensity by a mapped PWM duty cycle value on 0-255 (M(0) = 0, and M(7)

= 255). This mapping is generated using the Weber fraction determined in

section 2.2.

7. The ERMs remain set at their assigned intensity level until the Mega 2560s

receive and process a new frame from the Android device.



58

4.2 Software Design (Biocodecs)

Two biocodecs have ultimately been implemented and tested with participants for the

VEST. These are VESTVoice Alpha (VVA), which is LPC-based, and VESTVoice

Beta (VVB), which is DCT-based.

4.2.1 VESTVoice Alpha: LPC-based Biocodec

VESTVoice Alpha (VVA) is the first biocodec to have been developed and tested. It

is presented as an example of a poor biocodec implementation, and was was used on

an early non-realtime version of the VEST. VVA was run offline on audio files. For

a given file, the resulting converted frames were then played back from a computer

attached to the VEST over a wired serial line. VVA implements a modified version of

CODEC 2 (the 1200 bit-per-second mode), an open-source speech codec that leverages

LPC [52]. As mentioned in section 3.2, LPC codecs encode some combination of line

spectral frequency (LSF) and residual error signal data. In the case of CODEC 2, the

encoder generally works by windowing incoming audio (sampled at 8 kHz/16 bit in

this case), estimating the LSFs, estimating the voicing decision (roughly whether the

sound is more consonant or vowel-like), estimating the pitch (if the signal is deemed

“voiced”), and estimating the energy. Corresponding to equation 3.5, the error signal

is parametrized by the voicing, pitch estimation if voiced, and the energy. Rather

than synthesize the signal in the time-domain (via FIR filtering), CODEC 2 performs

a frequency-domain synthesis with these parameters.

The 1200 bps mode of CODEC 2 specifically encodes as follows:

1. Audio data is analyzed in a 40 ms window.

2. This data is further broken down into 4, 10 ms frames.
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3. The first frame estimates a voicing bit.

4. The second frame estimates a voicing bit, pitch, and energy. Pitch and energy

are jointly vector quantized (VQed) to an 8 bit code.

5. The third frame estimates a voicing bit.

6. The fourth frame estimates a voicing bit, the jointly-VQed pitch and energy

estimates, and a 27 bit VQ code representing the LSFs, plus an unused bit.

7. This totals 48 bits used to encode 40 ms of audio, for 1200 bps.

Figure 4.4 : The chain of processing for VESTVoice Alpha, a linear predict coding-
based biocodec. Vibration motor activation is determined by an array of bits that
encode a vector-quantized (VQ) value representing a line spectral frequency (LSF)
configuration. Activated motors are all assigned the same amplitude, which is based
on an energy measurement for the frame of analyzed audio.

VVA modifies the 1200 bps mode of CODEC 2 as follows (figure 4.4):

1. Audio data is analyzed in a 20 ms window.

2. Within this window, LSFs are estimated and VQed to 27 bits and energy is

estimated and quantized to 3 bits.

3. Voicing and pitch estimates are discarded.
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4. This totals 30 bits used to encode 20 ms of audio, for 1500 bps.

5. To test whether enough information is captured to relay speech, the decoding is

performed by fixing the voicing to voiced-mode and choosing a constant pitch.

6. For each 20 ms frame, the 27 bits of VQed LSFs are mapped to 27 sensory

interfaces (ERMs on the VEST). A value of 1 causes an ERM to be activated

and a value of 0 turns it off. The 3 bits of energy are mapped to one of 8

possible ERM vibrational intensity levels. This level is assigned too all ERMs

that have a value of 1 (i.e. all “on” ERMs vibrate at the same intensity level).

A keen observer should note that VVA has a number of features working against

it, particularly in how it physically maps information to the skin. First, the LSFs

are VQed, such that different LSF patterns are mapped to a codebook. The dis-

tance between two values in the codebook do not relate to the distance between two

corresponding LSF configurations. This means that similar patterns of stimulation

felt on the skin do not correspond to similar sounds, which may not be conducive to

learning the underlying “meaning” of the patterns. This is further exacerbated by

mapping the patterns of bits representing a code word to each motor, as opposed to

mapping each code word to a motor. An error in the form of perceiving a motor off

when it should be on, or vice-versa, could imply a significantly different decoding.

Thus, this implementation is not robust to possible measurement noise by sensory

receptors. Last there is a possible conflation between the actual and perceived energy

level, because the number of activated ERMs varies from frame to frame. Nonethe-

less, VVA provides some compelling results from experimental work that are detailed

in chapter 5.
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4.2.2 VESTVoice Beta: DCT-based Biocodec

Figure 4.5 : The chain of processing for VESTVoice Beta, a DCT-based biocodec.
Vibration motor intensity on each analyzed frame of data is assigned a quantized
value representing the energy present for a given frequency band. Frequency bands
represent a collection of frequency bins from the DCT. Bins are collapsed into larger
unequally sized bands determined by an offline K-Means clustering procedure.

VESTVoice Beta (VVB) applies the two-stage approach briefly discussed in sec-

tion 3.3. First, incoming sampled audio is windowed and a DCT is performed as a

means of increasing the representation periodicity while also increasing the represen-

tation dimensionality. Assuming each dimension (coefficient value) is mapped to an

individual ERM’s intensity, this provides a dimensionality that is too high for a real-

istic number of ERMs. A dimensionality reduction is then used to collapse frequency

bins into larger frequency bands. To accomplish this, a K-Mean analysis is performed

offline as follows:

1. Several hours of audio recordings involving conversational English are used.

2. Audio data is framed, and a DCT is performed on each frame.
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3. Within each DCT frame, the bin indices containing the N highest energies are

appended to an array. Roughly, these represent formant frequencies. N is

reasonably set to 6 or 7.

4. After amassing a collection of (approximate) formant frequency data points, a

1-Dimension K-Means Analysis is performed. Because K-Means analysis allows

one to control the number of clusters, this number, K, is set to the number of

ERMs to be used on the VEST. This produces a set of K centroids (frequency

locations). An example set of centroids is show in figure 4.6.

5. Frequency bins are assigned to each these centroids. The assignment for each

bin is performed by choosing the centroid that minimizes the distance between

the centroid’s frequency and the center-frequency of the bin.

6. For each band, either the average value across bins or the bin with the largest

energy can be assigned to the band’s value.

Figure 4.6 : An example set of frequency centroids produced by a K Means pro-
cedure. Training data consists of a set of peak frequencies found in framed spoken
English audio recordings. This example uses 8 kHz sampled audio with the number
of centroids set to 27.

VVB specifically works as follows (following figure 4.5):

1. Audio is sampled at 16 bits 44.1 kHz (for latency reasons).

2. Data is framed every 256 samples (roughly 5 ms— for latency reasons).
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3. A 256-point DCT is applied, which yields 256 frequency bins.

4. Frequency bins outside of approximately 150 Hz to 6 kHz are discarded.

5. The remaining frequency bins are grouped to 26 bands based on a K-Means

cluster analysis.

6. Each band is assigned a value equal to the mean of the coefficients for that

group.

7. Every 4-frames are averaged together to produce a 20 ms frame: Y (0.02n) ∈

R26.

8. The energy for each band is calculated.

9. Optionally, a sparsity constraint may be imposed where either bands with en-

ergy below a certain threshold are cut to 0, or only the N bands with the highest

energy levels are kept.

10. These values are then quantized and coded to 3 bit values. This is accomplished

by taking the histogram of values and dividing it into equal-area regions.

11. Each 3 bit value is then monotonically mapped to a vibrational intensities for

each ERM on the VEST.

The choice to sample at 44.1 kHz and use 256-point DCTs has been made for

latency reasons relating to real-time audio processing for Android.
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Chapter 5

Sound-to-Touch Experiments with the VEST

To determine if people can learn to decode patterns of vibration on the VEST as

sound, a simple word identification experiment has been developed and piloted.

Biocodecs VESTVoice Alpha (VVA) and VESTVoice Beta (VVB) have both been

tested under slightly different conditions.

5.1 Word Identification Experiment: VESTVoice Alpha

Despite a number of design issues in VVA (section 4.2, some experimentation was

performed using the biocodec before such issues were pointed out. To recap, VVA

has two principle design issues:

1. Mapping a binary representation of dictionary-coded LSF configurations. VVA

represents a configuration of LSFs as a numerical value. Each binary digit

making up the number is then assigned to a motor. Thus, misinterpreting a

single bit can represent an entirely different LSF-configuration.

2. For a given frame of data, all ERMs that are on are assigned the same global

vibration intensity level. Yet, the number of ERMs on in any given frame

may vary greatly. This could conflate the overall perceived intensity with the

intensity-value that’s meant to be represented.

3. VVA relies on LPC (discussed in section 3.2, which is primarily useful for en-

coding speech from a single speaker in a low-noise environment.
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5.1.1 Apparatus

The VEST used for testing VVA differs slightly from the most recent prototype

described in section 4.1. Rather than the biocodec being implemented on a mobile

device in a real-time processing manner, the bioencoding—up to, but not including

the physical encoding—is performed offline on prerecorded audio. Resulting control

frames are then transmitted from a computer attached to the VEST over a wired

serial link (USB). Thus, for playback, an artificial delay (taking transmission latency

into account) is implemented during playback. The experiment interface through

which participants interact is also run from a computer over USB. The wearable

manifestation of the VEST in this experiment uses 27 motors distributed in a random

and fairly uniform across the entire torso (including upper chest) on tightly worn

triathlon vest.

5.1.2 Participants

The participants consisted of two normal-hearing adults (one of whom is the author).

Both were between the ages of 18-30.

5.1.3 Method

Two sets of 48 single-syllable phonetically balanced words taken from Phonetically

Balanced Kindergarten (PBK) word-lists [72,73] (commonly used in audiological test-

ing) were converted to patterns of vibration using VVA. Let one set be called the

”Training Set,” and one set is called the ”Test Set.” Word audio was generated from

a text-to-speech engine. The audio recordings from each set were then converted to

bioencoded data frames offline using VVA.

The experiment was broken up into blocks of trials consisting of a word identifi-
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cation task. A block of the word identification task consisted of 600 trials. On each

trial, a random word from the word set was presented on the Vest (20 ms/frame).

After this stimulus, participants were shown 4 words on the computer screen, and

chose the one thought to represent the vibrotactile stimulus (figure 5.1). If a correct

choice was made, the selection turned a green color followed by a several second pause

before moving to the next trial. If an incorrect choice was made, the selection turned

a red color while the correct answer turned a green color followed by a several second

pause before moving to the next trial.

Figure 5.1 : Screenshot of the user interface in the pilot study. On each trial, com-
pressed audio of a word was played on the vest using vibration. The participant was
then asked to identify the ’felt’ word from four possible choices. Participants received
feedback on each trial.

Wearing the VEST (underneath the clothing so motors were directly against the

skin), two participants ran a block of trials on the word identification task on the

Training Set once a day. Consecutive days were sometimes skipped to work around a

participant’s schedule. The training set was used until a participant was able to reach

a proficiency of >75% correct. After crossing this threshold, a participant then ran a

block of the task using the Test Set the following day. Throughout the experiment,

participants wore headphones playing white noise to block out any clues from the
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sound of the vibratory motors.

5.1.4 Results

Participants clearly exhibit the ability to learn to identify spoken word audio mapped

to tactile stimulation (figure 5.2). On the first day using the Training Set, participants

overall performance is at or near chance (figure 5.2A). Participant 1 (the author) took

10 days to reach better than 75% performance at identifying words. Participant 2

took 12 days to reach this point. When the Training Set is switched to the Test set

the following day, both participants are able to identify new words above chance.

The overall performance across all trials does not directly demonstrate that par-

ticipants have somehow subconsciously learned to interpret the underlying meaning

of individual components. Over the course of training, it is possible that participants

became better at (1) paying attention or discerning differences in vibratory stimuli,

and (2) became more adept a memorizing/learning new words more quickly. To de-

couple this effect, participants performance at identifying novel stimuli for the first

time was observed (figure 5.2B). Because each word set has 48 words, the data points

on figure 5.2B corresponding to performance across 48 trials. Here, it is observed

that participants are completely at chance on the first training day. On the test

day, participants are somehow able to identify new words from patterns of stimuli

that they have never before encountered. The results do not pass for statistical sig-

nificance when comparing pre-training with post-training performances as only two

participants piloted VVA.
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Figure 5.2 : Evidence of learning and transfer. (A) After becoming proficient ( >75%
correct identification) on the training set, participants performed the same task on a
test set of never-before-encountered vibrational words. Performance on the test set
was well above chance. (B) Identification performance the first time a participant
was presented with each novel word.

5.1.5 Discussion

The Test Set uses a set of words that the participant has never before encountered.

This is different than machine learning where testing implies one is trying to iden-
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tify an input’s class from set of previously trained (known) classes. The ability of

participants to identify completely new words above chance underscores the brain’s

impressive computational capabilities in this context.

Given VVA’s issues in physically mapping information to the skin, how is it possi-

ble that, after training, participants can identify completely new words? First, while a

misinterpreted bit can mean a very different LSF configuration (and therefore sound)

for a given frame of data, each word is also made up of a number of frames of output

from VVA. Further, users are not directly attending to individual bits/motors when

they feel patterns associated with words. They attend to the overall experience of

multiple frames of parallel stimuli, which are then being associated with a word. As

long as this experience is relatively consistent, despite errors in identifying individual

bits/motors, participants should be able to memorize the association between a word

and it’s corresponding pattern of vibration. Thus, the patterns of stimuli may act

more as a very large dictionary code. In a sense, this could be considered similar to

Chinese characters or Japanese kanji where a symbol directly corresponds to a word,

as opposed to an English-like alphabet where constituent components are used to

construct a word. This explanation only accounts for why participants can memorize

words, however. It does not account for why participants are able to identify new

ones that they have never before encountered.

First, it is still a possibility—despite VVA’s naive physical encoding that is not

robust to measurement noise—that participants can still learn the underlying auditory

meaning of encoded frames. Second, the encoding from the energy parameter, which

is mapped to the motors’ intensity levels, may actually be a robust cue (such that

the issue raised of different numbers of motors being active from frame to frame is

not a problem). The energy parameter roughly follows the envelope of the signal
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in 20 ms windows. This may be good enough for identifying the difference between

short hard consonants (such as /t/ or /k/ noises) and longer voiced vowels (e.g. /a/).

Further, duration of the encoding may also be used as a cue (e.g. comparing the

spoken word “it” versus the spoken word “food”). For each trial of the experiment,

words are pulled completely at random from a uniform distribution. The duration

and number of consonants/vowels is as consistent as possible from within each trial

is not accounted.

Thus, coupled with VVA being LPC-based (designed for a single speaker in a

low background noise environment) VVA may not be able to reliably provide a full

perception of sound through somatosensation. However, as underscored by the results

in figure 5.2, VVA could still be useful as a real-time language-coding system that

provides additional cues such as spoken word duration and envelope/amplitude.

5.2 Word Identification Experiment: VESTVoice Beta

VVB is designed to account for the issues of VVA. First, VVB uses a transform ap-

proach that is agnostic of the data-source (as opposed to LPC, which is designed with

speech data in mind). Thus, it is able to handle all audio, although compression (via

dimensionality reduction), biases information for speech. Second, the physical bioen-

coding is a mirrored mapping of frequency band energies, which is much more resilient

to to measurement noise by sensory receptors. Unlike VVB, where a mis-identified

bit (motor) can mean an entirely different representation of sound, misinterpreting a

motor intensity in VVA results in signal that is still similar to the true value.
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5.2.1 Apparatus

Here VVB is implemented on the apparatus described by section 4.1, with the ex-

ception that ERMs are embedded on stretchable backbrace (Mueller model #4581)

as opposed to a triathlon vest. The motors are physically laid out in a single-strip

with at least 4.5 cm of spacing (above the 50% threshold for the vibrotactile 2-point

experiment run in section 2.2) apart. The particular implementation of VVB for the

experiment is parameterized to 24 frequency bands (motors) with a tonotopic physi-

cal lay-out from low to high frequency. Instead of offline processing being performed

on a computer over a wired serial link, VVB is implemented on a mobile device (An-

droid tablet). The device can either process audio from its microphone in real-time

or recorded audio and play it back as if it were real time. The device transmits data

frames of the physical encoding via Bluetooth.

5.2.2 Participants

Three deaf participants (between the ages of 30-60) and four hearing controls ran

the experiment. One of the deaf participants was a hearing-aid user who primarily

communicated through spoken English and lip reading. The other two participants

were non-vocal, primarily communicating with American Sign Language (ASL). The

four hearing controls were between the ages of 18-35.

5.2.3 Method

Two sets of 50 single-syllable phonetically balanced words taken from Phonetically

Balanced Kindergarten (PBK) word-lists [72,73] (commonly used in audiological test-

ing) were converted to patterns of vibration using VVB. Let one set be called the

”Training Set,” and one set is called the ”Test Set.” Word audio was generated by
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recording two native English speakers. For each speaker, a word was recorded 3 times.

Thus, each word set contained 300 stimuli.

Like the experiment testing VVA (section 5.1), the experiment was broken up

into blocks of trials consisting of a word identification task. Unlike the experiment

with VVA, a block of the word identification task consisted of 300 trials. On each

trial, a random word audio sample from the word set was presented on the Vest

(approximately 20 ms/frame). After this stimulus, participants were shown 4 words

on the computer screen, and chose the one thought to represent the vibrotactile

stimulus (similar to figure 5.1). Also unlike the the experiment with VVA, a small

button was provided that let participants feel the stimulus as many times as desired.

If a correct choice was made, the selection turned a green color and a replay of the

trial stimulus was presented before moving to the next trial. If an incorrect choice

was made, the selection turned a red color while the correct answer turned a green

color and a replay of the trial stimulus was presented before moving to the next trial.

Participants ran a block of the Training Set each day for a fixed number of days (11

for hearing participants, 12 for deaf participants), as opposed to the 75% performance

threshold used for VVA. After the last training day, another block was with the Test

Set on the following day (12 sessions total for hearing participants, 13 for the deaf

participants). This modification was made to control for the amount of training each

participant received when comparing population performances. Consecutive days

were sometimes skipped to work around a participant’s schedule. Hearing participants

wore headphones playing white noise so that sounds made by the motors on the VEST

could not be used as a cue.
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5.2.4 Results

All participants from each group were were able to learn to associate words with

patterns of vibration stimulation. Six of the seven participants were also to per-

form above chance at identifying words with the Test Set after training (figure 5.3A).

Overall performance after training ranged from approximately 35% to 65%. While

markedly less than the performances obtained for VVA (figure 5.2), the VVA exper-

iment used only one audio sample per word whereas the VVB experiment used six

audio samples per word. Words aside, this performance indicates that people were

able to memorize a vocabulary of between 100 to 200 unique audio samples within a

12-day period. Similar to memorizing a language vocabulary, it is likely the case that

individuals can memorize many more tactile patterns given enough time and training.

To decouple the effects of learning to generally interpret the patterns versus get-

ting better at memorizing words faster or attending better, participant performance

upon the first time encountering a novel word was also examined (figure 5.3B). Here,

five of the seven participants were also able to identify new words for the first time

encountered above chance after the training period (figure 5.3B). The other two par-

ticipants (one from each group) did not perform well at the task, and each exhibited

little improvement over the training days. One possible reason is that each of these

participants did not perform a majority of training on consecutive days.

When comparing pre-training with post-training performance over the hearing,

deaf, and combined hearing and deaf populations, statistical significance is not achieved.

5.2.5 Discussion

The experiment used to test for evidence of learning and transfer of knowledge with

VVB is more challenging than the experiment used to test VVA (section 5.1). First,
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Figure 5.3 : Evidence of learning and transfer. (A) After 11 days of 300 trials/day on
the training set, participants performed the same task on a test set of never-before-
encountered vibrational words. Performance on the test set was well above chance.
(B) Identification performance the first time a participant was presented with each
novel word.

the physical encoding used by VVB is more difficult to discern than VVA, because

VVB allows for each individual motor to have its own intensity level (as opposed to

VVA where the same global intensity level is assigned to all active motors). This

is also exacerbated by the experiment applying a form-factor with motors spaced

closer together. Further, the experimental design used for VVB cuts the number of

training trials in half (to aid with participant compliance), and greatly expands the

size of the stimulus set used. Here, six real audio recordings from two speakers were

used per word. The experiment with VVA used one audio recording per word from a
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text-to-speech engine (as such, there was also no background noise of any sort in the

recordings). Despite these adversities, the results appear to be fairly robust, although

not enough participants have been tested to demonstrate a statistical significance. An

argument can be made that individual results are more important than the population

in this case: there are people who are able to—with training—associate vibration-

encoded patterns with sounds, and to some extent generalize the underlying meaning

of the patterns to recognize new sounds.
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Chapter 6

Discussions and Looking Ahead

6.1 Summary

This thesis has presented a simplistic but functional framework for developing robust

non-invasive sensory augmentation devices. The first stage of the framework is to

model the sensory augmentation system as (1) a target sensory modality consisting

of a number of receptors to be used for transmitting information to the brain, (2) a

sensory interface (or collection of interfaces) capable of stimulating the receptors of

the target sensory modality in a controllable manner, and (3) a data source to get to

the brain.

The assumption is then made that both receptors and interfaces act in linear-

time-invariant-like manner under certain conditions. The goal is then to determine

these conditions and treat the receptors of the target modality and sensory interfaces

together as a set of samplers acting in parallel, which have some temporal acuity

(sample rate) and can quantize for some set of values. These values may either man-

ifest as a range of monotonically related singular intensity values (such as vibration

intensity for touch or brightness for vision), or more abstract dynamic spatiotemporal

patterns (e.g. “sweeps”).

The second stage is to estimate an available sample rate, the number of channels

available, and the available set of values that can be coded. This can be performed

by gathering empirical data concerning the operating characteristics of the sensory
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interfaces and receptors of the target modality.

The last stage is then to find a functional representation of the source data that can

be appropriately sampled while keeping enough information to enable some desired

goal. This leads to a new class of codec, the biocodec, that is designed to encode

information in a way that achieves the required representation. A limited set of

possible approaches to biocodec development with a focus on encoding sound are

described.

As a motivating example, a full sound-to-touch sensory substitution system ca-

pable of relaying speech information has been developed using this framework. The

device is called the Versatile Extra-Sensory Transducer (VEST). Sound is sampled at

at least 8 kHz and quantized to at least 8 bits. A biocodec, VESTVoice Beta, then

converts this information to a representation that varies every 20 ms (50 Hz) and

is a 26-dimensional time-varying signal that encodes each dimension of output as a

3-bit quantized vibrational intensity. Such a representation is suitable for vibration

motors to transmit this information to sensory receptors in the skin, and for sensory

receptors in the skin to capture all of this information.

To determine the framework’s efficacy, two biocodecs have been created and tested:

VESTVoice Alpha and VESTVoice Beta. A word identification experiment is per-

formed to determine if people can learn to interpret sound conveying speech infor-

mation coded as vibration using the VEST. Participants spend several days learning

to memorize the association between patterns of vibration (encoding spoken word

audio) with the words they represent. After this period, participants are given a set

of words that they have never before encountered to determine if participants can

identify these novel words better than guessing. This happens to be the case, which

provides direct evidence for the framework’s efficacy.
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6.2 Extensions

While the framework presented in this thesis is excitingly functional, it is also more

than likely the case that it is highly suboptimal due to its naive assumptions and “off-

the-shelf” approach. In no particular order, a number of modifications and extensions

are proposed for those who may be impassioned to take this work to the next level:

A sensory interface is controlled by some input signal (e.g. a voltage level in

the case of eccentric rotating mass vibration motors). A sensory receptor tends to

encode information by firing rate (with a few receptors like rods and cones in vision

being an exception to this). The function between this input signal and and output

firing rate of a receptor can be more explicitly modeled as a dynamical system. For

the sound-to-touch implementation of this thesis, a more conservative and “off-the-

shelf” approach is used: voltage levels (that control eccentric rotating mass motors)

are quantized by using a Weber fraction (found in the psychophysics literature) in

conjunction with the voltage-frequency operating curve of the motor’s data sheet.

The assumption that different stimulus levels should be perceptually discriminable is

likely overly conservative. As long as some change in input to a sensory interface gets

captured as some equivalent change in output of a receptor, all of this information

should make it to the brain. Leveraging the dynamic properties of the system may

be unnecessary (natural signals from the environment do not adapt themselves for

our receptors) but could be useful for dynamically optimizing how information is

represented so as to better highlight desired/important features. Ultimately, higher

resolution quantization (quantization is necessary if the system is digitally controlled)

and a better modeling of the sensory-interface/receptor can lead to much improved

biocodec design.

Given some input data and a target representation constrained to a periodicity
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(or perhaps a functional aperiodicity with a better sensory interface/receptor model)

and available dynamic range, it should be possible to develop a more optimal ap-

proach for determining this optimal representation. Here, again, a fairly simplistic

off-the-shelf approach has been taken by applying standard methods, like LPC, DCT,

and K-Means clustering. Auto-encoding Neural Networks (ANNs) or deep learning

hold great promise here, as they enable one to easily incorporate dimensionality and

periodicity as constraints for an output representation. Testing ANNs with the out-

of-the-box cost function, however, yields perceptually poor results on decoded audio.

There are several possible reasons for this. First, the parameter space is massive.

There is no clear guiding framework for choosing an optimal number of layers, the

size of each layer, and the activation function of each unit. Second, the standard cost

function simply attempts to minimize the mean-squared error between the output

and input. Such a cost function does not account for the ultimate goal of speech

perception. For example, one could try to ensure formants are specifically captured

in the representation, for which the standard cost function does not account.

Ultimately, the two biocodecs developed in this thesis perform a one-to-one map-

ping between the dimensions of signal output and sensory interface (i.e. vibration

motor). As explored in section 3.4, information can also be encoded using complex

spatiotemporal patterns that are integrated over a set of sensory interfaces in close

proximity. This work only serves to demonstrate that spatiotemporal patterns pro-

vide good information transfer. It has not yet been explored how spatiotemporal

pattern sets can be optimally constructed or applied as a continuous time-varying

stream.

Form-factor calibration and optimization can also be subject to numerous im-

provements. The spacing of ERMs has been determined in a conservative by testing
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two-point discrimination on the lower back. The placement of ERMs (with the ex-

ception of the belt manifestation for testing VVB) uses a fairly arbitrary placement.

More extensive psychophysical testing can be used to determine better layouts of

sensory interfaces for maximizing discrimination and the number of devices that can

be placed. This in turn can lead to better information transfer and biocodec design.

Relating to the physical form-factor, there is an open question as to whether

the physical assignment of the biocodec outputs to sensory interfaces matter. The

experiment with VVB use a tonotopic layout, but the experiment with VVA uses a

completely arbitrary layout and still manages to produce positive results. As briefly

discussed in section 1.1, other research has shown that physical representations can

be remapped and the brain will figure it out [9, 10]. Despite this, it may be the case

that certain physical representations are immediately more effective at the outset.

For example, if one imagines wearing a vibrational belt that codes for the direction of

an object around its wearer, it makes the most intuitive sense to have the vibration

map to the actual direction of the object (such that, one could walk in the direction

of vibration and reach the object). If this mapping were completely randomized, the

task of finding the object would be much more difficult at first.

Long term training and device efficacy has not been explored in this thesis. In-

stead, a simple experiment paradigm has been used to demonstrate that the VEST is

functional enough to enable a sensory substitution/augmentation: with training, peo-

ple can interpret new stimuli. Hypothetically, training to develop an efficacious use

should only require a person to wear the device while interacting with their environ-

ment over a long period of time (e.g. as is the case for cochlear implants or learning

a new language through immersion). Training can be greatly expedited by develop-

ing programs, such as games, that engage a person to rely and attend to this new
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sensory stream of information [74]. One shortcoming of the experiments applied in

this thesis, is the mapping of spoken word audio to words spelled in English. English

letters do not map well to sound, as the rules are not functional. Letters in different

contexts can relate to different phonemes. For example, the letter ’e’ in the word

’tea’ and ’e’ in ’her’ relate to different sounds when spoken out loud. Training users

to interpret speech could be greatly improved upon by using phonetic components

instead of written language components.

6.3 Looking Ahead

This thesis provides the first rudimentary (but usable) general path toward creating

devices that can expand our sensory perceptions. Like any technology, the conse-

quences should be fully considered. Thankfully, expanding perceptions can do no

direct harm, but can do immediate direct good. With this framework, people who

lack certain senses can regain them. Further, people can now begin to directly im-

prove or modify their own realities to their own liking or needs. The brain can be

leveraged in more direct ways to extract features from high-dimensional data, as op-

posed to visualizing projections of data on 2-dimensional displays. All of this can be

performed in a low-cost and non-invasive manner.

Indirectly, this technology may be used to give individuals unfair advantages over

others. As many great individuals in history have stated in one form or another:

knowledge is power. Parallels for this can be drawn from film and literature. The

television series, Star Trek: Deep Space Nine, features a character, Dr. Julian Bashir,

who is a brilliant doctor that has obtained his cognitive abilities through illegal ge-

netic engineering. In the episode “Statistical Probabilities,” he and a group of other

such genetically engineered individuals use their superior cognitive abilities to gain
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a tactical advantage over an invading enemy force. An impressed Starfleet (“the

good guys”) provides them with top-secret data for developing new strategies to use

against the enemy. They then develop a model that predicts their side has no chance

of winning against the enemy. In a moment of hubris, part of the group attempts

to hand over Starfleet’s top-secret plans to the enemy as a means of saving lives.

Ultimately, they fail thanks to being stopped by Dr. Bashir. While the consequences

of the groups actions are avoided, the story serves to demonstrate the potential effect

a small group of powerful people can have. In the Star Trek universe, a more explicit

example of a person with a biological advantage gone wrong is of the nefarious charac-

ter Khan, who uses his genetically engineered superior physical and cognitive abilities

to manipulate people and wreck havoc on Starfleet. In a larger societal context, the

1997 movie Gattaca, imagines a world where the upper echelons of society have the

ability to genetically engineer their children. The genetic disparities between classes

explicitly and artificially prevent the lower classes from performing jobs at which they

still may be qualified.

While sensory augmentation might lead to unfair advantages in the future, access

to the technology itself appears to be on a trajectory that will enable access for

everyone. The hardware required to implement the technology is inexpensive and

widely available. Such augmentations can be performed non-invasively and safely.

The outlook for this technology is therefore optimistic. If everyone eventually gets

access to the technology and it is not capable of direct harm, sensory augmentation

at worst will be a neutral force in the world. At its best, sensory augmentation may

one day dramatically improve and enrich the human experience.
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iana di otorinolaringologia e chirurgia cervico-facciale, vol. 31, pp. 319–27, Oct.

2011.

[4] G. Turchetti, S. Bellelli, I. Palla, and F. Forli, “Systematic review of the sci-

entific literature on the economic evaluation of cochlear implants in paediatric

patients.,” Acta otorhinolaryngologica Italica : organo ufficiale della Società ital-
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