


ABSTRACT

High Resolution Light Field Capture using Compressive Techniques

by

Salil Tambe

Light fields, being inherently a 4D function cannot be mapped onto the 2D sensor

in a single image without losing out on resolution. A natural way to overcome this

barrier is to capture multiple images to record the light field. However, this method

only works for static scenes, therefore the resolution problem stays unresolved, it only

gets transformed from the domain of low spatio-angular resolution to a problem of

low temporal resolution.

In this work, we leverage the redundant nature of light fields to recover them at

higher resolution by first capturing a set of well-chosen images, and later reconstruct-

ing the LF from these images using some prior-based algorithms. We achieve this

in two ways. In the first method, we capture multiplexed light field frames using an

electronically tunable programmable aperture and later recover the light field using a

motion-aware dictionary learning and sparsity based reconstruction algorithm. The

number of adjacent multiplexed frames to be used during the recovery of each light

field frame is decided based on the applicability of the static scene assumption. This

is determined using optical-flow and forms the basis of our motion-aware reconstruc-

tion algorithm. We also show how to optimize the programmable aperture patterns

using the learned dictionary.

Our second method utilizes focus stacks to computationally recover light fields



post-capture [1]. However our method differs from [1] in the following ways. (i) We

obtain the entire focus-aperture (45 focus and 18 aperture settings) stack by cap-

turing just a few (about 8 − 16) images and computationally reconstructing images

corresponding to all other focus-aperture settings, while [1] capture the entire focus

stack corresponding to a given aperture setting (ii) Since we recover the focus stack

at smaller aperture settings as well, we can produce LFs at finer angular resolu-

tions. We call our method ’Compressive Epsilon Photography’ since we capture few

(compressive) images with slightly varying parameters (Epsilon Photography) and

post-capture computationally reconstruct images corresponding to all other missing

parameter combinations. The recovered LF has spatial resolution corresponding to

the sensor resolution of the camera and can recover any angular view which lies inside

the aperture.
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Chapter 1

Introduction

Even though the first commercial camera was introduced more than a 150 years ago,

not a lot has changed in terms of its basic design and what it captures. Commercial

cameras still consist of a focusing element which can either be a pinhole or a single lens

or a combination of lenses followed by a sensor. In olden days, the sensor was replaced

by a photographic film. The function remained unchanged however; to capture 2D

images of the scene by focusing all rays emanating from a point onto the film.

The advent of computers and the leap in processing power means that we can now

capture, store and process information much more efficiently. This has encouraged

camera designers to explore, think and redesign cameras so that they can do what

their predecessors could not. An example of such novel cameras, is the light field

camera. Light field cameras hold a distinctive edge over traditional cameras, they

capture the entire 4D radiance function as opposed to the restrictive sampling of

a conventional camera. This opens a plethora of new applications since now one

is equipped with the angular information of the scene as well. Some famous such

applications include image refocussing, novel view rendering, depth estimation and

synthetic aperture photography. The success of light fields has also provided impetus

to 3D display technology. A variety of light field technology based 3D displays have

been developed recently such as [2, 3, 4].

In spite of the remarkable success story of light fields, the technology to capture

it is yet to be standardized. Most current light field cameras trade either spatial or
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angular or temporal resolution during the process of capture. For instance a tradi-

tional camera offers the option of capturing videos at high frame rates but provides no

angular information. On the other hand, Lytro, one of the few commercially available

LF cameras today can only acquire images at a limited spatial resolution of about

380× 380 pixels despite possessing a 11 mega-pixel sensor. The programmable aper-

ture based LF camera proposed by [5] solves the problem of low spatial and angular

resolution by capturing a set of images, where each image corresponds to a set of

predetermined multiplexed angular views. The LF is later recovered by demultiplex-

ing during post-processing. This method works great for static scenes, but cannot be

utilized for capturing a LF video due to its requirement of multiple image capture.

To overcome these limitations, we propose the following two prior-based methods

to capture high resolution light fields:

(i) Programmable-aperture based light field capture using sparse coding

(ii) High resolution light field synthesis using compressive epsilon photography

The following section explains in detail the challenges involved in solving these two

problems and why they are worth investing ones times and effort.

1.1 Motivation

1.1.1 Light field capture using sparse coding

The success of sparse coding in providing a basis to represent natural image patches

has made it a strong contender to represent similar highly structured signals such

as videos, light fields or even light field videos. The use of dictionaries to represent

videos has already been demonstrated in [6]. In this work, we explore the use of
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dictionaries and sparse representations to represent light fields. We achieve this by:

• Optically placing a programmable mask at the aperture and capturing multiple

images with varying mask patterns

• Using a motion-aware optical flow based algorithm to estimate the amount of

motion in each patch of the scene followed by sparse coding based patch-wise

reconstruction

The inspiration for using a programmable mask at the aperture comes from [5]

since the design allows reconstruction of light fields at full sensor resolution. However,

as mentioned above, it suffers from low temporal resolution. To deal with this prob-

lem, we make use of the redundant nature of light fields [7,1] and express it sparsely in

a learned dictionary. This allows us to recover the LF from only a few set of measure-

ments (3 to 9), as opposed to the whole set of 25 multiplexed measurements required

in [5]. The actual number of measurements used in the reconstruction of each LF

patch is determined based on the amount of motion in that part of the scene. For

static scenes, we make use of all the available measurements, while in presence of

motion, we continuously reduce the number of frames used in reconstruction with

increasing motion, as the static scene assumption ceases to hold for larger window of

frames.

An added benefit of our method is that we get a highly compressed representation

of the LF video, since we only need to store the sparse coefficients for each of the LF

frames. This is of great significance, given that a 1 minute uncompressed LF video

captured at 20 frames/sec produces about 25 GB worth of data.
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a) b) 

Figure 1.1 : Observe how the pixel intensity profiles on the right of the points high-
lighted in the left image are (i) mostly unimodal (ii)have fairly continuous first deriva-
tives (iii) have a distinguished peak or trough

1.1.2 High resolution light field synthesis using compressive epsilon pho-

tography

Epsilon photography refers to the recording of a scene using multiple images each

of which is captured by epsilon variation of the camera parameters [8]. Examples of

epsilon photography include focal stack photography [9], high-dynamic range photog-

raphy [10], confocal stereo [11], focal sweep [11], multi-image panorama stitching [12],

and lucky imaging [13,14]. Even though the final application for the above mentioned

techniques may differ, they all use multiple images captured with slightly varying

camera parameters for the purpose of generating a useful composite image.

A natural drawback of epsilon photography is the process of capturing multiple

images, which is generally slow and tedious, and may not work for non-static scenes.

For instance for confocal stereo [11], capturing the entire focus-aperture stack with

61 focus and 13 aperture settings requires the capture of 793 images which takes

several hours during which the lighting conditions might change or the objects may

get slightly displaced or even obstructed. In this work, we propose compressive epsilon
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photography, a method to capture the entire focus-aperture stack from a sparse set

of carefully chosen images from the focus-aperture stack. As part of applications, we

reconstruct a high angular and spatial resolution light field from the reconstructed

focal stack at the largest aperture setting using the method proposed by [1].

To get a better understanding of why it is possible to recover the entire focus-

aperture stack from a small subset of observed images, refer to figure 1.1. It shows

how the intensity of a few select points from the chess dataset varies with focus

and aperture. All the profiles seem to have similar shapes with the presence of

a distinguished peak or a trough. Moreover, the peak or trough appears at the

focal setting where the pixel in consideration is fully focused. Since the profiles are

mostly unimodal and similar, they seem to come from a lower dimensional subspace.

Therefore it makes sense to learn a Gaussian mixture model (GMM) for each of the

focal planes under consideration.

The recovered focus-aperture stack also gives the user flexibility to choose the

image that appeals most to him/her aesthetically post-capture. This is of great

significance, given that not all photographers are professional enough to choose the

optimal set of camera parameters while taking an image. Our method is also of

great relevance to the computer vision community since focus-aperture stacks have

a variety of applications in vision such as accurate depth map estimation, light field

capture, all-in-focus image synthesis, refocussing etc. but their use has always been

restricted given the tedious and slow capture process. Our method makes the process

of focus-aperture stack capture much more accessible, and will therefore help expedite

research in this area.
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1.2 Layout of the Thesis

The thesis is organized into four main chapters. In the next chapter, we give an

overview of some of the most cited and widely used light field capture techniques.

This is followed by a detailed discussion of the two solutions that we propose solve

the low light field resolution problem. Finally, we conclude with a concluding chapter

that summarizes our contribution and talks about new directions that one can explore.
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Chapter 2

A Look into Light Field Capture Techniques

Light fields are useful because they enable multiple post-processing applications such

as refocussing, regeneration of scene geometry, super-resolution, multi-viewpoint im-

age generation etc. Other than consumer photography, light fields also have ap-

plications in microscopy [15], auto-stereoscopic displays [2, 3, 4] and glare-reduction

techniques. Given their wide-spread utility, it is not at all surprising that researchers

have since long being trying to standardize and improve the state of the art light

field camera designs. In this chapter, we discuss some of the most popular light field

cameras and their pros and cons.

The first seeds for light fields were sown at the beginning of the 20th century with

the emerging need to record and display 3D images of the scene. In 1903, Frederic

Ives introduced the parallax stereogram [16] which consisted of a parallax barrier

that introduced parallax between the images seen by the left and right eye, giving

the observer a 3D effect. The downside however was that the image had to be viewed

from a specific viewpoint. To overcome this downside, in 1930 Herbert Ives, Frederic’s

son proposed his lenticular parallax panaromagram where he substituted an array of

narrow cylindrical lenses for the parallax barriers. This greatly enhanced the total

number of different viewpoints from which the observer could see a 3D image.

The first light field camera was built in 1908 when Prof. Lippmann proposed

his method of ”Intergral Photography” [17]. In his design, a plane array of closely

spaced small lenses was used to photograph a scene from slightly shifted horizontal
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and vertical locations. When the resulting images are rectified and viewed through a

similar array of lenses, a single integrated image, composed of small portions of all the

images, is seen by each eye. A lot of auto-stereoscopic displays and light field cameras

have been motivated or derived from Prof. Lipmann and Frederick and Herbert Ives’

work.

Based on the number of images required for light field capture, modern light field

cameras can be divided into the following two major categories:

• single shot

• multiple shot

Below we provide a detailed description of some of the most important and widely

used light field capture methods and also deliberate about their pros and cons.

2.1 Single shot light field capture

Single shot light field capture, as the name suggests, involves capturing the light field

by taking a single shot of the scene. It involves sampling the 4D light field using either

coded aperture/masks or an array of micro-lenses. The sampling involves arranging

the 4D light field samples onto the sensor in a recoverable manner. Since light fields

are 4D and the sensor is 2D, the method typically results in loss of spatial resolution

as the pixels on the sensor have to accommodate both spatial and angular informa-

tion. Some of the most widely used/cited single-shot light field capture methods are

described below:
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2.1.1 Lytro: hand-held plenoptic camera

Lytro is the most famous consumer light field camera produced till date. The design

of Lytro has been inspired from Lipmann’s integral imaging. The only reason why it

took about a 100 years before a decent quality light field camera that uses integral

imaging could be built was that no method that could manufacture thousands of

closely spaced micro-lenses existed.

Lytro’s design consists of a micro-lens array placed at the focus of the main lens.

Each microlens maps light rays incident from various directions inside the field-of-

view of the microlens onto the sensor. Therefore, the angular resolution offered by

Lytro is equal to the number of pixels corresponding to each microlens and the spatial

resolution is equal to the number of micro-lenses used. Moreover, the following always

holds:

SpatialResolution× AngularResolution = SensorResolution (2.1)

Therefore the resolution offered by Lytro is extremely limited and can only be

increased by increasing the sensor resolution which is expensive. The first generation

Lytro camera had a sensor of 4 mega-pixels resolution and offered refocused images

with a limited resolution of about 1.2 MP. However, they have managed to almost

quadruple the output image resolution by increasing the sensor size by a factor of 10

in their next version camera called ILLUM.

2.1.2 Plenoptic camera 2.0

Instead of placing the microlens array at the image plane as in the case of Lytro,

Lumsdaine et al. [18] place it further behind. This results in each microlens re-

imaging some part of the virtual image produced at the image plane of main lens
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a) Lytro b) Plenoptic 2.0 c) Dappled Photography 

Figure 2.1 : This figure shows some famous single shot light field camera designs. (a)
Lytro (b) Plenoptic camera 2.0 (c) Dappled Photography

which effectively causes an increase in the spatial resolution of the captured light

field. Though much better than Lytro, the spatial resolution is still much lower than

the actual sensor resolution. Another upcoming light field camera manufacturing

company, Raytrix’s design [19] is based on the design of the Plenoptic 2.0. However,

Raytrix light field camera’s use microlenses with 3 different foci, thereby extending

the depth of field and the range over which images can be focused.

2.1.3 Dappled photography

Dappled photography [20] is a mask-based light field capture technique that encodes

radiance in the frequency domain, which makes it the first of its kind. The attenu-

ating mask recoverably encodes the 4-D light rays onto the 2D sensor in the Fourier

space. Later, the light field is obtained by re-arranging the tiles of the 2D Fourier

transform of the captured image onto the 4D planes and by computing the inverse

Fourier transform. The only major limitation of this method is that just like all coded

aperture based photography methods, it too suffers from low signal to noise ratio.
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2.2 Multi shot light field capture

Multi shot light field capture involves taking multiple images of the scene in order to

capture the light field. Based on the number of cameras used for capture, this can

further be divided into:

• single camera multi shot light field capture

• multi camera multi shot light field capture

Multi-camera multi shot: Multi-camera multi shot light field capture typically

uses an array of cameras, one for each angular view to capture the light field [21,22].

In [21], an array of 100 custom cameras was used to capture the light field from

different viewpoints. Even though the system produced light fields at very high

angular and spatial resolution, it was largely impractical, given the its sheer size and

costs involved.

Recently, [22] proposed a new design for camera arrays for the purpose of installing

them in cell-phones. A lens array was integrated onto a single monolithic sensor to

replicate a 4 × 4 array of cameras. This unique design reduces the form factor of

the camera-array by orders of magnitude, thereby enabling it to be integrated with

cell-phones. Moreover, since each camera in the array is sensitive to only one color of

light, color cross-talk is minimized. The final high resolution image is recovered from

the uni-color array of images after parallax correction. An obvious drawback of this

design is the small size of the aperture, which limits the amount of light received at the

sensor. However, one can in principle scale up the system to increase light throughput,

though such an action would also make the problem of parallax-correction more severe

and hence error-prone.
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In general, systems that involve multiple cameras for light field capture are ex-

tremely expensive to build and require dedicated hardware for accurate camera syn-

chronisation. Therefore, single camera multi shot light field capture is more common.

Below, we describe two such camera designs:

Single-camera multi shot: Single-camera multi-shot light field cameras gen-

erally capture the light field by taking as many images of the scene as the desired

angular resolution of the light field. Different multiplexing patterns of mask are used

at the aperture for each individual capture. The multiplexing patterns account for

higher light throughput as compared to masks with single slits that capture images of

the scene from slightly shifted views, resulting in much improved noise performance.

The light field can later be recovered by demultiplexing the captured images. The

choice of masks is of utmost importance for such systems since the recovery process

hinges on how well the multiplexed captured images can be demultiplexed which in

turn is a function of how well-conditioned the mask patterns are.

The requirement of multiple image capture from a single camera in order to recover

the light field restricts the use of these cameras to static scenes only, which is a non-

trivial drawback of this method. The following two major light field camera designs

come under this category:

2.2.1 Multiplexed light field acquisition

By using a combination of programmable aperture and optimal multiplexing scheme

[5] capture light field at full sensor-resolution. Two prototypes, one with a mechani-

cally varying aperture and another whose aperture is controlled using a liquid crystal

array are presented. We discuss this design in more detail in chapter 3.



13

a) ILLUM b) Raytrix c) Picam 

Figure 2.2 : This figure shows some commercially available light field cameras (a)
Illum (b) Raytrix (c) Picam camera Array - Notice the small form factor.

2.2.2 Programmable aperture camera using LCoS

This is just a modification of [5] with the only change being the way the programmable

aperture is implemented. In [23], the programmable aperture is implemented using a

liquid crystal on silicon(LCoS) device. LCoS offers high brightness contrast, a high

resolution aperture and fast frame rate making it ideal for programmable aperture-

based applications. By using a combination of relay lenses and a beam-splitter, the

LCoS is effectively placed at the aperture of the camera, which enables automated

aperture-pattern change, thereby making the process of light field capture much more

efficient. This is also why we decided to use it in our first compressive sensing-based

light field camera prototype. The only drawback of this design is that it suffers from

poor light throughput, due to the use of beam-splitters and polarizers. An alternative

for LCoS are the DMD’s (Digital Micro-mirror Device). Since the DMD uses reflecting

mirrors, light transmission losses are minimized. The only flipside is that they are

slightly more difficult to integrate into your optical system.

From the discussion above, it is clear that capturing light fields at high angular,
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spatial and temporal resolution simultaneously is an unsolved problem and is of great

practical interest to the vision community as well as the common man. In this work,

we propose two solutions, one that extends Liang et al.’s programmable aperture

camera and another that modifies the use of a conventional camera to capture high

resolution light fields.
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Chapter 3

Motion-aware Light Field Video Capture using

Sparse Coding

Current Light Field (LF) cameras offer fixed resolution in space, time and angle

which is decided a-priori and is independent of the scene. These cameras either

trade-off spatial resolution to capture single-shot LF [24,19,25] or trade-off temporal

resolution by assuming a static scene to capture high spatial resolution LF [5, 26].

Thus, capturing high spatial resolution LF video for dynamic scenes remains an open

and challenging problem.

We present the concept, design and implementation of a LF video camera that

allows capturing high resolution LF video. The spatial, angular and temporal resolu-

tion are not fixed a-priori and we exploit the scene-specific redundancy in space, time

and angle. Our reconstruction is motion-aware and offers a continuum of resolution

trade-off with increasing motion in the scene. The key idea is (a) to design efficient

multiplexing matrices that allow resolution trade-off, (b) use dictionary learning and

sparse representations for robust reconstruction, and (c) perform local motion-aware

adaptive reconstruction.

We perform extensive analysis and characterize the performance of our motion-

aware reconstruction algorithm. We show realistic simulations using a graphics sim-

ulator as well as real results using a LCoS based programmable camera. We demon-

strate novel results such as high resolution digital refocusing for dynamic moving

objects.
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Our approach overcomes 
resolution barrier via 

motion aware adaptation 

Light Field Super-
resolution 
methods 

Video Camera 
(Low Angular 
Resolution) 

 

Liang et al. 
(Low Temporal 

Resolution) 

Lytro 
(Low Spatial 
Resolution) 

Figure 3.1 : Current light field capture designs offer fixed, a-priori, and scene inde-
pendent space-time-angle resolution. They are unable to cross the resolution barrier
required for capturing high spatial resolution LF video. LF super-resolution tech-
niques have recently begun breaking this resolution barrier. Our approach overcomes
this barrier via motion-aware adaptive reconstruction using a programmable aperture
camera.

3.1 Introduction

Traditional cameras have limited flexibility, moreover a lot of information is lost

in the process of capture. For instance since conventional cameras do not record

light distribution; no inference about the direction of light rays or the depth from

which they are emanating can be made. This has led to the design of light field

cameras such as Lytro [24], Raytrix [19] etc. that capture the 4D radiance field

and provide photographers post-processing options such as refocussing and depth

estimation. However they come with severe resolution trade-offs that hamper their
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Figure 3.2 : Simulated scene with moving butterfly and beetle and static grass. Notice
the low spatial resolution refocusing of Lytro, as well as artifacts on moving objects
for Liang [5]. A standard video camera can either focus in front or back, but cannot
achieve digital refocusing. Our approach allows capturing high spatial resolution LF
for dynamic scenes. The final image on the right shows the distinct window lengths
computed using our motion aware algorithm for this scene
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usefulness.

For example, a single-shot LF camera offers trade-off between spatial and angular

resolution and captures a low spatial resolution LF. The Lytro camera uses a 11

megapixel sensor but can acquire LF at ≈ 300 × 300 pixels spatial resolution. The

trade-off is fixed and is scene independent. This is a significant limitation of single-

shot LF cameras. Another approach to capture LF video is to use multiple video

cameras (ex. ProFusion [27]), which is expensive and requires very high bandwidth.

In addition, it requires accurate geometric and photometric calibration between the

cameras. To enable high resolution LF∗, [5] captured several multiplexed coded

aperture images and later de-multiplexed them using least squares. However, this

requires the scene to be static, thereby trading off temporal resolution for high spatial

resolution. Thus, it is clear that there exists a resolution barrier (Figure 3.1) for

capturing high resolution LF video. Recently, a series of approaches such as Plenoptic

2.0 camera [25] and LF super-resolution techniques [28] have begun breaking this

resolution barrier.

In this paper, we utilize the redundancy of LFs to overcome this resolution barrier.

We use sparse coding to represent LFs, and thereby bypass the need to ’capture’ the

entire LF. Conceptually, we use several alternating coded aperture patterns that allow

us to capture certain samples of light field. Later during post-processing, we do a

patch-wise motion-aware sparsity based reconstruction. Our algorithm decides the

number of frames to be used during reconstruction based on the amount of motion

in the patch. This enables us to make use of all the available information, thereby

improving the reconstruction quality, especially for static patches where we utilize all

∗For the rest of the chapter, high resolution LF refers to obtaining full spatial sensor resolution

in LF reconstruction.



19

the frames. The aperture codes are chosen empirically.

Figures 3.2 and 3.3 show how our design manages to recover high resolution LF

on a dynamic scene with moving butterfly and beetle while other methods fail. For

instance, the LF captured with Lytro is very low resolution while the LF camera

proposed by [5] suffers from severe reconstruction artifacts on dynamic parts of the

scene such as the beetle or the butterfly.

Contributions:

• We present the concept, design and implementation of a LF video camera and

reconstruction algorithm that allows capturing high resolution LF video by

analysing the spatial, temporal and angular resolution trade-offs.

• We propose a dictionary learning and sparse representation based algorithm

for full resolution LF reconstruction and show how to adapt the algorithm to

object/scene motion. We also show how to optimize the programmable aperture

patterns using the learned dictionary.

3.2 Prior Work

Camera Arrays: One approach to capture LF video is to use a camera array [30,31,

21]. Such approaches are hardware intensive, costly and require extensive bandwidth,

storage and power consumption. As discussed, they require accurate geometric and

radiometric calibration between different cameras.

LF capture: Existing LF cameras can be divided into two main categories: (a)

single shot [29, 32, 20, 24, 19, 25, 33], and (b) multiple shot [5, 23, 26]. Most single

shot light field cameras multiplex the 4-D LF onto the 2D sensor, losing spatial

resolution to capture the angular information in the LF. Such cameras employ either



20

                (a)  Lytro (b)  Liang et al.

(c)   Ours (d)   Groun d Truth

(a) (b) (c) (d)

Figure 3.3 : (Left) One of the angular LF ‘view’ using different approaches. Notice the
low spatial resolution of Lytro, as well as artifacts on moving objects for Liang [5]. The
horizontal and vertical LF disparity is indicated for a row and column using ground
truth. (Right) Zoom in of four regions indicated by different color outlines. Note that
our approach results in high resolution LF information without any artifacts.

a lenslet array close to the sensor [29,25], a mask close to the sensor [20] or an array

of lens/prism outside the main lens [32]. Recently, [33] extended the mask based

method of [20] to exploit sparse representations in order to recover full resolution

LF. Our method is similar in spirit but works to recover the loss of temporal resolution

in [5].

LF Super-resolution and Plenoptic2.0: Plenoptic cameras suffer from low

spatial resolution. Recently, several LF super-resolution algorithms have been pro-

posed to recover the lost resolution [25, 28]. The Plenoptic2.0 camera [25] recovers

the lost resolution by placing the microlens array at a different location compared

to the original design [29]. Similarly, the Raytrix camera [19] uses a microlens array

with lenses of different focal length to improve spatial resolution. Thus, improving

the spatial resolution of LF cameras is an active area of research.
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1 Scene
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Figure 3.4 : Comparison of different approaches to capture aM×M angular resolution
LF using N × N spatial resolution sensor. Our approach offers a scene dependent
resolution loss in space, time and angle. For static pixels, we utilize M2 frames to get
full resolution LF. As the pixel motion increases, less number of frames are utilized
to reconstruct LF in a motion-aware fashion.

Programmable Aperture Imaging: Programmable aperture imaging [5] allows

capturing light fields at the spatial resolution of the sensor. In principle, each coded

aperture can be a pin-hole placed at a different location in the aperture. A set of

M2 images are required to achieve an angular resolution of M ×M . To improve light

efficiency, [5] use Hadamard multiplexed patterns. However, temporal resolution is

sacrificed to achieve higher spatial resolution in LF. Recently, Babacan [26] showed

how to reduce the number of captured images by employing a Bayesian approach

and a total variation based prior. Our approach is similar in spirit, but differ in
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following ways. Firstly, we learn a sparse basis dictionary from real LF data and use

it along with the sparse reconstruction framework. Secondly, unlike [26], we adapt

our reconstruction algorithm to the local motion of the scene, thereby preserving both

motion and disparity information. Finally, we also search for near-optimal aperture

codes so as to improve the reconstruction performance.

Resolution Tradeoffs: The reinterpretable imager by Agrawal [34] has shown

resolution tradeoffs in a single image capture. The results in [34] are on stop-and-go

dynamic scenes and continuous motion cannot be handled. In contrast, our camera

is a video LF camera running at 25 fps and can handle smooth motions. Agrawal [34]

require moving a slit/pinhole in the aperture and a static mask close to the sensor.

Our design is simpler using only a dynamic coded aperture. More importantly, [34]

can only achieve 1-D parallax information for dynamic scenes, while our approach

enables parallax in both dimensions.

Coded Aperture: Coded aperture imaging has been widely used in astron-

omy [35] to overcome the limitations imposed by a pinhole camera. The concept of

placing a coded mask close to the sensor for LF capture was proposed by [20]. Coded

masks have also been used for estimating scene depth from single image [36],and for

compressive LF [33] and video acquisition [37].

Compressive Sensing (CS): CS achieves below Nyquist rate sampling while

enabling recovery of signals that admit a sparse representation in some basis [38,39].

CS has been shown useful for light transport capture [40] and even LF capture [26].

However, these techniques still assume scene to be static for the duration of captured

images and cannot handle moving objects. Recently, adaptive methods for enhancing

the fidelity of CS video reconstruction have also been proposed [41].
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3.3 Programmable Aperture based Light Field Acquisition

Programmable aperture based light field acquisition is inspired from the two-plane

parametrization of light fields. In two-plane parametrization of light field LF (u, v, s, t),

(u, v) represents the co-ordinates of the starting point of the ray located on the first

plane while (s, t) represents the co-ordinates of the end point of the ray on the second

plane situated at a unit distance from the first plane. In a camera, it is but natural to

consider the two planes to be the aperture plane and the sensor plane. Pixels on the

sensor plane naturally sample the LF into (s, t) co-ordinates, however no such sam-

pling exists at the aperture plane of a conventional camera. This motivates the idea

of introducing a coded mask at the aperture which can perform the corresponding

(u, v) sampling at the aperture.

Now consider a camera with a programmable aperture which can be divided into

M×M sub-apertures and having a N×N pixel resolution sensor. Clearly, a LF with

a resolution of M ×M ×N ×N can easily be captured by taking M2 distinct images

with exactly one of the M2 distinct sub-apertures open during the capture of each of

the images. This method however has the following two major disadvantages:

• The signal strength is low due to only 1
M2 part of the aperture being open during

each image capture

• Light field capture is limited to static scenes due to the requirement of M2

images

[5] proposed the use of multiplexing codes at the aperture to solve the first

problem. However, it still required the use of multiple images (M2) for LF capture.

In this work, we propose a sparse coding based representation for LF’s which enables
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us to reconstruct LF’s from as few as 3 measurements. The following section describes

this in detail.

3.4 Light Field Capture using Sparse Coding

Consider a programmable LF camera with a spatial resolution of N × N pixels and

an angular resolution of M ×M . Let c(u, v) denote the coded aperture used at frame

t. Since light rays obey the principle of superposition, the captured frame I can be

written as

I(s, t) =
∑
(u,v)

c(u, v)× LF (u, v, s, t). (3.1)

Note that the above equation is valid only within the linear response range of the

sensor with gamma assumed to be equal to one. The above equation can also be

written in matrix form as

yt = ctxt, (3.2)

where Ct is the 1 × M2 code at the aperture and xt is the M2 × 1 vectorized

angular part of LF, at pixel (s, t). We can easily extend the above equation for a LF

patch of size P × P ×M ×M . Since the corresponding captured image patch at the

sensor is also of size P ×P , we now have have P ×P such equations of the type 3.2.

The new equation therefore becomes:


y1

...

yP 2

 =


c1
...

cP 2

xt (3.3)

y1:P 2 = c1:P 2xt, (3.4)
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Yt = CtXt, (3.5)

where Yt = y1:P 2 , Ct = c1:P 2 , Xt = x1:P 2 . Ct is a matrix of size P 2 × P 2M2 while Yt

and Xt are vectors of length P 2 and P 2M2 respectively.

Furthermore, if we capture F such images with a distinct code at the aperture for

each time frame, we will get F equations of the type 3.5, one for each time instant.

These equations can be concatenated and written as the following single equation:


y1

...

yF

 =


C1

...

CF

Xt (3.6)

Y1:F = C1:FXt, (3.7)

where C1:F is a FP 2 × P 2M2 matrix. Solution to the above equation 3.7 can easily

be obtained using pseudo-inverse when F ≥M2 as is the case in [5]. However, when

F ≤ M2, we have an under-determined system of equations and hence inversion is

possible only by enforcing additional regularization conditions on the LF patch Xt.

An example of such a prior would be a sparse representation of LF in a learned

dictionary. The prior is motivated from the highly correlated nature of adjacent

angular views in a LF.

3.4.1 Dictionary learning based Prior

We assume that the LF patches xt are sparse in an over-complete dictionary. Over-

complete dictionaries that are learned from data have been used successfully for a
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wide variety of imaging applications including image denoising [42], video recovery [6],

deblurring [43], super-resolution [43] and image based classification [44].

It is important to learn a good dictionary that can faithfully represent the light

fields we intend to capture. The quality of a dictionary is decided by its ability to

reliably reconstruct light fields with varying amounts of (a) disparity, (b) texture,

and (c) occlusion relationships. For learning the dictionary, we render light fields in a

graphics rendering engine (Povray) with varying texture, disparity and occlusions (ex.

foreground object obstructing a background object). We first extract all 8× 8× 5× 5

patches from the set of rendered light fields. We then use the K-SVD [45] algorithm

to learn K = 10000 atoms from the 0.5 million extracted patches.

As the patch size increases, the learned dictionary can better capture the dis-

parity dependent redundancies in the LF, thereby improving the reconstruction per-

formance. However, a larger patch size also leads to a bigger dictionary and slower

reconstruction. Thus, we restrict ourselves to using a patch size of 8× 8× 5× 5.

3.4.2 Reconstruction algorithm

Let the P 2M2×K matrix D represent the learned LF dictionary containing K atoms.

A LF patch x can be written as x = Ds, where s represents the sparse coefficients.

We use the learned dictionary D as a sparse regularizer for the under-determined

system of linear equations and solve the following optimization problem:

P1 : min
xt

||y1:F − C1:Fxt||2 + λ||s||0 (3.8)

where xt = Ds,

where λ is a constant. We use orthogonal matching pursuit algorithm [46] to solve

the optimization problem P1 for each patch in the LF. We use 4 adjacent overlapping
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set of patches shifted by 2 pixels, obtain individual reconstructions for each of the

overlapping patches and average the reconstructions to produce the final result. The

quality of the reconstructed LF depends upon the number of frames (or the window

length) of the reconstruction.

3.5 Motion-Aware Light Field Reconstruction

The previous section explained how one can obtain a high resolution light field of

a static scene from a few captured images. This section describes how it can be

extended to capture light field videos. It involves three steps:

• Patch velocity estimation

• Window length estimation

• Patch reconstruction

The first two steps are required in order to estimate the amount of motion present

in each LF patch so that the number of adjacent frame measurements that are to be

used in the reconstruction of a given patch can be decided accordingly.

3.5.1 Patch velocity estimation

We assign a velocity value to each patch of the light field by computing the average

of optical flows for patches from frames surrounding the frame under consideration.

For instance as shown in fig , in order to estimate the velocity of a patch belonging

to frame 13, we would compute the optical flow between corresponding patches from

frames 12 and 14, 10 and 15, 9 and 16,...., 1 and 25, and take the average. The optical

flow is computed using the state-of-art optical flow technique by Liu [47].
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Figure 3.5 : (Left) Plot of PSNR of reconstructed LF with number of frames F used
with increasing object velocity. As the velocity increases, PSNR peaks and then
degrades. (Middle) Plot showing the optimal number of frames used in motion-aware
reconstruction as a function of the average patch velocity. (Right) Histogram of
number of codes with PSNR for 10, 000 randomly generated codes. Our optimized
code (red) performs 4.08 dB better compared to the histogram average.

Note that traditional flow estimation algorithms assume the same viewpoint to

be the same for all the frames. Since each of our input frames is obtained using

a different code in the aperture, it results in slight shifts in viewpoint, leading to

depth dependent disparity shifts between adjacent frames. We mitigate this effect by

selecting aperture codes which ensure the minimization of average disparity between

adjacent aperture codes.

3.5.2 Window length estimation

Once the patch velocity has been estimated, we still need to figure out what is the

optimal number of frames that should be used in the reconstruction of that LF patch.

We refer to this as the window length(WL) for that patch. Clearly, for static scenes

more the number of images used for reconstruction, better is the reconstruction SNR.

However for dynamic scenes, the optimal WL varies since the problem boils down to a

trade-off between (i)static scene assumption and (ii) amount of information available.

Higher WL’s provide more information about the scene however also violate the static
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scene assumption more strongly, while smaller WL’s are more consistent with static

the scene assumption but provide fewer equations for inversion. We learn this rela-

tionship empirically by taking patches with varying velocities ( 0 to 6 px/25 frames)

and computing the average reconstruction SNR for different WL’s for each of them.

Figure 3.5 (left) shows the reconstruction PSNR as a function of WL used for recon-

struction. In particular, the PSNR peaks for some WL and then decreases. Figure 3.5

(middle) shows that the optimal window length (which provides maximum PSNR) is

a decreasing function of the velocity. We use this relationship between velocity and

optimal window length in order to decide the number of frames used in reconstruction

on a patch-wise basis.

The last image in fig.2 shows the computed WLs for different patches in the butterfly

scene. Notice that the outer edges of the butterfly uses fewer measurements (3) for

reconstruction(has a smaller WL) as compared to the body of the butterfly which

uses a WL of 9 since the outer edges of the wing have more motion.

3.5.3 Patch reconstruction

The patches are reconstructed as explained in section ?? with F = WL after the

window length(WL) is computed using the method explained above.

3.5.4 Optimizing aperture codes

Now we discuss how to optimize aperture codes to improve the SNR. The problem

of finding a set of M ×M optimal codes (equivalently, the mixing matrix C) for a

given dictionary D is non-trivial. Approaches such as [48] that simultaneously learn

the dictionary and sensing matrix do not take into account the inherent constraints

imposed by the hardware, such as code being binary and non-negative (due to LCoS).



30

Compressive sensing methods [49] utilize the Restricted Isometry Principle (RIP)

property to design mixing matrix considering the worst-case performance. Instead,

we choose to optimize over the average performance.

Let E = CD be the effective multiplexing matrix. Similar to [50], we minimize

the average mutual coherence between elements of the effective mixing matrix E to

find the set of codes. This is defined as the average of all normalised inner products

over columns in E. However, this optimization problem is non-convex. Therefore,

we search over a million randomly generated binary codes and choose the one the

minimizes the average mutual coherence. Figure 3.6 shows the 25 coded aperture

masks that were found using this approach.

To demonstrate that our optimized patterns indeed improve performance, we com-

pare it with the performance of 10, 000 randomly generated aperture codes. Figure 3.5

(right) shows the histogram of the number of randomly generated codes with PSNR.

The performance of our optimized code (red line) is better by 4.08 dB compared to

the mean performance of randomly generated codes.

3.6 Prototype

Our prototype system for motion-aware LF video capture uses a Liquid Crystal on

Silica (LCoS) modulator as the spatial light modulator (SLM). Figure 3.6 shows a

graphic illustration of the light path in our prototype and a photo of the actual

hardware. The system uses a 1024 × 1280 pixel LCoS reflective SLM (SXGA-3DM)

developed by Forth Dimension Displays. It can be controlled at a maximum frame

rate of ≈ 5000 fps. We follow the optical design in [23]. The LCoS modulator is at the

effective aperture plane of the imaging system. While the size of LCoS is 17.4× 14.7

mm, we only use the central 10× 10 mm area (since the maximum aperture size that
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Figure 3.6 : (a) Optical ray diagram of our setup. (b) Actual working prototype. (c)
All 25 coded aperture masks used in our approach.

our system can support is 10× 10 mm) and group it into 25 2× 2 mm sized pinholes

to obtain 5 × 5 angular resolution. The LCoS equivalently acts like a mask with

a pattern of zeros and ones, transmitting light where the LCoS pattern is one and

blocking light where it is zero. This enables us to capture multiplexed angular views

of the light field at a very high rate by simply changing the multiplexing pattern at

the LCoS. The frames are captured at 25Hz using a pointgrey DragonFly2 camera.

3.7 Results

In this section, we show real results on challenging datasets captured using our pro-

totype. Note that we capture a 25 fps video, where each captured frame is a coded

aperture multiplexed image of the scene and our angular LF resolution is 5× 5.
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Frame 13 Frame 330 Frame 88 

Focus Back Focus Front Focus Back Focus Front Focus Back Focus Front 

Figure 3.7 : Motion-aware digital refocusing on moving objects. (Top) Three frames
of the captured video using our setup shows the orange EXPO marker moving from
right to left. The marker is moving continuously. (Bottom) Digital refocused images
(front and back) corresponding to each time-frame. Notice that there are no artifacts
on the moving object.

Digital Refocusing on Dynamic Scene: Figure 3.7 shows a real dataset con-

sisting of several markers in front of a textured background. The orange colored

EXPO marker is moving in the scene from right to left†. Figure 3.7 shows three

captured multiplexed images at different time frames (frames 13, 88 and 330), along

with the refocused images (front and back) for the entire scene. The object motion

is ∼ 0.22 pixels per frame, leading to overall motion of 70 pixels between frame 13

and 330. Notice that there are no artifacts in digital refocusing on the moving object.

More importantly, refocusing results are obtained at full sensor resolution.

Reconstruction of Dynamic LF Views: However, the true merit of a LF

video camera is in obtaining artifact free angular information for dynamic scenes.

The angular LF information is referred to as LF ‘views’. Each view is a sub-aperture

image of LF. Note that for each time instant t, our approach reconstructs 5× 5 = 25

LF views. The digital refocusing results combine information from all the LF views

†Supplementary materials contain captured video for all data sets.
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Figure 3.8 : Comparison of our motion-aware reconstruction (using 25 frames) with
reconstruction using fixed length window for each pixel (W = 25). Here we show the
reconstructed bottom left LF ‘view’ for two frames. A zoomed in view of moving ob-
ject clearly demonstrates that our motion-aware reconstruction successfully removes
artifacts on the moving object.

and thus artifacts in LF views could get suppressed in refocused images. Thus, LF

views show the actual quality of reconstructed LF.

Figure 3.8 shows another real dataset consisting of a cup (black) moving from right

to left and two static objects. In Figure 3.8, we show the captured image for frames

162 and 242 along with reconstructed top-left LF view (L(1, 1, s, t) at those time

instant. We compare our motion-aware reconstruction with another reconstruction

using fixed WL of F = 25 frames for each pixel. Since our approach decides the

number of frames F to be used for each patch adaptively, it produces significantly

better LF views. Notice that this comparison uses the exact same dictionary and

sparse representation for both results. Thus, motion-aware adaption enables handling

dynamic objects for LF reconstruction.

Figure 3.10 shows another scene with a moving toy in front of complex tex-
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tured background. The input image and computed optical flow for frame 153 are

shown along with digital refocusing (front and back) using reconstructed LF. Since

the method of [5] completely ignores scene motion, it shows severe artifacts on the

moving toy. Further, even in static regions, our sparse regularization results in better

noise handling and consequently sharper reconstruction. The fixed window length

reconstruction utilizes the same learned dictionary and sparse reconstruction, but re-

sults in low-resolution refocusing. Our motion-aware adaption enables high-quality

refocusing.

3.8 Discussions

We presented a novel programmable aperture light field camera that exploits highly

optimized coded aperture patterns and a dictionary learning/sparse representations

based framework for high resolution LF reconstruction.

Most LF cameras suffer from a resolution trade-off resulting in significant loss

of spatial resolution. Our method allows reconstruction of light-fields at the spatial

resolution of the image sensor. Compared to previous programmable aperture based

LF methods, we achieve a much higher temporal resolution on account of the motion-

aware sparse regularized reconstruction algorithm. However, since our codes are

50% and because transparent polarization based LCOS modulators suffer from an

additional 50% loss that DMD implementations do not suffer from, we end up with

more than 75% light loss. Another demerit of our algorithm is that the reconstruction

is slow. (10min/frame on a intel i7 2600 CPU for 600× 800× 5× 5 LF ). Finally, the

motion aware reconstruction algorithm can only account for motion up to 1 px/frame,

larger motions result in reconstruction artifacts, due to inadequately modeled motion

blur.
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Figure 3.9 : Comparison of our motion-aware reconstruction (using 25 frames) with
reconstruction using fixed length window for each pixel (W = 25). Here we show
the reconstructed central LF ‘view’ for two frames. A zoomed in view of moving ob-
ject clearly demonstrates that our motion-aware reconstruction successfully removes
artifacts on the moving object.
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Liang et al. Fixed Window Length (F=25) Motion-Aware Reconstruction (a) Frame 153 
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Figure 3.10 : Comparison of Liang [5] and fixed window length reconstruction with
our motion-aware reconstruction. Notice that Liang [5] completely fails on moving
objects while our motion-aware approach enables high-quality refocusing.
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Chapter 4

High Resolution Light Field Synthesis using

Compressive Epsilon Photography

Limited post-capture control in traditional cameras motivated researchers to design

novel light field cameras which capture the whole 4D radiance space as opposed to

the 2D projection captured by conventional cameras. This enabled photographers to

alter the aperture size and plane of focus post-capture, but at the additional cost

of reduced angular and/or spatial resolution. In this work, we propose ”Compres-

sive Epsilon Photography”, a method to gain post-capture control of aperture and

focus settings by capturing a sparse set of images of the focus-aperture stack and

later computationally reconstructing the entire stack at high resolution using priors.

We achieve this by (i) learning a Gaussian mixture model (GMM) to capture the

low-dimensional intensity variations in a aperture-focus image of a pixel (ii) using a

greedy algorithm to choose the optimal samples from the focus-aperture stack (iii)

reconstructing the entire focus-aperture stack from the few samples using a GMM

model. Finally, we use the dimensionality gap prior proposed by Levin et al. to

recover light fields at full spatial resolution and high angular resolution from the

reconstructed focus stack. Novel views corresponding to points within the largest

aperture setting are rendered.
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4.1 Introduction

Consumer cameras have existed for over a 150 years now however certain things still

remain the same: The photographer still has to set all the camera parameters such

as focus, aperture, exposure and ISO at capture time. This is not an ideal scenario

because (i) The photographer might not be professional, leading to inappropriate

camera settings (ii) The camera settings are irreversible, meaning that one cannot

tamper with the settings to produce new images with altered parameters.

In recent years, researchers have proposed light field cameras [24,19] that attempt

to capture the 4D radiance space, thereby enabling post-capture control such as re-

focussing and synthetic aperture imaging. However, all current light field camera

designs require hardware modifications which results in a trade-off between spatial,

angular and temporal resolution. These constraints limit their use in consumer pho-

tography.

Other attempts for post-capture control include focal stack photography [9], high-

dynamic range photography [10], confocal stereo [11], focal sweep [11], multi-image

panorama stitching [12], and lucky imaging [13, 14]. All these methods, come under

the umbrella of ’Epsilon Photography’ [8], a technique where multiple images are first

acquired with slightly varying camera parameters and later combined to produce more

meaningful images. The obvious downside of these techniques is that they require the

capture of multiple images, which is often slow, cumbersome, consumes more storage

space and limits their applicability to static scenes.

To this end, we propose ’Compressive Epsilon Photography’, a technique that



39

provides photographers full post-capture freedom by reconstructing the entire focus-

aperture stack from just a handful of selectively captured images. This is possible

because of the low dimensional nature of aperture-focus images (AFI). More about

this is discussed in 4.3. We also show a variety of applications of the captured focus-

aperture stack , such as high resolution light field synthesis, high quality depth map

estimation and generation of all-in-focus image to validate our approach.

Contributions: Our key technical contributions are:

• We show that the aperture-focus image (AFI) of a pixel is inherently low di-

mensional and can be approximated by a Gaussian mixture model.

• We propose ’compressive epsilon photography’, a method to recover the entire

focus-aperture stack from a few captured images.

• We propose a greedy algorithm to select the optimal set of images to be captured

for the purpose of focus-aperture stack reconstruction

• We show a range of applications of the reconstructed focus-aperture stack such

as light field synthesis, depth map estimation and generation of all-in-focus

image.

Limitations

The biggest limitation of our method is that it is only applicable to scenes which

lie within a depth range of 0.45m to 1m from the camera. This limitation is a con-

sequence of the learning process, as the Gaussian mixture model was learned for the

specific depth range listed above. In principle, we could have chosen a wider depth

range, but that would have led to a higher dimensional signal, making the problem

of learning and inference that much harder.
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I in-focus H, A in-focus H, A in-focus Monkey in-focus 
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Compressive Epsilon 
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4 example reconstructed images with post-capture focus-aperture control 

Figure 4.1 : Compressive epsilon photography enables post-capture freedom
from a few carefully selected photographs of a scene. Lurking among the
gamut of photographs that can be obtained by varying camera parameters are a
few photographs that can truly capture the aesthetics of a scene. In this paper, we
enable complete post-capture freedom in changing camera parameters by estimating
the entire gamut of photographs from a few select photographs at pre-determined
camera parameters (marked in blue). Notice the fine features of hair being accurately
reconstructed since our algorithms are per-pixel.

Another important limitation of our method is that it cannot handle motion. This

is because capturing the required 8-16 images takes some finite time during which

the scene has to be static in order to have faithful reconstruction using our proposed

GMM prior based model.

Finally since we are using a per-pixel model, pixels that have sharp specular regions

close-by may have unreliable reconstruction due to the contribution of the high inten-

sity point at larger apertures and no contribution at smaller aperture, which makes

the intensity profile more difficult to model.
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4.2 Prior Work

4.2.1 Epsilon photography

Epsilon Photography refers to capturing multiple images with slightly varying camera

parameters such as exposure, field-of-view, ISO, aperture, viewpoint and focus. The

term was coined by [8]. Multiple images have been used to improve image denoising

performance [51], in image deblurring [52, 53], focal stack photography [9], high-

dynamic range photography [10], confocal stereo [11], focal sweep [11], multi-image

panorama stitching [12], and lucky imaging [13,14]..

Light-field

Recently, light fields have gained immense popularity due to their ability to pro-

vide post-capture control of focus, aperture and perspective changes. However, the

current methods of sampling light rays for capturing light fields including camera

arrays [31], micro-lens [24, 19] or coded aperture [5, 20] require significant hardware

changes/resources and provide much limited aperture/focus control. Just like one

can produce images with varying focus and aperture combinations post-capture from

captured light fields, it is also possible to generate light fields from a captured focus-

aperture stack [1]. We utilize this to generate light field from compressively captured

focus-aperture stack.

Focus-Aperture stack capture

Focal stack photography. A series of images in which the focus position is swept

from the front to the back of a scene is called focal stack [54]. In photography, it

allows for estimation of depth and for acquiring an image with extended depth of field

(EDOF) [55]. In microscopy, this allows for 3D reconstruction and to compensate for
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the shallow depth of field in microscopes that typically have a large numerical aperture

[56, 57]. In both these cases, the number of images acquired increases linearly with

the aperture size and the volume being imaged, since every scene point needs to be

sharp in at least one of the acquired images. Compressive epsilon photography learns

the redundancies in intensity variations caused due to varying focus and therefore can

reconstruct images with intermediate focus settings accurately, reducing the number

of images required for focal stack methods.

Confocal stereo. Most techniques for epsilon photography have been restricted to

varying one camera setting such as exposure only, or focus only or aperture only. In

confocal stereo [58], both aperture size and focus position are varied and a large array

of images is obtained. Analyzing the intensity of a single pixel, as both aperture and

focus settings vary, shows the property of “confocal constancy”, i.e., the normalized

intensity (to account for aperture area) does not change with aperture size when

that particular pixel is in focus. This results in an algorithm for estimating depth

and texture, per-pixel, without resorting to any neighborhood based methods. All

previous techniques, such as depth from focus, depth-from-defocus and stereo require

neighborhood smoothness assumptions [59, 60] and therefore cannot handle complex

scenes with thin single-pixel subjects such as hair. Confocal stereo was the first

method to be able to produce independent, per-pixel estimates of depth and texture.

Unfortunately, this method requires an inordinately large number of input images; for

example for many scenes in this paper, traditional confocal stereo would require 61×

13 = 793 images. This makes the technique impractical. Exploiting the redundancy

in “per-pixel epsilon photography profiles” of the data enables us to reconstruct the

entire confocal data from a subset of images (typically 8); thus making confocal stereo

methods practical.
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4.2.2 Compressive Sensing

Compressive Sensing enables accurate reconstruction of signals from under-sampled

data by exploiting the redundancy in the signal structure [61, 62]. This is done by

exploiting signal sparsity and utilizing algorithms that minimize the `1-norm of the

signal. Compressing sensing is particularly useful for capturing high dimensional sig-

nals without sacrificing on resolution such as light field capture [7], video capture [63]

and hyper-spectral data collection [64]. In this work, we utilize the per-pixel redun-

dancy of images from a focus-aperture stack to reconstruct the entire epsilon pho-

tography stack from a few selectively captured images. This resembles compressive

sensing in the sense that the entire signal is reconstructed from under-sampled data,

however note that no sparsity condition is directly imposed during reconstruction in

our algorithm.

Gaussian Mixture Models. Use of Gaussian Mixture Models (GMM) to represent

highly redundant and fairly continuous signals seems but natural since the eigenvec-

tors corresponding to the first few largest eigenvalues tend to represent most of the

signal. Hence one can see GMM being used for compressive sensing of images [65],

videos [66, 67], and light-fields [68]

4.3 Redundancy in Epsilon Photography

Epsilon photography refers to the space of images that can be captured using a camera

by varying exposure time, aperture size, focus plane, and ISO. However, the images

formed at certain specific combinations of these parameters are exactly identical. For

instance halving the aperture radius and quadrupling the exposure time effectively

keeps the amount of light entering the camera constant, and hence produces identical
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pixel intensities for in-focus points. Similarly, there is a one to one correspondence

between exposure time and ISO rating when the operating range of pixel intensities

is not close to saturation level or zero (highly noisy). Therefore at a fixed ISO and

light level (which is decided by aperture and exposure together), aperture and focus

become the only two variable parameters.

Furthermore the lambertian scene assumption coupled with the fact that neigh-

bouring pixels of a natural image are highly correlated lead to fairly continuous light

fields. Since changing the focal plane just amounts to changing the direction of pro-

jection of light rays and changing the aperture simply means varying the size of the

PSF, the intensity profiles are highly structured. We study this behaviour in the

following two sections.

4.3.1 Focus stack intensity profiles

Figure 4.2 shows intensity variations for varying focus settings as observed in three

different datasets captured with a Canon SLR using a 50mm lens at the largest

aperture setting ( F/1.4). We chose the largest aperture because large apertures have

the ability to produce big defocus blurs and are hence more interesting and difficult

to model unlike small apertures where almost everything in the scene tends to be in

focus.

Notice how each pixel’s profile is decorated with a distinctive peak or valley. The

position of this peak or trough corresponds to the focal plane at which the point

comes into focus. This also has a physical explanation. Consider a point belonging

to the brighter side of an edge. When the point is in focus, it contributes to the

intensity at a single pixel. However, when it gets out of focus, the neighbouring

points’ intensity values too contribute towards its intensity. But since half of them
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Example intensity profiles from 3 focal stack datasets 

Figure 4.2 : Redundancies in focus stack datasets. (a) Images from three dif-
ferent focus stack datasets and color-coded intensity variations for varying focus ob-
served at different pixels. Note how the intensity profiles are largely unimodal with
the peak/valley corresponding to the depth of the pixel. Also note that the steep-
ness of the gradient depends on how textured the neighborhood of the pixel is. For
instance the peak/valley will be more pronounced for a pixel at an edge, compared
to a pixel lying on a fairly flat patch.
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are darker, the average value of intensities from the neighbourhood of the pixel tends

to be smaller than the intensity of the pixel when in focus, giving rise to a peak in

the focus-stack intensity profile (see green or red curve for chess dataset). Points on

the darker side of the edge will have similar characteristic valleys when they come

into focus. The steepness of the curve depends upon the difference in intensities of

the point in consideration and its neighbouring points. This also implies that points

on a smooth surface will tend to have a flat intensity profile.

4.3.2 Focus-aperture stack intensity profiles

Figure 4.3 shows per-pixel aperture focus intensity variation (AFI). The profiles again

look very similar, with the presence of a distinctive mountain shaped structure. As in

the case of focus stack intensity profiles, the peak of the mountain shaped structure

is indicative of the focal plane at which the point comes into focus. At this focus

setting, the intensity of the pixel does not vary with aperture since it is in focus at

all aperture settings. Similarly, at the smallest aperture, the intensity of the pixel

does not vary with focus as the point is always in focus. This indicates that the

mountain-shaped structure refers to the combination of all focus-aperture settings at

which the point comes into focus.

4.3.3 Clustering and compressibility

In order to confirm the low-dimensional nature of the focus-stack and aperture-focus

stack datasets, we performed k-means clustering on the per-pixel intensity variations

after normalizing the mean and standard deviation of each profile. In the case of focus-

stack dataset, we found that the top 50 clusters accounted for more than 80% of the

total intensity profiles. Furthermore, more than 98.5% of the energy was accounted
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Figure 4.3 : Redundancies in focus-aperture datasets. (a) Images from three
different focus-aperture stack datasets and the AFI images observed at different pixels.
(b) We apply k-means clustering on the AFI images. Plot of energy compaction with
450 clusters shows that more than 97% of the energy is captured by the 450 cluster
centers. A 10 dimensional subspace around each cluster center allows us to capture
more than 99% of the energy.
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for by just 100 cluster centers and a 10 dimensional PCA basis was sufficient to

capture more than 99.5% of the energy.

The clustering of per-pixel AFI shows similar trends. Figure 4.2 shows the energy

compaction achieved by modelling these intensity variations using 450 clusters and

low dimensional PCA basis around each cluster. Again, a 10 dimensional PCA basis

around these clusters account for more than 99% of the energy showing that AFI are

very ’compressible’.

These observations suggest that one should be able to recover the intensity pro-

files of both focus-stack and aperture-focus stack datasets, from a few well chosen

samples. We achieve this by modelling these variations using a Gaussian mixture

model (GMM). This is explained below.

4.4 Compressive Epsilon Photography

In the previous section, we discussed how focus-aperture stack variations are highly

redundant. In this section, we use this property to predict the entire focus-aperture

intensity profile from just a few samples. Considering the largely unimodal and fairly

continuous nature of the intensity profiles, using Gaussian Mixture Model (GMM) as

a prior appears natural.

Our reconstruction algorithm steps are listed below:

• learn a per-pixel Gaussian mixture model (GMM) for each focus setting

• Capture 8 to 16 images at pre-selected focus-aperture combinations

• To reconstruct a pixel’s focus-aperture profile, predict the focus setting it be-

longs to using the minimum mean square error (MMSE) estimator
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• Estimate the per-pixel intensity profile using the learned GMM at that focus

setting

These steps are explained in detail below:

4.4.1 Learning the GMM prior

We collected 5 focal stack datasets, extracted per-pixel intensity profiles, and then

used these as training data to learn the GMM priors. Similarly, for AFI in focus-

aperture stack, we collect 9 datasets, with varying scene complexity, extract per-pixel

AFI and then learn GMM priors from them. Since we use 45 different focus settings

and 18 different aperture settings, our feature vector is of size 45 × 1 for the focal

stack dataset and of size 810 × 1 for the focus-aperture stack dataset. We learn 10

mixture models for each focus setting. The equation expressing the signal f(x) as a

summation of Gaussians can be expressed as:

f(x) =
K∑
k=1

pkN (µ(k),Σ(k)).

where pk is the cluster weight, (fraction of data that belongs to a cluster) and µ(k)

and Σ(k) is the mean and covariance of the kth Gaussian mixture respectively.

4.4.2 Reconstruction using GMM prior

Our goal now is to estimate the per-pixel intensity profile (in case of focal stack)

or AFI (in case of focus-aperture stack) from the observed sub-samples of it. It is

easy to see that the relationship between the observed sub-samples and the complete

profile is linear and therefore can be expressed as: y = Hx+n, where y represents the

observed intensity profile sub-sampled at 8− 16 focus-aperture settings in vectorized
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form, x represents the complete intensity profile or AFI in vectorized form, H is the

transformation matrix, and n is observation noise. We assume zero mean Gaussian

noise with covariance Σn, N (0,Σn).

For reconstruction we use the Minimum Mean Square Error (MMSE) estima-

tor. Given an observation y, the posterior distribution f(x|y) of x is again a GMM

with new cluster weights α(k)(y) and new (posterior) cluster Gaussian distributions

f (k)(x|y):

f(x|y) =
K∑
k=1

α(k)(y)f (k)(x|y),

where f (k)(x|y) is the posterior distribution of the kth Gaussian

f (k)(x|y) = N (µ
(k)
x|y(y),Σ

(k)
x|y)

with mean µ
(k)
x|y(y) and covariance Σ

(k)
x|y, given by

µ
(k)
x|y(y) = µ(k) + Σ(k)HT (HΣ(k)HT + Σn)−1(y −Hµ(k)),

Σ
(k)
x|y = Σ(k) − Σ(k)HT (HΣ(k)HT + Σn)−1HΣ(k). (4.1)

The new weights α(k)(y) are the old weights pk modified by the probability of y

belonging to the kth Gaussian mixture component

α(k)(y) =
pkf

(k)(y)∑K
i=1 pif

(i)(y)
,

where f (k)(y), which is the probability of y belonging to the kth Gaussian component,

is given by:

f (k)(y) = N (y;Hµ(k), HΣ(k)HT + Σn).

The MMSE estimator x̂(y) is the mean of the posterior f(x|y), i.e.,

x̂(y) =
K∑
k=1

α(k)(y)µ
(k)
x|y(y).
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Figure 4.4 : Optimal Sampling. Comparison of PSNR as a function of the number
of acquired images for various methods of sampling clearly shows the efficacy of our
optimal sampling scheme. Note that the proposed scheme provides almost 10dB im-
provement over all traditional sampling methods (including focus stack and aperture
stack), even when such methods are allowed to use much larger (45) set of images.

The corresponding MMSE is given by

mmse(H) = E||x− x̂(y)||2 (4.2)

4.4.3 Greedy sampling algorithm

The quality of the recovered focus-aperture stack greatly depends on the learned prior

and the choice of multiplexing matrix. Learning can be enhanced by good, big and

varied choice of training datasets. In this section, we describe how one can construct

good sampling matrices that help reduce the MMSE error described in equation 4.2.

It has been shown by [69], [70] that the MMSE has a lower bound given by:

mmse(H) =
K∑
k=1

pkTr(Σ
(k)
x|y), (4.3)

where Σ
(k)
x|y is the posterior cluster Gaussian covariance (4.1). A brute force approach

of evaluating the MMSE for all possible ’m-sample’ aperture-focus combinations is

computationally impractical, given that we will have to swap through a total of
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C(810,m) combinations. Instead, we deploy the greedy algorithm proposed by [71].

The algorithm is initialized by finding a pair of focus-aperture settings which mini-

mizes the MMSE error. Note that this just takes C(810, 2) steps. The algorithm pro-

ceeds by finding the next optimal focus-aperture sample after evaluating the MMSE

for the pair of chosen focus-aperture samples and each of the remaining samples and

by selecting the one that minimizes the MMSE. After the ith iteration, the covariance

is updated using the following equation:

Σ
(k)
x|y,i = Σ

(k)
x|y,i−1 − Σ

(k)
x|y,i−1ĥ

T
i (ĥiΣ

(k)
x|y,i−1ĥ

T
i + Σn)−1ĥiΣ

(k)
x|y,i−1

This is followed by computing the MMSE for all 810-i-1 combinations of i samples

which includes the i-1 greedily chosen samples and a focus-aperture sample from

the remaining samples. Once again, the sample that minimizes the MMSE at this

iteration is chosen. The process is repeated till the desired number of samples are

found.

Figure 4.4 shows how the greedy algorithm performs much better than other

uniform or random sampling strategies. Moreover, also note that the reconstruction

PSNR values start to enter the acceptable range of values from 8 input image samples

onwards.

4.5 Light Field Synthesis

In this section, we describe the light field synthesis algorithm proposed by [1]. They

argue that light fields actually span a three dimensional subspace instead of a 4D, as

previously thought. This can be explained by plotting the 4D Fourier transform of

light fields, as shown in Figure 4.5. It is easy to see from this figure that each ωx0,y0

slice contains non-zero entries only along a line. Therefore, light fields can be modeled
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a) b) 

Figure 4.5 : 4D Fourier transform of light fields. a) Image of a truck b) 4D
Fourier transform of the truck shown in a). Notice how the non-zero entries are
restricted to certain 1-D segments for each ωx0y0 slice. Note:This image has been
borrowed from [1].

as three dimensional signals. This forms the basis of their acquisition method; which

is to capture a 3D set of measurements such as a focal stack and render the 4D light

fields using a prior that supports the observation explained above. In practice, they

use a Gaussian with non-zero variance only along a 3D subset of frequency entries as

a prior.

For our light field rendering, we use the following expression which is also derived

in [1].

L̂u0,v0(ωx, ωy) = χωx,y(u0, v0)

∫
s

Bs
su0,sv0

(ωx, ωy)ds (4.4)

Here, L̂u0,v0(ωx, ωy) denotes the 2D Fourier transform of a desired view Lu0,v0(x, y)

while Bs
su0,sv0

denotes the image captured by a standard lens focused at slope s and

shifted by (su0, sv0). χωx,y(u0, v0) is a function that depends on the aperture. Equa-

tion 4.4 says that the 2D Fourier transform of a desired view is just the average of

the Fourier transforms of all shifted focal stack images multiplied by a function of the

aperture. Put differently, one can easily generate light fields from a focal stack using
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a) Input near-side focus   
                   image 

b) Reference farthest focus   
                   image 

c) Caliberated near-side focus   
                   image 

a) b) c) a) b) c) 

Figure 4.6 : Geometric calibration for precise alignment. An input near-side
focus image (a) is calibrated (c) so that the corresponding objects appear at the same
locations in images captured with a different focus-aperture setting. Calibration is
performed using a farthest focus image(b) as reference.

equation 4.4. We use our proposed ’Compressive Epsilon Photography’ method to

capture focus-aperture stacks and render light fields using equation 4.4. Results are

shown for various scenes in section 4.7.

4.6 Geometric and Photometric Calibration

Since we employ a per-pixel based model for learning and reconstruction, precise

geometric and photometric calibration with sub-pixel level accuracy is essential. For

this purpose, we adopt the procedure that was developed by [58] for extracting depth

map from confocal stereo.

Geometric Calibration. It is a well known fact that changes in focal settings

result in a non-linear warp of the objects in the scene. In [58], it was shown that this

warp can be accurately modeled by considering parameters for image magnification,

lens distortion and translation. For estimating these parameters, we collected images
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of a calibration chart containing black dots on a grid at the largest aperture (F/1.4).

Registration among images in the dataset was realized by unwarping the images

according to the estimated parameters. Figure 4.6 shows an example of geometric

calibration achieving precise alignment.

Photometric Calibration. Modifying the aperture causes a change not only

in depth of field but also results in vignetting. This vignetting is corrected for by

collecting and normalizing with a set of reference white images.

4.7 Results

To validate our approach, we collected 5 test datasets and 6 training datasets for focus-

aperture stack reconstruction. For focus-stack reconstruction, we use a subset of the

samples from the 5 focus-aperture stack test datasets. All datasets were captured

using Canon EOS-40D camera with a Canon EF 50mm fixed focal length lens. The

cameras were controlled from a computer. We use a combination of 18 aperture and

45 focus settings for capturing the focus-aperture stack. The aperture was varied

from F/2.2 to F/16 while the 45 focus settings covered a depth range of 0.45m to 1m.

Raw-images were captured at a resolution of 1988×1296. However, we down-

sample the images to a lower resolution of 600× 400 since the geometric calibration

process is slow and is directly proportional to the number of pixels being processed.

However, given the per-pixel processing algorithms used, the quality of our results

are independent of the actual resolution of the images — although processing times

do scale linearly with number of pixels. In all experiments described in the paper,

the training and testing datasets were completely different and there was no overlap

between the training and testing datasets.
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Figure 4.7 : (a) We plot the reconstruction accuracy of the focus-aperture stacks
measured with PSNR as a function of number of input images. The reconstruction
performance improves significantly as one moves from 4 input images to 16 input
images for complex scenes with high texture content and intricate occlusions. For
less complex scenes such as the chess dataset, we can reliably reconstruct the focus-
aperture stack using just 8 images. (c) We show a set of AFI images obtained from the
reconstructed focus-aperture stack for interesting points such as depth edges, texture
edges, and flat surfaces corresponding to the points shown in (b). Note that the stars
denote the computed depth/ focal plane for the point under consideration.

4.7.1 Focus-aperture stack reconstructions

We reconstructed focus-aperture stacks for 3 datasets using 4, 8, 16 and 32 input

images. The reconstruction performance as a function of number of input images is

shown in Figure 4.7. There is not much improvement in the “Chess” dataset as the

number of input images is increased from 4 to 32; however for more complex datasets

such as the “Animal” dataset or the “Glassball” dataset owing to the increased texture

and refractive elements, there is a significant improvement as one moves from 4 to 16

images and a slight improvement as we go to 32 images. Hence, irrespective of the

complexity of the scene, we can reliably reconstruct the FAS using 16 input images.

Part (c) of the same figure shows that we are able to generate AFI images which are

very close to ground truth from the reconstructed FAS. As a result, the estimated

depth map obtained by applying the confocal stereo algorithm on our reconstructed
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(a) Focus-aperture grid 
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Figure 4.8 : We show select patches from the reconstructed focus-aperture stack. (a)
The gray circles correspond to the focus-aperture combinations at which the 16 input
images were obtained. (b, c) Sample images from reconstructed dataset. (d) We
show the reconstructed patches (R) at locations which are far away from the sampled
focus-aperture input images.(see colored squares in (a)). A comparison with patches
obtained from the ground truth (GT) data reveals that our reconstruction quality is
high.

FAS is very close to the one obtained by applying the confocal stereo algorithm on

the ground truth FAS directly.

In Figure 4.8, we show that we are able to accurately reconstruct patches from the

input datasets even for a combination of focus and aperture settings that are far away

from the focus-aperture combinations at which the 16 input images were captured.

A close-up of results on the “chess” and “glassball” dataset is shown in Figure 4.9.

In Figure 4.11, we visualize the reconstructed focus-aperture stacks by looking

at two subsets of the reconstructions. In Figure 4.11(a), we look at a focus stack

where we keep the aperture fixed at F/2.0 — the largest setting – and vary the focus.

Observe the clear transition of focus from the Glassball to Pooh to Tigger to the

Angry Bird as we sweep through the focus planes. . In Figure 4.11(b), we look at
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an aperture stack where we keep the focus fixed and vary the aperture. Observe the

increase in depth of field as we increase the aperture from F/2.2 to F/11. In summary,

we are able to reliably reconstruct objects placed at unobserved focal planes even for

large aperture settings.

Observed Image 

In focus 

In focus 

Reconstructed Image 

Out of focus Out of focus 

Out of focus Out of focus 

Observed Image 

Figure 4.9 : 16 images with varying focus and aperture settings given by our opti-
mal sampling scheme are captured and the entire epsilon photography stack is recon-
structed. (middle row) An example of a reconstructed image with zoomed in insets
for two datasets. (top, bottom) Two observed images that are closest in focus and
aperture settings to the one in the middle row. The reconstruction shows ability to
transfer textural detail and sharpness to unobserved focal-aperture settings.

4.7.2 Light field reconstruction

In this section, we show some light fields reconstructed using the algorithm described

in section 4.5. The first light field displaying a chess board was reconstructed as

follows:

• First 16 images, corresponding to specific set of focus-aperture combinations
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fp 3 fp 16 fp 42 fp 29 

b) Aperture stack, fixed focal plane (fp = 4) 

a) Focal stack, fixed aperture (F/2.0) 
fp 3 fp 16 fp 42 fp 29 

F/2.2 F/3.5 F/11 F/6.3 

F/2.2 F/4.0 F/13 F/7.1 

Figure 4.10 : a) shows 2 reconstructed focal-stacks for a fixed small aperture of F/2.2.
One can clearly see the accurately modeled blurring effect as one moves from focal
plane 3 (fp3) to focal plane 42 (fp42). b) Reconstructed aperture stacks for a fixed
focal plane. As the aperture size increases from left to right, the increase in depth of
field becomes apparent.
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Figure 4.11 : This figure shows the reconstruction results of a tennis racquet placed
outdoors at 24 uniformly sampled focus-aperture combinations. 16 input images taken
were used for reconstruction. Notice how the depth of field increases as one moves
from F/2.2 to F/10. The blur too is modelled well, as can be seen for the images
reconstructed at the largest aperture (F/2.2).

were captured.

• These captured images were used to reconstruct a 45× 18 focus-aperture stack.

• then, 40 images from the focus stack recovered above at aperture setting F/3.5

were used to reconstruct a 7 × 7 angular resolution light field using the algo-

rithm described in section 4.5. Note that each recovered image is at full sensor

resolution.

Figure 4.13 shows 4 recovered corner view images. Note that no aliasing is present.

Subjective evaluation. Quantitative comparisons in terms of PSNR are often

not the best indicators of visual quality. To further validate our claims, we performed

subjective evaluations with the goal of determining if the reconstructions were dis-

tinguishable from the original images. We performed a visual perception study using

a group of 13 test-subjects. We would show the subjects a pair of images — one
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a) b) 

d) c) 

Figure 4.12 : This figure shows 4 corner views of the recovered LF for the chess
dataset. Horizontal and vertical red lines are super-imposed in order to make out the
disparity, while in (d), X-U and Y-V slices are shown adjacent to the LF image to
confirm the LF characteristics.
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a) b) 

d) c) 

Figure 4.13 : This figure shows 4 corner views of the recovered LF for the glassball
dataset. Horizontal and vertical red lines are super-imposed in order to make out the
disparity, while in (d), X-U and Y-V slices are shown adjacent to the LF image to
confirm the LF characteristics.
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original and reconstructed — and note the subjects preference of the higher quality

image or if there was no preference at all (see Figure 4.14(a)). The subjects had no

restrictions on the amount of time required to make their choice as well as had the

ability to zoom-in over different regions for a closer look. Each subject had to com-

plete 30 evaluations and on an average, the amount of time taken to complete them

was 5 minutes. Further, to establish reliable controls, out of the total of 13×30 = 390

image-pairs instances, we randomly placed 69 control evaluations where both images

were the same. Out of these, in 60/69 instances the users marked no preference —

thereby lending remarkable significance to our evaluations. Figure 4.14)(b) shows the

histogram of answers obtained. In a majority of instances (51%), the subjects had

no preference between the two images. In about a third of the instances, the subjects

preferred the original image and preferred the reconstructed image in a sixth of the

instances. Overall this indicates that in a significant percentage of instances (close to

66%) the subjects either preferred our reconstruction or had no particular preference

for the original and even when they had a preference the preference was marginal.

4.8 Conclusion and Discussions

In this paper, we envision a framework for reconstructing the entire space of pho-

tographs that can be captured by a camera from just a few carefully selected im-

ages. Our framework enables an unprecedented level of freedom and flexibility in

post-capture processing without the resolution limitations of light-field cameras. The

two-key ideas underlying our approach are the use of per-pixel modeling of intensity

profiles and the use of Gaussian Mixture Models for capturing redundancies observed

in epsilon photography stacks. Exploiting both of these, we show that we can recon-

struct a photograph stack of thousands of images from just a few images. Further,
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106/321 

50/321 

165/321 

Original

Reconstructed

No preferance

(a) Snapshot of our evaluation tool (b) User preference statistics 

Figure 4.14 : (a) We showed pairs of images – one original and one reconstructed — to
13 subjects and asked them to either pick a perceptually better image or to mark no
preference between the two. Each subject was asked to evaluate 30 image pairs with
no constraints on time for finishing the tasks. (b) In 51% percentage of instances,
the subjects had no preference between the two images. This indicates both the high
quality of our reconstructions and our ability to avoid perceptually glaring artifacts.

applications that rely on focus-aperture stacks such as confocal stereo are enabled by

collecting just a few images as opposed to hundreds to thousands of images.

Limitations. A key limitation of our algorithm, and an avenue for future work,

is to account for scene motion and dynamic range. The results presented in this pa-

per are applicable only for static or slow-moving scenes. However, our compressive

framework enables reconstruction of the focus-aperture stack from as little as 8− 16

images — which can be captured in rapid succession using the burst mode of the

camera. By accounting for scene motion using optical flow-based registration, one

could extend our techniques to dynamic scenes as well. Tackling dynamic range is

another key avenue for future work. Our method is general enough to encompass

both noise models inherent to HDR imaging as well as accounting for changes in ISO.

In addition to these, clever strategies for sampling a large depth range without sig-

nificantly increasing the per-pixel feature dimensionality and the associated training

data requirements is an interesting avenue for future work.
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Chapter 5

Conclusion

In this work, we show that exploiting the highly structured nature of light fields can

lead to more efficient and task specific camera and algorithm designs. The benefits

vary from increased resolution, highly compressed representation to reduced capture

time.

In chapter 2, we demonstrate how one can recover light fields from a sparse set

of measurements using dictionary learning. This reduces the stress on the number of

image acquisitions that have to be made in order to capture the light field, thereby

making high resolution light field video capture possible. The actual number of

measurements used in the recovery of a light field frame is determined using an

optical-flow based algorithm which decides how fast a given portion of the scene is

changing. The angular sampling is done via an electronically tunable coded aperture

which acts like a fast varying physical mask at the aperture of the camera, thereby

enabling the capture of multiple superimposed views at full sensor resolution.

We validate our approach by recovering light field videos of both simulated and real

datasets. Furthermore, we demonstrate novel results such as refocussing on dynamic

objects of the scene at full sensor resolution.

In chapter 3, we propose a novel method called ’Compressive Epsilon Photography’

to capture focal-aperture stacks from just a few measurements. We show that the

intensity profile of any given pixel with varying focus and aperture is highly redundant

and can therefore be modelled using a mixture of Gaussians. As part of its application,
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we show how one can synthesize light fields at high angular and spatial resolution

without having to capture the entire focal-stack by utilizing the method proposed

by [1].

Future Work: In future, we would like to extend Compressive Epsilon Photogra-

phy to include other important camera parameters such as ISO and exposure so that

photographers can have complete control over all the important camera parameters

post-capture. This will enable amateur photographers to capture mind-blowing pho-

tographs; reducing the necessity of being an expert. We would also like to extend our

model to scenes with depths beyond the current maximum value of 1m. The depth

restriction is a result of being confined to the laboratory setting for the purpose of

collecting training datasets, each of which takes over 4 hours during which the am-

bient light conditions might vary a lot in an outdoor setting. This however can be

properly accounted for, by measuring the ambient light using a lux-meter during each

image capture followed by appropriate calibration.

We firmly believe that with these additions, our method will greatly simplify the

process of image capture for photographers with different backgrounds and varying

levels of expertise.
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