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Abstract
Methods for Spike Sorting and Ripple Detection during Hippocampal Replay
by
Ankit Sethi

In the rat hippocampus, fast oscillations termed sharp wave ripples and
an associated sequential firing of neurons, termed replay, have been identified as playing a crucial role in memory formation and learning. The term
’replay’ is used since the observed spiking encodes patterns of past experiences. To determine the role of replay in learning and decision making,
a need arises for systems that can decode replay activity observed during
ripples. This necessitates online algorithms for both spike sorting and ripple detection at low latencies. In my work, I have developed and tested an
improved method for ripple detection and tested its performance against
previous methods. Further, I have optimized a recently proposed spike
sorting algorithm based on real-time bayesian inference so that it can run
online in a multi-tetrode scenario, and implemented it, along with ripple
detection, for the open-source electrophysiological suite, “open-ephys”.
These two modules are integrated to form a system uniquely suited to
decoding neuronal sequences during sharp wave ripple events.
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Chapter 1

Introduction

Advances in signal processing techniques, electronic circuit design miniaturization,
power-profile and efficiency signatures, as well as materials suitable for chronic implantation as sensors in the brain have converged to create a situation where delving
into the workings of the brain at the level of neuronal spiking is possible and can
be used to gleam correlations between observable behavior of the animal and spatial
and temporal patterns of neurons in its brain. With carefully designed experiments,
such data can be extracted that can bolster the set of evidences in favor of claims
and theories well beyond the suggestivess of correlation and into the certitude of
causation.

1.1

Memory

Memory is the ability present in many living beings of storing and retrieving past
experiences, events and information. The seat of memory is found within the brain,
ie, it is a neurological function. Memory requires information received from sensory
organs to be encoded into a biological representation within the brain - a step known
as encoding. The next requirement is that memory be stored. They storage type
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leads to classification scheme - short term memory and long term memory. Short
term memory is typically information available at short time scales of minutes or
hours or days, rather than longer spans of weeks and months and years. Note that
time reference points should be scaled according to the life span of the species under
consideration. Long term memory is information that is retained for much longer
periods of time. The final process associated with memory is retrieval, which is the
act of bringing back the contents of memory from storage into consciousness. The
physiological structures that support the functions of memory have been identified to
be chiefly the hippocampus, the amygdala and the striatum. The hippocampus is of
primary interest to us for the purposes of this work since it’s role in the process of
spatial learning and navigation as well as the consolidation of short term memory to
long term memory is the overarching goal of this research.

1.2

Hippocampus and Memory

One of the first notable cases of the hippocampus being implicated in memory funciton
was the 1957 report by Scoville and Millner [1]. Its most famous patient, the person
known only by his initials as H.M., experienced reterograde amnesia after a surgery
that removed portions of his medial temporal lobes. The outcome of the surgery
leaving him unable to form new long term memories suggested that the hippocampus,
entorhinal cortex, subiclum and other portions of said medial temporal lobes were
responsible for the consolidation of short term memories into long term memory. The
study also supported the dichotomy of short term and long term memory as older
memories were recalled by H.M with ease, although he failed to make new ones. Marr
[2] and Cahill and McGaugh [3] proposed two models for how the hippocampus might
support the consolidation of memory. The dominant hypothesis is a reactivationconsolidation method, where neuronal activity that represents and acts as a physical
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instantiation of a memory is reactivated to promote rapid learning, centered in the
CA3 region of the hippocampus. Later this trace is transmitted downstream from
the hippocampus to the neocortex for longer term storage.
Zooming in the further into the electrophysiology of the hippocampus we outline
a series of facts about the workings of the hippocampus and how they do or might
relate to memory:
During waking behavior, neural activity has been observed in many species to be
divided into states: a theta stage where primary cells and inhibitory interneurons
exhibit a period firing rate of around 6-12 Hz (in rodents), accompanied by a corresponding oscillation in the local field potential (LFP); and a second stage termed
“Large irregular activity” characterized by a general lack of coherent firing that is
punctuated with brief ( 100 ms) bursts of coordinated activity that takes up a large
percentage of the neuronal population. A study has shown [4], correlations between
these two states and animal behavior: the theta stage is associated with attentiveness or movement while the LIA stage occurs during moments of pause, silent eating,
sitting or passive grooming behaviors.
The coordinated bursts of activity in the LIA stage shall be the next focus of
attention. These bursts are stereotyped as having a duration of 50-120 ms and evidently recruit a fraction of around 10% of the total population in the firing activity.
Alongside these burts, the LFP of the CA1 region also exhibits a wide-amplitude
excursion, known as a “sharp wave,” and is found prominently in the stratum radiatum. A related signal fluctuation found riding on top of the sharp wave are low
frequency (150-250 Hz) oscillations known as sharp-wave ripples (SWR) or simply
ripples. Ripples are believed to be a consequence of the synchronized bursts just described. Ripples have been observed throughout the hippocampus and the entorhinal
cortex [5].
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Connecting these oscillations to behavior: sharp wave ripples occur during quiet
rest in an aperiodic fashion at the average rate of between 0.1-1 times per second.

1.3

Place Cells

Thus far we have discussed aggregate phenomenon such as sharp waves, sharp wave
ripples and interrelated population bursts in actvity. During the study of single-cell
activity from a behavioral perspective, such as operant conditioning tasks [6], it was
found that single units’ firing rates were dependant to some extent on the animal’s
location in its environment. The location that induces a cell to display an enhanced
firing rate was called the “place field.” This phenomenon was found only when the
animal was in a theta phase, during exploration and/or alertness. The stability of
such fields was investigated and it was found that [7] the place fields held true across
a period of several months. It was further shown [8] that there was no pairwise
correlation between the place fields of two particular neurons. That is to say, place
field assignments appeared to be happening randomly and the relationship between
the place fields of two neurons had no relationship to the place fields for those same
neurons in a different enviroment.
After discovering a relationship between the firing rates of certain hippocampal
units and locations in the environment, and the knowledge that these fields were stable
across time and, as far as one could tell from the units recorded, they covered broad
swathes of the environment, i.e, not restricted to certain segments of the environment,
it become possible to decode the trajectory of rodents’ forays using the place field
activity from a large number of units. This was first shown by [9].
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1.4

Reactivation and Replay

Buzsaki suggested a two stage memory model that corresponded with the theta and
LIA phases of hippocampal activity. The second state, that of consolidation of short
term memory into long term storage, suggested that a coherent reactivation of past
hippocampal firing patterns should occur during SWRs. Indeed it was found [10]
that after exploring an environment, those cells were more active during sleep that
had acted as place cells in that environment. Wilson and McNaughton also showed
[11] that there was increased co-activation in pairs of neurons that had acted as place
cells in prior activity. The logical extension to this would be to expect a sequential
reactivation of firing patterns. This “replay” was experimentally confirmed by [12]
[13] and [14] [15] while the animal was sleeping or during a break in exploration.

1.4.1

Properties of Replay

Replay has been found to occur on a compressed timescale - approximately 20 times.
Additionally, there seem to be two kinds of replay - forward and backward, i.e., replay
can reflect the reactivation of a sequence of firing patterns in the same or reverse orders
[15].

1.4.2

Testing the Two State hypothesis

From the description of the hyothesis it can be seen that an important step in confirming the two state model of memory would be to disrupt SWRs using external
sources and observing how it affects memory. The perfomance of memory can be
quantified in the case of a behavioral task performed by a rodent, and changes in the
task score before and after the stimulation regime can chart the impact of stimulation. Two studies did this: in one study [16], it was found that selectively suppressing

6
ripples impaired the rodent subjects’ spatial memory. A similar study was also conducted by [17] that showed that disruption of ripples impaired spatial learning. In
both cases, the stimulation to hippocampal afferents was done during a post-training
rest/sleep session when memory would presumably be consolidated. Differing from
them in this aspect, a study by [18] focused on the role of awake SWRs using a spatial
alternation task. The hypothesis was that awake SWRs also contribute to learning,
planning and trajectory decision making. The works suggested that replay during
awake SWRs contributes towards making decisions requiring knowledge of current
and past trajectories.

1.5

Conclusion

An overview of the science behind memory function in the hippocampus and associated structures has been presented and many of the important studies have been
briefly discussed as pertains to the overall evolution of understanding the function
of hipppocampal neural activity. Clearly, there is much to be further investigated
about the role and influence of replay and sharp wave ripple complexes in memory
and learning. This serves to motivate further chapters in this report that deal with
major work conducted. The first half of this work focuses on sharp wave ripples
and best methods for detecting them. The second half discusses a recently proposed
real time spike sorting algorithm and details how it may be used for real time replay
experiments with some improvements and optimizations.

Chapter 2

Sharp Wave Ripples and their detection

This chapter concerns itself with the high amplitude deviations in the hippocampus
CA1 named sharp waves and associated oscillatory activity termed sharp wave ripples. The two phenomena taken together are commonly referred to as a Sharp-Wave
Ripple Complex (SWR). The importance of sharp wave ripple detection is discussed
followed by past and present methods of detecting them. A theoretical signal model
is proposed and the various contending algorithms for ripple detection are described.
All of these algorithms have been implemented in MATLAB/Labview and using a
synthesiszed ripple signal, tested according to specified performance criteria. The
performance of all the contenders is dicussed, including the new algorithm proposed
and previously published. The novel algorithm suggests attractive advantages that
will also be highlighted.

2.1

Ripples and their effects

As outlined in the introduction, when rodents are asleep or resting, large amplitude
waves occur in the local field potential (LFP) recorded in the stratum radiatum of area
CA1 of the hippocampus [19]. These sharp waves, as they are called, are associated
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with fast oscillations in the range of 150-250 Hz [20][13]. These oscillations, called
Sharp Wave Ripples or ripples, are in a frequency band higher relative to the theta
or gamma bands and their period is between 50-150 ms [21]. Studies [21][22][11] have
established the existence that ripples play an active role in memory consolidation
and recall. The reactivation of patterns of neural activity present during behavior
- known as replay - occurs during SWRs at a compressed timescale. Investigations
are ongoign to find the exact relationship between SWRs and memory, which is
currently not comprehensively understood. It has been shown by some studies [16]
[17] [23][18] that the disruption of SWRs by electrical stimulation of the hippocampus
impairs the performance of rats in memory tasks. This is strong evidence to suggest
that disruption of replay prevents the consolidation of short term memories for long
terms storage. It also appears to prevent the recall of memories which guide behavior.
Behavioral experiments like these aim to causally investigate the role of ripples require
real time low-latency detection of SWRs. This chapter is motivated by this reason
to investigate better methods of ripple detection and their performance capabilities.
The work described has been published in [24]

2.2

Prior methods

A variety of approaches have been used in previous studies involving real-time ripple
detection. In [16] [23], simple power measurements were employed in a custom sliding
time window followed by a thresholding. One study [17] used an analog version of
the same technique. Most recently, in [18] a heuristic envelope estimation is done
on the signal followed by a dynamically updated threshold. This study analyzes the
Ripple performance of these algorithms in simulations and also two new algorithms:
one based on an alternate method for digital envelope estimation [25] and one using
the CUSUM method for event detection [26]. In order to specifically target the neural
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activity which occurs during SWR, disruption requires the latency of detection to be
as minimal as possible. This implies tradeoffs in the choice of thresholds, window
sizes, and other algorithmic parameters. In addition, to achieve continuous real-time
operation, the computational requirements of detection algorithms are limited by the
processing power of the data processing system.

2.3
2.3.1

Theoretical Models of Algorithms
Modelling the Sharp Wave Ripple

A SWR event is modelled functionally as a sinusoid with amplitude A and frequency
fc (150Hz ≤ fc ≤ 250Hz), that is amplitude modulated by a second sinusoid with
amplitude Am = 1 and fm = 1/2tr , where tr is the duration of a ripple event. Gaussian
(N (0, 1)) white is generated and filtered to produce pink noise (S(f ) ∝ 1/f ). The
standard deviation of the noise σ is used in conjunction with a user specfied SNR to
√
calculate A = 10SN R/20 ∗ 2σ. The sampling rate fs used is 30,000 Hz to match the
sampling rate of current hardware acquisition systems. The SWR is then bandpass
filtered (150Hz − 250Hz) and downsampled to 1500 Hz.

Figure 2.1: Ripple segement from hippocampal recording (top) and simulated ripple
segment (bottom)
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Figure 2.3.1 shows a comparison between a selected ripple recorded from a rat
hippocampus against a simulated ripple.

2.3.2

Power Thresholding Algorithm

It is assumed that a preliminary noise estimation has been performed to obtain µ̂ and
σ̂, i.e. mean and standard variation of the background noise. This is implemented
prior to start of detction by averaging over a large number of continuously acquired
samples or, alternatively, averaging over a large number of randomly selected segments
of the signal. The averaged power in a sliding time window of duration tw is calculated
and compared to a threshold chosen as µ + Kσ, where K is usually set in the range of
3-5. Previously, tw has been set to values ranging from 10ms to 100ms. To encourage
low latency and redced memory requirements, it is fixed at 4 ms for this simulation,
which corresponds to the length of a half-cycle ripple at 250 Hz.

2.3.3

Heuristic Envelope Based Thresholding

As developed in [18], this algorithm works by calculating the envelope of the filtered
signal, while comparing it to an iteratively updated threshold. Their algorithm is
reproduced here for convenience. Their smoothened estimate of the signal is given
by:
vest (n) = vest (n − 1) + g (n − 1) (|x(n)| − vest (n − 1))

(2.1)

Where vest is the smoothened estimate, g(n) is an adaptive gain, and x(n) is the
filtered SWR . The gain increases and decreases accordingly as a rising or falling
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slope is detected.

g (n) =




0.2

|x(n)| < vest (n − 1)


P

 1 { 19
i=1 g(n − i) + 1.2} |x(n)| > vest (n − 1)
20

(2.2)

The mean µ̂ and standard deviation σ̂ of the noise are calculated using an iterative
update algorithm for Nsmooth = 10000 samples before commencing with detection:
µ (n − 1) (Nsmooth − 1) + |x(n)|
Nsmooth

(2.3)

(|x(n)| − µ (n − 1) | − σ (n − 1))
+ σ (n − 1)
Nsmooth

(2.4)

µ̂ (n) =

σ̂ (n) =

A SWR is detected when the envelope estimate vest (n) exceeds µ̂ + K σ̂. The authors
of [?] used a value of K in the range of 4-6.

2.3.4

Envelope Detection Filter (EDF) Thresholding

A low latency method that requires only current and previous sample of {x(n)} was
developed in [25]. It’s performance for feasability for ripple detection was studied.
The envelope estimate is given by:

v(n) =

s

x(n)2

+



x(n − 1)
x(n)
−
sin ω0
tan ω0

2

(2.5)

where ω0 = 2πfc /fs . Instead of estimating fc online, we set fc = 150Hz (the
assumed minimum ripple frequency). Simulations showed that this does not effect
the estimate of the envelope significantly and avoids the complications involved in
also estimating the ripple frequency. This also permits an offline calculation of ω0 .
Noise estimation was done as in previous algorithms and the estimate was thresholded
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to detect a ripple event.

2.3.5

CUSUM Algorithm

The classic technique in sequential analysis [26] was adapted for ripple detection.
The usual algorithm proceeds by assuming a binary hypothesis and calculating the
log-likelihood:
LL(n) = ln



p (x(n), θ1 )
p (x(n), θ0 )



(2.6)

Here, the amplitude of the ripple is not known a priori. Also, depending on the depth
of the electrodes and their neighborhood, the amplitudes of successive events may
exhibit a high degree of variation. In the absence of a p.d.f. that can model the
amplitude of a ripple event, a Gaussian pdf that models the null hypothesis, i.e. ”no
ripple present”, is used with a constant offset to make it work with the rest of the
update steps. In the usual scheme, a decision function is updated at every sample
index as:
G(n) = {G(n − 1) + LL(n)}+

(2.7)

where {z}+ = sup(z, 0) and G(0) = 0. The log-likelihood is replaced with the following term:
V (n) =



x(n) − µ̂
σ̂

2

− k2

(2.8)

where k is a constant whose value shall be discussed shortly. Substituting this to get
a modified update rule:
G(n) = {G(n − 1) + V (n)}+

(2.9)

Whereas earlier G(n) starts accruing for sample indexes where LL(n) > 0, under the
modified rule it starts accruing once V (n) > 0, i.e. when a sample is larger than

13
k s.d. above the estimated mean of the background noise. The decision function is
compared to a user-determined threshold, h. A simple method to get a minimum
value of h would be:

h=



fs
2fc



k
1 − 2 arcsin
(m2 − k 2 )
a

(2.10)

which represents the value that G(n) would add up to at the end of a ripple half-cycle.
The first term on the R.H.S. equals the number of samples in a ripple half-cycle. The
second term gives the fraction of samples in a continuous segment where the oscillation
is larger than

k
a

where k is the signal level above which ripple is more likely than noise,

and a is amplitude of the oscillation. m represents the average signal level over the
continuous segment. Here, k, m and a are all multiples of σ̂. In practice, fc may be
set to 250Hz and a similarly set to a ”safe” estimate. For low latency detction, k
should be set between 1-3. The noise parameters µ̂, σ̂ are estimated as previously.

2.4

Online Implementation

open-ephys is a set of collaborative, open-sourced tools for extracellular recordings
with an emphasis on high quality multichannel data acquisition. The open-ephys
acquisition board is used in conjunction with its open-source GUI to display, record
and save spike activity and LFP data. Pulse Pal is an open source pulse stimulator designed to deliver precisely timed control signals for neural stimulation. The
open-ephys GUI offers a module that interfaces with the Pulse Pal through its API
for seamless integration. A ripple detection module for open-ephys can be quickly
developed in C++ and added to the open-ephys GUI. Since it is open-source, it is
easy to rapidly implement any of the above or a combination of algorithms for use
during behavioral experiments. Figure 2.2 outlines the flow of data and events using
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Figure 2.2: Flow diagram for ripple detection
the open-ephys and Pulse Pal hardware.

Chapter 3

Spike Sorting and and the OPASS algorithm

As mentioned previously, replay and sharp wave ripples are linked. We have discussed from a signal processing perspective how to best detect sharp wave ripples.
The other side of the coin is the process of detecting replay. This is essentially spike
sorting done in real time. Spike sorting is the a machine learning exercise, where a
signal that contains a superposition of the spiking activity of some number of neurons
as well as background activity and noise is processed to find out two things: a) the
number of active units in the recording; and b) to label each detected spike correctly,
ie, to infer the individual spike trains for each putative neuron. This process may
be supervised or unsupervised. Due to the high processing overhead because of the
linear algebra and matrix processes involved, it is usually hard to perform spike sorting in real time, and an offline approach is often taken. To establish a causal link
memory consolidation and replay it essential to detect ripples and decode concurrent
replay information for feedback experiments that seek to disrupt specific patterns
of replay. This requires a combination of online spike sorting and ripple detection.
The authors of [27] have proposed an algorithm for real time spike sorting that they
called OPASS (Online gamma Process Autoregressive Spike Sorting). This algorithm
possesses several attractive features a) it is non-parametric. b) it offers real time per-

16
formance and c) models time-varying statistics. The implementation devised by them
is unoptimized but works in real time for a single channel and four-channel scenario,
though in the latter case it takes 75% of data length in execution time. However, in
the current state of electrophysiology, neural recordings often usually involve at least
16 electrodes with 4 channels each, giving us a minimum of 64 total channels that
needs to be decoded. Recording experiments with up to 512 channels have also been
performed [28] and seem to be the future norm for such research. Specifically, given
the difficult nature of detecting replay in awake state [29], it is important to have
the ability to perform spike sorting of several tetrodes simultaneously. Additionally,
the algorithm in [27] is operated at a sampling rate of 10kHz while it is common in
studies to record at data rates of up to 30-40 kHz [18]. This further increase in data
rate by a factor of 3-4 represents an additional challenge for online systems. Our goal
was to implement a low-latency online algorithm for spike sorting in C++ within the
framework of open-ephys and combine it with a previously presented algorithm for
low latency ripple detection [24] to perform decoding of replay firing patterns during
ripple sequences. The eventual goal is to use this to perform closed loop experiments
involving probing stimuli that can react based on real time decoding of information
in ripple sequences. The first section introduces the existing form of OPASS and our
proposed modifications along with a revised algorithm that significantly lowers the
slope of algorithm time required per number of samples processed. Next, we present
an outline of our software framework and some discussion about the tools used to
create a version ready for use in experiments. In the next section, we explain how
ripples and spikes data is concurrently extracted and combined. Finally, we present
the results of timing tests to illustrate the improvements in execution time that bend
the slope downwards enough to make the online decoding of several tetrodes feasible, and conclude with a discussion about directions for further improvement and
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investigation.

3.1

The OPASS Algorithm

3.1.1

Structure

The algorithm begins by assigning a series of prior probabilities for spike shapes
and encountering a new spike. Data is processed in batches of L = 500 (at 10kHz)
samples. A rolling time window moves across the batch and calculates the likelihoods
of the data segment being a) noise, b) a previously identified neuron or c) a new
neuron. Posterior distributions of all putative neurons and their past spike times
are maintained and updated after every new detection. C is the number of neurons
found up to the current iteration, lθ are the prior likelihoods of seeing a new neuron
in a Chinese Restaurant Process (CRP), A is the dictionary of K columns, Σ is the
noise correlation matrix (invertible due to Toeplitz AR(1) structure and P >> 1),
and Q(c) is the posterior shape distribution of neuron c. The size of a window is
P samples. A full description may be found in [27], but a condensed version is in
Figure 3.1

3.1.2

Changes for real-time implementation

The following algorithmic changes were made:
1. OPASS processes data in a “small” batch of L (= 500) samples. A window
of length R (≈ 50) slides over the batch length in increments of one sample.
Likelihoods for the entire batch are calculated after which it searches for a
likelihood value crossing a threshold. With the objective of keeping latency to a
minimum, we removed the batch requirement, directly processing the incoming
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C = 1;
xw : L × (L − P ) matrix of sliding batch segments; while DAQ active do
Update prior lθ (1 : C) using the CRP
Update noise likelihood:
lnoise = − P2 log(2π) + 21 log(|Σ−1 |) − 21 xw T Σ−1 xw
for c = 1 : C − 1 do
−1
Qt (c) = λ−1
clus (c) + R (c)
Q(c) = Σ + AQt (c)AT
x̄w = xw − Aµ(:, c)
Update likelihood of neuron c;
lon (c) = − P2 − 21 log(|Q−1 (c)|) − 21 x̄w Q−1 (c)x̄w
end
−1
Qt = λ−1
clus (C) + R (C)
T
Q = Σ + AQt A
Update likelihood of new neuron C;
lon (C) = − P2 log(2π) − 12 log(|Q−1 (C)|) − 21 xw Q−1 (C)xw lon = lon + lθ
H = lon − max(lon )
P
lthr = lnoise − max(lon ) − log (exp(H))
idx = find (lthr < T )
if size (idx) > 0 then
Find spike peak and offset idx accordingly;
Find which neuron ID most likely candidate:
Cnew = max(lon (idx))
if Cnew > C − 1 then
C = Cnew
end
update R, λclus and others.
calculate K-dim dictionary projection: ŷ
end
end
Figure 3.1: OPASS algorithm (condensed)
data in firehose fashion. Circular buffers of length R for each channel were used
as windows, reducing the latency from L to R samples.
2. When OPASS detects a neuron, it searches among the near-future likelihoods
over a time period of one spike length to identify the peak of the spike. This is
needed for proper alignment of the detected spike before updating distribution
parameters. Since likelihoods for the entire batch are already available at this
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point, this step is trivial. Our version processes incoming samples as they
comes (save for the circular buffer latency), so it goes into a search mode after a
threshold crossing where it briefly stops looking for further neurons, but keeps
calculating likelihoods for successive windows over the range of a spike length.
It then identifies the window with waveform most likely to be a spike, aligns,
and proceeds with parameter updating.
3. All invariants terms in the likelihood equations were pre-calculated. The noise
autocorrelation matrix Σ was estimated from the data before sorting and its
inverse and determinant were also pre-calculated and stored.
4. Workarounds were devised for regularly updated matrix inverse operations. In
timing tests, it was found that the most computationally expensive steps are in
updating Q and then calculating Q−1 and |Q−1 |. These costs were mitigated
in two ways:
(a) Q changes after each neuron detection. Instead of calculating Q for every window, it was updated only after successful detections and reused
otherwise.
(b) The update equation for Q, Q = Σ + AQt AT , involves a low rank matrix
(Qt ) changing with each update. The matrix inversion lemma and its
corollary for determinants can be profitably used to reduce calculations
since Qt is of dimension K × K. K  P since K is in the range of 2 − 5
while P is between 30 − 50, depending on the window size.

3.1.3

Revised Algorithm

Our revised algorithm proceeds as outlined below. x(n) represents the incoming data
for one channel with n denoting the most recent time index.
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C = 1;
xw : L × (L − P ) matrix of sliding batch segments; while DAQ active do
Enqueue new sample x(n) in circ. buffer xw Update prior lθ (1 : C) using
the CRP
Update noise likelihood:
lnoise = − P2 log(2π) + 21 log(|Σ−1 |) − 21 xw T Σ−1 xw
for c = 1 : C − 1 do
x̄w = xw − Aµ(:, c)
Update likelihood of neuron c;
lon (c) = − P2 − 21 log(|Q−1 (c)|) − 21 x̄w Q−1 (c)x̄w
end
Update likelihood of new neuron C;
lon (C) = − P2 log(2π) − 12 log(|Q−1 (C)|) − 21 xw Q−1 (C)xw lon = lon + lθ
H = lon − max(lon )
P
lthr = lnoise − max(lon ) − log (exp(H))
if lthr < T then
spikeDetect = true
search = true, i= 0
end
if spikeDetect = true then
if search = true and i < range then
store lthr , i = i + 1
if i == range then
search = false
end
end
if search = false then
idx = find (min(lthr )) Cnew = max(lon (idx))
if Cnew > C − 1 then
C = Cnew
end
Update R(Cnew ), λclus (Cnew ) and others
Update Q(Cnew ), calculate and store Q−1 (Cnew ), |Q−1 (Cnew )|
Calculate projection on dict. space ŷ
end
end
Dequeue sample at head of circ. buffer
end
Figure 3.2: Revised OPASS algorithm (condensed)
The revised algorithm is presented in Figure 3.2. For multiple channels, this
procedure is easily generalized. The full code is available online at: SpikeSorter
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Module for Open-Ephys.

3.1.4

Pre- and Post-Processing

The OPASS algorithm utilizes a dictionary based method to identify spikes. The original algorithm used spike detection using power thresholding to store an array of spike
waveforms. An SVD is applied to this spike dataset and the first K columns of the
left-singular matrix are used for the dictionary. In testing our implementation we discovered that the algorithm is sensitive to improper alignment of spikes. Misalignment
results in a dictionary that is less representative of the underlying neuronal population
and during sorting, this leads to spurious and inordinately high number of putative
neurons being identified. This has important implications for real time performance:
the parameter C (which controls the number of iterations of the likelihood loop)
increments steadily slowing down the the algorithm and leading to neurons being
misidentified and mislabeled. In the multi channel, multi-electrode case, with little
leeway w.r.t. execution time, this can quickly lead to sub real time performance. The
OPASS algorithm also requires the predetermination of the noise autocorrelation matrix Σ if the noise is being modeled as an AR(1) process. This is also implemented in
the pre-processing stage with dictionary estimation. Care must be taken in inverting
the matrix as there is a risk of Σ close to not being full rank. However, most matrix
libraries provide methods to check for this. After a spike is detected and sorted, the
algorithm provides us with the following outputs the timestamp for the spike peak,
the spike waveform itself, the K coefficients of the spike in dictionary-space, and the
neuron ID assigned to the spike. This meta-data is encapsulated and forwarded to
further processing steps for decoding and/or display.
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3.2

Software Implementation

The OPASS algorithm was chosen with the view of using a non-/minimally supervised algorithm for fast online detection and sorting during recording experiments.
Our aim was to add the implementation as a module to open-ephys, a set of collaborative, open-sourced software modules for extracellular recordings with a focus
towards enabling low cost high quality multichannel data acquisition and processing.
The open-ephys acquisition board is used in conjunction with its open-source GUI
to display, process, record and save neural activity. For linear algebra functionality,
we turned to Eigen, because of several attractive features it is header based, has
an easy to use API, open-source license, and performance rivaling or exceeding most
competitors like LAPACK or Armadillo.

3.3

Paralle Spike Sorting and Ripple Detection

In a previous work, we have identified and tested low latency algorithms for ripple
detection and proposed a variant of the CUSUM algorithm for ripple detection. Towards the end of decoding replay during ripples, we implemented spike sorting in a
software framework that synchronizes between online ripple detection and sorting to
identify and label spikes that occur during ripples with minimal latency. Specifically,
a downstream module was developed that reconciles spike events and ripple events
to accurately mark spikes occuring during ripples in real time. The output from this
novel coprocessing approach can be used by processing further modules downstream
for online decoding of place cell sequences, calculating spatial trajectories etc. The
modular nature of open-ephys ensures that algorithmic improvements can be made
in future without affecting the overarching framework.

Chapter 4

Results

4.1
4.1.1

Testing the Ripple Detection algorithms
Test environment and manual testing

The candidates for ripple detection for all simulated in MATLAB and testing was
done on synthetic signals also generated in MATLAB using the model previously
described in Chapter 2. A second round of testing was later done using Labview for
the final results due to the easier tools available for comprehensive testing and more
powerful display tools. Manual testing was also done using available recordings from
past experimental sessions. The LFP in these recordings had been sampled at a rate
of 30, 000 Hz. Several recordings of each 10 − 15 minutes were available. For manual
testing, these recordings were band pass filtered between 150 − 250 Hz before being
fed into the detection algorithms. The detected start and end times were detected and
overlayed on a plot of the waveform to facilitate manual inspection for sanity testing
(ie, to check whether the algorithms are working always or failing sometimes). Manual
inspection was also used to check if there were any visible patterns of difference in
the performance of the various algorithms. A desktop computer with an Intel Core
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i5 3.0 Ghz processor and 4GB of RAM was used.

4.1.2

Automated testing

Each candidate algorithm was tested on 500 simulated ripple events - here defined as
100 ms of noise followed by a 100 ms long ripple. To test for false positives half of
these cases had no actual ripple waveform. They were evaluated for detection latency
and the computational cost. Recorded data was used for manual testing to visually
confirm efficacy, but could not be used for quantifying performance due to absence
of gold standard data. The simulations were done at a “normal” SNR of 8 dB and a
“low” SNR of 0 dB.

4.2
4.2.1

Testing the OPASS algorithm
Real-time performance testing

The effects of structural changes on the speed of the algorithm was tested on an Intel Core i5 3.0 Ghz processor and 4 GB RAM. MATLAB simulations run over 500
iterations for a simulated dataset. The data set was synthesized using three different neuron spike shapes. Spike times were generated through a Poisson process and
randomly assigned as one of the three spike shapes. The background activity of a
recording was simulated through a gaussian noise AR(1) process. The superimposition of spike shapes offset to correct spike times and the noise was used as the final
simulated recording. A recording 10 minutes long at a sample rate of 10KHz was
generated. On average, for the Poisson parameter used, there were roughly 300 spike
events of each type per such recording.

25

4.2.2

Automated testing

The process described in the previous subsection was repeated 15 times and averaged
for the speed tests and parametric tests.

4.3

Discussion of Ripple Detection performance

Figure 4.1 show a comparison of the algorithms at both the normal and low SNRs.
All plots have been downsampled by a factor of 4 for clarity. All four algorithms
show similar trends in variation with the False Positive Rate(FPR). The CUSUM
algorithm is the method that yields the lowest latency overall. The standard deviation of latency in each case suggests also that the CUSUM algorithm is the most
closely centered around the mean, while the HBT, EDF and PWT algorithms have
increasingly greater amounts of latency variation. This suggests that the CUSUM is
a good choice an algorithm for fast detection with a low variation in detection time.
The EDF algorithm improves upon the PWT somewhat while the HBT displays intermediate performance. The Miss Rate (MR) plot shows a big difference between
the characteristics of the CUSUM algorithm and the other three. In the previous
plot also it is seen that the latency mean for the CUSUM algorithm has the highest
slope near the 0 FPR point. These two facts indicate a robustness to variation in the
threshold set. This is an important property since threshold setting is a choice that is
usually made with limited information and a certain amount of trial-and-error. Similar behavior is observed in the low SNR (0 dB) case. In the case of a noisy electrode,
one may expect the 0 FPR latency to increase by 20 ms.

The CUSUM algorithm is found to be the most robust method among the techniques investigated. There is however, an absence of a rigorous theoretical method
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Figure 4.1: Latency vs. False Positive Rate (left)/ Miss Rate (right) for 8 dB (top)
and 0 db (bottom) SNR scenarios
for choosing a threshold. The HBT algorithm has been previously used for ripple
interruption and it is superior to power window methods although it also relies upon
a semi-automated method for choosing the threshold. The EDF algorithm is a very
simple, efficient technique that offers reasonable improvement over, or at worst, comparable performance to, the PWT algorithm.

4.4
4.4.1

OPASS real time implementation
Timing tests

The mean reduction in execution time between the unoptimized and optimized OPASS
algorithm is 32.9%. Figure 4 shows a comparison in execution time for 45 ms of data
in the open-ephys C++ implementation. Here we compared the speed of the original implementation with the our fully optimized version. Apart from the structural
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changes, matrix optimizations specific to Eigen were also incorporated. The final
version achieves a 92.3% decrease in mean execution time.

Figure 4.2: Comparison of execution time - Before/After optimizations in MATLAB

Figure 4.3: Comparison of execution time - Before/After optimizations in C++
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One of the issues identified over the course of this project has been the increase in
execution time when spurious neurons are detected. This may be caused by several
issues sharp bursts of noise, improper alignment in preliminary spike detection and a
high setting for α, the CRP parameter that controls the prior probability of detecting
a new neuron. Since the algorithm updates and learns the posterior distributions of
each identified neurons shape, a few spurious and transient detections are expected
to be observed at the beginning of the sporting. If the total neuron types steadily
accumulates, however, the overhead is liable to be high since the algorithm then
checks for these neuron types in every time window.

Figure 4.4: Comparison of execution time - with 5 (left) and 7 (right) putative neurons
In Figure 4.4 we profiled the performance drop when a change in yields 5 and 7
detected neurons, respectively. Two extra detections ends up increasing the- mean
execution time by 18%. Some design considerations that are left unsettled in [4] are
the best way to calculate the dictionary and auto-correlation matrices for tetrodes.
Separate tetrodes are likely to be recording a different signal from each other, but
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the channels of a tetrode should be highly correlated. We estimated the dictionary
using the channel with the best signal quality but it is possible that the signal from all
channels could be optimally combined for the purposes of this preliminary estimation.

4.4.2

Effect of hyperparameters

The authors in x indicate briefly that the algorithm requires several hyperparameters to be set and that they “varying them does not affect perfomance”. A closer
look was taken to profile how the performance of the spike sorting algorithm varies
with changing these parameters. The metric used to measure performance was Spike
Identification Rate, which is the percentage of spikes correctly identified as assigned
to the correct cluster, averaged over all possible spike types in the data. We expect
SIR to worsen as hyperparameters are pushed to extremes and cause misclustering
and detection failures after a point. We looked at the following parameters:

Figure 4.5: Effect of alpha and P variation on Spike Identification Rate
In the first series of tests, the effect of changing α and P were investigated. In
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Figure 4.5, we see the trend that increasing the size of the dictionary appears to have
no effect on improving the spike identification rate. There is an interesting dependence
on the choice of α. Decreasing its value leads to agglomeration of clusters that
should have been independant at higher level of P , leading to a fall in correct spike
identification. This problem gets mitigated on lowering the length of the dictionary
suitably. A possible explanation for this effect is that with a larger dictionary increases
the algorithm’s senstivity to smaller variations in spike shape and lower value of α
increases the tendency for new clusters to be created to accomodate this.

Figure 4.6: Effect of variation in φ on number of Putative neurons detected
In Figure 4.6 we see the effect of tuning φ which is the prior cluster covariance.
The issue identified here is with excessive lowering of the valye, which leads to a spike
in “waste neurons” identified. The explanation seems to follow from the parameter’s
function - assuming a small covariance leads to normal variations in spike shape being
construed as different neurons.
In Figure 4.7 we see the variation of ν the weight assigned to the prior φ. As
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Figure 4.7: Effect of variation in ν on number of Putative neurons detected
we give more importance to the accuracy of the prior precision, we expect that more
spike shapes will fall “out of bounds” and be added to a new cluster, which is what
we - a rise in putatuve neurons as ν increases.
In Figure 4.8 we plot the variation in spike identification rate as we decrease the
value of pi on a logarithmic scale. For much of the range plotted, the SIR is stable
but eventually drops as the prior on finding a neuron at all becomes too low and
overwhelms the likelihoods being calculated by the algorithm. In Table 1, we study
the effects of modeling or not modeling the the noise and shape distribution means
as an AR(1) process. The results conform to expectations - not modeling either one
results in a slight drop in SIR and not modeling either results in the biggest drop.
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Figure 4.8: Effect of variation of π on Spike Identification Rate

Chapter 5

Conclusion

The future of experimental studies exploring replay will require a higher granularity
ability to decode the content of replay in real time. This task requires fast, real
time algorithms that can detect ripples and sort spike trains at minimal latency. The
current ripple detection algorithms were survyed and a new algorithm based on the
CUSUM algorithm was implemented and tested. It was found that the CUSUM has
lower mean and standard deviation of latency for a given false positive rate. For
implementing spike sorting, the OPASS algorithm was investigated for suitability
and measures were derived to increase its efficiency and latency, allowing it to decode
more channels than the version originally proposed. The parameters that control the
functioning of the neuron are also investigated to learn how their variation affects
the performance of the algorithm. Testing was done to evaluate increases in speed
and parameter behavior. While some parameters elicited comparable performance in
spike identification across a broad spectrum of value, some affected behavior more
drastically. These results help users of this technique to triage poorly performing
setups as well as well helping from the user interface design perspective, pointing
developers to variables that are critical to be exposed to the user as control, and
which can be safely hardcoded without adverse effects.
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