


ABSTRACT

Distributed Space Coverage for Exploration, Localization, and Navigation in Unknown

Environments

by

Seoung Kyou Lee

Many tasks, such as search and rescue, exploration and mapping, security and surveil-

lance are suited for mobile robots. These tasks require the population to spread out over a

large environment, where the sensing and communicating capacity of an individual robot

might be too small to cover the entire environment. This thesis presents approaches for

cooperative coverage tasks by large populations of robots to overcome the limitation of a

single robot. Not only can a multi-robot system accomplish the coverage task far more

efficiently than an individual robot, but it is also more reliable against individual hardware

failure.

This thesis investigates two different scenarios with respect to distributed multi-robot

space coverage in an unknown environment. First, the space coverage in unbounded en-

vironments is considered. This scenario takes care of robots searching in or monitoring

an unlimited region, such as a forest or a sea-floor. For efficient scanning, robots need to

spread out sufficiently to cover a large area. At the same time, they have to be close to

their neighbors to prevent network disconnection. In order to fulfill both requirements si-

multaneously, this work presents a cohesive configuration controller by combining existing

flocking strategies with a boundary force algorithm and network sensing and mode switch-

ing method. By doing so, robots form a convex and cohesive configuration without any



disconnection. Moreover, they maintain this final configuration even while moving. Sec-

ond, this work studies the space coverage problem in bounded environments that pursues

to build a robotic sensor network. In this scenario, an algorithm to construct a triangula-

tion using multiple low-cost robots is presented. The resulting triangulation approximately

maps the geometric characteristics of its surrounding environment and produces a physical

data structure that stores triangle information distributively. This physical data structure

provides auxiliary data to robots and lets them accomplish the application’s goal using only

local communications. In this thesis, one simple application for patrolling and one complex

application for topological Voronoi tessellation and center computation are addressed.

This work provides theoretical guarantees about the algorithm performance and numer-

ous simulation and hardware experiment results using the model of low-cost platforms to

validate the feasibility of presented methods. In both scenarios, robots successfully form

desired configurations without the aid of centralized infrastructures. In addition, the group

of robots maintains the connectivity while running the algorithms.
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ABSTRACT

Distributed Space Coverage for Exploration, Localization, and Navigation in Unknown

Environments

by

Seoung Kyou Lee

Many tasks, such as search and rescue, exploration and mapping, security and surveil-

lance are suited for mobile robots. These tasks require the population to spread out over a

large environment, where the sensing and communicating capacity of an individual robot

might be too small to cover the entire environment. This thesis presents approaches for

cooperative coverage tasks by large populations of robots to overcome the limitation of a

single robot. Not only can a multi-robot system accomplish the coverage task far more

efficiently than an individual robot, but it is also more reliable against individual hardware

failure.

This thesis investigates two different scenarios with respect to distributed multi-robot

space coverage in an unknown environment. First, the space coverage in unbounded en-

vironments is considered. This scenario takes care of robots searching in or monitoring

an unlimited region, such as a forest or a sea-floor. For efficient scanning, robots need to

spread out sufficiently to cover a large area. At the same time, they have to be close to

their neighbors to prevent network disconnection. In order to fulfill both requirements si-



multaneously, this work presents a cohesive configuration controller by combining existing

flocking strategies with a boundary force algorithm and network sensing and mode switch-

ing method. By doing so, robots form a convex and cohesive configuration without any

disconnection. Moreover, they maintain this final configuration even while moving. Sec-

ond, this work studies the space coverage problem in bounded environments that pursues

to build a robotic sensor network. In this scenario, an algorithm to construct a triangula-

tion using multiple low-cost robots is presented. The resulting triangulation approximately

maps the geometric characteristics of its surrounding environment and produces a physical

data structure that stores triangle information distributively. This physical data structure

provides auxiliary data to robots and lets them accomplish the application’s goal using only

local communications. In this thesis, one simple application for patrolling and one complex

application for topological Voronoi tessellation and center computation are addressed.

This work provides theoretical guarantees about the algorithm performance and numer-

ous simulation and hardware experiment results using the model of low-cost platforms to

validate the feasibility of presented methods. In both scenarios, robots successfully form

desired configurations without the aid of centralized infrastructures. In addition, the group

of robots maintains the connectivity while running the algorithms.
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Chapter 1

Introduction

Robot systems can substitute to human beings for numerous dangerous, difficult, and dirty

tasks. Consider an unknown environment, such as a factory after a fire, a building after

an earthquake, a landscape following a flood, or a large area of forest with fire. How can

we make use of mobile robots in order to explore and respond to events in a large area of

space? How can we secure the area so that new events or developments can be quickly

detected and a rapid response can be dispatched? And how can we structure exploration

and surveillance in the first place, before a disaster even happens?

The space coverage problem is a fundamental concern in the robotics field for these

kinds of scenarios. A great deal of literature have considered this problem from a variety of

different angles, with many impressive scientific and practical achievements from [3] to [4].

Work on individual mobile robots has produced platforms that are capable of amazing feats;

however, even an extremely powerful robot cannot be in several places at once, so it cannot

detect multiple events. It has to travel between locations and is vulnerable to catastrophic

failures. On the other hand, a large number of robots provides technical advances for

space coverage problems. They are able to conduct a parallel sweep of a large area. A

dispersed configuration has many advantages to improve the chance of discovery for any

event in a large environment. Moreover, a large group of robots is much more robust against

individual hardware failure. In contrast to a single robot system, large populations of robots

are able to continue their mission even if a few of them are broken or lost.

This thesis describes a set of algorithms to cover an unknown environment using a
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multi-robot system. This work classifies the set of space coverage problems into two differ-

ent categories according to the type of environments: an unbounded and a bounded space.

In both environments, the high-level purpose of the algorithms are the same; robots spread

out into a free space and cover a large area while maintaining connectivity. However, these

are slightly different target configurations in each environment. This is caused by the fun-

damental differences of the characteristics between unbounded and bounded space. More

details of each scenario are described below.

Unbounded environments—cohesive configuration control for unbounded space

coverage: Imagine a task in an unbounded environment, such as monitoring fire in a

forest, searching submarine oil fields, or collecting weather data for scientific analysis.

These kinds of spaces have no apparent boundary. Moreover, the size of these spaces

are too large to cover completely with a practical number of robots. In this scenario, It is

assumed that the number of robots is not sufficient compared to the size of their surrounding

environment. tasks that does not require robots to completely cover the target area. Instead,

this work aims to build a robot configuration similar to a flock of birds or a school of fish.

Individual robots spread out as large as possible to cover a large area. At the same time,

they do not move too far from each other to prevent disconnection. Finally, all robots

should maintain a desired configuration even while moving. By doing so, the group of

robots maintains a desired density and can move around the free space to scan the area to

collect data or detect an event.

Bounded environments—triangulation: Tasks in bounded, unknown environments,

such as surveillance, patrolling, or guidance for a visitor, can use different algorithms.

These applications require robots to localize and navigate in an unknown space. However,

most bounded spaces do not allow global positioning devices. In addition, the ability of

robots to localize themselves relative to the environment geometry, i.e., SLAM-style map-
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ping might be beyond the capabilities of the platform. Therefore, accomplishing these tasks

in an unknown space is difficult when using only distributed methods.

This work uses a large number of robots to form a triangulated sensor network. The

role of resulting triangulation is to completely cover the entire space, map its surrounding

environment, and provide an auxiliary data to the a robot for its localization and naviga-

tion. In contrast to an unbounded space, bounded spaces have limited boundary and size.

Therefore, robots are able to cover the entire space as long as the population of the robots

is large enough.

Once the triangulation is constructed, applications also require exploring the unknown

region. This work starts from the online maximum area triangulation problem (MATP) [5],

which triangulates the maximum area with a given fixed number of robots. The MATP

does not allow a strategy with a bounded competitive factor. Instead, the algorithm in this

thesis uses incremental procedure, where each robot then adds new triangles to the frontier

of the exploration.

1.1 Challenges

While the multi-robot system provides various advantages for space coverage problems, it

also presents us with several difficulties from the nature of the large population. In this

section, the author addresses several challenges with respect to using a multi-robot system.

Fully distributed approach

Operating a large number of robots is challenging, especially when a centralized method

handles them. The computational complexity of an algorithm conducted in one computer

will increase as it handles more robots in the field. Moreover, the central computation unit

should communicate with all robots, using a great deal of bandwidth.
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For these reasons, one of the most important features of algorithms for multi-robot

space coverage is scalability. This requires constant algorithm complexity that does not in-

crease with population size so that the communication and computational load of each robot

is not affected by the number of robots. Hence, this work pursues only fully distributed al-

gorithms. This approach does not allow global information, such as GPS, maps, or other

prior knowledge about the surrounding environment. In addition, each robot is only able

to share its information with its local neighboring robots. In some cases, we only require

a robot to communicate with neighbors two-hops away maximum, so that the worst-case

communication complexity does not exceed O(�2), where � denotes the maximum degree

of a robot network.

Since there is no global information, it is very important to maintain connectivity while

forming target configuration. In other words, the number of the connected component of

the graph of a robot network should remain one. Otherwise, disconnected robots lose their

communications with the rest of a group. Moreover, robots might loose a path to propagate

data to run important algorithms for a desired configuration, including consensus or leader

election. As a result, losing connectivity degenerates the performance of space coverage.

Cost

Practically, the budget to build a multi-robot system is limited. Assuming that a user wants

to build a large number of robot platforms to conduct space coverage efficiently with a

given limited amount of money. In this case, each individual robot is required to be low

cost. The cost constraint affects the capacity of the individual robots. For instance, the

communication and sensing range of each robot will be limited. An individual robot can

only detect nearby obstacles and communicates only with robots within its communica-

tion range. This work excludes any expensive ranging sensors, such as SICK’s LMS series
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(laser scanners whose price is several hundred dollars, while each r-one robot costs only

about $250). Instead, eight IR sensors are used, which cost much less. Moreover, a user

cannot use a high-performance CPU to process data while running an algorithm. For in-

stance, each r-one robot has an ARM Cortex-M3 chip for low-cost platforms.

The constrained capacity of an individual robot limits the available algorithms to pro-

duce space coverage. Since a robot cannot use a powerful ranging device or a central

processing unit, it is very hard to use an existing localization or mapping scheme, such

as SLAM, that requires heavy matrix computations and uses a large amount of memory

resources.

Limited communication resources

An individual robot in a multi-robot system is like a thread that shares a common resource.

Multiple threads in some computer program shared variables and memory space assigned

to the program and incorrect controls of those shared resources by these multiple threads

can result in malicious behaviors, such as unregulated data contaminant or dead/live locks.

Likewise, multiple robots share a communication channel. In other words, while the wire-

less communication channel is used by a robots, no other robot can broadcast a message.

Otherwise, messages at the same time from different robots collide, and all of them will be

lost.

To solve the message collision problem, many multi-robot applications, including the

r-one platforms, use TDMA. While the implementation of the TDMA is simple (the radio

communication device of a robot fully focuses on listening and broadcasts a message at

regular time interval), it might cause scheduling problems when the number of robots in-

creases. To escape message collision, TDMA divides user-defined time span into several

time slices, and then each robot claims its own distinguished time slot to broadcast the
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message to avoid collision. If there were too many robots, some of them cannot claim their

own time slot, and those robots having no time slots will be disconnected from the rest of a

group. This problem can be solved by increasing the communication bandwidth. Unfortu-

nately, increased bandwidth degenerates the message propagation frequency and degrades

the performance of distributed algorithms, requiring frequent message propagation, such

as self-stabilizing leader election or consensus.

Self-stabilizing approaches

Many space coverage problems with a multi-robot system require an algorithm using a

message exchange procedure. However, in real-world implementation, the status of a wire-

less channel continuously varies, and a message sent from some source robot fails to arrive

at its destination. Therefore, this work requires that proposed algorithms be robust against

any message loss during the execution of the algorithm.

In this aspect, this work pursues only self-stabilizing methods rather than token-based

algorithms, such as [6], which is vulnerable for any message loss. For instance, this thesis

excludes a distributed depth-first search algorithm in [6] that uses a token to detect a local-

articulation point. Instead, This work uses a distributed articulation detection method [7],

which is self-stabilizing.

Even robots using self-stabilizing methods may fail to achieve their desired states. For

instance, consider a controller for the unbounded space coverage that uses consensus pro-

cess. Previous literature reports the impossibility of reaching consensus even with a faulty

hardware [8] or a communication failure [9] of a single device.
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Physical interference

While running an algorithm to form a desired configuration, a robot navigating in a space

might be interrupted by an obstacle. When it comes to a multi-robot system, this happens

even in a free space; other robots physically interferes the path of a robot and prevent

the robot arriving at its desired location. The movement of large populations of robots is

highly non-linear and very difficult to analyze. Therefore, it is very difficult to compute a

collision-free path considering these movements of other robots.

Furthermore, while radio communications allow diffraction, most IR signals travel

straight, so an object (or the third robot) in between two robots blocks IR messages. This

leads to message loss and even results in algorithmic failure. Note that a dense network is

likely to block more messages. This also limits the density of a group for the final config-

uration.

1.2 Contribution

This work introduces new ways to cover an unknown environment. All algorithms require

simple platforms with limited sensing and computation. In each case, individual robots just

interacts with their local neighbors. However, the combination of these simple interactions

produces results without a centralized machine and coordination . This provides practical

validation on the usage of large populations of robots for the space coverage task.

The main contribution of this thesis on unbounded space coverage is the development

of a method that enhance the cohesiveness of robots given any configuration so that robots

are likely to maintain connectivity with their neighbors while flocking. The controller

for unbounded space coverage combines three different algorithms: boundary force algo-

rithm, clump remover algorithm, and network sensing and mode switching algorithm.
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• Boundary force algorithm: This is an artificial force that produces an additional

inward pressure, like a surface tension force on a water drop, and generates a convex

and dense final configuration. By doing so, this force enhances the cohesiveness

of a robot network. In addition, the resulting configuration becomes difficult to be

disconnected and is robust against hardware failure.

• Clump removal behavior: “Clump” is when two or more robots have fallen in the

same place in the resulting lattice. Too many clumped robots result in a degeneration

of space coverage efficiency. A conventional solution using a compulsory movement

makes clumped robots escape their current potential well, but they are likely to fall in

another clump. This thesis proposes a more reliable way of making a clumped robots

move directly toward the closest boundary.

• Network sensing and mode switch strategy: This work provides a network sens-

ing and mode switch strategy that senses a local network status on the verge of dis-

connection by detecting an articulation point. Once an articulation point is detected,

all robots change their motion model to clustering until the network status becomes

safe enough for switching back to normal flocking behavior.

When it comes to bounded space coverage, this work investigates how a set of robots

distributively constructs a triangulated network that aids robot localization and navigation.

Based on the MATP, this work first designs an algorithmic solution that constructs a tri-

angulation providing auxiliary data for approximated localization and navigation. In ad-

dition, this work presents the usefulness of the constructed triangulation by addressing

various application samples: topological Voronoi tessellation, distributed patrolling policy,

and topological center computation. All of them are accomplished without using only

local information and the triangulated network.
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• Distributed methods for triangulation construction: The first contribution in

bounded space coverage problem is the development of a maximum area triangula-

tion algorithm. The goal of this algorithm is the development of simple exploration

methods in unknown environments to construct a triangulation using only distributed

methods. The basic assumption for the algorithm is that all robots are initially gath-

ered in a single starting region. Each robot then incrementally expands the triangu-

lated network by creating new triangles to expand the current triangulation.

• Physical data structure: This algorithm constructs a physical data structure (PDS)

in a distributed network of robots. The physical data structure maps its surrounding

environment to well-known abstract concepts (such as the dual graph) and provides

auxiliary data to the robots in the triangulation for approximate localization, naviga-

tion, and application that use triangulation.

• Dual-graph navigation: Using the PDS and localization scheme, this work de-

velops a simple navigation method, called Dual graph navigation. This navigation

algorithm is used not only for various applications based on a triangulated space but

also for the construction of the triangulation itself, requiring only local information

and geometry.

• Theoretical performance guarantee: This thesis also provides provable perfor-

mance guarantees for the quality of online triangulation and the routing path of the

dual-graph navigation. Moreover, these theoretical results are validated by real-world

experiments using a low-cost platform, r-one robot.

• Topological Voronoi tessellation: This thesis accomplishes more complex behav-

iors using only local interactions between the PDS and a robot. As the first step,

this work presents a method for discrete approximation of the geodesic Voronoi cell
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using the multi-robot triangulation, called a topological Voronoi cell. It can be com-

puted efficiently in a distributed fashion, with theoretical guarantees compared to the

continuous using global-information and computation.

• Application for distributed patrolling: This work envisions the capabilities of

distributed approaches on various applications, while much of the previous work has

required a complete notion of geometric information, such as a map. This work

proposes distributed patrolling algorithms, which guarantees that a robot patrol with

minimum expected inter-arrival times (refresh time) using only local communica-

tions can cover the entire workspace within a finite amount of time. In addition, this

work also presents an advanced patrolling algorithm using the topological Voronoi

tessellation.

• Application for distributed center computation: This work also suggests a lo-

cal motion controller that uses a user-provided distance metric to guide navigating

robots to the geodesic centroid of their topological Voronoi cell. This controller uses

fixed-size communication messages but is susceptible to local extrema that can trap

navigating robots away from the optimal position in their Voronoi cell. To solve this

problem, an enhanced local motion controller is proposed. This controller uses navi-

gation agents to guide the navigating robot to the optimal position in its Voronoi cell,

avoiding local extrema.

1.3 Summary

This thesis considers distributed space coverage problem in unbounded and bounded envi-

ronments. The second chapter describes the related literature that deals with space coverage

problems with various robotic systems. The third chapter briefly addresses the prelimi-
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nary information: 1) brief overview of the r-one platform, 2) model and assumptions, and

3) data collection system using a remote robot host and a camera-based position track-

ing method. The fourth chapter dives to more details about unbounded space coverage

problem, presents a distributed algorithm for cohesive configuration control, and addresses

simulation and hardware experiment results. The fifth chapter moves to bounded space cov-

erage problem, explains an algorithm for incremental triangulation construction, presents

sample applications about patrolling and topological Voronoi tessellation with distributed

center computation, and demonstrates simulation and hardware experiments with respect

to all algorithms for the triangulation and its applications. The final chapter concludes this

work, discusses about the limitations of proposed algorithms, and addresses future works.
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Chapter 2

Related Works

2.1 Cohesive configuration controller for unbounded space coverage

From Reynolds’ pioneering work [10], there has been a great deal of literature in flock for-

mation. The foundation of the flocking algorithm is the volumetric control of Spears [11],

in which robots use local potential field controllers to construct a regular lattice struc-

ture [12, 13]. We summarize the features of our algorithm into three different categories:

(1) fully distributed algorithms that require not only a simple collective mechanism re-

sulting in a complex group behavior [14] but also a more robust system against partial

hardware failures [15]; (2) achieving cohesiveness, such as maintaining the desired density

and reaching a consensus on orientation [12]; and (3) maintaining connectivity from any

given initial configurations with only fully distributed algorithms.

Later works in [11, 16] inherit Reynolds’s flocking rules using collective potential. A

repulsive or an attractive potential between robots is applied between an individual robot

and its neighbors to form a regular structure. The work by Spears etal. in [11] adopts the

law of universal gravitation for inter-robot attractive and repulsive force rules [11]. Ac-

cording to the magnitude of a gravitational constant, resulting robotic particles act like

solid, liquid, or gas. This framework, however, does not guarantee network connectiv-

ity of particles with any given value of the gravitational constant. Shi et al. proposes a

logarithmic-based profile of artificial social potential [16]. This work, however, assumes

that all robots are always connected while flocking.
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Other researches, including of Olfati-Saber et al. [12], Li et al. [17], La et al. [18],

Balch et al. [19], Heyes et al. [20], and Gazi [21] consider cohesive motion and connec-

tivity preservation while flocking with collective potentials. These works allow robots a

rejoining operation after they are separated by an obstacle. For the rejoining operation,

however, all robots share global information, such as the position of a guide robot in a

shared coordinate frame [12, 17, 18, 19, 20] or environmental potential [21]. Instead of

the potential-function based flocking, Cortes et al. and Lindhe et al. propose a distributed

algorithm to estimate Voronoi tessellation that forms a triangular lattice with Delaunay tri-

angles [22, 23]. Their algorithms, however, maintain the triangle lattice only after all robots

remain stationary and do not consider cohesive motion control while moving. Moreover,

they use a density function that requires global information to cover a space. Moshtagh [24]

uses vision based communication model for flock formation. The work, however, focuses

only on velocity consensus, not on the formation of regular structure for space coverage.

This paper is organized as follows: In section 4.1, we address the basic algorithm for

flocking, including Olfati-Saber’s work, and local boundary and AP detection algorithm.

In section 3, we model a robot and simulator used for the rest of this paper. In section 4.2,

we characterize the boundary force and clump remover. In section 4.3, we address mode

switching with network sensing to prevent network disconnection while flocking. In sec-

tion 4.4, we show simulation works and discuss the results. Finally, in section 8.1, we

present our conclusion and future work.

2.2 Triangulation in bounded space coverage

For triangulation construction, we combine ideas of routing in stationary sensor net-

works [25] with approaches for dynamic robot swarms. New challenges arise from con-

sidering a large number of real-life mobile nodes with limited capabilities. Classical trian-
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gulation problems seek a triangulation of all vertices of a polygon but allow arbitrary edge

length [5]. This differs from our model, in which edge lengths are bounded by communi-

cation range. Triangulations with shape constraints for the triangles and the use of Steiner

points are considered in mesh generation (see the survey by Bern and Eppstein [26]).

The problem of placing a minimum number of relays with limited communication range

in order to achieve a connected network (a generalization of the classical Steiner tree prob-

lem) was considered by Efrat et al. [27], who gave a number of approximation results for

the offline problem (a 3.11-approximation for the one-tier version and a PTAS for the two-

tier version of this problem). A similar question was considered by Bredin et al. [28], who

asked for the minimum number of relays to be placed to assure a k-connected network.

They presented approximation results for the offline problem. Kashyap et al. [29] concen-

trated on approximation algorithms for the case of k = 2 in a higher-dimensional Euclidean

space. Asking for multipath connectivity in a network increases the fault tolerance against

node failures. We aim for a well-connected network as well, but the triangulated structure

allows other applications. Moreover, k-connectivity approaches do not consider whether

an entire region is covered, or how much area can be covered. For swarms, Hsiang et

al. [30] considered the problem of dispersing a swarm of simple robots in a cellular envi-

ronment, minimizing the time until every cell is occupied by a robot. For workspaces with

a single entrance door, Hsiang et al. presented algorithms with time optimal makespan and

⇥(log(k + 1))-competitive algorithms for k doors.

Our approach allows us to use triangles as computational elements, which provide use-

ful geometric properties and support practical distributed computations for robot navigation

and exploration using only local information and communications. Approaches like that of

Spears et al. in [31] and Turgut’s work in [32] build a triangle lattice using potential fields,

but this is not a triangulation: there is no knowledge of triangles, the dual graph, or dis-
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tributed data structures for computation, so the robots never recognize that they form a

triangulation. Therefore, many studies, including of Geraerts [33] or Kallmann [34], use a

triangulated environment for path planning but require global information and localization.

Instead, there have been a large body of work on using distributed sensor networks for

the robot navigation and exploration; we cannot cover them all here, but note Batalin’s

approach, which is similar to our own [35]. McLurkin et al. and Konolige et al. [36, 37]

presented a breadth-first distribution from a more practical view, using a swarm of one hun-

dred robots. Burgard et al. [38] coordinated a multiple robots using a probabilistic method

to explore an unknown space. Durham et al. [39] presented a pursuit-evasion algorithm for

a team of robots, and Ghoshal and Shell [40] describe an RRT-like algorithm. Both use the

robot’s physical positions as a data structure to store intermediate results of the algorithm.

We then use this PDS for space coverage by placing a set of robots to their optimal

positions for the minimum worst-case response time. Proposed algorithms adopt a similar

approach to Lloyd’s algorithm with Voronoi tessellation, but the problem defined in this

paper is more difficult than of previous researches because we preclude global positioning,

maps of an environment, or even an assumption that the workspace should be fully convex.

Cortes et al. use Lloyd’s algorithm with a density function around the target region, such

as light source, to deploy robots around the target with resting density [41]. This work,

however, uses the standard Voronoi diagram and is only guaranteed to converge when the

Voronoi regions are convex. Several authors have extended Lloyd’s algorithm to operate in

non-convex regions and must deal with the case when the centroid is not within the navi-

gable region, perhaps inside a concavity or inside an obstacle. Bhattacharya et al. compute

the closest point on the boundary of the region to the centroid and then move the robot

there [3]. Breitenmoser et al. present a similar approach but use the tangent bug algorithm

to find the closest point [42]. Yun et al. propose a distributed vertex substitution algorithm
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to compute Voronoi centroids for multiple robots in a non-convex and discrete space [43].

This method, however, only computes a locally optimal configuration. Breitenmoser et al.

use triangle mesh to compute centroids of Voronoi tessellation in a non-planar surface [44].

They assume that each robot can get the mesh information within the communication range

and share it with neighbor robots so that the result highly depends on the length of each

mesh’s edge.

A more rigorous approach is to compute the geodesic center of the Voronoi region.

Boris presents an algorithm to compute a geodesic Voronoi tessellation in a non-convex

environment but does not compute the geodesic center [45]. It is possible to compute the

geodesic center in a brute-force fashion by considering each point in the region, but this

is computationally intractable for large regions. Many approximations can be found in

the robotics literature. Durham et al. describe a pairwise gossip algorithm that converges

robots to the center of Voronoi cells constructed on a discrete grid [46]. Pimenta et al.

use an objective function with various types of distance, including the geodesic distance

for geodesic center in a non-convex environment and the power distance for heterogeneous

types of robots [47]. Carlos et al. apply a diffeomorphism that transforms a connected

non-convex region to a convex region to run Lloyd’s algorithm appropriately [4].
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Chapter 3

Model and Assumptions

In this chapter, the author briefly goes over the preliminary information about robot hard-

ware, allowed information via inter-robot communications, and data collection methods for

the experiments. This work pursues only a fully distributed system. Global information,

such as GPS, is not used. Instead, each robot stores two-hop neighbor information to build

local network geometry around the robot.

3.1 Overview of r-one robot

In this section, the author briefly gives an overview of the r-one robot system built by

the Multi-Robot System Laboratory (MRSL) at Rice University [48]. Figure 3.1 shows the

shape of the r-one robot in full assembly. The robot is a low-cost platform developed for en-

gineering educations, outreaches, and researches. In this work, a set of sensors equipped in

this platform is modeled in the simulations and multi-robot experiments for the distributed

space coverage.

This section first presents graph representation of a multi-robot system based on inter-

robot communications. The hardware specifications including sensors, processors, and

kinematic characteristics of the r-one robot are then addressed. Finally, the author will

discuss about the way to collect experiment data in the hardware experiments.
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Figure 3.1 : (Foreground) The r-one robot is an advanced, low-cost, open-source platform designed

for research, education, and outreach.

3.1.1 Multi-robot network using r-one robots

A multi-robot system in this work is composed of n robots and p navigation robots. The

communication network is an undirected graph G = (V,E). Each robot is modeled as

a vertex, u 2 V , where V is the set of all robots, and E is the set of all robot-to-robot

communication links. The neighbors of each vertex u are the set of robots within the line-

of-sight communication range, r
max

= 1m of robot u, denoted N(u) = {v 2 V | {u, v} 2

E}. This work assumes that all network edges are also navigable paths. Robot u sits at

the origin of its local coordinate system, with the x̂-axis aligned with its current heading.

In unbounded space coverage simulation, the author assumes that robot u can measure

the distances to all neighbors in N(u). However, in bounded space coverage, each robot

does not use distance measurement data. The r-one robot used in real-world experiments

is equipped with eight IR transmitters and receivers. However,the distance measurement

error by these IRs is too high. Instead, the main role of these IR sensors is to form ⇡

8

radian

bearing angle resolution as shown in Figure. 3.2a to measure the bearing and orientation

as shown in Figure 3.2b.
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(c) measuring triangle angles using 2-
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Figure 3.2 : (a) Sixteen IR communication sectors by eight IR-transmitter and eight IR- receiver

sensors. Each sector has limited resolution of ⇡

8

. (b) Robot u can measure the bearing to neighbor

A, B
u

(A) and the orientation of neighbor A. Ori
u

(A). (c) Triangle angles (black arrows) are

measured from neighbors of robot u and shared with u using a local broadcast message.

3.1.2 Inter-robot communication

Robots share their angle measurements with their neighbors. In this way, robot u can

learn of all angles in its 2-hop neighborhood. Figure 3.2c shows the relevant inner angles

of a triangle around u. Each neighbor of u computes these angles from local bearing

measurements and then announces them. The communication used by these messages is

O(max(�(u) 2 V )

2

), where �(u) is the degree of vertex u.

Algorithm execution occurs in a series of synchronous rounds, t
r

. This greatly simpli-

fies analysis and is straightforward to implement in a physical system [49]. At the end of

each round, every robot u broadcasts a message to all of its neighbors. The robots randomly

offset their initial transmission to minimize collisions. During the duration of each round,

robot u receives a message from each neighbor, v 2 N(u). Each message contains a set

of public variables, including the sending robot’s unique ID number, u.id. The remaining

variables will be defined later, but we note that the number of bits needed for each variable

is bounded by log
2

n, i.e., the number of bits required to identify each robot. This produces
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a total message of constant size.

3.1.3 Hardware specification

Figure 3.3a illustrates an exploded view of r-one robots presented in [50]. The entire struc-

ture of the r-one robot is composed of three different parts: (1) a top board, (2) a bottom

board, and (3) an intermediate chassis.

The top board takes charge of main processing for robot control and most inter-robot

communications. An ARM-Cortex-M3 processor is embedded at the center of the top

board and runs at 50 MHz CPU clock with 250 KB of flash memory and 64 KB of SRAM. It

allows floating point performance and generates interrupts to process data input/output with

other embedded devices via I2C and SPI interfaces. To communicate with neighbor robots,

eight IR transmitters and receivers are equipped on the top board to sense the bearing of its

neighbors with ⇡

8

rad resolution. The effective range of these sensors is limited. This results

in short communication range, r
comm

= 1m, and lets a robot interact with other robots in

its communication range. These IR transmitters and receivers can also be used to sense the

range to its neighbor, but the resolution measured range is too low for flocking (about 10 cm

resolution). In addition, each robot uses a 2.4 GHz radio with 2 Mbps data rate to conduct

radio communication for message sharing between neighboring robots. To avoid message

collision, this robot uses simple TDMA scheme by using Aloha [51] protocol; each robot

first synchronizes its initial offset time, t
off

, with other robots and broadcasts message

periodically using system interrupts every 250 ms. For efficient message broadcast, we only

allow a finite size of message bandwidth. This limited bandwidth also places constraints

on robot population and density in order to prevent congestion leading to saturation.

On the other hand, the bottom board is equipped with devices related to the move-

ment of a robot. Two wheels are attached to two DC motors installed in the bottom circuit
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board. Therefore, the robot is differential-driven type with 250 mm/s maximum transi-

tional velocity or 2⇡ per second rotational velocity on the spot. As shown in Figure 3.3b,

two quadrature encoders are combined with the axis of the two DC motors to measure

odometry. In addition, the board contains three-axis Gyro and 3D accelerometers to detect

rotational acceleration. All devices in the bottom board are controlled by an LM38962

micro controller made by Texas Instruments. The main CPU on the top board directly

communicates with the micro controller using an I2C interface.

In contrast to the top board, the key role of the bottom board is to control motors and

measure the travel distance using two encoder wheels. In addition, three dimensional gyro

and accelerometer are installed to sense to transitional and rotational accelerations.

Each robot also has eight contact sensors that detect collisions with the environment

and measure the bearing of the contact point of an obstacle with ⇡

8

rad resolution. These

sensors interact with a bump skirt shown in Figure 3.3c in between the top and bottom

boards. There is an obstacle avoidance behavior that can effectively maneuver the robot

away from these collisions. The robots also have a short-range obstacle sensor that can

detect walls closer than ⇡ 50 cm. The obstacle sensor does not detect neighboring robots.

3.2 Assumptions

Based on the challenges stated in the previous section, this work makes several assump-

tions with respect to a multi-robot space coverage problem. All assumptions satisfy the

nature of a fully distributed system. However, a few assumptions, which are essential for

unbounded space coverage algorithms, use a slightly different model from the real-world

robot platform, r-one robot. Here is the summary of assumptions for the rest of this thesis.

1. This work uses a multi-robot system. Therefore, this work excludes centralized ap-
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(a)

(b)

(c)

Figure 3.3 : (a) Exploded CAD view of the robot assembly. (b) The motors and encoders

mount directly to the circuit board. Each quadrature encoder costs $0.75 and has a resolution of

0.0625 mm/tick. (c) Top view of the bump skirt. The light blue circles are posts from the chassis.

The flexure springs are molded into the skirt and have a serpentine path to reduce their effective

spring constant.
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proaches, including global information, unified coordination system, and global po-

sitioning.

2. The robot network can be approximated by a unit disk graph. A robot can generate

an edge to all neighbor robots as long as they are located within the robot’s commu-

nication range.

3. All robots are initially connected through the network, so all robots can share mes-

sages to any other robot in the group via multi-hop communication.

4. Robots used for space coverage are homogeneous. They use a differential-drive for

locomotion. All of them have equal capabilities of sensing, maximum motor speed,

and kinematic and dynamic constraints.

5. In bounded space coverage, it is assumed that each robot can measure only the bear-

ing of its neighbor. In contrast to the unbounded space coverage, robots for internal

space coverage do not use distance information.

3.3 Data collection

To evaluate performance of proposed algorithms, this work performs data collection while

conducting experiments using r-one robots. The author classifies data into two different

categories according to the role of the data: internal robot status and external robot ground-

truth position. The internal robot status reports various data stored distributively in indi-

vidual robots, such as a list of neighbors, robot mode, parent in BFS tree, or other data for

specific project. This work uses these collected data to reconstruct the topology of resulting

graph structure or to evaluate performance of applications, such as patrolling in a triangu-

lation. On the other hand, ground-truth positioning is collected using an external device
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Figure 3.4 : Illustration about the data collection method using a remote host.

and processed to measure the performance about covered region or robot trajectories. This

work uses different methods to collect data according to their types. In this section, this

work addresses two different ways to collect internal robot status and ground-truth position.

3.3.1 R-one host for the internal status of individual robot

Collecting data stored in the local memory space of individual robots is not easy task for

multi-robot experiments. If wired communication connecting to external devices would be

used, such as a PC, the device has to contain a large number of USB ports. In addition,

a large number of cables might cause physical interference with each other and prevent

remote robots from appropriately behaving to reach a desired state.

Instead, this work uses a remote host that collects data from remote robots via wireless

channel (radio communication). Figure 3.4 illustrates the remote data collection system

using the r-one host. This host robot is exactly the same device as remote robots for an ex-

periment and is physically connected to a host computer using one uart-usb cable. Because

radio communication allows a diffraction effect of wave and has long effective range, the

author can place the host robot far enough from remote robots so that no interference by

the data collection system occurs while running an experiment.

Collected data from the host r-one robot are sent to a host computer and are used for

analyzing algorithm performance. In addition, it is useful for debugging by visualizing
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Figure 3.5 : Ground-truth position measurement using AprilTags system.

robots’ current configuration graphically. For instance, the author is able to reconstruct a

graph structure by combining neighbor data of individual robots with their ground-truth

position collected from an external device.

3.3.2 Camera-based tracking system for ground-truth position

To evaluate the performance of proposed algorithms, the user is required to know the

ground-truth position in a unified coordinate frame. Because this work uses low-cost plat-

form that stores only locally-measured information via inter-robot communications, it is

not possible to collect the ground-truth using remote-host communication. Moreover, most

experiments are conducted using indoor lab facilities where no GPS is allowed. An infra-

red beacon with Newton Lab IR camera can be an alternative option, but it is expensive,

and a complicated technique is required to make the IR beacon emit signals in a specific

pattern to produce a unique ID of each robot. Radio frequency identification-based meth-

ods [52, 53] will be simpler options, but they increase the communication complexity of

the entire group of robots.
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In this work, the author chooses to use AprilTags, a well-known visual fiducial posi-

tion tracking system using only camera images [54]. The system requires only a set of

paper tags having unique ID and commercial PC web-cams, such as Logitech QuickCam

Pro 9000 or Point Grey Firefly MV. Therefore, it is inexpensive and simple to use with-

out any additional communication resources, such as a larger bandwidth, which increases

communication complexity. In addition, the system can track multiple markers. Figure 3.5

illustrates the ground-truth position measurement system using AprilTags.

Resulting measurement data have inevitable position errors because the camera image

is either tilted by an imperfect camera mount or distorted non-linearly by fish-eye effect.

The author compensates above position measurement errors using a homogeneous trans-

formation matrix with four base data points. Our research group then tested and measured

a mean of position error of 6.56 mm and a mean orientation error of 9.6 mrad over 583

trials after calibrations.
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Chapter 4

Unbounded Space Coverage Using Cohesive Configuration
Controller

In this chapter, a distributed cohesive configuration controller [55] is presented. This con-

troller is based on Olfati-Saber’s flocking rules [12], excluding the � agent, a virtual agent

for rejoining operation shared by all robots. The algorithm first identifies robots on the

boundary of a configuration using a distributed boundary detection algorithm [7] and then

removes concavities in the configuration by exerting an unbalanced force toward the bound-

ary robots on the concavity. This behavior is similar to surface tension in a liquid. By doing

so, the boundary force evolves the configuration to produce a network of uniform density

and an approximately convex shape, as shown in Figures 4.1a and 4.1b. However, be-

cause of the boundary force, the lattice potential field algorithm often produces clumps of

robots, i.e., robots that are close together, causing an interstitial defect in the lattice struc-

ture. Therefore, this work also proposes a clump remover algorithm to solve this problem

by guiding the clumped robots to the boundary.

In a configuration containing an articulation point, a vertex whose removal leads to the

disconnection of an original graph, the boundary force algorithm causes the disconnection

of a group rather than maintaining the connectivity. In this case, robots have to stop flocking

and change their motion model to remove all articulation points. To solve this problem, this

work also proposes a network sensing and mode switch strategy. While running a flocking

algorithm, each robot continuously senses the presence of an articulation point. Once at

least one articulation point robot occurs, all robots stop flocking and change their motion
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(a) (b)

Figure 4.1 : (a) Initial configuration with concave boundary. (b) Final configuration with only

convex region using the boundary force algorithm.

model to clustering until all articulation points are removed. Note that existing articula-

tion point detection algorithm based on a message token is not reliable against message

loss [6]. Therefore, this work borrows a distributed local articulation point (LAP) detection

algorithm [7].

4.1 Supplemental Algorithms

4.1.1 Collective potential functions for flocking

As mentioned before, the cohesive configuration controller borrows two algorithms from

the literature: flocking with heading consensus and distributed boundary detection algo-

rithm. To implement a basic flocking controller, this work uses Olfati-Saber’s flocking

algorithm in [12]. While the original flocking algorithm is composed of three different

types of inputs, ↵, �, and � inputs, this work only considers ↵ input because only that input

is related to Reynolds’ three rules for flocking. Note that only the ↵ input considers a fully

distributed approach without any notion about an environment.
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Equation 4.1 briefly addresses the flocking rule for ↵ input. The first term is related

to generating an attractive or a repulsive force to form a triangle lattice. N
i

, q, and �
↵

represent the neighbor set of a robot, i; position of each robot; and potential function

profile, respectively. This term becomes zero value if the distance between two robots is

equal to the user-defined desired distance, d
desire

. nij indicates the unit vector from robot

i to robot j. The user can tune the �
↵

using six parameters, d
desire

, ✏, h, a, b, and c, to

adjust the magnitude of attractive and repulsive forces. The rest of this work uses h = 0.5,

✏ = 0.1, a = 5, b = 5, c = 5, and d
desire

= 0.74r
comm

, where r
comm

is the communication

radius.

The second term copes with heading consensus. a
ij

(q) and p indicates each element in

a spatial adjacency matrix and the velocity of each robot, respectively. The a
ij

(q) becomes

one if i and j are within their communication range. To compute p
j

� p
i

, robot i considers

the bearing and range of its neighbor j in i’s coordinate. As the difference between two

robots’ heading closes to zero, p
j

and p
i

become parallel, and the term (p
j

� p
i

) also

converges to zero gradually.

u↵

i

=

X

j2Ni

�
↵

(kq
j

� q
i

k
�

)nij +

X

j2Ni

a
ij

(q)(p
j

� p
i

). (4.1)

4.1.2 Boundary detection algorithm

Existing literature by McLurkin et al. [7] provides a simple and fully distributed approach

to detect boundary robots. Each robot continuously runs the boundary detection algorithm

using its local network geometry and updates its status in three categories: (1) a boundary

robot, (2) an internal robot, or (3) a local articulation point as shown in Figure 4.2. If a

robot is a boundary one, the boundary force algorithm will be applied on the robot. If the

robot is a local articulation point, it conducts message flooding to announce to other robots
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Figure 4.2 : Examples of local network geometry for (a) internal, (b) boundary, and (c) local

articulation point (local AP). All neighbors are sorted according to bearing angle, and the robot, R
i

,

checks the existence of an edge between two adjacent neighbors (sector). If one sector is missing

(b), it becomes a boundary. If two or more sectors are missing (c), it becomes a LAP.

that an articulation point occurs to prevent group disconnection.

4.2 Boundary force algorithm

This section describes the boundary force algorithm based on the boundary detection al-

gorithm. Before computing the boundary force, each boundary robot first updates a local

boundary subgraph, which is composed of the boundary robot, its boundary neighbors,

and boundary edges connecting the boundary robot to its boundary neighbors. Figure 4.3a

provides an example boundary subgraph of the robot, R
1

and its boundary neighbors, R
0

and R
2

. Given the boundary subgraph, additional attractive force vectors are applied on

all boundary edges from R
1

to R
0

and R
2

. Finally, resulting boundary force vector on the

robot R
1

, F
b

, is derived from the sum of these vectors as shown in Equation 4.2.

F
b

= w (F
R1R0 + F

R1R2), (4.2)
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Figure 4.3 : Boundary force algorithm and its effects: (a) Vector sum of attractive force between

boundary robots generates the boundary force. (b) Boundary force exerts an inward pressure to the

group to make the group smoother.

where F
R1R0 and F

R1R2 are unit vectors from the robot R
1

to its two boundary neighbors.

w is a boundary force weight to adjust the magnitude of the boundary force vector. This

boundary force vector generates an inward artificial pressure on convex boundaries and

outward pressure on concave boundaries as shown in the left of Figure 4.3b. Eventually,

the combination of these two artificial pressures increases the circularity—how the shape

of the boundary is close to a perfect circle—and the density of resulting configurations as

shown in the right of Figure 4.3b.

4.2.1 Effects of boundary force algorithm

Figures 4.4a and 4.4b present the simulation results showing the effects of various bound-

ary force weights on the density and normalized circularity index of final configurations.

These plots report that as the boundary force weight increases, resulting configurations be-

come denser, and normalized circularity indices become close to one (a perfect circle). In

addition, the boundary force algorithm reinforces the cohesiveness of a network, so each

robot in the network is not likely to be disconnected while forming final configurations.
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Figure 4.4 : Four metrics to evaluate the effect of boundary force weight. This work conducts

twelve trials of various randomly-distributed initial configurations. Solid lines and shaded regions

indicate the means and the standard deviations of each metric. (a) Density: the number of robots per

unit area. (b) Normalized circularity: area

perimeter⇤0.5⇡ (the ratio of area versus perimeter of a perfect

circle is 0.5⇡). The value of a perfect circle becomes one, and it decreases as the concavity of a

configuration increases. (c) Hole covering time: the rounds required to remove all holes. (d) The

number of connected components: a value greater than one implies that a network is disconnected.
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Figure 4.5 : Snapshots showing the hole cover test with a triangular lattice (100 robots) whose

scale is d
desire

= 0.75 with 2.0 boundary force weight.

This work also investigates how the boundary force algorithm recovers an interstitial

defection such as holes. The boundary detection algorithm defines boundary robots not

only on the external boundary, but also on the hole boundary. Each boundary force vector

on each hole boundary robot heads toward the inside of a hole and removes the hole, like the

boundary force on each external concave boundary. Figure 4.5 shows an example procedure

of the hole recovery.

Figure 4.4c shows the effect of the boundary force algorithm on the interstitial defection

of the network. As the boundary force weight increases, it covers a hole faster. Therefore,

the network is not easily disconnected. Figure 4.4d represents that the network with 0.8 or

more boundary force weight is never disconnected while the network with zero boundary

force weight generates three or more connected components.

4.2.2 Clump removal

Ideal configuration using potential field methods places only one robot on each potential

well to generate a perfect lattice. Some potential well, however, grabs more than one robot

in it, called clumps. Numerous simulation results conducted in this work confirm that the

high magnitude of boundary force also cause this interstitial defection. These clumped
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robots decrease the space coverage efficiency ( Covered Area

Number of Robots

).

Spears et al. adjusts the gravitational constant to remove the clumps [11]. This method,

however, does not guarantee that it removes clumped robots completely; clumped robots

are likely to fall into another local minima again although they escape from its previous

clump. Moreover, this method is not adoptable to Olfati-Saber’s flocking rule with a bound-

ary force.

To solve this problem, this work presents a clump remover algorithm. Figure 4.6 illus-

trates more details about the clump removal behavior. This algorithm guides all clumped

robots, except the lowest ID robot in each clump, toward the closest external boundary

where there is no nearby local minima. By doing so, all clump robots are removed without

falling into another local minima. Resulting configurations cover more regions, and the

space coverage efficiency also increases. Figure 4.7 shows an example sequence of the

clump removing behavior.

The left in Figure 4.8 shows a resulting configuration using the clump remover. The

right in Figure 4.8 compares the number of clumped robots with and without the clump

remover over twelve trials. With the clump remover, all clumped robots are completely

removed after about 7,000 rounds. On the other hand, without clump remover, final con-

figurations contain from 40 to 60 robots out of 104 robots. As a result, the covered space

by the final configurations with the clump remover becomes about 1.46 times larger than

the covered region by the final configurations without the clump remover.

4.3 Network sensing and mode switching algorithm

Some configurations are vulnerable because of an articulation point (AP) whose removal

separates the entire network into two disconnected sub-graphs. Figure 4.9a provides an

example configuration with one AP at the center. In this configuration, the boundary force
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Figure 4.6 : Illustrations of the clump remover method. (a) If two or more robots are bumped

with each other for a long time (longer than the user-defined threshold time), the robots recognize

that they form a clump. (b) Clumped robots then elect the minimum ID robot among them. Except

the lowest ID robot, all other robots change their motion model to the clump removal. (c) All

boundary robots become the source and broadcast message to build a BFS tree. Clumped robots

then continuously move between two lowest hop ID non-clump neighbors until they pass through

two boundary robots. Similar navigation scheme is addressed in [1]. (d) The clumped robots now

become boundary robots and change their behavior model back to the original flocking mode.
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Figure 4.7 : Sequence of navigation toward the external boundary of clump robots.
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Figure 4.8 : Sample clump removal results. The number of clumped robots with clump removal

process converges to the zero. Solid lines and shaded regions indicate mean and standard deviations.
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algorithm cannot make the configuration denser and stable because it cannot define which

direction is internal or external of the configuration.

To solve this problem, the network continuously senses the AP in the network. Con-

ventional algorithm for detecting AP is based on searching back edge in depth-first search

(DFS) tree, which requires global information and is not safe from message loss. Instead,

each robot uses a distribute algorithm shown in [7] based on self-stabilizing methods. Us-

ing this method, each robot detects a local articulation point whose removal disconnects a

local network of the robot. All APs are LAP as well. However, some LAPs may not be

real APs. This work will discuss how this incorrect AP detection affects the overall perfor-

mance of the cohesive configuration controller in section 4.3.1. Once a LAP is detected,

the LAP robot then broadcasts a message to construct a BFS tree. The rest of the group

follows the parents in the BFS tree to cluster around the LAP. Multiple LAPs might be

detected simultaneously. In this case, each LAP robot conducts a leader election proto-

col to make the lowest ID LAP the source of the BFS tree. Once all LAPs are removed,

robots switch back to normal flocking mode. A finite state machine representing the mode

switching mechanism is shown in Figure 4.10.

Figure 4.11 shows the simulation results of flocking from various initial configurations.

With the network sensing and mode switching (in (a2), (b2), and (c2)), robots successfully

maintain their connectivity while forming the triangle lattice. On the other hand, robots

without the algorithm in (a1), (b1), and (c1) are easily disconnected.

4.3.1 Mode oscillation removal using message flooding based global articulation

point detection.

Imagine an LAP in the robot configuration shown in Figure 4.9b. The removal of the

LAP disconnects the local network geometry around the LAP (vertices and edges in blue).
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Figure 4.9 : (a) Sample diagram of an articulation point. (b) A local articulation point and a cycle

path that is hidden from the LAP. This is not the global articulation point. (c) Message flooding

based cycle detection.

No Local Articulation Point

Local Articulation Point Detection

AP

2

Flocking Clustering

(1)

(2)

(3)

(4)

Figure 4.10 : State transition diagram. Once robots detect LAPs, the lowest ID LAP becomes the

source and broadcasts messages to build a breadth first search (BFS) tree (1). Other robots follow

their parents in the BFS tree to cluster around the source until all LAPs are removed (2). Once all

LAPs are removed (3), robots change their motion model to normal flocking mode again (4).
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(a1)

(b1)

(c1)

(a2)

(b2)

(c2)

Figure 4.11 : Simulation results with 104 robots for the flocking without (left) and with (right)

network sensing and clustering. a = 5, b = 5, c = 5, ✏ = 0.1, h = 0.5, d
desire

= 0.75m, and the

boundary force weight is 2.0.

However, the disconnection does not separate the entire configuration because of the bypass

cycle in green. The LAP robot does not recognize the existence of the bypass because all

robots on the bypass are located out of the communication range of the LAP. Therefore,

the LAP unnecessarily broadcasts a message to change all robots’ mode to clustering. This

unwanted mode switching breaks current lattice and degenerates the flocking performance.

To reduce this faulty recognition, this work proposes a cycle detection scheme based

on biased message flooding. Figure 4.9c briefly illustrates the sample cycle detection dia-

gram. The LAP first extracts all connected components by removing the LAP from its local

network geometry (A and B in Figure 4.9c). The LAP then chooses one connected compo-

nent, such as A, and continuously broadcasts a message to this component. The rest of the

network that gets the message then floods the message to the rest of the network. If there is

an external cycle connecting A and B, the message is able to arrive at the other connected

component, B. The LAP then recognizes the bypass cycle and broadcasts another message

to cancel the previous message that announced the existence of a LAP.

Figure 4.12 presents the number of robots in clustering mode at every fifty rounds. The
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Figure 4.12 : The results of mode oscillation tests with dumbbell-shaped initial configuration over

twelve trials each. Red plot stands for the mean of percentage of robots in clustering mode under

correct global articulation point detection. Blue plot indicates the same thing with incorrect global

articulation point detection. The shaded regions represent the standard deviations.

number of robots in clustering mode continuously decreases after two hundreds rounds if

the robots use the cycle path detection. In another case without the cycle path detection,

the plot increases as the round goes by.

4.4 Simulation and Experiment Results

This section presents simulation and experiment results for the cohesive configuration con-

troller. For the simulation setup, this work first builds a Java simulator for the cohesive

configuration controller using the sensing and communication model of the r-one robot.

In this simulator, a communication model runs every 250 ms. In this stage, each robot

exchanges messages with its neighbors to update the neighbor list and the status of cur-

rent neighbors, including bearing, orientation, range from each other, mode, boundariness,

LAP, and required message to change a behavioral mode. Note that the 250 ms time span is

the communication bandwidth that can be divided by maximum 256 r-one robots’ commu-
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Figure 4.13 : A brief diagram describing events while running the cohesive configuration control

simulator. Every 250 ms, the simulator runs a communication model to share message for the status

of neighbor robots. Every 50 ms, each robot executes the boundary or LAP detection, flocking or

clustering, and the clump remover based on current mode of a robot. It also produces an input gain

for its transitional and rotational velocity based on the results of algorithm executions. The position

of each robot is also updated based on these velocity inputs.

nication slots to avoid message collision. Each robot also completes all internal algorithm

executions and its status updates within 250 ms. On the other hands, every 50 ms, each

robot update its motor inputs based on above algorithm execution results. This motor input

gain is used to update its transitional and rotational velocity. Therefore, the position of each

robot is also updated at every 50 ms.

For the ↵ inputs of the collective potential, this work sets a = 5, b = 5, c = 5, ✏ = 0.1,

h = 0.5, w = 2, and d
desire

= 0.75m. Given this setup, this work conducts simulations

using the cohesive configuration controller with robots whose population is 104 robots.

These simulations test using a dumbbell-shaped initial configuration containing six APs at

the center.
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Figure 4.14 : Snapshots for flocking in specific trial and graphs for: 1) Mode of robots at every

round (1: clustering, 0: flock formation), and its moving average value (solid red, window size:

450), 2) Velocity efficiency indicating how much the velocity of the entire group close to the velocity

of an individual robot, 3) Heading consensus, and 4) Number of clumped robots. The red star is a

local articulation detection error which causes unwanted mode switching.
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Figure 4.15 : Metrics to evaluate twelve trials of flocking with dumbbell-shaped initial configu-

rations. Each plot includes mean (solid line) and standard deviation (colored face). (b1) Average

value of round ratio in clustering mode. Red line also indicates a moving average result (window

size: 450). (b2) Average orientation error compared to the ideal heading consensus value (mean of

orientations at initial configuration) (b3) Velocity efficiency. (b4) Number of clump robots.

Figure 4.14 describes the change of four metrics while 104 robots run flocking from

the initial configuration to the final configuration (from (a) to (g)): (1) the mode of the

group in clustering or flocking; (2) velocity efficiency, �dmean
Vtrans�t

, where �d
mean

and V
trans

represent the movement of entire group’s mean position during �t and individual robot’s

maximum transitional velocity; (3) headings of individual robots; and (4) the number of

clumped robots. Initially (from (a) to (c)), all robots are in clustering mode because they

detect six initial APs. Therefore, they continuously cluster toward the lowest ID AP robot.

Therefore, the number of clumped robot increases, but the variance of heading values is

getting increasing because of the clustering motion.

At two thousand rounds, all robots are dense enough to remove all LAPs. Hence,

they switch their behavior model back to the normal flocking mode. All robots move to

the optimal place having the lowest potential locally and then naturally form a triangle

lattice. Since the boundary force algorithm removes all concave boundary, the shape of
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the configuration becomes more convex.Note that, clumped robots run the clump remover

algorithm instead of a normal flocking algorithm. Therefore, the number of clumped robots

also decreases to zero in spite of the effect of the boundary force algorithm. At the same

time, robots gradually match their heading with each of their local neighbors while forming

the triangle lattice. Therefore, the net velocity of the group is also getting increasing, which

implies that all robots move as if they are one organism.

Throughout the entire process, the network is never disconnected. The red star in Fig-

ure 4.14 shows a sample network which is a LAP but not a global AP. In this case, the

network incorrectly changes its motion mode to the clustering mode. However, the cy-

cle detection algorithm makes quick correction, and the group quickly switches back to

original normal flocking before its current configuration is totally collapsed. Figure 4.15

provides statistics of twelve trials of flocking test for the four metrics defined in Figure 4.14.

This work also reports real-world experiment results using the r-one robot. Figure 4.16

shows the results of the cohesive configuration controller using six r-one robots. These

experiments use the same ↵ input parameter setups as previous simulations. The boundary

force weight is two.

Since the resolution of the range measurement by the IR sensors in the r-one is too

rough for the experiment, these experiments use an AprilTags [54] system that provides a

ground-truth position of each robot and its neighbors. Each robot only uses the ground-

truth position to compute the distance between the robot and its neighbors. Therefore, the

experiment still fulfills the rule of fully distributed approaches.

The experiments compare the flocking performance without (Figure. 4.16(a1) to (a6))

and with (Figure 4.16(b5) to (b6)) the network sensing and mode switching strategy. With-

out the network sensing and mode switching scheme, robots keep running the flocking

algorithm even though they contain LAPs as shown in Figure 4.16(a3). Eventually, the



47

(a1)

(b2) (b3) (b4) (b5) (b6)

(a2) (a6)(a5)(a4)(a3)

(b1)

Concavity

(c)

(d)

Figure 4.16 : Sequence of cohesive configuration experiment procedures using six robots running

without (Figure 4.16(a1) to (a6)) and with the network sensing and mode switching (Figure 4.16(b1)

to (b6)). Blue, red, and green circles indicate LAP, internal, and external robots, respectively. Each

arrow represents the heading of an individual robot. (c) The means (solid lines) and standard devia-

tions (shaded regions) of the headings of all robots at every time in both cases. Red and blue indicate

resulting standard deviation with only a flocking algorithm (blue) and with a cohesive configuration

control including network sensing and mode switching strategy (red). In each case, this work sim-

ulates twelve trials from various initial configurations containing at least one LAP. (d) Trajectories

of all six robots for the case shown in (b1) to (b6). Squares and circles represent the initial (b1) and

final configurations (b6) of all robots.

group is separated into three subgroups. Each subgroup is not able to share their headings

to other subgroups, and robots fail to achieve heading consensus. Therefore, the variance

of heading values never decreases as shown in the blue line and region in Figure 4.16(c).

On the other hand, robots running the cohesive configuration controller including net-

work sensing and mode switching successfully maintain connectivity while forming the

desired configuration as shown in Figure 4.16(b1) to (b6). When a LAP, a blue circle

in Figure 4.16(b2), is detected, the LAP robot stops moving, and all other robots clus-

ter around the LAP (red arrows). Once the LAP is removed, they switch back to normal

flocking as shown in Figure 4.16(b3). All robots then gradually form a triangle lattice and

achieve heading consensus to maintain the triangle lattice while moving (black arrows in
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Figure 4.16(b5) to (b6)). The red line and region in Figure 4.16(c) show that the standard

deviation of all headings is getting lower as time goes by. This implies that each robot is

gradually matching their headings with its neighbor robots. However, robots finally have

some level of heading differences because of the low bearing angle resolution of the r-one

robot (the maximum heading variance = the maximum sum of two r-one robots’ bearing

errors = 2⇥ ⇡

8

rad =

⇡

4

rad). Figure 4.16(d) indicates the traces of all robots shown in Fig-

ure 4.16(b1) to (b6). This plot reports that the concave boundary in the initial configuration

(two red edges in Figure 4.16(b1)) is removed while running the cohesive configuration

controller.
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Chapter 5

Bounded Space Coverage using Triangulation

Many practical applications of multi-robot systems, such as search-and-rescue, exploration,

mapping and surveillance require robots to disperse across a large geographic area, then

detect and respond to external events—imagine a group of robots that patrols a bounded

space, detects smoke, and extinguishes fires. For these applications, large populations of

robots offer two advantages: they can search the environment rapidly in a breadth-first

fashion, and can maintain coverage of the environment after the initial dispersion is com-

plete. However, building a large population of robots will require each individual robot to

be low-cost, precluding the use of expensive sensors and processors to run complex local-

ization algorithms, such as SLAM. In addition, practical limitations on message bandwidth

and computational complexity make centralized control of large populations infeasible, so

decentralized approaches must be developed. This solution in this work is to deploy a mo-

bile sensor network that informs other robots about the surrounding environment. Imagine

deploying a heterogeneous group of robots. Many small, low-cost, simple robots initially

spread out to map the environment and sense events. With proper organization, the topo-

logical map can be used as a discrete representation of the surrounding environment. These

simple robots permit localization of sensory events, distributed computation, and support

for other, more capable, robots. Proper organization of the low-cost robots allows support

for many kinds of distributed computation, without requiring global information, commu-

nications, or processing.

Triangulations are used across a large variety of computational fields because of their
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useful properties. This chapter demonstrate that triangulating the workspace with a multi-

robot system is a useful approach to dispersion, monitoring, and patrolling. Using a hetero-

geneous system of robots allows us to deploy a large number of simple robots to explore

the environment in a structured way [56]. These simple robots are positioned to become

the vertices of a triangulation of the environment. The triangulation provides complete

coverage, can be built using basic local geometry, allows proofs of properties for coverage

and navigation, and provides distributed computation and data storage. The underlying

topological structure of a triangulation allows us to exploit its dual graph for mapping and

navigation with provable performance guarantees [57]. The triangles in the triangulation

create a physical data structure (PDS) of computational elements embedded in the physical

world.

Thinking about computation on the triangles instead of the robots gives the algorithm

designer a useful abstraction that eases computation. This work uses the triangles to com-

pute a discretized approximation of Voronoi partition, called the Topological Voronoi Tes-

sellation (TVT). Using the TVT, the triangles can then compute the geodesic center of their

Voronoi partition. A straight-forward approach to this computation is susceptible to errors

from local minima. Using the triangles as computational elements allows us to introduce

virtual agents, simulated robots that perform computation and travel from triangle to trian-

gle at the speed of message communication. These virtual agents find all the minima, and

then separate the local from the globally optimal center [58]. A mobile robot positioned

at this center can respond to events in their TVT partition with optimal response time.

This chapter also presents theoretical results, algorithms, simulation results, and hardware

experiments.
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5.1 Triangulation Construction in Unknown Space

This section presents a distributed approach to construct a triangulation in unknown envi-

ronment.

5.1.1 Online Max-Area Triangulation Algorithm

From the definition of the online MATP, the purpose of the Max-Area Triangulation algo-

rithm is to triangulate the maximum area of an unknown environment using fixed number

of robots. Since this work precludes the use of global localization or a geometric model

of the environment, it is not possible to use a centralized approach that directly computes

the optimal positions of robots for the globally maximum area of triangulation. Instead,

proposed algorithm applies an incremental approach for the online MATP algorithm. Each

robot enters a currently triangulated workspace sequentially, navigates in the triangulation,

creates new triangles in the untriangulated region that extends the current triangulation.

This process continues until the entire environment has been triangulated.

Figure 5.1 illustrates the execution of the online Max-Area Triangulation algorithm.

This algorithm assumes that two base robots initially mark the base edge—such as a door to

an unexplored building, and all other robots are behind the base edge. The algorithm starts

with this base edge and proceeds by constructing a triangulation in a breadth-first manner.

The triangulation is extended as robots construct triangles along the current frontier of

exploration. The frontier is shown as blue lines in Figure 5.1, and it delineates the boundary

between triangulated space and untriangulated space. All the area between the base edge

and the frontier is triangulated. Each mobile robot extends the frontier by moving into

unexplored space and forming a triangle with itself and at least two other adjacent robots

from the frontier. The algorithm terminates when either all of the workspace has been

explored, or the maximum number of robots has been exhausted. Each robot tries to build
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a high-quality triangle—one that does not have edges that are too short or angles that are

too small. Equilateral triangles are ideal, but cannot always be constructed due to errors or

environmental constraints. This work uses two properties of the resulting structure, lower

bounds on edge length and angles, to provide theoretical performance guarantees. The

formal definition with respect to this quality metric is stated in Sec 5.1.2. In a practical

implementation, the minimum edge length is bounded by the robot size, and the maximum

edge length is bounded by the communications range of the robots. The angular properties

are limited by the type of sensor used, and the limits of the motion controller to drive to the

equilateral points of the new triangle.

During algorithm execution, this work distinguishes the following types of edges in the

robot network G: 1) Frontier edges (blue lines in Figure 5.1), {u, v} 2 E
F

, which belong

to only one triangle and have at least one vertex that is not in contact with the wall. 2)

Wall edges, {u, v} 2 E
W

, which also belong to only one triangle, but both vertices of the

edge are in contact with a wall. Both frontier edges and wall edges lie on the exterior of a

triangulated network, but a navigating robot only passes through frontier edges. 3) Internal

edges, {u, v} 2 E
I

which belong to two adjacent triangles. This algorithm prevent any

overlapping triangles because each robot creates new triangles by passing through only one

frontier edge, and always updates new frontier edges as the edges faced with an uncovered

area. Hence, each edge can only belong to either one or two triangles and all edges that

are not a frontier edge, the base edge, nor a wall edge become an internal edge. The dotted

yellow lines indicate the dual graph, D, which connects adjacent triangles and can be used

for navigation in the triangulated region. More details of dual graph navigation will be

discussed in Section 6.

Construction of a new triangle begins with the addition of a new navigating robot, u.

To build the triangulation in a breadth-first fashion, a frontier triangle is selected that is the
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equilateral points

 
L

R

Frontier Normal

Figure 5.1 : Constructing a triangulation in a BFS manner. The edges of the BFS tree in the dual

graph are yellow, and blue-colored lines denote frontier edges distinguishing covered area from

uncovered region. Blue-colored circles are robots that form frontier edges. Among these robots,

a robot in free space is a frontier robot while a robot in contact with a wall becomes a frontier-

wall robot. The number in each robot denotes the order of a robot entering into a workspace to

expand triangles. Each robot colored in green behind the initial edge {1, 2} subsequently enters

into a workspace, creates a new triangle when it arrives at the equilateral point, becomes a frontier

robot (or a frontier-wall robot), and updates frontier edges. On the other hand, all edges having at

least one non-frontier robot are all interior edges colored in green. The blue tick marks on each

robot show the direction of the frontier normal. This points into unexplored space, in the direction

perpendicular to the frontier edges incident at each robot.
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minimum distance in the dual graph from the base triangle. This triangle will have at least

one frontier edge, this work selects it to be the goal frontier edge, {l, r}. The robot uses the

dual graph to navigate to the frontier triangle. More detail about the navigation algorithm

is described in sections 6.1 and 6.2.

A new triangle can be formed in two ways, expansion or discovery. Figure 5.2a illus-

trates the construction of a triangle by expansion. When navigating robot u is within the

frontier triangle, it switches to the expanding state, and moves towards the equilateral point

for the new triangle. When u crosses the frontier edge {l, r}, it creates a new expansion

triangle �ulr (l = l
0

and r = r
0

in Figure 5.2a). Once robot u arrives at the equilateral

point, it switches to the expanded state, and adds �ulr to its list of triangles, becoming its

owner. Edge {l, r} becomes an internal edge, and robot u broadcasts a message to neigh-

bors l and r, so that they update their right and left frontier neighbors to u. This ensures

that each robot can only create one expansion triangle, and prevents creating overlapping

triangles.

When u enters the expanded state, it needs to discover all of the unexpanded high-

quality triangles adjacent to �ulr. Figure 5.2b shows an example of triangle discovery.

This paragraph describes the process for the left frontier neighbor (l), it is analogous for

the right. Let’s label the left neighbors {l
0

, l
1

, . . .} where l
0

⌘ l. Robot u first considers

neighbor l
1

, then proceeds through each neighbor on its left side in counter-clockwise order.

For each neighbor l
i

, i � 1, robot u checks for edge {l
i

, l
i�1

} 2 E
F

. If this edge exists,

then u forms a candidate triangle, �ul
i

l
i�1

(light green in Figure 5.2b), and evaluates its

quality using definition 5.1.2. If the candidate triangle is high-quality, robot u becomes its

owner, and switches its left frontier neighbor from l
i�1

to l
i

. Robot u then broadcasts a

message to l
i

to update its right frontier neighbor from i
i�1

to u. Since the edge {l, r} is

now internal, it is not used for expansion again. Robot u repeats the above procedure to
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(a) Forming an Expansion triangle

u

0r0l

1l

��  
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Figure 5.2 : (a) An example Expansion triangle. The red arrow shows the path of robot u in the

Expanding state. After arriving at the equilateral point, robot u switches to the Expanded state, and

the triangle is complete. (b) An example Discovery triangle is shown in light green. Robot u checks

✓
F

to evaluate the quality of candidate triangle, �ul
1

l
0

. If this triangle is sufficiently high quality,

the robot u stores �ul
1

l
0

in its triangle list.

discover other high-quality, adjacent triangles, and can create and own multiple triangles.

When complete, u changes its state to Frontier state. Note that all messages used to

expand or discover triangles have constant size and are transmitted continually rather than

instantaneously, like a token-based protocol. By doing so, this approach avoids any errors

caused by communication failures.

5.1.2 Covered Area

The quality of the triangulation affects the practical and theoretical performance guaran-

tees of various applications, including the patrolling and topological Voronoi algorithms

in sections 6 and 7. Let rmax be the maximum length of a triangulation edge. In addition,

consider a lower bound of rmin on the length of the shortest edge in the triangulation; in par-

ticular, this work assumes that the local construction ensures that any non-boundary edge

is long enough to let a robot pass between the two robots marking the vertices of the edge,

so rmin � 2�, where � is the diameter of a robot. The practical validity of these assumptions
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for a real-world robot platform will be shown in section 5.1.4. Finally, angular measure-

ments of neighbor positions let us guarantee a minimum angle of ↵ in all triangles. These

constraints give rise to the following:

Definition Let T be a triangulation of a planar region R, with vertex set V . T is (⇢,↵)-fat,

if it satisfies the following properties:

• The ratio rmax/rmin of the longest to shortest edge in T is bounded by some positive

⇢.

• All angles in T have size at least ↵.

This definition is also used to prove properties of the coverage control based on tessella-

tions in section 6.3 and 7.1. Given the definition, this work then establishes theoretical

performance guarantee about the quality of triangulation.

Theorem 5.1.1 Consider a (⇢,↵)-fat triangulation of a set V with n vertices, with maxi-

mum edge length r
max

and minimum edge length r
min

. Then the total triangulated area is

within
p
3⇢2/2 sin(↵) of the optimum.

Proof Each edge has length between r
min

and r
max

, and any angle is bounded from below

by ↵. Then the area of a triangle is at most
p
3r2

max

/2. On the other hand, it follows from

elementary trigonometry that an obtuse triangle has area at least (sin↵)r2
min

/2, while an

acute triangle has area at least (cos↵/2)r2
min

/2. Since ↵  ⇡/3, the inequality (cos↵/2) �

sin↵ holds, and then the claim follows.

Note that in a practical setting, ⇢ will be much smaller than the theoretically possible

worst case. See Figure 6.4 for a real-world evaluation.
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5.1.3 Implementation

A high-level finite-state machine for the MAT algorithm is shown in Figure 5.3. Two robots

are initialized in the Frontier-Wall state and placed at the base-edge. All other robots begin

behind the base edge in the Navigation state. Table 5.1 lists the helper functions in the

algorithms below.

Navigation: Navigation-Internal State

The navigation contains three states; Nav-Internal, Expand-Triangle, and Wall-Follow. A

new robot, u, enters the network in the Nav-Internal state, and runs algorithm 1 to navigate

to a frontier triangle. Line 2 runs an occupancy test function, shown in Figure 5.4a, that

returns the current triangle, T
c

, that contains the robot u, and its owner, o. If T
c

is not a

frontier triangle, then the robot u moves to an adjacent triangle that is topologically closer

to a frontier triangle using the navigation algorithm described in section 6.2.

If T
c

is a frontier triangle (line 3) or null (only true if the robot u has just crossed the

base edge, line 6), then the robot u will create a new triangle. The variables u.L and u.R

are set to the left and right neighbors of the frontier edge (lines 4 and 7), and the robot

changes its state to Expand-Triangle (lines 5 and 8).

Navigation: Expand-Triangle State

In the Expand-Triangle state, a robot u runs algorithm 2. Line 2 computes the left and

right inner angles to the frontier neighbors, ✓
L

and ✓
R

. Line 3 runs the triangle-expansion

controller illustrated in Figure 5.4b until the robot u is in region 3.

Instead of a complete description of the controller, this paragraph briefly sketches its

operation here. When the robot u enters region 3, if ✓
L

> ✓
R

, the robot u first moves toward

B
u

(u.L) + ⇡ until ✓
R

� ⇡

3

, where the B
u

denotes the bearing angle of the neighbor from
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(Hop update for each 

stored triangle)

Receive Remove 
Frontier Edge Message

Complete to 
extend Delaunay 

Triangle

1.Transmit Remove Left or     
Right Frontier Edge msg

2. Discover triangles
3. Store Expansion and 

Discovery type triangles 
it creates 

Complete to 
extend Delaunay 

Triangle

Start

Frontier-Wall
(Send Remove Frontier-

Wall msg,  Hop update for 
each stored triangle)

Frontier
(Compute frontier angle , 
Set source triangles and 

send hop msg)

Nav-Internal
(navigate to source 

triangle)

Expand
Triangle

(move to corner)

Wall-Follow
(move along wall)

Figure 5.3 : Finite-state machine for MAT algorithm. A robot behind a base line enters a workspace

and initially moves to Nav-Internal state. Note that if there is no triangles in the workspace yet, a

robot directly transits to Expand Triangle state. In the Nav-Internal state, the robot moves through

the triangulated space until it reaches a source triangle having at least one frontier edge. If the robot

arrives at the source triangle, it changes its state to the Expand Triangle state, and expands a new

triangle into the uncovered region. If the robot successfully expands a new triangle without detecting

a wall, the expansion is complete, and the triangle is likely to be high-quality(see Figure 5.6).

However, if the robot detects a wall while creating a new triangle, it cannot create a high-quality

triangle. So, it changes its mode to Wall-Follow state and follows along the wall until it forms the

best-quality triangle possible. In either case, after expanding a new triangle, the robot discovers

adjacent triangles by checking their quality, updates frontier edges, stores the information of its

expanded and discovered triangles, and then changes its state to Frontier state.
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Algorithm 1 NAV-INTERNAL

1: while u.state =Navigate-Internal do

2: T
c

 GETCURRENTTRIANGLE()

3: if ISFRONTIERTRIANGLE(T
c

) then

4: (u.L, u.R) GETFRONTIEREDGENBR(T
c

)

5: u.state Expand-Triangle

6: else if ISONLYBASEEDGE(N(u)) then

7: (u.L, u.R) GETBASEEDGENBR()

8: u.state Expand-Triangle

9: else

10: T
next

 GETCLOSERADJTRI(T
c

)

11: MOVETONEXTTRIANGLE(T
next

)

the robot u. It then changes its heading toward B
u

(u.R)+⇡, and moves until it reaches the

goal region (region 4). The opposite control happens when ✓
L

< ✓
R

.

The robot u stores the triangle on its list (line 5) and runs the DISCOVERTRIANGLE

procedure to discover all adjacent triangles (line 6). The Frontier angle, ✓
F

, provides a

simple way to evaluate the quality of candidate triangles; a triangle is defined to be high-

quality if ✓
F

< k, with k manually tuned to reduce errors. Lines 6-11 in algorithm 2 are

also related with updating the frontier edges, and details will be shown in section 5.1.3. On

the other hand, if the robot u detects a wall while expanding a triangle (line 12), it changes

its state to Wall-Follow (line 13).

Navigation: Wall-Follow

Since a wall prevents the creation of a triangle with the best quality, a robot u then aims to

expand the second best quality triangle by moving along the wall. The second best quality
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Algorithm 2 EXPAND-TRIANGLE

1: while u.state = Expand-Triangle do

2: (✓
L

, ✓
R

) GETINNERANGLE(u.L, u.R)

3: TRIANGLEEXPANSIONCONTROLLER(✓
L

, ✓
R

)

4: if ISINGOALREGION(✓
L

, ✓
R

) then

5: STORETRIANGLESTOLIST (�uu.Lu.R)

6: T
D

 DISCOVERTRIANGLE(u.L, u.R)

7: UPDATEFNBR()

8: BCASTFMSG()

9: BCASTDISCONNECTMSG()

10: STORETRIANGLESTOLIST (T
D

)

11: u.state Frontier

12: else if ISWALLDETECTED() then

13: u.state Wall-Follow
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triangle can be defined in a various ways. This work uses an isosceles triangle that has the

largest minimum inner angle.

The robot u in the Wall-Follow state executes an algorithm 3. Once the robot detects a

nearby wall whose distance from the robot is too close to expand the best quality triangle, it

moves toward the wall (line 3). By doing so, a robot can create an isosceles triangle whose

minimum inner angle is the largest among the inner angles of other isosceles triangles

whose vertex does not contact with the wall. If the robot u arrives at the wall, it moves

along the wall until it forms an isosceles triangle (line 5).

Once the robot u expands an isosceles triangle, the robot then stores the triangle, broad-

casts messages to u.L or u.R for updating frontier edges, and changes its state to Frontier-

Wall (lines 7- 12). In particular, the robot u sends a disconnect message to its frontier-wall

neighbor. By doing so, an edge between the robot u and the frontier-wall neighbor becomes

inactive, and no other robots will try to pass through the edge.

Note that any owner u is connected to the owners of all its adjacent triangles in the dual

graph GD. This property will be addressed in Theorem 6.1.2 in section 6.1. In addition,

these EXPAND-TRIANGLE AND WALL-FOLLOW algorithms use messages to disconnect

and connect triangles from the frontier path. A configuration with triangles that are not

(⇢,↵)-fat could require many messages, but this is unlikely. Theoretical implementation

allows for 6 messages, but actual implementation only used a maximum of 2.

Frontier and Frontier-Wall State

When a robot u enters the Frontier or Frontier-Wall state, it becomes stationary and runs

algorithm 4. In lines 3-7, u labels all of its triangles that include a frontier edge as fron-

tier triangles. In lines 8-9, These triangles become sources for a messages to conduct dual

graph navigation in section 6. In lines 11-13, the frontier robots compute and broadcast
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Table 5.1 : Table of Helper Functions

GETCURRENTTRIANGLE()
Runs occupancy test and returns current trian-

gle, T
c

.

GETCLOSERADJTRI(T
c

)

Gets T
c

’s adjacent triangle that is topologically

closest to any frontier triangles.

GetInnerAngle(u.L, u.R)

Computes and returns left and right left and

right inner angle, ✓
L

and ✓
R

.

DISCOVERTRIANGLE(u.L, u.R)

Runs discovery procedure and gets discovery

triangles, T
D

, and list of u’s old and new fron-

tier neighbors.

ISISOSCELESTRIANGLE(u.L, u.R)

Checks if ✓
L

= ✓
R

in an expand triangle.

GETFRONTIERWALLNBR(u.L, u.R) Returns u.L or u.R in frontier-wall state.

BCASTFMSG() Broadcast new frontier msg to nbrs.

RECVFMSG() Receive new frontier nbrs.
UPDATEFNBR() Change frontier nbrs of u

BCASTDISCONNECTMSG() Broadcast disconnect msg to nbrs .

RECVDISCONNECTMSG() Return u
sender

if u
sender

disconnects u.

ISCONTAINFRONTIEREDGE(T
i

)

Checks if T
i

has a frontier edge.

UPDATETRIANGLEHOP(T
i

,N(o)))
For each triangle u owns, sets its hop to 1 +

minimum among all adjacent triangles’ hops.

BCASTTRIANGLEHOP(N(o)) Broadcast hops of all triangles u owns.
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(b) Triangle Expansion Controller

Figure 5.4 : (a) The occupancy test algorithm determines if a robot is inside a given triangle. If

any angle between neighbors of u is greater than ⇡, then u is outside of the triangle. (b) Diagram

of triangle expansion controller regions between robots u
L

and u
R

, each with ⇡

8

bearing resolution.

A robot in region 1 rotates around u
L

(if ]uu
L

u
R

> ]uu
R

u
L

) or u
R

(if ]uu
L

u
R

< ]uu
R

u
L

),

so that it always ends in region 2. A robot in region 2 always moves in the direction where its two

inner angles are decreasing. By doing so, the controller always guides a robot from a lower to an

adjacent higher number region using only ✓
L

and ✓
R

. All sample trajectories (red lines) converge to

the goal region.
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Algorithm 3 WALL-FOLLOW

1: while u.state = Wall-Follow do

2: if WALLBUMPED() = FALSE then

3: MOVETOWARDWALL()

4: else if ISOSCELESTRIANGLE(u.L, u.R) = FALSE then

5: MOVEALONGTHEWALL()

6: else

7: STORETRIANGLESTOLIST (�uu.Lu.R)

8: UPDATEFNBR()

9: BCASTFMSG()

10: u
W

 GETFRONTIERWALLNBR(u.L, u.R)

11: BCASTDISCONNECTMSG(u
W

)

12: u.state = Frontier-Wall

the Frontier angle, ✓
F

, between adjacent frontier neighbors, in the direction of the frontier

normal, shown in Figures 5.1 and 5.2b. The algorithm transmits two constant-sized mes-

sages, so the message complexity is O(1). To compute ✓
F

, each frontier or frontier-wall

robot conducts line 9 in algorithm 4. The formula, ✓Temp

F

=

Bu(u.L)�Bu(u.R)

2

, is used, where

✓
F

, B
u

(u.L), B
u

(u.R) 2 (�⇡, ⇡]. Then the final ✓
F

can be computed by normalizing the

✓Temp

F

to be in (�⇡, ⇡]. Note that base robots are initially in Frontier-wall state.

Internal State

Robot u is likely to eventually become an Internal robot when a new navigation robot

discovers triangles and broadcasts disconnect messages to nearby robots, including the

robot u, to update frontier edges. Although robot u becomes the internal robot, it maintains

the list of triangles owned by the robot u. The key role of the internal state robots are to
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Algorithm 4 FRONTIER/FRONTIER-WALL()
1: while u.state=Frontier OR u.state=Frontier-Wall do

2: for all T
i

2 TriangleList do

3: if ISCONTAINFRONTIEREDGE(T
i

) then

4: SETFRONTIERTRIANGLE(T
i

)

5: else

6: CLEARFRONTIERTRIANGLE(T
i

)

7: UPDATETRIANGLEHOP(T
i

, N(o))

8: BCASTTRIANGLEHOP(N(o))

9: COMPUTE/ROTATETONORMALVEC(B(u.L), B(u.R))

10: ✓
F

 COMPUTEFRONTIERANGLE(B(u.L), B(u.R))

11: BROADCASTFRONTIERANGLE(✓
F

)

12: if RECVFMSG() then

13: UpdateFNbr()

14: v  RECVDISCONNECTMSG()

15: if v.state = Frontier then

16: u.state Internal

17: else if v.state = Frontier-Wall ^u.state= Frontier-Wall then

18: u.state Internal
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relay messages for dual graph navigation. They continuously call functions for updating

and broadcasting the messages, like the functions shown in line 8-9 in algorithm 4. This

work omits the detailed pseudocode for the internal state.

Maintaining the frontier path graph

To ensure the frontier subnetwork P
F

remains a path, the navigating robot u updates its

frontier edges and the edges of its neighbors when it adds new triangles. The frontier

is initially only the base edge. When a robot u expands a triangle with u.L 2 E
F

and

u.R 2 E
F

, it updates its internal frontier edges in line 7 of algorithm 2. It then sends a

message to u.L or u.R in line 8, telling them to disconnect from each other (removing the

previous frontier edge {u.L, u.R}) and connect their frontier to the robot u. This message

is received in line 13 of Alg. 4.

The process for connecting and disconnecting discovered triangles is similar. The

robot u updates and broadcasts its frontier neighbors in lines 7-8 of algorithm 2. A fron-

tier or frontier-wall neighbor receives the message in line 13 of algorithm 4, disconnects

{L
i

, L
i�1

} from each other, and connects L
i

to the robot u. In this case, the robot u also

broadcasts a disconnect message to the robot L
i�1

(line 9 in algorithm 2 or line 11 in algo-

rithm 3). The L
i�1

that gets the disconnection message becomes an internal state (lines 14,

16, and 18 in algorithm 4). This continues for all of L
i

2 N(u), eventually leaving the robot

u connected to the last L
i

, thus preserving the path. The operation on the right neighbors

of N(u) is analogous.

A special case is if the robot u enters the Frontier-Wall state and its left (or right) is

also in Frontier-Wall, then the frontier end-point is disconnected, u disconnects from v and

v disconnects from the robot u, making the robot u the new endpoint of P
F

. The robot v

then changes its state to the Internal state (line 18 in algorithm 4). The disconnected edge
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{u, v} becomes inactive. By doing so, no other navigation robots are prevented from trying

to navigate through the edge blocked by a wall.

5.1.4 Triangulation Construction Experiments

Several hardware experiments are performed using r-one robots shown in [48]. The capa-

bilities of this platform supports the assumptions in the problem statement; each robot can

measure the bearings to its nearby robots, despite of a limited resolution of only ⇡

8

, and

exchange messages including those bearings and necessary information to run an imple-

mented algorithm in Section 5.1.3 using inter-robot communication. Each robot also has 8

bump sensors that provide wall detection. The interested reader can find a demonstration

of some of the basic aspects of the robots in the video at [56], along with some real-world

footage of building a triangulation. To evaluate a resulting triangulation quality or trace the

trajectory of a navigation robot, a camera-based ground-truth positioning system (AprilT-

ags) is used. This measures the ground truth position, P
u

= {x
u

, y
u

, ✓
u

}, of each robot

u. The robots cannot measure or use the ground-truth position while executing proposed

algorithms. Robots only know the two-hop local network geometry shown in Figure 3.2c.

Figures 5.5a and 5.5b show snapshots of one triangulation experimental trial and the

MATLAB analysis. Over 8 trials using 9-16 robots, the average triangulated area was

1.5±0.29m2. In addition, it takes 7.8±2.1 robots to cover a unit area (1m2). The average

of resulting triangulations are (⇢=3.6, ↵=0.36 rad)-fat.

Figure 5.6a shows that resulting triangulations cover about 91% of the region behind

the frontier edges. The uncovered region is because the top-left and bottom-left corner in

Figure 5.5a are wall edges (incident on two wall robots), and are not expanded by navigat-

ing robots. In order to overcome this limitation, navigating robots would need to attempt

to expand each wall edge and look for corners. This is inefficient in environments with
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large perimeters, and impractical with the current hardware, as corner detection is unre-

liable. Figure 5.6b shows the distribution of area covered by individual triangles. The

initial length of the base edge determines the area of an ideal equilateral triangle to be

0.088m2, and resulting triangles have a mean area of 0.13m2, with a std. dev. of 0.065m2.

This discrepancy is caused by the angle-based sensors; the robots cannot measure range,

and therefore cannot control the area of the triangle they produce. This work also studies

individual triangle quality.

Figures 5.7a and 5.7b show the measurements of individual triangle quality: the dis-

tribution of minimum angle and maximum/minimum edge length ratio (MaxMin ratio) for

each triangle. The individual data shows triangle quality in a way that overall ⇢ cannot.

An ideal equilateral triangle has a minimum angle of ⇡

3

rad and MaxMin ratio of one.

About 95% of triangles satisfy the lower bound for minimum angle and 96.7% the upper

bound for MaxMin ratio. Note that all triangles not constrained by a wall satisfy these

bounds, meaning they are approximately the correct shape, but not always the correct size.

Knowing range would let us address this, but it is unclear how robots expanding the trian-

gulation should choose between making a triangle of the correct shape or the correct size.

In addition, it might be able to implement more parallel execution method for triangula-

tion construction, where multiple robots navigate through a triangulated region and expand

multiple triangles. This thesis leaves these for future works.
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Figure 5.5 : (a) Screenshots while constructing a triangulation with 12 robots. (b) MATLAB

reconstruction of the resulting triangulation from the physical data structure in Figure 5.5a. Green

and yellow triangles denote the expansion and discovered triangles. Numbers between parentheses

and in second line are the owner and the size of each triangle. Gray triangles indicate uncovered

region. This is because two robots, 10 and 28, are base robots in internal state, and Robots 18 and 5

are in Frontier-Wall state while expanding their triangles. Those edges, {10, 18} and {28, 5}, then

become internal edges that do not allow other robots passing through them to expand new triangles.
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Figure 5.6 : (a) Pie chart for covered area by all triangles. (b) Histogram of covered area by each

triangle. Dotted red line indicates the area of an equilateral triangle, regarded as ideal shape in this

triangulation work.
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Figure 5.7 : Histograms of triangle quality in terms of minimum angle (a) and MaxMin ratio (the

ratio between the maximum edge length and the minimum edge length in each triangle) (b). Blue

bars are for all triangles created without any disturbance by a wall and Red bars are for all triangles

interrupted by a wall while expanding. (a) Distribution of minimum angle of each triangle, not for

a global ⇢. All triangles not constrained by a wall satisfy the lower bound, ⇡

8

(dashed red line). (b)

Distribution of MaxMin ratio of each triangle. All triangles whose minimum angle is larger than

the ⇡

8

(blue colored bars) also satisfy corresponding upperbound MaxMin ratio.
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Chapter 6

Navigation in Triangulated Space

After the triangulation is constructed, each robot owns its set of expanded or discovered

triangles. This distributed data storage forms a physical data structure (PDS) that approx-

imately maps the surrounding environment, and creates a dual graph of the corresponding

triangulation. In this section, robots uses the PDS to build a navigation algorithm that can

guide a robot to any given target triangle from anywhere in the network.

6.1 Dual Graph Construction

The dual graph of a triangulation, GD

= (V D, ED

), where V D is the set of all triangles

stored in all the robots, and ED is the set of all edges between adjacent triangles.

However, there is no centralized authority that can explicitly keep track of a dual graph,

as there are only “primal” vertices, i.e., robots. Proposed solution is to establish and main-

tain the dual graph implicitly, by assigning each triangle � to a unique robot “owner”,

o(�), and then mapping edges between triangles in the dual graph, ED to edges between

robots in the primal graph, E. This mapping will let us reason about relaying messages

using the dual graph, and abstract away from the primal graph network. Robots can use

this to realize global objectives, such as routing.

This work observes that all owners are connected because all robots in a network, with

the exception of the base robots, are owners by construction; every new navigating robot

becomes the owner of at least one constructed triangle. A robot can own multiple discov-
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a b FE�

(a) Initial case (b) Discovery of �abd (c) Expansion of �abd

Figure 6.1 : (a) Diagram of Lemma 6.1.1 showing a triangle �abc, where the edge {a, b} is a

frontier edge. (b)-(c) Illustrations for Theorem 6.1.2 presenting that two owners of two adjacent

triangles are connected. (b) If the robot a was a navigation robot in Expanding state, both triangles

are either the Expansion triangle or Discovery triangle by the robot a. In this case, the robot a is the

owner of the triangle �abc and �abd. (c) If the robot d was a navigation robot which expanded the

triangle abd, the edge {a, b} should be a frontier edge and the robot a or b should be the owner of

the triangle �abc by Lemma 6.1.1. Black arrows indicate the edge connecting two owners of the

triangles �abc and �abd. Note that similar logic holds when the robot c was a navigation robot to

expand the triangle �abc based on the frontier edge {a, b}).

ered triangles, and then must maintain multiple vertices in the dual graph.

It should be ensured that two triangle owners connected by an edge in the dual graph

can communicate with each other through the primal graph. This is trivial for two triangles

�

1

and �

2

owned by the same robot, so it must be proved that for two different triangle

owners o(�
1

) 6= o(�
2

) with a dual graph edge, {o(�
1

), o(�
2

)}
D

2 GD, {o(�
1

), where

o(�
2

)} is an edge in the primal graph.

Lemma 6.1.1 Consider a triangle �abc with edge {a, b} 2 E
F

as shown in Figure 6.1a.

Let o be the owner of �abc. Then o = a or o = b.

Proof By contradiction: assume o 6= a and o 6= b. Then consider the expanding state for

�oab. Since o is the owner in the expanded state, o must have been the navigation robot

in the expanding state. Therefore {a, b} was the frontier edge in the expanding state and
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{a, b} is now the internal edge in the expanded state, a contradiction.

Given the lemma, this work then proves that an owner is located within the commu-

nication range of its neighboring owner if their triangles are faced with each other. The

proof ensures that an owner of a triangle or a robot inside the triangle is able to acquire the

information of all adjacent triangles using only a single hop or two-hop communications.

In the sense that the information between two adjacent triangles can flow using only dis-

tributed communication, the dual graph edge is established between two adjacent triangles

if their owners are connected. This connected dual graph in a triangulation is used various

applications, such as navigable path planning or approximated Voronoi tessellation, with

only distributed algorithms.

Theorem 6.1.2 The owners of two adjacent triangles must also be connected.

Proof Let �abc and �abd be the two adjacent triangles, and {a, b} be the edge they share.

As stated in previous section 5.1.1, this work does not allow an overlapped triangle, and

every edge belongs to at most two triangles. Therefore, these two triangles can be formed

in the following two ways (in the Expanding state): 1) Robot a was the navigation robot.

Then a is the owner for both �abc and �abd as shown in Figure 6.1b. a is connected to

itself. 2) Robot d was the navigation robot. This makes �abc an existing triangle and {a, b}

a frontier edge in the expanding state. d is also the owner robot for �abd in the expanded

state. Either a or b is the owner of �abc by Lemma 6.1.1, so d, the owner of �abd, must

be connected to the owner of �abc through either edge {a, d} or edge {b, d} as shown in

Figure 6.1c. By symmetry, b is equivalent to a, and c is equivalent to d.
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6.2 Dual Graph Navigation

A dual graph is used for a navigation guide for robots in a triangulation, resulting in a path

shown by the dotted yellow line in Figure 6.2a. The vertex of a destination triangle becomes

the source in the dual graph, sets its hop to zero, and broadcasts messages to build a BFS

tree suitable for navigation [59]. Each non-source triangle continuously relays broadcast

messages to update its hops by setting one more value from the minimum hop among its all

adjacent triangles. Resulting hops of all triangles then become the topologically shortest

from the destination triangle in a dual graph, called hop distance. Theorem 6.1.2 guarantees

that all triangles are able to compute their valid hop distances from any destination triangle

because the dual graph of a triangulation is connected; an owner of a triangle is always

connected with all owners of its adjacent triangles.

To move to the destination triangle, a navigation robot first figures out the current tri-

angle that contains the navigation robot using the occupancy test algorithm described in

Figure 5.4a in section 5.1.3. The navigation robot then continuously checks the hops of

all adjacent triangles of the current triangle, and moves toward the adjacent triangle having

the lowest hop distance value. These two steps repeat until the navigation robot arrives at

the destination triangle. Note that the navigation robot use only 2-hop communication to

conduct the dual graph navigation algorithm. From the triangle inequality, the owner robot

of the current triangle including the navigation robot is located in the communication range

of the navigation robot because the owner robot can communicate with the rest of robots

forming the triangle and the communication range of the navigation robot is larger than the

owner of the triangle. In addition, Theorem 6.1.2 also ensures that the owner of the current

triangle is connected to all owners of its adjacent triangles. Therefore, the navigation robot

can acquire the hop distance information of all adjacent triangles by querying to the owner

robot of the current triangle who already has the hops of the adjacent triangles using direct
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communication with the adjacent owners.

As mentioned in previous section, this method is also used for triangulation construc-

tion (remind lines 8-9 in algorithm 4 in section 5.1.3). Robots owning the frontier triangles

set them as source triangles. Each owner, including the owner of frontier triangles, then

continuously propagates messages to update the hop distance of all owned triangles. This

lets any new robot crossing the base edge move to a topologically closest frontier triangle

in the dual graph of a current triangulation, providing a breadth-first construction. This

procedure requires only one message of each robot, O(1) complexity.

6.3 Path Stretch

Previous work shows there is no lower bound on the competitive factor of the stretch of

a path in the online MATP problem [5], but this requires narrow corridors of infinitesimal

width. As stated in section 5.1.2, this work made a more realistic assumption that does

allow constant-factor performance; this work assumes the minimum non-boundary edge

length is long enough so that a robot can move through any non-boundary edge. Since it

is also assumed that network connections are navigable, distances in the dual graph are a

discrete approximation of the actual geodesic distance between triangles. Now it is possible

to establish that the dual graph of a triangulation can be used for provably good routing.

With high-quality triangles, the path length of dual-graph navigation is within a constant

factor of the actual distance. This work makes use of the following terminology.

Definition Consider a triangulation T of a planar region R, with vertex set V (Imagine a

connected triangulation shown in Figure 6.2a). Let s, g be points in R and let p(s, g) be

a polygonal path in R that connects s to g; let d
p

(s, g) be its length. Let �
s

and �

g

be

the triangles containing s and g, respectively, and let D(s, g) :

= �

s

,�
1

, . . . ,�
`

,�
g

be
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),( gsp

),( gsp

(a) (b)

Figure 6.2 : (a) A shortest s,g-path (shown in red) in a region covered by a triangulation T . The

resulting T -greedy path is depicted in yellow; a shortest dual path is indicated by colored triangles.

Note that each point q
i

may be anywhere in the respective triangle �
i

. (b) A triangle � is intersected

by a straight line L. If L passes through the triangle away from one of the endpoints, then the length

of the intersection is long. If the line passes through the triangle close to one of the endpoints

(indicated by the dashed line L0), then the intersection with a circle of radius r
min

/2 must be long.

a shortest path in the dual graph of T . Then a T -greedy path between s and g is a path

s, q
1

, . . . , q
`

, g, such that q
i

2 �

i

, and consecutive vertices of the path are connected by a

straight line.

In other words, a T -greedy path between s and g builds a short connection in the dual

graph of the triangulation, and then goes from triangle to triangle along straight segments.

Note that there are no assumptions whatsoever concerning where this work visits each of

the triangles.

Lemma 6.3.1 Consider a (⇢,↵)-fat triangle � with minimum edge length at least r
min

; let

� be intersected by a straight line L. Then the total length of the intersection of L and �

is at least 2 sin(↵/2)r
min

or the length of the intersection of L with the r
min

/2-disk around
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one of �’s vertices is at least 2 sin(↵/2)r
min

Proof See Figure 6.2b. Consider the closest distance between L and one of the vertices

of �. If this is larger than 2r
min

cos(↵/2), then from Pythagoras’ theorem, the intersection

of L and � must have length at least 2r
min

sin(↵/2). Otherwise the distance is at most

2r
min

cos(↵/2), and the intersection of L with the r
min

/2-disk around the closest vertex of

� must have length at least 2r
min

sin(↵/2).

With this, this work proceeds to the proof of the theorem for a bound on the stretch

factor of resulting paths.

Theorem 6.3.2 Consider a (⇢,↵)-fat triangulation T of a planar region R, with vertex set

V , maximum and minimum edge lengths r
max

and r
min

, respectively. Let s, g be points in R

that are separated by at least one triangle, i.e., the triangles �
s

, �
g

in T that contain s and

g do not share a vertex. Let p(s, g) be a shortest polygonal path in R that connects s with

g, and let d
p

(s, g) be its length. Let pT (s, g) be a T -greedy path between s and g, of length

d
pT (s, g). Then d

pT (s, g)  c·d
p

(s, g)+2, for c = b2⇡
↵

c ⇢

sin(↵/2)

, and d
pT (s, g)  c0·d

p

(s, g),

for c0 = b6⇡
↵

c ⇢

sin(↵/2)

.

Proof Consider p(s, g), triangles �
s

, �
g

and the sequence �
1

, . . . ,�
`

0 of `0 other triangles

intersected by it; by assumption, `0 � ` � 1, where ` is the number of triangles contained

in pT (s, g). Furthermore, note that the disjointness of �
s

, �
g

implies d
p

(s, g) � r
min

.

First let’s show that d
p

(s, g) � `0b2⇡
↵

c2 sin(↵/2)r
min

. For this purpose, this proof

charges the intersection of p(s, g) with �

i

to �

i

, if its length is at least 2 sin(↵/2)r
min

;

if it is shorter, this proof charges the length of the intersection of p(s, g) with the r
min

/2-

disk around one of �’s vertices p
j

evenly to all of the triangles �

i

that are incident to

p
j

. Because the minimum angle in a triangle is bounded from below by ↵, the preceding

lemma implies the lower bound on the length of d
p

(s, g).
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On the other hand, it is straightforward to see that no edge in a T -greedy s, g-path can

be longer than 2r
max

. Therefore, d
pT (s, g)  2(` + 2)r

max

. Comparing the lower bound

on d
p

(s, g) and the upper bound on d
pT (s, g) yields the claim d

pT (s, g)  c · d
p

(s, g) + 2

with c as stated. The additive term of 2 results from the s and g possibly being close to the

boundaries of �
s

and �

g

, respectively; it can be removed by noting that `0 � ` � 1 implies

(`+ 2)  3`0, as indicated by the second comparison and the choice of c0.

This provides constant stretch factors even under minimal, highly pessimistic assump-

tions. The practical performance in real-world settings where the greedy paths do not visit

worst-case points in the visited triangles is considerably better, as shown in Section 6.4.

6.4 Dual Graph Navigation Experiments

This thesis conducts experiments for the dual graph navigation in a triangulation as shown

in Figure 6.3a. The quality of the triangulation is (⇢=1.36, ↵=0.88rad)-fat. Given this tri-

angulated network, these experiments repeat 34 trials for the dual graph navigation from

various starting to goal triangle combinations. For each trial, robots forming the triangula-

tion successfully build a breath first tree in the dual graph.

Figure 6.3b shows the MATLAB reconstruction of the triangulation for the dual graph

experiment by combining the data from the PDS of the triangulation with the positioning

data of each robot measured by AprilTags. Note that the AprilTag positioning data is only

for plotting the shape of the triangulation and navigation path. All robots for the trian-

gulation and dual graph navigation do not use this positioning data in these experiments.

Other information including triangle ownership, primal graph, and hop of each triangle is

from the PDS. The thick blue lines indicate the primal graph that concatenates all pairs of

owners whose triangles are adjacent with each other and maps the connected dual graph
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in the triangulation. Although this graph is not a complete union of triangulation edges, it

is a spanning graph of all triangle owners in G, which is implied by Theorem. 6.1.2. Five

red-colored lines indicate the sample traces of the navigation robot among the entire 34 tri-

als from various initial locations to the same destination triangle. While the shape of most

resulting paths is smooth and straight, some parts of them are undulated. These incorrect

navigation paths are caused by the errors of occupancy test algorithm, not by structural

errors of the topology in the dual graph. Note that the errors of the occupancy test algo-

rithm occur when the navigation robot, whose bearing sensing resolution is ⇡

8

, incorrectly

measures the bearing of its neighbor. Throughout all trials, the occupancy test algorithm

returns the correct triangle with 91% of success ratio. In addition, the navigation robot

moves to the correct adjacent triangle having the locally minimum hop distance with 99%

of the entire triangle transitions.

Figure 6.4 shows the histogram of the stretch factors for all navigation paths over 34

trials. These experiments measure the length of each navigation path using the odometry

embedded in the robot platform used in these experiments. The average and maximum

stretch factor is 1.38±0.19 and 1.87. Note that even the maximum stretch factor satisfies

the theoretical upper bound stated in Theorem 6.3.2: 1.87 < c
0
=

6⇡

0.28⇡

⇢

sin (

0.28⇡
2 )

= 67.8).

6.5 Distributed Patrolling

In this part, this work applies triangulation to a patrolling application. Patrolling visits

all regions in a workspace regularly, with the goal to minimize the maximum visitation

interval, i.e. visiting each region as frequently as possible. Previous patrolling work by

Pasqualetti et al. [60, 61] or Agmon et al. [62] require global information and complicated

computation; proposed approach is simple and fully distributed. This work assumes that

the patrolling robots move with their maximum velocity and the sensing range of each
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Figure 6.3 : (a) A sample triangulation with 17 r-one robots. A navigating robot used a tree rooted

at the red triangle to guide the navigation robot from its current location to the goal location, and

followed the red-colored trace. The numbers indicate hops in the dual graph from the goal triangle.

An arc near each robot denotes triangle ownership. (b) Traces of resulting navigation paths using r-

one robots. Thick light blue lines indicate primal graph mapping the dual graph of the triangulation.

An edge of the primal graph between two owner robots exists if two triangles owned by those robots

are adjacent.
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Figure 6.4 : Stretch factor histogram with 34 trials of navigation experiment.
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patrolling robot is large enough to cover the largest triangle in the environment. With a

triangulated environment, the goal of patrolling can be restated: it is desirable that the

patrolling robots regularly visit all the dual graph vertices in the triangulation. In the fol-

lowing discussion, I refer to triangles as computational elements, but recall that the actual

computation is performed by the owner robot.

To measure the performance of the patrolling algorithm, I use the refresh time, RT ,

from Pasqualetti et al. [60]. For patrolling a triangulation, this work modifies the definition

of the refresh time to the largest individual refresh time, RT
�i(t), of each dual graph vertex

�

i

, where the RT
�i(t) indicates the time elapsed since the most recent visitation of any

patrolling robot to the triangle i at time t. To update the individual refresh time of each

triangle, patrolling robots run the occupancy test algorithm and announce their occupancy

to the triangle. The triangle resets its individual refresh time to zero. Once the patrolling

robot leaves, the triangle updates the most recent visitation time, t
last

to indicate when the

patrolling robot left. Each triangle can then calculate RT
�i(t) = t � t

last

. Note that each

triangle measures the individual refresh time using only the local time frame of its owner.

Therefore, the algorithm does not require a centralized clock to synchronize time frames

between individual triangles.

Given a patrolling robot team in a graph, computing the deterministic team trajectory

for the optimal refresh time is NP-hard (imagine a Traveling Salesman Problem for one

patrolling robot) [60]. Instead, this work develops simple patrolling policy called LRV,

for least recently visited. This LRV policy continuously guides each patrolling robot to

its adjacent triangle having the locally largest RT
�i(t). Figure 6.5 illustrates an example

of adjacent triangles around a patrolling robot. In this local network, the patrolling robot

queries the individual refresh times of all adjacent triangles, and moves to the triangle

whose individual refresh time is 35. Note that no two or more patrolling robots can be in



83

Figure 6.5 : An illustration about LRV policy. The number indicates the individual refresh time in

each triangle. The patrolling robot P collects all individual refresh times of its adjacent triangles,

and moves to the adjacent triangle whose individual refresh time is maximum (yellow arrow).

the same triangle. This is because a triangle containing a patrolling robot sets its individual

refresh time to the lowest value, 0. This policy uses only local information with no more

than two-hop communications and O(1) computational complexity (the maximum number

of adjacent triangles is three). While simple, this policy produces complete coverage, as

shown by the following theorem; for clearer presentation, the dual graph induced by a

triangulation is denoted by GD.

Theorem 6.5.1 Consider a connected graph GD

= (V,E) with n vertices, patrolled by p

robots according to LRV. Then all vertices get visited infinitely often.

Proof Let V1 ✓ V be the set of all vertices that get visited infinitely often. Because V

is finite, V1 is nonempty. Suppose that V1 6= V , then the robots must stay within the set

V1 after some finite time t
0

. By definition, they keep visiting all vertices in V1, so after

t
1

> t
0

, each of them will have been visited after time t
0

, for an individual refresh time of
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RT
�i < t� t

0

, where �

i

2 V1. Conversely, all vertices in V \ V1 will have an individual

refresh time RT
�j � t � t

0

, where �

j

2 V \ V1, because they do not get visited again.

Because GD is connected, there must be a vertex w 2 V \ V1 that is adjacent to a vertex

v 2 V1. By definition, v will be visited again; when this happens, the LRV policy ensures

that the visiting robot must prefer vertex w (with individual refresh time at least t � t
0

)

to all vertices in V1 (with individual refresh times less than t � t
0

), a contradiction to the

assumption that w is not visited again. Therefore, V = V1.

Figure 6.6b shows the resulting refresh time data using the LRV from the patrolling

experiment shown in Figure 6.6a. The experiment starts with one navigating robot; another

robot is added at 1500 and 3600 seconds. As more navigating robots are deployed, the

refresh time decreases, seen in the red line that shows the 400sec moving average. This

work computes the theoretical lower bound of the refresh time by assuming that all eleven

dual graph vertices form the Hamiltonian cycle and it is equally divided for the trajectory of

each patrolling robot. Note that the resulting refresh time plot never reaches the theoretical

lower bound because the blue edge in Figure 6.6a is used twice to visit the protruded vertex

(blue circle). Therefore, the graph cannot form a Hamiltonian cycle, but the real-world

performance is still quite good.

6.6 LRV with Age Rank

Theoretically it is known that the worst-case behavior of LRV can be exponential in

the number of nodes in the graph for certain graphs. That is, for every n there exists

a graph with n vertices in which the largest refresh time for a node is exp(⇥(n)) [2].

Figure 6.7 depicts the basic structure of one such graph, which filters a fixed percentage

(1/3 to be precise) of all left-to-right paths that go past the diamond-like structures or
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(b)

Figure 6.6 : (a) An experiment setup for LRV experiments with 11 stationary robots. Black lines

and red circles depict resulting triangles and patrolling robots, respectively. Blue and gray lines

indicate the dual graph of the triangulation. (b) Patrolling experiment result in triangulation shown

in Figure 6.6a. The black and dashed-red lines indicate the refresh time and the theoretical lower

bound of the refresh time at each time, respectively. The solid-red line is the moving average of the

refresh time (window size = 400 seconds) to see the tendency of the refresh time graph. It starts

from one patrolling robot, and adds one more patrolling robot after 1500 seconds and 3600 seconds.

The refresh time tends to decrease as there are more patrolling robots, but it takes about t
lag

time to

stabilize the refresh time with increased number of patrolling robots.
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gadgets. If ⇥(n) such gadgets are connected in series, it will require a total of (3/2)⇥(n)

paths, starting from the left for at least one of them to reach the rightmost point in the series.

O(n)

Figure 6.7 : Graph with n vertices with a chain of ⇥(n) gadgets. A single gadget is colored in red

for illustration purposes. Patrolling takes exponential time in the worst case [2].

Because of this, this work supplements the LRV policy with a novel policy that aims

to patrol central areas more often. This policy uses a simple local policy update method

to compute a centrality score for each node. This score leads the robot in the direction of

central nodes that have not been visited in the recent past. It is vaguely inspired by the

Pagerank score assigned to nodes in the web graph [63] and as such this work terms it Age

Rank [64]. A high-level description of the distributed scoring mechanism is as follows.

Each triangle i has an Age Rank local score, which is initialized to the refresh time, that

is, AR
�i(0)

:

= RT
�i(0). Then at each step, for every triangle i transmits to its neighbors

an additional score of c/�(�
i

)AR
�i(t) where �(�

i

) is the number of adjacent triangles of

triangle i and 0 < c < 1. Simultaneously the node receives the transmitted amounts from

its neighbors.

AR
�i(t+ 1) = (1� c)AR

�i(t) +
X

u2Nbr(�i)

(cAR
�u(t))/�(�u

),

or more precisely (using matrix notation),

AR(t+ 1) = c(AT � A)AR(t) + (1� c)AR(t),

where A denotes the row normalized adjacency matrix and AR(t) denotes the column
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Figure 6.8 : (a) Simulation screen shot for the patrolling simulation using the LRVAR with 1, 3,

10, and 20 patrolling robots. Moving circles and equilateral triangles represent robots and the target

triangle of each robot, respectively. The color of each triangle indicates current refresh time. As

the current refresh time of a triangle increases, its color is close to black. (b) Resulting maximum

refresh time under the LRVAR with k = 1, 3, 10, 20. As there are more patrolling robots, the

maximum refresh time for each round decreases.

vector of age rank scores at time t. Here A is the adjacency matrix such that every row is

divided by the degree of the row node and thus each row adds up to 1.

Using the AR update rule, this work proposes a new patrolling policy, LRVAR, that

combines the LRV policy with the AR rule. In this patrolling policy, each triangle i stores

a new index RTAR

�i
given by

RTAR

�i
(t) = w

LRV

RT
�i(t) + w

AR

AR
�i(t),

where w
LRV

and w
AR

are weight values that satisfy w
LRV

+ w
AR

= 1. Given this index,

each patrolling robot continuously moves to an adjacent triangle whose RTAR is minimum

among all adjacent triangles.

This work investigates the patrolling performance of the LRVAR using 1, 3, 10, and

20 robots in an triangulated environment with a large number (101) of triangles, as shown

in Figure 6.8a. The weights w
LRV

and w
AR

are set to 0.63 and 0.37, respectively. Each
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Figure 6.9 : (a) A patrolling simulation with the original LRV and LRVAR using k = 4 robots. The

setup is the same as in Figure 7.3a. Shown are the refresh times for both policies for getting within

dual distance of d = 1, demonstrating that the enhanced local policy is better for getting close to

all dual triangles. (b) and (c) Position distribution of each robot for the first 1500 rounds with LRV

method and LRVAR method.
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color indicates the refresh time of each triangle. Figure 6.8b shows the comparison of the

maximum refresh time among all triangles at each round. As the number of patrolling

robots increases, the maximum refresh time rapidly decreases. For the time to cover all

triangles at least once, it takes about 5000 rounds for k = 1 while only about 700 rounds is

required for k = 20.

This work also compares the patrolling performance of the original LRV and LRVAR

policy. Figure 6.9a shows a setting with k = 4 robots, and for getting within a dual distance

of d = 1 of each triangle. Clearly, this produces even better results.

Figures 6.9b and 6.9c show the distribution of the position of each robot for the first

1500 iterations with only LRV and the LRVAR, respectively. Until 1500 iterations, no

robot under the original LRV method explores to the right side of environment. On the

other hands, the LRVAR spreads all robots more evenly in the environment. Therefore,

the LRVAR provides robots more chances for visiting the region with the high refresh time

value.
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Chapter 7

Topological Voronoi Tessellation

A triangulation can be used even for complex behavior, such as tessellating the workspace

into topological Voronoi cells. This work assumes the environment has been triangulated

using an online MATP approach, where a set of triangles discretely approximates the space.

Because our triangles are computational elements in the PDS, this work models algorithmic

execution on the triangles, and rely on the map between the dual and primal graph to assign

the computations to the appropriate owner robots. The robot sensing used in this work does

not provide distance information about the graph embedding, only angles. But this work

can use path length in the dual graph to approximate distances, and then divide the entire

triangulated network into n topologically equal subnetworks. If the shape and size of the

triangles are similar, I can establish performance guarantees for these results.

An example topological tessellation is shown in Figure 7.1a. This work tessellates the

environment around p reference points, R
1

and R
2

. Each point is a patrolling robot, and

is the reference point of its topological Voronoi cell. The extent of each cell is the set

of closest triangles using geodesic distance. In the implementation, a triangle containing

a patrolling robot broadcasts a cell message. This message disperses within the graph in

a breadth-first fashion, building a tree as it propagates. Triangles without robots join the

cell whose source is closest in the dual graph. Triangles equidistant from multiple sources

join each cell. This approach uses a message of size O(1) and takes O(D(GD

)) rounds of

computation, where D(GD

) is the diameter of the dual graph, GD. Figure 7.1b presents an

experiment result of topological Voronoi tessellation using eleven stationary r-one robots
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Figure 7.1 : (a) An example of topological Voronoi tessellation. The red and blue circles (R1

and R2) are the reference points for the tessellation. The triangles that contain them are sources of

BFS broadcast trees. The number in each square indicates the hop in the dual graph to the closest

source triangle. Triangles join the cell that is closest, those equidistant join both cells, such as the

triangle with 5 hops. (b) Experiment result for geodesic Voronoi tessellation of triangulated network

with simple patrolling test. Colored circles and triangles represent source robots and corresponding

Voronoi cells. Black dots and lines indicate the dual graph of the triangulation. Note that a triangle

which has equal geodesic hops from several source triangles can belong to multiple topological

Voronoi cells (left most triangle with stripe pattern). The number in each triangle indicates refresh

time for simple patrolling algorithm

for creating a triangulation and three patrolling r-one robots moving in the triangulation.

7.1 Global Path Stretch within a Region

Theorem 6.3.2 provides constant stretch factors in the presence of a single robot. This

subsection describes how to provide constant stretch factors even in the presence of mul-

tiple robots. Corollary 7.1.1 addresses performance guarantees for the path stretch across

different cells, i.e., this work shows that the topological Voronoi tessellation yields travel

distances for the navigation robots using local information that are within constant factors
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of the shortest distance under full information, even if this work ends up using a navigation

robot that is not closest to a target. The proof is largely based on Theorem 6.3.2; again

I do not have to worry about navigation between locations that are in triangles sharing a

vertex: in that case, local navigation provides good results. This provides constant stretch

factors under minimal, conservative assumptions. The practical performance in real-world

settings (where the greedy paths do not visit worst-case points in the visited triangles) is

considerably better.

Corollary 7.1.1 Consider a (⇢,↵)-fat triangulation T of a planar region R, with vertex set

V , maximum and minimum edge length r
max

and r
min

, respectively. Let s
1

be the location

of a navigation robot, and g be a target location in R that belongs to the topological

Voronoi cell of s
1

. Let s
1

and g be separated by at least one triangle, i.e., the triangles �
s1 ,

�

g

in T that contain s
1

and g do not share a vertex. Then a T -greedy path based on a

dual Voronoi tessellation is within a constant factor of a shortest geometric path from any

navigation robot to g.

Proof By assumption, �
s1 is the triangle with minimum hop count in the dual graph.

On the other hand, suppose s
2

is the location of a navigation robot that is closest to g

in geometry. If s
2

= s
1

, Theorem 6.3.2 provides a proof. Instead, suppose s
2

has a

larger hop count in the dual graph, meaning it does not contain g within its cell. Then

this work can proceed completely analogous to Theorem 6.3.2, but use the lower bound on

d
p

(s
2

, g) and the upper bound on d
pT (s1, g) in order to get d

pT (s1, g)  c · d
p

(s
2

, g) + 2,

for c = b2⇡
↵

c ⇢

sin(↵/2)

, and d
pT (s1, g)  c0 · d

p

(s
2

, g), for c0 = b6⇡
↵

c ⇢

sin(↵/2)

.
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Figure 7.2 : Illustrations about the advanced patrolling algorithm. Blue-colored triangles indicate

all triangles that belong the Voronoi cell whose reference point is the robot P . (a) All triangles in

the same Voronoi cell conduct a leader election algorithm to elect the maximum individual refresh

time triangle (yellow colored triangle). (b) The yellow triangle then becomes the source of a BFS

tree in the dual graph. The robot P then use dual graph navigation to move to the source triangle.

Once the robot P arrives at the triangle, it sets its individual refresh time to zero, and all triangles

continuously elect a new source triangle having the maximum individual refresh time.
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7.2 Advanced Patrolling Algorithm using Topological Voronoi Tessel-

lation

This subsection presents an advanced policy that shows greater performance than the LRV

using topological Voronoi cells. Each robot navigates to the triangle in its cell, V
u

, with max

RT
�i(t). Figure 7.2 illustrates the advanced patrolling policy. To compute the refresh time

in a cell, the triangles run a leader election algorithm, using individual refresh times as the

quantity[49]. This uses a message of size O(1) and takes O(D(V
u

)) rounds of computation.

Once the maximum individual refresh time triangle is elected, the triangle becomes the

source triangle and build a BFS tree in the dual graph of the cell. The patrolling robot then

conducts dual graph navigation until it reaches the source triangle.

This work compares the performance of the advanced policy with the LRV by analyzing

the worst case scenario. The worst case refresh time will be proportional to the required

hop distance to travel all vertices of a dual graph. Assume without loss of generality that

a Voronoi cell, V
u

, has the largest diameter D(V
u

) and the greatest number of dual graph

vertices |V
u

| among all cells. Obviously, the inequalities, D(V
u

)  n and |V
u

|  n, hold,

where n is the number of dual graph vertices in all Voronoi cells. Therefore, by using

the advanced patrolling policy, the worst case hop distance to patrol all vertices in the

entire triangulation becomes D(V
u

)|V
u

|  n2 for k = 1 but exponential in n for LRV [65].

Figure 7.3a to 7.3b show simulation results of patrolling with the advanced and LRV policy

for k � 1.

7.3 LFV-e patrolling with topological Voronoi tessellation

In this section, this work proposes an interesting local patrolling policy that make patrolling

robots moving along the least frequently visited dual graph edge (LFV-e). To distinguish
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Figure 7.3 : (a) Distributed patrolling simulation screen shot (with an advanced policy) with 1, 3,

10, and 20 patrolling robots. Circles and equilateral triangles represent robots and the target triangle

of each robot, respectively. Each color represents each topological Voronoi cell. (b) Comparison of

the maximum refresh time. Dashed and Solid lines represent the maximum refresh time result with

the LRV and advanced policy using topological Voronoi cells, respectively.

the LFV-e clearly from the previous LRV, this section refers the LRV policy to LRV-v

because the LRV policy considers the least recently visited “vertex” in a dual graph. While

a patrolling robot in the LRV-v moves to the adjacent triangle having the locally maximum

refresh time, a robot using the LFV-e always moves along to an edge, where the number

of robots used the edge so far is the minimum among all three edges. The yellow arrow in

Figure 7.4 describes a sample direction of the patrolling robot with the LFV-e.

The work in [65] analyzed that the theoretical worst-case time of the LFV-e to visit all

vertex in a dual graph (a planar graph with 3 maximum degree) is quadratic in the size of the

dual graph while it takes exponential amount of time with the LRV-v policy. On the other

hands, the simulation and experiment results reports that, except k = 1, the performance

of the LRV-v is slightly better than LFV-e in many test environments. Figures 7.5 and 7.6

show the resulting refresh time data in simulations and experiments.

This work then combines the LFV-e with a new sub-policy based on deterministic edge

visitation priority. In original LFV-e, if the frequencies of all three (or at least two) are
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LRV-v vs LFV-e

LRV LFV-e

LRV: P moves to the Least  

        Recently Visited Vertex

LFV-e : P moves through the least  

             Frequently used edge

Figure 7.4 : An illustration for the LFV-e policy.

equal, then there exists a hierarchy with respect to the priority of future edge usage (the

left edge of an owner robot > the right edge of an owner robot > the bottom edge of an

owner robot). Interestingly, with this combined policy, the trace of the patrolling using

the LFV-e forms a cyclic path that has constant (2) competitive ratio compared to optimal

Hamiltonian cycle if the number of patrolling robot is one. Remind that the LRV-v takes

exponential time and even the advanced policy can consume quadratic time to cover all

triangles. Figure 7.7 shows an example cyclic path in above simulation environments.

This work uses this cyclic property to enhance the performance of the LFV-e (even the

number of patrolling robots > 1) by combining the LFV-e with the topological Voronoi

tessellation. This extension uses two different types of messages, one for virtual agents to

resolve local minima problem and the other for virtual robots to become the center of each

topological Voronoi cell. Then each patrolling robot runs the LFV-e in its own topological

Voronoi cell. Figure 7.8 shows the simulation result that comparing the performances of

the LFV-e without and with the topological Voronoi tessellation. Note that the cyclic path

property is empirical so far and requires more theoretical proofs to guarantee the perfor-

mance. This work leaves the proof for this cyclic path for a future work.
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(a) A Simply (left) and non-simply (right) connected simulation

environment
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(b) Maximum refresh time in a simply (left) and non-simply (right)

connected space
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data

Figure 7.5 : (a) Our simulated environment contains 193 triangles for a simply connected space

(left) and 346 triangles for a non-simply connected space. The color of each triangle indicates the

refresh time of the triangle. The black triangle in the middle of the triangulation has the maximum

refresh time. (b) Maximum Refresh Time using LRV-v and LFV-e in a simply (left) and non-simply

(right) connected space. Simulations start with one robot, and we put additional robots every 5000

or 10000 iterations. Solid black lines indicate the lower bound of maximum refresh time of each

patrolling robot, called baseline. (c) The trend of path length of each patrolling robot according to

the number of patrolling robots in a simply connected environment. The black line shows the lower

bound for a perfect set of disjoint patrolling cycles. The dotted line shows the best performance of

a single robot. We ran the simulations using one to fifteen patrolling robots, 8% of the number of

triangles.
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(a) Experiment setup

� � �� �� �� �� �� ��
�

���

����

����

����

����

���	
����	��

�
��
��

�
�
	�
�	
��

�
��
	

�����
����	

���		����������
�� ���

!�	����������
�� ��

(b) Robot experiment

Figure 7.6 : (a) A setup for LFV-e patrolling experiments. It consisted of 16 triangulation robots,

and one or three patrolling robots. Initially, one robot patrols in the triangulation, and two more

robots are added later. (b) Data from our patrolling experiment. The experimental data is very

similar to our simulation results. Dashed lines indicate mean values of the maximum refresh time.
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Figure 7.7 : Example cyclic paths from a single patrolling robot in a simply (left) and non-simply

(right) connected space. The color of each path segment indicates the age, darkest color is the most

recent path segment. These paths produce worst-case coverage with the tight bound on variance, as

can be seen in the red trace of Figure 7.5 (c).
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(a) LFV-e simulation result without the topological Voronoi tessellation

(b) LFV-e simulation result with the topological Voronoi tessellation

Figure 7.8 : Comparison of the performance of the LFV-e without (a) and with (b) the topological

Voronoi tessellation. The graph in (b) is much consistent and has lower maximum refresh time.
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7.4 Centers of Non-Convex Voronoi Cells

There are many robotic approaches to configuration control that use some variant of the

weighted centroid of a region. Given the boundaries of the region, the centroid is straight-

forward to compute and guaranteed to be in the interior of any convex region. However,

for non-convex regions, the centroid might not be inside, so approximations are often

used [42, 3]. For applications that require navigation robots to respond to an event inside

its region, the response time is determined by the geodesic distance to the event. Hence,

positioning the robot with a centrality metric that uses this distance yields optimal perfor-

mance. This section uses the distances in the dual graph of the triangulation to compute a

topological center of a non-convex Voronoi cell.

There are many types of topological centrality measures (at least 9, by our count), the

choice depends on the application. If a fast response time for a exogeneous event in a region

is desirable, the closeness centrality and the eccentricity centrality (both in [66]) minimize

the average and worst-case response time, respectively.

In a distributed system, selecting a metric that uses a fixed-size message is important.

This work uses the eccentricity centrality (EC) to provide the min-max response time,

but our technique can apply to any centrality metric that can be computed using fixed-size

messages. For a given vertex in the dual graph u (or its triangle, �), and a function to

compute the shortest hop count between two vertices in the dual graph, d
s

(u, v) the value

of the EC metric is:

EC(�) ⌘ EC(u) =
1

max

v2V d
s

(u, v)
.

Given the definition 7.1 of the EC metric, I then can compute the center of a cell in

a brute-force fashion if each triangle builds a BFS tree, computes its max distance, and

then selects the triangle with the min-max in the cell. The entire environment contains
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|T | triangles, requiring |T | broadcast trees, and therefore messages of size O(|T |). Since

|T | � O(n/3), these are impractically-sized messages.
Algorithm 5 REALAGENTS

1: while TRUE do

2: �

adj

 GETADJTRIANGLES()

3: �

goal

 ;

4: valMin 1

5: for all �
i

2 �

adj

do

6: val  EC(�

i

)

7: if val < valMin then

8: �

goal

 �

i

9: valMin val

10: if �
goal

6= ; then

11: MoveRealAgentToTargetTri(�
goal

)

Our solution is to compute the center iteratively, while navigating to it. Our motion

controller only considers the three triangles adjacent to the one occupied by the navigating

robot, triangle �, shown in Figure 7.9a. Given a metric, m 2 C
3

(u), each triangle adjacent

to � broadcasts a BFS tree in the dual graph, then runs a convergecast to collect metric

values. These three trees do not overlap, so the message size is O(1), one broadcast and

one convergecast message. The robot in � moves toward the adjacent triangle that has the

lowest metric value. Algorithm 5 shows this iterative approach to guide a patrolling robot

to the center of its topological Voronoi cell. Lines 2-9 evaluate the centrality metric on ad-

jacent triangles. Line 11 moves the navigating robot towards the triangle with the smallest

value of the metric. The process repeats until the robot is in the triangle that is the center of

the cell. Unfortunately, many metrics, including EC, do not produce a unique destination
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with this type of local controller. Figure 7.9b addresses a sample environment that can

generate multiple destinations and trap the navigating robots (black circle) in a regional

local minima. Figures 7.9c and 7.9d are simulation results showing that the paths of navi-

gation robots from various dual-graph vertices converge to the regional global minimum or

regional local minima in A-shaped and rectangle-shaped environment.
Algorithm 6 VIRTUALAGENTS

1: Initially, each owner that has the physical data structure of its triangle randomly gener-

ates a message which stands for a virtual agent in the triangle with probability, p. An

owner robot of triangle T
i

then runs below algorithm.

2: while ISREALAGENTINCENTROID() = FALSE do

3: T
adj

 GETADJTRIANGLES()

4: maxHop 1

5: T
max

 ;

6: for all T
j

2 T
adj

do

7: h
j

 GETMINMAXHOP(T
j

)

8: if h
j

< maxHop then

9: T
max

 T
j

10: maxHop h
j

11: if T
max

= ; then

12: ELECTCELLMIN()

13: if IsCellMin(T
i

) then

14: GuideRealRobotToTri(T
i

)

15: else

16: MoveV irtualAgentToTargetTri(T
max

)

To address the regional local minima problem, this work uses a probabilistic approach.
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Figure 7.9 : (a) Distributed algorithm to choose the triangle having the min-max geodesic hops

among all adjacent triangles in same topological Voronoi cell. The robot in the gray triangle builds

a BFS tree rooted at each adjacent triangle and computes the min-max hop among these three sub-

trees. The min-max hop in the red, blue, and green sub-trees are 5, 2, and 3, respectively. Therefore,

the robot moves into the red adjacent triangle. (b) An A-shaped environment where convergence

to the regional local minima (blue star) happens. The agent moves toward the adjacent point at (2)

because its min-max distance, d(2), is less than other min-max distance, such as at d(1). (c)-(d)

Simulation result that shows the all converging paths from each starting vertices to the regional

local minima or the regional global minimum in the dual graph of A-shaped and rectangle-shaped

environment. Both of them contain at least one regional local minima.
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Algorithm 6 shows pseudocode for this approach. With probability p, each triangle creates

a navigation agent. Each of these agents broadcasts a message throughout the cell of the

form {agentID, agentMetricValue, messageHops}. This work allocates k slots for broad-

cast messages, so a triangle only creates an navigation agent if there is a free slot. The

navigation agents follow the same motion policy as the navigation robots, but propagate

at network speeds. The physical robot follows the broadcast message from the agent with

the best agentMetricValue. If multiple agents reach the same triangle, one remains; the

others are destroyed. An agent that remains stationary for more than 2D(V
u

) rounds, while

not having the best metric value in V
u

is destroyed. This always leaves one agent present

– the one that is in the triangle with the best metric value found. This process continues

indefinitely, with one agent remaining at the current best value, and k�1 agents in motion.

Eventually, a virtual agent will be created in the basin of the cell’s regional global mini-

mum, propagate there, and remain indefinitely. Increasing the number of agents reduces

the time required to find the best value in V
u

but adds communications cost. Figure 7.10

illustrates how this method guides an actual robot to region’s global minimum with virtual

agents.

Each agent has the same communications requirements as the navigating robot; a broad-

cast+convergecast message to find the adjacent triangle with the deepest tree in the cell.

Therefore the total communications complexity for each cell is O(k + 1). Note that these

messages do not travel outside of the cell, so the total global message complexity for the

entire system is also O(k + 1), and it does not depend on the number of cells (i.e. the

number of robots). Running time requires worst-case O(k · D(GD

)) rounds to select the

initial k agents. It takes O(D(GD

)) rounds for an agent to travel the entire region, and

O(D(GD

)) rounds for a new agent to be created when two reach the same triangle.

This algorithm is probabilistically complete: if there are an infinite number of trials, the



105

���������	
���
��������

(a)

�� ������

� ������

	
����������
����������

(b)

���������	
���
��������

(c)

���������	
���
��������

(d)

Figure 7.10 : Illustrations of guiding a robot to the regional minimum in ‘A’-shaped Voronoi cell

using virtual agents. Blue and red circles with ‘X’ marks denote regional local minima and regional

minimum, respectively. (a): Each cell generates k virtual agents. Each virtual agent continuously

moves to the min-max hop adjacent triangle among all adjacent triangles and broadcasts the min-

max hop value of the current triangle containing the virtual agent to elect the regional min-max

hop among all virtual agents in the cell. At the same time, the triangle having the elected regional

minimum becomes a source to guide a real robot to the triangle. Note that this source triangle might

be changed as any virtual agent moves. (b): All agents eventually converge to either the regional

local minima or regional minimum, and then elected source triangle and the regional minimum

among min-max hops of all virtual agents are not changed no more. The final source triangle, where

the real robot will converge, becomes the regional minimum triangle with non-zero probability and

builds its own dual graph in the cell to guide the real robot. (c)-(d): The real robot then uses dual

graph navigation to move to the agent with the regional global minimum.
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probability that at least one agent is created in the basin of the region’s global minimum, and

therefore converges towards it, becomes 1. However, the expected running time will depend

on the number of navigation agents deployed – generating more agents will find the regional

global minimum faster. This lets us trade off between message size and expected execution

time. For simplicity, this work assumes that a set of k navigation agents are generated

and then converge (or are destroyed) once every D(GD

) rounds. Therefore, the expected

time to start an agent in the basin of the cell’s regional global minimum is governed by

a series of Bernoulli trials, where each trial takes place every D(GD

) rounds. Note that

actual navigation agents are regenerated right after they converge (or are destroyed), so that

the life span of each agent might be shorter than D(GD

) rounds. Therefore, the expected

execution time of these Bernoulli trials is actually an upper bound of the actual expected

execution time.

Let F (“Fail”) denote the event that all k virtual agents are created in triangles that are

in the basin of a regional local minima within V
u

. |V
u

| denotes the total number of triangles

in region V
u

, and |V
u

|local indicates the the number of triangles in V
u

that converge to a

regional local minima. The probability of event F is given by

P (F ) =

|V
u

|local(|Vu

|local � 1)...(|V
u

|local � k + 1)

|V
u

|(|V
u

|� 1)...(|V
u

|� k + 1)

,

Therefore, “Success”, S, is an event that at least one of k agents successfully converges

to the regional global minimum. The probability of the event S, P (S) is 1-P (F ).

This work then investigates the geometric probability in a negative binomial experi-

ment, where P (1) = P (S) and P (0) = P (F ). The geometric probability of i
t

h trial is

P (S)P (F )

i�1. Therefore, the expected trial number until the first appearance of event S,
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E
N

(S), is given by:

E
N

(S) =

1X

i=0

iP (S)P (F )

i�1

=

1X

i=0

i(1� P (F ))P (F )

i�1

=

1X

i=0

P (F )

i

=

1

1� P (F )

=

1

P (S)
.

The maximum lifespan of an agent in one trial is D(GD

) rounds, so the expected exe-

cution time, E(S), becomes:

E(S) = E
N

(S)D(GD

) =

D(GD

)

P (S)
.

With this, this work shows the relationship between communications bandwidth

(the number of agents, k) and execution time. In the extreme case, if each trian-

gle creates an agent during each trial, the number of navigation agents is |V
u

|, and

P (F ) =

|Vu|local(|Vu|local�1)⇥...0...⇥(|Vu|local�|Vu|+1))

1+2+...+|Vu| = 0 and the expected execution time be-

comes D(GD

), but the message size is |V
u

|. As the number of navigation agents is reduced,

P (F ) increases and the expected execution time also increases by 1

1�P (F )

D(GD

).

Fortunately, it is possible to achieve a reasonable expected execution time with a rela-

tively small number of navigation agents. Figure 7.11a to 7.11b show simulation results to

illusturate the relationships between the expected execution time, the ratio of the number

of agents k to |V
u

| (�), and the ratio of |Vu|local
|Vu| (�). Even in extreme environments whose

|V
u

|local values are 90% of |V
u

| (meaning that 90% of triangles converge to regional local

minima), the expected execution time of all cases were below 2D(GD

) using 6 agents, or

messages of size 0.12|V
u

|. Even with one virtual agent, (k=1), the expected execution time

is less than 2D(GD

), as long as the ratio of |Vu|local
|Vu| is less than 0.5, which is true for many

environments, including the 21 studied in this paper.

To test navigation to the topological center, this work generated 25 cases of

(3.81, 0.31rad)-fat triangulations. Figure 7.12 shows these triangulations with two robots
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Figure 7.11 : Expected execution times given number of |V
u

|. � and � indicate the ratio k

|Vu|

and |Vu|local
|Vu| , respectively. In all cases, just small increase of � or small decrease of � results in a

huge reduction of the competitive ratio of the expected execution time (i.e. expected execution time

rapidly converges to the O(D(GD)) rapidly).

(in red) which create two topological Voronoi cells. Each cell uses two virtual agents. As

the robots move to optimal locations, the value of the EC metric converges to the same

value for both robots. This work compared topological tessellation with and without nav-

igation agents. Figure 7.13 shows the results of 6 trials, compared to a high-resolution

discretization of the environment to approximate the continuous solution. The trials with-

out navigation agents often got stuck in regional local minima, producing a high variance

and larger mean. The navigation agents nearly eliminated this problem, producing results

almost as good as the ideal solution. These results are difficult to directly compare to exist-

ing work. The closest work, Bullo et. al. [60], uses global knowledge of the environment

geometry, global localization, long-range communications, and square tessellations of the

workspace. Our approach uses a triangular tessellation, is fully distributed, uses local com-

munications, and has no shared global knowledge. However, in the limit of arbitrarily small

tessellation elements, our two approaches will both converge to the geodesic center.



109

0 1 20.2

0.4

0.6

0.8

1

X coordinate

Y
co
or
di
na
te

Triangle including
a virtual agent
Actual robot

(a)

0 100 2000

2

4

6

8

10

Rounds

Ma
xi
mu
m
ho
p
in

ea
ch

to
po
lo
gi
ca
l
Vo
ro
no
i
ce
ll

(b)

0.2 0.6 1 1.4 1.80

0.2

0.4

0.6

0.8

1

X coordinate

Y
co
or
di
na
te

Triangle including
a virtual agent 
Actual robot

(c)

0 100 200 300
0

2

4

6

8

10

12

14

Rounds

Ma
xi
mu
m
ho
p
in

ea
ch

to
po
lo
gi
ca
l
Vo
ro
no
i
ce
ll

(d)

Figure 7.12 : Resulting Voronoi tessellation in a dumbbell-shaped (a) and A-shaped environment

(c). Yellow triangles and red dots indicate triangles containing virtual agents and actual robots,

respectively. Maximum hops of all topological Voronoi cells at each round in a dumbbell-shaped (b)

and A-shaped (d) environment. As actual robots move toward the desired centroids, the maximum

hop graphs of each cell converge to the similar value with each other.
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Figure 7.13 : A plot that shows an error distance (in hop) between the triangle containing the

geodesic center in continuous space and the triangle containing an actual robot at every round in

A-shaped environment. Red, blue, and green lines indicate the hop error with two virtual agents

in approximation of continuous space, two virtual agents in triangulation, and no virtual agents in

triangulation, respectively.
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Chapter 8

Concluding Remarks

8.1 Summary of results

This thesis presents distributed algorithms for space coverage tasks in either an unbounded

or bounded space, which is unknown to robots. This work considers robot cooperation

even in a harsh environment where no global information is allowed, such as a deep sea

floor or Mars. Moreover, from the nature of a multi-robot system, each robot is required

to be a low-cost platform. Therefore, proposed approaches exclude any global information

from external devices. In addition, no robot can acquire information about its surrounding

environment.

The main theme of this work is to show that even simple interactions of low-cost robots

can produce complex group behaviors. The cohesive configuration control composed of a

boundary force for unbound space coverage and the triangulation construction presented in

this work require only local interactions with local network geometry. Messages used in

both methods are propagated distributively through a connected robot network, but they do

not come from any external device by centralized signaling that might transfer useful data,

such as a map.

Compared to this limited level of information each robot is able to use, they achieve

desired results that have long been believed to be accomplishable using only centralized

approaches. For unbounded space coverage, robots form a target configuration whose ex-

ternal boundary is convex with resting density. All clumped robots are removed to enhance
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space coverage efficiency. In addition, robots succeed to maintain connectivity while flock-

ing, even starting from various initial configurations with several articulation points.

In bounded space coverage, a set of low-cost platforms successfully forms a distributed

robot network in the form of triangulation. The resulting networks in real-world exper-

iments successfully implement a physical data structure that maps its surrounding envi-

ronment and builds a dual graph. A robot with this physical data structure approximately

localizes using the occupancy test algorithm and navigates using dual graph navigation.

All theoretical results with respect to the quality of triangulation and the path length of

the dual graph navigation are validated by real-world experiments using a low-cost plat-

form. Furthermore, only the interaction between the physical data structure and robots in

a triangulated space with limited capability accomplishes complex applications, including

the topological Voronoi tessellation, patrolling, and topological center computation even

without any notion about the environment.

8.2 Limitations and future works

8.2.1 Unbounded space coverage using cohesive configuration controller

Random walk group behavior: From the high-level scenario of the unbounded space

coverage, this work assumes that a dispersed robot flock conducts random-walk based nav-

igation to scan an unknown target area. Since there are no records about scan history, this

random walk based motion might cause inefficient exploration because a specific space can

be swapped multiple times.

In the future, the author aims to build a more structural motion for a flock to enhance its

coverage efficiency. A structural plane sweep technique, such as a back-and-forth motion,

will be a feasible option. In contrast to the plane sweep by a single robot, the motion for a
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flock has to maintain connectivity, density, and heading consensus while rotating. However,

the key challenge might arise from the message propagation latency while changing their

heading.

Robots with accurate range measurement: The current version of the r-one robot

measures the range using eight IR transmitters and receivers whose resolution is about 10

cm. However, too rough ranging resolution might cause robot oscillation that disturbs a

group forming a desired configuration. While the experiments conducted in this thesis

borrow an aid of external devices, an AprilTags system, it requires centralized computation

and a mounted camera in a fixed position, covering only a limited region.

While using a large number of expensive sensors, such as laser scanners including

SICK LMS in impractical, the author aims to use an algorithmic approach based on a state

estimator. For instance, one previous research in [67] uses a particle filter with only bearing

angle measurement to estimate the pose of a neighbor. Its accuracy is about ±2.5 cm with

an optimum experiment setup. However, this algorithm requires a few robots to be static

while others continue to move.

Navigation in a region with obstacles: Robots formed a convex blob are also re-

quired to maintain their current formation while moving in a region with obstacles. The

future work aims to develop a deformable configuration controller; a flock deforms its

structure while avoiding an obstacle and restores its original formation if the flock com-

pletely escapes from the obstacle. Any information of surrounding environment or even

the shape of an obstacle is excluded.

8.2.2 Bounded space coverage using distributed triangulation algorithms

Quality of triangulation with low-resolution: Since this work uses a robot whose bear-

ing angle resolution is only ⇡

8

, the shape of triangles in resulting triangulations is not equi-
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(a) (b)

Figure 8.1 : (a) If robots continuously create sharp and long triangles, the length of edges in the last

triangle becomes longer than the robot’s communication range. (b) If robots continuously create

wide triangles, the edge length of the last triangle becomes smaller than the diameter of a robot.

Therefore, other robots cannot pass through the edge to extend further triangles.

lateral and has a different scale with each other. This will affect not only on the stretch

factors of navigation paths, but also on the performance of various applications that require

the triangulation.

In the worst case, the chain of distorted triangles will cause the continuous enlargement

or reduction for the scale of triangles. Figures 8.1a and 8.1b depict example configurations

with these problems. Because of the low resolution of the bearing angle sensing, a series

of robots can continuously create short-wide or long-narrow triangles. Eventually, the last

triangle will have an edge whose length is shorter than the diameter of a robot or larger

than the communication range of a robot.

Ideally, this problem can be solved by using enhanced bearing sensors that are accurate

enough to form a perfect triangulation. Unfortunately, the more accurate the resolution of a

sensor, the more expensive it is to build a large number of robots. Implementing a flocking

algorithm with range sensing can be another option. This thesis leaves this problem for

future works.

Concurrent triangulation: In current triangulation construction process, each robot

enters in a consecutive order to expand new triangles. While this approach allows a dis-
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(a) (b)

Figure 8.2 : (a) If one robot at the center is broken, it loses multiple triangles with respect to the

broken robot in a physical data structure. (b) Multiple robots may be broken simultaneously. In this

case, triangulation restoration becomes much harder.

tributed approach, it is still inefficient when a user considers a large number of robots to

form a triangulation. One possible solution to solve this problem is a concurrent triangu-

lating process. Instead of an individual robot, multiple robots concurrently explore and

expand new triangles, which is much efficient and takes less time than the current triangu-

lation method. This thesis also leaves this issue for future works.

Hardware failure and restoration of triangulation: Sometimes, a robot forming a

triangulation might produce hardware failure because of various reasons, such as a dis-

charged battery, system halt, or buffer overflow. Figure 8.2a illustrates the case where a

robot is broken in the middle of a triangulation. The hardware failure of the robot first lead

to the loss of data about all owned triangles. Next, it affects the occupancy test performance

for robot localization because the broken robot is also part of its neighbor’s triangles. Fi-

nally, this will break the guarantee of dual-graph connectivity proven in Theorem 6.1.2 for

the navigation validity in a triangulated space.

In this case, another robot should fill the empty spot to restore the original physical

data structure. One branch of the future work will consider this restoration process. The
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purpose of this plan is to place a new robot in the location of the broken robot and restore

the original physical data structure. Finding the original place will be a challenging issue if

the new robot is not allowed to use global positioning. Furthermore, the problem becomes

more difficult if multiple robots are broken simultaneously as shown in Figure 8.2b.
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[56] A. Becker, S. P. Fekete, A. Kröller, S. K. Lee, J. McLurkin, and C. Schmidt,

“Triangulating unknown environments using robot swarms,” in Proc. 29th

Annu. ACM Sympos. Comput. Geom., 2013, pp. 345–346, video available at

http://imaginary.org/film/triangulating-unknown-environments-using-robot-swarms.

[57] S. K. Lee, A. Becker, S. P. Fekete, A. Kröller, and J. McLurkin, “Exploration via
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