ABSTRACT
Computational Analysis of Gene Duplication and Network Evolution
by
Yun “Angela” Zhu
Molecular interaction networks have emerged as a powerful data source for answering
a plethora of biological questions ranging from how cells make decisions to how species
evolve. The availability of such data from multiple organisms allows for their analysis from
an evolutionary perspective.
Gene duplication plays an important role in the evolution of genomes and interactomes,
and elucidating the interplay between how genomes and interactomes evolve in light of
gene duplication is of great interest. In order to achieve this goal, it is important to develop
models and algorithms for analyzing network evolution, particularly with respect to gene
duplication events.
The contributions of my thesis are four-fold. First, I developed a new genotype model
that combines genomes with regulatory network, and a population genetic framework for
simulating the evolution of this genotype. Using the simulator, I established explanations
for gene duplicability. Second, I developed novel algorithms for probabilistic inference
of ancestral networks from extant taxa, in a phylogenetic setup. Third, I conducted data
analyses focusing on whole-genome duplication in yeast, and established a rate of proteinprotein interaction networks, and devised a method for generating hypotheses about gene
duplicate fates from network data. Fourth, and not least, I investigated the role of networks
in defining adaptive models for gene duplication. In summary, my thesis contributes new
analytical tools and data analyses that help elucidate and understand the interplay between
gene duplication at the genomic and interactomic levels.
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Chapter 1
Introduction
Network evolution involves several non-adaptive (e.g., mutation, gene conversion, recombination) and adaptive (i.e., natural selection) processes. Gene duplication is one of the
most important mutational events that occur during evolution. At the genome level, this
even results in the addition of new genetic material, potentially including genes. At the
level of networks in general (metabolic and regulatory), it grows the network size as well
as provides a buffer where change of functionality is more likely to happen. Modeling and
analyses of gene duplication at an abstract level, and using genomic data, have been a focus
of molecular evolution for several decades. Analyzing and understanding the role of gene
duplication in network evolution, on the other hand, has garnered much attention ever since
network data started to become available in the last decade or so. In this regard, several
graph-theoretic models of network growth for gene duplication have been proposed such
as the duplication-attachment (DA) model [WBHS06] and duplication-divergence (DD)
model [ZLNZ06, RJH+ 07, BGD02]. Two salient features of all these models are:
1. The models consist of simplified graph-theoretic transformations that attempt to capture how networks get transformed during evolution as a result of gene duplication.
2. The models focus on a single network and trace its evolutionary history under these
graph-theoretic transformations.
While simplifying evolutionary scenarios significantly, models with these two features have
still provided interesting insights in gene duplication and its interplay with molecular interaction networks.
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The goal of my work in this thesis is mainly to develop models that depart from these
two simplified features. In particular, in developing models of network evolution under
gene duplication, I based my work on two principles:
1. I develop a novel genotype model that tightly couples an individual’s genome with
its interactome, so that mutational events are introduced at the genome level (which
is what truly happens during evolution), and their effects are mapped onto the tied
interactome.
2. I take a population genetic approach to understanding how networks evolve by considering populations of the new genotype I developed and subjecting them to the
forces of evolution, both adaptive (selection) and non-adaptive (mutation, recombination, and genetic drift).
While I still make simplifying assumptions on the evolution of genomes and interactomes,
my thesis work offer a promising new direction for investigating network evolution in the
light of population genetics while tying it to the underlying genome.
It is of utmost importance to pause here and point out a major issue that plagues all network analyses, including ours, and whose effects on the reported results cannot be underestimated. This issue is the fact that at the time of writing this thesis, molecular interaction
network data have a significant amount of erroneous information in them, notwithstanding
all the recent advances in technologies that produce such data. This erroneous information relates to gene connectivities, missing and present edges, etc. As we, and others, take
network topologies as ground truths and use them to analyze gene duplication and other
phenomena, it is important to keep in mind some of the observed results are sensitive to
errors in these networks. While errors also exist for genomic data, technologies for sequencing genomes have made great strides by now and errors in genome sequences are
negligible compared to errors in networks.
Another issue that is worth highlighting here, but might have less of an impact on analyses such as ours, is that the notion of a single network makes sense in unicellular organisms,
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such as yeast and bacteria, both of which we consider here. However, when dealing with
data from multi-cellular organisms, molecular interactions can be tissue-specific and vary
from one cell to another. In this case, we treat “the network” of an organism as a summary
of the interactions that could occur in various tissues. Obviously, this is a simplifying assumption and contributes to introducing errors in the data, but it is the best we can do with
the data.
These two issues notwithstanding, the models and algorithms we present here are data
and organism agnostic, and as network data become more accurate, we believe our models
and methods would become even more relevant to their analyses.

1.1

Background

In this section, I provide some background and related work on gene duplication and network evolution.
1.1.1

Gene duplication

Gene duplication is a main mechanism through which new genetic material is generated
during evolution. It can be defined as any duplication of a region of DNA that contains a
gene; see Fig. 1.1 for an illustration.
The cellular process by gene duplication happens is well studied. Gene duplication
has been considered a major contributor to shaping and refactoring the functionalities of
an organism, and thus has been widely studied especially in terms of its role in evolution. After the seminal work of Ohno [Ohn70], many analyses have been conducted and
many models have been developed for gene duplication based on the ever increasing data
sources [DL10]. Among these studies, some focused on gene duplication from a genomic
perspective and sought to estimate, for example, probabilities, timings, and rates of duplication events [PPL05, PBR09, PARR07]. Other studies have also explored how duplicated
genes maintain, lose, or modify their functions [IK10, GG08, JC69, LCWZ12]. A special
case in this area is the fate of whole genome duplication (WGD) or segmental duplications
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Figure 1.1 : Schematic of a region of a chromosome before and after a duplication event
[Figure source: wikipedia].

[CW08, MDBR+ 05].
Gene duplication has been modeled in many ways. Among them, the most widely used
is based on how the original set of functions carried by original gene copy gets distributed
and changed on the two, or more, copies after the gene duplication. There are four basic
models, and other categorizations can be seen as a combination of the four or extension of
the four.
1. Conserved functionalization, where both gene copies after duplication maintain the
same original functions. This is always the case right after gene duplication happens
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(Fig. 1.2(a)).
2. Sub-functionalization, in which a single gene gives rise to two copies that later diverge and, combined, perform a function (Fig. 1.2(b)). A special case is that each
of the sub-functions gets improved in the individual copy because of specialization.
Also, this could happen in a series of gene duplications of the original gene so that
the original set of functions gets distributed into several gene copies.
3. Neo-functionalization, where after gene duplication one copy conserves the original
functions and the other copy evolves to perform a completely new set of functions
(Fig. 1.2(c)).
4. Non-functionalization, where a single gene copy is sufficient to fulfill the functions
of the original gene and therefore extra copies are redundant. In this case, one of the
copies will lose the functions from original duplication while the other copy carries
the original functions (Fig. 1.2(d)).
These models have been expanded to take into account fitness changes [IK10,
SDCK05]. In this thesis, we will examine these models in a network setting with fitness
considerations. We also have simulated the models in a population genetics setting.
1.1.2

Network Evolution

Molecular interaction networks capture the interactions among molecules (genes, mRNA,
proteins, etc.) within and across cells, and govern how cells make decisions about differentiation, proliferation, etc. Advanced biotechnologies are amassing data on such networks
at a fast rate and large scale, in particular from different organisms. Consequently, one
powerful method to understand these networks is to subject them to evolutionary analyses [SI06, AS12].
Computational investigations into the evolution of molecular interaction networks have
focused on graph transformation techniques for simulating how networks evolve and di-
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(a)

(b)

(c)

(d)

Figure 1.2 : Evolutionary fates of duplicate genes in terms of functionality [Figure source:
wikipedia]. (a) Immediately after gene duplication, both the original copy and duplicated
copy maintain the same function set as before duplication. Then divergence might happen, results in different cases of function distribution. (b) Sub-functionalization, whereby
both copies lose some of the original functions and become complementary to each other
to complete the original function set. (c) Neo-functionalization, whereby one copy develops a totally new set of functions that are different from the original one. (d) Nonfunctionalization, whereby one of the copies loses all the functions completely while the
other still carries a complete set of the original functions.

versify. Using these techniques, for example, it has been shown that many biological networks exhibit scale-free characteristics and that scale-free networks can evolve through
preferential attachment [LKE05]. Additionally, it is widely accepted in the community
that the most frequent genetic event resulting in node addition is gene duplication (for
prokaryotic organisms, horizontal gene transfer plays a similar role to gene duplication in
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terms of adding genes to the genome or interactome of the host organism [TR11]). Consequently, graph-theoretic models of network growth have been proposed based on gene
duplication, such as the duplication-attachment (DA) model [WBHS06] and duplicationdivergence (DD) model [Zha04, RJH+ 07, BGD02]. Further, others hypothesize that link
dynamics (the addition/removal of edges in the interaction networks) is the dominant evolutionary force shaping the structural properties of networks, while the slower gene duplication dynamics mainly affect its size [BLW04]. While devising models of molecular
interaction networks has significant implications, e.g., ancestral network reconstruction
[NK11, MPH10, VBM+ 10], a salient feature of all these existing models is that they neither take the genomic context of the network nor do they operate in a population setting.
That is, these models do not reflect how evolution truly happens: evolutionary changes
occur mainly in an individual’s genome in the population, and the fate of that change is
determined by a combination of adaptive (selection) and non-adaptive (e.g., genetic drift)
forces.
Two key factors that we will consider in network evolution (and which are the two key
factors in an evolutionary analysis that takes a population genetic perspective) are
1. the mutation events, and
2. the adaptive and non-adaptive forces, which affect the genotype frequencies in the
population.
For the mutation events that act on the genome and its contents, these events have their
corresponding network level changes, which we attempt to map in our studies. Gene addition/deletion result in adding or deleting nodes from the network, along with the addition/deletion of related edges. From a network perspective, it makes sense to model gene
duplication by copying a node with all its connections to neighbors in the network immediately after duplication. Mutations that affect a gene function could be mapped onto the
network via edge changes. And, finally, gene conversion and recombination are modeled
as sub-network changes correspondingly.
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For modeling adaptive forces in network evolution, one has to define a fitness function based on the network. Three recent studies introduces simple fitness functions for
networks/pathways that we will utilize and study in this thesis:
1. Viability model [Lyn07]: A network is viable if every gene in it is regulated, and
non-viable otherwise.
2. Discrete model [MW09, CMW08]: Time-series gene expression is discretized and
the concentration of a target gene is taken as an indication of the fitness value.
3. Continuous model [RWWL08]: The concentration of a target gene at steady-state is
derived from a set of ordinary differential equations (ODEs) modeling the network
and used as a proxy for the fitness of the network.
There are also other models that assume that the fitness comes from the fate of
duplicated genes [IK10], sequence-level factors [NHT+ 05], gene-copy dosage balance
[BV07, LPC+ 08] and other factors that are not modeled based on the network information.
Among the different types of molecular interaction networks, protein-protein interaction networks, or PPI networks, are most relevant to our analyses, as the gene connectivities
in these networks provide a proxy of the gene functions, and gene duplication is modeled
at the network level in a straightforward fashion. However, when we set out to understand
how networks constrain gene duplications and their fates, we use a model of regulatory networks (edges between nodes are directed and have types to indicate activation/inhibition)
and apply the three aforementioned fitness models.

1.2

The role of gene duplication in network evolution

From a network perspective, gene duplication results in the birth of new gene copies whose
connections in the network are identical to those of the ancestral copy immediately before
duplication. It is then followed by divergence that would potentially add or delete edges
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from each copy. These edge dynamics can be mapped to the fates of duplicated genes, as
shown in Fig. 1.3.

Figure 1.3 : Gene duplication and evolutionary fates of duplicated genes from a network
perspective. Immediately after gene duplication, the original node is duplicated with all
its edges. In the case of conserved functionalization (CF), edges for both nodes remain
the same. For sub-functionalization (SF), each node loses some edges and become complementary to each other so that the union of their neighbors consists of the original node
neighbors. For the case of neo-functionalization (NF), new edges might get added to one
or two of the duplicated genes.

Following gene duplication, and due to the accumulation of various mutations on each
of the duplicated pair, gain and loss of connections in the network would be expected.
During the evolution of the genes after duplication, different factors at both the sequence
level and network level might favor certain pattern and result in different fates of duplicated
genes. At the same time, the gene copies and their functionalities would also affect the
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overall properties of the genotype and, consequently, the individual, in terms of fitness,
expression level, network properties, etc. Thus, gene duplication and genome properties
are interacting with each other during evolution process.
The interplay between the genome and network of an individual in light of gene duplication is not understood, and in this thesis, we report on work that is aimed at providing a
step towards such an understanding. However, as coupling the genome and interactome of
an indvidual and translating the effects of evolutionary changes in one on the other are very
challenging (and, not doable at this point due to our poor understanding of these issues),
we will target more specific questions.
1. Do properties of gene duplication at the network level vary across species? Further,
how do networks evolve from ancestral copies to extant ones in the light of gene
duplication?
2. How do gene duplicability, connectivity, complexity correlate with each other? And,
if there are correlations, are they consistent across different species?
3. How does divergence of gene duplicates at the sequence level (due to mutations to
the gene sequences) translate into divergence of these genes at the network level?
4. What properties are directly correlated with the fate of duplicated genes? And, how
could these properties be used to predict the fates of duplicated gene copies?

1.3

Contributions of the thesis

Answering the above questions would provide a better understanding of gene duplication
from a network perspective, how networks evolve in response to gene duplication, and how
networks themselves constrain the fates of gene duplication.

11
1.3.1

Gene duplicability-connectivity-complexity correlations across species

Gene duplication is known to be a major contributor to genome content and diversification
as well as network size and connectivity. It has been shown that some organisms are more
complex compared to others in terms of expression regulation, protein length, and proteinstructure [HGP99]. Also, research has revealed that gene duplication rates vary across
different organisms [LC03]. Many hypotheses were proposed in recent years regarding the
relationship between gene duplicability (how often a gene duplicates), connectivity (how
many interactions with other genes it has in the network), and complexity (as measured,
for example, by the number of domains in its protein product). Interestingly, these studies
have reached different results, depending on the species they considered [YLL03, PL06,
HZ05, LL07].
In chapter 2, we extend the analyses of Prachumwat et al. [PL06, LL07] to a group of
six species from across the Tree of Life. We show an increasing trend in the duplicability/connectivity correlation from E. coli towards H. sapiens, which agrees with the increasing trend in genome sizes, as well as with the phylogenetic relationship. Based on these
results, we hypothesize that the observed correlations can be explained using neutral evolutionary forces, without the need to invoke adaptive arguments. We confirm this hypothesis
by using population genetic simulations that employ a genome-interactome genotype. We
further extend the analysis of He et al. [HZ05] to the same six species, and show a very
similar correlation to that found in the original study in yeast. This result, too, calls for
further investigation into whether gene function, or the fate of a gene duplication, play any
role in a gene’s duplicability.
1.3.2

Evolutionary distance estimation and ancestral network reconstruction

Advanced biotechnologies have amassed large amounts of data on protein-protein interactions as well as regulatory interactions from a variety of species. One approach to understanding those interactions and comparing them across species is to subject network data
to the light of evolution. In particular, generating plausible ancestral networks can help
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answer questions such how current networks have evolved from ancestral ones and what
differences in the networks are lineage-specific. Further, it was shown recently that changes
in protein interaction networks could have an important role in species evolution [BS07].
Thus, comparison of networks from across species can provide valuable information to
derive biological hypotheses.
There has been much recent work on reconstructing ancestral interaction networks.
However, almost all of them employ parsimony criteria, whereby the smallest number of
changes needed to convert one network into another is sought. As the evolutionary distance between organisms increases, various evolutionary changes acting on their networks
may be unobserved, thus resulting in an underestimation of the genetic distance between
networks based on parsimony criteria.
In Chapter 3, we first provide methods for correcting distances between two molecular
interaction networks under the link dynamics and duplication-mutation with complementarity (DMC) [NK11] models. We show that the correction provides better estimates of the
divergence between two networks than the (uncorrected) parsimony-based distance. Further, we conduct phylogeny reconstruction under the “long branch attraction” scenario and
show that the corrected distance results in consistent estimates of the phylogeny, whereas
the uncorrected distances result in wrong estimates. Finally, we apply the correction to estimating a phylogeny of six species to investigate the divergence pattern of D. melanogaster
and C. elegans, which remains unsolved using genomic and morphological data. We also
provide a probabilistic algorithm for inferring the ancestral network of two given networks
under the link dynamics and DMC models. The algorithm further assumes knowledge of
the gene families. We demonstrate the accuracy of our algorithm on synthetic and biological data.
1.3.3

Correlating genome-level and network-level divergence

The network structure is ultimately determined by the genome sequence, so it is natural
to employ the assumption that network-level evolution is a consequence of sequence-level
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evolution. As gene duplication is an ongoing process during evolution, gene duplicates
arise and diversify constantly throughout the evolutionary history of a genome. Thus, analyzing a set of paralogs (gene duplicates) in a genome from an evolutionary perspective
poses many challenges, major among which calibrating the times of the various duplication events with high accuracy is nearly impossible. To understand how divergence at the
genome and network levels correlated, we need to make use of a set of paralogs whose
duplication time can be correlated with accuracy. To achieve this goal, we made use of
the paralogs in the yeast genome whose ancestral copy traces back to the well-documented
whole-genome duplication (WGD) event that occurred during the evolution of yeast. The
main advantage of analyzing such a data set is that all paralogous pairs of genes have exactly the same divergence time since the WGD event and, consequently.
In chapter 4, we investigate the evolutionary rates of the different WGD pairs and find
some variations in these rates, though within a small range. Correlating these rates with
sequence, network, and fitness data, we find that gene expression and fitness correlate
strongly with evolutionary rates of WGD duplicates. As essentiality and redundancy of
genes interplay with expression and fitness effects, we set out to understand this interplay
using WGD pairs. We first established rates of gain/loss of network interactions by using
sequence divergence. We also developed a model of correlation between sequence divergence and network divergence, which captures the synchronized evolution at the sequence
and network levels. Then, we used local network topologies (neighborhoods of WGD
pairs) as proxies for functional similarity and divergence. Based on this, we developed
an expectation-maximization algorithm and learned the evolutionary fates of WGD pairs
and correlated them with epistatic effects. Our results reveal the extent of conserved, sub-,
and neo-functionalizations that ensued post whole-genome duplication. Further, epistatis
analyses correlated well with the inferences made.
Our results demonstrate the power of WGD as “calibrated” data points to investigate
network evolution and the use of networks and their topologies to shed light on evolution
after gene duplication, and in particular, after whole-genome duplication. We find gene
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pairs that arose due to WGD have similar properties to those of gene pairs that arose due to
small-scale gene duplication events. This observation further generalizes our results from
evolution after WGD to evolution after duplication.
1.3.4

Impact of pathway-based selection on fates of duplicated genes

The history of life involves countless evolutionary innovations. Mutational robustness facilitates evolutionary innovations. Gene duplication is a special type of mutation, in that
it is generally expected to increase such robustness. From a pathway/network evolutionary perspective, mutational robustness is mainly achieved through the genotype-phenotype
map [Alb91]. Mutation causes random genotypic change, and genotypic change consequently gets translated into phenotypic change which ultimately affects the fitness of the
genotype or individual.
One way to capture this genotype-phenotype map and how robustness helps innovation is by modeling the pathway genotype and its resulting fitness. Three fitness models
that were recently introduced in the context of pathways/networks are the viability/binary
model of [Lyn07], the discrete model of [MW09, CMW08], and the continuous model of
[RWWL08]. In Chapter 5, we use our simulation framework to simulate the evolution of
populations where each genotype consists of the genome-interactome unit, while using the
pathway fitness models as well as the fitness models of [IK10]. We find that viability pathway models tend to favor conserved functionalization and that discrete model tends to favor
different levels of sub-functionalization depending on the ratio of the negative regulatory
factors in the network.
1.3.5

Summary

The contributions of this thesis consist of providing several insights and results that greatly
help understand the role of gene duplication in network evolution.
First, we provide methods for correcting distances between two molecular interaction
networks under the link dynamics and duplication-mutation with complementarity (DMC)
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models. We show that the correction provides better estimates of the divergence between
two networks than the (uncorrected) parsimony-based distance. Further, we conduct phylogeny reconstruction under the “long branch attraction” scenario and show that the corrected distance results in consistent estimates of the phylogeny, whereas the uncorrected
distances result in wrong estimates. Finally, we apply the correction to estimating a phylogeny of six species to investigate the divergence pattern of D. melanogaster and C. elegans, which remains unsolved using genomic and morphological data. Another contribution is probabilistic algorithms for inferring the ancestral network of two given networks
under the link dynamics and DMC models. The algorithm further assumes knowledge of
the gene families. We demonstrate the accuracy of our algorithm on synthetic and biological data.
Second, it has been observed that different gene families have different sizes, indicating that different genes have different duplicability; that is, they tend to retain varying
numbers of copies in different species, ranging from none to tens of copies. A question
naturally arises, then, as to what factors determine a genes duplicability. Recent studies
have looked at the connectivity of a gene in a molecular interaction network, as well as
some complexity characteristics, such as the length of a gene and the number of domains
in the protein it encodes. These studies showed one type of correlation in yeast on the one
hand and another type of correlation in mouse and human on the other. Here, we conducted the same analysis, yet on six species that span the Tree of Life and vary in genome
sizes. Our analysis reveals an agreement between the duplicability-connectivity correlation
and the genome size and evolutionary relationship, and an almost constant duplicabilitycomplexity correlation. Our results, supported by population genetic simulations, suggest
that neutral evolutionary forces acting upon the respective genome of a species may explain
the observed correlations without any role for connectivity or complexity.
Third, we were able to correlate neighborhood divergence with sequence divergence
as well as protein divergence times. Specifically, these correlations can be captured by a
simple model that correlates sequence-level divergence with network divergence. Fitting

16
data to the derived model allows for estimating the rate of evolution of molecular interactions. By using whole-genome duplication (WGD) gene pairs, where all the duplication
happened at the same time, we can further examine the divergence rate of each WGD gene
pair and reason about what can be possible causes for rate differences. We find that length
of gene and protein degree (number of connections of a protein in the network) in the PPI
network are best candidates as the source of divergence rate discrepancy. While different
functional categories defined by Gene Ontology (GO) terms do have different divergence
rates, we show that it is not a cause of the rate difference. Further, gene pairs that diverge
faster appear to have lower expression levels as well as fitness levels. A probabilistic model
is also used to estimate the proportion of genes that went through different fate, namely,
conserved functionalization, sub-functionalization and neo-functionalization.
Finally, we have used our simulation framework to demonstrate that selection quantified
based on pathway/network fitness can help explain the fates of duplicated genes as well.
Different fitness models for pathways/networks can result in duplicated genes to either
conserve, lose or share the functionality of the original gene without having to invoke
direct selection on the dosage or fate itself.
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Chapter 2
Gene Duplicability-Connectivity-Complexity Across
Organisms and a Neutral Evolutionary Explanation
Analyses of molecular interaction data (networks) from several organisms has established a central role for gene duplication and loss in network evolution, and showed
that the core group of unchanged nodes is very small [YB09]. However, the mechanisms and processes by which genetic networks are established are far from clear. Two
areas of investigation into gene duplication can be identified, and we believe both are
central to understanding network evolution and the role of gene duplication in it. The
first area concerns the fate of duplicated genes [RRA+ 07, IK10, Zha03]. Issues explored in this area include, for example, whether duplicated genes are maintained as
unchanged, lose their function, undergo subfunctionalized [FLP+ 99], or develop new
functions [Oht00]. Other issues relate to probabilities, timings, and rates of duplication events [LC00, HHH07, LOWF01], and how a new function arises in the first place
[BAR07, Wal95, CW08]. The second area concerns the preservation of duplicated genes
and the role [WZ09, WG89, Oht92, DC11, MDBR+ 05] as well as the role of gene duplication in adaptation [KN02, GSG+ 03, LZ07, ML08, HSK+ 10, Wag05, Wag08].
Combining protein-protein interaction network data with gene duplication data ,
Prachumwat and Li observed that highly connected proteins tend to have low gene duplicability (defined by the number of duplication events a gene undergoes) and that older
genes tend to have higher connectivities [PL06]. Using data from human and mouse, Liang
and Li showed that, unlike in yeast, highly connected mammalian proteins tend to have
high gene duplicability [LL07]. These results led the authors to hypotheses about the role
of gene function in its duplicability. In particular, the authors hypothesized that mammals
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are more robust than yeast to dosage increase caused by gene duplication and have a higher
diversification in function of gene duplicates, due to their multicellularity. Further, He and
Zhang studied the correlation between gene complexity (length and number of domains)
and gene duplicability using yeast data [HZ05]. They showed that, on average, duplicate
genes from either whole-genomes or individual-gene duplication have longer protein sequences, more functional domains, and more cis-regulatory motifs than singleton genes.
The authors hypothesized that this is a consequence of the sub-neo-functionalization process, where complex genes are more likely to be retained after duplication because they are
prone to subfunctionalization and gene complexity is regained via subsequent neofunctionalization.
In this chapter, we extend the analyses of [PL06, LL07] to a group of six species from
across the Tree of Life. We show an increasing in the duplicability/connectivity correlation
from E. coli towards H. sapiens, which agrees with the increasing trend in genome sizes,
as well as with the phylogenetic relationship. Based on these results, we hypothesize that
the observed correlations can be explained using neutral evolutionary forces, without the
need to invoke adaptive arguments. We confirm this hypothesis using population genetic
simulations that employ a genome-interactome genotype (Fig. 2.1). We further extend the
analysis of He et al. [HZ05] to the same six species, and show an almost similar correlation
to that found in the original study in yeast. This result, too, calls for more investigation
into whether gene function, or the fate of a gene duplication, play any role in a gene’s
duplicability [ZDN12].

2.1

Methods

In this section, we provide details of the simulations we conducted, the various parameters
that control simulations, and the parameter settings we used, based on estimates derived
from the literature. We implemented nine different models of the fate and function of gene
duplicates, which were surveyed in [IK10], and are reproduced, for ease of reference, in
Table 2.5.
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Figure 2.1 : Illustration of the simulation framework. Each genotype is a coupled genomeinteractome entity. Simulation starts from a haploid population where each individual has
the same genotype. In each generation, mutation happens and might change some individual’s genotype. Genetic drift with natural selection will lead a genotype to loss or populate.
Some genotype might reach a fixation.

A genotype in our simulation is a coupled genome-interactome entity, where the genes
on the genome component correspond to the nodes in the interactome counterpart. We
consider several mutational events (See Fig. 2.2 and 2.3 for examples for each events):
1. Gene duplication. A gene a (or, set of genes) is chosen at random from the genome
and is duplicated. The duplicate gene, a0 , is inserted either immediately next to a or at
a random place in the genome. At the interactomic level, a new node that corresponds
to gene a0 is added to the network, and is connected to all other nodes to which the
node corresponding to gene a is connected (Fig. 2.2 (a)).
2. Gene deletion. A gene a (or, set of genes) is chosen at random from the genome and
is physically removed from the genome. The corresponding node for gene a, along
with all edges incident with it, are removed from the network (Fig. 2.2 (b).
3. Gene mutation. A gene may mutate and lose or partially lose its function. In this
case, the function assignment to the gene is updated, and a subset of the edges (may
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Figure 2.2 : Single gene mutations: Examples showing how mutation events affect the
network topologies. Gene duplication duplicates the original gene and all its neighbors.
Gene deletion delete the gene with all its connections. Gene mutation may cause the gene
to lose all of its connections or a subset of connections. Edge deletion will delete an edge
from the gene. Gene innovation will cause the gene to develop new set of neighbors. Edge
addition adds another neighbor to the gene.

include all edges) connected to the corresponding node are deleted from the network.
This mode differs from gene deletion in that neither the gene in the genome nor its
corresponding node in the network are removed; only their status is changed (Fig.
2.2 (c)).
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Figure 2.3 : Double gene mutations: Examples of mutation events at network level. Here
g1 and g2 are paralogs. Nodes with same color also means paralogs. Recombination exchange neighbors that are in the same gene family and remove those neighbors that have
no paralogs. Conversion simply copy the connections from one gene to its paralog gene.

4. Gene innovation. A gene may mutates to gain a new function (with or without the
loss of its original function). In this case, the function assignment to the gene is
updated. If the node corresponding to this gene has k neighbors in the network, an
assignment of k 0 new neighbors to replace the original ones is made (Fig. 2.2 (e)).
5. Gene conversion. Given the genomes of two individuals in the population, a gene
a in the genome of individual 1 acquires the “status” of a corresponding gene a0 in
the genome of individual 2. This event is reflected the network of individual 1 by
removing all connections of gene a in the network, and adding connections to genes
whose homologs are connected to a0 in the network of individual 2 (Fig. 2.3 (b)).
6. Recombination (cross-over). This event is simulated by exchanging segments of
the genomes of two individuals. This exchange is reflected at the network level as
follows. Interactions that involve pairs of genes on either side of a recombination
breakpoint are preserved only if the interacting pair has homologs on both genomes;
otherwise, such interactions are eliminated as a result of recombination (Fig. 2.3 (a)).
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7. Edge Addition/Deletion. A random edge is added or removed from the network.
While no changes are performed at the genome level, this operation amounts to mutations in the genes and/or regulatory regions, which, for example, affect binding
sites and binding affinities, thus modifying the interactions in the network (Fig. 2.2
(d,f)).
In this framework, pseudogenization and subfunctionalization of a duplicated gene are
modeled by gene mutation. A new function may be acquired by a gene through either
innovation or gene conversion.
The frequencies of genotypes in a population are governed by genetic drift (simulated
by sampling individuals from the population based on the binomial distribution) and selection. In determining the fitness of an individual following a gene duplication event, we use
the following principles.
1. If the duplicated gene does not acquire new function, then the individual’s fitness
does not increase unless it is assumed that increase in dosage is beneficial or that the
mutation rate is too high that duplicates can help shield against deleterious mutations.
Likewise, the loss of a duplicate’s function does not affect fitness if another copy of
the gene exists in the genome with exactly the same function as the one being lost.
2. If a gene has multiple functions and undergoes duplication, then the different copies
of the gene may retain different subsets of the original set of functions. As long
as the set of functions of the different copies equals the original set, no change in
fitness occurs as a result of duplication. However, if maintaing a smaller subset
of functions per copy improves the gene’s functioning, then duplication results in
increased fitness.
3. If a duplication event results in acquiring new, additional functions, then the duplication event results in increased fitness.
4. Duplication coupled with gene conversion or recombination may result in heterozygote advantage (or diversifying advantage).
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Assuming a homogeneous population at the initial generation, where a genome has m0
genes, each of which has a unique function, then the fitness F of an individual is calculated,
in any generation, as
F = f (m0

m)

(2.1)

· (1 + nx · ex ),

where m  m0 is the number of original functions (out of m0 ) maintained in the individ-

ual, f 2 [0, 1) is the fitness coefficient contributed by each of the original functions. An

individual may also gain new genes/functions, and the contribution of these to the individual’s fitness is given by the right term in Eq. (2.1). In this case, each of the 9 duplication
models (Table 2.5) may contribute differently, and is denoted in the formula by x, where
x 2 {Ia, Ib, Ic, IIa, IIb, IIc, IIIa, IIIb, IIIc} and ex is the fitness coefficient for each of the

models. For models Ia, Ib, and IIb, there is no advantage to new copies or functions; therefore, ex for these three models is set to 0. For model Ic, nx is the number of gene copies
with specialized subfunctions. For model IIa, nx is the number of new functioning gene
copies. For model IIc, nx is the number of new gene copies with new functions. For model
IIIa, nx is the number of original subfunctions that are now full-fledged functions in new
copies. For models IIIb and IIIc, nx is the number of different alleles.
Notice that if f = 0, then F = 0 if and only if m0 6= m. This amounts to a hard

selection mechanism, where the individual is not viable whenever any of the original gene
functions is lost. When f 2 (0, 1), loss of original function(s) (i.e., m < m0 ) can cause
fitness reduction, and the smaller the value of f the larger the fitness reduction is. If needed,

a penalty term can also be added to the fitness function F to compensate for the genome
growth cost [CG11].
2.1.1

Simulation parameters

For our simulations, we used parameter values derived from an extensive literature survey.
Forbidden (deleterious) mutations occur at an order of magnitude of 10

7

per site per gen-

eration, and the number of sites in a gene can range from 80 (rRNA genes) to 1800 [Ohn70].
In [Oht87], it is assumed that the duplication rate is 10

6

⇠ 10

5

per gene per generation,
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that null functional mutation rate is on the order of 10
new functions arise at a rate of 10
rate is assumed to be 10
order of 10

6

5

7

6

per gene per generation and that

per gene per generation. In [BAR07], the duplication

per gene per generation, null functional mutation rate is on the

per gene per generation, and new functions arise at a rate of 10

generation. In [LC00], the duplication rate is assumed to be 10
Mutation rates are often assumed to be 1 ⇠ 5 ⇥ 10

9

8

9

per gene per

per gene per generation.

per site per generation [Li97]. The

number of genes in a genome is on the order of 102 ⇠ 104 . Gene conversion rate is on
the order of 10

7

per gene per generation. The fitness coefficient (values of ex coefficients

above) is widely accepted to be  0.01. In [Lyn07], the recombination rate is estimated to
be 1 ⇠ 3 times the mutation rate. Based on these references, we used the parameter values
shown in Table 2.1.

Table 2.1 : Parameter settings used in the simulations (units for all rates are “per gene per
generation”).
population size
num of generation
fitness coefficient (f in Eq. (2.1))

N = 102 ⇠ 103
n = 105 ⇠ 106
f = 0.8

duplication fitness coefficients (ex in Eq. (2.1))

e = 0.01 (e = 0.001 for model IIa)

duplication rate

d = 10

node deletion rate

d = 10

null function mutation rate

10

5

edge mutation rate

10

5

functional innovation rate

10

7

gene conversion rate

c = 10

5

recombination rate

r = 10

5

5
5
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2.2

Simulation implementation

In this section we will explain how the simulator is implemented in detail.
2.2.1

Representation of a genotype

We have two classes defined, one for genotype, which is genome with interactome, the
other is for each gene on the genome. For each gene, we keep track of its
• gene id (unique identifier)
• gene family id. Each family id is mapped to a function set.
• gene functional status. A binary sequence representing the presence or absence of
each function in the function set corresponding to it’s family id. For example, a gene
with originally four unit functions can have status ”1111”, and it can mutate and lose
some functions and became ”1010” or ”0001” etc.
• position on the genome/chromosome (assuming single chromosome)
• generation of birth (at which generation it is copied, 0 if it is on the genome at generation 0)

Then each genotype is represented as the ordered list of genes on the genome. Together
with the adjacent matrix indexed by gene unique ids to store the network information (See
Fig. 2.4 for example).
Population at each generation is represented as all existing genotype in the population
and their corresponding frequency in the population.
2.2.2

Fitness functions

With above representation, the fitness function for each model in Table 2.5 is calculated as
follows. Let F ID be the set of all family ids considered during simulation. f id[g] returns
the family id of gene g, s[g] returns the functional status bits of the gene.
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Figure 2.4 : Example of adjacent matrix for undirected and directed graph as genome
interactome network.

• Ia - non-functionlization: Each gene only has a unit function, or status sequence

has length 1. For each function, as long as there is a gene on the genome carries the
function, the fitness for that function is 1. Fitness for the genome is the sum of fitness
in terms of each function. Fitness function:
F=

X

f id2F ID

(9g (f id[g] = f id ^ s[g] = 1))

• Ib - duplication-degeneration-complementation: Status sequence has length 2. Orig-

inal gene as functional status ”11”, which might diverge to ”10”, ”01” or ”00”. For
each function, as long as there is one gene or two genes together on the genome has
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both of the original sub-function, the fitness for that function is 1. Fitness function:
8
>
>
1
9g (f id[g] = f id ^ s[g] = 11)
>
>
>
>
>
>
>
>
9g1 , g2 (f id[g1 ] = f id[g2 ] = f id ^ s[g1 ] = 01 ^ s[g2 ] = 10)
>1
<
X >
F=
>1 s 9g1 (f id[g1 ] = f id ^ s[g1 ] = 01)^
f id2F ID >
>
>
>
>
¬9g2 (f id[g2 ] = f id ^ s[g2 ] = 10)
>
>
>
>
>
>
:0
8g (f id[g] 6= f id _ s[g] = 00

• Ic - specialization or escape from adaptive conflict: Simular to Ib, but fitness of each

function might go beyond 1:
8
>
>
1 + 2s 9g1 , g2 (f id[g1 ] = f id[g2 ] = f id ^ s[g1 ] = 01 ^ s[g2 ] = 10)
>
>
>
>
>
>
>
1 + s else if 9g1 , g2 (f id[g1 ] = f id[g2 ] = f id ^ s[g1 ] = 01 or
>
>
>
>
>
>
>
>
10 ^ s[g2 ] = 11)
>
>
X <
F=
else if 9g (f id[g] = f id ^ s[g] = 11)
>1
f id2F ID >
>
>
>
>
1 s else if 9g1 (f id[g1 ] = f id ^ s[g1 ] = 01)^
>
>
>
>
>
>
>
¬9g2 (f id[g2 ] = f id ^ s[g2 ] = 10)
>
>
>
>
>
>
:0
8g (f id[g] 6= f id _ s[g] = 00

• IIa - Beneficial increase in dosage: more genes with the same function increase the
fitness for that function:
P
F=
f id2F ID (9g (f id[g] = f id ^ s[g] = 1))
P
P
+
f id2F ID s · max 0, (
g (f id[g] = f id ^ s[g] = 1)

1)

• IIb - Shielding against deleterious mutations: same as Ia for implementation
• IIc - Gene duplication with a modified function: a mutation might add another new
function in F ID. But otherwise the fitness is calculated the same as Ia

• IIIa - adaptive radiation model. Similar to Ic, but a mutation might add another new
function in F ID.
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• IIIb - permanent heterozygote. Starting from two genotype with same family id in
the population. Conversion/Recombination might create new functions in F ID.

• IIIc - multi-allelic diversifying selection. Similar to IIIb, but initial population has
even more genotypes with same family id. Conversion/Recombination can easily
create new functions in F ID.
2.2.3

Selection and sampling for next generation

With the above defined fitness functions, the evolution from generation t to t + 1 is simulated as follows: Let the population size be N , there are j genotypes at generation t,
genotype i has frequency qi (t). Using the mutation rates and sample individuals from N
and apply mutations, the population will results in having k genotypes, and let the frequency of individuals have each genotype be qmut,i (t), 0  i  k. Calculate the fitness of

each genotype and get fitness for each genotype fi , 0  i  k. Now we can use the new
selected frequency qmut,i (t) ⇤ fi to sample the genotypes for next generation. A binomial
sampling is used here.
• Compute F =

P

0ik qmut,i (t)

⇤ fi . Notice F = 0 if fi = 0 for all genotypes. This

happens when all genotypes in the population are nonviable. Simulation stop.

• if F 6= 0, we calculate qf it,i (t) = qmut,i (t) ⇤ fi /F . And for each genotype, sample its
frequency in next generation as follows:

– if qf it,i > 1 or qf it,i < 0 (rarely happens, might occur because of rounding
error), raise exception, abort simulation.
– else if qf it,i = 1, next generation has reached a fixation, all individuals have
same genotype i.
– else new frequency in next generation is calculated as
qi (t + 1) = binomial(N, qf it,i (t)) ⇤ 1.0/N.
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Here binomial() is a sampling function to sample a number from N with probability qf it,i (t). This calculates the new frequency assuming population size
does not change.
• Finally, eliminate genotypes with qi (t + 1) = 0, and normalize the non-zero frequencies to get the final genotype distribution in the new generation.

2.3

Results/Discussion

We analyzed gene duplicability, connectivity, and complexity data obtained from six
species. Here, we report on the results, our hypothesis, and the results of a population
genetic simulation to test our hypothesis.
2.3.1

Correlation among connectivity, age, and duplicability

To better understand the spectrum of correlations between gene duplicability and connectivity across different species, we analyzed protein-protein interaction network and gene
families in six species: H. sapien (Hsap), M. musculus (Mmus), D. melanogaster (Dmel),
C. elegans (Cele), S. cerevisiae (Scer), and E. coli (Ecol). The protein-protein interaction
(PPI) networks of the six species were downloaded from the STRING database [Sd12],
using a confidence value greater than 400 for the interactions. Gene families were downloaded from Ensembl Genome Database [BAC+ 06]. The numbers of gene families and
proteins in the PPI networks for the six species are shown in Table 2.2. We calculated the
correlations between gene duplicability and connectivity of each species as follows: for
each gene family, with k members from a species x, we take the average degree of the k
members in x’s PPI network as the gene’s connectivity, and the size of the gene family
as the gene’s duplicability. Finally, we computed Spearman’s rank correlation coefficient
between duplicability and connectivity; results are shown in Table 2.2.
We find the correlation between gene duplicability and connectivity for yeast to be
positive here, though very close to 0. Prachumwat and Li reported a negative correlation
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Figure 2.5 : Duplicability-connectivity correlations vs. genome sizes and evolutionary relationship. Spearman’s rank correlation between gene duplicability and gene connectivity
for six species: H. sapien (Hsap), M. musculus (Mmus), D. melanogaster (Dmel), C. elegans (Cele), S. cerevisiae (Scer), and E. coli (Ecol). The evolutionary relationship of the
species is based in part on [PBR09]. Genome size (in Mbp) information for all species,
except E. coli, were obtained from the Animal Genome Size Database [Gre06, GNT+ 07]
and the Fungal Genome Database [SHB+ 12].

between gene duplicability and connectivity. However, in their paper, they were actually
looking at the relationship between gene connectivity and the proportion of unduplicated
proteins. Further, the databases for gene families and PPI data have been updated since the
results were obtained in [PL06].
Liang and Li reported a very different correlation for human and mouse from yeast
in [LL07], and they hypothesized that the change in the correlation in different species
is related to gene functions. In contrast to yeast, duplicates in mammals are more robust
against a dosage increase caused by gene duplication due to the diversification in function
of duplicated genes. Thus, a highly connected protein might have a better chance of survival
than a duplicated non-hub protein.
Plotting these correlation values against genome size and evolutionary relationship in-
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Figure 2.6 : Duplicability-connectivity correlations in simulations. Spearman’s rank correlation between gene duplicability and gene connectivity for different settings under the subfunctionalization model (model Ib in [IK10]) and the neofunctionalization model (model
IIc in [IK10]). The parameter values in each of the four settings are given in Table 2.3.

Table 2.2 : Duplicability-connectivity correlations. Correlations between gene duplicability and connectivity in six species: H. sapien (Hsap), M. musculus (Mmus), D.
melanogaster (Dmel), C. elegans (Cele), S. cerevisiae (Scer), and E. coli (Ecol). The
‘Number of gene families’ row contains, for each species, the number of gene families
that had at least one member for that species. The ‘Number of genes’ row contains, for
each species, the number of genes covered by the gene families. The r value is Spearman’s rank correlation coefficient between duplicability and connectivity, and the p-value
is computed for the correlation.
Ecol

Scer

Dmel

Cele

Mmus

Hsap

Number of gene families

2906

5383

8054

10260

9247

10158

Number of genes

4258

6692

13917

20389

22791

21227

r

-0.138

0.081

0.172

0.221

0.224

0.290

p-value

10

13

10

8

10

15

10

15

10

15

10

15

formation, we obtained the results in Fig. 2.5, which reveal an interesting trend of increasing correlation from prokaryotic organisms towards eukaryotic ones. Further, the correla-
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tion between r and the genome sizes of the six species is very striking (except for the C.
elegans result, which does not fit the trend).
Based on the results in Fig. 2.5 we hypothesize that the magnitude of neutral evolutionary forces (mutation and duplication mainly), as specific to the species or clades, might
play a role in the observed correlation between duplicability and connectivity. To test
this hypothesis, we conducted population genetic simulations, incorporating a genomeinteractome genotype (see Methods), and inspected the correlation between duplicability
and connectivity.
In our simulations, we tested two models of gene duplication: subfunctionalization and
neofunctionalization; these are models Ib and IIc, respectively, in the survey of [IK10] (see
Methods). In the subfunctionalization model, a mutation would remove part of a gene’s
function and a subset of its incident edges (interactions involving the gene). Notice that if a
gene is not duplicated, then subfunctionalization will reduce the individual’s fitness and selection might consequently act to eliminate the mutant. For the neofunctionalization model,
gene innovation might result in the duplicated genes gaining new edges (interactions). For
each of the two models, we considered four settings, as shown in Table 2.3.
Using other parameters (see Table 2.1 in Methods) for each setting, we ran 50 simulations, each for 1.5 ⇥ 105 generations and calculated the average correlation between the

gene duplicability and gene connectivity, as well as the average correlation between the
gene age and gene connectivity of the dominant genotype (genotype whose frequency is
0.7). The results are shown in Table 2.3 and visualized in Fig. 2.6.
As the results show, we obtain an increasing trend in the correlation between duplicability and degree from Setting I to Setting IV, which are approximations of the parameter
values in the different populations (Setting I is approximates a prokaryotic population,
whereas Setting IV approximates a higher eukaryotic population). Notice that all correlations between gene duplicability and gene connectivity under the subfunctionalization
model are negative. This is due to the fact that under this model nodes that correspond to
duplicated genes tend to lose more edges than singletons (non-duplicated genes). The cor-
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Table 2.3 : Parameters and results for four simulation settings under the subfunctionalization model (model Ib in [IK10]) and neofunctionalization model (model IIc in [IK10]).
Fraction of edge loss indicates the number of edges that a duplicated gene loses, when it
undergoes subfunctionalization, as a proportion of the number of that gene’s existing edges.
Fraction of edge gain indicates the number of new edges a duplicated gene gains, when it
acquires a new function, as a proportion of the number of that gene’s existing edges. The
correlations are calculated by applying Spearman’s rank correlation. (p-values are less than
10 3 .)
setting I

setting II

setting III

setting IV

duplication rate

0.00001

0.000012

0.000014

0.000016

fraction of edge loss (for model Ib)

0.8

0.4

0.2

0.1

fraction of edge gain (for model IIc)

0.1

0.2

0.4

0.8

r̄(dup vs. deg) under model Ib

-0.685

-0.349

-0.245

-0.089

r̄(age vs. deg) under model Ib

0.807

0.672

0.371

0.284

r̄(dup vs. deg) under model IIc

0.186

0.453

0.737

0.892

r̄(age vs. deg) under model IIc

-0.099

-0.390

-0.613

-0.782

relations under the noefunctionalization model, on the other hand, are much higher, which
is due to the fact that gene innovation helps the duplicated genes to gain new edges.
In our simulation study, we also computed the correlation between gene age and gene
connectivity. In simulation studies, and since the entire evolutionary history of the population is known, it is straightforward to estimate the age of a gene, which is the number of
generations elapsed since the emergence of the gene in the population. As the results in
Table 2.3 shown, when duplicated genes (newer ones) tend to lose edges (the subfunctionalization model), there is a positive correlation between gene age and gene connectivity,
and the shift in the correlation value is caused by the decrease in the fraction of edge loss.
When duplicated genes tend to gain edges (the neofunctionalization model), there is a negative correlation between gene age and gene connectivity, and the shift in the correlation
value is caused by the increase in the fraction of edge gain.
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It is important to note that, in our simulations, genes are selected at random for duplication (based on the duplication rate), and that no selection is employed directly on duplicability or connectivity. That is, the number of times a gene duplicates and its degree in
the interaction network do not affect the gene’s probability of being chosen for duplication
in subsequent generations. This fact, combined with the agreement between simulation results and results from data analysis of six species, indicates that protein connectivity (which
has been taken as a proxy for functional importance in other studies) may play no role in
gene duplicability.
2.3.2

Correlation between gene duplicability and complexity

As we discussed above, He and Zhang reported a positive correlation between gene duplicability and complexity (length and number of domains) in yeast [HZ05]. The authors
hypothesized that this is a consequence of the sub-neo-functionalization process, where
complex genes are more likely to be retained after duplication because they are prone to
subfunctionalization and gene complexity is regained via subsequent neofunctionalization.
To see whether this correlation holds for other species, we conducted similar data analysis
for the six species as above; the results are shown in Table 2.4.
Our results show that a positive correlation between gene length and gene duplicability
as well as between domain numbers of a gene and gene duplicability. These results call
into question the role of the sub-neo-functionalization process in explaining the emerging
correlations. Given that gene duplication is a random event, and that its rate is often assumed to be constant across all genomic regions, the simplest possible explanation for a
correlation between length and duplicability can be that the longer a gene (or, more generally, genomic region) is, the more duplication events would hit it. Unlike the correlation
between duplicability and degree, the correlation here is fairly constant across all species,
making this simple explanation the more plausible. The same trend holds for the number of
domains in a gene. Our simulation framework currently does not incorporate information
on gene length and numbers of domains, as the interplay between such data and other geno-
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Table 2.4 : Duplicability-complexity correlations. Correlations between gene duplicability
and length and between gene duplicability and number of domains, in six species: H. sapien
(Hsap), M. musculus (Mmus), D. melanogaster (Dmel), C. elegans (Cele), S. cerevisiae
(Scer), and E. coli (Ecol). The numbers of gene families and genes for each of the six
species are the same as in Table 2.2. The r value is Spearman’s rank correlation coefficient
between duplicability and connectivity, and the p-value is computed for the correlation.
Ecol

Scer

Dmel

Cele

Mmus

Hsap

#families

2906

5383

8054

10260

9247

10158

#genes

4258

6692

13917

20389

22791

21227

r(dup vs. length)

0.234

0.137

0.137

0.183

0.240

0.255

p-value

10

r(dup vs. #domains)

0.232

p-value

10

15

15

10

15

0.133
10

15

10

15

0.270
10

15

10

15

0.282
10

15

10

15

0.379
10

15

10

15

0.325
10

15

typic and phenotypic features is not known. Nonetheless, these analysis further underline
the significance of comparative analyses to elucidate correlations, or lack thereof, among
the various biological features.

IIIc

IIIb

IIIa

extra copies

functions in extra copies

sity being advantageous

Similar to IIIc, with multi-allelic diver-

erozygote

together can create advantageous het-

ulation; duplication and recombination

pseudogenization

pseudogenization

function to full function in

tions which can adapt to full-fledged

Different allele types pre-exist in pop-

mutation can adapt the sub-

functions to the extra copies

function

Original gene carries multiple subfunc-

mutation can introduce new

Gene duplication develops a modified

higher mutation rate

deleterious mutations

IIc

same as Ia; simulated with a

Extra copies can shield genes against

IIb

same as Ia

Extra copies are always beneficial

specialize and be more advantageous

functionally complementary copies can

same as Ib

tion or whole function

ally complementary copies produce

one function

mutation removes a subfunc-

Each gene has subfunctions; function-

IIa

Ic

Ib

rare new functionalization

and can be relieved from purifying se-

lection

pseudogenization and very

Extra copies of a gene are redundant

Ia

Mutation

Description

Model

ness

different alleles have higher fit-

genes that accumulate several

fitness

heterozygote genes have higher

fitness

extra new full function increases

new functions increase fitness

same as Ia

crease in fitness

increase in dosage results in in-

fitness value

specialized copy has increased

copy

copies treated as a functioning

same as Ia, with complementary

at least one functioning copy

maintained at 1 if each gene has

Fitness

Table 2.5 : Nine models of gene duplication; reproduced from [IK10].
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Chapter 3
Ancestral Network Reconstruction
The ever accumulating network data provides a new source that can be used to reconstruct
evolution. While the specific evolution model used for reconstruction can be different, there
are some fundamental issues we could address for evolution reconstruction. For example,
how genetic distances between organisms are measured based on molecular interaction
networks.
Indeed, just as genetic distances between organisms can be measured based on genes
and genomes, they can, in theory, be measured based on molecular interaction networks.
In this thesis, we address two problems related to the evolution of molecular interaction
networks, namely the distance correction problem and the ancestral network reconstruction problem. Estimating the evolutionary distance between two species is an important
problem in phylogenetics. In the distance correction problem, we are given the networks
of two organisms and would like to compute the genetic distance between the two organisms while accounting for unobserved changes. Due to convergent evolution at the network
level, the observed changes between two networks provide a lower bound on their genetic
distance. Similar to distance correction among sequences (e.g., [JC69]), it is important to
correct the genetic distances between a pair of networks.
To the best of our knowledge, all existing methods for comparing molecular interaction
networks employ parsimony criteria, where the smallest number of changes needed to convert one network into another is computed. However, as the evolutionary distance between
organisms increases, various evolutionary changes acting on their networks may be unobserved, thus resulting in an underestimation of the genetic distance by parsimony methods.
At the sequence level, the distance between the two homologous sequences provides a
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measure of divergence. However, as the sequences become more divergent, distances measured based on the observed differences becomes less accurate and underestimate the true
distances. Therefore, a wide variety of methods have been introduced to correct distances
derived from molecular sequences, with methods varying in the assumptions made about
the nucleotide frequencies and transition rates; e.g., [JC69, MYN80, Kim80]. These corrections play a central role in phylogeny reconstruction based on molecular sequences.
Recently, it has been proposed that the changes in protein interaction networks could
have an important role in species evolution [BS07]. Thus, comparison of networks of two
close species is a useful way to estimate the evolutionary distances between closely related
species.
For the ancestral network reconstruction problem, we are given the networks of two organisms and would like to compute the ancestral network of both networks in a probabilistic
manner. Parsimony methods for solving this problem, e.g., [PPL05], infer ancestral networks that minimize the number of evolutionary events allowed under an assumed model of
evolution. Probabilistic methods, e.g., [SPNW05, WBHS06, RJH+ 07, MGH10], take into
consideration all possible trajectories during the course of evolution under a given model.
Other methods make use of the gene genealogy information for ancestral reconstruction
[PARR07, GG08].
In this chapter, we first provide methods for correcting distances between two molecular interaction networks under the link dynamics and duplication-mutation with complementarity (DMC) [NK11] models. We show that the correction provides better estimates
of the divergence between two networks than the (uncorrected) parsimony-based distance.
Further, we conduct phylogeny reconstruction under the conditions of the “long branch attraction” problem; we show that the corrected distance results in consistent estimates of the
phylogeny, whereas the uncorrected distances result in wrong estimates. Finally, we apply
the correction to estimating a phylogeny of six species to investigate the divergence pattern
of D. melanogaster and C. elegans, which remains unsolved using genomic and morphological data. We also provide a probabilistic algorithm for inferring the ancestral network
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of two given networks under the link dynamics and DMC models. The algorithms further
assume knowledge of the gene families. We demonstrate the accuracy of our algorithm on
synthetic and biological data [ZN12].

3.1

Methods

Assume that we have two networks N1 , N2 and their ancestral network N0 , as well as a network growth model M that describes the operations allowed on the networks (node/edge

addition or deletion) along with their rates. Evolutionary times t1 and t2 are the evolutionary time from N0 to N1 and N2 , respectively. The probability of observing N1 and N2 ,
given the ancestral network, the network growth model, and the two evolutionary times is
denoted by
P(N1 , N2 | M, N0 , t1 , t2 ).

(3.1)

Then, assuming knowledge of the network growth model and given two extant homologous
networks, the distance correction problem can be formulated as:
(t⇤1 , t⇤2 ) = argmaxt1 ,t2 P(N1 , N2 | M, t1 , t2 ).

(3.2)

Further, a version of the ancestral network reconstruction, when the evolutionary times
and growth model are assumed to be known and two extant homologous networks are
given, can be formulated as:
N0⇤ = argmaxN0 P(N1 , N2 | M, N0 , t1 , t2 )
3.1.1

(3.3)

Distance correction

Under the DMC model of network evolution, the divergence time can be effectively obtained from the increase in the size (number of nodes) of the networks, since the model
assumes a constant duplication rate, which can be easily used to infer the time (time would
simply be the number of observed duplication events divided by the duplication rate). For
the remainder of this section, we assume the link dynamics model M, where the sets of
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nodes in the two extant networks are identical and the evolutionary changes can be estimated from the changes in connectivity (we show below that this can be used to analyze
real data, even when the sets of nodes are not identical). If networks N1 and N2 have the
same set of nodes, and we have a one-to-one correspondence between all the nodes, we can
use a bit vector to represent the connections between the nodes, where this bit vector is a
“flattening” of the networks’ adjacency matrices. We denote by V = {v1 , · · · , vn } the set
of nodes in each of the networks. Then, the bit vector of the connections can be written as
Bi(i2{1,2}) = {b11 , b12 , · · · , b1n , b21 , · · · , b2n , · · · , bn1 , · · · , bnn },
where bij = 1 if there is an edge between vi and vj , and 0 otherwise.
The uncorrected distance between the two networks is the Hamming distance between
B1 and B2 . Next, we show how to obtain a more accurate estimate of the true distance
between B1 and B2 from this uncorrected distance. Suppose that each existing edge has
probability d of being deleted and that for each pair of unconnected nodes, they can be
connected with probability a. If nodes vi and vj originally have no edge connecting them,
the probability that the pair are not connected one generation later is
Pbij (t=1)=0 = 1

a.

The probability that the pair is not connected two generations later is
Pbij (t=2)=0 = (1

a)2 + a · d

More generally, we have
Pbij (t+1)=0 = (1

a)Pbij (t)=0 + d(1

Pbij (t)=0 )

. From this we can obtain
Pbij (t)=0 = (1

a)Pbij (t)=0 + d(1

Pbij (t)=0 )

which simplifies to
Pbij (t)=0 = d

(a + d)Pbij (t)=0

Pbij (t)=0

41
If we treat time as continuous, we get
dPbij (t)=0 /dt = d

(a + d)Pbij (t)=0

The solution to this differential equation is
Pbij (t)=0 =
where E = e

(a+d)t

d
a+d

d

+ (Pbij (t=0)=0

a+d

)E

. Similarly,
Pbij (t)=1 =

a
a+d

a

+ (Pbij (t=0)=1

a+d

)E.

If initially bij = 0, then
Pbij (t)=0 =

d
a+d

+

a
a+d

·E

and Pbij (t)=1 =

·E

and Pbij (t)=1 =

a

a

a+d

a+d

· E.

If initially bij = 1, then
Pbij (t)=0 =

d

d

a+d

a+d

a
a+d

+

d
a+d

· E.

Assume two networks such that B1 (t = 0) = B2 (t = 0), and the proportion of pairs of
nodes that are connected is Pbij (t=0)=1 = p. At some later time t, the probability that a given
pair of nodes will have the same connectivity in both networks (they are either disconnected
in both networks or connected in both networks) is
PI(t) =

1

p

(a + d)2
+

[(a2 + d2 ) + (2ad

p
(a + d)2

2a2 )E + 2a2 E 2 ]
.

[(a2 + d2 ) + (2ad

2d2 )E + 2d2 E 2 ]

The probability that a given pair of nodes will have different connectivity in the two networks (they are connected in one but not the other) is
PD(t) =

2(1

p)

(a + d)

[ad + (a2
2

ad)E

a2 E 2 ] +

2p
(a + d)2

[ad + (d2

ad)E

d2 E 2 ].
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Combined with Pbij (t)=1 =

PD(t) =

2
(a + d)2

where E = e

(a+d)t

⇥

a
a+d

+ (p

adE 2 + ((a2

a
a+d

d2 )P

)e

a(a

(a+d)t

we obtain

d))E + (a2

(a2

, P = Pbij (t)=1 . When a = b, it can be simplified as
1
PD(t) = (1
2

e

4at

⇤
d2 )P ) ,

(3.4)

)

and
t=

1
4a

ln(1

2PD(t) )

.
3.1.2

Ancestral reconstruction under link dynamics

Using the same notation as above, let bij (t = 0) represent the connectivity of node i and
j at the ancestral species (t = 0), and (b1ij , b2ij )(t) be a random variable that represents the
connectivity of node i and j in the extent networks N1 and N2 after diverging from the
same ancestral networks t generations in the past. The values that this random variable
can take, at any given time t, are (0, 0), (0, 1), (1, 0) and (1, 1), and their probabilities,
given either of the two initial states, are given in Table 3.1. Using these probabilities, the
problem of ancestral reconstruction under link dynamics becomes straightforward to solve:
For every pair of nodes i and j in the ancestral network, given their connectivity in two
extant networks, find the connectivity value bij (t = 0) that would maximize the probability
in the appropriate column in Table 3.1.
3.1.3

Ancestral reconstruction under DMC

We now consider ancestral network reconstruction under the DMC model as in [NK11],
except that, we assume each node has a label and a duplicated node will get the same
label from its anchor (we use the same terminology as that of [NK11], where they used
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Table 3.1 : The values of P((b1ij , b2ij )(t) = x). The parameters a and d are the probabilities
of edge addition and deletion, respectively, and E = e (a+d)t .
x = (0, 0)
bij (t = 0) = 0
bij (t = 0) = 1

1
(a + d)
1
(a + d)

x = (0, 1) or (1, 0)

(d + aE)2
2
(d
2

dE)2

1
(a + d)
1
(a + d)

(d + aE)(a
2
(d
2

x = (1, 1)
1

aE)

(a +

d)2

1

dE)(a + dE)

(a + d)2

(a

aE)2

(a + dE)2

the term anchor to denote the gene that gets duplicated, but not the duplicate copy). This
corresponds to the concept of gene family and how duplication increases the number of
copies in a family. Before we describe the algorithm, we begin with some notations and
definitions. We use (a, b) to denote an undirected edge between a and b.
Definition 1 (Node-labeled Undirected Network). Let ⌃ be an alphabet of node labels. A
node-labeled undirected network over ⌃ is a tuple N⌃ = (V, E, ), where V is the finite
set of nodes, E ✓ {(x, y) | x, y 2 V, x 6= y} is the set of edges, and

: V ! ⌃ is the

node labeling function. We write N in stead of N⌃ when it is clear from the context. The
components of N are denoted as VN , EN , and

N,

respectively. The set of node-labeled

undirected network on alphabet ⌃ is denoted as N⌃ .
For

: V ! ⌃,

x to l for x 62 V ; and
00

(y) : V

0

= ext( , x ! l) is an extension of the map
00

= red( , x) is a reduction of the map

{x} ! ⌃ satisfies

00

(y) = (y) for u 2 V

which also maps

for x 2 V such that

{x}.

PPI networks are node-labeled undirected networks, where the ⌃ of these networks are
the set of protein class names. (i.e., nodes that correspond to homologous proteins are
labeled the same).
Definition 2 (Basic Transformation Operations). The allowed transformations on a given
node-labeled undirected network N⌃ = (V, E, ) are:
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• node duplication dupN : V ! N⌃ . For x 2 V , dupN (x) = N 0 = (V 0 , E 0 , 0 ), where
V 0 = V [ {x0 } for any x0 62 V . If (v, v) 2 E, then E 0 = E [ {(y, x0 ) | (y, x) 2
E} [ {(x0 , x0 )}, else E 0 = E [ {(y, x0 ) | (y, x) 2 E}.

0

= ext( , x0 ! (x)).

• node deletion ndN : V ! N⌃ . For x 2 V , ndN (x) = N 0 = (V 0 , E 0 , 0 ), where
V0 =V

{x}, E 0 = E

{(y, x) | (y, x) 2 E},

• edge addition eaN : (V ⇥ V

0

= red( , v).

E) ! N⌃ . For x, y 2 V, e = (x, y) 62 E, eaN (e) =

N 0 = (V, E 0 , ), where E 0 = E [ {e}.

• edge deletion edN : E ! N⌃ . For e 2 E, edN (e) = N 0 = (V, E 0 , ), where
E0 = E

{e}.

Definition 3 (DMC model). In each step of the DMC model, growth proceeds as follows:
1. Duplicate a node u and get the new node u0 .
2. For each neighbor v of u, decide to remove one edge from (u, v) and (u0 , v) with
probability qmod . Both edges have equal chance to be removed.
3. Add edge (u, u0 ) with probability qcon
Thus, the probability of obtaining network N after duplication of u is:
Ldup (N, u, u0 ) = (((u, u0 ) 2 E)qcon + ((u, u0 ) 62 E)(1 qcon ))
Q
Q
(1 qmod )
qmod
{v|(u,v)2E^(u0 ,v)2E}

(3.5)

{v|(u,v)2E_(u0 ,v)2E}

Here, we assume Boolean evaluation of the terms ((u, u0 ) 2 E) and ((u, u0 ) 62 E) gives 0
or 1.

Definition 4 (Reverse DMC model: node merging). In each step, if we decide to merge
nodes u and u0 with the same label, do:
1. For each neighbor v of u0 , if v is not a neighbor of u, add edge (u, v).
2. Remove node v 0 .
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The algorithm by Navlakha et al. [NK11] (we refer to it as NK) attempts to find in each
step backward the most probable duplicated node using
u⇤ = argmaxu Ldup (N, u).
In each step, to construct Gt

1

(3.6)

from Gt NK merges nodes u⇤ and u0⇤ that satisfy

(u⇤ , u0⇤ ) = argmax{(u,u0 )|

(u)= (u0 )} Ldup (Nt , u, u

0

)

(3.7)

and have the same label.
While algorithm NK was not devised for ancestral network reconstruction, we now devise such an algorithm (Algorithm 1) that makes use of NK. The algorithm has the following general outline. It first finds partitions the nodes of the two networks into equivalence
classes by their memberships in different gene families (Lines 1—2). It then proceeds to reconstruct ancestral networks as follows. For each pair of equivalence classes from the two
partitions that belong to the same gene family, the algorithm computes the set of ancestral
nodes. If the two sets of nodes in the two classes are of equal size, the ancestral set has
the same set of nodes; otherwise, the ancestral set has a size equal to that of the smaller of
the two sets. Algorithm NK is invoked here to compute ancestors of single networks under
the DMC model. This is all achieved by the auxiliary algorithm AncestralPair. In order
to guarantee that the ancestral reconstructions converge onto a single ancestral network,
the analysis of pairs of equivalence classes is done in increasing order of times computed
by NK, and the connectivity of the networks is established in an interleaved mode with
the ancestral reconstruction (Lines 10—13). We use (V 0 , t) = NK(V, E, k) to denote the
application of the algorithm of [NK11] on the graph whose nodes and edges are V and E,
respectively, until it reaches an ancestral graph with k nodes; this ancestral graph has set
V 0 of nodes, and t is the number of generations taken to reach it. Notice that in the reverse
DMC model, the combined node will always have the union of neighbors from the nodes
being merged.
Some practical issues might arise when applying the algorithm to real data due to the
fact that the DMC model might not be suitable to bring two networks eventually to the same
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Input: Two homologous molecular interactions networks N1 = (V1 , E1 ) and
N2 = (V2 , E2 ), where each node in both networks is labeled by a gene family
1  i  m.

Output: Molecular interaction network N0 = (V0 , E0 ) to optimize Equation (3.3).
1
2

Let U = {U1 , U2 , . . . , Um } be the partition of V1 based on gene family membership;
Let W = {W1 , W2 , . . . , Wm } be the partition of V2 based on gene family

membership;
3
4

P

;;

for i = 1 to m do
P

5

P [ {AncestralPair(Ui , Wi )};

end
6

Let B be a list of the elements of P ordered in increasing order by their rightmost
entry t;

7

(Y1 , Y2 , x, t)

B[1];

8

V0

Yx ;

9

E0

{{u, v} : {u, v} 2 Ex , u, v 2 Yx };

10

for i = 2 to m do

11

(Y1 , Y2 , x, t)

12

V0
E0

13

end
14

B[i];

V 0 [ Yx ;
E0 [ {{u, v} : {u, v} 2 Ex , u 2 Yx , v 2 V0 };

return N0 = (V0 , E0 );
Algorithm 1: DMCAncRec.

ancestral network. For example, the set of edges might have diverged too much between
the two extant networks, or too many new nodes or edges have been added. For each of
these cases, we employ ad hoc heuristics. For example, if a node in N1 has label that does
not appear in N2 , this means there is a new node added in the network N1 . We ignore the
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Input: Two networks N1 = (V1 , E1 ) and N2 = (V2 , E2 ), and two sets of nodes
U1 ✓ V1 and U2 ✓ V2 that correspond to all the members of a single gene
family in these two networks.

Output: Two sets of nodes U10 and U20 , x 2 {1, 2}, and time t.
1

U10

U1 ;

2

U20

U2 ;

3

x

1;

4

t

0;

5

if |U1 | < |U2 | then
(U20 , t)

6

end
7

NK(U2 , |U1 |);

if |U2 | < |U1 | then

8

(U10 , t)

9

x

NK(U1 , |U2 |);

2;

end
return (U10 , U20 , x, t)

Algorithm 2: AncestralPair.

node and its links when applying the algorithm.
Fig. 3.1 shows an example steps by steps how the algorithm can be applied to two
networks where each has genes in two gene families (red and blue). The key idea is find
the maximum sub-network of each gene family, and use that core sub-network to constrain
the random work of the NK algorithm during the ancestral reconstruction. The constraint
ensures a common ancestral network will be obtained.
3.1.4

Ancestral reconstruction under DMC with link dynamics

The NK algorithm is not the only algorithm for estimating the node duplication order. For
example, Li et al. [LCWZ12] also presents a method for estimate the gene duplication
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(a)

(c)

(b)

(d)

Figure 3.1 : Example of applying Algorithm 1 to reconstruct ancestral network N0 for N1
and N 2 which are shown in (a). Algorithm 1 step 1-2 do partition according to the colors.
Step 3-5 computes the maximum subnetwork of N1 and N 2 as shown in (b). Step 6-9
choose blue group to get V0 and E0 and apply the NK algorithm on blue group as shown
in (c). Step 10-13 apply the NK algorithm on the pink group and got the final N0 to be
returned in step 14 as in (d)

history. Further, gene trees can also be used to infer the gene duplication order. We now
discuss how to modify Algorithm DMCAncRec to solve ancestral reconstruction assuming
the network evolved under a combined DMC / link dynamics model, and assuming that the
gene duplication order is known.
The algorithm under this combined model is similar to DMCAncRec and differs only
in establishing the connectivity of the ancestral network in the interleaved mode. That is,
the only difference is: Ex (Line 13 in Algorithm 1) is now a set of edges estimated under
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link dynamics, as discussed in Section 3.1.2. Again, we first partition the nodes of two networks into equivalence classes (gene families). Then, for each pair of equivalence classes
from two networks, whenever both networks reach the minimum number of members in the
equivalence class, we compute the ancestral connectivities using the algorithm of Section
3.1.2 for all one-to-one node correspondences in the equivalence class. The node correspondence and connectivities that result in the largest probability are used as the ancestral
network connectivity.

3.2

Results and Discussion

We show here the performance of our methods on biological and synthetic data.
Distance estimation on simulated data.

We simulated the evolution of an ancestral net-

work N0 (with 100 nodes) along two paths for t steps each to obtain N1 and N2 . We then
applied equation (3.4) to estimate t, and computed uncorrected distances as well. We computed the difference between the true distance and the estimated corrected distance as well
as between the true distance and the uncorrected estimated distance. We conducted 50 runs
and averaged results over these runs; results and parameter settings are shown Table 3.2. As
the results show, the correction achieves much more accurate estimates (notice that these
values are normalized by t which can get as large as 10,000). To test our method on data
that deviate slightly from the link dynamic model, we also conducted simulations where we
allowed nodes to duplicate or get deleted. We then applied the method to the intersection
of the two resulting extant networks. We observed trends that are similar to those in Table
3.2.
The long branch attraction problem.

Using the true 4-taxon phylogenetic tree on the

left in Fig. 3.2(a), we simulated network evolution starting from network N0 of sizes
10, 25, 50, 100, 125, 150, with edge addition rate and deletion rate both be 0.00001. We
evolved N 0 for 100 steps to get network N 1 and N 2 separately, and evolved N 0 for 10000
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Table 3.2 : Average error in the corrected (tcorr ) vs. uncorrected (tpas ) distances.
a
1 ⇥ 10
1 ⇥ 10
1 ⇥ 10

d
5

1 ⇥ 10

5

1 ⇥ 10

5

1.2 ⇥ 10
1.2 ⇥ 10
1.2 ⇥ 10
0.8 ⇥ 10
0.8 ⇥ 10
0.8 ⇥ 10

5
5
5
5
5
5

1 ⇥ 10

t

E(|t pas

5

100

12.3232%

12.354%

5

1000

3.67677%

3.55597%

5

10000

3.2139%

0.4268%

5

100

12.0404%

11.5320%

5

1000

5.21212%

3.44943%

5

10000

1.6545%

0.4400%

5

100

12.2828%

12.5227%

5

1000

7.33333%

3.8738%

5

10000

4.9303%

0.4706%

0.8 ⇥ 10
0.8 ⇥ 10
0.8 ⇥ 10
1.2 ⇥ 10
1.2 ⇥ 10
1.2 ⇥ 10

t|/t)

E(|t corr)

t|/t

steps to get network N 3. We also evolved N 1 for 100 steps to get network N 4 and evolved
N 1 for 10000 steps to get network N 5. That is, we simulated the conditions of the long
branch attraction problem. We then computed the pairwise distances among the four networks at the leaves, using both uncorrected distances as well distances corrected by our
method above. We fed these distances to the neighbor joining (NJ) method to construct a
phylogeny. We each network size we repeated this setup 100 times. For each network size,
we computed the number of times (out of 100) that NJ obtained the true tree using both
distance estimates. The results are shown in Fig. 3.2(b). The results clearly shows that the
distance correction provides a much more accurate estimate of the distance, as measured
by the accuracy of the inferred phylogeny, especially as the size of the network grows.
Bilateral phylogeny inference using network data.

The phylogeny of bilateria contin-

ues to raise debate about the divergence patterns of species; in particular, different genomic regions and morphological characters support different groupings of Drosophila
melanogaster and Caenorhabditis elegans [BNET08, DHM+ 08, PBR09, RTCK08]. Here,
we used the network distances to reconstruct the phylogenetic tree of four species from
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N3

N3

N5

N0
N2

N5

N1
N2

N4

N4

(a)

(b)

Figure 3.2 : (a) Left: true species tree that we used in the simulation study and the one
that NJ converges on when using corrected distances. Right: the tree that NJ converges
towards when using uncorrected distances. (b) Accuracy of reconstructed phylogeny using
uncorrected distances and corrected distances. Accuracy is measured as the fraction of 100
runs in which NJ inferred the true tree.

the bilateria group, Drosophila melanogaster, Caenorhabditis elegans, Mus musculus and
Homo sapiens, as well as two other species, Escherichia coli (which would serve as an
outgroup) and Saccharomyces cerevisiae. Network data were retrieved from the STRING
database. Orthologs information were obtained from the eggNOG database. Both of them
use the same alias for proteins. The eggNOG database has multiple downloadable files for
orthologous groups, most of which are for a specific category of species (such as bacteria
or fish). But there are three general ones, which are “COG.members”, “KOG.members”,
and “NOG.members”. The orthologous groups of the six species are from the union set of
all three files. We computed all pairwise corrected distances on the six species, and built a
phylogenetic tree, using the Neighbor Joining method. The phylogenetic tree constructed,
rooted at the branch incident with E. coli, is given in Fig. 3.3. The network-based phylogeny, which incorporates information from across the genomes, supports the placement
of D. melanogaster closer to mammals than to nematodes.
Performance of ancestral reconstruction. Here, we assume an ancestral network N0 ,
evolve it forward in time under the DMC model on two different paths for t1 steps to get
N1 and t2 steps to get N2 , apply DMCAncRec to N1 and N2 , and compare the recon-
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E.coli
S.cerevisiae
C.elegans
D.melanogaster
H.sapiens
M.musculs
Figure 3.3 : Rooted phylogenetic tree constructed by the Neighbor Joining method on
pairwise corrected distances of protein-protein interaction networks of the six species.

structed ancestral network N00 with N0 . We count the edge differences between the true
ancestral network N0 and the ancestral networks N01 and N02 constructed from N1 and N2
individually using the NK algorithm, as well as ancestral network N012 constructed from
from N1 and N2 together using our algorithm. We use a neighborhood of size 100 for N0 ,
t1 and t2 take values from 10 to 150 with internal 10. The results are shown in Fig. 3.4
(left). We also repeated the above experiment, but when get N1 , N2 from N0 , we randomly

Figure 3.4 : Ancestral reconstruction on simulated data. Left: Data was simulated under
the DMC model; Right: Data was simulated under the DMC model with noise. Markers in
blue, cyan, green, and red correspond to edge set differences in the comparisons N0 v. N01 ,
N0 v. N02 , N01 v. N02 , and N0 v. N012 , respectively.
changed the connectivity of ten pairs of nodes after each duplication (to simulate adding
noise); results are shown in Fig. 3.4 (right). The results clearly show that using the ancestral reconstruction algorithm we obtain much more accurate ancestral networks than if we
had reconstructed ancestral networks from each extant network individually. This is not to
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cast the NK algorithm in negative light, since it is not intended for this type of ancestral
network reconstruction. Nonetheless, we used it as a baseline for comparison.
We also applied the algorithm to three networks of S. enterica, E. coli, and M. capsulatus, and a rooted species tree ((S. enterica,E. coli),M. capsulatus). From the EggNog
database, we found all the orthology groups that contain proteins from each of the species,
and used these proteins and the corresponding subnetworks to run our algorithm. The
size of the networks of the three species are 1011, 1015, 974 respectively. We constructed
their ancestral networks in three ways: (1) constructed ancestral network of S.enterica
and E.coli, then constructed the ancestral network of the three from the constructed network and network of M.capsulatus; (2) constructed the ancestral network of S.enterica and
M.capsulatus; and, (3) constructed the ancestral network of E.coli and M.capsulatus. The
ancestral networks from each of the three ways are all of size 885, The total number of
node pairs with size 885 is (885 ⇤ 884/2 = 391170). We compared the edge differences

between ancestral networks constructed in these different ways, and found the differences
are 18394(4.7%), 20555(5.2%) and 12729(3.2%). The results indicate good accuracy of
the method when applied to large biological networks.

3.3

Conclusions

In this paper, we introduced new computational methods for correcting genetic distances
and reconstructing ancestral networks of molecular interaction networks under the link
dynamics and DMC models of network evolution. Our algorithms produce good results on
biological and synthetic data.
While our results are obtained under restrictive models of network evolution, there are
three points worth addressing. First, the methods are applicable even when the data does
not evolve under these restrictive models, and slight deviations from the models do not
seem to affect the results significantly. Second, these problems are computationally very
hard; solutions under restrictive models might give insight into how to develop algorithms
for more general models. Last but not least, we believe using network data can help resolve
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some deep phylogenetic relationships where molecular sequences alone might not contain
sufficiently informative phylogenetic signal.
Emerging multi-locus approaches for inferring species trees take the approach of reconciling gene trees with species trees to obtain accurate inferences of evolutionary histories.
However, such approaches face extreme challenges when the sizes of gene families and
coverage of species in these gene families vary significantly. For the six species we considered above for the distance correction problem, we computed the species coverage in
the gene families we downloaded, as well as the distribution of the gene family sizes. The
results are shown in Fig. 3.5. These results illustrate the challenge with dealing with gene
trees individually. On the other hand, approaches for inferring species phylogenies from
molecular interaction data make use of additional powerful source of data—the interactions
among genes. This is analogous to the motivation of using gene-order data to infer species,
even though each presents a set unique set of challenges.

(a)

(b)

Figure 3.5 : (a) The coverage of the six species in gene families (see text). The x-axis
shows the number of species (out of 6) that have at least one copy in a gene family, and the
y-axis shows that frequencies of such categories. (b) Gene family size distribution.
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Chapter 4
Evolution After Whole-genome Duplication: A Network
Perspective
Gene duplication is a major evolutionary event both for the genome sequence and for the
protein-protein interaction (PPI) network growth. It has been considered as a major contributor to shaping and refactoring the functionalities of the organism, and thus has been
widely studied especially in terms of its role in evolution. After the seminal work of Ohno
[Ohn70], more and more analyses have been conducted and more models have been developed for gene duplication based on ever increasing data sources [DL10]. Among all
the studies, some focused on gene duplication from sequence level, and to estimate, for
example, probabilities, timings, and rates of duplication events [PPL05, PBR09, PARR07].
Some focused at the role of duplication in network evolution, and proposed graph-theoretic
models of network growth such as the duplication-attachment (DA) model [WBHS06] and
duplication-divergence (DD) model [ZLNZ06, RJH+ 07, BGD02]. Several other studies have also explored how duplicated genes maintain, lose, or modify their functions
[IK10, GG08, JC69, LCWZ12].
From a network (e.g., protein-protein interaction, or PPI, network) perspective, gene
duplication results in the birth of new gene copy whose connections in the network are
identical to those of the ancestral copy immediately before duplication. Following gene
duplication, due to the accumulation of different mutations on each of the duplicated pair,
gain and loss of PPI connections in the network would be expected. However, little is
known about how mutations at the sequence level of a duplicate gene pair would affect the
evolution of an interaction network. Qian et al. [QHC+ 11] experimentally examined 87
potential interactions between Kluyveromyces waltii proteins, whose one-to-one orthologs
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in the related budding yeast Saccharomyces cerevisiae have been reported to interact. In
their study, duplicated genes are avoided to obtain the one-to-one correspondence in two
different species. In other words, while this study considered network evolution and its
rate, it focused on orthologs and deliberately excluded paralogs.
Given the central role that duplication plays in the evolution of interaction networks,
it would be interesting to understand how networks shed light on the evolution of gene
duplicates, and how to estimate evolutionary rates of network evolution by using duplicated
genes. To investigate these issues, we focus on the whole-genome duplication (WGD)
in yeast. Fig. 4.1 shows an example of what happens after WGD at a network level.
An ancestor of Saccharomyces cerevisiae underwent a whole genome duplication event
[WS97, KBL04]. Only about 10% of WGD gene pairs (550 pairs) are still present in the
extant S. cerevisiae genome [KBL04]. Because the duplication of these survived WGD
gene pairs occurred at the same time and their sequence evolved at potentially different
rates, these WGD gene pairs can be used as ideal subjects to learn how the evolution rate
varies among different gene duplication pairs at both sequence level and network level.
Here, we investigated the evolutionary rates of the different WGD pairs and found
some variations in these rates, though within a small range. Correlating these rates with
sequence, network, and fitness data, we found that gene expression and fitness correlate
strongly with evolutionary rates of WGD duplicates. As essentiality and redundancy of
genes interplay with expression and fitness effects, we set out to understand this interplay
using WGD pairs. We first established rates of gain/loss of network interactions by using
sequence divergence. We also developed a model of correlation between sequence divergence and network divergence, which captures the synchronized evolution at the sequence
and network levels. Then, we used network local topologies (neighborhoods of WGD
pairs) as proxies for functional similarity and divergence. Based on this, we developed an
expectation-maximization algorithm and learned the evolutionary fates of WGD pairs and
correlated them with epistatic effects. Our results reveals the extent of conserved, sub-,
and neo-functionalizations that ensued post whole-genome duplication. Further, epistatis
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ancestral network

after WGD

divergence

share the same
neighbors

share almost
zero neighbors

some shared neighbor
due to edge gain

Figure 4.1 : Example of what happens after WGD at a network level. All genes on the
genome are duplicated and each new gene copy the neighbors from its corresponding origin. Divergence happens after the WGD event to add/delete edges to/from the new network.

analyses correlated well with the inferences made.
Our results demonstrate the power of WGD as “calibrated“ data points to investigate
network evolution and the use of networks and their topologies to shed light on evolution
after gene duplication, and in particular, after whole-genome duplication. We find gene
pairs that arose due to WGD have similar properties to those of gene pairs that arose due to
small-scale gene duplication events. This observation further generalizes our results from
evolution after WGD to evolution after duplication [ZLN13].
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4.1
4.1.1

Methods
An EM algorithm for determining the fate of WGD gene pairs

From a network perspective, the fate of a WGD gene pair can be inferred from the
shared neighborhoods of the pair. To achieve this task, we developed an ExpectationMaximization (EM) that is inspired by the work of Zeng et al. [ZH13]. The original method
of Zeng et al. [ZH13] characterize function by tissue-specific gene expression level, while
we characterize function by normalized neighborhood sizes. The approach in [ZH13] does
not work here because they use sequence similarity of paralogs to construct a phylogenetic
tree whose branch lengths serve as a surrogate of time since duplication. We, instead, target
WGD pairs where all the genes were duplicated at the same time.
Our EM algorithm works as follows. Let the neighborhood of paralog genes g1 and
g2 be both N0 right after duplication, and be N (g1 ) and N (g2 ) be the neighborhoods at
present. Let the size for normalization be ttl = |N (g1 ) [ N (g2 )| and define
x=

|N (g0 )|
ttl

a=

|N (g1 )|
ttl

b=

|N (g2 )|
ttl

sh =

|N (g1 ) \ N (g2 )|
ttl

.

Under pure CF, we expect a = b = x = sh = 1; under pure SF, we expect a + b = x = 1,
sh = 0; and, under pure NF, we expect a = x (or b = x) and a + b = 1 > x, sh = 0. We
further normalize the three values by their maximum value as follows:
x=

x
max(x, a, b)

, a=

a
max(x, a, b)

, b=

b
max(x, a, b)

.

The probabilistic model for classification can be captured as: (1) SF: a + b = 1; (2) CF:
a + 1 = 2x; and, (3) NF: x = a, x  0.5. For any given x, y, z values, it is classified by a
plane for the feature points.

Suppose that under CF model, rate of losing one of the two edges originated from
duplication is µd , and rate of gaining a new edge is µa ; under SF model, rate of losing one
of the two edges originated from duplication is µD , and rate of gaining a new edge is µa ;
under NF model, rate of losing one of the two edges originated from duplication is µD ,
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and rate of gaining a new edge is µA (assuming neofunctionalizaiton is accompanied by
subfunctionalization). In general, µD > µd and µA > µa .
Let ✓ be the set of parameters including all the µ values above. Let Z(g1 , g2 ) 2

{CF, SF, N F } be the fate for WGD gene pair g1 and g2 , and sh(g1 , g2 ) be the observed
normalized shared neighborhood size (|N (g1 ) \ N (g2 )|/ttl). We then apply the standard
EM framework as follows:

1. Initialize the parameters ✓ to some random values.
2. Compute the best value for Z given these parameter values. That is, according to the
probabilistic model for classification, under current ✓ value, infer the most probable
fate for each WGD gene pair.
3. Use the computed values of Z to compute a better estimate for the parameters ✓.
4. Repeat steps 2 and 3 until converge.
To avoid local maxima, we repeated the process with several different starting values of ✓.

4.2

Results

All results reported herein are based on whole-genome duplication (WGD) pairs of genes
and protein-protein interaction (PPI) data from S. cerevisiae. The PPI data were downloaded from the DIP database [XRS+ 00], which has high confidence value for links (interactions). To validate our results, we also used the low-throughput links and links supported
by more than a single high-throughput experiment in the BIOGrid database [SBR+ 06]. The
sequence and gene family data were downloaded from [BRL+ 09].
4.2.1

Sequence divergence of WGD pairs

As we set out to use a set of whole-genome duplication pairs, or WGD pairs for short, we
first inspected the variability across WGD pairs in terms of sequence divergence, mutation rates, and other properties. Consider two sequences that have diverged for time t, and
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let r be the mutation rate per site. Further, assume that the observed normalized distance
between the two sequences is p (that is, p is the proportion of sites at which the two sequences differ). Assuming equality of substitution rates among sites and equal amino acid
frequencies, we have the relationship [NK00]
(1

p) = e

2rt

.

For S. cerevisiae WGD pairs, t is estimated to be about 100 million years [WS97]. Given
that we can compute p from the WGD pairs, we can compute the mutation rate r for each
pair of WGD gene sequences as
r=

ln(1

p)/(2 ⇤ t).

Since t is the same for all WGD gene pairs, in this paper we will compute rt instead:
rt =

ln(1

p)/2.

(4.1)

Distribution of rt values of WGD pairs is given in Fig. 4.2. As the figure shows, a normal
distribution with mean 0.3268 and standard deviation as 0.1685 gives a good fit for the data.
Notice that a big portion of WGD pairs have rt values that are close to 0, which means a
big portion of WGD pairs do not diverge much from each other. Also notice that the overall
possible value for rt is within a relatively small range ([0, 0.8]). This means the mutation
rate for different WGD pairs are not very different from each other.
From Fig. 4.2(a), we can see that the rt values of WGD pairs can be fitted to a normal
curve except for the peak at rt = 0. Since rt here is computed based on the equation
1

p = e2rt and 1

p is the sequence identity, we plotted the distribution of sequence

identity proportions in Fig. 4.2(b) for both WGD pairs and other paralogous pairs (pairs
of paralogs that are the result of a small-scale duplication event). Although non-WGD
paralogous pairs have different times of duplication, the overall trend shows that WGD
pairs have much higher paralog sequence identity. This could mean that either the mutation
rate r is smaller for WGD pairs than for non-WGD pairs, or that many of the individual
small-scale duplication events are more recent than the WGD event.
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Figure 4.2 : (a) Distribution of rt of WGD pairs with Normal curve fitting (mean=0.3268,
sd=0.1685). (b) Distribution of proportion of sequence identity for WGD pairs and pairs of
other paralogs. Since the duplication time of “other paralogs” pairs is unknown, we do not
use rt here.

One caveat of observing high level of sequence identity for WGD pairs is that WGD
pairs may have gone through a significant amount of inter-locus gene conversions. At least
10% of WGD pairs in yeast have experienced gene conversion and the average time length
of concerted evolution is about 58 ⇠ 75 million years (unpublished data). This could

potentially result in a small shift to the right in Fig. 4.2(a). It is important to note that
different non-WGD paralogous pairs originated from duplication events at different times.
4.2.2

What influences the evolutionary rates of different WGD pairs?

As we stated above, it seems that the mutation rates are not very different for the different
WGD pairs. Still, there is variability in the the rates, and the question is: what factors play
a role in this variability? To answer this question, we correlated the divergence rates of
WGD pairs with three metrics: the length of gene sequences, the number of gene copies in
the family, and the degree of the gene in the PPI network. The results are shown in Fig. 4.3.
We calculated Pearson’s correlations for data in each of the three panels. The correlation
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Figure 4.3 : For the set of WGD pairs, the lengths of gene sequences, the number of copies
within the families, and the degree of the genes, respectively, are shown against rt.

between rt and the gene sequence length is 0.261 with p = 0.0002, which implies that
WGD pairs of longer gene sequences diverge more than pairs with shorter gene sequences.
This makes sense as r is the mutation rate per site, and longer gene sequences accumulate
more mutations and result in higher degrees of divergence between the genes involved in a
WGD pair. The correlation between rt and the copy number is

0.071 with p = 0.1382,

which indicates almost no correlation between the two. The correlation between rt and the
average degree of WGD pairs is

0.135 with p = 0.0005, which implies that WGD pairs

with higher connectivity diverge slower at the sequence level. However, this might be a case
of cause-effect: certain WGD pairs evolve slower, resulting in the loss of fewer neighbors,
and thus higher connectivity. Further, this negative correlation between divergence and
connectivity is reasonable since an increase number of mutations, particularly those in
regions involved in the interactions, would result in an increased (albeit not necessarily at
the same rate) loss of interactions. This agrees with recent findings on how mutation at the
genomic level, combined with neutral evolutionary forces, shape emergent properties at the
network level [RN13] and can explain correlations between network properties and gene
duplicability [ZDN12].
Further, we used the shared neighborhood size as a measure of gene divergence at
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the network level, and conducted a series of similar analyses to understand if there is a
correlation between “network-level divergence” and those properties. For a given gene g,
we denote by Nt (g) the set of all neighbors of gene g in some protein interaction network
of interest at time t during evolution. Consider two paralogous genes g1 and g2 , where
g2 is duplicated from g1 at time 0. We denote by sht (g1 , g2 ) = |Nt (g1 ) \ Nt (g2 )| denote
the size of the shared neighborhoods of g1 and g2 at time t. In this part, since we are

considering pairs of extant WGD pairs, we drop the t in the subscript. Fig. 4.4 shows
the gene length, copy number, and degree properties of individual genes as they relate to
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Figure 4.4 : For the set of WGD pairs, the lengths of gene sequences, the number of copies
within the families, and the degree of the genes, respectively, are shown against sh(g1 , g2 ).

correlations for the data. The correlation between shared neighborhood size and the gene
length is 0.106 with p = 0.0008, and the correlation between shared neighborhood size
and the average degree of the two genes is 0.558 with p < 2.2e

16. These results given

the impression of a much stronger correlation between WGD pairs properties and their
network divergence than with their sequence divergence. However, one thing to notice
is that the shared neighborhood size is highly correlated to the node degrees. If we use
shared neighborhood size as a measure of network divergence, then it is possible that all the
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observations of shared neighborhood size are simply artifacts of degrees in the PPI network.
To test this hypothesis, we computed the normalized shared neighborhood size, which is
computed as the shared neighborhood size divided by the number of neighbors of either
of the genes in the pair. The correlation between normalized shared neighborhood size
and the gene length is 0.028 with p = 0.3963, the correlation between normalized shared
neighborhood size and the copy number is 0.046 with p = 0.1612, and the correlation
between normalized shared neighborhood size and the average degree of the two genes is
0.099 with p = 0.002. In other words, when we normalize the shared neighborhood size,
none of the former observed correlations remain significant.
Further, we correlated divergence at the sequence level with gene expression and fitness
levels. For gene expression levesl, we used the data from [SSZ+ 98] and [TTS+ 10]. These
data are obtained by different groups using different experimental methods, and we apply
our analysis to both data sets to validate our results. For gene fitness levels, the data is
obtained from [GCN+ 02] which uses five different media under 31 different conditions
. We used the normal conditions (condition 18 and 19 in [GCN+ 02]) and computed the
average fitness values in the five media. Plots of rt values versus expression and fitness
levels of WGD pairs are given in Fig. 4.5. The correlation between rt and expression
levels is

0.3263 with p < 2.2e

16, indicating that WGD pairs that diverge faster tend to

have lower expression levels. The correlation between rt and the fitness levels is
with p = 7.16e

0.285

7, indicating that genes that diverge faster also tends to have lower fitness

levels. These strong correlations might have to do with the fates of the duplicated genes,
and how redundancy, or lack thereof, created by duplication interplays with fitness effects
of the gene pairs. We set out to investigate this by first establishing a connection between
WGD pairs evolution and the evolution of their respective interactions in a PPI network,
and then learning the fates of duplicated genes from the network topology.
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Figure 4.5 : (a) Expression levels and (b) fitness levels of single genes as a function of the
rt values of WGD pairs. For a given WGD pair, the expression levels and fitness levels of
both genes are plotted individually in the corresponding rt value for their containing pair.

4.2.3

The rate of PPI evolution as a function of sequence divergence

Recall the definitions of Nt (g) and sht (g1 , g2 ) given above. Further, we denote by dt (g1 , g2 )
the distance between the two sequences of g1 and g2 (in terms of the number of positions
they differ at). It is reasonable to assume that sh0 (g1 , g2 ) = N0 (g1 ) = N0 (g2 ) and that
d0 (g1 , g2 ) = 0. As time progresses, both the sequences of g1 and g2 as well as Nt (g1 ) and
Nt (g2 ) begin to diverge, the former due to mutations at the sequence level and the latter
due to gain/loss of interactions.
Suppose after some time T , we have dT = Lp positions, where L = L(g1 , g2 ) is
the length of the aligned portion between the two sequences, and p is the proportion of
sequence difference at this length. We discard insertions/deletions as the rate of nucleotide
substitution is estimated to be orders of magnitude higher than that of insertion and deletion
[Sai94]. Let us assume that of the d differences at time T , a proportion of µ` result in the
loss of new interactions, and a proportion of µa result in the gain of new interactions.1 That
1

Here, we are assuming that gain and loss of interactions are governed mainly by substitutions at the
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is, µ` and µa can be thought of as the proportions of sequence substitutions that result in the
loss and gain of interactions, respectively. Assuming that µ` and µa are very small (which
is a reasonable assumption), and that in two duplicate genes, all positions in the sequences
have identical mutation rates, we obtain
shT (g1 , g2 ) = a(1

µ` ) d + d · µa ,

where a = |sh0 (g1 , g2 )| is the initial number of shared neighbors. The rationale for this

equation is as follows. Of d mutations, each of the two paralogous genes gains a new edge
with rate µa , so that the expected number of newly gained edges is d · µa . For the shared
neighbors, the gain of edges needs to happen for the same neighbor of both g1 and g2 or
regain a lost edge such that it can contribute to shT (g1 , g2 ).
Replacing d with Lp in the above formula, we obtain shT (g1 , g2 ) = a(1 µ` )Lp +Lp·µa .
When µ` is very small, we have (1

µ` ) L ⇠ 1

shT (g1 , g2 ) = a(1

Lµ` . Thus, we obtain
(4.2)

Lµ` )p + p · Lµa .

As we are interested in obtaining estimates of µ` and µa from WGD pairs, we fit the function in Eq. (4.2) to data obtained from WGD pairs from Saccharomyces cerevisiae that are
the result of the WGD event that occurred in yeast about 100 millions years ago. As different WGD pairs with the same sequence divergence have different shared neighborhood
sizes, we considered both the average and maximum shared neighborhood sizes for given
sequence divergence values. Fig. 4.6 shows the results with the function fitting.
In a recent study by Qian et al. [QHC+ 11], the authors experimentally examined 87
potential interactions between Kluyveromyces waltii proteins, whose one-to-one orthologs
in the related budding yeast Saccharomyces cerevisiae were reported to interact. Their
estimate of the evolutionary rate of protein interactions was (2.6 ± 1.6) ⇥ 10

10

per PPI per

year, which is three orders of magnitude lower than the rate of protein sequence evolution
measured by the number of amino acid substitutions. In other words, our analysis here
sequence level.
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Figure 4.6 : The average and maximum shared neighborhood sizes of WGD pairs as functions of the divergence between the pair’s sequences. The normalized sequence distance is
d(g1 , g2 )/L(g1 , g2 ). The red curves are the results of fitting data to Eq. (4.2). Estimated Lµ`
0.9261 for the average neighborhood size case and 0.9533 for the maximum neighborhood
size case. Estimated Lµa is about 0.0001 in both cases.

provides a similar results based on a different data set. It is interesting to combine these
results with the recent findings of Teichmann et al. [TB04] who showed that about 90%
of interactions in transcription regulation networks of E. coli and S. cerevisiae arose due to
gene duplication.
Although our results agree well with the results of Qian et al. [QHC+ 11], the approaches taken are very different. Qian et al. examined PPI divergence after speciation,
whereas we examined PPI divergence after whole-genome duplication. In other words,
Qian et al. examined PPIs between interacting pair (A, B) and their interacting orthologs,
or interlogs, (A0 , B 0 ), while we examined PPIs between two pairs (A, C) and (A0 , C) where
A and A0 are paralogs. The fact that all pairs of paralogs we consider are the result of the
WGD even in S. cerevisiae allows us to use the event as a calibration point and make use
of the fact that all pairs have exactly the same age.
It is important to note that the results in Fig. 4.6 are based on data from the DIP
database of PPI networks. This database records only high-confidence links, and has a
relatively high false negatives rate as compared to false positives. We repeated the same
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analysis by using data from the BIOGrid database (with only links that are supported either
by low throughput experiments or by more than a single high throughput experiment). The
trends we obtained are similar to those in Fig. 4.6, with the other difference that the data
points and fitted curves are shifted up slightly. The estimated µ` and µa values were very
close to those estimated using the DIP database.
4.2.4

The fate of WGD gene pairs

After gene duplication, duplicates can have different functional fates, such as maintaining
the same function as the ancestral single-copy gene, developing a new function, etc. Given
our results above regarding the use of shared neighborhoods of WGD pairs to estimate the
rate of divergence, we here use the neighborhoods of WGD pairs as proxies of their functional fates. For conserved functionalization (CF), the two genes in a WGD pair maintain
exactly the same set of neighbors; in subfunctionalization (SF), each gene in a WGD pair
maintains a subset of original neighbors, while the union of their neighbors equals the original set. Finally, in neofunctionaliztion (NF), one gene in the WGD pair develops a new
set of neighbors while losing all of the duplicated neighbors. According to this strategy,
pure conserved functionalization would result in a normalized shared neighborhood size
equal to 1, while pure subfunctionalization and neofunctionalization would both result in a
normalized shared neighborhood size of 0. Fig. 1.3 illustrates these three categories.
In Fig. 4.7, we show the distribution of normalized shared neighborhood sizes of WGD
pairs. As the figure shows, only a very small portion of the WGD pairs actually maintains
exactly the same set of neighbors. About 40% of the pairs have totally exclusive neighbors,
and most of the gene pairs (60%) share some neighbors while also maintaining some different neighbors. This agrees with the widely known fact that pure SF and NF are rare, and
that a large fraction of gene duplicates undergo rapid SF followed by prolonged period of
NF referred to as the sub-neo-functionalization (SNF) model [HZ05].
To estimate the actual proportion of gene pairs whose fate is CF, SF, or NF (also, SNF),
we developed an Expectation-Maximization (EM) algorithm that is inspired by [ZH13] to
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Figure 4.7 : Distribution of normalized shared neighborhood sizes of WGD pairs.

estimate the fates from network data (see Methods for full details). Using this algorithm,
we estimate that about 7

9% of WGD pairs underwent CF, about 18

underwent NF, and that the rest of WGD pairs (70

21% WGD pairs

75%) underwent SF.

To further explore how these estimated fates correlate with fitness data (as we discussed
above), we categorized gene fitness of WGD pairs by their inferred types. Segre et al.
[SDCK05] studied the fitness and genetic interactions in yeast on a genome scale, and
grouped pairs of genes into one of the three categories according to epistasis analysis. Let
w1 and w2 be the effect on fitness of single-knockout of genes g1 and g2 , respectively, and
let w12 be the effect on fitness of double-knockout of both g1 and g2 . Let e = w12

w1 · w2 .

By inspecting the e values for the different WGD pairs, each pair can be categorized as
“no epistasis” (e = 0), “aggravating” (e < 0), or “buffering” (e > 0). We obtained the
knockout fitness data from [SDCK05] and inspected the epistasis status of the three WGD
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Figure 4.8 : Fitness effects of double-knockouts of WGD pairs in the groups (a) CF, (b)
NF, and (c) SF. The dashed line corresponds to no epistasis, while the regions above and
under the line correspond to buffering and aggravating epistasis, respectively.

pair groups (CF, NF, and SF).
For all 550 WGD pairs, only 182 pairs have both PPI data for inferring duplication type
based on our methodology and data from epistasis analysis. The values of w12 and w1 · w2

for WGD pairs in the three groups are shown in Fig. 4.8. For the SF group, 2 pairs have
no epistasis, 45 pairs are buffering and 77 pairs are aggravating. For the NF group, 0 pairs
have no epistasis, 11 pairs are buffering and 32 pairs are aggravating. For the CF group, 0
pairs have no epistasis, 3 pairs are buffering and 12 pairs are aggravating. Overall, WGD
gene pairs tend to have more of a buffering epistatic effect, and the trend is more obvious
when the duplication pairs evolve with conserved functionality (CF).
Dean et al. [DDDP08] pointed out that most duplicated genes are functionally redundant. For essential reactions, only 0.2% show negative epistasis. For non-essential reactions, 4% show negative epistasis. Our results show that WGD pairs have high proportion
with negative epistasis, which means WGD genes are highly redundant. Also the SF group
has the lowest ratio of aggravating pairs while CF group has the highest ratio of aggravating
pairs. This indicates that CF group are most functional redundant among the three groups,
which makes sense given the conserved functionality. Further, these results demonstrate the
utility of using network structure for determining the evolutionary fate of gene duplicates.
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4.3

Discussion

In this paper, we took a network perspective on the evolution of WGD pairs and investigated WGD pairs in yeast with respect to the yeast’s protein-protein interaction network.
The calibrated time of all gene pairs in this data set makes it an ideal data set for understanding evolution of gene duplications. We correlated divergence of WGD duplicates at
the sequence and network level. Further, we demonstrated strong correlations between
WGD pair divergence and fitness. Finally, using the neighbors of WGD pairs as proxies
for the functions of genes in these pairs, we developed a method to infer the evolutionary
fate of WGD pairs and then correlated the categories of WGD pairs with different fates
with fitness effects. Our results indicate that network connectivities can provide a powerful
tool to investigate and understand the evolution of gene duplicates.
Notice that the estimated µa is much smaller than µ` , which means that during evolution, the chance to add an edge for one or both gene in the duplicated pair is about three
orders of magnitude smaller than deleting an edge. This agrees with the hypothesized
DMC (duplication-mutation with complementarity) model [MZW05] of network evolution
regarding gene divergence after duplication. In other words, these types of analyses can
help inform whether commonly used models of network evolution are plausible, as well as
derive new ones.
It is important to point out that network data does not come without error. Indeed,
network data is very erroneous when compared, for example, with sequence data. While
we conducted our analyses independently with two sources of data (DIP and BioGrid), and
despite the good agreement between the two, we still expect inaccuracies of network data
to be present and affect the results. As technologies for deriving interaction data continue
to improve, it would be interesting to apply these methods to more accurate network data.
Another factor that could affect our results is gene conversion, since interlocus conversion events that occurred after WGD significantly affect the estimated sequence divergence
and, consequently, the correlations between sequence and network divergence.It is estimated that only about 10% gene pairs underwent gene conversion, and it would be inter-
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Figure 4.9 : Comparing the PPI degree distribution, gene length distribution, gene expression level distribution, and fitness level destribution of WGD pairs and non-WGD pairs in
yeast Saccharomyces cerevisiae. The figures show that the two gene pair groups have very
similar distribution for each comparison.

esting to investigate how gene conversion comes into play between sequence and network
divergence.
Finally, a question naturally arises as to whether WGD pairs are a good representative
of gene duplicate pairs in general. To investigate this question, we inspected four properties
of WGD and non-WGD pairs: PPI degrees, lengths of gene sequences, expression levels,
and fitness values. The results are shown in Fig. 4.9. The figure clearly shows that with the
exception of gene lengths, WGD and non-WGD pairs agree in terms of other properties.
These results indicate that WGD pairs provide a good sample of gene duplicates in general.
Given the knowledge about their duplication time, they are the ideal candidates of gene
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duplications to shed light on network evolution, and to translate network-based information
from WGD pairs to general duplicate pairs. These results further highlight the significance
of our findings on modeling network evolution and developing model-based methods for
ancestral network reconstruction [NK11, ZN12].
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Chapter 5
Impact of Pathway-based Selection on Fates of Duplicated
genes
So far we have considered many different fates for duplicated genes (Innan and Kondrashov
[IK10]), but we have not looked closely into what might have caused those fates to be favored. From a network perspective, it would be interesting to know if we only introduced a
fitness-based selection on the network level, what duplicated gene fates would be observed
more often than others. We will focus on the three fates (Fig. 1.3) again and use network
level neighborhood size as a proxy to indicate the fates. In Section 5.1, we first introduce
the network fitness models that we are going to use. In Section 5.2 we explain the simulation setup and measures we have used. In Section 5.3 we discuss the simulation results
and their implications. In the rest of the chapter, we refer to Innan and Kondrashov’s nine
models [IK10] in Table 2.5 as I-K models.

5.1

Network-level phenotype, genotype and fitness

When a mutation occurs, it always changes an individual’s genotype, potentially resulting in pathway/network topology changes. However, some of the changes might not be
observable since they do not affect fitness or behavior of the system. Thus, we can define
phenotype based on the system’s fitness or behavior so that it can be mapped from genotype
but can also be associated with an observable change [Alb91]. Suppose that the system’s
fitness can be calculated based on topology of the PPI network, then a genotype-phenotype
mapping is a function that maps the original network to a representation that is sufficient
for calculating the system’s fitness, but does not have all the network details. See Fig. 5.1
for an illustration of the mapping from genotypes to phenotypes and from phenotypes to
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fitness. The genotype-phenotype mapping is an n-to-1 map that maps different networks
genotype space

fitness

phenotype space

genotype-phenotype map

Figure 5.1 : Genotype-phenotype map is an n-to-1 map. Fitness is calculated based on the
phenotype.

to the same phenotype representation. The phenotype-fitness map is another n-to-1 map
that maps different phenotypes to some fitness value. During the evolutionary history, mutational events are occurring constantly, resulting in new genotypes and, sometimes, new
phenotypes. The n-to-1 genotype-phenotype map facilitates the exploration of novel and
potentially advantageous phenotypes. The reason is that a mutation that happens at the
genotype level does not always trigger a deleterious change at phenotype level [RW11].
We looked into two types of mechanisms of mutational robustness that facilitate evolutionary innovations. One is genotype diversity, where the n-to-1 genotype-phenotype map
can facilitate adaptive evolution in gene regulatory circuits [ESMW11]. The other is gene
duplication, which generally increases mutational robustness by providing a buffer for the
originally carried functions [Wag08]. It is interesting to explore how gene duplications
in regulatory networks interact with the genotype diversity to achieve mutational robustness, especially how the genotype diversity affects fates of duplicated genes in regulatory
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networks.
We did not model the genotype-phenotype map but only modeled the combined map
from genotype to fitness directly. That is, a fitness function maps genotypes to their resulting phenotypes. The key idea is that the fitness function is capable of capturing the
genotype diversity so that genotypes corresponding to the same phenotype should have the
same fitness value. Though such a function oversimplifies adaptive forces, it is helpful in
elucidating the interplay between the network genotype and its fitness.
Three recently introduced models for regulatory gene network fitness are:
1. Viability/Binary model: This model simply requires that all genes on the pathway
are regulated and, if this is not the case, then the genotype is not viable [Lyn07].
2. Discrete model: In this model, the expression patterns of genes are discretized with
constant time steps. Gene product regulation can be expressed using discrete matrix
operations [MW09, CMW08].
3. Continuous model: An ordinary differential equation (ODE) model of the pathway is
used, and gene product concentrations at steady-state solutions are used to quanitfy
the phenotype [RWWL08].
We now formally define these three models.
5.1.1

Binary fitness model

Lynch employed a simple viability constraint in his evolutionary analysis of pathways,
that required all genes to be regulated [Lyn07]. Intermediate transcription factors could be
initiator signals for other pathways downstream, and so the loss of regulation of an intermediate gene, which encodes a transcription factor would lead to the loss of the downstream
pathway as well. Such a scenario would be considered fatal to the cell.
The calculation of viability is simple: the pathway is non-viable if any row in the pathway genotype is all zeros, and viable otherwise. See Fig. 2.4(b) for an example of non-
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viable pathway. If a pathway is not viable, then it is considered invalid. The pathway fitness
will always be either 0 or 1, so it is also called the binary fitness model.
5.1.2

Discrete fitness model

In the discrete fitness model, an expression pattern of the k genes on the pathway is determined as a time series S(t) = [S1 (t), S2 (t), · · · , Sk (t)], where Si (t) is the expression of
gene i at time t in the series. Then,

Si (t + ⌧ ) = [

k
X

wj,i Sj (t)]

j=1

where ⌧ is some constant time step, and
absence of the product:
[x] =

is the sign function to indicate presence or
8
>
<1
>
:0

x>0
x0

and wj,i is the regulatory effect of gene gj on gene gi [MW09, CMW08]. A gene product
state at any time is either

1 for down-regulation, 0 for no regulation (in our model no

edge present), or 1 for up-regulation. In the update equation Si (t + ⌧ ) , influence outside
of these values is mapped to 0 or 1 using the sign function ( ). The matrix w = (wi,j ) is
the adjacency matrix of the regulatory pathway (See Fig 2.4(b) for example).
The equilibrium regulatory influence on each gene is given by S1 , which evolves from
a starting state S(0). This equilibrium state is viable if S(t) is either convergent or cyclic
within k 2 time steps [MW09].
Once regulatory pathway is classified into phenotypes, that is, pathways producing
same gene expression levels at equilibrium would belong to same phenotype group, we can
use the phenotype group product at equilibrium for fitness calculation. According to Dekel
et al., fitness can be decomposed into the benefit over the cost of the pathway [DA05]:
f itness =

benef it
cost

.
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Here, cost = 1 is a constant factor assuming the process of creating any different protein
products have same normalized unit cost. We use
benef it =

X

Si

gi 2target

where target is the set of genes that perform some important functions in the cell, and
whose product we care about.
5.1.3

Continuous fitness model

Similar to the discrete fitness model, the continuous fitness model determines an expression pattern of k genes as a continuous time series S(t) = [S1 (t), S2 (t), · · · , Sk (t)], but
calculates

Si (t + ⌧ ) = [

k
X

wj,i Sj (t)]

j=1

with ⌧ ! 0 being an infinitesimally small time step. Function wi,j again is the regulatory
effect of gene gj on gene gi . Function

now is defined as
8
>
<x x 0
[x] =
>
:0 x < 0.

The product of gi at time t now can be expressed as
Si (t) =

Z

t

[
0

k
X

wj,i Sj (t)]

Si (t)dt + Si (0)

j=1

This is applicable for analytical computation. When applying it to simulation, we need
to discretize t to small time steps which makes the model a discrete fitness model. Therefore, continuous network fitness model is not used in our simulation.

5.2

Simulation setup

To see how network-level fitness affects the fates of duplicated genes, we used the same
simulation framework as described in Chapter 2. We modeled the network-level fitness and
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ran simulations to observe fates of the duplicated genes. In our simulation, a genotype is a
coupled genome-interactome entity, where the genes on the genome component correspond
to the nodes in the interactome counterpart. All interactions are directed since we are
simulating the regulatory pathways. Each edge has a weight of 1 or 1 to indicate a positive
or negative regulation (wi,j ). A value of wi,j = 0 indicates no regulatory effect of gene i
on gene j. Duplication of a gene also duplicates all its connections with corresponding
directions and weights. Mutation on a node or an edge is the same as before. Reversing
the direction of an edge is a two-step mutation where one removes the original edge and
one adds another edge with the reversed direction. For gene innovation, a gene connects to
another gene by adding a new directed edge with a weight 1 or

1. Other mutations have

the same behavior as described in Section 2.1.
5.2.1

Network measures

For a given network, let V be the set of nodes in the network and E be the set of edges.
Let d(u, v) be the distance from node u 2 V to node v 2 V in the underlying undirected

graph of the regulatory network. We define the clustering coefficient, network diameter
and average network distance of a network based on the underlying undirected graph of the
regulatory network as follows.
The clustering coefficient is defined as
C(N ) =

3 ⇥ number of triangles

.
number of connected triples of nodes

The network diameter is defined as
D(N ) = maxu,v2V {d(u, v)}.
Finally, the average network distance is defined as
d(N ) = avru,v2V {d(u, v)}.
Now, let N (g) be the set of neighbors of gene g in the underlying undirected graph of
the regulatory network. The shared neighborhood size of two paralogous genes is defined
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as
sh(g1 , g2 ) =

|N (g1 ) \ N (g2 )|
|N (g1 ) [ N (g2 )|

.

Further, we define the network-level average shared neighborhood size as
sh(N ) = avr(g1 ,g2 )are paralogs in N {sh(g1 , g2 )}.
5.2.2

Simulation measures

All the network measures above are taken on a network of an individual. In our population
based simulation, we report aggregated results of the population over time. In other words,
for each network measure, we average the value over all individuals in the population at
time t, and record it as the simulation results in terms of time. Let N (t) be the set of all
networks of all individuals in the population at generation t. Then, we have:
• Clustering coefficient of the simulation at time t
C(t) = avrN 2N (t) C(N ).
• Network diameter of the simulation at time t
D(t) = avrN 2N (t) D(N ).
• Average network distance of the simulation at time t
d(t) = avrN 2N (t) d(N ).
• Shared neighborhood size of the simulation at time t
sh(t) = avrN 2N (t) sh(N ).
We use these four measures in the results below. In addition, we plot the fitness values, as
given in Section 2.2.2.
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5.3

Results and discussions

We did two groups of simulations. The first group only employs selection forces on the
genomes and no network information is used in selection. The other group only employs
selection forces based on network topology. To be more specific, for the genome-selection
group, we use the I-K models in [IK10], and for the network-selection group, we use the
binary and discrete models of the network fitness model presented in Section 5.1. The
results are reported in the rest of the section.
We are specifically interested in the fates of duplicated genes in both groups of simulations to see if some fate, or fates, emerge more frequently than the others. We use
neighborhood as a proxy for function, and the different fates on the network level can be
explained by the different cases in Fig. 1.3. Non-functionalization can be considered as
a special case of sub-functionalization where one copy has no neighbors. In the simulation, we thus can use shared neighborhood size sh(t) as defined in Section 5.2.2 to indicate
which fate is more favored in one model or the other. Again, for any two genes,
sh(g1 , g2 ) =

|N (g1 ) \ N (g2 )|
|N (g1 ) [ N (g2 )|

.

If g1 and g2 undergo conserved functionalization, we have sh(g1 , g2 ) = 1; If g1 and
g2 undergo non-functionalization, we have sh(g1 , g2 ) = 0; If g1 and g2 undergo subfunctionalization, we have sh(g1 , g2 ) = 0 if the neighborhoods of g1 and g2 are exclusive
to each other, or 0 < sh(g1 , g2 ) < 1 otherwise; If g1 and g2 undergo neo-functionalization,
we also have sh(g1 , g2 ) = 0 when the neighborhoods of g1 and g2 are exclusive, and
0 < sh(g1 , g2 ) < 1 otherwise.
Notice that the measure sh(g1 , g2 ) tells how many of the originally shared neighbors
are conserved, so conserved functionalization has higher sh value. However, it does not
tell apart the other three cases. The reason is that to distinguish sub-functionalization and
neo-functionalization, for example, we need to know whether new neighbors arise in the
union of the neighborhood of the two copies. Any measures based on the neighborhood
size instead of neighborhood set itself miss such information and cannot be used to dis-
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tinguish neo-functionalization, non-functionalization, and sub-functionalization. Because
bookkeeping the neighbor set for all genes in all genotypes in the population in every generation is very expensive, we did not implemented it in current simulations. We identify
this as a future direction for further research.
5.3.1

Population genetic simulations with genome-based fitness models

The details of I-K models and their fitness function definitions have been presented in
Section 2.2. Table 5.1 briefly describes the nine models again and indicates under each
model which gene fates, i.e., conserved functionalization, sub-functionalization, neofunctionalization, or non-functionalization, might appear more than in other models.

Table 5.1 : I-K models of gene duplication [IK10]. The fates favored under each
model are shown. CF: conserved functionalization, SF: sub-functionalization, nonF: nonfunctionalization, neoF: neo-functionalization.
Model

Brief Description

fates favored

Ia

Extra copies are redundant

nonF

Ib

Functionally complementary

SF

Ic

Functionally complementary is more advantageous

SF

IIa

Extra copies are beneficial

CF

IIb

Shielding against deleterious mutations

nonF

IIc

Modified function

neoF

IIIa

Adaptive radiation

CF + SF + neoF

IIIb

Recombination can create advantageous heterozygote

neoF

IIIc

Multi-allelic diversity advantageous

neoF

For example, in model Ia and model IIb, new duplicates have no fitness advantage and
are likely to mutate and lose their original functions. Thus, non-functionalization is easily seen under this model compared to other models. In models Ib and Ic, new duplicates
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might carry part of the original functions after divergence and become functionally complementary to the original copy. Sub-functionalization in these two models can maintain
or even increase the fitness, and therefore would appear more than in other models. In
models IIa and IIIa, new duplicates will be beneficial if thet can keep all or most of the
original functions, so conserved functionalization is especially favored. For the rest of the
models, a duplicated copy acquires higher fitness by developing new functions, so neofunctionalization is favored. Notice that models IIIb and IIIc could acquire different new
function more easily by gene conversion or recombination with existing heterogeneous
genotypes.
We expect to see sh(t) under models where conserved functionalization is favored to
be higher than under other models. To verify whether it is the case, we choose three models
as representatives where they favor conserved functionalization at different levels:
• Model IIa, where conserved functionalization is explicitly favored.
• Model IIIa, where conserved functionalization is somehow favored but in combination with other fates.

• Model Ic, where sub-functionalization is more favored than conserved functionalization.

The results of sh(t) for each model are shown and compared in Fig. 5.2.
Three models show different rates at which the values of sh(t) decrease. Model IIa
shows the slowest decrease of sh(t), Model IIIa is the second slowest, and Model Ic has
the fastest decrease of sh(t). Because conserved function is not selected against and all
newly duplicated genes in the population maintain all the just-copied neighbors, the value
of sh(t) will never reach 0.
Using these three models, we also examined the other simulation measures to see
whether there are other differences when different gene duplication fates are favored.
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Figure 5.2 : Average shared neighborhood size at different generations sh(t) under three
of the I-K models: Model IIa, which favors CF; Model Ic, which favors SF; and Model
IIIa, which favors a combination of CF, SF and neo-F. The results here are averaged over
15 simulation runs. Each run simulates a population of size 1000 for 2 ⇥ 105 generations.
Initial genotype has genome size of 21 genes and 30% randomly selected node pairs are
connected in the regulatory network.

Fig. 5.3 shows the simulation results using Model IIa. When the fitness model favors
extra copies of genes, the number of nodes grows very fast. The number of edges also
grows very fast since each gene duplication also duplicates all the edges of the original
gene. Average fitness keeps increasing when more and more beneficial nodes are added to
the genomes.
Since Model IIa favors conserved functionalization, edge loss in this simulation is
slower compared to most other models, which is reflected in the slow decrease of clustering
coefficient and the average shared neighborhood size. Clustering coefficient is a measure
of the degree to which nodes in a graph tend to cluster together, and a slow decrease means
that the network still maintains a certain level of clustering. The slow decrease of the av-
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Figure 5.3 : Simulation results for Model IIa, where extra copies are beneficial and selected
for. The results here are averaged over 15 simulation runs. Each run simulates a population
of size 1000 for 105 generations. Initial genotype has genome size of 21 genes and 30%
randomly selected node pairs are connected in the regulatory network.

erage shared neighborhood size indicates copies after gene duplication diverge slowly in
terms of neighbors.
In terms of distance and diameter, we see in Fig. 5.3 that the average distance increases
slowly, which means that for certain pairs of nodes, their distance increases as the simulation proceeds. The network diameter on the other hand not changing shows that the entire
network is still very well connected.

Fig. 5.4 shows the simulation results using Model Ic, where functional complementarity
of two copies is more advantageous. When the fitness model favors extra copies indirectly
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Figure 5.4 : Simulation results for Model Ic, where functional complementarity of the
two copies is more advantageous and selected for. The results here are averaged over 15
simulation runs. Each run simulates a population of size 1000 for 105 generations. Initial
genotype has genome size of 21 genes and 30% randomly selected node pairs are connected
in the regulatory network.

by sub-functionalization, the number of nodes still grows very fast. The number of edges
also grows but not as fast as in Model Ia, since after each gene duplication duplicates the
edges of the original gene, both of the copies are favored to lose a subset of the edges.
Average fitness keeps increasing when more and more complimentary gene pairs are added
to the genomes.
Since Model Ic favors sub-functionalization, edge loss in this simulation is much faster
compared to most of other models. Especially the average shared neighborhood size decreases much faster than in Model IIa, which indicates copies after gene duplication diverge
fast in terms of neighbors. However, the decrease of clustering coefficient is still very slow,
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meaning that the network still maintains clustered even when more edges are lost.
The average distance increases slowly as in Model IIa. But this time the network diameter actually shows a more observable change over generations, which means there are
pairs of nodes whose distance are greatly affected by the sub-functionalization process.

Figure 5.5 : Simulation results for Model IIIa, where copies maintain part of original
functions and at the same time develop some new functions that are more easily seen and
selected for. The results here are averaged over 15 simulation runs. Each run simulates a
population of size 1000 for 105 generations. Initial genotype has genome size of 21 genes
and 30% randomly selected node pairs are connected in the regulatory network.

Fig. 5.5 shows the simulation results using Model IIIa, where copies maintain part of
original functions and at the same time develop some new functions that are more easily
seen. In this case, the model favors a combination of conserved functionalization, sub-
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functionalization, and neo-functionalization. The number of nodes grows as fast as in other
two models. The number of edges also grows much slower than in Model Ia, but faster than
in Model Ic, since after each gene duplication, each copy is favored to lose a subset of the
edges but also gain a small new set of edges. Average fitness keeps increasing when more
and more genes with adapted sub-functions are added to the genomes.
Because of the favoring of mixed fates, the edge loss in this simulation has a speed
that is between Model IIa and Model Ic. This is especially reflected in the decrease of the
average shared neighborhood size, whose speed is between the other two models as well.
The decrease of clustering coefficient is still slow, meaning that the network maintains
clustered when some of the edges are lost.
The average distance and network diameter has the same increasing trend as in Model
Ic. The speed is slightly slower because of conserving some shared edges and adding some
new edges during the sub-functionalization process.
5.3.2

Population genetic simulations with network-based fitness models

Two fitness models will be used to simulate evolution with network-based fitness. One is
the binary fitness model; the other is the discrete fitness model, both of which have been
introduced in detail in Section 5.1
We first ran the simulation under the binary model, with the same set of measures as we
did for the three models with selection on the genome. The results are shown in Fig. 5.6.
For binary fitness model, extra gene copies are not beneficial. Thus, we can see that the
number of nodes grows much slower than in any of the models we have seen so far. Since
the node duplication is the major contributor to add edges to the network, the number of
edges also grows relatively slow. Average fitness is constant 1 because for binary model,
only two fitness values are possible, where the other is non-viable and selected against.
The binary model does not explicitly favor any of the fates for duplicated genes. However, since the only fitness criterion is that all genes are regulated, losing edges definitely
increases the risk of making network non-viable. Thus the overall edge loss rate is low.
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Figure 5.6 : Simulation results for binary network fitness model, where the network is
viable only when all genes are regulated. The results here are averaged over 15 simulation
runs. Each run simulates a population of size 1000 for 105 generations. Initial genotype
has genome size of 21 genes and 30% randomly selected node pairs are connected in the
regulatory network with a random direction. Initial edge weight is randomly selected from
1 and 1.

This results in slow decrease in both clustering coefficient and average shared neighborhood size, as well as the small increase in average distance. The network diameter for this
model does not change during the simulation.

For discrete fitness models, we conducted simulations with different initial genotypes
where the ratio of inhibiting edges, i.e., edges with weight

1, were chosen differently.
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We defined
r=

|{(i, j) | (i, j) 2 E, wi,j =

1}|

|{(i, j) | (i, j) 2 E}|

to be the ratio of inhibiting regulation edges in the network. For example, in Fig. 2.4(b),
r = 1/4 = 0.25. We ran the simulation using different initial genotypes with different r
values and observed the shared neighborhood size change for each of them. The results are
shown in Fig. 5.7.

r=0
r = 10

r = 40
r = 20
r = 60

r = 30
r = 50
r = 90
r = 70
r = 80

Figure 5.7 : Average shared neighborhood size at different generations sh(t) under discrete
fitness models with different r values (see text). The results here are averaged over 15
simulation runs. Each run simulates a population of size 1000 for 105 generations. Initial
genotype has genome size of 21 genes and 30% randomly selected node pairs are connected
in the regulatory network with a random direction. Here, r of the edges in the network are
randomly selected to have weight 1, and the rest of the edges are given a weight of 1.

The results do not show a clear correlation between the r value and the decreasing rate
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of the average shared neighborhood size. Nonetheless, there are some interesting trends.
When the r value is very small, such as r = 0 and r = 10, the decrease of average shared
neighborhood size is very slow. An explanation is that, when most of the regulations in the
network are positive, any duplication has a very high chance of duplicating either the target
gene, or another gene that directly or indirectly promotes the product of the target gene.
This duplication is beneficial and thus the duplicated copy has a higher chance to maintain
the copied function as well as its edges. When the r value is high, it becomes trickier, since
the duplication might happen on the target gene or its activators. There is also a big chance
that the duplication happens on a gene that directly or indirectly inhibits the target gene.
When the latter case happens, it will be selected against unless it loses all or part of its
inhibiting function. Thus, sub-functionalization and non-functionalization happens much
often when r value is high.
We chose three r values that show different decrease rates of the average shared neighborhood size, and ran simulation to observe the other measures for each case:
• r = 0, where the average shared neighborhood size decreases very slowly.
• r = 70, where the average shared neighborhood size decreases relatively slowly.
• r = 30, where the average shared neighborhood size decreases with at a rate between
the above two.

Fig. 5.8 shows the simulation results using discrete fitness model, where initial genotype network has no inhibitors. Since the discrete model product of target genes (thus
fitness), is scaled to be either 0 or 1. There will be no fitness increase. However, duplication does provide a buffering for deleterious mutation (such as mutation that introduce an
inhibitor or delete a target gene), so it is still potentially beneficial. The number of nodes
and edges both increase due to the gene duplications.
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Figure 5.8 : Simulation results for discrete network fitness model with r = 0. The results
here are averaged over 15 simulation runs. Each run simulates a population of size 1000 for
105 generations. Initial genotype has genome size of 21 genes and 30% randomly selected
node pairs are connected in the regulatory network with a random direction. Initial edge
weights are all 1.

Similar to the binary fitness model, the overall edge loss rate seems to be low. This is
reflected by the slow decrease in both clustering coefficient and average shared neighborhood size, as well as the small increase in average distance. The network diameter for this
model does not change during the simulation. The results looks very close to binary fitness
model except for a slightly higher rate of node and edge increase.

Fig. 5.9 shows the simulation results using discrete fitness model, where initial genotype network has high ratio of inhibitors. The fitness value keeps the same for the same
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reason that target product is scaled to be 0 or 1.

Figure 5.9 : Simulation results for discrete network fitness model with r = 0.7. The
results here are averaged over 15 simulation runs. Each run simulates a population of size
1000 for 105 generations. Initial genotype has genome size of 21 genes and 30% randomly
selected node pairs are connected in the regulatory network with a random direction. Initial
edges are sampled to have about 70 with weight 1, and the rest with weight 1.

Duplications on any gene that inhibits the target genes are selected against and thus
might undergo sub-functionalization or non-functionalization. So the edge loss rate is
higher. This is reflected by the faster decrease in average shared neighborhood size, and
the increase in average distance and network diameter. The results looks very close to I-K
model Ic where sub-functionalization is favored.

Fig. 5.10 shows the simulation results using discrete fitness model, where initial geno-
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type network has a relatively low ratio of inhibitors. The fitness value keeps the same
during the simulation.

Figure 5.10 : Simulation results for discrete network fitness model with r = 0.3. The
results here are averaged over 15 simulation runs. Each run simulates a population of size
1000 for 105 generations. Initial genotype has genome size of 21 genes and 30% randomly
selected node pairs are connected in the regulatory network with a random direction. Initial
edges are sampled to have about 30 with weight 1, and rest with weight 1.

Duplication on any gene that inhibits the target genes are selected against and thus
might undergo sub-functionalization or non-functionalization, while duplication on any
gene that promotes the target genes or target genes themselves is selected for and thus
might undergo conserved functionalization. From the various network measures, it shows
that the edge loss rate is higher than when r = 0 but lower than when r = 70. The
results looks similar to I-K model IIIa where a combination of conserved functionalization,
sub-functionalization, and neo-functionalization are favored during evolution simulation.
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5.4

Summary

In this chapter, we considered two groups of simulation settings. One group employs a
selection on the genome level and the other group employs a selection based on the network
topology. We especially looked at the fates of duplicated genes by examining the average
shared neighborhood size at different generations during the simulation. Our results show
that when fitness is calculated based on network information, we observe that some fates
are more favored than others. Specifically, the binary fitness model and the discrete fitness
model with no inhibitors (initially) favor conserved functionalization, the discrete fitness
model with high inhibitor ratio favors sub-functionalization, and the discrete fitness model
with low inhibitor ratios falls in between. With some other measured network properties
considered, the simulation results have corresponding cases between the two groups of our
simulations.
Our simulation under network fitness models also incorporated genotype diversity and
gene duplication together. Given that both of them provide evolutionary robustness against
deleterious mutation, it is interesting to find that they interact with each other. Fitness
computed based on the genotype-phenotype map affects the fates of duplicated genes. At
the same time, duplication affects genotype diversity as well: when activating gene or target
genes are duplicated, duplicatiion enhances the evolutionary robustness of the genotype
diversity. On the contrary, when inhibitors of the target genes are duplicated, duplication
may diminish the fitness and is selected against, thus the duplicated functionality is not
preserved.
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Chapter 6
Conclusions and Future Work
Gene duplication has long been considered a major driving force for evolution and speciation. In the past fifty years, there has been much research and results reported about gene
duplication and its role in evolution. Almost all of them, however, focus on the properties
of gene duplicaiton at the genomic level. With the increasing availability of molecular interaction network data, we are interested in looking at gene duplication at a network level.
More specifically, we set out to understand how gene duplication affects network evolution
and how networks constrain gene duplication.
In this thesis, we have derived a model showing relationships between sequence level
divergence rate and network level divergence rate by examining yeast whole genome duplication data. Our results show that network level divergence is three orders of magnitude
slower than sequence level divergence and the results can be carried over to other paralogs.
We introduced new computational methods for correcting genetic distances and reconstructing ancestral networks of molecular interaction networks under the link dynamics
and DMC models of network evolution. Our algorithms produce good results on biological
and synthetic data. These methods are applicable even when the data do not evolve under
these restrictive models, and give insights into how to develop algorithms for more general
models.
We have also developed a population genetic simulation framework that incorporates
various evolutionary events such as gene duplication, mutation, gene conversion and recombination. The genotype of an individual in the population consists of the individual’s
genome and interactome, thus allowing for analysis and understanding of the interplay between the genomes and how it encodes for higher interactions. Using the simulator, we
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showed that without invoking direct selection on gene duplicability, gene connectivity, or
gene age, a negative correlation can be observed between the former two, and a positive
correlation between the latter two emerges. Analysis using real data from different species
shows that the correlation between gene connectivity and gene duplicability is affected by
the genome size (or number of genes in the genome). Using our simulator, we were able to
reproduce the correlation variability via mutation rate tuning.
Focusing on the classification of gene duplication fates in [IK10], we investigated how
networks can reflect or affect the fates of duplicated genes. We derived an algorithm that
helps elucidate the fates of gene duplicates from gene connectivities. Also, using the same
simulation framework, with different regulatory network fitness models that have been used
by Lynch [Lyn07] and Wagner [RW11], we were able to show that network topology imposes a fitness constraint on gene duplicates.
Most of our current results are obtained either using the yeast network data or based
on our simulation framework. The reason is that though there are many network data sets
available for different species, the majority of them are incomplete or noisy. By far, the
yeast network data set is one of the highest quality networks out there. An important future
direction for research is to conduct similar analyses on other species to explore whether our
findings carry over to those species.
Understanding the relationships between gene duplication and network evolution is still
an area in its infancy, and all exiting results are still based on simplified models. More complex models that faithfully capture the genome-interactome genotype are needed. However,
such complex models would definitely add to the computational requirements of population genetic simulations, and research into efficient techniques for such simulations would
be necessary.
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