


ABSTRACT

Bayesian graphical models for biological network inference

by

Christine B. Peterson

In this work, we propose approaches for the inference of graphical models in the

Bayesian framework. Graphical models, which use a network structure to represent

conditional dependencies among random variables, provide a valuable tool for visu-

alizing and understanding the relationships among many variables. However, since

these networks are complex systems, they can be difficult to infer given a limited

number of observations. Our research is focused on development of methods which

allow incorporation of prior information on particular edges or on the model structure

to improve the reliability of inference given small to moderate sample sizes.

First, we propose an approach to graphical model inference using the Bayesian

graphical lasso. Our method incorporates informative priors on the shrinkage param-

eters specific to each edge. We demonstrate through simulations that this method

allows improved learning of the network structure when relevant prior information is

available, and illustrate the approach on inference of the cellular metabolic network

under neuroinflammation. This application highlights the strength of our method

since the number of samples available is fairly small, but we are able to draw on rich

reference information from publicly available databases describing known metabolic

interactions to construct informative priors.

Next, we propose a modeling approach for settings where we would like to estimate



networks for a collection of possibly related sample groups, where the sample size for

each subgroup may be limited. We use a Markov random field prior to link the graphs

within each group, and a selection prior to infer which groups have shared network

structure. This allows us to encourage common edges across sample groups, when

supported by the data. We provide simulation studies to illustrate the properties

of our method and compare its performance to competing approaches. We conclude

by demonstrating use of the proposed method to infer protein networks for various

subtypes of acute myeloid leukemia and to infer signaling networks under different

experimental perturbations.
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Chapter 1

Introduction

Graphical models are a class of statistical models which describe the conditional

dependence relationships among a set of random variables. The use of graphical

models is increasingly relevant as researchers collect and interpret more and more

complex data. In particular, technological innovations in the biological sciences have

allowed scientists to measure the levels of many genes, proteins, or metabolites for

each subject. In this context, understanding how the levels of these molecules are

related through biological networks is of critical importance in understanding the

biological mechanisms of disease and treatment.

Graphical models reflect the fundamental belief that the true conditional depen-

dence structure among the variables is reasonably sparse. By decreasing the number

of parameters to be estimated, the assumption of sparsity reduces noise in model esti-

mation. Graphical models also offer important advantages in terms of interpretability.

In noisy data, any pair of variables will have nonzero correlation, and even large cor-

relations can be difficult to interpret since a high correlation between two variables

may reflect an indirect association through a third mediator. Graphical models allow

researchers to focus on a smaller set of connections which reflect that the variables are

related after accounting for the remaining variables in the data set. Finally, graphical

models allow visualization of the dependence structure as a network, which provides

a clear and succinct summary of the inferred relationships.
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1.1 Graphical models

In this section we provide a brief introduction to graph theory, graphical models in

statistics, and graphical models for multivariate normal data. For additional back-

ground, see Lauritzen (1996) and Whittaker (2008).

1.1.1 Graph theory

A graph consists of the pair G = (V,E), where V = {1, . . . , p} is the set of vertices

and E ⊂ V × V is the set of edges. There are two major classes of graphs: directed

graphs, in which the edge (i, j) is an ordered pair, and undirected graphs, in which

the edge (i, j) ∈ E if and only if (j, i) ∈ E. In a directed graph, an edge is represented

visually by an arrow, and in an undirected graph, by a line. If (i, j) ∈ E, then vertex

i is adjacent to vertex j in the graph, and is often referred to as a neighbor. We follow

the standard assumption that the graph is simple, meaning that multiple edges or

self loops where an edge connects a vertex back to itself are not allowed. A graph

may also be represented using an adjacency matrix A defined such that aij = 1 if

(i, j) ∈ E and 0 otherwise. A path from i to j is a sequence v1, v2, . . . , vn such that

v1 = i, vn = j, and (vi, vi+1) ∈ E for i = 1, . . . , n − 1. A cycle is a path such that

v1 = vn. A directed acyclic graph (DAG) is a directed graph with no cycles.

A subgraph of G is a subset of vertices A ⊆ V and all edges (i, j) ∈ E such that

i ∈ A and j ∈ A. A subgraph is maximal with respect to a particular property if

its vertices are not a subset of a larger set of vertices that correspond to a subgraph

with the given property. A graph is complete if every pair of vertices is connected

by an edge, and a clique is any maximal complete subset. A subset of vertices S is

a separator of the sets A and B if all paths from any node in A to any node in B

intersect S. See Figure 1.1 for an illustration of these concepts.
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Figure 1.1 : Example of an undirected graph. The sets of nodes {a, b, c} and {c, e, d}
each form a clique. These cliques are separated by the set S = {c}.

The sets A and B form a decomposition of the graph G if A ∪ B = V and

A ∩ B = S, where S is a complete subset that separates A and B. A graph is

decomposable if it has a decomposition into subsets A and B such that A and B are

themselves decomposable. A decomposition is proper if A and B are both nonempty.

A graph is prime if it does not have a proper decomposition. An equivalent definition

for decomposability to that given above is that all maximal prime subgraphs are

complete. While the graph shown in Figure 1.1 is decomposable, many basic graphs

such as that shown in Figure 1.2 are not.

�

�

�

�

Figure 1.2 : Example of a graph which is not decomposable.
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1.1.2 Graphical models in statistics

A graphical model is a statistical model for multivariate data in which conditional

dependencies among the variables are represented by a graph. The random variables

X and Y are conditionally independent given Z if and only if the joint conditional

probability density of X and Y given Z factorizes into a product of the marginal

conditional densities:

fXY |Z(x, y|z) = fX|Z(x|z)fY |Z(y|z).

This can be written X ⊥⊥ Y |Z. In a graphical model, the vertices of the graph

G = (V,E) represent the random variables XV .

In an undirected graphical model, also known as a Markov random field, the

variables follow the global Markov property with respect to an undirected graph G.

The global Markov property states that for any sets of vertices A and B separated

by S, the corresponding sets of random variables are conditionally independent given

the separating set:

XA ⊥⊥ XB|XS. (1.1)

This may also be written A ⊥⊥ B|S. The global Markov property implies the local

Markov property, which states that for any vertex a,

Xa ⊥⊥ XV \{a∪ne(a)}|Xne(a), (1.2)

where ne(a) represents the neighbors of a, and A\B denotes the set of elements in

A but not in B. The local Markov property in turn implies the pairwise Markov

property, which states that for any pair of vertices a and b which are not connected
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by an edge in G,

Xa ⊥⊥ Xb|XV \{a,b}. (1.3)

This can equivalently be written a ⊥⊥ b|V \{a, b}. The pairwise Markov property

implies that any two variables which are not adjacent are conditionally independent

given the remaining variables.

Directed graphical models, also known as Bayesian networks, use directed acyclic

graphs (DAGs) to represent conditional dependencies. Although directed graphical

models offer an attractive interpretation, our primary focus is undirected graphical

models since inference of directed graphs requires some notion of causality. This may

be derived from prior information on the direction of influence between variables.

For example, it would be a valid assumption that DNA methylation could affect gene

expression, but not the reverse. Alternatively, experimental designs in which data are

collected after treatments or interventions are applied may allow inference of causal

effects. However, data from many common settings lack such structure, and prior

information on causality is not generally available.

1.1.3 Gaussian graphical models

Gaussian graphical models (GGMs) are undirected graphical models in which vari-

ables follow a joint multivariate normal distribution. Following the work of Dempster

(1972), GGMs are sometimes referred to as covariance selection models. For a random

vector x = (X1, . . . , Xp) following a multivariate normal distribution, we can write

x ∼ Np(µ,Σ),
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where µ ∈ Rp is the mean vector and Σ ∈ Rp × Rp is the covariance matrix, which

must be symmetric and positive definite. The multivariate normal probability density

function (pdf) can be written

p(x) = (2π)−p/2|Σ|−1/2 exp
{
− 1

2
(x− µ)′Σ−1(x− µ)

}
, (1.4)

where |·| represents the determinant. The multivariate normal may also be parametrized

using the inverse covariance matrix Ω = Σ−1, typically referred to as the precision or

concentration matrix. There is an important relationship between zeros in the pre-

cision matrix and conditional independence between variables (the pairwise Markov

property), which is that

Xi ⊥⊥ Xj|XV \{i,j} if and only if ωij = 0, (1.5)

where ωij denotes the i, jth entry of the precision matrix Ω. See Speed & Kiiveri

(1986) for a proof of this fact. Since the multivariate normal distribution is a positive

and continuous density, the pairwise Markov property implies the local and global

Markov properties (Hammersley & Clifford 1971). Therefore, GGMs are often defined

simply by the pairwise Markov property.

1.2 Inference of Gaussian graphical models

Given equation (1.5), we can see that estimation of a conditional dependence graph

among multivariate normal random variables corresponds to estimation of a sparse

version of Ω. Since there are
(
p
2

)
= p(p− 1)/2 off-diagonal entries in Ω which may be

either zero or nonzero, the number of possible graphical models is 2p(p−1)/2. Because
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the primary interest in estimation of GGMs is inference of the precision matrix rather

than the mean vector, it is typically assumed that the variables are centered. The

multivariate normal pdf then simplifies to

p(x) = (2π)−p/2|Ω|1/2 exp
{
− 1

2
x′Ωx

}
. (1.6)

In the context of linear regression, the lasso method allows sparse estimation of

the coefficient vector by imposing a penalty on its L1 norm in the maximum likelihood

criterion (Tibshirani 1996). Similarly, the graphical lasso (Meinshausen & Bühlmann

2006, Yuan & Lin 2007, Friedman et al. 2008) imposes an L1 penalty on the entries

of Ω to enable estimation of a sparse version of the precision matrix. Meinshausen

& Bühlmann (2006) frame this problem as one of neighborhood selection, in which a

lasso regression of a variable Xi on the remaining variables is used to determine its

neighbors in the conditional independence graph, or equivalently, whether the preci-

sion matrix entries ωij are nonzero. Yuan & Lin (2007) propose placing an L1 penalty

on the off-diagonal elements of the precision matrix. By reframing the optimization

as a determinant-maximization problem, they are able to solve using the interior-

point algorithm. Friedman et al. (2008) link the two works by demonstrating that

the neighborhood selection of Meinshausen & Bühlmann (2006) is in fact equivalent

to maximization of

log(det Ω)− tr(SΩ)− ρ||Ω||1, (1.7)

where tr denotes trace, S = X′X/n is the sample covariance matrix, ρ is a penalty

parameter, and ||·||1 denotes the L1 matrix norm. Friedman et al. (2008) also propose

a more efficient estimation procedure using the coordinate descent algorithm for the

lasso.
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In recent years, Bayesian analogues to the lasso and graphical lasso have been pro-

posed (Park & Casella 2008, Wang 2012). The Bayesian lasso uses double-exponential

priors, which strongly favor values close to 0, to achieve shrinkage of the coefficients

in a linear regression. Although the inferential framework is quite different, the pos-

terior mode of the coefficient parameters under the Bayesian lasso is in fact equal to

the lasso estimate for the equivalent penalty parameter. In a similar vein, to achieve

shrinkage of the precision matrix, the Bayesian graphical lasso places double expo-

nential priors on the off-diagonal entries of the precision matrix. We explore this

approach to graphical model estimation in further detail in Chapter 2.

The more classical Bayesian approach for the inference of Gaussian graphical mod-

els is to place a conjugate prior on the precision matrix conditional on a graph, then

place a prior over the space of possible graphs. The use of a prior which is conjugate

to the likelihood guarantees that the posterior will follow the same parametric form.

Conjugate priors are often used for mathematical convenience since the posterior will

correspond to a known distribution which is typically available in closed form. Since

a comparison of the parameters for the posterior and prior is straightforward, the use

of a conjugate prior can also clarify the impact of the data on the distribution of the

parameters of interest.

The standard conjugate prior for the precision matrix of the multivariate normal

distribution in the Bayesian framework is the Wishart distribution, which is the mul-

tivariate generalization of the χ2 distribution. Initial work on Gaussian graphical

models in the Bayesian framework (Dawid & Lauritzen 1993, Giudici & Green 1999)

focused on the hyper inverse Wishart distribution, which restricts the Wishart distri-

bution to the space of positive definite symmetric matrices with zeros corresponding

to a decomposable graph. The reason for the restriction to decomposable graphs is
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that decomposability of the graph enables the distribution to be factorized into a

product of Wishart densities on the cliques and separators of the graph.

In more recent work, Roverato (2002) developed the G-Wishart prior as the conju-

gate prior for arbitrary graphs. This was a step forward in terms of modeling since it

obviated the need for the artificial restriction to decomposable graphs. However, the

G-Wishart distribution is difficult to deal with mathematically since its normalizing

constant involves an intractable integral. This means that Markov chain Monte Carlo

(MCMC) methods are required to sample from the distribution or to obtain posterior

estimates, so we lose some of the benefits of conjugacy. A number of sampling ap-

proaches have been proposed in recent years, including rejection sampling (Wang &

Carvalho 2010), Metropolis-Hastings algorithms (Mitsakakis et al. 2011, Dobra et al.

2011), non-ordinary block Gibbs sampling (Wang & Li 2012), and direct sampling

(Lenkoski 2013). Since we utilize the G-Wishart prior framework in the modeling pro-

posal of Chapter 3, additional literature review and discussion of G-Wishart sampling

can be found at that point.

1.3 Overview of projects

The projects included in Chapters 2 and 3 both reflect the goal of inferring biological

networks from limited data. Since networks are complex systems, they are difficult

to infer given small to moderate sample sizes. The approaches laid out in the fol-

lowing chapters seek to improve the reliability of Gaussian graphical model inference

in this context by taking advantage of the Bayesian framework. In particular, we

use Bayesian methods to incorporate previous knowledge through informative prior

distributions and to integrate biological assumptions into the model structure.

In Chapter 2, we develop a version of the Bayesian graphical lasso which allows
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different degrees of shrinkage to be favored for specific entries of the precision matrix

based on prior knowledge. This work allows the Bayesian graphical lasso, proposed as

the Bayesian analogue to the graphical lasso, to take full advantage of the Bayesian

framework to integrate relevant prior information. We demonstrate improved edge

selection under the proposed method when compared to the adaptive graphical lasso

and the Bayesian adaptive graphical lasso with noninformative priors. To conclude,

we explore in depth the inference of cellular metabolic networks under neuroinflam-

mation, work which has key importance in understanding the mechanisms of neuroin-

flammatory diseases. The contents of Chapter 2 correspond to the paper “Inferring

metabolic networks using the Bayesian adaptive graphical lasso with informative pri-

ors” which has been accepted to the journal Statistics and Its Interface. This work

was co-authored with Marina Vannucci (Rice University), Cemal Karakas (Baylor

College of Medicine), William Choi (Baylor College of Medicine), Lihua Ma (Baylor

College of Medicine), and Mirjana Maletić-Savatić (Baylor College of Medicine). The

material in this chapter is reprinted with permission from the International Press of

Boston, Inc.

In Chapter 3, we propose a Bayesian method for the inference of graphical models

within a collection of possibly related sample groups. Rather than assuming that all

groups share common structure, our method allows us to learn from the data which

groups are related and encourage common edges only when appropriate. Through

simulation studies, we explore posterior inference under the proposed model, and

demonstrate that the proposed method allows improved structure learning for multi-

ple graphs over competing methods including the joint graphical lasso and separate

Bayesian graphical model estimation. The proposed method is illustrated through

applications to estimation of protein networks for different cancer subtypes and to
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inference of signaling networks under a variety of experimental interventions. The

contents of Chapter 3 correspond to the paper “Bayesian inference of multiple Gaus-

sian graphical models” which has been revised for publication in The Journal of the

American Statistical Association. This work was co-authored with Francesco Stingo

(The University of Texas MD Anderson Cancer Center) and Marina Vannucci (Rice

University). The reuse of this material in the current context is allowed under the

terms of the American Statistical Association’s copyright transfer agreement.

We conclude with Chapter 4, which reiterates the primary thrust of the work

included here, and highlights directions of interest for future work.
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Chapter 2

Inferring metabolic networks using the Bayesian

adaptive graphical lasso with informative priors∗

Metabolic processes are essential for cellular function and survival. We are interested

in inferring a metabolic network in activated microglia, a major neuroimmune cell

in the brain responsible for the neuroinflammation associated with neurological dis-

eases, based on a set of quantified metabolites. To achieve this, we apply the Bayesian

adaptive graphical lasso with informative priors that incorporate known relationships

between covariates. To encourage sparsity, the Bayesian graphical lasso places double

exponential priors on the off-diagonal entries of the precision matrix. The Bayesian

adaptive graphical lasso allows each double exponential prior to have a unique shrink-

age parameter. These shrinkage parameters share a common gamma hyperprior. We

extend this model to create an informative prior structure by formulating tailored

hyperpriors on the shrinkage parameters. By choosing parameter values for each hy-

perprior that shift probability mass toward zero for nodes that are close together in a

reference network, we encourage edges between covariates with known relationships.

This approach can improve the reliability of network inference when the sample size

is small relative to the number of parameters to be estimated. When applied to the

data on activated microglia, the inferred network includes both known relationships

∗The contents of this chapter correspond to the paper “Inferring metabolic networks using the
Bayesian adaptive graphical lasso with informative priors” which has been accepted to the journal
Statistics and Its Interface. This work was co-authored with Marina Vannucci (Rice University),
Cemal Karakas (Baylor College of Medicine), William Choi (Baylor College of Medicine), Lihua Ma
(Baylor College of Medicine), and Mirjana Maletić-Savatić (Baylor College of Medicine).
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and associations of potential interest for further investigation.

2.1 Introduction

In the graphical modeling framework, a graph structure G = (V,E) is used to rep-

resent the conditional dependence relationships among a set of variables (Lauritzen

1996). Each vertex i ∈ V = {1, . . . , p} corresponds to a random variable, and there

is no edge in E = V × V between variables i and j if and only if these two variables

are conditionally independent given the remaining variables. Each edge (i, j) ∈ E

therefore represents a conditional dependence relationship. Since these relationships

are assumed to be symmetric, (i, j) ∈ E if and only if (j, i) ∈ E.

When the data Y = (y1, . . . , yn)′ are multivariate normal, Gaussian graphical

models enforce the conditional independence relationships expressed in a graph G

through constraints on the precision matrix Ω = Σ−1. Specifically, if (i, j) /∈ E, then

the corresponding entry ωij in the precision matrix is constrained to be zero. The

nonzero entries ωij can be used to estimate partial correlations ρij = −ωij/
√
ωiiωjj

that reflect the strength of the relationship between variables i and j after conditioning

on all remaining variables. Inference on Gaussian graphical models requires both

learning the network structure G and estimating the precision matrix Ω. Since the

zeros in Ω correspond to the graphG, the goal of inference can be framed as estimation

of a sparse version of Ω.

Bayesian graphical lasso estimation techniques encourage sparsity by placing dou-

ble exponential priors on the off-diagonal entries of the precision matrix. The Bayesian

adaptive graphical lasso allows each double exponential prior to have a unique shrink-

age parameter. These shrinkage parameters share a common gamma hyperprior. In

Section 2.2 we first review graphical lasso methods and then extend the Bayesian
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adaptive models to create informative prior structures by formulating tailored hyper-

priors on the shrinkage parameters. We include a brief simulation study comparing

the performance of adaptive graphical lasso methods for inference of network struc-

tures. In Section 2.3 we illustrate our method with an application to inference of

the cellular metabolic network in activated microglia, briefly described below. There

we choose parameter values for each hyperprior that shift probability mass toward

zero for nodes that are close together in a reference network, therefore encouraging

edges between covariates (metabolites) with known relationships. Our approach im-

proves the reliability of network inference when the sample size is small relative to the

number of parameters to be estimated. The network we infer includes both known re-

lationships and associations of potential interest for further investigation. Section 2.4

concludes the paper with a discussion.

2.1.1 Cellular metabolic network of activated microglia

We infer the cellular metabolic network from the metabolite concentration measure-

ments from activated microglia. Microglia are innate immune cells which become

activated as a response to infection or injury of the brain (Kettenmann et al. 2011).

The chronic activation of microglia characterizes neuroinflammation and is a hall-

mark of many neurodegenerative diseases, including Alzheimer’s disease and Hunt-

ington’s disease (Doring & Yong 2011, Hoarau et al. 2011). Despite the significance

of neuroinflammation, the mechanisms by which it leads to disruptions in cellular

function are yet to be revealed. Understanding how neuroinflammation perturbs the

cellular metabolic network could improve our knowledge of the mechanisms behind

neurodegenerative disease, help identify biomarkers, and provide targets for potential

therapeutic interventions.
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The mainstay of our approach is that the changes that occur due to microglial

activation are associated not only with individual metabolite perturbations, but also

with changes to metabolic pathways in which metabolite relationships are altered.

These relationships make up the connections in the metabolic network. To infer the

structure of this network, we consider a Gaussian graphical model where each metabo-

lite corresponds to a node in the graph. In such a network, if the concentrations of

two metabolites are dependent given the concentrations of all other metabolites, then

the two corresponding nodes will be connected by an edge. We interpret an edge in

the network as signifying that the two connected metabolites are related through cel-

lular reactions, either directly or indirectly through reactions involving intermediate

molecules.

The literature on statistical approaches to infer metabolic networks is quite sparse.

Early attempts focus on linear associations between metabolites as captured by Pear-

son correlation coefficients (Steuer et al. 2003, Camacho et al. 2005) or on dependency

measures based on the Kullback-Leibler information divergence (Bang et al. 2008).

More recently, Krumsiek et al. (2011) construct networks as indirect graphs where

conditional dependencies between variables are captured by partial correlation coef-

ficients. In our approach, we propose adaptive Bayesian graphical models with prior

parameters that encourage edges between metabolites with known relationships. By

interrogating public databases, we can map the metabolites of interest to biologi-

cal pathways. Of these databases, the Kyoto Encyclopedia of Genes and Genomes

(KEGG) (www.genome.ad.jp/kegg/) is the most complete. The KEGG database

provides information not only on metabolic interactions but also on the compounds,

enzymes and genes involved. We use the established metabolite relationships in the

construction of our prior.
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2.2 Methods

We start by briefly reviewing lasso and graphical lasso regularization methods and

their Bayesian counterparts. We then focus on adaptive methods and on our proposed

informative priors for adaptive Bayesian inference.

2.2.1 Graphical lasso

In recent years, many statistical approaches have been developed that rely on regular-

ization to reduce model complexity and prevent overfitting. In regression models, the

lasso method, one of the most popular regularization techniques, adds an L1 penalty

on the absolute value of the regression coefficients to the least squares criterion (Tib-

shirani 1996). This penalty not only achieves shrinkage in the nonzero coefficient

estimates but also performs variable selection since some coefficients are forced to be

exactly zero. The elastic net, another regularized regression approach, includes both

an L1 and an L2 penalty on the regression coefficients (Zou & Hastie 2005). Whereas

the lasso will select only one from a group of highly correlated predictors, the elastic

net encourages a grouping effect in which strongly correlated predictors tend to come

in or out of the model together.

In graphical models, regularized methods enable inference of sparse graphs. For

example, the graphical lasso achieves sparsity in the estimation of the precision matrix

Ω by imposing a penalty on its L1 norm (Meinshausen & Bühlmann 2006, Yuan & Lin

2007, Friedman et al. 2008). Let S = Y′Y/n represent the sample covariance based

on the column-centered data Yn×p. The estimation procedure entails maximization

of the penalized multivariate normal log-likelihood

log(det Ω)− tr(SΩ)− ρ‖Ω‖1, (2.1)
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given the constraint that Ω must be symmetric and positive definite. To solve this

optimization problem, an efficient algorithm using coordinate descent has been pro-

posed. Although this approach is computationally fast, the use of a single fixed

penalty parameter causes large values to be over-penalized. To avoid this bias, Fan

et al. (2009) have proposed the adaptive graphical lasso that uses a penalty term in

which the absolute values of the entries in the precision matrix ωij are adaptively

weighted. The criterion to be maximized is then

log(det Ω)− tr(SΩ)− λ
p∑
i=1

p∑
j=1

wij|ωij|, (2.2)

where the adaptive weights wij are defined as wij = 1/|ω̃ij|γ for some γ > 0 and any

consistent initial estimate of the precision matrix Ω̃ = (ω̃ij). Such penalty structure

results in better prediction and improves specificity with respect to the standard lasso.

2.2.2 Bayesian graphical lasso

Bayesian regularization methods achieve shrinkage through the choice of a prior that

favors values close to zero. In the original proposal of the lasso, Tibshirani (1996)

notes that the lasso coefficient estimates match the maximum a posteriori (MAP)

estimates in the Bayesian framework when independent double exponential priors

are placed on the regression coefficients. Park & Casella (2008) explore this setting,

demonstrating that as the shrinkage parameter λ is increased, the Bayesian lasso

coefficient estimates tend to zero more slowly than under the original version of the

lasso, but that for appropriately chosen penalty parameters the posterior median

estimates are very close to those from the original lasso. The Bayesian version of the

elastic net uses a combination of double exponential and normal priors to capture the
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L1 and L2 penalty terms of the original elastic net (Bornn et al. 2010, Li & Lin 2010).

The Bayesian adaptive lasso avoids over-penalization of large effects through a prior

formulation which allows the scale parameter to vary across coefficients (Griffin &

Brown 2007). One advantage of the Bayesian lasso methods over the original versions

lies in the selection of the penalty parameters λ. In the classical framework, these

are fixed and chosen via cross-validation techniques, which have been shown to be

unstable. In the Bayesian lasso models, uncertainty in the selection of the penalty

parameters is accounted for by imposing gamma hyperpriors and including these

parameters in the Markov Chain Monte Carlo (MCMC) sampling of the posterior.

See Park & Casella (2008) and Li & Lin (2010) for Monte Carlo EM algorithms.

In graphical models, the Bayesian graphical lasso shrinks the off-diagonal entries

of Ω toward zero using a double exponential prior (Wang 2012). The sharpness of

the double exponential distribution is controlled by the shrinkage parameter λ. The

resulting parameter estimates can be linked to the frequentist results in a similar way

as for the Bayesian lasso: given the choice of λ = ρ/n, the posterior mode of Ω under

the Bayesian graphical lasso is the frequentist graphical lasso estimate. And again,

the shrinkage parameter λ does not need to be fixed: instead, uncertainty over λ can

be expressed through a hyperprior and it can be included in posterior sampling. Wang

(2012) demonstrates that the Bayesian graphical lasso has reduced standard errors

versus the original graphical lasso, due in part to the fact that the final estimates of

Ω are averaged over the sampled values of λ.

2.2.3 Informative priors for adaptive estimation

The Bayesian adaptive graphical lasso, proposed as an analogue to the adaptive graph-

ical lasso, allows different shrinkage parameters λij for different entries in Ω (Wang
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2012). These shrinkage parameters share a common Gamma(r, s) hyperprior where r

and s are fixed hyperparameters. Given these parameters, the posterior conditional

mean of λij given ωij will be small for large |ωij|, and vice-versa. This means that

the λij can be inferred in a way that retains the advantage of the adaptive lasso in

reducing the bias incurred by a single penalty.

Although the prior formulation of the adaptive Bayesian graphical lasso does ex-

press the belief that the overall network structure is sparse, it does not use specific

prior knowledge on likely interactions. We extend the adaptive Bayesian graphical

lasso to allow an informative prior by specifying unique values of sij for each off-

diagonal λij based on prior reference information. We thereby take advantage of one

of the major strengths of the Bayesian approach, which is the ability to incorporate

valuable information from previous research through the choice of an appropriate

prior.

Our model formulation assumes that the data Yn×p follow a multivariate normal

likelihood

p(yi|Ω) = N (0,Ω−1), i = 1, . . . , n, (2.3)

where the precision matrix Ω is the inverse of the covariance matrix Σ. Following

the formulation in Wang (2012), the prior on the precision matrix Ω is

p(Ω|{λij}i≤j) =
1

C

∏
i<j

[
λij
2

exp
{
− λij|ωij|

}
︸ ︷︷ ︸

Double exponential prior on ωij

]
·

p∏
i=1

[
λii
2

exp
{
− λii

2
ωii

}
︸ ︷︷ ︸
Exponential prior on ωii>0

]
1Ω∈M+ , (2.4)

where C is the normalizing constant and M+ is the cone of positive-definite matrices
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of dimension p. A hyperprior on the shrinkage parameters for the off-diagonal entries

of Ω can be formulated as

p({λij}i<j|{λii}pi=1) ∝ C
∏
i<j

srij
Γ(r)

λr−1ij exp{−λijsij}︸ ︷︷ ︸
Gamma(r, sij) prior on λij

, (2.5)

where Γ(·) represents the gamma function. Wang (2012) suggests a noninformative

prior formulation where s is chosen small relative to ωij, in order for the inference of

λij to be truly adaptive. He specifically chooses the parameter setting s = 10−6 and

r = 10−2.

When relevant prior network information is available, this can be integrated into

the model specification through the choice of the hyperparameters sij. Since smaller

values of λij imply that an edge between i and j is more likely, we would like to shift

the prior density of λij toward zero when i and j are more closely linked according to

a reference network G∗ that summarizes known relationships between the covariates.

Let dij be the length of the shortest undirected path between nodes i and j in G∗.

Several approaches exist to calculate such distances within a graph structure. Here

we use the implementation found in the R package igraph that relies on breadth-first

search of the graph (Csardi & Nepusz 2006). If i and j are not mutually reachable,

we assume that dij is infinite. We then set

sij =

 d−1ij · 10−6+c for finite dij

10−6 if dij =∞,
(2.6)

where 0 < c < 6 is a positive constant, with c = 2 being a reasonable choice. Our

prior setting encourages smaller shrinkage parameters λij for those entries in Ω that
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reflect closer connections in the prior network. If instead no prior connection exists,

then we set sij to the noninformative setting which allows the posterior distribution

of λij to be primarily determined by ωij. Our choice of hyperparameters makes edges

between nodes that are closer in the prior network more likely, while still allowing

edges between nodes that are further apart or not mutually reachable in the prior

network. The inverse distance is a sensible measure to use in the prior since we assume

a priori that we are less likely to be able to observe connections which require many

intermediate steps.

To better understand the implications of the choice of sij in the informative prior,

we can look at the implied prior distribution on the partial correlation ρij. The

marginal prior on ρij is difficult to assess analytically due to the positive definite

constraint on Ω. However, we can obtain empirical estimates of the marginal prior

density through simulation. Specifically, we ran an MCMC sampler following the

approach given in section 2.4 of Wang (2012) to generate a sample of the precision

matrix Ω using 5,000 iterations burn-in and 10,000 iterations after the burn-in under

each of three prior settings. The first setting is the noninformative prior with sij =

10−6 for all (i, j). In the two informative prior settings, we favor edge (i, j) by

assuming a prior reference network with d12 = 1 and dij =∞ for all other (i, j). We

compare the effect of this assumption under the parameter settings c = 2 and c = 4.

The empirical marginal cumulative distribution function (cdf) for the absolute value

of ρ12 under these three conditions is given in Figure 2.1. As expected, larger values

of s12 shift the marginal prior density away from zero.
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Figure 2.1 : Empirical marginal prior cdf for the magnitude of the partial correlation
ρ12 for noninformative prior vs. two settings of informative prior favoring the edge
(1, 2)

2.2.4 Posterior inference

To find the conditional posterior distribution of λij for i < j we consider the terms

in the posterior distribution that include λij:

p(λij|Ω) ∝ p(Ω|{λij}i≤j) · p(λij)

∝ λij
2

exp
{
− λij|ωij|

}
·
srij

Γ(r)
λr−1ij exp{−λijsij}

∝ λrij exp
{
− λij(|ωij|+ sij)

}
(2.7)

We recognize this as the kernel of the Gamma(1 + r, |ωij| + sij) distribution. This

means that posterior sampling can be performed using a straightforward modification

of the data-augmented block Gibbs sampler proposed in Wang (2012). Specifically, we
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extend the algorithm to allow a full matrix of values sij rather than the fixed scalar s.

At each iteration, we sample a new value for each λij from the Gamma(1+r, |ωij|+sij)

distribution.

Since the sampled matrices do not include exact zeros, the inference of the graph

structure is not straightforward. Wang (2012) suggests that entry ωij is nonzero if

and only if the ratio of the posterior sample mean estimate of ρij under the graphical

lasso prior to the posterior expected value of ρij using the standard conjugate Wishart

prior W (3, Ip) is greater than 0.5. Another approach to edge selection in the Bayesian

framework is to include edge (i, j) in the final model if the 95% posterior credible

interval (CI) for ωij does not include 0. As discussed in Section 3.5.3, we found

that for our case study the former approach yielded graphs that were not sufficiently

sparse, while the latter was too stringent. Instead, we chose to determine the graph

structure by selecting edges corresponding to partial correlations with absolute value

greater than 0.1. Since the partial correlations reflect the strength of the conditional

association between two nodes, this selection strategy is sensible from the practical

perspective that the strongest connections are of greatest interest. Liu et al. (2012) use

a similar approach of selecting edges to summarize the dependence among variables

in a regression by thresholding the correlations among regression coefficients.

As our final inference is based on the partial correlations, the sampling scheme

could be modified to estimate the partial correlation matrix directly. The parametriza-

tion in terms of the precision matrix Ω is more straightforward, however, since Ω is

the natural parameter for the multivariate normal likelihood. In addition, it is more

computationally tractable to sample the precision matrix since the constraint that the

partial correlations must have magnitude less than 1 renders a block Gibbs update

of the off-diagonal elements of the partial correlation matrix infeasible.
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2.2.5 Simulation study

To assess both the impact of the informative prior and the edge selection method,

we include a simulation study comparing the performance of adaptive graphical lasso

methods in learning the structure of an AR(2) model and of a scale-free network.

We chose to include an AR(2) model since this type of network is commonly used as

a test case for graph structure learning, including in Wang (2012). For the AR(2)

model, the precision matrix Ω is chosen to be the symmetric matrix

Ω =



1 0.5 0.25 0 · · · 0

1 0.5 0.25 · · · 0

1 0.5 · · · 0

1 · · · 0

. . .
...

1


.

For our second simulation, we chose a graph structure with properties more closely

reflecting those of biological networks. Specifically, we used a scale-free network since

Jeong et al. (2000) found that metabolic network topologies are well-described by

scale-free networks. Scale-free networks have the property that the degree distribution

P (k) follows a power-law distribution of the form k−γ where k is the node degree and

γ is a positive constant (Barabási & Albert 1999). Scale-free networks typically have

a small percentage of hub nodes which have very high degree and many peripheral

nodes that have few connections. We constructed a scale-free network on 30 nodes

with power-law exponent γ = 2 using the function barabasi.game() from the igraph

R package (Csardi & Nepusz 2006). The resulting graph, which has 47 edges, includes
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a highly-connected central node. We created the precision matrix Ω for this graph

by setting the entries ωij = ωji = 0.2 for all edges (i, j).

In each iteration of the simulations, a sample Y of size n is generated from the

distribution N (0,Ω−1), and the sample covariance is computed as S = Y′Y/n. To

demonstrate the utility of our method in settings similar to that of the case study,

we used comparable n/p ratios. We also experimented with other n/p settings and

found that as expected, the added benefit from the informative prior declines with

increasing n.

For each simulation setting, we apply the frequentist version of the adaptive graph-

ical lasso (Fan et al. 2009) using 10-fold cross-validation for parameter selection. As

in Fan et al. (2009), the criteria for edge selection is that the estimated value of ωij

is at least 0.001. We compare this approach to the Bayesian adaptive graphical lasso

using both a noninformative and an informative prior. For the noninformative prior,

we set s = 10−6 and r = 10−2. For the informative prior, we set c = 2 and use the

true network to calculate the pairwise prior distances.

For the Bayesian methods, we compare three edge selection procedures: the ap-

proach from Wang (2012) which includes an edge if and only if the ratio of the

posterior estimate of ρij to the posterior expected value of ρij using the Wishart prior

W (3, Ip) is greater than 0.5, selection using 95% credible intervals, and selection using

the criteria that the posterior estimate of ρij has magnitude greater than a threshold

of 0.1.

The selection performance is described in terms of specificity, sensitivity, and

the Matthews correlation coefficient (MCC), which represents an overall summary of
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AR(2) graph with p = 15 Scale-free network with p = 30
and n = 20 and n = 45

SP SE MCC SP SE MCC
Adaptive GLasso 0.74 0.59 0.31 0.79 0.75 0.39
Bayesian adaptive Ratio selection 0.90/0.87 0.17/0.23 0.10/0.13 0.88/0.86 0.37/0.40 0.22/0.22
GLasso with CI selection 1.00/1.00 0.03/0.04 0.10/0.15 1.00/1.00 0.07/0.08 0.23/0.24
noninformative/ ρ threshold 0.95/0.94 0.28/0.36 0.33/0.39 0.95/0.95 0.39/0.42 0.38/0.39
informative prior

Table 2.1 : Simulation study comparing specificity (SP), sensitivity (SE), and
Matthews correlation coefficient (MCC) for adaptive graphical lasso methods and
edge selection procedures

classification success. Specificity is defined as

Specificity =
TN

TN + FP
,

where TN represents the number of true negatives and FP is the number of false

positives. Sensitivity is defined as

Sensitivity =
TP

TP + FN
,

where TP is the number of true positives and FN is the number of false negatives.

Finally, the MCC is defined as

MCC =
TP × TN − FP × FN√

(TP + FP )(TP + FN)(TN + FP )(TN + FN)
.

The results from 50 iterations are given in Table 2.1. The frequentist version of

the adaptive graphical lasso has better sensitivity than the Bayesian methods, but

results in more false positive selections. For the Bayesian adaptive graphical lasso, the

informative prior improves sensitivity for all three selection methods. Although there

is a slight trade-off in terms of the specificity, use of the informative prior improves
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the overall performance as summarized by the MCC. Among the edge selection proce-

dures, thresholding the posterior estimate of ρ results in more true positive selections

than the alternative approaches. Selection using 95% credible intervals eliminates

false positive edge selection, but at the expense of very low selection of true edges.

2.3 Case study

To infer the metabolic network of activated microglia under inflammatory conditions,

we apply our method to a data set which consists of the estimated concentrations of 17

critical metabolites in 24 samples of cultured activated microglia. These metabolites,

which include amino acids and other small molecules, represent both inputs and

byproducts of the reactions taking place within the cell.

2.3.1 Metabolomics screening of activated microglia

Metabolomics refers to the study of global metabolite content in cells, tissues, and

organisms. It provides the information on “the metabolome” or the collection of all

metabolites (small molecules, such as amino acids, fatty acids, lipids and carbohy-

drates) in a biological system. The level of each metabolite within the metabolome

depends on the specific physiological, developmental, and pathological state of a cell

or tissue. Therefore, the metabolome reflects the phenotype of a cell or tissue re-

sulting from different genetic or environmental influences (Fiehn 2002, Dunn et al.

2005, Metz 2011). Over the past several years, the use of metabolomics for biomarker

discoveries has been explored in cancer cell biology, drug development, toxicology

and other medical disciplines, offering the prospect of being increasingly important

in medicine and biotechnology (see for example Nicholson et al. (2002), Coen et al.

(2008), Holmes et al. (2008) and Davis et al. (2011)).
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Here we utilize nuclear magnetic resonance (NMR) spectroscopy-based metabolomics

to investigate the metabolic status of inflammation in the central nervous system.

We model this state by activating the primary innate immune cells of the brain

parenchyma, i.e. microglia, with a gram-negative bacterial endotoxin, lipopolysac-

charide (LPS). Microglia represent 10–20% of the brain glial cell population and

are the first responder to perturbation of the brain parenchyma (Banati 2003). In

steady-state condition of healthy brains, microglia function as sentinels by continu-

ously sampling the environment with their processes for any aberrations to home-

ostasis. During insult as seen in pathological conditions such as neurodegenerative

diseases, stroke, microbial infections, and tumor metastasis, microglia become acti-

vated. At this time, microglia secrete cytokines, which act as molecular signals to

alarm other cellular players in the niche of the impending danger, resulting in in-

flammation (Kreutzberg 1996, Hanisch 2002). Several neurological disorders, such as

multiple sclerosis, Parkinson’s disease, Alzheimer’s disease, schizophrenia, and even

autism, are associated with chronic activation of microglia (Peterson & Fujinami 2007,

Lee et al. 2009, Meyer et al. 2011). Most neurological disorders related to chronic

inflammation, and by extension activation of microglia, are not detected until the oc-

currence of the symptoms or a brain lesion is noticeable. Therefore, biomarkers that

can detect the onset of a disease early in the time course can lead to better disease

management.

2.3.2 Data collection and processing

Our data consist of estimated concentrations of 17 critical metabolites in 24 samples of

cultured activated microglia. The metabolites were identified and their concentrations

were estimated based on proton nuclear magnetic resonance (1H NMR) spectra. NMR
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Acetate 3 Inf 6 6 7 4 5 5 4 15 3 7 6 2 8 5
Alanine Inf 7 5 6 2 3 4 3 13 2 8 8 1 7 6

Alloisoleucine Inf Inf Inf Inf Inf Inf Inf Inf Inf Inf Inf Inf Inf Inf
Choline 10 11 8 9 9 8 19 7 12 1 6 11 1

Creatine 1 5 5 3 2 15 5 11 11 4 10 9
Creatine phosphate 6 6 4 3 16 6 12 12 5 11 10

Glutamate 1 2 3 13 4 9 9 3 7 7
Glutamine 3 4 14 5 10 10 4 8 8

Glutathione 1 15 4 10 10 3 9 8
Glycine 14 3 9 9 2 10 7

Isoleucine 14 19 20 13 18 18
Lactate 8 8 1 9 6
Leucine 12 7 12 11

O-Phosphocholine 7 12 2
Pyruvate 8 5

Valine 10
sn-g-3-P†

Table 2.2 : Length of shortest undirected path between metabolites in reference
network

spectroscopy allows the acquisition of highly reproducible and resolved spectra which

consist of latent metabolites resonating at various chemical shifts measured in parts

per million (ppm). Such spectra contain thousands of resonances that may belong to

hundreds of metabolites (Metz 2011). The 1H NMR data were collected on Bruker

Avance 800 MHz NMR spectrometers equipped with a CryoProbe. The temperature

of the data acquisition was 25◦C. The chemical shift and the concentrations of the

metabolites are referenced to 0.05 millimolar trimethylsilyl propanoic acid (TSP).

The spectra were processed and analyzed on a Linux workstation running TopSpin

2.1.

†sn-glycero-3-Phosphocholine
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The statistical analysis of NMR metabolic profiles typically involves a number of

different stages (Ebbels & Cavill 2007, Ebbels et al. 2011). Many programs are avail-

able to perform standard data pre-processing techniques and obtain phased, baseline-

corrected, chemical shift referenced and normalized spectra. We use the commercial

software Chenomx (Chenomx Inc., Edmonton, Canada) to perform metabolite iden-

tification and quantification (Weljie et al. 2006). In NMR spectroscopy, identification

of metabolites is a crucial step of any data analysis. The chemical structure of a

molecule uniquely determines the number of peaks it generates in an NMR spec-

trum, together with their location and ratio of heights. Given an observed spectrum,

the area under the peaks from a specific metabolite is directly related to its abun-

dance. This makes it possible to quantify the concentrations of selected metabolites

by matching the sample spectra to the reference NMR spectra of pure compounds

that can be downloaded from public databases. We used the Chenomx 800 MHz ref-

erence library to identify and quantify the abundant metabolites from the processed

NMR spectra.

Some authors, including Krumsiek et al. (2011), transform the metabolite con-

centrations to the log scale to improve normality, but we found that our data were

reasonably normal on the original scale and the log transform did not offer significant

improvement. All analyses were therefore done on the untransformed concentration

estimates. As desired, the effect of the prior is not strong, but it clarifies the selection

decision for values close to the cutoff.

2.3.3 Prior formulation

Although we have sufficient sample size to ensure that the sample covariance matrix

S is nonsingular, we still need to estimate more parameters than we have data points
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Figure 2.2 : Example trace plots for elements of Ω. The plot at left, where the values
are centered around 0, shows the MCMC sample of ω(2, 6). This relationship, which
is between alanine and creatine, was not included as an edge in the final graph. The
plot at right corresponds to the nonzero entry ω(7, 8) which was included in the final
graph as the edge between glutamate and glutamine. As desired, these plots show
good mixing and no overall trends.

since there are 136 possible edges in a graph on 17 nodes. This makes the use of

regularized estimation and relevant prior information of particular importance.

We obtained reference information on metabolic pathways from the KEGG database,

which provides reaction networks based on manually collated results from published

research (Kanehisa et al. 2012). The KEGG network can be exported as KGML,

an XML-based representation, and imported into R using the package KEGGgraph

(Zhang & Wiemann 2009). To obtain a prior network relating the metabolites in

our data set, we merged the KEGG global metabolic pathways network with addi-

tional lipid metabolism pathways (glycerophospholipid metabolism and ether lipid

metabolism) that include sn-glycero-3-Phosphocholine. We then calculated pairwise

distances dij as previously described. For metabolites that were mutually reachable

in the reference network, distances ranged from direct connections with distance 1 to
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more distant connections with distances up to 20. Pairwise distances greater than

16 are possible since the reference network is defined on a larger set of nodes. Since

there was no information in the KEGG database for alloisoleucine, its distance to

other metabolites is considered to be infinite, resulting in a noninformative setting

for sij. See Table 2.2 for a full summary.

2.3.4 Results

Posterior inference was based on 10,000 MCMC iterations after 5,000 iterations of

burn-in using the mildly informative setting c = 2. This choice of prior has only

a slight effect on the network structure versus the noninformative prior, but does

result in stronger estimated partial correlations for relationships favored by the prior

reference network information (see also Section 3.5.3 below). Trace plots for the

elements of Ω showed good convergence (see Figure 2.2), and results were stable

across multiple runs of the sampler.

A network based on the estimated partial correlations is shown in Figure 3.1. Each

node corresponds to a metabolite, and each edge represents a partial correlation be-

tween two metabolites with absolute value greater than 0.1 (see Table 2.3 for the full

set of estimated partial correlations). The partial correlation summarizes the strength

of the dependency between the concentrations of two metabolites given the concen-

trations of all other metabolites in the sample data. To depict the strength of these

relationships in the network diagram, thicker edges are used for partial correlations of

greater magnitude. Since this network is based on a limited set of metabolites, some

edges may reflect indirect associations rather than direct reactions. An indirect as-

sociation may occur when two metabolites are connected through reactions involving

intermediate molecules not measured in the study. All estimated partial correlations
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Figure 2.3 : Inferred metabolic network with solid edges for negative partial correla-
tions and dashed edges for positive partial correlations. Edges are included for partial
correlations greater than 0.1 in magnitude, with thicker line widths for larger values.

in the network diagram are negative except for the partial correlation between the

amino acids leucine and alloisoleucine. A negative partial correlation between two

metabolites indicates that given the concentrations of all other metabolites, higher

levels of one are associated with lower levels of the other.

2.3.5 Sensitivity

To assess the impact of our proposed prior, we ran the data analysis under a range of

settings for the sij parameters. The noninformative prior uses sij = 10−6 for all pairs

i < j. To test the impact of modifying sij, we studied additional settings where sij

was set to d−1ij ·10−6+c, with c = 1, 2, . . . , 5. For cases resulting in sij smaller than 10−6

we simply retained the value from the noninformative prior, that is sij = 10−6. For

each setting, we performed 25 runs of the MCMC sampler, each with 5,000 iterations
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Acetate -0.02 -0.01 -0.07 -0.03 -0.01 -0.07 -0.01 0.00 -0.05 -0.02 -0.15 0.01 -0.04 -0.01 -0.01 -0.02
Alanine -0.01 0.00 -0.01 0.00 -0.02 0.01 0.00 -0.03 -0.17 -0.02 -0.52 -0.01 -0.02 -0.44 -0.02

Alloisoleucine -0.02 -0.02 -0.14 -0.41 -0.01 -0.16 -0.04 -0.01 0.02 0.39 -0.02 0.00 -0.06 -0.03
Choline -0.03 -0.02 -0.05 -0.02 -0.02 -0.07 -0.01 -0.02 0.00 -0.03 -0.01 -0.01 -0.01

Creatine -0.03 -0.37 0.00 -0.02 -0.15 -0.07 0.00 0.00 -0.07 -0.01 -0.03 -0.04
Creatine phosphate -0.04 -0.01 -0.02 -0.01 -0.01 0.00 0.01 -0.01 0.00 -0.01 -0.01

Glutamate -0.26 -0.05 -0.04 -0.29 0.01 0.01 -0.05 0.00 -0.03 -0.07
Glutamine -0.12 -0.01 0.01 0.00 0.02 -0.01 0.00 0.01 0.00

Glutathione -0.04 -0.01 0.01 0.00 -0.02 -0.03 -0.01 -0.04
Glycine -0.03 -0.51 -0.02 -0.05 -0.04 -0.02 -0.03

Isoleucine 0.00 -0.01 -0.03 -0.01 -0.33 -0.03
Lactate -0.27 -0.01 -0.02 0.00 0.00
Leucine 0.00 -0.01 -0.01 -0.01

O-Phosphocholine -0.01 -0.01 -0.02
Pyruvate -0.02 -0.05

Valine -0.05
sn-g-3-P‡

Table 2.3 : Estimated partial correlations

for burn-in and 10,000 iterations as the basis for inference.

As shown at the top of Figure 2.4, increasing c clearly reduces the shrinkage of

the partial correlation estimates for edges favored under the prior across the range of

values tested. The average estimated partial correlations for edges with distance less

than five in the prior network increased steadily from 0.050 under the noninformative

prior, to 0.054 with the mildly informative setting of c = 2, to 0.068 with the strongest

prior setting of c = 5.

The three edge selection approaches compared in Section 3.5 resulted in very dif-

ferent levels of sparsity for the inferred graph. Under the noninformative prior, the

ratio selection of Wang (2012) resulted in an average of 58.5 selected edges, while the

‡sn-glycero-3-Phosphocholine
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CI method resulted in an average of 5.5 selected edges. The partial correlation thresh-

old offered a reasonable compromise with 15.6 edges selected on average. Although

the number of selections varied widely, the trend is consistent with the results of the

simulation study which showed that the CI method has a high specificity but very

low sensitivity, while the ratio selection method of Wang (2012) has lower specificity

than the other two methods.

As shown at the bottom of Figure 2.4, the impact of the informative prior on edge

selection using the partial correlation threshold criteria was moderate, with 29.4% of

edges selected under the noninformative prior having distance less than five in the

prior network, 31.1% of edges selected under the mildly informative prior with c = 2

having distance less than five in the prior network, and 34.8% of edges selected under

the strongest prior with c = 5 having distance less than five in the reference network.

The impact of the informative prior under the other two edge selection approaches

was similar in that the percentage of edges selected reflecting close connections in the

reference network increased for larger values of c.

Figure 2.5 shows the partial correlations under the noninformative and informative

priors. The informative prior causes one additional edge to be selected corresponding

to the edge between glutamine and glutathione, which are separated by a path of

length 3 in the reference network. The informative prior reduces shrinkage on the

partial correlations which correspond to closer relationships in the reference network,

but does not substantially change the structure of the selected network.

2.3.6 Findings

While many of the edges in the graph shown in Figure 3.1 correspond to known

relationships, other connections potentially relevant to neuroinflammation are novel.
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Figure 2.4 : Mean of absolute values for estimated partial correlations for edges with
distance less than 5 in reference network (left) and percentage of selected edges with
distance less than 5 in reference network (right). Summary includes results under
noninformative prior (labeled as prior setting 0) and under informative prior with c
ranging from 1 to 5 (labeled as prior settings 1 to 5).
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erence network less than 5. The selection cutoff of 0.1 is marked with a dashed line.
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The interpretation of the inferred connections requires an understanding of cellular

metabolism in general, and of microglia specifically.

One of the key metabolites in the network is glutamate, which functions as an

excitatory neurotransmitter in neurons. High levels of glutamate are associated with

excitotoxicity and may account for some of the damage that occurs in persons suffer-

ing from neurodegenerative disease. Under normal conditions, levels of the glutamate

transporters GLT-1 and GLAST are minimal. When microglia are activated by treat-

ment with LPS, GLT-1 and GLAST are expressed, increasing the uptake of glutamate

into the cell (Kettenmann et al. 2011, Persson et al. 2005). The discovered connec-

tions involving glutamate are therefore of particular relevance. The negative partial

correlation between glutamate and glutamine reflects the glutamate-glutamine cycle,

an important metabolic pathway in the brain in which glutamate is converted to glu-

tamine, and glutamine in turn is converted back to glutamate (Cooper 2012). This cy-

cle is one mechanism for the homeostatic regulation of glutamate. The strong negative

association of creatine with glutamate, which have an estimated partial correlation

of -0.37, is noteworthy because of its relevance to treatment of neuroinflammation.

This relationship is consistent with research demonstrating that the supplementation

of creatine lowers brain glutamate levels in patients with neurodegenerative disease

(Genius et al. 2012).

The connection between glutamine and glutathione, which was added due to the

informative prior, is both biologically plausible and of potential significance in the

treatment of neuroinflammation. The inferred negative partial correlation between

these two metabolites reflects glutamine’s known role as a precursor of glutathione.

This connection is of importance since the LPS-treated microglia are in a state of

increased oxidative stress, a condition also found under inflammation and neurological
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disorders. Glutathione is an antioxidant which can modulate the oxidative stress

(Amores-Sánchez & Ángel-Medina 1999).

Other relevant connections include the negative partial correlation of glycine and

creatine, which can be explained by the fact that glycine is an input into the produc-

tion of creatine (Wyss & Kaddurah-Daouk 2000). Glycine is in turn essential for the

production of nitric oxide (NO) by microglia (Yang et al. 1998). Increased production

of NO by activated microglia is a possible cause of pathology in neurodegenerative

disease (Possel et al. 2000).

An interesting indirect association uncovered by this analysis is the negative asso-

ciation of lactate with acetate. This relationship is biologically plausible since lactate

is a byproduct of energy production when oxygen levels are low (Lunt & Vander Hei-

den 2011), whereas acetate is used as an input to Krebs cycle, which generates energy

when oxygen levels are higher. Another set of associations of interest highlight the

connection between the metabolic network of inflamed microglia and NF-κB acti-

vation. The transcription factor NF-κB is responsible for the production of many

inflammatory signals and has been shown to play a role in the activation of microglia

(Mémet 2006). Inhibition of NF-κB has been shown to reduce glutamate levels and

thereby reduce neurotoxicity (Zou & Crews 2005). Several metabolites in our inferred

network are involved in NF-κB regulation: glutamate has been shown to activate NF-

κB, whereas glutathione may inhibit its activation (Li et al. 1998). These relationships

highlight the connection between the metabolic and gene regulatory networks, and

offer a potential target for therapeutic intervention.

The connections involving metabolites related to the activation of the mTOR

signaling pathway, which regulates cell growth, proliferation, and survival, are poten-

tially noteworthy as well. Leucine has been shown to activate mTOR (Tokunga et al.
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2004). Russo et al. (2009) found that mTOR activation was associated with the acti-

vation of microglia treated with LPS, and that the inhibition of mTOR reduced the

response of microglia to pro-inflammatory cytokines. Thus, the inferred metabolic

relationships related to mTOR signaling could be explored for potential avenues for

treatment of neuroinflammation.

2.4 Discussion

We have demonstrated that the Bayesian adaptive graphical lasso with informative

priors is a useful tool in the inference of cellular metabolic networks. Our informative

prior formulation encourages stronger shrinkage on connections that are not supported

by prior information, but still allows novel relationships to be inferred. This method

could also be used to infer other biological networks of interest such as protein-protein

interaction networks or gene regulatory networks where relevant prior information is

available from public databases, such as KEGG.
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Chapter 3

Bayesian inference of multiple Gaussian graphical

models∗

In this paper, we propose a Bayesian approach to inference on multiple Gaussian

graphical models. Specifically, we address the problem of inferring multiple undi-

rected networks in situations where some of the networks may be unrelated, while

others share common features. We link the estimation of the graph structures via a

Markov random field (MRF) prior which encourages common edges. We learn which

sample groups have a shared graph structure by placing a spike-and-slab prior on

the parameters that measure network relatedness. This approach allows us to share

information between sample groups, when appropriate, as well as to obtain a measure

of relative network similarity across groups. Our modeling framework incorporates

relevant prior knowledge through an edge-specific informative prior and can encour-

age similarity to an established network. Through simulations, we demonstrate the

utility of our method in summarizing relative network similarity and compare its

performance against related methods. We find improved accuracy of network estima-

tion, particularly when the sample sizes within each subgroup are moderate. We also

illustrate the application of our model to infer protein networks for various cancer

subtypes and under different experimental conditions.

∗The contents of this chapter correspond to the paper “Bayesian inference of multiple Gaussian
graphical models” which has been revised for publication in The Journal of the American Statis-
tical Association. This work was co-authored with Francesco Stingo (The University of Texas MD
Anderson Cancer Center) and Marina Vannucci (Rice University).
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3.1 Introduction

Graphical models, which describe the conditional dependence relationships among

random variables, have been widely applied in genomics and proteomics to infer

various types of networks, including co-expression, gene regulatory, and protein inter-

action networks (Friedman 2004, Dobra et al. 2004, Mukherjee & Speed 2008, Stingo

et al. 2010, Telesca et al. 2012). Here we address the problem of inferring multiple

undirected networks in situations where some networks may be unrelated, while others

may have a similar structure. This problem relates to applications where we observe

data collected under various conditions. In such situations, using the pooled data as

the basis for inference of a single network may lead to the identification of spurious

relationships, while performing inference separately for each group effectively reduces

the sample size. Instead, we propose a joint inference method that infers a separate

graphical model for each group but allows for shared structures, when supported by

the data. Our approach not only allows estimation of a graphical model for each

sample group, but also provides insights on how strongly the graph structures for any

two sample groups are related.

Some approaches for inferring graphical models for two or more sample groups

have been proposed in recent years. Guo et al. (2011) extend the graphical lasso

to multiple undirected graphs by expressing the elements of the precision matrix for

each group as a product of common and group-specific factors. In their optimization

criterion, they incorporate an `1 penalty on the common factors, to create a sparse

shared structure, and a second `1 penalty on the group-specific factors, to allow

edges included in the shared structure to be set to zero for specific groups. Danaher

et al. (2013) propose a more general framework that uses convex penalties and ex-

plore in detail the properties of two specific penalty structures: the fused graphical
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lasso, which encourages both shared structure and shared edge values, and the group

graphical lasso, which results in shared graph structures but not shared edge values.

As for Bayesian approaches, Yajima et al. (2012) propose a Bayesian method to es-

timate Gaussian directed graphs for related samples. Focusing mainly on the case

of two sample groups, the authors treat one group as the baseline and express the

strength of association between two variables in the differential group as the sum of

the strength in the baseline group plus a differential parameter.

In this paper, we formulate an alternative Bayesian approach to the problem of

multiple network inference. We link estimation of the graph structures via a Markov

random field (MRF) prior which encourages common structures. This prior favors

the inclusion of an edge in the graph for a particular group if the same edge is

included in the graphs of related sample groups. Unlike the approaches mentioned

above, we do not assume that all subgroups are related. Instead, we learn which

sample groups have a shared graph structure by placing a spike-and-slab prior on

parameters that measure network relatedness. The posterior probabilities of inclusion

for these parameters summarize the networks’ similarity. This formulation allows us

to share information between sample groups only when appropriate. Our framework

also allows for the incorporation of relevant prior knowledge through an edge-specific

informative prior. This approach enables borrowing of strength across related sample

groups and can encourage similarity to an established network. Through simulations,

we demonstrate the utility of our method in summarizing relative network similarity

and compare its performance against related methods. We find improved accuracy

of network estimation, particularly when the sample sizes within each subgroup are

moderate. We also illustrate the application of our model to infer protein networks

for various cancer subtypes and under different experimental conditions. In such
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applications, a measure of network similarity helps determine if treatments that are

successful for one subtype are likely to be effective in another, while the differential

edges between networks highlight potential targets for treatments specific to each

group.

The rest of the paper is organized as follows. Section 3.2 below provides back-

ground on graphical models and on Bayesian methods for estimation. Section 3.3

presents the model and the construction of the priors. Section 3.4 addresses posterior

inference, including the Markov chain Monte Carlo method. Section 3.5 includes the

simulations and Section 3.6 demonstrates the application of our method on two case

studies on protein networks. Section 3.7 concludes the paper.

3.2 Background

3.2.1 Graphical models

Graphical models use a graph G to represent conditional dependence relationships

among random variables. A graph G = (V,E) specifies a set of vertices V =

{1, 2, . . . , p} and a set of edges E ⊂ V × V . In a directed graph, edges are de-

noted by ordered pairs (i, j) ∈ E. In an undirected graph, (i, j) ∈ E if and only if

(j, i) ∈ E. For an overview of graphical models in statistics, see Lauritzen (1996).

We focus here on undirected graphical models, also known as Markov random fields.

In this class of models, each vertex in the graph G corresponds to a random variable.

The absence of an edge between two vertices means that the two corresponding vari-

ables are conditionally independent given the remaining variables, while an edge is

included whenever the two variables are conditionally dependent.

In Gaussian graphical models (GGMs), also known as covariance selection mod-
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els (Dempster 1972), the conditional independence relationships correspond to con-

straints on the precision matrix Ω = Σ−1 of the multivariate normal distribution

xi ∼ N (µ,Ω−1), i = 1, . . . , n, (3.1)

with xi ∈ Rp the vector of observed data for subject i, µ ∈ Rp the mean vector,

and Ω ∈ Rp × Rp a positive definite symmetric matrix. The multivariate normal

is parametrized here in terms of the precision matrix Ω rather than the covariance

matrix Σ since there is a correspondence between the conditional dependence graph

G and the structure of Ω. Specifically, the precision matrix Ω is constrained to the

cone of symmetric positive definite matrices with off-diagonal entry ωij equal to zero

if there is no edge in G between vertex i and vertex j.

Many of the estimation techniques for GGMs rely on the assumption of sparsity in

the precision matrix, which is a realistic assumption for many real-world applications

including inference of biological networks. Regularization methods are a natural

approach to inference of a sparse precision matrix. The most popular of these is the

graphical lasso (Meinshausen & Bühlmann 2006, Yuan & Lin 2007, Friedman et al.

2008), which uses an `1 penalty on the off-diagonal entries of the precision matrix to

achieve sparsity in estimation of the graph structure. Among Bayesian approaches,

the Bayesian graphical lasso, proposed as the Bayesian analogue to the graphical

lasso, places double exponential priors on the off-diagonal entries of the precision

matrix (Wang 2012, as well as Chapter 2 of the current work). Estimation of a sparse

graph structure using the Bayesian graphical lasso is not straightforward, however,

since the precision matrices sampled from the posterior distribution do not contain

exact zeros.
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3.2.2 G-Wishart prior framework

Bayesian approaches to graphical models which enforce exact zeros in the precision

matrix have been proposed by Roverato (2002), Jones et al. (2005), and Dobra et al.

(2011). In Bayesian analysis of multivariate normal data, the standard conjugate

prior for the precision matrix Ω is the Wishart distribution. Equivalently, one can

specify that the covariance matrix Σ = Ω−1 follows the Inverse-Wishart distribution.

Early work (Dawid & Lauritzen 1993, Giudici & Green 1999) focused on restrictions

of the Inverse-Wishart to decomposable graphs, which have the special property that

all prime components are complete. The assumption of decomposability greatly sim-

plifies computation, but is artificially restrictive for the inference of real world net-

works. To address this limitation, Roverato (2002) proposed the G-Wishart prior as

the conjugate prior for arbitrary graphs. The G-Wishart is the Wishart distribution

restricted to the space of precision matrices with zeros specified by a graph G which

may be either decomposable or non-decomposable. The G-Wishart density WG(b,D)

can be written as

p(Ω|G, b,D) = IG(b,D)−1|Ω|(b−2)/2 exp
{
− 1

2
tr(ΩD)

}
, Ω ∈ PG

where b > 2 is the degrees of freedom parameter, D is a p × p positive definite

symmetric matrix, IG is the normalizing constant, and PG is the set of all p × p

positive definite symmetric matrices with ωij = 0 if and only if (i, j) /∈ E. Although

this formulation is more flexible for modeling, it introduces computational difficulties

because both the prior and the posterior normalizing constants are intractable. Jones

et al. (2005) and Lenkoski & Dobra (2011) simplify the problem by integrating out the

precision matrix. Dobra et al. (2011) propose a reversible jump algorithm to sample
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over the joint space of graphs and precision matrices that does not scale well to large

graphs. Wang & Li (2012) propose a sampler which does not require proposal tuning

and circumvents computation of the prior normalizing constant through the use of

the exchange algorithm, improving both the accuracy and efficiency of computation.

3.3 Proposed model

Our goal is to infer a graph structure and obtain an estimate of the precision matrix

describing the relationships among variables within each of K possibly related sample

groups. These networks are complex systems and may be difficult to infer using

separate estimation procedures when the sample size for any of the subgroups is

small. Our approach addresses this issue by allowing the incorporation of relevant

prior knowledge and the sharing of information across subgroups, when appropriate.

In addition, our method allows comparison of the relative network similarity across

the groups, providing a pairwise assessment of graph relatedness.

3.3.1 Likelihood

We let Xk represent the nk × p matrix of observed data for sample group k, where

k = 1, 2, . . . , K. We assume that the same p random variables are measured across

all groups, but allow the sample sizes nk to differ. Assuming that the samples are

independent and identically distributed within each group, the likelihood of the data

for subject i in group k can be written as

xk,i ∼ N (µk,Ω
−1
k ), i = 1, . . . , nk, (3.2)
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where µk ∈ Rp is the mean vector for the kth group, and the precision matrix for

the kth group Ωk is a symmetric positive definite matrix constrained by a graph Gk

specific to that group. The graph Gk for sample group k can be represented as a

symmetric binary matrix where the off-diagonal entry gk,ij indicates the inclusion of

edge (i, j) in Gk. The inclusion of edge (i, j) in graphs 1, . . . , K is represented by the

binary vector gij = (g1,ij, . . . , gK,ij)
T .

3.3.2 Markov random field prior linking graphs

We define a Markov random field (MRF) prior on the graph structures that encourages

the selection of the same edges in related graphs. This prior does not require the

assumption of Gaussianity, and it is sufficiently general that it could be applied to

models using any type of undirected graph.

MRF priors have previously been used to model the relationships among covariates

in the context of Bayesian variable selection (Li & Zhang 2010, Stingo & Vannucci

2011). Our MRF prior follows a similar structure, but replaces indicators of variable

inclusion with indicators of edge inclusion. The probability of the binary vector of

edge inclusion indicators gij, where 1 ≤ i < j ≤ p, is given by

p(gij|νij,Θ) = C(νij,Θ)−1 exp(νij1
Tgij + gTijΘgij), (3.3)

where 1 is the unit vector of dimension K, νij is a parameter specific to each set of

edges gij, and Θ is a K ×K symmetric matrix representing the pairwise relatedness

of the graphs for each sample group. The diagonal entries of Θ are set to zero,

and the off-diagonal entries which are nonzero represent connections between related

networks. To help visualize the model formulation, Figure 3.1 shows a supergraph Θ
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Figure 3.1 : Illustration of the model for three sample groups. The parameters θ12,
θ13, and θ23 reflect the pairwise similarity between the graphs G1, G2, and G3.

for three sample groups.

The normalizing constant in equation (3.3) is defined as

C(νij,Θ) =
∑

gij∈{0,1}K
exp(νij1

Tgij + gTijΘgij). (3.4)

From equation (3.3), we can see that the prior probability that edge (i, j) is absent

from all K graphs simultaneously is

p(gij = 0|νij,Θ) =
1

C(νij,Θ)
.

Although the normalizing constant involves an exponential number of terms in K,

for most settings of interest the number of sample groups K is reasonably small and

the computation is straightforward. For example, if K = 2 there are 2K = 4 possible
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values that gij can take and equation (3.3) then simplifies to

p(gij|νij, θ12) =
exp(νij(g1,ij + g2,ij) + 2θ12g1,ijg2,ij)

exp(2νij + 2θ12) + 2 exp(νij) + 1
. (3.5)

The joint prior on the graphs (G1, G2, . . . GK) is the product of the densities for

each edge:

p(G1, . . . GK |ν,Θ) =
∏
i<j

p(gij|νij,Θ), (3.6)

where ν = {νij|1 ≤ i < j ≤ p}. Under this prior, the conditional probability of

the inclusion of edge (i, j) in Gk, given the inclusion of edge (i, j) in the remaining

graphs, is

p(gk,ij|{gm,ij}m6=k, νij,Θ) =
exp(gk,ij(νij + 2

∑
m 6=k θkmgm,ij))

1 + exp(νij + 2
∑

m 6=k θkmgm,ij)
. (3.7)

Parameters Θ and ν influence the prior probability of selection for edges in the

graphs G1, . . . , GK . In the variable selection setting, Scott & Berger (2010) find that

a fixed prior probability of variable inclusion offers no correction for multiple testing.

Although we are selecting edges rather than variables, a similar idea holds here. We

therefore impose prior distributions on ν and Θ to reduce the false selection of edges.

This approach is also more informative since we obtain posterior estimates of these

parameters which reflect information learned from the data.

3.3.3 Selection prior on network similarity

As previously discussed, the matrix Θ represents a supergraph with nonzero off-

diagonal entries θkm indicating that the networks for sample group k and sample

group m are related. The magnitude of the parameter θkm measures the pairwise
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similarity between graphs Gk and Gm. A complete supergraph reflects that all the

inferred networks are related. For other cases, some of the networks will be related

while others may be different enough to be considered independent. We learn the

structure of this supergraph from the data. Our approach has the flexibility to share

information between groups when appropriate, but not enforce similarity when the

networks are truly different.

We place a spike-and-slab prior on the off-diagonal entries θkm. See George &

McCulloch (1997) for a discussion of the properties of this prior. Here we want the

“slab” portion of the mixture to be defined on a positive domain since θkm takes

on positive values for related networks. Given this restriction on the domain, we

want to choose a density which allows good discrimination between zero and nonzero

values of θkm. Johnson & Rossell (2010, 2012) demonstrate improved model selection

performance when the alternative prior is non-local in the sense that the density

function for the alternative is identically zero for null values of the parameter. Since

the probability density function Gamma(x|α, β) with α > 1 is equal to zero at the

point x = 0 and is nonzero on the domain x > 0, an appropriate choice for the “slab”

portion of the mixture prior is the Gamma(x|α, β) density with α > 1.

We formalize our prior by using a latent indicator variable γkm to represent the

event that graphs k and m are related. The mixture prior on θkm can then be written

in terms of the latent indicator as

p(θkm|γkm) = (1− γkm) · δ0 + γkm ·
βα

Γ(α)
θα−1km e−βθkm , (3.8)

where Γ(·) represents the Gamma function and α and β are fixed hyperparameters.

As there are no constraints on the structure of Θ (such as positive definiteness), the
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θkm’s are variation independent and the joint prior on the off-diagonal entries of Θ is

the product of the marginal densities:

p(Θ|γ) =
∏
k<m

p(θkm|γkm). (3.9)

We place independent Bernoulli priors on the latent indicators

p(γkm|w) = wγkm(1− w)(1−γkm), (3.10)

where w is a fixed hyperparameter in [0, 1]. We denote the joint prior as

p(γ) =
∏
k<m

p(γkm|w). (3.11)

3.3.4 Edge-specific informative prior

The parameter ν from the prior on the graphs given in equation (3.6) can be used both

to encourage sparsity of the graphs G1, . . . , GK and to incorporate prior knowledge

on particular connections. Equation (3.3) shows that negative values of νij reduce the

prior probability of the inclusion of edge (i, j) in all graphs Gk. A prior which favors

smaller values for ν therefore reflects a preference for model sparsity, an attractive

feature in many applications since it reduces the number of parameters to be estimated

and produces more interpretable results.

Since larger values of νij make edge (i, j) more likely to be selected in each graph

k regardless of whether it has been selected in other graphs, prior network informa-

tion can be incorporated into the model through an informative prior on νij. Given

a known reference network G0, we define a prior that encourages higher selection

probabilities for edges included in G0. When θkm is 0 for all m 6= k or no edges gm,ij
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are selected for nonzero θkm, then the probability of inclusion of edge (i, j) in Gk can

be written as

p(gk,ij|νij) =
eνij

1 + eνij
= qij. (3.12)

We impose a prior on qij that reflects the belief that graphs Gk which are similar

to the reference network G0 = (V,E0) are more likely than graphs which have many

different edges,

qij =


Beta(1 + c, 1) if (i, j) ∈ E0

Beta(1, 1 + c) if (i, j) /∈ E0,

(3.13)

where c > 0. This determines a prior on νij since νij = logit(qij). After applying a

univariate transformation of variables to the Beta(a, b) prior on qij, the prior on νij

can be written as

p(νij) =
1

B(a, b)
· eaνij

(1 + eνij)a+b
, (3.14)

where B(·) represents the beta function.

In cases where no prior knowledge on the graph structure is available a prior

that favors lower values, such as qij ∼ Beta(1, 4) for all edges (i, j), can be chosen to

encourage overall sparsity. To account for the prior belief that most edges are missing

in all graphs while the few edges that are present in any one graph tend to be present

in all other graphs, a prior favoring even smaller values of νij could be coupled with

a prior favoring larger values for θkm.

3.3.5 Completing the model

The prior on the mean vector µk in model (3.2) is the conjugate prior

µk|Ωk ∼ N (µ0, (λ0Ωk)
−1), (3.15)
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where λ0 > 0, for k = 1, 2, . . . , K. For the prior on the precision matrix Ωk we choose

the G-Wishart distribution WG(b,D),

Ωk|Gk, b,D ∼ WG(b,D), (3.16)

for k = 1, 2, . . . K. This prior restricts Ωk to the cone of symmetric positive definite

matrices with ωk,ij equal to zero for any edge (i, j) /∈ Gk, where Gk may be either

decomposable or non-decomposable. In applications we use the noninformative set-

ting b = 3 and D = Ip. Higher values of the degrees of freedom parameter b reflect a

larger weight given to the prior, so a prior setting with b > 3 and D = c · Ip for c > 1

could be chosen to further enforce sparsity of the precision matrix.

3.4 Posterior inference

Let Ψ denote the set of all parameters and X denote the observed data for all sample

groups. We can write the joint posterior as

p(Ψ|X) ∝
K∏
k=1

[
p(Xk|µk,Ωk)·p(µk|Ωk)·p(Ωk|Gk)

]
·
∏
i<j

[
p(gij|νij,Θ)·p(νij)

]
·p(Θ|γ)·p(γ).

(3.17)

Since this distribution is analytically intractable, we construct a Markov chain Monte

Carlo (MCMC) sampler to obtain a posterior sample of the parameters of interest.

3.4.1 MCMC sampling scheme

At the top level, our MCMC scheme is a block Gibbs sampler in which we sample

the network specific parameters Ωk and Gk from their posterior full conditionals. As

described in Section 3.2, a joint search over the space of graphs and precision matrices
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poses computational challenges. To sample the graph and precision matrix for each

group, we adapt the method of Wang & Li (2012), which does not require proposal

tuning and circumvents the computation of the prior normalizing constant. We then

sample the graph similarity and selection parameters Θ and γ from their conditional

posterior distributions by using a Metropolis-Hastings approach that incorporates

both between-model and within-model moves, similar in spirit to the sampler pro-

posed in Gottardo & Raftery (2008). This step is equivalent to a reversible jump.

Finally, we sample the sparsity parameters ν from their posterior conditional distri-

bution using a standard Metropolis-Hastings step.

Our MCMC algorithm, which is described in detail in the Appendix given in

Section 3.A, can be summarized as follows. At iteration t:

• Update the graph G
(t)
k and precision matrix Ω

(t)
k for each group k = 1, . . . , K

• Update the parameters for network relatedness θ
(t)
km and γ

(t)
km for 1 ≤ k < m ≤ K

• Update the edge-specific parameters ν
(t)
ij for 1 ≤ i < j ≤ p

3.4.2 Posterior inference and model selection

One approach for selecting the graph structure for each group is to use the maximum

a posteriori (MAP) estimate, which represents the mode of the posterior distribution

of possible graphs for each sample group. This approach, however, is not generally

feasible since the space of possible graphs is quite large and any particular graph

may be encountered only a few times in the course of the MCMC sampling. A

more practical solution is to select the edges marginally. Although networks cannot

be reconstructed just by looking at the marginal edge inclusion probabilities, this

approach provides an effective way to communicate the uncertainty over all possible
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connections in the network.

To carry out edge selection, we estimate the posterior marginal probability of edge

inclusion for each edge gk,ij as the number of MCMC iterations after the burn-in in

which edge (i, j) was included in graph Gk. For each sample group, we then select the

set of edges that appear with marginal posterior probability (PPI) > 0.5. Although

this rule was proposed by Barbieri & Berger (2004) in the context of prediction

rather than structure discovery, we found that it resulted in a reasonable expected

false discovery rate (FDR). Following Newton et al. (2004), we let ξk,ij represent 1 -

the marginal posterior probability of inclusion for edge (i, j) in graph k. Then the

expected FDR for some bound κ is

FDR =

∑
k

∑
i<j(ξk,ij)1[ξk,ij ≤ κ]∑

k

∑
i<j 1[ξk,ij ≤ κ]

, (3.18)

where 1 is the indicator function. We also compute the receiver operating character-

istic (ROC) curve and the corresponding area under the curve (AUC) to examine the

selection performance of the model under varying PPI thresholds.

Since comparison of edges across graphs is an important focus of our model, we

also consider the problem of learning differential edges. We consider an edge to be

differential if the true value of |gk,ij − gm,ij| is 1, which reflects that edge (i, j) is

included in either Gk or Gm but not both. Following Oates & Mukherjee (2013),

we compute the posterior probability of difference as |pk,ij − pm,ij|, where pk,ij is the

marginal posterior probability of inclusion for edge (i, j) in graph k. In addition to the

inference focusing on individual edges and their differences, the posterior probability

of inclusion of the indicator γkm provides a broad measure of the similarity of graphs

k and m which reflects the utility of borrowing of strength between the groups.
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The posterior estimates of νij provide another interesting summary as they reflect

the preference for edge (i, j) in a given graph based on both the prior distribution

for νij and the sampled values for gk,ij for k = 1, . . . K. As discussed in the prior

construction given in Section 3.3.4, the parameter qij, defined in equation (3.12) as

the inverse logit of νij, may be reasonably interpreted as a lower bound on the marginal

probability of edge (i, j) in a given graph, since the MRF prior linking graphs can

only increase edge probability. The utility of posterior estimates of qij in illustrating

the uncertainty around inclusion of edge (i, j) is demonstrated in Section 3.5.1.

3.5 Simulations

We include two simulation studies which highlight key features of our model. In the

first simulation, we illustrate our approach to inference of graphical models across

sample groups and demonstrate estimation of all parameters of interest. In the second

simulation, we show that our method outperforms competing methods in learning

graphs with related structure.

3.5.1 Simulation study to assess parameter inference

In this simulation, we illustrate posterior inference using simulated data sets with

both related and unrelated graph structures. We construct four precision matrices

Ω1, Ω2, Ω3, and Ω4 corresponding to graphs G1, G2, G3 and G4 with different

degrees of shared structure. We include p = 20 nodes, so there are p · (p− 1)/2 = 190

possible edges. The precision matrix Ω1 is set to the p × p symmetric matrix with

entries ωi,i = 1 for i = 1, . . . , 20, entries ωi,i+1 = ωi+1,i = 0.5 for i = 1, . . . , 19, and

ωi,i+2 = ωi+2,i = 0.4 for i = 1, . . . , 18. This represents an AR(2) model. To construct

Ω2, we remove 5 edges at random by setting the corresponding nonzero entries in Ω1



57

to 0, and add 5 edges at random by replacing zeros in Ω1 with values sampled from

the uniform distribution on {[−0.6,−0.4]∪ [0.4, 0.6]}. To construct Ω3, we remove 10

edges in both Ω1 and Ω2, and add 10 new edges present in neither Ω1 nor Ω2 in the

same manner. To construct Ω4, we remove the remaining 22 original edges shared by

Ω1, Ω2 and Ω3 and add 22 edges which are present in none of the first three graphs.

The resulting graph G4 has no edges in common with G1. In order to ensure that the

perturbed precision matrices are positive definite, we use an approach similar to that

of Danaher et al. (2013) in which we divide each off-diagonal element by the sum of

the off-diagonal elements in its row, and then average the matrix with its transpose.

This procedure results in Ω2, Ω3 and Ω4 which are symmetric and positive definite,

but include entries of smaller magnitude than Ω1, and therefore somewhat weaker

signal.

The graph structures for the four groups are shown in Figure 3.2. All four graphs

have the same degree of sparsity, with 37/190 = 19.47% of possible edges included,

but different numbers of overlapping edges. The proportion of edges shared pairwise

between graphs is

Proportion of edges shared =



0.86 0.59 0.00

0.73 0.14

0.41


.

We generate random normal data using Ω1, . . . ,Ω4 as the true precision matrices by

drawing a random sample Xk of size n = 100 from the distribution N (0,Ω−1k ) for

k = 1, . . . , 4. In the prior specification, we use a Gamma(α, β) density with α = 2

and β = 5 for the slab portion of the mixture prior defined in equation (3.8). As
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Figure 3.2 : Simulation of Section 3.5.1. True graph structures for each simulated
group.

discussed in Section 3.3.3, the choice of α > 1 results in a non-local prior. We would

not only like the density to be zero at θkm = 0 to allow better discrimination between

zero and nonzero values, but would also like to avoid assigning weight to large values

of θkm. As discussed in Li & Zhang (2010), Markov random field priors exhibit a

phase transition in which larger values of parameter rewarding similarity lead to a

sharp increase in the size of the selected model. For this reason, β = 5, which results

in a prior with mean 0.4 such that P (θkm ≤ 1) = 0.96, is a reasonable choice. To

reflect a strong prior belief that the networks are related, we set the hyperparameter
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Figure 3.3 : Simulation of Section 3.5.1. Trace plots of the number of edges included
in each graph, thinned to every fifth iteration for display purposes.

w = 0.9 in the Bernoulli prior on the latent indicator of network relatedness γkm

given in equation (3.10). We fix the parameters a and b in the prior on νij defined in

equation (3.14) to a = 1 and b = 4 for all pairs (i, j). This choice of a and b leads to

a prior probability of edge inclusion of 20%, which is close to the true sparsity level.

To obtain a sample from the posterior distribution, we ran the MCMC sampler

described in Section 3.4 with 10,000 iterations as burn-in and 20,000 iterations as the

basis of inference. Figure 3.3 shows the traces of the number of edges included in

the graphs G1, . . . , G4. These plots show good mixing around a stable model size.

Trace plots for the remaining parameters (not shown) also showed good mixing and

no strong trends.

The marginal posterior probability of inclusion (PPI) for the edge gk,ij can be
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estimated as the percentage of MCMC samples after the burn-in period where edge

(i, j) was included in graph k. The heat maps for the marginal PPIs of edge inclusion

in each of the four simulated graphs are shown in Figure 3.4. The patterns of high-

probability entries in these heat maps clearly reflect the true graph structures depicted

in Figure 3.2. To assess the accuracy of graph structure estimation, we computed the

true positive rate (TPR) and false positive rate (FPR) of edge selection using a

threshold of 0.5 on the PPIs. The TPR is 1.00 for group 1, 0.78 for group 2, 0.68

for group 3, and 0.57 for group 4. The FPR is 0.00 for group 1, 0.01 for group 2,

0.01 for group 3, and 0.01 for group 4. The TPR is highest in group 1 because the

magnitudes of the nonzero entries in Ω1 are greater than those of the other precision

matrices due to the way these matrices were generated. The overall expected FDR

for edge selection is 0.051. The TPR of differential edge selection is 0.72, and the

FPR is 0.03.

The ROC curves showing the performance of edge selection for each group under

varying thresholds for the marginal PPI are shown in Figure 3.5. The AUC was a

perfect 1.00 for group 1, 0.996 for group 2, 0.96 for group 3, and 0.94 for group 4.

The overall high AUC values demonstrate that the marginal posterior probabilities

of edge inclusion provide an accurate basis for graph structure learning. The lower

AUC for group 4 reflects the fact that G4 has the least shared network structure

and does not benefit as much from the prior linking the graph estimation across the

groups. The AUC for differential edge detection is 0.81. This result demonstrates

that although our model favors shared structure across graphs, it is reasonably robust

to the presence of negative association.

To assess estimation of the precision matrices Ω1, . . . ,Ω4, we computed the 95%

posterior credible intervals (CIs) for each entry based on the quantiles of the MCMC
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Figure 3.4 : Simulation of Section 3.5.1. Heat maps of the posterior probabilities of
edge inclusion (PPIs) for the four simulated graphs.
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Figure 3.5 : Simulation of Section 3.5.1. ROC curves for varying thresholds on
the posterior probability of edge inclusion for each of the simulated groups. The
corresponding AUCs are 1.00 for group 1, 0.996 for group 2, 0.96 for group 3 and 0.94
for group 4.



63

samples. Overall, 96.7% of the CIs for the elements ωk,ij where i ≤ j and k = 1, . . . , 4

contained the true values.

To illustrate posterior inference of the parameter νij in equation (3.6), in Figure

3.6 we provide empirical posterior distributions of qij, the inverse logit of νij defined in

equation (3.12), for edges included in different numbers of the true graphs G1, . . . , G4.

Each curve represents the pooled sampled values of qij for all edges (i, j) included in

the same number of graphs. Since there are no common edges between G1 and G4,

any edge is included in at most 3 graphs. As discussed in Section 3.3.4, the values of

qij are a lower bound on the marginal probability of edge inclusion. From this plot,

we can see that the inclusion of an edge in a larger number of the simulated graphs

results in a posterior density for qij shifted further away from 0, as one would expect.

The means of the sampled values for qij for edges included in 0, 1, 2 or 3 simulated

graphs are 0.11, 0.18, 0.25, and 0.35, respectively.

We can also obtain a Rao-Blackwellized estimate of the marginal probability of

the inclusion of edge (i, j) in a graph k by computing the probabilities p(gij|νij,Θ)

defined in equation (3.3) given the sampled values of νij and Θ. This results in

marginal edge inclusion probabilities for edges included in 0, 1, 2 or 3 simulated

graphs of 0.13, 0.22, 0.31, and 0.44. By comparing these estimates to the values for

qij given above, we can see the impact of the prior encouraging shared structure in

increasing the marginal edge probabilities. A more direct estimate of the number

of groups in which in edge (i, j) is present is the MCMC average of
∑

k gk,ij. For

edges included in either 0, 1, 2, or 3 simulated graphs, the corresponding posterior

estimates of
∑

k gk,ij are 0.08, 0.77, 1.52 and 2.49. Together these summaries illustrate

how varying marginal probabilities of edge inclusion translate into different numbers

of selected edges across graphs.
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Figure 3.6 : Simulation of Section 3.5.1. Empirical posterior densities of edge-specific
parameters qij for edges included in 0, 1, 2 or 3 of the simulated graphs.

The marginal PPIs for the elements of Θ can be estimated as the percentages of

MCMC samples with γkm = 1, or equivalently with θkm > 0, for 1 ≤ k < m ≤ K.

These estimates are

PPI(Θ) =



1.00 0.88 0.27

0.84 0.28

0.53


, (3.19)

and reflect the degree of shared structure, providing a relative measure of graph

similarity across sample groups. In addition, these probabilities show that common

edges are more strongly encouraged when the underlying graphs have more shared

structure, since in iterations where θkm = 0 common edges between graphs k and

m are not rewarded. The marginal posterior mean of θkm conditional on inclusion,
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estimated as the MCMC average for iterations where γkm = 1, is consistent with the

inclusion probabilities in that entries with smaller PPIs also have lower estimated

values when selected. The posterior conditional means are

Mean
(
θkm|γkm = 1

)
=



0.32 0.28 0.09

0.20 0.11

0.16


. (3.20)

To assess uncertainty about our estimation results, we performed inference for 25

simulated data sets, each of size n = 100, generated using the same procedure as

above. The average PPIs and their standard errors (SE) are

Mean
(
PPI(Θ)

)
=



0.97 0.92 0.30

0.80 0.35

0.60


, SE

(
PPI(Θ)

)
=



0.03 0.05 0.02

0.06 0.03

0.05


.

The small standard errors demonstrate that the results are stable for data sets with

moderate sample sizes. The performance of the method in terms of graph structure

learning was consistent across the simulated data sets as well. Table 3.1 gives the

average TPR, FPR, and AUC for edge selection within each group and for differential

edge selection, along with the associated standard error (SE). The average expected

FDR was 0.07, with standard error 0.01.
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TPR (SE) FPR (SE) AUC (SE)

Group 1 1.00 (0.01) 0.002 (0.003) 1.00 (0.002)
Group 2 0.61 (0.08) 0.007 (0.006) 0.98 (0.1)
Group 3 0.73 (0.05) 0.007 (0.008) 0.98 (0.1)
Group 4 0.63 (0.06) 0.006 (0.005) 0.94 (0.02)
Differential 0.69 (0.03) 0.038 (0.004) 0.82 (0.008)

Table 3.1 : Simulation of Section 3.5.1. Average true positive rate (TPR), false
positive rate (FPR), and area under curve (AUC) with associated standard error
(SE) across 25 simulated data sets.

3.5.2 Simulation study for performance comparison

In this simulation, we compare the performance of our method against competing

methods in learning related graph structures given sample sizes which are fairly small

relative to the possible number of edges in the graph.

We begin with the precision matrix Ω1 as in Section 3.5.1, then follow the same

procedure to obtain Ω2. To construct Ω3, we remove 5 edges in both Ω1 and Ω2,

and add 5 new edges present in neither Ω1 nor Ω2 in the same manner. Finally,

the nonzero values in Ω2 and Ω3 are adjusted to ensure positive definiteness. In the

resulting graphs, the proportion of shared edges between G1 and G2 and between G2

and G3 is 86.5%, and the proportion of shared edges between G1 and G3 is 73.0%.

We generate random normal data using Ω1, Ω2 and Ω3 as the true precision

matrices by creating a random sample Xk of size n from the distribution N (0,Ω−1k ),

for k = 1, 2, 3. We report results on 25 simulated data sets for sample sizes n = 50

and n = 100.

For each data set, we estimate the graph structures within each group using four

methods. First, we apply the fused graphical lasso and joint graphical lasso, available

in the R package JGL (Danaher 2012). To select the penalty parameters λ1 and
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λ2, we follow the procedure recommended in Danaher et al. (2013) to search over a

grid of possible values and find the combination which minimizes the AIC criterion.

Next, we obtain separate estimation with G-Wishart priors using the sampler from

Wang & Li (2012) with prior probability of inclusion 0.2. Finally, we apply our

proposed joint estimation using G-Wishart priors with the same parameter settings

as in the simulation given in Section 3.5.1. For both Bayesian methods, we used

10,000 iterations of burn-in followed by 20,000 iterations as the basis for posterior

inference. For posterior inference, we select edges with marginal posterior probability

of inclusion > 0.5.

Results on structure learning are given in Table 3.2. The accuracy of graph struc-

ture learning is given in terms of the true positive rate (TPR), false positive rate

(FPR), and the area under the curve (AUC). The AUC estimates for the joint graph-

ical lasso methods were obtained by varying the sparsity parameter for a fixed similar-

ity parameter. The results reported here are the maximum obtained for the sequence

of similarity parameter values tested. The corresponding ROC curves are shown in

Figure 3.7. These curves demonstrate that the proposed joint Bayesian approach out-

performs the competing methods in terms of graph structure learning across models

with varying levels of sparsity.

Results show that the fused and group graphical lassos are very good at identifying

true edges, but tend to have a high false positive rate. The Bayesian methods, on the

other hand, have very good specificity, but tend to have lower sensitivity. Our joint

estimation improves this sensitivity over separate estimation, and achieves the best

overall performance as measured by the AUC for both n settings.

Results on differential edge selection are given in Table 3.3. For the fused and

group graphical lasso, a pair of edges is considered to be differential if the edge is
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Figure 3.7 : Simulation of Section 3.5.2. ROC curves for graph structure learning for
sample size n = 50.

n = 50 n = 100

TPR FPR AUC TPR FPR AUC
(SE) (SE) (SE) (SE) (SE) (SE)

Fused graphical lasso 0.93 0.52 0.91 0.99 0.56 0.93
(0.03) (0.10) (0.01) (0.01) (0.10) (0.01)

Group graphical lasso 0.93 0.55 0.88 0.99 0.63 0.91
(0.03) (0.07) (0.02) (0.01) (0.05) (0.01)

Separate estimation with 0.52 0.010 0.91 0.68 0.004 0.97
G-Wishart priors (0.03) (0.006) (0.01) (0.03) (0.002) (0.01)

Joint estimation with 0.58 0.008 0.97 0.78 0.003 0.99
G-Wishart priors (0.04) (0.004) (0.01) (0.05) (0.002) (0.003)

Table 3.2 : Simulation of Section 3.5.2. Results for graph structure learning, with
a comparison of true positive rate (TPR), false positive rate (FPR), and area under
the curve (AUC) with standard errors (SE) over 25 simulated datasets.
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included in the estimated adjacency matrix for one group but not the other. In terms

of TPR and FPR, the fused and group graphical lasso methods perform very similarly

since we focus on differences in inclusion rather than in the magnitude of the entries in

the precision matrix. The Bayesian methods have better performance of differential

edge detection than the graphical lasso methods, achieving both a higher TPR and

lower FPR. Relative to separate estimation with G-Wishart priors, the proposed joint

estimation method has somewhat lower TPR and FPR. This difference reflects the

fact that the joint method encourages shared structure, so the posterior estimates of

differential edges are more sparse.

It is not possible to compute the AUC of differential edge detection for the fused

and group graphical lasso methods since even when there is no penalty placed on

the difference across groups, the estimated adjacency matrices share a substantial

number of entries. Therefore, we cannot obtain a full ROC curve for these methods.

The ROC curves for the Bayesian methods are given in Figure 3.8. Since the proposed

joint estimation method is designed to take advantage of shared structure, detection

of differential edges is not its primary focus. Nevertheless, it still shows slightly better

overall performance than separate estimation.

3.5.3 Sensitivity

In assessing the prior sensitivity of the model, we observe that the choice of a and b in

equation (3.14), which affects the prior probability of edge inclusion, has an impact

on the posterior probabilities of both edge inclusion and graph similarity. Specifically,

setting a and b so that the prior probability of edge inclusion is high results in higher

posterior probabilities of edge inclusion and lower probabilities of graph similarity.

This effect is logical because the MRF prior increases the probability of an edge if that
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Figure 3.8 : Simulation of Section 3.5.2. ROC curves for differential edge detection
for sample size n = 50.

n = 50 n = 100

TPR FPR AUC TPR FPR AUC
(SE) (SE) (SE) (SE) (SE) (SE)

Fused graphical lasso 0.46 0.43
n/a

0.44 0.41
n/a

(0.11) (0.03) (0.13) (0.02)
Group graphical lasso 0.45 0.43

n/a
0.45 0.41

n/a
(0.11) (0.04) (0.13) (0.02)

Separate estimation with 0.58 0.10 0.84 0.79 0.08 0.93
G-Wishart priors (0.07) (0.01) (0.03) (0.07) (0.01) (0.02)

Joint estimation with 0.55 0.08 0.86 0.78 0.05 0.94
G-Wishart priors (0.08) (0.01) (0.02) (0.08) (0.01) (0.02)

Table 3.3 : Simulation of Section 3.5.2. Results for differential edge detection, with
a comparison of true positive rate (TPR), false positive rate (FPR), and area under
the curve (AUC) with standard errors (SE) over 25 simulated datasets.
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edge is included in related graphs, which has little added benefit when the probability

for that edge is already high. As a general guideline, a choice of a and b which results

in a prior probability of edge inclusion smaller than the expected level of sparsity is

recommended. Further details on the sensitivity of the results to the choice of a and

b are given in the Appendix of Section 3.B.

Smaller values of the prior probability of graph relatedness w defined in equation

(3.10) result in smaller posterior probabilities for inclusion of the elements of Θ. For

example, in the simulation setting of Section 3.5.1, using a probability of w = 0.5

leads to the following posterior probabilities of inclusion for the elements of Θ:

PPI(Θ) =



1.00 0.57 0.15

0.48 0.15

0.22


. (3.21)

These values are smaller than those given in equation (3.19), which were obtained

using w = 0.9, but the relative ordering is consistent.

3.6 Case studies

We illustrate the application of our method to inference of real-world biological net-

works across related sample groups. In both case studies presented below, we apply

the proposed joint estimation method using the same parameter settings as the sim-

ulations in Section 3.5. The MCMC sampler was run for 10,000 iterations of burn-in

followed by 20,000 iterations used as the basis for inference. For posterior inference,

we select edges with marginal posterior probability of inclusion > 0.5.
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3.6.1 Protein networks for subtypes of acute myeloid leukemia

Key steps in cancer progression include dysregulation of the cell cycle and evasion

of apoptosis, which are changes in cellular behavior that reflect alterations to the

network of protein relationships in the cell. Here we are interested in understand-

ing the similarity of protein networks in various subtypes of acute myeloid leukemia

(AML). By comparing the networks for these groups, we can gain insight into the

differences in protein signaling that may affect whether treatments for one subtype

will be effective in another.

The data set analyzed here, which includes protein levels for 213 newly diagnosed

AML patients, is provided as a supplement to Kornblau et al. (2009) and is avail-

able for download from the MD Anderson Department of Bioinformatics and Com-

putational Biology at http://bioinformatics.mdanderson.org/Supplements/Kornblau-

AML-RPPA/aml-rppa.xls. The measurements of the protein expression levels were

obtained using reverse phase protein arrays (RPPA), a high-throughout technique

for protein quantification (Tibes et al. 2006). Previous work on inference of protein

networks from RPPA data includes Telesca et al. (2012) and Yajima et al. (2012).

The subjects are classified by subtype according to the French-American-British

(FAB) classification system. The subtypes, which are based on criteria including cy-

togenetics and cellular morphology, have varying prognosis. It is therefore reasonable

to expect that the protein interactions in the subtypes differ. We focus here on 18

proteins which are known to be involved in apoptosis and cell cycle regulation ac-

cording to the KEGG database (Kanehisa et al. 2012). We infer a network among

these proteins in each of the four AML subtypes for which a reasonable sample size

is available: M0 (17 subjects), M1 (34 subjects), M2 (68 subjects), and M4 (59 sub-

jects). Our prior construction, which allows sharing of information across groups, is
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potentially beneficial in this setting since all groups have small to moderate sample

sizes.

The resulting graphs from the proposed joint estimation method are shown in

Figure 3.9, with edges shared across all subgroups in red and differential edges dashed.

The edge counts for each of the four graphs and the number of overlapping edges

between each pair of graphs are given below, along with the posterior probabilities of

inclusion for the elements of Θ:

Shared edge count =



17 11 14 12

21 14 11

26 13

22


, PPI(Θ) =



0.81 0.83 0.87

0.91 0.85

0.90


.

The estimated graphs have a fair amount of overlapping structure, with 9 edges com-

mon to all four groups. This highlights the fact that our joint estimation procedure

is able to account for the presence of shared structure.

3.6.2 Protein-signaling networks under various perturbations

The data for this case study, provided as a supplement to Sachs et al. (2005), in-

clude the levels of 11 phosphorylated proteins and phospholipids quantified using

flow cytometry under 9 different experimental conditions. The sample sizes for each

condition are large (in the range 700–1000) since each observation corresponds to a

single cell. Sachs et al. (2005) use the 9 perturbation conditions to infer a single DAG.

Subsequently, Friedman et al. (2008) use the pooled data across all perturbations to

infer a single undirected graph.

We use our method to infer an undirected graph for each of the 9 conditions
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Figure 3.9 : Case study of Section 3.6.1. Inferred protein networks for the AML
subtypes M0, M1, M2, and M4, with edges shared across all subgroups in red and
differential edges dashed.
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allowing for the possibility of shared structure. We would like to note that as the

number of groups increases, the prior probability that a given edge will be shared

across all groups declines. If there is a preference for shared structure across all

groups, for increasing numbers of groups the prior probability of shared structure

could be increased by setting the parameter w from equation (3.10) closer to 1. Since

the prior formulation and posterior summaries used here are primarily focused on

pairwise comparison, we retain the previous parameter settings for consistency. The

resulting graph structures are shown in Figure 3.10, with edges shared across all

subgroups in red and differential edges dashed.

The number of edges included in each graph and the number of edges shared

between each pair of graphs are



8 7 7 8 5 8 8 8 8

9 7 8 6 8 7 9 9

8 8 5 8 7 8 8

9 5 9 8 9 9

6 5 5 6 6

10 8 9 9

8 8 8

10 10

10



.
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Figure 3.10 : Case study of Section 3.6.2. Inferred protein signaling networks, with
edges shared across all subgroups in red and differential edges dashed.
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The posterior probabilities of inclusion for the elements of Θ are

PPI(Θ) =



0.82 0.83 0.87 0.73 0.86 0.87 0.86 0.87

0.82 0.84 0.80 0.85 0.80 0.91 0.91

0.86 0.74 0.85 0.80 0.85 0.85

0.72 0.90 0.86 0.89 0.89

0.71 0.74 0.77 0.78

0.85 0.88 0.88

0.85 0.85

0.94



.

These probabilities reflect that group 5 is the most different from the other groups.

In Figure 3.10, we see that it has the sparsest network, a difference that is ignored

when inference is performed on the pooled data. Although some inferred connections

(such as Mek–Raf and Jnk–P38) are also selected in Friedman et al. (2008), treating

the data as a single group does not account for the heterogeneity across the groups

and therefore results in inference of a different graph structure.

3.7 Discussion

In this work, we have developed a novel modeling approach to inference of multiple

graphs and illustrated its important features. The proposed model utilizes a Markov

random field prior to encourage shared edges between related groups and a selection

prior on the parameters that describe the similarity of the networks. This approach

allows us to share information between sample groups, when appropriate, as well as

to obtain a measure of relative network similarity across groups. A key difference of
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our approach from previous work on inference of multiple graphs is that we do not

assume the networks for all subgroups are related, but rather infer the relationships

among them from the data.

Through simulations, we have shown that the posterior probabilities of network

similarity provide a reasonable summary of network relatedness across sample groups.

We have also demonstrated that our joint estimation approach increases sensitivity

and enables the selection of edges that would have been missed with separate estima-

tion procedures. Finally, we have illustrated the utility of our method in inference of

protein networks across various subtypes of acute myeloid leukemia and in estimation

of signaling networks under different experimental interventions.

The approach developed here links the dependence structures within each group,

but does not enforce similarity of the nonzero elements of the precision matrices. This

modeling decision, which reflects our interest in network inference, was also influenced

by the mathematical and computational difficulties entailed in the development of pri-

ors which not only enforce common zeros but also shrink nonzero elements toward a

common mean. In the context of covariance estimation, Hoff (2009) proposes encour-

aging similarity of covariance matrices across groups through a hierarchical model

relating their eigenvectors. This approach, however, does not enforce sparsity of the

covariance or precision matrices. An extension to inference of Gaussian graphical

models is not straightforward, but would be of interest for future research.

The G-Wishart prior framework utilized in this paper enforces exact zeros in the

precision matrix corresponding to missing edges in the graph G. Off-diagonal entries,

however, may still be arbitrarily small. Although it would be interesting to pursue a

non-local prior on the precision matrices to encourage better differentiation between

zero and nonzero entries, a challenge in developing such an approach is that the entries
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in the precision matrix are dependent due to the constraint of positive definiteness.

To integrate group-specific prior information, the model could be extended to

include a parameter νk,ij for each group k = 1, . . . , K. This would give additional

flexibility to allow groups to have different degrees of sparsity or favor particular

edges only in certain groups. In the current model formulation where the parameter

νij is shared across groups, its posterior is shaped by the observed data for each

group, as illustrated in the simulation results given in Section 3.5.1. This implies

that information can still be shared across graphs even when Θ = 0.

Our approach provides a flexible modeling framework which can be extended to

new sampling approaches or other types of data. In particular, the proposed model

can be integrated with any type of G-Wishart sampler. Although the Wang & Li

(2012) algorithm works well in practice, it has potential drawbacks. Specifically,

the proposed double Metropolis-Hastings approach relies on an approximation to the

posterior and requires that moves in the graph space are constrained to edge-away

neighbors. The recently proposed direct sampler of Lenkoski (2013), which resolves

these limitations, could be considered as an alternative. In addition, although we

have focused on normally distributed data, the approach can be extended to other

types of graphical models, such as Ising or log-linear models.
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Appendix

3.A Details of MCMC sampling

3.A.1 Updating of Ωk and Gk

For simplicity, we assume that the data for each group are column centered. The

likelihood for each group is then

Xk ∼ N (0,Ω−1k ) k = 1, . . . , K. (3.22)

Since the G-Wishart distribution is conjugate to the likelihood, the posterior full

conditional of Ωk is the G-Wishart density

Ωk|Xk, Gk ∼ WG(nk + b,Sk + D) (3.23)

where Sk = XT
kXk.

Sampling from the G-Wishart distribution requires MCMC methods even when

the graph G is known. In this case, we want to learn the graph structure as well, so

we need to search over the joint posterior space of graphs G1, . . . , GK and precision

matrices Ω1, . . . ,ΩK conditional on the remaining parameters. To accomplish this,

we use a sampling scheme based on Algorithm 2 from section 5.2 of Wang & Li (2012).

We prefer this approach over other recent proposals since it avoids computation of

prior normalizing constants and does not require tuning of proposals.

The only modification required to use the algorithm from Wang & Li (2012) to

sample from the conditional distribution p(Ωk, Gk|ν,Θ, {Gm}m6=k) is to use the condi-

tional probability p(Gk|ν,Θ, {Gm}m 6=k) for each graph rather than the unconditional
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p(Gk). Following their notation, when proposing a new graph G′k which differs from

the current graph Gk in that edge (i, j) is included in Gk but not in G′k, given the

MRF prior on the graph structure we have

p(G′k|νij,Θ, {Gm}m6=k)
p(Gk|νij,Θ, {Gm}m6=k)

= exp{−(νij + 2
∑
m6=k

θkmgm,ij)}. (3.24)

At each MCMC iteration, we apply this move successively to each (i, j) for i < j.

3.A.2 Updating of θkm and γkm

We sample θkm and γkm from their joint posterior full conditional distribution. The

terms in the joint prior on the graphs G1, . . . , GK that include θkm are

p(G1, . . . , GK |ν,Θ) =
∏
i<j

C(νij,Θ)−1 exp(νij1
Tgij + gTijΘgij)

∝
∏
i<j

C(νij,Θ)−1 exp(2θkmgk,ijgm,ij),

considering only the terms that include θkm. Given the prior on θkm from equation

(3.8) and the prior on γkm from equation (3.10), the posterior full conditional of θkm

and γkm can be written

p(θkm, γkm|·) ∝
(∏

i<j

C(νij,Θ)−1 exp(2γkmgk,ijgm,ij)

)
·

(
(1− γkm) · δ0 + γkm ·

βα

Γ(α)
θα−1km e−βθkm

)
·(

wγkm(1− w)(1−γkm)
)
. (3.25)

Since the normalizing constant for this mixture is not analytically tractable, we
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use Metropolis-Hastings steps to sample θkm and γkm from their joint posterior full

conditional distribution for each pair (k,m) where 1 ≤ k < m ≤ K. Our construction

is based on the MCMC approach described in Gottardo & Raftery (2008) for sam-

pling from mixtures of mutually singular distributions. At each iteration we perform

two steps: a between-model and a within-model move. As discussed in Gottardo

& Raftery (2008), this type of sampler is effectively equivalent to reversible jump

Markov chain Monte Carlo (RJMCMC).

For the between-model move, if in the current state γkm = 1, we propose γ∗km = 0

and θ∗km = 0. If in the current state γkm = 0, we propose γ∗km = 1 and sample θ∗km

from the proposal density q(θ∗km) = Gamma(θ∗km|α∗, β∗). When moving from γkm = 1

to γ∗km = 0, the Metropolis-Hastings ratio is

r =
p(θ∗km, γ

∗
km|·) · q(θkm)

p(θkm, γkm|·)

=
Γ(α)

Γ(α∗)
· (β∗)α

∗

βα
·
(
θkm
)α∗−α · e(β−β∗)θkm ·

∏
i<j

C(νij,Θ) · exp(−2θkmgk,ijgm,ij)

C(νij,Θ∗)
· 1− w

w
,

(3.26)

where Θ∗ represents the matrix Θ with entry θkm = θ∗km. When moving from γkm = 0

to γ∗km = 1, the Metropolis-Hastings ratio is

r =
p(θ∗km, γ

∗
km|·)

p(θkm, γkm|·) · q(θ∗km)

=
Γ(α∗)

Γ(α)
· βα

(β∗)α∗ ·
(
θ∗km
)α−α∗

· e(β∗−β)θ∗km ·
∏
i<j

C(νij,Θ) · exp(2θ∗kmgk,ijgm,ij)

C(νij,Θ∗)
· w

1− w
.

(3.27)

We then perform a within-model move whenever the value of γkm sampled from

the between-model move is 1. For this step, we propose a new value of θkm using the



83

same proposal density as before. The Metropolis-Hastings ratio for this step is

r =
p(θ∗km, γ

∗
km|·) · q(θkm)

p(θkm, γkm|·) · q(θ∗km)

=

(
θ∗km
θkm

)α−α∗

· e(β∗−β)(θ∗km−θkm) ·
∏
i<j

C(νij,Θ) · exp(2(θ∗km − θkm)gk,ijgm,ij)

C(νij,Θ∗)
(3.28)

3.A.3 Updating of νij

To find the posterior full conditional distribution of νij, we consider the terms in the

joint prior on the graphs G1, . . . , GK that include νij:

p(G1, . . . , GK |ν,Θ) =
∏
i<j

C(νij,Θ)−1 exp(νij1
Tgij + gTijΘgij)

∝ C(νij,Θ)−1 exp(νij1
Tgij),

considering only the terms that include νij. Given the prior from equation (3.14),

the posterior full conditional of νij given the data and all remaining parameters is

proportional to

p(νij|·) ∝
exp(aνij)

(1 + eνij)a+b
· C(νij,Θ)−1 exp(νij1

Tgij)

=
exp(νij(a+ 1Tgij))

C(νij,Θ) · (1 + eνij)a+b
(3.29)

For each pair (i, j) where 1 ≤ i < j ≤ p, we propose a value q∗ from the density

Beta(2, 4), then set ν∗ = logit(q∗). The proposal density can be written in terms of

ν∗ as

q(ν∗) =
1

B(a∗, b∗)
· ea

∗ν∗

(1 + eν∗)a∗+b∗
. (3.30)

For the simulation given in Section 3.5.1, this proposal resulted in an average accep-
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tance rate of 38.8%, which is a reasonable proportion. Although the use of a fixed

proposal may result in low acceptance rates in some situations, the efficiency of this

step is not a pressing concern since we require many iterations to search the graph

space, so we can obtain a reasonable sample of νij even if the mixing is slow. The

Metropolis-Hastings ratio is

r =
p(ν∗|·)
p(νij|·)

q(νij)

q(ν∗)

=
exp

(
(ν∗ − νij) · (a− a∗ + 1Tgij)

)
· C(νij,Θ) · (1 + eνij)a+b−a

∗−b∗

C(ν∗,Θ) · (1 + eν∗)a+b−a∗−b∗
(3.31)

3.B Details of sensitivity analysis

Here we provide more details of the sensitivity analysis summarized in Section 3.5.3.

3.B.1 Sensitivity to prior parameters a and b

The parameters a and b are the shape and scale parameters of the Beta prior on

the parameter qij defined in equation (3.12). The parameter qij can be interpreted

as a lower bound on the prior probability of inclusion for edge (i, j) which may be

increased by the effect of the prior encouraging shared structure across groups.

To assess the impact of the choice of a and b on posterior inference, we applied

the proposed joint estimation method at a range of (a, b) settings to a single fixed

data set generated following the setup of the simulation given in Section 3.5.1. The

results given in Section 3.5.1 were obtained using the setting a = 1 and b = 4, which

reflects a Beta prior on qij with mean 0.2. To examine the effect of varying a and

b, we performed inference for 6 additional settings chosen so that mean of the Beta

prior ranged from 0.05 to 0.35 while the variance of the Beta prior remained fixed.
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Figure 3.B.1 : Simulation of Section 3.B.1. Sensitivity of the average edge PPIs (left)
and average PPIs for the elements of Θ (right) to the parameters a and b in the prior
qij ∼ Beta(a, b).

The effect on the average edge PPIs and on the average PPI for the entries of Θ is

summarized in Figure 3.B.1.

The average edge PPIs showed a steady increase from just over 0.17 for prior

means in the range 0.05 – 0.10 to around 0.19 for prior mean 0.35. The direction

of the effect is logical, and the overall difference in levels is not strong. The average

PPIs for the elements of Θ are relatively stable for prior means up 0.25, just above

the true sparsity level of 0.20. Beyond this point, they decline sharply, demonstrating

that shared structure is no longer rewarded when the prior on qij results in a prior

probability of edge inclusion much greater than the true level before factoring in the

impact of the sharing of information across graphs.
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Chapter 4

Conclusions and discussion

In the preceding chapters, we have demonstrated the utility of two proposed methods

for inference of graphical models. In particular, we have highlighted the use of these

methods to infer biological networks including metabolic and protein networks. In

the approaches developed here, we rely on the Bayesian framework to incorporate

reference information on likely connections and to quantify uncertainty over possible

edges. We also use Bayesian priors to link the graph structures across groups and

infer network relatedness when estimating network for multiple sample groups.

In the model developed in Chapter 3, the formulation of the Markov random field

prior rewards the presence of shared edges between pairs of graphs. The posterior

estimates for the entries of Θ provide a relative measure of graph similarity, where

we consider graphs to be more similar if they share more common edges. There are,

however, many alternative measures of graph similarity, even if we restrict our atten-

tion to the relatively simple problem of comparing undirected graphs defined on the

same set of labeled nodes. A popular approach for measuring the similarity between

two graphs in the field of pattern recognition is to compute the graph edit distance,

which reflects the minimum number of added and deleted edges required to achieve an

identical graph structure, where each edit operation has an associated cost (Sanfeliu

& Fu 1983, Gao et al. 2010). Related measures focus on aspects of shared structure

such as the maximal common subgraph (Bunke 1997) or the minimum common su-

pergraph (Fernández & Valiente 2001). Alternative metrics for graph similarity rely
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on graph-theoretic properties to provide a lower-dimensional summary of aspects of

the graph structure. For example, spectral graph theory allows characterization of

a graph using the eigenvalues and eigenvectors of the adjacency matrix (Luo et al.

2003). Although use of these metrics would increase mathematical and computational

complexity, developing statistical approaches for multiple graph inference which in-

corporate different notions of graph similarity would be of interest in future research.

Currently, we are working to expand the modeling approach for the inference of

multiple graphical models proposed in Chapter 3 to allow clustering of subgroups with

common network structures. Specifically, when there is evidence that the dependence

structures within a set of groups are the same, the data for these groups could be

merged. Since the subgroups will then share a graph structure and additional model

parameters, this approach could reduce overfitting by cutting down the number of

parameters to be estimated.

Previous work on clustering based on graph structure focuses on clustering at the

observation level. Rodŕıguez et al. (2011) propose a Bayesian nonparametric approach

using a Dirichlet process prior to infer a mixture of Gaussian graphical models, where

each mixture component corresponds to a cluster of observations which share a com-

mon conditional dependence network. Ickstadt et al. (2010) discuss nonparametric

Bayesian inference of mixtures of Gaussian Bayesian networks, which use a directed

acyclic graph to represent the underlying dependence structure. In the frequentist

framework, Mukherjee & Hill (2011) propose clustering of observations into groups

which share a common Gaussian graphical model (estimated via the graphical lasso)

using a heuristic iterative clustering approach. Hill & Mukherjee (2013) improve upon

this work by proposing an estimation approach based on the EM algorithm.

Since we focus on settings where the membership of observations in subgroups
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is known, we would like to cluster subgroups rather than individual observations.

Also, we would like to retain the proposed prior relating the graph structures, which

means that a Dirichlet process prior cannot be applied since the cluster-specific pa-

rameters are not independent. Instead, we assume that the likelihood is a mixture

of an unknown number of Gaussian graphical models, where the number of mixture

components is bounded above by the total number of sample groups in the data set.

We introduce latent variables to represent the number of mixture components and

the assignment of each subgroup to a mixture component. The focus of inference

is to learn both the cluster allocations and the model parameters for each of these

clusters, which include the graph and precision matrix.

We are interested in using this modeling framework to infer regulatory networks

relating to hypertension. The data set for this application includes gene expression

data from strains of salt-sensitive rats exposed to different levels of dietary salt intake.

Each rat strain represents a set of genetically identical animals with a single change

introduced in a region of chromosome 13 which has been shown to have a strong effect

on blood pressure under a high salt diet (Moreno et al. 2007, 2011). In the data set

we would like to analyze, there are 30 experimental conditions representing different

combinations of diet and strain. Since only 3 samples were collected under each

condition, separate network inference is not possible. Since we have reason to believe

that gene regulation may differ across the conditions, inference from the pooled data

could be potentially misleading. Instead, we would like to use the proposed method

to allow these small subgroups to be merged into coherent clusters.
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Appendix A

Implementation

The Matlab implementation of the MCMC sampling procedure for inference of mul-

tiple Gaussian graphical models described in detail in Section 3.A will be made

available online upon publication of the corresponding paper. The portion of the

code which entails updates to the graph and precision matrix for each group is

based on the Matlab code associated with Wang & Li (2012), which is available

at http://www.stat.sc.edu/~wang345/RESEARCH/GWishart/GWishart.html.

The main function MCMC multiple graphs() for the MCMC sampler for multiple

Gaussian graphical models takes the following arguments:

• Theta: initial value for graph similarity matrix Θ

• b prior: vector of length K of degrees of freedom parameters b for the G-

Wishart prior for each group

• D prior: p × p × K array of prior parameters D for the G-Wishart prior for

each group

• n: vector of length K of sample sizes for each group

• S: p× p×K array of sample covariance matrices for each group

• C: p× p×K array of initial precision matrices Ωk for each group

• nu: p× p matrix of initial values for νij

http://www.stat.sc.edu/~wang345/RESEARCH/GWishart/GWishart.html
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• alpha: shape parameter α for Gamma portion of mixture prior on θkm

• beta: rate parameter β for Gamma portion of mixture prior on θkm

• a: prior parameter a for prior on νij

• b: prior parameter b for prior on νij

• my w: Bernoulli prior parameter w for prior on γkm

• burnin: number of burn-in iterations

• nmc: number of MCMC sample iterations after burn-in to be saved

• disp: T/F for whether to print progress to screen

The following outputs will be returned:

• C save: p× p×K × nmc sample of precision matrices Ωk for each group

• Sig save: p× p×K × nmc sample of covariance matrices for each group

• adj save: p× p×K × nmc sample of adjacency matrices for each group

• Theta save: K ×K × nmc sample of graph similarity matrices Θ

• ar gamma: K ×K matrix of acceptance rates of between-model moves

• ar theta: K ×K matrix of acceptance rate for within-model moves

• nu save: p× p× nmc sample of νijs

• ar nu: p× p matrix of acceptance rates for νijs
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Although the overall MCMC algorithm is not parallelizable due to the Markovian

nature of the sampling procedure, it would be possible to perform some of the more

intensive operations within each iteration in parallel. For example, the step which

updates the precision matrix Ωk for each group conditional on the graph Gk could be

parallelized across the K groups.
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