


ABSTRACT

Learning to Highlight Relevant Text in Binary Classified Documents

by

Rahul Kumar

In clinical practice, the success of clinical trial designs, association analysis, docu-

mentation of mandatory discharge summaries, and other tasks depends on answering

questions such as “Has this person ever been treated for breast cancer?” This thesis

considers the limited success of traditional machine learning approaches with respect

to addressing these problems, and proposes new methods for answering such ques-

tions.

Our solution is to develop methods that automatically highlight key textual pas-

sages to provide help in answering the questions. The advantages of this approach lie

in the fact that it does not require experts to go through the whole dataset of elec-

tronic medical records. Without such an annotation, an answer to “Has this person

ever been treated for breast cancer” would otherwise only be obtained when reading

manually through the whole electronic text of the medical record.

In this thesis, I investigate a procedure that can produce these annotations within

electronic medical records and the Word Label Regression. I present efficient inference

algorithms for the Word Label Regression model. I extend the model to improve

the accuracy of extracted textual passages. The extended version exploits language

features, such as punctuations, to provide additional clues as to the meaning of the

text.
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Chapter 1

Introduction

The primary focus of this thesis lies on specific text-based classification problems that

are common practice within the medical field, such as answering the question, “Has

this person ever been treated for a specific medical condition?” using the patient’s

electronic medical record (EMR).

The answer to such a question is critical to the design of drugs, the analysis of

disease associations, and assistance in creating mandatory discharge summaries. For

the specific case of drug design, one may wish to shortlist persons with a specific range

of health conditions. In addition, it may be necessary to understand the causation

and correlation of various diseases. Moreover, the health department requirement for

a complete discharge summary sheet necessitates a simpler way to search through the

whole EMR to answer questions accurately.

Each EMR contains information on the medical treatment history of a patient.

Generally, these EMRs are available in a semi-structured format; some fields may be

given in the form of key-value pairs, but most of the fields are notes or observations

entered in free text by physicians. Due to the manual input of these free text forms,

the content tends to contain noise in the form of typos or abbreviations. Moreover,

the individual EMRs also contain a significant number of unique email exchanges

between specialists.

A natural approach to solve this problem is making use of existing machine learn-

ing techniques, as a support vector machine (SVM) [2] or a decision tree [3] with
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a final goal of answering yes/no types of questions. However, one general problem

of most existing classification techniques is that they are based on approaches that

use a dictionary of words. Commonly, word dictionary approaches presume that the

order of words within the document is immaterial. Consequently, two documents are

classified as equal as long the frequency of words is same. This does not reflect the

reality of clinical data obtained in practice. Statements such as “the patient has a

family history of breast cancer” and “the patient has breast cancer”, cannot be easily

differentiated by bag-of-words-based approaches. A possible solution is to use domain

specific text-processing pipelines such as the cTakes [4] pipeline, or a domain-specific

text-processing pipeline [5] that utilizes a medical ontology and can distinguish be-

tween patients and family members. However, aside from these special-built software

packages, most of the existing classifiers cannot make an informed decision based on

sentence structures or the context in which specific words were used.

The given problem of breast cancer is particularly difficult. Though it is rela-

tively common, its incidence is low (less than 1%) and the yes/no classes are highly

unbalanced, which is a classic difficulty [6]. In addition, obtaining an unbiased set

of positive training examples is an expensive undertaking. Further, determination of

the answer is a task akin to the proverbial search for a needle in a haystack, as only a

few words among thousands of lines of notes are indicative of cancer. Finally, differ-

ences between positive and negative samples are subject to such a subtle distinction

that two medical doctors may disagree as to whether the given patient described has

breast cancer or not.

An alternative is to eschew automation that requires a human expert to examine

and label the records. This approach, however, may be an expensive, time-consuming,

and tedious. At an approximate time of thirty minutes per patient record, nearly 5,000
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hours of work are needed to examine a total of 10,000 record samples.

Because neither existing classification methods nor manual methods serve the

current task appropriately, there is a need to seek a solution that employs both

methods. At this point, one may ask, “Wouldn’t it be wonderful if we had a method

that tries to extract or annotate key textual passages within the EMRs that an expert

should examine to obtain a yes/no answer?” Such a system would drastically reduce

the number of hours required to examine the documents. The resulting decision

process would be as follows:

1. The software takes a corpus as input, where each document has been labeled

using an error-prone learner.

2. The software determines which passages (contiguous blocks of words) in the

text are most likely to be associated with a positive label.

3. These passages are highlighted, and the documents are given to a human expert

for final labeling.

To facilitate this, Vagena et al. [7] propose a Bayesian hierarchal document model

called the Word Label Regression(WLR) model, as depicted in the schematic of Figure

1.1.

The WLR model is based on an unseen label associated with each word within the

document, as well as a visible label describing the document as a whole. The model

is discriminative, where the words of the given document and the document labels

are taken as input parameters. A factor connects each word-label with an associated

word as well as the word-label of the previous word. Another key aspect of the model

is the presence of a “regression” factor that connects the set of word-labels present

in the document with the document’s label via a logistic regression function. This
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word-labels

word-label factors

Figure 1.1 : Schematic of a WLR model, where boxes correspond to factors, shaded
circles to parameters, and empty circles to latent variables.

factor measures whether the set of word-labels present in the document are kept in

line with the document’s label. Once the model has been learned from a corpus, the

various word-labels can be examined to determine which labels are closely linked to

a positive document label, and the words having such word-labels can be highlighted

and presented to a user.

The contributions of this thesis are briefly summarized below:

1. Development of very efficient inference algorithms for the WLR model that

significantly reduce the training time from 1 week to 8 hours.

2. Extending the basic WLR model to incorporate the impact of punctuation label

transitions, thereby improving significantly the overall quality of annotations.

One drawback of the WLR model is that it does not take into account the

characteristic features of sentences. An example is the use of a period, which

conveys that one given idea has finished and the beginning of another one.

A comma and the presence of upper-case words convey other meanings. In
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this thesis, I extend the basic WLR model to use such features to produce

qualitatively and quantitatively better annotations.

3. Extensive experimental evaluation of both the original and the extended WLR

model.

In the following chapters, the basic and extended WLR models are introduced.

The performance of these two algorithms is evaluated in the experimental section,

and the results are discussed. The experimental results suggest that the extended

WLR model performs significantly better than the basic WLR model, or any other

state-of-the-art method.
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Chapter 2

The Word Label Regression Model

2.1 Notation of this work

This section introduces the WLR model that resembles a Bayesian variant of a Con-

ditional Random Field [8].

Let D = d1, d2,. . . , dN be a document corpus, where each document di is a se-

quence of Nd words (tokens) and the total number of unique words, i.e. the dictionary

size, is A. A latent word-label is associated with each word, and represents the context

in which that word appears.

The association of word-labels to words in a particular document can be rep-

resented with a simple factor graph, as shown in Figure 2.1. The vector wd =

〈w1, w2, ..., wNd〉 contains the words in the document and the latent vector ld =

〈l1, l2, ..., lNd〉 corresponds to the word-labels.

Notably, because the model is not generative with respect to the document words,

wd is considered a constant parameter rather than a variable.

Assuming that there are K possible word-labels, let M be a K ×K matrix where

the entry mi,j is the affinity of the model for the transition of the word-label i to the

word-label j. The larger the value of mi,j is, the more likely it is that the transition

is going to take place. The parameter Θ is a K × A matrix, where the entry θi,w is

the model’s affinity for associating the given word-label i with the word w. Because

a Bayesian approach is applied, each individual mi,j and θi,w is viewed as a latent
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variable, with an appropriately chosen prior.

Accordingly, the joint probability of ld and wd factorizes into:

P (ld|wd,Θ,M) =
θl1,w1 ×

∏Nd
i=2mli−1,li × θli,wi
Zd

, (2.1)

where Zd is a normalization term is given as

Zd =
K∑
l′1=1

K∑
l′2=1

. . .

K∑
l′Nd

=1

θl′1,w1
×

Nd∏
i=2

ml′i−1,l
′
i
× θl′i,wi. (2.2)

Notably, equation 2.1 requires looping through the actual observed word-labels,

while the requirement in equation (2.2) is summing over all possible sets of word-

labels, which therefore distinguishes between li and l′i. The computational complexity

required for the evaluation of the normalization term is O(KNd) (i.e. exponential to

the length of the document). Nevertheless, it is possible to derive a formula with

linear complexity using simple algebraic manipulations:

Z =
K∑
l′1=1

θl′1,w1
×

K∑
l′2=1

ml′1,l
′
2
× θl′2,w2

× . . . . . .×
K∑

l′Nd
=1

ml′Nd−1,l
′
Nd
× θl′Nd ,wNd .(2.3)

Alternative Model: In general, during Bayesian inference, a Gibbs sampler is

employed to perform inference i.e. whenever there is a need to evaluate P (mi,j|.) or

P (θi,w|.) for a candidate value of mi,j or θi,w it is required to re-evaluate Z. This is

problematic because the evaluation of Z requires a computation time proportional

to the size of the corpus, and there is no obvious way to speed up this computation.

This makes inference impractical.

However, this obstacle can be overcome using some small modifications. Consider
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Figure 2.1 : Schematic of a factor graph for the initial formulation.

the alternative factor graph as presented in Figure 2.2, where

f(l1, w1,Θ) =
θl1,w1∑K
l′1=1 θl′1,w1

for i = 1 , and

f(li−1, li, wi,Θ,M) =
mli−1,li × θli,wi∑K
l′i=1mli−1,l′i

× θl′i,wi
, for i ≥ 2, (2.4)

so that:

P (ld|wd,Θ,M) =
f(l1, w1,Θ)

∏Nd
i=2 f(li−1, li, wi,Θ,M)

Zd

.

That is, while it is still possible to incorporate the label-to-label and word-to-label

affinities, these affinities are grouped and normalized to ensure:

K∑
l′1=1

f(l′1, w1,Θ)fori = 1, and

K∑
l′i=1

f(li−1, l
′
i, wi,Θ,M) = 1 for i ≥ 2.

As a result, the term Zd yields:

Zd =
∑K

l′1=1 f(l′1, w1,Θ)
∑K

l′2=1 f(l′1, l
′
2, w2,Θ,M)...∑K

l′Nd
=1 f(l′Nd−1

, l′Nd , wNd ,Θ,M) = 1.
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Figure 2.2 : Factor graph with no normalization.

Hence, the denominator can be ignored, because it always evaluates to one. The

advantage of this alternative factorization is that it permits an efficient Markov Chain

Monte Carlo (MCMC) sampling algorithm that requires only a computation time of

O(A) (or O(K)) to evaluate the conditional likelihood of a candidate value for mi,j

(or θi,m).

One may be concerned that forcing the local normalization on sequential models

of this type would directly force the Markov property on the model. As a result, this

might not sufficiently penalize long sequences of “bad” decisions. In the literature,

this behavior has been termed as the “label-bias problem.” [8] [9] The WLR model

also does local normalization, but is not prone to label-bias problem. There are two

reasons for this. First, the normalization scheme here is not entirely dependent on

the transition of states. This is evident from the factor equation discussed in the next

section. Hence, the observed transition states alone do not dictate the transition

mass for the hidden state 1. In addition, the WLR model is not Markovian because

it performs a regression on the sequence of word-labels chosen, as described in the

1Please see example provided in [8].
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following subsection.

2.1.1 Regression

The regression on the word-label assignments measures the extent to which the word-

labels in each document d agree with the document label Ld. Intuitively, the distribu-

tion of word-labels that appear in a document with label +1 should be fundamentally

different from the word-labels that appear in a document with label −1. Notably, it

is almost a necessity to incorporate the document label. In the absence of training

data2 and with no additional discriminative task3, the sequential model of the pre-

vious section will degenerate, and the same word-label will be assigned to each word

in the corpus. The reason for this behavior is simple: the model configuration with

the highest likelihood is the one that leaves everything unchanged, so that it assigns

to the same word-label a probability equal to one regardless of the contents of the

document. An option to avoid this degeneration would be to tune the priors M and

Θ carefully, however, in contrast to popular generative topic models such as Latent

Dirichlet Allocation (LDA) [10], the model of the previous section is not suitable for

entirely unsupervised settings: it must be used to predict something.

For the case of the WLR model, this something to be predicted is the document la-

bel Ld. A logistic regression is performed over the fraction of labels in each document,

which are associated with each of the K word-labels. A factor graph incorporating

both the sequential model as well as this logistic regression is depicted in Figure 1,

where the factor fR corresponding to the logistic regression is defined as follows: let

p(ld, i) =
∑
j I(lj=i)

Nd
(I in this expression is the identity function, set to one if the ar-

2That is, without some of the word-labels being supplied by the user.

3Such as predicting ±1 labels.
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gument is true and zero otherwise) be the proportion of word-label i in the document

d, and Φ is a vector of weights Φ = 〈φ1, φ2, . . . , φK〉 so that

fR(td, Ld,Φ) =


1

1+exp(−
∑K
i=1 φk×p(ld,i))

for Ld = +1, and

1

1+exp(
∑K
i=1 φk×p(ld,i))

for Ld = −1.

(2.5)

It should be noted that the previous expressions are equivalent to a generative view

where it is assumed that the label Ld is produced via a trial over a Bernoulli variable

with the probability 1

1+exp(−
∑K
i=1 φi×p(ld,i))

for Ld = +1.

2.2 Complete Formulation

This section combines the sequential model and the regression to form a final proba-

bility density function (PDF); let the priors over M, Θ, and Φ be:

mi,j ∼ Gamma(k1, β1)

θi,w ∼ Gamma(k2, β2) and

φi ∼ Laplace(0, b),

where k1, θ1, k2, θ2, b are given constants. Recombining all these dependencies yields:

P (ld|wd, Ld,Θ,M,Φ) = fR(ld, Ld,Φ)×

f(l1, w1,Θ)

Nd∏
i=2

f(li−1, li, wi,Θ,M)
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and the posterior PDF for the entire dataset is given by:

P ({ld}Nd=1,Θ,M,Φ|{(wd, Ld)}Nd=1) =∏
i,j

Gamma(mi,j|k1, β1)×

∏
i,j

Gamma(li,j|k2, β2)×

∏
i

Laplace(φi|0, b)×

∏
d

P (ld|wd, Ld,Θ,M,Φ). (2.6)

In this chapter, the WLR model and its formulation have been introduced. In the

next chapter, a generalized version of the WLR model will be introduced that can

incorporate linguistic features into the model for better expressiveness.



13

Chapter 3

Extended Word Label Regression Model

Punctuation is an integral part of written language. It is therefore natural to employ

punctuation to try to understand the semantic meaning of documents.

Along these lines, I propose an extended model WLR model that uses punctua-

tion to understand the segmentation of the document into topics. For example, a “.”

appearing between two sentences within a document should affect the label transition

between the words ending one sentence and those beginning the next. Other punc-

tuation, such as “,”, or the presence of words starting with upper-case letters, may

also affect label transitions. I aim to update the WLR model to use these signals to

utilize punctuation to learn how to better label a document.

3.1 Formulation

The best way to explain my idea is to illustrate it through a simple example and then

generalize it. Let us introduce a real-valued random variable Y to model the impact

of the presence and absence of “,” before a word w over the same label transition.

Y (comma) =

 αY : comma present before word w

αN : comma not present before word w

Here, αY and αN are the multiplicative weights that measure the impact of the

presence or absence of “,” in the same label transition.
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Denominator =


αY × g(li−1) +

K∑
l′ 6=li−1

g(t
′
) : “,” present before word w at position i

αN × g(li−1) +
K∑

l′ 6=li−1

g(t
′
) : else

(3.1)

Denominator of the modified factor equation

The introduction of these weights requires modification in our factor equation 2.4.

This is illustrated in equation 3.1.

Numerator =


αY : transition to the same label in the presence of the comma

αN : transition to the same label in the absence of the comma

(3.2)

Numerator modification for the normalized factor equation

To normalize the factor equation, we must modify the numerator appropriately 3.1.

To generalize this equation for an arbitrary number of features, we need to multiply

their corresponding 1 weights into the denominator appropriately and normalize the

whole factor equation. In addition let U be a set of all such features i.e. U = ∪
k
fi ,

where fi is the i th feature and |U | = k.

After introducing the generic features, the extended WLR model can be expressed

as equation 3.3.

P (ld|wd, Ld,Θ,M,Φ, U) = fR(ld, Ld,Φ)× f(l1, w1,Θ)× (3.3)
Nd∏
i=2

f(li−1, li, wi,Θ,M, U)

1This means αY , αN for every feature.
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Then, the posterior PDF for the entire dataset becomes:

P ({ld}Nd=1,Θ,M,Φ, U |{(wd, Ld)}Nd=1) =
∏
i,j

Gamma(mi,j|k1, β1)× (3.4)∏
i,j

Gamma(li,j|k2, β2)×∏
i

Laplace(φi|0, b)×∏
d

P (ld|wd, Ld,Θ,M,Φ, U)×

k∏
i=1

Gamma(fiY |1, 1)×
k∏
i=1

Gamma(fiN |1, 1)

Here, αYfi and αYfi are weights corresponding to feature fi.

Having discussed the rationale behind the model extension and formulation, we

shall conclude this chapter here. In the next chapter, we will discuss the inference

method for the extended WLR model.
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Chapter 4

Inference

When applying the Bayesian approach, the goal is to infer from the posterior dis-

tribution P ({ld}Nd=1,Θ,M,Φ, U |.). In this section, I describe an efficient inference

procedure for the posterior distribution.

4.1 Efficient Gibbs Sampling

We employ a Gibbs sampler to perform inference. This requires the ability to derive

the conditional posterior distributions for each θi,w, φi, mi,j, and li in each ld, and for

each weight in U . The expression for P ({ld}Nd=1,Θ,M,Φ, U |.) derived in Chapter 3,

makes the derivation of the required posterior distributions straightforward. However,

implementing the sampler efficiently is challenging.

4.1.1 Updating li in ld

Consider the candidate value l′i for li, and let l′d denote ld after it has been updated

so that li = l′i. The re-sampling of li must be obtained from a categorical distribution

with

P (li = l′i|.) = f(li−1, l
′
i, wi,Θ,M, U)fR(l′d, Ld,Φ)

The evaluation of the first of the two factors is straightforward. However, a naive

evaluation of the second factor 2.5 would require a pass through the whole document

d with a computation time of O(Nd).
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A more sophisticated approach will allow us to reduce the evaluation of the second

factor to a constant time. This is accomplished by computing and recording the

current sum
∑K

i=1 φk × p(ld, i) within an intermediate step for each document. The

final evaluation of the second factor requires the evaluation of P (ld = l′d|.) for a

candidate value of l′i, the subtraction of
φli
Nd

from the previous sum, and the addition

of
φl′
i

Nd
. This allows re-evaluation of the sum for the candidate value.

4.1.2 Updating mi,j

As described before, for a given candidate value m′i,j for mi,j, let M′ denote M

updated to incorporate m′i,j.

For this case, the posterior distribution for p(mi,j) is

P (mi,j = m′i,j|.) ∝ Gamma(m′i,j|.)×

B︷ ︸︸ ︷∏
d

P (ld|wd, Ld,Θ,M
′,Φ, U) . (4.1)

Part B can be further simplified by analyzing
∏D∏Nd

i=2 f(li−1, li, wi,Θ,M, U).

From this scary-looking product term, all we want is the factors having variable mi,j.

The product over the whole corpus is equivalent to the product of all factors over

each word, that contains mi,j. Incorporating this into equation 4.1, it is simplified to

following form:

P (mi,j = m′i,j|.) ∝ Gamma(m′i,j|.)×
A∏
w=1

f(i, j, w,Θ,M′, U)ci,j,w (4.2)

where ci,j,w is the number of transitions from label i to label j on word w. Equation

4.2 also shows that it is sufficient to consider only the product of these factors without

compromising the correctness of the posterior distribution for mi,j.

There are several ways to update mi,j; the most straightforward approach is to

use a rejection sampler [11].
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Figure 4.1 : Rejection sampler [1]: q(z),
∼
p(z) are the proposal and the target distri-

bution, respectively.

Rejection sampling is a general technique to sample from a non-standard distri-

bution. In the rejection sampling (4.1.2) method, samples are drawn from a simple

distribution q(z) and rejected if they fall in the grey area between the unnormal-

ized distribution
∼
p(z) and the scaled distribution kq(z). The resulting samples are

distributed according to p(z), which is the normalized version of
∼
p(z). To use this

scheme for sampling p(mi,j), we need to decide upon the proposal distribution and

scale that distribution by k, which in our case would be the maxima of function

p(mij). Using a rejection sampler for mi,j requires the evaluation of P (mi,j = m′i,j|.)

efficiently, since we need to evaluate it numerous times unless sample is accepted. If

we chose to use the uniform distribution as our proposed distribution, the rejection

sampler would be extremely inefficient, as we would be rejecting most of the samples.

Another approach would be to find an efficient proposal distribution.

Hence, to employ the steps involved for efficient rejection sampling, we are required

to:

1. Identify the tightest possible envelope distribution1.

2. Carry out multiple evaluations of the posterior distribution.

1Interchangeable distributions and functions are used unless otherwise specified.
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Notably, a tighter-fitting envelope function is the key to faster rejection sampling.

The reason for this lies in the fact that an improper choice of envelope functions

significantly increases the number of rejected samples.

Another notable observation can be made when plotting posterior function. Specif-

ically, its shape resembles a gamma distribution. Hence, as a heuristic, we can treat

a posterior distribution as a gamma to gain performance.

This is a key observation because the location of the maxima [12] [13] of the

posterior function allows computation of the shape and scale.

To approximate the posterior distribution, we assume that our target distribution

is bounded on two points in the left and the right tail where the density is almost

equal to 0.1% of the density at the mode. Let these points in the left and the right

tail be xl, xr respectively.

p(mi,j = xl) ≈ p(mi,j = xr) ≈
1

1000
× p(mi,j = mode) (4.3)

To identify the position of this tail, which can be accomplished by starting the

search from the mode and moving in incremental steps having a step size ε, where,

for the case of a binary search, the step size can be increased by a factor of 2. This

is done continuously until the solver is close to point x0 such that | log(p(x0)) −

log(p(mode)) − 3| = ∆ 2, where ∆ is a very small quantity used to measure the

accuracy of the closeness between these two points.

Since we are approximating posterior with a gamma distribution, the mode of the

gamma distribution is the same as that of the mode p(mi,j). Let the mode of p(mi,j)

be u. In addition, let the shape and rate of the gamma distribution [1] be αg and βg

2log( 1
1000 ) = −3
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respectively. Then, we would have the two following equations:

αg − 1

βg
=

1

1000
× u (4.4)

f(xl;αg, βg) = f(xr;αg, βg)
3 (4.5)

where f is a gamma distribution.

Now we can easily compute the shape and the scale of our approximate gamma

posterior distribution.

Prior to this, we need to estimate the mode of the target posterior distribution,

which requires evaluation of the posterior function multiple times. For the given

case, the posterior function does not have a simple form because it is necessary to

sum over a complex integrating expression in the denominator. Equation 3.1 describes

the denominator in each factor changes for every transition to the same label4, and

mi,i is weighted by different weights depending upon the configuration.

In general, for k punctuation features, we will have a total of 2k configurations.

However, even in the most general case, not all states will be physically possible.

In my specific implementation, I had three punctuation features. Hence, there

are only 23 such configurations. Therefore, the whole problem can be reduced to a

few computations, provided that the number of occurrences of the configurations is

known:

|ci,i,w| = |c(¬c,¬p,¬u),i,i,w|+ |c(¬c,¬p,u),i,i,w|+ · · ·+ 23 times (4.6)

where |c(¬c,¬p,u),i,j,w| is the number of label transitions from i to label transition j on

word w for the case where no period or comma is present before this word and the

3They were approximately equal in 4.3 because we were doing float computation, but analytically

there are equal.

4Else section of Equation 3.1 implies this statement.
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word starts with an upper-case letter. For the purpose of computational efficiency,

the sum in the denominator is pre-computed, stored, and only updated when needed.

This reduces the computational burden to O(1) for evaluating the denominator in a

factor so that the cost of evaluating P (mi,j = m
′
i,j|.) is O(A). It should be noted

that O(A) is only an upper bound of the computational burden; most evaluations

will require less time because most words occur only a few times in the corpus, and

the majority of the ci,j,w values are zero.

Similarly, it is also possible to count the number of occurrences for a specific mi,j

in the numerator. Let this count be n. Let the frequency of the occurrence of each

configuration ci be fi. Let the denominator corresponding to configuration ci be di
5.

Below is the pseudo code to compute p(mi,j = x0|.)

Algorithm 1 Compute y = log(p(mi,j = x0|.)) 6

y ← (k1 − 1) log x0 − x0
mβ1

{Contribution from prior}

y+ = n ∗ log(x0) {Contribution from numerator}

for all wi ∈ A do

for all ci ∈ 2k do

y+ = (fi − log(di)) {Contribution from denominator}

end for

end for

Analyzing part B of posterior equation 4.1 for mi,j, we notice that this expression

does not have a term corresponding to mj,∗. Hence, we can evaluate mi,∗ and mj,∗

simultaneously, where i 6= j. This observation allows the implementation of a parallel

Gibbs sampler for the M matrix.

5This can be derived in O(1) by algebraic manipulations.
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4.1.3 Updating θi,w

The procedure for updating mi,j can be applied almost identically to update each θi,w.

The difference compared to mi,j is that the kth factor in the formula for P (ld|.) is

constant with respect to θi,w except for all cases where lk = i and wk = w. Again, it is

possible to exploit this property by collecting the various ci,j,w values in a single pass

over the corpus. In this case, this strategy is more effective because the relative size

of the Θ matrix is very large compared to the size of the M matrix. The algorithm

counts the number of times that a word-label i and word w begin a document; this

is denoted as ci,w
7. Hence,

P (θi,w = θ′i,w|.) ∝ Gamma(θ′i,w|.)f(i, w,Θ′)ci,w
K∏
j=1

f(j, i, w,Θ′,M, U)ci,j,w (4.7)

A more efficient implementation can be obtained by partitioning ci,j,w using equation

4.6. As noted before, a naive evaluation of the denominator in each factor would take

O(K) time. However, the K denominators for each factor are identical for all word-

label affinities involving word w. This reduces the complexity to O(K/A) ≈ O(1)

per evaluation of the denominator, leading to the total complexity of O(K) for each

(i, w) pair.

By equation 4.7 we note that this expression does not contain any term θ∗,wi where

wi 6= w. This observation allows implementaion of a parallel Gibbs sampler for the

Θ matrix.

4.1.4 Updating φi,w

The update procedure for each φi employs a regular rejection sampler for the Laplace(φi|0, σ2)×∏
d fR(ld, Ld,Φ) posterior.

7Actually, it is sufficient to build this cache only once, and reuse it during the computation.
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4.1.5 Updating U

The set of random variables U measures language features that affect label transitions.

The posterior distribution of these random variables is identical in nature, so it is

sufficient to discuss only one distribution of one such variable, referred to as α:

p(α = α
′ |.) ∝

D∏
f(li−1, li,M,Θ, α

′
).

To sample from the punctuation weight posterior 4.8, we can employ a rejection

sampler. We can also employ the caching schemes used earlier for faster evaluation

of the target distribution.

4.2 Choosing Appropriate Priors

The extent to which large blocks of contiguous words have the same word-label (and

are thereby highlighted together) is greatly influenced by the priors chosen for the

individual entries in M. A prior that tends to assign a relatively high affinity to a

word-label-to-itself transition seems more appropriate for this problem setting; how-

ever, the results are not affected very much by this intuition. This should be seen as

a “feature” of the model since it permits a principled tuning mechanism.
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Chapter 5

Document Highlighting

5.1 Document Highlighting

In the previous chapter, we discussed Bayesian model inference for the extended WLR

model. Since we employed the Bayesian technique for model inference, it seems more

reasonable to employ the Bayesian technique again for word labeling, by using a

particular labeling produced by our Gibbs sampler.

The essential difficulty in this word-labeling technique originates from the fact

that word-label assignments keep drifting during Gibbs sampling, despite the fact

that the variables M, Θ, Φ, and U are stable after a relatively short training period.

Consequently, in such situations, no labeling is particularly suitable.

One solution to this problem is to first run the MCMC sampler for a sufficiently

long burning period and create an moving average for M, Θ, Φ, and U over the last

few iterations. These parameters are then used as input to a maximum likelihood

(ML) computation that attempts to find the most likely label for each document

subject to the model parameters.

The ML is likely to be more stable than the MCMC samples, and it is easily

implemented, i.e. using a Viterbi-like dynamic programming (DP) algorithm [14],

subject to restriction that the ML computation does not take into account the re-

gression factor. Taking into account the regression factor is a very difficult task, as

it destroys the recursive structure of the problem.
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Let Γ be the number of words in document d to be highlighted and W denote the

set of word-labels to highlight. The selection of W is made by adding one word-label

that is most closely associated with a +1 document label, i.e. adding the word-

label with the largest φi value. An alternative would be to offer the user the most

representative words for each word-label, including the φi value for each word-label,

and let the user select which word-labels should be included in W .

For this case, let F [i, j, γ] be the maximum likelihood obtainable by highlighting

γ of the first i words in the document, subject to the constraint that li = j.

In the DP formulation, we first define the three base cases for F []:

1. F [1, j, 1] = f(j, w1,Θ,U) for j ∈ W , and 0 otherwise

2. F [1, j, 0] = f(j, w1,Θ,U) for j 6∈ W , and 0 otherwise

3. F [1, j, γ] = 0 if γ ≥ 2.

The first case implies that if we have to select only one word from first one word,

then we must select that word with label l such that l ∈ W 1. The second case implies

that, if there are no words to select, then the likelihood corresponding to the labels l,

which are in set W , is 0 2. The third case reflects a situation where it is not possible

to highlight more than one word in the document because only one is available.

Hence, the recurrence relation on F [] is defined as: F [i, j, γ] =

• maxk{F [i− 1, k, γ − 1]× f(k, j, wi,Θ,M,U)} if j ∈ W

• maxk{F [i− 1, k, γ]× f(k, j, wi,Θ,M,U)} if j 6∈ W

1Hence, likelihood corresponding to other labels is 0.

2We are constrained not to select the word, so acceptable states will have zero likelihood and

others will have a non-zero likelihood.
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The first case covers the situation when the word i is highlighted, and the best

solution must be constructed by highlighting a total of γ − 1 out of the first i − 1

words. The second case applies when word i is not highlighted, so that the best

solution is given by highlighting a total of γ out of the first i words.

Based on aforementioned recursive function, we can compute F [.] for all corre-

sponding values. To find path corresponding to the maximum likelihood, we should

find i and j corresponding to F
max

[i, j, γ]. If we have the values of i and j, then based

on the path matrix 3, we can find the optimal path just by backtracking from i, j and

γ.

3It is an additional data structure, which keeps track of the index from a previous word, that led

us to this specific point.
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Chapter 6

Experimental Evaluation

6.1 Study Goals

The two major contributions of this thesis are (a) the development of an efficient

model training strategy for the WLR model and (b) the improvement of the perfor-

mance of the original WLR model.

Chapter 4 discussed the optimization strategies that led to the extended WLR

model and the significant reduced model training time, which dropped from 1 week to

8 hours. This section discusses the qualitative and quantitative aspects of annotations

produced by the extended WLR model and compares the performance with other

competing models.

In this chapter, I would like to explore the utility of the extended WLR model

to cases of non-biomedical datasets. Obtaining such a “non-biomedical dataset”1 is

a very difficult task because annotating documents manually is an expensive under-

taking. For this reason, a synthetic data set is generated and described in detail.

6.2 Experimental Methodology

The experiments carried out focused on evaluating the performance of the methods

reported in this work. Two sets of data have been used for this purpose. The first

data set consists of real data from our biomedical application domain, and the second

1Which has annotations as the biomedical dataset.
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data set was synthetically generated. A brief description concerning these data sets

is given as follows.

Biomedical Data Set. The biomedical data set is a collection of EMRs converted to

text. Each document corresponds to a single patient and contains his medical history.

The EMRs in their original form are very similar to a semi-structured document, but

they tend to grow in size with every doctor consultation. During these consultations,

they take notes of symptoms, observations, prescriptions, etc. Sometimes these notes

contain email exchanges between experts, too.

The evaluation of methods using the biomedical data set was based on a set of

1, 000 outpatient EMRs. The set consists of 500 EMRs associated with patients who

were billed for breast cancer treatment (where the EMR is labeled with ICD-9-CM

code 174.* [15]) in the past. A label +1 was attached to these EMRs. The other 500

documents consist of ERMs of patients who have not been billed for breast cancer.

It is assumed that patients who have not been billed for breast cancer or any related

condition have no history of breast cancer, and the associated documents are labeled

with −1.

Both assumptions are reasonable, though the latter assumption is rather less so,

because (for example) former cancer patients may have been treated for another

condition. Hence, the ±1 labeling does indeed contain some noise. All documents

within this data set varied greatly in both their length (from a few hundred to a few

tens of thousands of words) and content (different physicians tend to use different

terms).

Two sets of 50 documents, randomly selected from the +1 biomedical dataset, were

annotated by two medical doctors (referred to as MDA and MDB), who highlighted

the documents.
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Synthetic Data Set. The synthetic data set was generated using the ubiquitous 20-

newsgroup data set. The aim of creating this dataset is to simulate a situation where

interesting text was embedded within a document that needed to be underlined. For

this reason, the following procedure has been developed.

The generation of a synthetic document labeled with +1 begins with the length

l of the document from a Poisson(10) distribution. In the next step, the l docu-

ments are selected randomly from the 20-newsgroup data set, subject to the con-

straint that the ith of the l documents had a 25% probability of being from the

group soc.religion.christian, and a 75% probability of being from combined corpus of

talk.politics.guns, talk.politics.mideast, talk.politics.misc and talk.religion.misc. We

will refer to this corpus as talk.*. All of the l sampled documents are concatenated

to form a larger synthetic document, where the portion of the document that origi-

nated from soc.religion.christian is highlighted. In this way, each synthetic document

contains the text from talk.*, but a portion of 25% of the text is from the group

soc.religion.christian (these 25% are highlighted).

For the case of the −1 document, the procedure is kept the same except that

none of the text originates from the group soc.religion.christian; i.e. every synthetic

document is composed entirely of concatenated newsgroup articles from talk.*.

Methods Tested. In these experiments, five different methods were tested:

1. A WLR model trained with no access to any example underlining and solely

access to the document label, where 20 different latent labels are used. This

method is referred to as “WLR-no-train.”

2. A WLR model trained with access to a simple underlining, where 20 different

latent labels are used. This method is referred to as “WLR-train.”
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3. The Extended WLR model, trained with access to sample underlining and punc-

tuation, where 20 different latent labels are used. This method is referred to as

“WLR-train-punctuation.”

4. A logistic regression model trained with no access to any sample underlining

with sole access to the document label. Concerning this competing method, each

document is pre-processed so that it is represented as a dictionary-of-words TF-

IDF vector, where training based on an l2 regularized logistic regression model

is applied.

All of the sentences in the document are then sorted according to their weight

(from highest to lowest), and the sentences with the highest weight are un-

derlined (under the assumption that a target number of words is known, the

underlined sentences are added until this target is reached). This procedure is

referred to as “regression-no-train.”

5. A logistic regression model trained with access to a sample underlining. In

this method, each sentence in each document is pre-processed so that it is

represented as a dictionary of words in the form of the TF-IDF vector, and

the l2 regularized logistic regression model is used for training purposes. All

underlined sentences are given a +1 label, and those that are not underlined

are given a −1 label.

Hence, the model has the ability to distinguish between individual sentences

and identify whether they should be underlined. During testing, the sentences

are sorted and underlined based on likelihood. Underlined sentences are added

until the target has been reached. This procedure is similar to various methods

found in automatic document summarization (see the related work section).
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This method is referred to as “regression-train.”

Instead of using logistic regression as the competing methodology, it would have

been possible to choose any other classifier. The particular selection of the regression-

no-train option has been made because such a model is a good prospect for working

well on classifying sentences provided that it had been trained on documents before.

Experiment Tests. Two experiments (test (a) and test (b)) were carried out on

the real data. In the first experiment (a), the goal was to predict the underlining

performance by MDA, so a total of 945 documents was used as training documentation

(900 of which had only document-wide labels and 45 of which had MDB’s underlining

available to WLR-train, WLR-train-punctuation, and regression-train).

In the second experiment (b), the goal was to predict the underlining performance

by MDB.

For the case of synthetic data, a single experimental test (c) was carried out. In

this experiment, a total of 1, 000 synthetic documents was used for training purposes,

and 1, 000 synthetic documents were used for testing.

6.3 Quantitative Results

Table 6.1 makes a comparison of the highlighting performed by MDA and MDB for

each of the five shared documents. This table indicates that both doctors have quite

distinct highlighting needs.

Figure 6.1 compares the performance of the models described above with the

highlighting done by MDB by training over highlighting done by MDA. The Models

were forced to highlight the same number of words highlighted by MDB. It is worth

noting that all the variants of the WLR model performed significantly better than
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shared words MDA only MDB only

doc A 216 7 42

doc B 386 10 236

doc C 348 17 272

doc D 221 29 304

doc E 589 46 689

Table 6.1 : Difference in highlighting between human experts.

Figure 6.1 : Results on 50 real test documents for experiment (a). The goal of this
experiment is to predict the underlining of MDB.
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their competition. In particular, the WLR model with highlighted notes and with

punctuation performed extremely well. It is also evident that the introduction of

punctuation improved the quality of highlighting significantly.

Figure 6.2 : Results on 50 real test documents for experiment (b). This is similar to
Figure 6.1, except that MDA was the target.

The third overview is shown in Figure 6.2, which shows the degree of agreement

between the automatic highlighting and the highlighting of MDB (experiment (a)).

This plot is similar to Figure 6.1 except that all the models are attempting to predict

the highlighting done by MDA. Again, “WLR-train” and “WLR-train-punctuation”

performed significantly better than the rest of the models.

Finally, the analogous plot for the synthetic data (experiment (c)) is given in
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Figure 6.3 : Results on 200 synthetic documents for experiment (c).

Figure 6.3.
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Human Expert Highlighting . . . . The patient is considering a reduction

mammoplasty at the same time and will back should she desire this in addition to the

excision of her tumor. Thank you again for allowing me participate in the care of your

patient. Please do not hesitate to call if I can be any further assistance. Sincereley, XXX ,

MD F.A.C.S. BREAST/ENDOCRINE/GENERAL XXX DOD: DOT: DOS: ELECTRON-

ICALLY signed by:XXX HISTORY OF PRESENT ILLNESS:MS XXX returns to clinic

status post ultrasound-guided biopsy of a left breast mass. The patient was originally

referred after atypical mammograms were obtained at XXX. Their recommendations had

been for a XXX-month followup, however, the patient was sent for an ultrasound after being

evaluated in clinic and was discovered to have the 1.4-cm irregular hypoechoic mass with

posterior acoustic shadowing in the left breast. Core biopsy was recommended.

Figure 6.4 : Highlighting by human expert on a sample EMR
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WLR-annotation . . . The patient is considering a reduction mammoplasty at the same

time and will back should she desire this in addition to the excision of her tumor. Thank

you again for allowing me participate in the care of your patient.

Please do not hesitate to call if I can be any further assistance. Sincereley ,XXX , MD

F.A.C.S. BREAST/ENDOCRINE/GENERAL XXX DOD: DOT: DOS: ELECTRONI-

CALLY signed by:XXX HISTORY OF PRESENT ILLNESS: MS XXX returns to clinic

status post ultrasound-guided biopsy of a left breast mass. The patient was originally

referred after atypical mammograms were obtained at XXX. Their recommendations had

been for a XXX-month followup , however , the patient was sent for an ultrasound after

being evaluated in clinic and was discovered to have the 1.4-cm irregular hypoechoic mass

with posterior acoustic shadowing in the left breast. Core biopsy was recommended.

Figure 6.5 : Highlighting by the WLR-annotation model on a sample EMR. Redacted
text is denoted with “XXX.”

6.4 Discussion Of Quantitative Results

The review of the quantitative results in Table 6.1 show some interesting charac-

teristics; the words highlighted by MDB are, in general, a strict superset of those

highlighted by MDA. The former doctor tends to highlight twice the number of

words as the latter. This indicates that, while there is a “core” element of notes

on which both experts agree, there is a lot of uncertainty in terms of whether the

additional text is important and should be highlighted.

Given the difficulty of this problem, we believe that the results in Figures 6.1,

6.2 and 6.3 are impressive, particularly for the case where the WLR model has been

given access to documents with expert-guided highlighting for training purposes (the

WLR-train option).
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Extended-WLR-annotation . . . . The patient is considering a reduction

mammoplasty at the same time and will back should she desire this in addition to the

excision of her tumor. Thank you again for allowing me participate in the care of your

patient. Please do not hesitate to call if I can be any further assistance. Sincereley ,XXX ,

MD F.A.C.S. BREAST/ENDOCRINE/GENERAL XXX DOD: DOT: DOS: ELECTRON-

ICALLY signed by:XXX HISTORY OF PRESENT ILLNESS: MS XXX returns to clinic

status post ultrasound-guided biopsy of a left breast mass. The patient was originally

referred after atypical mammograms were obtained at XXX. Their recommendations had

been for a XXX-month followup , however , the patient was sent for an ultrasound after

being evaluated in clinic and was discovered to have the 1.4-cm irregular hypoechoic mass

with posterior acoustic shadowing in the left breast. Core biopsy was recommended.

Figure 6.6 : Highlighting by the Extended-WLR-annotation on a sample EMR.

Consider Figure 6.2, which employs 50 examples of MDB’s underlining as a train-

ing sequence. The WLR model was able to match almost 58% of all MDA’s underlining

(in the median case), and the Extended WLR model achieved 59% accuracy. When

comparing all three experimental results, the WLR model with access to training data

with expert-guided underlining outperformed all other options. The performance of

the WLR algorithm was lowest for experiment (a) using real data. The WLR-train

option obtained an accuracy rate of more than 40% in the median case, and the

Extended WLR model obtained an accuracy rate of almost 46%, which, compared

to the other two options, is a significant improvement. It should be noted that the

WLR-no-train option in experiment (a) outperformed the Logistic-no-train and even

the Logistic-train option. This is a strong indication that the WLR model and the

Extended WLR model can successfully make use of the sequential structure of the
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data in a way that dictionary-of-words alternatives cannot.

6.5 Qualitative Results

Despite the impressive quantitative results, there were also some cases where the

model performance was rather poor. An example is shown in Figure 6.3, where

a selection of a document ( Document 8) is presented that has a relatively close

correspondence between MDA and the WLR model. The results show that WLR-

train and WLR-train-punctuation provide high-quality annotation, comparable to

that of the experts. The underlined passage describes the symptoms of a patient with

existing breast cancer, where MDA confirmed that the slight disagreement present in

the options was in the same order as the level of disagreement that would occur

between two different experts.

Nevertheless, there were also some scenarios where there was total disagreement

between the underlined passages of the model and those of the experts, as shown in

the annotations of Figures 6.5 and 6.8. In this specific case, one can observe that

although the annotations provided by the model do not match the experts, selections

at all, they provided reasonable results. Indeed, these examples demonstrate the

difficulty and subjective nature of this task. Despite these differences, most of the

observed highlighting was similar, and none of the results gave terribly misleading

information. MDA seemed to be favorably impressed with the ability of the WLR

model to extract relevant passages.

6.6 Conclusion

Through extensive experimentation, we have established the effectiveness of the WLR

model in real-world scenarios. The Extended WLR model clearly produces high-
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Human Expert Highlighting The patient has a history of left breast cancer ,

s/p left mastectomy , chemotherapy and radiation in XXX XXXX . . . She is presently

taking Femara per her Oncologist recommendations . . . Femara 2.5 MG Tablet , ,

RPT . . . History of mastectomy on the left - XXX . . . Mastectomy on left in XXX

, on chemotherapy daily . . . Breast Cancer s/p radical mastectomy , lymph node

dissection and lymphedema: Patient’s lymphedema sleeve is noted to have lost

elasticity . . . History of mastectomy on the left - March XXX . . . Mastectomy on left in

XXX , on chemotherapy daily . . . She has a history of hypertension , hyperlipidemia

, and breast cancer in XXX with no evidence of disease. It was uncertain at the time

of discharge if her stroke was due to small-vessel disease related to atherosclerosis ,

hypercoagulability related to her breast cancer , or paradoxical embolus through the

PFO. . . . Breast cancer s/p mastectomy.eg . . . Malignant breast neoplasm ( 174.9 ) eg

Figure 6.7 : Illustrating disagreement: underlining by expert.

quality highlighting than the WLR model and other state-of-the-art methods.
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Extended WLR Highlighting lymphedema sleeve present on the left upper extremity

, present on the left lower extremity w/o tone of the left .... lymphedema of the left upper

extremity , s/p mastectomy in XXX ... lymphedema sleeve , which is available at her

local medical supply company. Daughter plans to pick it up after this appointment. 4.

FOLLOW-UP in CLINIC one month after the injections. SIGNATURE SIGNED BY: ,

PM CST. CHIEF COMPLAINT FOLLOW-UP for evaluation prior to five month trip HPI.

PATIENT is a XXX year old female , with a past medical history significant for right CVA,

remote left cerebellar CVA with left sided hemiparesis , who was originally admitted to

XXX HOSPITAL on with left facial droop and dysarthria. She had a recent travel history

of a long flight from , with ECHOCARDIOGRAM consistent with patent foramen ovale.

THE patient was started on anticoagulant therapy and was hospitalized on the

Figure 6.8 : Illustrating disagreement: underlining by extended WLR model.
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Chapter 7

Related Work

The techniques proposed in this thesis concern the identification of concepts that

may be used to classify a document. The task of finding evidence or concepts on an

abstract level can be generally described as text summarization. Text summarization

extracts a summary of one or more documents and can be based on either extractive

or abstractive methods. The aim of abstractive summary techniques is to identify

the sentences1 that give the best representation of the whole document. They aim

at providing sentences that are not necessarily extracted from the document but

convey the essential contents of the document. They may perform the compression or

construction of new sentences using natural language processing (NLP) techniques.

Extractive summarizers try to identify sentences or a part of sentences that can

represent the essence of documents. The methods described in this thesis are closer

to extractive summarization, so the primary focus of this section is on extractive

techniques.

Most of the well accepted extractive techniques apply a two-step procedure. They:

1. Compute measures that rely on features as an input for the training model

such as e.g. measurements of section importance, which are based on human-

supplied, global features such as sentence lengths, sentence positions, and the

1The WLR models presented in this thesis provide the flexibility to select a part rather than a

whole sentence.
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existence of a proper name or adjective.

2. Apply a ranking mechanism on these sentences for selection purposes.

A more detailed overview of various automatic text summarization (ATS) tech-

niques can be found in references [16,17,18].

The earliest work on text summarization can be traced back to researchers at IBM,

[19, 20] who introduced several key ideas: e.g. word stemming, content words, the

significance factor of sentences, sentence lengths, sentence positions, etc, as features.

These key concepts remain an integral part of text summarization techniques today.

Most of the efforts that have been made have focused on the summarization of a

single document that can be found in the repertoire of IBM technical documents. In

this procedure, each sentence was given a score, and only the top n sentences were

selected. Similarly, Aone et al. [21] uses an naive-Bayes (NB) classifier but inhibits

richer features, such as term frequency (tf ) and inverse document frequency (idf)

configurations.

The work of Conroy et al. [22] on document summarization uses a Hidden Markov

Model (HMM) [23], which has fewer independence assumptions than NB. An HMM

uses local dependencies in sentences. HMM models are generative in nature, as they

model both hidden state and observation jointly, in contrast to the WLR model which

is discriminative model.

In essence, these algorithms make use of three characteristics within the sentences

in a document: the position and the number of terms in the document, the likeliness

of sentence terms, and the given document terms. The assumption used in these

models is that these characteristics are multivariate normal. This implies that the

probability of the next sentence to be included in the summary depends on whether
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the actual document is already part of the summary. The training data is obtained

by employing a single person to produce an extractive summary.

Another model, proposed by Osborne et al. [24] uses a maximum entropy classifier

for sentence extraction. The authors show that this model performs better than a

naive-Bayes model. Let c be a label, s the item to be labelled, fi the ith feature,

and λi the corresponding feature weight. Maximum entropy models (MEMS) em-

ploy a Generalised Iterative Scaling (GIS) [25] algorithm that constitutes a general

framework for estimating parameters in log linear models:

P (c|s) =
1

Z(s)
exp(

∑
i λifi(c,s))

where Z(s) is a normalizing factor. This equation illustrates the simplicity of new

feature on sentences.

Another technique similar to the WLR model is the maximum entropy model

for sentence segmentation reported by McCallum et al. [26]. Such models are also

discriminative and apply a local normalization. However, these models suffer from

the label bias problem, and unlike the WLR model, they are typically unsupervised

at the document level.

The Conditional Random Field (CRF) [8] has improved performance in compar-

ison to maximum entropy models. The authors suggest that CRF techniques avoid

the label bias problem when using a global optimization of the likelihood. The CRF

model allows overlapping features. One notable limitation of the CRF model is scal-

ability.

Due to the Bayesian nature of the WLR model, prior knowledge encoding is

simpler.
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Only a few Bayesian variants of the CRF model have been proposed in the litera-

ture, such as the aptly named Bayesian CRF [27], which employs power Expectation

Propagation [28] to approximate the posterior distribution. A major difference be-

tween the WLR approach of this thesis and the CRF-based work is that the WLR

model is supervised. CRF-based models allow the specification of a single joint prob-

ability distribution over the entire label sequence given the observation sequence.

Various extensions of CRFs have been proposed, such as the skip-chain CRF [29]

and the semi-Markov CRF [30]. For the skip-chain CRF, the authors [30] suggest

considering the occurrence frequency of a word, because those words are most likely

to have same label. This principle can be understood as a means to incorporate long

distance or non-local relationships among words.

A Hidden Semi-Markov Model (HSMM) [31] is an extension of the popular HMM,

which permits the underlying stochastic process to be a semi-Markov chain. Each

state has a given variable duration and the number of observations produced as a

result of that state. This makes it more suitable for applications such as noun phrase

(NP) chunking, name entity recognition (NER) [30].

A widely studied problem is the identification of document topics [32,33,34], but

in contrast to the WLR model, they are typically unsupervised. Several topic models

have been proposed.

Latent Dirichlet Allocation [10] (LDA) is an another unsupervised, generative,

probabilistic algorithm, that assumes a random mixture of topics. LDA can be un-

derstood as a Bayesian version of probabilistic latent semantic analysis [35] (pLSA),

where the topics are a distribution of words in the document. Several supervised as

well as unsupervised extensions of LDA have been proposed [36,37,38,39,40] 2.

2This work introduced a collapsed Gibbs sampler [41], where the derivation is given in reference
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Gruber [43] et al. suggested an extension to LDA model by introducing depen-

dence among topics. They also constrained sentences to have the same topic, which

seems reasonable. However, this would not be the most appropriate assumption with

complex sentences 3. This model may be interpreted as a summarization task, by

selecting sentences only having a specific topic.

Various supervised latent topic models have previously been proposed [44, 45,

37]. However, these models are non-sequential and utilize a dictionary-of-words-based

approach when processing a document.

Previous research on semi-supervised CRFs have been carried out in references

[46, 47], but similarly, these approaches do not take into account the document-level

information.

Numerous proposals have been developed to address the issue of normalization

in document and topic models; most of them apply approximation techniques [48,

27, 49, 50, 51]. A recent paper proposed conditional topic coding [52], which is a

non-probabilistic formulation of the CTRF model that is not subject to strict nor-

malization constraints.

Shen et al. [53] suggest using CRFs for generic4 summarization of documents so

that a document can be treated as a sequence of sentences, and the task can be

formulated as the process of labeling sentences as 0/1, where a 1 label corresponds

to the case where the sentence will be included in the summary.

The CRF framework is extremely flexible, because it allows the definition of arbi-

trary features on tokens. In this reference, the authors use simple features as positions,

[42].

3 Longer sentences are more likely not to have the same topic throughout.

4Please note, it is not the aim of this work to perform generic summarization.
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lengths, log likelihoods, and thematic words, as well as complex features such as the

latent semantic analysis (LSA) [54] score, hyperlink-induced topic search [55] (HITS),

or PageRank [56] scores. The latter reference reported experiments in supervised as

well as unsupervised settings.

Another related field is word sense disambiguation (WSD). This field focuses on

the process of understanding which meaning a given word has in a particular context.

Weeber et al. [57] derive a corpus for a MEDLINE 5 abstract and manually tag 5, 000

sense of 50 ambiguous words using the unified medical language system (UMLS) as

a sense inventory. Several authors have explored this idea further [58,59]. Pakhomov

et al. [60] attempted to explore disambiguation in the case of acronyms. Campbell et

al. [61] reported that a 4% error in part-of-speech assignment may account for 10%

of the error rate at the sentence level. Negation detection in medical reports have

been an active research area [4, 62, 63, 64, 65, 66]. One notable specific tool is the

Clinical Text Analysis and Knowledge Extraction System [4] 6 (cTakes). This tool is

an open-source natural language processing system used for information extraction

of electronic medical record free text. It processes clinical notes, and identifies types

of clinical named entities, such as, e.g. drugs, diseases/disorders, signs/symptoms,

anatomical sites, and procedures. Each named entity has attributes for a given text

span, the ontology mapping code, the context (family history of, current, or unrelated

to patient), and negated/not negated.

Several authors [67, 68, 69] have suggested using a graph-based representation of

text documents for document summarization. Such representations may vary from

very simple representations with words connected by edges up to very complex graphs,

5 http://www.nlm.nih.gov/bsd/pmresources.html

6http://en.wikipedia.org/wiki/CTAKES
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where there is a link between semantic relations. The benefit of these approaches is

that they are language-neutral and thus can be applied to any language.

It is worth mentioning that Zaidan et al. [70, 71, 72] attempt to leverage text

categorization using annotation rationales, where the goal is to learn an annotation

provided that the document labels are known. However, for the case of this thesis,

the aim is to learn document labels.
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cations à la Reconnaissance de la Parole. PhD thesis, Université de Paris XI,
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