




ABSTRACT

Multiscale analysis of macromolecular systems

by

Wenwei Zheng

Molecular dynamics (MD) simulation serves as both a supplement to experiments

and a predictive tool by revealing details inaccessible to current state-of-the-art ex-

perimental techniques. The relevant dynamics in complex macromolecular systems

correspond to timescales longer than what can be sampled using MD with standard

computational resources. In addition, even if Boltzmann-distributed sampling can

be achieved, the definition of good reaction coordinates quantifying the progress of

the reaction is non-trivial because of the high degrees of freedom of the system. My

doctoral dissertation focuses on these two interrelated issues: the determination of

good reaction coordinates and enhanced sampling techniques in the theoretical un-

derstanding of macromolecular systems. A new multiscale method, locally scaled

Di↵usion Map (LSDMap), has been introduced to extract the optimal collective reac-

tion coordinates from MD data without a priori knowledge of the system. The method

decouples motions with di↵erent timescales into a set of reaction coordinates, named

di↵usion coordinates (DCs). For systems with a seperation of timescales, the first few

DCs are su�cient to characterize the slow processes of the system. Reaction rates

computed along the 1stDC are in remarkable agreement with the rates measured

directly from simulation. LSDMap has been applied to a number of systems, includ-

ing Alanine Dipeptide, Alanine-12, polymer reversal inside a nanopore, Beta3s and



iv

DNA-Anthramycin binding. Based on LSDMap, a new enhanced sampling method,

Di↵usion Map-directed MD has been introduced by periodically calculating DCs on

the fly and restarting the dynamics from the boundary along the 1stDC. The sys-

tem is more likely to visit new regions of the configuration space instead of being

trapped in a local minimum. In particular, the method achieves 3 orders of mag-

nitude speedup over standard MD in the exploration of the configurational space of

alanine-12 at 300K. The method is reaction coordinate free and minimally dependent

on a priori knowledge of the system. Wide applicability of both LSDMap and its

enhanced sampling extension is expected in larger systems, to the extent to allow a

comparison with the experimental results, and to make predictions not yet accessible

to experiment.
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Chapter 1

Introduction

1.1 Motivation

The macromolecular systems discussed in this thesis have biological relevance, in-

cluding nucleic acides and proteins. Nucleic acides encode and express genetic in-

formation, whereas proteins function in almost all cellular processes to respond to

stimuli, replicate DNA and transport other biomolecules. Understanding how these

biomolecules move and interact with their neighbors are key challenges in modern

biophysics.

Complementary to the development of advanced experimental technologies to un-

derstand the structures [1, 2] and dynamics [3] of biomolecules, computational meth-

ods such as Molecular Dynamics (MD) serve as important supplements and even

predictive tools by revealing details inaccessible or invisible to current state-of-the-

art experimental techniques. However, for systems with important biological func-

tions, the acquisition of a Boltzmann-distributed sample is challenging in two reasons.

First, the MD simulation itself is slow because of the huge number of atoms and there-

fore high degrees of freedom involved in the simulation; second, interesting dynamics

corresponding to important biological functions are usually slow collective motions

spanning timescales much longer than what can be sampled by standard computa-

tional resources. In particular, processes associated with rare events such as folding

and unfolding of large proteins involving the crossing of high free energy barriers may

require an average simulation time much longer than what is a↵ordable. Thus both



2 CHAPTER 1. INTRODUCTION

the size of the system and the timescales of the biological relevant motions limit our

ability to characterize biologically important processes and to map out a system’s

underlying free energy landscape by using standard MD simulations.

In order to fill the gap between the timescales of what we are interested in and

what our simulation can reach, there are two main approaches: reducing the number

of degrees of freedom and increasing the rate of exploration of configuration space. On

one hand, a variety of coarse-grained models [4–6] are possible to reduce the degrees

of freedom of the system. Caution should be taken to find a reasonable compromise

between reducing the number of degrees of freedom and maintaining enough details

to model the physically relevant properties. Coarse-graining is not the main focus of

this thesis, and I refer the readers interested in this topic to the reference [4]. Here we

take a di↵erent approach. In standard MD simulations, most of the computational

resources are spent sampling the fast motions around minima instead of rare events

corresponding to crossing free energy barriers. We have designed a framework to

improve the sampling of rare events and therefore rapidly explore configuration space.

Such enhanced sampling methods will be detailed in Section 1.3.

In addition to the sampling issue, even when Boltzmann-distributed data sets are

available, understanding the collective motion in macromolecular systems that corre-

spond to relevant degrees of freedom is a non-trivial task. The typical approach to

analyze MD data is to project the free energy profile onto a few carefully-chosen reac-

tion coordinates. Such a projection may not adequately decouple important collective

motions. This type of error can lower the perceived free energy barrier, and provide a

misleading picture of the underlying dynamics. Therefore good reaction coordinates

are necessary to extract the mechanisms of the system from the simulation data.

My PhD thesis focuses on these two problems –reaction coordinate determination

and enhanced sampling – in the theoretical understanding of biomolecular systems. I
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will introduce the background on reaction coordinate methods and enhanced sampling

methods in the next two sections. Then the details of my contributions to these two

problems will be shown in the next two chapters.

1.2 Reaction coordinate methods

In order to quantify the progress of a reaction process from the reactant to the product

state, “reaction coordinates” are often invoked. The idea is to find global coordinates

that can help in understanding how the system proceeds from one state to the other;

ideally these coordinates have a physico-chemical interpretation and their evolution

in time can shed light on the reaction mechanism. Here we focus our attention on

the characterization of reactions involving configurational rearrangements of large

macromolecules (e. g., proteins), that can be described in terms of atomic motions.

Many of the key ideas for determining and using reaction coordinates in chemical

reactions were initially formulated several decades ago (see for example, references [7–

10]). However, with the developments in computer hardware and software of the last

decade, a great amount of work has been recently done to define theoretically robust

and computationally practical methods for extracting and using reaction coordinates

in simulation.

Reaction coordinates have a variety of uses, e. g. to obtain a qualitative model of

atomic motion during the course of a reaction, or to provide the basis for a quantitative

calculation of reaction rates. The performance of a reaction coordinate depends on

which of these functions is being queried. A coordinate good for visualizing the

progress of a reaction might not be best for using, say, classical transition state theory

to calculate the rate. In this context, sometimes the distinction is made between a

“collective variable” and a “reaction coordinate”. The former is usually thought of
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as a rough variable used to gauge the progress of a reaction, and is often based on

physical or chemical intuition. A collective variable can be useful for contemplating

the mechanism of a reaction, and is sometimes needed as input for more quantitative

methods. On the other hand, a “reaction coordinate” is often defined as a variable

that can be used for quantitative rate calculations. As such, a reaction coordinate has

meaning only when coupled with a corresponding reaction rate theory. The dynamics

of large macromolecular systems is often modeled as an overdamped di↵usion, and

in this regime Kramers’s rate theory can be used to extract a reaction rate and

mechanism when a free energy as a function of the appropriate reaction coordinates

is available. We maintain the distinction between collective variables (CVs) and

rection coordinates throughout this thesis.

Traditionally CVs have been used to interpret molecular simulations once an ex-

haustive sampling of the system of interest has been obtained. More recently, such

coordinates have started to play an additional and increasingly important role: they

are often used in MD simulations as a guide to sample more e�ciently the configura-

tional space relevant to the reaction. In principle, the exploration of a complex free

energy landscape directly in terms of the appropriate reaction coordinates (possibly

partitioned in terms of the time and length scales involved) could present signifi-

cant advantages with respect to the application of standard MD. Let us consider

for instance a system with a clear separation of timescales, where one slow process

(such as the crossing of a large free energy barrier) dominates the long timescale

dynamics, and the optimal reaction coordinate associated with this slow process is

known a priori, such that the di↵usion along this coordinate is Markovian and very

slow with respect to the very fast dynamics in directions orthogonal to it. Then this

information could be used to properly sample along the reaction coordinate and a

free energy map could be calculated very e�ciently. Many of the methods discussed



1.2 REACTION COORDINATE METHODS 5

in the next section could be straightforwardly used for this purpose. However, the

definition of the “optimal” reaction coordinate(s) is oftentimes highly non trivial for

complex macromolecular system, and little can be inferred a priori. At the best of

our knowledge, no method has yet been proposed that solves the problem entirely.

Di↵erent approaches are better suited for di↵erent applications.

The most straightforward CVs are derived from physical or chemical intuition,

and serve as approximate variables to gauge the progress of a reaction. In small

systems as for instance Alanine Dipeptide, such physical intuition is easy to gather

and the two backbone dihedral angles � and  work great in understanding the free

energy landscape of the system. However, for larger systems with limited a priori

knowledge, it might be extremely hard to extract any physical intuitive CVs from

the system directly. The reliability of these intuitive CVs usually varies in di↵erent

systems, and may be assessed by a variety of methods, including the isocommitor

surface [11], genetic neural network algorithm [12] and Bayesian analysis methods [13].

Alternatively, techniques such as the string methods [14, 15] and milestoning [16] have

been used to identify reaction pathways, which can be thought of as CVs. However,

for all these methods, some initial choices of the CVs and/or definitions of the reactant

and product states are required.

In order to avoid any a priori knowledge and intuition about the system when

defining a set of CVs, one can extract them from molecular simulation data by using

dimensionality reduction methods. These include principle component analysis [17]

and its nolinear variants [18], local linear embedding [19], and Isomap [20, 21]. Un-

fortunately, these algorithms encounter di�culties because of the inherent noisiness

in biomolecular simulation data [a]. Recently, several new dimensionality reduction

algorithms have been introduced and tested against noisy macromolecular processes.

The Sketch-map method [22] defines a low-dimensional representation of the process
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under study by preserving only middle-range distances between ensemble conforma-

tions. The method avoids the noise and the shortcuts introduced by short-range

and long-range distances, respectively. The Di↵usion Map method [23, 24] tries to

preserve the transtion time between two configurations by considering the number

of pathways between them [23]. The Di↵usion Map method[23], and its improved

version, Locally Scaled Di↵usion Map (LSDMap) [a, b] are able to decouple motions

with di↵erent timescales into a set of reaction coordinates, named di↵usion coor-

dinates (DCs). For systems with a seperation of timescales, the first few DCs are

su�cient to characterize the slow processes of the system. Reaction rates computed

along the 1stDC are in remarkable agreement with the rates measured directly from

simulation data [a, b, c], demonstrating the e↵ectiveness of the LSDMap approach

in estimating the barrier heights and transition rates in biomolecular systems. The

details of LSDMap approach will be presented in the next chapter.

It is worth mentioning that instead of using CVs and obtaining free energy projec-

tions on these variables, one could use an alternative technique, namely cut-based free

energy profiles (cFEP) [25, 26], to analyze the free energy surface using the partition

function of a given region as the progress variable. The cFEP method constructs an

equilibrium kinetic network [27] on predefined clusters obtained by criteria such as

root mean square deviation (RMSD)[28], secondary structure sequence[29], etc., and

determines the barrier height between di↵erent states in the network with methods

based on isocommitor surfaces or mean first passage time[29]. The cFEP technique

produces a one-dimensional free energy profile between each pair of basins that best

preserves the barrier height between the two states and avoids the problems of free

energy projections onto specific CVs, which might not cover all motions contributing

to the barrier considered. cFEP can also serve as a good check of the quality of the

reaction coordinates by comparing the free energy profile obtained by cFEP and the
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one obtained by projection onto a specific set of reaction coordinates, as shown in

reference [26].

We recently used both LSDMap and cFEP methods to analyze the folding path-

ways of a 20-residue three-stranded antiparallel �-sheet peptide called Beta3s detailed

in the next chapter and reference [c]. We defined the folding pathways of the system

by using only the first few DCs and then obtained the physical variables best cor-

responding to the folding pathways. We found an excellent match between the free

energy projected onto these intuitive coordinates and those obtained from the cFEP

method. This example illustrates that, at least for the small peptide Beta3s, a set of

well-chosen CVs–such as the ones from LSDMap–can significantly reduce the inade-

quacies of projections of free energy profile into reduced coordinates. One advantage

of such a projection is that it allows for an easy interpretation of the pathways and

mechanisms between di↵erent (meta)stable states.

1.3 Enhanced sampling method

Enhanced sampling methods are methods to explore the configuration space and

achieve equilibrium distribution much faster than with standard MD. The basic idea

is to shift the computational resources from sampling the minima to sampling the

rare events corresponding to the barrier crossing.

In the last two decades, a number of methods have been developed to enhance the

sampling of rare events [d]. One class of such techniques biases the dynamics accord-

ing to one or a few collective variables and then unbiases the results to obtain the

equilibrium distribution as a function of the collective variables used. Such methods

include umbrella sampling [30], adiabatic free energy dynamics [31], temperature-

accelerated MD, [32] blue moon sampling [33], and metadynamics [34]. However,
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oftentimes the definition of CVs in complex macromolecular systems is per se a non-

trivial problem [b]. The results obtained with these techniques depend on the CVs

used as input and the resulting free energy is as meaningful as the CV chosen.

Another class of methods are based on the sampling of transition paths between

predefined states of the system. They require either the direct or indirect information

on the system’s CVs to define the states and/or initiate the sampling. For example

the definition of reactant and product is needed for transition path sampling[35], an

initial reactive trajectory for both transition path sampling and the string method

[14], and interfaces between states for both transition interface sampling [36] and

forward flux sampling [37].

Other methods such as Markov state models [38] and directional milestoning [39]

necessitate an initial set of configurations spanning the important regions of configu-

ration space. These can be obtained from either a high temperature simulation, or a

biased simulation using collective variables, which again correlates the resulting free

energy profile with the collective variables chosen in the simulation.

In Chapter 3, we present a di↵erent framework for the sampling of rare events:

Di↵usion Map-directed MD (DM-d-MD) and its biased variant. These methods build

on our previously developed dimensionality reduction technique LSDMap (discussed

in Chapter 2), which extracts a set of global CVs (di↵usion coordinates) that char-

acterizes the slowest motions of a macromolecular system. DM-d-MD algorithm uses

local DCs, which correspond to the slowest local collective motions, to direct the MD.

By periodically calculating DCs on the fly and restarting the dynamics guided by

DCs from the previous iteration, the system is more likely to visit new regions of

the configuration space instead of being trapped in local minimum. Therefore the

method e↵ectively speeds up the sampling of rare events. In this respect, DM-d-MD

is similar in spirit to the free energy-guided sampling recently proposed by Zhou and
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Caflish [40]; the main di↵erence in our method is the use of di↵usion coordinates to

guide the sampling.

The main goal of my PhD research is to discover organizing principles governing

macromolecular dynamics at di↵erent time and length scales. In Chapter 2, I proceed

toward this goal by first introducing our recently developed mathematical formulation

of LSDMap to extract the optimal reaction coordinates for macromolecular systems.

Then in Chapter 3, new sampling schemes based on these reaction coordinates are

introduced to rapid explore the configuration space of the systems. The direct appli-

cations introduced with these methods are to the systems for which the interesting

dynamics occur on timescales too long to simulate with standard approaches–most

systems of biological and medical relevance fall into this category. In Chapter 4,

future work is discussed, followed by conclusions.





Chapter 2

LSDMap

In this chapter, I will discuss our contribution in defining reaction coordinates for

macromolecular systems by introducing a new dimensionality reduction method, lo-

cally scaled Di↵usion Map (LSDMap). The approach builds upon two recently devel-

oped mathematical techniques: Di↵usion Maps [23, 41–44] (which have been applied

in various context such as machine learning tasks [45, 46] and manifold parametriza-

tion [47]), and estimation of the intrinsic dimensionality of noisy data sets [48]. We

make two new contributions: 1) extending the Di↵usion Map method to include a

locally determined variable length scale, and 2) applying the method to Molecular

Dynamics (MD) simulation data. A collection of Boltzmann-distributed molecular

configurations plays the role of “noisy data set,” and our algorithm determines both

the number of e↵ective dimensions at each configuration, and the length scale within

which this intrinsic dimensionality persists. These position-dependent local length

scales are input to a Di↵usion Map calculation, yielding a few global coordinates that

correlate with di↵erent timescales in the system. Since our work is a combination

and extension of Di↵usion Map and local scale analysis, we refer to the method as

“locally scaled Di↵usion Map” (LSDMap). Our method does not require any a priori

knowledge about the system (such as propsective reaction coordinates and/or the

definition of reactant and product states) and the local hetergeneity of the MD data

is accounted for in the construction of global coordinates. The chapter is organized

as follows: first, the LSDMap method is introduced, then its applications to a variety



12 CHAPTER 2. LSDMAP

of macromolecular systems are presented.

2.1 Method

2.1.1 Di↵usion Map

Below we present some of the relevant mathematical background on Di↵usion Maps

in the current context of MD simulations. We refer the reader to the original litera-

ture [23, 41] for the full details.

For a system with N atoms, with a given potential energy function E(x), at con-

stant temperature T , and in the limit of high friction, the Fokker-Planck equation

governs the temporal evolution of the probability distribution p(x, t) at any configu-

ration x 2 R3N of the system:

@p

@t
= �

3NX

i

@

@x
i

✓
1

�

@

@x
i

+
@E

@x
i

◆
p = �HFPp, (2.1)

where � = 1/(k
B

T ), k
B

is Boltzmann’s constant, and t is the time variable. Under

rather general conditions, the operator HFP, which acts on an infinite-dimensional

space of probability distributions, has a discrete eigenspectrum of non-negative eigen-

values �
i

, with �0 = 0 < �1  �2  . . . , and corresponding eigenfunctions �
i

(x). For-

mally (and rigorously in an appropriate metric that depends on various assumptions

about HFP), the general solution of the Fokker-Planck equation is:

p(x, t) = �0(x) +
1X

i=1

c
i

�
i

(x)e��it (2.2)

where the coe�cients c
i

are determined by the initial distribution p(x, t = 0). The

eigenfunction �0(x) is the Boltzmann distribution, approached by any initial distri-

bution when t � 1/�1.
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For systems with one (or a few) slow process(es) dominating the dynamics (such

as the crossing of a free energy barrier), the eigenspectrum will present a gap; i.e.

�
k+1 � �

k

for some k, and the evolution of the probability distribution toward

equilibrium may be approximated as the first k terms of the general solution,

p(x, t) = �0(x) +
kX

i=1

c
i

�
i

(x)e��it, (2.3)

at least at timescales t � 1/�
k+1. In these situations it has been shown that

�
i

(x)/�0(x) are eigenfunctions of the backward Fokker-Planck operator. The for-

ward and backward Fokker-Planck operators are adjoint to one another, share the

same set of eigenvalues, and their eigenfunctions di↵er by a factor of �0(x). Eigen-

functions of the backward Fokker-Planck operator serve as collective coordinates in

the sense that their time evolution is approximately Markovian and independent of

the remaining degrees of freedom. These are the di↵usion coordinates (DCs), and the

Di↵usion Map is the nonlinear mapping from the space of molecular configurations

to the di↵usion coordinate space.

An e�cient numerical method to approximate these first few eigenfunctions and

associated eigenvalues using samples of the equilibrium distribution has been recently

proposed [23]. The approach involves defining a weighted graph on the simulation

data and determining the first few eigenvalues and eigenvectors of a random walk

on the graph. The weights are related to the transition probability between config-

urations and will be larger for configurations that are similar in structure. Here we

measure similarity by the root mean square deviation (RMSD) between structures (as

opposed to Euclidean distance used previously [23]) in order to quotient out irrelevant

translational and rotational degrees of freedom. The transition probability between
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any two structures is based on the kernel,

K(x
i

,x
j

) = exp

✓
� ||x

i

� x

j

||2

2"
i

"
j

◆
, (2.4)

where x
i

and x

j

represent two molecular configurations, and ||x
i

�x

j

|| is their RMSD.

An appropriate renormalization ofK, described in the section 2.1.3, leads to a random

walk on {x
i

} whose eigenfunctions approximate those in equation (2.3).

This method is predicated on the idea that the high dimensional space of molecular

configurations can be approximated by a lower-dimensional set M, and that the

intrinsic dimesionality of M is location dependent. The local scale parameter "
i

can

be interpreted as the distance around x

i

within which M can be well-approximated

by a low-dimensional hyperplane tangent to M at x
i

. This is the region around x

i

in which M is approximately linear (i.e. “locally flat”). In previous applications of

Di↵usion Maps, "
i

has always been chosen equal to a constant value " independently

of x
i

[23, 24, 41].

2.1.2 Local Scale Determination

Little is known about the choice of this crucial local scale parameter, with theoreti-

cal results providing only some guidance in the asymptotic regime when the number

of configurations is very large (at least exponential in the intrinsic dimension of the

e↵ective configuration space), and often ad hoc techniques are used in practice. If

the data sample is dense and lies on a smooth, non-noisy, low-dimensional mani-

fold, the choice of " is not critical to the numerical estimation of the Fokker-Planck

eigenfunctions–using a constant value yields meaningful results (as the number of

samples grows, the estimated generator of the di↵usion converges to the true gener-

ator of the Fokker-Planck equation).
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However a data set of macromolecular configurations from MD simulations has

highly variable density (due to the properties of the Boltzmann distribution), is very

noisy (with the characteristics of the noise changing with the region of configurational

space), and it is not infinitely dense. In such a situation, if the parameter " is selected

too small, e.g. comparable to the scale of the noise, the results will be corrupted

because the “locally flat” region will correspond to that of the noise rather than that

of the actual data. On the other hand if " is too large, regions of the system will

be considered artificially flat, again corrupting the results. We have found that in

MD applications a uniform value of " yields a Fokker-Planck eigenspectrum strongly

dependent on the selected value of ", and no straightforward interpretation of the

results is possible.

Inspired by the results of Little, Jung, and Maggioni [48], we define below an

algorithm for determining the intrinsic dimension and local scale associated with

each configuration in a set of MD data. As the local scale parameter "
i

indicates

the (unknown) length scale around x

i

at which M can be well approximated by

its (unknown) tangent hyperplane at x
i

, we obtain an estimate of "
i

by performing

multidimensional scaling (MDS), a linear dimensionality reduction technique, over

increasingly large neighborhoods of x
i

. Under very general assumptions on the ge-

ometry of M, the density of points, and the noise, such a technique leads to robust

identification of the local scale and intrinsic dimension around any point on M [48].

Moreover, this technique requires a number of samples {x
i

} linear in the intrinsic

dimension k of M, and independent of the large ambient dimensionality [48]. The

details of the algorithm can be found in Appendix A.1.
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2.1.3 Locally-scaled Di↵usion Map

Once the local scale of each x

i

is determined, the first few eigenfunctions of the back-

ward Fokker-Planck operator, i.e. the di↵usion coordinates, are calculated as follows.

The algorithm below closely parallels that of Coifman et al. [23]; the di↵erences being

the use of the RMSD as the distance measure (rather than the Euclidean distance),

and set of "
i

values {"} (rather than a uniform "). Here the RMSD distance is

more appropriate because molecular systems are invariant under rigid rotations and

translations of the system; the locally determined "
i

is required due to the very high

variability of the molecular data, as discussed above. In practice, for a data set with

N configurations:

1. Construct the N ⇥N matrix of transition probability kernels K, as

K
ij

= exp

✓
�kx

i

� x

j

k2

2"
i

"
j

◆
, (2.5)

where x

i

and x

j

represent two molecular configurations, "
i

and "
j

are their

respective local scales, and kx
i

� x

j

k is the RMSD distance between them.

2. For each x

i

, sum the corresponding row of K to compute

P
i

=
NX

j=1

K
ij

, (2.6)

which is proportional to a density estimation around x

i

.

3. Normalize the kernel as

K̃
ij

=
K

ijp
P
i

P
j

. (2.7)

4. Define the diagonal matrix D as D
i

=
PN

j=1 K̃ij

, and construct a Markov matrix
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M = D�1K̃,

M
ij

=
K̃

ij

D
i

. (2.8)

5. Compute the first few largest eigenvalues and the corresponding right eigenvec-

tors of M .

These eigenvectors serve as the DCs. Coifman and Lafon [41] have shown that for

data points x

i

randomly sampled from a Boltzmann distribution, as N ! 1, and

as " ! 0 (for uniform " and at an appropriate rate in N , depending on unknown

quantities such as the intrinsic dimension of the data, and possibly the size of the

noise), the right eigenvectors of M converge (in probability) to the eigenfunctions

of the backward Fokker-Planck operator. This result enables approximation of the

eigenfunctions of the Fokker-Plank operator from simulated trajectories even for high

dimensional systems where standard discretization methods are not feasible.

The matrix M is adjoint to a symmetric matrix M
s

= D�1/2K̃D�1/2, and the

numerical computation of the first few eigenvalues and eigenvectors is in practice

performed on M
s

. The complexity of the above algorithm, including the local scale

determination, is O(kN 2N) for N configurations in R3N and k eigenvectors. In

practice one may not construct the full matrix K, but rather a sparse version where

entries below a certain threshold are set to 0. If the cost of identifying the nonzero

entries, i.e. finding the "-neighbors of each point, is less than O(N 2), and the resulting

matrix is sparse, substantial computational savings may be achieved.

2.1.4 Rate calculation

When applying to macromolecular systems, free energy profile projected onto a few

reaction coordinates is a typical method to understand the dynamics of the system.

To verify the mathematical assertion that the DCs function as good reaction co-
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ordinates, we can determine the free energy profile along the di↵usion coordinates

and various competing empirical coordinates, then calculate transition rates using

Kramers expression for the escape rate of a system moving over a barrier[49]. The

Kramers escape rate is given by

rate =

✓Z

barrier

e�F (x)

D(x)
dx

Z

well

e��F (x0)dx0
◆�1

, (2.9)

with � = (k
B

T )�1, free energy F (x), and di↵usion coe�cient D(x). In the evaluation

of the integrals above, the barrier region is defined as the segment of the coordinate

between the free energy minima; the well region is defined as the half of the configura-

tional space containing the free energy minimum corresponding to the ‘reactant’ state

and delimited by the top of the barrier. In practice only configurations at the top of

the barrier or bottom of a minimum will significantly contribute to these integrals,

and the resulting rates are very robust upon changes of the integration limits around

the ones so defined.

The Kramers rate calculated from a free energy profile is strongly dependent

on the choice of coordinates used in defining the free energy[50]. A poor reaction

coordinate tends to convolute motion directed over the top of a free energy barrier

with motion perpendicular to the barrier, and therefore underestimates the barrier

height, and overestimate the rate. An optimal reaction coordinate is perpendicular

to the separatrix defining the transition state, [51] and the rate evaluated via the

Kramers expression along such a coordinate should provide a good estimate of the

actual rate.

In order to calculate the Kramers rate through equation (2.9), the coordinate-

dependent di↵usion coe�cient D(x) along the reaction coordinates is required. These

were obtained through Bayesian analysis, [52] which allows for an estimation of D(x)
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from MD simulation data. The details of the algorithm are in Appendix A.2.

2.2 Applications and discussions

We apply the LSDMap framework to characterize the dynamics of di↵erent well-

understood test systems or systems still in debate: an all-atom model of Alanine

Dipeptide, a coarse-grained model of the src homology 3 domain protein (SH3), a

polymer reversal inside a nanopore, an implicit-solvent minipeptide Beta3s and a

DNA-Anthramycin binding system. Through an analysis of the LSDMap, we find

insights into the nature of the free energy minima, transition regions, and overall free

energy landscape. We verify the mathematical assertion that the di↵usion coordinates

(DCs) are good reaction coordinates through calculation of the di↵usion rate between

free energy minima. We show that the DCs provide rates closer to the simulation rate

than competing empirical coordinates. By comparing with the empirical coordinates,

we obtain a straightforward physical interpretation of the DCs.

2.2.1 Alanine Dipeptide

Alanine Dipeptide is a typical testbed for collective dynamics studies. Although

the molecule consists of 22 atoms, multiple steric constraints e↵ectively reduce the

configuration space to two dimensions under standard conditions. The two dimensions

of choice are the dihedral angles � and  . As the two angles are a priori known, this

system represents an ideal case to test our approach.

The MD data is obtained with AMBER [53] from a 300 K simulation with the

AMBER99 force field in implicit water. Configurations collected every 0.1 ps dur-

ing a 20,000 ps simulation are used as input to the local scale determination and

Di↵usion Map calculation. The hydrogen atoms were removed before the local scale
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determination since they do not contribute to important conformational changes of

the molecule.

It is important to emphasize a few points about the trajectory data. A much

smaller data set can be used in the LSDMap approach; using only 10,000 configu-

rations yields a free energy landscape as a function of di↵usion coordinates that is

indistinguishable from that of the 200,000 configuration result, and can be calculated

in a day of computer time on a single-core workstation. The reason for using such a

large data set here is twofold: to test the robustness of the small sample results, and

to provide adequate sampling for the Bayesian analysis used to calculate the di↵usion

coe�cients [52] from a single long trajectory. Alternatively, if a smaller data sample is

used, the position-dependent di↵usion coe�cients could be estimated by using many

independent short simulations. [52]

LSDMap on Alanine Dipeptide

The Fokker-Planck eigenvalue spectrum calculated with the LSDMap is displayed in

the top panel of Figure 2.1. The �0 = 0 eigenvalue corresponds to the Boltzmann

distribution; �1 to 1stDC; �2 to 2ndDC; etc. The gap between exp(��1) and exp(��2),

denoted by the vertical bar, shows that there is a separation of timescales between

the collective motion corresponding to 1stDC and that of 2ndDC.

Figure 2.2 shows the free energy as a function of 1stDC and 2ndDC (top panel),

from which it is clear that 1stDC corresponds to a transition between two pairs of

minima: C5–Pk and ↵
R

–↵
P

. This can be corroborated through Figure 2.3, the top

panel of which shows the free energy as a function of the dihedral angles � and  ,

and is displayed for reference here in order to locate the free energy minima. In the

bottom panel 1stDC is seen to change smoothly along the path between the pairs of

minima C5–Pk, and ↵
P

–↵
R

, and corresponds to a transition between these two pairs.
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Figure 2.1 : Top: Alanine Dipep-
tide; Bottom: SH3. The nega-
tive exponential of the eigenval-
ues of the Fokker-Planck opera-
tor are plotted as a function of
eigenvalue number. For both sys-
tems the zeroth eigenvalue �0 =
0, exp {��0} = 1 corresponds
to the Boltzmann distribution.
The spectral gap between the first
and second eigenvalues (denoted
by the black bars) suggests that
there is a single slow timescale
dominating the dynamics. This
timescale corresponds to the C5,
Pk ! ↵

P

, ↵
R

isomerization pro-
cess in Alanine Dipeptide and
the folding/unfolding transition
for SH3.
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Figure 2.2 : Top: Free energy of
Alanine Dipeptide as a function
of the 1stDC and 2ndDC. Bot-
tom: Free energy profile along
the 1stDC. The Kramers rate
along 1stDCis shown in Table 2.1.

In addition, 1stDC is well-correlated with the empirical coordinate  .

In Figure 2.1, the fact that the gap between exp(��2) and exp(��3) is small com-

pared to the gap between exp(��1) and exp(��2) shows that 2ndDC and 3rdDCdescribe

motions on similar timescales. We find that 2ndDC corresponds to di↵usion from the

Pk minimum to the C5 minimum, while 3rdDC to transitions between the ↵
P

and ↵
R

minima. The figures analogous to Figure 2.3 for 2ndDC (left) and 3rdDC (right) are

shown in Figure 2.4.

Local scale of Alanine Dipeptide

Figure 2.5 displays the results of the local scale analysis for a representative config-

uration near a transition barrier (top) and free energy minimum (bottom). For the

configuration near a transition barrier, there are a few MDS singular values that are
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Figure 2.3 : Top: Free energy
(kcal/mol) as a function of dihe-
dral angles � and  ; displayed to
show the locations of the free en-
ergy minima in �- space. Bot-
tom: Raw molecular configura-
tion data plotted according to
� and  , and colored accord-
ing to 1stDC. The smooth color
change between the pairs of min-
ima C5–Pk and ↵

R

–↵
P

shows that
1stDC corresponds to a transi-
tion between these pairs, and that
1stDC correlates well with  .
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Figure 2.4 : Alanine Dipeptide correlation of 2ndDC and 3rdDC with empirical coor-
dinates � and  on Alanine Dipeptide. dihedral angles. Raw molecular configuration
data points plotted as a function of the dihedral angles � and  . On the left, the col-
oring is according to the 2ndDC; on the right, the coloring is according to the 3rdDC,
as indicated on the corresponding colorscale. These plots provide another represen-
tation of what is already clear from the free energy graphs: the 2ndDC separates the
Pk minimum from the C5 minimum, and the 3rdDC separates the ↵

P

and ↵
R

minima
from one another.



2.2 APPLICATIONS AND DISCUSSIONS 25

0.2 0.3 0.4 0.5 0.6
0

0.1

0.2

0.3

0.4

S
in

g
u

la
r 

v
a
lu

es

0.1 0.13 0.16 0.19 0.22
0

0.02

0.04

0.06

0.08

ε(Å)
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Figure 2.5 : MDS singular value
spectra for configurations inside
"-balls around a configuration
near a transition region (top), and
near a free energy minimum (bot-
tom) for Alanine Dipeptide. The
horizontal axis is the RMSD ra-
dius of each "-ball in Å. For the
top (bottom) panel the intrinsic
dimension determined by our al-
gorithm is 2 (8), and the red ver-
tical line denotes the value of the
estimated local scale "

i

. Note
the di↵erences in the scales of the
axes between the two figures.



26 CHAPTER 2. LSDMAP

large and well separated from the remaining ‘noise’ MDS singular values, while for

the configuration near the minimum, the ‘data’ and ‘noise’ singular values are more

closely spaced. This figure can be compared with Figure 1 of Little et al. [48] to get

a sense of the di↵erence between MD data sets and high dimensional noisy data sets

generated by the addition of Gaussian white noise to lower dimensional data sets.

Figure 2.6 : Raw molecular con-
figuration data plotted as a func-
tion of the 1stDCand 2ndDC, and
colored by the local scale "

i

in
Å(top), and the local intrinsic di-
mension (bottom). For visual
clarity the following cuto↵s have
been imposed on the color bars:
the maximum value of " is 0.23Å,
and the maximum value of the
intrinsic dimension is set at 8.
There are a few outliers near
transition regions that have lo-
cal scales high above this cuto↵.
Most of the configurations in the
minima have an intrinsic dimen-
sionality in the range 8 – 24.

For the configuration near the minimum, the local intrinsic dimensionality of M

is larger, and the locally linear region is smaller, than for the configuration near the

transition region; representative examples of this are shown in Figure 2.5. This trend
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is apparent throughout the data set as evidenced in Figure 2.6, which displays the

results of the local scale analysis for all of the data points. Figure 2.6 plots the local

scale (top), and the intrinsic dimensionality of M (bottom) at each configuration in

the data set as a function of 1stDCand 2ndDC. A comparison with the free energy

(Figure 2.2) demonstrates that the “locally flat” region of M is smaller in length and

of a higher intrinsic dimension near the free energy minima compared to transition

regions. This result is in accord with chemical intuition: the classic definition of a

transition state is a state in which the energy is a maximum along one degree of

freedom, and a minimum along all other orthogonal degrees of freedom. Following

the minimum energy path of a reaction, we expect the intrinsic dimension in such a

state to be close to 1.

Rate of Alanine Dipeptide

We quantify the assertion that the 1stDCcaptures the essential dynamics of the iso-

merization process between C5–Pk and ↵
R

–↵
P

by calculating the Kramers rate from

Equation (2.9) along both the 1stDCand  . A comparison with the rate obtained di-

rectly from the simulation is reported in Table 2.1. Both the rate along the 1stDCand

 are in excellent agreement with the rate extracted directly from simulation, sug-

gesting that both the 1stDCand  are good reaction coordinates for this transition. It

is expected that these coordinates perform similarly, as they are strongly correlated.

Coordinate C5, Pk ! ↵
R

↵
P

↵
R

↵
P

! C5, Pk
Direct simulationb 0.023 0.047
1stDC 0.023 ± 0.001 0.048 ± 0.003
 0.020 ± 0.001 0.040 ± 0.003

a
See Section 2.1.4 and Appendix A.2 for details on the error analysis.

b
Standard deviation for simulation rates are of order 10

�4
ps

�1

Table 2.1 : Alanine Dipeptide isomerization rates (ps�1)a
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2.2.2 SH3

The folding dynamics of the 57-residue protein domain SH3 have been well charac-

terized both by simulation studies [54–56] and wet-lab experiments. [57] This protein

is known to fold in a two-state manner, that is, only the unfolded or folded states

are significantly populated near the folding transition temperature T
f

. The fold-

ing/unfolding process is known to be the longest timescale, and corresponds to di↵u-

sion over the free energy barrier separating the folded and unfolded states. Previous

studies have shown that the free energy landscape of SH3 can be well approximated

by a few global coordinates, either empirically defined, [54, 58] or obtained through

non-linear dimension reduction techniques. [21, 59] As with Alanine Dipeptide, the

previous work on this system makes it an ideal test case for our approach.

We apply our method to simulation data obtained with the coarse-grained DMC

model of SH3. [60] MD simulations were performed in GROMACS [61] near T
f

, and

configurations collected every 5 ps during a 500,000 ps run. As with Alanine, the

trajectory used here is at least 10 times longer than needed to obtain reliable results;

a similar free energy landscape is obtained with only 10,000 configurations.

LSDMap on SH3

The large spectral gap in the Fokker-Planck eigenspectrum (Figure 2.1) between

exp(��1) and exp(��2), denoted by the vertical bar, shows that the timescale be-

tween the collective motion corresponding to that of 1stDC is much longer than that

of 2ndDC. Figure 2.7 displays the free energy as a function of the 1stDC and 2ndDC in

the top panel, and the profile along 1stDC in the bottom panel. The minimum on the

right corresponds to the folded state, and the minimum on the left is the minimum of

the unfolded state. From this we see that the 1stDC separates the folded and unfolded
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Figure 2.7 : Top: Free en-
ergy of the coarse-grained SH3
model as a function of the
1stDC and 2ndDC. Bottom: Free
energy profile along the 1stDC.
The Kramers rate along 1stDCis
shown in Table 2.2.

minima, while 2ndDC seems to be related to the motion toward the transition region.

In order to relate the DCs to quantities that have a direct physical interpretation,

in Figure 2.8 we compare 1stDC with two empirical coordinates: RMSD to the native

structure, and the fraction of native contacts, Q. The top panel shows the free energy

in terms of these coordinates, presented for reference to locate the free energy minima.

The lower right minimum is the folded minimum (with a high fraction of native

contacts and a small RMSD to the native structure), and the upper left minimum is

the unfolded minimum. The bottom panel displays 1stDC as a function of these same

two coordinates, and a comparison between the panels shows that 1stDC corresponds

to the folding/unfolding transition and correlates well with the RMSD to the native

structure.

For protein systems, it is also possible (and illuminating when there are no em-

pirical coordinates available) to examine the relationship between the di↵usion coor-
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Figure 2.8 : Top: Free energy
(kcal/mol) as a function of the
empirical coordinates RMSD to
the native structure (Å) and frac-
tion of native contacts Q. Bot-
tom: Raw molecular configu-
ration data points, plotted in
terms of the same empirical co-
ordinates, and colored according
to 1stDC. The smooth color tran-
sition along 1stDCshows qualita-
tively that 1stDCand the RMSD
to the native structure are corre-
lated.

Figure 2.9 : Correlation of SH3
probability of contact formation
with 1stDC (lower right) and
2ndDC (upper left). Native con-
tacts are marked by a black dot.
Di↵erent shades of red or blue in-
dicate di↵erent values of the Pear-
son correlation coe�cient, as in-
dicated in the colorscale on the
right.
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dinates and contact probabilities. We calculate the probability of contact formation

along 1stDCand 2ndDCfor all non-bonded contacts of SH3, and from that calculate the

correlation between the contact probabilities and 1stDC(2ndDC) in the lower (upper)

triangle of Figure 2.9. Both the Spearman’s rank correlation ⇢ (which measures the

monotonicity of the correlation: ⇢ = 1 for a perfect monotonic relationship) and Pear-

son’s correlation coe�cient r (which measures the linearity of the relationship) are

considered. Only contacts with both a Spearman’s and Pearson’s correlation greater

than 0.8, and a probability of formation greater than 0.1 are included in the figure.

The contacts shown in blue tend to form as the 1stDCincreases. These are mostly

the native contacts, confirming that the motion along the 1stDCcorresponds to the

folding process. The contacts in red tend to form as the 2ndDCincreases. Interestingly,

these contacts include the set of non-native contacts involved in the formation of a

non-specific hydrophobic nucleus (circled in red in the figure). This is the only set of

non-native contacts with both a Spearman rank and Pearson correlation coe�cient

larger than 0.9. Both experimental [62] and simulation (see Figure 4 of Das et al. [60])

results suggest these contacts to be important in the folding mechanism of SH3.

The analogue of Figure 2.8 for 2ndDCshows that 2ndDChas an extremum at the

transition state, and decreases when moving to either of the minima (Figure 2.10).

Taken together with the results of the correlation analysis, these results indicate that

the second slowest time scale in the folding of SH3 corresponds to the formation of

a folding nucleus involving this set of non-native contacts, which are formed at the

transition state but not formed in the unfolded and folded states.

Local scale of SH3

The results of the local scale analysis are displayed in Figure 2.11. It is interesting to

compare and contrast these results with those of Alanine Dipeptide. For SH3 the local
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Figure 2.10 : The raw molecu-
lar configuration data points plot-
ted as a function of the fraction
of native contacts Q and RMSD
to the native structure. This fig-
ure qualitatively shows that the
2ndDCincreases upon approach to
the transition state. The relation-
ship is quantified by the contact
probability analysis in the main
text.

scale is small and the local intrinsic dimension of M is larger around configurations in

the folded minimum in comparison with configurations around the transition region–a

result similar to that of Alanine Dipeptide (see Figure 2.6). However for configurations

in the unfolded minimum, the local intrinsic dimension is high, while the local scale

is large when compared to configurations in the transition region. While for Alanine

Dipeptide configurations in both free energy minima have small local scale, for SH3

there is a clear di↵erence between the folded, potential energy minimum and the

entropic minimum of the unfolded states. This di↵erence is expected by considering

that the structures in the unfolded minimum are far apart from one another in terms

of RMSD distance, while in a potential energy minima the structures are more similar

to one another.
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Figure 2.11 : Raw molecular con-
figuration data plotted as a func-
tion of 1stDC and 2ndDC, colored
according to the local scale "

i

in
nm (top), and the local intrinsic
dimension (bottom).
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Rate of SH3

The rates obtained by using Kramers’ escape rate expression [49] along a reaction

coordinate are presented in Table 2.2; the rates along three di↵erent coordinates,

1stDC, the RMSD to the native structure, and the fraction of native contacts Q,

are compared with the rate obtained directly from simulation. The rate estimate

along 1stDCis more accurate than the rate along both RMSD and Q, confirming that

1stDCbetter describes the overall folding/unfolding motion of this SH3 model than

empirically defined reaction coordinates.

Coordinate Folded ! Unfolded Unfolded ! Folded
Direct simulation (4.4 ± 0.4) ⇥ 10�5 (6.4 ± 0.4) ⇥ 10�5

1stDC (6.9 ± 0.8) ⇥ 10�5 (8.0 ± 0.9) ⇥ 10�5

RMSDb (9 ± 1) ⇥ 10�5 (12 ± 1) ⇥ 10�5

Q (3.1 ± 0.5) ⇥ 10�4 (3.7 ± 0.7) ⇥ 10�4

a
See Section 2.1.4 and Appendix A.2 for details on error analysis.

b
RMSD with respect to the native structure.

Table 2.2 : SH3 folding/unfolding rates (ps�1).a

2.2.3 Constant local scale results on Alanine Dipeptide and SH3

In order to better illustrate the need of the definition of a local scale in the application

of Di↵usion Map to macromolecular dynamics, we present the results obtained with

a constant length-scale parameter ". For both systems we perform the Di↵usion Map

calculation for a range of " values.

Figure 2.12 summarizes the results; Alanine Dipeptide on the left, SH3 on the

right. The top panel of each side shows the spectrum of the exponential of the negative

of the first six Fokker-Planck eigenvalues resulting from the constant-" Di↵usion Map

calculation, as a function of " (in Å for Alanine Dipeptide and nm for SH3). The
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Figure 2.12 : Constant-" Di↵usion Map analysis. Left: Alanine Dipeptide; Right:
SH3.
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Boltzmann distribution corresponds to exp(��0) = 1 (in black). For both systems

the Fokker-Planck eigenspectrum is strongly dependent on ".

The lower panel of each side shows the reaction rates computed along 1stDCobtained

from the constant-" Di↵usion Map (blue symbols). These rates are obtained with ex-

actly the same Kramers theory/Bayesian analysis as for the LSDMap rates.

For Alanine, constant-" isomerization rate for the ↵
R

,↵
P

! C5, Pk transition

is shown with blue squares. The corresponding rate (and error) along the LSDMap

1stDC (from Table 2.1) is indicated by the red shaded region, and the rate obtained

directly from simulation is shown as the dot-dashed black line (the error range is too

small to see on this scale). The constant-" isomerization rate for the C5, Pk ! ↵
R

,↵
P

transition is shown in blue triangles, the corresponding LSDMap rate is indicated

by gold shaded region, and the simulation rate as the black dashed line.

For SH3, both the folding and unfolding rates are similar, and therefore only the

unfolding rate is shown (blue squares). The red shaded region is the rate along the

local-" 1stDC; the grey shaded region is the rate obtained directly from simulation

(the values reported in Table 2 of the main text).

The bottom panel also displays the correlation between the constant-" 1stDC and

the LSDMap 1stDC along the transition region (black symbols).

The rate obtained from the constant-" Di↵usion Map depends on ", and, for

almost all values of ", is worse than that obtained from the LSDMap. In addition the

correlation between the two sets of coordinates decreases significantly for increasing

values of ", indicating that the Di↵usion Map coordinates obtained with constant "

are not robust against variation of ". Together with the fact that the eigenspectrum

is also strongly dependent on ", these results indicate that when the length scale "

is kept constant, the Di↵usion Map coordinates do not necessarily separate processes

at di↵erent timescales. Indeed, Figure 2.13 (for Alanine Dipeptide), and Figure 2.14
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(for SH3) show that the free energy landscape as a function of the first two Di↵usion

Map coordinates changes significantly with ".

Alanine Dipeptide free energy from constant-local-scale Di↵usion Map

Figure 2.13 : Alanine Dipeptide constant-" free energy. Left: " = 0.3 Å, Right:
" = 1.0 Å. Free energy as a function of constant-" 1stDCand 2ndDC (top panel), and
free energy profile along constant-" 1stDCfor the same values of " (bottom panel).

In the left panel of Figure 2.13 (" = 0.3 Å) the free energy looks similar to that

obtained with the LSDMap calculation. However, the artificially small local scale used

for configurations along the transition region causes too many of these configurations

to be lumped into the free energy minima. The result is a slightly underestimated

rate, as shown in Figure 2.12. In the right panel, the larger " value of 1.0 Å artificially
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flattens the local configuration space. The resulting free energy map appears similar

to that obtained with global nonlinear dimensionality reduction techniques (see e.g.,

Stamati et al.[63].

The rotation of the 4 minima with respect to 1stDCand 2ndDC between the small-"

and large-" free energy graphs suggests that for increasing values of ", 1stDCincreasingly

mixes together motion corresponding to the slowest process with faster motions. In

other words, while the free energy “path” corresponding to the slowest process is par-

allel to the first LSDMap di↵usion coordinate, when the value of " is kept constant

this is not necessarily the case. This lack of a separation of timescales with increasing

" is also apparent via the lack of a spectral gap in the upper left panel of Figure 2.12.

These results show that, at least for Alanine Dipeptide, if the parameter " is

kept constant it is not possible to identify a range of " values that simultaneously

provides a precise estimate of the rate and a clear separation of the processes at

di↵erent timescales. While smaller values of " seem to cleanly separate the di↵erent

timescales, they produce a larger deviation of the rate compared to the simulation.

Larger values of " seem to provide precise estimates of the isomerization rate, but

this is coincidental, because the 1stDCmixes processes at various timescales.

SH3 free energy from constant-local-scale Di↵usion Map.

In both the left (" = 0.4 nm) and right (" = 1.6 nm) panels of Figure 2.14, the

entropy free energy minimum corresponding to the unfolded state almost vanishes.

For " = 0.4, the unfolding rate is virtually the same as that of the local scale Di↵usion

Map calculation, and the correlation between the coordinates of the two calculation is

high, as shown in Figure 2.12. However, a small change in " causes a large change in

the rate, and there is a corresponding decrease in the correlation. This result suggests

that the calculation is not robust to small changes in ". Note that choosing " smaller
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Figure 2.14 : SH3 constant-" free energy. Left: " = 0.4 nm. Right: " = 1.6 nm.
Free energy of SH3 as a function of constant-" 1stDCand 2ndDC(top panel), and free
energy along 1stDC for the same values of " (bottom panel).
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than 0.4 nm results in no separation of the Fokker-Planck eigenvalues (top right panel

of Figure 2.12).
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Figure 2.15 : SH3 di↵erences in
local scale. The curved lines are
the number of neighbors in the "-
ball as a function of ball radius for
a point near the folded minimum
(blue) and the transition barrier
(red). The vertical lines are the
local scale choosen by our algo-
rithm for each point (same color
coding). The inset is a zoom into
the small-" values; the axis la-
bels and units are the same as the
larger figure.

In order to further understand the need for di↵erent values of " in MD data, in

Figure 2.15 we show the number of neighbors within an "-ball as a function of the ball

radius for two configurations from the SH3 data set. These are the curved lines, in

blue for a configuration near the minimum, and red for one near the transition region.

The vertical lines of the same color denote the value of the local scale choosen from

our algorithm for these two configurations. There is no value of " in the linear region

for both of these configurations. The values of " used in the constant-" calculations

span from 0.4 to 1.5 nm.

To summarize, even if for some systems a range of " values that produces correct

and robust results may exist, it is not clear how to identify the optimal " values

without knowing a priori what the correct results are. As discussed in the text,

the LSDMap provides an optimal solution to these problems by “renormalizing” the

kernel of the di↵usion process in each region of the configurational space with its

intrinsic local scale.
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2.2.4 polymer reversal inside a nanopore

Translocation of biopolymers inside a nanopore is essential to many biological pro-

cesses, such as gene transfer by transduction [64] and protein transportation after

synthesis.[65] Given this interest, many single-molecule experiments[66–80] have ana-

lyzed the process of single-stranded DNA or RNA molecules driven through synthetic

or biological pores. The underlying physics of such processes is also of great theoret-

ical interest per se. [81–92]

A recent simulation study [93] on polymer reversal inside a nanopore observed

that reversal is within the timescale of translocation through the pore–a result that

challenged the usual simplification of ignoring reversed configurations when studying

the dynamics of polymers confined in a pore. Huang and Makarov have recently

performed simulations and calculations on a flexible polymer chain inside a neutral

pore [50] in order to 1) understand the relationship between the reversal rate and the

length of polymer chain and/or pore size and 2) determine if a single reaction coor-

dinate is su�cient to describe the dynamics of this system. In addition to obtaining

the rate directly from their simulations (to address the first goal), they also calcu-

lated the rate via transition state theory (TST) and TST corrected by a transmission

factor obtained with Kramers theory [94] (to address the second goal). The TST

rates were calculated by defining a free energy as a function of an empirical reaction

coordinate: the distance between the first and last bead of the chain projected along

the pore axis. They found that while capturing the correct dependence on pore size

and chain length, these calculated rates di↵ered greatly from those obtained directly

from simulation. From this result they concluded that the polymer reversal dynamics

cannot be straightforwardly reduced to a simple one-dimensional model.

We have used the same model system to examine the possibility that some other
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collective coordinate exists, capable of capturing the essential dynamics of this pro-

cess. We apply LSDMap to find the optimal reaction coordinate(s) for polymer

reversal inside a nanopore.

We show here that when the free energy of the reversal process is computed as a

function of the first Di↵usion Map coordinate obtained with the LSDMap approach,

the rate of the reaction predicted by Kramers integral [49] is in excellent agreement

with the rate directly measured in simulation. The analysis of the dynamics in terms

of the first few di↵usion coordinates shows that the polymer reversal can be well

approximated as a one-dimensional process, with the timescale associated with the

reversal process much slower than the timescales corresponding to other polymer

motions.

Reversal rate

To calculate the reversal rate k from the free energy profile, Huang and Makarov used

TST corrected with a transmission factor,[50]

k = KramerskTST. (2.10)

where 
Kramers

is the transmission factor that was estimated with Kramers theory in

their paper,[50, 94] and kTST is the rate from TST,[95] given by

kTST =
u

2

e��F (x
TS

)

R
reactants

e��F (x)dx
. (2.11)

Here xTS is the location of the transition state, assumed to be at the top of the free

energy barrier, and u is the velocity prefactor.

We use both equation (2.9) (Kramers expression) and equation (2.10) (TST cor-
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rected with a transmission factor from Kramers theory, with the values of u and


Kramers

taken from Huang and Makarov [50]) to compute the rate along the z-

coordinate. As the LSDMap calculation rescales the configuration space according to

the variable local length scales "
i

(as discussed above), the factors u and Kramers can

not be straightforwardly calculated, and therefore we use only Kramers expression

equation (2.9) to calculate the rate along the 1stDC.
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Figure 2.16 : The reversal rate
calculated with di↵erent meth-
ods and di↵erent choices for re-
action coordinate, as a function
of pore radius. All results in
this paper are reported in the
same reduced units as Huang and
Makarov.[50] The rates from the
di↵erent methods are denoted by
black triangles for the rate di-
rectly from simulation, blue di-
amonds for equation (2.9) along
the 1stDC, red circles for equation
(2.9) along the z-coordinate, and
black squares for equation (2.10)
along the z-coordinate.

Figure 2.16 presents the results of the various rate calculation methods. The error

bars in the simulation rate are obtained by using slightly di↵erent choices for the “re-

actant” and “product” states. The error bars for the rate calculations using Equation

(2.9) result from the distribution of the di↵usion coe�cients obtained with Bayesian

analysis, propagated through the Kramers integrals. The rate along the 1stDC is in

excellent agreement with the rate obtained directly from simulation. The results for

the rate along the z-coordinate are similar to those of Huang and Makarov,[50] and

overestimate the actual rate by about an order of magnitude. As noted by Huang

and Makarov, the rate calculated along a “good” reaction coordinate should be close
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to the simulation rate, and using this criterion the 1stDC qualifies as a good reaction

coordinate, while the z-coordinate does not perform as well. Good agreement be-

tween the rate obtained as Kramers integral along the 1stDC and simulation rate has

also been shown in the isomerization of Alanine dipeptide and the folding/unfolding

of the src homology 3 domain (Section 2.2.1 and 2.2.2).

We observe in Figure 2.16 that the agreement between the 1stDC and simulation

rate improves as the pore size increases, and we attribute this to sampling di↵erences.

Simulations with larger pore radii have more transition events per simulation than the

smallest radii, producing better statistics for the Bayesian estimation of the di↵usion

coe�cient for the larger radii. The resulting Kramers integrals are therefore more

accurate.

Physical meaning of the di↵usion coordinates

The di↵usion coordinates form an orthogonal set of coordinates, each corresponding

to a collective motion on a di↵erent timescale. The presence of a spectral gap in the

FP eigenspectrum indicates to what extent higher order di↵usion coordinates can be

neglected in modeling the main dynamics of the system in question.

The first ten FP eigenvalues for several pore radii are shown in Figure 2.17. The

zeroth eigenvalue �0 = 0 corresponds to the Boltzmann distribution, and the first

eigenvalue �1 to the collective motion with the longest timescale. The large gap

between exp(��1) and exp(��2), denoted by a vertical bar in Figure 2.17, shows

that for all radii, most of the relevant dynamics is captured by the 1stDC, that is, we

expect the global dynamics to be roughly one dimensional and the 1stDC to function

as a good reaction coordinate. The fact that rate calculations along the 1stDC are

in agreement with the rates obtained directly from simulation further validates this

idea. In the following we discuss in detail the results obtained for a particular pore
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Figure 2.17 : The exponential of
the negative of the FP eigenval-
ues �

i

for several di↵erent pore
radii (in the same reduced units
as in Huang and Makarov. [50]
The presence of a spectral gap,
denoted by the vertical black bar,
indicates that the essential fea-
tures of the dynamics can be cap-
tured by the 1stDC.

size, 2.16 (in the model reduced units); however, the results obtained for di↵erent

pore sizes are all qualitatively similar and the conclusions drawn in the following are

valid for all pore sizes considered.

The free energy landscape as a function of the first and second di↵usion coordi-

nates (1stDC and 2ndDC) is shown in the top panel of Figure 2.18. Because of the

symmetry of the system, there are two identical free energy minima separated by a

barrier at 1stDC= 0. The bottom panel of Figure 2.18 shows the one-dimensional free

energy along the 1stDC; this is the free energy used in the Kramers integral along

this coordinate.

To gain physical insight into the di↵usion coordinates, we compare them with the

z-coordinate and radius of gyration (Rg). Figure 2.19 shows the relationship between

the 1stDC, radius of gyration Rg, and z-coordinate. The top panel shows that there

is no overall correlation between the 1stDC and Rg. However, the bottom panel

shows a strong correlation between the 1stDC and z-coordinate; indeed, the Pearson

correlation coe�cient between these two coordinates is 0.96.

To understand why such strongly correlated coordinates (z-coordinate and 1stDC)
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Figure 2.18 : Top: Free energy as
a function of the first two DCs.
Bottom: Free energy along the
first di↵usion coordinate.

Figure 2.19 : Raw molecular
configuration data plotted as a
function of (Top) z-coordinate
and radius of gyration (Rg)
and (Bottom) z-coordinate and
1stDC. For both panels the data
points are colored according to
their 1stDC.
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Figure 2.20 : The contact prob-
ability for the points at (Upper
left) z ⇡ 0 and (Lower right)
1stDC ⇡ 0. The region z ⇡ 0 is
defined by all the configurations
with |z| smaller than 0.02 times
the range of z. The same crite-
rion is used to define the region
1stDC ⇡ 0.

produce such di↵erent rates, we examine the probability of contact formation in the

transition region as defined by the two di↵erent coordinates. The results are shown in

Figure 2.20. We define a “contact” formed between two beads of the polymer if the

distance between the two beads is smaller than twice the equilibrium distance in the

non-bonded potential energy between the beads. We examine the contact probability

at z ⇡ 0 by considering the average contact formation for each pair of beads over

all the configurations with a value of |z| < 0.02 ⇤ z
max

, where z
max

is the maximum

value of the z-coordinate; similarly, to analyze the transition state region defined by

the 1stDC, we consider the average contact formation over all configurations with

|1stDC| < 0.02 ⇤ 1stDC
max

, where 1stDC
max

is the maximum value of the 1stDC.

Figure 2.20 shows that in the transition state ensemble defined by the z-coordinate

only a few contacts between the two ends of the polymer appear formed with high

probability, while most of any other contacts can be formed with a uniform low

probability. In contrast, the probability of contact formation in the transition state

region defined by the 1stDC shows that a hairpin-like structure is populated with high

probability, while most of the other contacts have a probability of formation close to
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zero. In other words, the region defined by 1stDC⇡ 0 is a subset of the region z ⇡ 0.

These results are consistent with the data shown in Figure 2.19: the configurations

at 1stDC ⇡ 0 usually have a value of z close to 0, while the configurations at z ⇡ 0

span almost the full range of the 1stDC. Although highly correlated over the whole

configurational space, the 1stDC and z-coordinate di↵er sigificantly in the definition

of the transtion state ensemble.
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Figure 2.21 : The correlation be-
tween the probability of contact
formation and (Upper left) z-
coordinate (z < 0), and (Lower
right) 1stDC (1stDC < 0). For
each pair of beads, the aver-
age probability of formation is
measured as a function of the
chosen reaction coordinate (z-
coordinate, or 1stDC) and the
correlation of this function with
the reaction coordinate is com-
puted. The map shows the pair
of beads with an absolute value
of the correlation higher than 0.5.
Contacts with positive correlation
are marked in blue, negative cor-
relation in red. Di↵erent shades
of blue or red indicate di↵erent
values of the correlation coe�-
cient, as indicated by the color
scale.

To further understand the di↵erence between the z-coordinate and 1stDC, we

considered the correlation between the probability of contact formation and the two

di↵erent reaction coordinates. For each contact (between beads i and j), we compute

the probability of formation p
ij

(z) and p
ij

(1stDC) and measure the Pearson correla-

tion coe�cient between z and p
ij

(z) for z < 0, and between the 1stDC and p
ij

(1stDC)
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for 1stDC < 0. We report in Figure 2.21 all the contacts that have an absolute value of

the correlation coe�cient higher than 0.5. Di↵erent shades of blues indicate di↵erent

values of the correlation coe�cient for positive correlation, and di↵erent shades of red

for negative correlation, as quantified by the color scale. The correlation map between

the contact probability and the z-coordinate (upper left part of the figure) shows that

the probability of forming any contact increases when the system progresses along

the transition path toward the transition state defined by the z-coordinate. On the

contrary, the correlation map between the contact probability and the 1stDC (lower

left part of the figure) shows two sets of contacts: the probability of forming con-

tacts corresponding to hairpin-like configurations increases when the system moves

along the 1stDC toward the transition state, while the probability of forming contacts

between beads in the same half of the polymer chain significantly decreases. These

results confirm that the formation of a hairpin-like structure is the key process along

the transition path identified by the 1stDC.

To sum up, the 1stDC and z-coordinate, while both describing transitions between

the same two minima, di↵er in their determination of the transition region. This

di↵erence is not reflected in the correlation between these two coordinates over the

whole configurational space, as the configurations around the transition state comprise

a small amount of the entire data. The transition region defined by the z-coordinate

comprises a larger number of configurations than that defined by the 1stDC; this

translates into di↵erent estimates of the free energy barrier along the 1stDC and z-

coordinate, and, in turn, di↵erent rates are obtained. It is worth noticing that a small

di↵erence in the location of transition region has a large e↵ect on the rate estimates;

the rate determination is thus a quite stringent test on the goodness/usefulness of

the proposed reaction coordinates.

The 2ndDC corresponds to motion inside each of the free energy minima. Fig-
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Figure 2.22 : Raw molecular con-
figuration data plotted as a func-
tion of (Left) Rg and 2ndDC, and
(Right) Rg and z-coordinate. In
both panels the data points are
colored according to their 2ndDC.

ure 2.22 shows the relationship between 2ndDC, Rg, and z-coordinate. Quite di↵er-

ently from Figure 2.19, we find that the 2ndDC correlates with Rg (Pearson correlation

coe�cient of 0.90), but not with the z-coordinate. The collective behavior described

by the 2ndDC corresponds therefore to an opening/collapsing motion. Furthermore,

it is shown in the free energy map (Figure 2.18) that in order for a transition to oc-

cur, the 2ndDC must be less than -2. These results are consistent with the expected

dynamics of the polymer reversal; the polymer needs first to curl to some extent in

order to form the hairpin-like shape that defines the transition state to reverse its

orientation.

Heterogeneity of MD data

As discussed in Section 2.1.2 and demonstrated for other systems in Section 2.2.1

and 2.2.2 the local geometric properties of the low-dimensional space spanned by the

first few DCs–and on which the MD simulation data clusters–vary from region to

region in configuration space. This heterogeneity can be illustrated by considering
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a few local geometric quantities associated with the behavior of the MDS singular

value spectrum from MDS calculations on increasingly larger neighborhoods around

a given configuration: the local scale determined for each configuration "
i

, the gap

between the first (largest) and second MDS singular values at the local scale, and the

intrinsic dimension of the underlying space for each configuration.
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Figure 2.23 : Singular values of
the multidimensional scaling ma-
trix (MDS) as a function of the
RMSD distance around a config-
uration. The results shown in the
top panel correspond to a config-
uration near a free energy min-
imum, and in the bottom panel
to a configuration near the top
of a barrier. The intrinsic di-
mensionality of the local mani-
fold around these configurations,
as determined by our algorithm,
is 6 for the configuration consid-
ered in the top panel, and 1 in the
bottom panel. The vertical red
line denotes the local scale chosen
for each configuration.

Figure 2.23 shows the MDS singular value spectrum as a function of neighborhood

radius " for two typical configurations, one taken from near a free energy minimum

(top), and the other from near the top of the free energy barrier (bottom). We
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expect the motion near free energy minima to be dominated by thermal fluctuations

in several di↵erent directions, while near the top of a barrier (i.e. at the saddle point

in free energy) we expect a single dominant direction of motion corresponding to the

transition across the barrier. This intuition is supported by the results in Figure 2.23.

The singular value spectrum in the top panel shows the top several singular values

clustered together, while in the bottom panel the large gap between the first MDS

singular value and the others indicates that one single degree of freedom dominates

the local dynamics.

Figure 2.24 illustrates the local geometric heterogeneity of the molecular config-

uration data. For each configuration of the sample, the local scale obtained by our

analysis is shown in the top panel, the singular value gap between the first two sin-

gular values at the local scale in the middle panel, and the intrinsic local dimension

in the bottom panel, all as a function of the first and second di↵usion coordinates.

Comparing Figure 2.24 with the free energy landscape (Figure 2.18), it is clear that

configurations near the free energy minima have a smaller local scales, smaller singu-

lar value gaps, and larger intrinsic dimensionality than configurations near the top of

the barrier. These results indicate that the locally flat region around points near the

transition state is significantly larger than in the free energy minima, that is, a tra-

jectory moving along the transition region has to travel a longer distance to start to

“feel” the e↵ect of the curvature of the underlying manifold than a trajectory moving

in one of the minima.

2.2.5 Beta3s

We apply LSDMap technique to the characterization of the dynamics of a designed

20-residue, three-stranded antiparallel �-sheet miniprotein (termed Beta3s). Beta3s

provides an ideal additional test for the LSDMap method, as it has been extensively
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Figure 2.24 : Di↵erent local geo-
metric indicators associated with
each molecular configuration are
plotted as a function of 1stDC and
2ndDC. The color shows the local
scale " (top panel), the gap be-
tween the first two MDS singular
values at the local scale (middle
panel), and local intrinsic dimen-
sionality (bottom panel).
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studied with di↵erent approaches,[26, 29, 96–99] and these studies have shown that,

although Beta3s consists of a single �-sheet, its folding dynamics is far from simple,

as it involves a well-defined native state and several misfolded metastable states.

In previous work, the conformational space of Beta3s has been sampled by implicit

solvent[100] MD simulations at 330 K for a total of 20 µs during which about 100

folding and unfolding events were observed[26]. In these simulations, Beta3s folds

reversibly, without any bias, irrespective of the starting conformation. The inter-

pretation of Beta3s simulations is significantly more challenging than the test cases

previously used in the LSDMap approach. In particular, as a transferable force-field

is used, there is no a priori information on the nature of the folded state, nor on the

possibility of populating misfolded conformations. In contrast, previous applications

of LSDMap have been limited to simplified protein models where empirical reaction

coordinates are more easily used to interpret the results [a, b].

The free energy surface of Beta3s has been previously characterized by two di↵er-

ent methods for determining metastable states: the minimum-cut based free energy

profile method[25, 29] and kinetic grouping analysis[26]. Both methods require (geo-

metric) clustering of the MD snapshots into nodes of a network whose links are the

transitions observed during the equilibrium MD sampling. The essential idea of these

two methods is to group the clusters into free energy minima, according not to their

standard structural features, but rather to the equilibrium dynamics. In other words,

the MD trajectory is used to determine the populations of the states, which provide

the relative free energies and the rates of transition between the states, which yield

the free energy barriers. Notably, both methods yield the same free energy basins

of Beta3s whose most populated state is the designed antiparallel �-sheet structure

(population of about 35% at 330 K). Interestingly, the denatured state of Beta3s

presents several misfolded traps stabilized by enthalpy (with a cumulative popula-
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tion of about 20%) as well as a basin with fluctuating helical conformations and a

heterogeneous entropic state populated at about 10% and 35%, respectively.

Additionally, in the work of Qi, et al.[28] the same long simulations obtained by

Mu↵, et al.[26] were used to construct networks of transition ensembles. Committor

probabilities were then determined to the native state and misfolded states, and

these were used as input to a genetic neural network (GNN) algorithm to extract

physically meaningful collective coordinates. They found the sum of the distances of

eight key hydrogen bonds along the backbone to be the best geometric coordinate for

the overall folding/unfolding reaction, and identified three distinct folding pathways

and the distinct coordinates that characterized them.

In the present work, we relate the di↵usion coordinates and timescales that emerge

from LSDMap analysis to the metastable states identified in Krivov, et al.[29] and the

reaction coordinates of Qi, et al.[28]. We also introduce an improved procedure for

defining the pathways. This, together with the LSDMap analysis, provides insights

into the dynamics unique to each pathway.

LSDMap on Beta3s

Figure 2.25 shows the first ten FP eigenvalues obtained by LSDMap applied to the MD

data of Beta3s. As mentioned above, the zeroth eigenvalue �0=0 corresponds to the

zeroth eigenfunction �0, that is the Boltzmann distribution. The first eigenvalue �1

corresponds to the collective motion with the slowest timescale, the second eigenvalue

�2 corresponds to the collective motion with the second slowest timescale, and so on.

The large gap denoted by the black vertical bar in Figure 2.25 shows that there is a

separation of timescales, and one collective slow motion dominates the dynamics of

Beta3s on long timescales. This slow collective motion corresponds to the folding and

unfolding of the peptide. A detailed discussion on the relation between the di↵erent
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Figure 2.25 : The exponential of
the negative of the FP eigenval-
ues �

i

as a function of eigenvalue
number. The presence of a spec-
tral gap, denoted by the vertical
black bar, indicates that the es-
sential features of the dynamics
can be captured by the 1stDC.

collective motions at di↵erent timescales and the di↵usion coordinates is presented in

the next section.

Figure 2.26a shows the free energy as a function of the 1stDC. The one dimen-

sional folding and unfolding free energy barrier of about 1.5 kcal/mol predicted by

the 1stDC is comparable to the free energy barrier as a function of the best overall

reaction coordinate presented in Figure 7a of the work of Qi, et al.[28] where a genetic

neural network (GNN) analysis was used. Indeed, we find a high correlation (Pearson

correlation coe�cient ⇠0.89) between the 1stDC and the best reaction coordinate de-

scribing the overall folding reaction in reference [28], that is, the sum of the hydrogen

bond distances for the eight hydrogen bonds between atoms H3-O10, H5-O8, H11-O18,

H13-O16, H10-O3, H8-O5, H18-O11 and H16-O13. Throughout our analysis, we use the

same numbering scheme for the hydrogen bonds as in reference [28], that is also shown

in Figure 2.32. For example the hydrogen bond distance for H3-O10 corresponds to

the distance between the H atom on the third nitrogen atom from the N-terminus

and the tenth O atom from the N-terminus. As shown in Table 2.3, and consistent
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with the results presented in reference [28], the correlation of the 1stDC with the

O-H distance of each hydrogen bond individually is lower than that with their sum,

suggesting that the formation of this set of eight hydrogen bonds is a better variable

for describing the overall folding than any single hydrogen bond by itself.

Hydrogen bond Pearson correlation
with the 1stDC

H10 �O3 0.77
H3 �O10 0.84
H8 �O5 0.59
H5 �O8 0.75
H18 �O11 0.71
H11 �O18 0.77
H16 �O13 0.56
H13 �O16 0.69

Table 2.3 : Pearson correlation of hydrogen bonds with the 1stDC in Beta3s.

Figure 2.26b shows the free energy as a function of the 1stDC and the 2ndDC.

The two deepest minima correspond to the folded (A) and unfolded (B) states. The

2ndDC represents a motion deviating from the main folding path, and defines several

local free energy minima corresponding to misfolded states. The local minima are

also evident, from a di↵erent “angle”, in the plot of the free energy as a function

of the 1stDC and 3rdDC (Figure 2.26c), and 1stDC and 4thDC (2.26d). State

E, which appears as one misfolded minimum in the free energy as a function of

the 1stDC and the 2ndDC , splits into three substates (E1, E2, and E
h

) when the

additional coordinates 3rdDC and 4thDC are used. Additionally, the 4thDC also

describes a motion internal to the folded state, that appears as a split minimum in

the folded basin of the free energy in Figure 2.26d.

As discussed in 2.1.2, the local geometric properties of high-dimensional MD data

sets are expected to vary from region to region in the configuration space. The
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Figure 2.27 : Local geometric
indicators associated with each
molecular configuration are plot-
ted as a function of the 1stDC and
2ndDC. Each dot corresponds to
one of the configurations in the
dataset, and di↵erent colors indi-
cate di↵erent values for the local
scale " (top panel), and number
of local intrinsic dimensions (bot-
tom panel).
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LSDMap approach quantifies this heterogeneity by providing a local length scale and

local dimensionality around each point in the data set. Figure 2.27 illustrates the

variability of the local scales and the number of local intrinsic dimensions on the

Beta3s landscape as determined by LSDMap, plotted as a function of 1stDC and

2ndDC. For each configuration of the sample, the local scale is shown on the top

panel and the local intrinsic dimension on the bottom panel. By comparing this

figure with the free energy landscape as a function of the 1stDC and 2ndDC reported

in Figure 2.26b, we observe that, roughly speaking, configurations near the free energy

minima have a larger number of intrinsic dimensions than those close to free energy

barriers, as expected [a, b]. In addition, the local scale is much larger in the unfolded

state than in any other states. This large di↵erence in local scale suggests that

configurations in the entropically stabilized region of the unfolded state are separated

by a larger rmsd than configurations within the native basin or the enthalpic traps.

Characterization of states

The states corresponding to the di↵erent free energy minima are labeled with letters

from A to F in Figure 2.26, and correspond to di↵erent metastable states: folded

(A), unfolded (B), and several partially misfolded states (C through F). The average

structural features of each of these states is investigated by considering the probability

to form hydrogen bonds in each of these minima. The results are reported in terms

of “hydrogen bond maps” in 2.28 and Figure 2.29. A hydrogen bond is considered

formed if the OH distance is smaller than 2.4 Å and the NHO angle is larger than

2.44 rad. The folding pathways that emerged in the analysis discussed above, and

reference [28]) are then interpreted in terms of transitions between these minima. The

states identified by LSDMap are also compared with the states determined by the

minimum-cut based free-energy profile method for the same system in reference [29].
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Figure 2.28 : Representative structure and probability to form hydrogen bonds in the
main di↵erent metastable states identified by the first four DCs. The letters A to F
correspond to the states identified in 2.26. Native and non-native hydrogen bonds
formed in the di↵erent structures are shown in orange and black, respectively. The
black dots in the hydrogen bond maps indicate the residue pairs that are identified
by Qi, et al.[28] as forming native hydrogen bonds.
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Figure 2.29 : Representative
structure and probability to form
hydrogen bonds in the helical
state E

h

. The color scheme is the
same as 2.28.

The hydrogen bond map presented in Figure 2.28 for state A shows that all ten

native hydrogen bonds identified in the paper by Qi, et al.[28] are formed in state A,

although with di↵erent probabilities. One additional hydrogen bond, H1-O12, can be

formed with probability ⇠0.4 within this basin. This extra hydrogen bond is at the

beginning of the N-terminal anti-parallel �-sheet, and it is consistent with the overall

native structure of Beta3s.

While the native basin appears as a single minimum in the free energy as a function

of the first three DCs, the 4thDC splits the native state into two sub-states, indicating

fluctuations inside the folded state on a fast timescale (compared with the much slower

overall folding). The two sub-states present a slightly di↵erent hydrogen bond pattern:

the hydrogen bond H9-O20 is formed with probability less than 0.1 in state A1, while

it is formed with probability ⇠0.5 in state A2; additionally, the hydrogen bond H6-O4

can form with probability ⇠0.1 in state A2. The probability of formation of all the

other hydrogen bonds is essentially indistinguishable from the map reported in Figure

2.28, both in A1 and A2 (see Figure S1 in Supplementary Material of reference [c]).

The free-energy minimum labeled B in Figure 2.26 corresponds to the unfolded

state, with no hydrogen bonds formed with probability higher than 0.1. The config-
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urations in state B are quite di↵erent from each other and, although di↵erent sets of

hydrogen bonds can be transiently formed, on average they do not present a persis-

tent hydrogen bond pattern. The unfolded state can be understood as the gathering

of many low-populated partially misfolded states. The reason why they are gathered

together by the LSDMap analysis is that these mostly unfolded structures can di↵use

easily into each other despite of the large rmsd between them. Additionally, it is clear

from Figure 2.26 that both the native state and most of the misfolded states that

appear as separate free energy minima are directly connected to the entropically sta-

bilized region of the unfolded state; this is not surprising as we expect the misfolded

structures to at least partially unfold before proceeding to the folded state, consistent

with the results of reference [26].

The main six misfolded states (labeled as C, D, E1, E2, E
h

, and F in Figure

2.26 and Figure 2.28) can be defined according to the free energy as a function of

the first several DCs. The probability of forming di↵erent hydrogen bond patterns

provides information on the average structure of the peptide in these states, that can

be compared to the results of previous studies. [28, 29]

Figure 2.28 shows that in state C, the C-terminal part of the anti-parallel �-

sheet is completely formed, while a mismatch of the native hydrogen bond pattern is

observed in the N-terminal part. This state corresponds to the state named ‘Ns-or’

(N terminal strand out of register) in reference [29].

The average hydrogen bond pattern in state D looks very similar to what observed

in state C, although the N-terminal hairpin in state D appears to be a little closer to

the native state structure (or, equivalently, state C is more misfolded than state D),

consistent with their relative position along the 1stDC. In particular, configurations

both in state C and in state D have high probability of forming the pair of non-native

hydrogen bonds H10-O4 and H4-O10. In addition, non-native hydrogen bonds H12-O2,



64 CHAPTER 2. LSDMAP

H6-O8, and H2-O12 can be formed in state C, while the native hydrogen bonds H12-

O1, H3-O10, and H1-O12 can be formed in state D. It is worth noting that although

state C and D only di↵er by a few hydrogen bonds in the N-terminal hairpin, the

free energy projections in Figure 2.26 suggests that state C and D are not directly

connected: the configurations in state C need to unfold to some extent before they

can proceed to state D (and vice versa).

The average hydrogen bond pattern of state F shows that the N-terminal �-hairpin

is correctly formed while the C-terminal one is out of register. This state corresponds

to the basin named as ‘Cs-or’ (C-terminal strand out of register) in reference [29].

The free energy as a function of the first few DCs (Figure 2.26) suggests that while

states C, D, and F are accessible from partially folded states along the folding process,

states E1, E2, and E
h

are directly connected only to the unfolded state. Indeed, these

states have a completely non-native topology, and need to unfold, at least partially, in

order to proceed toward the correctly folded state. The average hydrogen bond map

of states E1 and E2 presents the C-terminal �-hairpin partially out of register, with a

few native hydrogen bonds formed with probability ⇠0.2, and the formation of a non-

native parallel �-hairpin connecting the N and C termini. These states correspond

to the basins named ‘Ch-curl1’ and ‘Ch-curl2’ in reference [29].

The probability of forming di↵erent hydrogen bonds is very similar in states E1

and E2, and the average over the two ensembles is presented in 2.28. The main

di↵erence between these two states is that hydrogen bonds H19-O10, H12-O17 and

H13-O17 can form with probability ⇠0.2-0.3 in state E1, but are not present is state

E2, while H14-O12 appear with a probability ⇠0.2 in E2 but not in E1 (Figure S2 in

Supplementary Material of reference [c]).

As shown in 2.29, state E
h

in Figure 2.26 corresponds to helix-like configurations,

that is, to the state named ‘helix’ in the analysis reported in reference [29]. This state
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appears projected onto the same position of the 1stDC as misfolded state E1 and E2,

along the left boundary of the entropic state B defined by the LSDMap analysis, and

emerges as an independent state when at least the first three DCs are used. The

fact that the helical state is included in state E in 2.26b, and it is very close to the

entropic basin along the first DC indicates that the formation and unfolding of this

misfolded helix from the entropic basin, and the interconnection of the helix into the

Ch-curl state, is very rapid with respect to the formation/unfolding of other misfolded

states. However, according to the distance between the helical state and the native

state along the 1stDC, it is clear that the E
h

state, together with the Ch-curl state,

are the states kinetically most distant from the native state. In other words, although

the helix can be rapidly form from the entropic basin, it takes longer to fold from the

helical state than from the other misfolded states. This result is consistent with the

findings by the minimum-cut based free energy profiles of Krivov, et al. [29].

Heterogeneity of folding pathways

As shown in the free energy projections onto the first four DCs (Figure 2.26), di↵erent

misfolded states are involved in the folding and unfolding process with the longest time

scale along the 1stDC. Therefore, when extracting physical details of the dynamics,

multiple pathways should be taken into account, despite the similar time scale of the

overall folding transitions in each pathway.

The network of states emerging from the dynamics of Beta3s is detailed in previous

works from Krivov, et al.[29] and Qi, et al. [28]. Nine major non-native states were

previously identified (see Figure 7 of reference [29]). The di↵erent pathways are

constructed by considering the connections between the native state and all the non-

native states; only a small number of transitions occur between the non-native states.

Consequently, the transitions between di↵erent non-native states and the native state
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define the possible folding and unfolding pathways.

In earlier work [28], the dynamics of structures were characterized by their com-

mitment probabilities for folding from state i to the native state (pfold,i), and for

unfolding from the native state to state i (punfold,i). Ideally, if a structure is specif-

ically associated with pathway i, it would satisfy the condition pfold,i + punfold,i = 1.

However, because pfold,i and punfold,i are calculated separately based on the statistics

of the network, their sum can exceed one. Qi, et al.[28] grouped structures together

when pfold,i+punfold,i 2 (0.8, 1.2). Here, we employ a more restrictive scheme based on

a series of state-to-state transitions. Specifically, we identify trajectory segments that

go from the native state to non-native state i and remove those segments that also

visit the other major non-native states. By this procedure three main pathways are

detected with su�cient statistics needed for a detailed analysis; these are the three

pathways that are characterized in the following.

We identify 17 folding events and 18 unfolding events that follow pathway 1.

There are 48533 structures that are clustered based on rmsd into 2523 nodes with

1569 pairwise links within nodes and 7579 pairwise links between nodes. We varied

the commitment time to maximize the number of structures with pfold,i + punfold,i 2

(0.8, 1.2); this yields a commitment time of 11.3 ns, compared with 10 ns in previous

work[28]. Using this commitment time, 45131 of the 48533 structures (nearly 93%)

satisfy the commitment probability sum condition even though it was not explicitly

used in construction of the pathway, which validates the procedure. By the same

token, we identify 11 folding events and 10 unfolding events that follow pathway

2; there are 20658 structures that are clustered into 1966 nodes with 1118 pairwise

links within nodes and 4728 pairwise links between nodes. Pathway 3 contains 6

folding events and 7 unfolding events; there are 9826 structures that are clustered

into 1043 nodes with 607 pairwise links within nodes and 2478 pairwise links between
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nodes. 80% of the structures in the trajectories of both pathways 2 and 3 satisfy the

commitment probability sum criterion with commitment times of 13.6 and 12.5 ns,

respectively.

Here we group states into these pathways according to more restrictive criteria

than previously used[28], in order to eliminate trajectory segments that visit more

than one major misfolded state. This new procedure allows us to calculate free energy

profiles along the relative partition function Z
A

/Z and selected descriptors using only

the states in a single pathway, in contrast to Figure 13 of reference [28], in which free

energy profiles using all states were calculated for pathway-specific variables. We are

also able to obtain pathway-specific dynamic information, e.g., position-dependent

di↵usion constants (see Figure S3 in Supplementary Material of reference c). Such

information is important as it can help to evaluate the quality of a selected coordinate:

simple Brownian motion with uniform di↵usion constant is expected for a “good”

coordinate[101].

We begin by interpreting the pathways in terms of the population of the metastable

states identified by LSDMap. Figure 2.30 presents the projection of the configurations

visited in the di↵erent pathways on the free energy landscape as a function of the

first few DCs. It is clear that di↵erent sets of metastable states are visited in di↵erent

pathways. In particular, pathway 1 visits the misfolded state F (corresponding to Cs-

or in reference [29]), which equilibrates with the unfolded basin on a timescale much

faster than the overall folding process (as state F clearly emerges as a distinct state

only when projected on the 4thDC, and it is not visible at all when only the first two

DCs are used). This interpretation of pathway 1 is consistent with the description

presented in Figure 11 of reference [28]: the main non-native state visited during

this pathway involves the partial misfolding of the C-terminal hairpin, as also evident

from the comparison of Figure 2.30 and 2.28. On the contrary, the main non-native
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Figure 2.30 : Projection of the configurations corresponding to the three main folding
pathways onto the free energy landscape as a function of: 1stDC and 2ndDC (first
row), 1stDC and 3rdDC (second row), and 1stDC and 4thDC (third row). The pro-
jected points are colored according to the value of the best physical variable identified
by the one-descriptor NN models (see text for details). The free energy projections
are shown in grayscale. The figures in the first column correspond to pathway 1, and
the projections are colored by the sum of the hydrogen bond distances between atoms
H13-O16 and H16-O13; in the second column to pathway 2, colored by the sum of the
distances between the geometric centers of the side chains of residue 4 and 9; and
in third column to pathway 3, colored by the sum of the hydrogen bond distances
between atoms H3-O10 and H10-O3.
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state visited in pathway 2 involves the partial misfolding of the N-terminal hairpin

(Ns-or), again consistent with the results of Qi, et al. [28]. Pathway 3 appear to visit

a misfolded state included in the entropic basin, which suggests that the misfolded

configuration in pathway 3 is more rapidly unfolded, compared with that of pathway

1 and 2. This is in consistence with the misfolded configurations from the three

pathways in Figure 11 of reference [28]. The distinct population of di↵erent regions

of the free energy landscape as a function of the first few DCs further validates the

improved pathway construction procedure above.

To relate the DCs to physically intuitive variables, we apply the NN part of the

GNN procedure to these pathways. Details of the method and the choice of descrip-

tors is the same as in reference [28] except that we exhaustively enumerate the one-

and two-descriptor models rather than searching them with a genetic algorithm. In

constructing the database of input structures for the NN procedure, it is important

to have a roughly uniform distribution of commitment probability values, so that

no particular values dominate the fit. We selected 1200 and 1920 structures with

roughly uniform distributions of punfold,i for pathways 1 and 2. For pathway 3, there

were more limited statistics, and we could not obtain a su�cient number of struc-

tures with intermediate punfold,i values. However, as the commitment probabilities are

approximate (so punfold,i 6= 1 � pfold,i), we were able to construct a database of 500

structures with roughly uniform distribution of pfold,i values for pathway 3. Given

these databases, two sets of NN calculations are performed for each: one with only

a single commitment probability as the target (pfold,i or punfold,i, depending on the

pathway); the other with simultaneous prediction of pfold,i and punfold,i. The best one-

descriptor models obtained are listed in Table 2.4. The mean square errors per target

are comparable and the descriptors chosen are consistent in both cases. Consistent

with the descriptions of the pathways above, individual pathways are best character-
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ized by coordinates that track the formation of specific hairpins. We consider each

pathway individually below.

Pathway punfold,i as target rms error punfold,i and pfold,ias target rms error
1 dHB of 13-16 0.1908 dHB of 3-10, 13-16 0.2778

distance of H13-O16 0.1935 distance of H13-O16 0.2888
q23 0.1987 dHB of 13-16 0.2898

2 dSC of 4-9 0.2034 dSC of 4-9 0.2746
EVDW

SC of 4-9 0.2093 distance of H10-O3 0.2766
EElec

SC of 4-9 0.2100 dSC of 4-9, 12-17, 5-8, 13-16 0.2787

Pathway pfold,i as target rms error punfold,i and pfold,ias target rms error
3 dHB of 3-10 0.1968 CA3-CA4-CA5-CA6 0.2924

CA3-CA4-CA5-CA6 0.2016 CB4-CA4-CA5-CB5 0.3018
EElec

HB of 3-10 0.2017 CA2-CA3-CA4-CA5 0.3239

Table 2.4 : Top one-descriptor NN models for major folding and unfolding pathways.
dHB and dSC denote the sum of distances between hydrogen bonding backbone O and
H atoms and between the geometric centers of side chains, respectively. EElec

HB , EVDW
SC ,

and EElec
SC are energy terms. HB and SC subscripts denote hydrogen bond and side

chain interactions, respectively; elec and VDW superscripts denote the electrostatic
and van der Waals parts of the energy function. q23 indicates the fraction of contacts
within the C-terminal hairpin; contacts were defined as in reference [96].

To evaluate the di↵erent descriptors, we compare cut-based free energy profiles [29]

for networks clustered according to either the selected coordinates or all-atom rmsd.

For pathway 1, we group the 48533 structures into 186 bins (nodes) with width 0.1 Å

in dHB of 13-16 (the sum of the hydrogen bond distances between atoms H16-O13 and

H13-O16). There are 144 pairwise links within nodes and 9269 pairwise links between

nodes. Good correspondence is found between the two cut-based free energy profiles

(Figure 2.31), which suggests that the simple geometric variable captures the relevant

dynamics. We also calculated the folding probability corresponding to a Markov state

model pMSM
fold using the definitions of folded and unfolded states in Table 2.5. The small

spread in pMSM
fold in the transition region further supports the dynamic relevance of the
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Figure 2.31 : Cut-based free energy profile for networks clustered according to the
selected coordinates (red) or all-atom rmsd (black), and the folding probability cor-
responding to a Markov state model (blue) as a function of the relative partition
function Z

A

/Z for specific pathways. Pathways are as marked.
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selected descriptors (see Figure 2.31). The projection of the free energy onto dHB of

atoms 13-16 itself (Figure S3 in Supplementary Material of reference [c]) has a broad

barrier between 6 and 12 Å, which corresponds to breaking of backbone hydrogen

bonds (Figure S4 in Supplementary Material of reference [c]).

Pathway native states non-native states
1 dHB of 13-16 < 4.5 Å dHB of 13-16 > 12.5 Å
2 dSC of 4-9 < 4.75 Å dSC of 4-9 > 10.75 Å
3 (a) dHB of 3-10 < 4.25 Å (a) dHB of 3-10 > 12.05 Å

(b) dHB of 3-10 < 4.25 Å (b) dHB of 3-10 > 12.05 Å
and |CA3-CA4-CA5-CA6| > 157� and CA3-CA4-CA5-CA6 2 (�33�, 59�)

Table 2.5 : Definitions of the native and non-native states for pMSM
fold calculations. We

define the native and non-native states according to the distributions of the reaction
coordinates (Figure S6 in Supplementary Material of reference [c]).

Analogous calculations are performed for pathway 2. The most highly ranked

descriptor is dSC of 4-9 (the sum of the distances between the geometric centers of the

side chains of residue 4 and 9). This descriptor was selected in reference [28], but less

consistently. As suggested by the representative structures in Figure 2.32, unfolding

is necessary for the side chains to move from opposite sides of the plane (as in the

non-native state) defined by the �-sheet to the same side (as in the native state). This

finding is consistent with the free energy (Figure 2.26b) as a function of the first two

DCs that shows the configurations in state C need to unfold partially before they can

fold to the native state. We group the 20658 structures of pathway 2 into 171 bins

(nodes) with width 0.1 Å in dSC of atoms 4-9. There are 102 pairwise links within

nodes and 6189 pairwise links between nodes. Again, there is good correspondence

with the rmsd based profile (Figure 2.31).

The best descriptor for pathway 3 is obtained by using dHB of atoms 3-10. While

there is a barrier along the cut-based free energy profile obtained from a network

clustered according to dHB of 3-10 (Figure 2.31), considerably better correspondence
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Figure 2.32 : Representative
structures in pathway 2 illus-
trating the rearrangement of the
side chains of residues 4 and 9,
shown in black and purple, re-
spectively. Native and non-native
hydrogen bonds formed in the dif-
ferent structures are shown in or-
ange and black lines, respectively.
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with the rmsd-based network is obtained when we also group structures according to

the descriptor giving the second best prediction, the pseudodihedral angle between

the CA atoms of residue 3, 4, 5, and 6 (Figure 2.31). The free energy projection on

these two variables (Figure S3 in Supplementary Material of reference [c]) indicates

that there are multiple minima that are well-separated but overlap in each of the

individual coordinates, consistent with the need for two variables.

Given the results for pathway 3, we exhaustively enumerated all possible two-

descriptor models for the three pathways (Table 2.6). These do yield noticeably better

prediction (rms error < 0.18). However, because the descriptors are often selected

to complement each other to maximize their joint information content, they can be

considerably more challenging to interpret. Interestingly, the accessible surface area

of the side chain of residue 2 is selected multiple times for pathway 3. This residue

is a tryptophan, so it is likely that this descriptor reports on misfolding. Other

combinations of descriptors result in particularly well-defined minima when the free

energy is projected onto them (e.g., EElec of H3-O10 and CA3-CA4-CA5-CA6 in Figure

S5 in Supplementary Material of reference [c] —the two blue-black regions on the

left are the native basin, and the blue region on the right is the nonnative basin).

Overall, the two-descriptor analysis shows that very good prediction of commitment

probability values can be obtained, and that the complexity revealed in the LSDMap

analysis is reflected in the two-descriptor free energy projections.

To better connect the NN results with the LSDMap analysis, we show how the

descriptors of the best one-descriptor models vary with the first few DCs (Figure

2.30) by coloring structures projected onto the DCs according to their NN descriptor

values. The fact that structures of similar color fall together supports the choice

of the selected descriptors to represent the di↵erent folding transitions. At the same

time, the adjacency of di↵erent parts of the color scale is consistent with the improved
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Pathway Reaction coordinates rms error
1 CB15-CA15-CA16-CB16 N15-CA15-C15-N16 0.1750

O14-C14-C15-O15 N15-CA15-C15-N16 0.1781
cos angle b/w C=O of 15-14 cos angle b/w C=O of 16-15 0.1783
cos angle b/w C=O of 16-15 N14-CA14-C14-N15 0.1785
N13-N15-N17 distance of H13-O16 0.1789
distance of H13 �O16 ASA of 14 0.1794
distance of H13 �O16 sum of CA5-CA7-CA9 and CA12-CA14-CA16 0.1794

2 interaction b/w residues 1 to 5 and 8 to 12 dSC of 4-9 0.1779
interaction b/w residues 1 to 5 and 8 to 12 EVDW

SC of 4-9 0.1785
interaction b/w residues 1 to 5 and 8 to 12 ESC of 4-9 0.1796
distance of H12-O1 EVDW

SC of 4-9 0.1801
distance of H12-O1 dSC of 4-9 0.1802
dSC of 4-9 CA5-CA7-CA9 0.1804

3 ASAside chain of 2 EHBof 3-10 0.1773
ASAside chain of 2 EElec

HB of 3-10 0.1787
ASA of 1 EElec

HB of 3-10 0.1788
distance of CB5-CB8 CA2-CA4-CA6 0.1803
EElec of H3-O10 CA3-CA4-CA5-CA6 0.1806
ASAside chain of 2 dHB of 3-10 0.1809

Table 2.6 : Top two-descriptor NN models. ASA denotes accessible surface area.

prediction obtained with two descriptors and the need for multiple DCs.

2.2.6 DNA-Anthramycin

Processes associated with DNA are key targets of intervention against a variety of

diseases, cancer being the best known example [102]. Development of e↵ective drugs

targeting DNA (in its many forms, e.g., duplexes [103, 104], G-quadruplexes [105],

or more complex structures within the genome [106]) has often been based on ex-

periments on ligand- and protein-DNA complexes, from structural studies to the

measurements of kinetic and thermodynamic data [102].

On the other hand, computer-aided strategies have faced major challenges in ad-

dressing the complexity of nucleic acids structures and dynamics [107, 108]. Even in

the “simple” case of a DNA double-stranded helix, DNA’s extreme flexibility (which

play a key role in the molecular recognition event) poses a serious sampling problem.

Moreover, recognition by ligands occurs generally via multiple association-dissociation

processes between di↵erent sites and/or slidings within the grooves [103, 109–111].
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Dissociation regulates the residence time of ligands in di↵erent sites [110, 112–116],

and sliding is important to optimize e�cacy and selectivity [108, 117]. In particular,

since association and sliding within the groove are likely to feature lower barriers

with respect to dissociation [113–118] (even when the reaction cannot be described

via a simple pseudo-first-order kinetics [119]) the free energy profile associated to the

latter process is crucial for tuning the dynamic strength of the drug molecule (i.e. the

maximum force the complex can resist before dissociation [115, 120, 121]) and thus

the a�nity.

Due to the long timescales of these processes, as compared to typical simulation

times, enhanced sampling algorithms (see e.g. [122–125]) are the methods of choice

to investigate DNA molecular recognition by small ligands. Most such techniques

bias the simulation along a pre-determined set of collective variables (CVs), whose

variation is thought to describe the process under investigation. Then, the free energy

of the process is calculated as a function of these CVs using a variety of methods,

such as umbrella sampling [30], adaptive biased force [126] and metadynamics, among

others [34, 107, 125, 127, 128].

LSDMap is able to decouple motions with di↵erent timescales into a set of reac-

tion coordinates, named di↵usion coordinates (DCs). For systems with a seperation

of timescales, only the first few DCs are su�cient to characterize the slow motions

of the system. In its original version LSDMap requires a set of Boltzmann-weighted

conformations, which does not allow its direct implementation to non-equilibrium

simulations biased by intuitive CVs. To address this issue, here we applied an approx-

imate reweighting factor to each configuration generated from a set of metadynamics

simulations, allowing treatment of the “reweighted” dataset with LSDMap. In this

way the free energy calculated by metadynamics as a function of selected CVs can be

projected onto the first few DCs, providing a description of the free energy landscape
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as a function of unbiased coordinates.

The biological process we investigate here is the molecular recognition of the DNA

oligonucleotide d[5’-CAACGTTGGCCAAC-3’]2 by the antibiotic anthramycin in its

imino form (hereafter IMI) [129]. This system has been previously investigated with

umbrella sampling and metadynamics, which have provided free energy surfaces as-

sociated to sliding [117] along the minor groove and dissociation [114] as a function

of few (one to three) intuitive CVs. Here, we first extend the number and length of

metadynamics simulations, as well as the type of CVs, to increase the reliability of

the calculated free energy profiles. We observed sliding of IMI along the whole minor

groove length, compared to a length of about three base pairs (bps) spanned in refer-

ence [117]. In addition, we observe detachment from several locations along the minor

groove and not only from one as in reference [114]. The LSDMap analysis prompt

us to introduce a new intuitive reaction coordinate which describes the dynamics of

the system more precisely than previously used CVs [114]. The free energy surface

as a function of the first few DCs extracted from the LSDMap analysis provides a

non-empirical view of the system. We identified several distinct di↵usion processes

at di↵erent timescales, the most relevant ones including IMI sliding along the minor

groove and its dissociation from the DNA.

MD of DNA-Anthramycin

The anthramycin·d[5’-CAACGTTGGCCAAC-3’]2 (hereafter anthramycin·DNA) sys-

tem was taken from previously published works [114, 117, 129]. The AMBER/GAFF

force fields [130–132] were used for the parameterization of oligonucleotides and drug.

In brief, drug structure was optimized by means of DFT calculations at B3LYP/6-

31G(d,p) level, using the Gaussian03 package [133]. Atomic RESP [134] charges were

derived using the resp module of AMBER after wavefunction relaxation. See ref-
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erence [129] for details. Potassium ions were modelled with the AMBER-adapted

Aqvist potential [135] and the TIP3P model was used for water molecules [136].

Sliding and dissociation of the ligand (IMI) were investigated by metadynamics

[34]. The algorithm is based on a dimensional reduction: a set of Collective Variables

(CVs) s
i

(i = 1, ..., N
CV s

), function of the coordinates of the system x = x1, x2, ..., xN

where N is the number of particles, is evolved with a standard MD supplemented by a

history-dependent potential, discouraging the system from visiting previously sampled

conformations. In the standard implementation the history-dependent potential is

built-up by Gaussians of N
CV s

-th dimension, height w and widths �s
i

deposed at

time intervals ⌧
G

along the CVs trajectory. In the limit of a long metadynamics

run, the sum of these penalty terms tends to compensate exactly the underlying free

energy surface in the reduced space [137, 138].

The CVs used in the implementation of methdynamics in this work are [114]:

1. The distance d
CMs

between the centers of mass of the ligand and of the DNA

tracts d[GTTGG]2.

2. The number of hydrophobic contacts n
hph

between non-polar carbons on the

ligand and on the bases that it covers in the starting structure, modeled as a

coordination number:

n
hph

=
X

ij

1� (r
ij

/r0)a

1� (r
ij

/r0)b
(2.12)

The parameters a and b have values of 6 and 12, respectively, while r0 = 6 Å

accounts for the typical carbon-carbon distance (4/4.5 Å) and the thermal mo-

tions amplitude (1.5/2 Å).

The height w were 0.024 kcal/mol (0.1 kj/mol) and widths to �s
CMs

= 0.5Å,

�s
hph

= 6 and �s
hb

= 1. The time interval between two successive Gaussian deposi-
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tions was set to 0.5 ps. Free energy surfaces were calculated as a function of both CVs

(d
CMs

and n
hph

). In this work, no wall was used to force sampling of the detachment

process only. Therefore, as will be shown below, the choice of these CVs allows to

sample both sliding and dissociation processes in the same run.

64 independent metadynamics simulations, each of 5 ns in length, were performed

(using the GROMACS package [139–141]) in order to have a good statistics of events

and improve the accuracy of the LSDMap reconstruction. Periodic boundary condi-

tions were used, and constant temperature-pressure (T=300 K, P=1 atm) dynamics

have been performed through the Nosé-Hoover and Andersen-Parrinello-Rahman cou-

pling schemes. Electrostatic interactions were treated using the particle mesh Ewald

(PME) algorithm with a real space cuto↵ of 10 Å, the same as for van der Waals

interactions.

Coordinates were saved every 2 ps, and the resulting configuration were filtered by

the criterion that the minimum distance between all the heavy atoms of IMI and those

of the DNA duplex is smaller than 2.5 nm, so that the less interesting configurations

in which the ligand is far away from the DNA duplexes are removed. Using this

criterium, a data set with 123,465 conformations was obtained.

RMSD calculation

The implementation of the LSDMap analysis (described below) requires the definition

of a distance metric between any two configurations of the system. In order to define

a distance that captures also the motion of those water molecules lying within the

minor groove (essential for a proper description of ligand-target interactions), we

introduced them in the calculation of the RMSD, as decribed below. We pick as a

reference frame a configuration in which the ligand is completely detached from the

DNA, allowing water molecules to fill the minor groove. Thus, we represent the minor
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groove as a combination of triangles, whose vertices are two P atoms from two DNA

nucleobases on opposite strands, and the N atom in the aromatic ring of the DNA

A or G (for instance, the P atoms from A3 and G28, and N atom from A2 form the

first triangular surface along the minor groove). We consider a water molecule to be

inside the minor groove if the distances between the O atom in the water molecule

and: a) the center of the two P atoms of one triangle; b) the N atom of that triangle,

are smaller than 8 and 6 Årespectively. These cuto↵s are robust in a range to pick

the water molecules along the minor groove, because there are usually less than four

water molecules along the minor groove and we only pick two of them, namely the

nearest to the N atom in the aromatic ring of the DNA base A or G for each triangle.

This selection gives a total number of 24 water molecules in the minor groove in the

reference configuration. For the remaining configurations in the data set, the 24 water

molecules are selected by considering the nearest water molecules to each of the water

molecules in the reference configuration (after proper fitting of the DNA duplex to

the reference conformation, and using the distance between the O atoms in the water

molecules). The same water molecule is not allowed to be selected twice. The 24

water molecules selected in this manner for each configuration are included in the

RMSD calculation. The RMSD distance is calculated by considering only the heavy

atoms of the ligand and the O atoms of the 24 water molecules selected as decribed

above. As requested, such a definition allows us to take into account the motion of

both the ligand and the water molecules with respect to the DNA.

Weighted LSDMap

When the dataset is sampled with a biased statistics, such as metadynamics, the

LSDMap algorithm needs to be modified to take into account the bias. Here we

correct for the bias by assigning a weight for each configuration in the dataset, as it
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has been proposed recently by Ferguson. et al.. [142] In particular, we use a modified

version of the algorithm, by defining a symmetric kernel

W
ij

=
p
w

i

w
j

K
ij

. (2.13)

where w
i

and w
j

are the weights assigned to configurations i and j. The use of a

symmetric weighted kernel allows for a much faster and robust eigenvalue decompo-

sition of the corresponding symmetric matrix. This is important when the number of

points in the data set are large.

Landscape of molecular recognition

Figure 2.33a shows the free energy as a function of the first three DCs. Three narrow

low free energy pathways, almost orthogonal to each other, can be seen along the

three axes. To identify stable states along the three pathways, it is convenient to

project the free energy profiles along each DC, 1stDC (Figure 2.33b), 2ndDC (inset in

Figure 2.33c) and 3rdDC (inset in Figure 2.33d). The interesting states along these

three coordinates are denoted by uppercase Roman letters, and their representative

configurations are shown in Figure 2.33e.

There are two free energy minima, states A and E, along the 1stDC. State A cor-

responds to the initial configurations in which the ligand binds to the triplet T6T7G8,

whereas state E is associated with binding to the triplet G9C10C11. The three regions

B, C and D along the transition barrier correspond to the ligand sliding along the

DNA bases T7, G8, G9 and C10. Typical configurations for these regions (analogous

to Figure 2.33e) are shown in Figure 2.34. Thus, the 1stDC describes the sliding of

the ligand along the central section of the DNA minor groove, and the sliding barrier

between state A and E is approximately 9 kcal/mol (Figure 2.33b).
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Figure 2.33 : a: Free energy projection (in units of kcal/mol) onto the first three
DCs. States are as marked. b: Free energy projection onto the 1stDC. c: Free energy
projection onto the 1stDC and 2ndDC, and 2ndDC(inset). d: Free energy projection
onto the 1stDC and 3rdDC, and 3rdDC(inset). e: Typical configurations picked in
the states marked in the free energy profile.
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Figure 2.34 : First line: typical configurations picked along the sliding pathway
characterized by the 2ndDC. Second line: typical configurations picked along the
sliding pathway characterized by the 1stDC(the first four configurations) and typical
configuration of state F (the last configuration). Third line: typical configurations
picked along the sliding pathway characterized by the 3rdDC and 4thDC.
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Regions A, A1, A2 and A3 correspond to four minima along the collective motion

characterized by the 2ndDC in Figure 2.33c. States A1 and A3 correspond to config-

urations in which the ligand binds respectively to the triplets G5T6T7 and A2A3C4,

with state A2 in between. This shows that the 2ndDC characterizes the sliding mo-

tion along the top section of the DNA. The sliding barrier between state A and A3 is

approximately 7.5 kcal/mol (inset in Figure 2.33c).

Let us define regions E1, E2 and E3 along the 3rdDC. It is clear that this DC

corresponds to the ligand sliding along minor groove in the bottom part of the DNA

duplex. Regions E1 and E3 correspond to configurations in which the ligand inter-

acts with nucleobases C10 to A12 and A12 to C-30 (the 3’ end of DNA backbone).

The sliding barrier between state E and E3 is approximately 15 kcal/mol (inset in

Figure 2.33d). This value is less trustworthy than the barrier heights between other

regions because of more limited sampling here.

High order DCs

The 4thDC describes an alternative motion of the ligand in the proximity of the bot-

tom part of the duplex (see Figure 2.35). Configurations in region E4 correspond to

the detaching of the ligand from the triplet C11A12A13 (region E1), whereas config-

urations in region E5 display the ligand re-binding to the duplex at the end of the

strands (Figure 2.34). That is, the 4thDC corresponds to a motion where the ligand

partially detaches from the minor groove and then rebinds to 3’ end of DNA.

The 5thDC corresponds to the detachment of anthramycin from the minor groove

(see Figure 2.35). Region F is located at the negative extreme of the 5thDC, and

describes the unbound state of the ligand. Although the lowest free energy path is

associated to detachment from the initial position A, dissociation can occur from

multiple locations along the DNA strands. We will return to this aspect in the next
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Figure 2.35 : Upper panel:
Free energy projection (in units
of kcal/mol) onto the 1stDC and
4thDC,and 4thDC (inset). States
are as marked. Lower panel:
Free energy projection onto the
1stDC and 5thDC(c), and the
5thDC (inset).
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section, after introducing a di↵erent physically-motivated reaction coordinate. Most

of the remaining high-order DCs, which are not shown here, correspond to the same

detaching motion of anthramycin from the minor groove as represented by the 5thDC ,

except that the extrema of these DCs correspond to di↵erent configurations.

The detaching barrier along 5thDC can be estimated from the free energy profile

projected onto this direction. Its value is about 15 kcal/mol, in fair agreement to

the value of 12 kcal/mol in reference [114]. The di↵erence could be due mainly to

the following reasons: a) the barrier calculated here groups detaching motions from

several di↵erent binding sites along the minor groove, compared to that from a single

binding site in reference [114]; b) poor sampling becomes an issue when the ligand

is far from the initial binding site, therefore the resulting free energy profile must be

rather approximate in that region.

CV based on H-bonds patterns

Exploiting the insights o↵ered by the LSDMap analysis, we introduced a new intuitive

reaction coordinate Ī, which approximates the index of the closest DNA bp H-bonding

to the ligand, to identify the binding sites on the minor groove. When binding to the

DNA duplex, the ligand can form H-bonds with several DNA bps. If for one specific

configuration, the ligand forms N
i

H-bonds with the i-th bp in the DNA duplex, we

can define the average bp index

Ī =

P14
i=1 Ni

· i
P14

i=1 Ni

. (2.14)

By weighting i by the number of H-bonds formed between the i-th DNA bp and

the ligand, Ī approximates the index of the closest DNA bp to the ligand in that

configuration. If no H-bonds are formed between the ligand and the DNA duplex, Ī
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is set to zero. Therefore Ī can also be used to distinguish the binding and detaching

configurations between the ligand and the DNA duplex. Here H-bonds are defined

with the following cuto↵s: < 30 degrees for the acceptor-donor-hydrogen angle and

< 0.35 nm for the distance between donor and acceptor. OH and NH groups are

regarded as donors, and O and N are regarded as acceptors.

Figure 2.36 shows the value of Ī as a function of the first five DCs. From Fig-

ure 2.36a it is clear that the configurations in which the ligand is bound to the DNA

are gathered within two narrow pathways along the first two DCs. Ī varies from

6 to 10 along the 1stDC and from 2 to 6 along the 2ndDC. Another narrow path-

way is detected along the 3rdDC shown in Figure 2.36b, where Ī varies from 10 to

almost 14 along the 3rdDC. Some fluctuations are obviously present, which are in-

herent in the definition of Ī. Indeed, the ligand can usually form transient H-bonds

with two or three consecutive bps. A visual inspection of the configurations without

H-bonds between DNA and ligand reveals that the latter can detach from almost any

site along the 1stDC, while dissociation is less likely to occur along the 2ndDC and

3rdDC (see Figure 2.36). This is consistent with the analysis of the sliding pathways

reported above (see Figure 2.33), and confirms that detachment from the ends of the

duplex is less frequent in our simulations (see also Figure 2.37). Along the 4thDC and

5thDC (and most of the remaining higher-order DCs) there are multiple detaching

sites. As expected from the results reported in the previous section, the analysis of

Ī along the 4thDC confirms that the ligand detaches from the triplets C10C11A12,

corresponding to state E4, and then rebinds to the DNA near region E5. The plot of

1stDC vs. 5thDC (Figure 2.36d) confirms that anthramycin can detach from every site

when sliding along the central part of the minor groove (G5TTGGC10). However, the

projections of Ī onto the 2ndDC-5thDC and 3rdDC-5thDC planes (Figure 2.36e and f)

show the same behavior as the projections onto the 1stDC-2ndDC and 1stDC-3rdDC ,
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Figure 2.36 : All the configurations in the data set are projected onto the 1stDC and
2ndDC (a), the 1stDC and 3rdDC (b), the 1stDC and 4thDC (c), the 1stDC and
5thDC (d), the 2ndDC and 5thDC (e), and the 3rdDC and 5thDC (f). The colors
indicate the average base pair index Ī. The black dots indicate that there are no
hydrogen bonds between the ligand and the DNA bases for those configurations. Be-
cause the large number of points in the data set introduces a lot of overlaps when Ī
is plotted as a function of the DCs, we split the two DCs into 100 by 100 grids and
plot the average value of Ī in each bin. The black dots are plotted first so that the
colored dots are not covered by the black dots.
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Figure 2.37 : Left panel: Initial configurations to start the simulations. Right
panel: Decimal logarithm plot of the number of points in the data set as a function
of the distance between the center of mass of the ligand and its nearest DNA base,
and the nearest DNA base ID.

i.e. a low propensity of the ligand to detach from duplex ends. This could be due

to the inability of CVs used in metadynamics at introducing a bias strong enough to

cause dissociation of anthramycin from those regions of the DNA.

Comparison with previous free energy calculations

It is instructive to compare the sliding barriers found here with those shown in Figure

1 of reference [117], reporting the free energy profile associated to the sliding of

anthramycin along about 3 DNA bps. Note that the DNA bp numbering scheme

we used di↵ers from that in reference 117 by two units, so the triplet T6T7G8 there

corresponds to T8T9G10 here. Hereafter we will use our notation also when referring to

previously published data. Once this correspondence has been established, it is seen

that the sliding among binding sites T8 (T6 in reference [117]), T9 (T7) and G10 (G8)

corresponds to the transition along states A1, A and B. Moreover, the free energy
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di↵erence and the relative barrier between states A1 and A, 1.0 and 4.6 kcal/mol

respectively, well compare with the values of 1.5 and 4.0 kcal/mol between states IV

and II in reference [117]. Also the barrier between states A and B (7.5 kcal/mol)

is in fair agreement with that of 5.5 kcal/mol between states II and I, although in

this case the state B (I) does not correspond to a local minimum. These di↵erences

may arise from the quality of the sampling and in part from the di↵erent reaction

coordinates used to estimate the free energy profile.

Figure 2.38 : Upper panel: Free
energy as a function of the two
collective variables used in meta-
dynamics, that is, the distance
d
CMs

between the center of mass
of the ligand and of the DNA
tracts d[GTTGG]2 and the num-
ber of hydrophobic contacts n

hph

between nonpolar carbons on the
ligand and on the bases cov-
ered by the ligand in the starting
structure. Lower panel: The
typical configurations picked in
the region as marked in the free
energy plot in the upper panel.
The two overlapping configura-
tions marked III show two pos-
sible configurations in region III.

We next compare our results with the previous metadynamics simulation [114] on

this system. In that study the free energy profile associated to ligand unbinding from

the triplet T8T9G10 was generated as a function of two intuitive CVs, namely the dis-
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Figure 2.39 : Left panel: the distance d
CMs

between the center of mass of the ligand
and of the DNA tracts d[GTTGG]2 is projected onto the 1stDC and 2ndDC. Di↵erent
colors indicate di↵erent values for d

CMs

. Right panel: the number of hydrophobic
contacts n

hph

between nonpolar carbons on the ligand and on the bases covered by
the ligand in the starting structure projected onto the 1stDC and 2ndDC. Di↵erent
colors indicate di↵erent values for n

hph

.

tance d
CMs

between the centers of mass of the ligand and the DNA tract d[GTTGG]2,

and the number of hydrophobic contacts n
hph

between nonpolar carbons on the ligand

and on the bps it covered in the starting structure (Figure 2.38). Here we performed

a series of 64 independent metadynamics simulations using the same set of CVs in

reference [114]. Our data are in fair agreement with previous results. In particular,

the global minimum (labeled I) and the metastable state (II) in the upper-left quad-

rant of Figure 2.38 resemble those shown in Figure 1 of reference [114]. However,

the transition region defined by the two CVs is, as expected, much better sampled

here. Moreover, the absence of any wall forcing dissociation from the minor groove

allows for the sliding of the ligand along the DNA minor groove. This introduces

some di↵erences in other regions of the free energy surface, as compared to previ-

ous work. In particular, a new minimum (III) appears, which includes two groups

of configurations. The first one involves structures where the ligand is still bound
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to the DNA, but to some di↵erent nucleotide sequence than the initial one. This

group is associated to a sliding along the minor groove, up or down with respect

to the initial configuration (we only show the configuration sliding up in the lower

panel of Figure 2.38). The second group involves conformations in which the ligand

is partially detached from the DNA, regardless of its position along the groove (we

show the ligand detaching from the downside of the DNA duplex in the lower panel of

Figure 2.38). Thus, the two CVs used in metadynamics cannot distinguish between

these configurations, both having large d
CMs

and near-zero n
hph

. In contrast to the

two intuitive CVs, LSDMap does not take as input any a priori knowledge of the

system and gives clear separation of the sliding and detaching motions. The relation

between the CVs used in metadynamics and the LSDMap coordinates is shown in

Figure 2.39. As expected, we find no clear correlations between the first two DCs and

the CVs used in metadynamics.

Limitations

Apart from limitations of the force field (see e.g. reference [108]), several other fac-

tors a↵ect both the quality of the free energy profile and the order of DCs. On one

hand, despite the large number of simulations performed here, the one-dimensional

free energy profiles in Figure 2.33 are very rough. In particular, that for 3rdDC dis-

plays large fluctuations because of the poorer sampling of the corresponding area of

the phase space as compared to that representing initial configuration (state A in

Figure 2.33e). Therefore, the free energy barrier characterized by the 3rdDC is less

trustworthy compared to barriers characterized by the 1stDC or 2ndDC, as mentioned

in the Result section. On the other hand, from an analysis of the order of DCs, one

could conclude that the detachment of the ligand from the DNA duplex occurs in

a shorter time compared to the sliding of the ligand along the minor groove. How-
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ever, the free energy barrier is higher for detachment than for sliding, as estimated

from the free energy profiles reported here and in previous work [114]. This apparent

conflict is very likely a result of unbalanced sampling between configurations of the

ligand-DNA complex vs. conformations in which the ligand and DNA are unbound

(see Figure 2.37). The simulations were initiated from structures in which the ligand

was bound to the DNA, and were stopped when the ligand dissociated, resulting in

many more configurations in the dataset corresponding to the ligand/DNA complex

than to the unbound moieties. Though we have unbiased the data when doing LS-

DMap, the quality of sampling still a↵ected the timescales of the first several slowest

motions of the system.

2.3 Summary

We present a multiscale, mathematically justified approach for extracting collective

coordinates from a configurational sample of macromolecular motion. This method

provides not only global reaction coordinates and a free energy landscape, but also

information about the geometrical structure of the configuration space. In addition,

no prior estimation of prospective reaction coordinates and/or definition of reac-

tant/product states is required. The approach is based on the determination of the

length scale at which the dynamics can be considered locally linear at each point in

the configuration space; this position-dependent length scale is then used to locally

“renormalize” the kernel of the transition probability between each pair of configu-

rations. A Di↵usion Map is then constructed on the global di↵usion process. The

method is applicable to systems for which the simulation data can be reweighted to

or is in Boltzmann-distribution.

For systems with a separation of timescales in which the slowest time is associ-
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ated with the di↵usion over a free energy barrier, the first di↵usion coordinate is a

good reaction coordinate. Reaction rates computed by using Kramers rate expression

along the first di↵usion coordinate are in remarkable agreement with the rates mea-

sured directly from simulation data. The analysis of the correlation of the first few

di↵usion coordinates with collective variables such as empirical reaction coordinates

(if available), and/or the probability of contact/hydrogen-bond formation allows for

a physical understanding of the collective motions corresponding to the di↵usion co-

ordinates.

The local scale analysis at the base of the LSDMap approach provides insight into

the local intrinsic dimensionality of the molecular configurational space, which can

be used to approximately locate free energy minima and transition regions, and gain

some understanding in the nature of these regions.

To the best of our knowledge, this is the first time mathematical techniques in

multiscale geometric theory have been extended to the analysis of macromolecular

dynamics data; this is a first step in the direction of quantifying and exploiting

geometric properties of trajectories arising from MD simulations. We believe the

approach presented provides a powerful tool to understand the collective processes in

complex di↵usion reactions over a spectrum of di↵erent time and length scales.



Chapter 3

Enhanced sampling

In this chapter, I will discuss my contributions on the development of enhanced

sampling methods. Di↵usion Map-directed MD (DM-d-MD) will be introduced in

the next section. Then a biasing force is applied on the DM-d-MD framework to

form a new method called biased DM-d-MD in Section 3.2. The method achieves

much more e�cient sampling of configuration space than that of DM-d-MD without

biasing force.

3.1 DM-d-MD

DM-d-MD builds on our previously developed dimensionality reduction technique,

Locally Scaled Di↵usion Map (LSDMap) [a], which extracts a set of global collective

variables that characterizes the slowest motions of a macromolecular system. The

LSDMap has been applied to a number of molecular systems [a, b, c, e], as has the

pre-existing Di↵usion Map approach [24, 142–144]. The global collective variables

from LSDMap, the di↵usion coordinates (DC), capture the slowest collective motions

of the system. In contrast, the DM-d-MD algorithm uses local DCs, which correspond

to the slowest local collective motions, to direct the MD. By periodically calculating

DCs on the fly and restarting the dynamics from the boundary along the 1stDC, the

system is more likely to visit new regions of the configuration space instead of being

trapped in local minimum. Therefore the method e↵ectively speeds up the sampling

of rare events.
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3.1.1 Method

DM-d-MD is based on the idea that the 1stDC characterizes the slowest motion of the

system, and the fact that the rough free energy landscape associated to macromolec-

ular systems often traps the dynamics in local minima. By periodically restarting the

dynamics from the boundary along the 1stDC (that is, the “frontier” of the explored

region of the conformation space), the system is more likely to explore new regions

rather than remain in the local minimum. In practice, we use the following iterative

procedure:

1. Run a short MD simulation from the “frontier” configuration (or initial config-

uration for the first iteration).

2. Calculate the 1stDC associated to the space explored during the short MD

simulation.

3. Select the configuration with the largest value of the 1stDC as the new frontier

and restart a new short MD simulation.

Several remarks on the procedures are discussed below. In step 1 above, the time

length of the MD simulation must be short enough to direct the dynamics as often as

possible and make the procedure e�cient, but also long enough to explore su�ciently

the region of the landscape associated with a local minimum. That is, we want to

direct the dynamics as often as possible but not so often that there is inadequate time

for the system to relax inside small local minima. The minimum timescale satisfying

this requirement can be chosen by considering the eigenvalues of the FP operator as

a function of time (Figure 3.2): we expect the spectrum to change rapidly on very

short timescale, and to become constant in time at the onset of a metastability, when

a local minimum is sampled.
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More than one trajectory could be run in parallel starting from a frontier point

in step 1 of the procedure, with the results combined as input to step 2. However,

for the two systems considered here, we find that running one trajectory per iteration

provides the maximum e�ciency.

In step 2, we use a constant value for the local scales {✏
i

} around all the sampled

configurations x
i

, to calculate the DCs (see Eq. 2.4). The reason for this choice is

twofold: first, the number of points in the trajectory is not large enough to estimate a

position-dependent local scale reliably (see Section 2.1.2 and reference [a] for details);

second, we do not expect the short trajectory to sample a large conformation change,

that is, we can assume that the small region of the configuration space sampled by

the short trajectory has uniform geometric properties and a constant local scale is

appropriate. We observe that the boundary configuration along the 1stDC–the new

frontier point–is robust against di↵erent choices for the constant local scale.

In order to underline the importance of the guidance of the 1stDC in the procedure,

we have also combined the DM-d-MD framework with alternative approaches where

frontier points are selected according to the largest value of di↵erent reaction coordi-

nates. In particular, we have modified step 3 to use the first coordinate obtained by

multidimensional scaling [145], a random selection between the first two DCs, or the

first nine DCs. As detailed in the Supporting Information, the original DM-d-MD

scheme significantly outperforms schemes with alternative reaction coordinates in the

extent of coverage of configuration space within the same computational time.

3.1.2 Alanine Dipeptide

Alanine Dipeptide is a standard test case for sampling methods as it is a small and

well-studied system, and its dynamics contains processes at very di↵erent timescales.

In particular, with the force field used here, two main processes are observed: the
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Figure 3.1 : Top: Typical short
trajectory of Alanine Dipeptide
plotted as a function of the two
dihedral angles and the first two
DCs (inset). The configurations
are colored according to the time
they are visited. The initial point
of the simulation is denoted by a
red circle. The frontier point is
denoted by a red cross. Bottom:
Free energy of Alanine Dipeptide
as a function of the dihedral angle
�. Equilibrium MD results are
shown in red; umbrella sampling
with reweighting in blue; and um-
brella sampling without reweight-
ing in black.
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faster transition between the C5 and C7 minima, and the slower (by about three

orders of magnitude) transition to the ↵
L

minimum. The locations of these minima

are shown in Figure 3.1. Since the C5 , C7 transition is rapid, here we focus the

application of DM-d-MD to explore the transition to the ↵
L

state. The C5 and C7

minima can be considered as an e↵ective single minimum in comparison to the much

higher barrier between these states and the ↵
L

minimum.

The first step in applying DM-d-MD is the determination of an appropriate time

length for the short MD simulations. As discussed above, the short trajectories should

be longer than the local relaxation time (so that the dynamics cover a local minimum),

but as short as possible to guide the dynamics e�ciently. Ideally the Di↵usion Map

is calculated after the short trajectory has explored a local minimum, but has not

been localized in the same region of the configuration space for too long.

0 2 4 6 8 10
0

0.2

0.4

0.6

0.8

1

Time (ps)

e
x
p
(−

λ
i)

Figure 3.2 : The first nine
Fokker-Planck eigenvalues calcu-
lated from di↵erent time frames
of 100 trajectories for Alanine
Dipeptide. Analogous figures
from di↵erent starting configura-
tions are di↵erent, but the behav-
ior of the curves and the corre-
sponding timescale are similar.

To determine this optimal timescale, we first examine the evolution of a short

swarm of trajectories initiated from a test configuration. One hundred short MD

trajectories are simulated for Alanine Dipeptide and a Di↵usion Map calculation is
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performed at regular time intervals on the set of 100 configurations at each time

frame. The resulting Di↵usion Map eigenvalues approximate those of the Fokker-

Plank operator [23]. Each such eigenvalue corresponds to a collective motion of

the system at that time frame, is related to the timescale of the collective motion,

and is ordered slowest to fastest. By examining the eigenspectrum as a function of

time, an example of which is shown in Figure 3.2, we can determine an approximate

timescale where the first eigenvalue becomes constant, that is, a metastable timescale

is reached. For this system, the first eigenvalue reaches a plateau at about 1ps. We

expect the eigenspectrum to start changing again on much longer timescales, when

di↵erent minima are explored. We use a conservative estimate of 10 ps as the time

length of the short MD simulations. Also, on this timescale, the local Di↵usion Map

calculation is computationally cheaper than the short MD simulation, and does not

add a significant overhead to the overall DM-d-MD exploration.

At each iteration of the DM-d-MD procedure a 10-ps all-atom MD trajectory is

run and a Di↵usion Map calculation is performed on the configurations visited during

this short trajectory. A typical trajectory is shown in the top panel of Figure 3.1.

For this particular trajectory, the barrier between the C5 and C7 minima is crossed

for the first time after 3ps, and both of these minima have been visited within 10 ps.

This is consistent with the results in Figure 3.2.

We define the “frontier” point of the region explored during the short simulation as

the configuration with the largest 1stDC, and we restart a new simulation from there.

In Figure 3.1, the frontier point (denoted by a red cross) after the first iteration

is located at the boundary of the C7 minimum. By restarting the MD from this

point (with velocities chosen from a Maxwell-Boltzmann distribution) the chances of

escaping the C5 � C7 minimum and exploring the unknown configuration space are

increased over standard MD. Indeed, after only five iterations of DM-d-MD, the ↵
L
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Figure 3.3 : DM-d-MD results on
Alanine Dipeptide. The plot is
colored by the iteration number.

minimum is populated (Figure 3.3). This corresponds to 50 ps in MD time (10 ps for

each iteration), a time dramatically shorter than approximately 150 ns required for

a standard MD simulation to visit the ↵
L

minimum. This three orders of magnitude

improvement is an upper limit of the speedup for our algorithm for this particular

system, because it does not include the time required for the Di↵usion Map and the

post-processing umbrella sampling to reconstruct the equilibrium distribution, which

are discussed below.

Figure 3.4 illustrates the distribution of frontier points collected during 10,000

DM-d-MD iterations and shows that most of the frontier points are located on the

top of barriers, as expected. Trajectories initiated from frontier configurations have

a greater chance of escaping a local minimum.

The bias in the sampling introduced by DM-d-MD strongly perturbs the Boltz-

mann statistics that would be obtained by running MD over a long timescale. As

stated above, to reconstruct such an equilibrium sampling, we perform umbrella sam-

pling around the frontier points collected during the DM-d-MD iterations. No reaction
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coordinates are used in the umbrella sampling. The short trajectories are confined

to explore the vicinity of a frontier point by means of a harmonic bias potential

depending on the root mean square deviation (RMSD) to the chosen frontier config-

uration. The resulting umbrella sampling data are then reweighted by an extension

of WHAM [146], briefly discussed in Section A.3. Figure 3.1 shows the free energy

after reweighting as a function of �. The reconstructed free energy profile is in per-

fect agreement with the control one obtained from equilibrium MD simulation almost

everywhere. A slight disagreement is observed only on top of the barrier between the

↵
L

and C5 � C7 minima. In this region, the sampling of standard MD is very poor,

while the intensive sampling of DM-d-MD might actually yield a better estimate of

the free energy.

The umbrella sampling and reconstruction phase is more computationally de-

manding than the DM-d-MD exploration phase itself, and limits the e�ciency of

the overall DM-d-MD plus reweighting method for Alanine Dipeptide to one order

of magnitude over MD. However, as it is clear in the Alanine-12 example discussed
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below, the cost of umbrella sampling does not increase with the height of the barrier,

and the gain in e�ciency with DM-d-MD becomes much more substantial for systems

with higher barriers.

3.1.3 Alanine-12
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Figure 3.5 : Free energy as a
function of the first two DCs
and LSDMap eigenspectrum (in-
set) of Alanine-12 at 400K. Rel-
evant states are labeled, repre-
sentative configurations for these
states are shown in Figure 3.6.

In order to test the approach on a more challenging system, we have applied DM-d-

MD to sample the configuration space of Alanine-12, which has a much more complex

free energy landscape than Alanine Dipeptide. Starting from a helical configuration,

the unfolding events for this system are too rare to be adequately sampled by MD at

300K with our computational resources. We have observed one single unfolding event

in two full CPU days of 100 MD trajectories in parallel. To have control data with

which to compare the DM-d-MD exploration, we performed 40 MD simulations, each

4 µs in length, at 400K and used LSDMap [a] to analyze the data. A spectral gap

between the first and second eigenvalues of LSDMap is shown in the inset of Figure

3.5, indicating that the system’s dynamics is dominated by one slow motion. Figure
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3.5 also shows the free energy as a function of the first two DCs.

The helical folded state (labeled as state A in the figure) is clearly separated from

the unfolded state, E, and misfolded states, B and C, by the 1stDC; this 1stDC cor-

responds to the folding/unfolding of the peptide. Typical configurations in state I

along the pathway between the folded and unfolded states indicate that the helical

turn at the N-terminus breaks first during the unfolding. The 2ndDC separates the

misfolded states B and C from each other, and from the unfolded state E. State B

corresponds to a hairpin structure whereas state C corresponds to a curved hairpin

structure. The probabilities to form di↵erent hydrogen bonds in these various states

are shown in Figure 3.6. The configurations in state A form all ten hydrogen bonds

in the helical native state, while the configurations in state E do not have significant

probability to form any particular set of hydrogen bonds. The free energy and these

states are also mapped onto the subspace defined by the RMSD to the native (helical)

state and radius of gyration (Rg) in Figure 3.7, as a comparison. We use both the

400K LSDMap space and the RMSD-Rg space to illustrate all the results discussed

below.

We have applied DM-d-MD to sample the configuration space of Alanine-12 at

both 300K and 400K. We used 10 ps as the timescale for the short MD simulation,

as determined by considering the eigenspectrum of the FP operator as a function

of time, which has been discussed above. As a comparison, we also perform MD

at these two temperatures. Both DM-d-MD and MD were run for two days, with

100 independent simulations, using one CPU per replica. We show the sampling

plot mapped on the 400K LSDMap space in Figure 3.8 and on the RMSD-Rg space

in Figure 3.9. About 20 iterations of DM-d-MD (200 ps of e↵ective MD time) are

required to unfold Alanine-12 at 400K, and about 50 iterations (500 ps of MD) at

300K. In contrast, several tens of nanoseconds of MD are needed to unfold at 400K.
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Figure 3.6 : Probability of forming di↵erent sets of hydrogen bonds in the states
labeled in Figure 3.5. The black dots represent the hydrogen bonds formed in the
folded (helical) state, as a reference. Representative configurations for each state are
shown next to the corresponding hydrogen bond map.
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Figure 3.7 : Free energy of
Alanine-12 at 400K as a function
of RMSD to the native state and
radius of gyration (grey scale).
The color dots represent the con-
figurations in di↵erent states de-
fined by the first two DCs as
shown in Figure 3 of the main
text. The letters corresponding
to the di↵erent color indicate the
state A,B,C,E,I and T as marked
in Figure 3.5.

As stated above, only one unfolding event was observed during the 100 independent

replica simulations of 500 ns each at 300K. These results provide an estimate of

speedup with respect to MD of about 2 orders of magnitude at 400K and 3 orders of

magnitude at 300K. A more accurate calculation of the speedup of the exploration

phase of DM-d-MD taking into account the computational time spent by the Di↵usion

Map (computationally cheaper than the MD itself), is detailed in Figure 3.10.

In order to reconstruct the system’s equilibrium distribution, umbrella sampling

trajectories were performed. The 3.5 million frontier points accumulated during the

DM-d-MD exploration of Alanine-12 are clustered according to their RMSDs be-

tween each other, yielding about 10,000 clusters. Short trajectories are started from

the centers of each of these clusters, and reweighted by means of the extension of

WHAM [146] discussed in Section A.3.

The free energy obtained after reweighting at 400K is shown in Figure 3.11 as a

function of the 1stDC and in Figure 3.12 as a function of the RMSD to the native

state. It is in good agreement with the free energy obtained from equilibrium MD at
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Figure 3.8 : DM-d-MD sampling of Alanine-12 configuration space projected onto the
LSDMap space of the system at 400K. Top: DM-d-MD results; bottom: Classical
MD results; left: 300K; right: 400K. The DM-d-MD iteration number of each point
is given by the color. The grey shades underlying each of the four panels correspond
to the free energy obtained from equilibrium MD simulation at 400K.
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Figure 3.9 : DM-d-MD sampling of Alanine-12 configurational landscape projected
onto the subspace defined by the RMSD to the native state and radius of gyration
(Rg). Top: DM-d-MD results; Bottom: Classical MD results; Left: 300K; Right:
400K. The DM-d-MD iteration number of each point is given by the color. The grey
shades underlying each of the four panels correspond to the free energy obtained from
equilibrium MD simulation at 400K. The same computational time was used in each
of the simulations.
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Figure 3.11 : Free energy of
Alanine-12 as a function of the
1stDC. The result from equilib-
rium MD at 400K is shown in
red as a reference; the result from
DM-d-DM after umbrella sam-
pling with reweighting at 400K in
blue, and at 300K in black.
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Equilibrium 400K Figure 3.12 : Free energy of
Alanine-12 as a function of
RMSD to the native state. The
result from equilibrium MD at
400K is shown in red as a ref-
erence; the result from DM-d-
DM after umbrella sampling with
reweighting at 400K in blue, and
at 300K in black.

400K. The free energy obtained by performing umbrella sampling and reweighting of

the DM-d-MD simulations at 300K is also shown in the same figures.

Including the time required to recover the equilibrium distribution by means of

umbrella sampling and reweighting, the computational speed-up with respect to equi-

librium sampling by MD is still significant (at least 2 orders of magnitude at 300K).

As already noted in the analysis of Alanine Dipeptide above, most of the simulation

time in our approach is spent in the umbrella sampling of the explored space, which is

independent of the height of the free energy barrier, while the DM-d-MD exploration

by itself is relatively cheap. This suggests that the method could be particularly

useful in the characterization of systems with high free energy barriers.

3.1.4 Other reaction coordinates for DM-d-MD

In addition to the DM-d-MD algorithm detailed above, in which the largest value

of the 1stDC is used to select the configuration (frontier point) to restart the MD

simulation, as a comparison, we have also implemented a scheme where other reac-
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tion coordinates are used to select the frontier point. In particular, we have used a

random selection between the first 2 or 9 DCs, and the 1st multidimensional scaling

(MDS) coordinate. When randomly picking one of the first 2 or 9 DCs, the probabil-

ity to select a particular DC is proportional to the exponential of its corresponding

negative eigenvalue. MDS is a linear dimensionality reduction method to construct

a low-dimensional embedding best preserving the pairwise RMSDs between di↵erent

configurations in the data set, and therefore using the 1st MDS coordinate provides

a way to estimate the configuration with the largest RMSD to the center of the data

set.

Figure 3.13 illustrates the coverage of the configurational space obtained with dif-

ferent schemes. The 1stDC (corresponding to the slowest local motion of the system)

outperforms the other reaction coordinates in this test. On the other end, using a

random choice of the first nine DCs (corresponding to the first nine slowest motions)

performs least e�ciently. The coverage obtained by using the 1st MDS coordinate is

comparable to the one by using a random selection of the first two DCs.

We further analyze the results by comparing the numbers of RMSD clusters

(the RMSD clustering scheme described in Section A.3) populated by using di↵er-

ent schemes. The same cuto↵ criterion (1 Å) for defining clusters was used in all

four choices. Table 3.1 shows the number of clusters for each choice. The original

DM-d-MD scheme populates one order of magnitude more clusters than all the other

schemes. These results show the advantage of using the 1stDC to direct the MD

simulation in rapidly exploring the configuration space, at least for this system.

3.1.5 Photoactive yellow protein

Photoactive yellow protein (PYP) was first discovered in the negative phototaxis of

the bacterium Halorhodospira halophilia [147, 148]. Upon absorption of a blue photon
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Figure 3.13 : Comparison of the results obtained by using di↵erent reaction coordi-
nates to direct the MD simulation of Alanine-12. The simulations are at 300K. The
results are projected onto the LSDMap space of the system at 400K. Top left: DM-
d-MD at 300K, that is, restarting MD from the configuration with the largest value
of the 1stDC. Top right: 1st&2ndDC-d-MD, that is, restarting MD according to the
value of the 1stDC or 2ndDC. Bottom left: MDS-d-MD at 300K, that is, restart-
ing MD according to the 1st multidimensional scaling coordinate. Bottom right:
randomDC-d-MD at 300K, that is, restarting MD according to one of the first nine
DCs. The probability of picking one of the first two or first nine DCs is proportional
to the exponential of its corresponding negative eigenvalues. The DM-d-MD iteration
number of each point is given by the color. The grey shades underlying each of the
four panels correspond to the free energy obtained from equilibrium MD simulation
at 400K.
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Number of clusters
DM-d-MD 92183

1st&2ndDC-d-MD 2417
MDS-d-MD 1028

randomDC-d-MD 754

Table 3.1 : Number of clusters populated in the sampling by using di↵erent reaction
coordinates to direct the MD simulation of Alanine-12.

in solution, the protein undergoes a large structural rearrangement to form a signaling

state. This conformation of the protein is thought to trigger the bacterium to avoid

potentially harmful blue light. The explicit details of the transduction from blue

light to physical motion of the bacterium are unknown. In addition to its biological

interest, PYP is a popular model signaling protein due to its small size. As such,

PYP has found use as a prototype biosensor [149], and in procedures for quantifying

protein expression [150]. In addition PYP and its circularly permuted variants have

been used as a photo switch [151–153].

Upon absorption of a blue photon, the para-coumaric acid (pCA) chromophore,

which is covalently bound to CYS69, undergoes a trans- to cis- isomerization (on

a picosecond timescale [154]). The isomerization makes favorable a proton transfer

from GLU46 to the chromophore, and disrupts the hydrogen bonding network within

the core of the protein. In solution this results in a partial unfolding, which passes

through several metastable intermediates on microsecond timescales, and finally to

the signaling state pB on a millisecond timescale. Several hundred milliseconds later,

the initial state, the pG state, of the protein is recovered, with the pCA returned to its

unprotonated trans configuration (see Kim, et al. for recent dynamical experiments

[155]). These processes occur at a challenging set of timescales: the partial unfolding

of the protein is too long to analyze with conventional molecular dynamics, and

yet the lifetime of the pB signaling state is too brief to extract a detailed structure
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from direct experiment. In addition, the details of the PYP photo cycle are strongly

environmentally dependent. In solution the photo-activated state is structurally quite

di↵erent from the dark state, somewhat extended and with more disordered regions

[156], while in crystallographic experiments the photo-induced changes are localized

near the chromophore [157]. In solution, the kinetics are related to proton absorption

and release by chromophore [158], and therefore factors such as pH [159–161], and

salt concentration [162, 163] a↵ect the dynamical structural changes.

Despite these di�culties, a large amount of experimental and computational work

has been performed relating to the solution-phase PYP photo cycle. The structure of

the dark pG state has been determined by NMR spectroscopy [164], and the resulting

structures are in the Protein Data Bank (PDB) [165], with PDB ID: 3PHY. NMR

experiments have characterized the amount of disorder in pB state [156]. Fourier

transform infrared spectroscopy experiments have analyzed water motion during the

photo cycle [166], and the initial structural changes after photon absorption [167].

Denaturation experiments on WT-PYP and mutants with the first 25 and 27 residues

removed were performed to determine the e↵ect of these first residues on the stability

of the various states of the protein [168], along with small-angle X-ray scattering

experiments on similarly N-terminally truncated versions of PYP [169, 170]. Circular

dichroism spectroscopy experiments show an alteration and decrease in tertiary and

secondary structure upon formation of the pB state [171, 172].

A feature of PYP that is not completely understood is the fact that the afore-

mentioned N-terminally truncated mutants, while undergoing a similar photo cycle,

have a less stable pG state and a much longer-lived signaling state. Indeed, some of

these shortened PYP variants unfold at room temperature without any initial photo-

activation [168], a feature not seen in WT-PYP. The most well-characterized mutant

has the first 25 residues removed, termed �25, and has a signaling state lifetime ⇠100
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times longer than WT-PYP [168]. For this mutant solution-phase NMR structural

measurements have been performed and added to the PDB, PDB ID: 1XFQ [173].

More recently, a combination of experimental techniques have been able to pro-

vide more detailed information on the solution-phase structure of the signaling state

in WT-PYP. In these experiments data from double electron electron resonance spec-

troscopy (DEER), NMR, and time-resolved pump-probe X-ray solution scattering

(TR-SAXS/WAXS) are analyzed together to yield higher-resolution structures (PDB

ID: 2KX6 [174]). These results are essentially in agreement with the aforementioned

NMR measurements on �25; both sets of experiments show pB structures that con-

serve much of the central � sheet present in the pG state and the ↵ helix in residues

76 – 86, but have the ↵ helix in residues 43 – 51 (the ↵3 helix) unformed. These WT-

PYP experiments include structural information on the N-terminus region, which is

shown to extend away from the globular part of the protein in the signaling configura-

tions. In addition, pump-probe X-ray solution scattering experiments have provided

kinetic and structural information on the various photo cycle intermediates [155]. As

will be shown below, the structural features found here are in accord with those of

reference [174].

Computational studies have also been performed on this system. Molecular me-

chanics combined with quantum chemical calculations have provided information on

the e↵ect of the protein environment on the chromophore, and shows that after pCA

isomerization, the initiating step for disruption of the hydrogen bonding network

within the chromophore binding pocket is the proton transfer from GLU46 to pCA

[175, 176]. Additional quantum mechanics / molecular mechanics (QM/MM) simula-

tions further elucidated the initial events that occur after photon absorption, showing

the energetic details of the pCA isomerization and changes in the hydrogen bonding

network within the chromophore binding pocket [177].
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The timescale for the pG! pB transition is too long to be studied by conventional

all-atom molecular dynamics (MD). However parallel tempering calculations have

provided a prediction of the pB configuration [178], as well as a comparison of the

dynamics of �25 and WT-PYP [179]. Due to the very long timescales and high

free energy barriers in the PYP landscape, even these calculations were not fully

converged. In addition, transition path sampling combined with maximum likelihood

analysis has determined good reaction coordinates for the transition from the pG to

the pB ensemble [180]; we use these coordinates in part of our analysis below. These

results are in general agreement with the above-mentioned experiments; however

uncertainties and discrepancies remain, mostly concerning the role of the first 25

N-terminal residues.

The results we present here are in agreement with previous calculations, as dis-

cussed below. In addition, they compare favorably with more recent detailed experi-

mental results [174], which were published subsequent to the relevant computational

results [178]. We predict this overall strategy to be useful in other situations with long

timescales and unknown metastable states. In the following subsection we explain the

general technique, discussing the various steps involved.

Overall framework

The view emerging from previous experiments and calculations is that the pG free

energy basin is stabilized by the hydrogen bonding network within the chromophore

binding pocket, and disrupting these bonds creates population in an alternative min-

imum: the signaling state. Within the energy landscape theory perspective [181],

PYP can be seen as a somewhat frustrated energy landscape with two main basins.

Alteration of the isomerization state of the chromophore and consequent disruption

of the hydrogen bonding network shifts the relative stability of the basins from pG
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(for trans pCA) to pB (for cis pCA). The main coarse features of this landscape

should be captured with an appropriate coarse-grained potential, and we use such a

potential below to initiate the search for a signaling state ensemble in the pB basin.

Coarse-grained modeling has become a popular technique [4, 182] due to the com-

plexity and long timescales involved in biological systems. Such methods speed com-

putational simulation times by combining several atoms into a single bead. The

method we use here was first presented in reference [183], and is hereafter called

the DMC method (after Das, Matysiak, and Clementi) [184, 185]. The DMC model

represents each amino acid type as a di↵erent ‘color’ bead, centered on the back-

bone carbon-↵, and with color-specific interactions between beads. The fact that

alteration of a single PYP residue produces such a large change in the global free

energy landscape, namely the population of an alternative minimum, suggests that

non-native interactions are an important feature for this system. Therefore, we expect

that structure-based models in which only native contacts are energetically favorable

[54] are unable to capture the essential features of this system. Indeed application of

such models to PYP did not produce any pB-like minimum in the free energy, only

a pG-like and a globally unfolded minimum. Multiple-basin structure-based models

have been developed [186]; however these require the structures in each minimum to

be known a priori. The only information the DMC model explicitly requires is the pG

state configuration (taken from the PDB) and the knowledge that the chromophore

is exposed to the solvent in the pB signaling-state configuration. The DMC model

can be considered a “first-order” correction to structure-based models, taking into ac-

count non-native interactions. Indeed, as discussed below, the DMC model produces

a free energy landscape with a partially unfolded minimum in between the folded

(pG) and unfolded states. Of course the DMC model of PYP does not capture the

fine details of the PYP free energy landscape. Rather the model can be considered
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a starting point to select candidate signaling-state configurations for further analysis

and exploration.

In order to find such candidate structures, the free energy landscape of the DMC

PYP system is analyzed with the locally scaled Di↵usion Map (LSDMap) [a]. From

this analysis of the DMC free energy landscape, we ‘zoom in’ on the region likely to

contain potential pB-like structures using an all-atom reconstruction technique: the

Reconstruction Algorithm for Coarse-Grained Structures (RACOGS) [187]. There

are many algorithms for reconstruction of protein side chains (e.g. [188–191]). The

RACOGS method includes a side-chain minimization step that allows the side-chains

to move continuously in space, rather than only changing between di↵erent rotamers

in a library. Since rotamer libraries are typically built from datasets of native or near-

native structures, this additional step makes RACOGS less likely to be biased toward

native-like side-chain placements. Such a feature is important in reconstructing the

non-native pB state of PYP.

The all-atom free energy landscape in the pB region of configuration space is ex-

pected to be rough [178–180]. Therefore to explore the area around the reconstructed

structures we use an enhanced sampling algorithm, Di↵usion Map-directed-Molecular

Dynamics (DM-d-MD) discussed in Section 3.1. At each iteration, a short swarm of

MD trajectories are run from an initial point, a Di↵usion Map calculation is per-

formed on that swarm, and the configuration with the largest DC1 is selected as the

‘frontier point’, which is used as the initial point in the next iteration. DM-d-MD

has been illustrated in Alanine Dipeptide and Alanine-12 in Section 3.1.2 and 3.1.3

respectively, in which there is a three-orders-of-magnitude speedup of the sampling

in comparison to standard MD.

We use this novel combination of techniques to obtain a signaling state ensemble

of WT-PYP. This method is unique in that, as far as we can tell, this is the first
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time results of dynamics with a coarse-grained potential are used to reach a non-

native basin, and from coarse-grained structures in that basin all-atom reconstructions

are used to initiate a more detailed exploration of the new basin. Our results are

in agreement with previous calculations and more recent experimental data. We

anticipate the overall strategy presented here to be applied to other systems for which

conventional techniques are impractical or impossible.

Coarse-grained modeling and LSDMap

We used the DMC method [184, 185] to construct a coarse-grained potential with the

crystal structure of the pG state as the native structure. The result is a DMC model

for the dark state. In order to arrive at a model for the photo-activated state, i.e.

after photon absorption, the nonbonded interactions between the chromophore residue

(CYS69) and all of the other residues were set to zero, i.e. � (c69, cj) = 0, 8j. Turning

o↵ these interactions approximates the known behavior of photo-activated WT-PYP,

namely that the hydrogen bonding network around the chromophore is disrupted

as a consequence of photo-activation. A simulation of 2.7 µs was performed using

GROMACS [192], with data collected every 50 ps, and at a temperature su�cient to

have many folding/unfolding events.

In Figure 3.14 the free energy is shown in terms of the first and third DCs. The

slowest collective motion of this DMC system corresponds to a global unfolding of

the protein. Structures with a large positive DC1 correspond to configurations very

similar to the pG native state, while configurations with a large negative DC1 are

almost fully extended. The figure shows an additional minimum in the intermediate

region of the free energy, and configurations within this minimum are good candidate

pB-state configurations. Approximately 1000 coarse-grained structures were collected

from the local minimum in free energy near DC1 = 2.5 for further analysis. The
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Figure 3.14 : LSDMap of the
coarse-grained DMC model of
PYP. Structures with large pos-
itive first di↵usion coordinate
(DC1) are globular and similar
to the pG state, while structures
with large negative DC1 are al-
most fully extended. The in-
termediate region near DC1 ⇠
2.5 correspond to potential struc-
tures for further consideration as
candidate signaling pB-state con-
figurations. The free energy is
shown in terms of DC1 and DC3
to allow for a clearer view of the
intermediate region.

free energy is shown in terms of DC1 and DC3 to allow for a clearer view of the

intermediate region.

All-atom reconstruction and DM-d-MD

The DMC model supplied the ↵-carbon (C↵) positions for the candidate signaling-

state configurations, for which we want to recover the atomic details to more accu-

rately explore the pB region of configuration space. This is accomplished with the

Reconstruction Algorithm for Coarse-Grained Structures (RACOGS) [187], which is

specially designed to recover all-atom details not only in the native basin, but any-

where in configuration space. From the reconstructed all-atom configurations, the

10 structures with the lowest potential energy were solvated and equilibrated using

GROMACS [192].

To explore the molecular configuration space around these solvated structures,

DM-d-MD [f] is initiated from each equilibrated structure. Previous work has sug-

gested two collective variables: the root mean square deviation (RMSD) of the ↵3
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Figure 3.15 : Di↵usion Map-directed-Molecular Dynamics (DM-d-MD) and molecu-
lar dynamics (MD) results. The initial starting configuration for the DM-d-MD is
denoted by the gold circle. The DM-d-MD frontier points are shown in pink, and the
minimum-energy frontier point is denoted by a gold star. The MD results from ap-
proximately 100 trajectories initiated from the minimum-energy DM-d-MD frontier
point are shown in light blue. For reference, the coordinates for the experimental �25
(PDB ID 1XFQ) structures are shown as dark blue ⇤, and the experimental WT-PYP
(PDB ID: 2KX6) structures as red ⇤. The underlying grey contours are those from
Figure 1 of reference [180].

helix (residues 41 – 53) with respect to an ideal helix, and the distance between the

GLU46 residue and the pCA chromophore, are good collective variables in which to

visualize the system, and that there are a few metastable states in between the pB

and pG configurations [180]. These coordinates are used in Figure 3.15, along with

the underlying black free energy contours obtained from previous parallel tempering

calculations (See Figure 1 from Vreede, et al. [180]).

In Figure 3.15 the initial point for the DM-d-MD is shown as a gold circle, the

minimum-energy structure from the DM-d-MD as a gold star, and the other DM-d-

MD points in light blue. Stand-alone DM-d-MD is an exploratory procedure, and

does not yield a Boltzmann distribution of configurations (however techniques such

as umbrella sampling can recover the Boltzmann distribution from a set of DM-

d-MD frontier points [f]). To recover a local, quasi-equilibrium distribution of the
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pB signaling state, the lowest energy DM-d-MD frontier point is used to initiate

approximately 100 runs of ordinary MD simulations, the results of which are shown

in light purple. The average length of the runs was 22 ns, and data was collected

every 50 ps after the initial 2 ns, yielding a total of 40,209 configurations. This is our

pB signaling state ensemble. It should be noted that while the MD results overlap

with the metastable minima obtained from previous calculations, as shown in the

figure, projection onto a two-dimensional coordinate system can be misleading, and

we rely on further analysis below to verify our pB-state ensemble.

For comparison, the coordinates of the experimental �25 and WT-PYP pB-state

structures are shown as dark blue and red ⇤, respectively. The �25 structures are

much more scattered than the experimental PYP configurations, due to the larger

variation in the �25 configurations compared to the WT-PYP. Within the 20 struc-

tures in the �25 set, the relative C↵ RMSD average and standard deviation is 0.41

+/- 0.07 nm, while for the 14 WT-PYP structures the average and standard deviation

is only 0.16 +/- 0.06 nm. This di↵erence is potentially due to the lack of long-range

information in the NMR �25 experiments [174].

Interestingly the DM-d-MD explores mostly the upper right-hand region of the

RMSD ↵3 – dXE space, and the minimum energy structures are located in the middle

of the putative pB region in these coordinates.

In Figure 3.15 the initial point for the DM-d-MD is shown as a gold circle, the

minimum-energy structure from the DM-d-MD as a gold star, and the other DM-d-

MD points in light blue. Stand-alone DM-d-MD is an exploratory procedure, and

does not yield a Boltzmann distribution of configurations (however techniques such

as umbrella sampling can recover the Boltzmann distribution from a set of DM-

d-MD frontier points [f]). To recover a local, quasi-equilibrium distribution of the

pB signaling state, the lowest energy DM-d-MD frontier point is used to initiate
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approximately 100 runs of ordinary MD simulations, the results of which are shown

in light purple. The average length of the runs was 22 ns, and data was collected

every 50 ps after the initial 2 ns, yielding a total of 40,209 configurations. This is our

pB signaling state ensemble. It should be noted that while the MD results overlap

with the metastable minima obtained from previous calculations, as shown in the

figure, projection onto a two-dimensional coordinate system can be misleading, and

we rely on further analysis below to verify our pB-state ensemble.

For comparison, the coordinates of the experimental �25 and WT-PYP pB-state

structures are shown as dark blue and red ⇤, respectively. The �25 structures are

much more scattered than the experimental PYP configurations, due to the larger

variation in the �25 configurations compared to the WT-PYP. Within the 20 struc-

tures in the �25 set, the relative C↵ RMSD average and standard deviation is 0.41

+/- 0.07 nm, while for the 14 WT-PYP structures the average and standard deviation

is only 0.16 +/- 0.06 nm. This di↵erence is potentially due to the lack of long-range

information in the NMR �25 experiments [174].

Interestingly the DM-d-MD explores mostly the upper right-hand region of the

RMSD ↵3 – dXE space, and the minimum energy structures are located in the middle

of the putative pB region in these coordinates.

Analysis of pB ensemble

Figure 3.16 displays a configuration in the pG state for reference, a configuration from

the experimental WT-PYP pB state, a configuration from the experimental signaling

state of �25, and a configuration from our pB ensemble. In the pG configuration, the

chromophore is tucked inside the chromophore binding pocket, the ↵3 helix (colored

in blue) is well formed, and the binding pocket cap (residues 98 – 103 colored in

green) is in place. All three signaling state structures display features known to be
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Figure 3.16 : Configuration from
a) pG state (PDB ID: 3PHY),
b) experimental signaling state
of WT-PYP (PDB ID: 2XK6),
c) experimental signaling state of
�25 (PDB ID: 1XFQ), d) repre-
sentative configuration from our
pB ensemble. In all configura-
tions the chromophore (residue
69) is shown explicitly, with the
rest of the protein shown as car-
toon. The ↵3 helix (residues 43
– 51) is in blue, the chromophore
binding cap (residues 98 – 103) in
green, and the first 25 N-terminal
residues, when present, in brown.

associated with the signaling state: the ↵3 helix is unformed and the chromophore

is exposed to the solvent. The pB state is in general less well structured than pG

configurations, while some secondary structure elements remain intact. Visually,

the secondary structure in the �25 configuration looks more well-ordered than the

experimental PYP and our pB ensemble. In comparing our result with experimental

PYP, the amount of retained secondary structure is similar; however the location of

the 25 N-terminal residues di↵ers (discussed more below).

To quantify the degree of structural similarity between the pG and pB states, we

have computed the relative fluctuations of the ↵-carbon (C↵) atoms for the various

datasets with respect to those of the pG state. Because of the flexible nature of

much of the protein in the pB state, this is a better metric than the RMSD between

di↵erent structures.

These fluctuations are computed by first aligning the corresponding C↵’s to the

last 100 residues of the pG configuration (model 11 of PDB ID: 3PHY [164]), and

then calculating the displacement of the C↵’s from that pG configuration. This was
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done for the 20 �25 structures, the 14 WT-PYP configurations, and the pB ensemble

resulting from our method. Only the last 100 residues are used in the alignment

and calculation because 1) the first 25 are not present in �25 and 2) there is a large

di↵erence in the location of these residues in previous calculations and experiment

(see below).
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Figure 3.17 : Comparison of
the C↵ fluctuations from the
pG configuration for the experi-
mental �25 configurations (PDB
ID 1XFQ) in black, experimen-
tal WT-PYP pB configurations
(PDB ID: 2KX6) in green, and
our pB ensemble in blue. The
horizontal axis is the index num-
ber relative to PYP (i.e. the
first index of �25 is at 25 on the
graph). For all three datasets,
the regions of the sequence similar
to the pG dark state are similar,
as are most of the regions where
the fluctuations are larger. The
primary di↵erences are near the
chromophore (residue 69) and are
discussed in the main text.

Figure 3.17 compares the results. For regions of the protein in which the pG

secondary structure is preserved in the pB state, for example the ↵ helix formed by

residues 79 – 84, the C↵ displacement is minimal. However in regions of the protein

where structure is lost, for example the ↵3 helix in residues 43 – 51, the fluctuations

are larger. There is general agreement among all three datasets. The two main

conserved regions are the helix in residues 76 – 85, and the central � sheet, and can

be seen in all three signaling-state structures in Figure 3.16.

From Figure 3.17, near the chromophore region the experimental WT-PYP con-
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figurations are more similar to the pG state, the �25 configurations fluctuate most,

and our configurations are in between. In the experimental PYP configurations, the

loop containing the chromophore only moves enough to allow the chromophore to be

flipped out of the binding pocket, while in the �25 configurations the structure is

comparatively more extended, leading to larger deviations from the pG dark state.

The most significant di↵erence between the WT-PYP pB state and our ensemble is

the location of the first 25 N-terminal residues. The experimental configuration shows

an open binding pocket, and the N-terminal residues across the pocket [174]. Our

configurations, as well as previous calculations [178], have the N-terminal residues

behind the central � sheet, and away from the binding pocket. The location and

interaction of these residues with the rest of the protein is still an open question for

this system. These interactions are important for understanding WT-PYP, and the

di↵erent kinetics in the �25 system, which has a pB state lifetime roughly 100 times

longer than that of WT-PYP [168].

N-terminus interactions with ↵3 helix and central � sheet

Obviously the di↵erence in �25 and WT-PYP kinetics is due to the absence of the

first 25 N-terminal residues in �25. Experimental results on �25 show that even in

the pG state the ↵3 helix is unstable compared to the pG state in WT-PYP [173].

In addition, �25 even exhibits unfolding in biological conditions without any photo

activation [168], which is not observed for WT-PYP.

Previous calculations show reformation of the ↵3 helix is a bottleneck in recovery

of the pG state from the pB, and have suggested that the chromophore cannot form

the needed contacts in the binding pocket if this helix is not well formed [179]. One

possibility is that the N-terminal residues in WT-PYP facilitate the formation of

this helix, increasing the recovery rate of pG relative to �25. Our pB ensemble
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shows interactions between the N-terminal residues and the ↵3 helix in the form of

hydrogen bonds. 70% of the configurations have hydrogen bonds between ASN43

and GLN22, 59% have hydrogen bonds between ALA44 and ASP24, and 54% have

hydrogen bonds between ALA44 and GLY25. It is possible that these interactions

help the reformation of the helix, speeding the recovery of pG in WT-PYP.

In the pG state, the first 25 residues are separated from the chromophore binding

pocket by the central � sheet (see Figure 3.16). It is proposed that interactions

through this � sheet lead to a stabilization of the chromophore binding pocket. In

our simulations (and in those reported previously [178]), the N-terminus in the pB

ensemble is in van der Waals contact with the back side of the central � sheet. Such

contact may encourage the reformation of the chromophore binding pocket, increasing

the pG recovery rate in PYP.

As pointed out above, the location of the N-terminal residues di↵ers between

experiment and theory. At this point it is unknown if these di↵erences are due to the

force fields used in calculation, di↵erences in the experimental sample preparation

details compared to those of the calculation (the specifics of the PYP photo cycle are

known to be environmentally dependent [147]), or to something else entirely. More

work, both experimental and computational, is required to fully understand these

aspects of the WT-PYP and �25 photo cycles.

3.2 Biased DM-d-MD

DM-d-MD introduced in the previous section achieves almost 3 orders of magnitude

speedup in exploring the configurational space of small peptides like Alanine Dipep-

tide and Alanine-12 [f]. The bias of the algorithm comes from numerous trials (100

runs in the two test systems [f]) and selecting and restarting from the farthest config-
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urations along the 1stDC. Therefore the method improves the probability of visiting

new regions of configuration space. This is a good way to overcome entropic barriers.

However, for enthalpic ones, numerous trials might still not be able to su�ciently

increase the barrier crossing probability. This becomes more serious when applying

DM-d-MD to large systems such as PYP to recover the free energy landscape. Here

we introduce a biasing force into the orignal framework of DM-d-MD algorithm, and

show that the new biased variant of DM-d-MD is much more e�cient in exploring

the configuration space than the old algorithm.

3.2.1 Method

The original DM-d-MD is based on the idea that the 1stDC characterizes the slowest

motion of the system, and the fact that the rough free energy landscape associated to

macromolecular systems often traps the dynamics in local minima. By periodically

restarting the dynamics from the boundary along the 1stDC (that is, the “frontier” of

the explored region of the conformation space), the system is more likely to explore

new regions rather than remain in the local minimum. Here in the new biased DM-

d-MD, we introduce a biasing force equaling the negative of the projection of the

force from the potential energy onto the 1stDCfrom the previous iteration, therefore

clearing the force along the 1stDCdirection in the new iteration and improving the

e�ciency of the algorithm to overcome a barrier.

In practice, we use the following iterative procedure:

1. Run n short MD simulations from the “frontier” configuration (or initial con-

figuration for the first iteration) with a biasing force equaling negative the pro-

jection of the force from the potential energy onto the 1stDCfrom the previous

iteration (zero for the first iteration).
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2. Calculate the 1stDC associated to the space explored during the MD simulations

by considering only the last frames of these n short trajectories.

3. Select the configuration with the largest value of the 1stDC as the new fron-

tier and restart n new short MD simulations with the biasing force in new

1stDCdirection.

Several remarks on the procedures are discussed below. In step 1 above, the

time length of the MD simulation can be even shorter than the original DM-d-MD

algorithm, because with the help of the biasing force, it takes much less time to

explore su�ciently the region of the landscape associated with a local minimum.

Since we want to direct the dynamics as often as possible but not so often that

there is inadequate time for the system to relax inside small local minima, the shorter

simulation time in the new scheme is clearly an advantage compared to the old scheme.

Assuming the potential energy of the system at configuration x is U(x), and the

1stDCfrom the previous iteration is ⇠, the biasing force can be written as

F b = [rU(x) · r⇠

|r⇠| ]
r⇠

|r⇠| , (3.1)

which is used to cancel the force from potential energy along the 1stDCdirection. With

the biasing force, the system can therefore move freely in the direction corresponding

to the slowest motion.

In step 2, Di↵usion Map requires the input in or at least can be reweighted to

Boltzmann-distribution. However, the trajectories sampled with a biasing force in

the current scheme are in non-equilibrium. So we need to approximate the relative

weights of all the configurations in the input. Jarzynski equality [193] shows that

by using the exponential average of the work done of many trajectories with the
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same beginning and end configurations, the equilibrium free energy di↵erence can

be calculated from these non-equilibrium processes. Here the trajectories we want

to take as an input of the Di↵usion Map calculation all start from the same initial

configuration, but they end at di↵erent configurations. So we use the weight

w
i

=
⌃n

j=1(
vi·vj

|vi||vj | + 1)

⌃n

j=1(
vi·vj

|vi||vj | + 1)exp(�W
j

)
(3.2)

as an approximation to the weight of the last frame of the i-th trajectory. Here v
i

is

the vector from the initial configuration to the end configuration of the i-th trajectory

in the configuration space. The approximation is in the spirit that the closer the j-th

trajectory to the i-th trajectory, the more contribution the work done of the j-th

trajectory to the weight of the last frame of the i-th trajectory.

In step 2, we use a constant value for the local scales {✏
i

} around all the sampled

configurations x
i

, to calculate the DCs (see Eq. 2.4). The reason is the same as that

in the original DM-d-MD detailed in Section 3.1.1.

3.2.2 Alanine Dipeptide

We first apply the biased DM-d-MD algorithm to a small peptide Alanine Dipeptide

in implicit solvent. In Figure 3.18, we show the free energy from biased DM-d-

MD after 100 iterations (one hour of computational time) in color and the long run

from standard MD simulations in black contour lines. Biased DM-d-MD covered

all the configuration space visited by normal MD, and even sampled a very rarely-

visited minimum at about �=80� and  =-160� which is hard to visit by standard

MD simulation.

The free energy generated by biased DM-d-MD in Figure 3.18 is a rough estimate

of the real free energy landscape because no reweighting scheme is used to unbias the
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Figure 3.18 : Free energy of Ala-
nine Dipeptide from biased DM-
d-MD (in color) and standard
MD (in black contour lines).

simulation. However, we find that the position of the minima matches perfectly with

those from standard MD, whereas the barrier is smaller and flattened. So at least to

Alanine Dipeptide, the current biased DM-d-MD scheme serves as a good method to

rapid explore the configuration space and search the global minima.

3.2.3 Alanine-12

Then we apply the biased DM-d-MD to a more challenging system Alanine-12, which

has been tested by the original DM-d-MD. Starting from a helical configuration,

the unfolding events for this system are too rare to be adequately sampled by MD

at 300K with our computational resources. Here we show the comparison between

original DM-d-MD and biased DM-d-MD at 300K by using RMSD to the native state

and radius of gyration (Rg).

We run 2000 iterations of biased DM-d-MD with the parameters shown below: the

MD time length for each short trajectory in one iteration is 1 ps; and the number of

trajectories is 100. Figure 3.19 shows 2000 iterations of biased DM-d-MD compared
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Figure 3.19 : Left: DM-d-MD on Alanine-12. Right: biased DM-d-MD on Alanine-
12. The computational resources used here in biased DM-d-MD is one-third of that
in DM-d-MD.

with 35000 iterations of original DM-d-MD. The computational time for the biased

DM-d-MD is only one-third of that of the original DM-d-MD, however, the biased

DM-d-MD not only covers all the configuration space that has been visited by original

DM-d-MD, but also samples much more configurations with large Rg. Therefore,

biased DM-d-MD is at least three times faster in exploring the configuration space

than that of original DM-d-MD. Moreover, the configurations in the large RMSD

region is completely unfolded. Unfolding Alanine-12 in the room temperature usually

involves very high barrier.

3.3 Summary

In this chapter, I have introduced a new sampling scheme, DM-d-MD, that allows

to rapidly explore the configuration space of macromolecular systems. The method

uses Di↵usion Map to guide MD on the fly. I presented the results obtained from
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the application of DM-d-MD to two systems: Alanine Dipeptide and Alanine-12. In

both systems a dramatic speedup is obtained on exploring the configuration space.

Even considering the time needed to reconstruct the equilibrium distribution from

DM-d-MD, the computational gain with respect to standard MD is quite significant.

With the DM-d-MD method, we obtained the equilibrium sampling of Alanine-12 at

300K in three days with our computational resources, a feat which might take a year

with MD on the same computer system.

The DM-d-MD method uses only local information to guide the dynamics and

it is therefore reaction-coordinate free. After the umbrella sampling, the resulting

distribution is unbiased, and can be analyzed by any global reaction coordinates

(i.e. LSDMap coordinates or other physically relevant collective variables). The

DM-d-MD method is minimally dependent on a priori knowledge of the system, as

the only information required to begin the DM-d-MD exploration is a single initial

configuration of the system.

The coverage of configuration space provided by DM-d-MD can in principle be

combined with several di↵erent methods to reconstruct the equilibrium distribution.

We find the resulting free energy profiles are in good agreement with the equilibrium

data available by using umbrella sampling and WHAM as post-processing methods.

The combination of DM-d-MD with other enhanced sampling methods could provide

even more e�cient procedures and more accurate results.

An improved version of DM-d-MD is introduced by applying a biasing force in the

1stDCdirection to the original DM-d-MD framework. A three time speedup has been

achieved compared to the original DM-d-MD framework in exploring the configuration

space of Alanine-12 at 300K. Biased DM-d-MD is much more e�cient than the original

DM-d-MD and therefore more suitable to the systems with a large number of degrees

of freedom.
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The framework of DM-d-MD is designed to achieve equilibrium sampling of macro-

molecular systems containing slow motions and/or rare events, as for instance the

crossing of a high free energy barrier. We expect wide applicability of DM-d-MD in

larger systems, in which the equilibrium simulations are not a↵ordable with tradi-

tional MD.



Chapter 4

Future work

Local scale

Currently the determination of local scale in the LSDMap formalism involves com-

putationally intensive and complicated process. On one hand, the procedure scales

linearly to the number of configurations in the data set, because the local scale deter-

mination algorithm is run for every configuration by checking the neighborhood of the

configuration. However, such an algorithm might not be necessary because we would

expect similar local scales for close configurations. Local scale determination only on

the landmark configurations cleverly chosen in the data set followed by extrapolation

might save the time of the whole procedure tremendously without losing the accuracy

too much. On the other hand, the current procedure is empirically designed for in-

vestigating the local PCA spectra of the macromolecular systems, and therefore some

free parameters have to be determined before using the algorithm in a new system.

It is worth thinking about more robust and systematic way of determining the local

scale, such as looking for a relation between the local scale and local population den-

sity of the configuration space. Stabilizing the formalism of local scale determination

will lead to a more robust kernel in the Di↵usion Map calculation.

Embedding

Embedding extra points to the preexisting data set is always a challenge for nonlinear

dimensionality reduction method, because of no direct transformation between the

original space (configuration space in macromolecular systems) and the reduced space
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(LSDMap coordinates). The way we use currently is the slowest but most accurate

one, that is, to reconstruct the LSDMap coordinates everytime when we want to add

the extra points to the original data set. However, there is a clear limitation that

we cannot add many points at one time because otherwise the preexisting LSDMap

coordinates will be distorted a lot. Therefore, the method is very expensive to embed

a few points at one time and to run all the kernel construction and eigenvalue decom-

position procedures many times. Other clever ways by using only local information

to interpolate the reduced coordinates of the new data point might be possible.

Physical meaning of LSDMap coordinates

The kernel of LSDMap is more an empirical choice to approximate the solution of the

Fokker-Planck equation. We still have limited understanding of the meaning of the

eigenvalues from LSDMap calculation. Test in toy systems, in which all analytical

solutions are available, might be possible to help understand the physical meaning of

the current LSDMap results, and to improve the LSDMap algorithm itself.

Reweighting of DM-d-MD

The current reweighting scheme we use after DM-d-MD is umbrella sampling. This

is an expensive scheme and might not work for large systems because it is hard to

obtain enough umbrella sampling trajectories with su�cient overlaps. An on the fly

reweighting scheme is worth pursuing. Currently, the bias of DM-d-MD comes from

two di↵erent parts: the selection of the frontier points and the biasing force along the

1stDCdirection. It is almost impossible to reweight such selection of frontier points

on the fly. However, reweighting of non-equilibrium process with biasing force might

be possible.

Enhanced sampling scheme

The current DM-d-MD scheme is to use local reaction coordinates to guide the sam-

pling, and then reweight the system in the configuration space, so that no global
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reaction coordinates are used and the samples we obtain can still be analyzed by any

reaction coordinates later. However, this is a tough procedure at least for two rea-

sons: First, the quality of local reaction coordinate is limited by its locality because

of the randomness (noise) of local samples. The slowest local motions might not be

correctly detected. Biasing according to a wrong direction usually leads to unrealistic

pathways and missing the real motions. Second, the reweighting scheme is hard to

implement because of the reaction coordinate changing on the fly. If the quality of

local reaction coordinates is guaranteed by increasing the size of sampling in local

regions, it might be worth thinking to build the global reaction coordinate on the

fly by merging these local reaction coordinates, and therefore saving the trouble of

reweighting.





Chapter 5

Conclusions

Molecular dynamics simulation is important to complement the experimental results,

and to make predictions not accessible to the current experimental techniques. How-

ever, there is a gap between the timescales in which the interesting biological behaviors

take place and the timescales that the modern computational resources can a↵ord. In

order to extend the timescale of the simulation, enhanced sampling is widely used. In

addition, when equilibrium sampling is available, reaction coordinates are still needed

to gauge the progress of the reaction and to extract physical collective behaviors from

the data set with high degrees of freedom. Therefore methods for defining optimal

reaction coordinates and enhancing the speed of exploring the configuration space are

both main challenges in theoretical understanding of biomolecular systems.

Developing methods for reaction coordinate determination and for enhanced sam-

pling is a chicken-and-egg problem. Both methods require the other as an input. If

we know the slowest motion direction (reaction coordinate) of the system, we can

easily introduce a bias along that direction to acquire enough sampling and reweight

the free energy profile later onto that reaction coordinate. Conversely, if we have

enough samples, we can build optimal reaction coordinates according to our needs.

However, without enough samples, it is hard to determine good reaction coordinates,

and without good reaction coordinates, it is not easy to bias the simulation without

missing the other important degrees of freedom. My PhD thesis focuses on exploring

ways to solve this hard problem.
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First, I presented a multiscale approach, Locally Scaled Di↵usion Map (LSDMap),

for extracting collective coordinates from a configurational sample of macromolecular

motion. The approach is based on the determination of the length scale at which the

dynamics can be considered locally linear. The position-dependent local scale is then

used to locally “renormalize” the kernel of the transition probability between each

pair of configurations. A Di↵usion Map is then constructed on the global di↵usion

process. The method is applicable to systems for which the simulation data can be

reweighted to or is in Boltzmann distribution. No a priori knowledge of prospective

reaction coordinates and/or definition of reactant/product states is required.

For systems with a separation of timescales in which the slowest motion is associ-

ated with the di↵usion over a free energy barrier, the first few di↵usion coordinates

(DCs) can be used as a set of good reaction coordinates to view the free energy

landscape, define the (meta)stable states, understand the reaction pathways and cal-

culate the rate constants. Reaction rates computed by using Kramers rate expression

along the 1stDC are in remarkable agreement with the rates measured directly from

simulation data. The analysis of the correlation of the first few di↵usion coordinates

with intuitive collective variables such as physical relevant coordinates (if available),

and/or the probability of contact/hydrogen-bond formation allows for a physical un-

derstanding of the collective motions corresponding to the DCs.

LSDMap has been applied to a number of test systems, including all-atom Ala-

nine dipeptide, Beta3s and Alanine-12, coarse-grained SH3, polymer reversal inside

a nanopore, and biased simulation of DNA-Anthramycin binding system. For all

the applications, the first few DCs correspond to the slowest motions of the system,

i.e. the folding/unfolding/misfolding of Alanine-12 and Beta3s, the reversal of poly-

mer in the nanopore and the binding/unbinding/sliding of anthramycin with DNA.

The (meta)stable states are clearly clustered and defined in the free energy land-
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scape as a function of the first few DCs. The reaction rates calculated by using

Kramers rate expression along the 1stDC are consistent with the ones obtained di-

rectly from the simulations. The DCs characterize systems with multiple pathways in

similar timescales (Beta3s) and two-body systems with multiple slow motions (DNA-

Anthramycin). The results presented show that LSDMap can be applied to both

equilibrium and biased simulations, and in all systems we applied LSDMap to, the

method correctly extracts the local and global di↵usion dynamics without any a priori

knowledge of the system.

Besides the development of LSDMap, we have introduced a new sampling frame-

work, Di↵usion Map-directed Molecular Dynamics (DM-d-MD), that allows us to

rapidly explore the configuration space of macromolecular systems. The method uses

local DCs to guide MD on the fly, that is, only local information is in use. Therefore,

the sampling scheme is reaction-coordinate free. An improved version of DM-d-MD

with biasing force is also introduced. The biasing force along the local DC direction

significantly improves the barrier crossing and therefore the exploration is much more

e�cient for biased DM-d-MD than that of the original framework.

The coverage of configuration space provided by DM-d-MD can be combined with

several di↵erent methods to reconstruct the equilibrium distribution. Here we used

umbrella sampling and WHAM reweighting as an example. After the umbrella sam-

pling, the resulting distribution is unbiased, and can be analyzed by any global re-

action coordinates (i.e. LSDMap coordinates or other physically relevant collective

variables). The DM-d-MD method is minimally dependent on a priori knowledge of

the system, as the only information required to begin the DM-d-MD exploration is a

single initial configuration of the system.

We presented the results obtained from the application of DM-d-MD to two sys-

tems: Alanine Dipeptide and Alanine-12. In both systems, we find the resulting



free energy profiles are in good agreement with the equilibrium data available. A

dramatic speedup is obtained on exploring the configuration space. Even considering

the time needed to reconstruct the equilibrium distribution from DM-d-MD, the com-

putational gain with respect to standard MD is quite significant. With the DM-d-MD

method, we obtained the equilibrium sampling of Alanine-12 at 300K in three days

with our computational resources, a feat which might take a year with MD on the

same computer system. The combination of DM-d-MD with other enhanced sampling

methods could provide even more e�cient procedures and more accurate results.

To sum up, LSDMap provides a solid background for the building of good reac-

tion coordinates for complex dynamical systems. Based on LSDMap, the framework

of DM-d-MD is designed to achieve equilibrium sampling of macromolecular systems

containing slow motions and/or rare events, as for instance the crossing of a high

free energy barrier, which cannot be a↵orded by traditional MD simulation with the

current computational resources. We expect wide applicability of both LSDMap and

DM-d-MD in larger systems, to the extent to allow a comparison with the experi-

mental results, and to make predictions not yet accessible to experiment.
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Appendix

A.1 Local scale algorithm

To obtain information about the local geometry around a configuration x

i

, we per-

form MDS on increasingly larger neighborhoods ("-balls) around x

i

. We normalize

these singular values by the square root of the number of configurations within the

corresponding "-ball. In order to numerically distinguish between the non-noise and

noise MDS singular values, we calculate the gap between each pair of consecutive

singular values at three locations along the range of values of " considered: 3/7, 1/2,

and 4/7 of the largest value. The reason for performing the analysis at three distinct

points is to ensure robustness of the results. To analyze the gaps between the singular

values, we construct a “status vector” as follows. The first entry corresponds to the

gap between the largest and second largest singular values, the second entry to the

gap between the second and third largest, etc. The entry for each pair of consecutive

singular values is ‘1’ if the value of the gap for that pair is greater than twice the

value of each of the following 5 gaps at any of the three fractions considered; the entry

is ‘0’ otherwise. The separation between the non-noise and noise singular values is

defined to be between the first pair whose entry is ‘1’ and with the following three

entries equal to ‘0’. This analysis is similar in spirit to the one proposed in Little et

al. [48], and provides robust results.

The next step is to determine the local scale "
i

. A conservative estimate is to

define "
i

as the length scale at which the noise singular values begin to decrease and
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clearly separate from the non-noise ones. To numerically find these lengths, we fit

the noise spectra to a low-order polynomial (decreasing the order of the polynomial if

the Vandermonde matrix is ill conditioned) and calculate the derivatives of the noise

spectra as a function of the neighborhood size " the from the fit. We then scan from

smallest to largest ", and define "
i

as the value at which the first derivative of each

noise singular value is less than a given cuto↵ (0.03 for Alanine Dipeptide, 0.04 for SH3

and 0.05 for all the other systems – the results are robust against variations of these

parameters). If no such value of " is found, we define the noise more conservatively

by considering the highest noise singular value to belong with the data, and repeat

the scan.

A.2 Bayesian analysis

The method is based on the fact that through Bayes inference theorem, the probabil-

ity distribution of position-dependent di↵usion coe�cients giving rise to a trajectory

is proportional to the probability of observing the same trajectory for given values

of the di↵usion coe�cients. In order to obtain a likelihood function associated with

the MD data, for a given choice of the collective coordinate X, the range of values

spanned by X is discretized in m cells X
i

, i = 1, ...,m. The information associ-

ated with a given MD trajectory (or a set of many short MD trajectories) is then

translated into the number of transitions N
ij

between cells i and j observed in a

time t
↵

. Assuming Markovian dynamics, the position-dependent di↵usion coe�cient

D
i+1/2 = D

�
1
2
(X

i

+X
i+1)

�
at the boundary between two consecutive cells i and i+1

can be defined in terms of the rate matrix R as:

D
i+1/2 = |X

i+1 �X
i

|2
p
R

i,i+1Ri+1,i. (A.1)
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The likelihood function L associated with the observed N
ij

for a given rate matrix R

is:

lnL =
mX

i=1

mX

j=1

N
ij

ln (et↵R)
ij

. (A.2)

The rate matrix R (and the corresponding di↵usion coe�cients) is then deter-

mined by performing a Metropolis Monte Carlo simulation in the space of the matrix

elements R
ij

in which the negative log-likelihood is used as an ‘energy function’. The

elements of R and P are related through detailed balance: R
i+1,i/Ri,i+1 = P

i+1/Pi

.

While the Bayesian analysis method provides estimates of the free energy, we use the

more finely sampled free energy directly from our simulation for the evaluation of the

Kramers integrals. The resulting distribution for R
ij

is sharply peaked around the

most probable values of the matrix elements, which are then used to determine the

di↵usion coe�cients. For each system we use a long MD trajectory to obtain the N
ij

matrix elements for the likelihood function.

In order to ensure smoothness in the di↵usion coe�cients we use the prior in the

form:
Y

i

exp

⇢
�[D(X

i

)�D(X
i+1)]2

2�2

�
(A.3)

as proposed in Eq. 14 of Hummer’s work[52]. The values of the � parameter used for

Alanine Dipeptide are 0.1 for both 1stDCand  ; and for SH3 are 0.0001 for 1stDC, and

0.00005 for both RMSD and Q. Some caution must be used in choosing the values of �.

Too large a value may produce large spikes in the di↵usion coe�cients in the slightly

less sampled regions; a value too small may artificially flatten the di↵usion coe�cient

profile along the coordinate. For all the coordinates considered, a range of values of

� consistently reproducing the same di↵usion coe�cients can be defined. Our results

are robust against variations of the parameter � around the values reported above.

The other parameters to be chosen for the Bayesian analysis are the observation
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Figure A.1 : Alanine Dipeptide isomerization rates. Left: 1stDC, Right:  . Transi-
tion rates (ps�1) for the isomerization between the C5, Pk set of minima and the ↵

R

,
↵
P

set of minima as obtained using the Kramers escape rate expression and reaction
coordinate 1stDC(left), or  (right), The rates are plotted as a function of the square
of the cell size used in the Bayesian analysis determination of di↵usion coe�cients.
The di↵erent colors correspond to di↵erent observation times t

↵

used to estimate the
likelihood function (see Equation A.2) and are reported (in ps) at the top of the fig-
ure. The dashed black lines are the target rates obtained directly from the simulation
(calculated as the ratio of the number of transitions to the average dwell time in each
minimum). The standard deviations of the Bayesian analysis di↵usion coe�cients,
propagated through the Kramers integral, are used to obtain error bars for each data
point.



A.2 BAYESIAN ANALYSIS 147

0.001 0.002 0.003
0

0.0001

0.0002

0.0003

0.0004

1/(number of cells)
2

fo
ld

ed
 →

 u
n

fo
ld

ed

 

 
1st DC RMSD Q

0.001 0.002 0.003
0

0.0001

0.0002

0.0003

0.0004

1/(number of cells)
2

u
n

fo
ld

ed
 →

 f
o

ld
ed

 

 

t
α
 =60 ps t

α
 =70 ps

Figure A.2 : SH3 folding/unfolding rates. Left: unfolding, Right: folding. Transi-
tion rates (ps�1) for the folding/unfolding transition of SH3 calculated by using the
Kramers escape rate expression along the 1stDC (blue), RMSD with respect to the
native structure (green), and Q (red). The di↵erent symbols correspond to di↵erent
observation times t

↵

in the definition of the Bayesian likelihood function for the dif-
fusion coe�cient determination (see Equation A.2). The grey shaded regions denote
the target rates obtained directly from the simulation (calculated as the number of
transitions from a given minimum divided by average dwell time in that minimum).
The standard deviations of the Bayesian analysis di↵usion coe�cients, propagated
through the Kramers integral, are used as error bars for each data point.
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times, t
↵

, and the number of cellsm along a collective coordinate. We used several sets

of these parameters, and calculated the Kramers integrals from each set of di↵usion

coe�cients. The final rate values are a result of averaging over the following sets of

t
↵

and numbers of cells. For Alanine Dipeptide, along 1stDC: t
↵

= 0.5, 0.6, 0.7, and

0.8 ps, with 20, 24, 28, and 32 cells; along  : t
↵

= 0.5 and 0.6 ps, with 24, 28, 32,

and 36 cells. For SH3, along 1stDC: t
↵

= 60 and 70 ps, with 16, 24, 36, and 48 cells;

along RMSD: t
↵

= 60 and 70 ps, with 16, 24, 36, and 48 cells; along Q: t
↵

= 60

and 70 ps, with 16, 24, 36, and 48 cells. These choices for t
↵

and the numbers of

cells m were motivated by the need to obtain an N
ij

matrix with transitions between

each pair of neighboring cells. Very long t
↵

values result in poor sampling of the

transition between cells along the top of the barrier; very short t
↵

values result in the

observation of too few transitions from the cells near free energy minima. Figures A.1

and A.2 show the rates of the various transitions for each of the choices of t
↵

and m.

The errors reported for each rate are calculated as follows. The Bayesian analysis

produces di↵usion coe�cients evaluated on the cell edges as well as their standard

deviations. These standard deviations are the largest errors in the calculation and

are propagated through the numerical evaluation of the Kramers integral to yield an

estimate of the error for the Kramers rate calculated for each pair of parameters t
↵

and m.

A.3 Reweighting with umbrella sampling

Umbrella sampling [30] is typically used to enhance the sampling along predetermined

collective variables. Here we use a variant of the method that does not employ any

such collective variables. We first collect all the frontier points visited during the DM-

d-MD exploration, as described above (10,000 points for Alanine Dipeptide and 3.5
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million points for Alanine-12). The number of points that emerge from the DM-d-MD

sampling for Alanine-12 is more dense than needed for an adequate covering of the

explored configuration space. Therefore we perform the following RMSD-clustering

scheme to sub-sample the data. We randomly select a configuration from the data

set as the first cluster center and assign all of the other points with an RMSD to that

center less than a given cuto↵ to this first cluster. We repeat this procedure with the

remaining points until every point has been assigned to a cluster.

The RMSD cut-o↵s for the clustering are chosen to be 1.9 Å for Alanine-12 at

300K and 2.25 Å for Alanine-12 at 400K. The values of these cut-o↵s are selected to

yield a manageable number of clusters (namely, 10,530 at 300K and 13,161 at 400K).

The clustering is not necessary for the Alanine Dipeptide system as the number of

frontier points is already amenable to umbrella sampling. MD simulations are then

initiated from each of the cluster center configurations, with an added harmonic bias

of the form

V (s) =
1

2
ks2, (A.4)

where the spring constant k = 5000 kJ/mol/nm2, and s is the RMSD to the starting

configuration. The length of the simulation was selected to be 100 ps for both systems,

with data recorded every 1 ps. The simulation output data is unbiased by means of

the weighted histogram analysis method (WHAM, see reference [146] for details). In

brief, the optimal estimate of the unbiased density ⇢0(x) at point x in configuration

space can be obtained from the biased densities ⇢(b)
i

(x) observed during all the short

trajectories {i} as

⇢0(x) =

P
T

i=1 ni

⇢(b)
i

(x)
P

T

j=1 nj

e��(Vj(x)�fj)
, (A.5)

where V
i

(x) is the biasing potential used in the i-th trajectory, which has n
i

config-

urations, and T is the total number of trajectories. The biased distribution ⇢(b)
i

(x)
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observed in the i-th trajectory can be formally expressed as

⇢(b)
i

(x) =
1

n
i

niX

k=1

�(x� x
i,k

), (A.6)

where x
i,k

is the k-th configuration sampled in the i-th trajectory. The free energy

of the k-th trajectory f
k

can be obtained self-consistently from

e��fk =

Z
dx⇢0(x)e

��Vk(x)

=
TX

i=1

niX

l=1

e��Vk(xi,l)

P
T

j=1 nj

e��(Vj(xi,l)�fj)
. (A.7)

That is, an initial set of free energies {f (0)
i

} (i.e. all zeros) is defined, new free

energies can be estimated from the r.h.s. of Eq. A.7 and the procedure is iterated

until convergence. Finally the re-weighting factor w
i

(x) for each configuration x in

the umbrella sampling data set can be estimated as

w
i

(x) =
1

P
T

j=1 nj

e��(Vj(x)�fj)
. (A.8)
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