


Abstract

Whole-cell behavior arises from the interplay among signaling, metabolic, and

regulatory processes, which differ not only in their mechanisms, but also in the time

scale of their execution. Proper modeling of the overall function of the cell requires

development of a new modeling approach that accurately integrates these three types

of processes, using the representation that best captures each one of them, and the

interconnections between them. Traditionally, signaling networks have been mod-

eled with ordinary differential equations (ODEs), regulation with Boolean networks,

and metabolic pathways with Petri nets. These approaches are widely accepted and

extensively used. However, each of these methods, while being effective, have had

limitations pointed out to them. Particularly, ODEs generally require very thorough

parameterization, which is difficult to acquire; Boolean networks have been argued to

be not capable of capturing complex systems dynamics; and the effectiveness of Petri

nets when comparing to other, steady-state methods, has been debated.

The main goal of this dissertation is to devise an integrated model that captures

the whole-cell behavior and accurately combines these three components to show

the interplay between them. I provide a systematic study on using particle swarm

optimization (PSO) as an effective approach for parameterizing ODEs. I survey

different inference methods for Boolean networks using sets of complex dynamic data

and demonstrate that Boolean networks are, in fact, capable of capturing a variety of

different systems. I review the existing use of Petri nets in the modeling of biochemical



system to show their effectiveness and, particularly, the ease with which they can be

integrated with other methods. Finally, I propose an integrated hybrid model (IHM)

that uses Petri nets to represent metabolic and signaling components, in conjunction

with Boolean networks to model regulation. The interconnections between these

models overcome the time scale differences of the processes through the addition of

appropriate delay mechanisms. I validate IHM on two data sets. The significant

advantage of IHM over other models is that it is able to capture the dynamics of all

three components and can potentially identify novel and important cross-talk within

the cell.
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Chapter 1

Introduction

In the world of targeted therapeutics, in silico simulations are becoming increas-

ingly important. They unveil the anticipated behavior of the system under desired

experimental conditions to assist better “wet” experimental design. The characteri-

zation of a system’s properties arises from the whole-cell function, which is comprised

of signaling, metabolic and transcriptional regulation processes (see Figure 1.1). The

complexity of the intracellular processes makes the construction of dynamic mod-

els a non-trivial task. In modeling these systems, I sought a chemically accurate

representation of all components of biochemical events and the incorporation of the

functional relationships between them. Until recently, modeling efforts focused on

capturing each of these components in isolation via various dynamic and structural

analyses. However, the amassing of high-throughput experimental data and advances

in computational system analysis suggest that diseases frequently occur not only from

the malfunctioning of individual components, but also from interruptions in the inter-

1



connections of these components [1]. Consequently, the key challenge in the modeling

of biochemical systems lies in the ability to construct an integrated representation

that accurately captures each component of the cell and their interconnections.

Figure 1.1: Interconnectivity between signaling, metabolic, and regulatory net-
works. Each of the three main functional modules of the intracellular behavior have been
modeled in isolation. However, in integrated modeling it is important to consider the inter-
play between those components.

When seeking an executable model to represent a biochemical process, one needs

to identify an appropriate modeling framework and apply a fitting execution strat-

egy. In [2], Fisher et al. distinguishes between two types of modeling frameworks -

mathematical and computational. The former representation is based on the mathe-

matical relationships between quantities that are derived from biochemical kinetics.

The latter is a representation of the state machine, which relates different qualitative

configurations (“state”) to each other. On the side of mathematical modeling, we

see widely accepted methods, such as flux balance analysis (FBA), or those based
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on a set of ordinary differential equations (ODEs) used for modeling metabolic and

signaling systems. In these approaches, the concentrations of species (i.e., metabo-

lites, signaling proteins) are described by mass-balance equations that incorporate

kinetic details of reaction mechanisms and their associated kinetic parameters. On

the side of computational approaches, Boolean networks and Petri nets1 stand out

as example of the most frequently used modeling techniques. A Boolean network is

a computation model that utilizes Boolean logic to represent the interaction within

regulatory network (where the state of each gene can be either ’on’ or ’off’). The

Petri net is a graphical model that has two types of nodes - places and transitions.

Places store the state of the species, and transitions encode the relationships between

them. Petri nets, when executed, move through the states of the system, recording

the overall condition at each step. Each of these approaches and their traditional

applications are described in more detail in Section 2.1.

On the way to modeling the whole-cell function, the foremost task is to develop

an integrated modeling approach which incorporates different types of processes, each

of which may be best described using different forms of representation. In this work

I propose an integrated hybrid model (IHM) that accurately combines the computa-

tional techniques of Petri nets and Boolean networks to capture the dynamics of the

interactions within the cell.

In this dissertation, I, first, review some of the traditional modeling techniques and

their use in modeling individual components of the cell. In later chapters I investigate

1Not to be confused with Petri dish - a shallow glass or plastic cylindrical lidded dish that
biologists use to culture cells or small moss plants, invented by Julius Richard Petri.
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some of those techniques and the perceived shortcomings they are frequently identified

with. Finally, I describe the proposed integrated hybrid model and examine it on two

case studies. I validate IHM’s performance against other models and experimental

data, and, lastly, use it to make biological predictions about these systems.

1.1 Motivation

System biology studies the structure and dynamics of cellular and organismal

function, rather than the characteristics of isolated parts of a cell or organism. As

biological data amasses from careful biological, genetical, or chemical experiments,

it is important to formulate an integrated model of the cell that describes the full

structure of the system and is capable of generating further experimental hypotheses,

leading into hypothesis-driven research [3].

The fundamental idea of the hypothesis driven cycle is depicted in Figure 1.2.

The cycle begins with acquiring experimental data in the wet lab. This data can be:

the measurements of metabolic fluxes, protein phosphorylations, or gene expression;

capture the results of perturbation experiments; and come in single measurements or

as a time series. In systems biology, one can construct a mathematical or computation

model to represent the system of interest using this data. When deciding on the mod-

eling technique it is important to consider the availability of the elements needed for

this model, such as topology or parameters. Once the model can be validated against

existing experimental data, the “dry” experiments can be conducted computationally

to test potential hypotheses. The complete cycle drives for more experimental data,

4



Figure 1.2: Hypothesis driven research in systems biology. The cycle begins
with acquiring experimental data in the wet lab. This data can then be used to create
a computation model of the system. The model can be executed to simulate meaningful
experiments that later can be repeated in the wet lab. The green boxes represent the design
or the setup one chooses to exploit the system of interest. The red ovals are the outcomes
of this design and carry some degree of uncertainty.

and, hence, the model enhancement. In Figure 1.2, the green boxes represent the

design or the setup one chooses to exploit the system of interest. The red ovals are

the outcomes of this design and carry some degree of uncertainty, such as noise in the

experimental data, incompleteness of the model, or ambiguity in the computational

experimental results.

As biologists generate more experimental evidence that many diseases arise from

multifunctional components with roles throughout signaling, metabolic, and regula-

tory networks, there is a need for an integrated model. This model can be applied
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in the context of the hypothesis driven cycle to advance the knowledge of the cell

behavior.

1.2 Contributions of the thesis

The main contribution of this dissertation is an integrated hybrid model (IHM)

that combines all components within the cell in a single computational framework.

IHM consists of two modeling techniques – Petri nets and Boolean networks – where

the former represents metabolic and signaling networks and the latter captures reg-

ulation. In the process of creating IHM, I have investigated some of the modeling

techniques in depth, while also evaluating them for appropriateness in integration.

The graphical summary of my contributions are shown in Figure 1.3.

In my dissertation, I mainly focus on extracting the dynamics form different mod-

eling techniques and using time series experimental data in model creation and vali-

dation. I investigate different data elements needed for capturing individual parts of

the cell in specific modeling formats. Namely, when creating a Boolean network that

will represent a regulation system, one needs to devise a set of Boolean logic rules to

embody the behavior of the system. Similarly signaling network topology and a sto-

ichiometric matrix are usually needed for modeling signaling and metabolic systems,

respectively. Depending on the type of data available, several modeling techniques

can be used. In my work, I focus on investigating Boolean networks, ODEs and Petri

nets, while also exploring how these models can be integrated. Each of the individual

contributions shown on the bottom of the figure are described in later chapters.
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Figure 1.3: Thesis flowchart. My dissertation’s overarching goal is to devise an inte-
grated model that captures all three components of the cell: metabolism, signaling and
transcription. Data: My work mainly focuses on dynamic models that can be created using
time series experimental data and topologies associated with each component. Modeling:
To arrive at integrated model, I explore different modeling techniques traditionally used to
represent individual components of the cell. Contributions: I investigate Boolean networks
and their expressiveness and ability to capture complex dynamics. I investigate the idea
of model parameterization in ODEs. I conduct extensive research on the use of Petri nets
for modeling different cell components. And, finally, I propose an integrated hybrid model
(IHM) and apply it to two case studies.

In Chapter 2, I provide background information on modeling efforts in system

biology and describe the applications for some of the traditional techniques. Further,

I provide a review of the existing integrated models.

In Chapter 3, I investigate the Boolean network model and its expressiveness and

ability to capture complex dynamics. I provide a thorough study of Boolean network
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inference methods using time series data sets of various levels of complexity. The goal

of the study is to show that the Boolean network is a powerful method that, even in

the absence of kinetic parameters, is still able to accurately capture various system’s

dynamics.

In Chapter 4, I conduct a study on using Parameter Swarm Optimization (PSO)

to parametrize an ODE-based model. I suggest three different metrics to assess PSO-

generated parameter sets against time series experimental data. I show that PSO is

an effective algorithm that is able to parametrize the system and match it to some

complex, even oscillatory, dynamics.

In Chapter 5, I provide an extensive review of the use of Petri nets (PN) in

modeling biochemical systems. First, I introduce basic Petri nets building blocks and

discuss different Petri net simulation techniques. I investigate the use of Petri nets

in modeling individual components of the cell and commend the reasons why it is a

good modeling technique for an integrated model.

In Chapter 6, I propose an integrated hybrid model (IHM) and explain its static

and dynamic properties. I apply IHM to two case studies, validate it against the

experimental data and other models, and conduct some predictive experiments using

the model.

Finally, in Chapter 7, I draw my conclusions and explicate my contributions to

the field.
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Chapter 2

Background

Conventionally, a biological model is the embodiment of researchers’ knowledge

about the system in the form of a diagram that represents a proposed mechanism to

capture patterns in the experimental observations. This diagram sketch has become

a traditional way of hypothesizing about the system, predicting possible experimental

outcomes, and conveying the model to others. Not surprisingly, such representation

is the core of the vast majority of models discussed in journal articles, textbooks, and

lectures [4]. However, with the fast-paced development of technologies, new research

has produced vast amounts of experimental data, constantly increasing our knowl-

edge about biological systems and, in turn, making current analytical approaches less

practical. The magnitude and complexity of our current knowledge and experimental

data pool calls for more sophisticated and efficient mathematical and computational

models.

A wide range of models, of varying complexity, have been proposed to analyze
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different behaviors within the cell. Some of those modeling techniques have achieved

widespread acceptance within the biological community. These traditional approaches

are frequently associated with the type of cell behavior they represent. For the

metabolic system, flux balance analysis (FBA) is known to be a reliable modeling

approach; for signaling transduction, ordinary differential equations (ODEs) are a

leading technique; and for transcriptional regulation, Boolean networks are the pri-

mary modeling method. These traditional approaches are reviewed in detail in Section

2.1.

In recent years, other emerging modeling approaches have proven to be successful

in modeling cell behavior. In particular, the Petri net (PN), which is a computational

graphical model, stands out as a comparable method for modeling different compo-

nents of the cell. Chapter 5 provides a review of the use of PN in modeling different

cellular components and supports its applicability in this context.

The main goal of my dissertation is to propose an integrated model, that not only

captures different components of the cell, but the behavior of the cell as a whole. In

Sections 2.2 and 2.3, I discuss the challenges of integrating different component types

and review current work in integrated modeling.

2.1 Traditional modeling techniques

In this section, I describe some of the traditional modeling approaches for different

components of the cell. Namely, FBA for metabolic systems, ODEs for signaling and

Boolean networks for transcriptional regulation.
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2.1.1 FBA and metabolism

Metabolic reactions are represented as a stoichiometric matrix S of size m × n.

Every row of this matrix represents one unique compound (for a system with m com-

pounds) and every column represents one reaction (n reactions). The entries of this

matrix are stoichiometric coefficients that determine the metabolite’s participation

in a reaction. Negative coefficients indicate that the metabolite is consumed in the

reaction, whereas positive coefficients describe it as a product of the reaction. Zero

coefficients are used to show that the metabolite does not participate in the reaction.

S becomes a sparse matrix since there are frequently many reactions that involve few

metabolites [5].

The flux through all of the reactions in a network is represented by the vector

v of length n. Determining the flux of the system in the steady state becomes a

constrained problem, where we are solving for v:

Sv = 0

ai < vi < bi

The solution v for this equation is determined within the given constraints. As

mentioned earlier, usually there are many more reactions than there are compounds.

Therefore, the equation frequently does not have a unique solution. As a result, FBA

becomes an optimization problem where we seek to optimize a function

Z = cTv
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where c is the vector of weights indicating how much each reaction contributes to

the objective function. Examples of optimization are minimizing ATP production

to find the most energy efficient state, minimizing nutrient intake to determine the

fittest state under nutrient shortage, or maximizing metabolite production of desired

metabolites.

Because the fundamentals of flux balance analysis are simple, it has become the

most prominent approach for metabolic flux analysis, while also becoming frequently

used in a wide range of other applications in systems biology. Particularly, it has found

a central role in all the integrated models reviewed in Section 2.3. However, FBA

assumes a steady-state when calculating final fluxes, which precludes the analysis of

the dynamics of metabolite concentrations and flux (re)distribution. Furthermore, the

classical FBA does not account for any perturbations and external stimulations that

can affect the metabolic processes before the steady-state is reached. Some dynamic

FBA approaches have been proposed [6, 7, 8] and provide good extensions to classical

FBA, which became a gateway into first proposed dynamic integrated models.

2.1.2 ODE-based approaches and signaling

The ODE-based approach entails the construction of a mathematical model de-

scribed by a set of ordinary differential equations (ODEs), which capture a relation-

ship between species quantities and how they change over time [2]. Solving these

equations over time approximates the dynamics of the system. In order to achieve

accurate dynamics, the ODE system requires a complete set of kinetic parameters.

In this lies the main limitation of this method since, while kinetic data is available
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for some reactions, for the vast majority of the pathways kinetic parameters have not

been identified [9]. There are two classical principles of chemical reaction kinetics

that drive ODE modeling: The Law of Mass Action and Michaelis-Menten Kinetics.

Mass action kinetics states that the reaction rate of conversion of masses in a

chemical reaction is proportional to the product of the masses of the reacting sub-

stances. Considering a generic reaction mA + nB
k−→ C with reactants A and B and

stoichiometric coefficients m and n, the reaction rate is given by

r = k[A]m[B]n, (2.1)

where r denotes the reaction rate, [A] and [B] the concentrations of substrates A and

B respectively, and k the kinetic or rate constant.

Given this definition, we can derive a set of ODEs describing the concentration of

participating species for first-order reaction A
k−→ B:

d[A]

dt
= −r = −k[A], (2.2)

d[B]

dt
= +r = +k[A].

Similarly, for the second-order or/and bimolecular reaction 2A+B
k−→ C:

d[A]

dt
= −r = −k[A]2[B],

d[B]

dt
= −r = −k[A]2[B], (2.3)

d[C]

dt
= +r = +k[A]2[B].
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We can also derive ODEs for the reversible reaction A+B
kf−⇀↽−
kb

C, where we have

to consider two kinetic constants, one for the forward reaction, one for the backward

reaction:

d[A]

dt
= −rf + rb = −kf [A][B] + kb[C],

d[B]

dt
= −rf + rb = −kf [A][B] + kb[C], (2.4)

d[C]

dt
= +rf − rb = +kf [A][B]− kb[C].

The time courses of dynamic behavior can be obtained by integrating these ODEs.

Michaelis-Menten kinetics considers the simple enzymatic reaction S
E−→ P

where substrate S is catalyzed by enzyme E to make product P . The catalytic rate

v is given by:

v =
Vmax[S]

[S] +Km

, (2.5)

where Vmax is the maximum reaction velocity and Km, the Michaelis constant - the

concentration of the substrate at which the reaction rate is half its maximum value.

With the total enzyme concentration [ET ] given by kcat = Vmax/[ET ] we are able to

describe the ODEs for this system:

d

dt
[S] = − d

dt
[P ] = −kcat · [ET ] · [S]

Km + [S]
. (2.6)

The main limitation of Michaelis-Menten is that it makes a few assumptions: (1)

the concentration of product is (close to) zero, (2) No product reverts to the initial
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substrate and (3) [ET ] � [S]. Even though these are reasonable assumptions for

enzyme assays in the test tube, in most metabolic pathways in vivo assumptions 1

and 2 don’t hold and none are correct for signaling pathways.

However, using the mass action law, we can take into the account the mechanism

by which the enzyme acts, producing a one substrate reaction with no backwards

reaction effects:

S + E
k1−−⇀↽−−
k−1

ES
k2−→ P + E.

We can now relate this model to the original Mechaelis-Menten definition by setting:

Km =
k−1 + k2

k1

where k2 = kcat =
Vmax
[ET ]

(2.7)

We can now derive a set of ODEs for this system:

d[S]

dt
= −k1[E][S] + k−1[ES],

d[E]

dt
= −k1[E][S] + k−1[ES] + k2[ES], (2.8)

d[ES]

dt
= +k1[E][S]− k−1[ES]− k2[ES],

d[P ]

dt
= +k2[ES] = v.

ODEs are a widely accepted and used method for modeling signaling networks.

The advantage of ODE-based models is that, while the numerical solution is not

guaranteed (and most cases cannot be obtained), the numerical methods for solution

approximation are well developed [10]. However, the quantitative analysis of ODEs is
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highly dependent on the quality of the literature resources or the experimental data

that is used to calibrate the model. Aside from the knowledge of the topology of

the system, ODEs require the exact values of kinetic parameters associated with the

model. The lack of availability in the numerical values of these kinetic parameters

poses the main challenge for qualitative models such as ODEs. Often only 30–50% of

the parameters can be extracted from the literature or acquired experimentally, while

the rest have to be approximated using different algorithms. Moreover, extremely

small numerical values of the parameters cannot be considered, since they can be

effected by the rounding error of the solver algorithms [11].

2.1.3 Boolean networks and regulation

Since 1969, when Kauffman proposed the use of Boolean networks for regulation

modeling, the method has been widely used [12]. Over the years, with the steady

increase in the amount of data on genetic regulation, Boolean networks became a

common strategy for regulation modeling [13, 14, 15].

Let X be an n-dimensional binary vector that represents the current state of the

system. Each element Xi ∈ X corresponds to the state (0 or 1) of species i. A

Boolean network defined by a set F of n Boolean functions. For every fi ∈ F , such

that 1 ≤ i ≤ n, fi(X(t)) = Xi(t + 1). In other words, given a current state of the

system X(t), fi determines the (binary) value of species Xi at time t+ 1.

Given a Boolean network N on n variables and an initial state X(0) ∈ {0, 1}n,

the dynamics of the system can be simulated by repeatedly applying the Boolean

functions and updating the “current” state. In the classical synchronous simulation,
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the states of all variables are updated simultaneously after all of the functions in F

have executed, whereas in asynchronous simulation, the states are updated one at a

time by randomly choosing a function fi ∈ F and updating the state of Xi immedi-

ately. The final asynchronous simulation is the average across many executions. The

latter technique belongs to the category of single-molecule level models [16]. This

category of simulators are based on the stochastic simulation algorithm (SSA), which

began to gain popularity as early as the 60s and 70s through the work of Bartlett on

stochastic epidemic models [17], and Gillespie on stochastic simulation of spatially

homogeneous chemical systems [18] ; they are widely accepted and frequently used.

Roughly speaking, asynchronous simulation of a Boolean network amounts to exe-

cuting SSA with a uniform distribution. Both of these simulation methods are used

throughout in the work presented in this chapter. Figure 2.1 shows an example that

depicts the difference between the two types of simulations.

The appeal of Boolean networks is their simplicity. The Boolean network’s topol-

ogy can easily be constructed from the basic knowledge of gene interactions and

requires no kinetic parameters [19]. However, frequently it is argued that the ab-

straction of the Boolean network is insufficient to capture the complete knowledge

of the network architecture and, therefore, can be impairing to predictive modeling

with Boolean networks [20].

17



Figure 2.1: Example of Boolean synchronous vs. asynchronous simulation. n
the classical synchronous simulation, the states of all variables are updated simultaneously
after all of the functions in F have executed, whereas in asynchronous simulation, the states
are updated one at a time by randomly choosing a function fi ∈ F and updating the state
of Xi immediately. The final result of the asynchronous simulator is the average of several
runs.

2.2 Integration challenges

The goal of integrated modeling lies in combining all cell components – signaling,

metabolic, and regulatory – within a single framework. The main challenge of inte-

gration lies in the fact that these cellular components are best modeled with various

modeling techniques and are executed at time scales that span multiple orders of mag-

nitude. Both signaling and metabolic reactions occur very rapidly (taking fractions of

a second), while receptor internalization and gene regulation can take minutes or even
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Method Ref / Year Met Sig Reg Model

SR-FBA
Shlomi et al. [23]
2007

FBA – Boolean E. Coli Yeast

iFBA
Covert et al. [24]
2008

FBA ODE Boolean E. Coli Yeast

idFBA
Lee et al. [25]
2008

FBA
FBA
Participation matrix
Delay/duration vars

ODE from
Boolean

Prototype system
S. cerevisiae Yeast

PROM
Chandrasekaran
et al. [26]
2010

FBA – Probabilities
E. Coli Yeast
Mycobacterium
tuberculosis

LSIF
G Richard
et al. [27]
2011

FBA
FBA
Participation matrix

Uses production
and decay rates
calculations

Infection with
Porphyromonas
gingivalis

dFBA
Feng et al. [28]
2012

FBA Monod kinetics –
Shewanella oneidensis
MR-1 growth

IHN
Berestovsky et al.
Under review

PN PN
Boolean
network

Hight and low
glucose
Osmoregulation in
S. cerevisiae

Table 2.1: Review of the existing integration methods.

hours [21, 22]. In the dynamic integrated model, all “fast” and “slow” reactions must

execute simultaneously, requiring proper interconnections between the components.

2.3 Review of existing integration methods

In the last decade, several integration methods have been proposed and applied

to various systems. Table 2.1 summarizes some of the well known integrated models

that combine some or all components of the cell (the last item in the list is the model

proposed in this dissertation). The short description of each of these methods is

provided below.

SR-FBA - Steady-state regulatory flux balance analysis was proposed by T Shlomi

et al in 2007. The algorithm tries to capture the effect of transcriptional regulation on
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cellular metabolism, by quantifying the extent to which regulatory versus metabolic

constraints determine the overall steady state flux activity. The state of the metabolic

component is represented by steady-state fluxes through its reactions. The state of the

transcriptional regulatory system at a steady state is represented by a fixed, steady-

state Boolean value for each gene, indicating whether it is expressed or not. The

combined state of the entire system in a given constant environment is described by a

pair of consistent metabolic and regulatory steady states, or the metabolic–regulatory

steady state (MRS), which satisfy both the metabolic and regulatory constraints [29].

SR-FBA is based on mixed integer linear programming (MILP), where the problem

is formulated to identify MRS solutions by translating the Boolean logic underlying

the regulatory constraints and the mapping between genes and reactions to linear

equations. The algorithm searches for all alternative MRS solutions attainable within

a given growth medium. All solution are examined for the final classification of genes

as expressed (being “on” in all solutions), non-expressed (being “off” in all solutions),

and undetermined (mix of “on” and “off” states across all solutions). The final

classification of metabolites can be classified as active (having non-zero flux in all

solutions), inactive (having zero flux in all solutions), and undetermined (having and

mix of zero and non-zero fluxes across the solutions).

iFBA - dynamic flux balance analysis was proposed by M Covertet al in 2008

[24]. The method models the dynamic behavior of metabolic, regulatory and signaling

networks by combining FBA with regulatory Boolean logic and ordinary differential

equations (ODEs). The steps of the algorithms are defined as follows:

1. Specify initial environment – assign the initial conditions for all three com-
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ponents as attained from the literature, where applicable, while the rest are

assumed to be in the steady state.

2. Calculate regulatory protein activity, gene and protein expression – implement

the Boolean regulatory model with time delay, except in cases where activity

and expression are encapsulated by the ODE model.

3. Solve ODEs – at each time step, the MATLAB ode15s function numerically

integrates the ODE model using the growth rate and fluxes computed by the

FBA model at the previous time step.

4. Determine metabolic flux constraints and metabolite pooling fluxes – determine

new FBA constraints using the protein expression from regulation activity and

final ODE rates from signaling.

5. Calculate flux distribution – fluxes were calculated by maximizing biomass pro-

duction subject to the FBA mass balance equations (based on experimental

data) using the open-source COIN-OR Linear Program Solver.

6. Calculate new environment – using the fluxes computed by FBA, the environ-

ment was updated to be used in the next step for Boolean network and ODE

calculations.

The dynamics of the system is acquired by recalculating the steady-state of each

component, incorporating the changes in the environment from the previous time

step. This approach does not truly capture the interplay between the components

during the execution.
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idFBA - or integrated dynamic flux balance analysis was proposed by MJ Lee

et al. in 2008 [25]. The method explores the dynamic of iterated systems by ex-

ecuting FBA on small discretized time steps. Metabolic and signaling components

comprise the objective function for the FBA, while regulation is represented by ODEs

corresponding to the Boolean rules associated with them. After an instance of FBA

optimization for a given time step, phenotype variables are integrated using outputs

of FBA. The constraints are then updated for the next FBA execution. The exact

steps of the algorithm are defined as follows:

1. Discretize the time window into small steps, ∆t

2. Initialize a Rs × tN incidence matrix (I) of binary variables denoting which

reactions participate during which time steps, where Rs is total number of

reactions and tN is the number of discretized steps.

3. For each reaction in the systemRi, multiply the corresponding coefficient I(Ri, t)

by the flux bounds of the reaction. By specifying I(Ri, t) = 0 for excluded re-

actions, the fluxes of these reactions are set to zero when a “slow” reaction is

included.

4. Calculate the optimized flux vector, v, with the updated constraints, for the

start of the current time step, tcurrent.

5. Given the optimized flux vector for tcurrent, integrate the phenotype variable for

regulation over ∆t.
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6. Update I based on v at the current time step tcurrent given the time-delay and

reaction duration parameters.

7. Repeat steps 3 through 6. The optimized flux vector, v, at the current time

step tcurrent imposes new constraints on the internal fluxes of the next time step

idFBA is capturing the true dynamics of the system, since it updates the environment

and incorporates it in the calculations for the small time intervals. This method is

the closest to type of dynamics my integrated hybrid model captures.

PROM - or probabilistic regulation of metabolism was proposed by S Chan-

drasekaran et al in 2010 [26]. The metabolic network is represented using FBA and

regulatory interactions are represented as probabilities. For example, the probability

of gene A being “on” when the regulating TF B is “off” is given by P (A = 1|B = 0);

similarly, P (A = 1|B = 1) gives the probability of A being “on” when B is “on”. The

probabilities are extracted from microarray experimental data. These probabilities

are then used to constrain the fluxes through the reactions controlled by the target

genes. This is done in such way that the flux through the reaction regulated by gene

A would not exceed the maximum flux possible through the reaction [i.e., maximum

velocity (Vmax)] if it is “on”, and would be zero when it is “off”. Hence, on average,

the maximum flux through the reaction in the population would be 0.8× Vmax when

P (A = 1) = 0.8 or, in general, the upper bound for the flux is p × Vmax, where p is

the probability of the gene being on. When the constraints have been set, the opti-

mal growth of the regulated network is determined by solving a linear optimization

problem as in FBA.
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The advantage of the PROM model is that it can be readily learned from high-

throughput data, while dealing with the uncertainty inherently present in biological

systems – both intrinsic, at the level of gene expression; and extrinsic, caused by

interconnections between the components in the cell. However, the method only

determines the steady state of the system.

Large scale iterated framework - (abbreviated further as LSIF) proposed by

G Richard et al in 2011. The integrated overall model combines the fast dynamics of

the metabolic and signaling pathways with the slow dynamics of the gene regulatory

network. This is done by utilizing two discretized time scales: faster T for signaling

and metabolism (with time steps t) and slower H for regulation (with time steps h).

FBA is performed for discretized steps t to obtain flux values for all signaling and

metabolic reactions; in particular, it gives flux values for the transport reactions in

metabolism and for the transcription factors (TFs) of the signaling pathways. The

fluxes of the transport (metabolic) reactions give the new external metabolite con-

centrations. Gene regulatory network is constructed using network reconstruction

algorithm from [30], using the application of gene network that interacts with the

TLF (toll-like receptor) signaling pathways from [31] to construct a discrete time

piecewise linear mathematical model. The outputs of the signaling pathways deter-

mine the expression levels of the input genes every time step h. These genes update

the expression levels of output genes, with some delay τ . The output genes are also

used to constrain the metabolic/signaling network for the next iteration.

This method was applied to a large system consisting of 4,630 reactions and 3,507

species within metabolism and signaling and 20 genes in regulation. However, in
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analysis of this large system focused solely on the gene expression, providing little

insight on how signaling and metabolic components affect on regulation.

dFBA - or dynamic flux balance analysis combines the Monod kinetic model

and genome-scale flux balance analysis to analyze the dynamic metabolism of an

environmentally important bacterium (S. oneidensis MR-1). It was proposed by X

Feng et al in 2012 [28]. To extract the flux dynamics FBA is divided into numerous

pseudo-steady states so that a conventional genome-scale MR-1 framework was able

to calculate the flux distributions in five-minute time intervals. Such dFBA models

consist of ∼400 mini-FBAs. The FBA at each time interval is constrained by the

Monod model, which provides time-dependent inflow/outflow fluxes. FBAs use a

dual-objective function (a weighted combination of “maximizing growth rate and

“minimizing overall flux) to capture trade-offs between optimal growth and minimal

enzyme usage.

While the method shows good results for the system of interest, it only focuses

on predicting metabolic responses under dynamic culture conditions, while not con-

sidering regulation.

In this chapter, I reviewed some of the traditional techniques for modeling separate

components of the cell and currently existing integrated models that attempt to

capture whole-cell behavior. All of these integrated models used FBA as a central

piece of the simulation. The main goal of this thesis is to propose a novel integrated

model that uses a dynamical graphical model of Petri nets (reviewed in Chapter 5) in

the place of the traditionally steady state FBA approach (Chapter 6). Meanwhile, the
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next two chapters, 3 and 4, address in greater detail some of the modeling techniques

that were being considered for use in the integrated hybrid model framework.
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Chapter 3

Boolean network inference

Results in this chapter are based on [32].

Regulatory networks play a central role in cellular behavior and decision making.

Learning these regulatory networks is a major task in biology, and devising com-

putational methods and mathematical models for this task is a major endeavor in

bioinformatics. Boolean networks have been used extensively for modeling regula-

tory networks. In this model, the state of each gene can be either ‘on’ or ‘off’ and

the next-state of a gene is updated, synchronously or asynchronously, according to a

Boolean rule that is applied to the current-state of the entire system.

Inferring a Boolean network from a set of experimental data entails two main steps:

first, the experimental time-series data are discretized into Boolean trajectories, and,

then, a Boolean network is learned from these Boolean trajectories. In this chapter

I consider three methods for data discretization, including a new one I propose, and

three methods for learning Boolean networks. Finally, I study the performance of all
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nine possible binarization-learn combinations on four regulatory systems with varying

dynamic complexities.

I find that employing the right combination of methods for data discretization

and network learning results in Boolean networks that capture the dynamics well

and provide predictive power. My findings are in contrast to a recent survey that

placed Boolean networks on the low end of the “faithfulness to biological reality” and

“ability to model dynamics” spectra [16]. Further, contrary to the common argument

in favor of Boolean networks, I find that a relatively large number of time points

in the time-series data is required to learn good Boolean networks for certain data

sets. Last but not least, while methods have been proposed for inferring Boolean

networks, as discussed above, missing still are publicly available implementations

thereof. Here, I make my implementation of the methods available publicly in open

source at http://bioinfo.cs.rice.edu/.

3.1 Background

The fate of a cell, and an organism as a whole, is determined by the functioning

of a complex cellular machinery. Part of this machinery, referred to as the regulatory

network, is comprised of molecular species (genes, proteins, micro RNA, etc.) and

their interactions. This network, upon receipt of extracellular signals, relays signals

from the cell membrane to the nucleus, and initiates a transcription process that con-

trols the production and abundance of proteins. Proper functioning of these networks

is essential to the survival and adaptation of all living organisms, while malfunction-
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ing of these networks has been identified as the cause of various diseases. Therefore,

elucidating these networks in different cells and organisms, and understanding their

structural and dynamic properties under different conditions are major endeavors in

biology. The sheer size and complexity of these networks make it essential to de-

velop computational tools for automated inference, or learning, of these networks

from experimental data.

Advanced biotechnologies have amassed large amounts of genomic and proteomic

data to enable computational inference of parts of these regulatory networks. Vari-

ous approaches for modeling and analyzing regulatory networks have been introduced,

which differ in the levels of complexity they model and provide different advantages

and limitations [33, 16]. These approaches vary in their assumptions and parame-

terization, and consequently expressiveness, from the very detailed (e.g., systems of

ordinary differential equations) to the least detailed (e.g., graph connectivity). The

tradeoff among criteria such as simplicity, scalability and expressiveness, highlights

one of the central issues in systems biology, where defining the scope and abstrac-

tion level of the model highly depends on the availability of biological knowledge to

incorporate into the model as well as the question of interest [3].

Boolean networks have emerged as a plausible model of regulatory networks (e.g.,

[34, 35]) that, on the one hand, does not require knowledge of the kinetic parameters,

and on the other hand, provides important insight into the dynamics, as well as

the steady-state behavior, of the system. Their appeal lies in the fact that Boolean

relationships can be established from relatively small amounts of experimental data.

Under a Boolean network model, the state of a gene is either ‘on’ or ‘off,’ and that
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state is updated according to a Boolean rule, or function, that relates the next-state

of a gene to the current-state of the entire system. As such, updates are executed for

a number of steps, as the dynamics of the Boolean network are simulated and Boolean

trajectories of the model are produced. These trajectories can be compared to the

experimental data for validation and refinement of the model. Further, the Boolean

network can be manipulated to simulate in silico perturbations for generating testable

hypotheses.

To account for stochasticity in gene regulatory systems [36, 37], probabilistic

Boolean networks (PBNs) were introduced [38, 39]. Unlike deterministic Boolean

networks, the next-state of a gene is determined by a Boolean function that is se-

lected, with a certain probability, from a set of Boolean functions associated with

that gene. While PBNs are more appropriate for modeling regulatory networks than

deterministic Boolean networks, their application in practice has been very limited,

mainly due to the complexity of computing the state transitions and steady-state

distributions [40].

More broadly, a wide array of mathematical and computational techniques have

been devised for modeling regulatory networks. These models differ, among other

things, in the assumptions they make, the quality and quantity of experimental data

they require, and in their expressive and predictive powers. For a recent survey of

such classes of methods, the reader is referred to [33, 16]. I focus on deterministic

Boolean networks, and incorporate asynchronous simulations of these networks, which

is aimed at capturing stochasticity.

The process of inferring the Boolean model from time-series data can be separated
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into two distinct steps. In the first step, the time-series data is discretized into

maximally informative binary state transitions (which we refer to as “binarization”).

The second step uses these binary profiles to learn the Boolean network that best

captures the Boolean trajectories. Once a Boolean network is learned, it can be

analyzed for structural and steady-state properties, simulated and simulated either in

synchronous or asynchronous mode, to reveal the dynamics of the underlying system

or perturbed in silico to generate testable hypotheses.

In this chapter, I evaluate the performance of methods that have been proposed

for binarizing time-series data and for learning Boolean networks. I use the time-

series data of four regulatory networks, three of which are synthetically generated and

one consisting of true experimental data points. For the first step, I consider three

pre-processing methods: (1) the k-means clustering technique with k = 2, which was

proposed in [41], (2) the BASC A method of [42], and (3) an iterative k-means cluster-

ing method that I propose. For the second step of learning the Boolean network from

binary data, I consider the three most commonly used methods: REVEAL [43], Best

Fit [44], and Full Fit [45]. All these methods are reviewed briefly below. I assess the

performance of combinations of these methods on four regulatory networks of varying

sizes (in terms of the number of species and interactions) and dynamics complexity,

report on the results, and make recommendations about their use. In particular, I

find that the iterative k-means binarization method, combined with BESTFIT or RE-

VEAL, produce the best quality Boolean networks – ones with the ability to capture

even complex oscillatory dynamics. I also find that Boolean networks, when learned

using the appropriate methods, have good predictive power. My findings on the four
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systems disagree with the classification of [16], which puts Boolean networks on the

lower end of the expressiveness scale. Last but not least, I make the implementation

of the methods available publicly in open source at http://bioinfo.cs.rice.edu/. My

implementation allows the user to choose any combination of data binarization and

network learning methods.

3.2 Methods

I provide the general description of Boolean networks and their simulation tech-

niques in Section 2.1.3.

The general outline of the learning approaches is given in Algorithm 1 with detailed

description of each step presented below. Since the two versions of k-means are

initialized randomly, multiple applications may result in different binarizations, and

potentially different networks; hence the need for iterating i times in the algorithm

(this iteration is neither needed nor performed when the binarization is done via the

deterministic BASC A method).

3.2.1 Binarization

Two clusters k-means binarization (KM-1) directly clusters the time-series data

into two clusters with all values in the cluster with the higher mean being set to 1,

and the values in the cluster with the lower mean set to 0 [41]. This method is fast

and effective for simple time-series; however, it could miss some of the features of the

data, especially in the presence of oscillations and fluctuations.
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Algorithm 1 From Time-series to Boolean Networks
Input:

• Time-series S = {S1, S2, . . . , Sn} of n species;

• Binarization method bin ∈ {KM-1, KM-3, BASC A};

• Learning method learn ∈ {REVEAL, BESTFIT, FULLFIT};

• Error scoring metric Error(·, ·);

• Number of iterations i;

Output:
All Boolean networks that are optimal under the error metric;
MinError ←∞.
Repeat i times:

1. B = bin(S);

2. Remove redundancy in B;

3. N = learn(B);

4. If Error(N,B) < MinError

(a) MinError ← Error(N,B);

Return all Boolean networks N with Error(N,B) = MinError.

Iterative k-means binarization (KM-3) is a new method we propose to address

the shortcomings of of KM-1 when dealing with complex dynamics. In this method,

we define the depth of clustering d, and set the initial number of clusters to k = 2d.

In each iteration, we classify the data into k disjoint clusters C1
Si
, . . . , Ck

Si
; then, for

each cluster Cx
Si

, all its values are replaced by the cluster’s mean µ(Cx
Si

). For the

next iteration k = k/2, and the clustering is repeated using the data from previous

iterations. This continues until k = 2 resulting in final binarization where the higher

cluster is replaced with 1 and the lower with 0. We find that d = 3 yields the best

results for all systems we consider here. Figure 3.1 shows the convergence for different

depths of iterative k-means algorithm for toy networks, described in Section 3.3. For
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Figure 3.1: The convergence for different depth values in the iterative k-means
clustering step for the toy network in Section 3.3. The scores of the learned networks
are shown for the first 1000 iterations.

d = 1, this method is equivalent to KM-1. Figure 3.2 illustrates the advantages

of iterative k-means clustering, while halving the value of k in each iteration, over

direct use of k-means to acquire two clusters. Direct clustering into 2 clusters misses

the oscillations in the data, whereas the iterative application of k-means successfully

captures it.

BASC A binarization (BASC A) first converts the vector of time-series measure-

ments into an ordered, ascending step function f of size N with N − 1 discontinu-

ities. It, then, uses dynamic programming to calculate optimal step functions with

n ∈ {0...N − 2} discontinuities by minimizing the Euclidean distance to the initial

step function f . Further, in each step function, the algorithm finds the strongest
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(a) Direct binarizatoin (b) Iterative binarization

Figure 3.2: Iterative k-means clustering with d = 1 (direct binarization) vs.
d = 3. More refined binarization is achieved with higher values of d.

discontinuity n′ using the scoring metric that favors large jump size (characterized by

the difference between the average of all f(i) > f(n′) and average of all f(i) ≤ f(n′))

and the lower approximation error with respect to the original f (the sum of the

quadratic distances of all data points using f(n′) to determine the potential thresh-

old). When the vector v of the strongest discontinuities has been identified, BASC A

determines the final threshold by using the median value in v. Figure 3.3 shows an

example of BASC A binarization. For full details, the reader is referred to [42].

In both k-means binarization methods, the initial cluster centroids are chosen at

random. Multiple runs of these binarization methods can lead to different binary pro-

files B and, potentially, to different Boolean networks N . BASC A, on the other hand,

is deterministic. Different runs with BASC A may still result in different networks due

to sampling in the Boolean network learning algorithms.
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Figure 3.3: BASC A binarization example. On the left the original data and its
conversion into an ascending step function is shown. The right side shows the dynamic
programming step, where all step function of size n ∈ {0...N − 2} are evaluated to find the
strongest discontinuity for each n, as shown by vector v. The median value ṽ in v determines
the values in the original sorted vector, usorted[ṽ] and usorted[ṽ + 1], whose average will be
the final threshold. Figure partially adopted from [42].

3.2.2 Redundancy removal

The steady state of a Boolean network is obtained when we have two equal con-

secutive states; that is, X(t) = X(t + 1). However, in practice, it may be that data

is measured at a very fine time-scale, giving a false indication of steady-state signal,

especially when abstracted into binary values. Therefore, it is important that the

binarized data is processed so as to remove false steady-state transitions, while main-

taining the true steady-state transition. Since a steady-state is a point attractor, a

pair of equal consecutive states is indicative of a true steady state only if it was the

last pair in the series. Therefore, except for the last pair in the series, we remove

from each maximal consecutive sequence of identical states all but one of the states.

We also considered reduction techniques proposed by [46], where the authors first

determine the average number of bits needed to consider a transition significant and
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then reduce the binary profiles to only keep the significant transition changes. This

method is equivalent to my approach if only 1 bit is needed to mark a significant

transition. However, we found that when the average number of bits needed is above

1, this reduction method skips some of the informative transitions that could be used

in the Boolean network learning step.

3.2.3 Learning a Boolean network

REVEAL (REVEAL) [43] uses a deterministic transition table to infer the Boolean

relationships between the variables. First, additional data pre-processing is needed

to convert binarized profiles B into transition a table. It is possible that in B we

may have pairs of transitions (X(t),X(t + 1)) and (X(t′),X(t′ + 1)), where t 6= t′,

X(t) = X(t′), and X(t + 1) 6= X(t′ + 1). This scenario amounts to nondeterministic

transition tables and cannot be handled by REVEAL. To address this, if there are

transitions from state s leading to k possible states t1, . . . , tk, we count the number of

times each transition (s, ti), 1 ≤ i ≤ k is observed, keep the pair (s, ti) with the highest

count, and remove the rest. This eliminates nondeterminism from the transition table.

Using the resulting transition table, for each variable Xi, REVEAL computes the

entropy value H(Xi) = −
∑
p(x) log p(x), where p(x) is the probability of observing

value x (x ∈ {0, 1}) for variable Xi [47]. Further, for each subset X ′ ⊆ {X1, . . . , Xn}

of variables, REVEAL computes the mutual information between Xi and X ′ as

M(Xi, X
′) = H(Xi) +H(X ′)−H(Xi, X

′)
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whereH(X, Y ) = −
∑
p(x, y) log p(x, y) is the joint entropy ofX and Y . The smallest

(in terms of size) subset X ′ that yields M(Xi, X
′)/H(Xi) = 1 reflect the set of

genes whose states determine the next state of the gene represented by variable Xi.

To resolve, the function f ′(X ′) = Xi is assigned only in the case if it is complete

(all permutations of X ′ are represented), and discarded otherwise. The REVEAL

algorithm works incrementally by first checking how well each single gene determines

the value of Xi (for every i), then checks every pair of genes, then every triplet of

genes, and so on. In [43], the authors recommended not considering subsets X ′ with

more than three genes. This maximum input size was shown in the original work of

Liang et al. to be most effective in terms of both biological plausibility and inability

to be further reduced.

Best-Fit Extension (BESTFIT) determines, for each Boolean variable Xi, the set

X ′ ⊆ {X1, . . . , Xn} of size k ≤ n, that best explains Xi with the least error size. The

algorithm utilizes partially defined Boolean function pdBf(T ,F ), where T, F ∈ {0, 1}k,

and denotes the set of true and false examples as extracted from binarized time-series

data. For each time step 0 < t < m − 1, unique occurrences of pairs X′(t) and

Xi(t + 1) are added to pdBf(T ,F ), such that T = {X′(t) ∈ {0, 1}k : Xi(t + 1) = 1}

and F = {X′(t) ∈ {0, 1}k : Xi(t + 1) = 0}. Further, the error size ε is defined

by the number of inconsistencies within pdBf(T ,F ) and is determined by size of the

intersection of the sets ε = size(T ∩ F ). The X ′ with the lowest error is chosen

and the undefined entries in the corresponding pdBf(T ,F ) are randomly assigned to

extract a deterministic function. For full details, the reader is referred to [44]. Similar
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to REVEAL, BESTFIT also works incrementally, resolving Xi with X ′ of smallest size

and discarding the rest.

Enumeration inference method (FULLFIT) determines the setX ′ ⊆ {X1, . . . , Xn}

that fully explains the variable Xi. Similar to BESTFIT, for each time step 0 < t <

m − 1, unique occurrences of pairs X′(t) and Xi(t + 1) are added to pdBf(T ,F ),

and the number of inconsistencies ε is calculated. The only difference here is that

the algorithm only accepts the functions with ε = 0 [45]. Ideally, after all possible,

fully consistent, functions are gathered, all resulting networks can be enumerated by

choosing a single function for each Xi. However, in practice it could quickly becomes

computationally infeasible. To address this, Martin et al. suggest sampling networks

from the pool of functions [45].

In all three methods it is often the case that a single Xi can be determined by

multiple X ′ of the same size. This happens because the original data is incomplete, as

the binarized time-series might not have all possible input-output pairs represented in

it. The incomplete transition table allows all algorithms to match each X ′ to multiple

functions f ′. Therefore, for a given binarization, we sample 100 networks and assess

them to find the one with minimum error for a single binarization.

3.2.4 Error assessment

As a Boolean network is learned by one of the three algorithms, its quality must

be assessed as well as its fit for the data. Let B = {B1 . . . , Bn} be a set of binary

trajectories of equal size used to infer a Boolean network N . We execute N using a
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synchronous Boolean simulator [48] to generate a binary trajectory Y whose length

is equal to that of B, and whose first state is identical to that given by B. In a

synchronous simulation, all states are updated simultaneously after execution of all

Boolean functions in F . The use of this simulator further illustrates the need to

remove redundancy in the binary data, as the system cannot stay in the same state

except for the steady state. We then define the error of Boolean network N with

respect to data B as

Error(N,B) =

∑
1≤t≤M [(|B(t)−Y(t)|) · In]

n ·M
, (3.1)

where In is an n-dimensional vector of all ones, and M is the number of states in

the binarized, reduced time series. A network with smaller error better captures the

system. Zero error can be achieved for some, but not all, networks, indicating an

inferred Boolean network that perfectly matches the reduced binarized data.

3.3 Results

In this section, I evaluate the performance of each bin:learn combination in Al-

gorithm 1 on four time-series data sets: one of which is experimental and the other

three synthetically generated from regulatory network kinetic models. The data sets

vary in the number of species, the number of data points, as well as in the complexity

of the dynamics; I discuss the implications of size and complexity in the next section.

The first system I analyze consists of a regulatory network of four genes, adopted
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from [49]. In this network, gene A is self-regulatory, the protein products of genes

A and B form a heterodimer that activates the expression of gene C, the protein

product of gene D activates the translation of the protein product of B, and the

protein product of C inhibits the expression of genes B and D. The system of

ordinary differential equations (ODEs) that we used to model the toy network from

[49] is:

dA/dt = va − ka · A

dB/dt = Vb·Dnd
Kb+D

nd

1
KIc+Cnc

− kb ·B

dC/dt = Vc·(A·B)nab

Kc+(A·B)nab
− kc · C

dD/dt = Vd
KIc+Cnc

− kd ·D

To generate the time-series data shown in Figure 3.4(a) for this system, we used the

following values for the parameters: va = 1, ka = 1, Vb = 1, Kb = 5, KIc = 0.5,

kb = 0.1, Vc = 1, Kc = 5, kc = 0.1, Vd = 1, kd = 1, nab = nc = nd = 4. Further, we

used an initial condition of A(0) = B(0) = C(0) = D(0) = 0. We solved the ODEs

numerically by using the ode45 built-in function in Matlab. This network exhibits

complex, oscillatory dynamic behaviors, as can be shown in Figure 3.4(a).

For the second system, we used an experimentally derived time-series data set for

a Jak2/Stat5 signaling network with negative regulatory feedback loops. The dynam-

ics of this pathway were explored by Bachmann et al. to determine the roles of the

two transcriptional negative feedback regulators Socs3 and CIS [50]. For this system,

I obtain the time-series data from [50], which are shown in Figure 3.4(c). The experi-

mental data shows a spike in the activity of the phosphorylated signaling components
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(pJak2, pEpoR, and pStat5) at the initial time points but, later, suppression by the

inhibitory feedback from the expressed genes Socs3 and CIS.

For the third system, I use Smad network [51]. Smad proteins are an important

intracellular mediator of TGFβ signaling, a system that plays a significant role in cell

growth and differentiation. Upon TGFβ stimulation, Smad proteins accumulate in

the nucleus and regulate the transcription of target genes [51]. This system is much

larger than the two systems analyzed thus far. To produce time-series data for the

Smad system, I acquire a curated COPASI model from the Biomodels database [52].

Using this model, I obtain time-series data in Figure 3.4(e).

The fourth system I analyze is similar to the Smad system in terms of the number

of species, yet more complex in terms of dynamics. The budding yeast cell cycle is a

classic example of the sequence of events during which a growing cell replicates. The

system has been mostly worked out in a consensus set of interactions. Chen et al.

developed a system of ODEs to model this consensus hypothesis [53]. The synthetic

data for the Smad and cell cycle systems were generated using COPASI [54]. The

dynamics of the budding yeast cell cycle are shown in Figure 3.4(g). The original

time series is normalized between 0 and 1.

3.3.1 Ability to model dynamics: expressiveness of the learned

Boolean networks

For each bin:lean combination in Algorithm 1, we execute 100 searches of minimum-

error Boolean networks, according to Equation (3.1), where each search is run for up
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D

pJak2
pEpoR
pStat5
CIS
Socs3

Figure 2: True dynamics (left column) and the dynamics based on asynchronous simulation of the best-
scoring Boolean networks learned from the data (right column) of the four systems: toy network, Jak-Stat,
Smad, and budding yeast cell cycle from top to bottom, respectively. The Boolean network simulated for
each system is one with minimum error obtained by the KM3:REVEAL method (see Table 1).

al. developed a system of ODEs to model this consensus hypothesis [?]. The synthetic data for the Smad

and cell cycle systems were generated using COPASI [?].

Ability to model dynamics: Expressiveness of the learned Boolean networks

For each bin:lean combination in Algorithm 1, we execute 100 searches of minimum-error Boolean networks,

according to Eq. (1), where each search is run for up to 10,000 iterations (the search is terminated whenever

a minimum error of 0 is achieved, since this is the best possible value). For each of the four systems, we

9

(a) (b)

(c) (d)

(e) (f)

(g) (h)

Figure 3.4: True dynamics (left column) and the dynamics based on asyn-
chronous simulation of the best-scoring Boolean networks learned from the data
(right column) of the four systems: toy network (a-b), Jak-Stat (c-d), Smad (e-
f), and budding yeast cell cycle (g-h). The Boolean network simulated for each system
is one with minimum error obtained by the KM3:REVEAL method (see Table 3.1).

to 10,000 iterations (the search is terminated whenever a minimum error of 0 is

achieved, since this is the best possible value). For each of the four systems, we

report Min error, Convergence, Uniqueness, and Correctness, in Table 3.1. Min er-

ror is the minimum error achieved by a Boolean network over the 100 searches. For
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Table 3.1: Evaluation results for different combinations of binarization and
learning methods on the four networks.

Toy network Jak-Stat Smad Cell cycle
KM-1 KM-3 BASC A KM-1 KM-3 BASC A KM-1 KM-3 BASC A KM-1 KM-3 BASC A

R
E
V
E
A
L Min error 0.43 0.007 0.025 0.28 0.0 0.26 0.48 0.0 0.73 0.52 0.012 0.52

Convergence 1 14 1 595 2237 2 1 12 1 6 559 1
Uniqueness 1 1 1 1 3 1 1 96 1 1 6 1
Correctness N Y N N Y N N Y N N Y N

B
E
S
T
F
I
T Min error 0.13 0.007 0.125 0.0 0.0 0.26 0.48 0.0 0.73 0.05 0.005 0.05

Convergence 1 17 1 85 1 1 1 1 1 6 8 1
Uniqueness 1 1 1 1 6 1 23 96 1 1 53 1
Correctness N Y N Y Y N N Y N Y Y Y

F
U
L
L
F
I
T Min error 0.43 0.15 0.7 0.0 0.0 – 0.48 0.0 0.73 0.4 0.08 0.4

Convergence 1 18 1 104 1 – 1 1 1 6 741 1
Uniqueness 1 1 1 1 6 – 23 96 1 1 6 1
Correctness N N N Y Y – N Y N N N N

Convergence, the value indicates the number of iterations it took each of the 100

searches to identify the minimum-error Boolean network, averaged by the number of

searches (100). Hence, a value of x for Convergence indicates that, on average, it took

each search x iterations to learn the minimum-error Boolean network. The lower this

value, the better the performance of the method. The Uniqueness value indicates

the number of distinct Boolean trajectories produced, or captured, by the learned

Boolean networks. The upper bound on this value is 100, and that would indicate

that all learned Boolean networks have distinct trajectories. A value of 1 indicates

that all Boolean networks learned capture exactly the same dynamics (this does not

necessarily mean that they are identical Boolean networks, though). In addition to

systematically computing the error between the “true dynamics” and the dynamics

of the learned Boolean networks, using Equation (3.1), we also visually inspected the

dynamics and checked if they match; this is the Correctness entry in Table 3.1, which

takes value ‘Y’ if the true dynamics and dynamics of the learned Boolean network

match, and ‘N’ otherwise.

Table 3.1 shows the performance of the nine bin:learn combinations of Algorithm 1
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on the four systems. For the Jak-Stat and Smad systems, a minimum error of 0

was achievable, whereas for the toy network the lowest possible error achievable was

0.007 and for the cell cycle system it was 0.005. As the Correctness values indicate,

the minimum-error Boolean networks always produced dynamics similar to the true

dynamics, as revealed by visual inspection. The exception to this trend are the

Boolean networks learned using the BASC A binarization on the toy network, in which

case minimum-error networks were learned, but their dynamics trajectories looked

different from the true ones. Further, for the budding yeast cell cycle system, learned

Boolean networks with error up to twice the minimum error achievable produced

similar dynamics to the true ones. More generally, the combination KM3:BESTFIT

always generated the Boolean network with the minimum possible error, followed by

KM3:REVEAL. The repetitive nature of KM3 makes it perform well for systems with

oscillatory dynamics. The dynamics produced from the best-scoring learned network

on each of the four systems are shows in the right column of Figure 3.4.

For the Jak-Stat system, the BASC A:FULLFIT combination did not produce a

single network for this case. This could only happen if every considered function f ′

contained non-determinism. On the other hand, KM3 is able to achieve zero error with

all learning methods. For the Smad system, binarizing the data with KM3 resulted

in learning zero-error networks, regardless of the learning method. For the cell cycle

system, the BESTFIT learning method resulted in minimum-error networks, regardless

of the binarization method.

In terms of convergence, both the binarization and the learning method have an

effect. For example, in the case of the Jak-Stat system, using KM3:BESTFIT converges
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in 1 iteration, whereas using KM3:REVEAL requires on average 2,237 iterations. In this

case, the learning method makes a big difference. However, it is important to note

that if we take the minimum error and correctness into account (that is, require that

the learned network has the minimum error and that its dynamics match the true

ones by visual inspection), then KM3 is the best, in terms of convergence across all

systems and learning methods, except in the case of the cell cycle system, where KM1

results in a faster convergence than KM3, when combined with BESTFIT for learning;

however, the difference is only 2 iterations, which is negligible.

In terms of uniqueness, the only system on which multiple distinct Boolean net-

works were learned is the Smad system. What characterizes this system is that it is

large in terms of the number species, yet has very simple dynamics. This is analogous

to the “too many variables, too few equations” case in solving systems of equations,

where the degree of freedom is very large, and non-uniqueness of solutions naturally

arises.

Dynamics of the learned Boolean networks (using the KM3:REVEAL combination),

as obtained by asynchronous Boolean simulation using the tool of [48], match the

true dynamics very well, for the most part, as shown in Figure 3.4.

3.3.2 Faithfulness to biological reality: the learned Boolean

functions

The binarization and redundancy removal steps described above result in the re-

moval of data and, with this removal, comes loss of information. This loss of informa-
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tion undoubtedly affects, to varying degrees, the match between the learned Boolean

network itself and the rules governing the true system underlying the time-series data.

Further, the fact that the number of Boolean functions is exponential in the number

of genes in the system combined with the fact that in practice very few data points

are available to learn these networks give rise to a situation where multiple Boolean

networks with equal score (or, error) can be learned. Indeed, in [45] for example, the

authors discussed that multiple “optimal” networks were learned and that a sum-

mary of these networks could be presented. However, two important points are worth

mentioning here. First, in practice, the regulatory network is unknown, and judging

whether a Boolean network provides a close approximation or not is not easy to do

objectively. Second, in my study, and other similar studies of modeling techniques,

ordinary differential equations are used as a proxy of the real system and are used to

simulate the “true dynamics.” When comparing a learned Boolean network, or any

other model, to these ODEs, it is important to keep in mind that these ODEs them-

selves are not necessarily unique with respect to the dynamics they generate (that is,

many other systems of ODEs, some simpler and some more complex, could generate

the same dynamics). Thus, assessing the faithfulness of learned Boolean networks to

biological reality must be done with these two points in mind.

In addition to the dynamics of the learned networks, I also inspected the Boolean

functions that the methods learned for each of the systems. I discuss here only the

networks learned for the toy network and Jak-Stat system. For the toy network, the

unique zero-error Boolean network obtained by KM3:REVEAL consists of the functions:

A∗ = D ∨ A, B∗ = A ∧ D, C∗ = B, D∗ = ¬C (where X∗ denotes the next state of
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variable X). These Boolean rules capture many of the assumptions of the network

(e.g., C inhibits D, D activates B). While there is no direct involvement of A in the

regulation of C, its effect is captured indirectly via B, which has A in its regulatory

function. Further, in the Boolean function for updating A, the network captures the

fact that A is self-regulatory. Indeed, if A is treated as an input to the system and

set to 1, the Boolean functions learned are: B∗ = D, C∗ = B, D∗ = ¬C. Keeping the

two points I raised above in mind, the question is, for example: Since the Boolean

rule B∗ = D conveys no effect of C on B∗, how would the “true dynamics” change if

the 1/(KIc +Cnc) term was removed from the equation for dB/dt? I performed this

test and the results showed that the change to the “true dynamics” was negligible

(too negligible to make a difference in the Boolean network learned from the data).

For the Jak-Stat system, KM3:REVEAL produces three Boolean networks that differ

only in the function controlling CIS. The functions learned by this method are:

pJak2∗ = ¬pStat5 ∧ ¬Socs3

pEpoR∗ = ¬pStat5 ∧ ¬Socs3

pStat5∗ = ¬Socs3

Socs3∗ = Socs3 ∨ pStat5

CIS∗ = {Socs3,¬pStat5 ∧ Socs3, None}

While this Boolean network is much simpler than the detailed model constructed in

[50], it does capture several of the reactions highlighted in that model. For example,

in [50], the authors assumed that Jak2 is inhibited by Socs3, which is captured in
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the inferred Boolean network. For the other reactions, the Boolean network inferred

“short-circuited” versions (that is, indirect effects are inferred as direct ones). This

Boolean network further reveals that CIS does not play a role in regulating the other

molecules and, rather, Socs3 is the more central regulator.

It is important to note here that the original model of [50] was very detailed

and incorporated much information from the literature. In my case, the model is

learned simply from one time-series data set (Figure 3 in [50]) without any additional

knowledge to guide the inference of the Boolean functions.

3.3.3 The amount of data needed for modeling

In [16], Boolean networks were placed on the lower end of the spectrum in terms

of the amount of data needed for modeling (in this context, the amount of data is

the number of time points at which molecular concentrations are measured in an

experiment). However, even for a very abstract model of regulatory networks, such

as Boolean networks, I hypothesize that the amount of data required to capture the

dynamics is a function of the complexity of those dynamics in the underlying (un-

known) system. Of the four systems I considered here, two exhibit simple dynamics

(the Jak-Stat and Smad systems) and two exhibit complex, oscillatory dynamics (the

toy network and the cell cycle system).

As seen already, all KM3:* combinations were successful at capturing the dynamics

of the Jak-Stat system from a relatively small experimental data set with 14 time

points. To explore the effect of the samples data points on the learned networks, I

reanalyzed the toy network in two different ways. First, I generated 8- and 16-time-
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point data sets by dividing the time-series data to reflect measurements at 0min,

5min, 15min, 30min, 45min, 1hr, 2hr, 3hr, 6hr, 8hr, 10hr, 12hr, 15hr, 18hr, 21hr, and

24hr. Second, I manually selected time points to capture the oscillatory patterns of

the original system (this is not doable in real data analyses, but it was here to see if

“optimal” choice of data points would result in good networks).

Similar results to those of the Jak-Stat system were observed on the Smad system:

a few data points were sufficient to learn Boolean networks that capture true dynam-

ics. However, the situation is very different for the other two systems that exhibit

more complex dynamics.

Figure 3.5 shows the dynamic trajectories for the toy network as interpolated from

the sampled data points (left panels), as well as the binary version of these dynamics

as obtained by KM3 (right panels).

As Figure 3.5(a) shows, the points selected from pre-defined time steps do not

represent the dynamics of the oscillations and the resulting binary data is of very

poor quality. Figure 3.5(b) shows the points that were manually selected to capture

the peaks and troughs of the oscillation. However, even with manually selected points,

none of the three methods (with KM3 binarization) were able to produce this oscillatory

patterns in the Boolean network. This illustrates that a large number of time points

is needed to learn a good Boolean network when the dynamics are complex. For

example, I found that for the budding yeast cell cycle system at least 50 data points

are needed to accurately capture the dynamics. But it is important to keep in mind

that this system is heavily oscillatory.
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(a) 16 Pre-defined time-points

(b) 16 Manually selected time-points to capture oscillations

Figure 3.5: Boolean networks learned from 16 time-points of the toy network.
(a) Time points correspond to 0min, 5min, 15min, 30min, 45min, 1hr, 2hr, 3hr, 6hr, 8hr,
10hr, 12hr, 15hr, 18hr, 21hr, 24hr. (b) Time points are manually selected to capture the
oscillatory patterns of the original system. Left panels show the time points selected, and
right panels show the binary data obtained by applying KM3 to the measurements at the
selected time points in the left panels. Binarized data are shifted vertically for readability.
Blue, green, red, and cyan curves correspond to species A, B, C, and D, respectively.

3.3.4 Predictive power of the learned Boolean networks

To validate the predictive power of Boolean networks I conducted k-fold cross-

validation experiments for the toy network, as well as the Smad and cell cycle systems.

For each of these three systems, I used the mathematical models to generate k data
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sets, each differing in the initial state, used k − 1 of these data sets to learn the

Boolean networks, and used the remaining single data set for validation. That is, I

treated each of k data sets here as a subsample. This procedure was repeated more

than k times for each system (to account for the potential non-uniqueness of the

solutions): 100 times for the toy network, and 50 times for both the Smad and cell

cycle systems.

For the toy network, I used the set of ODEs to generate 16 different data sets,

corresponding to every possibility of setting the initial concentrations of the four

species in the system to 0 or 1. For the Smad system, I used the COPASI model to

produce six additional data sets that differed in the initial concentration of RSmad-

cyt, RSmad-nuc, Smad4-cyt, and Smad4-nuc. The initial states of the 7 data sets

are: (1,1,1,1), (0,1,1,1), (1,0,1,1), (1,1,0,1), (1,1,1,0), (0,0,1,1), and (1,1,0,0), where

the four entries in each tuple correspond to the four molecules, respectively. For the

budding yeast cell cycle system, I identified four “input” species (MASS, ORI, CLN2,

and CDH1) and generated four additional data sets, using the COPASI model, that

differed in the initial states of these species, for a total of five data sets with initial

states: (0,0,0,1), (1,0,0,1), (0,1,0,1), (0,0,1,1), and (0,0,0,0).

The validation step was conducted as follows. Let N be a Boolean network learned

from k− 1 data sets, and let D be the k-th time-series data set. First D is binarized

to generate the binary trajectories; call this D′(t), and assume 1 ≤ t ≤M . Then, for

each pair of consecutive states in D′, that is (D′(t),D′(t+1)), I synchronously execute

the Boolean rules of N on state D′(t) for one step, thus obtaining a new binary state

E, compare E to D′(t + 1), and compute the fraction of the number of entries in E
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that are different from D′(t + 1). This is repeated for every 1 ≤ t ≤ M − 1, and

the results are summed and divided by M − 1. This procedure results in error values

between 0, indicating the Boolean network is a perfect predictor, and 1, indicating

the Boolean network makes wrong predictions all of the time.

For Boolean network inference I used the KM3:REVEAL and KM3:BESTFIT combina-

tions. As discussed above, these produced the best results in other experiments. For

the toy network, the two methods produced Boolean networks with prediction error

of 0.149 and 0.144, respectively. For the Smad system, the two methods produced

Boolean networks with prediction error of 0.442 and 0.502, respectively. For the cell

cycle system, the two methods produced Boolean networks with prediction error of

0.262 and 0.268, respectively.

Clearly, Boolean networks have very good predictive power, about 86%, on the

toy network, and a good predictive power, about 74%, on the cell cycle system. The

predictive power on the Smad system is poorer, reaching only about 56% in the case

of KM3:REVEAL and about 50% in the case of KM3:BESTFIT. To understand this poor

predictive power I investigated the seven data sets generated for the cross validation

experiment and found that the times series across these data sets varied to a larger

extent than those for the other two systems.

3.4 Conclusions

In this chapter I studied the performance of methods for inferring Boolean net-

works from time-series data. Separating this problem into two steps, binarization and
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learning, I introduced a new method for binarizing time-series data and evaluated the

performance of methods within a single framework. I demonstrated the effectiveness

of each method combination by analyzing four data sets that vary in size and dy-

namics complexity. I further demonstrated that proper binarization is crucial for

the learning method to produce the correct network. This is demonstrated by the

varying degree of success of the FULLFIT learning method, as it is sensitive to any

non-determinism that may result during binarization. I also observe that the ran-

domized binarization obtained by k-means clustering, especially KM3, results in better

Boolean networks than ones learned from data that is binarized using BASC A. Most

importantly, I found that the two combinations that perform best across all systems

are KM3:REVEAL and KM3:BESTFIT. While the latter is much faster in terms of conver-

gence, both are capable of capturing time-series trends very well. Fast convergence of

BESTFIT can be explained by its lack of requirement that the candidate functions f ′ be

complete. REVEAL, on the other hand, only accepts complete functions; consequently,

it produces more intuitive Boolean networks, but at the cost of time to converge. My

results show that, when learned properly from time-series data, Boolean networks can

capture the dynamics to a high degree of accuracy, and can provide good predictive

power. Furthermore, depending on the complexity of the dynamics in the underlying

network to be learned, the amount of time points at which concentrations must be

sampled may be very large (which disagrees with the commonly stated claim that

Boolean networks require very little data to learn or train).

54



Chapter 4

ODEs parameter estimation

Results in this chapter are based on [55].

The problem of parameter estimation is a central on in ODE-based modeling.

Deriving the values for the kinetic parameters of the system so that its dynamics

can be elucidated and testable hypotheses can be generated is a challenging task.

Typically, inferring parameter values is done by obtaining the known values from the

literature and using experiments to evalute the remaining ones [56] (using “educated

guessing” of parameter values is also common; the process is very much ad hoc). The

literature has sparse information regarding the parameters; those available depend

highly on the the experimental conditions, making them insufficient or inappropriate

for analytical purposes in general. The problem of estimating the parameters of

nonlinear dynamic biochemical pathways is significant and motivates the emerging

efforts on solving it in a systematic way [57].

To address this problem, several global optimization techniques have been devel-
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oped and applied to learning the values of kinetic parameters in cellular networks.

Moles et al. provide a review and comparison of various global optimization tech-

niques applied to biochemical systems [57]. The authors showed that not all global

optimization techniques work well for the parameter estimation of regulatory net-

works. Nonetheless, they showed that the general evolutionary-based strategy was

able to solve the problem successfully.

In this chapter, I examine the applicability and performance of Particle Swarm

Optimization (PSO), a biologically inspired algorithm, for parameter estimation of

biochemical pathways using time-series data. Combining aspects of genetic and evo-

lutionary algorithms, PSO uses the concept of fitness and utilizes random values

to search the (solution) space. Adjustment towards local and global optima by the

particles in the swarm is conceptually similar to the crossover operation utilized by

genetic algorithms [58]. I employ PSO in conjunction with scoring metrics that I

devise for assessment of the optimality in each search iteration. I show that for some

systems these metrics perform equally well but, for others, some metrics outperform

the others. As such, I analyze the time-series data to elucidate the patterns that gov-

ern and affect the performance of each metric to produce guidelines for which metric,

or metrics, to use given the observable trends in the data.

I demonstrate the validity of PSO as a method for parameter estimation from

time-series data. I recommend that its flexibility (in terms of customizing and fine-

tuning the search parameter values), as well as its amenability to high-performance

techniques, make it a good candidate for reverse engineering biological systems from

time-series data.
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4.1 Particle swarm optimization (PSO) for param-

eter estimation

PSO is a probabilistic search algorithm that is based on a social model of, e.g., a

swarm of insects searching for a food source. It was first introduced by Kennedy and

Eberhart in 1995 [58] and, since then, PSO has been studied by several authors in

terms of performance and applications [59, 60].

The basic swarm optimization algorithm works as follows: k particles are uni-

formly positioned within given bounds and initialized with a velocity. At each search

step, each particle determines its new position by, first, updating its velocity vec-

tor using the memory of its own previous experience and the experience of the best

particle in the swarm, and, then, calculating the new position vector. The particle’s

update steps are stochastic (not deterministic). A more detailed description of the

general PSO framework is shown in Algorithm 2.

Aside from the stochasticity contributing to the individual behavior of the par-

ticles, there are two other aspects that influence the outcomes of the optimization.

First, there are three parameters that could be fine-tuned specifically to the problem

of interest. The inertia parameter, ω, controls the exploration properties of the al-

gorithm with higher values favoring global behavior and lower values focusing on the

local search. The best results can be achieved by dynamically changing ω: increasing

it if no score progress has been made for several iterations, invoking global search, or

decreasing it for better local refinement. Shi and Eberhart suggest using 0.8 < ω < 1.4

as an optimal inertia range [61]. Other PSO parameters are c1 and c2, which indicate
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Algorithm 2 Particle Swarm Optimization (PSO)

1. Input: A swarm of k particles: {ρ1, . . . , ρk}, each represented by an N -dimensional initial position vector pρ
and initial velocity vector vρ.

2. Repeat:

(a) For each particle ρ, update the velocity vector vρ for time t+ 1 according to

vt+1
ρ = ωvtρ + c1r1(lρ − ptρ) + c2r2(g − ptρ) (4.1)

where for particle ρ

ω is the inertia of the particle.

vtρ is the velocity at time t of this particle.

ptρ is the position at time t of this particle.

lρ is the best solution found by this particle thus far (local memory).

g is the best solution found by the swarm thus far (global memory).

c1, c2 are parameters representing a particle’s “trust” into itself and the swarm, respectively.

r1, r2 are random numbers in the range (0, 1).

(b) For each particle ρ, update its position at time t+ 1 according to

pt+1
ρ = ptρ + vt+1

ρ (4.2)

(c) For each particle ρ, score the position vector pρ in the context of the problem being addressed and
update:

lρ if the current position produces the best local score thus far.

g if the current position of ρ produces the best global score thus far.

3. Output: The global best position g.

how much “trust” the particle has in itself and in the swarm, respectively. These

values weight the importance of local best vs. global best. The parameter selection for

PSO can highly depend on the type of problem being addressed, and many modified

approaches have been proposed to address individual problems [62, 63, 61, 64]. For

my purposes I use the settings 0.1 < ω < 1.1 and c1 = c2 = 1.49. This choice of

parameters has shown to be appropriate for PSO parameter estimation for signaling

networks in recent work by Iadevaia et al. [65].
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The second factor that influences the success of the swarm is its initialization. To

achieve best results the particles in the swarm should be uniformly distributed across

the solution space. It is a common practice to use random initialization, even though

it does not always guarantee perfect coverage. To address this, Venter et al. carried

out a series of numerical experiments showing that a space filling design approach is

not significantly superior to the random initialization [60]. This is due to the swarm’s

great dynamics during the execution. I use random initialization for particle swarms

on the strength of Venter et al.’s findings.

4.1.1 PSO for cellular networks

The general optimization problem, to which PSO can be easily applied, consists

of some objective functions where the independent variables comprise the problem

dimension and the dependent variables serve as a scoring metric. The convergence

of the algorithm is assumed if, for a specified number of consecutive iterations, the

change in the objective function score is less than some pre-defined expected change.

In the context of cellular networks, each particle in the PSO tries to find the

parameter set that best fits the time-series data. The particle’s position vector rep-

resents a single parameter set. At each iteration the particles update their position

vector according to Equation 4.2 in Algorithm 2, trying to find the set that results in

the fitness score higher than the current global best. The best position vector is de-

termined by the highest scores from a metric associated with the PSO execution. The

scoring of a particular position vector follows a three step procedure: set, simulate,

and compare. First, the values in the position vector are set as the model parameters;
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second, the model is simulated to produce the dynamic profiles associated with this

parameter set; finally, the simulated time-series data are compared with experimental

time-series data using one of the metrics proposed below. The process is repeated

until convergence is achieved. In the next section, I propose three distinct scoring

metrics for scoring the solutions found by the particles in each iteration.

4.1.2 Comparison metrics

For the comparison metrics, two sets of time-series data are given, one produced by

the PSO-parameterized model, labeled sPSO below, and the other is the experimental

(“true”) data, labeled strue below. Each data set is assumed to consist of n molecules,

the concentration of which is measured at m different time points.

Euclidean distance

One scoring metric is the average Euclidean distance between sPSO and strue.

While this metric has the highest lower bound, it does capture the correlation between

parameter inconstancy and difference in the curves. This score is calculated according

to

score =
n∑n

i=1

√∑m−1
j=0 (sPSOj − struej )2

(4.3)

In order to focus on the comparison of the systems’ dynamics, both times-series data

sets were trimmed to exclude steady-state tails and then were adjusted to have the

same size by using the Piecewise Aggregate Approximation (PAA) algorithm [66].
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Tangent slope distance

Second metric measures the distance between the linear features of the two time-

series data sets. Assuming the concentrations were measured at time points t0, t1, . . . , tm−1,

the vector of slopes is defined for each of the time-series data sets, α, using the formula

αj =
sj+1 − sj
tj+1 − tj

, (4.4)

where 0 ≤ j ≤ m− 2. Then, the score is defined as

score =
n∑n

i=1

√∑m−2
j=0 (αPSOj − αtruej )2)

(4.5)

Feature extraction by Discrete Fourier Transform (DFT)

A third scoring metric is based on feature extraction. The Discrete Fourier Trans-

form is the projection of a signal from the time domain into the frequency domain

by

cf =
1√
n

n∑
t=0

f(t)e
−2πift
n (4.6)

where f = 1, . . . ,m and i =
√
−1. Each of these complex numbers, cf , represent the

amplitude and the phase of a sinusoidal function term in a decomposed time series-

curve. DFT assumes the curve to be periodic, and the complex numbers describe the

global frequencies of the curve. The low frequencies describe the general feature or

the trend of the curve, whereas the high frequencies describe the details of the curve,

which are often obstructed by noise. By using only the first k complex numbers for
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comparison the metric can compare the general characteristic of the two curves, since

the first complex numbers correspond to low frequencies of the curve [67]. The score

is then calculated according to

score =
n∑n

i=1

√∑k
j=0(‖cPSOj ‖ − ‖ctruej ‖)2

(4.7)

where k = m
4

. DFT was calculated using a Fast Fourier Transform (FFT) algorithm.

4.2 Case studies

In this section I examine the performance of PSO parameter estimation for sig-

naling pathways from time-series data. I consider three systems of different levels

of complexity: MAPK cascade, MAPK with negative feedback, and Jak/Stat. The

input for all test cases consist of a COPASI model [54] and a text file containing

the experimental time series data. In the first two cases, the experimental data is

synthetic and generated from the corresponding COPASI model given the parameter

sets described in their sources. The last system, on the other hand, contains real

experimental data. For it, I devise a simple mass-action model that incorporates all

experimental species with known upstream/downstream interactions and attempt to

parametrize it using the PSO method. Both MAPK systems have the initial con-

centrations corresponding to the ones used in generation of synthetic “true” data,

Jak/Stat has initial concentrations set to zero for all species except the source.

For all systems, the inertia parameter is in the range 0.1 < ω < 1.1 and changes
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dynamically by a factor of 2 according to the the improvement counter δ. Each particle

keeps track of its δ by incrementing it with each improvement and decrementing

when no improvement happens. Inertia is incremented when δ falls below 3 to favor

global search and decremented when δ is above 5 to favor local search. The “trust”

parameter c1 and c2 both are set to 1.49 [65]. All simulations use 200 particles,

random initialization, and executed until no improvement was observed for 2000 PSO

iterations.

I show that in some cases all comparison metrics perform equivalently well and,

in others, some metrics are more appropriate than others. In addition, I confirm that

multiple runs of the PSO converges to a plethora of parameter estimates of varying

quality of fit with respect to the profiles [68].

4.2.1 A MAPK pathway

The mitogen-activated protein kinase (MAPK) cascade has been heavily studied

in the past two decades. This pathway is very significant and has been shown to

participate in regulating gene expression in a larger variety of biological processes

such as cell differentiation, cell survival/apoptosis, adaptation to drugs, etc. Ultra-

sensitivity of MAPK cascade was first studied in great detail both experimentally

and computationally by Huang and Ferrell in 1996 [69]. Since then, over a dozen of

MAPK models arose from Huang and Ferrell’s work [70].

Huang and Farrell developed a system of ordinary differential equations (ODEs)

to model the MAPK pathway using experimental data to parametrize it. Using this

model, they demonstrated how the cascade organization of the mitogen-activated
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Figure 4.1: Time-series data of the MAPK pathway. Top: synthetic time-series data
generated by the curated COPASI model [69]. Bottom: replication of MAPK sensitivity
experiment demonstrated in [69] using the COAPSI model.

protein kinase (MAPK) greatly enhances the sensitivity of cellular targets to external

stimuli. The curated version of this model is available in the BioModels database

[52]. Figure 4.1 shows the raw time-series data generated by the curated model (left)

and the replication of the MAPK cascade sensitivity validation demonstrated in their

work (right).

This computational model is used to assess the performance of PSO parameter

estimation. Time-series data in Figure 4.1(left) is used as the synthetic “true” data.

The range for possible parameter values is restricted to [0.001, 10000]. Each of the
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(a) Euclidean (b) Tangent slope

(c) DFT

Figure 4.2: Convergence of PSO on the MAPK pathway using the three scor-
ing metrics. Each colored line corresponds to a score convergence for a single run of
PSO parameter estimation. Each reaches a different optimal solution, with some processes
converging within a few hundred iterations, while others take thousands of iterations.

three comparison metrics is examined and the experiments are repeated five times.

Figure 4.2 shows the convergence of five experiments for each of the three metrics.

It is clear that each PSO parameter estimation run reaches different optimal solutions,

with some converging within a few hundred iterations and others taking thousands of
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(a) Euclidean highest (b) Euclidean lowest

(c) Tangent slope lowest (d) Tangent slope highest

(e) DFT highest (f) DFT lowest

Figure 4.3: Visual validation of the highest and lowest scoring solutions for the
MAPK pathway. Left column shows the results for highest scoring solutions under all
three metrics (a,c,e), and the right column shows the results for the lowest scoring solutions
(b,d,f). The color coding of the species correspond to those in Figure 4.1 (top).
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iterations. Next, the quality of those solutions was examined by visually validating

the highest and lowest scoring solutions from each metric.

(a) Euclidean (b) Tangent slope

(c) DFT

Figure 4.4: MAPK ultra-sensitivity to the MAPKKK activator. The experiment
is replicated using the PSO generated parameters for each of the three metrics.

Figure 4.3 shows the COPASI simulation using the parameters corresponding to

the highest and the lowest score associated with each comparison metric. All metrics

consistently generate the parameters, resulting in a very good fit to the original data
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set. It is worth noting that all PSO-generated parameter sets achieve the desired

dynamics in a very short amount of time. The reason for this could be that the

PSO was given the large parameter search range and considered values significantly

different from those in the curated model. When the experiments were repeated using

a search range closer to that of the curated model, the PSO was much less successful

in finding and optimal parameter set.

I examined whether the PSO-determined parameters preserve the ultra-sensitivity

of the MAPK cascade, as shown by Huang and Farrell [69]. Using the parameters pro-

duced by the highest-scoring PSO execution, I conducted the sensitivity experiment.

Figure 4.4 shows the replication of the sensitivity experiment with PSO generated

parameters. All metrics preserved the ultra-sensitivity property. However, the sensi-

tivity of the cascade is triggered by different concentrations of MAPKKK activator

compared to the original system. This is due to the difference in the magnitude of

the parameter values in the system.

4.2.2 A MAPK pathway with negative feedback

Next, I examined the model proposed by Kholdenko [71] on the dynamic proper-

ties of the MAPK cascade. Kholdenko demonstrated that a negative feedback loop

combined with the intrinsic ultra-sensitivity of the MAPK cascade can bring about

sustained oscillations in MAPK phosphorylation. I obtained the curated COPASI

model of the MAPK pathway of [71] from the BioModels database [52]. The oscil-

latory patterns produced by this model are shown in Figure 4.5. Using it as the

synthetic “true” data, particle swarm optimization was applied to determine the pa-
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rameters that best fit this system. Figure 4.6 shows the highest and the lowest scored

solutions out of the five runs of the algorithm.

It is clear from the results that the Euclidean distance is not an appropriate

metric for this highly oscillatory system. While the tangent slope approach performed

reasonably well, it is not surprising that DFT comparison produced the best results.

DFT uses a series of sinusoidal curves to fit the data and is superior to other metrics

in this case. For all metrics, PSO success is less consistent in the case of such complex

system. Additionally, the parameter range for allowed values was restricted to [0.001,

100] since, with the larger range, the particles generated many parameter sets that

failed to converge in the simulation step of optimality scoring. One reason for this

may be the use of a simple underlying dynamic model, with too few parameters to

capture the true dynamics.

Figure 4.5: A MAPK pathway with negative feedback. The time-series data corre-
spond to the model of [71] as obtained from the BioModels database [52].
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(a) Euclidean highest (b) Euclidean lowest

(c) Tangent slope highest (d) Tangent slope lowest

(e) DFT highest (f) DFT lowest

Figure 4.6: Visual validation of the highest and lowest scoring solutions for the
MAPK pathway with negative feedback. Left column shows the results for highest
scoring solutions under all three metrics (a,c,e), and the right column shows the results for
the lowest scoring solutions (b,d,f). The color coding of the species correspond to those in
Figure 4.5.
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4.2.3 A Jak/Stat pathway

For the last case study, I applied the PSO algorithm to experimental data (as

opposed to the two cases above, where the data was generated synthetically from

curated dynamic models). A Jak/Stat signaling network with negative regulatory

feedback loops was used. The dynamics of this pathway were explored by Bachmann

et al. to determine the roles of the two transcriptional negative feedback regulators

Socs and CIS [50]. I obtained the time-series data for this system from [50] (shown in

Figure 4.7). The experimental data shows a spike in the activity of the phosphorylated

signaling components (pJak, pEpoR, and pStat) at the initial time points, but later

suppression by the inhibitory feedback from the expressed genes Socs and CIS.

The challenge in analyzing this systems lies in the fact that there is no curated

dynamic model associated with it. Using the structural knowledge of the Jak2/Stat5

system as described by Bachmann et al., I constructed a small mass action model

corresponding to the high level interactions among these five species:

pEpoR + Jak ↔ pEpoRJak pEpoRJak → pJak + pEpoR

pJak + Stat ↔ pJakStat pJakStat → pJak + pStat

pStat + Socs ↔ pStatSocs pStatSocs → pStat + SocsRNA

pStat + CIS ↔ pStatCIS pStatCIS → pStat + CISRNA

SocsRNA + pJak ↔ SocsRNApJak SocsRNApJak → SocsRNA + Jak

CISRNA + pStat ↔ CISRNApStat CISRNApStat → Stat + CISRNA

All initial concentrations were set to 0, the source concentration (pEpoR) was set

to 1, and the allowed parameter value range was [0.001, 10000]. Using this model, I

applied the PSO algorithm to determine the parameter values.

The results of the parameter estimation are shown in Figure 4.8. All compari-

son metrics capture the expression of two RNA components and the activation with
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Figure 4.7: Experimental data for five species in the Jak/Stat pathway. Data
based on [50].

further de-activation of pJak. However, all systems missed the activation and sup-

pression of pStat. Additionally, it is interesting that DFT showed less consistency in

the accuracy of its solution than the other two metrics. This could be due to the

fact that not enough data points were given to capture the periodic cycle needed to

extract the signal frequencies.

4.3 Discussion

Parameter estimation is a central problem in modeling the dynamics of cellular

networks. In this chapter, I analyzed the performance of Particle Swarm Optimization

(PSO) for estimating the parameters from a given set of time-series data. I showed

in many cases that PSO successfully determines optimal solutions for a given system.

When multiple solutions were found, not all final parameter sets showed good results.

However, as I have shown, to achieve best results, the characteristics of the estimated

data set should match the choice of scoring metric. Systems with simpler dynamics
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(a) Euclidean highest (b) Euclidean lowest

(c) Tangent slope highest (d) Tangent slope lowest

(e) DFT highest (f) DFT lowest

Figure 4.8: Visual validation of the highest and lowest scoring solutions for
Jak/Stat experimental data. Left column shows the results for highest scoring solutions
under all three metrics (a,c,e), and the right column shows the results for the lowest scoring
solutions (b,d,f). The color coding of the species correspond to those in Figure 4.7.
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might not need complex metrics like DFT, but others with complex dynamics might

only perform well using DFT. To quantify the complexity of dynamics we calculated

the Shannon entropy for each system [47]. The values are 2.98, 3.48, and 2.25 for

the MAPK pathway, the MAPK pathway with negative feedback, and the Jak/Stat

pathway, respectively. Based on these values, a correlation emerges between systems

with complex dynamics (higher entropy of the time-series data) and the performance

of more detailed scoring metrics, such as DFT.

In exploring the performance of PSO I observed that some of the runs differed

significantly in the execution time. In Table 4.1, I show the average times (in seconds)

and their standard deviation for a single optimization step with 200 particles. It is

Table 4.1: PSO parameter estimation timing experiment. The average time µ (in
seconds) for a single 200-particle optimization step and its standard deviation σ.

Euclidean Tangent slope DFT

MAPK cascade µ = 18.45 µ = 13.62 µ = 32.47
σ = 0.015 σ = 0.0197 σ = 0.708

MAPK (feedback) µ = 43.29 µ = 60.89 µ = 103.80
σ = 1.348 σ = 0.587 σ = 0.484

Jak2/Stat5 µ = 1.18 µ = 1.08 µ = 9.56
σ = 0.003 σ = 0.003 σ = 0.038

clear that DFT is a much more computationally demanding metric. In many cases the

Euclidean distance and the tangent slope distance can achieve good results in much

less time, and the use of DFT can be reserved for systems with higher complexity in

the data.

I also examined how fast PSO runs achieve convergence. I showed that multiple

runs potentially lead to multiple solutions. Sometimes, having an ability to acquire
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multiple sets of parameter estimates could be beneficial since multiple solutions could

be examined by the experimentalist for biological plausibility [68].

In chapters 3 and 4, two inference techniques were examined. I used Jak/Stat case

study for examining both of these techniques. Figure 4.9 shows the results of both

Figure 4.9: Comparison of Jak/Stat inference by different methods. Jak/Stat case
study (based on [50]) is used as a case study for both Boolean inference method (chapter
3) and PSO parameter estimation on ODEs (chapter 4).

methods side by side. In the Boolean inference method, I used the experimental data

to infer the topology of the Boolean network that is capable of experimental data.

In PSO parameter estimation, I used the experimental data to infer a parameters

for a set ODEs that correspond to the topology of the system. As can be seen from

from Figure 4.9, both methods resulted in the models that are capable of capturing
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the features of the experimental data. However, in the main difference between the

two is that for the former no prior knowledge about the system was not need in

order to infer a complete Boolean network, but the latter the knowledge of the ODE

topology was required in order to acquire fully parameterized model. In that respect,

if experimental data is the only information that is available, Boolean inference is

a more superior method as it will provide the biologists with the initial knowledge

about the topology of the system. This knowledge can then be refined to produce a

set of ODEs that can be parametrize for more qualitative modeling.
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Chapter 5

Petri nets review

Petri nets (PN) provide a graphical notation for the formal description of the

dynamic behavior of the systems. Although, Petri nets have been used for the mod-

eling of computer systems and communication networks since the 1960s [72], they

have recently emerged as a promising tool for modeling and analyzing of molecular

networks. PN methodology seems to be a natural choice for modeling biochemical

networks since they share three distinct characteristics. They are (1) inherently bipar-

tite, (2) inherently concurrent, and (3) inherently stochastic. The bipartite property

manifests itself in correspondence between species and their interactions with places

and transitions of the Petri nets. The properties of stochasticity and concurrency of

biochemical interactions can be modeled with common executable extensions, such

as stochastic or continuous Petri nets (both discussed in section 5.3). In my Master’s

work, I have done extensive research on the use of Petri nets in signaling [73]. Some

of the material in this chapter is adapted from my previous work for completeness of
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this manuscript.

5.1 Petri nets basics

A Petri net is a directed bipartite graph with two different types of nodes: places

and transitions. Generally, places are represented with circle-like shapes and transi-

tions with rectangular shapes. Places can contain tokens, represented by a positive

rational number and corresponding to concentrations. The state of the system is

represented by allocation of tokens over all of the places and is called marking. The

marking is represented by a vector of numbers the length of which corresponds to

the number of places. The initial assignment of tokens is called initial marking and

represents the starting state of the system.

Transitions and places are connected by directed arcs. Input places are the places

from which arcs point to the transitions; output places are those to which arcs point

from the transition. In essence, a Petri net’s components represent a link between

biochemical concepts and theoretical abstractions (see Table 5.1). The simulation

of the PN is governed by the firing of enabled transitions. The transition is enabled

when all its input places contain at least the required number of tokens (defined by the

inscriptions assigned to the arcs). For the details of Petri net theory, see [74, 75, 76].

The most basic type of Petri net is a discrete or qualitative Petri net (QPN). See

Figure 5.1 for a pictorial representation. The sequential firing of enabled transitions

is referred to as the token game and transforms the system from one state to an-

other. The set of all possible states of the net, given an initial marking, is called the
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Theoretical abstraction Petri net component Biochemical process

Atomic action Transition Chemical reaction
Local Conditions Places Chemical compounds
Multiplicities Arc weight Stoichiometric relations
Condition’s state Tokens in the place Available amount (e.g. mols)
System state Marking Compounds distribution

Table 5.1: Petri net link between theoretical abstractions and biochemical pro-
cesses.

3
2

2

3
2

2

Place TransitionToken Inscription

Figure 5.1: Simple firing of a transition. The left image shows the state of PN before
the firing of the transition; the right image shows the state immediately after. The transition
removes the number of tokens indicated by the inscription of the arcs from the input places
and deposits the inscripted number of tokens into the output place. This transition is no
longer enabled in the state shown on the right.

reachability set and is peculiar to the initial marking. When analyzing QPN, one can

build a reachability set to potentially identify the system’s steady state. However,

in computational modeling, we are interested to execute our model as a sequence of

steps, building its dynamics as we go. In the following section I discuss how this is

accomplished.
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5.1.1 Timed Petri nets

The timed Petri net (TPN) is an intermediate between the purely qualitative

approach (QPN) and quantitative models. Given a classical PN, we introduce a time

interval [at, bt] associated with each transition t, where at and bt are relative to the

time when t last fired. When t becomes enabled, it cannot fire until at time units

have elapsed, and it must fire no later than bt time units unless it becomes disabled

by the firing of another transition.

According to the interpretation of Popova-Zeugmann et al, a given TPN can now

be characterized by a state z = (m,h), where m is the place marking vector as

described in the previous section and h is the transition’s time marking vector. Anal-

ogous to notation m(p) giving the number of tokens in place p, notation h(t) shows

the time elapsed since the transition t most recently enabled, or is null otherwise

(meaning the transition didn’t get a chance to fire in interval [at, bt]). The time units

are represented by the real numbers, whereas interval bounds are rational numbers.

As the time units elapse, the transition with the closest deadline are fired, one at a

time. Of special interest is the so-called “integer” state. A state z = (m, t) is an

“integer” state, iff h(t) is an integer or null for each t [77]. This would refer to the

steady-state of the simulated metabolic pathway. Use of this model is also demon-

strated in [78] with the alternative method of defining time delays and application in

signaling transduction. Additionally, stochastic Petri net, described in section 5.3, is

another interpretation of the timed Petri net.
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5.2 Modeling with Petri nets
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Figure 5.2: Petri net representations of selected biochemical interactions. Single
head arrow shows the direction of token flow if the transition is executed. The double-head
arrow signifies a read arc, meaning that tokens are removed and put right back in if the
reaction is executed (therefore the precense of tokens in this compound is necessary for the
reaction to be enabled). Notice that the transition that represents the production is always
enabled since it has no input.

The systems that are particularly suitable for PN modeling are sometimes refer-

eed to as Condition/Events nets. The places identify the condition that make up the

state of the system, and the events occur under desired conditions and modify the
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state of the system [75]. In Figure 5.2 shows examples of basic PN representations

of the interactions that occur in signaling pathways. While most of the conversions

are rather intuitive, one that requires more attention is the process of modeling inhi-

bition1. In the inhibition example in Figure 5.2, protein B inhibits C, meaning that

it converts the phosphorylated form of C into its inactive state. To model this, C

is broken down into two states: inactive (C) and phosphorylated (C∗). Now, A (an

activator) is an enzyme in the phosphorylation reaction, whereas B (an inhibitor) is

an enzyme in the dephosphorylation reaction.

5.3 Simulating with Petri nets

The most basic qualitative Petri net (QPN) provides the ability to analyze some

of the important static properties relevant to biochemical systems. By building a

reachability set solely based on the PN’s topology, we can answer qualitative ques-

tions such as determining the conditions under which modeled processes are active

or inhibited, identifying important biochemical pathways, and identifying states of

the system that may be reached in the course of system execution. However, many

interesting questions, such as the flow of tokens throughout the net, as well as in silico

experiment design can only be answered by analyzing the dynamic behavior of the

system [79].

1An inhibitory arc exists as a common extension of PN formalism. By its definition, the inhibitory
arc from place pi to transition t modifies the enabling rule in the sense that the transition can fire
only if place pi does not contain any tokens. This is counterintuitive to the biochemical inhibition,
where the highly activated protein (containing tokens) deactivates another protein. Therefore, this
arc is not used in this thesis.
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The dynamic behavior of Petri nets can be captured in two ways – via a continuous

Petri net (CPN) or stochastic Petri net (SPN). In this work, my focus is mainly on

using Petri nets in the stochastic context, hence SPN is described in detail in the

following section.

5.3.1 Stochastic Petri nets

The history of stochastic simulations began in 1976 when Gillespie suggested an

algorithm, which uses a rigorously derived Monte Carlo procedure, to numerically

simulate the time evolution of a given chemical system [18]. Generally, for modeling

biochemical systems it is necessary to reflect the stochastic nature of the systems due

to cell to cell variation, or to describe external noise (generated by fluctuations of the

environment), or intrinsic noise (due to low molecular concentrations). Gillespie’s

stochastic simulation algorithm (SSA) is a numerical simulation procedure that is

essentially exact for spatially homogeneous or well stirred chemical systems. SSA is

considered exact because it is rigorously based on the same microphysical principles

that underly the chemical master equation (CME) [80].

The Chemical master equation is a traditional method of calculating the

stochastic time evolution of a chemically reacting system [81]. To derive CME, con-

sider a system that involves N species {S1, . . . , SN} where the state of the system

at time t is represented by the vector X(t) = (X1(t), . . . , XN(t)), where Xi(t) is the

number of molecules of species Si at time t. The system consists of M reactions

{R1, . . . , RM}. The dynamics of each reaction Rµ is characterized by the propensity
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function aµ. The approach leads to the following statement: the probability that a

certain reaction µ will take place in the next instant of time dt is driven by aµdt+o(dt),

where aµ is independent of dt, and o(dt) denotes terms that are negligible for small

dt. However, aµ may depend on (a) the reaction rate, (b) the current number of

molecules involved in the reaction, and (c) the current time. Hence the propensity of

the reaction Rµ is defined by

aµ = kµ ×
∏
pi∈•t

m(pi)× dt+ o(dt) (5.1)

where kµ is a reaction rate, •t are activation pre-places of transition t, and m(pi) is

a marking of place pi. Given this stochastic framework and the system in the state

X(t), the probability of the reaction Rµ executing and evolving the system into X ′(t)

is defined by its propensity

P (X ′(t), t+ dt|X(t), t) = aµdt+ o(dt). (5.2)

Note that, because the transition probability depends only on the current state and

not on the previous states, the underlying process is Markovian.

Given the propensity function aµdt+o(dt), the state change vector vµ = (v1µ , . . . , vNµ),

and the system states X(t) = x (current) and X(0) = x0 (initial), the dynamics of

the system obey the CME:

∂P (x, t|x0, t0)

∂t
=

M∑
j=1

[aj(x− vj)P (x− vj, t|x0, t0)− aj(x)P (x, t|x0, t0)], (5.3)
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where function P (x, t|x0, t0) denotes the probability of reaching state x = X(t) given

initial state x0 = X(t0) [82]. The CME entails writing a system of equations and

solving simultaneously for the probabilities of all trajectories, therefore it is hard to

solve both theoretically and numerically except for very simple systems. A better

way to generate evolutions of species is to pick reactions and times according to

the correct probability distributions so that the probability of generating a given

trajectory with the simulaiton algorithm is exactly the probability that would come

out of the solution of the CME. Gillespie’s exact stochastic simulation algorithm

specifies how to generate random numbers so that they have this correct distribution.

Gillepie’s methods

Gillespie proposed two simulation methods [83]. The first method - direct method

- calculates explicitly which reaction occurs next and when it occurs. The second one

- first reaction method - generates for each reaction µ a putative time τµ at which

reaction µ occurs, and chooses the reaction with the smallest τµ (the ‘first’ reaction)

to be executed.

The Direct method aims to determine two values: which reaction occurs next

and when it occurs. This can be determined by specifying the probability density

function P (µ, τ) of reaction µ executing at time τ . In [18], Gillespie showed that

P (µ, τ)dτ = aµexp(−τ
∑
j

aj)dτ. (5.4)

where aµ are reaction propensities. Integrating P (µ, τ) over all τ from 0 to∞ we can
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Algorithm 3 Gillespie SSA: Direct method

1. Set the initial number of tokens, and set time τ = 0

2. Get a set of enabled transitions E.

3. Calculate propensities ai for all transitions ti ∈ E using Equation 5.1.

4. Generate a random number rµ to represent the probability of the next reaction
being µ∗, or P (µ = µ∗)

5. Using Equation 5.5 determine the reaction µ∗ to be executed next with the
probability rµ.

6. Generate random number rτµ to represent the probability of the next time
interval being τµ∗ , or P (τµ)dτ

7. Using Equation 5.6 calculate next time interval τµ∗ with probability rτµ .

8. Execute transition µ∗ by changing the number of tokens accordingly. Update
the time to τ + τµ∗ .

9. Go to step 2.

calculate the probability of reaction µ∗ to be executed:

P (µ = µ∗) =
aµ∗∑
j aj

. (5.5)

To determine the next time interval τ sum P (µ, τ) over all µ

P (τ)dτ = (
∑
j

aj)exp(−τ
∑
j

aj)dτ. (5.6)

Algorithm 3 shows the implementation of the direct method within the Petri net

framework.
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The First reaction method determines the reaction µ to be executed by as-

signing putative time τ to all reactions - the time the reaction would occur if no other

reaction occurs first. µ∗ to be executed will be the reaction with the smallest putative

time τµ∗ . Algorithm 4 gives an outline of the process.

Algorithm 4 Gillespie SSA: First reaction method

1. Set the initial number of tokens, and set time τ = 0

2. Get a set of enabled transitions E.

3. Calculate propensities ai for all transitions ti ∈ E using Equation 5.1.

4. For each transition ti ∈ E

(a) Generate random number rτi = P (τi)dτ

(b) Using Equation 5.6, calculate delay interval τi with probability rτi .

5. Pick the next time interval τµ∗ to be the smallest delay, and the next reaction
µ∗ to be the one with this delay.

6. Execute transition µ∗ by changing the number of tokens accordingly. Update
the time to τ + τµ∗ .

7. Go to step 2.

Although the two algorithms seem very different, the probability distributions

used to choose µ and τ are the same. In regard to efficiency, it is important to point

out that in the first reaction method, a random number must be generated for every

transition in E, which may change with every iteration, where as using the direct

method only two random number are needed at each iteration.

In 1997 McAdams et al. [84] used SSA on a transcriptional network to capture the
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patterns of signal protein production that determine switching delays in gene expres-

sion. The SSA approaches appeared to be extremely successful leading to them being

applied to larger systems. In 1999, Arkin et al. [85] used SSA to simulate a model

of a simple virus, lambda phage, containing 75 equations and 57 chemical species.

However, as this experiment showed, one of the main limitations of the original algo-

rithm is scalability. In the early 2000s many variations of SSA were proposed, mainly

focusing on improving the performance and scalability of the algorithm.

5.3.2 Other stochastic simulators

The first successful adoption of SSA appeared in 1999 when Gibson and Bruck

proposed the Next reaction method [86]. The new algorithm utilized the first reac-

tion method and gained efficiency by avoiding the generation of unnecessary random

numbers: storing some parameters to avoid re-calculations, and using more efficient

data structures. Similarly, in 2004, Cao et al. [80] suggested optimizations to improve

upon the original direct method. In addition to using techniques similar to Gibson

and Bruck, he suggested the ordering of reactions based on the frequency of their

execution to improve the efficiency of drawing from exponential distribution.

In 2001 Gillespie proposed a new approximate SSA solution [87]. To address

the original SSA’s lack of computational efficiency, Gillepsie proposed the “τ -leap”

method to produce significant gains in simulation speed with acceptable losses in

accuracy. This approach is based on the fact that each time series evolution can

be divided into a set of continuous subintervals such that, if we could determine how

many times each reaction fired in each subinterval, we could omit knowing the precise
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instants at which those firings took place. That would allow us to leap through the

system’s evolution by some pre-selected interval τ and achieve computational gains.

In order to maintain the acceptable level of accuracy it is important to pick τ that

satisfies a so-called leap condition. The leap condition requires τ to be small enough

that the change in the state during [t, t + τ) will be so slight that no propensity

function will suffer a significant change in its value [87]. In practice that means that

the absolute fractional change in the propensity aj of each reaction Rj during the

time interval τ , will not exceed some sufficiently small ε, given by:

∣∣∣∆τ
aj(X(t))

aj(X(t+ τ))

∣∣∣ < ε, (5.7)

where X(t) is a state vector at time t. Once τ is determined, one needs to figure

out how many times each reaction occurs in this time interval. The key to doing this

properly lies in the Poisson random variable:

kj = P(aj, τ), (5.8)

where kj is the number of times the reaction Rj fires in time interval [t, t + τ) given

its propensity aj. By assigning kj to each reaction, we can get the net change of the

system defined by the vector:

λ =
M∑
j=1

kjvj , (5.9)

where vj is a state change vector after kj instances of the reaction Rj have occurred.

At each leap, the state of the system is adjusted by λ [88].
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Although, this method showed significant speed up improvements, it suffered one

serious shortcoming due to the unbounded nature of the Poisson distribution. Under

some conditions, especially when the molecular populations are small and/or the leap

condition is large, the method could produce physically unrealistic negative popula-

tion sizes of individual states. To address this problem, Tian et al. [89] and Chatterjee

et al. [90] independently developed the binomial τ -leap method. This method uses

binomial distribution to determine the number of firings in the time interval τ . The

distribution’s bounded nature ensures mass conservation of the system. Numerical

comparisons with the original τ -leap method showed good accuracy and significant

efficiency.

However, in 2005, Cao et al. suggested a few major improvements to the original

explicit Poisson τ -leap method, making it comparable to the binomial version. First,

they considered distinguishing critical and noncritical reactions in a chemically re-

acting system in order to resolve negative populations issues [91]. Upon successfully

validating the results, they proceeded with further modification to improve on the

step size selection technique by using relative changes of the propensity functions and

reactant species [92]. These modification showed to be most significant at producing

efficiency gains for systems with large number of reactions.

In the history of stochastic simulation algorithms, the exact original implementa-

tion provided high a level of accuracy. Later attempts for increasing SSA efficiency

focused on SSA’s applicability to larger networks while sacrificing some accuracy.
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Figure 5.3: Averaging SPN instances. [Top] Raw individual time series. All instances
are of different length due to the stochastic nature of SPN execution. Solid lines show the
shortest and the longest executions. [Bottom] Time series after applying PAA reduction.
Solid lines show the shortest and the longest instance. Black dots show the average of the
instances in each case.

5.3.3 Aligning stochastic instances of various sizes

In Gillespie algorithms the time step selection is based on the random variable and

calculated according to Equation 5.6. This means that every run of SPN would result

in the time series courses of different lengths. In Figure 5.3, I examine an example time

course. The top image shows the eight raw instances of SPN execution. Thicker, solid

lines show the shortest and the longest instance. These instance are of varying lengths
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due to the stochastic nature of SPNs. The black dots show what would be the average

of these series for element-by-element averaging up to the shortest sequence. The

bottom plot shows the instances after they were aligned while preserving the general

structure of the series. The black dots show the series’ average. In the raw data, all

instances exhibit similar behavior: an increase in concentration followed by its decline.

This feature needs to be accurately captured while averaging. Averaging the raw data

up to the shortest instance shows higher quantitative values and looses information

in the tails of the longer data set. In order to correctly extract the features of the

times series, the Piecewise Aggregate Approximation (PAA) algorithm proposed by

Keogh et al. [66] must be applied. In this algorithm, the series of different length

are converted into the length of the shortest series while preserving all structural

features. Details of PAA algorithm are discussed below. The bottom plot in Figure

5.3 shows the PAA conversion of all eight time series with solid lines (former shortest

and longest series) exhibiting the same features. The black dots are the average of

these aligned time series, which more accurately captures the overall behavior. PAA

conversion preserves the features of the time series and is a necessary step before any

averaging or combining of SPN instances.

Piecewise Aggregate Approximation (PAA) algorithm achieves alignment

of the time series data while preserving their structural characteristics. The algorithm

originated to solve the problem of similarity search in large time series databases. The

method is motivated by the simple observation that for most time series datasets we

can approximate the data by segmenting the sequences into equi-length sections and

recording the mean value of these sections [66].
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Figure 5.4: Example of Piecewise Aggregate Approximation (PAA): A) 10 data
points are divided into 5 segments. B) 10 data points are divided into 3 segments. The
data points marked with circles contribute to two adjacent segments at the same time. Li
Wei and Eamonn Keogh, 2006 SAX Manual

Given a time series of length m, we want to reduce it to the length n, where

n < m, while preserving its structural characteristics. PAA is applied to the time

series by dividing it into n pieces and recording the means of these intervals. If m is

not divisible by n, some points in the time series will partially fall into two intervals.

Figure 5.4 shows an example of PAA division. In Figure 5.4(A), 10 data points are

divided into 5 segments, resulting in integer division where two full points belong to

each interval. In Figure 5.4(B), 10 data points are divided into 3 segments. Since 10

is not divisible by 3, it is not clear where points 4 and 7 belong. To guarantee equi-

lenght division, instead of putting the whole point into a segment, each boundary

point can partially contribute to both segments. For example, since 10 ÷ 3 = 31
3
,

point 4 is expected to contribute 1
3

of its value to segment 1 and the rest to segment

2. Now segment 2 already has 2
3

out of 31
3

needed values, therefore, only 22
3

more
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points are needed. Segment 2 will also include points 5, 6 and 2
3

of point 7. As this

continues, each segment will contain 31
3

points. For each segment, included values

are added and divided by the segment size to find the mean, in this example by 31
3
.

After PAA is applied, many different distance measures can be adopted to compare

resulting time series of the same length.

5.4 Petri nets in cellular modeling

In this chapter, I have discussed structure of Petri nets and the simulation strate-

gies that can be used to extract the dynamics of this modeling technique. Now,

I review will the existing uses of Petri nets in modeling components of the cell –

metabolism, signaling and regulation. Simple Petri net representations of the three

main components of whole-cell function are shown in Figure 5.5.

Metabolism is the processes through which living systems acquire and utilize the

free energy they need. In this process many catalyst chemical reactions take place

in a serial manner, where the product of one reaction is usually a substrate of an-

other reaction. In metabolic pathways the chemical reactions rates are given by their

stoichiometric equations. Usually the rates, the metabolite concentrations, and the

enzyme concentrations are known [94]. Additionally, despite the complexity of the

internal reactions, under normal conditions, living systems maintain a steady state

resulting in conservation in the system. The commonly used mathematical model of

flux balance analysis (FBA) is based on the steady state analysis and requires only

stoichiometric coefficients of the reactions. This constraints-based framework has
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Figure 5.5: Petri net representation of three main components of the cell func-
tion. Circles represent species in the system. Squares represent reactions between these
species. Arrows towards the squares come from the substrates of the reactions, and arrows
out of the squares point to the products. Metabolism is a serial process in which the product
of one reaction becomes a substrate of the other. Signaling is a highly interleaved process
with possible feed-forward and -backward loops. Regulation is a switch-like processes that
activates a gene when both the binding site and the transcription factor nodes are in active
state. While modeling and analyzing metabolic and regulatory networks using Petri nets
have been commonly done in the research community, work remains to be done on modeling
and analyzing signaling networks by Petri nets, which is the focus of this thesis.

been used successfully to predict steady state concentrations of the system [95]. The

sequentiality of the process along with the known constants create fitting modeling

environments for Petri nets. One of the first successful Petri net-based models of

metabolism was devised by Reddy et al. [93, 96]. Figure 5.6 depicts Reddy’s model

from [93]. In the left panel, I show a graphical representation of the reactions associ-

ated with the metabolic process. In the right panel I show its Petri net model. The

sequential nature of the process, along with its innate stoichometry, creates favorable
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Reaction representation Petri net representation

Figure 5.6: Example of a Petri net representation of metabolic network. All of
the reactions are catalyzed by enzymes. Left panel shows the reaction associated with the
processes. Right panel shows its PN representation. There is almost a one-to-one mapping
between places and metabolites. Adapted from [93].

conditions for modeling with the most basic, qualitative Petri nets (Section 5.1) [97].

Over recent years, various types of Petri nets have been extensively used in modeling

different metabolic applications [94, 98, 99, 100]. Further, in the metabolism-related

case study, Popova-Zeugmann et al. introduce a notion of time to the Petri net

model (Section 5.1.1), making it executable and allowing it to examine the transient

behavior of the system [77].

Regulation of gene expression includes the processes by which cells turn the

information in genes into the genes’ products. Since 1969, when Kauffman proposed

the use of Boolean networks for regulation modeling, the method has been widely

used [12]. Over the years, with the steady increase in the amount of data on genetic

regulation available, Boolean networks became a common strategy for regulation

modeling [13, 14, 15]. In the left panel in Figure 5.7, I show an example of a simple
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Boolean network Petri net for Boolean interactions

Figure 5.7: Example of a Boolean network and Petri net representations of
Boolean interactions: The left panel shows an example of a Boolean network with its
transition truth table. The right panel shows an example of genetic activation and genetic
inhibition converted into Petri nets (these interactions are unrelated to the nodes on the
left panel). Finction Ki(Z) represents the Boolean logic associated with node i and the
input set Z. Left panel is adopted from [101]. Right panel is adopted from [102].

Boolean network model. Each node represent a gene whose state can be either 0 or 1

(off or on). The transitions comprise the Boolean logic that determines the state of

each node. The transitions execute all at once, resulting in the state change according

to the table shown in (b). In [102, 103] Chaouiya initiated the idea of using Petri

nets to model genetic regulation systems. In the right panel of Figure 5.7, I show

an example of gene activation and gene inhibition represented using Petri nets (these

interactions are unrelated to the Boolean network on the left). For each gene gi, we

define a complementary place ḡi, such that the sum of tokens in places gi and ḡi equals

1. If the token is in gi or ḡi, we consider it is on and off respectively. For each gene gi,

there exists a logical function Ki(Z), where the input Z is a set of operating incoming

interactions. The resulting model addresses a number of shortcomings associated with

the Boolean networks, such as allowing the variables to have more than two values

(more than two nodes can represent the gene and its activity), and transitions between
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the states to occur asynchronously.

Steggles and Banks expanded on this idea. They detail a process for automatically

constructing these models using logic minimization to translate the Boolean terms

into appropriate Petri net control structures [101, 104]. In [105] Jong provides an

extensive review on the methods for regulation modeling. In recent years, further

development of the use of Petri nets in regulatory networks has been done using

successful hybrid approaches [106, 107] which would allow timed executions.

Signaling pathways are highly interleaved and parametrized. The concentrations

of nodes are much more refined and should be represented by a range of values. The

interactions of signaling pathways happen in parallel with different rates and with

possible feedforward and -backward loops without clear stoichiometry mapping. The

network topology of interactions is frequently incomplete and rate parameters are

generally hard to estimate accurately. Despite these limitations, Petri nets have shown

to be applicable in the signaling pathways as well. Heiner and Koch provide Petri

net-based formal model validations covering signaling transductions as an example

[94]. Further, several recent publications [108, 109, 110, 78, 111] provide examples of a

quantitative model of signaling transductions using Petri nets, which includes building

the topology structure, finding an initial state, parameter fitting, and executing using

deterministic methods. The use of stochastic simulations in the PN representation

of signaling systems was also exploited in [112, 113], particularly exploring the non-

parameterized Petri nets in the simulations.

In this chapter, I reviewed Petri nets as a dynamic modeling techniques and their
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Reaction representation Petri net representation

Figure 5.8: Example of a Petri net representation of signaing network. The left
panel shows the mass-action ODE representation of a small system. The right panel shows
the Petri-net equivalent for this system.

application for modeling different components of the cell. For metabolic networks

there is almost a one-to-one correspondence between stoichiometry of the metabolic

reactions and the Petri net structure. For regulatory networks, there exist conversion

techniques from widely accepted Boolean networks to the Petri net structures. For

signaling networks, Petri nets are very applicable, although it is crucial to properly

capture static properties of the system, such as topology, initial marking, and basic

parameters, in the Petri net structure.
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Chapter 6

Integrated hybrid model

Results in this chapter are based on [114].

While the genome contains all hereditary information, the decisions that a cell

makes are governed by a complex cellular machinery that resides above the genome.

Modeling this machinery is both important—as it helps understand proper cellular

functioning and the implications of aberrations thereof, and a daunting—given the

“known unknowns” (e.g., kinetic parameters of given reactions) and the “unknown

unknowns” (data incompleteness is the rule, rather than the exception, in biological

research).

The cellular machinery can be broken down into three main components—signaling,

transcription regulation, and metabolism—each of which consists of a network of

molecules and interactions among them. The signaling network is responsible for

relaying messages from the external environment of a cell to the nucleus. Inside

the nucleus, the transcription regulation network determines, upon receiving signals,
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which genes are expressed, and to what extent. The metabolic network is the energy

and resource management component of the cell, producing energy and products

that are required by cellular processes. Various modeling techniques have been used

successfully for modeling the dynamics of each of these component individually.

The success of modeling each of the three components individually notwithstand-

ing, these components are interconnected within the cell and their dynamics are

intertwined, thus creating a complex network whose modeling and understanding

are major endeavors in systems biology. Several biological studies and surveys have

highlighted this interconnection inside the cell and the significance of analyzing the

components simultaneously rather than individually, including, but not limited to,

[115, 116, 117, 118, 119, 120].

Indeed, several approaches were introduced recently for integrated modeling of

biological networks: SR-FBA [23], iFBA [24], idFBA [25], PROM [26], the method

of [27], the method of [27], and dFBA [28].

One common aspect to all the existing models is the use of flux balance analysis

(FBA) for modeling carbon and energy metabolism. FBA is a widely used method

that estimates fluxes of metabolic reactions, thereby making it possible to predict

the growth rate of an organism or the rate of production of a metabolite of interest.

However, FBA is only suitable for determining fluxes at steady state. With exceptions

of some modified forms, FBA does not account for regulatory effects such as activation

of enzymes by protein kinases or regulation of gene expression [5]. The methods that

use the unmodified version of FBA – all but idFBA and dFBA – only capture the

steady state of metabolism, therefore not capturing the full dynamic within the cell.
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These methods mainly acquire the effects of changes that individual components

have on each other. On the other hand, the methods that discretize FBA (dFBA

and idFBA), are able to reveal not only a more complete profile of the cell, but also

the dynamic behavior of the interconnections between the components. For recent

surveys of these methods, please see [1, 121].

I propose a new Integrated Hybrid Model (IHM) that aims to capture the dy-

namic behavior within and between the components of the cell, and which belongs

to the class of executable models [2]. This model integrates two types of modeling

techniques: Petri nets (PNs), which have been used for modeling metabolic networks

and signaling networks, and Boolean networks, which have been used to model reg-

ulatory networks. One of the first successful Petri net-based models of metabolism

was devised by Reddy et al. [93, 96]. Over the recent years, various types of Petri

nets have been introduced and extensively used in modeling different metabolic sys-

tems [94, 98, 99, 100]. Signaling pathways, on the other hand, have posed more

of a challenge for Petri nets. Their highly interleaved (with possible forward- and

backward loops) and parametrized nature makes it a difficult mapping onto a Petri

net framework. Despite these limitations, Petri nets have been shown to be appli-

cable in signaling pathways using careful parameterization and execution strategies

[110, 122, 78, 112, 113]. Transcription regulation has been modeled successfully using

Boolean networks, starting with the work of [12]. Over the years, with the steady

increase in the amount of data on genetic regulation, Boolean networks became a

common strategy for modeling this cellular process; e.g., [13, 14, 15].

Our integrated hybrid model uses Petri nets to model the metabolic and signaling
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components, and Boolean networks to model the transcriptional component. Further,

the model makes connections between the Petri net and Boolean network component

using a special modeling part. My modeling approach assumes knowledge of the

connectivity among the various species in the system, and is then minimally param-

eterized based on qualitative data. The dynamics of the biological system are then

obtained by executing the parametrized model. Of the existing approaches, idFBA

is comparable to my approach, as it allows for modeling the dynamics by discretizing

time and conducting FBA analyses for short time intervals. However, idFBA is appli-

cable where FBA models have been curated (e.g., for single-cell organisms), whereas

my modeling approach is applicable more broadly in terms of organism selection, and

requires only qualitative data.

I implemented and tested my modeling methodology on two biological systems: (1)

the transcriptional regulation of glucose in human physiology, with knowledge based

on [115], and (2) osmoregulation in S. cerevisiae, based on the system in [123]. The

two systems differ in temporal and spatial scales. For the transcriptional regulation of

glucose, the interactions among different components are reflected in the cooperation

among multiple cell types, and the mass transportation is through blood vessels in

the human body, thus acting at longer time scales than single cell systems. On the

other hand, the modeling of osmoregulation in S. cerevisiae encompasses metabolism,

signaling and transcriptional regulation, all within a single cell. The exchange of

proteins or metabolites is mediated through diffusion and cellular transportation. I

choose the two systems to show the diversity of the biological scenarios to which

my integrated hybrid model is applicable. The two systems are very well curated
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Figure 6.1: High level structural representation of the hybrid integrated model.
Petri net modeling is shown in red are used for signaling and metabolic networks. Boolean
networks are shown in green and used for transcriptional regulation. Proteins, shown in
blue, are some quantities of tokens generated by the delayed expression of Boolean elements,
and are fed back into Petri nets as input tokens.

and studied, both experimentally and computationally. This makes them ideal for

validating my methodology and for comparing with existing modeling frameworks.

My modeling approach produced results that match experimentally derived data.

The strengths of my model lie in its being minimally parameterized, the fact that

these parameters are qualitative in nature, and in the speed of execution since it does

not solve an optimization problem as FBA-based approaches do.

6.1 Model description

Our integrated hybrid model combines two modeling techniques, Petri nets and

Boolean networks. Both of these models are described in detail in sections 5.1 and

2.1.3 respectively. In the structural representation of the Integrated Hybrid Model, I

abstract the inter- and intracellular behavior into four distinct elements.These struc-

tural elements of the model are depicted in Figure 6.1.
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6.1.1 The integrated hybrid model and its execution

As described above, gene regulatory networks have been successfully modeled us-

ing Boolean networks, and signaling and metabolic networks have been successfully

modeled using Petri nets. In my integrated hybrid model, the regulatory components

of the biological system are modeled using Boolean networks, whereas the other two

components are modeled using Petri nets. To facilitate connections between the two

components, my model contains, in addition to the Petri net and Boolean network

components, a set of Place-to-Boolean and Boolean-to-Place triplets that create a

Boolean value based on binarization of the number of tokens and a number of to-

kens based on a Boolean value, respectively. I now describe my modeling approach

formally.

Syntax

The integrated hybrid model (IHM) is a 4-tuple tuple M = (Q,R,C,Y) where:

• Q = (S, T, w,M0) is a Petri net.

• R = (B,F, so) is a Boolean network where each Boolean function fi ∈ F takes

as input the state of variables in B.

• C ⊆ (S ×B ×R) ∪ (B × S ×R+) is a set of triplets that connect places in the

Petri net component with Boolean variables in the Boolean network component.

105



• Y is an initial marking of M such that that

Y (x) ∈

 R+ if x ∈ S

{0, 1} if x ∈ B

It is important to note that the two sets of variables, S and B, are disjoint. In my

approach, I model the metabolic and signaling components using a single Petri net,

and the transcriptional regulation component using a single Boolean network. The

set of triplets in C is defined for the places and Boolean variables that provide the

connections at the interface of the biological components. The choice of these triplets

vary from one biological system to another.

Semantics

Given an IHMM , it is now straightforward to execute it and produce the dynamics

of the system, as each of the two components of the model is amenable to both

deterministic and stochastic executions.

Let V = S ∪ B. The state s of IHM M is a vector of length |V |, where entry sx

is the number of tokens in x, if x ∈ S, and the Boolean value of x, if x ∈ B. As the

state of the system evolves as transitions, Boolean functions, and triplets in C are

executed, I denote by s(t) the state of M at time t. In particular, s(0) = Y. In other

words, sx(t) denotes the value of variable x at time t.

Let s(t) be the state of the system and time t. Petri net transitions and Boolean

functions are executed at time t according the rules described above. The state of
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variable b ∈ B that is an element of a triplet (p, b, u) ∈ C is updated as follows:

sb(t+ 1) =

 1 if sp(t) > u

0 if sp(t) ≤ u
,

and the state of a Petri net place p ∈ S that is an element of a triplet (b, p, k) ∈ C is

updates as follows:

sp(t+ 1) =

 k if sb(t) = 1

sp(t) if sb(t) = 0
.

In other words, in the Place-to-Boolean conversion, I set the Boolean variable to 1 if

the number of tokens in the place exceeds the given threshold u, and to 0 otherwise.

For the Boolean-to-Petri conversion, I set the number of tokens in the place to value

k if the Boolean variable has state 1, and keep the state unchanged otherwise. The

choice of the values of u in the Petri-to-Boolean is not straightforward and must be

learned from the data. I discuss below how I set the thresholds for my two specific

biological systems.

Execution of the full IHM

As discussed above, once the biological system is modeled using the IHM, it is

straightforward to execute it. However, as the three biological components operate at

different time scales, the execution of the integrated hybrid model must account for

this by introducing delays into the execution protocol. Here, I describe the additional

details of execution, as they pertain to the full IHM model.
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To execute the full IHM, I make use of a global clock, or simply clock, that governs

the execution of transitions and Boolean functions, and a priority queue, or simply

queue, for simulating delays that capture the differences in time scales. At each tick

of the clock, each the three components (Petri net, Boolean network, and triplets),

updates its state, resulting in an update to the entire state of the system. The order

in which the three components update their states is random and thus changes from

one clock tick to the next. This is a rather simplistic approach to incorporating

stochasticity and concurrency in the model; nonetheless, I show below that it works

very well on the two biological systems I consider here. I now describe how each of

the three components is updated in each tick of the clock, which is similar to the

general description above, yet with some minor additional details.

The Petri net component is updated according to Gillespie’s first reaction method.

The only difference is that to obtain state s(t+ 1) from state s(t), I average the exe-

cution of the Petri net component over 20 times. More formally, I execute Gillespie’s

algorithm 20 independent times, each starting from state s(t), thus producing 20 can-

didates for s(t+ 1). I then average these 20 candidates to produce a single next-state

s(t + 1), which is the state of the Petri net component at the end of the clock tick.

This averaging approach was used before and shown to produce good results when

simulating signaling networks using Petri nets [113].

The Boolean network component is updated as follows. In every clock tick, each

Boolean variable that is not on the queue and whose state changes from 0 to 1 at

that clock tick is put on the queue with state 1 with a time delay δ chosen uniformly

in the range 0 ≤ δ ≤ δmax. As the global clock ticks, the time delays of all items on
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the queue decrease, and whenever the time delay of a Boolean variable reaches 0 at

a clock tick, the new state of the variable (which is 1) becomes visible to the system.

More formally, let variable b be added to the queue at time t with delay τ . Then, the

state of variable b in its duration on the queue is given by

sb(t
′) =

 0 t ≤ t′ < t+ δ

1 t′ = t+ δ
.

If a Petri-to-Boolean triplet is chosen to execute in a given tick of the clock, then it

executes instantaneously, according to the rule described above. If a Boolean-to-Petri

triplet is chosen to execute, it is executed with time delay, in a similar fashion to the

Boolean network component. That is, the triplet is added to the queue with a time

delay, and when the time delay expires, the triplet is evaluated and the value of the

Boolean variable is updated.

Given the stochastic nature of the execution, the model must be executed multiple

times and the results averaged. While the syntax and semantics, as produced by the

execution strategy, are general enough, the specifics of the model in terms of the

connectivity and parameterization are determined by the biological system under

consideration. Below, I use my new modeling approach on two biological systems. I

describe for each of the two systems the connectivity and parameters that I used.

6.1.2 Putting it all together: IHM steps

The construction of an IHM for a biological system entails four steps:
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1. First, the connectivity map of the network under consideration is assembled.

This can be achieved by mining the literature for connections relevant to the

network, or by making use of information from public databases.

2. Second, the network elements are mapped to the individual IHM components.

As described above, signaling and metabolic elements are mapped to a Petri net

component, transcriptional elements are mapped to a Boolean network com-

ponent, and the relevant connections between the two are established using

triplets.

3. Third, the resulting model is parameterized. This requires establishing the

Boolean functions in the Boolean network component, establishing the thresh-

olds in the connection triplets, and setting the rates for transitions and the

values for the mapping w in the Petri net component for determining the num-

ber of tokens passed between places and transitions.

4. The start state Y of the system is set. This is determined based on the experi-

ment or question that is being investigated.

Once these four steps are carried out, the resulting IHM can be executed using the

strategy described above and the dynamic trajectories can be obtained and analyzed.

6.2 Results

In this section, I demonstrate the application of my new modeling approach on

two biological systems: transcriptional regulation of glucose and Osmoregulation in

110



S. cerevisiae.

6.2.1 Transcriptional regulation of glucose

Using my hybrid integrated model I explore the dynamics of transcriptional reg-

ulation of glucose metabolism, which was surveyed recently in [115].

Assembling the connectivity map

Desvergne et al. reviewed the transcriptional regulation of the insulin gene under

different levels of blood glucose. At a high blood glucose level (for example after

feeding), the insulin gene is transcribed in pancreatic β-cells and released to tissues,

such as liver and muscle, to uptake glucose from the blood. When blood glucose is

low, glucagon is secreted from pancreatic α-cells to bind the liver cell receptor to

decompose stored glycogen into glucose, maintaining the blood glucose level as is

necessary for tissues such as the brain. The response of glucagon signal by the liver

cell is effectuated by the signaling pathway of extracellular signal-regulated kinase

(ERK) [124], cAMP-dependent protein kinase (PKA) and cAMP-response element-

binding protein (CREB) [125, 126]. The mechanism by which glucose and insulin,

independently or together, modulate insulin gene transcription involves the sensing

of the blood glucose level by both the pancreatic α and β-cells in their transcrip-

tional network. The transcriptional regulation of insulin is mediated by a handful of

transcriptional factors including FOXO [127, 128], PDX1 [129, 130] and hepatocyte

nuclear factors (HNFs) [131, 132, 133]. Blood insulin also triggers the PI3K-AKT1

pathway [134] which inhibits FOXO and promotes the insulin production in tissues
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including liver and pancreatic β-cell [135]. Using all the necessary information about

interactions within and between different components, I constructed the connectiv-

ity map of the network, which is the first step toward constructing the integrated

hybrid model. Figure 6.2 shows the connectivity map, which includes intracellular

interactions between the liver, pancreatic-β, and pancreatic-α cells.

Parameterizing the model

Once the topology was acquired, a minimal amount of custom parameterization is

needed. Most of the parameters were set in a very simple way, with some exceptions

that I describe in detail below:

• Rates of all Petri net transitions are set to 1.0 for all internal transitions and

to 0.9 for all sink and source transitions.

• The maximum number of tokens that a place can have is 100.

• The values of w(p, t) and w(t, p) were set to 0 for every pair (p, t) or (t, p) that

does not have a connection in Figure 6.2. For the rest of the place/transition

pairs, I set the w value to 1.

• For the Boolean network and connection triplets, for Petri-to-Boolean connec-

tion, the thresholds are shown in Figure 6.2; for Boolean-to-Petri connections,

I used k = 25.

• For the time delay, I set δmax to 20
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Figure 6.2: Graphical representation of transcriptional regulation of glucose
system. Red shapes are Petri net places (signaling and metabolism), and small black
squares on the arrows represent Petri net transitions (dashed lines correspond to enzymatic
interactions). Green squares are Boolean network elements for regulatory components. Blue
ovals are also Petri net places and correspond to interconnection elements. The Petri-to-
Boolean arithmetic conditions are noted on/through red arrows (specific values are defined
in the section of parametrizing the model). The Boolean-to-Petri connections are indicated
with green arrows. The initial condition defined by vector Y, is set as follows: all Petri
net places have 0 tokens except ADP (10 tokens) and Glucose (20 tokens); all Boolean
network elements are set to 0, except HNF3beta and HNF1beta, which are set to 1. The ‘a’
connections into Boolean variables correspond to the negation functions. For the Petri net
component, the ‘a’ connection from transition t to place p is a schematic representation of
inhibition, which is implemented using the standard Petri net definition as p being an input
place to transition t. Transitions without inputs or outputs represent sources and sinks,
respectively.
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In addition to these general rules, the following parameters were fine-tuned to simulate

the conditions of the feed and fast cycle used for validating the model (described in

the following section).

1. In the Petri net component that corresponds to liver metabolism, the values of

w(p, t) and w(t, p) for every pair (p, t) or (t, p) that does have a connection in

Figure 6.2, I set the w value to 2.

2. In the pancreatic β cell’s signaling, the Petri net connection involving transition

t between Blood glucose and Glut1/2 sensor has the weights w(pGlucose, t) =

w(t, pGlut1/2) = 5.

3. In the pancreatic β cell’s signaling, the Petri net connection involving transition

t between Stored Insulin and Secreted Insulin requires an input of the read-arc

from Glut1/2 with weights w(pGlut1/2, t) = w(t, pGlut1/2) = 3.

4. The arithmetic condition between ATP and the pancreatic β cell’s nucleus is

evaluated based on x tokens, where x = (sATP + sADP )/2, which is a constant

value due to the conservation of tokens between these two places.

5. A mechanism to facilitate feed/fast cycle is not considered to be a part of the

IHM static description, but is needed to sustain feed/fast cycle, by introducing

the following two invariants, which are tested at every time step.

• Feeding is activated when the system is determined to be in the starvation

state. At each time step the condition (
∑

p∈S sp) + sGlucose < 10, where S

is a set of places for liver metabolism, is tested. If the condition evaluates
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to true, 2 tokens are deposited into the Glucose place for the next 15 steps;

otherwise, no action is taken.

• Fasting is activated when the system is determined to be in the hungry

state. In this state, the pancreatic-α cell is activated in response to low

Glucose (below the hungry threshold of 20 tokens). In this state, the

Boolean-to-Petri connection associated with Glucagon and Transcribed in-

sulin are adjust by continuously reducing k by a small amount (uniform

random value < 0.05). In the feeding state, the original k values associated

with thess connections are restored.

Model execution and results

To validate the the performance of my model, I focused on modeling the regulation

of insulin and glucose production by means of the interactions between and within

the liver cell and the pancreatic α, and β cells under the conditions of high and low

glucose. Both of these scenarios can be captured by modeling the oscillatory behavior

of the feed and fast cycle—the phenomenon frequently used in analyzing glucose and

insulin regulation.

To simulate the feed and fast cycle, I differentiate between two conditions: hunger

and starvation. The former condition is defined by the low blood glucose and triggers

the release of glucose by the liver via gluconeogenesis, whereas the latter condition is

characterized by much lower glucose and promotes manual “feeding.” In the phase

of fasting, the activity of liver glucose production slows down proportionally to the

time duration since the last manual feeding, allowing the system to transition into
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Figure 6.3: Comparison of blood glucose and insulin dynamics in a single
fast/feed with data. Comparison of blood glucose (left) and insulin (right) dynamics
in a single fast/feed cycle as simulated by my model with the experiential data by Korach-
André et al [136] (top) and ODE-based model by Liu et al [137] (bottom). My IHM is shown
in solid black line. Experimental data and ODE model results are reconstructed from Fig-
ure 7 in [137]. The results of IHM dynamics qualitatively match to both experimental data
and ODE-generated data.

the starvation condition as the liver becomes less effective.

I validate my model against feed/fast cycle from two sources, as shown in Figure

6.3. The experimental data of glucose circulation by Korach-André et al [136] (red

lines on the top two plots) and an ODE-based model of the simplified regulator system

of blood glucose by Liu et al [137] (blue lines on the bottom two plots) are compared to

my IHM outcomes (solid black line in all plots). The IHM results are averages of 100

stochastic executions of the entire system, as described above. The plots show good

match between the dynamics of IHM and both experimental data and ODE model.

In fact, the slower insulin absorption in IHM is closer to experimental data than the

results of the ODE model. This validation shows that IHM’s efficacy in capturing the
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Figure 6.4: The dynamics of all components in the IHM for feed/fast cycle in for
the transcriptional regulation of glucose metabolism. The plots show selected species
from different components – component interconnections (top left), selected species from
liver metabolism (top right), selected species from pancreatic beta-cell and liver signaling
(bottom left), and selected species pancreatic beta-cell regulation (bottom right). X-axis
for Petri net components are expressed in tokens, and for Boolean component is an average
of Boolean values, 0 and 1.

dynamics of glucose absorption and insulin secretion even in light of complex model

dynamics. The concentrations on the x-axis are measured as the number of tokens,

and time is measured in arbitrary units.

Further, I observe the complete dynamics of this system. Figure 6.4 shows the

dynamics of all the components of the model and their interconnections. The dashed

lines indicate the beginning of manual feeding (the start and end of a single feed/fast

cycle). The model is an average of 100 individual simulation runs. I can see from

the interconnection plots that insulin spikes when glucose is added in the system
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during feeding. The insulin is slowly utilized as the system switches into fasting

phase and maintains the lower level of glucose through the liver. Additionally, the

level of glucagon increases as soon as the feeding ends and levels of glucose start to

drop, resulting in hepatic glucose production and maintaining of glucose to the normal

range [138]. The liver metabolism plot shows a clear propagation of glucose through

the system. As the fluxes through the system becomes too low, it contributes to the

feeding condition and the next feed/fast cycle. In the dynamics of pancreatic-β cell

regulation, I can clearly see a stronger response form insulin gene expression during

the feeding, and more moderate insulin production in response to glucose produced by

the liver during fasting. Lastly, signaling plot (which contains species form liver and

pancreatic-β cell on one plot) shows the the activation through PI3K→AKT1aFOXO

pathway, which is known to be be a positive feedback form insulin to promote further

regulation of insulin production. Particular, the activity of this pathway prevents

FOXO1 from exhibiting negative feedback onto the β-cell regulation, which, in turn,

would impair the production of insulin.

It has been a long standing hypothesis that glucose is a regulator of FOXO1

through the insulin receptor. FOXO1 is found to be a central player in β-cell com-

pensation of insulin resistance [139]. FOXO1 negatively regulates insulin expres-

sion in β-pancreatic cell [128]. In type-2 diabetic population, the insulin production

does not meet the metabolic demand [140]. The positive feedback, comprised of

insulin→PI3K→AKT1aFOXOaPDX1→insulin, helps β-cell mitigate the difference

between the demand and supply of insulin at the initial stage of diabetes. A sus-

tained execution of this pathway leads to failure of β-cell as is characterized by the
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Figure 6.5: Predictive power if IHM under kdAKT condition.The dynamics of
IHM under normal Akt and reduced Akt (kdAkt) as compared to the experimental data
in [143]. In all images, yellow background indicates feeding stage, and red corresponds
to fasting. The experimental data measures the glucose levels at the feeding stage and
insulin secretory response during fasting. IHM shows the entire cycle. I observe the glucose
of kdAkt model being higher than normal condition, as well as lower insulin secretion in
reduced Akt scenario. These results correspond to the observations in the experimental
data.

reduction of mass and number of β-cells [141]. This failure is closely related to PDX1

[142]. Bernel-Mizrachi et al. provide time series data, comparing the feed and fast

cycle in the normal condition and under reduced Akt, which is responsible for sup-

pressing FOXO1 [143]. If the concentration of Akt1 is low, the FOXO1 becomes

active and the insulin expression is expected to be lower than normal, and, therefore,

the absorption of glucose slows down. I are interested in testing this hypothesis using

my integrated hybrid model for this system.

The reduction of AKT activity on FOXO was achieved by reducing the rate of
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AKT1aFOXO reaction, while also increasing its source reaction rate (→ FOXO). The

dynamics of IHM under normal Akt and reduced Akt (kdAkt) are compared to the

experimental data from [143] in Figure 6.5. In all images, yellow background indicates

feeding stage, and red corresponds to fasting. The experimental data measures the

glucose levels at the feeding stage and insulin secretory response during fasting. IHM

shows the entire cycle. I observe the glucose of kdAkt model being higher than normal

condition, as well as lower insulin secretion in reduced Akt scenario. These results

correspond to the hypothesis and the observations in the experimental data.

6.2.2 Osmoregulation in S. cerevisiae

Assembling the connectivity map

Yeast responds to the environmental osmolarity by adjusting the cellular glyc-

erol concentration [123]. Such response is mediated through transcriptional regula-

tion of about 10% of the yeast genes. The effect of the medium osmolarity is first

sensed and transmitted by the well-studied HOG/MAPK pathway [144, 145] whose

upstream involves two redundant branches—Sho1 branch [146, 147] and Sln1 branch

[148]. The HOG signaling pathway is one of the first to sense the osmotic upshift,

playing a pivotal role in yeast’s adaptation to high osmolarity. Hog1, the end ef-

fector of HOG pathway, activates in the nucleus the central transcriptional factors

Hot1 [149], Msn2/4 [150] and Ptp2/3 [151]. These transcriptional factors turn on

the expression of enzymes that promote glycolysis, which leads to the production of

glycerol, an inert osmolyte. The surge in the glycerol concentration increases the
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Figure 6.6: Diagram of the S. cerevisiae HOG pathway. Graphical representation of
glucose system. Red shapes are Petri net places (signaling and metabolism), and small black
squares on the arrows represent Petri net transitions (dashed lines correspond to enzymatic
interactions). Green squares are Boolean network elements for regulatory components. Blue
ovals are also Petri net places and correspond to interconnection elements. The Petri-to-
Boolean arithmetic conditions are noted on/through red arrows (specific values are defined
in the section of parametrizing the model). The Boolean-to-Petri connections are indicated
with green arrows. The initial condition defined by vector Y, is set as follows: all Petri net
places have 0 tokens except ADP, which has 10 tokens; all Boolean network elements are
set to 0. See caption of Fig. 6.2 for more details about the representation.

cytosolic osmolarity, counteracting the osmotic upshift in the environment and pro-

tecting the cell from dehydration. While the effect of Gpd1/Gpp2 (which is a product

of Hot1 and MSN2/4) gene controls osmoregulation via glycerol production though
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metabolic pathway, Ptp2/3 is a much stronger mediator of osmotic stress, as it acts

on suppressing the activity of Hog1 transcription factor directly. Figure 6.6 depicts

the representation of S. cerevisiae HOG pathway in the context of my integrated hy-

brid model. Unlike the previous example, this model focuses on the interplay within

a single cell type. In addition to the clear interaction between signaling and tran-

scriptional regulation via Hog1 and the provision of enzymes from the transcriptional

regulation to the metabolic component, I also see a feedback of glycerol to the signal-

ing component, a communication between signaling and metabolic components via

metabolites.

Parameterizing the model

Most of the parameters in this IHM are set to the exact same default values that

I used in the previous example, with only two instances, where the specific behavior

needed to be fine-tuned.

1. In signaling the Petri net connection t between Ptp2/3 TF and Pbs2 has dif-

ferent weights w(pPtp2/3 TF, t) = w(t, pPbs2) = 2.

2. For the Boolean network and connection triplets, for Petri-to-Boolean connec-

tion, the thresholds are shown in Figure 6.6; for Boolean-to-Petri connections,

I used k = 20.

3. The source transition for Osmosis stress is set to 100 when simulating “stress”

condition and to 0 when simulating “no stress” condition.
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Figure 6.7: Validation of IHM for osmoregulation of HOG pathway against
data. Validation of the model against idFBA and ODE-based model as generated by Lee
et al [25]. The plots show the dynamics under osmotic stress (solid lines), and under no
osmotic stress (dashed lines). The colors on all plots are indicated in the top left panel.
The correspondence in qualitative behavior for all solid lines indicate similar results for all
models under osmotic stress; for all dashed lines indicate similar results for all models under
no osmotic stress.

Model execution and results

This particular system was analyzed by Lee et al with the idFBA model [25]. Using

this example, I compare the performance of IHM and idFBA. Figure 6.7 shows the

behavior of the models under high and low osmotic stress conditions. The behavior

of the selected species in the system corresponds to those validated by Lee et al [25].

The results of three models is depicted: IHM, idFBA model, and kinetic based model

for this system. The plots show the behavior of the system in the presence of high

osmotic stress (solid lines) and low osmotic stress (dashed lines). The results of IHM

corresponds well with idFBA in all of these species in the high osmotic stress case.

However, there are two discrepancies in the low osmotic stress case. In my model,
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Figure 6.8: Dynamics of IHM for all components of HOG pathway under osmotic stress.
The plots show selected species from different components – component interconnections
(top left), species from metabolism (top right), selected species from regulation (bottom
left), and selected species signaling (bottom right). X-axis for Petri net components are
expressed in tokens, and for Boolean component is an average of Boolean values, 0 and 1.

both ATP and Glycerol go down, while in idFBA they stay constant. The former

decline can be easily explained by the transition in IHM where all of the ATP gets

converted into ADP in the presence of no metabolic activity. The latter decline is

explained by the topology, where any available Glycerol (the initial concentrations

in this case) will always be used for activating Hog1. Overall, my integrated model

achieves comparable results by just mainly relaying on the topology of the system. In

addition, while IHM is a stochastic model and requires averaging, a single result take

just a few seconds with an average of 100 iteration taking no longer then 5 minutes.

In idFBA, on the other hand, many parameters are involved in executing ODEs.

I further analyzed the complete dynamics. Figure 6.8 show the dynamics of all the

components in the HOG pathway in the cycle of presence of osmotic stress, followed

by the absence of osmotic stress, and finally under the osmotic stress again. It can
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be seen that the activity of Hog1 pathway in the presence of osmotic stress, and its

idleness under no stress condition. During the osmotic shock, Gpd1/Gpp2 feedback

is always on as it mediates the production of glycerol. However, it can be seen from

the plot, that when the concentration of Hog1 becomes too high, it turns on Ptp2/3

feedback that directly suppresses signaling of Pbs2, slowing down the response to

osmotic stress. Also, the Stl1 stays expressed during osmotic stress and regulates the

activity of metabolism.

6.3 Discussion

I proposed a simple, yet effective, integrated hybrid model (IHM) that allows for

simultaneously modeling signaling, metabolic, and regulatory processes within a single

framework, while explicitly capturing the dynamics within each component and the

interplay among them. As I applied the integrated model to two biological systems,

I demonstrated how much my model can capture by mainly relying on the topology

of the system (given the simple and general rules for setting most of the model’s

parameters). In both systems, I were able to successfully validate my results against

both experimental data and other models. In the case of transcriptional regulation

of glucose, I compared my model against an ODE-based model that only focuses on

glucose-insulin interactions, while in my case I consider a larger system. The results

compare well against the experimental data. No comparison was done with other

integrated models, since it is not clear how to formulate an FBA-based model for this

system. In the case of the osmoregulation system, I compared my model against the
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idFBA approach [25].

The IHM framework has an intuitive graphical representation that makes the

construction of the connectivity map of the model a relatively simple task. Further,

as experimental evidence becomes available to provide support for new connections or

against existing ones, the connectivity map can be readily updated to accommodate

this new evidence without having to recreate the model from scratch. A strength

of the model is that it is minimally parameterized, and the parameters are derived

based on qualitative data which is easier to obtain than accurate, quantitative data.

It is important to note while the connectivity map is often easy to obtain from the

literature and public databases, parameterizing the IHM poses the biggest challenge in

terms of obtaining the executable model. I parameterized the IHM for both biological

systems manually—a task that took very short time to achieve, given that most of

the parameters were set using general rules and only a few of them had to be fine-

tuned. I identify as a direction for future research the task of devising computational

techniques for automated parameterization of my IHM using qualitative experimental

data. Some techniques for a similar task were recently introduced [152] and I will

build on those.

While the existing approaches for integrated analysis of biological networks pro-

vide promising frameworks, a salient feature of all of them is that they depend on

flux-balance analysis (FBA) as a main analytical component. This dependence means

that an FBA model must be curated for the system under analysis, which is not clear

how to obtain for a system such as the regulation of glucose metabolism, which

involves more than a single cell type. Further, this dependence necessarily makes
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the analysis metabolism-centric and shifts the focus from the other two components.

Third, as FBA is aimed at understanding the behavior of the system at steady state,

the dynamics of the system cannot be studied, except under the idFBA modeling

technique, as it takes a step-wise approach to conducting FBA. My model, on the

other hand, is easy to curate and parameterize, allows for simulating and inspecting

the dynamics of the system, and does not depend on FBA.

Our model builds on the success of Boolean networks and Petri nets for modeling

cellular networks. As advances continue to be made for both modeling techniques, my

integrated modeling approach would readily benefit from these advances, as different

flavors of of Boolean networks (e.g., probabilistic ones) and Petri nets (e.g., colored

Petri nets) can be plugged into my model without having to modify the way the

connectivity map is constructed or the system is executed. In other words, my model

can be viewed as a reconfigurable model, where different components, along with their

execution protocols, can be assembled to generate a model of integrated systems.

It is important to note that while I made decisions on the model to fit the two

biological systems I studied, other biological systems may require more features in

the modeling approach. For example, in the Petri-to-Boolean connections, it might

be the case that the state of the Boolean variable is set based on a function of a set

of the Petri net places. My IHM can be easily extended to incorporate such features,

with little or no need to modify the execution strategy. That is, the model is easy to

extend as long as the syntax of the new features and their effects on the execution

strategy are well-defined.

Last but foremost, my IHM approach lends itself in a straightforward manner to
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hypothesis generation. Perturbation experiments can be simulated in silico by setting

the numbers of tokens at Petri net places and Boolean variables to a certain value,

and the system can be executed to study the effect. For example, a Boolean variable

can be set to 0 to simulate its inhibition, or the number of tokens can be set to a

large number in place to represent a constitutive enzyme. Further, new components

can be added in or existing ones can be removed easily to study the effect of these

components on the overall performance of the system. Finally, while I chose to model

transcriptional regulation using Boolean networks here, the entire system (that is, all

three types of biological networks) could be represented using a single Petri net. This

allows for a more refined simulation of the transcription factors and their targeted

genes, but also requires replacing the Boolean functions by Petri net transitions whose

parameters must be learned from the data.
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Chapter 7

Conclusion and future directions

The main contribution of this dissertation is the proposed integrated hybrid model

(IHM) used for capturing the dynamic behavior of cell. On the way to devising this

model, I have taken on a few other projects that investigated individual modeling

techniques in greater detail as potential candidates for integration. Figure 7.1 shows

a graphical representation of the individual contributions to this thesis.

First, I investigated Boolean networks to show that their expressiveness is not

limited by their abstraction. I showed that a Boolean network can be successfully

inferred from complex time series data, and is even capable of predictive power for the

system. I compared combinations of three different binarization methods in conjunc-

tion with three existing inference methods. Iterative k-means binarization method

was proposed here as an improvement to existing k-means clustering to accommodate

the complexity of the data. I identified the combinations of binarization and inference

techniques that produce Boolean networks that not only capture data dynamics to a
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Figure 7.1: Thesis contributions.

high degree of accuracy, but also are capable of predictive power. ex

Second, I investigated particle swarm optimization (PSO) as a suitable method

for parametrizing kinetic systems, namely the ones captured by the set of ordinary

differential equations (ODEs). While PSO had been previously applied to parametrize

ODEs, I compared and analyzed different scoring metrics for the assessment of PSO

generated parameters. I showed that, when PSO is used to parameterize a system

that attempts to represent complex oscillatory dynamics, Fast Fourier Transfer (FFT)

based assessment yields the best results. I, also, provided a performance study for

the use of PSO with different scoring metrics for parameterizing ODEs.

Third, I conducted an extensive literature review on the use of Petri nets (PNs)
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as a suitable method for modeling cell behavior. Most of this investigation was an

extension of my Master’s research. I concluded that PNs are extremely appropriate

for use in the integrated model, particularly for modeling signaling and metabolic

component. While PNs are also applicable to modeling regulation, I chose modeling

regulation with Boolean networks due to its temporal separation from the other two

components.

Lastly, I proposed an integrated hybrid model (IHM), that combines all three

individual cell components – signaling, metabolic and regulatory – within a single

framework. IHM explicitly captures the dynamics within each of the components

along with the interplay between them. I analyzed IHM on two different systems –

the transcriptional regulation of glucose and the osmoregulation of the Hog1 path-

way. In both of these systems, I compared the dynamics captured by IHM with the

experimental data and other models. Further, I conducted a study of the predictive

power of the IHM model by simulating an experiment associated with the glucose

system and compared it to the experimental results.

7.1 Future work

In chapter 1, I largely motivated the need for integrated modeling as an essential

step in order to enhance the hypothesis driven research. In the heart of this ap-

proach lies the construction of the model using the available experimental data and

the knowledge about the system we are trying to model. However, there are many

uncertainties that make model creation and execution an open and challenging prob-
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lem. These uncertainties come from many sources, such as noise in the experimental

data, lack of the complete knowledge about system’s topology and scarcity of the

necessary parameter information.

Early traditional model construction utilizes the bottom-up approach, which as-

sembles the model by using topology and parameter information available from the

literature and targeted experimental data. These models are then validated against

the experimental data and used to test hypothesis for the system. Clearly, these ad-

hoc models are not the most efficient, and they are prone to some of the sources of

uncertainty to a greater extend. With the recent development of various computation

techniques, a complementary top-down approach, where model is inferred and param-

eterized using time-series data, became more efficient and reliable. These techniques

can try many different model scenarios through exhaustive searches to find the model

that best represents the data. The example of these approaches are the Boolean

inference method in chapter 3, that infers system’s topology from the experimental

data and PSO parameter estimation method in chapter 4, that determines the most

appropriate parameter set for the known topology of the system.

The integrated hybrid model (IHM) proposed in this thesis utilizes the bottom-up

approach. From the literature search on integrated modeling I learn that IHM is the

first model of its kind, as it allows for dynamic modeling of the whole-cell behav-

ior that includes all three cell components – signaling, metabolism, and regulation –

as well as the explicit interconnections between them. However, the construction of

the model for the chosen case study systems was done in an ad-hoc way, where the

topology had to be accurately curated from the literature and some of the parameters
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needed fine-tuning to validate the model against the experimental data. The main

future direction for improving IHM is in converting its construction into a top-down

approach. Addressing this open problems of model inference and model parametariza-

tion in the context of integrated modeling is a foremost challenge in system biology.

In addition, the advances in computation science call for more and more new execu-

tion strategies for known and new modeling techniques. The IHM model utilizes one

of those strategies that worked well for the two case studies presented, but there is

certainly flexibility in the ways IHM can be executed for other systems.
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de la Concepción, C. Rivas, P. Arias, C. Nombela, F. Posas, and J. Arroyo,
“The sequential activation of the yeast HOG and SLT2 pathways is required
for cell survival to cell wall stress.” Molecular Biology of the Cell, vol. 19, no. 3,
pp. 1113–24, Mar. 2008.

[151] T. Jacoby, H. Flanagan, A. Faykin, A. G. Seto, C. Mattison, and I. Ota, “Two
protein-tyrosine phosphatases inactivate the osmotic stress response pathway
in yeast by targeting the mitogen-activated protein kinase, Hog1.” The Journal
of Biological Chemistry, vol. 272, no. 28, pp. 17 749–55, July 1997.

[152] D. Ruths and L. Nakhleh, “Generating executable models from signaling net-
work connectivity and semi-quantitative proteomic measurements,” in Compu-
tational Systems Bioinformatics Conference, vol. 9, 2010, pp. 136–145.

149


