


ABSTRACT

On �1 Minimization for Ill-Conditioned Linear Systems with Piecewise Polynomial

Solutions

by

Jorge A. Castañón

This thesis investigates the computation of piecewise polynomial solutions to ill-

conditioned linear systems of equations when noise on the linear measurements is

observed. Specifically, we enhance our understanding of and provide qualifications

on when such ill-conditioned systems of equations can be solved to a satisfactory ac-

curacy. We show that the conventional condition number of the coefficient matrix is

not sufficiently informative in this regard and propose a more relevant conditioning

measure that takes into account the decay rate of singular values. We also discuss

interactions of several factors affecting the solvability of such systems, including the

number of discontinuities in solutions, as well as the distribution of nonzero entries in

sparse matrices. In addition, we construct and test an approach for computing piece-

wise polynomial solutions of highly ill-conditioned linear systems using a randomized,

SVD-based truncation, and �1-norm regularization. The randomized truncation is a

stabilization technique that helps reduce the cost of the traditional SVD trunca-

tion for large and severely ill-conditioned matrices. For �1-minimization, we apply a

solver based on the Alternating Direction Method. Numerical results are presented

to compare our approach that is faster and can solve larger problems, called RTL1

(randomized truncation �1-minimization), with a well-known solver PP-TSVD.
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Chapter 1

Introduction

Solving ill-conditioned linear systems of equations is of extreme importance in a great

variety of scientific applications such as seismology [27, 19], image processing [20, 19]

and electrical impedance tomography [22]. Ill-conditioned linear systems can arise, for

example, from discretizations of the Fredholm integral equations of the first kind (e.g.,

see [30]) or from linear inverse problems (e.g., see [22]). Fredholm integral equations

of the first kind arise in a number of applications as has been pointed out by Wing

and Zhart [30], where we can find a description of real applications from Los Alamos

National Laboratory on Mechanics, Geomagnetic Prospecting and Tomography. In

this thesis we focus on solving systems of linear equations Ax = b, where A ∈ Rm×n

is ill-conditioned and x ∈ Rn becomes sparse after a certain linear transformation.

The main contribution of this work is to increase understanding of when we can

compute solutions, to a satisfactory accuracy, to ill-conditioned systems of equations

whose solutions are sparse under a known linear transformation. In this thesis we

point out that the singular value decay of the matrix A gives information about when

can we compute approximate solutions, as opposed as the traditional condition num-

ber. We also propose an alternative condition measurement that is useful to quantify

the number of useful equations of the linear system. Such condition measurement
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depends on the q leading singular values, where q < min{m,n}. Also the sparsity

level of the transformed solution and the distribution of the nonzero entries of the

matrix A are factors to consider when solving such highly ill-conditioned systems, as

we will explain in chapter 3.

An algorithm framework is given in chapter 2. In such framework, the original

system is multiplied by a random matrix F ∈ IRq×m to get system FAx = Fb and

then this new smaller system is truncated at k (using, e.g., SVD) to make the solution

stable. Since the �1 norm is sparse promoting [27], for solving the linear system we

can solve the �1 minimization problem

min
x

||Lx||1 s.t. Cx = d, (1.1)

where ||v||1 =
�

i |vi| is the �1 norm of the vector v, C ∈ IRk×n and d ∈ IRk are the

randomized truncated matrices, and L ∈ IRt×n is a known sparsifying matrix for x.

We explain in detail this algorithm framework in chapter 2. In chapter 4 we describe

an observation related with problem (1.1) when L is the identity matrix (one form

of the compressive sensing problem). Then we summarize the contributions of this

thesis in the second section of the chapter, and, in the third section, we outline some

considerations and directions to guide further studies.
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1.1 An Application: Fredholm Integral Equations of the First

Kind

As we mention before, some ill-conditioned linear systems of equations in the form

Ax = b come from discretizations of Fredholm integral equations of the first kind

(e.g., see [14, 30]), where A, x and b are discretizations of continuous functions. Such

integral equations have the form

g(z) =

� b

a

K(z, y)f(y)dy,

where K(z, y) and g(z) are continuous functions known at values z1, z2, ..., zm. Hence,

g(zi) =

� b

a

K(zi, y)f(y)dy.

The function values g(zi) for i = 1, ...,m can be computed using any quadrature

scheme for approximating the integral with respect to y

g(zi) =
n�

j=1

K(zi, yj)wjf(yj), (1.2)

where wj are quadrature weights for j = 1, ..., n. From the last m equations in (1.2)

we get a m × n system of linear equations of the form Ax = b, where the entries of

the matrix A and vectors x and b are determined by

ai,j = K(zi, yj)wj, xi = f(yj) and bi = g(zi).

Therefore, the computed solution x is a discrete approximation of the function f(y).

The matrices that arise from discretizations of the Fredholm integral equation of

the first kind are in general ill-conditioned, and the accuracy in a computed solution
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x can be lost completely when using direct methods such as Gaussian elimination. In

the next two sections we describe the condition number of a matrix and regularization

techniques for solving ill-conditioned linear systems.

1.2 Condition Number for Solving Linear Systems.

When solving linear systems of equations, it is important to analyze how small per-

turbations of the matrix and right-hand side affect the solution. Suppose that Ax = b

such that x, b ∈ Rn, x, b �= 0 and A is square and non-singular. Also let δA ∈ Rn×n

and δx ∈ Rn be infinitesimal perturbations. If b is fixed, then

(A+ δA)(x+ δx) = b.

Since Ax = b and the product (δA)(δx) is very small, then

δx = −A−1(δA)x.

I we apply any submultiplicative norm in the last equality yields the following bound

||δx|| ≤ ||A−1|| ||δA|| ||x||. (1.3)

When we multiply and divide inequality (1.3) by ||A|| to get

||δx||
||x|| ≤ ||A−1|| ||A|| ||δA||||A|| . (1.4)

Inequality (1.4) explains how relative changes of the solution x depends on the relative

changes of the matrix A magnified by the quantity ||A−1|| ||A||. The last quantity
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is known as the condition number of A ([29], p. 95) for solving linear systems of

equations, commonly denoted in the literature by

κ(A) = ||A−1|| ||A||. (1.5)

Now consider the case where the right-hand side b contains some perturbation as well

as the solution x, meaning A(x+ δx) = b+ δb. Since Ax = b,

Aδx = δb.

Note that ||Ax|| = ||b||, then

||δx|| ≤ ||A−1|| ||δb|| ||Ax||||b|| .

Last inequality leads to the new inequality

||δx||
||x|| ≤ κ(A)

||δb||
||b||, (1.6)

that indicates that perturbations in the right-hand side are magnified by the condition

number of the matrix A. When the condition number κ(A) is small, the matrix A is

said to be well-conditioned and when κ(A) is large, A is said to be ill-conditioned. If

the matrix A is singular, then the condition number is defined κ(A) = ∞.

As it is formally defined in [29], the singular value decomposition (SVD) of a

matrix B ∈ Rm×n is a factorization given by

B = UΣV T , (1.7)
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where U ∈ Rm×m, V ∈ Rn×n are unitary matrices and Σ ∈ Rm×n is a diagonal matrix.

The diagonal elements σj of Σ are such that

σ1 ≥ σ2 ≥ ... ≥ σg ≥ 0,

where g = min{m,n}.

Note that the condition number (1.5) was defined for any submultiplicative norm.

When using the 2-norm, then the condition number of a square non-singular matrix

can be expressed in terms of its singular values

κ(A) = ||A−1||2 ||A||2 =
σ1

σn
,

where σ1 and σn are the largest and the smallest singular values of A, respectively.

A condition number can also be defined for the cases where A is not square and

maybe singular. Let A ∈ Rm×n, r = rank(A) and r ≤ min{m,n}, then the condition

number is provided by

κ(A) = ||A+||2 ||A||2,

where A+ is the pseudoinverse of A and can be defined in terms of the SVD of A (see

[9], p. 414). In this case, the singular values of A are given by σ1 ≥ ... ≥ σr > 0

and σj = 0 for all j = r + 1, ...,m. The singular values of A+ are given by 1
σj

for

j = 1, ..., r and 0 otherwise. Hence, the condition number for any matrix is defined

by

κ(A) =
σ1

σr
,

where σ1 and σr are the largest and the smallest singular values of A, respectively.
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Figure 1.1 : Solution to a system of equations Ax = b + nb computed by a direct
solver with condition number κ(A) ≈ 1016. Computed solution when nb = 0 (top)
and computed solution when ||nb||2 = 10−6||b||2 (bottom).

Trefethen and Bau state in [29] that it is regarded to lose log10 κ(A) digits of

accuracy in calculating x from the system Ax = b when using direct methods such

as Gaussian elimination. In double-precision arithmetic epsilon machine is approxi-

mately 10−16, hence if κ(A) ≈ 1016, one cannot expect an accurate computation of the

solution x such that Ax = b when using direct methods. Figure 1.1 shows an exam-
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ple where the condition number is κ(A) ≈ 1016. The top plot of Figure 1.1 shows an

approximate solution to the system Ax = b, where b is not contaminated with noise.

In this case, the approximate solution given by a direct solver (x = A\b;) has about

two digits of accuracy, more precisely, it has a relative error with respect to the true

solution of approximately 0.0841. In the bottom plot of Figure 1.1 an approximate

solution to the same system is shown, but the right-hand side b is contaminated with

noise, nb, of approximately ||nb||2 = 10−6||b||. In this case, the solution has a chaotic

behavior that can be explained by inequality (1.6)

||δx||
||x|| ≤ 1016

||δb||
||b|| ≈ 101610−6 = 1010.

The computed relative error in this case is ≈ 108, which indeed shows the magnifica-

tion of the noise level by the condition number of the matrix A. This example shows

the need of an alternative technique for solving linear systems when the matrix A is

ill-conditioned. We will explain in the next section of this chapter that we can use

regularization to solve ill-conditioned systems as an alternative to direct methods.

1.3 Regularization and Prior Information of the Solution

In the last section of this chapter we explain how large condition numbers of the

matrix A ∈ Rm×n can yield inaccurate computations of x when solving Ax = b. In

this section we present a standard method to solve ill-conditioned systems known as

regularization. Regularization methods use known information about the solution x

for solving ill-conditioned systems. The system Ax = b may have infinitely many
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solutions. The mission of regularization is to point to the most desirable solution by

incorporating all the prior information of x. A comprehensive treatment of regular-

ization methods can be found in Hansen’s book published in 1996 [16]. In his book,

Hansen provides a thorough study of regularization techniques and develops a MAT-

LAB package called REGULARIZATION TOOLS [17], in which implementations of

his algorithms and examples can be found. This package was published in 1994 [18]

and can be downloaded from the author’s website [15] or the netlib repository [23].

One of the most important regularization methods, as Hansen states in [16], is

the so-called Tikhonov regularization method proposed independently by Tikhonov

and Phillips in 1962 [28, 24]. The discrete Tikhonov method requires solving the

unconstrained minimization problem

min
x

||Ax− b||22 + λ2||Lx||22, (1.8)

where λ > 0 is a regularization parameter and L ∈ IRt×n is a sparsifying transfor-

mation for x. In model (1.8), prior information about the size and the smoothness

of the solution is incorporated in λ and L respectively. Problem (1.8) has a unique

solution, given λ and L, whenever the intersection of the null spaces of A and L is

trivial (see [16] p. 100).

The size of the solution given by the second term of problem (1.8) can be mea-

sured in several ways depending on the application. For instance, it is a known fact

that Tikhonov method is used when the solution comes from the discretization of

a continuous function. However, when the solution is sparse (i.e. the solution con-
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tains a considerable amount of zero entries), Santosa and Symes in [27] show that the

norm of the second term in problem (1.8) can be replaced with the �1 norm to force

the small entries of the solution to become zero. Hence, when the vector Lx ∈ IRt

is sparse, �1 minimization (replace the norm-2 with the norm-1 in problem (1.8))

presents an alternative to the discrete Tikhonov method which is more adequate to

capture discontinuities on the discretization of the solution (see also [5, 8]).

Santosa and Symes in 1986 [27] prove that �1 minimization is sparse promoting.

For an intuitive explanation of why the 1-norm is sparse promoting, a two dimensional

example that compares the �1 and �2 solution is presented in Figure 1.2. In Figure

1.2 we can notice that the �1 solution has a zero entry (sparse) and the �2 solution

has two nonzero entries.

To explain the use of different regularization types, we show an example of a prob-

lem where the solution is sparse under a discretization of a first derivative operator

(i.e., solution is approximately piecewise constant). Figure 1.3 shows the true solution

and the �1 and �2 approximate solutions. We can see that the �1 solution is closer to

the true solution and that it can capture both of the discontinuities. The �2 solution

does not capture the discontinuities of the true solution.

The matrix L is chosen accordingly to the prior information of the solution x. For

instance, if x approximates a piecewise constant function, we can choose L = L1 ∈

IR(n−1)×n as a discrete approximation of the first derivative in order to minimize the
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Minimum 1-norm and 2-norm solutions

Figure 1.2 : The �1 solution (circle) is sparse, but not the �2 solution (square).
The dashed-line denotes the set {x : Ax = b}. The diamond and the ball denotes
the minimum level set of the objective function defined by the 1-norm and 2-norm,
respectively.

norm of a sparse vector L1x, where L1 is given by

L1 =





1 −1

. . . . . .

1 −1




.

When x approximates a piecewise linear function, we can choose L = L2 ∈ IR(n−2)×n
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(dashed line) with the true solution (solid line).

as a discrete approximation of the second derivative

L2 =





1 −2 1

. . . . . . . . .

1 −2 1




.

When the solution approximates a piecewise polynomial of degree (p− 1), L = Lp ∈

IR(n−p)×n is chosen as a discrete approximation of the derivative operator of order p.

More general, matrix L can be any sparsifying transformation for x.

The regularization parameter λ > 0 in problem (1.8) can be used to weight how

small the residual term ||Ax − b||22 is needed to be and depends on the application.
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When λ > 0 increases and problem (1.8) is solved, the norm ||Ax−b||22 also increases,

but the size of the solution ||Lx||22 decreases. A small choice of λ > 0 may be adequate

when high accuracy for solving Ax ≈ b is desired. Hence, the regularization parameter

acts like a trade-off between the residual norm and the size of the solution. We can

read about some heuristics for choosing parameter λ when we have an estimate of

the noise level of the right-hand side (see [27]). In such case, we can choose λ to be

proportional to the estimate of the noise level on the right-hand side.

1.3.1 Truncated SVD

Failing to choose an adequate truncation parameter may result on an unstable com-

putation of the solution with unwanted oscillations. Suppose we want to solve the

system Ax = b, where A ∈ Rm×n. Let A = UΣV T be the SVD of matrix A. If all the

singular values of A are nonzero, we can write the least squares solution of the linear

system as

x =
min{m,n}�

i=1

uT
i b

σi
vi. (1.9)

Small singular values of A can cause numerical issues in formula (1.9). In order to

avoid the division by small numbers in formula (1.9), we can choose a truncation

parameter, k, by setting a tolerance � and choosing k such that σk ≥ � ≥ σk+1 (see

e.g., [16, 27]). Our numerical experience shows that the tolerance � has to be chosen

to be � ≥ ||nb||2/||b||2, where nb is the noise on the right-hand side, b. For example,

we can set � = 10||nb||2/||b||2.
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The ill-conditioning property of the problems that are addressed in this thesis

makes the choice of a good truncation parameter a necessary step of our algorithm

framework RTL1 and the PP-TSVD method for solving ill-conditioned systems. The

difficulty of choosing an accurate truncation parameter depends on the decay of the

singular values of the matrix. As we can notice in Figure (1.4), the more rapid the

decay of the singular values (plot on the right) is, the smaller the interval to choose

k with a small relative error is. Also note in Figure (1.4) that a larger magnitude

of noise on the right-hand side can be added when the singular values decay slowly

(plot on the left) and still get an interval for k such that the relative error is small.

In both of the plots in Figure (1.4), the intervals to choose k with small relative error

are smaller when the magnitude of the noise on the right-hand side is larger.

The truncated SVD, A ≈ UkΣkV T
k , is the best rank-k approximation to A by

a result by Schmidt, Mirsky, Eckart and Young. The next Theorem is stated and

proved in Demmel’s book [6].

Theorem 1.1 For all 1 ≤ k ≤ rank(A),

min
rank(X)≤k

||A−X||2 = σk+1.

The minimum is attained by the matrix UkΣkV T
k .

By Theorem (1.1) we can ensure that the truncated SVD give us the optimum rank-k

approximation to our original system A, given a truncation parameter k.
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Figure 1.4 : Truncation parameter k vs Relative Error of the computed solution
for different noise levels on the right-hand side. Note that on the plot on the right
(fast decay of the singular values) there is a smaller interval to choose a k with small
relative error than on the plot on the left (slow decay of the singular values). In both
of the plots, the intervals to choose k with small relative error are smaller when the
magnitude of the noise on the right-hand side is larger.

1.4 Compressive Sensing

Although problem (1.1) can be written as a linear program (LP) and use methods for

solving this LP, we can use more efficient methods used in the Compressive Sensing

field to solve it. Chen, Donoho and Saunders in 2001 [5] affirm that there are two

classical approaches for solving this LP: simplex and interior point methods. On the

one hand, the simplex method, in each iteration, moves from one extreme point of the

polyhedron formed by the feasible set, to another one where the objective function

value is less than the one given by the last extreme point. On the other hand,
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interior point methods compute iterations in the interior of the polyhedron form by

the feasible set until the convergence to an extreme point. Such LP techniques are

not as efficient as the compressive sensing solvers that can be used for solving problem

(1.1).

The CS idea comes from the need of compressing data and signals in order to

enable the storing and transmission of massive amount of data. A lot of research

has been done for computing sparse solutions of underdetermined linear systems of

equations because solving such problems represent a very important step in the CS

problem. CS can be explained as a two-step process (see e.g., [26]). The first step

involves encoding a digital signal in order to compress it, because it is very expensive

to save the full data. The second step is the decoding or reconstruction process, which

demands solving a minimization problem.

For the encoding process, the sparsity of a discrete signal (many or most of its

entries are zero) enables the possibility of representing it with a set of linear mea-

surements or inner products. Consider the sparse discrete-time signal x ∈ Rn (can

be sparse under any basis). Instead of sampling x directly, in CS one takes a set of

linear measurements

b = Ax ∈ Rm,

where A ∈ Rm×n is a measurement matrix and m ≥ n. Then the signal x is re-

constructed from b ∈ Rm. When x is sparse or compressible and A has desirable

properties, then x can be recovered from b with high probability [1, 26]. Under other
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circumstances, the recovery of x is not guaranteed.

Specifically for this thesis, it is important to analyze the decoding process of CS

provided that our regularization model (1.1) is related with the minimization problem

that is needed to be solve in such decoding process. The main difference between CS

and solving ill-conditioned systems is that a matrix A with desirable properties cannot

be used, given that A is given. In the next subsection, we give a brief summary of

the reconstruction process of CS.

Signal Reconstruction in Compressive Sensing

In order to reconstruct signal x ∈ Rn from its linear measurements b ∈ Rm, we look for

the sparsest solution from all the solutions such that Ax = b. Given that A ∈ Rm×n

and m < n, the solution of Ax = b is not unique. A regularization term is used in

order to point to the desired solution. One can use the nuclear norm regularization

and solve the problem

min
x∈Rn

{||x||0 : Ax = b}, (1.10)

where ||x||0 represents the number of nonzero entries of x. As stated in [1, 26], pro-

gram (1.10) can recover x with very high probability and using a small number of

linear measurements (meaning m � n), but it is numerically unstable and computa-

tionally intractable, provided that combinatorial search is required. An alternative is

to solve problem

min
x∈Rn

{||x||1 : Ax = b}, (1.11)
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which is a convex program, hence it is easier to solve than (1.10). Under certain

assumptions given by Donoho in [7], both programs (1.10) and (1.11) yield the same

solution. A relaxation of problem (1.11) is the unconstrained problem

min
x∈Rn

{||x||1 +
1

2µ
||Ax− b||22}, (1.12)

where µ > 0 is used to balance the two terms in the objective function of problem

(1.12). We could think of replacing the 1-norm in problem (1.11) with the 2-norm,

given that the objective function in problem (1.11) is not differentiable in the origin,

but the solution would not be the sparsest as we explain before in this chapter.

In a 2009 study, Yang and Zhang [31] show that an algorithm based on the classic

idea of alternating direction method (ADM) (see [10, 11]) can reduce the relative

errors of the solution faster than other existing algorithms in the basis pursuit prob-

lem when noise in the data is observed. In this method the authors minimize the

augmented Lagrangian function of the dual of the basis pursuit problem for a group

of variables of the problem, while leaving the rest of the variables fixed. Then they

alternate the variables to minimize with respect to the other variables using the most

recent information of the variables that are already updated. MATLAB implemen-

tations of this algorithm by Yang, Yin and Zhang, called Your ALgorithm for L1

(YALL1) can be found in [32]. We explain the ADM approach in more detail in the

next chapter, given that YALL1 is used for the numerical results in this thesis. Other

softwares for solving the convex program (1.11) include SpaRSA (Wright, Nowak and

Figuereido) [8], SGPL1 (Van Den Berg and Friedlander) [3] and l1 ls (Kim, Koh,
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Lustig and Boyd) [21], among others.

1.5 A Note on the Numerical Experiments of this Thesis

All the numerical experiments were run in MATLAB 7.10.0 on a AMD Opteron (tm)

Processor 148 with 1GHz CPU and 3GB of memory. To measure the quality of the

computed solution, we use the relative error given by the formula

||x̄− x||1
||x̄||1

, (1.13)

where x̄ is the true solution and x is the computed approximate solution. To measure

how well the constraint Ax = b is satisfied, we use the relative residual

||Ax− b||2
||b||2

, (1.14)

where x is the computed solution. In all the experiments, the noise level of the right-

hand side b, nb, is Gaussian (with mean zero and standard deviation 1) and such that

||nb||2 = 10−6||b||2 unless otherwise specified. The truncation parameter k is chosen

for both of the methods to be such that the next inequality holds

σk ≤ 10||nb||2 ≤ σk+1.

The noise level added to the true solution, nx is Gaussian and such that ||nx||2 =

10−4||x||2, unless otherwise specified.

The tolerance for the stopping criteria of YALL1 [32] is chosen relatively to the

noise level of the signal, nx, based on the conclusion of Yang and Zhang in [31].
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The matrices used in this thesis are sparse random matrices (generated with the

MATLAB function “sprandn”) and discretizations of Fredholm integral equations of

the first kind from the REGULARIZATION TOOLS package by Hansen [18]. We

can specify the approximate number of nonzero entries and the singular values of the

sparse random matrices when using function “sprandn”.
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Chapter 2

Randomized Truncation and �1 Minimization

In this chapter we present an algorithm framework for solving ill-conditioned linear

systems of equations in the form

Ax = b, (2.1)

where A ∈ Rm×n, x ∈ Rn is sparse under a known linear transformation. We call such

framework RTL1 (randomized truncation and �1 minimization). In the first section

we explain a well-known method for computing piecewise polynomial solutions of ill-

conditioned linear systems called PP-TSVD. In sections 2 and 3 we explain random

mixing and the alternating direction method used in the algorithm framework that

we show in section 4. In section 5 we compare the PP-TSVD and the RTL1 methods

on a set of sparse random matrices.

2.1 A Method: PP-TSVD

Hansen and Mosegard in 1996 [19] proposed the PP-TSVD (Piecewise Polynomial

Truncated Singular Value Decomposition) method to solve system (2.1) when x is an

approximation to a piecewise polynomial function. Some authors before Hansen and

Mosegard use the SVD factorization to solve ill-conditioned linear systems (see e.g.,
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[12, 14]). The PP-TSVD method uses the truncated singular value decomposition

(TSVD) of the matrix A ∈ Rm×n,

Ak =
k�

i=1

σiuiv
T
i = UkΣkV

T
k (2.2)

to solve problem

min
x∈Rn

||Lx||1 s.t. ||Akx− b||2 = minimum. (2.3)

Note that a solution x such that

||Akx− b||2 = 0 (2.4)

can be found by letting

x = xk ≡
k�

i=1

uT
i b

σi
vi. (2.5)

Also note that xk is not a unique solution of equation (2.4), given that null(Ak) �= ∅.

For any z ∈ null(Ak), by definition Akz = 0 and xk + z also satisfies equation (2.4).

To write a more general solution of (2.4), note that

range(Ak) = span{v1, ..., vk} ⊥ null(Ak).

Hence a general solution to (2.4), can be written as

xk + z, s.t. V T
k z = 0,

where matrix Vk has columns {v1, ..., vk}. Then problem (2.3) is equivalent to problem

min
z∈Rn

||L(xk + z)||1 s.t. V T
k z = 0. (2.6)
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For solving problem (2.6), the authors use a method by Barrondale and Roberts

[2] based on a simplex-type algorithm. We show the PP-TSVD method in algorithm

(2.1).

Algorithm 2.1 [PP-TSVD]

Given A ∈ Rm×n, L ∈ IR(n−p)×n and b ∈ Rm

while (Not converged)

1. Choose k

2. Compute a k-TSVD of A = UkΣkV T
k

3. Compute xk with formula (2.5)

4. Solve problem (2.6) using algorithm [2]

5. Check solution and residual

6. If necessary, adjust k and go to step 2

End

2.2 Random Mixing

When the singular values of a matrix decay very fast to zero, we can compute a

matrix factorization of a smaller matrix rather than the factorization of the original

matrix without losing information, which results in faster computations. Halko, Mar-
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tinsson and Tropp [13] explore the approach of using random matrices for computing

approximate matrix factorizations. The authors [13] prove the next result:

Theorem 2.1 (Spectral Average Error). Suppose that B is a real m × n matrix with

singular values σ1 ≥ σ2 ≥ .... Choose a target rank k ≥ 2 and an oversampling param-

eter s ≥ 2, where k+ s ≤ min{m,n}. Draw an n× (k+ s) standard Gaussian matrix

G, and construct the sample matrix Y = BG. Then the expected approximation error

E||(I − PY )B|| ≤
�
1 +

�
k

s− 1

�
σk+1 +

e
√
k + s

s

��

j>k

σ2
j , (2.7)

where PY is an orthogonal projector onto the range of Y .

By Theorem 2.1, we conclude that, on average, the spectral error will be small

when σk+1 is small, given that σk+1 ≥ σj for all j > k + 1. One could be concerned

about the standard deviation of the last result. In the same paper [13], the authors

state and prove the next result which resolves the problem of a possible large deviation

of Theorem 2.1.

Theorem 2.2 (Deviation bounds for the spectral error). Assume the same hypothesis

as Theorem 2.1. Assume further that s ≥ 4. Then

||(I − PY )B|| ≤
�
1 + 17

�
1 +

k

s

�
σk+1 +

8
√
k + s

s+ 1

��

j>k

σ2
j (2.8)

with failure probability at most 6e−s.
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s Failure Probability

5 0.0404

10 2.7e-04

Table 2.1 : Failure probability of inequality (2.8) depends on the oversampling pa-
rameter s. A small value of s, for example s = 10, yield inequality (2.8) to be satisfied
with overwhelming probability.

These last two theorems give us a solid platform to quantify how well we can approxi-

mate a given matrix A with a low-rank randomized matrix. In table 2.1, we show the

failure probability mentioned in Theorem 2.2 for s = 5 and s = 10, where we notice

that an oversampling parameter of s = 10 yields a probability of failure of approx-

imately 10−4. In other words, inequality (2.8) holds with overwhelming probability

when s = 10 and the larger the s is the higher the probability.

As discussed in [13], the computational gain of computing the SVD of a dense

matrix A ∈ Rm×n, with objective rank k, using a randomized technique versus a

traditional techique is from O(mnk) flops (in the traditional SVD) to O(mn log(k))

flops (in the randomized SVD). For reaching such flops, some structured random ma-

trices need to be used, for example, randomizing and subsampling a discrete Fourier

matrix. As we will show in section 5 of this chapter, we can have some gain in the

computation also in the case of some examples of sparse ill-conditioned matrices (we

will be more precise later).
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Figure 2.1 : Singular values of A (solid line) and singular values of FA (dashed line)
normalized by the largest singular value of A and FA respectively. Note that in the
plot with a rapid decay of the singular values (left) we can observe agreement of the
solid and the dashed line.

Given the results in Theorems 2.1 and 2.2, we can use random matrices for solv-

ing ill-conditioned linear systems. If we want to solve the system Ax = b, we can

equivalently solve system

FAx = Fb, (2.9)

where F ∈ IRq×m is a Gaussian random matrix; that is, the entries of matrix F , fi,j

are random independent variables that follow a standard Gaussian distribution. If

q < m, the matrix FA is smaller than the matrix A and, by Theorem 2.1, FA captures

the row space of A with an error that is proportional to σk+1, where q = k + s and

s is an oversampling parameter. For example, in figure 2.1 we show the singular

values of A and FA of two different matrices with a rapid decay of the singular values

(on the left plot) and with slow decay of the singular values (on the right plot).
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The dimension of the matrices in Figure 2.1 is 500 × 500 with k = 15, s = 15 and

q = 15+15 = 30. Because σk+1 is small when A is ill-conditioned, we can use random

mixing for solving ill-conditioned systems and save computation by computing a SVD

of a smaller matrix FA.

2.3 Alternating Direction Method

A recent study by Yang and Zhang in 2009 [31] proposes and studies the use of

alternating direction algorithms (ADM) for the reconstruction process of compressive

sensing. The idea of ADM goes back to Gabay and Mercier [10] and Glowinski and

Marrocco [11]. Implementation of the ADM algorithms are given by Yang, Yin and

Zhang in [32], called YALL1. In the ADM algorithm, the dual of the so-called basis

pursuit problem

min
x

||x||1 s.t. Ax = b, (2.10)

is considered. Splitting variables are defined by letting z = ATy, where y ∈ Rm is the

dual variable. The dual problem of (2.10) is given by

max
y

bTy s.t. ATy = z, ||z||∞ ≤ 1. (2.11)

The augmented Lagrangian function of (2.11) is given by

min
x,y,z

−bTy − xT (z − ATy) +
β

2
||z − ATy||22 s.t. ||z||∞ ≤ 1, (2.12)

where β > 0 is a penalty parameter. Note that for the dual problem (2.11), x plays

the role of a multiplier.
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The key aspect of the ADM algorithm is to solve iteratively problem (2.12) for

the variable z, fixing y and x in the first step. The second step is solving (2.12) for y,

fixing z and x, using the most recent information of z given by the first step. Finally,

they update the multiplier of the dual, x. The two subproblems for solving for y and

z can be solved exactly, but sometimes at a high cost (we will say more in the next

paragraph). Nevertheless, it is more tractable to solve the two subproblems than to

solve directly problem (2.12) for x, y and z. In some cases solving (2.12) directly can

be very expensive or impossible. The iterative scheme at iteration l is given by

• zl+1 = PB∞
1
(ATyl + 1

βx
l)

• Solve (βATA)yl+1 = βAzl+1 − (Axl − b) for yl+1

• xl+1 = xl − γβ(zl+1 − ATyl+1),

where PB∞
1

is the projection onto the �∞ unitary box and γ > 0. Solving the linear

system for yl+1 in each iteration could be very expensive and is replaced by a steepest

descent step. Yang and Zhang ([31], p. 8-9) give conditions on the parameters of the

iterative scheme given before in order to show convergence of the algorithm from any

starting point to a solution of problem (2.10) when the linear system for updating y

is solved in each iteration. In this thesis, we use the ADM algorithm implementation:

YALL1 [32].

To solve problem (1.1) with YALL1, we let y = Lx and rewrite the problem as

min
y

||y||1 s.t. Cx = d, Lx− y = 0. (2.13)
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Note that the equality constraints of the last problem are a set of linear constraints

and has the form Bu = c, where

B =




C 0

L −I



 , u =




x

y



 and c =




d

0



 ,

where I ∈ IRt×t is the identity matrix. Hence, we can call YALL1 to solve the problem

min
u

||u||w,1 s.t. Bu = c, (2.14)

where ||v||w,1 =
�

wi|vi| is the weighted 1-norm with weigths wi ≥ 0. In the YALL1

implementation, we can choose the weights of the variables to minimize. Then we

can set zero weights to the first block of u (corresponding to x) in problem (2.14) and

only impose sparsity to the second block of u (corresponding to the sparse y = Lx).

With such choice of weights, we can solve the desired problem

min
y

||y||1 s.t. Bu = c. (2.15)

We can also solve model (1.12) using YALL1 with matrix B and right-hand side c

and the same choice of weights as before.

2.4 Algorithm Framework

Now we have all the pieces for our algorithm framework. Combining the random

truncation and the �1 solver for imposing the sparsity of the solution results in the

following algorithm framework:
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Algorithm 2.2 (RTL1)

Given A ∈ Rm×n, L ∈ IRt×n, q ∈ N and b ∈ Rm

1. Generate a Gaussian random matrix F ∈ IRq×m

2. Form matrix FA ∈ IRq×n and vector Fb ∈ IRq

3. Compute SVD of FA = UΣV T

4. Choose k and truncate

5. Solve problem (2.13) using YALL1 [32] with

C = V T
k

d = Σ−1
k UT

k Fb

End

2.4.1 A Note on RTL1 framework

Note that step 5 of the RTL1 algorithm can used any other �1 solver. We could

also replace the �1 solver with an �2 solver (and use any quadratic programming

solver instead of YALL1) in order to solve ill-conditioned systems with approximately

continuous solutions. In step 3 of the RTL1 algorithm we could use a rank revealing

QR factorization (RRQR), given by Chan in [4], instead of an SVD to save some

computation (we can find more details in [4], p. 8). In the RRQR factorization, we

can write CE = QR, where matrix Q is orthonormal, R is upper triangular and E is a

permutation matrix such that it arranges the absolute value of the diagonal elements
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of matrix R in increasing order. Once the diagonal entries of R are ordered, we can

proceed to truncate at the desired truncation tolerance. Our numerical evidence shows

that, for ill-conditioned matrices, we can closely approximate the singular values with

the absolute values of the diagonal entries of matrix R.

We notice that the convergence speed of the RTL1 algorithm framework depends

on the choice of the sparsifying transformation L when using YALL1 in the last step.

For example, when using L = L2 it takes more iterations to YALL1 to convergence

to a solution than when using L = L1.

2.5 RTL1 vs. PP-TSVD

In this section we compare the performance of PP-TSVD and RTL1 methods on a set

of square (m = n), sparse and ill-conditioned normally distributed random matrices.

Such matrices were generated with the MATLAB function “sprandn” where you can

input a vector with the desired singular values. The �1 solver used in the PP-TSVD

[2] fails to converge to a solution for values of n ≥ 4000.The number of nonzero entries

of these matrices is approximately (0.01) × n2 and the distribution of the nonzeros

is not concentrated to avoid losing information about the solution (described later in

the second section of chapter 3). For these matrices, we chose the singular values to

be samples of the function

f(y) = exp (−√
y) ,
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Figure 2.2 : Average of 25 runs of RTL1 (dashed lines with circles) and PP-TSVD
(dashed lines with squares) methods. First row: CPU time of the �1 solvers (left)
and the truncated SVD process (right). Second row: relative error (left) and residual
error (right) of the computed solutions.

i.e. σj = f(j) for j = 1, ..., n. The true solutions are piecewise constant with d =

�(0.05)×q� number of random discontinuities and n ∈ {1000, 1500, 2000, 2500, 3000, 3500}.

We choose the dimension of the random matrix F ∈ IRq×n as q = �(0.05)×n�. Figure

2.2 shows results of computed solutions by RTL1 and PP-TSVD methods that are the

average of N = 25 runs. We compare these methods in terms of CPU time, relative
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error with respect to the true solution (1.13) and relative residual error (1.14). The

CPU time is separated into the truncation phase and the �1 minimization phase.

2.5.1 Randomized SVD vs Truncated SVD

In order to extend the results of CPU time of the truncation process, in Figure 2.3

we show CPU times comparing the computation of a truncated SVD, as in the PP-

TSVD method, and the randomized SVD. Here we use MATLAB functions “eigs”

and “svd”. We do not use “svds” function because we notice that it is very inefficient

compared to “eigs”. In this experiment we show results for n ∈ {1000, 2000, ..., 8000}.

Model (1.12) of YALL1 was used with parameter µ = 10−5, based in some numerical

experiments. In Figure 2.3, we present results (average of N = 25 runs) for two

sparse random matrices with the number of nonzero entries approximately (0.01)×n2

(top plot) and (0.1) × n2 (bottom plot). In this class of sparse random matrices,

randomized truncation and truncated SVD have similar CPU time when n ≤ 4000,

but randomized truncation is 1.6× faster than truncated SVD when n = 8000 and

the number of nonzero entries is approximately (0.01) × n2. When the number of

nonzero entries of the sparse random matrix increases, the CPU time of the truncated

SVD increases but the CPU time of the randomized truncation does not change.

For example, when n = 8000 and the number of nonzero entries of the matrix is

approximately (0.1)× n2, randomized truncation is 2.3× faster than truncated SVD.
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Figure 2.3 : Comparison results (average of 25 runs) of randomized SVD (dashed
lines with circles) and truncated SVD (dashed lines with squares). When n = 8000
randomized SVD is 1.6× faster, for density (0.01)×n2, than truncated SVD and 2.3×
faster for density (0.1)× n2. Each observation is the average of 25 runs.
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Chapter 3

When Can ill-Conditioned Systems Be Solved?

In this chapter we increase our understanding of when an ill-conditioned system of

equations can be solved. The conventional condition number (1.5) uses information

of the smallest and the largest singular values of a system, but it does not depend on

all the intermediate singular values. In the first section of this chapter, we explore the

use of the singular value decay as a goodness measurement. The slower the decay of

the singular values, the more complicated solutions to highly ill-conditioned systems

we can approximate. We propose a measurement to quantify the behavior of the

decay of the singular values and we relate it to the relative error of the computed

solution by RTL1 with respect to true solutions. In the second section, we explain how

the sparsity pattern of the nonzero entries of the coefficient matrix A, when sparse,

can affect the solvability of the problem. If the distribution of the nonzero entries

of the matrix A is highly concentrated in some parts of the matrix (e.g. diagonal

and tridiagonal), parts of the solution, x, to the system Ax = b can be missed when

truncating the system. In the third section, we present numerical results that relate

the decay of the singular values with the quality of the computed solutions. In the

last section we show some numerical experiments for piecewise linear solutions and we

explain why this solutions can be harder to compute than piecewise constant solutions
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when the singular values of the matrix do not decay to zero very fast.

3.1 The Use of the Singular Value Curve

The singular value decay of a matrix A ∈ Rm×n gives more information about the

solvability of the system Ax = b than the conventional condition number (1.5), when

A is highly ill-conditioned. As we mention in chapter 2, one way to choose the

truncation parameter k (e.g., see [16, 27]) is to set a tolerance � and choose k such

that

σk ≥ � ≥ σk+1, (3.1)

where σk and σk+1 are the kth and (k + 1)th largest singular values of matrix A. On

the one hand, by imposing a tolerance �, the truncation parameter is set to k and this

avoids dividing by smaller singular values than �. On the other hand, k determines

the number of equations of the truncated system, for the fixed number of unknowns

n. Thus, the truncation parameter k is the number of equations that we can use to

solve the original system. Hence, there is a trade-off between the numerical difficulties

that can yield by choosing a small value of � and how many equations are used for

solving the truncated system. The faster the decay of the singular values, the smaller

the value of the truncation parameter k given a tolerance value �.

In Figure 3.1 we show the singular values of two different square matrices of

dimensions 100 × 100, one with an exponential decay of the singular values and the

other with a linear decay. If the same tolerance value � = 10−5 is chosen for both
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Figure 3.1 : Singular values with linear decay (dashed line with circles) and expo-
nential decay (dashed line with squares). The horizontal line (dashed line) represents
the tolerance � = 10−5 and k is the number of singular values greater than � = 10−5.
Both matrices have the same condition number.

problems, the truncation parameter is k = 99 for the matrix with linear decay and

k = 36 for the one with exponential decay of the singular values. For both of these

problems, the condition number is the same. In the case of the exponential decay,

100 variables need to be determine with 36 equations, but in the linear decay case 99

equations can be used to determined the 1000 variables. The more equations we have

after truncation, the more complicated solutions we are going to be able to solve.

In the next subsection, we propose a new condition measure that incorporates the

information of the singular value curve. We also show that such condition measure-

ment is correlated with the relative error of the computed solution.
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3.1.1 New Condition Measurement

Considering the information given by the singular value decay of a matrix A, one can

naturally think of the area under the singular value curve as a “goodness” measure.

Note the difference in the areas of the 2 curves in Figure 3.1. The area under the

singular value curve can be written as the sum of the first q singular values

q�

j=1

σj.

The total possible area under the singular value curve is reached when σ1 = σ2 =

... = σq and the total area is equal to qσ1. We define the ratio

ρq(A) =
qσ1�q
j=1 σj

=
Total possible area

Area of first q singular values of A
. (3.2)

Note that the nonnegativity and the nonincreasing properties of the singular values

of A imply that

1 ≤ ρq(A) ≤ q.

The closer the quantity ρq(A) is to q, the steeper is the decay of the singular values of

A. The closer the quantity ρq(A) is to 1, the flatter the decay of the singular values

of A is. Figure 3.2 shows ρq(A) in action with a set of 10 sparse random matrices of

size 2000× 2000 (m = n = 2000) and q = 100. Such matrices have different values of

ρ100(Ai) for i = 1, ..., 10. Each line in Figure 3.2 corresponds to a piecewise constant

solution with d = 1, 5, 10, 20 and 30 discontinuities. The more discontinuities the

solution has, the higher the relative error of the computed solution with respect to
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Figure 3.2 : Behavior of ρ100(Ai) for i = 1, .., 10 different random matrices. From
left to right, the singular value decay is steeper. Each line in the plot shows results
for solutions with d discontinuities. Each observation is the average of 50 runs.

the true solution is. The noise level in the right-hand side is 10−6. These matrices

were generated with MATLAB function “sprandn”. Model (1.12) of YALL1 was used

with parameter µ = 10−5, based in some numerical experiments. Such a phenomenon

is expected because more discontinuities give a more complicated solution. Each line

in Figure 3.2 has an increasing relative error when ρ100(Ai) increases.

3.1.2 Hansen Problem Set

The problem set used for the numerical tests in this subsection was taken from Hansen

REGULARIZATION TOOLS [17]. Such problems were taken from the literature and
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all of them come from discretizations of the Fredholm integral equations of the first

kind of the form

g(z) =

� b

a

K(z, y)f(y)dy. (3.3)

The integral equation (3.3), when discretized, as it was shown in chapter 1, yields

10 20 30 40
10 20

10 10

100

ρ40 =33

baart, κ=7e+18

10 20 30 40
10 20

10 10

100

ρ40 =25

deriv2, κ=5e+04

10 20 30 40
10 20

10 10

100

ρ40 =35

foxgood, κ=2e+19

10 20 30 40
10 20

10 10

100

ρ40 =16

gravi ty, κ=2e+19

10 20 30 40
10 20

10 10

100

ρ40 =13

heat, κ=6e+58

10 20 30 40
10 20

10 10

100

ρ40 =9

phi l l ips, κ=4e+07

10 20 30 40
10 20

10 10

100

ρ40 =19

shaw, κ=3e+19

10 20 30 40
10 20

10 10

100

ρ40 =39

urse l l , κ=3e+13

10 20 30 40
10 20

10 10

100

ρ40 =37

wing, κ=2e+20

Figure 3.3 : Singular value decay of the Hansen problem set [17]. The more rapid
decay of the singular values, the larger the ρ40 value is.
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an ill-conditioned linear system of equations in the form Ax = b, where A ∈ Rm×n,

x ∈ Rn and b ∈ Rm.

Figure 3.3 shows the singular value decay of nine different discretizations of Fred-

holm integral equations. The purpose of Figure 3.3 is to point out that steeper decays

in the singular value curve produce higher ρ40 values. The higher the ρ40 value, the

higher the relative error of the computed solution. Also note that the problem “heat”

(in the center of Figure 3.3) has a condition number κ ≈ 1058, but a ρ40 ≈ 13,

provided that the decay of the singular values is smooth, but the smallest singular

value is small compared to the largest. In Figure 3.4, we show approximate solutions

to piecewise constant solutions with 2 discontinuities with Hansen problems. Model

(1.12) of YALL1 was used with parameter µ = 5 × 10−5, based in some numerical

experiments. The relative error presented in the numerical results is the average of

50 runs.

3.1.3 Effect of Noise on the Right-Hand Side

In this subsection we explore the effect of noise on the right-hand side, b, with respect

to the quality of the solution and the ρq value. In Figure 3.5 we show results for

a subset of three problems from the Hansen problem set. We avoid showing all the

problems because we can summarize the conclusions with only the three problems

shown in Figure 3.5. We can observe the relationship between the decay of the

singular values and ρ40 value with the quality of the solution when the right-hand
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Figure 3.4 : Approximate solutions (dashed lines) and true solutions (solid lines) for
the nine problems from the Hansen problem set [17]. Relative error is the average of
50 runs. Noise level on the right-hand side is such that ||nb||2 ≤ 10−6||b||2. Note that
the relative error is larger when the ρ40 is closer to 40.

side is contaminated with different levels of noise. From the left to the right columns

of plots in Figure 3.5 we can note that ρ40 value increases. The second, third and

fourth rows of Figure 3.5 show the computed solutions by RTL1 with noise level

||nb||2 = γ||b||2 with γ = {10−6, 10−4, 10−2} respectively. The relative error increases

when the noise is larger, and this effect is magnified when the ρ40 value is larger.
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Figure 3.5 : First row: 40 largest singular values. Second, third and fourth rows: com-
puted solutions by RTL1 with noise level ||nb||2 = γ||b||2 with γ = {10−6, 10−4, 10−2}
respectively. The relative error increases when the noise is larger and this effect is
magnified when the ρ40 value is larger. Relative error is the average of 50 runs.
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3.2 Distribution of Nonzero Entries of Sparse Matrices

When the coefficient matrix A is highly sparse and highly structured, then it is

likely that during the truncation process a portion of the right-hand side would be

lost that contains essential information about a segment of the solution, rendering it

impossible to recover a reasonably complete solution. Hence, when using truncation

for solving highly sparse ill-conditioned linear systems of equations we must consider

the distribution of the nonzero entries of the sparse coefficient matrix A. When such

distribution is concentrated in the principal diagonals of the matrix, we can lose

relevant information about the matrix when truncating. Consider a simple example

where matrix A ∈ IR6×6 is diagonal and x ∈ IR6 is approximately piecewise constant.

Define A and the right hand side b as

A = diag (σ1, σ2, σ3, σ4, σ5, σ6) and bT = (0, 0, σ3, σ4, 0, 0),

where σ1 ≥ σ2 ≥ σ3 ≥ σ4 ≥ σ5 ≥ σ6 ≥ 0. It is easy to see that the solution of this

system is given by xT = (0, 0, 1, 1, 0, 0). Note that the SVD of matrix A is given by

itself. Suppose that we choose a truncation tolerance � such that

σ3 ≥ � ≥ σ4.
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Thus, the k = 3 truncated solution is given by

xk =





1/σ1 0 0

0 1/σ2 0

0 0 1/σ3









0

0

σ3




=





0

0

1




.

Note that there is no information to determine the values of x4, x5 and x6. More

interrelation of the entries of x with matrix A is needed in order to have enough

information to determine all the entries of x. Figure (3.6) shows the same example

as before, but with the dimensions of the squared matrix n = 1000. That is,

A = diag (σ1, σ2, ..., σ1000) and bT = (0, ..., 0, σn/3, ..., σ2n/3, 0, ..., 0),

where σ1 ≥ σ2 ≥ ... ≥ σ1000 ≥ 0 and the real solution is given by

xT = (0, ..., 0, 1, ..., 1, 0, ..., 0).

Figure (3.6) shows another matrix with a random sparsity pattern of the nonzero

entries. Both of the matrices in this example have the same condition number and

the same number of nonzero entries. We can note that in the second row of figure

(3.6), the relative error of the computed solution is much smaller than in the diagonal

case (first row of figure (3.6)). Moreover, exactly after truncation is completed at

500, the computed solution no longer approximates the real solution. This example

shows that concentration can cause loss of information of the desired solution. In this

simple example, a rearrangement of the diagonal entries of the matrix A would solve

the problem, given the simplicity of the solution that only has 2 discontinuities and
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Figure 3.6 : First column: sparsity pattern of the nonzero entries of the matrices.
Second column: true solution (solid line) and computed solution (dashed line).

n = 1000. In short, in cases where truncation happens to erase consecutive parts of

the right-hand side where the nonzero elements of the matrix are concentrated in the

main diagonals, this method risks discarding all the information of this part of the

solution.
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3.3 Quality of the Solution and Truncation Parameter k

In this experiment we establish the relationship between the singular value decay, as

well as the ρq value, with the quality of the computed solution and relative error. In

this section, we use the same setting as in the experiment in the first section with fixed

n = 2000 and q = 100. Model (1.12) of YALL1 was used with parameter µ = 10−5,

based in some numerical experiments.

In Figures (3.7) and (3.8) and table (3.1) we show results of six different matrices

with a different singular value decay. In this experiment, we choose the singular values

to be samples of the function

f(y) = exp (−yα) ,

where α ∈ {0.5, 0.55, 0.6, 0.65, 0.7, 0.75}. The higher the α, the more rapid the decay

of the singular values of the matrix. The quality of the solution shown in Figure (3.8)

is affected by the rapid decay of the singular values (and a larger ρ100 value). By

table (3.1) we can conclude that, with this family of matrices and piecewise constant

solutions, the relative error and number of iterations of YALL1 increase and the

truncation parameter k decreases when the ρ100 value increases.
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Figure 3.7 : Singular value decays (solid lines) for increasing values of α (from right
to left) and truncation tolerance � = 10−5 (dashed line).

α κ(A) ρ100(A) k RelErr Residual Iterations

0.5 2e+19 22.04 100.00 2.36e-02 2.19e-04 1289.32

0.55 4e+42 27.02 85.86 2.88e-02 2.62e-04 1392.36

0.6 7e+79 31.90 62.64 4.93e-02 2.93e-04 2086.80

0.65 2e+128 36.61 46.50 1.52e-01 1.47e-04 3236.60

0.7 4e+197 41.10 35.52 2.17e-01 1.30e-04 3817.32

0.75 5e+203 45.37 28.06 4.00e-01 1.22e-04 4459.20

Table 3.1 : When ρ100 increases, the relative error and the number of iterations of
YALL1 increases. When ρ100 increases, the number of useful equations, k, decreases.
Results show the average of 50 runs.
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Figure 3.8 : True solution (dashed line) and computed solutions (solid lines) from
the slowest decay of singular values (top) to the fastest decay of singular values
(bottom). Note that the faster the decay of the singular values, the worst the quality
of the computed solution.

3.4 Piecewise Linear Solutions

We note that for sparse randommatrices (generated with MATLAB function “sprandn”)

with singular values chosen to be samples of the function

f(y) = exp (−√
y) ,

i.e., σj = f(j) for j = 1, ..., n, when the degree of the approximately piecewise

polynomial solutions increases from piecewise constant to piecewise linear, the quality
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of the solution decreases. In Figure (3.9) we show that with the same number of

discontinuities d = 2 we cannot get an accurate solution for the piecewise linear case

(top right plot), but we can for the piecewise constant case (top left plot). We also

observe in Figure (3.9) that increasing the dimension of the random Gaussian matrix

q increases the number of useful equations (this happens when truncation has not

happen, that is, q = k in the four plots), increasing the quality of the solution and

decreasing the relative error. The decrease on the quality of the solution when changes

from piecewise constant to piecewise linear is not the case for some matrices whose

singular values decay fast to zero and the number of useful equations is small. Figure

(3.10) shows an example using “wing” problem from the Hansen problem set [17],

where the truncation parameter k = 4 and we can notice that the shape of the true

solution is better captured in the piecewise linear case than in the piecewise constant

case.

3.5 When Can We Solve?

After this chapter we increase our understanding of some of the facts that determine

when we can solve ill-conditioned linear systems of equations with solutions that are

sparse under a linear transformation. Such facts are the following: (i) the decay of

the singular value curve (or the ρq value); (ii) the level of sparsity of the solution after

the sparsifying transformation Lx; and (iii) the distribution of the nonzero entries of

the coefficient matrix in the sparse case. We show numerical experiments to support
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Figure 3.9 : Computed solution (dashed lines) and true solution (solid line). When
the dimension of the Gaussian matrix, q, increases, the relative error decreases. For
a piecewise linear solution, we need a larger q value than for a piecewise constant
solution. In the four plots, the truncation parameter k = q. Relative errors are
average of 50 runs and noise level in b is 10−6.

each of these facts with a set of sparse ill-conditioned random matrices and a set of

discretizations of the Fredholm integral equation of the first kind.

Some remarks about the numerical results we present in this chapter:

• One way to see Figure 3.2: when a relative error less than 10−2 is desired, we can

conclude that we can only solve problems with 1 discontinuity and if ρ100 ≤ 17
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Figure 3.10 : Computed solution (dashed lines) and true solution (solid line). The
truncation parameter k < q. In the piecewise linear case (plot on the right) the trend
of the true solution is better captured than in the piecewise constant case (plot on
the left).

when n = 2000 and q = 100. A ρ100 > 20 or more than one discontinuity in the

solution yields inaccurate approximations of the true solution. If we relax the

relative error to be less than 5× 10−2, then we can compute solutions up to 10

discontinuities if ρ100 < 25. When ρ100 > 25 we cannot even compute solutions

with a single discontinuity with a relative error less than 5 × 10−2. Note that

this conclusion holds for the set of sparse random matrices used and for matrices

with a more abrupt decay of the singular values, the conclusion, certainly, is

going to differ given that the truncation parameter k would be different.

• As we observe in Figure 3.4, when the ρ40 is close to 40 (problem ursell), we

cannot compute accurately even a very simple solution with 2 discontinuities.
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But when ρ40 = 9 or 13 (problem heat and phillips), we can compute accurate

approximations to the true solution. Moreover, by Figure 3.5, we observe that

smaller ρ40 values are more robust to noise on the right-hand side than large

ρ40 values are.

• We observe in Figure 3.8 that the more equations we can use, the better quality

of the computed solution we get. We observe in Figure 3.9 that the more

equations we can use, the more complicated solutions we can approximate.

• We can lose information of the solution, as shown in Figure 3.6, where we

observe a concentrated distribution of the nonzero entries of the sparse matrix

A.
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Chapter 4

Discussions

We start this chapter by describing an observation related with compressive sensing.

Then we summarize the contributions of this thesis in the second section. In the third

section, we outline some considerations and directions to guide further studies.

4.1 This is Not Compressive Sensing

For the family of matrices used in this thesis, the randomized truncated techniques

are not practical for solving the Compressive Sensing (CS) problem (1.11). Note that

problem (1.1) with L = I identity matrix reduces to the CS problem (1.11). When

trying to solve problem (1.11) using our algorithm framework we cannot approximate

even the simplest solution with one single spike in the noiseless case, as we show in

Figure 4.1. But such an outcome is expected given that the ill-conditioned systems

yield very inadequate subspaces for the CS problem. In problem (1.11), the discon-

tinuities of the solution need to be detected very accurately, but, for example, when

the solution is approximately piecewise constant, then the discontinuities can be ap-

proximated by several entries of the sparse vector Lx, where L is an approximation

of a first order differential operator as we can see in Figure 4.2. Such relation is not

clear in the case of piecewise linear solutions, where L is an approximation of a second
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Figure 4.1 : True solution (stars) and computed solution (diamonds). The approxi-
mate solution of a single spike solution is not accurate. Noise was not added in this
problem.

order differential operator as we can see in Figure 4.2. We use the same sparse ran-

dom matrix for generating the results in Figures 4.1 and 4.2, and the relative errors

are the average of 50 runs. Note that the locations of the spikes are the same in the

two plots of the second row of Figure 4.2. In our experiments with sparse random

ill-conditioned matrices with piecewise constant and linear solutions, as we show in

Figure 4.2, we observe that

||x̄− x||1
||x̄||1

� ||Lx̄− Lx||1
||Lx̄||1

, (4.1)

where x̄ is the true solution of system Ax̄ = b. We are not aware of CS theory to

explain such results, which gives motivation for further investigation.
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Figure 4.2 : First row: approximate solution (dotted line) and true solution (dashed
line). Second row: approximate sparse solution (diamonds) and true sparse solution
(stars). Every discontinuity in the piecewise constant (top left) and linear (top right)
solution is approximated by several spikes of the sparse solution (bottom). The
relative error is the average of 50 runs. Noise was not added in this problem.

4.2 Summary of Contributions

The principal contribution of this thesis is an improved understanding of when we

can compute solutions to ill-conditioned linear systems to a satisfactory accuracy

when solutions are approximately sparse under a linear transformation and the right-

hand side is contaminated with noise. Our results support the fact that an accurate
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computation of such solutions depends at least on: (1) the singular value decay of

the coefficient matrix, (2) the sparsity level of the transformed solution and (3) when

the matrix is highly-sparse, the distribution of the nonzero entries of the matrix. Our

results are based on ill-conditioned sparse random matrices and a set of problems

that come from discretizations of Fredholm integral equations of the first kind. In

our results, we experiment with piecewise constant and piecewise linear solutions

that are sparse under discretizations of first and second order differential operators,

respectively. We elaborate these findings as follows:

1. To explain the implications of the singular value decay, we propose a measure-

ment, which we call ρq, that depends on the first q singular values, as opposed

to the conventional condition number. We present numerical evidence to show

that ρq is strongly related to the following: (i) the relative error of the com-

puted solutions; (ii) how sensitive a matrix is to the presence of noise on the

right-hand side; and (iii) the number of useful equations after truncation, k, for

solving the ill-conditioned linear system.

2. We present numerical evidence to show that the number of discontinuities of

piecewise constant solutions is a determining factor of the accuracy of our com-

putations. The more discontinuities the solution has, the more equations are

needed for an accurate approximation. Figure (3.2) relates the number of dis-

continuities in the solution with the relative error and the ρq value. The smaller

the ρq value, the more discontinuities we can recover accurately.
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3. When the coefficient matrix A is highly sparse and highly structured (e.g.,

tridiagonal matrices), then it is likely that during the truncation process a

portion of the right-hand side would be truncated out that contains essential

information about a segment of the solution, rendering it impossible to recover

a reasonably complete solution.

4.3 Considerations and Directions to Guide Further Studies

• In practice, a critical consideration, beyond the scope of this study, is how to

choose the truncation parameter k and the dimension of the random matrix q.

– When we do not have an estimate of the noise level on the right-hand side,

it is not clear how to choose the truncation parameter k. If the solution is

piecewise polynomial and we know the degree of the polynomial, we can

compute solutions for several values of k and observe how these solutions

“look like” to choose a “reasonable” value of k.

– When we do not have an estimate of the singular value decay or the level

of sparsity of the transformed solution Lx, it is not clear how to choose q.

• We initiated an investigation on the behavior of the relative errors of the sparse

vectors Lx (when L is a discretization of a first or second order derivative oper-

ator) compared to the relative errors of the approximately piecewise polynomial

vectors x. Even when we observe large relative errors in the sparse vectors, we

observe small relative errors in the approximate solution to the ill-conditioned
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system. We are not aware of CS theory to explain such results, which gives

motivation for further investigation.

• As a part of further studies, it would be valuable to test problems from real

applications. Another possible direction for further studies is to solve non-

linear ill-conditioned systems with sparse solutions under linear transformations,

where we need to solve a sequence of linear ill-conditioned systems.
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