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Abstract 

Consider the problem of estimating the mean function underlying a set of noisy data. 

Least squares is appropriate if the error distribution of the noise is Gaussian, and if 

there is good reason to believe that the underlying function has some particular form. 

But what if the previous two assumptions fail to hold? In this regression setting, a 

mbust method is one that is resistant against outliers, while a nonparametric method 

is one that allows the data to dictate the shape of the curve (rather than choosing 

the best parameters for a fit from a particular family). Although it is easy to find 

estimators that are either robust or nonpara.metric, the literature reveals very few 

that are both. In this thesis, a new method is proposed that uses the fact that the 

L 1 norm naturally leads to a robust estimator. In spite of the L1 norm's reputation 

for being computationally intractable, it turns out that solving the least absolute 

deviations problem leads to a linear program with special structure. By utilizing 

this property, but over local neighborhoods, a method that is also non parametric is 

obtained. Additionally, the new method generalizes naturally to higher dimensions; 

to date, the problem of smoothing in higher dimensions has met with little success. 

A proof of consistency is presented, and the results from simulated da.ta are shown. 



Acknowledg1nents 

I would first like to thank all the memben; of my committee, Professors David W. 

Scott, James R. Thompson, and Robert E. Bixby. I am especially grateful to my thesis 

advisor David Scott. His skillful guidance, extensive knowledge, and expert advice 

have all helped me immeasurably with this work. I'd also like to extend my thanks 

to Kathy Ensor, who always seemed to make time to lend an ear to my concerns. 

Finally, I'd like to thank my wife Sandra for her continual support of my studies and 

my decisions. 

This research was supported in part by the Office of Naval Research and the 

Army Research Office under contracts N00014-90-J-1176 and DAAL03-88-K-0131, 

respectively. 



Abstract 

Acknowledgments 

List of Illustrations 

Contents 

1 Introduction 

2 

1.1 The method of least squares 

1.2 Brief survey of current techniques 

1.2.1 Parametric L1 regression and Huber's method 

1.2.2 Kernel, spline, and orthogonal series estimators 

1.2.3 Robust nonparametric procedures ....... . 

1.3 Some desirable properties 

The New Method 

2.1 Formal description 

2.2 Implementation issues 

2.3 Simulation examples 

2.4 Cross validation . . . 

2.5 Application to real data 

3 Asymptotic Theory 

3.1 

3.2 

Preliminark>s ..... 

Consistency and rate of convergence. 

4 Multivariate Extensions 

ii 

iii 

VI 

1 

1 

5 

5 

7 

10 

11 

13 

13 

15 

16 

34 

40 

44 

44 

57 

63 



iv 

4.1 Theory versus practice 63 

4.2 Bivariate simulations 64 

4.3 Trivariate simulation 70 

5 Future Research 77 
5.1 Theoretical extensions 77 

5.2 Further implementation issues 78 

5.3 Linear programming issues 80 

Bibliography 81 



Illustrations 

1.1 Points taken from a straight line with one outlier .. 

1.2 The least squares line fit to the data. from Figure 1.1 

2.1 A simulated data. set wit.h outliers, where the error distribution is a 

3 

4 

mixture of normals . . . . . . . . . . . . . . . . . . . . . . . . . . 17 

2.2 A simulated data set with outliers, where the error distribution is 

Cauchy. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 18 

2.3 The two data sets from Figures 2.1 ami 2.2 superimposed on one plot 

with a predetermined scale . . . . . . . . . . . . . . . . . . . . . . . . 18 

2.4 The normal mixture noise dat.a from Figure 2.1 with first estimates of 

m for bandwidths of 0.1, 0.2, a.nd OA. . . . . . . . . . . . . . . . . . . 20 

2.5 The Cauchy noise data from F'igme 2.2 with first estimates of m, for 

bandwidths of 0.1, 0.2, and 0.4 . . . . . . . . . . . . . . . . . . . . . . 21 

2.6 The Cauchy noise data with the 100 local linear fits using bandwidth 

h = 0.2 SU})eritrlposed . . . . . . . . . . . . . . . . . . . . . . . . . . . 22 

2. 7 The normal mixture noise data. wi t.h kernel smoother estimates of m 

for bandwidths of 0.15, 0.25, a.ud OA . . . . . . . . . . . . . . . 24 

2.8 The Cauchy noise data with kPmel smoother estimates of m for 

bandwidths of 0.15, 0.25, and 0.·1 . . . . . . . . • . . . • • . • 25 

2.9 The normal mixture noise data with sccoud estimates of m for 

bandwidths of 0.15, 0.25, and OA5 ............... . 27 



VI 

2.10 The Cauchy noise data with second estimates of m for bandwidths of 

0.15, 0.25, and 0.45 . . . . . . . . . . . . . . . . . . . . . . . . 28 

2.11 The Cauchy noise data with the 100 local quadratic fits using 

bandwidth h = 0.45 superimposed ............... . 29 

2.12 The normal mixture noise data with a. smooth based on running 

n1edians . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 31 

2.13 The Cauchy noise data with a. smooth bc1Jed on running medians . 31 

2.14 The normal mixture noise data with lowcss estimates of m for 

bandwidths of 0.15, 0.2.5, and 0.45 . . . . . . . . . . . . . . . . 32 

2.15 The Cauchy noise data with lowe:;s estirna.tes of m for bandwidths of 

0.1,0.2, and 0.4 . . . . . . . . . . . . . . . . . . . . . . . . . . . 33 

2.16 CV function for first estimate of 111 when applied to the normal 

mixture noise data . . . . . . . . . . . . . . . . . . . . . . . . . 35 

2.17 CV function for first estimate of m when applied to the Cauchy noise 

data . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35 

2.18 CV function for second estimate of m when applied to the normal 

mixture noise data . . . . . . . . . . . . . . . . . . . . . . . . . . . 37 

2.19 CV function for second estimate of m. when applied to the Cauchy 

noise data . . . . . .' . . . . . . . . . . . . . . . . . . . . . . . . . 37 

2.20 ACV function for first estimate of 111 when applied to the normal 

mixture noise data . . . . . . . . . . . . . . . . . . . . . . . . . . 38 

2.21 ACV function for first estimate of m when applied to the Cauchy 

noise data . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38 

2.22 The normal mixture noise data with first estimate of m using the 

ACV bandwidth choice h. = 0.17 . . . . . . . . . . . . . . . . . . 39 

2.23 The Cauchy noise data with first. estimate of m using the ACV 

bandwidth choice h. = 0.19 . . . . . . . . . . . . . . . . . . . . . 39 



2.24 ACV function for second estimate of m when applied to the normal 

mixture noise data . . . . . . . . . . . . . . . . . . . . . . . . . . . . 

2.25 ACV function for second estimate of m when applied to the Cauchy 

noise data ................................ . 

2.26 The normal mixture noise data. with second estimate of m using ACV 

bandwidth choice h = 0.27 ................... . 

2.27 The Cauchy noise data with second estimate of m using ACV 

bandwidth choice h = 0.18 ................. . 

2.28 The modified motorcycle data with estimate using h = 0.5 

Vll 

41 

41 

42 

42 

43 

4.1 First true underlyiug sllr.face: perspective view and contour plot . 65 

4.2 Second true underlying surface: perspective view and contour plot 65 

4.3 Third true underlying surface: perspective view and contour plot . 66 

4.4 First surface plus larger Cauchy noise . . 66 

4.5 Second surface plus larger Cauchy noise . 67 

4.6 Third surface plus larger Cauchy noise . · . 67 

4.7 Estimate of first surface with larger Cauchy noise: perspective view 

and contour plot . . . . . . . . . . . . . . . . . . . . . . . . . . . 68 

4.8 Estimate of second surface with larger Cauchy noise: perspective 

view and contour plot . . . . . . . . . . . . . . . . . . . . . . . . 68 

4.9 Estimate of third surface with larger Cauchy noise: perspective view 

and contour plot . . . . . . . . . . . . . . . . . . . . . . . . . . . 69 

4.10 Difference between estimate from Figure 4. 7 and the true surface 

from Figure 4.1 . . . . . . . . . . . . . . . . . . . . . . . . . . . . 71 

4.11 Difference between estimate from Figure 4.8 and the true surface 

from Figure 4.2 . . . . . . . . . . . . . . . . . . . . . . . . . . . . 71 

4.12 Difference between estimate from Figure 4.9 and the true surface 

from Figure 4.:3 . . . . . . . . . . . . . . . . . . . . . . . . . . . . 72 



4.13 Four slices of true underlying surface .. 

4.14 Four slices of surface plus Cauchy noise . 

4.15 Four slices of estimated surface ..... 

viii 

73 

75 

76 



Chapter 1 

Introduction 

Consider the problem of estimating the mean function underlying a set of noisy 

data. Though the problem has several different names (regression, function esti

mation, curve fitting, and smoothing are all popular), i.t~ u.nderlying framework is 

quite straightforward. Suppose that we are given data points (Xi, Yi), where the Xi's 

are measurements of some independent or explana.t.ory variable, and the Yi's are the 

corresponding measurements of some dependent or response variable. For the expo

sition of the problem in this chapter, assun1e that both X and Y are scalars; later, 

we shall see that the proposed new method can extend to the multivariate case in 

which X is a. vector. Naturally, we feel compelled to ask, "What is the relationship 

between these two variables?" A host of methods exist for attacking this problem, 

and we begin by describing the most famous one. 

1.1 The method of least squares 

Gauss and Legendre are usth ... lly credited with discovering one way to characterize 

and quantify the relationship between X and 1··, the method of least sq1ta1·es. This 

method is arguably one of the most widely used ideas in all of statistics and applied 

mathematics. The exposition is simple and well-known: suppose that we model our 

data as 

Y = Xd+c 

where Y is the vector of the dependent variable observations, X is the design matrix, 

cis the vector of (unknown) errors, and ,13 is some unknown vector of coefficients. If we 

decide to estimate j3 in order to minimi;r,t' t.hc s11rn of the squared vertical deviations, 
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then simple calculus leads to the normal equations 

VI V 1~ VI 
.'l. .'l.fJ = .'l. y. 

Then if the inverse of X' X exists, the least squares estimator of f3 is 

f3A - ( ""' ")-1 VI - .'l. .'l. .'l. y. 

While no one can deny the elegance of least squares, the method nevertheless 

has at least two somewhat undesirable features. First, the least squares estimator is 

not robust. A statistical procedure is usually described as "robust" if it is relatively 

insensitive to violations of the assumptions made. For the purposes of this thesis, 

we will take robust to mean "resistant. against outliers," a much narrower definition; 

we first briefly take an aside to justify this usage. In the regression setting, one of 

the usual assumptions is that the errors arc independently and identically normally 

distributed. This assumption can fail to hold in many different ways, but we shall 

restrict our attention to those cases in which the resulting data set contains outliers.1 

Because we are only considering insensitivity to the particular violation that causes 

these outliers, we call a procedure with rci:ibt.ance against such points 1'0bust. 

Suppose, then, that we are given a data set that has been "contaminated" by 

outliers. These "bad" points do not indicate any actual underlying structure, so they 

should be ignored, or at the very least, heavily discounted by any method that tries 

to determine the true relationship bet ween X and Y. Yet least squares does just 

the opposite: it places a tremendous weight. on any outlying data points, since it 

attempts to fit the curve with least tot.al squared deviation. As a demonstration, let 

us consider a simple but enlightening example. Suppose we had a data set in which 

every point fell on a straight line, but wit.h a single outlier; an example of such a data 

1 For example, one possibility is that. the cnort; follow a distribution with much heavier tails than 
the Gaussian. Another possibility is that. somP of t.he data points are wildly in error; perhaps the 
person who took the measurements •·cad t.he scale incorrectly, or the instrument used to record the 
observations had a failure at some point. In eac.h of t.hese eases, some of the data values will fall far 
from the main body of data. 
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set is shown below in Figure 1.1. The outlier's Y value is ten times what it should 

be, representing a common data entry error. The least squares line fit to this data is 

shown in Figure 1.2 (note that the vertical scale has been changed to emphasize the 

effect). The example clearly demonstrates how least squares attempts to compensate 

for the one offending point by shifting the entire line. 

While the robustness issue is certainly a problem, certain "fixes" can be made; we 

will discuss some robust procedures that are related to least squares in the following 

section. Unfortunately, a second, more fundamental problem exists. The issue is 

that the method of least squares requires that the user decide a priori the functional 

form of the relationship between the explanatory and response variables. In other 

words, the data analyst must decide whether the relation is linear, or quadratic, or 

sinusoidal, or exponential, or whatever. What least squares does is estimate the best 

coefficients for the model, but the model itself must be specified beforehand. We call 

such a method "parametric," because the method estimates the best parameters for 

some model that has been chosen in advance. The fundamental problem, then, is 

clear: in many cases, no one knows what the true underlying functional relationship 

between the variables really is. So how should one proceed in trying to fit a curve? 

(I) 1-

N 

- ................................... . ................... ~···· .......................................... 
0 

0.0 0.2 0.4 0.6 0.8 1.0 

Figure 1.1 Points taken from a straight line with one outlier 
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0 

················ .... 
... 

0.0 0.2 

········ ·········· 

0.4 0.6 0.6 1.0 

Figure 1.2 The least squares line fit to the data from Figure 1.1 
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An obvious first attempt is to look at the scatterplot of the data, but this already has 

some dangers, since choice of scale and origin dramatically affect the way data "looks." 

Even given this, suppose we decide to fit a polynomial; how should we choose the 

order of the polynomial? Or suppose we have several explanatory variables, so that 

the regression function is of a reasonably high dimension. Now we can't even begin 

to know what the data cloud looks like, so to attempt to find the best parameters of 

a linear fit, say, seems entirely ludicrous. 
, ~ , . 

"Nonparametric" estimation is an effort to circumvent this fundamentally objec-

tionable aspect of least squares (and other parametric methods). If we don't know 

anything about the relationship between X and Y, then rather than assume that our 

underlying curve is of some particular family, we instead allow the data to dictate the 

shape of the estimate. We impose no restrictions, other than the assumption that 

the underlying function is "smooth." It is this situation that we will be interested in 

addressing. Therefore, combining these two features that least squares lacks, the pro

posed new method will be both robust and nonparametric. In the following section, 

we will introduce some procedures that have one or both of these characteristics. 
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1.2 Brief survey of current techniques 

First we state the mathematical model more precisely. Assume that we are given n 

data points (X;, Yi). We believe that there exists a smooth function m relating the 

variables X and Y. Due to observation cnor, we model the true relationship as 

1i = m.(X;) + s;, i=l, ... ,n. 

The only assumptions made about the distribution of the observation errors c; is that 

they are independent and have mean 0; a robust procedure should allow us to relax 

the usual assumption of common variance. Om task is to recover the function m. 

1.2.1 Parametric L1 regression and Huber's method 

We have already discussed the issue of robustness and its desirability. Although least 

squares is certainly not robust, various other methods have been proposed that are. 

One of these is found by simply substituting the L 1 error criterion instead of L 2 

in least squares: minimize the sum of t.he absolute deviations of the data from the 

estimate. It turns out that this simple idea. does yield a robust estimator. If we 

consider the same data as in Figure 1.1, it's a trivial matter to show that the best L1 

line fit must be the one that passes through all the points except the outlier. Thus, it 

is apparent that using the L1 norm results in an estimate which ignores at least one 

outlier. In fact, a moment's reflection will reveal that the L 1 norm ignores multiple 

outliers as well. 

How can we take advantage of the:· rolntsl.ncs::; of the L1 norm? Typically, the 

trouble with using L1 is that it is less iutract.able due to the nondifferentiability of 

the absolute values. However, \Vagner ( 1!>5D) showed t.ha.t the L1 regre<;sion problem 

actually leads to a. linear program (LP) in an easily seen manner. The set up is as 

follows: suppose that we again consider the usual parametric model 

F=Xf.J+s. 
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vVe use the usual trick for handling absolute values: for data point i, define ct 
and ci to be the positive and negative parts of cjj they correspond to the vertical 

deviations "above" a.nd "below" the fitted regression curve. Then cj = ct- ci, while 

lei I = ct + ci. For obvious notational simplicity, let c+ be the vector of all the et's, 

and c- be the vector of all the ci's. Then the problem of finding the best coefficients 

to minimize L 1 error can be expressed as t.he following LP: 

minimize .s+ + c-

subject to X/3 + c+- c- = Y 

If we solve this LP, the vector of free variables /3 gives the optimal parametric 

fit. The importance of this surprising result is that in general, LPs can be solved 

efficiently. Given the special structure of the constraint matrix for this particular 

problem, it would appear that we should expect to obtain a fast solution, and this 

turns out to be true. A number of authors have proposed modifications of the simplex 

algorithm that solve the LP in particularly efficient ways, including Barrodale and 

Roberts (1973), Armstrong, Frome and Kung (1979), Bloomfield and Steiger (1980), 

and Josvanger and Sposito (1983). 

A question that naturally arises is, "If L1 regression is robust and so easy to do, 

why hasn't it caught on like least squares'?'' Probably the answer lies in some com

bination of several possible factors. First, some researchers may not realize that L1 

is robust. Even though everyone knows ethout the difFerent L1, norms, the robustness 

of using L1 in regression does not. imnwdia t.ely follow. Next, because of the absolute 

values, L 1 has the bad reputation of being computationally hard. The fact that one 

only needs to solve a special LP is a. result. that is easily understood, but certainly 

not obvious. As a consequence, the iuferc•Hcc theory for L 1 is considerably less well 

developed than for least squares, thereby making its usage less attractive to most 

statisticians. And finally, the met.hod of lmst squares has nearly 200 years of mo-
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mentum. It is the first (and often last) method taught to everyone for doing curve 

fitting. In light of all these factors, we should hardly be surprised that Lt regression 

is not very popular. 

A slightly different approach to robustness can be found in the works of Huber 

(1973). His idea is also to "robustify" least squares by using a different function of 

the residuals; however, he chooses a criterion that is in some sense between L 2 and 

Lt. Rather than use the square or the absolute value of the residuals, Huber proposed 

the following function: 

l 
te2 for lei < c 

p(e) = 

cisl- &c2 for lei 2:: c. 

We can see that this function, which defines the "influence" of the residuals, is a 

compromise: if le:l < c, p(e) behaves like the L2 influence (with a different constant out 

front); but if le:l 2:: c, p(e:) behaves like the Lt. So by moving c, we vary continuously 

between the pure Lt and L2 measures of erl'or. \Ve should also mention that other 

authors have proposed influence funct.ious that do not grow monotonically as e: moves 

away from the origin. Though we will not st.udy them here, such functions would be 

of interest in future i·esearch. 

Both Lt regression and Huber's method are robust (in varying degrees); however, 

both approaches are parametric. As mentioned before, in this thesis we wish to 

address the situation in which we have no good prior information about m, so that a 

nonparametric method is more appropriate. lVIany different techniques already exist 

for estimating m in such a fashion, so in t.Iw next section, we give a brief summary 

of some of the more important ones. 

1.2.2 Kernel, spline, and orthogonal series estimators 

The method known as kernel smoothing is essentially a weighted moving average. To 

estimate m(a:), we place large weights on the Y;'s that correspond to X;'s close to x, 
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and smaller weights on the Yi's that correspond to X/s farther away from x. More 

precisely, a kernel estimator may be written as 

A ( ) _ _.!.._" T.'(:r- X;)}"· m 6 x -
6 
~ 1\ 

6 
, 

n i5n 

where the function J( is known as the kernel ( 1\ defines the weights and has the prop

erties that it is even, continuous, bounded, and integrates to 1 ), a.nd the parameter 

6 is called the bandwidth (the width of the neighborhood over which we do the aver

aging). The particular form given above for the kernel estimator is due to Priestley 

and Chao (1972). A great number of theoretical results have already been obtained 

for kernel methods, including a proof by Parzen (1962) that kernel estimators are 

consistent. Much of the theory of kernel methods comes from the related problem of 

probability density estimation; the first. book published on this topic was by Tapia 

and Thompson (1978). 

The widely used method known as spline smoothing is probably the oldest of the 

nonparametric estimators, dating back at least. to Whittaker (1923). The philosophy 

behind splines is as follows: let g be some function. The usual notion of "fidelity to 

the data" is quantified a.s the residual sum of squares (RSS), 

RSS(g) = L (}'i- g(X;))2 

i-511 

(note that this is the same L2 enor lll<.'Cl!-illre). We view the regression problem as 

an optimization problem, in which the goal is to minimize RSS, and the domain of 

the problem is some space of functions. Notice that if we place no restrictions on 

the function class whatsoever, then it will always be possible to make RSS = 0 by 

choosing any estimate of m that passes through all of the observations. Since most 

statisticians would reject such a fit because' it would be far too "noisy," we compensate 

by defining the alternative criterion 
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where the second term represents a. penalty for one particular measure of "roughness." 

If we now minimizeS,, over the space of all twice differentiable functions, we arrive 

at a unique solution 1h". Reinsch (1!J67) showed that 717.,, is in fact a. C2 cubic spline. 

Wahba (1990) has written a recent monograph concerning splines, and numerous 

other results can be found in the numerical analysis literat.ure, e.g., de Boor (1978). 

Finally, the orthogonal se1-ies estimator assumes that the regression function can 

be represented as a Fourier series: 

00 

1n(a:) = 'L:f3j<pj{x) 
j=O 

where {cpj} is a set of known basis functions (such as Legendre or Hermite polyno

mial~), and {,BJ} is the set of unknown codflcient.s. Szego {1959) gave conditions for 

when such a representation is possible. Now the estimation of m is equivalent to 

estimating the coefficients {,Bj}, and a number of researchers have investigated this 

problem. As with kernel smoothers, most of the statistical study of orthogonal series 

estimators has been in the density cstirna.tion setting; see Wahba (1975) or Walter 

(1977). 

Clearly, these techniques are all quite dif!'crent from one another, approaching the 

estimation problem in a variety of ways. This diversity affords us a demonstration of 

how general the class of nonparametric estimators is. Other nonpa.ramctric methods 

also exist, but we will not delve into their details here. The main point we wish to 

make about the methods just described is that none of them are robust (at least in 

the form described; it is possible to "robust.ify" kernel and spline smoothing, and 

this will be discussed in the next section). So of the four possible combinations of 

robustjnonrobust and nonparametric/paramctric, we ha.vc now examined examples 

of three of these. First, we place the method of least squares in the "nonrobust 

and parametric" category, then we assign L1 regression and Huber's method to the 

"robust and parametric" category. Finally, all the procedures just discussed (kernel, 

spline, and orthogonal series est.ima t.ors) belong under the heading "nonrobust and 
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nonparametric." This leaves us with just one combination left to discuss, that of 

"robust nonparametric" estimators. The proposed new procedure falls under this 

description, as do the following methods. 

1.2.3 Robust nonparametric procedures 

Median smoothing is probably the simplest robust nonparametric estimator. This 

approach is as obvious as the moving average: we slide along the X axis, but rather 

than doing local averaging of Y values in a particular neighborhood, we instead 

use the median Y value. Tukey (1977) proposed various modifications of median 

smoothing combined with local averaging, such as 53H, (53H, twice), 3RSSH, and 

(3RSSH, twice). For example, 3R. stands for repeated running medians of 3 untii no · 

further changes take place; S is a "splitting" algorithm to modify flat stretches of two 

consecutive points; and H denotes a three-point moving average with weights 1/4, 

1/2, 1/4. ·Thus 3R.SSH means do a 3R first, followed by S twice, then finish with 

H. These procedures have been investigated by Vclleman (1980) and Mallows (1980). 

The robustness of this class of procedures follows immediately from the observation 

that the median, unlike the mean, is a resistant measure of center. Unfortunately, 

some difficulties remain. The principal objections to these types of smoothers are that 

they are somewhat ad hoc in nature, they usually produce curves that are somewhat 

noisy, and they are difficult to ana.lyze tlworctically. 

A second robust nonparametric. method hr a.·vcrsion of a procedure introduced by 

Cleveland (1979). Locally weighted regression, or lowess, is a method that essentially 

does local polynomial fitting using weighted least squares. The robust version of 

lowess simply does this fitting iteratively, and the robustness comes from the feature 

that the assigned weights are chosen to be inversely proportional to the residuals from 

the previous fit. The result is that. outliers t.end to be downweightecl. In his paper 

Cleveland states that in theory, robust lowcss could fit a polynomial of any degree 

p and repeat the iterative procc•ss any number of times; however, computational 
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considerations caused him to choose p = 1 aud the number of iterations to be 2. 

Of all the various procedures mentioned iu this section, lowess is probably the most 

commonly used, since it is built into the very popular statistical software package S 

(Becker and Chambers 1984). 

Finally, we can obtain robust versions of the kernel and spline smoothers described 

above.' For the spline smoother, this involves replacing the RSS --t('1:m in S-' with a 

different function such as Huber's p; the method is described in Huber(1979) and 

Silverman (1985 ). Like lowess, it also involves iterative reweighting, which is expensive 

computationally and less elegant. theorct.ically. The robust kernel estimator, known 

as the kernel .M-smoothe1·, requires knowledge of the interesting result that ordinary 

kernel estimators can be viewed as local least squares estimators. So again, if we 

replace the least squares criterion with Huber's function, we can get the desired 

robustness. In practice, finding the kernel M -smoother involves solving an implicit 

equation byitera.tivenumerical methods, but l-Hi.rdle(1987) has proposed a·"one-step" 

approximation to the estimator based on the Fast Fourier Transform. 

1.3 Some desirable properties 

To this point, we have only briefly mentioned one additional aspect of the regression 

problem, the aspect of dimension. For t.hc most part, regression in 1 dimension is well 

understood. We may argue the merits of a. pammet.ric L 1 fit vs. a kernel estimator vs. 

a spline, but in practice, the difl'ereuc:es in the resulting curves will not appear to be 

very great. Even a very simple smoother such as Tukey's 3RSSH will do a reasonable 

job on a given scattcrplot. But which of these methods will work when we have 

2, 3, or even more independent variables'? lVlost problems of practical significance 

possess multiple dimensions, so this is clearly au extremely important issue. Of the 

methods described, least squares and L1 regression do generalize easily to higher 

dimensions. Among the nonparamet.ric est.imat.ors, kernel estimators also generalize 

easily, but spline smoother::; require much more machinery. A multivariate version of 
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nonrobust lowess exists, as described by Cleveland and Devlin (1988), but the authors 

make no mention of a robust version. Considering how lowess does its estimating, 

computational issues are sure to be a. ma.jor concern. 

Drawing on our understanding from these various smoothing techniques, we are 

now in position to make a list of some desirable properties. Already we've stated that 

we are interested in a nonparametric mdhod, and additionally, we desire resistance 

to outliers. Hopefully this robustness will not come at the expense of requiring a. nu

merically intensive iterative procedure. Finally, we would like an easy generalization 

to higher dimensions, since these are the types of problems found in the real world. 

None of the approaches we've mentioned fit. a.ll these descriptions. 



Chapter 2 

The New Method 

Having examined these previous methods, we now come to the proposed new one. 

The basic idea behind the new procedure is extremely simple. To estimate m at a 

point x, we perform a slightly modified L 1 regression fit (the "slight modification" is 

that we place weights on the residuals), but we do this fit locally. In other words, over 

a neighborhood centered at x, we paramctrimlly estimate the best coefficient vector 

(:J to fit a polynomial of degree p in the sense of minimizing the weighted L 1 error. 

We then evaluate the polynomial defined by (3 at x to form the estimate rh(x). 13y 
performing this local fit at some grid of points, we obtain our estimate of the entire 

regression function. Let us start this chapter by describing the process in more detail. 

2.1 Formal description 

A formal statement of the method appear:; below. For the purposes of this state

ment, we allow the fullest generality possible in terms of the choices for the various 

parameters. 

Step 1. Select a set of points {a:i} at which to do the pointwise estimation, a corre

sponding set of bandwidths {hi}, a cor res paneling set of weights { wi,j} for the 

residuals, and a set of integers {pi} for the degrees of the local polynomial fits. 

Step 2. At each Xi, generate the appropriate LP of the form given in Section 1.2.1. 

The number of variables and the :;izf' of the constraint matrix depend on hi; the 

objective function depends 011 the {w;,j}. 
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Step 3. Solve the LP, giving the vector of coefficients /:J; for the particular x; under 

consideration. This /3; provides the opt;ima.l p;-degree polynomial fit by the 

weighted L1 error measure. 

Step 4. Evaluate the polynomial defined by ;1; at x;; this is our estimate of m(x;). 

Observe that this procedure docs indeed have the all desired properties mentioned 

before. First, it is nonparametric. Although we perform parametric fits at every Xi, 

the key is that all these fits are done locall~'· Recall that our only assumption about 

m was that it was "smooth;" if we quantify smoothness as existence of derivatives, 

then Taylor's theorem applies. Therefore, we know that we can approximate m(x) 

by polynomials in a neighborhood of :r, even if we know nothing about the structure 

of m. In effect, then, the method attempts to approximate the Taylor polynomial 

expansion coefficients by finding the polynomial coefficients minimizing the L 1 error. 

Second, the method is clearly robust. This fact follows from using the L 1 norm and 

its associated LP; as seen in Chapter 1, we ignore outliers every time we perform 

a local regression fit. Since at each estimation point the fit is resistant to outliers, 

surely the estimate of the entire function is as well. Moreover, unlike lowess and 

kernel .111 -smoothing, this robustness docs not require any iteration. Finally, the 

method can extend in a straightforward manner to higher dimensions, both in theory 

and in practice. In theory, a higher dimensional problem signifies that the regression 

function is far more complicated, but the concept of a. local L 1 polynomial fit remains 

the same. In practice, higher dunensionality implies that columns and rows must 

be added to each LP, but since the LPs a.r<> relatively small, this should not cause 

difficulty (as long as the total number of estimation points stays reasonably small). 

In Chapter 4, we will examine the multivariat<> issue more closely, but for now we 

restrict our attention to the univariate• case•. 
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2.2 Implementation issues 

If we wish to implement the new method, then a close look at the description immedi

ately reveals some concerns. First, in Step 1, a. number of different parameters must 

be chosen: the estimation points {;r;}, the bandwidths {hi}, the residual weights 

{ Wi,i}, and the degrees of the polynomial fits {p;}. Here we must make a conces

sion to practice, and so for the remainder of this thesis, we'll restrict our choices 

to a single h and a single p across all the estimation points. In passing, it should 

be noted that allowing for variable h; and Yaria.ble p; provides rich possibilities for 

further investigation. 

The first decisions are easy. A sensi blc and natural choice for {xi} is the set of 

design points {Xi}; in fact, this is the only choice given by Cleveland for lowess. For 

the weights on the residuals, a kernel function would appear to be the obvious choice, 

i.e., if we are estimating at x, then the weight on the residual from point (Xi, Y;) 

should be K((x- Xi)/ h), where/\ is a kemcl function as in kernel smoothing. The 

choice of p is much more intriguing; in the simulations of the next section, we'll see 

that local quadratic fits appear to be a reasonable choice, at least in one dimension. 

In higher dimensions, however, this question is still open. Finally, we must select 

the bandwidth h. Our experience with other noupara.metric estimators tells us that 

this problem will likely be the most challenging. In the case of kernel estimation, the 

parameter 8 is known as a smoothin!J parameter, because it directly affects a trade-off 

between bias and variance; this can be seen explicitly in the error expansions. For 

spline smoothing, the parameter >. plays precisely the same role, since it controls the 

"rate of exchange" between the opposiug goals of goodness of fit and low variation in 

S,\• As we'll see a bit later, in the uew ml'f.hod h is indeed a smoothing parameter, 

and choosing h is the single most import.aut. fart.or iu "fiue tuning" the estimate. 

So far, we haven't discussed the individual L 1 regression problems. As in orcli

nary least squares, we should always center each of the problems. That is, at each 

estimation point, it's clear thai we should solve tit(• corresponding regression problem 
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with the estimation point at the center of the bin. In addition, we should also center 

the other observations that enter into the problem about the estimation point. In 

other words, for each problem, instead of working with the actual X values, we'll use 

the deviations of X about the mean (and the mean is exactly the estimation point). 

Depending on the range of the X values, this centering may or may not have practical 

significance in the form of underflow or overflow; however, it does simplify the theory 

of the next chapter. .. 

One final issue should be addressed now. When the procedure is actually imple

mented, a series of LPs must be solved. Although each of these LPs corresponds 

to a different local problem, in practice, an intelligent traversal through the estima

tion points has the effect. of pr9ducing t.remendous overlap. That is, if we traverse 

correctly, then each successive LP will be only a slight perturbation of the previous 

one (and this holds true in any dimeusion). Therefore, linear programming theory 

tells us that the solutions will be close, so that finding the next solution will be 

fast. Exploiting the fact that successive LPs have many coefficients in common is the 

simplest way to make the method run quickly in practice. 

2.3 Simulation examples 

Here the results of a simulation study a.re presented. For all these examples, the 

true function m was taken to be the curve m(x) = x 3 (1 - x)3 , with 100 design 

points equally spaced on [0, 1]. This particular m was chosen because it has the nice 

property of being "circular." That is, if we arc estimating ncar one of the endpoints 

of the interval, we can use the data values near the other endpoint; this "wrap

around" is useful because it eliminates the boundary effects. Two different sets of 

noise were then added. The first error distribution was a mixture of normals with 

different variances. To accomplish this, 100 pseudorandom points were generated from 

a uniform distribution over ( -0.2, 0.8), and t.hesc points were placed into a vector U. 

Next, the error vector was generated <ts follows: for i = 1 to 100, if U[i] > 0, then a 
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normal distribution with mean 0 and standard- deviation 0.001 was sampled; but if 

U[i] < 0, then a normal distribution with mean 0 and standard deviation 0.01 was 

sampled. Hence, about 20% of the errors had a variance 100 times larger than the 

remaining 80%. Finally, this error vector was added to the true curve; the "raw data" 

is shown in Figure 2.1. Just by inspection, we can see that some of the data points 

appear extremely suspicious. In particular, the maximum amplitude of m is only 

about 0.015, yet one point has Y value above 0.03. 

The other set of noise was taken to be Cauchy distributed, with lucation parameter 

0 and scale parameter 0.001. Since the Cauchy is the classic "heavy-tailed" distribu

tion, this seemed to be a good choice to generate outliers. Figure 2.2 shows the data 

after adding the Cauchy noise; the outliers are even more extreme than before. 

These two figures graphically illustrate the powerful effect of outliers, as just a few 

points control the scale of the plots. In the Cauchy noise case, the outliers are so large 

that they virtually obscure the underlying structure of the curve. For comparison, 

Figure 2.3 shows both sets of data superimposed with the scale predetermined (so 

~ ~------~------~~------·~------~------~ 9 
0.0 0.2 0.4 0.6 0.8 1.0 

Figure 2.1 A simulated data set with outliers, where the error 
distribution is a mixture of normals 
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that some of the outliers do not appear). The normal mixture noise is marked by 

"+" symbols, the Cauchy noise by "o" symbols. 

The new local method was then implemented with a series of choices. The first 

set of choices was the most primitive: Jl was equal to 1, and the residual weights 

were all set to 1 (corresponding to an ordinary L1 regression). For each set of noise, 

bandwidths h = 0.1, 0.2, and 0.4 were tried in order to examine the effect of h on the 

appearance of the estimate. 

For the normal mixture noise, the rcsult.s are shown in Figure 2.4. The first 

feature that stands out is that all three estima.tes are fairly rough. It appears that 

increasing the bandwidth from 0.1 to 0.2 doc::; make the curve somewhat smoother, 

but increasing to 0.4 fails to reduce the variance much further. While the bias remains 

about the same for h = 0.1 and 0.2, it is noticeably higher at both the peak and at 

the endpoints with h = 0.4. So among these three bandwidths, we would probably 

say that h = 0.2 is the best. One observation we can unequivocally make is that 

indeed, the new method is robust. Even with 20% of the errors having a relatively 

large variance, all three of the estimates ::;tay close to the true curve. 

The Cauchy noise case is shown in Figme 2.5; for all 3 plots, the scale was prede

termined. Again we can verify that !.he new procedure is unquestionably robust, as 

none of the estimates attempt to follow the very large outliers (four of which are so 

large that they don't appear on the plots). We observe the same phenomenon as for 

the normal mixture case: h = 0.2 yields a slightly smoother estimate with roughly 

the same bias as h = 0.1; going to 0.4 does not appreciably reduce the variance, but 

clearly increases the bias. Again, h = 0.2 appears to be the best choice. In order to 

visualize the local linear fits explicitly, Figure 2.6 provides a graph of the 100 separate 

local lines superimposed on the data (usiug h = 0.2). From this picture, we can see 

how the the linear fits are "spiky," giving nn idea of why the estimate itself appears 

somewhat rough. 
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For comparison, these same two sets of data were input to a kernel smoother, 

using the biweight kernel K(x) = (15/ 16)(1 - x2 ) 2 • The results from the normal 

mixture noise data are shown in Figure 2. 7 for bandwidths S = 0.15, 0.25, and 0.4. 

Surprisingly, the kemel estimator performs reasonably well on this data set. The 

bandwidthS= 0.15 is obviously too small, since the estimate shows too many bumps. 

Also, S = 0.4 is too large, as can be seen by the bias in the peak and valleys. However, 

S = 0.25 yields an estimate that tracks m with a fairly high degree of accuracy, and is 

also fairly smooth as well. The outliers still exert an influence, though it is somewhat 

subtle. If we look closely at the graph, we can see that bias is present even in the parts 

of m that should be easy to estimate, the sections between 0.2 and 0.4, and between 

0.6 and 0.8. It would seem that this bias is due to the outlying points on either side of 

the curve. By a stroke of luck, the outliers in this particular data set almost manage 

to cancel each other out. As a result, for this example at least, the kernel smoother 

seems to be superior to the first implement.a.tio11 of our new procedure. 

However, when we look at the Cauchy noise case in Figure 2.8, the tables are 

turned. Now the kernel estimator's lack of robustness is glaringly obvious. In all 

cases, the estimate has a large dip at around X = 2/3. If we glance back to Figure 2.2, 

we can see that a single data point causes all of the difficulty. This data point has a 

Y value so large and negative that it. causes the kernel method to place an imaginary 

feature into the curve. In contrast, let. us go back and re-examine the results from the 

new L1 procedure for the same data in Figure 2.5. Though the estimates are rough, 

they certainly follow the true m much more faithfully. Smoothness is desirable, but 

not at the expense of accuracy. Furthermore, we should consider the fact that our 

eyes can usually "filter out" high frequency noise, but they are often misled by false 

apparent structme. In light of this, it sec.•tw; f~tir to say that our new procedure 

provides a better estimate of m for the Cauchy noise example. 

The early news, then, appears to be bot.h good and bad. On the positive side, 

the new method does handle outliers wdl; it does not attempt to find features where 
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none are present. On the negative side, even the smoothest estimates have far too 

much local variation; we would never believe that the true underlying m had as many 

local maxima and minima as what the estimate claims. Clearly some refinement is 

necessary. So for the next attempt, somewhat more sophisticated parameter choices 

were tried: p was equal to 2 (local quadratic fits), and weights from the biweight 

kernel were placed on the residuals. 

The results for the normal mixture noise are given in Figure 2.9, and they appear 

to be very satisfying. The three different bandwidths are h = 0.15, 0.25, and 0.45. 

Again we see the behavior of increasing smoothness with increasing h, but by going 

to the local quadratics and using the kernel weights, we've managed to eliminate 

virtually all of the local variation that was still present even in the smoothest of the 

earlier implementation. It appears that t.he largest bandwidth is the best choice. 

With h = 0.45, the estimate now seems plausible, and comparing the estimate to the 

real m, we can see that it is close. Just as before, the main difficulty is the slight 

amount of underestimation at the peak in t.hc center, and the overestimation at the 

two valleys near the endpoints. 

The Cauchy noise case is shown in Figure 2.10, with the same choices of band

width, and the behavior is the ::;ame. Again, for h = 0.45, the estimate is quite 

smooth and quite believable, with slight bias at the peak and valleys. Recall that 

this data set contains several points thai are so far away as not even to appear in 

this figure. Clearly, our estimate does not have to trade robustness for smoothness. 

For better visualization, we show the analagous graph with the 100 local quadratics 

superimposed on the data (h = 0.45) in Figme 2.11. Just by examining this figure 

alone, we should be able to guess the smoot.her appearance of the resulting estimate. 

The quadratics are able to capture the curvature of m far better than the linear fits 

from before, thus eliminating the spikes. 

At this juncture, the reader may be saying, "That's all well and good, but how 

does this method compare to other robust. nonparametric estimators?" To answer 
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this question, we first show the same two sets of data with estimates of m using the 

Tukey smoother 4(3RSR)2H twice, in the form of its S implementation "smooth." 

This estimator is a variant of running medians. The two graphs are shown in Figures 

2.12 and 2.13. As mentioned in Chapter 1, we can immediately see that the resulting 

estimates are fairly rough. 

To be more fair, we should compare our results to the Cleveland procedure lowess. 

The important smoothing parameter for lowess is the fraction f of the total number 

of data points n used in each local polynomial fit. At each estimation point Xi, lowess 

uses the f x n nearest neighbors of x;. In this case, since the data are equally spaced, 

particular choices for f then correspond exactly to particular bandwidths for our new 

procedure. Figure 2.14 shows the estimated curve under the normal mixture error 

distribution for three choices of the bandwidth; Figure 2.15 shows the same for the 

Cauchy errors. In all cases, the S implementation of lowess was used. 

The similarities are apparent, though in some sense they should be expected. 

Both lowess and the new L1 procedure perform parametric local polynomial fit

ting. The difference is in how the robustness is achieved: lowess requires iteratively 

reweighted least squares, while the new method simply utilizes a different choice of 

norm. Examining the figures, we can see that the lowess estimates exhibit the same 

bias-variance tradeoff observed before. By eye, 0.25 appears to give the best compro

mise for the normal mixture noise, 0.20 for the Cauchy noise. Exactly as we would 

expect, we see a bit of bias in the same problem areas, the peak and the two valleys. 

We note in passing that the default 8 choice for the bandwidth yielded an estimate 

that was completely unreasonable; it is showu in each figure by the dotted line run

ning through the center of the middle graph. We can clearly see some of the difficulty 

in choosing the smoothing parameter correctly. This leads us to the next section, in 

which we will attempt to let the data sl'lect. a "good" choice for h. 
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2.4 Cross validation 

Now that we have seen how important the s.moothing parameter is, how should we 

choose it? In the past, this decision was often left up to the data analyst; many authors 

felt that a subjective choice of the bandwidth was a necessary final component of a 

nonparametric method. In recent years, however, a great deal of research has focused 

on "automatic" bandwidth selection; e.g., see Craven and Wahba (1979), Rice (1984), 

or Hardie, Hall, and Marron (1988). The idea of cross validation is probably the most 

popular automatic approach. Essentially, cross validation uses the data set at hand 

to verify how well a particular choice of bandwidth does in terms of the residuals. 

More precisely, the cross validation function CV is usually defined as 

where m_; is the so-called "leave one out" version of 7JL That is, 7JL; is constructed 

by leaving out the data point (X;, 1'i). The theoretical justification for using the cross 

validation function is that it provides an estimate of the mean squared error function 

(when considered as a function of the bandwidth). Notice that the CV criterion 

is essentially the same as the usual Residual Sum of Squares, using the £ 2 error 

again; as we shall see shortly, this particular cross validation criterion is probably not 

appropriate for our purpose. 

To test the idea, a cross validation version of the more method using linear fits and 

no residual weights was first implemented and used on the same two sets of data. The 

cross validation functions are plotted in Figure 2.16 for the normal mixture noise, and 

Figure 2.17 for the Cauchy noise. Right away, we notice that while the CV function 

looks fine for the normal mixture, it is csseut.ially flat for the Cauchy noise from 

roughly 0.05 all the way to 0.70. If\\'(' t.bink about this for a moment, the reason 

becomes clear: the Cauchy data set has a huge negative outlier at approximately 

X = 2/3. This single point is dominating the entire CV function. In other words, 

the squared error from the outli<'r is HO large in comparison to the errors from all the 
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other points that the CV values are all about the same, regardless of what bandwidth 

is chosen. Once again, the non-robustness of L2 rears its head. We might suspect 

that because of this fact, even going to a cross validation function with quadratic 

fits and kernel weights on the residuals may not help. It turns out that our hunch is 

correct: Figures 2.18 and 2.19 show the two resulting CV functions. Again, for the 

normal mixture noise, the CV function looks reasonable, but for the more interesting 

Cauchy noise case, it. is essentially worthless (at least for the purpose of choosing a 

best h). 

What is needed here is a "robust" version of the cross validation function. To 

that end, let us now define the Absolute Cross Validation (ACV) function by 

By analogy, this criterion function should be resistant against the outliers of the 

Cauchy noise. So to see if the idea worked, the ACV function was first implemented 

using the more primitive linear ·fits and uniform weights; the results are given in 

Figures 2.20 and 2.21 for the normal mixture and Cauchy noise respectively. Now 

the graphs are reasonable: observe that both functions are convex, if a bit rough. We 

can also easily find the minimizers. For the normal mixture noise, the ACV choice of 

h is 0.17, and for the Cauchy noise, 0.19. However, note that in each case, the ACV 

function is still relatively flat. around its minimizer. This indicates that the criterion 

is fairly insensitive to the exact choice of h once we have h in the correct region. For 

both cases, it seems that any h between roughly 0.1 and 0.25 would do about as well 

as the true minimizer. The actual estimates using these choices of h are shown in 

Figures 2.22 and 2.23. Not surprisingly, they look quite similar to the two estimates 

using h = 0.2 from before. \Ve already knew that these estimates would be too 

rough to be fully accepta.ble; using uniform weights on the residuals and linear fits, 

we simply cannot remove enough of the local variation. 
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The obvious next step was to implement ACV using the more sophisticated 

quadratic fits and biweight kernel weights on the residuals. The ACV functions are 

shown in Figures 2.24 and 2.25. Again we observe the convexity of both functions. 

Now the minimizers occur at h = 0.27 for the normal mixture noise, and h = 0.18 

for the Cauchy noise. Also, it again appears that the ACV function is not very 

sensitive, once we have h in the right ballpark. On the other hand, we notice the 

interesting result that these two "optimal" bandwidths are considerably smaller than 

the best bandwidth we had earlier selected (h = 0.4.5). Figures 2.26 and 2.27 show 

what the estimates look like using these cross validated bandwidths. Clearly, they are 

far rougher than what we had chosen earlier. To this point, we have not developed 

the cross validation theory for the new method; the fact that these bandwidths are 

smaller than what we expected seems to reflect our need for deeper understanding. 

2.5 Application to real data 

To conclude the univariate study of t.he local L1 procedure, a version was implemented 

and applied to the motorcycle data set of Schmidt, Mattern, and Schuler (1981). In 

this data set, the X values are time measurements in milliseconds after a simulated 

impact, and the Y values are measurements of head acceleration in units of g. For 

computational convenience, the X observations were first shifted and scaled to lie on 

the unit interval, then modified to be equally spaced. In practice, most data sets will 

not have the independent variable measurements equally spaced; however, in this case 

the change to the problem is only slight. In Figure 2.28, the modified data is shown 

along with the estimate using quadratic fits and residual weights, with a bandwidth of 

h = 0.5. Obviously, we can no longer compare the estimate with the true curve, but 

generally, it seems as though the estimate is a. bit. rough. One possible explanation 

for this behavior is that the data contains several inflection points, implying more 

local curvature than the earlier t.ruc> 111 in our examples. Just as the local lines did 

not contain enough curvature to capture 111 dl'c·ctivcly before, so it might be that the 
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Figure 2.28 The modified motorcycle data with estimate using h = 0.5 

local quadratics cannot track the smaller features of the true curve now. It may well 

be that some higher order polynomial is required. 

Overall, we should be pleased with the performance of the new £ 1 procedure. 

However, we should not be satisfied yet, since so far we haven't proven that the 

method works-we've only shown some promising examples. Lowess obviously does 

robust smoothing effectively, but it unfortunately lacks the theoretical consistency 

properties possessed by some of the other nonparametric estimators. In the next 

chapter, we shall see that the new method enjoys theoretical properties that parallel 

those of kernel smoothers. 



Chapter 3 

Asymptotic Theory 

So far, our simulation results appear to indicate that the local L1 procedure is a 

viable option for robust nonparametric smoothing. If we were only interested in it as 

a purely data analytic tool, this would he enough. However, we'd like to be able to 

do more. What we really want is theoretical justification that the method actually 

does what it should; that is, we want to show that the method is consistent,_ and we 

want to find the rate at which the estimator converges to the truth. This chapter is 

devoted to meeting those two goals. 

3.1 Preliminaries 

In order to prove consistency and determine the rate of convergence, we need to 

understand the behavior of the local L1 estimates. The asymptotic theory of L1 re

gr~sion estimators has been developed only relatively recently. Bassett and Koenker 

(1978) first established a central limit theorem for the estimated coefficient vector~ by 

checking pointwise convergence of the density functions. Ruppert and Carroll (1980) 

proved central limit theorems for various estimators related to the L 1 estimator. Our 

proof techniques in this section are based on a paper by Pollard (1990). 

The key difference between our assumptions and those of the previous authors is 

that we must assume that our model is specified incorrectly. Recall that by Taylor's 

theorem, we are justified in treating 111 locally as a polynomial. However, we certainly 

don't know the order of that polynomial; so following the paradigm of Draper and 

Smith (1981 ), we'll assume that the true 111 is in fact one degree higher than our 

postulated model. In the analysis that follows, we consider a linear fit to a quadratic. 
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Suppose that random variables Yt, Y2, ... , Yn arc generated by a linear regression 

Yi = x~f3o + u;, 

where Xi = (x;1 x;2 Xi3 )' = ( 1 (t;- t) (t;- l)2)' is the ith row of the usual design 

matrix; (30 = ((301 (302 {303)' E IR3 is the unknown vector of coefficients of the true 

underlying quadratic; and the u;'s are the errors obeying certain assumptions listed 

below. In the usual setting, we would attempt to estimate {30 • In this case, however, 

we assume that the model has been misspecified. Therefore, let (31 be the vector 

of coefficients of the best L1 line fit to the true quadratic without the errors; t.e., 

f3t = (f3u f3t2)' minimizes 

2: lx~f3o- x/f3d 
i:S;n 

where x; = (x;t x;2)' = ( 1 (t; -l))'. Since the true {30 is unknown, clearly {31 IS 

also unknown. Now write the differences between the true quadratic and the best L 1 

line as £i = ((301 - (311 ) + (f3o2 - (312 )(t;- l) + f3oa(i; -l) 2 • Finally, let us define the 

estimator that will be the subject of our ana.lysis. The misspecified L1 estimator /Jn 

is chosen to minimize the criterion function 

2: jy;- :i/(31 
i:S;n 

where f3 is in IR2
• That is, /Jn = (/Jnt jl112 )' is the vector of coefficients of the line that 

minimizes the sum of the absolute vertical deviations; it is sometimes referred to as 

the least absolute deviations (LAD) estimator. 

With all of the preliminary notation out of the way, we can now list the error 

assumptions: the regression errors { u;} are independently and identically distributed, 

with median 0 and continuous, positivl~ density f in a neighborhood of 0. These 

assumptions allow us to state the followiug observation. 

Proposition 1 Define the function 

llf(t,c) = E(ju; + c -ll-lu; + cl). 
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Then 111 has a minimum at (0, 0), and furthermore, in a neighborhood of 

(0,0) 

Proof Let us verify the second statement. We shall use a bivariate Taylor expansion 

of M around (0, 0), so we need to compute the first and second partial derivatives of 

111. Notice that we can express 

-t if Ui > t- £ and Ui > -£ 

lui+£- tl- lui+ cl = 2tti + 2£- t if Ui > t- £ and Ui < -£ 

-2lli- 2£ + t if Ui < t- £ and Ui > -£ 

if Ui < t- £ and Ui < -£ 

by expanding the two absolute values. Now if t- c > -£, then 

E(lui+c-tl-lui+£1) = j_: t.f(u)du+ j_t:e(-2u-2c+t)J(u)du 

+ {'X>(-t)f(u)du. 
lt-~ 

Therefore, 

= aa 1-' tf(u)du + aa 1t-\ -2u- 2c + t)f(u)du 
t -oo t -~ 

a 00 

- 7) r tf(u)du 
ot lt-e 

= aa t 1-e /( u)du- aa 1t-e 2uf(u)du 
l -oo t -e 

a 
1

t-e a 
1

t-e 
- a· 2£ f(u)du +-a t f(u)du 

l -e t -1!: 

() 100 
- ::1 l f(u)du 

ut t-e 

j 
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= /_: f(u)du- 2(t- e)f(t- e) 

- 2e.f(t- e)+ J~:(; f(u)du + tf(t- e) 

-1: f(u)du + tj(t- e) 

= j_t:e .f(u)du -1: .f(u)du 

= j_o'X· f(u)du +lat-e .f(u)du 

- (1~e .f(u)du + 100 

J(u)du) 

1 11-e (10 1) = :-+ f(u)du- f(u)du+-
2 o t-e 2 

= 
lat-e 2 

0 
f(u)du. 

A similar argument holds fort-e< -.s, with the same result. Hence, for all t and e, 

a 1t-e 
"ill\I(t, e)= 2 .f(u)du. 
ut o 

From this we easily obtain 

()2 
ol2 M(t,e) = 2f(t- e) 

and the mixed partial 
()2 

awc: = - 2.f(t- .s). 

We also need the partials with respect t.o s. Again, if t- t: > -t:, 

a <X· - >).,.], if(u)du 
u~ t-e 



= 
0
° t ~-e .f( u )du - ~? ~t-e 2uj( u )du 

£ -oo u£ -e 

f) jt-~ f) jt-e 
- -

0 
2c .f(u)du + 71t f(u)du 

£ -~ uC: -.:: 

f) 100 - -
0 

t f(u)du 
c t-~ 

= -tf(-c:) + 2(t- s).f(t- c)- 2(-s)f(-c;) 

- ( -2s(.f(t- c)- f( -c;)) + 2 J~:e: f(u)du) 

- t(J(t- c)- .f( -c:))- tf(t- c:) 

= -2 j_t:e f(u)du. 

Just as before, for t- c: < -c: we get the same result. So for all t and E, we have 

f) Jt-~ -
0 

M(t,c;) = -2 f(u)du, 
c: -~ 

()2 
fJc:

2
M(t,c;) = 2f(t- c)- 2.f( -c:), 

and the same mixed partial as before, 

()2 
fJsfJl = -2.f(t- c:). 
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With these derivatives in hand, we cau fina.lly write the Taylor expansion. Letting 

the subscript stand for the partia.l derivative, we have 

.M(t, c:) = Af(O, 0) + tMt(O, 0) + €1\1~(0, 0) 

+ ~t2A111 (0,0) + lc:M1!(0,0) + ~c:2AI~~(O,O) + o(t2
) + o(c:2

) 

= 0 + 0 + 0 + ~t 22.f(O) + lc;( -2f(O)) + 0 + o(t2
) + o(c;2

) 

= t2 J(O)- 2tc:J(O) + u(t2
) + o(c-2

), 

as claimed above. 0 
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We are now almost to the statement and proof of this section's main theorem. 

First, however, we present the following rc:ntlt; it will later be referred to as the 

Convexity Lemma. 

Lemma 3.1 Let { >.n( 0): 0 E e} be a sequence of random convex func

tions defined on a convex, open subset e of IRd. Suppose>. is a real-valued 

function on e for which >.n( 0) -+ >.( 0) in probability (hereafter denoted 

by -4 ), for each 0 in e. Then for every compact subset K of e, 

sup l>.n(O)- >.(0)1 -4 0. 
oe/\ 

The function >. is necessarily convex on e. 

Pollard (1990) has given a proof of this result, and a different proof can be found in 

Andersen and Gill (1982). We will not repeat either one of these proofs here, but 

the important point to note is that the lemma will allow us to establish a limiting 

distribution. 

At last we come to the main result of this section. The following theorem tells us 

the behavior of the /:Jn coefficients in a misspccified L 1 regression problem. 

Theorem 3.1 Suppose that the {u.i} satisfy the assumptions mentioned 

above and that {:ri} is a deterministic sequence of vectors for which the 

matrix E;~na\a~;' eventually has a symmetric positive definite square root 

Vn. If max;~n IIVn-1xdl -+ 0, then 2.f(O) ~~~(/:Jn- /31) ~ N(O, /2). 

Proof L t .,.. - v-L.~·. C -z,n - n •l·•· By definitiou, L;::;,1 z;,nzL = /2 and max;~n llzi,nll -+ 0. 

Also, note that 

"" II~. II:.! - t l"tc·c·"" ~. .,., - ·)· L-J ..;..l,n - · c · ~ -a,n-i,n- -, 

i$n i:S:n 

these facts will all be used a bit Ia tcr. Now for 0 iu IR 2, define 

Gn(O) = L( lu; + c;- z:.nOI-Iu; + cd ). 
i~n 
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Observe that Gn is a convex function of 0 minimized by 

This can be seen by noticing that 

Pn = argmin L IYi - i/ !31 
{3 i~n 

= argmin L lx~,Bo + u;- i!/((3- .Bt + f3t)l 
{3 i~n 

= argmin ?= ju; +xi (#o- ( .Bt ) ) - i/((3- f3t)l 
{3 t~n 0 

· [ (3ot - (3u 

= argmin L ju; + ;t:~ (302 - #12 
{3 i<n 

- f3o3 

If we reparametrize this expression by defining 0 = Vn(.B - ,Bt), we see that the 

function being minimized is precisely Gu(O), a.nd the minimizer 011 is Vn(Pn- ,81). 

Now it's clear why we ha.ve gone t.o t.hc trouble of defining this Gu: the lemma 

that we're proving asserts that G'n 's minimizer 011 is asymptotically normal. We'll 

show this by first approximating Gu wit.h a function </>n whose minimizer is asymptot

ically normal, then showing that 011 lies "close enough" to </> 11 's minimizer to share its 

asymptotic behavior. To do this approximation, first define f 11 (0) = EGn(O). From 

Proposition 3.1, 

fn(O) = L M(::i, 11 0, E;) 
i~n 

= L(z:_,10)2 f(O)- 2(z;, 11 0)c;f(O) + o(l) 
i~n 
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= E O'zi,nz:,nOf(O)- 2.f(O) L:(O'zi,n)ci + o(l) 
i;5n i;5n 

= .f(O)IIOII2
- 2.f(O)O'Vn-t E a\ci + o(l). 

i;5n 

Next, let 

Di = X{u;+~;<U} - .\:{u;+~;;:::o} 

(where X denotes the indicator function). Then define 

and 

i;5n 

As a brief aside, notice that the expected value of Di can be easily computed as 

= L:; J(u)du- L: .f(u)du 

= [~ f(u)du + 1-~, .f(u)du- (1:; J(u)du + 100 

f(u)du). 

Since Ui has median 0, the first and fourth integrals are both 1/2 and cancel; therefore, 

EDi = 1-~; f(u)du -1:; f(u)du 

= 2 h-~, (f(O) + o(l))du 

- -'2f(O)c:;. 

After all these definitions, we can finally write 

Gu(O) = Gu(O) + I'n(O)- 1',(0) + W~O- Hl~O + EW~O 

because E~Vn = 0. Rearranging this expressiou, we have 

Gn(O) = ru(O) + W,~o + E(R;,u(O)- ER;,u(O)). 
i$11 
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For fixed 0, the sum of centered terms (i,n = R;, 11(0)- ER;,11(0) contributes only an 

op(l) to G11 • This can be verified after a series of observations. First, note that 

ei,n = R;,n(O)- ER;,n(O) 

- ju; + c;- z:,nOI-Iu; + .s;j - (D;- ED;)Z:,nO 

- E( lu; + c;- .::,,01 -Ju; + cd- (D;- ED;)<,no) 

after cancellation of the common ED;zt110 terms. If we now define 

we see that 

(;,n = R;,n(O)- ER;,n(O) 

= k,n(O)- Eil;,n(O), 

and in addition, we have the inequality 

The verification of the inequality involves checking 4 cases; we show only two here. 

Suppose that D; = -1 and Ju; + c;l :::; l=:.uOJ. Then we must check that 

llu ·+"'·-.,.~ OJ-l!t·+.:.'·l+.,.~ oj<?J.,.~ 01 I \..-I -l,fl 'I 1..r1 -l,U - ,.. -a,n. • 

But notice that 

jlui + £;- <.nOJ-Iu; + cd + Z:,noj < jlu; + c;- z:,nOl-lu; + cdj + lz:,nol 

< I=LnOI + lzi,nOI 
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by using the two forms of the triangle iucquality; clearly the assertion holds. Now 

suppose that D; = -1 but lu; + c;l > lzi.nOI. We must check that 

I.e., 

Now since izi,nOI < lu; + c;l, we have 

implying 

since u; > c; (because we assumed that D; = -1). Therefore, 

= 0 

and again the inequality holds. The other two cases (X{Iu;+~d~l=:,nol} = 0 or 1, with 

D; = +1) are similar. Returning to the verification that Li~n ~i,n -4 0, observe that 

by using the independence of ~i,n and ~j,n followed by the inequality just established, 

2 

E L~i,n = E (I; ei,,. + 2 L: e;,.e;,n) 
i~n 1~11 •<J 

= EL:e l,U 

i~n 

= L:Var(/?;, 71 (0)) 
i~ll 

~ L Ek,n(0) 2 

i~n 

< L E ( 2lzi,n0lx {lu;+~d~lz;,,.ol}) 
2 

i~ll 

= 4 L 1.:~,,,01 2 Ex {lu;+~.l~lz;,,.ol} · 
i~71 
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Now define U(t) = EX{Iu;+~d~t}l and not,icc that, U(t) -.... 0 as t-.... 0. Substituting in 

U(lz!,nOI), we have 

2 

E L~i,n ~ 4 L j.;i,nOI2U(IzLnOI) 
i~n i~n 

-.... 0 

where we used Cauchy-Schwarz and the f~tct that max;~n llz;,nll --+ 0. This shows that 

Ei~n ei,n-.... 0 in mean square, implying that. Ei~n ei,n is Op(l). 

We can now return to our representation of G11 : for every fixed 0, we can write 

Gn(O) = !(0)110112
- 2.f(O)O'l~;t L :i!;c; + o(l) + w~o + Op(l). 

i~n 

Now by applying the Convexity Lemma with 

An(O) = Gn(O) + 2/(0)0'l~;- 1 L i;c;- w~o 
i$11 

and 

we have established not only pointwise couvergence at every 0, but in fact uniform 

convergence on compact subsets in IR2 • Moreover, we can also finally define the 

approximating function to Gn: let 

if>n(O) = .f(O)IIOII 2
- 2f(0)0'\~;- 1 L Xjcj + w~o. 

i$n 

We can easily find the minimizer of c/> 11 by Laking the gradient and setting it equal 

to 0: 

'Vif>n = 2/(0)0- 2/(0)1':;- 1 L ;i:;c; + Wn = 0. 
i$n 

Solving, we find that the minimizer is -lV,J2.f(O) + l~;- 1 '2:;~ 11 a.~;e;; let us call this 

minimizer 'Tln· Why is 1/n asymptot,ically normal'? Earlier, we noted only that lVn 
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had mean 0. But in fact, the multivariate central limit theorem ensures that W n has 

asymptotically the N(O, / 2 ) distribution, and the asymptotic normality of T/n follows. 

Notice that we can rewrite ~Vn in terms of the minimizer 1]n: 

Wn = -2f(0)1ln + 2/(0)l~;- 1 :L Xjcj. 
i::;n 

Substituting this in and using the fact that 2:r'y = II·'!JII 2 + llvll 2 -llx- vll 2
, we can 

then rewrite the convergence assertion of Gn as 

( -2f(0)1]n + 2f(O)Vn-t :L Xici)'O + rn(O) 
i::;n 

= .f(O)IIOII 2
- 2f(O)'l:to + rn(O) 

= /(0)11011 2
- f(O)(II1lnll 2 + 11011 2

- 110- 1Jnll 2
) + rn(O) 

= .f(O)IIO- 1lnll 2
- f(O)IIqnll 2 + 1'n(O) 

where for each compact set J{ in IR2
, 

sup jr11(0)j -4 0. 
OEK 

The remainder of the proof is exactly the same· as the final portion of Pollard's 

proof; for completeness, we repeat it here. We must still verify that On lies close 
A p 

enough to 7]11 to be asymptotically normal, so we'll show that On - 7] 11 -+ 0. So we 

must prove that for every 8 > 0, 

This convergence follows from the convexity of G11 and the behavior of 1'11 (0) on the 

closed ball B(1Jn, 8) centered at 7] 11 with radius 8. Since 1]n converges in distribution, 

it is stochastically bounded. The compact set /{ can be chosen to contain B( 7]11 , 8) 

with probability arbitrarily close to 1, implying 

.6.n = sup lrn(O)I -4 0. 
OEB(I/11 /i) 
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Now let us examine the behavior of G 11 outside B(1111 , 6). Suppose 0 = 71 11 + /V with 

1 > 6 and v a unit vector. Define ()• to be the boundary point of B( 7ln, 6) lying on the 

line segment from 7ln to 0, i.e., o• = 7/n + 611. The convexity of Gn and the definition 

of .6-n imply 

6 6 
-Gn(O) + {1- -)Gn(1ln) > Gn(O*) 
'Y 'Y 

Rewrite this as 

implying that 

Notice that the last expression is inclepcuclcnt of 0. Therefore, 

Observe that if 2.6. 11 < /{0)62
, then 

meaning that the minimizer On of Gn cannot be at any 0 such that 110- 7lnll > 6. But 

we already know that .6. 71 ~ 0. Hence, given any 6 > 0, with probability tending to 

one liOn- 7lnll :::; 6, the desired result. D 

We should observe that this proof required a. great deal of machinery. However, in the 

next section we will reap the benefits, for the proof of the new method's consistency 

will follow as a relatively easy consequence. 
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3.2 Consistency and rate of convergence 

With the asymptotic normality of the L 1 coefficients, we can now prove pointwise 

consistency. Define the Mean Squared Erro1· (l\1SE) as 

MSE(1h(x)) = E[(1h(:z:)- m(x)) 2
]. 

As usual, we use the decomposition of the mean squared error into the sum of the 

squared bias and the variance: 

MSE(1n(x)) = (E1h(.1:)- m(x)) 2 + Var(1n(x)). 

We will show that under the correct conditions, these terms both tend to zero. 

Theorem 3.2 The proposed new estimator 1n is consistent in mean 

square. 

Proof For convenience, suppose that then data points are equally spaced. Without 

loss of generality, further suppose that the data have been scaled and shifted to lie on 

the unit interval. Now define the following quantities: let k be the number of points 

in each local L 1 regression, and let h be the bandwidth. Because the n data points 

are equally spaced on [0, 1], we have the approximate relation k/n = h. 

Given a point x*, we must show that lVISE(1h(x*)) -... 0. As discussed before, 

we suppose that the true m is smooth in a neighborhood around x*. Therefore, by 

Taylor's theorem we may write 

m"(a.·*) 
m(x) = m(x*) + m'(a.:*)(x- a.:"')+ · 

2
' (x- x*)2 + o((x- x*)2 ). 

In order to use the main theorem from the pre\'ious section, we ignore the higher order 

terms. Now Pot is simply m(x*), f3o2 is m'(;r"'), and /3o3 is m,"(x*)/2. To estimate 

m(x*), the new procedure finds (Jk1 and /:Jk2 such that the line /:h1 + /:Jk2(x - x*) 

minimizes the sum of the absolute deviations (the subscripts change from n to 1.~, 

reminding us that we now have/.: points in the regression problem). Then the estimate 
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of m(x*) is simply fh1; so we must find the mean and variance of fh 1• The main 

theorem from the previous section tells us that /A1 is asymptotically normal with 

mean {311 • Unfortunately, a glance back to the first definitions reveals that we do 

not know what {311 is. All is not lost, however: we do know from the theorem that 

Ok -'Ilk .E.. 0. Therefore, E(fh)- E(17k) .E.. 0 because the expectation is continuous 

with probability one (Serfling 1980, p. 24). Now 

and 

= l;,_,-t 2.:>~;c; 
iSk 

because EWk = 0. Therefore, 

implying 

VkE(~k) - hJJ1 - vk- 1 L i;c; .E.. 0 
iSk 

E(~k)- v;,:- 2 L £;c; .E.. f3t· 
iSk 

On the surface, the situation appears uo better than before, since this expression still 

involves the unknown f31 • Notice, however, that we can compute vk- 2 and ~iSk i;c;. 

First, 

Vf = 2:£;i/ 
i$k 



where 

(i- ~~! 1) h 

x;= ~:--1 +x". 

For notational convenience, define 

(
. ~:+1)/ 7.--- ~ 

8. - ...;_ __ 2___.;,_ 
I- k-1 

so that 

= (: kh2(:+1))' 
12(k- 1) 

we can now easily invert the diagonal matrix, giving us 

Next, 

where 

L x;c:; - L ( 
1 

) ""· 
i~k - i~k a:i - a:" '"'' 

~ ~ c.(x;0~ x") ) 

c; - (f3ot- f3u) + (/3rJ2 -1~12)(a:;- x") + f3o3(x;- x")2 

= (/301- f3u) + (!io2 -!312)8; + /3o38;. 

59 
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Evaluating, we find that the two sums arc 

"""" ·-k(j3 j3 ) f3oJkh
2
(k+1) 

~ c:,- 01 - 11 + 12(k- 1) 

and 
"""" ·( .. _ •*) _ (f'io2- !l12)kh2(k + 1) 
~ c, X, X - 12( k - 1) 

Finally, we can substitute back into our convergence expression for the mean of /3k: 

implying that 

so that 

k(j3 _ j3 ) j303kh2(k + 1) 
. 

01 11 + 12(k- 1) 

(f3o2- j312)kh2(k + 1) 
12(k- 1) 

( 

/3 /3oJh
2

(k: + 1) ) 
E(/Jk)- ot + 12(k:- 1) ~ 0. 

flo2 

Happily, it turns out that (31 is not. involved after all; now we see that since 

Bias(1h(:r'")) = E((3kt)- fJo1 

flo3h2 (1~ + 1) 
12(1.:- 1) 

then by noting that floa = m"(x*)/2 and ignoring the (k + 1)/(k- 1) term, we have 

I " B. 2 ( A ( .. ) ) • I "( .. ) 2 ms m a: = -;::-m x . 
5t6 

We also require the variance of /3/d; from last section's main theorem, we know 

that the asymptotic variance of i3k is ( 1 /'1/( 0 )2) vk-
2

• Therefore, 

Var(1h{;r*)) = <lf(~)2k 
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and since k = nh, 

Var(7h(x*)) = '1f(01)2nh 

Thus, combining the squared bias and the variance, we at last find that the asymptotic 

MSE is 

MSE( A ( *)) . fl·l "( *)2 1 
' m x = 57G 111 

.1: + 4/(0)2nh · 

So if h-+ 0, n-+ oo, and nh-+ oo, then 7h(;r*) -+ m.(x*) in mean square. D 

Finding the rate at which the estimator converges is trivial: by simple calculus, 

we see that the minimizing value of h is 

( 
36 )1/5 

hot= n-1/5. 
P .f(0)2m"(x•)2 

Upon substituting this hopt back in to the expression for MSE, we find that the opti

mal MSE is O(n-415 ). Note, however, that MSE is a pointwise measure of accuracy, 

whereas we are usually more interested in a global measure. Therefore, define the 

Avemge Mean Squat·ed Error (AMSE) as 

AMSE(rh) = .!., L lVlSE(lh(xi)). 
n i$n 

So substituting in the expression for MSE from above, we obtain 

AMSE(1h) ::::: 

= 

1 "' ( h" " 2 1 ) 
- L..J r:'"'Gm. (xi) + 4/(0)2 I ni$n 01 · nl 

h" "' " 21 1 
5'"'6 L..J m (:r;) - + 4/(0)2 I 

1 ~n n nl 

f4 1 1 
-+ r.:~r. r m"(;r)

2
d;r + !( )2 h ·JI~>Jo 4 0 n 

by the standard Riemannian integral approximation. Now the minimizer of AMSE is 

easily computed as 

( 
36 ) 1/5 

I -1/5 
flopt = n . 

f(0)2 J~ m"(a:)2 
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From this, we compute the optimal AMSE as 

( ) 
1/5 .5 rt m"(x)2 

AMSE 10 
• - 4/ 5 

• opt= 16(36)1/5.((0)8/5 n . 

As an example, we can now compute the optimal h for the simulations from the 

previous chapter, since n = 100, JJ m"(:z:) 2 = 2/35 and for the Cauchy noise (with 

scale parameter 0.001), f(O) = 318.31. Plugging in these constants, we find that 

the optimal h is 0.144121. Note that this is the optimal h for the first series of 

implementations, in which we performed linear fits without residual weights. As a 

reminder, the absolute cross validated choice for the optimal h was 0.19, somewhat 

larger than the theoretical optimum. However, we also noted that the ACV function 

was fairly insensitive around the minimizer; in particular, a choice of h = 0.14 is well 

within the fiat region. 



Chapter 4 

Multivariate Extensions 

Already, we've claimed several times that the new method can extend to higher 

dimensions in a simple fashion. To date, the problem of higher dimensional robust 

smoothing has met with very little success. So how can we assert this versatility? In 

this chapter, we will try to demonstrate our claim. 

4.1 Theory versus practice 

Recall that at every estimation point :r ;, what we are doing is solving an L1 regression 

problem. The reason the method can extend theoretically is that all of our information 

about the independent variables is contained in the design matrix. The difference 

between a one dimensional line fit and a two dimensional plane fit is simply a single 

column. Naturally, a two dimensional fit will require more points, so we will also 

have to add rows to the resulting LP. But from a purely theoretical viewpoint, we 

could imagine doing a 20 dimensional regression; it would still only require solving 

a set of linear programs. Nevertheless, we cannot escape the so-called "curse of 

dimensionality." The key difference between the bivariate plane fit and the univariate 

line fit is in the total number of estimation points. For a mesh comparable to the 

100 points on [0, 1] that we've been using, we would need 10,000 points on the unit 

square, and 1,000,000 points on the unit cube. Since we must solve an LP at each of 

these points, it's obvious that even though we aren't doing any iterative reweighting, 

the problem rapidly becomes computationally intractable. The various difficulties of 

working in a high dimensional space have been studied before; we will not address 
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them here. Instead, we'll be content with at least being able to do robust estimation 

in two and three dimensions. 

4.2 Bivariate simulations 

The local L1 method was implemented on a medium sized problem with a 50 x 50 

grid of data points equally spaced on the unit square. Three different underlying 

surfaces were tried: all three were independent bivariate normal densities centered 

at (1/2, 1/2), but with three different choices of the variances in order to generate 

relatively more or less curvature. These three true surfaces are shown in Figures 4.1, 

4.2, and 4.3; they correspond to 171 = 172 = 0.35, 171 = 172 = 0.3, and 171 = 172 = 0.25, 

respectively. The true surfaces are completely radially symmetric, with circular level 

sets. To each of these three surfaces, two different sets of Cauchy noise were added. 

One had scale parameter .01; the other, scale parameter .001. These six sets of data 

were then input to a bivariate implementation of the new method using a bivariate 

"window" of .2 x .2 performing local planar fits with uniform residual weights. We 

will not show the results from all six data sets, however; for the remainder of the 

discussion, we'll focus on the three data sets with the larger Cauchy error, since they 

provided the more interesting examples. These three input surfaces (with error) are 

shown in Figures 4.4 through 4.6. Clearly, the Cauchy noise with the larger scale 

parameter introduces outlying points of tremendous magnitude. In fact, in all three 

of these figures, certain outliers have been r<.•moved in order to allow the plot of the 

main sm·face to be a reac;onable size. These huge outliers were present when the data 

was input to the bivariate implementation. 

The results of the bivariate implementation are given in Figures L!, 7 through 4.9, 

and several features stand out immediately. First, the estimates at the boundaries 

are obviously incorrect. A "wrap-around" design like the earlier univariate examples 

is possible with these surfaces, but is much more difficult to implement. Thus, as 

a concession to programming ease. we simply set the estimate to 0. We should 



Figure 4.1 First true underlying surface: 
perspective view and contour plot 

Figure 4.2 Second true underlying surface: 
perspective view and contour plot 
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Figure 4.3 Third true underlying surface: 
perspective view and contour plot 

Figure 4.4 First surface plus larger Cauchy noise 
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Figure 4.5 Second surface plus larger Cauchy noise 

Figure 4.6 Third surface plus larger Cauchy noise 



Figure 4. 7 Estimate of first surface with larger Cauchy noise: 
perspective view and contour plot 

Figure 4.8 Estimate of second surface with larger Cauchy 
noise: perspective view and contour plot 
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Figure 4.9 Estimate of third surface with larger Cauchy noise: 
perspective view and contour plot 
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keep in mind, however, that this is only a stopgap solution; we will eventually have 

to address the boundary problem. Second, the main portions of the estimates are 

all incredibly smooth, and appear to replicate the input surfaces with impressive 

accuracy, at least when looking at the perspective views. Could the estimators truly 

have done so well, with only first order polynomial fits and a window size picked 

completely arbitrarily? Here, it seems that our eyes and the plotting routine deceive 

us a bit. The S "persp" function cannot show a scale or the input surface in the same 

picture with the estimated surface; therefore, it is very difficult to tell how much bias 

is present. Combined with the fact that our eyes try to smooth away the remaining 

variability, we get a perhaps overly optimistic view of these examples. If we look at 

the contour plots, we get a slightly more realistic view. Now it is evident that the 

estimates are in fact biased, as seen by the fact that the maximum levels are not 

as high as those of the true input surfaces. Nevertheless, it does seem fair to state 



70 

that once again, the robustness of the new procedure is evident. If we discount the 

boundary effects for the moment, it appears that with some refinement, the local 

L 1 method will be a reasonable procedure for performing robust two-dimensional 

smoothing. It should be reiterated that we have yet to see any other procedures that 

can make this claim. 

Although it is difficult to make a direct graphical comparison between the true 

surfaces and the estimated ones, let us make an attempt to view the bias and variance 

anyway. In Figure 4.10, we have shown the difference between the estimated first 

surface (Figure 4.7) and the true underlying surface (Figure 4.1). Figures 4.11 and 

4.12 show the analagous differenced surfaces for the other two larger Cauchy error 

data sets. Because of the zero boundary of the estimates, the boundary of each 

difference is correspondingly large. However, the middle part of each graph is what 

we are interested in: if the estimate docs in fact have small bias and small variance, 

then this middle portion should look like a tabletop: flat and smooth. From our 

experience with the univariate simulation, we might guess that the largest bias will 

occur right in the middle of the surface; a glance at the figures confirms this hunch. 

Furthermore, we might suppose that a surface with more curvature will be harder to 

track accurately; hence the third differenced surface should have the largest amount of 

"bowing," and in fact this is the case. Again, without a scale to compare against, we 

find it very difficult to gauge how large the bias is in comparison with the amplitude 

of the surface. 

4.3 Trivariate simulation 

As a final trial, the local L1 procedure was implemented on a trivariate example. 

As mentioned above, the main computationa.l difficulty is in the sheer number of 

estimation points. For this example, a •10 x '10 x 40 grid of points was used: 64,000 

points in all. The resulting run took over 127 hours on a l\HPS. Clearly, at least 

in the present form, this is unreasonable for any practical purpose. It should be 



Figure 4.10 Difference between estimate from Figure 4.7 
and the true surface from Figure 4.1 

Figure 4.11 Difference between estimate from Figure 4.8 
and the true surface from Figure 4.2 

71 



Figure 4.12 Difference between estimate from Figure 4.9 
and the true surface from Figure 4.3 
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noted, however, that the particular run described did not take full advantage of the 

overlapping properties of an optimal traversal. During the course of the program, an 

entirely new LP was loaded 1,600 times; with an qptimal traversal, a new LP could 

be loaded just the single time at the beginning. So we can have hope for a significant 

speed-up in the running time. 

The input to the problem was a multiple of an independent trivariate normal 

density centered at (1/2, 1/2, 1/2), with all three variables having standard deviation 

0.3. Now it is impossible to show the graph of the function, since this would require 

four dimensions; however, we can look at "slices" of the surface by simply letting one of 

the three variables stay fixed. Since the conditional densities from any multivariate 

normal density are again normal, we shouldn't be surprised that the slices of the 

true curve, depicted in Figure 4.13, look very much like the ones from before. The 

particular slices are taken at x3 = 0.125, 0.25, 0.375, and 0.5. 
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Figure 4.13 Four slices of true underlying surface 
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Once again, Cauchy error was added to the smooth function, forming the input. 

The corresponding four slices of the true surface plus the error are shown in Figure 

4.14. The resulting output slices are shown in Figure '1.15. As we expected, these 

graphs look very much like the bivariate cases :;;hown before. Perhaps the only remark 

we should make is that this tt·ivariatc simulation, though computationally expensive, 

at least indicates that robust smoothing iu three dimensions can be done effectively. 
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Figure 4.14 Four slices of surface plus Cauchy noise 
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Figure 4.15 Four slices of estimated surface 

----



Chapter 5 

Future Research 

We started this thesis by examining the motivation and the background for the new 

regression procedure. \¥e have studied various examples, and they seem to indi

cate that the local L 1 method performs well in one, two, and even three dimensions. 

Furthermore, we have given the method a firm theoretical foundation: for the partic

ular univariate case that was considered, we've established a proof of consistency and 

determined the rate at which the estimate converges. Nevertheless, many different 

avenues of research remain to be explored. In this final chapter, we briefly examine 

some of the directions of possible future work. 

5.1 Theoretical extensions 

An obvious first extension is proving consistency for the method in the univariate case 

with higher degree polynomial fits. Recall that our main lemma explicitly assumed 

that the true curve was exactly a quadratic, and that we performed a linear fit. So 

the consistency theorem technically holds only if the underlying m locally has at most 

quadratic curvature. The first step, then, should be to prove the same theorem, but 

assuming that we fit local cubics with local quadratics (as before, misspecifying the 

polynomial by one degree). Recall that in our second series of estimates in Chapter 2, 

we actually implemented such local quadratic fits, and the results were far better than 

with local linear fits. Now we need theory t.o back up this result. From this, we may 

be able to establish a general theorem for our new procedure about fitting local p 

degree polynomials with local polynomia.ls of one degree lower. 

i7 
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Next, we should pursue the theory in higher dimensions. As we have noted several 

times, solving the problem in dimensions greater than one can be done fairly naturally, 

computational issues notwithstanding. However, proving that the results are correct 

requires somewhat more machinery than has been given so far. Even still, because 

ofthe structure of the individual local regression problems, we have good reason to 

believe that the extensions into higher dimensions will follow. 

Finally, we should attempt to develop the theory behind the cross validation 

ideas mentioned in Chapter 2, especially the more robust Absolute Cross Validation 

criterion. Recall that the ACV bandwidths seemed too small and produced estimates 

that were quite rough in the second univariate implementation; as yet we have no 

good way to explain this. The theory of cross validation has been studied extensively 

for kernel smoothers, as well as in the density estimation setting. The challenge before 

us now is to develop it for the new procedure. 

5.2 Further implementation issues 

Like most other nonparametric methods, our new procedure must face the problem 

of parameter selection. As we have seen, the most important parameter is the band

width. Cross validation is an excellent way to determine an "optimal" bandwidth, 

but it is not the only way. We might ask, "Can we find other methods to choose 

h automatically?" To further complicate the issue, what about allowing for hi to 

vary across the sample? As mentfoned earlier, we restricted ourselves to a common h 

across the domain in all of our examples. An adaptive choice clearly has the potential 

to reduce both components of the mean squared error. 

The other interesting parameter in the problem is p, the degree of the local poly

nomial fits. Notice that although p does affect smoothness, it is not a smoothing 

parameter in the usual sense. The reason is that p does not cause any tradeoff be

tween local variation and bias: the higher the degree p, the smoother the estimate. 

This is not to imply that there is no price to be paid for using a larger p, but the price 
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is in the computation, not in the variance. In the univariate case, it required an im

plementation of linear, quadratic, and cubic fits to convince us that quadratics were 

the best compromise (the cubic fits were no better visually than the quadratics; for 

this reason we did not show them). But what about in 2 dimensions? For instance, 

suppose we decide to go up to p = 2; it is not clear whether or not we should include 

the cross term. And just as with the bandwidth, we could allow Pi to vary across the 

sample. The problem that must be addressed is how to do it effectively. 

We must also face the boundary issue. In our one dimensional simulations, we 

avoided the problem by using a "wrap-around" design. In the two and three dimen

sional simulations, we simply punted the whole problem. But boundary effects are 

an unavoidable part of nonparametric methods, and we should attempt to find a way 

to handle the difficulty in some reasonable fashion. Fortunately, our picture of the 

100 local quadratic fits (Figure 2.11) gives us cause to believe that the boundary 

problems may not be as severe as originally believed. If we· study the graph for a 

moment, we notice that the last few quadratics near the endpoints seem stable and 

track the tails of the curve closely. So the obvious solution is simply to use the last 

"full" polynomial all the way to the boundary. Obviously, this idea must be tested 

and examined theoretically, but the picture does give us cautious optimism. 

Finally, as currently proposed, the new procedure quickly falls victim to the "curse 

of dimensionality" and becomes computationally almost intractable, even in three di

mensions. However, another obvious possibility exists for robust smoothing based 

on local L1 fits. That possibility is to partition the domain into regions much like 

a multidimensional histogram, then use the local fits over entire regions at a time. 

Partitioning the domain should allow us to maintain a reasonable number of estima

tion points even for a very high dimensional problem, but we also recognize that other 

issues must now be raised. For example, we must now intelligently partition the do

main across dimensions. Furthermore, the fitted hypersurfaces almost certainly will 

not fit together smoothly, so the resulting estimate will therefore probably be rough. 
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Nevertheless, it seems clear that this approach will be the best way to extend robust 

function estimation into much higher dimensions. 

5.3 Linear programming issues 

Thus far, we have hardly touched upon the linear programming aspect of the new 

procedure. As mentioned in Chapter 1, some work has been done by other researchers 

on special variations of the simplex method to solve the L 1 regression problem faster. 

This is an area that deserves further study, since the bulk of the computation time 

is spent solving LPs. We also might want to pursue another, relatively undevel

oped area: understanding the building-block regression problem in terms of linear 

programming theory. As an example, it would be interesting to understand the sta

tistical interpretation of the dual variables. Investigating the linear programming 

aspects might shed further light on refining and improving the method, particularly 

in higher dimensions. 
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