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Abstract   
In   recent   years,   and   especially   in   response   to   the   Covid-19   pandemic,   much   attention   has   been   
brought   to   the   issue   of   rapidly   increasing   student   debt.   Yet   in   the   field   of   time   series   analysis,   
there   is   a   dearth   of   studies   examining   trends   in   student   loan   debt.   This   is   likely   due   to   the   
impression   of   simple,   yet   steep,   linear   increase   in   student   loan   debt   over   the   last   decade.   However,   
trends   in   this   type   of   debt   are   much   more   complicated   when   a   complete   picture   of   the   
hierarchical   nature   of   this   data   is   considered.   One   objective   of   this   project   is   to   generate   accurate   
forecasts   with   the   impact   of   Covid-19   in   mind   not   only   for   outstanding   student   loan   debt,   but   also   
for   sub-categories   of   this   value   based   on   loan   status:   such   as   loans   in   default   or   loans   in   
repayment.   To   facilitate   this,   traditional   hierarchical   forecasting   methods   were   compared   to   newer   
methods,   namely   MinT   and   its   recent   adaptations.   Our   findings   indicate   that   MinT   forecast   
reconciliation   with   the   use   of   structural   scaling   results   in   the   most   accurate   forecasts   across   the   
aggregation   structure.   Although   not   the   main   focus   of   this   study,   the   second-level   forecasts   
indicate   a   forecasted     31%   increase   in   default   rates   between   the   first   quarter   of   2020   the   second   
quarter   of   2022   and   a   12%   decrease   in   dollars   outstanding   for   enrolled   students   during   the   same   
time   period.     

1. Introduction   

In   the   United   States,   as   of   February   2021,   there   was   an   outstanding   balance   of   $1.7   trillion   dollars   
in   student   loan   debt.   The   federal   government   services   approximately   43   million   borrowers   and   
91%   of   the   total   outstanding   debt 1 .   While   it   is   little   secret   that   student   loan   debt   has   been   
increasing   at   a   rapid   pace   over   the   past   decade,   the   underlying   changes   in   subcategories   of   
aggregate   federal   student   loan   debt,   such   as   loans   in   forbearance   or   repayment,   have   been   less   
explored.   While   it   might   be   assumed   that   most   graduates   are   enrolled   in   a   standard   loan   
repayment   program   with   a   repayment   term   of   10   to   15   years   with   fixed   payments,   the   reality   is   
much   more   complex   than   this.     

For   loans   in   repayment,   which   is   defined   in   Table   1,   there   are   at   least   four   different   standardized   
options   to   choose   from,   many   of   which   are   contingent   on   the   borrower’s   income   level   and   
graduation   year 2 .   Perhaps   surprisingly,   it   is   not   just   the   lowest   income   earners   that   utilize   
income-driven   repayment   plans.   In   2017,   33%   of   undergraduate   borrowers   had   at   least   one   loan   
being   repaid   through   an   income-contingent   repayment   plan,   while   the   proportion   of   graduate  
borrowers   who   fell   into   this   category   was   even   higher   at   56% 2 .   The   Congressional   Budget   Office   
reasons   that   this   is   likely   caused   by   the   large   magnitude   of   graduate   school   loans   compared   to   
loans   taken   out   at   the   undergraduate   level.   Further,   75%   of   borrowers   utilizing   income-based   
repayment   plans   in   2017   owed   more   on   their   loans   than   they   had   originally   borrowed 2 .   Given   the   
scale   of   student   loan   debt,   and   the   extent   to   which   federal   bankruptcy   courts   are   reluctant   to   
grant   permanent   discharge   of   student   loan   debt 3 ,   these   types   of   repayment   options   are   often   the   
only   option   for   those   struggling   to   make   payments.   

The   purpose   of   discussing   this   point   is   not   to   dive   into   arbitrary   detail   on   one   particular   student   
debt   type,   but   rather   to   highlight   how   policy   change   relating   to   one   subcategory   of   federally   held   
student   loan   debt   can   influence   our   understanding   of   the   underlying   data   and   necessitates   the   
development   of   forecast   techniques   suitable   for   the   complexity   of   the   underlying   data.   In   other   
words,   forecasting   student   loan   debt   for   the   purpose   of   informing   public   policy   needs   to   go   
beyond   generating   a   forecast   for   aggregate   values.     
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Currently,   there   is   a   dearth   of   studies   in   the   field   of   time   series   analysis   dedicated   to   better   
understanding   underlying   trends   in   student   debt.   Nevertheless,   regression   analysis   has   been   used   
to   explore   the   relationship   between   student   loan   debt   and   a   host   of   other   outcomes.   For   instance,   
Jones   (2019) 4    conducted   a   hybrid   longitudinal   regression   analysis   examining   the   relationship   
between   student   loan   debt,   delinquency   on   student   loans   --   which   is   defined   as   271   days   or   more   
of   missing   payments 5    --   and   suicide   rates   from   2005   to   2012.   The   results   indicated   a   significant   
positive   association   between   student   loan   delinquency   and   suicide   rates,   but   a   significant   negative   
association   with   student   loan   debt   not   in   delinquent   status   on   suicide   for   people   ages   20   to   34 4 .   

Other   studies,   from   the   field   of   economics   for   example,   have   examined   the   relationship   between   
student   loan   debt   and   consumer   spending.   For   example   in   Zhang   (2020) 6    researchers   set   out   to   
determine   if   low,   moderate,   and   high   amounts   of   debt   impacted   consumer   spending   habits   in   
experimental   scenarios.   The   researchers   found   that   borrowers   with   high   levels   of   debt   are   more   
likely   to   spend   relative   to   those   with   moderate   levels   of   debt;   however,   borrowers   with   the   lowest   
levels   of   debt   were   more   likely   to   spend   than   borrowers   with   moderate   levels   of   debt 6 .   These   
findings   led   the   authors   to   conclude   that   goal   disengagement   encouraged   the   debtors   with   the   
greatest   debt   to   spend   beyond   their   means.     

Although   the   aforementioned   studies   do   not   utilize   time   series   analysis   or   hierarchical   
forecasting,   they   do   illustrate   the   complex   interactions   between   student   loan   debt   and   issues   as   
disparate   as   suicide   rates   and   consumer   spending.   

Such   data   analyses   and   forecasts   are   especially   timely   given   the   ongoing   Covid-19   pandemic.   
Beginning   with   the   CARES   Act   and   former   president   Trump's   memorandum   on   student   loan   debt   
repayments 1 ,   the   federal   government   has   considered   and,   in   some   cases,   implemented   a   wide   array   
of   policy   proposals   relating   to   student   loan   debt.   For   instance,   the   RESCUE   Act   stipulates   that   
through   the   end   of   2025   any   student   loan   debt   that   is   forgiven   will   no   longer   be   considered   
taxable   income 7 .   

A   robust   time   series   analysis   to   forecast   student   loan   debt   must   account   for   the   hierarchical   
nature   of   the   publicly   accessible   data.   Traditionally,   forecasting   hierarchical   or   grouped   time   series   
involved   generating   forecasts   for   just   one   level   of   a   hierarchy   and   using   the   one-level   forecast(s)   to   
generate   forecasts   for   all   other   levels.   See   the   top   node     in   Figure   1   for   an   example   of   the   top   level   
of   a   hierarchy.   These   forecasts,   generated   at   a   particular   level,   are   subsequently   aggregated   to   
higher   levels   or   disaggregated   among   lower   levels   of   the   hierarchy.   Aggregation   of   bottom   level   
series   upward   in   a   simple   additive   manner   is   known   as   bottom-up   forecasting.   On   the   other   hand,   
disaggregation   from   a   top   level   forecast   downwards   is   known   as   top-down   forecasting.   An   
advantage   of   traditional   approaches   is   computational   efficiency,   but   these   methods   suffer   because   
the   level   of   aggregation   from   which   the   forecasts   are   generated   will   dominate   the   subsequent   
generation   of   forecasts 9 .     

Reconciliation   is   the   process   of   ensuring   forecasts   are   coherent   across   the   hierarchy,   meaning   that   
the   forecasts   sum   together   in   the   same   structure   as   the   data.   Simply   forecasting   all   series   in   a   
collection   is   possible;   however,   it   is   not   probable   that   the   resulting   set   of   forecasts   will   be   coherent   
or   as   accurate   as   reconciled   forecasts 9 .    To   expand   on   traditional   reconciliation   methods,   a   least   
squares   reconciliation   estimator   was   proposed 11 ,   but   this   theory   was   proven   unusable   in   practice   
because   of   the   assumption   of   an   identifiable   covariance   matrix 10 .   A   promising   alternative   to   
traditional   forecasting   methods,   known   as   minimum   trace   forecast   (MinT)   reconciliation,   was     
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Figure   1:   Hierarchical   Data   Structure   

    

Three-level   hierarchical   data   structure.   First   level   is   total   federal   direct   loans.   Second   level   of   the   hierarchy   (i.e.   in-school   deferment,   etc.)   
sums   up   in   aggregate   to   the   highest   level;   categories   defined   in   Table   1.   Third   level   of   hierarchy   has   two   distinct   parent   nodes:   deferment   
and   forbearance.   Third-level   categories   defined   in   Appendix   A.   

proposed   by    Wickramasuriya   et   al.    in   2015 10 .   This   approach   is   innovative   in   its   use   of   forecasts   
from   each   level   of   aggregation   in   the   forecast   reconciliation   process.    Wickramasuriya   et   al.    (2019)   
builds   off   the   work   of   Hyndman   (2011) 11    and   finds   the   set   of   minimum   variance   unbiased   estimates   
for   forecasted   values   at   every   series   in   an   aggregation   structure.   This   proposed   method   is   known   
as   the   MinT   forecast   reconciliation   method,   where   the   goal   is   to   minimize   the   sum   of   the   
variances   in   a   reconciled   forecast.   

The   increased   accuracy   of   hierarchical   forecasts   even   at   the   most   aggregate   level   of   an   aggregation   
structure   was   demonstrated   in    Athanasopoulos    (2017)   via   Monte   Carlo   simulations.   
Athanasopoulos    (2017)   also   introduced   an   adaption   to   MinT   forecast   reconciliation   that   is   integral   
to   this   project:   the   use   of    structural   scaling    for   minimization   of   the   sum   of   reconciled   variances.   
This   estimator   is   suitable   for   cases   where   forecast   errors   are   not   available   for   at   least   one   series 9 ,   
which   is   the   case   with   data   used   in   this   project.   

The   primary   goal   of   this   project   is   to   produce   student   loan   debt   forecasts   with   a   two   year   horizon   
across   three   aggregation   levels   and   utilize   information   from   the   entire   hierarchical   data   structure   
in   a   cohesive   model.   Our   results   can   be   helpful   for   establishing   a   framework   for   data-based   policy   
decision   making   using   accurate   forecasting   techniques   that   do   not   solely   rely   on   aggregate   totals.   
We   also   compare   the   state-of-the-art   MinT   forecast   reconciliation   method   with   more   traditional   
approaches.     

2. Data   Description  

All   of   the   data   used   for   this   time   series   analysis   comes   from   Federal   Student   Aid 5 ,   an   offshoot   of   
the   United   States   Department   of   Education.   The   Federal   Student   Aid   office   provides   financial   
assistance   to   university   students   primarily   in   the   form   of   grants,   loans,   and   work-study   payments.   
The   office   of   Federal   Student   Aid   maintains   a   publically   accessible   portfolio   of   Direct,   Federal   
Family   Education   Loans,   and   Perkins   Loans 2 .   
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Table   1:   Second   Level   Definitions   

  

For   the   purposes   of   this   study,   portfolio   data   concerning   direct   loans   will   be   utilized.   Direct   loans   
are   defined   as   federally   managed   loans   where   the   United   States   Department   of   Education   is   the   
lender. 5    The   utilized   data   sets   contain   an   aggregate   outstanding   loan   value   that   is   further   divided   
into   seven    loan   status    categories   which   include:    in-school ,    deferment ,    grace   period ,    default ,   
forbearance ,   and    other .   All   of   these   categories   are   defined   in   Table   1.     

Two   of   the   second-level   data   categories,   direct   loans   in   deferment   and   direct   loans   in   forbearance,   
have   sub-categories   that   classify   the   type   of   deferment   or   forbearance.   These   subcategories   are   
illustrated   in   Figure   2   with   a   label   denoting   the   categories   as   “level   3”   and   are   defined   in   Appendix   
A.   It   is   important   to   note   that   some   third-level   categories   have   the   same   labels   as   second   level   loan   
status   categories.   These   values   are   not   being   double-counted   in   the   hierarchy.   Rather,   some   loan   
balances   accrue   interest   despite   not   being   in   active   repayment   -   such   as   those   labeled   in-school   
and   grace   at   the   second   level   of   the   hierarchy.   The   corresponding   third-level   loan   status   categories   
are   not   collecting   interest   as   a   result   of   the   type   of   direct   loan   issued;   for   instance,   subsidized   
loans   at   the   undergraduate   level   do   not   accrue   interest   while   in   school   or   six-months   post   
graduation   while   unsubsidized   loans   do.     

The   data   was   filtered   to   include   data   only   from   the   first   quarter   of   2015   through   the   end   of   the   first   
quarter   of   2020.   Although   there   is   top-level   data   (aggregate   direct   loan   amounts)   available   from   
the   beginning   of   2013   through   the   end   of   2020,   most   of   the   third-level   time   series   only   include   
data   from   2015   onwards.   The   decision   to   exclude   data   collected   after   the   first   quarter   of   2020   arose   
from   substantial   student   loan   policy   shifts   at   the   federal   level   in   response   to   the   Covid-19   
pandemic 1 .     See   dashed   line   in   top   plot   of   Figure   2   for   visualization   of   shift   in   data   with   policy   
change.   Note   the   relative   stability   of   the   aggregate   area   in   this   plot   despite   the   drastic   shifts   in   the   
proportion   of   the   aggregate   total   occupied   by   particular   subcategories.   The   subcategories   where   
these   shifts   are   loans   in   repayment   and   forbearance.   

Ultimately,   in   each   of   the   time   series   that   make   up   the   data   hierarchy,   there   are   twenty   
observations.   Each   is   recorded   as   dollars   outstanding   (DO)   in   billions   of   U.S.   dollars.   Using   dollars   
outstanding   is   preferred   over   other   potential   measures   of   student   debt   because   many   borrowers   
have   loans   with   multiple   statuses   and   therefore   could   otherwise   be   counted   multiple   times   across   
the   hierarchy.   
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Figure   2:   Federal   Direct   Loans   by   Loan   Status   

  

  
Substantial   shifts   in   loan   status   due   to   covid-19.   Vertical   dashed   lines   indicate   the   beginning   and   end   of   the   time   period   used   for   time   series   
analysis.   Second   dashed   line   indicates   the   moment   when   the   CARES   Act   significantly   altered   loan   status   proportions,   especially   among   the   
forbearance   and   repayment   categories.   Plots   of   loans   in   deferment   and   forbearance   only   include   data   between   the   beginning   of   2015   and   
the   end   of   the   first   quarter   of   2020.     

3. Methods   

For   most   hierarchical   forecasting   methods,   it   is   required   that   the   forecasts   are   coherent   across   the   
aggregation   structure 8 .   With   a   given   set   of   forecasts,   coherence   is   defined   as   the   ability   to   sum   
elements   of   the   set   together   in   a   manner   that   is   consistent   with   the   general   aggregation   structure.   
For   this   analysis,   we   can   demonstrate   coherence   intuitively   with   the   following   set   of   equations.   In   
the   following   statement   for   coherence   (Equation    3.1 ),   time   t   is   indexed   by   [Q1   (quarter   1)   2015,   Q1   
2020],   DO   is   defined   as   dollars   outstanding,   DE   represents   deferment,   and   FO   is   defined   as   
forbearance:   

          DO t       =   DO Default ,t     +   DO Deferment ,t    +   DO Forbearance ,t    +   DO Grace ,t     +   DO In-School ,t    +   DO Repayment ,t    +   
DO Other ,t   ,   

       DO Deferment ,t    =   DE t    =   DE    In-School , t    +   DE Six-Months , t    +   DE Unemployment , t    +DE Economic   Hardship , t                             (3.1)   
  +   DE Cancer   Treatment , t    +   DE Militaryt , t    +   DE Other , t    +   DE Not   Reported , t    ,   

DO Forbearance ,t    =   FO t    =   FO Mandatory-Admin , t    +   FO Administrative , t    +   FO Mandatory , t    +   FO Discretionary , t    +   FO Not   Reported , t    .   
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Note   Equation    3.1    represents   the   theoretical   coherence   of   forecasts   of   the   data   structure   in   this  
study   and   although   certain   reconciliation   approaches   sum   forecasts   in   an   additive   manner,   
coherence   should   not   be   confused   with   the   process   of   reconciliation.     

Equivalently   to   Equation    3.1 ,   the   coherent   structure   of   the   data   hierarchy   can   be   demonstrated   via   
matrix   notation   -   see   Equation    3.2 .   Representation   of   the   data   structure   with   matrices   is   necessary   
in   order   to   provide   mathematical   explanations   for   the   MinT   forecast   reconciliation   approach   and   
is   also   helpful   in   describing   traditional   reconciliation   methods.   This   notation   can   be   summarized   
as    DO t    =    Sb t .   In   this   formulation,    S    is   known   as   the   summing   matrix   and    b t    is   a   vector   of   the   
lowest   available   series   in   the   hierarchy.   In   Equation    3.2,    DO t    is   the   full   set   of   coherent   series.   This   
implies   that   every   series   represented   in   Equation    3.1    is   included   in   this   vector.     

  

  

  

  

  (3.2)   

  

  

  

  

  
Where   base   forecasts   were   required   --   which   is   not   necessarily   all   series   for   certain   methods   --   
exponential   smoothing   was   utilized.   This   base   forecast   method   generates   reliable   forecasts   in   a   
wide   range   of   series   types.   The   general   approach   for   this   method   is   to   generate   forecasts   based   on   
a   weighted   average   of   past   observations.   The   weights   of   past   observations   decay   exponentially   as   
the   observations   move   further   back   in   time 8 .   The   parameter   𝛼   determines   the   weight   of   past   
values   and   the   last   value   on   the   forecast:   high   values   of   𝛼   place   greater   weight   on   recent   
observations   while   small   values   place   greater   weight   on   older   observations.   Below   is   the   general   
formula   for   generating   forecasts   via   exponential   smoothing:   where   𝛼   is   automatically   optimized   
by   minimizing   the   residuals   between   observations   and   predicted   values:   

                                                          .                                               (3.3)   

In   our   project,   base   forecasts   generated   through   Equation    3.3    were   log-transformed   to   ensure   that   
forecasts   would   be   unable   to   drop   below   zero,   as   the   current   state   of   student   loan   debt   does   not   
allow   for   the   possibility   of   negative   student   debt.   Additionally,   the   software   used   to   generate   base   
forecasts   utilizes   Holt's   multiplicative   and   additive   methods   in   order   to   account   for   the   potential   
effects   of   seasonality   on   base   forecasts 14 .     
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3.1   Traditional   Forecast   Reconciliation   Methods   for   Hierarchical   Data   

First,   a   top-down   forecast   reconciliation   approach   was   implemented.   In   this   approach,   a   forecast   
is   first   generated   for   the   most   aggregate   time   series,    DO t    .    Subsequently,    p 1 ,   …,   p m ,    a   set   of   
disaggregation   proportions,   are   estimated   using   one   of   two   methods:   average   historical   
proportions   or   forecast   proportions 8 .   Disaggregation   proportions   determine   how   much   of   the   
forecasted   aggregate   time   series   will   be   distributed   to   lower-level   forecasts   in   the   hierarchy.   A   
disadvantage   particular   to   all   top-down   approaches   is   that   the   lower   level   forecasts   will   be   biased,   
even   if   base   forecasts   are   unbiased 8 .   The   top-down   model   for   our   project   is   specified   as   the   
following   set   of   equations:   

  

                                            t    =   p 1  Default ,t    +    …    +    p 7  Other ,t   ,  DO ︿ DO︿ DO︿  

                  t     =   p 8  In-School ,t    +    …    +    p 15  Other ,t      ,                                              (3.4)  DE︿ DE︿ DE︿  
                       t    =    =   p 16  Mandatory-Admin ,t    +    …    +    p 20  Not   Reported ,   t     .  F O︿ F O︿ F O︿  

Specific   proportions,   p 1    through   p 20    in   Equation    3.4 ,   are   estimated   by   calculating   historical   
proportions   (Equation    3.5 )   or   forecasted   proportions   (Equation    3.6 ).   In   each   of   these   equations    y   
represents   total   dollars   outstanding,    j    represents   all   20   sub-categories,    h    represents   the   number   of   
quarters   within   the   forecast   horizon,   and    K    represents   the   number   of   levels   in   the   hierarchy.   
Additionally,    S    is   defined   as   the   sum   of    h -step-ahead   base   forecasts   connected   to   the   parent   node   
that   is    l    levels   above   the   level   occupied   by   series    j    and   are   directly   connected   to    j .   

    

  (3.5)   (3.6)   

  

A   set   of   forecasted   proportions   as   defined   in   Equation    3.6    is   preferred   over   historical   proportions   
among   sub-series   because   historical   averages   do   not   take   into   account   changes   in   proportions   that   
may   occur   among   recent   observations.   

Forecasts   were   also   generated   using   a   bottom-up   approach.   This   method   is   computationally   
efficient   compared   to   the   more   modern   approaches   such   as   MinT 11 .   As   the   name   suggests,  
forecasts   are   first   generated   for   the   bottom   level   of   a   hierarchical   structure;   afterwards,   these   
bottom   level   forecasts   are   summed   together   to   produce   forecasts   for   higher   levels 8 .   No   forecasting   
is   undertaken   other   than   for   the   lowest   available   level.   In   this   forecasting   scheme,   no   information   
is   lost   and   our   forecasts   will   be   unbiased;   nevertheless,   bottom-level   data   can   be   noisy   and   unlike   
the   most   aggregate   series   these   series   can   be   difficult   to   forecast   due   to   small   magnitudes   of   the   
observations.   This   approach   can   be   defined   using   the   matrix   notation   for   coherence   from   
Equation    3.2    with   a   reconciliation   matrix    G    (21   columns   by   18   rows).   This   yields:   

DO h,   Coherent     =    S   G  h    ,                                                             (3.7)  DO︿  
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                Where    G    =                 (3.7)   (b)   

    .  

Another   common   hierarchical   forecasting   method,   known   as   the   middle-out   approach,   cannot   be   
used   with   the   direct   loan   data   used   in   this   analysis.   The   three-level   nature   of   our   data   would   lend   
itself   to   use   with   this   method   only   if   all   second-level   series   had   corresponding   third-level   series.   In   
this   approach,   a   “middle”   level   is   chosen   by   a   researcher   and   bottom-up   forecasts   are   produced   
above   the   specified   level,   while   top-down   forecasts   are   produced   for   lower-level   series 10 .   Since   the   
only   second   level   series   with   corresponding   lower   level   data   are   forbearance   and   deferment,   this   
method   fails   to   generate   top-down   reconciled   forecasts   for   most   second-level   series.     

3.2   Minimum   Trace   Optimal   Reconciliation   (MinT)   

The   class   of   forecast   reconciliation   approaches   of   most   interest   for   this   study   are   collectively   
known   as   the   Minimum   Trace   Optimal   Reconciliation   approach   -   MinT   for   short 10 .   In   this   setup,   
base   forecasts   are   independently   generated   for   every   series   in   the   data   structure,   of   which   there   
are   21   used   in   this   project.   The   base   forecasts   are   generated   using   exponential   smoothing   (see   
equation    3.3 ).   The   base   forecasts   are   optimized   via   minimization   of   the   corrected   Akaike   
information   criterion:   AICc 8 .   This   approach   addresses   a   limitation   inherent   to   the   other   
approaches.   Namely,   bottom-up,   top-down,   and   middle-out   approaches   only   fully   utilize   forecasts   
from   a   single   level   of   aggregation.   In   the   MinT   reconciliation   approach,   the   error   variances   for   the   
entire   set   of   coherent   forecasts   are   minimized.     

The   MinT   forecast   reconciliation   approach   is   best   explained   in   terms   of   the   matrix   notation   laid   
out   in   Equation    3.2 .   This   method   is   an   optimization   of   the   reconciliation   matrix    G    that   leads   to   
the   minimum   total   forecast   variance   for   the   set   of   coherent   forecasts 8 .   In   this   method,   unlike   in  
traditional   hierarchical   forecasting,   G   is   unknown   before   reconciliation   is   implemented.   
Additionally,   a   constraint   that    SGS    =    S    is   imposed.   This   constraint   ensures   that   if   base   forecasts   
are   unbiased,   the   coherent   forecasts   will   also   be   unbiased.   Wickramasuriya   et.   al   (2019) 10    defined   
the   variance-covariance   matrix   of   base   h-step-ahead   forecast   errors   as    W h    =   Var[(  t+h    -    h )].   The  y ŷ  
authors   further   defined   the   corresponding   variance-covariance   matrix   of   coherent   forecast   errors   
as    V h    =   Var[  t+h    -    h ]   =    SGW h G’S’    where    h    are   reconciled   forecasts.   Recall   that   the   objective   of  y ỹ ỹ  
MinT   is   to   minimize   the   sum   of   the   error   variances   of   the   coherent   forecasts;   these   variances   are   
included   on   the   diagonal   of   the   matrix    V h .   Thus,   this   sum   is   given   by   the   trace   of    V h .   

The   reconciliation   matrix    G    which   minimizes   the   trace   of    V h    is    G    =   ( S ’ W h 
-1 S ) S ’ W h 

-1 .   Therefore,   to   
implement   MinT   in   its   proposed   form   it   is   necessary   to   estimate    W h .   However,   this   matrix   is   
difficult   to   estimate   and   may   not   lead   to   optimal   forecasts   in   our   project   because   of   some   bottom   
level   series   that   are   at   or   near   zero   and   noisy.   Structural   scaling   is   a   method   for   estimating    W h    that   
does   not   rely   directly   on   the   residuals   of   each   coherent   forecast.   Rather,   bottom   level   base   forecast   
errors   are   assumed   to   be   uncorrelated   between   parent   nodes   as    k h .    The    W h    matrix   is   approximated   
with   the   equation    W h    =    k h Λ    where    Λ    is   defined   as   the   diagonal   of    SU ,   where    U    is   a   unit   vector   of   
length   18,   corresponding   to   the   number   of   lowest-number   series,   some   of   which   are   second   level   
series   and   others   that   belong   to   the   third   level   of   the   hierarchy.   Ordinary   Least   Squares   (OLS)   
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estimation   of    W h    proceeds   in   the   same   manner   as   structural   scaling   except    k    is   a   single   constant   
equal   across   the   hierarchy.   

3.3   Covid-19   Forecast   Adjustments   

In   order   to   account   for   the   shifts   in   distribution   among   second-level   and   third-level   forecasts   due   
to   Covid-19   policy   changes   a   novel   approach   for   adjusting   forecasts   is   proposed.   We   are   terming   
this   the    Forecast   Factor    adjustment   approach.     

In   this   approach,   reconciled   forecasts   generated   without   the   inclusion   of   affected   data   are   
multiplied   by   a   term   that   we   have   coined   the    Forecast   Factor .   The   historical   proportions   of   each   
sub-category   in   comparison   to   the   aggregate   total   from   before   Covid-19   related   data   disruptions   
are   divided   by   corresponding   historical   proportions   after.   This   workaround   does   not   affect   the   
initial   forecast   generation   process.     

HP 1 :   Vector   of   historical   proportions   (HP)   for   each   loan   status   in   comparison   to   aggregate   dollars     
          outstanding   before   the   second   quarter   of   2020.   Where   HP   is   defined   in   the   same   manner   as     
          HP   from   top-down   reconciliation   in   Equation    3.5 :   

HP 1    =    (p 1,    p 2….    p 19 )’   where   t   ∊(2015   Q1,   2020   Q1).   

HP 2 :    Vector   of   HP   for   each   loan   status   from   the   second   quarter   of   2020   onwards:   

   HP 2 =    (p 1,    p 2….    p 19 )’   where   t   ∊(2020   Q2,   2021   Q4).   

FF :     Vector   of    Forecast   Factors    (FF);   the   magnitude   of   the   elements   represents   the   positive   or     
          negative   adjustment   of   reconciled   forecasts   under   the   assumption   that   subcategories   do   not     
          return   to   HP 1    proportions   

  
                                                    FF    =    HP 2    ÷   HP 1    .                                                                                                              (3.8)   

AF :    Matrix   of   adjusted   forecasts   (AF).   

                                              -       AF    =    Best   Method     ✕    FF   .                                                                                  (3.9)  DO︿  

3.4   Assessing   Accuracy     

To   assess   accuracy   every   series   in   the   structure   was   split   into   a   training   set   and   a   testing   set.   Each   
model   was   fit   and   tested   for   forecast   error   on   the   same   training   and   testing   sets.   The   training   set   
includes   data   from   the   first   quarter   of   2015   through   the   fourth   quarter   of   2017,   while   the   test   set   
includes   data   from   the   first   quarter   of   2018   through   the   first   quarter   of   2020.   A   common   training   
and   testing   split   for   time   series   data   is   70/30,   and   it   is   further   recommended   that   the   test   set   is   at   
least   as   large   as   the   forecast   horizon:   which   is   the   amount   of   time   we   would   like   to   forecast   our   
series   values   into   the   future.   To   validate   the   results   from   the   accuracy   measures   derived   via   
training   and   testing   sets,   cross   validation   with   a   one   year   forecast   horizon   was   implemented   
iteratively,   one   step   at   a   time,   through   the   time   series   beginning   with   training   data   through   the   
end   of   2015.   This   cross   validation   approach   is   advocated   in   the   third   edition    Forecasting:   Principles   
and   Practice 8 ,    but   is   less   commonly   used   than   a   conventional   training   and   testing   split .  
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Figure   3:   Forecast   Results   

  

  
Results   of   hierarchical   forecasting   for   the   most   aggregate   series   (dollars   outstanding   for   federal   direct   loans)   and   all   second   level   series.   
Forecasts   color-coded   based   on   reconciliation   method.   

4. Results   

  

The   first   task   in   this   project   was   forecasting   total   dollars   outstanding   with   a   horizon   of   two   years   
for   federal   direct   loans.   Each   of   the   forecast   reconciliation   methods   resulted   in   nearly   identical   
forecasts   for   this   most   aggregate   series,   while   divergent   forecasts   were   generated   for   the   second   
and   third   levels.   Top   and   second   level   forecasts   broken   down   by   reconciliation   method   are   
illustrated   in   Figure   3.   

  

Forecast   error   was   compared   for   all   reconciliation   approaches   via   average   root   mean   squared   error   
(RMSE)   and   mean   absolute   scaled   error   (MASE).   The   former   measure   takes   the   square   root   of   the   
errors   between   predicted   and   actual   values   and   averages   across   the   forecast   horizon.   RMSE   is   a   
scale-dependent   accuracy   measure   based   only   on   forecast   errors.   Given   the   large   scale   of   total   
dollars   outstanding   relative   to   the   lower-level   series,   this   value   may   be   less   useful   in   comparing   
methods   than   scale-invariant   measures.   MASE   adjusts   for   the   scale   of   the   forecast   errors,   and   
therefore   is   a   more   valuable   gauge   of   forecast   accuracy   in   this   instance.   Specifically,   MASE   is  
calculated   as   the   ratio   of   the   forecast   error   compared   to   a   baseline   naive   forecast   which   ensures   
that   errors   are   scaled   by   a   naive   one-step   ahead   forecast.   

  
Based   on   these   criteria   averaged   over   the   entire   set   of   forecasts,   MinT   with   structural   and   the   
bottom-up   reconciliation   approach   were   the   best   approaches.   However,   bottom-up   forecasting   led   
to   the   worst   RMSE   when   averaged   over   the   whole   series.   Additionally,   the   bottom-up   approach   
had   high   RMSE   and   MASE   values   at   the   most   aggregate   level.   See   Table   2   for   a   summary   of   these   
results   and   Figure   4   for   a   detailed   breakdown   of   error   by   reconciliation   method   at   the   second   level   
of   aggregation.     
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Table   2:   Forecast   Accuracy   

  

Forecast   Accuracy.   Values   represent   averaged   statistics   across   all   levels   of   hierarchical   structure   presented   in   Figure   1.   These   measures   
were   obtained   through   a   standard   testing   and   training   set   split   of   the   time   series   data.   Cross   Validated   Forecast   Accuracy.   Values   
represent   averaged   statistics   across   all   levels   of   hierarchical   structure   presented   in   Figure   1.   These   measures   were   obtained   through   
one-step   incremented   cross   validation.     

Figure   4:   Second   Level   Forecast   Error   
  

  

Second   Level   Error.   Notice   that   MinT   with   structural   scaling   performs   best   at   this   aggregation   level.   All   models   displayed   performed   better   
on   average   than   one-step   naive   forecast   under   both   training/test   split   and   cross   validation   error   measurements.     

The   results   of   cross   validation   across   the   hierarchy   of   time   series   confirms   the   results   of   RMSE   and   
MASE   derived   from   use   with   a   training   and   testing   set.   See   Table   3.   Appendix   C   presents   RMSE   
and   MASE   error   measurements   broken   down   by   model   at   the   third   level.   These   results   generally   
confirm   the   superior   performance   of   MinT   with   structural   scaling   with   our   data   but   do   not   show   
substantial   differences   among   models   with   each   method   performing   substantially   better   than   a   
naive   forecast.   

Based   on   these   error   measurements,   MinT   with   structural   scaling   was   chosen   as   the   method   to   
generate   a   coherent   set   of   forecasts.   In   order   to   address   uncertainty   in   the   forecasts,   80%   and   95%   
prediction   intervals   were   included   for   every   series   in   the   hierarchy   in   Figure   5.   Adjusting   these   
forecasts   by   the   forecast   factor   defined   in   Equation    3.8    resulted   in   a   substantial   increase   in   
projected   forbearance   totals   and   a   corresponding   decrease   in   the   project   amount   of   dollars   
outstanding   in   the   repayment   subcategory.   
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Figure   5:   Forecast   Results   
  

  
  

Results   of   hierarchical   forecasting   for   loans   in   deferment   and   subcategories.   Prediction   intervals   shaded   at   the   80%   and   90%   confidence   
levels   for   each   series   with   a   two-year   forecast   horizon.    

  
Figure   6:   Forecast   Results   for   Second   Level   

  
Results   of   hierarchical   forecasting   for   loans   in   deferment   and   subcategories.   Prediction   intervals   shaded   at   the   80%   and   90%   confidence   
levels   for   each   series.     
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Figure   7:   Forecast   Results   for   Third   Level   
  

  
  

Results   of   hierarchical   forecasting   for   loans   in   forbearance   and   subcategories.   Prediction   intervals   shaded   at   the   80%   and   90%   confidence   
levels   for   each   series.     

  

The   resulting   forecasts   for   series   at   all   three   levels   of   the   hierarchy   appear   consistent   with   visual   
trends   in   the   series.   Lower   level   forecasts   generated   through   MinT   forecast   reconciliation   method   
have   wider   prediction   intervals   than   those   generated   for   higher   levels   in   the   hierarchy   -   see   Figure   
6   and   Figure   7.   Forecasts   with   appropriate   adjustments   for   policy   changes   relating   to   Covid-19   are   
included   in   Appendix   D.   

5. Discussion   
  

The   primary   goal   of   this   project   was   to   explore   a   framework   for   analyzing   student   loan   debt   in   a   
manner   which   capitalized   on   the   hierarchical   nature   of   data   relating   to   federal   direct   loans   
provided   by   the   office   of   Student   Aid.     

While   the   most   aggregate   series,   total   dollars   outstanding,   seems   to   exhibit   an   approximate   linear   
increase   in   student   loan   debt,   simply   looking   at   historical   data   for   the   lower   level   series   in   tandem   
with   higher   level   grants   us   a   more   comprehensive   understanding   of   the   changing   state   of   student   
loan   debt.   For   instance,   notice   the   substantial   increase   in   dollars   outstanding   for   loans   in   default   
compared   with   the   decrease   in   dollars   outstanding   within   the   in-school   category   as   illustrated   in   
Figure   2.   Even   without   the   use   of   forecasting,   analyzing   student   loan   data   keeping   in   mind   the   
highly   stratified   nature   of   aggregate   debt   totals   may   help   policymakers   and   the   general   public   
alike   determine   what   to   do   about   increasing   levels   of   student   loan   debt.   

Accurately   forecasting   each   of   the   series   in   the   data   structure   remains   important.   As   mentioned   in   
the   methods   section,   only   the   MinT   approach   utilized   information   from   all   of   the   base   forecasts.   
Based   on   RMSE   in   the   training   and   testing   scheme   along   with   cross   validation,   MinT   with   the   
structural   scaling   specification   performed   best.   Based   on   MASE   in   the   training   and   testing   setup,   
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the   bottom-up   approach   and   the   MinT   reconciliation   approach   with   structural   scaling   performed   
best;   in   the   case   of   cross   validation   MinT   with   structural   scaling   exhibited   superior   performance.     

The   bottom   up   approach   likely   had   the   highest   RMSE   because   it   poorly   predicted   the   most   
aggregate   level   when   picking   up   on   bottom   level   noise.   In   general,   the   bottom-up   approach   is   
expected   to   result   in   less   precise   aggregate-level   forecasts   because   of   potential   noise   in   
bottom-level   forecasts.     

Only   certain   variants   of   the   suite   of   MinT   forecasting   techniques   can   be   applied   to   the   data   used   
in   this   study.   MinT   with   structural   scaling   makes   a   key   simplifying   assumption;   that   base   forecasts   
are   uncorrelated   between   nodes.   This   method   likely   performs   better   than   OLS   because   OLS   
estimation   of    W h    in   MinT   reconciliation   makes   an   unrealistic   assumption   of   equivariant   forecast   
errors   across   the   aggregation   structure   whereas   structural   scaling   only   assumes   equivariant   at   
bottom   levels   with   a   common   parent   node 10 .   

Beyond   the   comparison   of   reconciliation   methods,   these   results   are   important   because   of   the   lack   
of   rigorous   time   series   analysis   on   this   topic.   As   mentioned,   this   is   likely   due   to   the   positive   linear   
nature   of   the   most   aggregate   series.     

Another   reason   that   these   results   are   important   is   the   introduction   of   the   forecast   factor   in   
adjusting   for   Covid-19   policy   shifts.   In   the   coming   years,   accounting   for   shifts   in   time   series   data   
resulting   from   the   global   pandemic   will   likely   take   on   increasing   importance   -   especially   in   fields   
such   as   economics   and   medicine   where   few   datasets   will   remain   unaffected   by   Covid-19.     

In   interpreting   these   results,   it   is   important   to   keep   a   few   limitations   in   mind.   For   instance,   data   
collection   for   the   full   hierarchy   is   only   available   beginning   in   the   first   quarter   of   2015.   This   limits   
the   ability   of   any   forecasting   technique   to   produce   robust   forecasts.   Nevertheless,   the   more   
aggregate   series   had   very   narrow   prediction   bands   and   lower   level   forecasts   are   remarkably   high  
performing   and   consistent   with   visual   trends   in   the   time   series   data.   Further,   given   the   fact   that   
student   loan   data   is   collected   at   the   national   level   and   for   all   borrowers,   trends   can   be   detected   
more   quickly   than   if   we   were   only   to   rely   on   a   small   longitudinal   sample   from   one   state   or   city,   for   
example.   

References   
1) Education   Data.   (2021).   Student   Loan   Debt   Statistics.    https://educationdata.org/student-   

loan-debt-statistics .   Accessed   March   20,   2021.   
2) Karamcheva,   N.,   Perry,   J.,   &   Yannelis,   C.   (2020).   Income-Driven   Repayment   Plans   for   

Student   Loans:   Budgetary   Costs   and   Policy   Options.    Congressional   Budget   Office .   
https://www.cbo.gov/publication/55968.   

3) Hunt,   J.   P.   (2017).   Help   or   Hardship:   Income-Driven   Repayment   in   Student-Loan   
Bankruptcies.    Georgetown   Law   Journal ,    106 ,   1287.   

4) Jones,   R.   W.   (2019).   The   Impact   of   Student   Loan   Debt   and   Student   Loan   Delinquency   on   
Total,   Sex-,   and   Age-specific   Suicide   Rates   during   the   Great   Recession.    Sociological   Inquiry ,   
89(4),   677-702.   

5) Federal   Student   Aid.   (2020,   March).    Federal   Student   Loan   Portfolio .   StudentAid.gov.   
https://studentaid.gov/data-center/student/portfolio.   Accessed   March   11,   2020.   

  



Elsesser   15   

6) Zhang,   Y.,   Wilcox,   R.   T.,   &   Cheema,   A.   (2020).   The   Effect   of   Student   Loan   Debt   on   
Spending:   The   Role   of   Repayment   Format.    Journal   of   Public   Policy   &   Marketing ,    39 (3),   
305-318.   

7) American   Rescue   Plan   Act   of   2021.   H.R.   1319,   117th   Congress.   (2021).   
https://www.congress.gov/bill/117th-congress/house-bill/1319/text   

8) Hyndman,   R.   J.,   &   Athanasopoulos,   G.   (2018).    Forecasting:   principles   and   practice,   3rd   
edition .   OT exts   [Melbourne,   Australia].   

9) Athanasopoulos,   G.,   Hyndman,   R.   J.,   Kourentzes,   N.,   &   Petropoulos,   F.   (2017).   Forecasting   
with   temporal   hierarchies.    European   Journal   of   Operational   Research ,    262 (1),   60-74.   

10) Wickramasuriya,   S.   L.,   Athanasopoulos,   G.,   &   Hyndman,   R.   J.   (2019).   Optimal   forecast   
reconciliation   for   hierarchical   and   grouped   time   series   through   trace   minimization.   
Journal   of   the   American   Statistical   Association ,    114 (526),   804-819.   

11) Hyndman,   R.   J.,   Ahmed,   R.   A.,   Athanasopoulos,   G.,   &   Shang,   H.   L.   (2011).   Optimal   
combination   forecasts   for   hierarchical   time   series.    Computational   Statistics   &   Data   
Analysis ,    55 (9),   2579-2589.   https://robjhyndman.com/papers/Hierarchical6.pdf.   

12) Panagiotelis,   A.,   Gamakumara,   P.,   Athanasopoulos,   G.,   &   Hyndman,   R.   (2020).   Probabilistic   
Forecast   Reconciliation:   Properties,   Evaluation   and   Score   Optimisation.    Monash   
University,   Department   of   Econometrics   and   Business   Statistics.   

13) Wickham   et   al.,   (2019).   Welcome   to   the   tidyverse .   Journal   of   Open   Source   Software .   
14) Mitchell   O'Hara-Wild,   Rob   Hyndman   and   Earo   Wang   (2021).    fable:   Forecasting   Models   for   

Tidy   Time   Series.    R   package   version   0.3.0.   
15) Hadley   Wickham,   Romain   François,   Lionel   Henry   and   Kirill   Müller   (2021).    dplyr:   A   

Grammar   of   Data   Manipulation .   R   package   version   1.0.3.   

  

  

  

  

  

  

  

  

  

  

  

  



Elsesser   16   

Appendix   A   

  

    

Third-level   definitions.   Subcategories   for   second   level   loan   status .   
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Appendix   B   

  

Numerical   summaries   of   observed   time   series   data   from   the   first   quarter   of   2015   through   the   end   of   the   first   quarter   of   2020.   
Amounts   given   in   billions   of   U.S   Dollars.     

Appendix   C   

  

Third   Level   Error.   Notice   the   similar   performance   across   models   at   this   aggregation   level.   All   models   displayed   performed   
significantly   better   than   one-step   naive   forecast   under   both   training/test   split   and   cross   validation   error   measurements.     
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Appendix   D   

  

Adjusted   third   level   forecasts.   Forecasts   with   adjustments   for   Covid-19   policy   shifts   included   in   blue   while   non-adjusted   
forecasts   are   included   in   red.   Forecasts   are   not   divided   by   parent   nodes.   Refer   to   Figure   1   for   hierarchical   structure.     

  


