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ABSTRACT
Pseudogene Energy Landscapes: A Frustrating Case of Neutral Evolution?

by

Hana Jaafari

Functional proteins are optimized by evolution over the course of millions of
years to quickly fold into their native three-dimensional structures. Evolution exerts a
strong selection pressure on protein sequences to maintain foldability and stability,
resulting in minimally frustrated folding energy landscapes. Pseudogenes, genetic
elements homologous to coding genes, are evolutionary relics of the genome
experiencing little or no selection pressure. Pseudogenes are ideal candidates to examine
the energy landscapes of devolving genetic elements. This thesis project is the first to
quantify the “evolutionary” energies, measured with Direct Coupling Analysis (DCA), of
pseudogenes across multiple protein families. The DCA energies of pseudogenes, their
parent proteins, and other proteins within each family were examined, and the results of
these studies suggest that pseudogenes become less well optimized from an evolutionary
standpoint over time. Indeed, analyses of the DCA energies of mutants generated in silico
indicated that pseudogenes devolve just as rapidly as completely randomly mutated
parent genes.
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pseudogenes can regulate the expression of target genes.
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function.
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The pseudogenes of Ribosomal S5, descending from one parent gene, repeat
the global pattern of decreasing DCA energies. Ribosomal S5, about 65
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the eukaryotic small ribosomal subunit.
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linearly decrease in DCA energy. Ribosomal L29e proteins belongs to the
eukaryotic large (60S) ribosomal subunit. Most large subunit proteins
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The binned parent protein-pseudogene and all protein-protein pairs clearly
demonstrate the linear devolution of pseudogenes of ubiquitin, Ribosomal
S5, and Ribosomal L29e.
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In this global analysis plotting each family’s parent protein-pseudogene pair
slopes versus parent protein- mutated parent protein pair slopes, mutated
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families. The distribution of points was not correlated with parameters
including family length or the number of gaps. Protein families with
pseudogenes that behaved similarly to mutated parent proteins had greater
average identity in the full alignment (%).

4.17,4.18

In this global analysis plotting each family’s parent protein-pseudogene pair
slopes versus parent protein-translated mutated parent gene pair slopes, the
pseudogenes in over half of the protein families devolve more rapidly than
translated mutated parent genes. Similar Figures 4.15 and 4.16, the graph’s
distribution displayed a slight correlation with the families’ average
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A.1,A.2,A.3 Histograms of the DCA energies of pseudogenes, parent proteins, and MSA
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Chapter 1

Introduction

The evolution and physical dynamics of protein sequences are interlinked.
Examination of a protein’s phylogeny shows strong constraints to maintain stability,
foldability, and function in homologous proteins that can arise from random mutations.
Natural protein sequences are optimized to fold cooperatively and correctly from the
funneled nature of their energy landscapes. These energy landscapes are dictated by the
interactions of the natural sequence’s native configuration, according to the principle of
minimal frustration. Random mutations can produce meta-stable configurations (i.e.
molten globules), which act as kinetic traps in the energy landscape, increasing the
ruggedness of the folding funnel. The strength of the folding constraints can be quantified
with the protein’s selection temperature, the apparent temperature proteins experienced
during evolution to attain a protein fold.
Studies conducted by Morcos et al. (2014) examined the energy landscapes of
native sequences and random sequences removed from selection pressure, by quantifying
their energies using both Direct Coupling Analysis (DCA) and Associative Memory,
Water Mediated, Structure and Energy Model (AWSEM). DCA serves as a measure of
“evolutionary” energy, while AWSEM the physical energy. These studies demonstrated
that proteins are associated with higher evolutionary and lower physical energies than
mutated sequences. Furthermore, the study calculated the selection temperatures of
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multiple proteins, using their evolutionary and physical energies. Pseudogenes are
typically nonfunctional genetic elements (typically unable to be transcribed or translated)
descending from protein-coding genes, providing an avenue to study energy landscapes
of genes at various states of devolution. Functional, transcribed pseudogenes may share
similar, more unstable structures to their parent gene, while extensively altered
pseudogenes sharing little resemblance to their parent will mirror random sequences. This
thesis project characterized and compared the evolutionary energies of pseudogenes and
their parent proteins within and between protein families, finding that pseudogenes tend
to be more energetically unstable than their parents due to the unrestricted accumulation
of neutral mutations over evolutionary time. Additional studies comparing pseudogenes
to mutated parent proteins and translated mutated parent genes showed pseudogenes
behaving analogously to translated mutated parent genes.
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Chapter 2

Background

2.1

The Molecular Clock Hypothesis
Proteins and genes across different species respectively demonstrate

characteristic, constant rates of evolution. Biologists Motoo Kimura and Tomoko Ohta
theorized in 1968 that amino acid alterations were frequently neutral in order to explain
the observed constant rate of protein evolution. Motoo Kimura’s neutral theory of
evolution postulates that the overall mutation rate of an organism is the sum of neutral,
positive, and deleterious mutation rates. Assuming positive, advantageous mutations to
be rare and deleterious mutations to be quickly removed from a population through
negative selection, most amino acid alterations were proposed to be subsequently neutral.
Since neutral mutations do not alter an organism’s fitness, natural selection does not
affect the neutral mutation rate. Kimura continued by supposing that the number of
mutations in a time period was 𝑁 ∙ 𝜇, with 𝑁 symbolizing the effective population size1
and 𝜇 the number of neutral mutations per individual. If the probability of a neutral
$

mutation fixating2 was % , the number of neutral mutations in a time period for a
$

population is % ∙ (𝑁 ∙ 𝜇) = 𝜇. Therefore, the neutral theory of evolution predicts that the

1

The effective population size is typically less than the total number of living or reproductive individuals in
a population, as it accounts for factors such as reproductive dynamics.
2
Fixation occurs once all individuals in a population are homozygous for an allele.
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neutral mutation rates for an individual and the population are equivalent (Bromham and
Penny, 2003).
The observed variation in the mutation rate of different proteins can be attributed
to differences in the proportion of neutral sites, with a higher proportion of neutral sites
resulting in a faster rate of molecular evolution. The constant rate of protein evolution
proposes a molecular clock, a probabilistic model employed in biological fields to
estimate the time of divergence between two species using their sequences3. The time of
divergence can be determined by first calculating the genetic distance between the
species and then converting the genetic distance to time using a calibration rate (the
number of genetic changes per unit of evolutionary time). The genetic distance can be
estimated with substitution models using the observed number of substitutions, since the
simplest approach of tallying differences between DNA or protein sequences does not
account for multiple substitutions occurring at the same site. The accuracy of the
approximated genetic distance lies in the choice of substitution model, which
incorporates varying substitution rates between sites and frequency of different types of
substitutions. An estimate of the genetic distance between two sequences can be
converted into time with the calibration rate, typically calculated with a known date of
divergence (determined from the fossil record or biogeography) to estimate the rate for
the phylogeny. The choice of the date of divergence may introduce variability in the
estimated evolutionary time between two species, due to multiple factors, including poor
sampling or errors in the fossil calibration (Bromham and Penny, 2003).

3

As the molecular clock relies on sequence data, it can be particularly useful in exploring the history of
organisms with fossil records with poor temporal and spatial resolutions. Furthermore, the universality of
DNA and RNA allow for molecular clocks for all timescales of evolution.
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Despite observed regularity in the divergence of two nucleotide or amino acid
sequences over evolutionary time, variation in the rate of molecular evolution can be
introduced by alterations in the mutation rate and intermittent substitution events. The
mutation rate predominantly changes due to differences between species in the genomic
replication and repair machinery’s efficiency (subject to change if the machinery
mutates) and effect on types of mutations. The sporadic nature of substitution events,
commonly described by a Poisson distribution with the average number of substitutions
per unit time equivalent to the variance, introduces temporal uncertainties between such
events and subsequently the date estimates predicted by the molecular clock (Bromham
and Penny, 2003). Observations of many genes demonstrate substitution events
characterized by an “over-dispersed” Poisson distribution, indicating the presence of nonPoisson processes that tilt the balance between selection and gene drift4 for specific genes
or across the genome. Folding and thermodynamic constraints influence protein
substitution patterns; neutral evolution models such as the structurally constrained neutral
(SCN) model5, which requires conservation of the thermodynamic stability of a protein’s
4

Genetic drift is defined as the fluctuations in allele (a gene variant) frequencies from one generation to
another due to stochastic sampling of the population. Genetic drift overpowers natural selection for nearly
neutral alleles in small populations that are more vulnerable to random fluctuations, leading to fixation of
these alleles. The neutral theory of evolution was extended by Tomoko Ohta to consider small effective
populations, allowing for slightly positive or negative (essentially nearly neutral) mutations to become
fixated by chance events. Therefore, this extension in the theory suggests that mutations rely on both their
selection properties and the effective population size.
5

The structurally constrained neutral (SCN) model is a model of neutral evolution. In the model, a given
protein’s structure remains unchanged, while its sequence undergoes point mutations that are classified
neutral if the sequence can maintain thermodynamic stability while folding onto the native structure (as
postulated by the neutral theory of evolution). The conservation of thermodynamic stability was quantified
using the Z-score and the normalized energy gap between an iteration’s current sequence and candidate
sequence. At each iteration, all possible sequences generated from point mutations of the current sequence
are evaluated, with sequences featuring only neutral mutations are incorporated into the neutral network
(the set of sequences related through mutations that preserve tertiary structure). In each cycle, a qualifying
neutral sequence is randomly chosen to become the current sequence. An evolutionary trajectory is
comprised of the set of each iterations’ “current” sequence. The fraction of sequences inducted in the
neutral network at each iteration strongly fluctuate; therefore, as a sequence drifts in sequence space, the
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native structure produce non-Poisson distributions for substitutions (Bastolla et al., 2002).
Residues buried in the interior of a folded protein (Conant, 2009), as well as residues
lying in the interface of obligate protein complexes (Mintseris and Weng, 2005),
experience greater resistance to substitutions that can hinder folding. As a protein’s
tertiary structure evolves, the substitution rate will fluctuate in response to changes in the
locations and proportions of neutral sites (Bromham and Penny, 2003).
The strength of selection for gene or protein sites, or entire genes can vary in
response to environmental or genomic factors. As modifications for nonfunctional
genetic elements such as pseudogenes (originating from genes rendered nonfunctional
due to mutations; detailed further in the section below) do not affect fitness, all
substitutions become neutral and can increase in frequency. In practice, the fluctuations
in the substitution rate may be assumed to be sporadically distributed over the phylogeny,
with any local variations averaged out over extended periods of time (Bromham and
Penny, 2003).

2.2

Pseudogenes Overview
Large scale genome-wide studies like the ENCODE project, aiming to annotate

all functional elements of the human genome, have projected that approximately 80% of
the human genome exhibits biochemical activity, while only 2% encode proteins (2004).
Examples of such non-protein-coding DNA include transcription factor binding sites,
microsatellites, and pseudogenes, a class of inheritable defunct genetic elements derived
neutral mutation rate responds to changes in the neutrality, leading to an over-dispersed Poisson
distribution (Bastolla et al., 2002). While this model assumes a single sequence is representative of a
population, studies that generalize the mutation rate and population size indicate over-dispersion of nonsynonymous substitutions in small populations and the Poisson distribution for larger populations. These
studies indicated that synonymous mutations were always Poissonian (Wilke, 2004).
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from protein-coding genes. In particular, these pseudogenes are identified by sequence
similarity to the protein-coding genes (referred to as parent genes) and deleterious
mutations that inhibit or affect transcription or translation (Pei et al., 2012). Depending
on the mechanism of creation, pseudogenes can be classified as unitary, processed, or
duplicated (unprocessed). As illustrated in Figure 2.1, unitary pseudogenes result from
spontaneous mutations in a functional parent gene (Figure 2.1.A), unprocessed
pseudogenes from erroneous duplication events such as unequal crossing over (Figure
2.1.B), processed pseudogenes from retrotransposition6 (Figure 2.1.C) (Li et al., 2013).

Figure 2.1: Illustration adapted from Li et al. (2013) showcases how unitary, processed, and duplicated
(unprocessed) pseudogenes arise.

The ratio of proteins with associated pseudogenes to all proteins (degree of
pseudogenization) across protein families in the human genome is uneven (Zhang, Z., &
Gerstein, M., 2004). Processed pseudogenes are the most abundant pseudogene class in
the human genome due to a period of retrotranspositional bursts approximately 40 million
years ago (Pei et al., 2012). The high expression levels of housekeeping genes, essential
6

Retrotransposition is a biological process in which a genetic element is transcribed and the mRNA is
transformed into DNA via reverse transcription. The DNA is then integrated into a new genomic location.
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for cellular function, increase the likelihood of retrotransposition. Correspondingly,
housekeeping genes tend to have more processed pseudogenes and a higher pseudogeneto-gene ratio than non-housekeeping genes (Lam et al., 2008). Ribosomal proteins
account for approximately 20% of all processed pseudogenes in the human genome (Pink
et al., 2011).
Estimates of the number of human pseudogenes differ across the literature due to
thresholds for sequence similarity to parental genes. GENCODE, an arm of the ENCODE
project, estimates that there are approximately 14,000 pseudogenes in the human genome
(with an estimated 3,391 parent genes for all pseudogenes), with 11,216 pseudogenes
manually annotated. Of these annotated pseudogenes, 8,248 are processed, while the
remaining 2,127 are duplicated. This projection is lower than the estimates of 19,000
pseudogenes provided by Torrents et al. and Zhang et al., with the discrepancy being
attributed to advancements in genomic annotation methods and the subsequent drop of
the total number of annotated genes (Pei et al., 2012).
While originally considered “junk DNA” and a nuisance in genome sequencing
due to their sequence similarity to parent genes, functional transcribed pseudogenes
regulate gene expression. Pseudogenes can serve as antisense transcripts (Figure 2.2.A),
alter the mRNA level by competing for miRNA7 (Figure 2.2.B), and, through the use of
siRNA that degrades the mRNA of specific genes, silence target genes (Figure 2.2.C) (Li
et al., 2013). ENCODE predicts at least 9% of human pseudogenes are transcribed, with
520 processed and 343 duplicated pseudogenes (Pei et al., 2012). Numerous studies

7

miRNA are short single stranded RNA that bind with complementary mRNA and consequently silence
the expression of the target gene.

9
suggest pseudogenes are involved or specifically expressed in diseases including cancer
and diabetes, as well as development (Pink et al., 2011).

Figure 2.2: Illustration adapted from Li et al. (2013) showcasing the numerous ways pseudogenes can
regulate the expression of target genes.

Pseudogenes that are inhibited transcriptionally generally no longer experience
selection pressure, resulting in an accumulation of spontaneous errors including
frameshifts. However, it has been suggested that transcribed pseudogenes with regulatory
function experience weak selection pressure, indicated by a synonymous to
nonsynonymous substitution rate less than one (Pink et al., 2011). Pseudogenes with
partial activity may be identified as resurrected or dying genes (Pei et al., 2012).
Furthermore, conserved mutations have been observed in pseudogenes across various
species; in genome-wide studies of mice and human, regulatory regions of pseudogenes
shared with their parent genes exhibited few mutations, indicating functionality and the
corresponding importance of these regulatory regions (Pink et al. 2011). Pseudogenes can
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serve as genomic fossils by containing ancient genes, and indicating past duplication and
retrotransposition events in the genome. Examining pseudogenes on a parent protein
family level may elucidate correlations between the function of the parent proteins and
the creation of the pseudogenes.
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Chapter 3

Methodology

The energy landscapes of human pseudogenes and their parent proteins, identified for
each protein family by the Pseudofam database, were characterized by calculating their
Direct Coupling Analysis (DCA) energies, which serve as measure of their
“evolutionary” energies. The differences in DCA energies of translated pseudogenes and
their parent proteins were studied as a function of their genetic distance, approximated as
the number of observed substitutions. The distributions of the DCA energy differences of
each family’s parent protein- translated pseudogene pairs as a function of genetic distance
were compared with sequence experiencing varying degrees of selection pressure.

3.1

Pseudofam: Protein Family Pseudogene Database

Pseudofam is an online database developed by the Gerstein Group at Yale University that
systemically identifies pseudogenes and their associated parent genes (and corresponding
parent protein) in 10 eukaryotic genomes. Pseudofam employs an automated pipeline
developed by the Gerstein Group called Pseudopipe to annotate pseudogenes (Lam et al.
2008). For each species, Pseudopipe uses the genomic sequence, the genome’s
comprehensive collection of protein sequences, and the chromosomal coordinates of

12
functional genes as inputs. After using BLAST8 to identify all genomic regions sharing
sequence similarity with the protein sequences with, hits (i.e. matches) that significantly
overlap (by 30 base pairs or more) with the chromosomal coordinates are removed. Any
remaining fragment hits that overlap in the same genomic region are unified into pseudoexons; closely spaced, successive pseudo-exons matching the same protein are merged
into the same pseudogene structure9. Finally, an identified pseudogene’s paternity is
resolved among paralogous10 proteins based upon the following tunable parameters:
sequence identity at either the nucleotide or amino acid level, the best BLAST e-value11,
and the parent protein’s sequence length. The pipeline ultimately assumes that the
pseudogene is most similar to the modern iteration of the original parent gene (Zhang et
al., 2006).
Following the annotation of a pseudogene and its parent protein, Pseudofam
assigns pseudogenes to their parent protein’s protein family. The pseudogenes across
different eukaryotes are individually aligned to their parent proteins’ domains.
Subsequently, all species’ catalogued pseudogene domains are collectively aligned to the
parent protein domains. This approach is implemented to align pseudogenes, and
consequently pseudogene domains, with low sequence similarity to their parent protein
domains. In the most current iteration of Pseudofam (published in 2010), the database
8

BLAST is a widely-used, heuristic algorithm that compares query nucleotide or amino acid sequences
with sequences featured in a given database, identifying sequences in the database (called “hits”) similar to
the queries in a process called seeding (Altschul et al., 1990). BLAST is a collection of programs, such as
BLASTn (returns a set of homologous nucleotide sequences to a provided nucleotide query sequence) or
tBLASTn (a query amino acid sequence is translated and compared to all six reading frames of a DNA
bank).
9

Gaps between these pseudo-exons are introduced by repetitive elements, short DNA inserts, decayed
regions unidentifiable by BLAST, and ancestral introns.
10
Orthologs and paralogs are classes of homologs, evolutionarily related sequences. Orthologs are
produced from speciation events, while paralogs from duplication events.
11
The BLAST e-value is a measure of hits occurring by chance while searching a database of same size.
The closer the value is to zero, the more identical the two sequences are and more significant the result.
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contains 4,101 protein families, 2,696 of which include pseudogenes, for the 10
eukaryotes analyzed. More protein families in mammals contain pseudogenes, compared
to nonmammals. In support of the neutral theory of evolution that pseudogenes
experience less or no selection pressure relative to functional genes, protein family size
was more strongly correlated than pseudogene family size between species.
For humans, 1,422 out of 3,492 families include pseudogenes, i.e. the human
genome is 40.72% pseudogenized. Pseudofam identifies 8,036 pseudogenes, 2,886 parent
proteins, and 44,600 total genes across all protein families in humans; therefore, the
pseudogene-to-gene ratio is .18, the pseudogene-to-parent protein ratio is 2.78, and the
parent protein-to-gene ratio is .06 (Gerstein Group, Overview). In this thesis project, the
pseudogene identifiers and nucleotide sequences, tagged with their parent gene and
parent protein identifiers, were extracted from the current PseudoPipe results in the
Ensembl genome release 90 (Gerstein Group, GENCODE Annotation). In order to
compare pseudogenes with their parent protein sequences, the pseudogene nucleotide
sequence was translated using EMBOSS Transeq (Madeira et al., 2019).

3.2

Direct Coupling Analysis (DCA)
Similarity in homologous proteins’ tertiary structures indicates high selection

pressure on the variability of the proteins’ sequences. If a contact between two amino
acids of a protein or interacting proteins is functionally or structurally important, any
substitutions observed in one of the interacting residues are likely to be compensated by a
substitution in the complementary residue over time (i.e. coevolution) to maintain
attractive interaction. Therefore, tertiary structure contacts can be predicted by extracting
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correlations in the substitution patterns at different sequence positions of a large array of
homologous proteins. Simple covariance analysis produces a noisy signal, as correlations
in substitution patterns between interacting residues can include secondary contacts
between non-interacting residues. DCA is a statistical model that disentangles direct and
indirect correlations to predict interdomain and intradomain contacts in order to
recapitulate the tertiary structure. The model applies the maximum-entropy principle,
leading to a Boltzmann distribution with local biases ℎ* (𝐴) and pairwise couplings
𝑒*- (𝐴, 𝐵). The model is defined below with 𝑍 denoting the partition function:
$

𝑃(𝐴$ , … , 𝐴3 ) = 4 𝑒 ∑7>8 678 9:7 ,:8 ;<∑7 =7 (:7) [1]
The essential components of the model are a protein family’s multiple sequence
alignment (MSA)12 with 𝐿 columns, the frequency count for 𝑓* (𝐴) that characterizes the
relative frequency of amino acid 𝐴 appearing in MSA column 𝑖, and the frequency count
𝑓*- (𝐴, 𝐵) that denotes the relative frequency of amino acids 𝐴 and 𝐵 appearing in the
same protein’s MSA columns 𝑖 and 𝑗. All 20 amino acids appearing in the genetic code,
along with insertions, are counted as distinct amino acids. The DCA energy of a given
sequence is obtained through aligning the sequence to its corresponding protein family’s

12

A multiple sequence alignment (MSA) is composed of a large array of biological (typically either RNA,
DNA, or protein) sequences sharing a common ancestor aligned to each other, with the common use of
elucidating evolutionary relationships between the sequences. An MSA may contain gaps (represented
visually as gaps), indicating insertions or mutations that occurred over evolutionary time between two
sequences, and highlight mutation events. Patterns of conservation an MSA across species can indicate
selection pressure unique to the protein family or domain. An MSA can be generated using many programs;
this thesis project employed HMMER, a software package that can generate profile hidden Markov Models
(HMMs), probabilistic models for the sequence domain family that are tools for aligning new homologs to
the family MSA etc. (HMMER: biosequence analysis using profile hidden Markov models, n.d.) An MSA
can generate a consensus sequence, a sequence featuring the most frequent residue in each MSA column. A
consensus sequence serves as an idealized sequence, with homologs varying from it by a few residues.
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MSA retrieved from PFAM, calculating the fields and coupling parameters13, and
inputting the parameters into the DCA’s Hamiltonian.

13

The fields and coupling parameters were calculated using a pseudo-likelihood maximization DCA script
(Ekeberg et al., 2013 and 2014) previously tested and used by members of the Wolynes group.
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Chapter 4

Results

Pseudogenes were compared to protein sequences with varying selection pressures across
multiple protein families in studies detailed below. Despite the wide array of biological
functions associated with these families, pseudogenes universally were more
energetically unstable than protein sequences constrained by natural selection and
analogous to randomly mutating genes. The results from the analysis of three protein
families of various lengths—Ubiquitin, Ribosomal S5, and Ribosomal L29e—are
featured in the discussion below.

4.1

Pseudogenes Across Many Protein Families Show Steady Devolution as

Mutations Accumulate
A pipeline was created to characterize the DCA energies of protein families
featured in the human genome with at least one parent protein-pseudogene pair,
catalogued by Pseudofam. I developed a Python script to extract a qualifying protein
family’s MSA from Pfam, as well as the pseudogene family’s MSA from Pseudofam.
The sequences in the pseudogene family MSA were filtered to remove any special
characters and then aligned to the protein family MSA using its HMM profile (calculated
by the HMMER hmmalign package). Any poorly aligned pseudogene family sequences
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were pruned from the MSA. Afterwards, the DCA energies of both the protein and
pseudogene family MSAs were determined.
As neither the protein nor the pseudogene family MSAs include the parent protein
or pseudogene identifiers denoted by Pseudofam for the human genome, the parent
protein and pseudogene sequences were analyzed in a similar pipeline as described
above. The parent protein sequence was pulled from Ensembl, while the nucleotide
sequence of the parent’s pseudogene was translated using EMBOSS Transeq in a reading
frame beginning with the first nucleotide. No post-transcriptional alterations of
pseudogenes were assumed. All parent protein and pseudogene sequences were aligned to
the protein family MSA using its HMM profile. The DCA energies of the reasonably
aligned parent proteins and pseudogenes were calculated14. The genetic distance between
every pair consisting of a pseudogene and its parent protein was quantified by counting
the number of observed substitutions15 between their aligned sequences. The
corresponding energetic instability introduced by these substitutions was calculated by
taking the difference of the pair’s DCA energies.
These parent protein-pseudogene pairs were compared to all protein-protein pairs
constrained by natural selection within the protein family. These protein pairs consist of
various combinations of parent proteins and the family MSA sequences, i.e. parent
protein-parent protein, parent protein-MSA protein, and MSA protein-MSA protein pairs.
The devolution of a protein family’s pseudogenes over evolutionary time was
approximated by plotting the difference of each parent protein and pseudogene pair’s

14

Histograms of the DCA energies of pseudogenes, parent proteins, and MSA proteins of select protein
families (Figures A.1, A.2, and A.3) are included in the Appendix. Pseudogenes, relative to parent proteins
and MSA proteins, display greater variance in DCA energies.
15
As DCA counts gaps as an amino acid, gaps were counted as substitutions.
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DCA energies versus their genetic distance. These data points were plotted alongside the
all protein-protein pairs DCA energy differences (symmetrized as there is no preferential
order) and substitution values (Figures 4.1- 4.3). A linear correlation between the DCA
energy difference and genetic distance was assumed and the scatterplots were fit with
linear lines forced through the origin, as an energy difference should not arise without
molecular alterations.
Across most protein families, these scatterplots demonstrated a trend of
decreasing pseudogene DCA energies with increasing residue substitution number, as
indicated by the positive slope of the linear fit. Tables included in each scatterplot denote
the slopes, Pearson correlation coefficients16, and Spearman’s rank correlation
coefficients17 of the parent protein-pseudogene and symmetrized all protein-protein pairs.
The estimated confidence intervals of these table parameters, calculated with
bootstrapping, are in parenthesis next to said parameters.

16

The Pearson correlation coefficient is a widely-used metric of the linear correlation between two
variables 𝑋 and 𝑌. A coefficient ranges in value from 1 to -1, with the former indicating a total positive
linear correlation while the former a total negative linear correlation. The coefficient for a population,
commonly denoted by 𝜌, is defined as:
𝐶𝑜𝑣𝑎𝑟𝑖𝑎𝑛𝑐𝑒(𝑋, 𝑌)
𝜌=
𝜎O ∙ 𝜎P
17

The Spearman’s rank correlation coefficient, ranging from -1 to 1, measures the monotonic relationship
between two variables 𝑋 and 𝑌. A coefficient value of 1 indicates that the two variables are monotonically
related, with the greater 𝑋 values corresponding with greater 𝑌 values. If the coefficient value is -1, as 𝑋
increases, 𝑌 decreases. The coefficient does not indicate whether for example 𝑋 and 𝑌 are linearly related.
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Figures 4.1: The DCA energies of all translated pseudogenes of Ubiquitin decreased with more mutations. Ubiquitin,
approximately 70 residues in length, is a eukaryotic regulatory protein that tags proteins for degradation or alters their
function.

20
Figures 4.2: The pseudogenes of Ribosomal S5, descending from one parent gene, repeat the global pattern of
decreasing DCA energies. Ribosomal S5, about 65 residues in length, is the N-terminus domain of the protein forming
part of the eukaryotic small ribosomal subunit.

Figures 4.3: All Ribosomal L29e pseudogenes descend from one parent gene and linearly decrease in DCA energy.
Ribosomal L29e proteins belongs to the eukaryotic large (60S) ribosomal subunit. Most large subunit proteins stabilize
the ribosomal RNA.

In order to clearly display the trends of the parent protein-pseudogene and all
protein-protein pairs, each sets’ DCA energy difference values within each interval of 10
substitutions were binned. Within each bin, the mean and standard deviation of the DCA
energy differences were measured. Scatterplots of the pairs’ bin means, with standard
deviation serving as the points’ error bars, versus the bin’s median substitution values
included the unmodified pairs’ linear fits (Figures 4.4-4.6). The parent protein-
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pseudogene pairs’ mean DCA energy differences linearly increased as expected, while
the standard deviation of each bin did not mirror the same pattern.
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Figures 4.4, 4.5, and 4.6: The binned parent protein-pseudogene and all protein-protein pairs clearly demonstrate the
linear devolution of pseudogenes of ubiquitin, Ribosomal S5, and Ribosomal L29e.
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4.2

Pseudogenes Evolutionary Energies Mirror those of Randomly Mutated

Gene Sequences
The parent protein- pseudogene pairs of protein families with eight or more
pairs18 were further compared with parent proteins randomly mutated on the nucleotide
and amino acid scale. Numerous mutated parent proteins and translated mutated parent
genes were generated— each with randomly chosen mutation count, mutation site
indices, and the mutated residue identities. The mutated parent proteins were produced
through direct manipulation of the aligned sequences of parent proteins, then paired to
their original, unmodified sequences. The DCA energy differences of parent proteinmutated parent proteins and parent protein-pseudogene pairs as a function of genetic
distance were compared (Figures 4.7 and 4.9). All linear fits for the data points were
forced through the origin, as an energy difference should not be observed without any
residue modifications. As previously implemented with the all protein-protein pairs,
scatterplots with binned iterations of the pairs’ data points were generated (Figures 4.8
and 4.10).

18

This tunable threshold lent statistical significance to calculations. Forty-one families met this threshold,
nearly half of which were ribosomal protein families.
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Figures 4.7 and 4.8: The parent protein-mutated parent protein and parent protein-pseudogene pairs of ubiquitin overlap
strongly, with pseudogenes slightly more energetically stable than mutated parent proteins.
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Figures 4.9 and 4.10: As observed with Ubiquitin, Ribosomal S5 pseudogenes are more energetically stable than
mutated parent proteins.
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The translated mutated nucleotide sequences were produced after the parent
gene’s sequence was retrieved from Ensembl and mutated. The mutant was translated
with EMBOSS Transeq (assuming no post-transcriptional modifications) and mapped to
the aligned parent protein configuration, then paired with the parent protein sequence. As
previously performed for parent protein-mutated parent protein pairs, scatterplots
(Figures 4.11 and 4.13) and their binned iterations (Figures 4.12 and 4.14) featuring the
parent protein-translated mutated parent gene pairs and parent protein-pseudogene pairs
were created.
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Figures 4.11 and 4.12: The parent protein-pseudogene and parent protein-translated mutated parent gene pairs of
ubiquitin overlap, yet the pseudogenes are more energetically unstable than mutated translated parent genes.
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Figures 4.13 and 4.14: As observed with Ubiquitin, Ribosomal S5 pseudogenes are more energetically stable than
mutated translated parent genes.

In order to condense the results across multiple protein families and compare
relative devolution rates, a scatterplot was generated with each data point denoting a
family’s parent protein- mutated parent protein pairs slope versus parent proteinpseudogene pairs slope (Figures 4.15 and 4.16). The points were illustrated with family
parameters including family length (extracted from Pfam) to identify any correlations in
the scatterplot distributions. A linear line was superimposed to easily identify relative
distributions.
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Figures 4.15 and 4.16: In this global analysis plotting each family’s parent protein-pseudogene pair slopes versus parent
protein- mutated parent protein pair slopes, mutated parent proteins devolved more rapidly than pseudogenes in almost
all families. The distribution of points was not correlated with parameters including family length or the number of
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gaps. Protein families with pseudogenes that behaved similarly to mutated parent proteins had greater average identity
in the full alignment (%).

The linear slopes for the parent protein- pseudogene and parent protein- translated
mutated parent gene pairs across all families were also condensed into a scatterplot with
each point representing a family (Figures 4.17 and 4.18).
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Figures 4.17 and 4.18: In this global analysis plotting each family’s parent protein-pseudogene pair slopes versus parent
protein-translated mutated parent gene pair slopes, the pseudogenes in over half of the protein families devolve more
rapidly than translated mutated parent genes. Similar Figures 4.15 and 4.16, the graph’s distribution displayed a slight
correlation with the families’ average alignment identity (%), with families with greater pseudogene devolution
associated with greater identity values.
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Chapter 5

Discussion and Future Directions

In this thesis project, the DCA energies and rates of devolution of pseudogenes
and genes experiencing selection pressure were compared. The observed number of
mutations, an approximate measure of the genetic distance between translated
pseudogenes and these genes, is proportional to the evolutionary time. A trend across
multiple protein families was observed (select families featured in Figures 4.1-4.3) which
showed that pseudogene DCA energies decrease approximately linearly as mutations
accumulate. As shown in Figures 4.4-4.6, the standard deviation in the pseudogene DCA
energies did not mirror the linear increase, potentially an artifact of the low pseudogene
counts within certain substitution intervals. Comparing bins at the same median
substitution value, the parent protein-pseudogene pairs’ and all protein-protein pairs’
error bars tended to avoid overlap across substitution values
While the distributions of parent protein-pseudogene and all protein-protein pairs
did not closely overlap, the DCA energies of pseudogenes, mutated translated parent
genes, and mutated parent proteins appeared more closely related. Ubiquitin and
Ribosomal S5 pseudogenes were lower in DCA and subsequently more unstable than
mutated translated parent genes (Figures 4.11-4.14), with the inverse observed with
mutated parent proteins (Figures 4.7-4.10). Mutated parent proteins (Figures 4.15 and
4.16) and translated mutated parent genes (Figures 4.17 and 4.18) in respectively most
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and over half of protein families mirrored this pattern. These global patterns suggest that
pseudogenes accumulate less or more non-synonymous mutations than parent genes over
time; accounting for calculation errors, pseudogenes appear analogous to randomly
mutating parent genes. Pseudogenes however do not deteriorate as rapidly as randomly
mutated parent proteins.
The presented results support the hypothesis that pseudogenes experience little to
no selection pressure, with human pseudogenes of all classes consequently becoming
more energetically unstable due to an unregulated accumulation of mutations over
evolutionary time. This study is the first to attempt to characterize the evolutionary
energies of pseudogenes on a large, protein family-level scale. Further comparative
studies quantifying the Associative Memory, Water Mediated, Structure and Energy
Model (AWSEM)19 energies and AWSEM frustration patterns of parent proteins and
translated pseudogenes across protein families with eight or more pairs are currently in
the works. Preliminary results indicate pseudogenes also tend to have decreased AWSEM
energies and increased frustration relative to their parent proteins.
While previous work has attempted to examine the stability of select translated
yeast pseudogenes (Shidhi et al., 2014), our ongoing work to predict the structures and
19

Since a protein’s structure evolves more slowly than its sequence (as many sequences can fold into
similar configurations due to the funneled nature of energy landscapes), utilizing a protein’s homologs will
greatly assist in predicting its tertiary structure. The funneled nature of proteins energy landscapes,
quantifiable by energy landscape theory, leads the cooperativity of folding. The most funneled and
transferable energy landscape possible is obtained through examining available homologous protein
structures. With this objective, energy landscape theory can learn the parameters for the energy functions
that dictate folding kinetics and structure prediction. The AWSEM force field is a three-bead per residue
protein structure prediction model, developed by the Wolynes and Papoian groups, dominated by physical
forces including water-mediated interactions and hydrogen bonds. AWSEM features a term that biases
sequences nine residues or shorter towards homologous proteins conformations in order to infer the manybody interactions that arise from the model’s coarse-grained force field. These local fragment memory
terms prove to be further useful, as these short-range interactions become relevant in the collapsed protein
and can contribute to more than a third of the native structure gap in the folding funnel (Davtyan et al.,
2012).
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AWSEM energies of translated human pseudogenes across multiple families will be the
first conducted to our knowledge. Alongside the AWSEM energy calculations, the
pseudogene selection temperatures are currently being calculated to be compared with
Morcos et al. values. Ultimately, pseudogenes DCA and AWSEM energies can be
compared with the native and randomized protein sequences energies presented by
Morcos et al.; we predict based on the results of this study that pseudogenes will be more
energetically stable than the randomized sequences, but less so than their counterparts
experiencing selection pressure. Furthermore, we expect that the pseudogene selection
temperatures will be higher than their parent proteins.
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Appendix
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Figures A.1, A.2, and A.3: Histograms of the DCA energies of pseudogenes, parent proteins, and MSA proteins for
Ubiquitin, Ribosomal S5, and Ribosomal L29e. These figures compile all pseudogenes at varying degrees of
devolution. Pseudogenes, compared to their parent proteins and MSA proteins, exhibit greater variance in DCA energy
values.
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