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ABSTRACT

Locality Sensitive Sampling for Extreme-Scale Optimization and Deep Learning

by

Beidi Chen

The exponential growth of data poses a number of challenges for scaling learning

algorithms in machine learning and deep learning problems. This thesis aims to explore and

tackle the computational challenges with randomized hashing algorithms and shed new light

on Locality Sensitive Hashing (LSH) as an adaptive sampler for large-scale estimations.

We first introduce the chicken-and-the-egg loop problem in large-scale optimization

algorithms. SGD estimates the gradient by uniform sampling with sample size one. There

have been several other works that suggest faster epoch-wise convergence by using weighted

non-uniform sampling for better gradient estimates. Unfortunately, the per-iteration cost of

maintaining this adaptive distribution for gradient estimation is more than calculating the

full gradient itself. We break this barrier by providing the first demonstration of an LSH

sampled stochastic gradient descent (LGD) that leads to superior gradient estimation while

keeping the sampling cost per iteration similar to that of the uniform sampling. Then we

show a case study on unique casualty estimation in the Syrian conflict, which we use the

same technique to solve.

Finally, we demonstrate the power of LSH Sampling in our Sub-LInear Deep learning

Engine (SLIDE), which drastically reduces the computations of extreme-scale neural net-

work training and outperforms an optimized implementation of Tensorflow (TF) on the best

available GPU with only a CPU. Our evaluations on industry-scale recommendation datasets,



with large fully connected architectures, show that training with SLIDE on a 44 core CPU is

more than 3.5 times (1-hour vs. 3.5-hours) faster than the same network trained using TF on

Tesla V100 at any given accuracy level. Besides the system, we present Densified Winner

Take All (DWTA) Hashing, a new hashing algorithm deployed in SLIDE.
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Chapter 1

Introduction

With the exponential growth of data volume, the capacities of machine learning (ML) or

deep learning (DL) models have scaled up to achieve the unprecedented performance on

tasks in many domains, such as recommendation systems [1, 2, 3, 4], natural language

processing [5, 6] and computer vision [7]. The community heavily relies on the progress

on the dedicated hardware, like Graphic Processing Units (GPU), to handle the increasing

computation and memory costs of ML or DL models. This thesis introduces the recent

advances of algorithmic alternatives, which shed new light on the classical data structure,

Locality Sensitive Hashing (LSH), to reduce efficiency bottlenecks.

1.1 Contributions

1.1.1 Lsh-sampling Breaks the Computation Chicken-and-egg Loop in Adaptive

Stochastic Gradient Estimation

Stochastic Gradient Descent or SGD is the most popular optimization algorithm for large-

scale problems. SGD estimates the gradient by uniform sampling with sample size one.

There have been several other works that suggest faster epoch-wise convergence by using

weighted non-uniform sampling for better gradient estimates. Unfortunately, the per-iteration

cost of maintaining this adaptive distribution for gradient estimation is more than calculating

the full gradient itself, which we call the chicken-and-the-egg loop. As a result, the false

impression of faster convergence in iterations, in reality, leads to slower convergence in
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time. In this paper, we break this barrier by providing the first demonstration of a scheme,

Locality sensitive hashing (LSH) sampled Stochastic Gradient Descent (LGD), which leads

to superior gradient estimation while keeping the sampling cost per iteration similar to that

of the uniform sampling. Such an algorithm is possible due to the sampling view of LSH,

which came to light recently. As a consequence of superior and fast estimation, we reduce

the running time of all existing gradient descent algorithms that rely on gradient estimates,

including Adam, Ada-grad, etc. We demonstrate the effectiveness of our proposal with

experiments on linear models as well as the non-linear BERT, which is a recent popular

deep learning based language representation model.

1.1.2 Unique Entity Estimation with Application to the Syrian Conflict

Entity resolution identifies and removes duplicate entities in large, noisy databases and

has grown in both usage and new developments as a result of increased data availability.

Nevertheless, entity resolution has tradeoffs regarding assumptions of the data generation

process, error rates, and computational scalability that make it a difficult task for real

applications. In this paper, we focus on a related problem of unique entity estimation, which

is the task of estimating the unique number of entities and associated standard errors in a data

set with duplicate entities. Unique entity estimation shares many fundamental challenges

of entity resolution, namely, that the computational cost of all-to-all entity comparisons

is intractable for large databases. To circumvent this computational barrier, we propose

an efficient (near-linear time) estimation algorithm based on locality sensitive hashing.

Our estimator, under realistic assumptions, is unbiased and has provably low variance

compared to existing random sampling based approaches. In addition, we empirically show

its superiority over the state-of-the-art estimators on three real applications. The motivation

for our work is to derive an accurate estimate of the documented, identifiable deaths in the
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ongoing Syrian conflict. Our methodology, when applied to the Syrian data set, provides

an estimate of 191, 874± 1772 documented, identifiable deaths, which is very close to the

Human Rights Data Analysis Group (HRDAG) estimate of 191,369. Our work provides

an example of challenges and efforts involved in solving a real, noisy challenging problem

where modeling assumptions may not hold.

1.1.3 Densified Winner Take All (WTA) Hashing for Sparse Datasets

WTA (Winner Take All) hashing has been successfully applied in many large-scale vision

applications. This hashing scheme was tailored to take advantage of the comparative

reasoning (or order based information), which showed significant accuracy improvements.

In this paper, we identify a subtle issue with WTA, which grows with the sparsity of the

datasets. This issue limits the discriminative power of WTA. We then propose a solution

to this problem based on the idea of Densification, which makes use of 2-universal hash

functions in a novel way. Our experiments show that Densified WTA Hashing outperforms

Vanilla WTA Hashing both in image retrieval and classification tasks consistently and

significantly.

1.1.4 SLIDE : In Defense of Smart Algorithms over Hardware Acceleration for

Large-Scale Deep Learning Systems

Deep Learning (DL) algorithms are the central focus of modern machine learning systems.

As data volumes keep growing, it has become customary to train large neural networks with

hundreds of millions of parameters to maintain enough capacity to memorize these volumes

and obtain state-of-the-art accuracy. To get around the costly computations associated with

large models and data, the community is increasingly investing in specialized hardware for

model training. However, specialized hardware is expensive and hard to generalize to a
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multitude of tasks. The progress on the algorithmic front has failed to demonstrate a direct

advantage over powerful hardware such as NVIDIA-V100 GPUs. This paper provides an

exception. We propose SLIDE (Sub-LInear Deep learning Engine) that uniquely blends

smart randomized algorithms, with multi-core parallelism and workload optimization. Using

just a CPU, SLIDE drastically reduces the computations during both training and inference,

outperforming an optimized Tensorflow (TF) implementation on the best available GPU.

Our evaluations on industry-scale recommendation datasets, with large fully connected

architectures, show that training with SLIDE on a 44 core CPU is more than 3.5 times

(1-hour vs. 3.5-hours) faster than the same network trained using TF on Tesla V100 at any

given accuracy level. On the same CPU hardware, SLIDE is over 10x faster than TF. We

provide codes and scripts for reproducibility.

1.2 Overview and Organization

In this thesis, we demonstrate how to use locality-sensitive hashing (LSH) for addressing

the computational and memory challenges in three distinct areas and how we also develop

several classical hashing algorithms in the literature. Chapter 2 provides the background

knowledge that is necessary to understand this thesis, and chapter 7 concludes this thesis

with a discussion on potential future directions.

• In chapter 3, we demonstrate our first exploration of the LSH sampling algorithm with

the LSH data structure as an adaptive sampler. We demonstrate this LSH sampling

approach by accurate gradient estimation while keeping the sampling cost per iteration

similar to that of the uniform sampling in stochastic gradient descent.

• In chapter 4, we show a case study of unique entity estimation with LSH sampling for

Syrian conflict deaths record counting.
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• In chapter 5, we propose, Densified Winner Take All Hashing(DWTA), a new algo-

rithm that belongs to LSH family, which is essential for sparse data.

• Finally, in chapter 6, we present SLIDE, a large-scale system for efficient neural

network training, that uniquely blends smart randomized algorithms, with multi-core

parallelism and workload optimization.
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Chapter 2

Background

2.1 Related Work for Locality Sensitive Hashing (LSH)

In this section, we first provide a review of Locality Sensitive Hashing (LSH) families and

several popular variants of LSH, including min-wise hashing, simHash and winner-take-all

hashing. Then we provide a new sampling view of LSH, which will be used for most of the

works introduced in this thesis.

2.1.1 Basics

Locality sensitive hashing (LSH) is a well-known probabilistic method of dimension reduc-

tion, which is widely used in computer science and in database engineering as a way of

rapidly finding approximate nearest neighbors [8]. More recently, locality sensitive hashing

has been utilized has a form of blocking in entity resolution, where one tries to achieve

scalability and avoid all-to-all record comparisons by placing records into “partitions” or

“blocks” either using deterministic or probabilistic methods.

Unlike other conventional forms of dimension reduction or blocking for entity resolution,

LSH uses all the features of a record, and can be adjusted to ensure that blocks are manage-

ably small, but then do not allow for further record linkage within blocks. For example, [9]

introduced novel data structures for sorting and fast approximate nearest-neighbor look-up

within blocks produced by LSH. Their approach gave a good balance between speed and

recall, but their technique is very specific to nearest neighbor search. In other related work,
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[10] proposed clustering-based blocking schemes that are variants on LSH. The first, transi-

tive locality sensitive hashing (TLSH) is based upon the community discovery literature such

that a soft transitivity (or relaxed form of transitivity) can be imposed across blocks. The

second, k-means locality sensitive hashing (KLSH) is based upon the information retrieval

literature and clusters similar records into blocks using a vector-space representation and

projections (KLSH had been used before in information retrieval but never with entity

resolution [11]). [10] showed that both KLSH and TLSH gave improvements over popular

methods in the literature such as traditional blocking, canopies [12], and k-nearest neighbors

clustering.

There are many variants of LSH and one popular form is min-wise hashing. All LSH

methods are defined by a type of similarity and a type of dimension reduction [13]. Recently,

[14] showed that min-wise hashing based approaches are superior to random projection

based approaches when the data is very sparse and feature poor. Furthermore, improvements

in computational speed can be obtained by using the recently proposed densification scheme

known as densified one permutation hashing (DOPH) [14, 15]. Specifically, the authors

proposed an efficient substitute for min-wise hashing, which only requires one permutation

(or one hash function) for generating many different hash values needed for indexing.

In short, the algorithm is linear (or constant) in the tuning parameters, making it very

computationally efficient.

2.1.2 Definition

In this thesis, we leverage LSH, which comes with sound mathematical formalism and

guarantees. LSH is widely used in computer science and database engineering as a way of

rapidly finding approximate nearest neighbors [16, 8]. Specifically, the variant of LSH that

we utilize is scalable to large databases, and allows for similarity based sampling of entities
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in less than a quadratic amount of time.

In LSH, a hash function is defined as y = h(x), where y is the hash code and h(·)
the hash function. A hash table is a data structure that is composed of buckets (not to be

confused with blocks), each of which is indexed by a hash code. Each reference item x is

placed into a bucket h(x).

More precisely, LSH is a family of functions that map vectors to a discrete set, namely,

h : RD ! {1, 2, · · · ,M}, where M is in finite range. Given this family of functions,

similar points (entities) are likely to have the same hash value compared to dissimilar points

(entities). The notion of similarity is specified by comparing two vectors of points (entities),

x and y. In this thesis, we only require a relaxed version LSH, and we define this below.

Formally, a LSH is defined by the following definition below:

Definition 1. (Locality Sensitive Hashing (LSH)) Let x1, x2, y1, y2 2 RD and suppose h

is chosen uniformly from a family H. Given a similarity metric, SIM(x, y), H is locality

sensitive if SIM(x1, x2) � Sim(y2, y3) then PrH(h(x1) = h(x2)) � PrH(h(y1) = h(y2)),

where PrH is the probability over the uniform sampling of h.

For approximate nearest neighbor search typically, p1 > p2 and c < 1 is needed. LSH

allows us to construct data structures that give provably efficient query time algorithms for

approximate nearest-neighbor problem with the associated similarity measure.

One sufficient condition for a hash family H to be a LSH family is that the collision

probability PrH(h(x) = h(y)) is a monotonically increasing function of the similarity

Sim, i.e.

PrH(h(x) = h(y)) = M(Sim(x, y)), (2.1)

where M is a monotonically increasing function. Essentially, similar items are more likely

to collide with each other under the same hash fingerprint. In fact, most of the popular
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Figure 2.1 : Example of LSH hash tables

known LSH family, such as SimHash (section 2.1.4), actually satisfies this stronger property.

It can be noted that Equation 2.1 automatically guarantees the two required conditions in

Definition 1 for any S0 and c < 1.

It was shown [16] that having a LSH family for a given similarity measure is sufficient

for efficiently solving a nearest-neighbor search problem in sub-linear time.

The algorithm uses two parameters, (K,L). We construct L independent hash tables

from the collection C. Each hash table has a meta-hash function H that is formed by

concatenating K random independent hash functions from F . Given a query, we collect

one bucket from each hash table and return the union of L buckets. Figure 2.1 shows the

visualization of the hash tables. Intuitively, the meta-hash function makes the buckets sparse

and reduces the number of false positives, because only valid nearest-neighbor items are

likely to match all K hash values for a given query. The union of the L buckets decreases

the number of false negatives by increasing the number of potential buckets that could hold

valid nearest-neighbor items.

The candidate generation algorithm works in two phases:
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1. Pre-processing Phase: We construct L hash tables from the data by storing all

elements x 2 C. We only store pointers to the vector in the hash tables because storing

whole data vectors is very memory inefficient.

2. Query Phase: Given a query Q; we will search for its nearest-neighbors. We report

the union from all of the buckets collected from the L hash tables. Note, we do not

scan all of the elements in C, we only probe L different buckets, one bucket for each

hash table.

After generating the set of potential candidates, the nearest-neighbor is computed by com-

paring the distance between each item in the candidate set and the query.

2.1.3 Minhashing

One of the most popular forms of LSH is minhashing [17], which has two key properties —

a type of similarity and a type of dimension reduction. The type of similarity used is the

Jaccard similarity and the type of dimension reduction is known as the minwise hash, which

we now define.

Let {0, 1}D denote the set of all binary D dimensional vectors, while RD refers to the

set of all D dimensional vectors (of records). Note that records can be represented as a

binary vector (or set) representation via shingling, BoW, or combining these two methods.

More specifically, given two record sets (or equivalently binary vectors) x, y 2 {0, 1}D, the

Jaccard similarity between x, y 2 {0, 1}D is

J =
|x \ y|
|x [ y| ,

where | · | is the cardinality of the set.

More specifically, the minwise hashing family applies a random permutation ⇡, on the

given set S, and stores only the minimum value after the permutation mapping, known as
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the minhash. Formally, the minhash is defined as hmin
⇡ (S) = min(⇡(S)), where h(·) is a

hash function.

Given two sets S1 and S2, it can be shown by an elementary probability argument that

Pr⇡(h
min
⇡ (S1) = hmin

⇡ (S2)) =
|S1 \ S2|
|S1 [ S2| , (2.2)

where the probability is over uniform sampling of ⇡. It follows from Equation 2.2 that

minhashing is a LSH family for the Jaccard similarity.

Densified One Permutation Hashing (DOPH)

LSH has been utilized for more than two-decades, where one can use LSH to reduce the

computational cost of entity resolution. More specifically, the main idea is to only match

records which have the same hash values, known as blocking or indexing. One major issue

with LSH is that the step of creating blocks (hash buckets) is expensive because it requires

several hash computations [18, 10]. However, it was recently shown that the several minwise

hashes of data can be computed in data reading time using the technique of Densified One

Permutation Hashing (DOPH). Subsequent works [14, 15] improved the statistical properties

of DOPH. [19] illustated that using DOPH one can get significant improvements over LSH,

which leads to the fastest approximate near-neighbor search algorithm. In this thesis, we

use the most recent variant of DOPH, which is significantly faster in practice compared

to minwise hashing. Since we use a shingle based representation for textual data, DOPH

is ideal for our proposed algorithm because the cost for blocking is the same as the data

reading cost, which is about 100 times faster than traditional minwise hashing. Throughout

the rest of the thesis, when we refer to minwise hashing will refer to the DOPH algorithm

for computing minhashes.
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2.1.4 Signed Random Projections (SimHash)

SimHash is a popular LSH for the cosine similarity measure, which originates from the

concept of Signed Random Projections (SRP) [20, 21]. Given a vector x, SRP utilizes

a random w vector with each component generated from i.i.d. normal distribution, i.e.,

wi ⇠ N(0, 1), and only stores the sign of the projection. Formally,

hsign
w (x) = sign(wTx). (2.3)

It was shown in the seminal work [22] that collision under SRP satisfies the following

equation:

Pr(hsign
w (x) = hsign

w (y)) = 1� ✓

⇡
, (2.4)

where ✓ = cos�1
⇣

xT y
||x||2·||y||2

⌘
. The term xT y

||x||2·||y||2 , is the cosine similarity. There is a variant

of SimHash that performs similar to the original one [21] where, instead of wi ⇠ N(0, 1),

we choose each wi independently as either +1 or -1 with probability 1
2 . Since 1 � ✓

⇡ is

monotonic with respect to cosine similarity S , SimHash is a valid LSH.

2.1.5 Winner Takes ALL (WTA) Hashing

[23] pointed out the importance of relative attributes in the vision community. It suggested

that for a given vector x, the information that the attribute xi is dominant over some

other attribute xj has stronger discriminative powers compared to other features. It was

further shown in [24] that comparative reasoning (or order information) among attributes

is a very informative feature and similarities based on such comparisons lead to superior

performances compared to widely adopted measures like L2 distances. However, kernel

based (or similarity based) learning is computationally slow. To mitigate this problem,

Winner Takes ALL (WTA) Hashing was proposed. The simplicity, scalability, and power

of WTA hashing were quite appealing and it has been successfully used by commercial
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big-data companies to scale up the task of object detection significantly [25]. WTA hashing

generates a set of random samples of K attributes, using a random permutation ⇥, and stores

the index of the attribute with the maximum weight.

2.1.6 LSH for Estimations and Sampling

An item returned as candidate from a (K,L)-parameterized LSH algorithm is sampled with

probability 1� (1� pK)L, where p is the collision probability of LSH function. The LSH

family defines the precise form of p used to build the hash tables. This sampling view of

LSH was first utilized to perform adaptive sparsification of deep networks in near-constant

time, leading to efficient backpropagation algorithm [26].

A year later, [27] demonstrated the first theory of using these samples for unbiased

estimation of partition functions in log-linear models. More specifically, the authors showed

that since we know the precise probability of sampled elements 1� (1� pK)L, we could

design provably unbiased estimators using importance sampling type idea. This was the first

demonstration that random sampling could be beaten with roughly the same computational

cost as vanilla sampling. [28] used the same approach for unbiased estimation of anomaly

scoring function. [29] rigorously formalized these notions and showed provable improve-

ments in sample complexity of kernel density estimation problems. Recently, [30] used the

sampling in a very different context of connected component estimation for unique entity

counts.

MIPS Sampling

Recent advances in maximum inner product search (MIPS) using asymmetric locality

sensitive hashing has made it possible to sample large inner products.

In this thesis, it is safe to assume that given a collection C of vectors and query vector Q,
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using (K,L)-parameterized LSH algorithm with MIPS hashing [31], we get a candidate set

S that every element xi 2 C is sampled with probability pi  1, where pi is a monotonically

increasing function of Q · xi. Thus, we can pay a one-time linear cost of preprocessing

C into hash tables, and any further adaptive sampling for query Q only requires few hash

lookups. We can also compute the probability of getting x. Figure 2.2 shows the sampling

process using LSH.

The sampling scheme is not a valid distribution, i.e.,
P

x
i

2C pi 6= 1. In addition, given

a query, the probability of sampling xi is not independent of the probability of sampling

xj (i 6= j). However, we can still use it for unbiased estimation. Details of such sampling

are included in [27]. In fact, the form of sampling probability pi is quite unusual. pi is a

monotonic function of q · xi because pi = (1 � (1 � g(q · xi))K)L, where g(q · xi) is the

collision probability.
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2.2 Related Work for Casualty Estimation in Syrian Conflict

2.2.1 Definition and Literature

One important subtask of entity resolution [32, 33, 34, 35] is estimating the number of

unique entities (records) n out of M > n duplicated entities, which we defined as unique

entity estimation. In this section, we review random sampling-based approaches to Unique

Entity Estimation tasks briefly.

To our knowledge, only two random sampling based methodologies satisfy such require-

ments. [36] proposed sampling a large enough subgraph to estimate the total number of

connected components based on the properties of the sub-sampled subgraph. Also, [37]

proposed finding connected components with high probability by sampling random vertices

and then visiting their associated components using breadth-first search (BFS). One major

issue with random sampling is that most sampled pairs are unlikely to be matches (no edge)

providing nearly no information, as the underlying graph is generally very sparse in practice.

Randomly sampling vertices and running BFS required by [37] are very likely to result in

singleton vertices because many records are themselves unique in entity resolution data

sets. In addition, finding all possible connections of a given vertex would require O(M)

query for edges. A query for edges corresponds to the query for actual link between two

records. Sub-sampling a sub-graph, as in [36], of size s requires O(s2) edge queries to

completely observe it. Thus, s should be reasonably small in order to scale. Unfortunately,

requiring a small s hurts the variance of the estimator. We show that the accuracy of both

aforementioned methodologies is similar to the non-adaptive variant of our estimator which

has provably large variance. In addition, we show both theoretically and empirically that the

methodologies based on random sampling lead to poor estimators.
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2.2.2 Syrian Handmatched Data Set

With the help from to Human Rights Data Analysis Group (HRDAG), we have access to

four databases from the Syrian conflict which cover roughly the same period, March 2011 –

April 2014, namely, the Violation Documentation Centre (VDC), Syrian Center for Statistics

and Research (CSR-SY), Syrian Network for Human Rights (SNHR), and Syria Shuhada

website (SS). Each database lists a different number of recorded victims killed in the Syrian

conflict, along with available identifying information including full Arabic name, date of

death, death location, and gender.

We describe how HRDAG’s training data on the Syrian data set was created, which we

use in chapter 4. We would like to note that we only use a small fraction of the training data

for two reasons. The first is so that we can see how close our estimate is in practice to their

original handmatched estimate, given that such a large portion of the data was handmatched.

Second, we want to avoid using too much training data to avoid biases and also because

such handmatching efforts would not be possible moving forward as the Syrian conflict

continues, and our small training data set is meant for one moving forward in practice.

First, all documented deaths recorded by any of the documentation groups were concate-

nated together into a single list. From this list, records were broadly grouped according to

governorate and year. In other words, all killings recorded in Homs in 2011 were examined

as a group, looking for records with similar names and dates.

Next, several experts review these “blocks”, sometimes organized as pairs for comparison

and other times organized as entire spreadsheets for review. These experts determine whether

pairs or groups of records refer to the same individual victim or not. Pairs or groups of

records determined to refer to the same individual are assigned to the same “match group.”

All of the records contributing to a single “match group” are then combined into a single

record. This new single record is then again examined as a pair or group with other records,
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in an iterative process.

For example, two records with the same name, date, and location may be identified as

referring to the same individual, and combined into a single record. In a second review

process, it may be found that that record also matches the name and location, but not date,

of a third record. The third record may list a date one week later than the two initial records,

but still be determined to refer to the same individual. In this second pass, information from

this third record will also be included in the single combined record.

When records are combined, the most precise information available from each of the

individual records is kept. If some records contain contradictory information (for example, if

records A and B record the victim as age 19 and record C records age 20) the most frequently

reported information is used (in this case, age 19). If the same number of records report each

piece of contradictory information, a value from the contradictory set is randomly selected.

Three of the experts are native Arabic speakers; they review records with the original

Arabic content. Two of the experts review records translated into English. These five

experts review overlapping sets of records, meaning that some records are evaluated by two,

three, four, or all five of the experts. This makes it possible to check the consistency of the

reviewers, to ensure that they are each reaching comparable decisions regarding whether

two (or more) records refer to the same individual or not.

After an initial round of clustering, subsets of these combined records were then re-

examined to identify previously missed groups of records that refer to the same individual,

particularly across years (e.g., records with dates of death 2011/12/31 and 2012/01/01 might

refer to the same individual) and governorates (e.g., records with neighboring locations of

death might refer to the same individual).
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2.2.3 Shingling

In entity resolution tasks, each record can be represented as a string of information. For

example, each record in the Syrian data set can be represented as a short text description

of the person who died in the conflict. In this thesis, we use a k-grams based shingle

representation, which is the most common representation of text data and naturally gives

a set token (or k-grams). That is, each record is treated as a string and is replaced by a

“bag” (or “multi-set”) of length-k contiguous sub-strings that it contains. Since we will use a

k-gram based approach to transform the records, our representation of each record will also

be a set, which consists of all the k-contiguous characters occurring in record string. As an

illustration, for the record BAKER, TED, we separate it into a 2-gram representation. The

resulting set is the following:

BA, AK, KE, ER, RT, TE, ED.

In another example, consider Sammy, Smith, whose 2-gram set representation is

SA, AM, MM, MY, YS, MS, SM, MI, IT, TH.

We now have two records that have been transformed into a 2-gram representation. Thus,

for every record (string) we obtain a set ⇢ U , where the universe U is the set of all possible

k-contiguous characters.
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Chapter 3

Lsh-sampling Breaks the Computation Chicken-and-egg
Loop in Adaptive Stochastic Gradient Estimation

3.1 Motivation

Stochastic gradient descent or commonly known as SGD is the most popular choice of

optimization algorithm in large-scale setting for its computational efficiency. A typical

interest in Machine Learning is to minimize the average loss function f over the training

data, with respect to the parameters ✓, i.e., the objective function of interest is

✓⇤ = argmin
✓

F (✓) = argmin
✓

1

N

NX

i=1

f(xi, ✓). (3.1)

Throughout this chapter, our training data D = {xi, yi}Ni=1 will have N instances with

d dimensional features xi 2 Rd and labels yi. The labels can be continuous real valued

for regression problems. For classification problem, they will take value in a discrete set,

i.e., yi 2 {1, 2, · · · , K}. Typically, the function f is convex, thus a Gradient Descent

(GD) algorithm can achieve the global optimum. The objective function for least squares,

f(xi, ✓) = (✓ · xi � yi)2, used in regression setting is a classical example of f .

SGD [38] samples an instance xj uniformly from N instances, and performs the gradient

descent update:

✓t = ✓t�1 � ⌘trf(xj, ✓t�1), (3.2)

where ⌘t is the step size at the tth iteration. The gradient rf(xj, ✓t�1) is only evaluated on

xj , using the current ✓t�1. It should be noted that a full gradient of the objective is given by
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the average 1
N

PN
i=1 rf(xi, ✓t�1). Thus, a uniformly sampled gradient rf(xj, ✓t�1) is an

unbiased estimator of the full gradient, i.e.,

E(rf(xj, ✓t�1)) =
1

N

NX

i=1

rf(xi, ✓t�1). (3.3)

This is the key reason why, despite only using one sample, SGD still converges to the local

minima, analogously to full gradient descent, provided ⌘t is chosen properly [39, 38].

It is known that the convergence rate of SGD is slower than that of the full gradient

descent [40]. Nevertheless, the cost of computing the full gradient requires O(N) evalua-

tions of rf compared to just O(1) evaluation in SGD. Thus, with the cost of one epoch

of full gradient descent, SGD can perform O(N) epochs, which overcompensates the slow

convergence (One epoch is one pass of the training data). Therefore, despite slow con-

vergence rates, SGD is almost always the chosen algorithm in large-scale settings as the

calculation of the full gradient in every epoch is prohibitively slow. Further improving SGD

is still an active area of research. Any such improvement will directly speed up most of the

state-of-the-art algorithms in machine learning.

The slower convergence of SGD in iterations is expected due to the poor estimation of

the gradient (the average) by only sampling a single instance uniformly. Clearly, the variance

of the one-sample estimator is high. As a consequence, there have been several efforts in

finding better sampling strategies for estimating the gradients [41, 42, 43, 44]. The key idea

behind these methods is to replace sampling from a uniform distribution with sampling from

a weighted distribution which leads towards a lower and even optimal variance.

However, obtaining the optimal weighted distribution is not a straightforward task, due

to its correlation with the L2 norm of the gradients. Therefore, whenever the parameters

and the gradients change, the weighted distribution has to change. Unfortunately, as argued

in [45, 46], all of these adaptive sampling methods for SGD, suffer from what we call the

chicken-and-egg loop – adaptive sampling improves stochastic estimation but maintaining
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the required adaptive distribution will cost up to O(N) per iteration, which is also the cost

of computing the full gradient exactly (or at least not O(1)). Not surprisingly [47] showed

another O(N) scheme that improves the running time compared with SGD using O(N)

leverage scores [48] sampling. However, as noted O(N) per iteration is prohibitive.

To the best of our knowledge, there does not exist any generic sampling scheme for

adaptive gradient estimation, where the cost of maintaining and updating the distribution,

per iteration, is O(1) which is comparable to SGD. Our work provides first such sampling

scheme utilizing the recent advances in sampling and unbiased estimation using Locality

Sensitive Hashing [26, 27].

3.1.1 Adaptive Sampling for SGD

For non-uniform sampling, we can sample each xi with an associated weight wi. These wi’s

can be tuned to minimize the variance. It was first shown in [44], that sampling xi with prob-

ability in proportion to the L2 norm (euclidean norm) of the gradient, i.e. ||rf(xi, ✓t�1)||2,

leads to the optimal distribution that minimizes the variance. However, sampling xi with

probability in proportion to wi = ||rf(xi, ✓t�1)||2, requires first computing all the wi’s,

which change in every iteration because ✓t�1 gets updated. Therefore, maintaining the

values of wi’s is even costlier than computing the full gradient. [45] proposed to mitigate

this overhead partially by exploiting additional side information such as the cluster structure

of the data. Prior to the realization of optimal variance distribution, [41] and [42] proposed

to sample a training instance with a probability proportional to the Lipschitz constant of

the function f(xi, ✓t�1) or rf(xi, ✓t�1) respectively. It is worth mentioning that before

these works, a similar idea was used in designing importance sampling-based low-rank

matrix approximation algorithms. The resulting sampling methods, known as leverage score

sampling, are again proportional to the squared Euclidean norms of rows and columns of
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the underlying matrix [49]. Nevertheless, as argued, in [45], the cost of maintaining the

distribution is prohibitive.

The Chicken-and-Egg Loop: In summary, to speed up the convergence of stochastic

gradient descent, we need non-uniform sampling for better estimates (low variance) of

the full gradient. Any interesting non-uniform sampling is dependent on the data and

the parameter ✓t which changes in every iteration. Thus, maintaining the non-uniform

distribution for estimation requires O(N) computations to calculate the weight wi, which is

the same cost as computing it exactly. It is not even clear that there exists any sweet and

adaptive distribution which breaks this computational chicken-and-egg loop. We provide the

first affirmative answer by giving an unusual distribution which is derived from probabilistic

indexing based on locality sensitive hashing.

3.1.2 Contributions

In this chapter, we propose a novel LSH-based sampler, that breaks the aforementioned

chicken-and-egg loop. Our algorithm, which we call LSH sampled Stochastic Gradient

Descent (LGD), are generated via hash lookups which have O(1) cost. Moreover, the

probability of selecting xi is provably adaptive. Therefore, the current gradient estimates is

likely to have lower variance, compared to a single sample SGD, while the computational

complexity of sampling is constant and of the order of SGD sampling cost. Furthermore, we

demonstrate that LGD can be utilized to speed up any existing gradient-based optimization

algorithm such as AdaGrad [50]. We also show the power of LGD with experiments on both

linear and non-linear models.

As a direct consequence, we obtain a generic and efficient gradient descent algorithm

which converges significantly faster than SGD, both in terms of iterations as well as running

time. It should be noted that rapid iteration or epoch-wise convergence alone does not imply
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Figure 3.1 : The work-flow of LGD Algorithm

computational efficiency. For instance, Newtons method converges faster, epoch-wise, than

any first-order gradient descent, but it is prohibitively slow in practice. The wall clock time

or the amount of floating point operations performed to reach convergence should be the

metric of consideration for useful conclusions.

Accuracy Vs Running Time: It is rare to see any fair (same computational setting)

empirical comparisons of SGD with existing adaptive SGD schemes, which compare the

improvement in accuracy with respect to running time on the same computational platform.

Almost all methods compare accuracy with the number of epochs. It is unfair to SGD which

can complete O(N) updates at the computational cost (or running time) of one update for

adaptive sampling schemes.

3.2 The LGD Algorithm

3.2.1 A Generic Framework for Efficient Gradient Estimation

Our algorithm leverages the efficient estimations using locality sensitive hashing, which

usually beats random sampling estimators while keeping the sampling cost near-constant.

We first provide the intuition of our proposal, and the analysis will follow. Figure 3.1 shows
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the complete work-flow of LGD algorithm. Consider least squares regression with loss

function 1
N

PN
i=1(yi � ✓t · xi)2, where ✓t is the parameter in the tth iteration. The gradient is

just like a partition function in classical discrete system. If we simply follow the procedures

in [27], we can easily show a generic unbiased estimator via adaptive sampling. However,

better sampling alternatives are possible.

Observing that the gradient, with respect to ✓t concerning xi, is given by 2(yi� ✓t ·xi)xi,

the L2 norm of the gradient can therefore be written as an absolute value of inner product.

krf(xi, ✓t)k2 =
��2(✓t · xi � yi)kxik2

�� = 2
��[✓t,�1] · [xikxik2, yikxik2]

��, (3.4)

where [✓t,�1] is a vector concatenation of ✓ with �1. According to [45],

w⇤
i =

krf(xi, ✓t)k2PN
j=1 krf(xj, ✓t)k2

is also the optimal sampling weight for xi. Therefore, if the data is normalized, we should

sample xi in proportion to wi⇤ =
��[✓t,�1] · [xi, yi]

��, i.e. large magnitude inner products

should be sampled with higher probability.

As argued, such sampling process is expensive because w⇤
i changes with ✓t. We address

this issue by designing a sampling process that does not exactly sample with probability w⇤
i

but instead samples from a different weighted distribution which is a monotonic function

of w⇤
i . Specifically, we sample from wlsh

i = f(w⇤
i ), where f is some monotonic function.

Before we describe the efficient sampling process, we first argue that a monotonic sampling

is a good choice for gradient estimation. Figure 3.2 helps visualize the relation among

optimal weighted distribution (target), uniform sampling in SGD and adaptive sampling in

LGD.

For any monotonic function f , the weighted distribution wlsh
i = f(w⇤

i ) is still adaptive

and changes with ✓t. Also, due to monotonicity, if the optimal sampling prefers xi over xj

i.e. w⇤
i � w⇤

j , then monotonic sampling will also have same preference, i.e., wlsh
i � wlsh

j .
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Target 
LSH  
Uniform 

Figure 3.2 : shows the optimal weighted distribution (target), uniform sampling in SGD and

adaptive sampling in LGD.

The key insight is that there are two quantities in the inner product (equation 3.4),

[✓t,�1] and [xi, yi]. With successive iteration, [✓t,�1] changes while [xi, yi] is fixed. Thus,

it is possible to preprocess [xi, yi] into hash tables (one time cost) and query with [✓t,�1] for

efficient and adaptive sampling. With every iteration, only the query changes to [✓t+1,�1],

but the hash tables remains the same. Few hash lookups are sufficient to sample xi for

gradient estimation adaptively. Therefore, we only pay one-time preprocessing cost of

building hash tables and few hash lookups, typically just one, in every iteration to get a

sample for estimation.

There are a few more technical subtleties due to the absolute value of inner product
��[✓t,�1[·[xi, yi]

��, rather than the inner product itself. However, the square of the absolute

value of the inner product

��[✓t,�1] · [xi, yi]
��2 = T ([✓t,�1]) · T ([xi, yi]),

can also be written as an inner product as it is a quadratic kernel, and T is the corresponding
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feature expansion transformation. Again square is monotonic function, and therefore, our

sampling is still monotonic as composition of monotonic functions is monotonic. Thus,

technically we hash T ([xi, yi]) to create hash tables and the query at tth step is T ([✓t,�1]).

Once an xi is sampled via LSH sampling (Algorithm 2), we can precisely compute the

probability of its sampling, i.e., pi . It is not difficult to show that our estimation of full

gradient is unbiased (section 3.2.3).

Algorithm 1: LSH-Sampled Stochastic gradient Descent (LGD) Algorithm
1: Input: D = xi, yi, N , ✓0, ⌘

2: Input: LSH Family H , parameters K, L

3: Output: ✓⇤

4: HT = preprocess xlsh, ylsh and then put [xi
lsh, y

i
lsh] into LSH Data structure.

5: Get x0
train, y0train from preprocessed data

6: t = 0

7: while NotConverged do

8: xi
lsh, p = Sample(H,HT, K, [✓t,�1]) (Algorithm 2)

9: Get xi0
train, yi0train from preprocessed data

10: ✓t+1 := ✓t � ⌘t(
rf(xi

0
train

,✓
t

)
p⇥N )

11: end while

12: return ✓⇤

3.2.2 Algorithm and Implementation Details

We first describe the detailed step of our gradient estimator in Algorithm 1. We also provide

the Sampling Algorithm 2 with detail. Assume that we have access to the right LSH

function h, and its collision probability expression cp(x, y) = Pr(h(x) = h(y)). For linear
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Algorithm 2: Sample
1: Input: H (Hash functions), HT [][] (L Hash Tables), K, Query

2: cp(x,Q) is Pr(h(x)= h(Q)), under given LSH

3: Output: sampled data x, sampling probability p

4: l, S = 0

5: while true do

6: ti = random(1, L)

7: bucket = H(Query, ti) (table specific hash)

8: if HT[ti][bucket] = empty then

9: l++

10: end if

11: S = |HT [ti][bucket]| (size of bucket)

12: x = randomly pick one element from HT [ti][bucket]

13: break;

14: end while

15: p = cp(x,Query)K(1� cp(x,Query)K)l�1 ⇥ 1
S

16: return x, p

regression, we can use signed random projections, simhash [51], or MIPS hashing. With

normalized data, simhash collision probability is cp(x, y) = 1 � cos�1( x·y
kxk2kyk2

)

⇡ , which is

monotonic in the inner product. Furthermore, we centered the data we need to store in the

LSH hash table to make the simhash query more efficient.
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LGD with Adaptive Learning Rate

The learning rate or step size ⌘ in SGD is a one parameter approximation to the inverse

of the Hessian (second order derivative) [52]. Time based (or step based) decay and

exponential decay [53] have been empirically found to work well. Furthermore, [50]

proposed the popular AdaGrad which is dimension specific adaptive learning rate based on

first order gradient information. Although the methods mentioned above also help improve

the convergence of SGD by tweaking the learning rate, LGD is not an alternative but a

complement to them. In LGD implementation, AdaGrad as well as those learning rate decay

methods are customized options that can be used in conjunction.

Running Time of Sampling

The computational cost of SGD sampling is merely a single random number generator. The

cost of gradient update (equation 3.2) is one inner product, which is d multiplications. If we

want to design an adaptive sampling procedure that beats SGD, the sampling cost cannot be

significantly larger than d multiplications.

The cost of LGD sampling (Algorithm 2) is K ⇥ l hash computations followed by l + 1

random number generator, (1 extra for sampling from the bucket). Since the scheme works

for any K, we can always choose K small enough so that empty buckets are rare (see [27]).

In all of our experiments, K = 5 for which l is almost always 1. Thus, we require K hash

computations and only two random number generations. If we use very sparse random

projections, then K hash computations only require a constant ⌧ d multiplications. For

example, in all our experiments we only need d
30 multiplication, in expectation, to get all the

hashes using sparse projections. Therefore, our sampling cost is significantly less than d

multiplication which is the cost of gradient update. Using fast hash computation is critical

for our method to work in practice.
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Near-Neighbor is Costlier than LSH-Sampling

It might be tempting to use approximate near-neighbor search with query ✓t to find xi.

Near-neighbor search has been used in past [54] to speed up coordinate descent. However,

near-neighbor queries are expensive due to candidate generation and filtering. It is still

sub-linear in N (and not constant). Thus, even if we see epoch-wise faster convergence,

iterations with a near-neighbor query would be orders of magnitude slower than a single SGD

iteration. Moreover, the sampling probability of x cannot be calculated for near-neighbor

search which would cause bias in the gradient estimates.

It is important to note that although LSH is heavily used for near-neighbor search, in

our case, we use it as a sampler. For efficient near neighbor search, K and L grow with

N [55]. In contrast, the sampling works for any K and l ⇤ as small as one leading to only

approximately 1.5 times the cost of SGD iteration (see section 3.3). Efficient unbiased

estimation is the key difference that makes sampling practical while near-neighbor query

prohibitive. It is unlikely that a near-neighbor query would beat SGD in time, while sampling

would.

3.2.3 Variance and Convergence Analysis

In section 3.1, we have discussed the convergence guarantees for SGD on convex functions

under the assumptions of Lipschitz-continuous objective gradients with Lipschitz constant

L > 0. Now we strengthen the importance of reducing the variance of for faster convergence

rate. It is well-known that GD converges at a linear rate while SGD converges to a slower

sublinear convergence rate. The key reason for the much slower rate is due to the relatively

⇤L represents the number of hash tables but l represents the number of hash tables used in one query
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large variance of the SGD estimator. Specifically, assume that the variance of SGD is

bounded in a relatively smaller manner, the expected decrease in the objective function

yielded by the tth step is bounded by [56],

E(f(✓t+1))� f(✓t)  �⌘tkrf(x, ✓t)k2 + ⌘2t
L

2
E[krf(xi, ✓t)k2] (3.5)

If variance term E[krf(xi, ✓t)k2] = 0, then SGD would have had linear convergence

rate with a constant step size similar to GD. However, due to the stochasticity introduced by

the gradient estimation, the variance, smaller step size is chosen and thereby slowing down

the convergence [52]. Clearly, lowering the variance of the estimator directly helps improve

the convergence rate.

Therefore, in this section, we first prove that our estimator of the gradient is unbiased

with bounded variance which is sufficient for convergence. We further argue about conditions

under which LGD will have lower variance than SGD. Denote Sb as the bucket that contains

a set of samples which has the same hash value (same bucket) as the query and xm is

the chosen sample in Algorithm 2. For simplicity we denote the query as ✓t and pi =

cp(xi, ✓t)K(1� cp(xi, ✓t)K)l�1 as the probability of xi belonging to that bucket.

Theorem 1. The following expression is an unbiased estimator of the full gradient:

Est =
1

N

NX

i=1

x
i

2S
b

(x
i

=x
m

|x
i

2S
b

)
rf(xi, ✓t) · |Sb|

pi
, E[Est] =

1

N

NX

i=1

rf(xi, ✓t). (3.6)

Proof. See Appendix A.0.1

Theorem 2. The Trace of the covariance of our estimator:

Tr(⌃(Est)) =
1

N2

NX

i=1

krf(xi, ✓t)k22 ·
PN

j=1
P(x

i

,x
j

2S
b

)
p
i

pi
� 1

N2
k(

NX

i=1

rf(xi, ✓t))k22 (3.7)

Proof. See Appendix A.0.2
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The trace of the covariance of LGD is the total variance of the descent direction. The

variance can be minimized when the sampling probability of xi is proportional to the L2-

norm of the gradient we mentioned in section 3.1.1. The intuition of the advantage of LGD

estimator comes from sampling xi under a distribution monotonic to the optimal one. We

first make a simple comparison of the variance of LGD with that of SGD theoretically and

then in section 3.3 and we would further empirically show the drastic superiority of LGD

over SGD.

Lemma 1. The Trace of the covariance of LGD’s estimator is smaller than that of SGD’s

estimator if

1

N

NX

i=1

krf(xi, ✓t)k22 ·
PN

j=1
P(x

i

,x
j

2S
b

)
p
i

pi
<

NX

i=1

krf(xi, ✓t)k22, (3.8)

Proof. See Appendix A.0.2

We analyze a simple case that if the data is uniformly distributed, such that every

collision probability is the same. It is trivial to see that the trace of the covariance of LGD is

exactly the same as SGD from equation 3.8. Intuitively, this happens when all the gradient

norms are equal. Therefore, SGD would perform well if the data is uniform, but this is

unlikely in practice.

Observe that when the gradients are large, pi is also large due to the monotonicity of

pi with gradient norms. As a result, the term
P

N

j=1

P(x
i

,x

j

2S

b

)

p

i

p
i

is likely to be much smaller

than N making the corresponding component of LHS (left hand side) smaller favoring

LGD estimator. In a real scenario, with more of a power-law behavior, we have few large

gradients, and most other gradients would be uniform in expectation. In such cases, We can

expect LGD to have smaller variance. Rigorous characterization of distributions where LGD

is better than SGD is hard due to correlations between gradients and collision probabilities

ps as well as the size of buckets. [29] shows that such analysis is only possible under several
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query and data specific assumptions. A rigorous analysis in the gradient descent settings

where both query and data distribution changes in every iteration is left for the future work.

Here we provide the analysis based on assumptions on the data. We first upper bound

the left side of equation 3.8 by,

1

N

NX

i=1

krf(xi, ✓t)k22 ·
PN

j=1
P(x

i

,x
j

2S
b

)
p
i

pi


NX

i=1

krf(xi, ✓t)k22 ·
PN

j=1 pj

p2iN
(3.9)

Assume the normalized collision probability follows Pareto distribution [57], which

is a power-law probability distribution. If X is a random variable with a Pareto (Type I)

distribution, then the probability that X is greater than some number x, is

Pr(X > x) =

8
>><

>>:

(xm

x )↵, if x > xm

1, if x  xm

(3.10)

where xm is the minimum possible value of X, and ↵ is a positive parameter. Then
P

N

j=1 pj
N (mean) is µp =

↵x
m

↵�1 . Assume pi is sorted in descending order and let first separate the

right side of equation 3.9 into two parts,
Pk

i=1 krf(xi, ✓t)k22· µp

p2
i

+
PN

i=k+1 krf(xi, ✓t)k22· µp

p2
i

,

where k is the index that separates the summation based on µp  p2i or µp > p2i . Then we

equation 3.8 becomes,

kX

i=1

krf(xi, ✓t)k22 · (1�
µp

p2i
) >

NX

i=k+1

krf(xi, ✓t)k22 · (
µp

p2i
� 1), (3.11)

making lemma 1 a reasonable condition if the distribution of the gradient norm also

follows power-law. Because the large gradient norm terms will be on the LHS and the small

gradient terms are on the RHS and under power-law assumption the small gradient norms

terms drop off extremely fast.
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In practice, we can tune parameter K for our hashing scheme in LGD, which controls

the values of pi. With this tuning, we achieve better controls over relative decays of

pi leading to more possibilities of better variance. Recall that the collision probability

pi = cp(xi, ✓t)K(1 � cp(xi, ✓t)K)l�1. Note that l here, according to Algorithm 2 is the

number of tables that have been utilized by the sampling process. In most practical cases

and also in our experiment, K and l are relatively small. L, which is the total number of

hash tables, should be large to ensure enough independence across samples, but it does not

contribute to the sampling time (See Alg. 2). Overall, our experiments show that LGD is

efficient and generally achieves smaller variance than SGD by setting small enough values

of K and l making the sampling process as efficient as SGD.

LGD for Logistic Regression We can derive a similar form of LGD for logistic regres-

sion. Noted that the label yi 2 {�1,+1}. The loss function of logistic regression can be

written as,

L(✓t) =
1

N

NX

i=1

ln(1 + e�y
i

✓
t

x
i), s (3.12)

where the l2 norm of the gradient can be derived as,

krL(✓t)ik2 = kxik2
eyi✓txi + 1

=
1

eyi✓txi + 1
, (3.13)

when xi is normalized to have unit norm. Similar to linear regression, we get two

quantities in the inner product, yi · xi and �✓t. The inner product is monotonic to 1
eyi✓txi+1

,

which is the l2 norm of the gradient. To apply our LGD framework for estimating the

gradient, we can preprocess yi · xi into hash tables and query with �✓t for efficient and

adaptive sampling.
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Table 3.1 : Statistics Information for Datasets

DATA SET TRAINING TESTING DIMENSION

YEARMSD 463,715 51,630 90

SLICE 42,800 10,700 74

UJIINDOORLOC 10,534 10,534 529

MRPC 3669 409 N/A

RTE 2491 278 N/A

3.3 Experiments

Linear regression is a basic and commonly used supervised machine learning algorithm

for prediction. Deep learning models recently become popular for their state-of-the-art

performance on Natural Language Processing (NLP) and also Computer Vision tasks.

Therefore, we chose both linear regression and deep learning models as the target experiment

tasks to examine the effectiveness of our algorithm. We follow the following four steps: 1)

Compare the quality of samples retrieved by LGD and that of samples retrieved by SGD.

According to section 3.2.1, high quality samples have larger gradient L2 norm. 2) Compare

the convergence of linear regression task in time using SGD and LGD. 3) Compare the

convergence of linear regression task in time using SGD with AdaGrad and LGD with

AdaGrad. 4) Compare the epoch-wise convergence of NLP tasks between SGD and LGD in

with BERT [58].

Dataset: We used three large regression, YearPredictionMSD [59],Slice [59], UJIIn-

doorLoc [60], and two NLP benchmarks, MRPC [61], RTE [62]. The details are shown

below:
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YearPredictionMSD: [59] The dataset contains 515,345 instances subset of the Million

Song Dataset with dimension 90. First 463,715 examples are for training and the remaining

51,630 examples arefor testing.

Slice: [59] The data was retrieved from a set of 53,500 CT images from 74 different

patients. It contains 385 features. We use 42,800 instances as training set and the rest 10,700

instances as the testing set.

UJIIndoorLoc: [60] It is a collection of 21,048 indoor location information with 529

attributes. We equally split the total instances for training and testing.

MRPC: [61] . The dataset is a corpus of sentence pairs automatically extracted from

online news sources. It has 4,078 instances with 90% training and 10% validation data.

RTE: [62] . Each example in these datasets consists of a premise sentence and a

hypothesis sentence, gathered from various online news sources. The task is to predict if the

premise entails the hypothesis. It has 2,769 instances with 90% training and 10% validation

data.

3.3.1 Linear Regression Tasks

Three regression datasets were preprocessed as described in section 3.2.2. Note that for all

the experiments, the choice of the gradient decent algorithm was the same. For both SGD

and LGD, the only difference in the gradient algorithm was the gradient estimator. For SGD,

a random sampling estimator was used, while for LGD, the estimator used the adaptive

estimator. We used fixed values K = 5 and L = 100 for all the datasets. l is the number of

hash tables that have been searched before landing in a non-empty bucket in a query. In our

experiments l is almost always as low as 1. L only affects preprocessing but not sampling.

Our hash function was simhash (or signed random projections) and we used sparse random

projections with sparsity 1
30 for speed. We know that epoch-wise convergence is not a true
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Figure 3.3 : Norm and cosine similarity comparisons of LGD and SGD gradient estimation.

Subplots (a)(b)(c) show the comparisons of the average (over number of samples) gradient

L2 norm of the points that LGD (red lines) and SGD sampled (blue lines). As argued before,

LGD samples with probability monotonic to L2 norm of the gradients while SGD samples

uniformly. It matches with the results shown in the plots that LGD queries points with larger

gradient than SGD does. Subplots (d)(e)(f) show the comparison of the cosine similarity

between gradient estimated by LGD and the true gradient and the cosine similarity between

gradient estimated by SGD and the true gradient. Note that the variance of both norm and

cosine similarity reduce when we average over more samples.
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Figure 3.4 : In subplots (a)(b)(c), the comparisons of Wall clock training loss convergence

are made between plain LGD (red lines) and plain SGD (blue lines) separately on three

datasets. We can clearly see the big gap between them representing LGD converge faster

than SGD even in time wise. Subplots (d)(e)(f) shows the results for same comparisons but

in epoch wise. We can see that LGD converges even faster than SGD which is not surprising

because LGD costs a bit more time than SGD does in every iteration.

indicator of speed as it hides per epoch computation. Our main focus is convergence with

running time, which is a better indicator of computational efficiency.

To the best of our knowledge, there is no other adaptive estimation baseline, where the
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Figure 3.5 : In subplots (a)(b)(c), the comparisons of Wall clock testing loss convergence

are made between plain LGD (red lines) and plain SGD (blue lines) on three datasets. We

can see the gap between them representing LGD converge faster than SGD even in time

wise. Subplots (d)(e)(f) shows the results for same comparisons but in epoch wise. We can

see that LGD converges even faster than SGD.

cost of sampling per iteration is less than linear O(N). Since our primary focus would be on

wall clock speedup, no O(N) estimation method would be able to outperform O(1) SGD

(and LGD) estimates on the same platform. From section 3.2.2, even methods requiring a

near-neighbor query would be too costly (orders of magnitude) to outperform SGD from
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computational perspective.

LGD, SGD vs. True Gradient

In the first experiment, as a sanity check, we first verify weather LGD samples data point

with probability monotonic to L2 norm of the gradient mentioned in section 3.2.1. In order to

do that, we freeze the optimization at an intermediate iteration and use the ✓ at that moment

to sample data points with LGD as well as SGD to compute gradient L2 norm separately.

We observe that if freezing at the beginning iterations, the difference of average gradient

norm between LGD and SGD samples is not obvious. This is not surprising because model

✓ is initialized randomly. To visualize the quality difference of SGD and LGD samples more

clearly, we choose to freeze after 1
4 epoch of cold start. The upper three plots in figure 3.3

show the comparison of the sampled gradient norm of LGD and SGD. X-axis represents the

number of samples that we averaged in the above process. It is obvious that LGD sampled

points have larger gradient norm than SGD ones consistently across all three datasets.

In addition, we also do a sanity check that if empirically, the chosen sample from LGD

get better estimation of the true gradient direction than that of SGD. Again, we freeze the

program at an intermediate iteration like the experiments above. Then we compute the

angular similarity of full gradient (average over the training data) direction with both LGD

and SGD gradient direction, where, Similarity = 1 � cos�1 x·y
kxk2kyk2
⇡ . From the right two

plots in figure 3.3, we can see that in average, LGD estimated gradient has smaller angle

(more aligned) to true gradient than SGD estimated gradient.The variance of both norm and

cosine similarity reduce when averaging them over samples as shown in plots.
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Figure 3.6 : In subplots (a)(b)(c), the comparisons of Wall clock training loss convergence

are made between LGD+adaGrad (red lines) and SGD+adaGrad (blue lines) separately in

three datasets. We can again see the similar gap between them representing LGD converge

faster than SGD in time wise. Subplots (d)(e)(f) show the results for same comparisons but

in epoch wise. We can see that LGD converges even faster than SGD.

LGD vs. SGD

In this section, we compare vanilla SGD with LGD, i.e., we use simple SGD with fixed

learning rate. This basic experiment aims to demonstrate the performance of pure LGD and

SGD without involving other factors like L1/L2 regularization on linear regression task. In
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Figure 3.7 : In subplots (a)(b)(c), the comparisons of Wall clock testing loss convergence are

made between LGD+adaGrad (red lines) and SGD+adaGrad (blue lines) separately in three

datasets. We can see the big gap between them representing LGD converge faster than SGD

in time wise. Subplots (d)(e)(f) show the results for same comparisons but in epoch wise.

such a way, we can quantify the superiority of LGD more easily. We tried a sweep of initial

step size from 1e�5 to 1e�1 and choose the one that will lead to convergence with LGD and

SGD. Figure 3.4 and 3.5 show the decrease in the squared loss error with epochs. Blue lines

represent SGD and red lines represent LGD. It is obvious that LGD converges much faster

than SGD in both training and testing loss comparisons. This is not surprising with the
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claims in section 3.2.2 and theoretical proof in section 3.2.3. Since LGD uses slightly more

computations per epoch than SGD does, it is hard to defend if LGD gains enough benefits

simply from the epoch-wise comparisons. We therefore also show the decrease in error with

wall clock time also in figure 3.4 and 3.5. Wall clock time is the actual quantification of

speedups. Again, on every single dataset, LGD shows faster time-wise convergence as well.

LGD+AdaGrad vs. SGD+AdaGrad

As argued in section 3.1.1, our LGD algorithm is complimentary to any gradient-based

optimization algorithm. We repeated the first experiment but using AdaGrad [50] instead

of plain SGD. Again, other settings are fixed for both algorithms but the only change in

the competing algorithm is the gradient estimates per epoch. Figure 3.6 and 3.7 show

running time comparisons on LGD and SGD training convergence. The trends as expected

are similar to those of LGD vs. SGD. LGD with AdaGrad outperforms AdaGrad (SGD)

estimates of gradients both epoch-wise and time-wise.

3.3.2 BERT Tasks

BERT [58], a recent popular language representation model, is designed to pre-train deep

bidirectional representations that can be fine-tuned jointly with just one additional layer to

create state-of-the-art models for various tasks. To strengthen the power of LGD, we adapted

LGD in BERT for several natural language processing (NLP) tasks. For sequence level

classification task, BERT can output the final hidden state for the first token in the input as

the fixed-dimensional pooled representation of the input sequence. Then for the fine-tuning

task, we only need to add an extra classification layer to the BERT model and retrain the

overall model jointly. To adapt LGD in fine-tuning tasks in BERT, the fixed-dimensional

pooled representation output by BERT pre-trained model are pre-processed in LSH hash
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Figure 3.8 : In subplots (a)(b), the comparisons of epoch-wise testing accuracy convergence

are made between LGD (red lines) and SGD (blue lines) separately in two NLP benchmarks.

We can see the big gap between them representing LGD converge faster than SGD. Subplots

(c)(d) shows similar comparison over testing loss.
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tables. During the fine-tuning process, the representations do not change drastically in every

iteration so we can periodically update them in hash tables. Furthermore, similar to LGD

in linear regression tasks, the parameters in the classification layer are used as queries for

sampling the next batch samples.

We used two popular benchmarks in NLP, MRPC and RTE, and replicated the same

experiments setting in BERT paper. For the pre-trained model, we chose BERTbase because

it performs more stable for such smaller downstream tasks. For each task, we ran fine-

tunings for 3 epochs with batch size 32. As for LSH parameter, we chose K = 7, L = 10.

Results are presented in figure 3.8. We show that LGD outperformed SGD in epoch-wise

convergence on both tasks with a substantial margin. It is encouraging because in the

previous section, we have shown that even with the hashing overhead, LGD leads to faster

time-wise convergence. We do not explore the time-wise convergence comparison between

LGD and SGD in current tasks because BERT is implemented in Tensorflow [63] and

Pytorch [64] on GPU. We currently only have the CPU implementation of LSH. Therefore

running LGD algorithm on BERT creates an extra overhead of switching between GPUs and

CPUs. An efficient GPU implementation of LGD can be an independent research interest

for future work. This section is to demonstrate the power of LGD in non-linear models.
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Chapter 4

Unique Entity Estimation with Application to the Syrian
Conflict

4.1 Introduction

Our work is motivated by a real estimation problem associated with the ongoing conflict in

Syria. While deaths are tremendously well documented, it is hard to know how many unique

individuals have been killed from conflict-related violence in Syria. Since March 2011,

increasing reports of deaths have appeared in both the national and international news. There

are many inconsistencies from various media sources, which is inherent due to the data

collection process and the fact that reported victims are documented by multiple sources.

Thus, our ultimate goal is to determine an accurate number of documented, identifiable

deaths (with associated standard errors) because such information may contribute to future

transitional justice and accountability measures. For instance, statistical estimates of death

counts have been introduced as evidence in national court cases and international tribunals

investigating the responsibility of state leaders for crimes against humanity [65].

The main challenge with reliable death estimation of the Syrian data set is the fact that

individuals who are documented as dead are often duplicated in the data sets. To address

this challenge, one could employ entity resolution (de-duplication or record linkage), which

refers to the task of removing duplicated records in noisy datasets that refer to the same

entity [32, 33, 34, 35, 66, 67, 68, 69, 70]. Entity resolution is fundamental in many large

data processing applications. Informally, let us assume that each entity (records) is a vector
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in RD. Then given a data set of M records aggregated from many data sources with possibly

numerous duplicated entities perturbed by noise, the task of entity resolution is to identify

and remove the duplicate entities. For a review of entity resolution see [71, 72, 73].

One important subtask of entity resolution is estimating the number of unique entities

(records) n out of M > n duplicated entities, which we call unique entity estimation. Entity

resolution is a more difficult problem because it requires one to link each entity to its

associated duplicate entities. To obtain high-accuracy entity resolution, the algorithms must

at least evaluate a significant amount of pairs for potential duplicates to ensure a link is not

missed. Due to this (and to the best of our knowledge), accurate entity resolution algorithms

scale quadratically or higher (> O(M2)) making them computationally intractable for

large data sets. Reducing the computational cost in entity resolution is known as blocking,

which, via deterministic or probabilistic algorithms, places similar records into blocks or

bins [72, 10]. The computational efficiency comes at the cost of missed links and reduced

accuracy for entity resolution. Further, it is not clear if we can use these crude but cheap

entity resolution sub-routines for unbiased estimation of unique entities with strong statistical

guarantees.

The primary focus of this chapter is on developing a unique entity estimation algorithm

that is motivated by the ongoing conflict in Syria and has the following desiderata:

1. The estimation cost should be significantly less than quadratic (O(M2)). In particular,

any methodology requiring one to evaluate all pairs for linkage is not suitable. This is

crucial for the Syrian data set and other large, noisy data sets (section 4.1.3).

2. To ensure accountability regarding estimating the unique number of documented

identifiable victims in the Syrian conflict, it is essential to understand the statistical

properties of any proposed estimator. Such a requirement eliminates many heuristics
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and rule-based entity resolution tasks, where the estimates may be very far from the

true value.

3. In most real entity resolution tasks, duplicated data can occur with arbitrarily large

changes including missing information, which we observe in the Syrian data set, and

standard modeling assumptions may not hold due to the noise inherent in the data.

Due to this, we prefer not to make strong modeling assumptions regarding the data

generation process.

4.1.1 Related Work for Unique Entity Estimation

The three aforementioned desiderata eliminate all but random sampling-based approaches,

[36] and [37] reviewed in Chapter 2.

While some methods have recently been proposed for accurate estimation of unique

records, they belong to the Bayesian literature and have difficulty scaling due to the curse of

dimensionality with Markov chain Monte Carlo [74, 75, 76, 33, 32, 77]. The evaluation of

the likelihood itself is quadratic. Furthermore, they rely on a strong assumption about the

specified generative models for the duplicate records. Given such computational challenges

with the current state of the methods in the literature, we take a simple approach, especially

given the large and constantly growing data sets that we seek to analyze. We focus on

practical methodologies that can easily scale to large data sets with minimal assumptions.

Specifically, we propose a unique entity estimation algorithm with sub-quadratic cost, which

can be reduced to approximating the number of connected components in a graph with

sub-quadratic queries for edges (section 4.2.1).

The rest of the chapter proceeds as follows. Section 4.1.2 provides our motivational

application from the Syrian conflict and section 4.1.3 remarks on the main challenges of the

Syrian data set and our proposed methodology. Section 2.1 provides background on variants
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of locality sensitive hashing (LSH), which is essential to our proposed methodology. Section

4.2 provides our proposed methodology for unique entity estimation, which is the first

formalism of using efficient adaptive LSH on edges to estimate the connected components

with sub-quadratic computational time. (An example of our approach is given in section

4.2.2). More specifically, we draw connections between our methodology and random and

adaptive sampling in section 4.2.3, where we show under realistic assumptions that our

estimator is theoretically unbiased and has provably low variance. In addition, in section

4.2.5, we compare random and adaptive sampling for the Syrian data set, illustrating the

strengths of adaptive sampling. In section 4.2.6, we introduction the variant of LSH used

in this chapter. Section 4.2.7 provides our complete algorithm for unique entity estimation.

Section 4.3 provides evaluations of all the related estimation methods on three real data

sets from the music and food industries as well as official statistics. Section 4.4 reports the

documented identifiable number of deaths in the Syrian conflict (with a standard error).

4.1.2 The Syrian Conflict

We roughly described the dataset we got from Human Rights Data Analysis Group (HRDAG)

in section 2.2.2. We have access to four databases from the Syrian conflict which cover

roughly the same period, namely March 2011 – April 2014. Each one contains a different

number of recorded victims killed in the Syrian conflict, with information including full

Arabic name, date of death, death location, and gender.⇤ An example is shown in figure 4.4.

Since the above information is collected indirectly, such as through friends and religious

leaders, or traditional media resources, it naturally comes with many challenges. The data

set has biases, spelling errors, and missing values. In addition, it is well known that there are

⇤These databases include documented identifiable victims and not those who are missing in the conflict,

hence, any estimate reported only refers to the data at hand.
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duplicate entities present in the data sets, making estimation more difficult. The ambiguities

in Arabic names make the situation significantly worse as there can be a large textual

difference between the full and short names in Arabic. (It is not surprising that the Syrian

data set has such biases given that the data is collected in the midst of a conflict).

Such ambiguities and lack of additional information make entity resolution on this data

set considerably challenging [78]. Owing to the significance of the problem, HRDAG has

provided labels for a large subset of the data set. More specifically, five different human

experts from the HRDAG manually reviewed pairs of records in the four data sets, classifying

them as matches if referred to the same entity and non-matches otherwise. Our first goal is

to accurately estimate the number of unique victims. Obtaining a match or non-match label

of a given record pair may require momentous cost such as manual human supervision or

involving sophisticated machine learning. Given that coming up with hand-matched data

is a costly process, our second goal is to provide a proxy, automated mechanism to create

labeled data.

4.1.3 Challenges and Proposed Solutions

Consider evaluating the Syrian data set using all-to-all records comparisons to remove

duplicate entities. With approximately 354,000 records from the Syrian data set, we have

around 63 billion pairs (6.3⇥ 1010). Therefore, it is impractical to classify all these pairs as

matches/non-matches reliably. We cannot expect a few experts (five in our case) to manually

label 63 billion pairs. A simple computation of all pairwise similarity (63 billion) takes

more than 8 days on a heavyweight machine that can run 56 threads in parallel (28 cores in

total). In general, this quadratic computational cost is widely considered infeasible for large

data sets. Algorithmic labeling of every pair, even if possible for relatively small datasets, is

neither reliable nor efficient. Furthermore, it is hard to understand the statistical properties
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of algorithmic labelling of pairs. Such challenges, therefore, motivate us to focus on the

estimation algorithm with constraints mentioned in section 4.1.

Our Contributions: We formalize unique entity estimation as approximating the num-

ber of connected components in a graph with sub-quadratic ⌧ O(M2) computational time.

We then propose a generic methodology that provides an estimate in sample (with standard

errors). Our proposal leverages locality sensitive hashing (LSH) in a novel way for the

estimation process, with the required computational complexity that is less than quadratic.

Our proposed estimator is unbiased and has provably low variance compared to random

sampling based approaches. To the best of our knowledge this is the first use of LSH for

unique entity estimation in an entity resolution setting. Our unique entity estimation proce-

dure is broadly applicable to many applications, and we illustrate this on three additional

real, fully labelled, entity resolution data sets, which include the food industry, the music

industry, and an application from official statistics. In the absence of ground truth informa-

tion, we estimate that the number of documented identifiable deaths for the Syrian conflict

is 191,874, with standard deviation of 1,772, reported casualties, which is very close to the

2014 HRDAG estimate of 191,369. This clearly demonstrates the power of our efficient

estimator in practice, which does not rely on any strong modeling assumptions. Out of 63

billion possible pairs, our estimator only queries around 450,000 adaptively sampled pairs

(' O(M)) for labels, yielding a 99.99% reduction. The labelling was done using support

vector machines (SVMs) trained on a small number of hand-matched, labeled examples

provided by five domain experts. Our work is an example of the efforts required to solve a

real noisy challenging problem where modeling assumptions may not hold.
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4.2 Unique Entity Estimation

In this section, we provide notation used throughout the rest of the chapter and provide an

illustrative example. We then propose our estimator, which is unbiased and has provably

low variance. In addition, random sampling is a special case of our procedure as explained

in section 4.2.5. Finally, we present our unique entity estimation algorithm in section 4.2.3.

4.2.1 Notation

The problem of unique entity estimation can be reduced to approximating the number of

connected components in a corresponding graph. Given a data set with size M , we denote

the records as

R = {Ri|1  i  M, i 2 Z}.

Next, we define

Q(Ri, Rj) =

8
>><

>>:

1, if Ri, Rj refer to the same entity .

0, otherwise.
.

Let us represent the data set by a graph G⇤ = (E, V ), with vertices E, V. Let vertex Vi

correspond to record Ri and vertex Vj correspond to record Rj . Then let edge Eij represent

the linkage between records of Ri and Rj (or vertex Vi and Vj). More specifically, we can

represent this by the following relationship:

V = {Ri|1  i  M, i 2 Z}, and E = {(Ri, Rj)|8 1  i, j  M, Q(Ri, Rj) = 1}.

4.2.2 Illustrative Example

In this section, we provide an illustrative example of how six records are mapped to a graph

G⇤. Consider record 3 (John) and record 5 (Johnathan) which correspond to the same entity
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(John Schaech). In G⇤, there is an edge E35 that connect these records, denoted by V3 and

V5. Now consider records 2, 4, and 6, which all refer to the same entity (Nicholas Cage).

In G⇤, there are edges E24, E26, and E46 that connect these records, denoted by V2, V4,

and V6. Observe that each connected component in G⇤ is a unique entity and also a clique.

Therefore, our task is reduced to estimating the number of connected components in G⇤.

Figure 4.1 : A toy example of mapping records to a graph, where vertices represent records

and edges refer to the relation between records.

4.2.3 Proposed Unique Entity Estimator

In this section, we propose our unique entity estimator and provide assumptions that are

necessary for our estimation procedure to be practical (scalable).

Since we do not observe the edges of G⇤ (the linkage), inferring whether there is an edge

between two nodes (or whether two records are linked) can be costly, i.e., O(M2). Hence,

one is constrained to probe a small set S ⇢ V ⇥ V with |S| ⌧ O(M2) of pairs and query if

they have edges. The aim is to use the information about S to estimate the total number of

connected components accurately. More precisely, given the partial graph G0 = {V,E 0},

where E 0 = E \ S , one wishes to estimate the connected components n of G⇤ = {V,E}.



53

One key property of our estimation process is that we do not make any modeling

assumptions of how duplicate records are generated, and it is not immediately clear how

we can obtain unbiased estimation. For sake of simplicity, we first assume the existence

of an efficient (sub-quadratic) process that samples a small set (near-linear size) of edges

S, such that every edge in the original graph G⇤ has (reasonably high) probability p of

being in S. Thus, set S, even though small, contains p fraction of the actual edges. For

sparse graphs, as in the case of duplicate records, such a sampler will be far more efficient

than random sampling. Based on this assumption, we will first describe our estimator and

its properties. We then show why our assumption about existence of adaptive sampler is

practical by providing an efficient sampling process based on LSH (section 4.3).

Remark: It is not difficult to see that random sampling is a special case when p = |S|
O(M2)

which, as we show later, is a very small number for any accurate estimation.

Our proposed estimator and corresponding algorithm obtains the set of vertex pairs (or

edges) S through an efficient (adaptive) sampling process and queries whether there is an

edge (linkage) between each pair in S. Respectively, after the ground truth querying, we

observe a sub-sampled graph G0, consisting of vertices returned by the sampler. Let n0
i be

the number of connected component of size i in the observed graph G0, i.e., n0
1 is the number

of singleton vertices, n0
2 is the number of isolated edges, etc. in G0. It is worth noting that

every connected component in G0 is a part of some clique (maybe larger) in G⇤. Let n⇤
i

denote the number of connected components (clique) of size i in the original (unobserved)

graph G⇤.

Observe that under the sampling process, any original connected component, say C⇤
i

(clique), will be sub-sampled and can appear as some possibly smaller connected component

in G0. For example, a singleton set in G⇤ will remain the same in G0. An isolated edge,

on the other hand, can appear as an edge in G0 with probability p and as two singleton



54

vertices in G0 with probability 1 � p. A triangle can decompose into three possibilities

with probability shown in figure 4.2. Each of these possibilities provides a linear equation

connecting n⇤
i to n0

i. These equations up to cliques of size three are

E[n0
3] = n⇤

3 · p2 · (3� 2p) (4.1)

E[n0
2] = n⇤

2 · p+ n⇤
3 · (3 · (1� p)2 · p) (4.2)

E[n0
1] = n⇤

1 + n⇤
2 · (2 · (1� p)) + n⇤

3 · (3 · (1� p)2). (4.3)

Since we observe n0
i, we can solve for the estimator of each n⇤

i and compute the number

of connected components by summing up all n⇤
i .

Figure 4.2 : A general example illustrating the transformation and probabilities of connected

components from G⇤ to G0.

Unfortunately, this process quickly becomes combinatorial, and in fact, is at least #P

hard [79] to compute for cliques of larger sizes. A large clique of size k can appear as many

separate connected components and the possibilities of smaller size components it can break

into are exponential [80]. Fortunately, we can safely ignore large connected components

without significant loss in estimation for two reasons. First, in practical entity resolution
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tasks, when M is large and contains at least one string-valued feature, it is observed that

most entities are replicated no more than three or four times. Second, a large clique can only

induce large errors if it is broken into many connected components due to undersampling.

According to [81], it will almost surely stay connected if p is high, which is the case with

our sampling method.

Assumption: As argued above, we safely assume that the cliques of sizes equal to

or larger than 4 in the original graph would retain their structures, i.e., 8i � 4, n⇤
i = n0

i.

With this assumption, we can write down the formula for estimating n⇤
1, n⇤

2, n⇤
3 by solving

Equations 4.1–4.3 as,

n⇤
3 =

E[n0
3]

p2 · (3� 2p)
, n⇤

2 =
E[n0

2]� n⇤
3 · (3 · (1� p)2 · p)

p
(4.4)

n⇤
1 = E[n0

1]� n⇤
2 · (2 · (1� p))� n⇤

3 · (3 · (1� p)2) (4.5)

It directly follows that our estimator, which we call the Locality Sensitive Hashing Estimator

(LSHE) for the number of connected components is given by

LSHE = n0
1 + n0

2 ·
2p� 1

p
+ n0

3 ·
1� 6 · (1� p)2 · p

p2 · (3� 2p)
+

MX

i=4

n0
i. (4.6)

4.2.4 Optimality Properties of LSHE

We now prove two properties of our unique entity estimator, namely, that it is unbiased

and that is has provably lower variance than random sampling approaches. Here we have

assumed independence of sampling. Our sampler relying on LSH, described in section 4.2.6,

will have even better variance due to favorable correlations. Please see [27, 82] for more

details. Those discussions are out of the scope of this chapter.
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Theorem 3. Assuming 8i � 4, n⇤
i = n0

i, we have

E[LSHE] = n unbiased (4.7)

V[LSHE] = n⇤
3 ·

(p� 1)2 · (3p2 � p+ 1)

p2 · (3� 2p)
+ n⇤

2

(1� p)

p
(4.8)

The above estimator is unbiased and the variance is given by Equation 4.8.

Proof. See Appendix A.0.3.

Theorem 4 proves the variance of our estimator is monotonically decreasing with p.

Theorem 4. V[LSHE] is monotonically decreasing when p increases in range (0, 1].

The proof of Theorem 4 directly follows Lemma 2, which is immediately given.

Lemma 2. First order derivative of V[LSHE] is negative when p 2 (0, 1].

Note that when p = 1, V[LSHE] = 0 which means the observed graph G0 is exactly the

same as G⇤.

Proof. See Appendix A.0.4.

By using Lemma 2, we can consequently prove Theorem 4. We also note that when

p = 1, Var[LSHE] = 0.

4.2.5 Adaptive Sampling versus Random Sampling

Before we describe our adaptive sampler, we briefly quantify the advantages of an adaptive

sampling over random sampling for the Syrian data set by computing the differences between

their variances. Let p be the probability that an edge (correct match) is sampled. On the

Syrian data set, our proposed sampler, described in next section, empirically achieves p =
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0.83, by reporting around 450,000 sampled pairs (O(M)) out of the 63 billion possibilities

(O(M2)). Substituting this value of p, the corresponding variance can be calculated from

Equation 4.8 as

n⇤
3 · 0.07 + n⇤

2 · 0.204.

Turning to plain random sampling of edges, in order to achieve the same sample size

above leads to p as low as 4.5⇥105

6.3⇥1010 ' 6.9 ⇥ 10�6. With such minuscule p, the resulting

variance is

n⇤
3 · 6954620166 + n⇤

2 · 144443.

Thus, the variance for random sampling is roughly 7⇥ 105 times the number of duplicates

in the data set and 1⇥ 1011 the number of triplets in the data set.

In section 4.3, we illustrate that two other random sampling based algorithms of [37] and

[36] also have poor accuracy compared to our proposed estimator. The poor performance

of random sampling is not surprising from a theoretical perspective, and illustrates a major

weakness empirically for the task of unique entity estimation with sparse graphs, where

adaptive sampling is significantly advantageous.

4.2.6 The Missing Ingredient: (K,L)-LSH Algorithm

Our proposed methodology, for unique entity estimation, assumes that we have an efficient

algorithm that adaptively samples a set of record pairs, in sub-quadratic time. In this section,

we argue that using a variant of LSH (section 2.1) we can construct such an efficient sampler.

As already noted, we do not make any modeling assumptions on the generation process

of the duplicate records. Also, we cannot assume that there is a fixed similarity threshold,

because in real datasets duplicates can have arbitrarily large similarity. Instead, we rely on

the observation that record pairs with high similarity have a higher chance of being duplicate

records. That is, we assume that when two entities Ri and Rj are similar in their attributes,
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it is more likely that they refer to the same entities [72].† We note that this probabilistic

observation is the weakest possible assumption, and almost always true for entity resolution

tasks because linking records by a similarity score is one simple way of approaching entity

resolution [72, 71, 70].

The similarity between entities (records) naturally gives us a notion of adaptiveness.

One simple adaptive approach is to sample records pairs with probability proportional to

their similarity. However, as a prerequisite for such sampling, we must compute all the

pairwise similarities and associated probability values with every edge. Computing such

a pairwise similarity score is a quadratic operation (O(M2)) and is intractable for large

datasets. Fortunately, recent work has shown that [83, 27, 82] it is possible to sample pairs

adaptively in proportion to the similarity in provably sub-quadratic time using LSH, which

we describe in the next section.

(K,L)-LSH Algorithm and Sub-quadratic Adaptive Sampling

We leverage a very recent observation associated with the traditional (K,L) parameterized

LSH algorithm. The (K,L) parameterized LSH algorithm is a popular similarity search

algorithm, which given a query q, retrieves element x from a preprocessed data set in

sub-linear time (O(KL) ⌧ M ) with probability 1� (1�J (q, x)K)L. Here, J denotes the

Jaccard similarity between the query and the retrieved data vector x. Our proposed method

leverages this (K,L)-parameterized LSH Algorithm, and we briefly describe the algorithm

in this section. For complete details refer to [84].

Before we proceed, we define hash maps and keys. We use hash maps, where every

integer (or key) is associated with a bucket (or a list) of records. In a hash map, searching

for the bucket corresponding to a key is a constant time operation. Please refer to algorithms

†The similarity metric that we use to compare sets of record strings is the Jaccard similarity.
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literature [85] for details on hashing and its computational complexity. Our algorithm will

require several hash maps, L of them, where a record Ri is associated with a unique bucket

in every hash map. The key corresponding to this bucket is determined by minwise hashes

of the record Ri. We encourage readers to refer to [84] for implementation details.

More precisely, let hij , i = {1, 2, ..., L} and j = {1, 2, ..., K} be K ⇥ L minwise

hash functions (Equation 2.2) with each minwise hash function formed by independently

choosing the underlying permutation ⇡. Next, we construct L meta-hash functions (or

the keys) Hi = {hi,1, hi,2, ..., hi,K}, where each of the Hi’s is formed by combining K

different minwise hash functions. For this variant of the algorithm, we need a total of K ⇥L

functions. With such L meta-hash functions, the algorithm has two main phases, namely the

data pre-processing and the sampling pairs phases, which we outline below.

• Data Preprocessing Phase: We create L different hash maps (or hash tables), where

every hash values maps to a bucket of elements. For every record Ri in the dataset, we

insert Rj in the bucket associated with the key Hi(Rj), in hash map i = {1, 2, ..., L}.

To assign K-tuples Hi (meta-hash) to a number in a fixed range, we use some universal

random mapping function to the desired address range. See [84, 19] for details.

• Sample Pair Reporting: For every record Rj in the dataset and from each table

i, we obtain all the elements in the bucket associated with key Hi(Rj), where i =

{1, 2, ..., L}. We then take the union of the L buckets obtained from the L hash tables,

and denote this (aggregated) set by A. We finally, report pairs of records (Ri, Rj),

where R 2 A.

Theorem 5. The (K,L)-LSH Algorithm reports a pair (Ri, Rj) with probability 1� (1�
J (Ri, Rj)K)L, where J (Ri, Rj) is the Jaccard Similarity between record pairs (Ri, Rj).
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Proof: Since all the minwise hashes are independent due to an independent sampling

of permutations, the probability that both Ri and Rj belong to the same bucket in any hash

table i is J (Ri, Rj)K . Note from equation 2.2, each meta-hash agreement has probability

J (Ri, Rj). Therefore, the probability that pair (Ri, Rj) is missed by all the L tables is

precisely (1� J (Ri, Rj)K)L, and thus, the required probability of successful retreival is

the complement.

The probabilistic expression 1 � (1 � J (Ri, Rj)K)L is a monotonic function of the

underlying similarity Sim(q, y) associated with the LSH. In particular, higher similarity

pairs have more chance of being retrieved. Thus, LSH provides the required sampling that

is adaptive in similarity and is sub-quadratic in running time.

Computational Complexity

The computational complexity for sampling with M records is O(MKL). The procedure

requires computing KL minwise hashes for each record. This step is followed by adding

every record to L hash tables. Finally, for each record, we aggregate L buckets to form

sample pairs. The result of monotonicity and adaptivity of the samples applies to any value

of K and L. We choose O(K ⇥ L) ⌧ O(M) such that we are able to get samples in

sub-quadratic time. We further tune K and L using cross-validation to limit the size of

our samples. In section 4.4.3, we evaluate the effect of varying K and L in terms of the

recall and reduction ratio. (For a review of the recall and reduction ratio, we refer to [72].)

We address the precision at the very end of our experimental procedure to ensure that the

recall, reduction ratio, and precision of our proposed unique entity estimation procedure

are all as close to 1 as possible while ensuring that the entire algorithm is computationally

efficient. For example, on the Syrian data set, we can generate 450,000 samples in less

than 127 sec with an adaptive sampling probability (recall) p as high as 0.83. (Note: the
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preprocessing is of the order of data loading cost using the (K,L)-LSH Algorithm). On the

other hand, computing all pairwise similarities (63 billion) takes more than 8 days on the

same machine with 28 cores capable of running 56 threads in parallel. We refer to [86]

regarding specific comparisons of traditional and advanced blocking methods. Specifically,

figures 1–3 illustrate variants of blocking, which perform extremely poorly on the Syrian

data set for two reasons. The first is that the recall and the precision are both extremely

low for entity resolution to be practical. The second reason is that under further inspection

the blocks sizes are too large to manage for entity resolution problems at scale. Hence, our

focus in this chapter is one the variant that we find works the best under standard entity

resolution evaluation metrics. Next, we describe how this LSH sampler is related to the

adaptive sampler described earlier in section 4.2.3.

Underlying Assumptions and Connections with p

Recall that we can efficiently sample record pairs Ri, Rj with probability 1 � (1 �
J(Ri, Rj)K)L. Since we are not making any modeling assumptions, we cannot directly

link this probability to p, the probability of sampling the right duplicated pair (or linked

entities) as required by our estimator LSHE. In the absence of any knowledge, we can get

the estimate of p using a small set of labeled linked pairs L. Specifically, we we can estimate

the value of p by counting the fraction of matched pairs (true edges) from L reported by the

sampling process.

Note that in practice there is no similarity threshold ✓ that guarantees that two record

pairs are duplicate records. That is, it is difficult in practice to know a fixed ✓ where

J (Ri, Rj) � ✓ ensures that Ri and Rj are the same entities. However, the weakest possible

and reasonable assumption is that high similarity pairs (textual similarity of records) should

have higher chances of being duplicate records than lower similarity pairs.
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Formally, this assumption implies that there exists a monotonic function f of similarity

J (Ri, Rj) such that the probability of any Ri, Rj being a duplicate record is given by

f(J (Ri, Rj)). Since our sampling probability 1� (1�J (Ri, Rj)K)L is also a monotonic

function of J (Ri, Rj), we can also write

f(J (Ri, Rj)) = g(1� (1� J (Ri, Rj)
K)L),

where g is f composed with h�1 which is the inverse of h(x) = 1�(1�xK)L. Unfortunately,

we do not know the form of f or g.

Instead of deriving g (or f ), which requires additional implicit assumptions on the form

of the functions, our process estimates p directly. In particular, the estimated value of p is a

data dependent mean-field approximation of g, or rather,

p = E[g(1� (1� J (Ri, Rj)
K)L)].

Crucially, our estimation procedure does not require any modeling assumptions regarding

the generation process of the duplicate records, which is significant for noisy data sets,

where such assumptions typically break.

Why LSH?

Although there are several rule-based blocking methodologies, LSH is the only one that is

also a random adaptive sampler. In particular, consider a rule-based blocking mechanism,

for example on the Syrian data set, which might block on the date of death feature. Such

blocking could be a very reasonable strategy for finding candidate pairs. Note that it is still

very likely that duplicate records can have different dates of death because the information

could be different or misrepresented. In addition, such a blocking method is deterministic,

and different independent runs of the blocking algorithm will report the same set of pairs.

Even if we find reasonable candidates, we cannot up-sample the linked records to get an
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unbiased estimate. There will be a systematic bias in the estimates, which does not have

any reasonable correction. In fact, random sampling to our knowledge is the only known

choice in the existing literature for an unbiased estimation procedure; however, as already

mentioned, random uninformative sampling is likely to be very inaccurate.

LSH, on the other hand, can also be used as a blocking mechanism [10]. It is, however,

more than just a blocking scheme; it is a provably adaptive sampler. Due to randomness

in the blocking, different runs of sampler lead to different candidates, unlike deterministic

blocking. We can also average over multiple runs to even increase the concentration of our

estimates. The adaptive sampling view of LSH has come to light very recently [83, 27, 82].

With adaptive sampling, we get much sharper unbiased estimators than the random sampling

approach. To our knowledge, this is the first study of LSH sampling for unique entity

estimation.

4.2.7 Putting it all Together: Scalable Unique Entity Estimation

We now describe our scalable unique entity estimation algorithm. As mentioned earlier,

assume that we have a data set that contains a text representation of the M records. Suppose

that we have a reasonably sized, manually labeled training set T . We will denote the set of

sampled pairs of records given by our sampling process as S. Note, each element of S is

a pair. Then our scalable entity resolution algorithm consists of three main steps, with the

total computational complexity O(ML+KL+ |S|+ |T |). In our case, we will always have

|S| ⌧ O(M2) and KL ⌧ M (in fact, L will be a small constant), which ensures that the

total cost is strictly sub-quadratic. The complete procedure is summarized in Algorithm 3.

1. Adaptively Sample Record Pairs (O(ML)): We regard each record Ri as a short

string and replace it by an “n-grams” based representation. Then one computes K⇥L

minwise hashes of each corresponding string. This can be done in a computationally
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efficient manner using the DOPH algorithm, which is done in data reading time.

Next, once these hashes are obtained, one applies the sampling algorithm described

in section 4.3 in order to generate a large enough sample set, which we denote by S .

For each record, the sampling step requires exactly L hash table queries, which are

themselves O(1) memory lookups. Therefore, the computational complexity of this

step is O(ML+KL).

2. Query each Sample Pairs: Given the set of sampled pairs of records S from Step

1, for every pair of records in S, we query whether these record pairs are a match or

non-match. This step requires, O(|S|), queries for the true labels. Here, one can use

manually labeled data if it exists. In the absence of manually labeled data, we can also

use a supervised algorithm, such as support vector machines or random forests, that is

trained on the manually labeled set T (section 4.4).

(a) Estimate p: Given the sampled set of record pairs S, we need to know the value

of p, the probability that any given correct pair is sampled. To do so, we use

the fraction of true pairs sampled from the labeled training set T . The sampling

probability p can be estimated by computing the fraction of the matched pairs of

training set records Tmatch appearing in S. That is, we estimate p (unbiasedly)

by

p =
|Tmatch \ S|
|Tmatch| .

If T is stored in a dictionary, then this step can be done on the fly while generating

samples. It only costs O(T ) extra work to create the dictionary.

(b) Count Different Connected Components in G0 (O(M + |S|)): The resulting

matched sampled pairs, after querying every sample for actual (or inferred)

labels, form the edges of G0. We now have complete information about our
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Algorithm 3: LSH-Based Unique Entity Estimation Algorithm
1: Input: Records R, Labeled Set T , Sample Size m

2: Output: LSHE

3: S = LSHSampling(R) (section 4.2.6)

4: Get Tmatch be the linked pairs (duplicate entities) in T
5: p = |T

match

\S||
|T

match

|

6: Query every pair in S for match/mismatch (get actual labels). (Graph G0)

7: n0
1, n

0
2, n

0
3...n

0
M = Traverse(G0)

8: LSHE = Equation 4.6 (p , n0
1, n

0
2, n

0
3...n

0
M )

Figure 4.3 : Overview of our proposed unique entity estimation algorithm.

sampled graph G0. We can now traverse G0 and count all sizes of connected

components in G0 to obtain n0
1, n0

2, n0
3 and so on. Traversing the graph has

computational complexity O(M + |S|) time using Breadth First Search (BFS).

3. Estimate the Number of Connected Components in G⇤ (O(1)): Given the values

of p, n0
1, n0

2, and n0
3 we use equation 4.6 to compute the unique entity estimator LSHE.

4.3 Experiments

We evaluate the effectiveness of our proposed methodology on the Syrian data set and three

additional real data sets, where the Syrian data set is only partially labeled, while the other

three data sets are fully labeled. We first perform evaluations and comparisons on the three

fully labeled data sets, and then give an estimate of the documented number of identifiable

victims for the Syrian data set.
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• Restaurant: The Restaurant data set contains 864 restaurant records collected from

Fodor’s and Zagat’s restaurant guides.‡ There are a total of 112 duplicate records.

Attribute information contains name, address, city, and cuisine.

• CD: The CD data set that includes 9,763 CDs randomly extracted from freeDB.§

There are a total of 299 duplicate records. Attribute information consists of 106 total

features such as artist name, title, genre, among others.

• Voter: The Voter data has been scraped and collected by [87] beginning in October

2011. We work with a subset of this data set containing 324,074 records. There are

a total of 68,627 duplicate records. Attribute information contains personal informa-

tion on voters from North Carolina including full name, age, gender, race, ethnicity,

address, zip code, birth place, and phone number.

• Syria: The Syria data set comprises data from the Syrian conflict, which covers the

same time period, namely, March 2011 – April 2014. This data set is not publicly

available and was provided by HRDAG. The respective data sets come from the

Violation Documentation Centre (VDC), Syrian Center for Statistics and Research

(CSR-SY), Syrian Network for Human Rights (SNHR), and Syria Shuhada website

(SS). Each database lists a different number of recorded victims killed in the Syrian

conflict, along with available identifying information including full Arabic name, date

of death, death location, and gender.¶

‡Originally provided by Sheila Tejada, downloaded from http://www.cs.utexas.edu/users/ml/riddle/data.html.
§https://hpi.de/naumann/projects/repeatability/datasets/cd-datasets.html.
¶These databases include documented identifiable victims and not those who are missing in the conflict.

Hence, any estimate reported only refers to the data at hand.
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DBname Domain Size # Matching Pairs # Attributes # Entities

Restaurants Restaurant Guide 864 112 4 752

CD Music CDs 9,763 299 106 9,508

Voter Registration Info 324,074 70,359 6 255,447

Syria Death Records 354,996 N/A 6 N/A

Table 4.1 : We present five important features of the four data sets. Domain reflects the

variety of the data type we used in the experiments. Size is the number of total records

respectively. # Matching Pairs shows how many pair of records point to the same entity in

each data set. # Attributes represents the dimensionality of individual record. # Entities is

the number of unique records.

The above datasets cover a wide spectrum of different varieties observed in practice. For

each data set, we report summary information in table 4.1.

4.3.1 Evaluation Settings

In this section, we outline our evaluation settings. We denote Algorithm 3 as the LSH

Estimator (LSHE). We make comparisons to the non-adaptive variant of our estimator

(PRSE), where we use plain random sampling (instead of adaptive sampling). This baseline

uses the same procedure as our proposed LSHE, except that the sampling is done uniformly.

A comparison with PRSE quantifies the advantages of the proposed adaptive sampling over

random sampling. In addition, we implemented the two other known sampling methods, for

connected component estimation, proposed in [36] and [37]. For convenience, we denote

them as Random Sub-Graph based Estimator (RSGE), and BFS on Random Vertex based

Estimator (BFSE) respectively. Since the algorithms are based on sampling (adaptive or
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Id First Name Last Name Gender Date of Death Governorate Location

1 ���� ���� F 2011-10-23 Homs ���� ����������� �������

2 ���� ���� F 2011-10-23 Homs ��������

3 ���� F 2011-10-25 Homs ��� �������

���������� �. ����\��\�� ���: ����������������������������� ��.�� ���: � ���� ����� ����

Figure 4.4 : We show several death records in Syrian dataset from VDC, which allows for

public access to some of the data. All of the three records belong to the same entity, labeled

by human experts. Record 1 and 2 are similar in all attributes while Record 1 and 3 are

very different. Due to the variation in the data, records that are very similar are likely to

be linked as the same entity, however, it is more difficult to make decisions when records

show differences, such as record 1 and 3. This illustrates some of the limitations from

deterministic blocking methods discussed in section 4.2.6.

random), to ensure fairness, we fix a budget m as the number of pairs of vertices considered

by the algorithm. Note that any query for an edge is a part of the budget. If the fixed budget

is exhausted, then we stop the sampling process and use the corresponding estimate, using

all the information available.

We briefly describe the implementation details of the four considered estimators below:

1. LSHE: In our proposed algorithm, we use the (K,L) parameterized LSH algorithm

to generate samples of record pairs using Algorithm 4.3, where recall K and L control

the resulting sample size (section 4.4.3). Given K,L as an input to Algorithm 3,

we use the sample size as the value of the fixed budget m. Table 4.2 gives different

sample budget sizes (with the corresponding K and L) and corresponding values of p

for selected samples in three real data sets.

2. PRSE: For a fair comparison, in this algorithm, we randomly sample the same

number of record pairs used by LSHE. We then perform the same estimation process
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as LSHE but instead use p =
2m

M(M � 1)
, which corresponds to the random sampling

probability to get the same number of samples, which is m.

3. RSGE [36]: This algorithm requires performing breadth first search (BFS) on each

randomly selected vertices. BFS requires knowing all edges (neighbors) of a node for

the next step, which requires M � 1 edge queries. To ensure the fixed budget m, we

end the traversal when the number of distinct edge queries reaches the fixed budget m.

4. BFSE [37]: This algorithm samples a subgraph and observes it completely. This

requires labeling all the pairs of records in the sampled sub-graph. To ensure same

budget m, the sampled sub-graph has approximately
p
2m vertices.

Remark: To the best of our knowledge there have been no experimental evaluations

of the two algorithms of [36] and [37] in the literature. Hence, our results could be of

independent interest in themselves.

We compute the relative error (RE), calculated as

RE =
|LSHE � n|

n
,

for each of the estimators, for different values of the budget m. We plot the RE for each of

the estimators, over a range of values of m, summarizing the results in figure 4.5.

All the estimators require querying pairs of records compared to labeled ground truth

data for whether they are a match or a non-match. As already mentioned, in the absence of

full labeled ground truth data, we can use a supervised classifiers such as SVMs as a proxy,

assuming at least some small amount of labeled data exists. By training an SVM, we can use

this as a proxy for labeled data as well. We use such a proxy in the Syrian data set because

we are not able to query every pair of records to determine whether they are true duplicates

or not.
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We start with the three data sets where fully labelled ground truth data exists. For LSHE,

we compute the estimation accuracy using both the supervised SVM (section 4.4) as well as

using the fully labelled ground truth data. The difference in these two numbers quantifies

the loss in estimation accuracy due to the use of the proxy SVM prediction instead of using

ground truth labeled data. In our use of SVMs, we take less than 0.01% of the total number

of the possible record pairs as the training set.
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Figure 4.5 : The dashed lines show the RE of the four estimators on the three real data

sets, where the y-axis is on the log-scale. Observe that LSHE outperforms all other three

estimators in one to two orders of magnitude. The standard deviation of the RE for LSHE is

also shown in the plots with the red error bars. In particular, the PRSE performs unreliable

estimation on the CD and Voter data sets. The dashed and solid black lines represent RE of

LSHE using ground truth labels and a SVM classifier (y-axis is on the log scale).

4.3.2 Evaluation Results

In this section, we summarize our results regarding the aforementioned evaluation metrics

by varying the sample size m on the three real data sets (see figure 4.5).k We notice that

kFor using the https://github.com/resteorts/fasthash for unique entity estimation, please see our repro-

ducible code with a tutorial that corresponds with this chapter.
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for the CD and Voter data sets, we cannot obtain any reliable estimate (for any sample size)

using PRSE. Recall that plain random sampling almost always samples pairs of records that

correspond to non-matches. Thus, it is not surprising that this method is unreliable because

sampling random pairs is unlikely to result in a duplicate pair for entity resolution tasks.

Even with repeated trials, there are no edges in the specified sampled pairs of records, leading

to an undefined value of p. This phenomenon is a common problem in random sampling

estimators over sparse graphs. Almost all the sampled nodes are singletons. Subsampling a

small sub-graph leads to a graph with most singleton nodes, which leads to a poor accuracy

of BFSE. Thus, it is expected that random sampling will perform poorly. Unfortunately,

there is no other baseline for unbiased estimation of the number of unique entities.

From figure 4.5 observe that the RE for proposed estimator LSHE is approximately one

to two orders of magnitude lower than the other considered methods, where the y-axis is on

the log-scale. Undoubtedly, our proposed estimator LSHE consistently leads to significantly

lower RE (lower error rates) than the other three estimators. This is not surprising from the

analysis shown in section 4.2.5. The variance of random sampling based methodologies will

be significantly higher.

Taking a closer look at LSHE, we notice that we are able to efficiently generate samples

with very high values of p (see table 4.2). In addition, we can clearly see that LSHE achieves

high accuracy with very few samples. For example, for the CD data set, with a sample size

less than 0.05% of the total possible pairs of records of the entire data set, LSHE achieves

0.0006 RE. Similarly, for the Voter data set, with a sample size less than 0.012% of the total

possible pairs of records of the entire data set, LSHE achieves 0.003 RE.

Also, note the small values of K and L parameters required to achieve the corresponding

sample size. K and L affect the running time, and small values KL ⌧ O(M2) indicate

significant computational savings as argued in section 4.2.6.
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As mentioned earlier, we also evaluate the effect of using SVM prediction as a proxy for

actual labels with our LSHE. The dotted plot shows those results. We remark on the results

for LSHE + SVM in section 4.4.

Restaurant CD Voter

Size 1.0 2.5 5.0 10 0.005 0.01 0.02 0.04 0.002 0.006 0.009 0.013

p 0.42 0.54 0.65 0.82 0.72 0.74 0.82 0.92 0.62 0.72 0.76 0.82

K 1 1 1 1 1 1 1 1 4 4 4 4

L 4 8 12 20 5 6 8 14 25 32 35 40

Table 4.2 : We illustrate part of the sample sizes (in % in TOTAL) for different sets of

samples generated by Min-Wise Hashing and their corresponding p in all three data sets.

4.4 Documented Identifiable Deaths in the Syrian Conflict

In this section, we describe how we estimate the number of documented identifiable deaths

for the Syrian data set. As noted before, we do not have ground truth labels for all record

pairs, but the data set was partially labeled with 40,000 record pairs (out of 63 billion).

We propose an alternative (automatic) method of labeling the sample pairs, which is also

needed by our proposed estimation algorithm. More specifically, using the partially labeled

pairs, we train an SVM. In fact, other supervised methods could be considered here, such

as random forests, Bayesian Adaptive Regression Trees (BART), among others, however,

given that SVMs perform very well, we omit such comparisons as we expect the results to

be similar if not worse.

To train the SVM, we take every record pair and generate k-grams representation for each

record. Then we spilt the partially labeled data into training and testing sets, respectively.

Each training and testing set contains a pair of records xk = [Ri, Rj]. In addition, we can
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use a binary label indicating whether the record pair is a match or non-match. That is, we

can write the data as {xk = [Ri, Rj], yk} as the set difference of the k-grams of the strings

of pairs of records Ri and Rj , respectively. Observe that yk = 1 if the Ri and Rj is labelled

as match and yk = �1 otherwise. Next, we tune the SVM hyper-parameters using 5-fold

cross-validation, and we find the accuracy of SVM on the testing set was 99.9%. With a

precision as high a 0.99, we can reliably query an SVM and now treat this as an expert label.

To understand the effect of using SVM prediction as a proxy to label queries in our

proposed unique entity estimation algorithm, we return to observing the behavior in figure

4.5. We treat the LSHE estimator on the other three real datasets as our baselineand compare

to LHSE with the SVM component, where the SVM prediction replaces the querying

process (LSHE +SVM). Observe in figure 4.5, that the plot for LSH (solid black line) and

LSH+SVM (dotted black line) overlap indicating a negligible loss in performance. This

overlap is expected given the high accuracy (high precision) of the SVM classifier.

4.4.1 Running Time

We briefly highlight the speed of the sampling process since it could be used for on the fly

or online unique entity estimation. The total running time for producing 450,000 sampled

pairs (out of a possible 63 billion) used for the LSH sampler (section 4.2.6) with K = 15

and L = 10 is 127 seconds. The preprocessing cost is included in the 127 seconds. The

preprocessing is of the order of data loading cost using DOPH. (For further details on the

benchmarking performance of DOPH compared with other LSH methods, please see [19]).

On the other hand, it will take approximately take 8 days to compute all pairwise similarities

across the 354,996 Syrian records. Computing the pairwise similarities is just the first step

for any known adaptive sampling over pairs based on similarity assuming that we do not use

the LSH sampler. (Note: there are other ways of blocking [72, 86], however as mentioned in
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section 4.2.6 they are mostly deterministic (or rule-based) and do not provide an estimate of

the unique entities.

4.4.2 Unique Number of Documented Identifiable Victims

In the Syrian dataset, with 354,996 records and possibly 63 billion (6.3 ⇥ 1010) pairs,

our motivating goal was to estimate the unique number of documented identifiable vic-

tims. Specifically, in our final estimate, we use 452,728 sampled pairs that are given by

LSHE+SVM (K = 15, L = 10) which has approximately p = 0.83 based on the subset of

labeled pairs. The sample size was chosen to balance the computational runtime and the

value of p. Specifically, one wants high values of p (for a resulting low variance of our esti-

mate) and, to balance running time, we limit the sample size to be around the total number

of records O(M), to ensure a near linear time algorithm. (Such settings are determined by

the application, but as we have demonstrated they work for a variety of real entity resolution

data sets). We chose the SVM as our classifier to label the matches and non-matches. The

final unique number of documented identifiable victims in the Syrian data set was estimated

to be 191,874±1772, very close to the 191,369 documented identifiable deaths reported by

HRDAG 2014.

4.4.3 Effects of L, K, on sample size and p

In this section, we discuss the sensitivity of our proposed method as we vary the choice of

L, K, the sample size M , and p.

We want both KL ⌧ M as well as the number of samples to be ⌧ M2, for the process

to be truly sub-quadratic. For accuracy, we want high values of p, because the variance

is monotonic in p, which is also the recall of true labeled pairs. Thus, there is a natural

trade-off. If we sample more, we get high p but more computations.
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K and L are the basic parameters of our sampler (section 4.2.6), which provide a

tradeoff between the computationally complexity and accuracy. A large value of K makes

the buckets sparse exponentially), and thus, fewer pairs of records are sampled from each

table. A large value of L increases the repetition of hash tables (linearly), which increases

the sample size. As already argued, the computational cost is O(MKL).

To understand the behavior of K, L, p, and the computational cost, we perform a set of

experiments on the Syrian dataset. We use n-gram of 2—5, we vary L from 5–100 by steps

of 5 and K takes values 15,18,20,23,25,28,30,32,35. For all these combinations, we then

plot the recall (also the value of p) and the reduction ratio (RR), which is the percentage

of computational savings. A 99% reduction ratio means that the original space has been

reduced to only having to look at a only 1% of total sampled pairs. Figure 4.6 shows the

tradeoffs between reduction ratio and recall (or value of p). Every dot in the figure is one

whole experiment.

Regardless of the n-gram variation from 2–5, the recall and reduction ratio (RR) are

close to 1 as illustrated in figure 4.6. We see that an n-gram of 3 overall is most stable

in having a recall and RR close to 0.99. We observe that K = 15 and L = 10 gives a

high recall of around 83% with less than half a million pairs (out of 63 billion possible) to

evaluate (RR � 0.99999).
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Figure 4.6 : For shingles 2–5, we plot the RR versus the recall. Overall, we see the best

behavior for a shingle of 3, where the RR and recall can be reached at 0.98 and 1, respectively.

We allow L and K to vary on a grid here. L varies from 5–100 by steps of 5; and K takes

values 15, 18, 20, 23, 25, 28, 30, 32, and 35.
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Chapter 5

Densified Winner Take All (WTA) Hashing for Sparse
Datasets

5.1 Introduction

In many important applications like information retrieval and natural language processing,

text documents, and images data are in high-dimensional representations. Such high-

dimensionality is usually accompanied by extreme data sparsity due to either a large vocab-

ulary or the use of large image window size. The major reason we find very sparse datasets

almost everywhere results from the wide adoption of Bag of Words (BoW) representation

for documents and images. In BoW representation, the presence or absence of specific

features carries the most information [88, 89], especially with higher order shingles. The

popularity of sparse machine learning [90, 91, 92, 93] and sparse codes [94] for image data

is another reason for the abundance of sparse datasets in modern applications. In order to get

a sense of this extreme sparsity, the datasets demonstrated in Google’s Machine Learning

system SIBYL [95] have dimensions in billions and non-zeros in only a few thousands (even

hundreds).

With the advent of the Internet and the explosion in volumes of data, almost all machine

learning and data mining applications are constrained by their computational requirements.

Learning with none-liner kernels, by materializing kernel matrices, which are quadratic in

computation and memory, is infeasible [96, 97, 98]. Randomized algorithms, especially

those based on Locality Sensitive Hashing (LSH) [55], have shown huge promise for
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reducing computational and memory requirement in these scenarios. These randomized

algorithms lead to drastic gains in computation and memory for a small, insignificant,

amount of approximations.

LSH-based algorithms are quite popular efficient sub-linear algorithms for near neighbor

search [55]. This is because even a simple linear scan for near neighbor search, over massive

datasets, becomes prohibitively expensive [99]. There are no options but to use hashing

approaches for such scenarios. LSH algorithms can also be used as cheap random kernel

features [97] for training large-scale non-linear SVMs without materializing the expensive

kernel matrix, leading to linear time algorithms. Besides, recently a line of work appears

to use LSH as samplers in optimization [82] and deduplication [30] problems. They are

embarrassingly parallel, simple and cheap. Owing to these unique advantages, they are

heavily used by commercial search industries for truly large-scale data processing systems.

In the last decade, similarities based on relative (or comparative) attributes have gained

huge popularity, especially in the vision literature [23]. For such similarities, a well-known

hashing scheme is Winner Take All (or WTA) hashing [24]. It is one of the fastest known

hashing scheme, which is much faster than signed random projection (SRP). SRP

requires one pass over the data vector for computing one hash value. This is expensive

because in practice we need hundreds of hash values, which results in hundreds of passes

over the data. Similarly, even random projections are significantly slow for many large-scale

tasks. On the contrary, WTA can generate multiple hashes in one pass. It is widely known

that hashing time is the major bottleneck, both in theory and practice, for the task of image

retrieval. This is why Google [25] needed WTA for detecting 100,000 objects on a single

machine in near-real time with very respectable accuracy.

Large-scale image retrieval, with low-latency constraints, is a reality. We cannot afford

to have costly hash functions since even one pass over the data vector for hash computation
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Table 5.1 : WTA Hashing Example with four input vectors x1, x2, x3, x4, K = 3 and one

permutation ⇥ = 4, 1, 2

x1 x2 x3 x4

x 10, 12, 9, 23 8, 9, 1, 12 9, 2, 6, 1 3, 5, 1, 7

⇥(x) 23, 10, 12 12, 8, 9 1, 9, 2 7, 3, 5

Hwta(x) 1 1 2 1

is prohibitively expensive both for energy and latency. WTA hashing has been quite

successfully applied to produce superior results on massive-scale object recognition and

information retrieval. This randomized hashing scheme seems quite suitable for taking

advantage of multiple partial order statistics rather than total orderings of the input vector’s

feature dimensions to produce sparse embedding codes.

Deep Neural Networks are widely-used in vision and speech tasks. While the network

architecture sizes grow exponentially larger to adapt data complexity, LSH algorithms are

recently adopted to reduce the computation [83, 100]. Moreover hashing cost and quality

are the critical bottleneck in making such approaches practical.

Our Contributions: In this work, we study the applicability of WTA hashing for very

sparse datasets. We found that WTA hashes are not very informative for sparse datasets. We

further provide a remedy based on the recent idea of Densification [14]. In particular, our

contributions can be summarized as follows:

1. We illustrate that the popular WTA hashing scheme starts losing information for very

sparse datasets, i.e., most of the hash values for very sparse datasets do not have

enough discriminative information.

2. We propose Densified WTA Hashing which combines traditional WTA hashing with
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the idea of Densification [101]. We show that the idea of densification provably

fixes the issue of WTA for sparse datasets. Our proposal makes novel use of 2-

universal hashing, introduced in section 5.4.1, and requires minimal modifications to

the original WTA hashing. Furthermore, for dense datasets, our proposal is equivalent

to the original WTA hashes and thus a smooth generalization of WTA for sparse

datasets.

3. We show for the first time that the idea of Densification actually leads to significant

improvement in the quality of WTA hashing, informative hashes. Previously the idea

of Densification was only known to speed up hash functions without losing quality.

Furthermore, this is the first use of densification for non-binary data.

4. We demonstrate the benefits of our proposal by showing significant gains in accuracy

compared to WTA on real-world sparse datasets for both retrieval and classification

tasks.

5.2 Review of WTA Hashing

[23] pointed out the importance of relative attributes in the vision community. It suggested

that for a given vector x, the information that the attribute xi is dominant over some

other attribute xj has stronger discriminative powers compared to other features. It was

further shown in [24] that comparative reasoning (or order information) among attributes

is a very informative feature and similarities based on such comparisons lead to superior

performances compared to widely adopted measures like L2 distances. However, kernel

based (or similarity based) learning is computationally slow. To mitigate this problem, WTA

(Winner Takes ALL) Hashing was proposed. The simplicity, scalability, and power of WTA

hashing were quite appealing and it has been successfully used by commercial big-data
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companies to scale up the task of object detection significantly [25].

WTA hashing generates a set of random samples of K attributes, using a random

permutation ⇥, and stores the index of the attribute with the maximum weight. It can be

implemented in three lines with Matlab:

f u n c t i o n [ maxval , c ] = wta (X,K)

t h e t a = randperm ( s i z e (X, 2 ) )

[ maxval , c ] = max(X( : , t h e t a ( 1 :K) ) , [ ] , 2 )

5.2.1 Key Notations

We denote ⇥(x) to be the K random samples from x sampled using permutation ⇥. For

convenience, we drop the dependence on K as it will remain a fixed constant. Hwta(⇥(x))

indicates the corresponding WTA hash. We will also drop ⇥ and use Hwta(x) when it is

clear.

As illustrated in the example shown in table 5.1, the original input vectors x1, x2, x3, x4

are applied with random permutation ⇥ = (4, 1, 2, 3) and first K = 3 attributes of the

permuted vectors are selected (random sample of size 3), e.g. Vector (a) = [10, 12, 9, 23]

will sample [23, 10, 12]. Then the index of the maximum attribute in every transformed

vector is stored separately, e.g. 1 for (a), to contribute to the final WTA hash codes. If there

are n such hashes codes for one input vector, we define Bin i as the space to store the

hash code generated from the ith set of K samples.

It was shown that WTA hashing scheme has locality sensitive hashing property. It implies

that collision probability under this scheme, i.e. for given vectors x and y, Pr(Hwta(x) =

Hwta(y)) = E[IH
wta

(x)=H
wta

(y)] is some desirable order based similarity measure. It was

later shown that for K = 2 this similarity is the well known Kendall Tau [102].
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Table 5.2 : WTA with input vectors x1, x2 and six bins generated with six permutations. E

denoted an empty sampling. WTA treats E and E as a match of hash values, which artificially

inflates the similarity perceived by the hashes.

x1 0, 0, 5, 0, 0, 7, 6, 0, 0

x2 0, 0, 1, 0, 0, 0, 0, 0, 0

Bin 1 Bin 2 Bin 3 Bin 4 Bin 5 Bin 6

⇥ 2, 1, 8 5, 3, 9 6, 2, 4 8, 9, 1 1, 7, 3 2, 4, 5

⇥(x1) 0, 0, 0 (E) 0, 5, 0 7, 0, 0 0, 0, 0 (E) 0, 6, 5 0, 0, 0 (E)

⇥(x2) 0, 0, 0 (E) 0, 1, 0 0, 0, 0 (E) 0, 0, 0 (E) 0, 0, 1 0, 0, 0 (E)

Hwta(x1) 1 (E) 2 1 1 (E) 2 1 (E)

Hwta(x2) 1 (E) 2 1 (E) 1 (E) 3 1 (E)

5.3 Sparse Datasets and Issues with WTA Hashing

WTA hashing and the idea of comparative reasoning is quite appealing and intuitive. In

this section, we delve deeper and show a critical issue with WTA hashing. We show that

for very sparse datasets, which are common in practice [97], WTA-based hashes are not

very informative and deviate from the ”relative attribute” intuition. We use the equivalence

between hashing and the kernel view to illustrate this issue. With every hashing scheme

H is an associated positive definite kernel given by the collision probability Pr(H(x) =

H(y)) = E[IH(x)=H(y)]. For large-scale learning, as shown in [24], we can convert these

hashes into random kernel features [96] by converting hash values to indicator vectors.
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5.3.1 Sparsity Makes WTA Uninformative

Define the sparsity of a dataset X with n samples, with each sample of dimension d, as

Sx =

Pn
i=1

Pd
j=1[1{Xij = 0}]
n⇥ d

(5.1)

Note that [1{Xij = 0}] is an indicator for the event Xij = 0. Sx is also the probability

that Pr(Xij = 0). We will show that the kernel associated with WTA hashing becomes

uninformative as the sparsity increases.

Consider the example that is shown in table 5.2. Given very sparse input vectors x1, x2,

we generate six WTA hashes with K = 3. In order to do this, we sample K = 3 attributes

six different times so that each different bin is generated using a different permutation. Due

to sparsity, many of these bins contain all zeros. We can see that in all the bins except Bin 5,

Hwta(x1) and Hwta(x2) collide and therefore the estimated collision probability, from the

hashes, is roughly 5
6 indicating high similarity (1 is maximum). This seems misleading.

Due to sparsity, it is very likely that for a given x, all the sampled attributes ⇥(x) are

zeros for some samples. We represent this situation by ⇥(x) = E (Empty). Consider

Bin 1, 4 and 6, they collide only because they are all zeros. Note, WTA treats all empty

bins as collisions and two empty bins will always lead to a hash collision. Sparse datasets

are common with Bag-of-Words (or token-based) representation. Empty Bins (1, 4 and

6) indicate the absence of the randomly chosen K tokens which is not a strong indicator

of similarity. In BoW analogy, if two documents concurrently lack the words ”Hashing”,

”Winner” and ”Take”, it does not indicate strong similarity given the large vocabulary and

the sparse nature of the dataset. In sparse BoW representation, the absence of features is not

informative but only the presence of features is important. Thus, whenever the bins in both

input vectors, under considerations for WTA, are empty, we observe undesirable collisions.

However, it is also problematic if we treat empty ones as mismatches. For two identical
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sparse vector, ideally they should always collide as they are identical. But if we treat zeros

as mismatches, then even identical vectors would have low collision probability. If hashes

do not collide, it is an indicator that the input vectors are not similar. Preventing empty bins

from colliding will treat sparsity as dissimilarity, which is again undesirable. Thus, there is

no straightforward fix to this problem.

If we further observe Bin 3, the collision is even worse because it is meaningless that an

empty Bin of x2 collides with a non-empty bin of x1, simply because the max value in x1

happens to be at index 1. This is actually a spurious collision and can be easily eliminated

if we assign special values to all empty bins. Therefore, from the analysis, we ignore this

easily fixable but spurious collision.

In Bin 2, neither ⇥(x1) nor ⇥(x2) are E, so those are informative collisions. This is in

line with the original motivation of WTA. Owing to the presence of empty bins, sparsity

dominates the hash representations of x1, x2 and leads to high undesirable similarity. We

can not simply ignore empty values because different vectors will have different occurrences

of empty bins. Please refer [14] to see in details why there is no way to ignore empty values

in indexing.

Formally, given vectors x1, x2 and a permutation ⇥, define the indicator vector for empty

sampling of both x1 and x2:

Iempty =

8
><

>:

1 ⇥(x1) = ⇥(x2) = E

0 otherwise
(5.2)

Note if any of the ⇥(x1) is not empty then Iempty = 0. Based on this indicator variable, we

can define empty and non-empty collisions as:

kbad(x1, x2) = Pr(Hwta(x1) = Hwta(x2)|Iempty = 1)

kgood(x1, x2) = Pr(Hwta(x1) = Hwta(x2)|Iempty = 0).
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As argued, kbad(x1, x2) is not an informative kernel for very sparse datasets. Using these

quantities we can formally write the WTA kernel as

kwta(x1, x2) = Pr(Hwta(x1) = Hwta(x2)) (5.3)

= akbad(x1, x2) + (1� a)kgood(x1, x2),

where a is the probability of Iempty = 1. Clearly, for very sparse datasets a will be high and

hence kbad(x1, x2) dominates the WTA kernel making it less discriminative.

5.4 Our Proposal: WTA Hashing

5.4.1 2-Universal Hashing

Definition 2. A randomized function hu : [l] ! [k] is 2-universal if, 8i, j 2 [l] with i 6= j,

we have the following property for any z1, z2 2 [k]

Pr(hu(i) = z1 and hu(j) = z2) =
1

k2
. (5.4)

A simple universal hash function example would be, for random number a and b and a

prime number p  k, compute: hu(x) = (ax+ b mod p) mod k.

5.4.2 Proposal

In [103] the authors proposed the idea of Densification of hashes for obtaining a one-pass

hashing scheme which has the same collision probability as the traditional minwise hashing.

The idea was to reassign empty bins, having all zero values, by borrowing values from

nearest non-empty bins added with some constant offset. Furthermore, [101] showed a

better densification schema with optimal variance. Motivated by this idea, we propose a

similar reassignment of empty bins generated from WTA. We will show that the modified

WTA, which we call ”Densified WTA” (DWTA) hashing, produces the right kernel. This



86

Algorithm 4: Densified WTA Hashing
input n hashes Hwta[] generated from WTA Hashing

input hu(., .), constant C

Initialize HDwta[] = 0

for i = 1 to n do do

if Hwta[i] 6= E then

HDwta[i] = Hwta[i]

else

attempt = 1

next = hu(i, attempt)

while Hwta[next] = E do

attempt++

next = hu(i, attempt)

end while

HDwta[i] = Hwta[next] + attempt ⇤ C
end if

end for

return HDwta[]

is little surprising because Densification was used in the literature to speed up the hashing

scheme with the same old property. Here we rather show a first example where densification

improves the hashing scheme by making it more informative. This is also the first use of

densification over non-binary data.

Vanilla WTA assigns all empty bins a constant value of 1. Using densification, we assign

new random values to all the empty bins. For a given data vector x, we first generate a set of
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Table 5.3 : Example densification of WTA hashes shown in table 5.2. All the hash values of

empty bins are reassigned (shown in red) by the values of the mapped (using hu(., .) and

lookup table in table 5.4) non-empty bins with offset shown by the arrow. This unusual

procedure actually is the right fix for WTA as shown by Theorem 6

HDwta(x1) 1+3*C 2 1 2+1*C 2 2+2*C

HDwta(x2) 3+3*C 2 2+3*C 3+4*C 3 2+2*C

WTA hashes and place them one after the other (See table 5.3).

The overall procedure of Densification for reassigning the empty bins is shown in

Algorithm 4. We do not touch non-empty bins, as we know that WTA hashes are informative

enough. Thus, if a bin is non-empty, its WTA hash value is the DWTA hash value. The key

idea in this algorithm is that when a bin i is empty, instead of assigning it with a constant

1 like what WTA does, it chose some non-empty bin randomly using a 2-universal hash

function, hu and use the value of the chosen non-empty bin with some appropriate offset that

ensures no spurious collisions. The 2-universal hash function takes in two arguments: 1) the

index of the current empty bin and 2) the number of attempts to reach the first non-empty

bin. The first argument is to ensure that DWTA will produce good kernels defined in section

5.3. Specifically, for instance, in table 5.2, Bin 1s are both empty for x1 and x2. The ideal

collision probability of such empty bins should be the same as that of two non-empty bins,

derived in Equation 5.3. The second argument, attempts, is to prevent infinite cycles during

the process of reaching the non-empty bin. For instance, when we compute the non-empty

bin mapping for Bin i, if hu only takes in i as an argument and i = hu(i), then the algorithm

would run into an infinite loop. However, with such monotonically increasing attempts,
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Table 5.4 : Results of empty bins re-assignment mapping in table 5.2 running Algorithm 4.

i and attempt are the two arguments for some 2-universal hash function and map represents

the non-empty bin i is mapped to.

i attempt map

x1

1 3 3

4 1 5

6 2 2

x2

1 3 5

3 3 2

4 4 5

6 2 2

even under the same i, the sequence of hash values generated from hu will not run into

infinite cycles. Another scenario that can test the randomness of our algorithm is when

j = hu(i, attempt) and bin i and j are both empty. Under such circumstance, bin i and j are

not guaranteed to be re-assigned with the value of the same bin because the re-assignments

are independent due to 2-universality of hu(., .).

For each empty bin i, we locate a random (but consistently chosen) non-empty bin j

according to a 2-universal hash function, call it hu. Formally,

HDwta[i] = Hwta[j] + attempt ⇤ C. (5.5)

Then the newly assigned value to the empty bin i is exactly the value of j with some

appropriate offset. The offset is mainly the number of attempts such process make before

termination, multiplying by some constant C > K.

Table 5.3 gives a toy example of how Algorithm 4 works on table 5.2. For x1, from
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Table 5.5 : Each entry displays the Sparsity of VOC2010, LabelMe-12-50k and MSRc

datasets in 1000 BoW, 5000 BoW and 10000 BoW representation. Sparsity shows the Raw

Data sparsity of original BoW vectors and Empty Codes shows the ratio of empty hash codes

in resulting WTA Hashing encoding (empty codes means empty sampling). By increasing

dictionary size, Sparsity naturally goes up in all three datasets.

1000 BoW (%) 5000 BoW (%) 10000 BoW (%)

Sparsity Empty Codes Sparsity Empty Codes Sparsity Empty Codes

VOC2010 68.63 23.84 88.18 61.39 92.87 74.81

LabelMe-12-50k 58.07 13.63 82.93 48.18 89.49 64.43

MSRc 69.46 24.66 86.83 56.60 91.54 70.07

table 5.4, the mapped non-empty bin for Bin 1 with map function hu is 3 and Bin 3’s hash

value is 1. The total attempts made for reaching Bin 2 is 3. Therefore, according to equation

5.5, the new hash value of Bin 1 would be 1 + 3 ⇤ C. Similarly, Bin 4 is assigned with

2 + 1 ⇤ C and Bin 6 is assigned with 2 + 2 ⇤ C. Reassignments in the same manner happen

to x2 but since it is more sparse than x1, more bins are filled with new hash values. Recall

in Issues with WTA Hashing section, we discuss that the collisions between Hwta(x1) and

Hwta(x2) happened in Bin 1, 4 and 6. After densification, there is no collision in Bin 1 and

4. Therefore after densification the hash collision similarity comes down to 2
6 = 0.33.

Formally, let us assume that we want to generate n hash values. ⇥i(x) denote bin i.

Let hu(i, attempt) be the first number in the process decribed in Algorithm 4 such that

⇥h
u

(i,attempt)(x) 6= E. We can define the Densified WTA, HDwta, as follows
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HDwta(⇥i(x)) =

8
>><

>>:

Hwta(⇥i(x)) if ⇥i(x) 6= E

Hwta(⇥h
u

(i,attempt)(x)) + attempt ⇤ C otherwise.

(5.6)

Based on this definition, we now show our main result that Hwta precisely fixes the issue of

empty bins and get rid of the bad kernels. Since the result holds for any bin, we will drop

the subscript i. Formally,

Theorem 6. For any given x and y, the collision probability of ”Densified WTA” HDwta

satisfies:

Pr(HDwta(x1) = HDwta(x2)) = kgood(x1, x2)

= kDwta(x1, x2), (5.7)

Proof. See Appendix A.0.5.

From Theorem 6, it is clear that the new kernel is precisely the good kernel kgood(x1, x2)

with no contribution of kbad(x1, x2) in kDwta(x1, x2), irrespective of the sparsity.

5.4.3 Cost of Densification

We can see that we incur an additional cost of densification over the generated WTA hashes.

The cost comes from, as shown in Algorithm 1, if the bin is empty, it requires an additional

while loop. Let n be the total number of bins in HDwta(⇥(x)) and nNE be the number of

non-empty bins. The probability of terminating the while loop in one iteration is p = n
NE

n .

Therefore the expected iterations each while loop need to run before termination will be 1
p .

The computation is negligible because it only involves 1
p hash lookups for every empty bin.

We will show in section 5.5.4 that this negligible cost leads to huge performance gains in
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practice. This we believe is one of the many examples where a careful analysis and some

mathematics goes a long way in designing simple and significantly better algorithms.

5.4.4 Dealing with Large Hash Values

It can be seen from Equation 5.6 that the value of HDwta(⇥i(x)) can become large due to

the term attempt ⇤C. It turns out that this is not a problem. There is a significant amount of

literature to reduce the final range of hashing scheme [104]. The idea is to randomly shrink

the range at an insignificant cost of small constant random collisions. We found that if we

want to constrain the final hash value to a range R simply taking mod R of the final hash

value suffices in practice. This is what we use during evaluations.

5.5 Experiments

In this section, we compare the performance of Densified WTA hashing with Vanilla WTA

on two tasks: 1) Image retrieval and 2) classification. The experiments do not compare with

other hashing algorithms because the goal of this chapter is solving the problem of WTA

while maintaining its superiority over other methods mentioned in the introduction section.

They are important tasks of evaluating the performance of Hashing algorithms, because

hashing has received increasing interests in efficient large-scale image retrieval with the

rapid growth of web images and the classification accuracy can quantify the discriminative

power in hashes.

5.5.1 Datasets and Baselines

We use three popular publicly available image datasets, including VOC2010 [105], LabelMe-

12-50k [106] and MSRc [107]:
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Figure 5.1 : Precision and Recall curves comparing the retrieval performance of Densified

WTA vs. WTA on VOC2010, LabelMe-12-50k and MSRc datasets for 1000, 5000 and 10000

BoW feature representations. The semi-dotted lines are the vanilla WTA hashes and bold

lines are our proposed Densified WTA Hashes. Different colors represent different number

of BoW. We only show 5000 BoW with 64, 256 and 512 hashes (number of hashes used for

ranking). Densified WTA significantly outperforms the corresponding WTA consistently.

• The VOC2010 database contains a total of 10103 annotated images of twenty classes,

including people, animals, vehicles and indoors. The data has been split into 50% for

training and 50% for testing. One image could belong to different classes.
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• The LabelMe-12-50k dataset consists of 50,000 JPEG images of twelve classes, 80%

for training and 20% for testing. They are 256⇥ 256-pixels pictures extracted from

LabelMe.

• The MSRc is a database of thousands of labeled, high-resolution (680x480 pixels)

images of eighteen classes.

The authors of WTA paper used LabelMe for retrieval tasks and VOC2010 datasets for

classification tasks. We demonstrate both retrieval and classification on both of the datasets

as well as a new MSRc dataset. As described in section of Large Hash Values, to reduce the

space of Densified WTA Hashing, we apply mod operation on hash values of all bins as a

fix. Table 5.5 summarizes the sparsity of Raw Data, input Bag of Words, and the ratio of

Empty Hash codes, the resulting codes after applying WTA Hashing to input Bag of Words

vectors. We can see that when the number of BoW increases, sparsity, highest in 10000

BoW, also goes up in all three datasets. Note here, we are doing the same tasks as WTA

paper, but we do not apply exactly same settings and the sparsities of BoW would thereby

be different (they did not reveal sparsity of their datasets as well). Therefore, we do not

expect the same results on VOC2010 dataset due to the sparsity difference.

5.5.2 Image Retrieval

We now compare the performance of our Densified WTA codes with Vanilla WTA by

replicating the retrieval experiments and studying the standard precision-recall curves. This

is our main task of performance comparison because like we mentioned in the Introduction

section, WTA is quite appealing for information retrieval. We re-stress that WTA (and

our DTWA) are the fastest known hashing scheme, significantly faster than plain random

projections. Furthermore hashing cost is a critical bottleneck in large-scale retrieval system.
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Figure 5.2 : Densified WTA vs. WTA on the task of Image Classification on three different

vision datasets. We used 1000, 5000 and 10000 BoW representation of the images. The

y-axis is the mean accuracy and the x-axis is the number of hashes used as features. The

horizontal lines (dotted) are classification based just on the BoW features. The semi-

dotted lines are the vanilla WTA hashes and bold lines are our proposed Densified WTA

Hashes. The colors represent which BoW was used as features. Densified WTA significantly

outperforms the corresponding WTA consistently for all the choices.

For each query image, the nearest-neighbors of each test data were ranked among

training data based on the Hamming distance of the hash codes. Since we had labeled

datasets, all the images with the same label as the query were treated as the gold standard



95

neighbors. Note, as mentioned in our proposal, WTA and Densified WTA leads to two

different similarity measures (or kernel). Therefore, this experiment is comparing which

among these two kernels agrees with the ground truth labels.

Replicating the setting of the original WTA paper, we first generated standard BoW

of local descriptors, computed from the images, using the publicly available code [108].

BoW was generated by extracting local descriptors from the dense grid over each image and

quantizing them using K-means. We used DSIFT [109] as our descriptor measuring gradient

at each key point pixel. The gradient was represented by a single 128-dimensional vector,

stacked by a three-dimensional (8⇥ 4⇥ 4) elementary feature vector formed by the pixel

location (4⇥ 4) and the gradient orientation (8). In this experiment, we consider BoW with

1000, 5000, and 10,000 bins to demonstrate the effect of sparsity. We then generated WTA

and Densified WTA hashes from these images and produce feature vectors as suggested

in the WTA paper. For the feature generation, we used the fixed recommended setting of

K = 4 for all the datasets which was picked using the same method described in [24] and

best for WTA. The precision and recall curves for the rankings based on different hash codes

are shown in figure 5.1. We show plots for 64, 256 and 512 hash codes of 1000, 5000 and

10000 BoW representations (9 curves for each dataset per hashing scheme). To average out

the randomness of both Densified and original WTA hashing, every curve on the graphs is

averaged from 10 runs.

Densified WTA hashes lead to notably better precision-recall compared to Vanilla WTA

on all combinations irrespective of the choices of the dataset. As with classification, an

increase in BoW leads to larger gap due to increases in sparsity. This again validates our

claims. It is exciting to see that a small but principle modification to WTA Hashing can lead

to drastic benefits.
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5.5.3 Classification

Our motivation for comparing two Hashing algorithms using classification accuracy is

to quantify the discriminative power in hashes. We use Densified WTA codes to do the

classification task on the VOC2010, LabelMe-12-50k and MSRc datasets. We don’t compare

with those state-of-the-art methods like a particular type of nonlinear Mercer kernels, e.g.

the intersection kernel or the Chi-square kernel [110] in classifying these datasets. Instead,

we apply Densified WTA and original WTA hashes to a baseline method, sparse BoW of

local descriptors and passing to linear SVM classifier, to show that the Densified WTA

achieve superior improvement on classification tasks on sparse data.

To compute the classification performance we ran a simple SVM on BoW features, WTA

hashed features, and Densified WTA hashed features. We varied the number of hash features

over a range of values: 5⇥ 102, 1⇥ 103, 5⇥ 103, 1⇥ 104, 5⇥ 104, 1⇥ 105. We again choose

K=4. The C parameter of SVM was tuned using cross-validation, for every individual run,

to ensure the best possible performance on every combination of the number of features and

the hashing scheme. This ensures fairness of the comparisons.

Figure 5.2 compares the mean average precision of classification tasks using Densified

WTA codes, WTA codes and basic sparse BoW on three datasets. The baseline, mean

average precision for the three BoWs with different bins is shown by dashed straight lines.

The mean average precision for WTA feature vectors is shown by dot-dashed curves and for

Densified WTA feature vectors is shown by dot-dashed curves. We observe that as stated in

WTA paper, precision increases when original BoW bin number increases or the number of

codes increases with WTA beating BoW in each case. These observations are in line with

the original WTA paper. We followed the experiment pipeline from the WTA paper, while

generating BoW using standard package [108]. It is not surprising to see exactly the same

trends in classification results with a difference in relative values.
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Table 5.6 : Average running time comparison among DWTA, and Sparse Random Projection

for three datasets with 10000 BoW representation and 512 hashes.

SRP (ms) DWTA (ms)

VOC2010 8.578 0.032

LabelMe-12-50k 8.62 0.046

MSRc 8.609 0.04

The Densified WTA consistently outperforms Vanilla WTA significantly on all the three

datasets, irrespective of the choice of BoW or the number of hashes. Moreover, the per-

formance gap increases with the number of BoW. The increase in BoW rises sparsity of

the dataset and hence this trend validates our hypothesis and theory in this chapter. The

gains over WTA are significant and our results clearly push the boundary of classification

performance with hashing-based kernels significantly outperforming BoW. Note that increas-

ing BoW from 5000 to 10000 leads to no gains in accuracy. But with hashing, especially

Densified WTA, the gains keep climbing.

5.5.4 Running Time of DWTA Hashing

As mentioned in section 5.4.3, DWTA hashing only induces negligible cost of densification.

We implemented DWTA and another popular algorithm for sparse data, Sparse Random

Projection [111] (SRP) and empirically show the average running time comparison of both

algorithms for each data point in table 5.6. We used 10000 BoW representation for three

datasets and 512 hashes. The results clearly exhibited the advantage of DWTA over FRP in

running time which further proves the superiority and Practicality of DWTA in general.
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Chapter 6

SLIDE : In Defense of Smart Algorithms over Hardware
Acceleration for Large-Scale Deep Learning Systems

6.1 Introduction

Deep Learning (DL) has become a topic of significant interest in the research community.

The last few years have seen a remarkable growth of using DL to significantly improve

the state-of-the-art in many applications, particularly image, text classification, and speech

recognition.

The Need for Hardware Acceleration: Vast amounts of data powered by the exponen-

tial increase in computing capabilities have been instrumental in the success of DL. More

notably, with the advent of the powerful Graphic Processing Unit (GPU) [112], training

processes of the DL models have been drastically accelerated.

Fast Matrix Multiplication has been heavily researched for the past several decades. We

are now reaching a limit on speeding up matrix multiplication further. Furthermore, the

need for astronomical size neural networks and unprecedented growth in the data volumes

have worsened this problem. As a result, the community is heavily investing in dedicated

hardware to take DL further beyond this point [113]. Designing dedicated hardware is

risky because they require significant investment and time to develop. Moreover, dedicated

hardware caters to a specific algorithm for which they are designed. Thus, change in the state-

of-the-art algorithms can render specialized hardware less effective in the future. However,

for the case of DL, this investment is justified due to the lack of significant progress in the
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algorithmic alternatives for years.

Unsuccessful Alternatives to Matrix Multiplication: On the orthogonal side, there

have been several works on replacing the costly matrix multiplication with cheaper algo-

rithmic alternatives [114]. Unfortunately, we have seen minimal practical benefits from

the algorithmic front. So far, there has been no demonstration, even remotely, that a

smart algorithmic implementation in any form can outperform the advantages of hardware

acceleration.

Exploiting Adaptive Sparsity in Neural Networks: In popular frameworks like Ten-

sorflow (TF), Sampled Softmax [115] is deployed to approximate the full softmax efficiently.

While sampled softmax offers computational savings, it has high estimation bias [116].

This leads to poor convergence behavior which is empirically verified in our experiments in

section 6.6. In this chapter, we will exploit the idea of adaptive sparsity [116] or adaptive

dropouts [117]. The idea stems from several recent observations [118, 119] that we can

accurately train neural networks by selectively sparsifying most of the neurons, based on

their activation, during every gradient update. [120] has also shown that selective sparsifica-

tion can in-fact be superior in accuracy due to implicit regularization. However, selective

sparsification does not directly lead to computational savings. [83] shows the first possibility

of an algorithmically efficient solution by employing Locality Sensitive Hash (LSH) tables

to identify a sparse set of neurons efficiently during each update. The proposed algorithm

has an added advantage of making the gradient update HOGWILD style parallel [121]. Such

parallelism does not hurt convergence because extremely sparse and independent updates are

unlikely to overlap and cause conflicts of considerable magnitude. Despite all the niceness

presented, current implementation of [83] fails to demonstrate that the computational advan-

tage can be translated into a faster implementation when directly compared with hardware

acceleration of matrix multiplication. In particular, it is not clear if we can design a system
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that can effectively leverage the computational advantage and at the same time compensate

for the hash table overheads using limited (only a few cores) parallelisms. In this chapter,

we provide the first such implementation for large fully connected neural networks.

6.1.1 Our Contributions

Our main contributions are as follows:

• We show the first C++ OpenMP based system SLIDE with modest multi-core parallelism

on a standard CPU that can outperform the massive parallelism of a powerful V100

GPU on a head-to-head time-vs-accuracy comparison. This unique possibility is because

the parallelism in SLIDE is naturally asynchronous by design. We have our code and

benchmark scripts for reproducibility⇤.

• We make several novel algorithmic and data-structural choices in designing the LSH

based sparsification to minimize the computational overheads to a few memory lookups

only (truly O(1)). At the same time, it does not affect the convergence of the DL

algorithm. The implementation further takes advantage of the sparse gradient updates to

achieve negligible update conflicts, which creates ideal settings for Asynchronous SGD

(Stochastic Gradient Descent) [121]. These contributions could be of independent interest

in both the LSH and DL literature.

• We provide a rigorous evaluation of our system on two large benchmark datasets involving

fully connected networks. We show that SLIDE, on a modest CPU can be up to 2.7x

faster, in wall clock time, than the best possible alternative with the best possible choice

of hardware, at any accuracy. We perform a CPU-efficiency analysis of SLIDE using

Intel VTune Performance Analyzer and show that memory-bound inefficiencies reduce

for SLIDE with an increasing number of cores while it is the opposite for TF-CPU.

⇤https://github.com/keroro824/HashingDeepLearning
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Figure 6.1 : Architecture: The central module of SLIDE is Network. The network is

composed of few-layer modules. Each layer module is composed of neurons and a few hash

tables into which the neuron ids are hashed. Each neuron module has multiple arrays of

batch size length: 1) a binary array suggesting whether this neuron is active for each input

in the batch 2) activation for each input in the batch 3) accumulated gradients for each input

in the batch. 4) The connection weights to the previous layer.

• Our analysis suggests that SLIDE is a memory-bound application, prone to some bot-

tlenecks described in section 6.5. With careful workload and cache optimizations (eg.

Transparent Hugepages) and a data access pattern (eg. SIMD instructions), we further

speed up SLIDE by roughly 1.3x, making the overall speed up to 3.5x faster than TF-GPU

and over 10x faster than TF-CPU.

6.2 Proposed System: SLIDE

6.2.1 Introduction to the overall system

Before introducing SLIDE in details, we define important notations: 1) B: input batch size

2) N j
l : Neuron j in layer l 3) xl: inputs for layer l in the network 4) wa

l : weights for ath

neuron in layer l 5) hl: hash functions in layer l 6) Na
l : the set of active neurons in layer l
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Algorithm 5: SLIDE Algorithm
1: Input: data X , iterations n, batch size B

2: Output: ✓

3: Initialize weights wl for each layer l

4: Create hash tables HTl, functions hl for each layer l

5: Compute hl(wa
l ) for all neurons

6: Insert all neuron ids a, into HTl according to hl(wa
l )

7: for i = 1 : n do

8: Input0 = Batch(X,B)

9: for l = 1 : Layers do

10: Sl = Sample(Inputl�1, HTl, hl) (Algorithm 6)

11: Activation = Forward Propagation (Inputl�1, Sl)

12: Inputl = Activation

13: end for

14: for l = 1 : Layers do

15: Backpropagation (Sl)

16: end for

17: end for

18: return ✓

for the current input.

Initialization: Figure 6.1 shows the modular structure of SLIDE and algorithm 5 shows

the detailed steps. Every layer object contains a list of neurons and a set of LSH sampling

hash tables. Each hash table contains ids of the neurons that are hashed into the buckets.

During the network initialization, the weights of the network are initialized randomly.
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Algorithm 6: Algorithm for LSH Sampling
1: Input: Q, HT , h

2: Output: Sl (active neurons on layer l)

3: Compute h(Q).

4: for t = 1 : L do

5: S = S[ Query(hl(Ql), HT t
l )

6: end for

7: return S

Afterwards, K ⇥ L LSH hash functions are initialized along with L hash tables for each

of the layers. For instance, the example network in figure 6.1 maintains hash tables in two

hidden layers as well as the output layer. The details of using various hash functions are

discussed in section 6.2.2. The LSH hash codes hl(wa
l ) of the weight vectors of neurons

in the given layer are computed according to the hash functions. The id a of the neuron

is saved into the hash buckets mapped by the LSH function hl(wa
l ). This construction of

LSH hash tables in each layer is a one-time operation which can easily be parallelized with

multiple threads over different neurons in the layer independently.

Sparse Feed-Forward Pass with Hash Table Sampling: In the feed-forward phase,

given a single training instance, we compute the network activation until the final layer,

which gives us the output. In SLIDE, instead of calculating all the activations in each layer,

the input to each layer xl is fed into hash functions to compute hl(xl). The hash codes serve

as a query to retrieve ids of active (or sampled) neurons from the matching buckets in hash

tables. For example, in the figure 6.2, h1(x1) is first computed and then used to retrieve

N2
1 and N4

1 as the active neurons. Only the activations of active neurons are calculated and

passed on as the inputs to the next layer. The other activations, like those of N1
1 and N3

1 , are
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Figure 6.2 : Forward Pass: Given an input, we first get the hash code H1 for the input, query

the hash table for the first hidden layer, and obtain the active neurons. We get the activations

for only this set of active neurons. We do the same for the subsequent layers and obtain a

final sparse output. In practice, we use multiple hash tables per layer.

directly treated as 0 and never computed. We describe our design choices that reduce the

sampling overheads significantly in section 6.4.

The above-described operations are performed sequentially in every layer, starting from

the very first layer where the input is the data itself. Even in the output layer, which has

softmax activation, only neurons sampled from hash tables are treated as active neurons.

For softmax, for every active neuron, we compute its output as �(Nk
o ) =

exow
k

o

P
N

a

o

exow
k

o

. Note

that the normalizing constant for softmax is no longer the sum over all neurons but only the

active ones.

Sparse Backpropagation or Gradient Update: The backpropagation step follows

the feed-forward step. After computing the output of the network, we compare it with the
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known label of the input and backpropagate the errors layer-by-layer to calculate the gradient

and update the weights. Here we use the classical backpropagation message passing type

implementation rather than vector multiplication based. For every training data instance,

after updating the weights of any given neuron, the neuron propagates the partial gradients

(using error propagation) back to only active neurons in previous layers via the connected

weights. As a result, we never access any non-active neuron or any non-active weight, which

is not part of the feed-forward process on a given input. This process ensures that we take

full advantage of sparsity. Our computation over each input is only of the order of active

neurons and weights rather than the total number of parameters. It should be noted that if we

compute activation for s < 1 fraction of neurons in each layer (on an average), the fraction

of weights that needs to be updated is s2 only, which is a significant reduction when s is

small (as is the case for our experiments).

Update Hash Tables after Weight Updates: After the weights are updated, we need to

modify the positions of neurons in the hash tables accordingly. Updating neurons typically

involves deletion from the old bucket followed by an addition to the new bucket, which can

be expensive. We discuss several design tricks that we use to overcome this overhead of

updating hash tables in section 6.4.1.

OpenMP Parallelization across a Batch: For any given training instance, both the

feed-forward and backpropagation operations are sequential as they need to be performed

layer by layer. SLIDE uses usual Batch Gradient Descent with Adam optimizer, where the

batch size is generally in the order of hundreds. Each data instance in the batch runs in a

separate thread and its gradients are computed in parallel. To ensure the independence of

computation across different threads, every neuron stores two additional arrays, each of

whose length is equal to the batch size. These arrays keep track of the input specific neuron

activations and error gradients. Every input is assigned an id, which can be used as an index
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to locate its activation (or error gradient) on any neuron. Besides, we also have a bit array

at each neuron to determine whether the particular input activates a neuron or not. This

small memory overhead is negligible for CPUs but it ensures that the gradient computation

is independent across different instances in the batch.

The extreme sparsity and randomness in gradient updates allow us to asynchronously

parallelize the accumulation step of the gradient across different training data without

leading to a considerable amount of overlapping updates. SLIDE heavily capitalizes on the

theory of HOGWILD [121], which shows that a small amount of overlap is tolerable. It

does not hurt the convergence even if we resolve the concurrent updates randomly. Thus,

after independently computing the gradients, each thread pushes the updates directly to the

weights asynchronously. This asynchronous update avoids synchronization during batch

accumulation which is otherwise sequential in the batch.

In section 6.6.4, we observe that due to this asynchronous choice, we obtain near-perfect

scaling of our implementation with an increasing number of cores. Such perfect scaling is

particularly exciting because even highly optimized implementation of TF on CPUs shows

poor scaling behavior with increasing cores beyond 16 cores.

6.2.2 Details of Hash Functions and Hash Tables

SLIDE provides a natural trade-off between the efficiency of retrieving active neurons and

the quality of the retrieved ones. To facilitate this, we have three tunable parameters K,L,B.

As mentioned in chapter 2, L serves as the number of hash tables. To determine which

bucket to choose, we use K hash codes for each hash table. Hence, SLIDE generates K ⇥L

randomized hash functions all belonging to one hash family for each layer. In every bucket

in a hash table, the number of entries is limited to a fixed bucket size. Such a limit helps

with the memory usage and also balances the load on threads during parallel aggregation of
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neurons.

In our implementation of SLIDE, we support four types of hash functions from LSH

family: 1) Simhash 2) WTA hash 3) DWTA hash and 4) Minhash respectively. Each of these

hash families preserves different similarities and hence is useful for various scenarios. We

discuss the implementation details below. Note that SLIDE also provides the interface to

add customized hash functions based on need.

Signed Random Projection (Simhash) : Refer [122] for explanation of the theory

behind Simhash. We use K ⇥ L number of random pre-generated vectors with components

taking only three values {+1, 0,�1}. The reason behind using only +1s and �1s is for

fast implementation. It requires additions rather than multiplications, thereby reducing the

computation and speeding up the hashing process. To further optimize the cost of Simhash in

practice, we can adopt the sparse random projection idea [123]. A simple implementation is

to treat the random vectors as sparse vectors and store their nonzero indices in addition to the

signs. For instance, let the input vector for Simhash be in Rd. Suppose we want to maintain

1/3 sparsity, we may uniformly generate K ⇤ L set of d/3 indices from [0, d� 1]. In this

way, the number of multiplications for one inner product operation during the generation of

the hash codes would simply reduce from d to d/3. Since the random indices are produced

from one-time generation, the cost can be safely ignored.

Winner Takes All Hashing (WTA hash) : In SLIDE, we slightly modify the WTA

hash algorithm from [24] for memory optimization. Originally, WTA takes O(KLd) space

to store the random permutations ⇥ given the input vector is in Rd. m << d is a adjustable

hyper-parameter. We only generate KLm
d rather than K ⇤ L permutations and thereby

reducing the space to O(KLm). Every permutation is split into d
m parts (bins) evenly and

each of them can be used to generate one WTA hash code. Computing the WTA hash codes

also takes O(KLm) operations.
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Densified Winner Takes All Hashing (DWTA hash) : As argued in [124], when the

input vector is very sparse, WTA hashing no longer produces representative hash codes.

Therefore, we use DWTA hashing, the solution proposed in [124]. Similar to WTA hash, we

generate KLm
d number of permutations and every permutation is split into d

m bins. DWTA

loops through all the nonzero (NNZ) indices of the sparse input. For each of them, we

update the current maximum index of the corresponding bins according to the mapping in

each permutation.

It should be noted that the number of comparisons and memory lookups in this step is

O(NNZ ⇤ KLm
d ), which is significantly more efficient than simply applying WTA hash to

sparse input. For empty bins, the densification scheme proposed in [124] is applied.

Densified One Permutation Minwise Hashing (DOPH) : The implementation mostly

follows the description of DOPH in [14]. DOPH is mainly designed for binary inputs.

However, the weights of the inputs for each layer are unlikely to be binary. We use a

thresholding heuristic for transforming the input vector to binary representation before

applying DOPH. The k highest values among all d dimensions of the input vector are

converted to 1s and the rest of them become 0s. Define idxk as the indices of the top k

values for input vector x. Formally,

Threshold(xi) =

8
>><

>>:

1, if i 2 idxk.

0, otherwise.

We could use sorting algorithms to get the top k indices, but it induces at least O(dlogd)

overhead. Therefore, we keep a priority queue with indices as keys and the corresponding

data values as values. This requires O(dlogk) operations.
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6.3 Reducing Overhead

6.4 Reducing the Sampling Overhead

The key idea of using LSH for adaptive sampling of neurons with large activation has

been sketched in previous section. We have designed three strategies to sample large inner

products: 1) Vanilla Sampling 2) Topk Sampling 3) Hard Thresholding. We first introduce

them one after the other and then discuss their utility and efficiency. Further experiments

are reported in section 6.6.1.

Vanilla Sampling: Denote �l as the number of active neurons we target to retrieve in

layer l. After computing the hash codes of the input, we randomly choose a table and only

retrieve the neurons in that table. We continue retrieving neurons from another random table

until �l neurons are selected or all the tables have been looked up. Let us assume we retrieve

from ⌧ tables in total. Formally, the probability that a neuron N j
l gets chosen is,

Pr(N j
l ) = (pK)⌧ (1� pK)L�⌧ , (6.1)

where p is the collision probability of the LSH function that SLIDE uses. For instance, if

Simhash is used,

p = 1�
cos�1

⇣
(wj

l

)T x
l

||wj

l

||2·||x
l

||2

⌘

⇡
.

From the previous process, we can see that the time complexity of vanilla sampling is O(�l).

TopK Sampling: In this strategy, the basic idea is to obtain those neurons that occur

more frequently among all L hash tables. After querying with the input, we first retrieve

all the neurons from the corresponding bucket in each hash table. While retrieving, we

use a hashmap to keep track of the frequency with which each neuron appears. The

hashmap is sorted based on the frequencies, and only the neurons with top �l frequencies

are selected. This requires additional O(|Na
l |) space for maintaining the hashmap and
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Table 6.1 : Time taken by hash table insertion schemes

Insertion to HT Full Insertion

Reservoir Sampling 0.371 s 18 s

FIFO 0.762 s 18 s

O(|Na
l |+ |Na

l |log|Na
l |) time for both sampling and sorting.

Hard Thresholding: The TopK Sampling could be expensive due to the sorting step.

To overcome this, we propose a simple variant that collects all neurons that occur more than

a certain frequency. This bypasses the sorting step and also provides a guarantee on the

quality of sampled neurons. Suppose we only select neurons that appear at least m times in

the retrieved buckets, the probability that a neuron N j
l gets chosen is,

Pr(N j
l ) =

LX

i=m

�
L
i

�
(pK)i(1� pK)L�i, (6.2)

Figure 6.3 shows a sweep of curves that present the relation between collision probability

of hl(w
j
l ) and hl(xl) and the probability that neuron N j

l is selected under various values of

m when L = 10. We can visualize the trade-off between collecting more good neurons and

omitting bad neurons by tweaking m. For a high threshold like m = 9, only the neurons

with p > 0.8 have more than Pr > 0.5 chance of retrieval. This ensures that bad neurons

are eliminated but the retrieved set might be insufficient. However, for a low threshold like

m = 1, all good neurons are collected but bad neurons with p < 0.2 are also collected

with Pr > 0.8. Therefore, depending on the tolerance for bad neurons, we choose an

intermediate m in practice.
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Figure 6.3 : Hard Thresholding: Theoretical selection probability Pr vs the collision

probabilities p for various values of frequency threshold m (eqn. 6.2). High threshold

(m = 9) gets less number of false positive neurons but misses out on many active neurons.

A low threshold (m = 1) would select most of the active neurons along with lot of false

positives.

6.4.1 Updating Overhead

We introduce the following heuristics for addressing the expensive costs of updating the

hash tables:

1) Recomputing the hash codes after every gradient update is computationally very

expensive. Therefore, we dynamically change the update frequency of hash tables to reduce

the overhead. Assume that we update the hash tables for the first time after N0 iterations.

Let t � 1 be the number of times the hash tables have already been updated. We apply

exponential decay on the update frequency such that the tth hash table update happens on
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Figure 6.4 : Sampling Strategies: Time consumed (in seconds) for various sampling methods

after retrieving active neurons from Hash Tables.

iteration
Pt�1

i=0 N0e�i, where � is a tunable decay constant. The intuition behind this scheme

is that the gradient updates in the initial stage of the training are larger than those in the later

stage, especially while close to convergence.

2) SLIDE needs a policy for adding a new neuron to a bucket when it is already full.

To solve such a problem, we use the same solution in [125] that makes use of Vitter’s

reservoir sampling algorithm [126] as the replacement strategy. It was shown that reservoir

sampling retains the adaptive sampling property of LSH tables, making the process sound.

Additionally, we implement a simpler alternative policy based on FIFO (First In First Out).

3) For Simhash, the hash codes are computed by hsign
w (x) = sign(wTx). During

backpropagation, only the weights connecting the active neurons across layers get updated.

Only those weights contribute to the change of wTx. Therefore, we can also memorize
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the result of wTx besides the hash codes. When x 2 Rd gets updated in only d
0 out of d

dimensions, where d
0 ⌧ d, we only need O(d

0
) rather than O(d) addition operations to

compute the new hash codes.

6.5 Threading Model and Platform Micro-architecture Optimization

Our experimental analysis shows that SLIDE is a memory-bound workload. We show that a

careful workload optimization to design a threading model and a data access pattern to take

into consideration the underlying platform architecture leads to a significant performance

boost.

OpenMP and Cache Optimizations: A key metric for the identification of memory

and cache performance bottlenecks in a multi-threaded application, e.g., SLIDE, is the

number of data misses in the core private caches. This is a significant source of coherence

traffic, potentially making the shared bus a bottleneck in a symmetric multiprocessor (SMP)

architecture, thus increasing memory latency.

OpenMP provides a standard, easy to use model for scaling up a workload among all the

available platform cores. The master thread forks a specified number of worker threads to

run concurrently, and by default, threads are kept unbound and are spread across available

cores, if any. Generally speaking, an inclusive last level cache (LLC) can improve data

sharing, because a new thread created to run on a remote core, can probably find a copy of a

shared data structure in the LLC, this is especially true if the accesses are mostly read-only,

and ignoring the effect of evictions overhead from private core caches [127]. With the new

trend in CPU architecture of a non-inclusive LLC (e.g. Intel’s Skylake architecture [128])

multi-threaded workloads can operate on larger data per thread (due to increased L2 size).

However, due to the new design of a non-inlusive LLC remote thread missing on a shared

data structure can cause cache thrashing, invalidation, and bouncing of shared data among
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cores. We noticed that SLIDE is prone to this bottleneck.

Fortunately, OpenMP provides a control for thread affinity where a mask is set by an

affinity preference and checked during runtime for possible locations for a thread to run.

When threads are accessing mostly private independent data items, it is best to scatter these

among the available possible cores for an almost linear speedup with the available cores due

to no data dependency. On the other hand, if these threads are accessing items in a shared

data structure, it is generally better to schedule these threads in a more compact packing

(using the OpenMP Affinity=close) where threads are scheduled closer (same CPU socket)

as the master thread.

Furthermore, CPU caches are arranged into cache lines. Multiple threads updating data

items that happen to co-locate into the same cache line (called false sharing) can also cause

cache thrashing, since these updates need to be serialized to ensure correctness, leading to

performance degradation. Much previous work (e.g., [129]) have tried to detect and resolve

the issue of false sharing for OpenMP multi-threads mainly using compiler optimizations

and hardware performance counters. However, generally speaking, carefully allocating data

structures and aligning them on cache line boundaries (e.g., by padding) significantly reduce

the false sharing opportunities. We chose to use the later alternative for SLIDE.

Address Translation and Support for Kernel Hugepages: Virtual memory provides

applications with a flat address space and an illusion of sufficiently large and linear memory.

The addressed memory is divided into fixed-size pages, and a page table is used to map

virtual pages to physical ones. The address lookup is accelerated using Translation Lookaside

Buffers (TLBs).

Since SLIDE is a workload with a large memory footprint, the performance of virtual

memory paging can suffer due to stagnant TLB sizes. TLB address translation is on the

processors’ critical path. It requires low access times which constrain TLB size (and thus,
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the number of pages it holds). On a TLB miss, the system must walk the page table, which

may incur additional cache misses. Recent studies show that workloads with large memory

footprints can experience a significant performance overhead due to excessive page table

walks [130, 131].

We employ Hugepages for SLIDE, which is a technology for x86-64 architectures to

map much larger pages than the default 4KB normal-sized pages on the orders of 2 MB to

1 GB. Use of huge pages (Transparent Hugepages and libhugetlbfs [132]) increases TLB

reach substantially, and reduces the overhead associated with excessive TLB misses and

table walks.

Vector Processing, Software Pipelining, and Prefetching: We further use software

optimization techniques to improve workload performance in SLIDE. In particular, we use

Vector processing which is capable of exploiting data-level parallelism through the use of

Single-Instruction-Multiple-Data (SIMD) execution, where a function is called with a batch

of inputs instead of an individual input (e.g., the function to update a large matrix of weights

in the back-propagation phase). The implementation uses SIMD instructions (e.g., Intel

AVX [128]) to implement the update to multiple weights simultaneously. Implementing a

software pipeline is an excellent way to hide memory latency for memory-bound workloads.

Our implementation divides the processing of data items into stages of a pipeline, where

explicit software prefetch stage (using, for example, x86 PREFETCHT0 instruction set)

is followed by a processing stage(s). The data items that are accessed in the future are

prefetched into the core caches in advance to the time when they are needed to get processed.

In particular, for a vector processing of updating of N weights, a software implementation

can prefetch weight Wi+d (where d is the depth of the pipeline) while updating weight Wi,

as a result, when it is time to process weight Wi+d it is already in the CPU cache.
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6.6 Evaluations

In this section, we’re going to empirically investigate SLIDE’s performance on multiple

fronts such as: 1) SLIDE against TF-GPU with V100s 2) SLIDE against TF-CPU 3) SLIDE’s

adaptive sampling against sampled softmax (plain random sampling) 4) Scalability against

TF-CPU with CPU core count 5) Effect of batch size 6) Benefits of Design Choices. While

we focus on evaluating the basic aspects of SLIDE, we additionally perform several CPU

optimizations like support for Kernel Hugepages to reduce cache misses which improve

SLIDE’s performance by ⇡ 30%. The optimization details are given in section 6.5 and the

improvement in performance is shown in section 6.6.5.

Table 6.2 : Statistics of the datasets

Feature Dim Feature Sparsity Label Dim Training Size Testing Size

Delicious-200K 782,585 0.038 % 205,443 196,606 100,095

Amazon-670K 135,909 0.055 % 670,091 490,449 153,025

Fully-Connected Large Architecture: Fully connected networks are common in most

applications. To show SLIDE’s real advantage, we will need large networks where even a

slight decrease in performance is noticeable. Thus, the publicly available extreme classifi-

cation datasets, requiring more than 100 million parameters to train due to their extremely

wide last layer, fit this setting appropriately. For these tasks, most of the computations (more

than 99%) are in the final layer.

Datasets: We employ two large real datasets, Delicious-200K and Amazon-670K, from

the Extreme Classification Repository [133]. Delicious-200K dataset is a sub-sampled

dataset generated from a vast corpus of almost 150 million bookmarks from Social Book-

marking Systems (del.icio.us). Amazon-670K dataset is a product to product recommenda-
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Figure 6.5 : It shows the comparison of SLIDE (in red) against TF-GPU (in blue) and

TF-CPU (in black). The x-axis is plotted in log scale to accommodate the otherwise slow

TF-CPU curve. We notice that the time required for convergence is 2.7x lower than that of

TF-GPU. When compared against iterations, the convergence behavior is identical, which

confirms that the superiority of SLIDE is due to algorithm and implementation and not due

to any optimization bells and whistles.

tion dataset with 670K labels. The statistics of the datasets are included in Table 6.2.

Infrastructure: All the experiments are conducted on a server equipped with two 22-

core/44-thread processors (Intel Xeon E5-2699A v4 2.40GHz) and one NVIDIA Tesla V100
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Volta 32GB GPU. The server has an Ubuntu 16.04.5 LTS system with the installation of

TF-GPU 1.12. We compiled TF-CPU 1.12 from source with GCC5.4 in order to support

FMA, AVX, AVX2, SSE4.1, and SSE4.2 instructions, which boost the performance of TF-

CPU by about 35%. SLIDE is written in C++ and compiled under GCC5.4 with OpenMP

flag. The most exciting part is that SLIDE only uses vanilla CPU thread parallelism and yet

outperforms TF-GPU (V100) by a large margin in performance.

Baselines: We benchmark the tasks with our system SLIDE, and compare against highly

optimized TF framework for both CPU and GPU. Specifically, the comparison is between

the same tasks, with the exact same architecture, running on TF-CPU and TF-GPU. The

optimizer and the learning hyperparameters (details later) were also the same to avoid

unfair comparisons. Most of the computations in our architecture are in the softmax layer.

Hence, to corroborate the advantage of adaptive sampling [134] vs vanilla sampling, we

also compare against the popular sampled softmax algorithm [115] which is a fast proxy

to the full softmax. We use the optimized Sampled Softmax functionality provided in TF-

GPU. This comparison sheds light on the necessity of LSH based input dependent adaptive

sampling compared to static sampling scheme which is the only other alternative in practice.

Hyper Parameters: For both the datasets, we adopt the same model architecture in

[134]. We choose the standard fully connected neural network with one hidden layer of size

128. We choose a batch size of 128 for Delicious-200K dataset and 256 for Amazon-670K

dataset as the input dimension for the former is very large. We run all algorithms until

convergence. To quantify the superiority of SLIDE over other baselines, we also use the

same optimizer, Adam [135] by varying the initial step size from 1e�5 to 1e�3 which leads

to better convergence in all experiments. For SLIDE, we maintain the hash tables for the last

layer, where we have a computational bottleneck of the models. For specific LSH setting, we

choose Simhash, K = 9, L = 50 for Delicious dataset and DWTA hash, K = 8, L = 50 for
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Amazon-670k dataset. We update the hash tables with an initial update period of N0 = 50

iterations and then exponentially decaying (section 6.4.1).

Main Results: We show the time and iteration wise comparisons for SLIDE vs TF

GPU/CPU in figure 6.5. Note that the x-axis is in log-scale, and all the curves have a

long flat converged portion when plotted on a linear scale indicating clear convergence

behavior. Red, blue and black lines represent the performance of SLIDE, TF-GPU, TF-CPU,

respectively. We can see from the plots that SLIDE on CPU achieves any accuracy faster

than TF on V100. TF-GPU is always faster than TF-CPU which is expected. It should be

noted that these datasets are very sparse, e.g., Delicious dataset has only 75 non-zeros on

an average for input features, and hence the advantage of GPU over CPU is not always

noticeable.

SLIDE is around 1.8 times faster than TF-GPU on Delicious 200k. On the larger Amazon

670k dataset, where we need more computations, the gains are substantially more. SLIDE is

around 2.7 (2 hrs vs. 5.5 hrs) times faster than TF-GPU. Most of the computational benefits

of SLIDE come from sampling a small subset of active neurons in the output layer. After a

few iterations into the training process, the average number of neurons sampled in the output

layer for Delicious-200K is ⇡ 1000. Similarly, for Amazon-670K, we sample ⇡ 3000

neurons. With fewer than 0.5% of active neurons, SLIDE outperforms TF-GPU on time by

a huge margin on either dataset. It is interesting to note that even after compiling TF-CPU

with AVX2 instructions, it is nowhere close to the performance of SLIDE or TF-GPU

(SLIDE is 8x faster than TF-CPU). Therefore, it is exciting to note that without any rigorous

optimization in our prototype, SLIDE outperforms both baselines using smart randomized

algorithms with OpenMP parallelism.

For Iteration vs. Accuracy plots in figure 6.5, we can observe that SLIDE achieves the

same accuracy per iteration even though it adaptively selects neurons in some layers. This
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observation confirms that adaptively selecting neurons and performing asynchronous SGD

does not hurt the convergence from an optimization perspective. The plot also confirms that

the advantage of SLIDE is not due to any bells and whistles in the optimization process

as the convergence with iteration has very similar behavior. For this plot, we only show

TF-GPU as the curve for TF-CPU would be identical because the optimization algorithm is

the same.

Since SLIDE performs much fewer computations and memory accesses on the last layer,

each iteration is faster than the baselines. This is the critical reason why SLIDE outperforms

other baselines when compared on wall-clock time.

Table 6.3 : Core Utilization

8 16 32

Tensorflow-CPU 45% 35% 32%

SLIDE 82% 81% 85%

Inefficiency Diagnosis: We profile and analyze TF-CPU and SLIDE by a state-of-

the-art parallel performance analyzer tool, the Intel VTune Performance Analyzer [136].

Table 6.3 exhibits the results for core utilization comparison between both frameworks using

8, 16, 32 threads for the above tasks. We can see that for TF-CPU, the utilization is generally

low (< 50%). It further decreases with more threads. For SLIDE, the core utilization is

stable (around 80%) across all threads presented in the table 6.3.

Figure 6.6 presents the distribution of inefficiencies in CPU usage for TF-CPU and

SLIDE. Based on core utilization, the overall inefficiencies of TF-CPU is much more than

those of SLIDE. Figure 6.6 provides a detailed distribution of different types of inefficiencies.

It is obvious that being memory-bound is a major issue for any number of threads in the
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Figure 6.6 : Inefficiencies in CPU Usage: Memory-bound inefficiencies (orange bars) are

the most significant ones for either algorithm. For TF-CPU, memory-bound inefficiency

rises with an increasing number of cores. For SLIDE, the memory bottleneck reduces with

an increasing number of cores. Hence, SLIDE takes better advantage of higher CPU cores,

as observed in section 6.6.4.

histogram. The biggest bottleneck is that a significant fraction of execution pipeline slots

are stalled due to demand memory load and store. Observe that the higher the number of

cores TF-CPU uses, the more memory-bound it gets.

On the other hand, the higher the number of cores SLIDE uses, the less memory-bound it

becomes. Recall that the critical advantage of SLIDE is that it has a lot fewer active neurons

and sparse gradient updates. Naturally, memory accesses are a lot fewer than TF-CPU due

to very sparse memory accesses within each thread. Our choice of using extra arrays to

separate the computations of each thread with asynchronous gradient updates (section 6.2.1)

across all the threads ensures that simple OpenMP parallelism is sufficient to get near-peak

utilization.
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Figure 6.7 : It shows the comparison of SLIDE (in red) against the popular Sampled Softmax

heuristic (in green). The plots clearly establish the limitations of Sampled Softmax. On

Amazon-670K dataset, we notice that Sampled Softmax starts to grow faster than SLIDE in

the beginning stages of training but saturates quickly to lower accuracy. SLIDE starts to

grow slowly but attains much higher accuracy than Sampled Softmax. SLIDE has the context

of choosing the most informative neurons at each layer. Sampled Softmax always chooses

a random subset of neurons in the final layer. This reflects in the superior performance of

SLIDE over Sampled Softmax.

6.6.1 Design Choice Comparisons

We have presented several design choices in SLIDE which have different trade-offs and

performance behavior, e.g., executing MIPS efficiently to select active neurons, adopting
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the optimal policies for neurons insertion in hash tables, etc. In this section, we substantiate

those design choices with key metrics and insights. In order to better analyze them in more

practical settings, we choose to benchmark them in real classification tasks on Delicious-

200K dataset.

Evaluating Sampling Strategies

Sampling is a crucial step in SLIDE. The quality and quantity of selected neurons and the

overhead of the selection strategy significantly affect the SLIDE performance. We profile

the running time of these strategies, including Vanilla sampling, TopK thresholding, and

Hard thresholding, for selecting a different number of neurons from the hash tables during

the first epoch of the classification task.

Figure 6.4 presents the results. The blue, red and green dots represent Vanilla sampling,

TopK thresholding, and Hard thresholding respectively. It shows that the TopK thresholding

strategy takes magnitudes more time than Vanilla sampling and Hard thresholding across

all number of samples consistently. Also, we can see that the green dots are just slightly

higher than the blue dots meaning that the time complexity of Hard Thresholding is slightly

higher than Vanilla Sampling. Note that the y-axis is in log scale. Therefore when the

number of samples increases, the rates of change for the red dots are much more than those

of the others. This is not surprising because TopK thresholding strategy is based on sorting

algorithms which has O(nlogn) running time. Therefore, in practice, we suggest choosing

either of Vanilla Sampling or Hard Thresholding for efficiency. For instance, we use Vanilla

Sampling in our extreme classification experiments because it is the most efficient one.

Furthermore, the difference between iteration wise convergence of the tasks with TopK

Thresholding and Vanilla Sampling are negligible.
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Addition to Hashtables

SLIDE supports two implementations of insertion policies for hash tables described. We

profile the running time of the two strategies, Reservoir Sampling and FIFO. After the

weights and hash tables initialization, we clock the time of both strategies for insertions

of all 205,443 neurons in the last layer of the network, where 205,443 is the number of

classes for Delicious dataset. Then we also benchmark the time of whole insertion process

including generating the hash codes for each neuron before inserting them into hash tables.

The results are shown in table 6.1. The column “Full Insertion” represents the overall

time for the process of adding all neurons to hash tables. The column “Insertion to HT”

represents the exact time of adding all the neurons to hash tables excluding the time for

computing the hash codes. Reservoir Sampling strategy is more efficient than FIFO. From

an algorithmic view, Reservoir Sampling inserts based on some probability, but FIFO

guarantees successful insertions. We observe that there are more memory accesses with

FIFO. However, compared to the full insertion time, the benefits of Reservoir Sampling

are still negligible. Therefore we can choose either strategy based on practical utility. For

instance, we use FIFO in our experiments.

6.6.2 Comparison with other Heuristics

During the full softmax process in training on Tensorflow, for every training instance, it

needs to compute logits (output of the last layer before applying softmax function) for all

classes. This step is followed by computing the softmax (normalized sigmoid) of logits.

In extreme classification tasks (with a large number of classes), computing these logits

gets expensive. Therefore, there has been a line of research working on reducing this cost

[137, 138, 139]. The most common methods are sampling-based (static sampling weights)

methods which shortlist a candidate set of classes for every batch of training data. By
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doing this, the number of computed logits gets reduced significantly. Due to its popularity,

Tensorflow supports an optimized implementation of sampled softmax [115].

We explore how sampled softmax on Tensorflow-GPU performs compared to SLIDE.

LSH sampling process in SLIDE is principally very similar to the process of sampled

softmax but with sampling probabilities changing dynamically with inputs. We adopt the

exact same settings in the previous section for the experiments. Recall that the average

number of sampled classes for SLIDE for both the datasets is ⇡ 0.5%. For sampled softmax,

we try a various number of samples. However, with a comparable number of samples,

sampled softmax leads to poor accuracy. We empirically observe that we have to sample

20% of the total number of classes to obtain any decent accuracy.

The results are shown in figure 6.7. The red lines represent SLIDE, and the green lines

represent sampled softmax on Tensorflow-GPU. We can see that both time and iteration

wise, the red lines outperform the green lines significantly. Sampled softmax uses static

sampling strategies which are fast compared to SLIDE which in contrast uses adaptively

changing hash tables for input specific dynamic sampling. Unfortunately, the uninformative

static sampling of softmax leads to poor accuracy as shown in the plot. Noted that in these

plots, sampled softmax uses significantly more neurons than SLIDE and still shows poor

convergence behavior.

Figure 6.7 clearly confirms the need for adaptive sampling of neurons (in proportion

to input dependent activation) for sparsifying neural networks in order to retain good

convergence. This phenomenon supports our choice of LSH based adaptive sampling.

6.6.3 Effect of Batch Size

Batch size is a crucial parameter that can affect the training speed and model quality in

Machine Learning. In general, a large batch size may help in reducing the training time per
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Figure 6.8 : Performance of SLIDE vs. Tensorflow-GPU vs. Sampled Softmax at different

batch sizes. SLIDE outperforms the baselines at all batch sizes. As the batch size gets larger,

the gap between SLIDE and TF-GPU gets wider.

epoch as we process more gradient updates at a time [140]. But large batches are known

to be bad from optimization perspective as they reduce the generalization capability [141].

In the case of extreme classification datasets, the number of computations performed is

huge owing to large input dimension and a large number of classes. Hence, a larger batch

size may not necessarily translate into faster training per epoch. To clarify this, we study

the effect of varying batch size on the results. We choose the larger Amazon-670k dataset

for this task. Please note that when the batch size is larger than the number of threads, the

default scheduling type of OpenMP is static.

In figure 6.8, we observe that SLIDE outperforms Tensorflow-GPU by a significant

margin irrespective of the batch size. This observation could be attributed to the fact that

SLIDE performs very few computations per instance. Our data structures allow us to process

all samples in a batch in parallel, and the gradient updates are made asynchronously among

threads as described in section 6.2.1, which enables effective use of parallel threads and

it reflects in superior performance over Tensorflow. It is interesting to note that the gap

between SLIDE and Tensorflow widens as the batch size grows from 64 to 256.
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Figure 6.9 : Scalability Tests: Comparison of performance gains with the number of CPU

cores for SLIDE (in red ) vs. Tensorflow-CPU (in black) vs. Tensorflow-GPU (in blue). The

blue line is flat because the performance of TF-GPU does not depend on CPU cores. We

notice that the convergence time drops steeply for SLIDE compared to TF-CPU/GPU. On

Delicious-200K dataset, SLIDE beats TF-CPU with just 8 cores and TF-GPU with less than

32 cores. Similarly, on Amazon-670K dataset, SLIDE beats TF-CPU with just 2 cores and

TF-GPU with just 8 cores. The 2nd and 4th plots compare the ratio of the convergence time

at a various number of CPU cores to the minimum time required (when we use all 44 CPU

cores).

6.6.4 Scalability Tests

In this section, we try to understand the effect of increasing CPU cores on the scalability of

SLIDE and Tensorflow-CPU. Besides, we intend to know the number of cores SLIDE needs
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Figure 6.10 : Impact of Hugepages and SIMD Optimization: The comparison of training

time for optimized version of SLIDE against a plain version of SLIDE and TF-GPU. We

can see that SLIDE-Optimized is roughly 1.3x faster than the un-optimized one on both

datasets (x-axis is log scale).

to outperform Tensorflow. As mentioned before, our machine has 44 cores, and each core

can have 2 threads. However, we disable multithreading and the effective number of threads

and cores is the same. Hence, we interchangeably use the words “threads” and “cores” from

here on. We benchmark both frameworks with 2, 4, 8, 16, 32, 44 threads.

For the different number of threads, we run the same classification experiments on

SLIDE and Tensorflow-CPU for both datasets and clock the corresponding convergence

time. Figure 6.9 presents the results. The red, blue, black lines represent SLIDE, Tensorflow-

GPU, and Tensorflow-CPU, respectively. It should be noted that the blue line is flat because

GPU computations were done on V100 with thousands of cores and are mostly oblivious

about the number of CPU cores. When the number of cores increases, the convergence time

for both SLIDE and Tensorflow-CPU starts to decrease. This decrease is expected due to the

benefits brought by more parallelism on each training batch. For Delicious dataset, the red

line and the black line cross each other at around 8 cores, which means that with more than 8
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cores, SLIDE can beat Tensorflow-CPU. The red and blue lines intersect between 16 and 32

cores. Hence, with fewer than 32 cores, SLIDE outperforms Tensorflow-GPU on Delicious

dataset. Similarly, for larger Amazon dataset, the red and black line never intersect, and the

red and blue line intersects on 8 cores. This means that SLIDE beats Tensorflow-GPU with

as few as 8 CPU cores and Tensorflow-CPU with as few as 2 CPU cores.

Moreover, based on the statistics collected through experiments as mentioned above,

we show the ratio of convergence time with the different number of cores to the minimum

convergence time (using 44 cores). The results are exhibited in figure 6.9. Again, the red

line represents SLIDE, and the black line represents Tensorflow-CPU. When the number

of cores increases, that ratio decreases for both SLIDE and Tensorflow-CPU. However, it

is explicit that the ratio drops more drastically for the red line than the black line. This

behavior concludes that the scalability of SLIDE is much better than that of Tensorflow-CPU.

Moreover, in the plot, we observe that the benefits of using more cores are not obvious

after 16 cores for Tensorflow-CPU. Coincidentally, a very recent work [142] introduces the

hardness of finding the optimal parameter settings of Tensorflow’s threading model for CPU

backends. It argues that getting the best performance from a CPU needs manual, tedious

and time-consuming tuning and it still may not guarantee the best performance. While

analyzing the scalability and core utilization of Tensorflow-CPU can be an independent

research interest, we explore a small aspect of it in the following paragraphs.

6.6.5 Additional Speedup with Threading Model and Platform Micro-architecture

In this section, we perform several CPU optimizations outlined in section 6.5 to reduce

cache misses. We first install Hugepages package for Ubuntu, which offers 2MB and 1GB

cache pages in addition to default 4KB ones. We pre-allocate 1000 2MB Hugepages and 10

1GB Hugepages which are found to be enough for both Delicious-200K and Amazon-670K
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datasets. To resolve the issue of the false sharing for OpenMP mutli-thread, we give a

provision to our data structures to align on cache line boundaries. Besides using Hugepages,

we also used SIMD instructions (specifically, Intel-AVX) to facilitate per thread batching. In

figure 6.10, we compare the benefit of aforementioned optimizations against an un-optimized

SLIDE and TF-GPU. We notice that Cache-Optimized SLIDE (in green) is ⇡ 1.3 times

faster than basic SLIDE (in red). Since we already have a 2.7x speed-up over TF-GPU on

Amazon-670K, it translates to 3.5x speedup over TF-GPU and a 10x speedup over TF-CPU.

In section 6.6.6, we measure the impact of HugePages on various CPU-counter metrics

like TLB miss rates and PageFaults. Concisely, we notice that HugePages reduces the misses

by a large margin.

Metric Without Hugepages With Hugepages

dTLB load miss rate 5.12% 0.25%

iTLB load miss rate 56.12% 20.96%

PTW dTLB-miss 7.74% 0.72%

PTW iTLB-miss 0.02% 0.015%

RAM read dTLB-miss 3, 062, 039/s 749, 485/s

RAM read iTLB-miss 12, 060/s 11, 580/s

PageFault 32, 548/s 26, 527/s

Table 6.4 : Comparison of various CPU-counter metrics for both cases; with and without

using Transparent Hugepages.
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6.6.6 Measuring the Impact of Transparent Hugepages

In table 6.4, we show the results for examining the impact of Transparent Hugepages on

various CPU-counter metrics.

A direct benefit of employing Transparent Hugepages is the drastic reduction in TLB

miss rate. For example, the first row in table 6.4 shows that the TLB load miss rate for data

reduces from 5.12% to 0.25%. Similarly, TLB load miss rate for instruction also decreases

from 56.12% to 20.96%. Consequently, we expect a huge reduction in page table walks

(PTW) incurred due to TLB misses. This is corroborated in rows 3 and 4 of table 6.4. We see

that the ratios of CPU cycles spent by PTWs caused by data and instruction TLB misses have

reduced from 7.74% to 0.72% and 0.02% to 0.015% respectively. As mentioned in section

6.5, TLB misses cause expensive main memory reads. Using Hugepages, we reduce the

memory reads caused by data and instruction TLB misses from 3, 062, 039/s to 749, 485/s

and 12, 060/s and 11, 580/s respectively. Finally, we also report the reduction in page faults

(which can possibly occur when there is a TLB miss) from 32, 548/s to 26, 527/s.
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Chapter 7

Conclusion and Future Direction

In this thesis, we show several works along the direction of bridging special data structures

with Machine Learning and Deep Learning. Specially, we use LSH as adaptive sampler to

solve inefficiency problems.

We first proposed a novel LSH-based sampler with a reduction to the gradient estimation

variance. We achieved it by sampling with probability proportional to the L2 norm of

the instances gradients leading to an optimal distribution that minimizes the variance of

estimation. More remarkably, LGD is as computationally efficient as SGD but achieves

faster convergence not only epoch-wise but also time-wise.

Then, motivated by three real entity resolution tasks and the ongoing Syrian conflict,

we use the similar technique for unique entity estimation. Our proposed method is an

adaptive LSH on the edges of a graph, which in turn estimates the connected components

in sub-quadratic time. Our estimator is unbiased and has provably low variance in contrast

to other such estimators for unique entity estimation in the literature. In experimental

results, it outperforms other estimators in the literature on three real entity resolution data

sets. Moreover, we have estimated the number of documented identifiable deaths to be

191,874±1772, which very closely matches the 2014 HRDAG estimate, completed by

hand-matching. We have the first estimate for the number of documented identifiable deaths

with a standard error associated with such an estimate. Our methods are scalable, potentially

bringing impact to the human rights community, where such estimates could be updated in

near real time. It could lead to further impact in public policy and transitional justice.
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We revisited the problem of WTA Hashing for very sparse datasets which are ubiquitous

in large-scale applications. We found a particular issue with WTA hashing in this regime

which makes them uninformative with an increase in sparsity. We provide a principled

solution to this problem using the novel 2-universal hashing for “Densification”. Our

solutions leverage the theoretical benefits of rank correlation methods and at the same time

successfully resolves the concern of uninformative hash values produced by WTA Hashing

for data with high sparsity. Evaluation results shown confirm the superior performance of

Densified WTA Hashing on both image retrieval and classification task.

In the end, we provided the first evidence that a smart algorithm with modest CPU

OpenMP parallelism can outperform the best available hardware NVIDIA-V100, for training

large deep learning architectures. Our system SLIDE is a combination of carefully tailored

randomized hashing algorithms with the right data structures that allow asynchronous

parallelism. We show up to 3.5x gain against TF-GPU and 10x gain against TF-CPU in

training time with similar precision on popular extreme classification datasets. Our next

steps are to extend SLIDE to include convolutional layers. SLIDE has unique benefits

when it comes to random memory accesses and parallelism. We anticipate that a distributed

implementation of SLIDE would be very appealing because the communication costs are

minimal due to sparse gradients.

7.1 Future Direction: Data-dependent Data Structures for Efficiency

Problems

While the community relies heavily on the progress of the dedicated hardware, like GPU,

to handle the increasing computation and memory costs of neural network (NN) models,

this thesis has compelled it to rethink the algorithmic alternatives for efficiency problems
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with several successful example. Although new possibilities for the line of bridging data

structures and deep learning (DL) has been opened, it needs significant amount of efforts

from both theory and DL communities to accelerate the progress .

For instance, 6 and [143, 144] are all lack of formalism. Specifically, they take advantage

of a data structure based on its empirical performance on another task (not from DL

domain) to tackle the efficiency issue for a specific DL model. 6 used probabilistic hash

tables (Locality Sensitive Hashing), which has been well-studied in near neighbor search,

to reduce the computation in fully-connected NN during training, which is powerful in

recommendation systems. However, for DL community, due to the scarcity of formal

guidance or analysis, it is unclear if such data structure is properly used or if it is the

optimal data structure to improve the efficiency of a particular model. Even if the optimal

data structure to improve one model’s inefficiencies, such as fully connected NN, can be

found and justified, the possibility of adapting such data structure to other models, eg.

Convolutional Neural Networks (CNNs), remains unknown. On the other hand, for the

theory community, while being excited about the practicality of their algorithms, it is

challenging to design better data structures to keep improving NN inefficiencies because of

the absence of a formal problem definition and assumptions for practical settings.

Naturally, we see the necessity of a systematic formulation and guidance of the direc-

tion, Data Structures for NN Efficiency Problems, under practical DL settings, allowing

theoreticians and practitioners to resolve the efficiency problems together. There are three

potential impacts: 1) It facilitates the process of designing new data structures for NNEP in

different scenarios, e.g. data-dependent data structures. 2) It provides detailed theoretical

and empirical guidance on the proper way to choose and use data structures. 3) More

importantly, it provides opportunities even to rethink the current NN architectures. Many

existing designs are restricted by the practical limitation of computing or memory resources.
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It could be exciting future works to design better ones taking advantage of data structures,

e.g., chapter 6 and [145] present a potential for models with ultra-wide layers, even given

current limited hardware resources.
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Proofs
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Proof of Lemma 1

The trace of covariance of regular SGD is,
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By A.2 and A.3, one can easily derive that Tr(⌃(Est)) < Tr(⌃(Est0)) when 3.8 satisfies.

A.0.3 Proof of Theorem 3

First, we introduce four indicators. First, let I2 denote every 2-vertex clique in G⇤ (recall

that G⇤ is the original graph and G0 is the observed one):

I2 =

8
>><

>>:

1, if this clique is in G0.

0, otherwise.
(A.4)

Second, let I33 denote every 3-vertex clique in G⇤:

I33 =

8
>><

>>:

1, if this clique remains as a 3-clique in G0.

0, otherwise.
(A.5)
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Third, let I32 denote every 3-vertex clique in G⇤:

I32 =

8
>><

>>:

1, if this clique breaks to a 2-clique in G0.

0, otherwise.
(A.6)

Finally, let I31 denote every 3-vertex clique in G⇤:

I31 =

8
>><

>>:

1, if this clique breaks into only 1-cliques in G0.

0, otherwise.
(A.7)

We now prove that our estimator is unbiased. Consider

E[n0
3] = E[

n⇤
3X

i=1

I33i] = n⇤
3 · p2 · (3� 2p), (A.8)

E[n0
2] = E[

n⇤
2X

i=1

I2i] + E[
n⇤
3X

i=1

I32i]

= n⇤
2 · p+ n⇤

3 · (3 · (1� p)2 · p), and

(A.9)

E[n0
1] = n⇤

1 + E[
n⇤
2X

i=1

(1� I2i)] + E[
n⇤
3X

i=1

I32i] + E[
n⇤
3X

i=1

I31i]

= n⇤
1 + n⇤

2 · (2 · (1� p)) + n⇤
3 · (3 · (1� p)2 · p)

+ n⇤
3 · (3 · (1� p)3).

(A.10)



139

Our estimator is unbiased via equations A.10, A.9, A.8:
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Next, we replace 1� 6 · (1� p)2 · p by a, and by simplifying equation A.11, we find
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Note that the covariance of
Pn⇤

3
i=1 I2i with any indicator is zero due to independence.

Furthermore, since the indicators are Bernoulli distributed random variables, the variance is

easily found. Consider
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Using equations A.13 – A.16, the covariance simplifies to
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When i = j, since I33j and I32j are mutually exclusive, E[I33i · I32j] = 0. Otherwise

when i 6= j, I33j and I32j are independent and E[I33i · I32j] = 0. Similarly,

Cov(

n⇤
3X

i=1

I33i,
n⇤
1X

i=1

I32i) = �6 · a · (1� p)3 · n⇤
3

and

Cov(

n⇤
2X

i=1

I32i,
n⇤
1X

i=1

I31i) = �18 · (1� p)5 · (3p� 1) · n⇤
3.

It then follows that

Var[LSHE] = n⇤
3 ·

⇣3 · (3p� 1)2 · (1� p)2 · (1� 3p · (1� p)2)

p

+
(1� 6 · (1� p)2 · p)2 · (1� p2 · (3� 2p))

p2 · (3� 2p)

� (6 · (1� 6 · (1� p)2 · p) · (3p� 1) · (1� p)2)

+ 9 · (1� p)6 + 3 · (1� p)3
⌘

+ n⇤
2 ·

(1� p)

p

= n⇤
3 ·

(p� 1)2 · (3p2 � p+ 1)

p2 · (3� 2p)
+ n⇤

2 ·
(1� p)

p
.
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A.0.4 Proof of Lemma 2

Consider

d(V[LSHE])

dp
=

3(2� p)(p� 1)(p+ 1)((p� 1)2 + p2)

p3(2p� 3)2

· n⇤
3 � p2 · n⇤

2.

When p 2 (0, 1], �p2 < 0. Because (2 � p), (p + 1), (p � 1)2 + p2, p3(2p � 3)2 are all

positive and (p� 1) is the only term that is negative,

3(2� p)(p� 1)(p+ 1)((p� 1)2 + p2)

p3(2p� 3)2
< 0.

Thus, d(Var[LSHE])
dp < 0.

A.0.5 Proof of Theorem 6

Proof: The proof is a simple case based analysis. Define the index of the maximum attribute

of vector x as IndMax(x).

Iempty =

8
><

>:

1 ⇥(x1) = ⇥(x2) = E

0 otherwise
(A.17)

Case I: (I iempty = 0)

Without loss of generality, let ⇥(x1)i 6= E. If we have ⇥i(x2) 6= E, then both of these

values are untouched and we get

HDwta(x1) = HDwta(x2) () IndMax(⇥i(x1)) = IndMax(⇥i(x2)). (A.18)

In case if ⇥i(x2) = E, then by the choice of C ,
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HDwta(x2) > C > IndMax(⇥i(x1)) = HDwta(x1). (A.19)

Therefore, either way we have Equation A.18 and

Pr(HDwta(x1) = HDwta(x2))|Iempty = 0)

= Pr(IndMax(⇥i(x1)) = IndMax(⇥i(x2)))|Iempty = 0)

= kgood(x1, x2)

(A.20)

Case II: (I iempty = 1)

Let

hu(i, attempt1)1 ! s.t ⇥h
u

(i,attempt1)1 6= E.

hu(i, attempt2)2 ! s.t ⇥h
u

(i,attempt2)2 6= E. (A.21)

m = min(hu(i, attempt1)1, hu(i, attempt2)2). (A.22)

The definition of hu(i, attempt1)1 and hu(i, attempt2)2 implies Imempty = 0.

Subcase I: (hu(i, attempt1)1 = hu(i, attempt2)2 = m)

We have

HDwta(x1) = IndMax(⇥t(x1)) + attempt1 ⇤ C and

HDwta(x2) = IndMax(⇥t(x2)) + attempt2 ⇤ C.
(A.23)

and Equation A.18.

Subcase II: (hu(i, attempt1)1 6= hu(i, attempt2)2)

Without loss of generality, attempt1 > attempt2. Clearly, by definition of m, hu(i, attempt)1

and hu(i, attempt)2, we have
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HDwta(x1) = IndMax(⇥h
u

(i,attempt1)1) + attempt1 ⇤ C

> ⇥h
u

(i,attempt2)2 + attempt2 ⇤ C

= HDwta(x2).

(A.24)

Thus, from the two subcases we can write,

Pr(HDwta(x1) = HDwta(x2))|Iempty = 1)

= Pr(IndMax(⇥i(x1)) = IndMax(⇥i(x2)))|Iempty = 0)

= kgood(x1, x2)

(A.25)
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