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ABSTRACT

Integer Programming Approaches to Cancer Treatment: Objective Selection in

Intensity-Modulated Radiation Therapy and Chemotherapy Treatment Design

by

Temitayo Ajayi

In this thesis, we present multiple problems that arise in cancer treatment decision-

making, and we analyze and implement methods used to solve them. The first problem is

the selection of objectives that reflect latent clinical preferences during radiation therapy

treatment. By connecting an inverse optimization formulation with greedy and regularized

solution approaches, we show that sparse sets of objectives can be retrieved e↵ectively. The

development of the greedy forward selection approaches for objective selection leads to an

in-depth exploration of the greedy algorithm’s performance when the optimized set function

is approximately submodular. In addition to the greedy algorithm, we study approximate

submodularity in other areas in discrete optimization. The second cancer treatment prob-

lem is combination chemotherapy optimization, which requires merging di↵erential equations

that model dynamics together with discrete decision variables for complex operational con-

straints. We formulate this problem as a mixed-integer linear program and solve two models,

one that focuses on tumor shrinkage and another that minimizes toxicity.
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Introduction
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Cancer is defined as “an ‘uncontrollable’ growth of the organism’s cells which germinate

posterity in neighboring organs and tissues” (Asachenkov et al. 1994). Cancer is the second-

leading cause of death in the United States, with more than 1.7 million new cases and

600,000 deaths estimated in 2018 (American Cancer Society 2018). Approximately 40 percent

of Americans will develop cancer in their lifetimes (American Cancer Society 2018). In

the past decade, cancer-associated expenditures were projected to be between $124.4 and

$157.7 billion (Mariotto et al. 2011). Although there are multiple modalities of cancer

treatment, radiation therapy and chemotherapy are two of the most common. Given the

health and economic costs associated with cancer, it is vital to develop ways to improve and

optimize treatment modalities using data, analysis, and optimization combined with clinical

knowledge. This thesis develops integer programming-based methods to address unmet needs

in quantitative cancer treatment planning.

1.1 Objective Selection in Radiation Therapy

1.1.1 Background

Radiation therapy is a primary cancer treatment method. Because many clinical param-

eters are involved in creating a clinically desirable treatment, such as the number, angles,

and intensities of the beams, radiation therapy is typically designed using mathematical opti-

mization (Shepard et al. 1999, Bortfeld 1999). One substantial challenge in radiation therapy

is the conflict between multiple clinical goals, such as delivering a su�cient amount of radi-

ation dose to the tumor, yet sparing nearby healthy organs. Moreover, each healthy organ

responds to radiation di↵erently; thus, various clinical objectives are required to address is-

sues with di↵erent organs. Treatment planners typically employ multi-objective optimization

techniques to find optimal treatment parameter settings that generate desirable trade-o↵s

among the set of objectives (e.g., Romeijn et al. (2004), Craft et al. (2007), Shao and Ehrgott

(2008)). This is known as the “forward planning problem”.
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Though many commercial treatment planning systems o↵er dedicated tools to deal with

the forward optimization of the planning process, planning objectives are typically chosen

subjectively, based on the planner’s experience (Craft 2011). Treatment planners adjust the

selection of the objectives and associated parameters by trial and error as they repeatedly

solve the forward optimization problem and evaluate the resulting treatment plan (Zhang

et al. 2011). Consequently, the entire planning process is often slow and leads to inconsistent,

suboptimal treatment quality (Lee et al. 2013, Boutilier et al. 2015).

The quality of the treatment plan and the e�ciency of the planning process are heavily

a↵ected by the choice of objective functions. The chosen objectives a↵ect computational

complexity as well as the realism of the optimization problem; for example, linear objective

functions can make the forward problem computationally more e�cient, but the resulting

formulation may not adequately reflect clinical reality. In addition, it is beneficial if the

objectives are widely applicable so the constructed model with the chosen objectives can be

used repeatedly for many similar patients. Thus, it is crucial to find a sparse set of objectives

for the forward planning problem that adequately reflects reality and e�ciently generates

high-quality treatment plans.

1.1.2 Literature Review

One specific form of radiation therapy is intensity-modulated radiation therapy (IMRT).

Many di↵erent objectives have been proposed in IMRT planning, such as dose-volume ob-

jectives (Halabi et al. 2006, Wu et al. 2011), equivalent uniform dose (EUD) objectives (Wu

et al. 2002, Choi and Deasy 2002), quadratic penalty objectives (Breedveld et al. 2006,

Romeijn et al. 2006), and minimum, maximum, and mean dose objectives and combinations

of them (Thieke et al. 2002, Craft et al. 2012). Currently, there is no consensus on which

objectives should be used for di↵erent cancers and patients; final specification is often a task

for treatment planners within the trial-and-error process (Xing et al. 1999, Cotrutz et al.
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2001).

There are many studies in the literature that relate to the computation of weights for a

given set of objectives in radiation therapy. Xing et al. (1999) propose an algorithm that

automates the iterative weight adjustment process guided by a scoring function that measures

clinical acceptability. Zhang et al. (2006) use a “sensitivity-guided” approach to balance

the importance of multiple objectives in the treatment planning process. Similarly, Zhang

et al. (2011) include an automated parameter adjustment to iteratively alter the objective

function within the treatment planning framework. Wilkens et al. (2007) prioritize objectives

to construct a treatment plan progressively, where the order of the objectives indicates the

relative importance instead of the weights. Lee et al. (2013) and Boutilier et al. (2015)

employ inverse optimization and machine learning techniques to predict weights from the

anatomical features of patients. However, these studies weight the entire pool of objectives;

they do not focus on creating the optimization model by selecting objectives. The number

of objectives and the complexity of the model is an important issue, especially with recent

studies on automated- and knowledge-based treatment planning (Chanyavanich et al. 2011,

McIntosh and Purdie 2016, Babier et al. 2018, Kearney et al. 2018, Mahmood et al. 2018).

Inverse optimization has received growing attention as a tool for using data to determine

modeling parameters that lead to an e�cient and e↵ective optimization formulation. Inverse

optimization generally seeks parameters of an objective function that best explain the system

behavior or a decision-maker’s preferences for various types of optimization problems such as

linear programs and network optimization problems (e.g., Burton and Toint (1992), Zhang

and Liu (1996) and Ahuja and Orlin (2001)), convex optimization (Iyengar and Kang 2005,

Keshavarz et al. 2011), and integer (Schaefer 2009) and mixed-integer programs (Lamperski

and Schaefer 2015). Over the last decade, the scope of inverse optimization has expanded to

accommodate noise, measurement errors, and uncertainty in data; the goal in such settings

is to find the objective function parameters that make the input data as optimal as possible
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(Bertsimas et al. 2015, Aswani et al. 2018, Chan et al. 2019). In the presence of such imperfect

data, the inverse problem is typically non-convex—Chan et al. (2014) and Chan et al. (2019)

propose e�cient exact algorithms when the underlying problem is linear; for general inverse

convex programming, various approximations and heuristics have been proposed (Bertsimas

et al. 2015, Aswani et al. 2018, Mohajerin Esfahani et al. 2018).

Inverse optimization has also been recently studied in the multi-objective optimization

setting (Keshavarz et al. 2011, Chan and Lee 2018, Naghavi et al. 2019, Gebken and Peitz

2019). However, the existing inverse multi-objective optimization approaches focus only on

finding optimal weighting factors for a pre-specified set of objectives. For example, Chan

and Lee (2018) apply inverse optimization to radiation therapy treatment planning, yet their

focus is to find weighting factors for a given set of objectives. Gebken and Peitz (2019) use

a singular-value decomposition approach, but they focus only on finding objective weights

for optimal solutions of unconstrained problems.

We observe that objective selection is a special case of feature selection in the sense that

its goal is to find objectives that best fit the preferences exhibited in the given treatment

data. Feature selection is a well-known problem in which one selects “a subset of variables

from the input which can e�ciently describe the input data while reducing e↵ects from noise

or irrelevant variables and still provide good prediction results” (Chandrashekar and Sahin

2014). Feature selection is NP-hard and computationally intractable in general (Amaldi and

Kann 1998, Guyon and Elissee↵ 2003), and numerous solution methods have been proposed

including filter, regularization, and wrapper methods. Filter methods rely on ranking tech-

niques and select features that have a rank above a pre-determined threshold (Chandrashekar

and Sahin 2014). In a regularized method, the extensive form of the feature selection prob-

lem is convexified and a penalty term is added to the objective function of the problem to

encourage the selection of a sparse subset of features. Sparsity regularization requires an

appropriate regularization parameter, and tuning this parameter can be a di�cult problem
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itself (Galatsanos and Katsaggelos 1992, Viloche Bazán and Francisco 2009). Wrapper meth-

ods use some black-box solver (see Mart́ı (2015) for details) to evaluate the performance of a

subset of features and employ a heuristic to select a good subset of features (Chandrashekar

and Sahin 2014). Although some of the methods are known to produce an optimal subset of

features theoretically (e.g., branch-and-bound), they often need to examine an exponential

number of subsets. Thus, it is typically desirable to develop more computationally e�cient

methods with potentially some loss of optimality (Pudil et al. 1994).

Sequential wrapper methods allow for the subset to dynamically change size, and the fea-

ture subset is evaluated at various iterations to determine when the subset is good enough.

The greedy algorithm, known as forward selection in some data science contexts, is a se-

quential wrapper method prevalent in combinatorial optimization. In a greedy algorithm,

features are selected iteratively based on which feature improves a given selection criterion.

Although greedy algorithms can be sensitive to local optima, they are simple and the selec-

tion process interacts directly with the model produced by the selected features (Saeys et al.

2007).

Certain structural properties of the problem can impact the e↵ectiveness of the greedy

algorithm (Nemhauser et al. 1978). In particular, submodularity plays an important role in

deriving performance guarantees (i.e., bounds) for the greedy algorithm in various machine

learning problems (Krause et al. 2008, Shamaiah et al. 2010). In addition, the greedy algo-

rithm has also been used for feature selection with non-submodular functions (e.g., Das and

Kempe (2011)), as well as other optimization problems without an examination of submodu-

larity (e.g., Gottlieb et al. (2003)). Indeed, the greedy algorithm can e�ciently obtain a good

solution if the subproblems solved within the iterations have good structure, such as convex-

ity. We show in Chapter 2 the objective selection problem contains a convex subproblem,

which strengthens the case to use the greedy algorithm.
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1.1.3 Contributions of Chapter 2

In Chapter 2, we propose a novel, data-driven approach to select a sparse set of e↵ective

clinical objectives for radiation therapy treatment planning. Finding a good set of objectives

that best represents previously exhibited, latent clinical preferences can be viewed as a

feature selection problem. Given an input set of historical treatment plans, we aim to

learn objectives that can render the given treatments near-optimal for the underlying multi-

objective forward planning problem. By doing so, we reproduce preferences that were implicit

in the treatments, which can guide the generation of clinically desirable treatments for new

patients e�ciently. The task of inferring modeling optimization parameters from data has

been widely studied in the inverse optimization literature. Hence, we employ an inverse

optimization approach integrated with feature selection to develop the objective selection

problem. Our framework not only selects a subset of objectives with a specified sparsity,

it also simultaneously weights the selected subset of objectives. Specifically, Chapter 2’s

contributions are as follows:

1. We propose a novel, data-driven approach to select the best subset of objectives in

multi-objective optimization problems. We formulate the objective selection problem

using inverse optimization and show that an extensive formulation can be formulated

as a bilevel, non-convex mixed-integer program.

2. We establish a connection between objective selection and feature selection and adopt

the solution techniques for feature selection, including greedy algorithm approaches,

to approximately solve the objective selection problem. We propose the application-

specific, anatomy-based greedy algorithm that exploits the problem structure of prostate

cancer treatment planning.
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1.2 Approximate Submodularity

1.2.1 Background

Exploiting structural properties in discrete optimization can lead to successful algorithms

and heuristics. A classical property that is frequently used in discrete optimization is

submodularity. Let ⌦ be a finite set of elements, and let 2⌦ denote the power set of

⌦. A set function f : 2⌦ ! R is submodular if for any A ✓ B ✓ ⌦ and s 2 ⌦\B,

f(B[{s})�f(B)  f(A[{s})�f(A). For some problems, submodularity provides guaran-

tees for solution approaches, such as the greedy algorithm. In recent years, researchers have

expanded algorithm analysis to approximately submodular functions. However, much of the

initial focus on approximate submodularity has remained within performance guarantees for

algorithms. We study additional implications of approximate submodularity, including the

derivation of valid inequalities and properties of extensions on the unit hypercube, based

on our novel approximate submodularity metrics. A feature of our work is that much of

our analyses share aspects with analogous results in the submodular context; hence, it may

be possible to generalize other results involving submodularity into the approximate sub-

modularity context. Our work applies to general set functions (with some requirements for

monotonicity and nonnegativity), although the results are stronger when the functions are

nearly submodular.

1.2.2 Literature Review

Continuous relaxations of problems are often used as direct approximation techniques (e.g.,

solving the linear programming relaxation of a mixed-integer program) because they are eas-

ier to solve; frequently, these relaxations have a polynomial-time algorithm. In discrete opti-

mization, extensions of set functions can transform discrete optimization problems into con-

tinuous optimization problems, which may have good algorithms or approximation schemes.

Formally, an extension of a set function f : 2⌦ ! R is a function F : D ! R such that
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D � B|⌦| and F (x(S)) = f(S), for all S ✓ ⌦. Here, x(S) denotes the characteristic vector

of the set S. We focus on extensions defined on the unit hypercube [0, 1]|⌦|. Notably, the

Lovász extension (Lovász 1983) for set functions is convex if and only if the set function is

submodular. Moreover, when the set function is submodular, the Lovász extension is equal

to the convex closure. The convex closure is di�cult to compute in general; in contrast, com-

puting the Lovász extension is comparatively simple, which makes submodularity a valuable

property when considering solution methods that use the convex closure. Another useful

extension of set functions is the multilinear extension. In particular, when the set function

is submodular, its multilinear extension is up-concave (Definition 3.14), which has prompted

researchers to use it in solution approaches for maximization problems.

The Lovász and multilinear extensions are not, in general, convex and up-concave, re-

spectively, when the underlying set function is not submodular, but there is no analogous

or similar study of properties of these extensions when the set function is approximately

submodular. Researchers have considered relaxed properties of extensions in di↵erent areas

of discrete convexity. For instance, after early studies of alternative definitions of discrete

convexity, such as M- and L- convexity (e.g., Murota (1998), Fujishige and Murota (2000)),

new research emerged on relaxed M- and L- convex analysis in the form of quasi- M- and

L-convex functions (Murota and Shioura 2003).

Valid inequalities are crucial for solving mixed-integer programs. Valid inequalities can

cut o↵ solutions to relaxations so that the new problem’s feasible region more closely approx-

imates the convex hull. Overviews of well-known techniques for deriving valid inequalties in

(mixed-)integer programming include Van Roy and Wolsey (1986) and Cornuéjols (2008).

A foundational problem in mixed-integer programming is the knapsack problem. Early

studies on valid inequalities and the facial structure of the linear knapsack polytope include

Balas (1975) and Balas and Zemel (1978). Nonlinear knapsack problems have been studied

as well (e.g., Hochbaum (1995)). Song et al. (2014) consider a chance-constrained knap-
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sack problem and propose probabilistic covers to generate valid inequalities. Atamtürk and

Narayanan (2009) study the submodular knapsack polytope, in which the constraint function

is submodular. Submodular functions feature in the constraints of other optimization prob-

lems. Atamtürk and Narayanan (2008), Atamtürk and Gómez (2020), and Gómez (2020)

study conic-quadratic constraints and objective functions of mixed-integer programs, which

have applications in value-at-risk minimization. The authors use the fact that the function

defining the constraint or objective is submodular with respect to the binary variables when

viewed as a set function. Atamtürk and Narayanan (2020) study outer approximations of

the epigraphs of submodular and general set functions. However, there does not exist a

study that uses approximate submodularity to derive valid inequalities for mixed-integer

sets defined by approximately submodular functions.

Some of the earliest work in discrete optimization and the greedy algorithm involved

optimization over matroids, an abstraction of linear independence in vector spaces introduced

by Whitney (1935). Given a matroid M defined by its finite set of elements ⌦ and its

independent sets F , consider the problem max
S✓⌦

(
P
j2S

cj | S 2 F

)
, where cj is the weight

assigned to element j 2 ⌦. This is known as the maximum-weight independent set problem

over a matroid and the greedy algorithm is guaranteed to find an optimal solution (Edmonds

1971, Nemhauser and Wolsey 1988). The problem can be generalized by replacing the linear

weight function with a submodular function. Maximizing a submodular function over a

uniform matroid is a prominent optimization problem, which is equivalent to maximizing

a submodular function subject to a cardinality constraint: max
S✓⌦

{f(S) : |S|  K} , where

K 2 {1, ..., |⌦|} is the maximum cardinality parameter.
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Figure 1.1 : A depiction of problem classes in combinatorial optimization. The greedy
algorithm is exact when optimizing a linear weight function over a general matroid. The
guarantees decrease as the problem class broadens. The bold box contains a focus of Chapter
3: problems in which the objective function is approximately submodular and the constraint
is a uniform matroid.

In a seminal paper, Cornuéjols et al. (1977) analyze the greedy algorithm for the un-

capacitated facility location problem with nonnegative profits and no fixed costs, and they

prove it has a multiplicative performance bound. More generally, Nemhauser et al. (1978)

and Fisher et al. (1978) show that when maximizing a nonnegative, increasing, submodular

function, the greedy algorithm is within 1 � (1 � 1
K
)K of optimality, where K is both the

number of iterations run by the algorithm and the maximum cardinality parameter. Sub-

modular functions have since been of interest to the operations research community (e.g.,

Nemhauser and Wolsey (1978), Sviridenko (2004)).

Others have studied performance bounds for the greedy algorithm without both mono-

tonicy and submodularity. Krause et al. (2008) show that if a function is submodular and ap-

proximately monotonic, then the greedy algorithm has a performance bound, and researchers

have studied the greedy algorithm with approximate submodularity (Das and Kempe 2011,

Horel and Singer 2016, Zhou and Spanos 2016), see Section 3.5.1 for details. The authors’

bounds are produced using di↵erent notions of approximate submodularity; new metrics with

di↵erent properties can produce di↵erent bounds. Some bounds only analyze the greedy al-
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gorithm when the number of greedy algorithm iterations equals the maximum cardinality

parameter, which may be too restrictive. Thus, there is a need to derive generalized and

well-defined bounds for the greedy algorithm’s performance when optimizing increasing, non-

negative, approximately submodular functions.

1.2.3 Contributions of Chapter 3

Previous studies on approximate submodularity have focused primarily on performance

bounds for greedy algorithms and other iterative selection approaches. We provide other

applications of approximate submodularity that yield insights in new areas. A review of the

literature reveals that new methodological applications are still emerging, even outside of

the greedy algorithm, in which approximate submodularity can be used to extend results

that depend on submodularity.

Hence, in Chapter 3, we leverage approximate submodularity to generalize results in

multiple discrete optimization areas. Our contributions are as follows:

1. In Section 3.2, we introduce novel approximate submodularity metrics. Our study of

the metrics reveals fundamental properties about our metrics, which we use to show

which operations preserve approximate submodularity, with respect to the metrics.

Using our metrics, in Section 3.3, we derive results for extensions of approximately

submodular functions. We show that the proposed metrics can be used to (1) prove that

the Lovász extension is approximately convex, and (2) guarantee that the multilinear

extension is approximately up-concave.

2. We study mixed-integer sets defined by approximately submodular functions in Section

3.4, and use the proposed metrics to derive new valid inequalities. We demonstrate that

by using these valid inequalities for an approximately submodular knapsack polytope,

fractional solutions can be cut o↵ and an integral optimal solution can be obtained.

3. By utilizing the proposed metrics, we construct multiple greedy algorithm bounds for
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approximately submodular functions (Section 3.5). We prove that these novel bounds

are tight, and we compare these bounds computationally to those in the literature

using a modified uncapacitated facility location problem. Our results show that our

bounds are on par with, or exceed, those in the literature.

We note that there are several cases where our analysis is similar to the submodular cases in

the literature. Our primary message is that in a broad set of areas in discrete optimization,

one can use approximate submodularity to generalize both classical and more recent results.

1.3 Chemotherapy Optimization

1.3.1 Background

Chemotherapy is a prominent cancer treatment modality. In 2013, more than 37% of early

stage (I and II) female breast cancer patients underwent chemotherapy; at least 78% of

stage III patients were treated with chemotherapy and most stage IV colon cancer patients

received chemotherapy (American Cancer Society 2017). In general, more advanced stages

of cancer require the systemic benefits of chemotherapy (as opposed to localized methods,

such as radiation or surgery).

Chemotherapy has evolved substantially since its introduction at the beginning of the

20th century, becoming more prominent in the 1970s (DeVita and Chu 2008, Verrill 2009).

Chemotherapy can be a primary treatment method for bladder, breast, cervical, colorectal,

leukemia, ovarian, pancreatic, and prostate cancers, among others, and is also used as an

adjuvant therapy for other cancers (American Cancer Society 2018). Chemotherapy is es-

pecially useful when tumors cannot be surgically removed, after metastisis, or as palliative

therapy (National Institutes of Health).

There are many complexities in chemotherapy planning. Many treatment plans use com-

bination chemotherapy, which is the utilization of multiple chemotherapeutic agents (Frances

et al. 2011). Chemotherapy drugs can cost over $100,000 per year (Rimer 2018). Typ-
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ically, chemotherapy schedules are evaluated by randomized medical trials (cf. Palmeri

et al. (2008)). Such trials are limited in the variability due to constraints of permissible

treatments and clinical and ethical considerations. Mathematical models of chemotherapy

decision-making can alleviate some of these burdens while aiding treatment improvement

and evaluation.

The biological and pharmacokinetic processes involved in chemotherapy are typically

described by di↵erential equations, which has led to optimal control approaches. Beyond the

continuous biological and pharmacological processes modeled by di↵erential equations, there

are also significant discrete components involved. For instance, some drugs are administered

with mandatory rest periods, and oral drugs in pill form must be prescribed in discrete

amounts (i.e., the pill size); optimal control methods are not well-suited to handle such

complex decisions and constraints.

1.3.2 Literature Review

Gompertz (1825)’s model is widely used for cancer cell population dynamics (Laird 1964,

Bacaër 2011, Tjørve and Tjørve 2017). Though the Pearl-Verhulst model shares some traits—

the growth rate first increases then slows as the population nears the carrying capacity

(Verhulst 1838, Pearl and Reed 1920, Bacaër 2011)—we use the Gompertz model, arguably

the most important in cancer cell growth literature (Sarapata and de Pillis 2013, Gerlee

2013).

Chemotherapy disrupts the cancer cells’ reproduction. There are many ways to view the

e↵ects of drugs; the manner in which they reduce cell populations depends on the drug.

Skipper et al. (1964)’s breakthrough study reveals the fractional kill e↵ect of chemother-

apeutic agents—a drug’s concentration corresponds to the fraction of cancer cells killed.

The fractional kill e↵ect principle is a pillar in oncological modeling (Traina and Norton

2011), including simulations and optimization models (Iliadis and Barbolosi 2000, Harrold
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and Parker 2009, Frances et al. 2011).

Drug resistance and cell heterogeneity are also important for chemotherapy modeling

(Asachenkov et al. 1994, Swierniak et al. 2009, Polyak 2011). Drug resistance can be present

even before treatment starts or acquired afterwards (Swierniak et al. 2009). Goldie and Cold-

man (1979)’s hypothesis states there is a higher probability of heterogeneity, and hence, drug

resistance, in a larger cell population. Overall, the drug resistance and tumor composition

uncertainty should be modeled in chemotherapy planning.

Previous models for chemotherapy optimization are categorized broadly as analytical ap-

proaches or approximation methods. Surveys of chemotherapy optimization include Martin

and Teo (1994) and Shi et al. (2014). Murray (1990) uses optimal control to limit the tumor

cell population and constrains the number of healthy cells killed by the drug. Under various

structural assumptions, Murray (1990) derives an analytical solution to deliver a therapeutic

drug. Murray (1994) extends this work by incorporating a “blocking e↵ect” that slows cell

division of both healthy and cancerous cells. Other analytic approaches to chemotherapy

modeling include Swan and Vincent (1977), Panetta and Adam (1995), and d’Onofrio et al.

(2009), the last of which addresses the multiple drug model and derives optimality conditions;

however, it only constrains the total amount of the drugs used over the treatment period.

These approaches do not capture some complex, discrete decisions inherent in chemotherapy

planning. Harrold and Parker (2009) consider a mixed-integer linear programming approach

for a single drug, which is often not the case in practice when combatting drug resistance

(Luqmani 2005). Moreover, they do not consider tumor heterogeneity. Kahruman et al.

(2012) consider a mixed-integer nonlinear approach for hormonal therapy, an alternative

systemic cancer treatment.

There are many operational considerations in chemotherapy administration (see Section

4.2.5). Many of these considerations relate to appropriate doses (Gurney 2002), such as

maximum tolerated dose and impact on healthy structures. Metabolic processes can lead to
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mandated rest periods for certain chemotherapeutic drugs. For oral drugs, the dose must

inherently be a multiple of the pill size, and some drugs must be taken with food to prevent

side e↵ects. We are the first to consider such discrete decisions in combination chemotherapy

optimization.

1.3.3 Contributions of Chapter 4

The biological and pharmacokinetic processes involved in chemotherapy treatment decision-

making are typically described by ordinary di↵erential equations, which has primarily led

the field to use optimal control theory to address this problem. However, in addition to the

continuous processes modeled by di↵erential equations, there are also discrete components of

the decision-making process. For instance some drugs need to be administered with manda-

tory rest periods. In addition, oral drugs can only be consumed in discrete amounts (i.e., the

pill size). Although the nature of these two logistical constraints in drug administration are

very di↵erent, both are handled by introducing a mixed-integer model. Hence, many tradi-

tional methods in optimal control may not be well-suited to handle such complex decisions

and constraints.

In Chapter 4, we develop novel mixed-integer linear programming models for combination

chemotherapy optimization. Using appropriate discretizations and approximation techniques

(for bilinear terms), we incorporate di↵erential equations together with discrete variables to

model complex operational constraints in drug delivery and individualized treatment plans.

Specifically:

1. We model the complex, dynamic problem of combination chemotherapy, and include

various critical operational constraints that require discrete decision variables.

2. We implement rectified linear unit functions in our mixed-integer models to represent

the e↵ective concentration of chemotherapeutic drugs.
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3. We consider heterogeneous tumor compositions when drug resistance is known or un-

certain.
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Chapter 2

Objective Selection in Radiation Therapy Planning:

An Inverse Optimization Approach
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2.1 Motivation

Cancer treatment frequently involves decisions that balance eradicating the disease and pre-

venting excessive toxicities. These two general treatment planning goals can be represented

in numerous ways with varying specificity, for instance, the amount of excess radiation to

a nearby organ. In radiation therapy treatment planning optimization, selecting a set of

clinical objectives that are tractable and parsimonious yet clinically e↵ective is a challenging

task. In clinical practice, this is typically done by trial and error based on the treatment

planner’s subjective assessment, which often makes the planning process ine�cient and in-

consistent. In this chapter, we develop the objective selection problem for radiation therapy

through the context of multi-objective inverse optimization. We develop multiple novel so-

lution approaches for this problem, including greedy algorithms, anatomy-based approaches,

and a regularized approach.

Our methodology, while well suited for radiation therapy, also applies to applications in

other context. Hence, we formulate the forward problem, as well as the objective selection

problem, in a generalized setting.

Let K = {1, . . . , K} be the index set for candidate objectives f1(x), . . . , fK(x), where

x 2 Rn. Given a subset S ✓ K, we define the forward multi-objective optimization (MO)

problem as follows:

MO(S) = min
x

f(x) = [fk(x)]k2S

subject to Ax = b,

g(x)  0,

(MO)

where we use [fk(x)]k2S to denote a vector-valued function. The inequality constraints are

defined by the vector function g : Rn
! RL, with L = {1, ..., L}, and the equality constraints

are defined by A 2 Rm⇥n and b 2 Rm. In the context of radiation therapy, the candidate

objectives fk may correspond to penalties for excessive radiation exposure to di↵erent organs

at risk, g,A, and b represent dose-delivery constraints for various voxels in patient anatomy,
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and the decision variable x represents a treatment plan expressed as the amount of radiation

to be delivered from each “beamlet”. More details for radiation therapy-specific formulations

are given in Section 2.3.

In general, there is no solution that can simultaneously minimize fk for all k 2 K. Instead,

the goal of MO is to find a set of solutions that are not dominated by other feasible solutions,

with respect to the objectives. Formally, a solution to an MO problem is called weakly Pareto

optimal if there does not exist y that is feasible for MO(S) such that fk(x) > fk(y) for all

k 2 S. We let ⌦(S) be the set of weakly Pareto optimal solutions for MO(S), also referred

to as the Pareto surface.

Assumption 2.1. The functions fk and g` are convex and di↵erentiable for all k 2 K and

` 2 L, f(x) > 0 for all x feasible for MO(S) for all S ✓ K, and Slater’s interior feasibility

condition holds.

Assumption 2.1 provides some basic structure to our objective selection framework, but

it also permits the inclusion of nonlinear objectives and constraints.

2.2 Objective Selection Using Inverse Multi-Objective Optimiza-

tion

Given an input solution as data (e.g., a solution chosen by a decision maker), objective

selection focuses on selecting a set of no more than ✓ objectives (with weights) from a pool

of candidate objectives that capture the preferences implicitly exhibited in the input. In

other words, the objective selection problem can be seen as a form of inverse optimization

to find objectives that render the given solution as close as possible to the Pareto surface

associated with the objectives, in terms of some specified (optimality) distance function.

Given a feasible input solution bx, a set of objectives S, and x 2 ⌦(S), consider the following

distance functions:
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• d[r](x, bx,S) = max
k2S

fk(x)
fk(bx)

,

• d[q](x, bx,S) = kf(x)� f(x̂)kq, q 2 {1, 2, . . . ,1}.

Although there are many other distance functions we can consider, the above functions are

considered particularly relevant in the multi-objective optimization context in that achieving

a (weakly) Pareto optimal solution x that minimizes such distances from bx is considered

preserving the original trade-o↵s in the objective values (Eskelinen and Miettinen 2012,

van Haveren et al. 2017). Though one might consider a more straightforward distance

such as kbx � xkq, recent studies show that this can cause the resulting objective values to

be inconsistent with the input values f(bx) and it is more appropriate for single-objective

optimization (Keshavarz et al. 2011, Chan and Lee 2018). Minimizing d[r] above results

in minimizing the (relative) duality gap of a weighted sum version of MO, i.e.,

P
k2S

↵kfk(bx)
P
k2S

↵kfk(x⇤) ,

where x
⇤ is an optimal solution; moreover, using d[r] leads to weight vectors that preserve

relative tradeo↵ preferences (Chan and Lee 2018). We remark that d[r] is not a metric

strictly speaking; for instance, it does not obey the triangle inequality. However, it does lead

to valuable insight about multi-objective trade-o↵s and provides structure to the objective

selection problem that we exploit. Lin (2005) discusses uses of d[q] for a specific case in which

the input data correspond to a set of ideal solutions (optimal for a single-objective problem)

for the same multi-objective problem. In Section 2.2.2, we relate d[r] and d[q] by connecting

the relative gap to the norm of the di↵erence in function values.

Our objective selection framework accepts multiple inputs. Given P inputs, the goal is

to find a set of objectives such that the resulting Pareto surfaces are as close to the input

solutions as possible. Let P = {1, ..., P} be the index set for the inputs and b� = {bx(p)}p2P .

Note that each input bx(p) may originate from a di↵erent forward optimization problem, in

which case objectives and constraint parameters from each optimization problem are also

indexed by (p). In the treatment planning context, each input is a previous clinical treatment

plan for each patient.
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We remark that the objectives across di↵erent input solutions share the same functional

format so they can be considered the same “type”. For example, f(1),1 : Rn(1) ! R, the first

objective for input 1, and f(2),1 : Rn(2) ! R, the first objective for input 2, can both represent

the L2-norm of the solution for the respective problems even though the dimensions of the

domains di↵er in size. Thus, each objective index k 2 K represents the common type of

the objectives consistent across the inputs. Each forward problem also leads to a di↵erent

Pareto surface ⌦(p)(S).

We consider two distances between a set of input solutions and the respective Pareto

surfaces:

• �(�, b�,S) =
X

p2P

d(p)(x(p), bx(p),S)

• �(�, b�,S) = min
↵2A(S)

(
↵> P

p2P
f(p)(bx(p))

�
↵> P

p2P
f(p)(x(p))

)
,

where A(S) = {↵ 2 RK

+\{0} | ↵k = 0 for all k 62 S} is the set of admissible weight vectors

for a set of objectives S. Di↵erent single input distance metrics may be used for �, for

instance, d[r]. Notice that � is a separable measure, unlike �. We refer to � as the batch

duality gap. For most of this section, we focus on the separable case, but we also present

results with the batch duality gap.

We write the objective selection problem (OS) with input set P as follows:

OS(b�) = min
�,S

�(�, b�,S)

subject to x(p) 2 ⌦(p)(S), 8 p 2 P ,

1  |S|  ✓,

S ✓ K.

(OS)

For all input data points, the above problem finds a common set of objectives S, i.e., the same

types of objectives, although the underlying forward problem formulation is di↵erent across
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the inputs. If the input data points are all collected from the same forward optimization

problem, we can rewrite the above formulation simply by replacing the first constraint with

X ⇢ ⌦(S). We remark that the objective selection problem reduces to the multi-objective

inverse problem of Chan et al. (2014) and Chan and Lee (2018) if ✓ = |K| and P is a

singleton.

2.2.1 Extensive Formulation

We first present a general extensive formulation for OS(X̂ ). Given that f and g are convex in

the forward problem MO (Assumption 2.1), all weakly Pareto optimal solutions for MO(S)

can be obtained by the following formulation with the weighted combination of the objectives:

WMO(↵) = min
x

{↵>
f(x) | Ax = b,g(x)  0}. (WMO)

Let O(↵) denote the set of optimal solutions to WMO(↵), and given input index p, let

O(p)(↵) denote the optimal solutions of WMO(↵) with data f(p),A(p),b(p), and g(p).

Lemma 2.1. For any S ✓ K, a solution x is weakly Pareto optimal for MO(S) if and only

if there exists a non-zero weight vector ↵ 2 RK

+ with ↵k = 0 for all k 62 S such that x in an

optimal solution to WMO(↵). That is, x 2 ⌦(S) () x 2
S
↵
{O(↵) |↵ 2 RK

+\{0},↵k =

0 for all k 62 S}.

Proof of Lemma 2.1 is omitted as it follows directly from Theorem 3.15 of Ehrgott (2005).

Let S(⇠) = {k 2 K | ⇠k = 1} where ⇠ 2 BK is a binary variable. From Lemma 2.1, an

extensive formulation of OS for the set of P input data points, b�, can be written as follows:

min
↵,⇠,�

�(�, b�,S(⇠)) (2.1a)

subject to
X

k2K

⇠k  ✓, (2.1b)

↵(p)  ⇠, 8 p 2 P , (2.1c)
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↵(p) 2 A(S(⇠)), 8 p 2 P , (2.1d)

⇠ 2 BK , (2.1e)

x(p) 2 O(p)(↵(p)), 8 p 2 P . (2.1f)

The binary variable ⇠ represents whether or not each candidate objective is chosen—if

⇠k = 0, objective k is not chosen as the corresponding weight ↵k is forced to be 0. We assume

↵k  1 for each objective k; this is without loss of generality, as any weight vector for the

forward problem MO can be scaled by a positive constant without a↵ecting the set of optimal

solutions. Note that the above formulation assumes each data point bx(p) is associated with a

di↵erent weight vector, i.e., collected from a decision maker with di↵erent preferences. If we

assume that all data points represent the same preferences and thus should be assigned the

same weight values, we modify the formulation by fixing ↵(p) = ↵, for all p 2 P . Assuming

each of the objectives f(p),k for all k 2 K and constraint vectors g(p) are di↵erentiable for all

data points p 2 P , formulation (2.1) can be further rewritten as the following non-convex

mixed-integer program:

min
↵,⇠,�,�,⇡

�(�, b�,S(⇠)) (2.2a)

subject to
X

k2K

⇠k  ✓, (2.2b)

↵(p)  ⇠, (2.2c)

↵>
(p)e = 1, 8 p 2 P , (2.2d)

A(p)x(p) = b(p), 8 p 2 P , (2.2e)

g(p)(x(p))  0, 8 p 2 P , (2.2f)

X

k2K

↵(p),krf(p),k(x(p)) +
X

`2L

�(p),`rg(p),`(x(p)) +A
>⇡(p) = 0, 8 p 2 P , (2.2g)

�(p) � g(p)(x(p)) = 0, 8 p 2 P , (2.2h)
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�(p) � 0, 8 p 2 P , (2.2i)

↵(p) � 0, 8 p 2 P , (2.2j)

⇠ 2 BK , (2.2k)

where constraints (2.2f)–(2.2j) represent the KKT conditions for data point p, replacing

(2.1f), and (�) is the Hadamard product. Note that ↵ = {↵(p)}p2P , and similarly for � and

⇡.

Proposition 2.1. F1, the feasible region of (2.1), and F2, the feasible region of (2.2) are

related as follows:

{(↵, ⇠,�) | (↵, ⇠,�,�,⇡) 2 F2 for some (�,⇡)} = {(↵, ⇠,�) 2 F1 | ↵>
(p)e = 1, 8 p 2 P}.

Thus, the optimal objective values of (2.1) and (2.2) are equal.

Proof. Observe that (2.2f)-(2.2j) are the KKT conditions of the individual forward problems

parametrized by ↵(p), which implies that for each p 2 P , x(p) 2 O(p)(↵(p)) and there exists

(�(p),⇡(p)) such that (2.2f)-(2.2j) are satisfied. Further, (2.1b), (2.1c), and (2.1e) are re-

spectively equivalent to (2.2b), (2.2c), and (2.2k). Additionally, given ↵>
(p)e = 1 and (2.1c),

↵(p) 2 A(S(⇠)). This proves the equality of the stated subsets.

The objective functions of (2.1) and (2.2) do not directly involve weight vectors. The

weight vector in (2.1) can be scaled such that ↵>
(p)e = 1 without loss of generality in

the following sense: for any (↵̃, ⇠̃, �̃) 2 F1, (↵̃/(↵̃>
e), ⇠̃, �̃) 2 F1, and

↵̃
↵̃>e

>
e = 1, thus,

(↵̃/(↵̃>
e), ⇠̃, �̃) 2 {(↵, ⇠,�) | (↵, ⇠,�,�,⇡) 2 F2 for some (�,⇡)}.

Thus, the two optimal objective values are equal.

Note that (2.2) is a mixed-integer non-convex problem, which is intractable in general.

We show that formulation (2.2) is tractable if the underlying forward problem is linear, i.e.,

all of the candidate objectives and the constraints are linear. Suppose f(p) and g(p) are both
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a�ne functions for each p 2 P so that the weighted forward MO for input p can be written

as follows:

min
x

{↵>
(p)C(p)x | A(p)x = b,G(p)x  h(p)}. (2.3)

Then the corresponding OS problem with input set P can be written as a mixed-integer

program:

min
x,↵,⇡,�,s,⇠

X

p2P

d(p)(x(p), bx(p),S) (2.4a)

subject to
X

k2K

⇠k  ✓, (2.4b)

↵(p)  ⇠, 8 p 2 P , (2.4c)

↵>
(p)e = 1, 8 p 2 P , (2.4d)

A(p)x(p) = b(p), 8 p 2 P , (2.4e)

G(p)x(p)  h(p), 8 p 2 P , (2.4f)

↵>
(p)C(p) + �>

(p)G(p) + ⇡>
(p)A(p) = 0, 8 p 2 P , (2.4g)

h(p) �G(p)x(p) Ms(p), 8 p 2 P , (2.4h)

�(p) M(1� s(p)), 8 p 2 P , (2.4i)

�(p) � 0, 8 p 2 P , (2.4j)

↵(p) � 0, 8 p 2 P , (2.4k)

⇠ 2 BK , (2.4l)

s(p) 2 BL, 8 p 2 P , (2.4m)

where M is a suitably large constant. Observe that (2.4e)-(2.4k) again represent the KKT

conditions in a slightly di↵erent way than in (2.2); we introduce auxiliary variables s and

big-M constraints to handle the complementary slackness. Again, if all P input solutions are

assumed to represent the same preferences over the common set of objectives (i.e., common
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weights), we enforce the additional constraints ↵(p) = ↵, 8 p 2 P .

When f(p) and g(p) are nonlinear functions, the OS formulation is generally non-convex.

To address the non-convexity, we observe that the general OS problem can be seen as a

bilevel optimization problem, where the upper-level problem chooses the set of objectives

first, followed by the lower-level problem that chooses the corresponding weight values. The

challenge is that even the lower-level problem itself is not tractable due to the non-convexity

in the KKT constraints (multiplication of ↵ and f(x) both of which are variables). In

the sequel, we analyze the structure of the lower-level problem and show that it becomes

tractable under some distance function d, enabling an e�cient heuristic for the OS problem.

2.2.2 Restricted Inverse Problem

Consider OS(b�) as the following bilevel framework: the upper-level problem first picks a set

of objectives; the lower-level problem follows and finds an optimal weight vector for each

data point bx(p) such that the associated distance function is minimized. We call the lower-

level problem the restricted inverse problem (RP). Using reformulations, this bilevel problem

can be expressed as a zero-sum problem. Given a pre-specified choice of objectives, S, we

present the following formulation to find a weight vector that minimizes d(p)(x(p), bx(p),S) =

max
k2S

{f(p),k(x(p))/f(p),k(bx(p))} for each data point p:

RP(b�,S) = min
X

X

p2P

max
k2K

�
f(p),k(x(p))/f(p),k(bx(p))

 
(2.5a)

subject to A(p)x(p) = b(p), 8 p 2 P , (2.5b)

g(p)(x(p))  0, 8 p 2 P . (2.5c)

The objective function of the above problem can be rewritten as a convex function after

including auxiliary variables and convex constraints.

Proposition 2.2. Let �⇤ = {x
⇤
(p)}p2P be an optimal solution for RP(b�,S). Then, for all
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p 2 P:

(i) x
⇤
(p) 2 ⌦(p)(S).

(ii) 1/max
k2K

{f(p),k(x⇤
(p))/f(p),k(bx(p))} is the minimum relative duality gap with respect to bx(p).

In addition, a convex reformulation of RP(b�,S) exists where optimal weight vectors ↵⇤
(p),

such that x⇤
(p) 2 O(p)(↵⇤

(p)), can be computed as Lagrange multipliers, for all p 2 P.

Proof. Observe that

min
�

(
X

p2P

max
k2K

�
fk(x(p))/fk(bx(p))

 
| (2.5b)� (2.5c)

)

=
X

p2P

min
�

{max
k2K

�
fk(x(p))/fk(bx(p))

 
| (2.5b)� (2.5c) with respect to p},

as RP(b�,S) is separable for each input p. Hence, by (Chan and Lee 2018, Proposition 3.1),

✏⇤(p) = min
x,✏

{✏(p) | (2.6b) � (2.6c) with respect to p} = 1
z
⇤
(p)

for each p 2 P . Consider the

reformulation of RP(b�,S):

min
x,✏

X

p2P

✏(p)

subject to f(p)(x(p))� ✏(p) · f(p)(bx(p))  0, 8 p 2 P , (2.6a)

A(p)x(p) = b(p), 8 p 2 P , (2.6b)

g(p)(x(p))  0, 8 p 2 P . (2.6c)

It is easy to see that at optimality, ✏⇤(p) = max
k2K

n
fk(x⇤

(p))/fk(bx(p))
o
, which shows the two

formulations are equivalent. By Corollary 3.1 of Chan and Lee (2018), ✏⇤(p) = 1
z
⇤
(p)
, where

z⇤(p) is the minimum relative duality gap (over all admissible weight vectors) of the forward

problem for each p 2 P . Also, x⇤
(p) 2 O(p)(↵⇤

(p)), where ↵⇤
(p) are the Lagrange multipliers

for (2.6a), by the same result. Hence, for all p 2 P , 1
max
k2K

{fk(x⇤
(p)/fk(bx(p)))}

= 1/✏⇤(p) = z⇤(p), and

x
⇤
(p) 2 O(p)(↵⇤

(p)) implies (by Lemma 2.1) that x⇤
(p) 2 ⌦(p)(S).
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Proposition 2.2 states that given a fixed subset of candidate objectives, one can solve the

inverse problem with multiple inputs. Moreover, the weight vectors can be recovered using

KKT conditions to compute the Lagrange multipliers. Thus, RP(b�,S) can serve as a black-

box solver in sequential wrapper algorithms common in feature selection. Returning to the

bilevel view of the objective selection problem, the lower-level problem can be reformulated

as formulation (2.6), and the objective of the follower is to minimize
P
p2P

✏p, the sum of the

reciprocals of the relative duality gaps; in other words, the follower maximizes the sum of

the duality gaps. The goal of the leader, however, is to choose the subset that minimizes the

sum of the duality gap. This illustrates that the objective selection problem in this case is

a zero-sum bilevel problem (Theorem 2.1).

Theorem 2.1. Given the distance functions d(p)(x, bx,S) = max
k2S

�
f(p),k(x)/f(p),k(bx)

 
, for all

p 2 P, we have

OS(b�) = min
S✓K,1|S|✓

RP(b�,S).

Proof. From Proposition 2.2, RP(b�,S) =
P
p2P

d(p)(x⇤
(p), bx(p),S) =

P
p2P

1
z
⇤
(p)

= �(�⇤, b�,S), for

an optimal �⇤. Hence, IMO(b�) = min
S✓K,1|S|✓

�(�⇤, b�,S) = min
S✓K,1|S|✓

RP(b�,S).

Given an appropriate restricted inverse problem for other distance functions, one can

produce an analog of Theorem 2.1. However, in general, the corresponding restricted problem

is non-convex (due to the KKT conditions that ensure Pareto optimality), which may be

di�cult to solve. Thus, the existence of a convex formulation for d[r] is a special case.

An additional special case for which the restricted problem is tractable is when all of the

objectives and constraints are a�ne, which leads to the mixed-integer linear program (2.4).

However, many objectives in radiation therapy treatment planning are nonlinear. When

P is a singleton, another tractable restricted problem results from the distance function

d[q,I](x, b�K,S) =

✓P
k2S

|fk(x)� fk(bxk)|q
◆1/q

, a variant of d[q]. The distance function d[q,I]
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relies on multiple “ideal” solutions that are optimized for a single objective: b�K = {bxk}k2K,

where bxk 2 argmin
x

{fk(x) | Ax = b,g(x)  0}, for all k 2 K (Lin 2005). In the radiation

therapy context, however, this implies that the input data consists of |K| treatment plans for

the patient each arising from a distinct single-objective optimization problem, which is more

restrictive. Although we do discuss the ideal solution case in Section 2.2.4, for increased

clinical relevance and flexibility in the inputs, we focus on using d[r].

If the data points are assumed to come from forward problems with the same preferences,

we consider the batch duality gap distance. The objective selection problem is:

OS-W(b�) = min
�,S

�(�, b�,S)

subject to � 2 e⌦(S),

1  |S|  ✓,

S ✓ K,

(OS-W)

where e⌦(S) =
S

↵2A(S)
argmin

�

{↵> P
p2P

f(p)(x(p))
�� A(p)x(p) = b(p),g(p)(x(p))  0, 8 p 2 P}.

Here, W indicates that we select the same objectives and weights for all patients in the

batch. We modify the RP formulation to find the common weight values for all data points

(RP-W) for the given set of objectives.

RP-W(b�,S) = min
x,↵

 
↵>
X

p2P

f(p)(x(p))

!� 
↵>
X

p2P

f(p)(bx(p))

!
(2.7a)

subject to A(p)x(p) = b(p), 8 p 2 P , (2.7b)

g(p)(x(p))  0, 8 p 2 P , (2.7c)

↵ 2 A(S). (2.7d)

Theorem 2.2. There exists a convex reformulation of RP-W(b�,S) whose Lagrange multi-
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pliers are optimal weights that minimize the batch duality gap. Also,

OS-W(b�) = min
S✓K,1|S|✓

RP-W(b�,S).

Proof. For each k 2 S, define the function Fk by Fk(�) =
P
p2P

fk(x(p)), and let F(�) =

[Fk(�)]k2S . Then each Fk is convex as it is the sum of convex functions. Consider the

following reformulation of RP-W(b�,S):

min
x,✏

✏

subject to Fk(�)� ✏ · Fk(b�)  0, 8 k 2 S, (2.8a)

A(p)x(p) = b(p), 8 p 2 P , (2.8b)

g(p)(x(p))  0, 8 p 2 P . (2.8c)

Observe that (2.8) is a convex program. We now show that (2.8) is the convex programming

reformulation in the claim.

Note that (2.8) of the same form as (2.6) with only one input; for example, Fk replaces

f(1),k and


A

>
(1), . . . ,A

>
(P )

�>
replacesA(1). Let (✏⇤,�⇤) be an optimal solution to (2.8), and let

↵⇤ be the Lagrange multipliers corresponding to constraints (2.8a). By the same argument

as that of Proposition 2.2, 1
✏⇤ is the minimum duality gap at b� (over all admissible weight

vectors ↵) of the forward problem

min
�

X

k2S

↵kFk(�)

s.t. A(p)x(p) = b(p), 8 p 2 P ,

g(p)(x(p))  0, 8 p 2 P .
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and �⇤
2 argmin

�

(
↵⇤> P

p2P
f(x(p)) | A(p)x(p) = b(p),g(p)(x(p))  0, 8 p 2 P

)
✓ e⌦(S). Thus,

1

✏⇤
= min

↵,�

{↵>
F(�)/↵>

F(b�) | g(p)(x(p))  0,A(p)x(p) = b(p), 8 p 2 P},

= min
�

min
↵

{↵>
F(�)/↵>

F(b�) | g(p)(x(p))  0,A(p)x(p) = b(p), 8 p 2 P},

= min
�

�(�, b�,S).

Hence, (2.8) solves RP-W(b�,S) and the optimal weights ↵⇤ are the Lagrange multipliers

corresponding to (2.8a). Moreover, from the last equality, we have

min
S✓K

{RP-W(b�,S) | � 2 e⌦(S), 1  S  ✓}

=min
�,S

{�(�, b�,S) | � 2 e⌦(S), 1  S  ✓}.

This proves the claim.

Next we establish a relationship between the distance metrics d[r] and d[q]. For the single-

input case, RP-S and RP-W are equivalent; thus, we simply denote this restricted problem

by RP and refrain from labeling data with the subscript (p). Given a subset T ✓ K, let

|| · ||q,T : R|T |
! R be the q-norm in R|T |. Also, let fT = [fk]k2T .

Proposition 2.3. Consider a single-input restricted inverse problem RP (x̂,S) and an op-

timal solution (x⇤,↵⇤). Let S⇤ be the support of ↵⇤, e.g., S⇤ = {k 2 S | ↵⇤
k
> 0}. Then the

relative gap of WMO(↵⇤) at x̂ is

||fS⇤(x̂)||q
q,S⇤

||fS⇤(x̂)||q
q,S⇤ � ||fS⇤(x̂)� fS⇤(x⇤)||q

q,S⇤
.

Proof. From Lagrangian duality arguments similar to those in the proof of Proposition 2.2,

↵⇤
k
> 0 only if fk(x⇤) = ✏⇤fk(x̂), where ✏⇤ is the reciprocal of the duality gap of WMO(↵⇤)
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at x̂. Observe that

||fS⇤(x̂)� fS⇤(x⇤)||q
q,S⇤ =

X

k2S⇤

|fk(x̂)� fk(x
⇤)|q

=
X

k2S⇤

(fk(x̂)� fk(x
⇤))q

= (1� ✏⇤)
X

k2S⇤

(fk(x̂))
q

= (1� ✏⇤)||fS⇤(x̂)||q
q,S⇤ ,

where we have used the fact that ✏⇤  1 (and hence, fk(x⇤)  fk(x̂), for all k 2 S
⇤) in the

second equality. It follows that ✏⇤ = 1�
||fS⇤(x̂)� fS⇤(x⇤)||q

q,S⇤

||fS⇤(x̂)||q
q,S⇤

, and the claim follows after

taking the reciprocal of both sides.

Proposition 2.3 highlights a relationship between the proposed distance metrics as follows.

Let S and T (with |S| = |T |) be the support of two weight vectors obtained from optimal

solutions of restricted problems, and assume that all of the candidate objectives fk have

been normalized such that fk(bx) = 1, for all k 2 S [ T , thus ||fS(bx)||q,S = ||fT (bx)||q,T .

Then if the minimum relative gap over S at bx is rS (similarly for T ) and rS > rT , we

have ||fS(bx) � fS(x⇤)||q,S > ||fT (bx) � fT (x⇤)||q,T ; that is, in this case, a larger relative gap

corresponds to a larger norm of the di↵erence of function values.

Recall from Section 1 that one can view the objective selection problem as a feature

selection problem because the goal is to find a sparse set of objectives (no more than ✓ of

them) of an optimization problem that fits the given input bx or set of inputs b�. Theorems

2.1 and 2.2 reinforce this connection and demonstrate that the di�cult objective selection

problem exhibits structure that makes certain feature selection algorithms suitable. In partic-

ular, greedy approaches, widely used in feature selection problems, require solving a limited

number of convex programs to find good sets of objectives and weights and thus may be

a reasonable choice for the objective selection problems in treatment planning and other
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applications.

2.2.3 Regularization

Because the objection selection problem is closely related to feature selection, another natural

solution approach is to use regularization. Let � 2 R|K|
+ , then a regularized objective selection

problem is

RE(bx) = max
x,↵

�↵>�+
�
↵>

f(x)
� � �

↵>
f(bx)

�
(2.9a)

subject to x 2 O(↵), (2.9b)

↵>
f(bx) = 1, (2.9c)

↵ 2 R|K|
+ . (2.9d)

This regularized model maximizes the reciprocal of the relative gap minus the regularization

term. If the regularization parameter is � = 0, then (2.9) solves the inverse problem (not

the objective selection problem) over all candidate objectives because minimizing the relative

gap is equivalent to maximizing its reciprocal, assuming both are well defined.

Consider the following model (2.10) for a single input:

REGP(bx) = min
x,✏

✏ (2.10a)

subject to fk(x)  ✏fk(bx) + �k, 8 k 2 K, (2.10b)

Ax = b, (2.10c)

g(x)  0. (2.10d)

Define the optimal objective values of RE(bx) and REGP(bx) by zRE and zREGP, respectively.

Theorem 2.3 reveals that � also serves as a regularization parameter in REGP(bx) for the

objective weights ↵.
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Theorem 2.3. If an optimal primal-dual pair for REGP(bx) exists with zero absolute duality

gap, then the dual multipliers of (2.10b) yield optimal weights to the regularized objective

selection problem RE(bx).

Proof. Define the Lagrangian for REGP(bx) by L (x, ✏,↵,⇡,�) = ✏+↵>(f(x)� ✏f(bx)��)+

⇡>(Ax � b) + �>
g(x). Given Slater’s condition, strong duality holds. Let (x⇤, ✏⇤) be an

optimal primal solution. The Lagrangian dual problem for REGP(bx) is

✏⇤ = max
↵,⇡,�

⇢
inf
x,✏

L (x, ✏,↵,⇡,�)} | ↵ � 0,� � 0

�
. (2.11)

The Lagrangian function is convex as a function of x and ✏, so the inner minimization

problem can be replaced with stationarity conditions:

✏⇤ = max
↵,⇡,�,x,✏

L (x, ✏,↵,⇡,�) (2.12a)

s.t.
X

k2K

↵krfk(x) +A
>⇡ +

LX

l=1

�lrg(x) = 0, (2.12b)

↵>
f(bx) = 1, (2.12c)

↵ � 0,� � 0. (2.12d)

Because an optimal primal-dual pair exists, the primal constraints, as well as some of the

complementary slackness constraints, can be added to the dual problem:

✏⇤ = max
↵,⇡,�,x,✏

L (x, ✏,↵,⇡,�) (2.13a)

s.t.
X

k2K

↵krfk(x) +A
>⇡ +

LX

l=1

�lrg(x) = 0, (2.13b)

↵>
f(bx) = 1, (2.13c)

� � g(x) = 0, (2.13d)

↵ � 0,� � 0, (2.13e)
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Ax = b, (2.13f)

g(x)  0. (2.13g)

By the complementary slackness and stationarity conditions, any feasible solution (↵̄, ⇡̄, �̄, x̄, ✏̄)

to (2.13) satisfies L (↵̄, ⇡̄, �̄, x̄, ✏̄) = ↵̄>(f(x̄)� �). In addition, the primal, dual, and opti-

mality constraints collectively imply

✏⇤ = max
↵,x

↵>(f(x)� �) (2.14a)

s.t. x 2 O(↵), (2.14b)

↵>
f(bx) = 1, (2.14c)

↵ � 0. (2.14d)

The resulting optimization problem, (2.14), is RE(bx); thus, zRE = zREGP. Moreover, if

(x⇤, ✏⇤,↵⇤,⇡⇤,�⇤) is an optimal primal-dual pair for REGP(bx), then (x⇤,↵⇤) is an optimal

solution to RE(bx).

A common issue in regularization methods is determining regularization parameters such

that the regularized problem mimics the original non-convex problem. In the context of

objective selection, the regularization parameter � must be tuned to select an objective set

of the appropriate sparsity. Finally, we remark that this regularization approach can extend

to accept multiple inputs if one adapts the problem RP-W(bx(p),K) in a similar way by adding

� to constraints (2.8a).

2.2.4 Ideal Input Solutions

We focus primarily on objective selection based on minimizing the relative gap. However,

other distance functions may be used. For instance, recall d[q](x, bx,S) = ||f(x) � f(bx)||q.

This distance function has been considered in forward multi-objective optimization as a
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“min-norm method” (Lin 2005). One important example is when bx is such that fk(bx) 

min
x

{fk(x) | Ax = b,g(x)  0}, for all k 2 K. If bx is also feasible, it is clearly Pareto

optimal, but such a feasible solution typically does not exist. Instead, we may consider a

set of input points b�K = {bxk}k2K, where bxk 2 argmin
x

{fk(x) | Ax = b,g(x)  0} for each

k 2 K. Lin (2005) calls solutions bxk “ideal”.

Recall the distance function d[q,I](x, b�K,S) =

✓P
k2S

|fk(x)� fk(bxk)|q
◆1/q

. In the sequel,

we show that a restricted problem akin to (2.5) can be formulated, thus leading to an analog

of Theorem 2.1. For simplicity, we consider the single input case where P is a singleton.

Consider the following restricted inverse problem:

RPQ(b�K,S) = min
x,y

X

k2S

yq
k

(2.15a)

subject to fk(x)� fk(bxk)  yk, 8 k 2 S, (2.15b)

Ax = b, (2.15c)

g(x)  0. (2.15d)

Note that (2.15) is a convex program.

Proposition 2.4. Let S ✓ K and let (x⇤,y⇤) be an optimal solution to (2.15). The objective

value of (2.15) is RPQ(b�K,S) = (d[q,I](x⇤, b�K,S))q. In addition, if ↵⇤ are the Lagrange

multipliers of constraints (2.15b), then x
⇤
2 O(↵⇤); hence x

⇤ is Pareto optimal.

Proof: For each k 2 S, bxk is ideal; thus, for any (x,y) feasible for RPQ(b�K,S), |fk(x) �

fk(bxk)| = fk(x) � fk(bxk). Hence, it is clear that for any optimal (x⇤,y⇤),
P
k2S

(y⇤
k
)q =

(d[q,I](x⇤, b�K,S))q.

The Lagrangian of RPQ(b�K,S) is L (x,y,↵,⇡,�) =
P
k2S

yq
k
+
P
k2S

↵k(fk(x) � fk(bxk) �

yk) + ⇡>(Ax� b) + �>
g(x). Consider the Lagrangian dual:

max
x,y,↵,⇡,�

⇢
inf
x,y

L (x,y,↵,⇡,�) | ↵ � 0,� � 0

�
,



38

stationarity conditions:

A
>⇡ +

LX

`=1

�`rg`(x) +
X

k2S

↵krfk(x) = 0, (2.16a)

qyq�1
k
� ↵k = 0, 8 k 2 S, (2.16b)

and complementary slackness:

↵k(fk(x)� fk(bxk)� yk) = 0, 8 k 2 S, (2.17)

� � g(x) = 0. (2.18)

Notice that ↵ � 0, and � � 0, (2.15c)-(2.15d), (2.16a), and (2.18) are the KKT conditions

for WMO(↵). Hence, if (x⇤,y⇤,↵⇤,⇡⇤,�⇤) is an optimal primal-dual pair of RPQ(b�K,S),

then x
⇤
2 O(↵⇤) and x

⇤ is Pareto optimal. In addition, (2.16b) implies ↵⇤
k
= qyq�1

k
, for all

k 2 S. ⇤

Remark 2.1. A result of the proof of Proposition 2.4 is that the weights are uniquely deter-

mined by the values fk(x)� fk(bxk).

Theorem 2.4. Given the distance function d[q,I](x, b�K,S), we have

OS(b�) = min
S✓K,1|S|✓

RPQ(b�K,S).

2.2.5 Summary of Objective Selection Formulations

In this section, we studied extensive formulations, restricted inverse problems, regularized

problems, and formulations for the ideal input data case. For the rest of this chapter, we

focus on restricted inverse problems and regularized problems, and we leverage the con-

nection between feature selection and objective selection perspectives to generate multiple

solution approaches. The specific solution approaches that we propose further capitalize on
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application-specific knowledge as well as unique problem structure that enables anatomy-

based heuristics. Thus, we first discuss structural details of the radiation therapy treatment

planning problems in Section 2.3, and provide detailed illustrations of our solution approaches

in Section 2.4.

2.3 Objective Selection in Radiation Therapy Treatment Planning

2.3.1 Radiation Therapy Context

We apply objective selection to intensity-modulated radiation therapy (IMRT) treatment

planning and focus on prostate cancer. Prostate cancer is one of the most common cancer

types in American men, accounting for nearly 20% of new cancer diagnoses in men in 2018

(American Cancer Society 2018). Furthermore, prostate cancer will be among the highest

in cost increase of medical care from 2010 to 2020 (Mariotto et al. 2011). Although prostate

cancer has a relatively high survival rate, complications due to radiation (e.g, radiation

exposure to healthy organs) are still one of the biggest concerns about prostate cancer

treatment (American Cancer Society 2018). The reasons above suggest it is critical to

design high-quality treatment plans e�ciently and consistently. Because there exist multiple

clinical criteria, which are generally not achievable simultaneously, clinical trade-o↵s and

associated preferences, reflected in the treatment planning objectives (and their weights),

are critical features that describe the administered treatment.

2.3.2 Model Formulation

We specify the formulations presented in Section 2.2 with details specific to IMRT treatment

planning for prostate cancer. General goals in treatment planning are to spare organs at risk

(OARs) while delivering su�cient radiation dose to the tumor. In prostate cancer, generally

four OARs are considered: the bladder, rectum, left femoral head, and right femoral head

(Chanyavanich et al. 2011).
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Let B be the set of beamlets, where each beamlet b 2 B is associated with a decision vari-

able wb that determines the beamlet’s radiation intensity. The patient’s body is discretized

into a set V of volume elements called voxels. The amount of dose delivered to voxel v 2 V

by beamlet b 2 B is denoted by Dv,b and the entire matrix by D 2 R|V |⇥|B|. The anatomical

regions of interest (ROIs) for prostate cancer treatment include the four OARs, the clinical

target volume (CTV), the planning target volume (PTV), and the set of remaining vox-

els near the tumor, often referred to as normal tissue (NORMAL). The subsets of voxels

that comprise each of the structures are denoted VCTV,VPTV,VBlad,VRect,VLFem,VRFem, and

VNormal, respectively.

The objective selection problem considers multiple forms of candidate objectives. To

permit a wide range of objectives to be considered, we use both maximum dose and threshold

penalty objectives (both linear and quadratic) for these four organs at risk. In addition, we

propose objectives for the target volumes as well. For both the clinical target volume (CTV)

and planning target volume (PTV), we include a quadratic target dose error objective and a

heterogeneity objective that measures the variance in dose to the structure. We summarize

the candidate objectives below and note that all of them map from R|B| to R.

1. Piecewise linear dose threshold functions (L1): Consider an OAR ⇢ 2 {Blad, Rect,

LFem, RFem} with threshold value ⌧ Gy. We define this objective function as

fL1
⌧,⇢
(w) =

1

|V⇢|

X

v2V⇢

max{
X

b2B

Dv,bwb � ⌧, 0}.

We consider threshold values ⌧ 2 {0, 20, 40, 60} Gy for the bladder and rectum and

⌧ 2 {0, 20} Gy for the femoral heads.

2. Piecewise quadratic dose threshold functions (L2): For each ⇢ 2 {Blad, Rect, LFem,
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RFem} with threshold value ⌧ Gy, we define the L2 objective function

fL2
⌧,⇢
(w) =

1

|V⇢|

X

v2V⇢

max{
X

b2B

Dv,bwb � ⌧, 0}2.

We consider threshold values ⌧ 2 {0, 20, 40, 60} Gy for the bladder and rectum and

⌧ 2 {0, 20} Gy for the femoral heads.

3. Maximum dose functions (Max): For each ⇢ 2 {Blad, Rect, LFem, RFem}, the maxi-

mum dose objective function is

fMax
⇢

(w) = max
v2V⇢

X

b2B

Dv,bwb.

4. Dose error functions (DE): Consider a target volume ⇢ 2 {CTV, PTV} with target

dose �⇢. Define the target dose function by

fDE
⇢

(w) =
1

|V⇢|

X

v2V⇢

 
�⇢ �

X

b2B

Dv,bwb

!2

.

We consider a target dose of 80Gy for the CTV and 77 Gy for the PTV.

5. Heterogeneous dose functions (HD): For each target volume ⇢ 2 {CTV, PTV}, define

the function

fHD

⇢
(w) =

1

|V⇢|

X

v2V⇢

0

@
X

b2B

Dv,bwb �

X

v02V⇢

X

b2B

Dv,bwb

1

A
2

.

The L1 and L2 functions penalize radiation doses to OARs that exceed thresholds (i.e.,

L1-norm and squared L2-norm, respectively). We note that we do not include equivalent

uniform dose functions (Niemierko 1997) or other dose-volume objectives; they do not result

in a convex optimization problem in general. However, such functions have been estimated
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Structure
Function Type

L1 Max L2 DE HD

Bladder 1-4 5 6-9
CTV 10 11

Left Femoral Head 12-13 14 15-16
PTV 17 18

Right Femoral Head 19-20 21 22-23
Rectum 24-27 28 29-32

Table 2.1 : A summary of functions used in objective selection. L1 and L2 function labels
increase with the threshold magnitude.

by weighted combinations of mean and maximum dose functions in the literature (Nimerierko

1999, Thieke et al. 2002), which can be represented through the 0-threshold versions of L1

and L2 objectives and the maximum dose objectives. The DE objectives can be appropriate

if a specific dose is thought to be preferable for a target volume, and HD objectives can

promote homogeneity in the radiation delivered to a target volume (without a specific target

dose). We note that all of the objectives are nonnegative; to make them strictly positive, we

add a small constant term (.01) to each of them. Table 2.1 summarizes the labels for the

functions in the candidate objective pool.

The radiation dose required for the CTV and PTV for prostate cancer treatment is

generally hard-constrained within upper and lower bounds, denoted by u⇢ and l⇢, where

⇢ 2 {CTV,PTV}. As the bladder, rectum, and normal tissue are close to the CTV and

PTV yet radiation dose to these structures are supposed to not exceed dose delivered

to the CTV and PTV, dose upper bounds are also introduced to them, also denoted by

u⇢, ⇢ 2 {Blad, Rect, Normal}. Additional constraints are generally introduced to discourage

heterogeneous intensity maps; we require the intensity of each beamlet to be within some

fixed ratio (lower and higher) of the average beamlet intensity. Denote these ratios by ⌘L

and ⌘U . Let S1 = {Blad,Rect,LFem,RFem} and S2 = {CTV,PTV} and denote the set

of thresholds for ⇢ 2 S1 by T⇢.
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min
w

X

⇢2S1

↵Max
⇢

fMax
⇢

(w) +
X

⌧2T⇢

↵L1
⌧,⇢
fL1
⌧,⇢
(w) + ↵L2

⌧,⇢
fL2
⌧,⇢
(w)

+
X

⇢2S2

↵DE
⇢

fDE
⇢

(w) + ↵HD
⇢

fHD
⇢

(w) (2.19)

subject to
X

b2B

Dv,bwb � l⇢, 8 v 2 V⇢, ⇢ 2 S2, (2.20)

X

b2B

Dv,bwb  u⇢, 8 v 2 V⇢, ⇢ 2 {CTV,PTV,Blad,Rect,Normal}, (2.21)

wb �
⌘L
|B|

X

b02B

wb0 � 0, 8 b 2 B, (2.22)

wb �
⌘U
|B|

X

b02B

wb0  0, 8 b 2 B, (2.23)

w 2 R|B|
+ . (2.24)

Here, w represent the beamlet intensities. Lower and upper bounds on permissible doses to

voxels in structure r are given by l⇢ and u⇢, respectively. The matrix D maps the beamlets

to the voxels. In addition, ⌘L and ⌘U prevent the beamlets from being too heterogeneous.

These parameters are patient dependent, although they are similar across patients.

2.4 Solution Approaches

As mentioned, there is a close connection between feature selection and objective selection

problems. This motivates the use of sequential forward selection approaches to approximately

solve the objective selection problem. We consider the problem of selecting ✓ = 6 objectives,

due to the six specific structures (bladder, rectum, left femoral head, right femoral head,

CTV, and PTV). We propose three forward selection approaches to select objectives: one

approach is a classical greedy algorithm that optimizes the distance function of the objective

selection problem; the second approach iteratively searches through each ROI for the best
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objective in a greedy fashion; the third approach is a variant of the greedy algorithm that

finds a solution even more e�ciently by exploiting the unique structure of the problem that

reflects patients’ anatomical characteristics. In addition to the forward selection approaches,

we specify the regularized method for IMRT objective selection. We also propose extensions

of these approaches to select objectives for a group of patients.

2.4.1 Greedy Algorithms and Regularization

In the generic greedy algorithm, given a single data input (e.g., one patient), for each cur-

rently unselected objective, we solve the restricted problem RP(bx,S) by setting S to the

union of the unselected objective and the current selected objective set. The objective that

decreases the relative gap the most is added to the selected set, and the process repeats in

the next iteration. We refer the reader to Nemhauser et al. (1978) for more details about

the greedy algorithm. We denote this method G-Solo when it is applied to a single patient.

In the ROI-restricted greedy algorithm, given a prespecified ordering of the structures,

at iteration k, we greedily select an objective from the k-th ROI. For instance, if the k-th

ROI is the left femoral head, we solve the restricted problem considering a left femoral head

objective (see Table 2.1) along with the currently selected objectives of the previous k � 1

ROIs. The left femoral head objective that decreases the relative gap the most is added

to the selected set, and we repeat the procedure for the next ROI. This method ensures

that exactly one objective per structure is selected. We denote the ROI-restricted greedy

algorithm by GR-Solo.

For the regularization approach, we solve (2.10) for the specified patient. We set � equal

to six times the vector of ones in R|K| so that the regularization term is 6||↵||1, where ↵

is the weight vector. We note that further optimization and parameter tuning may find a

regularization penalty that works robustly. For a single patient, we refer to this approach as

R-Solo.
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2.4.2 Anatomy-Based Approach

Our specific application in radiation therapy o↵ers some structure that can allow one to

search for objectives in a di↵erent way beyond the relative gap. Each objective function fk

is characterized by its ROI’s matrix, D⇢k
, the type of objective (L1, L2, Max, DE, HD), and

the threshold ⌧k (we interpret ⌧k = 0 for objectives without thresholds). In particular, the

D⇢ matrices quantify the influence of each beamlet on each voxel and thus provide geometric

information on the structures. Hence, we can define a metric that indicates the similarity of

two objectives from the same patient in order to select dissimilar objectives, thus reducing

redundancy, that describe past planning decisions.

Let Gk = D
>
⇢
D⇢ + ⇢Ik, ⇢ > 0 so that Gk is a positive definite matrix. Lim et al. (2019)

state that each symmetric positive definite cone Sm

++ has a “natural Riemannian metric”,

�2 : Sm

++ ⇥ Sm

++ ! R+, defined by

�2(A,B) =

"
mX

i=1

log2(�j(A
�1B))

#1/2
,

where �j denotes the jth smallest eigenvalue of the matrix. The authors extend this notion

to define a distance between two positive definite matrices of di↵erent sizes.

Definition 2.1. (Lim et al. 2019) Let m1  m2 and let A1
2 Sm1

++ and A2
2 Sm2

++. Let A2
11

denote the the upper left m1 ⇥m1 principal submatrix of A2. Then

�+2 (A
1, A2) =

"
m1X

i=1

min{0, log �i((A
1)�1A2

11)}
2

#1/2
,

where �i(A) is the ith smallest eigenvalue of a symmetric positive definite matrix A.

Lim et al. (2019) show that when mk = m`, �
+
2 (Gk,G`) + �+2 (G`,Gk) = �2(Gk,G`). Addi-

tional details on this metric are in Lim et al. (2019). Using �2+, we define the anatomy-based
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similarity metric between two functions as:

�̂(fk, f`) =

8
>><

>>:

2�+2 (Gk,G`), if mk < ml,

�+2 (Gk,G`) + �+2 (G`,Gk), if mk = m`.

(2.25a)

Then, we define the dissimilarity between fi and fj by �(i, j) = 5�̂(i, j)+5 type(i)6=type(j)+

|⌧i � ⌧j|, where type(i)6=type(j) captures if objectives i and j are not of the same type (e.g.,

L1 versus L2). Thus, � indicates the anatomical and function type similarity between two

objectives from the same patient. Define the function T : K2
! R by T (S) =

P
i,j2S

�(i, j); we

call T the total edge function because it is the sum of edge weights of a weighted complete

graph where each node corresponds to each objective i 2 S and �(i, j) represents the edge

weight. We refer to the set of edge weights {�(i, j)}i,j2K as an E-vector.

Algorithm 1

1: procedure Anatomy-Based Greedy Heuristic

2: Given: bx,K, ✓, �, |S| = 1
3: R  K\S

4: for k 2 {2, ..., ✓} do

5: for t 2 R do

6: zt  T (S [ {t})

7: Choose t⇤ 2 argmax
t2T

{zt}

8: S  S [ {t⇤}
9: R R \ {t⇤}
10: k  k + 1

return S

In the anatomy-based greedy algorithm for a single patient, which we call A-Solo, the

first objective function is selected by minimizing the duality gap (i.e., solving problem (2.5)

repeatedly with each candidate objective and choosing the objective that gives the mini-

mum duality gap). Each subsequent objective is then selected by maximizing the increase

in the total edge function T . Pseudocode for the anatomy-based greedy heuristic is given in

Algorithm 1. Note that in Algorithm 1, we maximize dissimilarity. As there is no optimiza-
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tion problem involved to add subsequent objectives and evaluating the total edge function

is relatively easy and can be done a priori, this anatomy-based approach is faster than the

generic greedy algorithm, G-Solo.

2.4.3 Batch-Input Objective Selection

Given a group of patients, we consider two di↵erent variants of the objective selection prob-

lem: (i) finding common objective sets for all patients in the same cluster and (ii) finding

common objectives and weights for all patients in the same cluster.

(i) Finding common objectives: Objectives are greedily selected based on the sum of

individual duality gaps, which is obtained by solving patients’ individual restricted

inverse problems (2.5).

(ii) Finding common objectives and weights: The regularization approach is generalized to

apply to multiple patients. Objectives for the batch are computed as f̃(�) =
P
p2P

f(xp),

where P is the batch of patients. We solve the regularization problem (2.10) using f̃

and input solution �, again using the regularization penalty of 6||↵||1.

We refer to the first approach (i) as G-Batch-S because it uses the greedy algorithm on the

group of patients to select common objectives (not weights). In the same way, we label (ii)

as R-Batch-W because it uses the regularization approach to find common objectives and

weights for the group of patients. A summary of solution approaches developed for objective

selection is displayed in Table 2.2. Overall, the presented solution approaches can be used to

develop a treatment planning procedure that reduces the time-intensive burden of manual

objective selection.

2.5 Conclusion

In this chapter, we introduce the objective selection problem that finds a set of convex

objectives that capture the preferences in input data and produces weakly Pareto optimal
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Method Single Patient Multiple Patients: Set (S), Weight (W)
Anatomy-based A-Solo
Greedy Alg. G-Solo G-Batch-S

Greedy Alg. by ROI GR-Solo
Regularization R-Solo R-Batch-W

Table 2.2 : A summary of solution approaches for objective selection

solutions with respect to these preferences. We formulate the problem as a non-convex

bilevel mixed-integer program using inverse optimization, and adapt solution approaches

from feature selection to approximately solve it by connecting objective selection with feature

selection. We specify our methodology to radiation therapy treatment planning to learn

linear and quadratic planning objectives that closely replicate latent clinical preferences

in historical prostate cancer therapy. The proposed solution approaches for the objective

selection problem can lead to e�cient and streamlined treatment planning. Future work

includes exploration into other distance metrics for the restricted inverse problem as well as

further analysis of the anatomy-based greedy algorithm.
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Chapter 3

Approximate Submodularity and Its Implications in

Discrete Optimization
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3.1 Motivation

In Chapter 2, we develop greedy algorithms for the objective selection problem. Often,

the greedy algorithm performs well when the optimized function is submodular. However,

this is not the case for objective selection problems with our general multi-objective convex

optimization structure. In fact, Example 3.1 is a suitable counterexample.

Example 3.1. (Submodularity Counterexample for Objective Selection)

Consider an objective selection problem in which the objective functions and equality con-

straints are linear (no inequality constraints), there is only one input solution, and the dis-

tance function is the relative gap function. The restricted inverse problem can be formulated

as follows:

IML-EX(bx,S) = min
↵,x,⇡,�

↵>
Cbx (3.1a)

subject to ↵k = 0, 8 k 62 S, (3.1b)

C
>↵�A

>⇡ � 0, (3.1c)

b
>⇡ = 1, (3.1d)

↵ 2 R|S|
+ . (3.1e)

IML-EX computes the minimum relative gap over the eligible set of weight vectors ↵, (given

a subset of objectives S).

Consider an instance of IML-EX with the following data:

A =

2

64
5 4 4 6 7

1 7 4 5 6

3

75 , b =

2

64
114

94

3

75 , C =

2

66664

8 5 1 0 7

0 2 0 5 3

6 2 7 8 10

3

77775
, bx =


8 5 9 3 0

�>
.
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Let S = {2, 3}, T = {1, 3},U = S [ T = {1, 2, 3},N = S \ T = {3}, and let f : 2|K|
! R

be defined by f(S) = ({(3.1a) | (3.1b)� (3.1e), ⇠k = 0, 8 k 62 S})�1 , the reciprocal of the

minimum relative gap over all weightings of the objective set S. Table 3.1 displays the

relative gap and the objective weights that minimize the relative gap for each respective subset

of objectives.

Table 3.1 : Best objective weights and relative gaps for objective subsets (submodularity
counterexample)

↵1 ↵2 ↵3 f(·)
S 0.0e+00 1.9e-02 5.4e-03 .7962e+00
T 1.9e-03 0.0e+00 6.6e-03 .8805e+00
U 2.7e-03 3.4e-03 4.5e-03 1.000e+00
N 0.0e+00 0.0e+00 9.6e-03 .7217e+00

S = {2, 3} T = {1, 3} U = {1, 2, 3} N = {3}

Observe that

f(S) + f(T ) < f(U) + f(N ),

which implies that F is not submodular. ⇤

Thus, we cannot assume that the objective selection problem translates to a submodular

optimization problem. Indeed, to investigate how the greedy algorithm performs for objective

selection, we must use a more broad class of functions. This class of functions is often called

approximately submodular, and the exact definition depends on the chosen submodularity

metric. To date, most research in approximate submodularity focuses on greedy algorithms

and its variants.

However, due to the far-reaching impact of submodularity in discrete optimization, we

are motivated to study approximate submodularity in other areas of discrete optimization.

In this chapter, we explore use cases of approximate submodularity in multiple contexts,
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including: extensions of set functions, derivations of valid inequalities, and bounds for the

greedy algorithm. We provide illustrative examples that demonstrate our results.

3.2 Approximate Submodularity Metrics

In this section, we discuss various approximate submodularity metrics. We use the term

“metrics” loosely, as some of the metrics are not subadditive and none are positive definite,

both part of the formal definition of a metric. However, the approximate submodularity

metrics we discuss all indicate a notion of distance to submodularity. Throughout this work,

if ⇣ is an approximate submodularity metric, ⇣[f ] is the metric value for f . We review some

existing approximate submodularity metrics in Section 3.2.1. In Section 3.2.2, we propose

our metrics used throughout this chapter. In Section 3.2.3, we prove some properties of our

metrics, including that they are sublinear, and show how they relate to the preservation of

approximate submodularity.

3.2.1 Existing Notions of Approximate Submodularity

The approximate submodularity literature has grown quickly over the last few years (e.g,

Borodin et al. (2014), Bian et al. (2017), and Bai and Bilmes (2018) and the references

therein). We review a selection of studies that address approximate submodularity in di↵er-

ent ways.

Zhou and Spanos (2016) motivate their study of approximate submodularity within the

context of sensor placement and consider the marginal increase in acquired information.

They define the local submodularity index to capture the di↵erence in information yield

between adding candidate sensors collectively to the established set of sensors and adding

the candidate sensors individually. The authors use the local submodularity index to define

their submodularity index, which they use to analyze the greedy algorithm and a randomized

variant.
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Definition 3.1. (Zhou and Spanos 2016) For a set function f : 2⌦ ! R the local submodu-

larity index for location set A ✓ ⌦ with candidate set B ✓ ⌦ is

�A,B[f ] := [f(A [ B)� f(A)]�
X

s2B

[f(A [ {s})� f(A)] .

Definition 3.2. (Zhou and Spanos 2016) For a set function f : 2⌦ ! R the submodularity

index for a location set S ✓ ⌦ and maximum cardinality K is

I
S,K [f ] := max

A✓S,B✓⌦,

A\B=;,2|B|K

�A,B[f ]. (3.2)

If no such (A,B) exist in (3.2), then I
S,K [f ] = 0.

The following provides justification for the last line of Definition 3.2. The empty set is

always a subset of S; hence, an empty set of arguments must come from the absence of an

eligible B. This occurs if, for any given A ✓ S, there does not exist a set B with 2  |B|  K.

Using any B with |B|  1 yields �A,B[f ] = 0.

Das and Kempe (2011) define a submodularity ratio to quantify the degree to which a

function violates submodularity, and we present a modified version of their metric.

Definition 3.3. Let f be a nonnegative set function. Define the submodularity ratio of f

with respect to a set S and maximum cardinality K � 1 as

b�S,K [f ] :=max �

subject to: [f(A [ B)� f(A)]� 
X

s2B

f(A [ {s})� f(A),

8 A ✓ S, |B|  K,A \ B = ;.

Here, when the maximum is taken over an empty set of arguments, we define its value to be

�1. It is easy to see that wherever �S,K [f ], from Das and Kempe (2011), is well-defined,
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b�S,K [f ] = �S,K [f ].

Horel and Singer (2016) use a notion of approximate submodularity that is directly tied

to the existence of a nearby submodular function. Specifically, Horel and Singer (2016) define

a set function f to be ✏-approximately submodular if there exists a submodular function F

such that for any S ✓ ⌦, (1� ✏)F (S)  f(S)  (1 + ✏)F (S).

3.2.2 Proposed Notions of Approximate Submodularity

The metrics reviewed in Section 3.2.1 are all motivated by analyzing the greedy algorithm

and its variants. However, notions of approximate submodularity can have utility outside of

this specific use case. We propose new metrics, some of which are designed for the greedy

algorithm like the existing ones in Section 3.2.1, whereas others are for general approximately

submodular analysis.

We begin with the most general (global) metric. It is inspired directly from an equivalent

definition of submodularity: f(A [ B) + f(A \ B)  f(A) + f(B), for all A,B ✓ ⌦.

Definition 3.4. Let f : 2⌦ ! R. The global submodularity distance E is defined by

E [f ] := max
A,B✓⌦

f(A [ B) + f(A \ B)� f(A)� f(B).

The global submodularity distance is a general purpose metric; we demonstrate its value

in identifying operations that preserve approximate submodularity and proving general re-

sults about set functions (Section 3.2.3). The remaining metrics are inspired by a character-

ization of increasing, submodular functions.

Lemma 3.1. (Edmonds 1970) Let f : 2⌦ ! R. Then f is increasing and submodular if and

only if for any A,B ✓ ⌦, s 2 ⌦, f(A [ B [ {s})� f(A [ B)  f(A [ {s})� f(A).

We note that Edmonds (1970) provides a characterization that is equivalent to Lemma 3.1,

though the presentation is slightly di↵erent. Using Lemma 3.1, we present a metric, termed
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the pairwise violation, which gives global information as to how far a function is from being

submodular.

Definition 3.5. Let f : 2⌦ ! R. Consider ` 2 {0, ..., |⌦| � 1}, k 2 {0, ..., |⌦|}. The

(`, k)-pairwise violation of f is defined as

d`,k[f ] := max
A,B✓⌦,s2⌦
|A|=`,|B|=k

f(A [ B [ {s})� f(A [ B)� f(A [ {s}) + f(A).

Thus, the pairwise violation represents the worst-case violation of the condition in Lemma 3.1

given A and B with fixed cardinalities. We return to the sensor example from Section 3.2.1 to

provide intuition for Definition 3.5. The (`, k)-pairwise violation captures the case in which

a single sensor added to a sparse sensor network (given by A) creates a smaller marginal

increase in information than when the same sensor is added to a denser network (A [ B).

Note that d`,k[f ]  0 for all ` and k if and only if f is increasing and submodular. Also, for

any f , d`,k[f ]  E [f ].

We present two metrics using pairwise violations; the first is the maximum of all pair-

wise violations and is useful in general approximately submodular analysis, and the second

considers sums of pairwise violations, which we use for greedy algorithm analysis.

Definition 3.6. Let f : 2⌦ ! R. The marginal violation of f is defined as D[f ] :=

max{d`,k[f ] | ` 2 {0, . . . , |⌦|� 1}, k 2 {0, . . . , |⌦|}}.

Note that d0,0[f ] = 0, so D[f ] � 0.

Definition 3.7. Let f : 2⌦ ! R, L 2 {0, ..., |⌦| � 1}, K 2 {1, ..., |⌦|} and �`,K [f ] :=
K�1P
k=0

d`,k[f ], for any ` 2 {0, . . . , L}. The (L,K)-submodularity violation of f is

�L,K [f ] := max
`2{0,...,L}

�`,K [f ].
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Although an understanding of the global behavior of a function is generally useful, many

algorithms only call for function evaluations within a subset of the domain, i.e., by e↵ectively

utilizing local information of the underlying function. Thus, we also provide variants of d, �,

and � to focus on submodularity violations when A is fixed to a set or is chosen from a

collection of sets.

Definition 3.8. For a subset A ✓ ⌦, k 2 {0, . . . , |⌦|}, the (A, k)-local pairwise violation is

d̂A,k[f ] := max
B✓⌦,|B|=k,

s2⌦

f(A [ B [ {s})� f(A [ B)� f(A [ {s}) + f(A).

Definition 3.9. Given f : 2⌦ ! R, let C be a collection of subsets of ⌦, K 2 {1, ..., |⌦|},

and �̂A,K [f ] :=
K�1P
k=0

d̂A,k[f ], for any A 2 C . The local (C , K)-submodularity violation is

�̂C ,K [f ] := max
A2C

�̂A,K [f ].

Remark 3.1. Note that d̂A,k[f ]  d|A|,k[f ], and �̂A,K [f ]  �|A|,K [f ], for all A,S ✓ ⌦, k 2

{0, ..., |⌦|� 1}, K 2 {1, ..., |⌦|}. Moreover, if max
A2C

|A| = L, then �̂C ,K [f ]  �L,K [f ].

By defining ⌦S := {A ✓ ⌦ | 1 � |A\S|}, for any S ✓ ⌦, we can generalize Horel and

Singer (2016)’s notion of approximate submodularity.

Definition 3.10. Given S ✓ ⌦, a set function f : 2⌦ ! R is (S, ✏)-approximately submodular

if f is ✏-approximately submodular over ⌦S .

Recall that Zhou and Spanos (2016) derive a bound by considering the local submodu-

larity index for all location sets S that are subsets of the output of the greedy algorithm.

However, we can further localize the authors’ approximate submodularity metric, which leads

to a reduction of the arguments considered for the local submodularity index.
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Definition 3.11. For a set function f : 2⌦ ! R, the (localized) submodularity indicator for

a collection C of subsets of ⌦ with maximum cardinality K is

bIC ,K [f ] := max
A2C ,B✓⌦,

B\A=;,2|B|K

�A,B[f ]. (3.3)

If in (3.3) no such (A,B) exist, then bIC ,K [f ] = 0.

The justification for the last sentence of Definition 3.11 is similar to that of Definition 3.2.

In Section 3.5, we use the submodularity indicator and other metrics to provide bounds for

the greedy algorithm.

There are important trade-o↵s between all of the metrics in this section. For instance,

the more global metrics such as D[f ] can give insight into how close a function is to having

a useful property (submodularity) and may be of use with other applications and analyses

outside of the greedy algorithm (see Sections 3.2.3, 3.3, 3.4, and 3.6). On the other hand,

the local metrics �̂CL,K [f ] and bIC ,K [f ] provide the necessary information to derive bounds

for the greedy algorithm (see Sections 3.5 and 3.6), yet they may be less applicable in other

uses because of their local nature.

3.2.3 Preserving Approximate Submodularity

We prove some properties of our proposed approximate submodularity metrics (Theorem 3.1),

as well as operations from which bounds or exact values of approximate submodularity met-

rics can be inferred immediately (Proposition 3.1). The former compares properties of our

approximate submodularity metrics to true metrics. The latter concept can be thought of

as “approximate submodularity preservation”. Some of these results have analogs for sub-

modular functions (for reference, see Nemhauser and Wolsey (1988), Narayanan (1997), and

Bach (2013)), but others are specific to approximate submodularity. We let F (resp., F+)

be the set functions (resp., that are nonnegative and increasing) over ground set ⌦.
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Theorem 3.1. Consider a nonnegative, increasing set function f : 2⌦ ! R and a metric of

approximate submodularity ⇣ : F+ ! R where ⇣ is defined by any of the following:

(I) ⇣[f ] = E [f ],

(II) ⇣[f ] = D[f ],

(III) ⇣[f ] = d`,k[f ], for some ` 2 {0, . . . , |⌦|� 1}, k 2 {0, . . . , |⌦|}, or

(IV) ⇣[f ] = �L,K [f ], for some L 2 {0, ..., |⌦|� 1}, K 2 {1, ..., |⌦|}.

Then we have:

(i) The function ⇣ is sublinear. That is, ⇣ is subadditive (i.e., ⇣[f1] + ⇣[f2] � ⇣[f1 + f2])

and positively homogeneous with degree 1 (i.e., ↵⇣[f ] = ⇣[↵f ], for ↵ 2 R+).

(ii) For cases (I), (II), and (III), if f is not submodular, then for any ✏ 2 [0, ⇣[f ]), there

does not exist a nonnegative, increasing, submodular function g : 2⌦ ! R such that

||g � f ||1 < ✏

4 .

Proof. For Claim (i), we prove cases (III) and (IV), and for Claim (ii), we prove case (III),

as the others are similar. Let fj : 2⌦ ! R+ be increasing set functions for j 2 {1, 2}.

Consider ⇣(·) = d`,k(·), ` 2 {0, . . . , |⌦|� 1}, k 2 {0, . . . , |⌦|}. Observe that

⇣[f1 + f2] = max
A,B✓⌦,s2⌦
|A|=`,|B|=k

2X

j=1

fj(A [ B [ {s})� fj(A [ B)� fj(A [ {s}) + fj(A)



2X

j=1

max
A,B✓⌦,s2⌦
|A|=`,|B|=k

fj(A [ B [ {s})� fj(A [ B)� fj(A [ {s}) + fj(A)

= ⇣[f1] + ⇣[f2],

which proves subadditivity.
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Let (A⇤,B⇤, s⇤) 2 arg max
A,B✓⌦,s2⌦
|A|=`,|B|=k

f(A [ B [ {s})� f(A [ B)� f(A [ {s}) + f(A). Then,

for any ↵ 2 R+, we have (A⇤,B⇤, s⇤) 2 arg max
A,B✓⌦,s2⌦
|A|=`,|B|=k

↵f(A[B [ {s})�↵f(A[B)�↵f(A[

{s}) + ↵f(A), which implies ⇣(↵f) = d`,k(↵f) = ↵⇣[f ], which proves positive homogeneity.

Now suppose ⇣[f ] > ✏, for some ✏ � 0. Let g : 2⌦ ! R be any nonnegative, increasing set

function such that ||g � f ||1 < ✏/4. Consider (A⇤,B⇤, s⇤) 2 arg max
A,B✓⌦,s2⌦
|A|=`,|B|=k

f(A [ B [ {s}) �

f(A [ B)� f(A [ {s}) + f(A), we have

⇣(g) � g(A⇤
[ B

⇤
[ {s⇤})� g(A⇤

[ B
⇤)� g(A⇤

[ {s⇤}) + g(A⇤)

� f(A⇤
[ B

⇤
[ {s⇤})� f(A⇤

[ B
⇤)� f(A⇤

[ {s⇤}) + f(A⇤)� ✏

= ⇣[f ]� ✏

> 0,

which implies g is not submodular.

We now prove claim (i) for case (IV). Let L 2 {0, . . . , |⌦|�1}, K 2 {1, . . . , |⌦|}. Observe

that by case (III), for any ` 2 {0, . . . , L}, �`,K is subadditive (the sum of subadditive functions

is subadditive). We have

⇣[f1 + f2] = max
`2{0,...,L}

�`,K [f1 + f2]

 max
`2{0,...,L}

�`,K [f1] + �`,K [f2]

 max
`2{0,...,L}

�`,K [f1] + max
`2{0,...,L}

�`,K [f2]

= ⇣[f1] + ⇣[f2].

In addition, ↵⇣[f ] = ↵ max
`2{0,...,L}

�(`, K)[f ] = max
`2{0,...,L}

�`,K [↵f ] = ⇣[↵f ].

The contrapositive of Claim (ii) of Theorem 3.1 can be read as a necessary condition,

which can, in some cases, remove the need for testing whether any function near f is sub-
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modular (e.g, Seshadri and Vondrák (2014)). Although our notions of approximate submod-

ularity are not “metrics” in the analytical sense, Theorem 3.1 proves that they are sublinear.

Sublinear functions are well studied in the literature and are the “next simplest convex

functions” after a�ne functions (Hiriart-Urruty and Lemaréchal 2001). By definition, all

metrics are sublinear. Subadditivity and positive homogeneity independently have multiple

implications. They can be used to verify that a function f1+ f2 (or ↵f , for ↵ 2 R+) satisfies

conditions in hypotheses of results in Sections 3.3-3.5. We remark that subadditivity (and

hence, sublinearity) is not a trivial property of approximate submodularity metrics in the

literature; Example 3.2 shows the submodularity ratio is not subadditive.

Example 3.2. Consider ⌦ = {1, 2, 3, 4, 5, 6} and the following nonnegative, monotone set

functions f, g : 2⌦ ! R defined by

f(S) =

8
>><

>>:

|S|
2, if {2, 3} ✓ S or S \ {4, 5, 6} 6= ;

0, otherwise.

g(S) =

8
>><

>>:

|S|
2, if S = {4, 5, 6} or S \ {1, 2, 3} 6= ;

0, otherwise.

Consider T = {1, 4}, K = 2. By choosing A = {1},B = {2, 3}, we have �̂T ,K [f ]
�
f({1, 2, 3})�

f({1})
�
= 9�̂T ,K [f ]  f({1, 2}) � f({1}) + f({1, 3}) � f({1}) = 0, implying �̂T ,K [f ] = 0.

By choosing A = {4},B = {5, 6}, we have �̂T ,K [g]
�
g({4, 5, 6}) � g({4})

�
= 9�̂T ,K [g] 

g({4, 5})� g({4}) + g({4, 6})� g({4}) = 0, implying �̂T ,K [g] = 0.

To show that �̂T ,K [f+g] > 0, we first note that if |B|  1, then (f+g)(A[B)�(f+g)(A) =
P
s2B

(f + g)(A[ {s})� (f + g)(A), thus, these constraints cannot force �̂T ,K [f + g] equal to 0.

Nonnegativity and monotonicity of f and g imply that it is su�cient to show that
P
s2B

(f+

g)(A [ {s})� (f + g)(A) > 0, for all A ✓ T ,B ✓ ⌦,A \ B = ;, |B| = 2.

(A = ;): We have f(A) = g(A) = 0. Note that either B\ {1, 2, 3} 6= ; or B\ {4, 5, 6} 6=
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;. Hence, for some s 2 B, either f(A [ {s}) = 1 or g(A [ {s}) = 1, which implies
P
s2B

(f + g)(A [ {s})� (f + g)(A) � 1.

(A = {1}): Observe that f(A) = 0, g(A) = 1. In addition, either B = {2, 3} 6= ; or

B \ {4, 5, 6} 6= ;. Thus, for some s 2 B, either f(A [ {s}) = 4 or g(A [ {s}) = 4, which

implies
P
s2B

(f + g)(A [ {s})� (f + g)(A) � 2.

(A = {4}): Observe that g(A) = 0, f(A) = 1. In addition, either B \ {1, 2, 3} 6= ; or

B \ {4, 5, 6} 6= ;. Thus, for some s 2 B, either f(A [ {s}) = 4 or g(A [ {s}) = 4, which

implies
P
s2B

(f + g)(A [ {s})� (f + g)(A) � 2.

(A = {1, 4}): We have f(A) = 4 = g(A). For all B satisfying the requirements, and for

any s 2 B, f(A [ {s}) = 9 because 4 2 A [ {s} and g(A [ {s}) = 9 because 1 2 A [ {s}.

Thus,
P
s2B

(f + g)(A [ {s})� (f + g)(A) = 10.

Thus, we can determine that �̂T ,K [f + g] > 0 = �̂T ,K [f ]+ �̂T ,K [g], thus the submodularity

ratio is not subadditive. ⇤

We can also relate our metrics to functions, such as asymmetric seminorms, that share

more properties with analytical metrics.

Definition 3.12. (Cobzaş 2013) A function ⇣ : Rn
! R is an asymmetric seminorm if it is

nonnegative, positively homogeneous, and subadditive.

Corollary 3.1. Let E+ : F ! R be defined by E+[f ] := max{0, E [f ]}. Then E+ is an

asymmetric seminorm on F .

Proof. Let f1, f2 2 F . Observe that E+[f1] + E+[f2] � E [f1] + E [f2] � E [f1 + f2], by

Theorem 3.1. If E [f1 + f2] � 0, then E+[f1] + E+[f2] � E [f1 + f2] = E+[f1 + f2]. Otherwise,

E+[f1+f2] = 0. We have E+[f1] � 0, E+[f2] � 0, which imply E+[f1]+E+[f2] � 0 = E+[f1+f2],

thus proving subadditivity.

Suppose f 2 F is such that E [f ] � 0. By Theorem 3.1, for any ↵ � 0,↵E+[f ] = ↵E [f ] =

E [↵f ] = E+[↵f ]. If E [f ] < 0, then E+[f ] = E [f ] = 0. By similar arguments to those of

Theorem 3.1, ↵E+[f ] = 0 = E+[↵f ]; hence E+ satisfies positive homogeneity.
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Clearly, E+ is nonnegative, which concludes the proof.

We provide some examples in which functions induced by an approximately submodular

function inherit approximate submodularity. Denote the complement of S ✓ ⌦ by S
c. Given

a set function f , define f1, f2 : 2⌦ ! R by f1(S) = f(Sc), f2(S) = f(S) + f(Sc) � f(⌦);

thus, f2 is a symmetric, nonnegative function. Given A ✓ ⌦, define fA : 2⌦\A
! R by

fA(S) = f(A[S). Given a factor q of |⌦|, let ⌦(q) = {1, . . . , |⌦|
q
}, S(i) = {(i�1)q+1, . . . , iq},

for all i 2 ⌦(q), and fq : 2⌦(q)
! R be defined by fq(S) = f(

S
i2S

S(i)). Finally, let g : 2⌦ ! R

be a modular function (g and �g are submodular), and define the convolution of f and g as

f ~ g(S) = min
Z✓S

f(Z) + g(S\Z). Note f ~ g(S) = g ~ f(S).

Lemma 3.2. (Narayanan 1997) For any modular set function g0 : 2⌦ ! R and A,B,S, T ✓

⌦ with A [ B = S [ T and A \ B = S \ T , we have g0(A) + g0(B) = g0(S) + g0(T ).

Proposition 3.1. Given f : 2⌦ ! R and the corresponding functions f1, f2, fA, and fq, we

have:

(i) E [f ] = E [f1].

(ii) 2E [f ] � E [f2].

(iii) E [f ] � E [fA]

(iv) E [f ] � E [fq].

(v) E [f ] � E [f ~ g].

Proof. (i): For anyA,B ✓ ⌦, by de Morgan’s laws, (A[B)c = A
c
\B

c and (A\B)c = A
c
[B

c,

from which the result immediately follows.

(ii): Define f̃ : 2⌦ ! R where f̃(S) = f(Sc)� f(⌦). Because f(⌦) is a constant, by (i),

E [f̃ ] = E [f ]. Thus, by Theorem 3.1, E [f2]  E [f ] + E [f̃ ] = 2E [f ].



63

(iii): Let S, T ✓ A
c. Then S [A and T [A are subsets of ⌦. Hence, fA(S) + fA(T ) +

E [f ] = f(A [ S) + f(A [ T ) + E [f ] � f((A [ S) [ (A [ T )) + f((A [ S) \ (A [ T )) =

f(A [ (S [ T )) + f(A [ (S \ T )) = fA(S [ T ) + fA(S \ T ).

(iv): Consider A,B ✓ ⌦(q). We have E [f ] + fq(A) + fq(B) = E [f ] + f(
S
i2A

S(i)) +

f(
S
i2B

S(i))  f(
S

i2A[B
S(i)) + f(

S
i2A\B

S(i)) = fq(A [ B) + fq(A \ B).

(v) Let S, T ,ZS ,ZT ✓ ⌦, where f ~ g(S) = f(ZS) + g(C\ZS), and f ~ g(T ) = f(ZT ) +

g(T \ZT ). It is not hard to show that (S\ZS) [ (T \ZT ) = ((S [ T )\(ZS [ ZT )) [ ((S \

T )\((ZS \ ZT )) and (S\ZS) \ (T \ZT ) = ((S [ T )\(ZS [ ZT )) \ ((S \ T )\(ZS \ ZT ). We

prove this fact for completeness.

Consider s 2 (S\ZS) [ (T \ZT ); without loss of generality, s 2 S\ZS , which implies

s 62 ZS . If s 2 ZT , then s 2 T , thus, s 2 (S \ T )\(ZS \ZT ) ✓ ((S [ T )\(ZS [ZT ))[ ((S \

T )\((ZS \ ZT )). If s 62 ZT , then s 2 (S [ T )\(ZS [ ZT ) ✓ ((S [ T )\(ZS [ ZT )) [ ((S \

T )\((ZS \ZT )). Thus, (S\ZS) [ (T \ZT ) ✓ ((S [ T )\(ZS [ZT )) [ ((S \ T )\((ZS \ZT )).

Now suppose s 2 (S [ T )\(ZS [ ZT ). Then s 2 S or s 2 T , and s 62 ZS [ ZT ,

which imply s 2 (S\ZS) [ (T \ZT ). Suppose s 2 (S \ T )\(ZS \ ZT ). Then s 62 ZS or

s 62 ZT , and s 2 S \ T , which imply s 2 (S\ZS) [ (T \ZT ). Thus, (S\ZS) [ (T \ZT ) =

((S [ T )\(ZS [ ZT )) [ ((S \ T )\((ZS \ ZT )).

Consider s 2 (S\ZS)\(T \ZT ). Then s 2 S\T ✓ S[T , and s 62 ZS[ZT , which imply s 2

((S[T )\(ZS[T ))\((S\T )\(ZS\ZT ). Consider s 2 ((S[T )\(ZS[T ))\((S\T )\(ZS\ZT ).

We have (S \T )\(ZS \ZT ) ✓ S \T and s 2 (S [T )\(ZS [ZT ), which imply s 62 ZS [ZT .

Hence, s 2 (S\ZS) \ (T \ZT ), implying (S\ZS) \ (T \ZT ) = ((S [ T )\(ZS [ T )) \ ((S \

T )\(ZS \ZT ). Thus, we have proved that (S\ZS)[ (T \ZT ) = ((S [T )\(ZS [ZT ))[ ((S \

T )\((ZS \ ZT )) and (S\ZS) \ (T \ZT ) = ((S [ T )\(ZS [ ZT )) \ ((S \ T )\(ZS \ ZT ).

By Lemma 3.2,

g(S\ZS) + g(T \ZT ) = g((S [ T )\(ZS [ ZT )) + g((S \ T )\(ZS \ ZT )).
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By the definition of ZS and ZT ,

f ~ g(S) + f ~ g(T )

= f(ZS) + f(ZT ) + g((S [ T )\(ZS [ ZT )) + g((S \ T )\(ZS \ ZT ))

�� E [f ] + f(ZS [ ZT ) + f(ZS \ ZT ) + g((S [ T )\(ZS [ ZT )) + g((S \ T )\(ZS \ ZT ))

�� E [f ] + min
Z✓S[T

f(Z) + g((S [ T )\Z) + min
Z✓S\T

f(Z) + g((S \ T )\Z)

=� E [f ] + f ~ g(S [ T ) + f ~ g(S \ T ).

Hence, E [f ] � E [f ~ g].

Proposition 3.1 can be used in a fashion similar to Theorem 3.1. In addition, Propo-

sition 3.1.(iv) can provide guarantees on a greedy algorithm that selects among prescribed

subsets of elements. Narayanan (1997) proves the analog of Proposition 3.1.(v) when f is

submodular. We note that we slightly abuse notation in the third and fourth result as the

domains of fA and fq are not 2⌦.

3.3 Extensions of Approximately Submodular Functions

Next, we study extensions of approximately submodular functions that are increasing and

normalized (f(;) = 0). Given a set function f : 2⌦ ! R, an extension of f over [0, 1]|⌦| is

a function F : [0, 1]|⌦|
! R such that F (x(S)) = f(S), for all S ✓ ⌦, where x(S) is the

characteristic vector of S. Our main results in this section are: (1) the Lovász extension is

near the convex closure (Theorem 3.2), and (2) the multilinear extension is approximately up-

concave (Theorem 3.3) when the underlying set function is approximately submodular. We

observe that a main component of multiple key results in this section is the marginal violation

D (Definition 3.6), which is a general and global metric of approximate submodularity. Some

other results on extensions of set functions are presented in Lovász (1983), Murota (1998),

and Iyer and Bilmes (2015), among others.



65

The Lovász (1983) extension of a set function f : 2⌦ ! R is defined by FL : [0, 1]|⌦|
! R

such that FL(x) :=
|⌦|P
k=0

�kf(Ck), where ; = C0 ⇢ C1 ⇢ · · · ⇢ C|⌦| = ⌦ is a chain such that

|⌦|P
k=0

�kx(Ck) = x, with
|⌦|P
k=0

�k = 1, and � � 0. It is well known that by defining a permutation

(⇡1, . . . , ⇡|⌦|) such that x⇡1 � x⇡2 · · · � x⇡|⌦| , C0 = ;, Ck = Ck�1 [ {⇡k}, for k 2 {1, . . . , |⌦|},

the Lovász extension is equivalently defined as FL(x) =
|⌦|P
k=1

x⇡k
(f(x(Ck))� f(x(Ck�1))) (see

Bach (2013)).

The convex closure of f is the unique convex function FC : [0, 1]|⌦|
! R such that

FC(x(S))  f(S) for all S ✓ ⌦ and FC(x) � G(x) for any other convex understimator

G : [0, 1]|⌦|
! R of f . Lovász (1983) shows that f is submodular if and only if FL is

convex; in fact, in this special case, the convex closure and the Lovász extension are equal

(FC = FL). This property is useful in that the convex closure is generally di�cult to

compute in comparison to the Lovász extension. Although the Lovász extension does not

equal the convex closure when f is not submodular, we prove a generalized result when f is

approximately submodular.

Consider the following linear program:

V (x) = min
y

(
X

S✓⌦

f(S)y(S)

�����
X

S3s

y(S) = xs, 8 s 2 ⌦,
X

S✓⌦

y(S) = 1, y � 0

)
. (3.4)

Proposition 3.2. (Bach 2013) For any set function f : 2⌦ ! R such that f(;) = 0, we

have V (x) = FC(x), for all x 2 [0, 1]|⌦|.

The proof of Proposition 3.2 relies on the Fenchel bi-conjugate of f̃ : [0, 1]|⌦|
! R, where

f̃(x) = f(S) if x = x(S), for S ✓ ⌦ and +1 otherwise.

Given a permutation (⇡1, · · · , ⇡|⌦|), define S⇡

0 = ; ⇢ S
⇡

1 = {⇡1} · · · S
⇡

k
= {⇡1, . . . , ⇡k} · · · ⇢

S
⇡

|⌦| = ⌦. Define the set �(f) by

�(f) := {� 2 R|⌦|
| 9 permutation ⇡ such that �⇡i = f(S⇡i)� f(S⇡i�1), 8 i 2 ⌦}.
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Lemma 3.3. (Bach 2013) Given a set function f , its Lovász extension FL is positively

homogeneous of degree 1.

Lemma 3.4. Suppose x = w+↵x(A) 2 [0, 1]|⌦|, where w,↵x(A),2 [0, 1]|⌦|,A ✓ ⌦, ↵ 2 R+,

and xs � xs0 for any s 2 A, s0 2 A
c. If there exists a permutation ⇡ of ⌦ such that

x⇡1 � · · · � x⇡|⌦| and w⇡1 � · · · � w⇡|⌦|, then FL(x) = FL(w) + ↵f(A).

Proof. Let ⇡ be the ranking permutation in the hypothesis, and note that it is also a ranking

permutation of x(A); that is, x(A)⇡1 � · · · � x(A)⇡|⌦| . We have FL(x) =
|⌦|P
k=1

x⇡k
(f(x(S⇡

k
))�

f(x(S⇡

k�1))), and FL(w) =
|⌦|P
k=1

w⇡k
(f(x(S⇡

k
))� f(x(S⇡

k�1))), implying that FL(x)�FL(w) =

|⌦|P
k=1

↵x(A)⇡k
(f(x(S)⇡

k
) � f(x(S)⇡

k�1) = FL(↵x(A)) = ↵FL(x(A)) = ↵f(A), where we have

used the positive homogeneity of the Lovász extension (Lemma 3.3).

Lemma 3.5. Let f : 2⌦ ! R be increasing with f(;) = 0, and let �̃ 2 �(f). For any S ✓ ⌦,

f(S) � �|S|D[f ] +
P
s2S

�̃s.

Proof. Consider a permutation (⇢1, . . . , ⇢|⌦|) such that �̃⇢1 � · · · � �⇢|⌦| and set ✓⇤ =

�|⌦|D[f ]. We prove by induction on |S| that f(S) � �|S|D[f ] +
P
s2S

�̃s, for all S ✓ ⌦.

The base case is easily confirmed as f(;) = 0 =
P
s2;

�̃s. Assume for all S̃ ✓ ⌦ with |S̃|  ↵,

f(S̃) � �|S̃|D[f ] +
P

s2S̃
�̃s, and let |S| = ↵ + 1. Also, set k = max{i | ⇢i 2 S}. Then

S [ S
⇢

k�1 = S
⇢

k
and S \ S

⇢

k�1 = S\{⇢k}. Observe that by the definition of D[f ],

f(S) � f(S [ S
⇢

k�1) + f(S \ S
⇢

k�1)� f(S⇢

k�1)�D[f ]

= f(S⇢

k
)� f(S⇢

k�1)�D[f ] + f(S\{⇢k})

= �̃⇢k + f(S\{⇢k})�D[f ]

�

X

s2S

�̃s � |S|D[f ],

where the last line uses the induction hypothesis.
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Definition 3.13. A function F : [0, 1]|⌦|
! R is ✏-approximately convex, if F (�x+(1��)y) 

✏+ �F (x) + (1� �)F (y), for any � 2 [0, 1].

Theorem 3.2. For any increasing set function f : 2⌦ ! R such that f(;) = 0,

FL(x) = max
�2�(f)

X

s2⌦

�sxs  FC(x) + |⌦|D[f ]

 FL(x) + |⌦|D[f ] = max
�2�(f)

X

s2⌦

�sxs + |⌦|D[f ].

Hence, FL(x) � FC(x) � FL(x) � |⌦|D[f ], and ||FL
� FC

||1  |⌦|D[f ]. Moreover, FL is

|⌦|D[f ]-approximately convex.

In addition, if for some ✏ > 0, FL is ✏-approximately convex, then D[f ]  ✏.

Proof. We first suppose f is not submodular (hence D[f ] > 0).

Given x 2 [0, 1]|⌦| there exists a permutation (⇡1, . . . , ⇡|⌦|) such that x⇡1 � · · · � x⇡|⌦| .

Let x⇡0 = 1. Consider the dual of (3.4):

max
�,✓

✓ +
X

s2⌦

xs�s (3.5a)

subject to ✓ +
X

s2S

xs  f(S), 8 S ✓ ⌦. (3.5b)

Define y⇤ 2 R|2⌦| by

y⇤S =

8
>>>>>><

>>>>>>:

x⇡i � x⇡i+1 , if S = S
⇡

i
, i 2 {0, . . . , |⌦|� 1},

x⇡|⌦| , if S = ⌦,

0, otherwise.

We first show y⇤ is feasible for (3.4). Observe that
P
s2⌦

y⇤(S) =
|⌦|�1P
i=0

(x⇡i �x⇡i+1)+x⇡|⌦| =

x⇡0 = 1. In addition, for any s 2 ⌦, s = ⇡j for some j 2 ⌦; hence,
P
S3s

y⇤(S) =
|⌦|P
i=j

y⇤(S⇡

i
) =
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x⇡j = xs. Moreover, it is easy to observe that y⇤ is nonnegative. Hence, y⇤ is feasible for

(3.4), and FC(x) 
P
S✓⌦

f(S)y⇤(S) = x⇡|⌦|f(⌦) +
|⌦|�1P
i=0

(x⇡i � x⇡i+1)f(S
⇡

i
) = FL(x).

Consider �⇤
2 �(f) such that �⇤

⇡1
� · · · � �⇤

⇡|⌦|
. Then

P
s2⌦

�⇤
s
xs =

|⌦|P
i=1

(f(S⇡

i
)�f(S⇡

i�1))x⇡i =

FL(x). By Lemma 3.5, (�⇤,�|⌦|D[f ]) is feasible for (3.5).

Therefore,

FL(x) = max
�2�(f)

X

s2⌦

�sxs

 FC(x) + |⌦|D[f ]

 FL(x) + |⌦|D[f ]

= |⌦|D[f ] + max
�2�(f)

X

s2⌦

�sxs.

This also implies that FL(x) � FC(x) � FL(x)� |⌦|D[f ] and ||FL
� FC

||1  |⌦|D[f ].

To show that FL is approximately convex, consider x, y 2 [0, 1]|⌦|,� 2 [0, 1], then we

have

FL(�x+ (1� �)y)  FC(�x+ (1� �)y) + |⌦|D[f ]

 �FC(x) + (1� �)FC(y) + |⌦|D[f ]

 �FL(x) + (1� �)FL(y) + |⌦|D[f ].

For the last statement, suppose FL is ✏-approximately convex. For any A,B 2 ⌦, denote

the symmetric di↵erence as A �̇ B = (A\B) [ (B\A). Consider any S, T ✓ ⌦, then we have

1

2
(f(S) + f(T )) + ✏ =

1

2
FL(x(S)) +

1

2
FL(x(T )) + ✏

� FL(
1

2
(x(S) + x(T )))

= FL(
1

2
(x(S \ T ) + x(S \ T ) + x(S �̇ T )))
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= FL(
1

2
(x(S \ T ) + x(S [ T )))

=
1

2
(f(S \ T ) + f(S [ T ))

where the last line uses the fact that the Lovász extension is positively homogeneous Lemma 3.3

and Lemma 3.4.

Now suppose that f is submodular. Then, D[f ] = 0 and FC = FL (e.g., see Lovász

(1983), Bach (2013)). Using similar linear programming duality arguments (with D[f ] re-

placed with 0) proves that FL(x) = max
�2�(f)

P
s2⌦

�sxs.

Theorem 3.2 states that for functions with small violations of submodularity, the Lovász

extension and the convex closure remain close to each other (with respect to the supre-

mum norm). More generally, the approximate submodularity of f implies the approximate

convexity of FL and vice-versa.

Next, we consider the case in which there exists a submodular function g close to f . In

this case, we show that the Lovász extension of g approximates the Lovász extension of f .

Proposition 3.3. Given set functions f, g : 2⌦ ! R, where f(;) = g(;) = 0, and their

respective Lovász extensions FL, GL : [0, 1]|⌦|
! R, ||FL

�GL
||1 = ||f � g||1.

Proof. Let x 2 [0, 1]|⌦| and ⇡ a permutation of (1, . . . , |⌦|) such that x⇡1 � x⇡2 � · · · � x⇡⌦ ,

and set x⇡|⌦|+1
= 0. Then FL(x) =

|⌦|P
i=1

(f(S⇡

i
) � f(S⇡

i�1))x⇡i = �x⇡|⌦|f(⌦) +
|⌦|�1P
i=1

(x⇡i �

x⇡i+1)f(S
⇡i), and similarly for GL. Hence,

|FL(x)�GL(x)| =

������
x⇡|⌦|(f(⌦)� g(⌦)) +

|⌦|�1X

i=1

(x⇡i � x⇡i+1)(f(S
⇡

i
)� g(S⇡

i
))

������

 |x⇡|⌦|(f(⌦)� g(⌦))|+
|⌦|�1X

i=1

��(x⇡i � x⇡i+1)(f(S
⇡

i
)� g(S⇡

i
))
��

= |x⇡|⌦| | · |(f(⌦)� g(⌦))|+
|⌦|�1X

i=1

|(x⇡i � x⇡i+1)| · |(f(S
⇡

i
)� g(S⇡

i
))|
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 |x⇡|⌦| | · ||f � g||1 +
|⌦|�1X

i=1

|(x⇡i � x⇡i+1)| · ||f � g||1

= ||f � g||1

0

@x⇡|⌦| +
|⌦|�1X

i=1

(x⇡i � x⇡i+1)

1

A

 ||f � g||1.

Hence, ||FL
�GL

||1  ||f � g||1. Moreover, for some S ✓ ⌦, ||f � g||1 = |f(S)� g(S)| =

|FL(x(S))�GL(x(S))|, which implies ||FL
�GL

||1 = ||f � g||1.

Thus, the approximating function g (which may be submodular) can lead to approxi-

mation methods in the discrete domain or over the hypercube using convex optimization

methods.

The multilinear extension can also be used to extend a set function to [0, 1]|⌦| (e.g.,

(Chekuri et al. 2014)). Define the multilinear extension of f by FM : [0, 1]|⌦|
! R, where

FM(x) :=
P
S✓⌦

f(S)
Q
i2S

xi

Q
i 62S

(1� xi).

Definition 3.14. A function F : [0, 1]|⌦|
! R is up-concave if, for any u 2 R|⌦|

+ , x 2 [0, 1]|⌦|,

Gx,u : [0, 1]! R defined by Gx,u(t) = F (tu+ x) satisfies

Gx,u(�t1 + (1� �)t2) � �Gx,u(t1) + (1� �)Gx,u(t2), (3.6)

where t1, t2 2 R, t1u+ x, t2u+ x, and x+ �t1u+ (1� �)t2u are in [0, 1]|⌦|. For any ✏ � 0, F

is ✏-up-concave if (3.6) is replaced with

Gx,u(�t1 + (1� �)t2) � �Gx,u(t1) + (1� �)Gx,u(t2)� ✏. (3.7)

We provide an equivalent definition of ✏-up-concave, which we use in our analysis. Let

F : [0, 1]|⌦|
! R and ✏ � 0. Given ✏ � 0, F satisfies the (O) property with respect to ✏ if for
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any x0, y0 2 R|⌦| such that x0
� y0 2 R|⌦|

+ [ R|⌦|
� and � 2 [0, 1],

F (�x0 + (1� �)y0) � �F (x0) + (1� �)F (y0)� ✏. (O)

Lemma 3.6. Let F : [0, 1]|⌦|
! R and ✏ � 0. Then F is ✏-up-concave if and only if F

satisfies the (O) property with respect to ✏.

Proof. Suppose F satisfies the (O) property. Let x 2 [0, 1]|⌦|, u 2 R|⌦|
+ , � 2 [0, 1], and

t1, t2 2 R such that t1u + x, t2u + x, and x + �t1u + (1 � �)t2u are in [0, 1]|⌦|. Let x0 =

x+ t1u, y0 = x+ t2u; thus, x0
� y0 2 R|⌦|

+ [ R|⌦|
� . By the (O) property,

Gx,u(�t1 + (1� �)t2) = F (x+ �t1u+ (1� �)t2u)

= F (�x0 + (1� �)y0)

� �F (x0) + (1� �)F (y0)� ✏

= �F (x+ t1u) + (1� �)F (x+ t2u)� ✏

= �Gx,u(t1) + (1� �)Gx,u(t2)� ✏.

Hence, F is ✏-up-concave.

On the other hand, suppose F is ✏-up-concave. Let x0, y0 2 [0, 1]|⌦| such that x0
� y0 2

R|⌦|
+ [ R|⌦|

� . Without loss of generality, assume x0
� y0 2 R|⌦|

� . Let � 2 [0, 1] and set

t1 = 1, t2 = 0, x = x0, and u = y0 � x0. Observe that x + t1u = y0, x + t2u = x0, and

�(x + t1u) + (1 � �)(x + t2u) = �y0 + (1 � �)x0, all of which are in [0, 1]|⌦|. By the ✏-up-

concavity of F , we have

F ((1� �)x0 + �y0) = Gx,u(�t1 + (1� �)�t2)

� �Gx,u(t1) + (1� �)Gx,u(t2)� ✏

= �F (y0) + (1� �)F (x0)� ✏.
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Thus, F satisfies the (O) property.

When the set function f is submodular, its multilinear extension FM is up-concave

(Chekuri et al. 2014). This has led to its use in submodular maximization in various contexts,

including analysis of continuous greedy approaches and approximability results (Feldman

et al. 2011, Vondrák 2013, Chekuri et al. 2014, Ene and Nguyen 2016).

The following consider the multilinear extension for approximately submodular set func-

tions. This analysis relies on some general results we prove about ✏-up-concavity (Proposi-

tions 3.4 and 3.5).

Lemma 3.7. Suppose H 2 Rn⇥n such that Hi,j  ! 2 R+ and Hii = 0, for all i, j 2

{1, . . . , n}. Then, for all u 2 Rn

+ [ Rn

� with ||u||2 = 1, u>Hu  (n3/2
� 1)!.

Proof. Consider the matrix W 2 Rn⇥n, where Wi,j = ! for all i 6= j and Wii = 0, for all

i 2 {1, . . . , n}, and suppose u 2 Rn

+. Observe that Hi,j �Wi,j  0, for all i, j 2 {1, . . . , n},

which implies W � H is a copositive matrix; thus, u 2 Rn

+ implies that u>(H �W )u  0.

Also,

u>Wu = !
nX

j=1

uj(||u||1 � uj)

 !
nX

j=1

||u||1 � u2
j

 !(n
3
2 � 1)||u||2

= !(n
3
2 � 1).

Thus, u>Hu  (n3/2
�1)!. If u is nonpositive, �u is nonnegative and (�u)>H(�u) = u>Hu,

from which, the result follows.

Proposition 3.4. Let F : [0, 1]n ! R be a di↵erentiable function such that for any x, y 2

[0, 1]n such that x� y 2 Rn

+ [Rn

�, we have F (y)  F (x) +rF (x)>(y � x) + ✏, where ✏ > 0.

Then F is ✏-up-concave.
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Proof. Let z = ↵y + (1� ↵)x, where ↵ 2 (0, 1), x, y 2 [0, 1]n, and x� y 2 Rn

+ [Rn

�; without

loss of generality, assume x�y 2 Rn

�. Then y�z 2 Rn

+ and x�z 2 Rn

�, which along with the

hypothesis imply F (y)  F (z) +rF (z)>(y � z) + ✏ and F (x)  F (z) +rF (z)>(x� z) + ✏.

Thus, ↵F (y) + (1� ↵)F (x)  F (z) +rF (z)>(z � z) + ✏ = F (↵y + (1� ↵)x) + ✏.

Proposition 3.5. Let F : [0, 1]n ! R be a twice-di↵erentiable function with r2F (x)i,i = 0

and r2F (x)i,j  ! 2 R+. Then, F is (n2 (n
3/2
� 1)!)-up-concave.

Proof. Consider x, y 2 [0, 1]n such that y � x 2 Rn

+ [ Rn

�. We will first show that F (y) 

F (x) +rF (x)>(y � x) + n

2 (n
3/2
� 1)!. If x = y, then F (y) = F (x) +rF (x)>(y � x). So

assume x 6= y. Thus, from Taylor’s expansion (see Hubbard and Hubbard (2009)), after

dividing by ||y � x||22, we have,

1

||y � x||22
F (y) =

1

||y � x||22
F (x) +rF (x)>

✓
y � x

||y � x||22

◆
+

1

2

✓
y � x

||y � x||2

◆>

r
2F (z)

✓
y � x

||y � x||2

◆
,

for some z = ↵y + (1� ↵)x,↵ 2 [0, 1]. Thus,

1

||y � x||22
F (y) 

1

||y � x||22
F (x) +rF (x)>

✓
y � x

||y � x||22

◆
+

1

2
(n3/2

� 1)!,

from the hypothesis and Lemma 3.7. Equivalently,

F (y)  F (x) +rF (x)>(y � x) +
||y � x||22

2
(n3/2

� 1)!

 F (x) +rF (x)>(y � x) +
n

2
(n3/2

� 1)!.

Applying Proposition 3.4 proves the claim.

We note that in the proof of Proposition 3.5, we apply Taylor’s theorem over the closed

set [0, 1]|⌦|, but it is a simple exercise to extend the domain of FM to an open set containing
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the hypercube.

Theorem 3.3. The multilinear extension FM of f is (|⌦|(|⌦|3/2�1)2|⌦|�4D[f ])-up-concave.

Proof. From the definition of FM , we have

@FM

@xk

(x) =
X

S✓⌦:k2Sc

(f(S [ {k})� f(S))
Y

i2S

xi

Y

i2Sc\{k}

(1� xi).

For ` 6= k,

@2FM

@x`@xk

(x) =

X

S✓⌦:k,`2Sc

(f(S [ {k, `})� f(S [ {k})� f(S [ {`}) + f(S))
Y

i2S

xi

Y

i2Sc\{k,`}

(1� xi).

For each S ✓ ⌦\{k, `}, let D(S) = S
c
\{k, `}, and notice that D(D(S)) = S and D(S) ✓

⌦\{k, `}. Thus, after applying the bound (f(S [{k, `})�f(S [{k})�f(S [{`})+f(S)) 

D[f ], we can double count the terms in the second partials as

2
@2FM

@x`@xk

(x)  D[f ]
X

S✓⌦:k,`2Sc

Y

i2S

xi

Y

i2D(S)

(1� xi) +
Y

i2D(S)

xi

Y

i2S

(1� xi).

If ⌦\{k, `} = ;, then the sum is equal to 0, so suppose |⌦\{k, `}| > 1. Consider S ✓ ⌦\{k, `}

such that S 6= ;; thus, there exists j 2 S. Observe that

Y

i2S

xi

Y

i2D(S)

(1� xi) +
Y

i2D(S)

xi

Y

i2S

(1� xi)  xj + (1� xj) = 1.

On the other hand, if S = ;, then D(S) = ⌦\{k, `}; thus, there exists j 2 D(S) and

Y

i2S

xi

Y

i2D(S)

(1� xi) +
Y

i2D(S)

xi

Y

i2S

(1� xi)  xj + (1� xj) = 1.
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Hence,

@2FM

@x`@xk

(x) 
D[f ]

2

X

S✓⌦\{k,l}

Y

i2S

xi

Y

i2D(S)

(1� xi) +
Y

i2D(S)

xi

Y

i2S

(1� xi)


D[f ]

2
(2|⌦|�2)

= 2|⌦|�3D[f ].

Also, it is easy to observe that @
2
F

M

@x
2
k
(x) = 0. Applying Proposition 3.5 proves the claim.

3.4 Valid Inequalities for Polyhedra Associated With Approxi-

mately Submodular Functions

We use approximate submodularity metrics from Section 3.2.2 to derive valid inequalities for

some mixed-integer sets. Our analysis is similar to submodular analysis analogs (Atamtürk

and Narayanan (2008), Atamtürk and Narayanan (2009), and Atamtürk and Narayanan

(2020)) with additional details to generalize to approximate submodularity.

3.4.1 Epigraph Inequalities

We study the epigraphs of set functions. These mixed-integer sets can be useful when mini-

mizing a submodular function (Atamtürk and Gómez 2020). We consider the case when the

function is approximately submodular. Let � : R! R+ be increasing, and for any ⌧ 2 R+,

let F⌧ : [0, 1]|⌦|
! R+ be defined by F⌧ (x) = �(⌧ +

P
i2⌦

cixi), where c 2 R|⌦|
+ . Thus, F⌧ is in-

creasing. Consider the mixed-integer feasible region HB =
�
(x, z) 2 B|⌦|

⇥ R+ | F�(x)  z
 
,

where � � 0, and c 2 R|⌦|
+ . Define the set function f⌧ : 2⌦ ! R by f⌧ (S) = F⌧ (x(S)). Notice

that f⌧ is increasing and f⌧ (;) = 0 if and only if �(⌧) = 0. Therefore, define g⌧ : 2⌦ ! R

by g⌧ (S) = f⌧ (S)� �(⌧), which is normalized, g⌧ (;) = 0, and is increasing; hence, it is also

nonnegative. Note that D[f⌧ ] = D[g⌧ ]. We denote the Lovász extension of g⌧ by GL

⌧
.
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For any � 2 �(g⌧ )—i.e., �⇡k
= f⌧ (S⇡

k
) � f⌧ (S⇡

k�1) = �(⌧ +
kP

i=1
c⇡k

) � �(⌧ +
kP

i=1
c⇡k�1

) for

some permutation ⇡ of (1, . . . , |⌦|)—consider the inequality

X

s2⌦

�sxs  z � �(⌧). (3.8)

When �(·) is the square root function, then f⌧ is a submodular set function, and Atamtürk

and Narayanan (2008) show that inequality (3.8) is valid for the convex hull conv(HB) for

⌧ = �. In fact, along with the variable bounds, such inequalities describe conv(HB). In

the more general case, where � is such that f⌧ is approximately submodular, we show that

similar inequalities are still valid for conv(HB).

Lemma 3.8. For any � 2 �(g⌧ ),S ✓ ⌦, we have

�|⌦|D[f⌧ ] +
X

s2⌦

�s(x(S))s  f⌧ (S)� �(⌧).

Proof. Recall that g⌧ (;) = 0 andD[f⌧ ] = D[g⌧ ]. By Theorem 3.2, �|⌦|D[f⌧ ]+
P
s2⌦

�s(x(S))s 

GL

⌧
(x(S)) = g⌧ (S) = f⌧ (S)� �(⌧).

Proposition 3.6. For any � 2 �(g�), the following inequality is valid for conv(HB):

�|⌦|D[f�] +
X

s2⌦

�sxs  z � �(�). (3.9)

Proof. Consider (x, z) 2 HB, which implies x = x(S), for some S ✓ ⌦. From Lemma 3.8,

�|⌦|D[f�] +
P
s2⌦

�s(x(S))s  f�(S) � �(�) = g�(S). Because (x, z) 2 HB, F�(x) = f�(S) =

g�(S) + �(�)  z, which implies �|⌦|D[f�] +
P
s2⌦

�sxs  z � �(�).

Proposition 3.6 illustrates what is lost between submodularity and approximate submod-

ularity in deriving valid inequalities in this setting. When f� and g� are approximately

submodular, D[f⌧ ] > 0 may lead to looser valid inequalities.
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Next, we consider the epigraph of a general, increasing, nonnegative, approximately

submodular function f , Hf := conv({(x, z) 2 R|⌦|
⇥ R | f(x(S))  z}). Consider the

associated polyhedron Pf := {� 2 R|⌦|
|
P
s2⌦

�s  f(S), 8 S ✓ ⌦}. We refer to the variable

bounds as trivial inequalities of Hf .

Proposition 3.7. (Atamtürk and Narayanan 2020)

1. Any nontrivial facet-defining inequality
P
s2⌦

�sxs  ↵z + �0 for Hf satisfies �0 � 0 and

↵ = 1 (up to scaling).

2. The inequality
P
s2⌦

�sxs  z is valid for Hf if and only if � 2 Pf .

3. The inequality
P
s2⌦

�sxs  z is facet-defining for Hf if and only if � is an extreme point

of Pf .

Atamtürk and Narayanan (2020) prove that nontrivial facets of Hf are homogeneous.

We generalize their result for approximately submodular functions.

Proposition 3.8. Let f : 2⌦ ! R be increasing with f(;) = 0. Suppose � 2 R|⌦| and

X

s2⌦

�sxs  z + |⌦|D[f ] + �0 (3.10)

defines a nontrivial facet of Hf . Let f̄ : 2⌦ ! R be defined by f̄(;) = 0, f̄(S) = f(S) +

|⌦|D[f ] + �0, for all nonempty S ✓ ⌦, and suppose � 2 �(f̄). Then, �0  0.

Proof. Suppose �0 > 0. Because (3.10) is a valid inequality for Hf , for any non-empty

S ✓ ⌦,
P
s2S

�s =
P
s2⌦

�sx(S)s  f(S) + �0 + |⌦|D[f ] = f̄(S), and
P
s2;

�s = 0 = f̄(;). Thus,

� 2 Pf̄ , and by Proposition 3.7,

X

s2⌦

�sxs  z (3.11)

is valid for Hf̄ .
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We show that (3.11) is facet-defining for Hf̄ . One can verify that {(x({s}), f({s}))}s2⌦

[{(x(;), 1), (x(;), 0)} are |⌦| + 2 a�nely independent solutions, so the dimension of Hf is

|⌦| + 1. By the hypothesis,
P
s2⌦

�sxs  z + |⌦|D[f ] + �0 is facet-defining for Hf . Thus,

there exist |⌦|+ 1 a�nely independent solutions {(xk, zk)}|⌦|+1
k=1 such that (xk, zk) 2 Hf and

P
s2⌦

�sxk

s
= zk + |⌦|D[f ] + �0. By Carathéodory’s theorem, each of the a�nely independent

solutions (xk, zk) can be represented by a convex combination of |⌦| + 2 (integral) extreme

points of Hf : (xk, zk) =
|⌦|+2P
`=1

�k,`(xk,`, zk,`), where
|⌦|+2P
`=1

�k,` = 1, �k
2 R|⌦|+2

+ , and (xk,`, zk,`)

is an integral extreme point of Hf , for all ` 2 {1, . . . , |⌦|+ 2}. Consider (xk,`, zk,`) for some

k 2 {1, . . . , |⌦|+1} and ` 2 {1, . . . , |⌦|+2}. Suppose that xk,` = 0; because (xk,`, zk,`) 2 Hf ,

0  zk,`. Thus, f̄(xk,`) = 0  zk,` < zk,` + |⌦|D[f ] + �0. If instead xk,`
6= 0, then xk,` = x(S)

for some nonempty S ✓ ⌦. Notice that by (xk,`, zk,`) 2 Hf , f(xk,`)  zk,`, so f̄(xk,`) 

zk,`+ |⌦|D[f ]+�0. Hence, (xk,`, zk,`+ |⌦|D[f ]+�0) 2 Hf̄ ; moreover, (xk, zk+ |⌦|D[f ]+�0) =
|⌦|+2P
`=1

�k,`(xk,`, zk,` + |⌦|D[f ] + �0) 2 Hf̄ .

Suppose that the points (xk, zk + |⌦|D[f ] + �0)
|⌦|+1
k=1 are not a�nely independent. Then

there exists � 2 R|⌦|+1
\{0} such that

|⌦|+1P
k=1

�k = 0 and
|⌦|+1P
k=1

�k(xk, zk + |⌦|D[f ] + �0) = (0, 0).

Let j 2 {1, . . . , |⌦| + 1} be such that �j 6= 0; without loss of generality, let �j = 1. Thus,
P
k 6=j

�k(xk, zk + |⌦|D[f ] + �0) = �(xj, zj + |⌦|D[f ] + �0). Because �j = 1,
P
k 6=j

�k = �1; thus,

�(xj, zj + |⌦|D[f ] + �0) =
X

k 6=j

�k(x
k, zk + |⌦|D[f ] + �0)

= �(0, |⌦|D[f ] + �0) +
X

k 6=j

�k(x
k, zk)

() �(xj, zj) =
X

k 6=j

�k(x
k, zk),

which contradicts the a�ne independence of (xk, zk)|⌦|+1
k=1 , so (xk, zk + |⌦|D[f ] + �0)

|⌦|+1
k=1 are

a�nely independent. Also,
P
s2⌦

�sxk

s
= zk + |⌦|D[f ] + �0, for each k 2 {1, . . . , |⌦|+1}, which

implies (3.11) is facet-defining for Hf̄ .
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By Proposition 3.7, � is an extreme point of Pf̄ , and by the hypothesis, there exists

a permutation (⇢1, . . . , ⇢|⌦|) such that �⇢s = f̄(S⇢

s
) � f̄(S⇢

s�1), for all s 2 ⌦. Define �̂

by �̂⇢1 = �⇢1 � �0, �̂⇢s = �⇢s , otherwise. Thus, �̂⇢s = f(S⇢

s
) � f(S⇢

s�1) and �̂ 2 �(f).

Because �0 > 0, f̄ is increasing, so that by Lemma 3.5,
P
s2S

�̂s  f(S) + |S|D[f ]. Hence, if

�0
s
= �̂s�D[f ], then �0

2 Pf . By Proposition 3.7, we have
P
s2⌦

�0
s
xs  z is valid for Hf , which

implies (�⇢1 � �0)x⇢1 +
P

s2⌦\{⇢1}
�̂sxs  z + |⌦|D[f ] is also valid for Hf . Because �0 > 0, we

also have the valid inequality �0x⇢1  �0.

Combining these last two inequalities implies

X

s2⌦

�sxs  z + |⌦|D[f ] + �0,

thus the facet-defining inequality (3.10) is dominated, a contradiction.

Hence, the proof of Proposition 3.8 proceeds similarly to that of the submodular case in

Atamtürk and Narayanan (2020), with some additional steps to account for the approximate

submodularity generalization. This includes bounding max
�2�[f ]

P
s2S

�s, for which we use the

marginal violation D. Given the conditions in the hypothesis of Proposition 3.8, the constant

term |⌦|D[f ] + �0 is bounded below by 0 and above by |⌦|D[f ]; when f is submodular, the

condition � 2 �(f̄) is implied, D[f̄ ] = 0, and the nontrivial facets are homogeneous. We

also remark that Atamtürk and Narayanan (2020) provide valid inequalties for general set

functions, but these rely on a submodular-supermodular decomposition of f .

3.4.2 Knapsack Inequalities

Consider the polytope X = conv{x 2 Bn
| f(S(x))  b}, where S(x) is the subset of

⌦ characterized by the binary vector x and f is a set function. When f is submodular,

nonnegative, and increasing, X is known as the submodular knapsack polytope (Atamtürk

and Narayanan 2009). A special case of the submodular knapsack polytope is the well-known
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linear knapsack set, and optimizing over it is NP-hard (Karp 1972). We consider the case

where f is approximately submodular, nonnegative (with f(;) = 0) and increasing. Thus,

we call the set X an approximately submodular knapsack set. Our focus is on deriving valid

inequalities for this set. Some facets for 0-1 polytopes noted by Atamtürk and Narayanan

(2009) apply in our setting, we list them in Proposition 3.9; in addition, Proposition 3.10

proves that X is full-dimensional.

Proposition 3.9. (Hammer et al. 1975, Atamtürk and Narayanan 2009)

1. The inequality x({s}) � 0 is facet-defining for conv(X), for all s 2 ⌦.

2. The inequality x({s})  1 is facet-defining for conv(X) if and only if f({s, t})  b for

all t 2 ⌦\s.

Proposition 3.10. If f({s})  b, for all s 2 ⌦, then X is full-dimensional.

Proof. By the hypothesis, and recalling that f(;) = 0, the zero vector and x({s}) are

feasible for each s 2 ⌦. Hence there are |⌦| + 1 a�nely independent points in X, implying

the dimension of X is |⌦|.

Definition 3.15.

1. The subset S ✓ ⌦ is a cover for X if f(S) > b and is minimal if f(S\{s})  b for all

s 2 S.

2. Let ⇡ = (⇡1, . . . , ⇡|⌦\S|) be a permutation of ⌦\S. Let U⇡(S) = {⇡j 2 ⌦\S | f(S [

{⇡1, . . . , ⇡j) � f(S [ {⇡1, . . . , ⇡j�1}) � f({s}), 8 s 2 S}. The set-extension of S ✓ ⌦

with respect to ⇡ is denoted by E⇡(S) = S [ U⇡(S).

Proposition 3.11 generalizes the result Atamtürk and Narayanan (2009, Proposition 5)

for submodular knapsack problems into the approximately submodular context.
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Proposition 3.11. If S ✓ ⌦ is a cover for X, the extended cover inequality
P

s2E⇡(S)
xs 

|S| � 1 is valid for X if f(S) > |⌦|D[f ] + b. In addition, the inequality defines a facet of

{x 2 X | xs = 0, 8 s 62 E⇡(S)} if S is also a minimal cover and for each s 2 U⇡(S), there

exist ts, us 2 S such that ts 6= us, and f(S [ {s}\{ts, us})  b.

Proof. We show that if x 2 [0, 1]|⌦| with
P

s2E⇡(S)
xs > |S|� 1, then xs 62 X. Because X is the

convex hull of characteristic vectors, it su�ces to consider such characteristic vectors. That

is x(S̃), where S̃ ✓ ⌦ and there exists T ✓ S̃ such that T ✓ E⇡(S) with |T | � |S|. In this

case,
P

s2E⇡(S)
x(S̃)s �

P
s2T

x(S̃)s � |S|. Let K = S\T , and L = U⇡(S) \ T = {`1, . . . , `|L|},

with indexing consistent with ⇡.

Observe that S\K = S \ T and (S [ L)\K = (S [ (U⇡(S) \ T ))\(S\T ) = (S \ T ) [

(U⇡(S) \ T ) = T . Hence,

f(T ) = f(S\K) +
X

`i2L

f((S [ {`1, . . . , `i})\K)� f((S [ {`1, . . . , `i�1})\K).

Given `i 2 L, let ⇡j = `i. Then (S [ {`1, . . . , `i�1})\K ✓ S [ {⇡1, . . . , ⇡j�1}; it follows

from the definition of D[f ] that

f((S [ {`1, . . . , `i})\K)� f((S [ {`1, . . . , `i�1})\K)

� f(S [ {⇡1, . . . , ⇡j})� f(S [ {⇡1, . . . , ⇡j�1})�D[f ].

Therefore,

f(T ) � f(S\K)� |L|D[f ] +
X

⇡j2L

f(S [ {⇡1, . . . , ⇡j})� f(S [ {⇡1, . . . , ⇡j�1}).

By the definition of U⇡(S), for all s 2 S,

f(S [ {⇡1, . . . , ⇡j})� f(S [ {⇡1, . . . , ⇡j�1}) � f({s}).
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Because T = (S [ L)\K and |T | � |S|, |S \ T | + |K| = |S|  |T | = |S \ T | + |L \ T |

= |S \ T |+ |L|; thus, |K|  |L. This implies that

f(S\K)� |L|D[f ] +
X

⇡j2L

f(S [ {⇡1, . . . , ⇡j})� f(S [ {⇡1, . . . , ⇡j�1})

� f(S\K)� |L|D[f ] +
X

s2K

f({s}).

By the definition of D[f ],

f(T ) � f(S\K)� (|L|+ |K|)D[f ] +
X

s2K

f((S\K) [ {s})� f(S\K).

By the monotonicity of f , f(S) � f(S\K [ {s}) � f(S\K), for all s 2 K. Also, |L|  |T |

and |K|  |⌦|� |T |. Thus,

f(T ) � f(S)� |⌦|D[f ]

> b,

which follows from the hypothesis. It follows that f(x(S̃)) > b.

To prove the facet claim, observe that each of the points x(S\{s}), for all s 2 S and

x(S [ {s}\{ts, us}), for all s 2 U⇡(S), are |E⇡(S)| a�nely independent points in {x 2

X | xs = 0, 8 s 62 E⇡(S)}, and the valid inequality holds with equality for these points.

Thus, the valid inequality defines a facet of {x 2 X | xs = 0, 8 s 62 E⇡(S)}.

We observe from Proposition 3.11 that in adapting the result for approximate submodu-

larity, we need to add a condition for the extended cover inequality to be valid. We remark

that the proof follows similar steps as those in Atamtürk and Narayanan (2009), except that

it must account for violated submodularity inequalities.
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3.5 Approximate Submodularity and the Greedy Algorithm

We present performance guarantees for the greedy algorithm on set function maximization

subject to a cardinality constraint. Our performance guarantees are derived using the pro-

posed metrics in Section 3.2.2. Let ⌦ be a finite set and let f : 2⌦ ! R+ be an increasing

function. Let bSK 2 argmax
S✓⌦

{f(S) subject to |S|  K} where K denotes the maximum car-

dinality, and let SL be the set selected by the greedy algorithm at iteration L. We first review

performance bounds in the literature (from metrics in Section 3.2.1). Then, we present new

bounds based on our novel metrics, and we show that under mild conditions, one of our

bounds strengthens a bound in the literature.

3.5.1 Existing Submodularity Metrics and Bounds

The literature on approximate submodular functions has grown quickly over the last few

years; we review some existing studies and refer to the works cited in Section 3.2.1 for

additional references. We review a selection of existing greedy algorithm bounds. Zhou and

Spanos (2016) use the submodularity index (Definition 3.2) to derive a bound.

Proposition 3.12. (Zhou and Spanos 2016) Let K be the maximum cardinality parameter

and the number of iterations run by the greedy algorithm. Suppose f is a nonnegative,

increasing set function, and I
SK ,K [f ] 2

⇣
0, f( bSK)

i
. Then

f(SK) �

✓
1�

1

e
�

I(SK , K)

f(SK)

◆
f( bSK).

The authors’ original result requires the size of the set as a result of the greedy algorithm

to be equal to the maximum cardinality parameter, and they acknowledge that computing

the submodularity index exactly is hard; although they provide bounds for the submodularity

index specific to their application, no general bounds on the submodularity index are given.

Note that Zhou and Spanos (2016) consider submodular function maximization (IS,L[f ]  0
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for all S ✓ ⌦, L 2 {0, ..., |⌦|}), but we primarily focus on non-submodular optimization in

this study.

Das and Kempe (2011)’s submodularity ratio (Definition 3.3) also yields a greedy algo-

rithm bound.

Proposition 3.13. (Das and Kempe 2011) Let K 2 {1, ..., |⌦| � 1} be the maximum car-

dinality parameter and L be the number of iterations run by the greedy algorithm. If f is a

nonnegative, increasing set function, then

f(SL) � (1� e��̂
SL,K [f ])f( bSK).

Horel and Singer (2016) also consider a multiplicative bound that is global; it incorporates

deviations from submodularity over the entire domain of the function by using ✏-approximate

submodularity. In Section 3.2.2, we generalized this notion of approximate submodularity to

apply to a subset of the domain (Definition 3.10). In Proposition 3.14, we extend Horel and

Singer (2016)’s bound to apply to cases when L 6= K and also incorporate local approximate

submodularity.

Proposition 3.14. (Horel and Singer 2016) Let K be the maximum cardinality parameter

and L be the number of iterations run by the greedy algorithm. Consider ✏ 2 (0, 1). If f is

a nonnegative, increasing, (SL [
bSK , ✏)-approximately submodular set function, then

f(SL) �
(1� ✏)2f( bSK)

4K✏+ (1� ✏)2

 
1�

✓
(K � 1)(1� ✏)2

K(1 + ✏)2

◆L
!
.

Proof. Fix L and K. Consider ` 2 {1, ..., L � 1}, and let F : 2⌦ ! R be a function that is

submodular over ⌦SL[ bSK
and (1� ✏)F (S)  f(S)  (1+ ✏)F (S), for all S 2 ⌦SL[ bSK

. By the

local submodularity of F , the greedy algorithm, and the approximate local submodularity
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of f , we have

F ( bSK)  F (S`) +
X

s2 bSK

[F (S` [ {s})� F (S`)]

 F (S`) +
X

s2 bSK


1

1� ✏
f(S` [ {s})� F (S`)

�

 F (S`) +
X

s2 bSK


1

1� ✏
f(S`+1)� F (S`)

�

 F (S`) +
X

s2 bSK


1 + ✏

1� ✏
F (S`+1)� F (S`)

�

 F (S`) +K


1 + ✏

1� ✏
F (S`+1)� F (S`)

�
.

Rearranging the above inequality yields

K
1 + ✏

1� ✏
F (S`+1) � (K � 1)F (S`) + F ( bSK)

)
K(1 + ✏)

(1� ✏)2
f(S`+1) � (K � 1)F (S`) + F ( bSK),

which is equivalent to

f(S`+1) �
�K1(1� ✏)2F (S`)

(1 + ✏)
+

(1� ✏)2F ( bSK)

K(1 + ✏)

� �K1
(1� ✏)2

(1 + ✏)2
f(S`) +

1

K

(1� ✏)2

(1 + ✏)2
f( bSK).

The last inequality comes from local approximate submodularity. As stated in Horel and

Singer (2016), this is an inductive inequality a`+1 � ↵a` + �, a0 = 0, from which it follows

that a` �
�

1�↵
(1� ↵`). Hence, we have

f(S`) �
(1� ✏)2f( bSK)

4K✏+ (1� ✏)2

 
1�

✓
�K1(1� ✏)2

(1 + ✏)2

◆`
!
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and this implies

f(SL) �
(1� ✏)2f( bSK)

4K✏+ (1� ✏)2

 
1�

✓
�K1(1� ✏)2

(1 + ✏)2

◆L
!
,

which concludes the proof.

After accounting for the generalized approximate submodularity definition, the proof of

Proposition 3.14 is similar to that of Horel and Singer (2016), who also prove that in the

global case (✏-approximately submodular), there is a constant factor bound when ✏ 2 O(1/k).

3.5.2 Proposed Bounds and Global-Local Trade-o↵

We propose greedy algorithm bounds for increasing, nonnegative, and approximately sub-

modular functions. Each bound adheres to three criteria: (1) it is well-defined everywhere,

(2) its result holds when the number of greedy algorithm iterations does not equal the cardi-

nality constraint, and (3) it is amenable to considering di↵erent levels of local information,

which may lead to fewer computations. There is obvious value in criterion (1). Criterion (2)

allows for flexibility in the type of approximate solution found by the greedy algorithm. Our

local approximate submodularity metrics enable us to address (3). One can terminate the

greedy algorithm in fewer iterations than the cardinality parameter to obtain a sparse solu-

tion. On the other hand, because the greedy algorithm is relatively inexpensive compared to

exhaustive search, one can quickly obtain a dense solution with additional iterations beyond

the cardinality constraint. Using the approximate submodularity metrics in Section 3.2.2,

we derive new bounds that fit these guidelines. We emphasize that all of our new bounds

(Theorems 3.4, 3.5, and 3.6) for the greedy algorithm apply to any increasing, nonnegative

set function. The function’s distance to submodularity, by any of the above metrics, can be

arbitrarily large or small, which can make the bounds more or less useful. This observation

is in line with past research in the area (see Das and Kempe 2018, Remark 7).
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Recall that the submodularity violation metric (Definition 3.7) can be interpreted as a

sum of worst-case pairwise violations given the parameters L and K. We now derive perfor-

mance bounds for the greedy algorithm at iteration L with maximum cardinality parameter

K. We first present some supporting lemmata.

Lemma 3.9. Let {ai} be a sequence in R such that ai+1  ↵ai + �, where ↵ 2 R+, � 2 R.

Let b0 = a0, bi+1 = ↵bi + �. Then bi � ai for all i 2 N.

Proof: We prove by induction. Note that a0 = b0, and the base case of n = 1 is trivial.

Assume for all n  N � 1, for some N 2 N, an  bn.

aN  ↵aN�1 + �

 ↵bN�1 + �

= bN .

By induction, an  bn for all n 2 N. ⇤

Lemma 3.10. Let ↵, �, and b0 2 R, where ↵ 6= 1. Define the sequence {bi} by bi+1 = ↵bi+�.

Then bi = ↵i
�
b0 �

�

1�↵

�
+ �

1�↵
.

Proof: Let b̃n = ↵n(b0�
�

1�↵
)+ �

1�↵
. We show by induction that bn = b̃n for all n. The base

case is n = 0:

b̃0 = ↵0(b0 �
�

1� ↵
) +

�

1� ↵

= b0.

Assume for all n  N � 1, b̃n = bn. We show b̃N = bN .

bN�1 = b̃N�1 (by the inductive hypothesis)

= ↵N�1(b0 �
�

1� ↵
) +

�

1� ↵
.
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bN = ↵bN�1 + �

= ↵b̃N�1 + �

= ↵[↵N�1(b0 �
�

1� ↵
) +

�

1� ↵
] + �

= ↵N(b0 �
�

1� ↵
) +

�

1� ↵
. ⇤

Lemma 3.11. Let {ai} be a sequence in R such that ai+1  ↵ai+�, for some ↵ 2 R+, � 2 R,

where ↵ 6= 1. Then ai  ↵i
�
a0 �

�

1�↵

�
+ �

1�↵
.

Proof: The proof follows by setting b0 = a0 and bi+1 = ↵bi + � and then applying Lemmas

3.9 and 3.10. ⇤

Define an order on the elements of ⌦. For k 2 {0, ..., K}, denote the elements of bSK by

bSK(k) = {ŝK1 , ..., ŝ
K

k
} (so that bSK(K) = bSK). Denote the `th element selected by the greedy

algorithm by s`. Note that we interpret {ŝ1
K
, ..., ŝk

K
} = ; when k = 0 and S0 = ;. For any

K,L 2 Z and K 6= 0, we let �KL =
�
K�1
K

�L
.

Theorem 3.4. Let K 2 {1, ..., |⌦|} be the maximum cardinality parameter and L 2 {0, ..., |⌦|�

1} be the number of iterations run by the greedy algorithm. If f is a nonnegative, increasing

set function, then

f(SL) �
h
f( bSK)�min{�L,K [f ], f( bSK)}

i "
1�

✓
K � 1

K

◆L
#
.

Moreover, the above bound is tight.

Proof. Fix L and K. A telescoping sum argument shows that for any ` 2 {0, ..., L},

f( bSK [ S`) = f(S`) +
K�1X

k=0

f( bSK(k + 1) [ S`)

�

K�1X

k=0

f( bSK(k) [ S`). (3.12)



89

For each k 2 {0, ..., K � 1}, using the definition of d(`, k),

f( bSK(k + 1) [ S`)� f( bSK(k) [ S`)

f({ŝk+1
K

} [ S`)� f(S`) + d`,k[f ]. (3.13)

We plug the bound obtained in (3.13) into (3.12), and use the fact that f(S`+1) � f(ŝk+1
K
[S`)

to obtain

f( bSK [ S`)  f(S`) +
K�1X

k=0

[f(S`+1)� f(S`) + d`,k[f ]],

()

f( bSK [ S`)� f(S`)  K(f(S`+1)� f(S`)) + �`,K [f ]. (3.14)

Because f is increasing,

f( bSK)� f(S`)  K(f(S`+1)� f(S`)) + �`,K [f ]. (3.15)

Some additional arithmetic yields

f( bSK)� f(S`+1)  �K1(f( bSK)� f(S`)) +
�`,K [f ]

K
.

By Lemma 3.11 and the nonnegativity of f , we have, for all ` 2 {0, ..., L},

f( bSK)� f(S`)  �K`(f( bSK)��L,K [f ]) +�L,K [f ].

Let ` = L. Then simple rearrangement of terms yields
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h
f( bSK)��L,K [f ]

i
[1� �KL]  f(SL), (3.16)

which completes the proof of the bound’s validity.

We show that there exist tight examples in which K = L and L 2 {1, ..., |⌦| � 1}.

Cornuéjols et al. (1977) and Fisher et al. (1978) prove that, for each such L, there exists a

nonnegative, increasing, submodular function f such that

f( bSL) [1� �LL] = f(SL). (3.17)

By the proven bound,
h
f( bSL)��L,L[f ]

i
[1� �LL]  f(SL) = f( bSL) [1� �LL] , which implies

that �L,L[f ] � 0.

By construction, f is submodular; hence, for all s 2 ⌦, A,B ⇢ ⌦, 0 � f(A [ B [ {s})�

f(A[B)�f(A[{s})+f(A). This implies d(`, k)  0, for all ` 2 {1, ...|⌦|}, k 2 {0, ..., |⌦|�1}.

By the definition of �`,L[f ], we have �`,L[f ] =
L�1P
k=0

d`,k[f ]  0. This implies

�L,L[f ] = max
`2{1,...,L}

�`,L[f ]  0.

Thus, �L,L[f ] = 0, and the bound in the theorem statement is

f( bSL) [1� �LL]  f(SL),

which we already stated is an equality in (3.17).

The uncapacitated facility location instance from Cornuéjols et al. (1977) summarized

in Figure 3.1 in Section 3.6.2 is an example of a tight instance for the above bound. The-

orem 3.4 shows that in general, the lower bound guaranteed by the greedy algorithm has
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both proportional and constant components, the latter of which accounts for the submodu-

larity violation metric (i.e., correction to the bound due to the violation of submodularity).

Because L corresponds to the iteration of the greedy algorithm, we only provide a bound

for L 2 {0, ..., |⌦| � 1} as trivially, f(S|⌦|) = f(⌦). The min operation is only necessary

for functions that are quite far from submodular; none of the numerical examples in this

chapter require the min operation, and �L,K [f ] alone could equivalently replace this term

in these instances. If f is nonnegative, increasing, and submodular, then the submodularity

violations are always nonpositive. This enables us to state the classical greedy algorithm

bound from Nemhauser et al. (1978) as a corollary of Theorem 3.4.

Corollary 3.2. (Nemhauser et al. 1978) Let K 2 {1, ..., |⌦|} be the maximum cardinality

parameter and L 2 {0, ..., |⌦| � 1} be the number of iterations run by the greedy algorithm.

If f is a nonnegative, increasing, submodular set function, then

f(SL) � f( bSK)
⇥
1� (1� 1/K)L

⇤
.

We generalize the bound in Theorem 3.4 by using the local version of the submodularity

violation �̂ (Definition 3.9). Denote the collection of subsets made by the greedy algorithm

at each iteration by CL = {;,S1, ...,SL}.

Theorem 3.5. Let K 2 {1, ..., |⌦|} be the maximum cardinality parameter and L 2 {0, ..., |⌦|�

1} be the number of iterations run by the greedy algorithm. If f is a nonnegative, increasing

set function, then

f(SL) �
h
f( bSK)�min{�̂CL,K [f ], f( bSK)}

i ⇥
1� (1� 1/K)L

⇤
,

where CL is the collection of subsets made by the greedy algorithm at each iteration. Moreover,

this bound is tight.
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Proof. Fix L and K. A telescoping sum argument shows that for any ` 2 {0, ..., L},

f( bSK [ S`) = f(S`) +
K�1X

k=0

f( bSK(k + 1) [ S`)

�

K�1X

k=0

f( bSK(k) [ S`). (3.18)

Fix k 2 {0, ..., K � 1}. By the definition of d̂`,k[f ],

f( bSK(k + 1) [ S`)� f( bSK(k) [ S`)

f({ŝk+1
K

} [ S`)� f(S`) + d̂S`,k[f ], (3.19)

where S` is the set chosen by the greedy algorithm after ` iterations. We plug the bound

obtained in (3.19) into (3.18), and use the fact that f(S`+1) � f(ŝk+1
K
[ S`) to obtain

f( bSK [ S`)  f(S`) +
K�1X

k=0

[f(S`+1)� f(S`) + d̂S`,k[f ]],

()

f( bSK [ S`)� f(S`)  K(f(S`+1)� f(S`)) + �̂S`,K [f ]. (3.20)

Because f is increasing,

f( bSK)� f(S`)  K(f(S`+1)� f(S`)) + �̂S`,K [f ]. (3.21)

Some additional arithmetic yields

f( bSK)� f(S`+1)  �K1(f( bSK)� f(S`)) +
�̂S`,K [f ]

K
.
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By Lemma 3.11 and the nonnegativity of f , we have, for all ` 2 {0, ..., L},

f( bSK)� f(S`)  �K`(f( bSK)� �̂CL,K [f ]) + �̂CL,K [f ].

Let ` = L. Then simple rearrangement of terms yields

h
f( bSK)� �̂SL,K [f ]

i
[1� �KL]  f(SL), (3.22)

which completes the proof of the bound’s validity. We omit a proof of the bound’s tightness

as it is similar to that of Theorem 3.4.

We now derive a new bound using the submodularity indicator (Definition 3.11). This

results in a bound that requires fewer function calls and is valid even when the size of the

set produced by the greedy algorithm di↵ers from the maximum cardinality parameter. We

use Theorem 3.4 to show our new bound is tight.

The number of function calls to compute the submodularity indicator is (often strictly)

fewer than that of Zhou and Spanos (2016)’s submodularity index. In this sense, we have

further localized the requirement for approximate submodularity, which helps produce a

tighter bound (Theorem 3.6).

Theorem 3.6. Let K be the maximum cardinality parameter and L be the number of itera-

tions run by the greedy algorithm. If f is a nonnegative, increasing set function, then

f(SL) � min
�
f( bSK), (1� (1� 1/K)L)

⇥
f( bSK)�min{bICL,K [f ], f( bSK)}

⇤ 
.

Proof. Suppose | bSK\SL�1| � 2, which implies that | bSK\S`| � 2, for all ` 2 {0, ..., L � 1}.

Fix ` 2 {0, ..., L� 1}. Observe that

K(f(S`+1)� f(S`)) = K
X

s2S`+1\S`

(f(S` [ {s})� f(S`))
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�

X

s2 bSK\S`

(f(S` [ {s})� f(S`)) . (3.23)

By the definition of the local submodularity index (Definition 3.1), the right-hand side of

(3.23) can be rewritten as

��S`,
bSK\S` [f ] + f( bSK [ S`)� f(S`). (3.24)

Hence,

f( bSK [ S`)� f(S`) K(f(S`+1)� f(S`)) + bICL,| bSK\S`|[f ].

The function f(·) is increasing; therefore,

f( bSK)� f(S`) K(f(S`+1)� f(S`)) + bICL,| bSK\S`|[f ],

which is equivalent to

f( bSK)� f(S`+1) �K1(f( bSK)� f(S`)) +
bICL,| bSK\S`|[f ]

K
.

From this, it follows that

f( bSK)� f(S`+1)  �K1(f( bSK)� f(S`)) +
bICL,K [f ]

K
.

The last inequality uses the fact that bICL,J [f ]  bICL,K [f ] for all J  K with | bSK\SJ | � 2.

By Lemma 3.11 and the nonnegativity of f ,

f( bSK)� f(S`)  �K`(f( bSK)� bICL,K [f ]) + bICL,K [f ].



95

When ` = L,

f( bSK)� f(SL)  �KL

h
f( bSK)� bICL,K [f ]

i
+ bICL,K [f ] (3.25)

() f(SL) � (1� �KL)
h
f( bSK)� bICL,K [f ]

i
. (3.26)

If min{bICL,K [f ], f( bSK)} = bICL,K [f ], then f(SL) � (1� �KL)
h
f( bSK)� bICL,K [f ]

i
, by (3.26).

If instead, min{bICL,K [f ], f( bSK)} = f( bSK), then f(SL) � 0 = (1� �KL)
h
f( bSK)� f( bSK)

i
.

Now, suppose that | bSK\SL�1|  1. If bSK ✓ SL�1, then by the monotonicity of f(·),

f(SL) � f( bSK). Otherwise, let {s} = bSK\SL and {t} = SL\SL�1. By the greedy algorithm

and monotonicity, f(SL) = f(SL�1 [ {t}) � f(SL�1 [ {s}) � f( bSK). Therefore,

f(SL) � min
n
f( bSK), (1� �KL)

h
f( bSK)�min{bICL,K [f ], f( bSK)}

io
,

which concludes the proof.

Theorem 3.7. Assume the conditions of Proposition 3.12 are satisfied, and f(SK) > 0.

Then the bound from Theorem 3.6 is at least as tight as the bound from Proposition 3.12.

Proof. Observe:

(1� �KK)
h
f( bSK)�min{bISK ,K [f ], f( bSK)}

i

� (1�
1

e
)
h
f( bSK)�min{ISK ,K [f ], f( bSK)}

i

�

 
1�

1

e
�

min{ISK ,K [f ], f( bSK)}

f( bSK)

!
f( bSK)

�

 
1�

1

e
�

I
SK ,K [f ]

f( bSK)

!
f( bSK)

�

 
1�

1

e
�

I
bSK ,K [f ]

f(SK)

!
f( bSK).

This proves the claim.
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From Theorem 3.7, one observes that for functions with positive submodularity indices,

Theorem 3.6 strengthens Proposition 3.12.

Proposition 3.15. Let K be the maximum cardinality parameter, and A ✓ ⌦, with |A| = `.

Then bI{A},K [f ]  �̂{A},K [f ]. Further, if C = {A1, ...,AM}, for some M 2 N, then bIC ,K [f ] 

�̂C ,K [f ]. In addition, if L = max
m2{1,...,M}

|Am|, then bIC ,K [f ]  �L,K [f ].

Corollary 3.3. The bound in Theorem 3.6 is tight.

3.6 Illustrative Examples

In this section we provide examples that illustrate the results in Sections 3.3-3.5. First,

we consider the approximately submodular knapsack polytope. We apply the derived valid

inequalities (Proposition 3.11) and show that they can be used to find integer solutions

when optimizing a linear function over the polytope. Second, we run the greedy algorithm

on instances of the cooperative uncapacitated facility location problem, a generalization of

the uncapacitated facility location problem. Notably, this new problem does not have a

submodular objective function. We compare our bounds (from Section 3.5) to those in the

literature. We also show analytically and numerically that the multilinear extension of the

objective function of this facility location problem is approximately up-concave.

3.6.1 Approximately Submodular Knapsack

Let ⌦ be a set of elements, u, w 2 R|⌦|
+ \{0}, p > 1. Let G : [0, 1]|⌦|

! R and H : R ! R,

where G(x) = w>x and H(z) = zp if z � 0 and 0 otherwise. Define F : [0, 1]|⌦|
! R and

f : 2⌦ ! R, where F (x) = u>x+H(G(x)) and f(S) = F (x(S)). Because p > 1, H is convex

and increasing. Also, G is a linear (convex) function, which implies F is convex and f is

supermodular. One can observe that f is not submodular because it is not modular, and

that f is increasing and nonnegative.

Proposition 3.16. We have D[f ]  p||w||p�1
1 ||w||1.
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Proof. Let W = {s 2 ⌦ | ws > 0}. Let ` 2 {0, . . . , |⌦| � 1}, k 2 {0, . . . , |⌦|}, A,B ✓ ⌦, s 2

⌦, |A| = `, |B| = k. First, suppose that s 62W . Then (f(A[B [ {s})� f(A[B))� (f(A[

{s})� f(A)) = us � us = 0  p||w||1�p

1 ||w||1.

Next, suppose s 2W . Observe that H is Lipschitz continuous on [0, ||w||1], the codomain

of G: for any z1, z2 2 [0, ||w||1], we have |H(z2)�H(z1)|  ||H 0
||1|z2�z1|  p||w||p�1

1 |z2�z1|.

Hence,

f(A [ B [ {s})� f(A [ B)  us + p||w||p�1
1 ws

 us + p||w||p�1
1 ||w||1.

Also, f(A [ {s})� f(A) � us. Therefore,

(f(A [ B [ {s})� f(A [ B))� (f(A [ {s})� f(A))  p||w||p�1
1 ||w||1,

which implies D[f ]  p||w||p�1
1 ||w||1.

Proposition 3.16 provides an analytical bound on D[f ] that can remove the need to com-

pute D[f ] directly, which is helpful to verify whether Proposition 3.11 applies to inequalities

of the form f(S) � |⌦|D[f ] + b, for some S ✓ ⌦.

We provide an example instance in which we optimize a linear function over the in-

teger hull of the approximately submodular knapsack polytope. Let ⌦ = {1, 2, . . . , 6},

u = [9, 9, 9, 9, 8.85, 0]>, w = [0, 0, 0, 0, 1, 1]>, p = 1.1, and define f, F,G, and H as stated

above. Also let c = [3, 3, 3, 3, 2, 2]>, b = 28.3. Define the following instance of an approxi-

mately submodular knapsack problem (ASK) written as a binary program:

zASK = max{
X

s2⌦

csxs | F (x)  b, x 2 B|⌦|
}. (ASK)
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The continuous relaxation of (ASK) was solved using Gurobi 9.0.1 (Gurobi Optimization

2020) using a piecewise approximation of the nonlinear function with maximum absolute er-

ror of .001, with an optimal solution of [0.033, 1, 1, 1, 0, 1]> and objective value 11.1. Observe

that S = {1, 2, 3, 4} is a (minimal) cover. Consider the permutation of (5, 6) (⇡1 = 5, ⇡2 = 6).

Then f(S [ {⇡1})� f(S) = 9.85 > 9 = f({s}), and f(S [ {⇡1, ⇡2})� f(S [ {⇡1}) ⇡ 1.14 <

f({s}), for all s 2 S. Hence, U⇡(S) = {5} and E⇡(S) = {1, 2, . . . , 5}. By Proposition 3.16,

D[f ]  p||w||p�1
1 ||w||1 ⇡ 1.18, which implies f(S) = 36 > 1.18|⌦| + 28.3 = 7.08 + 28.3 �

|⌦|D[f ]+ b; thus, Proposition 3.11 implies
5P

s=1
xs  3 is a valid inequality for (ASK). Solving

the relaxation of (ASK) with this valid inequality yields an optimal solution of [1, 1, 1, 0, 0, 1]>

with an objective value of 11. Thus, this solution is optimal for (ASK).

In general, f(S) � |⌦|D[f ] + b does not hold, so not every extended cover inequality is

valid.

3.6.2 Cooperative Uncapacitated Facility Location

We explore how the greedy algorithm bounds in Section 3.5 perform empirically and il-

lustrate the multilinear extension’s approximate up-concavity. In particular, we present a

generalization of the well-known uncapacitated facility location problem (see Mirchandani

and Francis (1990) for a detailed overview). We choose uncapacitated facility location as a

demonstrative example because of its historical importance (e.g., Cornuéjols et al. (1977)).

In the generalized uncapacitated facility location problem that we consider, the objec-

tive function is not submodular in many cases. We show that the pairwise violations of the

problems can be bounded by exploiting the problem structure and that the objective func-

tion’s proximity to submodularity is influenced by certain problem parameters. We compute

bounds from the literature and a selection of our proposed bounds.

The objective function of the uncapacitated facility location problem (UFLP) provides

an example of a submodular function. An instance of UFLP is defined by m facility locations
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(⌦ = {1, ...,m}), n clients, demands b 2 Rn

+, fixed costs w 2 Rm

+ , and facility-client revenues

v 2 Rm⇥n. We consider instances in which v is nonnegative. Additionally, we assume that

w = 0 so that the firm only assigns facilities to clients based on the variable revenue. We note

that Cornuéjols et al. (1977) consider similar conditions. Let f : 2⌦ ! R be the objective

function of the UFLP with cardinality parameter K 2 {1, . . . , |⌦|}

f(S) :=

8
>>><

>>>:

nP
j=1

bj max
i2S

vij, if S 6= ;

0, if S = ;.

UFLP: max
S✓⌦

{f(S) subject to |S|  K}.

Here, S is a subset of facility locations. Under these conditions, f is nonnegative, increasing,

and submodular. We consider a generalization of UFLP where the objective function is

approximately submodular function. Let S
2 = {(p, q) 2 {1, ...,m}

2, for any S ✓ ⌦. We

introduce a nonnegative reward upq associated with the simultaneous selection of facilities p

and q, where (p, q) 2 ⌦2. We assume that upp = 0 for all p 2 ⌦. Define h : 2⌦ ! R as the

objective function of the cooperative uncapacitated facility location problem (CUFLP) with

maximum cardinality parameter K:

h(S) :=

8
>>><

>>>:

nP
j=1

bj max
i2S

vij +
P

(p,q)2S2

upq, if S 6= ;

0 if S = ;,

CUFLP : max
S✓⌦

{h(S) subject to |S|  K}.

Remark 3.2. It is well known that UFLP is NP-hard (Cornuéjols et al. 1983); thus, CUFLP

(which includes UFLP as a special case) is also NP-hard.

Remark 3.3. The objective function of CUFLP is not submodular in general.

Example 3.3 illustates Remark 3.3.
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Example 3.3. Consider an instance of the cooperative uncapacitated facility location problem

in which m = 3, n = 1, and vi1 = 0, for i = 1, 2, 3, b1 = 1, u2,3 = 1, and upq = 0 otherwise.

The fixed costs are zero so h is increasing. Consider A = {1},B = {2}, and s = {3}. Then,

h(A [ B [ {s}) = 1, h(A [ B) = 0,

h(A [ {s}) = 0, and h(A) = 0

) 1 = h(A [ B [ {s})� h(A [ B)� h(A [ {s}) + h(A).

By Lemma 3.1, h is not submodular. ⇤

Let supp(u) := {(p, q) 2 ⌦2
| upq > 0}.

Proposition 3.17. Given an instance of CUFLP, we have

d`,k[h]  |supp(u)|max{upq | (p, q) 2 ⌦2
}

for all ` 2 {0, ...,m� 1}, k 2 {0, ...,m}.

Proof. Because u is nonnegative, f(S)  h(S) for all S ✓ ⌦. Further, f(S) � h(S) �

|supp(u)|max{upq | (p, q) 2 ⌦2
}. Let A,B ✓ ⌦, s 2 ⌦\A, where |A| = ` 2 {0, ...,m� 1} and

|B| = k 2 {0, ...,m}.

h(A [ B [ {s})� h(A [ B)� h(A [ {s}) + h(A)

 h(A [ B [ {s})� f(A [ B)� f(A [ {s}) + h(A)

 f(A [ B [ {s})� f(A [ B)� f(A [ {s}) + f(A)

+ |supp(u)|max{upq | (p, q) 2 ⌦2
}

 |supp(u)|max{upq | (p, q) 2 ⌦2
}.

It follows immediately that d`,k[f ]  |supp(u)|max{upq | (p, q) 2 ⌦2
}.
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The bound on the pairwise violations in Proposition 3.17 can be used to provide weaker

bounds than those of Theorems 3.4, 3.5, and 3.6. Again, the quality of these bounds depends

on the objective function’s deviation from submodularity (i.e., the cooperative bonuses). In

addition to greedy algorithm bounds, Proposition 3.17 can provide bounds for functions over

the hypercube [0, 1]|⌦| by using results such as Theorem 3.2.

Corollary 3.4. Let HC , HL, HM : [0, 1]|⌦|
! R be the convex closure, Lovász extension, and

multilinear extension of h, respectively. Let D0 = |supp(u)|max{upq | (p, q) 2 ⌦2
}. Then

||HC
�HL

||1  |⌦|D0. Also, HM is ((|⌦|3/2 � 1)2|⌦|�4D0)-approximately up-concave.

To demonstrate the proposed bounds, we consider a numerical example adapted from

Cornuéjols et al. (1977) in which there are seven facilities, twelve clients, and cooperative

bonuses u6,7 = 25 and upq = 0 otherwise. The fixed costs are set to zero, which implies that

the objective function is nonnegative and increasing. We scale the cooperative bonus by 1
t

where t 2 {
1
4 ,

1
2 , 1, 2} to generate instances with various levels of submodularity violation. We

denote the resulting objective function by ht. As t increases, 1
t
u decreases and ht approaches

the submodular function f .

Figure 3.2 compares the optimal objective value (triangles), the objective value of the

set chosen by the greedy algorithm (rectangles), and various bounds for non-submodular

functions. These include two of our proposed bounds; for ease of exposition, we refer to them

as the global Delta Bound (Theorem 3.4, crosses) and the Indicator Bound (Theorem 3.6,

diamonds). The localized version of the Delta Bound is not included as it is guaranteed to

lie above the global Delta Bound and below the Indicator Bound. We also include bounds

from Das and Kempe (2011) (S.R. Bound, circles), Zhou and Spanos (2016) (Index Bound,

Xs), and Horel and Singer (2016) (Eps Bound, stars). The Eps Bound was produced using

Proposition 3.18.

Proposition 3.18. For the above instances of cooperative facility location problems, with f

as the submodular function such that (1� ✏H)f(S)  h(S)  (1+ ✏H)f(S), the smallest valid
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C4 =

2

66666666666664

48 0 0 64 0 0 0
48 0 0 0 64 0 0
48 0 0 0 0 64 0
48 0 0 0 0 0 64
0 36 0 64 0 0 0
0 36 0 0 64 0 0
0 36 0 0 0 64 0
0 36 0 0 0 0 64
0 0 27 64 0 0 0
0 0 27 0 64 0 0
0 0 27 0 0 64 0
0 0 27 0 0 0 64

3

77777777777775

Figure 3.1 : An instance of an uncapacitated facility location problem from Cornuéjols et al.
(1977). The rows of C4 correspond to clients and the columns correspond to facilities. The
entry C4

ij
is the profit produced when facility j fulfills the demand of client i.

✏H in Proposition 3.14 is u6,7/f(6, 7).

We remark that Proposition 3.18 uses f from the uncapacitated facility location problem

as the submodular function that approximates h, and for some other submodular function

g, there may be a smaller valid ✏H .

When t is small, ht(·) is far from submodular, in a global sense, and thus �L,L(ht) is

large, which implies that the performance guarantee of the greedy algorithm may be low.

As t increases (e.g., from Figure 3.2a to Figure 3.2d and further towards 1), ht approaches

f and �L,L[ht] decreases, which indicates that the greedy algorithm can perform reasonably

well.

The Delta Bound and Eps Bound incorporate global information, although the former is

additive while the latter is multiplicative. Still, both of these bounds are more conservative

than the other local behavior bounds, generally. The Delta Bound is always above the Eps

Bound in these examples; whether this holds true for other optimization problems remains

an open question.

The Indicator Bound does well in comparison to other bounds in these examples. The

results reinforce Theorem 3.7; the Indicator Bound is always tighter than the Index Bound.
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Figure 3.2 : Greedy algorithm performance and bounds for CUFLP. The Delta Bound (+)
is from Theorem 3.4, and the Indicator Bound (3) is from Theorem 3.6. Notice that the
relative performance of the bounds changes depending on how close the objective function
is to the original submodular function.

(a) As t is small, the objective is far from submod-
ular. The (global) Delta Bound does not provide
a useful guarantee, but the (local) Indicator Bound
does.

(b) As t increases, the bounds become more mean-
ingful.

(c) The Eps Bound (Horel and Singer 2016) appears
to be the most conservative when t = 1 for latter
iterations.

(d) When t = 2, most of the bounds are very close
together.

Although there is a slight decrease in the Indicator Bound when the set size is large, this

is also the case with the Eps Bound in some cases. All of the bounds are nontrivial in

these examples, and they provide more informative bounds when the function is almost

submodular.
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Figure 3.3 : The multilinear extension is approximately up-concave. The plots show the mul-
tilinear extension based o↵ of the initial point x̄ with x̄1 = x̄2 = 1, x̄j = 0, j 2 {3, 4, 5, 6, 7}.
In the first two plots we change the values of x̄6 and x̄7, which correspond to facility 6 and
7, between 0 and 1. With a small cooperative bonus (e.g., 4), the extension is nearly up-
concave. When the bonus is large (e.g., 32), the extension is further from up-concavity. In
the third plot, x̄ is changed by �(e6 + e7).

(a) When the perturbation due to the bonus is rela-
tively small, the multilinear extension is nearly up-
concave (in fact, nearly linear).

(b) For a large cooperative bonus (thus large pertur-
bation from submodularity), the extension is further
from up-concave.

(c) The multilinear extension evaluated over {x̂ =
x̄+�(e6+e7) | 0  �  1}, x̄1 = x̄2 = 1, x̄j = 0, j 2
{3, 4, 5, 6, 7}.

Finally, we also demonstrate the degree to which the multilinear extension of CUFLP is

approximately up-concave. In Figure 3.3, we show the multilinear extension as a function

of one or two variables (holding others fixed). We set the first two components of the input
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to the multilinear extension equal to 1, and all other components (except 6 and 7) to 0.

Figures 3.3a and 3.3b show the multilinear extension as a function of x6 and x7 when u6,7

equals 100 and 800, respectively. One can observe that when the perturbation from u6,7 is

small, the multilinear extension appears nearly linear, thus almost up-concave; on the other

hand, when u6,7 is very large, the extension is further from concave. Figure 3.3c shows the

multilinear extension from another perspective. Here, x6 = x7, and as they increase together,

it is demonstrated that the multilinear extension is convex (thus, not up-concave). However,

the curvature is much greater with the larger cooperative bonus, indicating the extension is

closer to up-concave when the set function is closer to submodular.

3.7 Conclusion

Submodularity’s value in discrete optimization has long been established. Recently, the

utility of approximate submodularity has also been recognized, primarily with respect to

the greedy algorithm and similar solution approaches. In this work, we broaden the use of

approximate submodularity. We show that general metrics for approximate submodularity

can lead to useful analyses in many contexts; our illustrative examples show that in some

cases, bounds on metrics can be computed to either produce greedy algorithm bounds or

verify valid inequalities. Our sample of topics is not exhaustive; new developments using

submodular functions continue to emerge, which simultaneously open potential avenues for

approximate submodularity. In many cases, analysis in the two settings is analogous. Thus,

we believe that opportunities for future work are vast, including additional study of valid

inequalities.
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Chapter 4

A Mixed-Integer Linear Programming Approach to

Chemotherapy Optimization
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4.1 Motivation

Chemotherapy drug administration is a complex problem that often requires expensive clin-

ical trials in order to gain information about potentially successful regimens. One way to

better inform future trials is to build reliable models that illustrate how a patient may react

to specified drugs and doses. Previous models in chemotherapy optimization often rely on

optimal control, and it can be di�cult to incorporate important logistical decisions, such as

enforcement of a rest period. In this chapter, we develop mixed-integer linear programming

models for combination chemotherapy. We leverage the versatility of integer variables to

model logistical constraints. In addition, we incorporate uncertainty in the tumor hetero-

geneity through a chance constraint.

4.2 Modeling Preliminaries

We consider the questions of which drugs to administer, the dose levels, and when to ad-

minister drugs in order to decrease the tumor size or minimize toxicity. The problem can be

modeled using optimal control in which the control variables include the drug doses, and the

state variables include the size of the tumor and the concentration of the drug in the patient.

Define a single treatment period as [0, T ] ⇢ R. Let D denote the set of available drugs, and

let Q denote the set of tumor cell types. We consider the following decision variables in the

model:

• Ud, 8 d 2 D, the control variables which indicate the flux (grams per unit of time) of

drug d’s administration at time t;

• Cd, 8 d 2 D, the state variables which represent the concentration (grams per cubic

meter) of drug d present in the patient at time t;

• Nq, (Pq), 8 q 2 Q, the state variables which indicate the tumor cell population count

(natural logarithm).
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We also include Nw for the white blood cell count. In Section 4.2.5, we introduce some

additional variables that model discrete decisions related to drug combination e↵ects and

operational constraints in drug delivery.

4.2.1 Pharmacokinetics

We model the dose profile over the treatment period using di↵erential equations. For each

drug d 2 D, the control variable Ud(t) represents the flux of drug administration. The

parameter ⇠d is a “biologic constant” in the dose history profile model (Frances et al. 2011),

and V > 0 represents the volume of the “e↵ect compartment” (Iliadis and Barbolosi 2000).

Hence, Cd is the concentration of drug d within the e↵ect compartment:

C 0
d
(t) = �⇠dCd(t) +

Ud(t)

V
, Cd(0) = 0. (4.1)

Note that we assume the initial condition Cd(0) = 0 represents the absence of drugs at the

start of treatment.

The e↵ective concentration, Ed, of a drug indicates the level to which the current con-

centration exceeds some threshold concentration �d,e↵ , below which the drug is ine↵ective

(Iliadis and Barbolosi 2000, Tan et al. 2002, Harrold and Parker 2009) but can still impact

toxicities. The e↵ective concentration can be incorporated into the model using the rectified

linear unit function (ReLU) l+ : R! R+,

Ed(t) = l+(Cd(t)� �d,e↵) = max{0, Cd(t)� �d,e↵}.

In Section 4.2.6), we model this constraint using binary variables.
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4.2.2 Cell Population Dynamics

We specify the Gompertz model (4.3) using the initial cell type q population Nq,0, the steady-

state asymptotic limit Nq,1, and the shape parameter ⇤, which dictates the rate at which

the population transitions from the initial state to the steady-state asymptotic limit:

N 0
q
(t) = ⇤Nq(t) [ln(Nq,1)� ln(Nq(t))] , Nq(0) = Nq,0. (4.2)

In practice, death occurs before the tumor size reaches Nq,1 (Norton 1988). The Gom-

pertz model implies that tumors do not resolve without external action. The closed-form

solution of (4.2) is Nq(t) = Nq,0 exp
h
ln
⇣

Nq,1
Nq,0

⌘
(1� exp(�⇤t))

i
(Laird 1964, Norton 1988,

Tjørve and Tjørve 2017), but this results in a nonlinear equation to represent the population

and does not incorporate population changes based on drug e↵ects. A logarithmic transfor-

mation, Pq(t) = log(Nq(t)), leads to a linear di↵erential equation for the population (Harrold

and Parker 2009):

P 0
q
(t) = ⇤ [Pq,1 � Pq(t)] , Pq(0) = ln(Nq,0). (4.3)

It is also crucial to capture how chemotherapy impacts healthy cells. For instance, hema-

tological toxicity is often monitored during treatment and used in the evaluation and adap-

tion of treatment (Saarto et al. 1997, Lyman et al. 2014). In particular, granulocytopenia,

which is a shortage of granulocytes (a type of white blood cell), can leave the patient suscep-

tible to infections. To incorporate white blood cell dynamics, we follow Iliadis and Barbolosi

(2000):

N 0
w
(t) = �w � ⌫wNw(t), Nw(0) = Nw,0. (4.4)

The white blood cell count is Nw and the production and turnover rates are �w and ⌫w,
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respectively.

4.2.3 Drug E↵ects: Resistance and Combinations

Clinical trials can estimate the e↵ect of a drug on a cell population; however, there are many

complicating factors. First, there may be heterogeneity in the cell population, either within

the patient or across multiple patients. Second, if multiple drugs are used together, the

model must account for potential interactions among the drugs.

Our model for drug e↵ects on cell populations is based on Skipper et al. (1964)’s fractional

kill e↵ect principle. Here, ⌘d,q is the fractional kill e↵ect parameter, and ⇢d,q determines how

drug e↵ectiveness decays over time, as used in Frances et al. (2011):

⌘d,q exp(�⇢d,qt)Cd(t)Nd(t).

Because we distinguish among cell types within a single patient, the parameters ⌘d,q and ⇢d,q

can reflect resistances certain cell types may have against various drugs.

One of the most prominent models for the combined e↵ect of two chemicals is additivity

(Drescher and Boedeker 1995), which is often used in chemotherapy studies (Palmer and

Sorger 2017). In an additive model, the drugs perform as if each acts in isolation, and the

combined e↵ect of all of the drugs is summed. Extending (4.3), the additive drug e↵ects

model is

P 0
q
(t) = ⇤ [Pq,1 � Pq(t)]�

X

d2D

⌘d,q exp(�⇢d,qt)Ed(t). (4.5)

We assume that the e↵ect on the white blood cells is additive and without an e↵ectiveness

threshold. The parameter tw expresses the delayed exposure to the white blood cells’ “delay

chain of granulocyte development” (Iliadis and Barbolosi 2000). Extending (4.4), the model
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for white blood cell population dynamics with the drugs’ e↵ects is:

N 0
w
(t) = �w � ⌫wNw(t)�Nw(t)

X

d2D

⌘d,wCd(t� tw), Nw(0) = Nw,0. (4.6)

We address the bilinear terms in Section 4.2.6.

4.2.4 Objective Function

A primary goal of chemotherapy is to reduce the number of cancer cells in the body. There

are multiple ways to express this goal. One option is to minimize the end-of-treatment cell

count. We use the geometric mean of the cell type populations. Thus, a suitable objective

is

min
X

q2Q

Pq(T ).

The geometric mean is the |Q|-th root of the exponential of this quantity, and because this is a

monotone transformation, the objective function expressed above is equivalent to minimizing

the geometric mean. In Section 4.3.2, we develop a toxicity-based chance-constrained model.

In this case, because there are multiple scenarios of tumor cell population outcomes, it may

be beneficial to consider an objective function that is independent of the scenarios. The

white blood cell count, which we consider to be a deterministic process, has been considered

as a measure of toxicity, in the literature (Iliadis and Barbolosi 2000). Hence, we maximize

the white blood cell count:

max

Z
T

0

Nw(t)dt.
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4.2.5 Operational Constraints

Operational constraints enforce clinically permissible treatment schedules. Recall that the

treatment period is the time interval [0, T ]. We specify that T = 24↵Day, for some ↵Day 2 7N,

i.e., T hours (equivalently, ↵Day days) of treatment. The treatment period is partitioned into

days, Day
k
, with the index set DAYS = {k}

↵Day

k=1 and hours, Hourk, with the index set

HOURS = {k}T
k=1. For instance, we have Hourk = [k � 1, k] and Day

k
= [24(k � 1), 24k].

Also, because certain drugs are consumed with meals, e.g., capecitabine (Segal et al. 2014),

three time points (periodic with respect to the days) are designated as meal times, and we

denote this set of time points by MEALS. In general, we denote integer variables involved

in constraints by Z with appropriate subscripts.

Below, we describe operational constraints captured by our model, some of these con-

straints are explicitly included in the chemotherapy optimization literature. Others are in-

cluded based on typical dose regimens to prevent excessively large deviations from accepted

clinical practices.

1. Maximum concentration (Martin et al. 1992, Iliadis and Barbolosi 2000, Baker

et al. 2006): For each drug d 2 D, let �d,conc denote the maximum permissible

concentration in the e↵ect compartment. The maximum concentration constraint is

Cd(t)  �d,conc, 8 t 2 [0, T ].

2. Maximum infusion rate (Hande 1998, Reigner et al. 2001, Baker et al. 2006, Ershler

2006, Palmeri et al. 2008): For each drug d 2 D, let �d,rate denote the maximum infusion

rate. We model this operational constraint as Ud(t)  �d,rate, 8 t 2 [0, T ]. Implicitly,

previous studies of chemotherapy trials support the use of maximum infusion rates

that are not significantly higher than infusion rates used often in practice.

3. Daily cumulative dose (Hande 1998, Reigner et al. 2001, Baker et al. 2006, Ershler

2006, Palmeri et al. 2008): Let �d,cum denote the maximum cumulative daily dose of
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drug d. This operational constraint is modeled as follows:
R

t2Dayk

Ud(t) dt  �d,cum, 8 k 2

DAYS. Clinical studies often seek to determine appropriate thresholds for drug admin-

istration within particular time periods. Daily cumulative dose constraints ensure that

the administrated drugs in the model are reasonably close to tested protocols.

4. Pill administration (Hande 1998, Reigner et al. 2001, Ershler 2006, Sharma et al.

2006): If drug d is available in an orally administered pill, let ↵d,pill denote the

pill’s mass and we let the integer decision variable Zd,pill(t) indicate the number of

pills administered at time t; thus, the constraints are: Ud(t) = ↵d,pillZd,pill(t), 8 t 2

MEALS, Zd,pill(t) 2 Z+, 8 t 2 MEALS. Certain drugs are only available via oral ad-

ministration, and therefore, must be administered in discrete amounts. Some oral

drugs are recommended to be taken with food (Segal et al. 2014), hence the restriction

to MEALS.

5. Rest days (following treatment administration): We introduce binary decision vari-

ables Zk

d,rest to indicate if drug d is not administered during day k. Given a mandated

number of rest days ↵d,rest, we enforce this constraint as follows:
R

t2Dayk

Ud(t) dt 

�d,cum(1�Zk

d,rest),
min{↵d,rest,↵Day�k}P

l=0
(1�Zk+l

d,rest)  1, 8 k 2 DAYS. Rest periods, in which

no amount of a particular drug can be administered, may be mandatory due to the

pharmacokinetics (e.g., Baker et al. (2006)).

6. Maintenance of healthy cell (e.g., white blood cell) population (Murray 1990,

Iliadis and Barbolosi 2000): Let �w represent the minimum permissible white blood

cell count, then the constraint is Nw(t) � �w, 8 t 2 [0, T ]. Murray (1990) considers

analytical approaches to chemotherapy optimal control with unspecified “normal cells”

as part of a toxicity constraint. Iliadis and Barbolosi (2000) include the white blood

cell count to protect against granulocytopenia. Because the white blood cell count

constraint is an operational constraint, we include the accompanying white blood cell
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population and pharmacodynamics model within the operational constraints. Note

that we consider it in an objective function (Section 4.2.4).

7. Maximum count of cancer cell type q (Martin et al. 1992): For cell type q 2 Q,

let �q,count denote the maximum allowed cell count at the end of treatment; thus,

Nq(T )  �q,count. Martin et al. (1992) relate survival time to limiting the maximum

total tumor cell population. However, the authors do not control for specific cell type

subpopulations.

4.2.6 Discretization and Linearization

Many of the constraints in the previous sections require discrete decisions. Thus, we develop

mixed-integer linear programming models. To approximate the di↵erential equations, we

may use a variety of Runge-Kutta methods as approximation schemes. In particular, we

use Euler’s method, which is used in chemotherapy optimization (Harrold and Parker 2009).

The approximation of the drug concentration model (4.1) is

Cd,s+1 = Cd,s + h(�⇠dCd,s + Ud,s/V ), Cd,0 = 0. (4.7)

Here, h is the length of the time-step—if t(s) is the time at time-step s, then h = t(s+1)�t(s),

t(0) = 0, and t(S) = T = Sh. The time-step indices are given by the set S. Recall that

Ud(t) represents the flux rate of drug d: mass in grams per unit of time. Setting the unit

of time equal to h, so that Ud,s is the mass of drug d administered over time interval s, an

equivalent Euler’s method is

Cd,s+1 = Cd,s � h⇠dCd,s + Ud,s/V , Cd,0 = 0. (4.8)
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Similarly, Euler’s method can approximate tumor cell dynamics:

Pq,s+1 = Pq,s + h

 
⇤[Pq,1 � Pq,s]�

X

d2D

⌘d,q exp(�⇢d,qt(s))Ed,s

!
. (4.9)

Remark 4.1. Euler’s method can also discretize the operational constraints. In the models

of this chapter, O denotes the set of control-state variable pairs that satisfy the operational

constraints, and bO denotes the set of decision variables that satisfy the discretized operational

constraints.

All of these constraints (tumor cell population dynamics, pharmacodynamics, and opera-

tional constraints) are linear in the decision variables, with the exception of the e↵ectiveness

threshold constraints and the model for the white blood cell count, both of which have bi-

linear terms. We address both of these components in the discretized setting. Recall the

e↵ective concentration constraints (in discretized form):

Ed,s = l+(Cd,s � �d,e↵) = max{0, Cd,s � �d,e↵}. (4.10)

We enforce (4.10) using a binary decision variable ZE,d,s and (4.11):

�d,e↵ZE,d,s  Cd,s, (4.11a)

Ed,s + �d,e↵ZE,d,s � 0, (4.11b)

Ed,s + �d,e↵ZE,d,s � Cd,s + �d,conc(ZE,d,s � 1), (4.11c)

Ed,s + �d,e↵ZE,d,s  ZE,d,s�d,conc, (4.11d)

Ed,s + �d,e↵ZE,d,s  Cd,s. (4.11e)

In Section 4.3.4, we show that when minimizing the geometric mean, constraints (4.11)

enforce the ReLU constraints. That is, at optimality, Ed,s = l+(Cd,s � �d,e↵).
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Consider the white blood cell count model:

Nw,s+1 = Nw,s + h

"
�w � ⌫wNw,s �Nw,s

X

d2D

⌘d,wCd,s�⌧

#
, (4.12)

where ⌧ corresponds to the time delay tw in the di↵erential equation model. To linearize

(4.12) with continuous variables, we may use a McCormick envelope (McCormick 1976):

Bd,s � �wCd,s�⌧ , (4.13a)

Bd,s � Nw,0Cd,s�⌧ +Nw,s�d,conc �Nw,0�d,conc, (4.13b)

Bd,s  Nw,0Cd,s�⌧ +Nw,s�d,conc, (4.13c)

Bd,s  Nw,s�d,conc + �wCd,s�⌧ � �w�d,conc, (4.13d)

Nw,s+1 = Nw,s + h

"
�w � ⌫wNw,s �

X

d2D

⌘dBd,s

#
. (4.13e)

The drawback of a continuous McCormick envelope is the approximation quality of the

bilinear sum is not controllable. We therefore also consider a modified form of the mixed-

integer McCormick envelope approach of Gupte et al. (2013). Given the scale of approxi-

mated variables—the white blood cell count has an initial value of O(106) cells per cubic

centimeter—we alter the constraints provided by Gupte et al. (2013). As a factor in the

bilinear term, the white blood cell count is approximated by discrete variables within some

maximum error specified by the parameter �. We utilize integer binary decision variables

Zw,s,k, k 2 {0, . . . , K}, that select the approximations of Nw,s. In addition, we introduce

continuous decision variables Vd,s,k that represent the concentration of drug d.

Nw,s �

 
�w +

KX

k=1

(�k)Zw,s,k

!


1

2
�, (4.14a)

�Nw,s +

 
�w +

KX

k=1

(�k)Zw,s,k

!


1

2
�, (4.14b)
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KX

k=0

Zw,s,k = 1, (4.14c)

Bd,s =
KX

k=1

(�w +�k)Vd,s,k, (4.14d)

Vd,s,k  �d,concZw,s,k, 8 d 2 D, k 2 {1, . . . , K}, (4.14e)

Vd,s,k  Cd,s�⌧ , 8 d 2 D, k 2 {1, . . . , K}, (4.14f)

Vd,s,k � Cd,s�⌧ + �d,conc(Zw,s,k � 1), 8 d 2 D, k 2 {1, . . . , K}, (4.14g)

Vd,s,k � 0, 8 d 2 D, k 2 {0, . . . , K}, (4.14h)

Zw,s,k 2 B, 8 k 2 {1, . . . , K}, (4.14i)

Nw,s+1 = Nw,s + h

"
�w � ⌫wNw,s �

X

d2D

⌘dBd,s

#
(4.14j)

The quantity �w +
KP
k=1

(�k)Zw,s,k approximates the value of Nw,s. The variable Vd,s,k equals

Cd,s if and only if Zw,s,k = 1 (0 otherwise); due to (4.14d), Bd,s approximates the bilinear

term NsCd,s�⌧ .

4.3 Chemotherapy Optimization Models

We present two chemotherapy optimization models. The first model minimizes the tumor

cell population when the tumor’s heterogeneity is known, whereas the second minimizes the

toxicities during treatment and addresses uncertainty in the tumor’s composition and drug

resistance.

4.3.1 Treatment Optimization With a Tumor-Shrinkage-Based Objective

We consider a deterministic, single-treatment period model that minimizes the end-of-

treatment tumor cell populations. The tumor composition is known with certainty. We

use an additive e↵ect model for drug interaction.

The non-discretized, tumor-shrinkage-based combination chemotherapy optimization prob-
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lem is:

min
X

q2Q

Pq(T ) (4.15a)

s.t. C 0
d
(t) = �⇠dCd(t) + Ud(t)/V , 8 d 2 D, t 2 [0, T ], (4.15b)

Cd(0) = 0, 8 d 2 D, (4.15c)

Ed(t) = l+(Cd(t)� �d,e↵), 8 d 2 D, t 2 [0, T ], (4.15d)

P 0
q
(t) = ⇤ [Pq,1 � Pq(t)]�

X

d2D

⌘d,q exp(�⇢d,qt)Ed(t), 8 q 2 Q, t 2 [0, T ], (4.15e)

U � 0, (4.15f)

Pq(0) = ⇡q, 8 q 2 Q, (4.15g)

(C,U, P,Nw) 2 O, (4.15h)

where ⇡q is the initial type q cell population.

We use Euler’s method and other discretization and linearization techniques to formulate

a mixed-integer linear program. The drug administration control variable Ud represents the

mass (g) of drug d delivered per unit of time h, where h is the unit of time from Euler’s

method.

min
X

q2Q

Pq,S (4.16a)

s.t. Cd,s+1 = Cd,s + h(�⇠dCd,s +
1

h
Ud,s/V ), 8 d 2 D, s 2 {0, ..., S � 1}, (4.16b)

Cd,0 = 0, 8 d 2 D, (4.16c)

(4.11a)� (4.11e), 8 d 2 D, s 2 {0, . . . , S}, (4.16d)

Pq,s+1 = Pq,s + h

 
⇤ [Pq,1 � Pq,s]�

X

d2D

⌘d,q exp(�⇢d,qt(s))Ed,s

!
,

8 q 2 Q, s 2 {0, ..., S � 1}, (4.16e)
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Pq,0 = ⇡q, 8 q 2 Q, (4.16f)

ZE,d,s 2 B, 8 d 2 D, s 2 {0, . . . , S}, (4.16g)

C,U � 0, (4.16h)

(C,U, P,Nw) 2 bO, (4.16i)

where bO represents the operational constraints (see Section 4.2.5). Note that if h0 < h,

then the discretization with h0 provides a finer resolution of the time domain. However,

models with di↵ering time-steps are not necessarily relaxations of each other. Similarly,

the discretized model (4.16) approximates, but is not necessarily a relaxation of, the non-

discretized model (4.15).

4.3.2 Treatment Planning to Minimize Toxicity

For decades, clinical research has focused on granulocytopenia as a toxicity during chemother-

apy because this white blood cell deficiency can leave a patient vulnerable to infections (Pizzo

1993). Hence, our second model maximizes the white blood cell count (i.e., minimizes tox-

icity). Because we assess treatment plans in this model by toxicity, we include constraints

that enforce the tumor’s shrinkage, whose heterogeneous composition may be unknown if

only the size of the tumor is observed (e.g., via imaging). Thus, we ensure that, while the

treatment plan minimizes toxicity, the tumor population is su�ciently decreased with high

probability using a chance constraint.

Let ⇡ : ⌦! R|Q|
+ be a discrete random variable that describes the logarithm of the initial

population of the tumor before treatment, where
KP
k=1

e⇡
(k)

has a fixed value for each outcome

⇡(k), k 2 {1, . . . , K}. That is, the initial tumor size is equal in all scenarios. Denote the

probability of scenario k by P{⇡ = ⇡(k)
} = µ(k). Let ✏ 2 (0, .5) and consider the following
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chance constraint:

P{Nq,S  �chance,q, 8 q 2 Q} � 1� ✏. (4.17)

With high probability, the type-q cell count is no more than �chance,q. Without loss of

generality, let scenario 1 be (one of) the most likely scenarios. We set �chance,q = �q �̂
(k)
q e⇡

(1)
q ,

where �q 2 (0, 1) for each q 2 Q, and �̂(k)q 2 (0, 1] if q 2 argmax
q02Q

⇡(k)
q0 and 1 otherwise.

The interpretation of �q and �̂(k)q is as follows: (1) each cell type must be decreased by

the proportion �q, and (2) if cell type q has the largest population in scenario k, then the

proportional decrease is at least �q �̂
(k)
q . This ensures prioritization of the plurality cell type

while balancing the elimination of all present cell types.

One can model chance constraint (4.17) with a “big-M” constant Mchance (e.g., 2Pq,1)

and binary variables Z(k)
chance,q (see Birge and Louveaux (2011)), coupled with replicating

logarithm population variables:

P (k)
q,S
 ln(�q) + ln(�̂(k)

q
) + ⇡(0)

q
+MchanceZ

(k)
chance, 8 q 2 Q, k 2 {0, . . . , K}, (4.18a)

KX

k=1

µ(k)(1� Z(k)
chance) � 1� ✏. (4.18b)

A formulation for the toxicity-based problem is as follows:

max
C,E,U,P,Z

SX

s=0

Nw,s (4.19a)

s.t. Cd,s+1 = Cd,s + h(�⇠dCd,s +
1

h
Ud,s/V ), 8 , d 2 D, s 2 {0, ..., S � 1}, (4.19b)

Cd,0 = 0, 8 d 2 D, (4.19c)

(4.11a)� (4.11e), 8 d 2 D, s 2 {0, . . . , S}, (4.19d)

P (k)
q,s+1 = P (k)

q,s
+ h

 
⇤
⇥
Pq,1 � P (k)

q,s

⇤
�

X

d2D

⇢d,q exp(�⌘d,qt(s))Ed,s

!
,
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8 q 2 Q, s 2 {0, ..., S � 1}, (4.19e)

P (k)
q,0 = ⇡(k)

q
, 8 q 2 Q, k 2 {1, . . . , K}, (4.19f)

(4.18a)� (4.18b), (4.19g)

ZE,d,s 2 B, 8 d 2 D, s 2 {0, . . . , S}, Z(k)
chance 2 B, 8 k 2 {1, . . . , K}, (4.19h)

C,U � 0, (4.19i)

(C,U, P,Nw) 2 bO. (4.19j)

Note that the control and concentration variables, {Ud, Cd, Ed}d2D do not depend on the

scenario.

4.3.3 Structural Results

We prove results concerning the existence of solutions to (4.15). We show that under a

continuity condition, the state variables for the concentration and population are uniquely

defined by the control variables governing the drug administration, and we consider the

stability of Euler’s method.

In general, Euler’s method approximates

dy(t)

dt
= f(t, y) (4.20a)

y(0) = y0. (4.20b)

Lemma 4.1. (Butcher 2008) Consider (4.20) in which f is continuous in its first variable

and Lipschitz continuous in its second variable. Then (4.20) has a unique solution.

Theorem 4.1. Consider (4.15), and suppose the flux for drug d, Ud(t), is a continuous

function in time, for all d 2 D. Then the system of di↵erential equations

C 0
d
(t) = �⇠dCd(t) + Ud(t)/V , 8 d 2 D, t 2 [0, T ],
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has a unique solution.

Proof. Let d 2 D and define fCd
(t, Cd(t)) = �⇠dCd(t)+Ud(t)/V . Observe that fCd

is linear in

its second argument, hence Lipschitz continuous. Therefore, the continuity of Ud is su�cient

to guarantee that fCd
is continuous in its first variable and the di↵erential equation system

has a unique solution (Lemma 4.1).

Theorem 4.2. Consider (4.15), and suppose that the fluxes, {Ud}d2D, are continuous. Given

q 2 Q,

1. If Ed(t) = Cd(t) for all t (i.e., �d,e↵ = 0, 8 d 2 D), then the di↵erential equation

P 0
q
(t) = ⇤ [Pq,1 � Pq(t)]�

X

d2D

⌘d,q exp(�⇢d,qt)Ed(t),

has a unique solution.

2. If Ed(t) and Cd(t) are not necessarily equal, then for any ✏ > 0, there exists functions

E✏

d
such that the di↵erential equation

P 0
q
(t) = ⇤ [Pq,1 � Pq(t)]�

X

d2D

⌘d,q exp(�⇢d,qt)E
✏

d
(t), 8 q 2 Q, t 2 [0, T ],

has a unique solution and ||E✏

d
� Ed||1 < ✏.

Proof. By Theorem 4.1, the functions Cd are defined uniquely and they are di↵erentiable

(and continuous).

(1): Let fP (t, P (t)) = ⇤ [Pq,1 � Pq(t)] �
P
d2D

⌘d,q exp(�⇢d,qt)Cd(t). Observe that fP is

linear (hence Lipschitz continuous) in its second variable, and by continuity of Cd, for all

d 2 D, fP is continuous in its first variable. Thus, there exists a unique solution to the

di↵erential equation in the statement.
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(2): Note that l+ is continuous, which implies that if H : [0, T ] ! R is defined as

H(t) = l+(Ed(t)), then H is continuous. Consider the normed space of continuous functions

equipped with the supremum norm, C0([0, T ]). Let D([0, T ]) be the set of di↵erentiable

functions, and note that the closure of this set is D([0, T ]) = C0([0, T ]). Hence, there exists

a sequence {Ek

d
}
1
k=1 ✓ D([0, T ]) such that lim

k!1
Ek

d
= Ed, i.e., there exists K 2 N such that

for all k � K, ||Ek

d
� Ed||1 < ✏. Setting E✏

d
= EK

d
proves the statement.

Theorems 4.1 and 4.2 state that if the drug administration fluxes are continuous, there

exist unique solutions to the di↵erential equations governing state variables C and P . Fluxes

of oral drugs are inherently discontinuous, but this can be viewed as a bounded, piecewise

continuous flux, which is approximated arbitrarily well by continuous functions (e.g., with

respect to the L1 and L2 norms).

Theorem 4.3. Consider the discretized toxicity-based model, (4.19), with ⇤h  1. Let (U [1],

E [1], P [1]) and (U [2], E [2], P [2]) each be components of di↵erent feasible solutions. Suppose

E [1]
d,s
� E [2]

d,s
, for all d 2 D, s 2 {0, . . . , S}. Then P [1],(k)

q,S
 P [2],(k)

q,S
, for all q 2 Q, k 2

{1, . . . , K}.

Proof. Note that for each d 2 D, q 2 Q, ⌘ � 0, as it is the fractional kill e↵ect parameter,

and additionally, for all s 2 {0, . . . , S}, exp(�⇢t(s)) � 0. Moreover, h > 0 because it is a

positive unit of time. Choose q 2 Q, k 2 {0, . . . , K}, and consider any s 2 {0, . . . , S � 1}

such that P [1],(k)
q,s  P [2],(k)

q,s . Note that such a time step s exists, for instance, s = 0. Observe

P [1],(k)
q,s+1 = P [1],(k)

q,s
+ h

 
⇤
⇥
Pq,1 � P [1],(k)

q,s

⇤
�

X

d2D

⌘d,q exp(�⇢d,qt(s))E
[1]
d,s

!

 P [1],(k)
q,s

+ h

 
⇤
⇥
Pq,1 � P [1],(k)

q,s

⇤
�

X

d2D

⌘d,q exp(�⇢d,qt(s))E
[2]
d,s

!

= (1� ⇤h)P [1],(k)
q,s

+ h

 
⇤Pq,1 �

X

d2D

⌘d,q exp(�⇢d,qt(s))E
[2]
d,s

!

 (1� ⇤h)P [2],(k)
q,s

+ h

 
⇤Pq,1 �

X

d2D

⌘d,q exp(�⇢d,qt(s))E
[2]
d,s

!
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= P [2],(k)
q,s

+ h

 
⇤
⇥
Pq,1 � P [2],(k)

q,s

⇤
�

X

d2D

⌘d,q exp(�⇢d,qt(s))E
[2]
d,s

!

= P [2],(k)
q,s+1 .

Because P [1],(k)
q,0 = P [2],(k)

q,0 = ⇡(k)
q , it follows by induction that P [1],(k)

q,s  P [2],(k)
q,s , 8 s 2

{0, . . . , S}, which also implies P [1],(k)
q,S

 P [2],(k)
q,S

.

Theorem 4.3 implies that if a feasible solution’s e↵ective concentration is dominated by

another feasible solution’s e↵ective concentration, the second solution has a smaller end-

of-treatment population. While we prove Theorem 4.3 for the general case with multiple

scenarios, an analogous result for the deterministic tumor-shrinkage-based model (4.16) im-

plies that the second solution is preferred (with respect to the objective of minimizing tumor

size).

We study the stability of the Euler’s method approximations in (4.16) and (4.19). Abso-

lutely stable numerical methods produce “reasonable results” for suitable time-step values

(LeVeque 2007).

Proposition 4.1. Let ⇠, h,V > 0, and let {Us}s2Z+ be a bounded sequence. Under the

stability condition h < 2
⇠
, the di↵erence equation Cs+1 = Cs � h⇠Cs + Us/V , for all s 2 Z+,

is absolutely stable.

Proof. We proceed by proving that

Cs+1 = (1� h⇠)s+1C0 +
1

V

sX

k=0

(1� h⇠)s�kUk

using induction. The base case, s = 0, is immediate. Assume that for all s  s0 2 Z+, the

claim holds. Then,

Cs0+1 = Cs0 � h⇠Cs0 + Us0/V
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= (1� h⇠)Cs0 + Us0/V

= (1� h⇠)[(1� h⇠)s
0
C0 +

1

V

s
0�1X

k=0

(1� h⇠)s
0�1�kUk] + Us0/V

= (1� h⇠)s
0+1C0 +

1

V

s
0X

k=0

(1� h⇠)s
0�k,

where we use the induction hypothesis in the penultimate line. By induction, the recurrence

relation holds for all s 2 Z+. Because {Us}s2Z+ is a bounded sequence and ⇠ and h are

strictly positive, the recurrence relation (i.e., the di↵erence equation system) is stable if the

condition h < 2
⇠
is satisfied because it implies |1� h⇠| < 1.

Proposition 4.2. Let {Fs}s2Z+ be a bounded sequence and ⇤, h > 0. Under the stability

condition h < 2
⇤ , the di↵erence equation Ps+1 = Ps + h (⇤[P1 � Ps]� Fs), for all s 2 Z+ is

absolutely stable.

Proof. We first prove the recurrence relation

Ps+1 = (1� ⇤h)s+1P0 +
sX

k=0

⇥
(1� ⇤h)s�kh(⇤P1 � Fk)

⇤

using induction. The base case of s = 0 is immediate. Assume that for all s  s0 2 Z+, the

claim holds. We have

Ps0+1 = Ps0 + h (⇤[P1 � Ps0 ]� Fs0)

= (1� ⇤h)Ps0 + h(⇤P1 � Fs0)

= (1� ⇤h)

"
(1� ⇤h)s

0
P0 +

s
0�1X

k=0

(1� ⇤h)s
0�1�kh(⇤P1 � Fk)

#
+ h(⇤P1 � Fs0)

= (1� ⇤h)s
0+1P0 +

s
0X

k=0

(1� ⇤h)s
0�kh(⇤P1 � Fk),

where we apply the induction hypothesis in the second-to-last line. We have that {Fs}s2Z+
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is a bounded sequence and h and ⇤ are strictly positive, which imply that the recurrence

relation is stable, if the condition h < 2
⇤ is satisfied because it implies |1� ⇤h| < 1.

4.3.4 Modeling E↵ective Concentration

Using the e↵ective concentration property from Theorem 4.3, we can prove the validity of

the ReLU constraints presented in Section 4.2.6.

Proposition 4.3. Suppose (4.16) includes maximum concentration constraints. Consider

the proposed “ReLU constraints” (4.11a)-(4.11e):

�d,e↵ZE,d,s  Cd,s, (4.11a)

Ed,s + �d,e↵ZE,d,s � 0, (4.11b)

Ed,s + �d,e↵ZE,d,s � Cd,s + �d,conc(ZE,d,s � 1), (4.11c)

Ed,s + �d,e↵ZE,d,s  ZE,d,s�d,conc, (4.11d)

Ed,s + �d,e↵ZE,d,s  Cd,s (4.11e)

ZE,d,s 2 B.

1. Let C̄, Ē, and Z̄ be the concentration, e↵ective concentration and binary variables of a

feasible solution to (4.16) or (4.19). Then, Z̄E,d,s = 0 if and only if �d,e↵ � C̄d,s  0. .

2. Let C⇤, E⇤, and Z⇤ be the concentration, e↵ective concentration and binary variables

of an optimal solution to (4.16). Then, E⇤
d,s

= l+(0, C⇤
d,s
� �d,e↵).

Proof. (1): Suppose Z̄E,d,s = 1. Then constraints (4.11b)-(4.11e) become

Ēd,s � ��d,e↵ , (4.21a)

Ēd,s � C̄d,s � �d,e↵ , (4.21b)

Ēd,s  �d,conc � �d,e↵ , (4.21c)
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Ēd,s  C̄d,s � �d,e↵ . (4.21d)

Because �d,e↵ � 0, (4.21a) is dominated by (4.21b), and because �d,conc � C̄d,s (maximum

concentration constraint), (4.21c) is dominated by (4.21d). Hence, Ēd,s = C̄d,s � �d,e↵ .

Suppose that Z̄E,d,q,s = 0. Then constraints (4.11b)-(4.11e) become

Ēd,q,s � 0, (4.22a)

Ēd,q,s � C̄d,s � �d,conc, (4.22b)

Ēd,q,s  0, (4.22c)

Ēd,q,s  C̄d,s. (4.22d)

Because C̄d,s  �d,conc, (4.22b) is dominated by (4.22a), and because C̄d,s � 0, (4.22d) is

dominated by (4.22c). Thus, Ēd,q,s = 0.

(2): We have �d,e↵ � 0. Thus, if C⇤
d,s
� �d,e↵  0, then (4.11a) enforces Z⇤

E,d,q,s
= 0; thus,

E⇤
d,s

= 0 = l+(C⇤
d,s
� �d,e↵).

Otherwise, if C⇤
d,s
� �d,e↵ > 0, then Z⇤

E,d,s
can take the value of 0 or 1. From the above

arguments, Theorem 4.3, and because (Z⇤
E,d,s

, C⇤
d,s
, E⇤

d,s
) are part of an optimal solution,

Z⇤
E,d,s

= 1 because this implies E⇤
d,s

= C⇤
d,s
� �d,e↵ > 0, which decreases the population

of tumor cells, as well as the final tumor cell count (by Theorem 4.3). Thus, in this case,

E⇤
d,s

= l+(C⇤
d,s
� �d,e↵).

Proposition 4.4. Given Ed,s = l+(Cd,s � �d,e↵), the following inequality holds:

Cd,s  Ed,s + �d,e↵ . (4.23)

Proof. If Cd,s  �d,e↵ , then Ed,s = 0 and the inequality is valid. If instead Cd,s > �d,e↵ , then

Ed,s = Cd,s � �d,e↵ and the inequality holds in this case as well.
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Although under some objectives optimality may imply (4.11a)-(4.11e) are su�cient to

enforce the ReLU constraint, this may not be the case for general objectives. Constraint

(4.23) ensures that the ReLU constraints are properly enforced without reliance on the

objective function.

4.4 Model Calibration and Specification

Though our framework applies to many forms of cancer, we specify our numerical study for

breast cancer, which kills 40,000 women in the United States annually (American Cancer

Society 2018).

4.4.1 Cell and Drug Types

We include three breast cancer drugs in our study, capecitabine (oral), docetaxel (intrave-

neous), and etoposide (oral). They are labeled 1, 2, and 3, respectively. Designing treatment

via mathematical models can help enable a patient to receive individualized care. A compo-

nent of a patient’s individuality is the heterogeneity in the cell population. To account for

this variability, we include four tumor cell types:

• 0 = “no resistance, all drugs”,

• 1 = “resistance, capecitabine only”,

• 2 = “resistance, docetaxel only”, and

• 3 = “resistance, etoposide only”.

We do not consider the case in which a cell has resistance to multiple drugs because the drugs

we consider have di↵erent mechanisms to attack tumor cells (Luqmani 2005). Hence, the

probability of mutations resulting in resistance to multiple drugs is lower than the probability

of resistance to a single drug. Recall that a fifth cell type, denoted by the index w, represents

the white blood cells.
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Parameter Name Symbol Value Source
Initial Cancer Cell Population (Total)

P
q2Q

Nq,0 109 cells [1]

Cancer Cell Population Limit (Total)
P
q2Q

Nq,1 2 • 1012 cells [1]

Gompertz Growth Parameter ⇤ 3 • 10�3day�1 [2]
White Blood Cell Initial Population (per cubic meter) Nw,0 8 • 1012cells [2]

White Blood Cell Turnover ⌘w .15 day�1 [2]
White Blood Cell Production Rate vw 1.2 • 1012cells day�1 m�3 [2]

Table 4.1 : Cell population dynamics parameters. Sources: [1] Norton (1988), [2] Iliadis and
Barbolosi (2000).

4.4.2 Model Parameters

Cell Population Dynamics

The initial tumor size, Nq,0 can vary substantially, depending on the progression of the disease

at the start of treatment. Norton (1988) uses the data collected by Bloom et al. (1962) to

estimate the initial population size of untreated breast cancer patients as N0 = 4.8 •109 cells.

These estimates are supported by the fact that tumor detection usually does not occur before

the tumor has 109 cells, 30 generations after the first malignant cell (Asachenkov et al. 1994,

Cameron 1997). Thus, we use 230 ⇡ 109 cells as the initial cell population. Norton (1988)

estimates the steady-state tumor size as N1 = 3.1 • 1012 cells, which is supported by the

maximum tumor size detected in mammograms (Cameron 1997), and thus, the asymptotic

limit is set at approximately 2 •1012 cells.

Some concentration constraint parameters are expressed as mass
surface area . We use Du Bois

and Du Bois (1916)’s formula to convert between area and mass, and we utilize the fact that a

human’s mass (kg) and volume (liters) are roughly equal (derived from water composing over

60 percent of the body). Then, a patient with 1.7m2 of surface area has an estimated volume

of 60 liters. Hence, for instance, a maximum capecitabine concentration of 600mg m�2

translates to 17g m�3. In addition, the maximum cumulative (over the treatment period)

dose constraint for etoposide was converted into a maximum daily cumulative constraint.

Table 4.1 summarizes the parameters used for population dynamics.
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Parameter Name Symbol Value (Capecitabine, Docetaxel, Etoposide) Source

Kill e↵ect (non-resistant) ⌘d,0
{3.56 • 10�4g�1day�1m3

, 2.65 • 10�2g�1day�1m3
,

1.36 • 10�2g�1day�1m3} [3]

White blood cell e↵ect ⌘d,w {5 • 10�4g�1day�1m3
, 2 • 10�3g�1day�1m3

, 10�3g�1day�1m3}
White blood cell delay tw 5 days [2]
Temporal resistance ⇢d,q {0, 0, 0}
Elimination rate ⇠d,q {.6, .2, .8} [1,2]

E↵ectiveness threshold �d,e↵ {0, 0, 5 • 10�1g m�3} [2]
Mutated resistance �d {0, 0, 0}

E↵ect compartment volume V 1.5•10�2m3 [2]

Table 4.2 : Parameter values for pharmacodynamics. Sources: [1] Frances et al. (2011), [2] Iliadis
and Barbolosi (2000), [3] Estimated (see Equation (4.27) and Table 4.4)

Pharmacodynamics

Many drugs can be used in chemotherapy, with varying e↵ects on di↵erent cell types. The

parameters governing pharmacodynamics are the dose history parameters, the kill e↵ect

parameters, the temporal resistance parameters, and the e↵ective concentration thresholds.

Because we account for resistance using multiple cell types, we do not include temporal

resistance (i.e., ⇢d,q = 0 for all d 2 D, q 2 Q). The white blood cell model includes a delayed

exposure parameter, a production rate, and a turnover rate. Although we can translate

fractional kill parameters from other settings into our framework, we opt to estimate kill

parameters using a similar method to that of Iliadis and Barbolosi (2000). We estimate the

kill parameters for each drug independently (see Section 4.4.4). Table 4.2 summarizes the

pharmacodynamics parameters.

Constraint Parameters

All drugs have a maximum flux, a maximum drug concentration, and a maximum cumulative

daily dose. Capecitabine and etoposide are orally administered daily via pills of size 500 mg

and 50 mg, respectively (Hande 1998, Sharma et al. 2006). Oral drugs are often taken with

food, so we designate three time points within each day at which the oral drugs may be taken.

Docetaxel use is constrained by a week-long rest period after each administration day. To

balance the aims of the treatment, a constraint in the tumor-shrinkage-based model enforces



131

each cell type to decrease by some percentage of its original cell count. This constraint

is enforced via a chance constraint in the toxicity-based model. Table 4.3 summarizes the

constraint parameters.

We list the specific implemented constraints of the model.

Capecitabine Constraints:

C1,s  �1,conc, 8 s 2 {0, . . . , S}, (Capec.Concentration.Max)

X

s2Dayk

U1,s  �1,cum, 8 k 2 DAYS, (Capec.Daily.Max)

U1,s  �1,rate, (Capec.InfusionRate)

U1,s = ↵1,pillZ1,pill,s, 8 s 2 MEALS, (Capec.PillAdmin)

Z1,pill,s 2 Z+, 8 s 2 {0, . . . , S}. (Capec.IntegerPills)

Constraint (Capec.Concentration.Max) enforces the maximum capecitabine concentration

at any time. Constraint (Capec.Daily.Max) limits the maximum daily capecitabine admin-

istered. Constraint (Capec.PillAdmin) and (Capec.IntegerPills) enforce that capecitabine

doses are administered via pills (in discrete amounts).

Docetaxel constraints:

C2,s  �2,conc, 8 s 2 {0, . . . , S}, (Docet.Concentration.Max)

X

s2Dayk

U2,s  �2,cum(1� Z2,k,rest), 8 k 2 DAYS, (Docet.Daily.Max)

U2,s  �2,rate, 8 s 2 {0, . . . , S}, (Docet.InfusionRate)

min{↵2,rest,↵Day�k}X

l=0

(1� Z2,k,rest)  1, 8 k 2 DAYS, (Docet.Rest)

Z2,rest,k 2 B, 8 k 2 DAYS. (Doc.IntegerRest)

Constraint (Docet.Concentration.Max) enforces a maximum concentration of the drug do-
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cetaxel. Constraint (Docet.InfusionRate) limits the maximum infusion rate. Constraint

(Docet.Daily.Max) enforces a capacity on the maximum administered dose per day (i.e., per

infusion session). Constraint (Docet.Rest) controls the selection of infusion sessions along

with rest days.

Etoposide constraints:

C3,s  �3,conc, 8 s 2 {0, . . . , S}, (Etopo.Concentration.Max)

X

s2Dayk

U3,s  �3,cum, 8 k 2 DAYS, (Etopo.Daily.Max)

U1,s  �3,rate, (Etopo.InfusionRate)

U1,s = ↵1,pillZ1,pill,s, 8 s 2 MEALS, (Etopo.PillAdmin)

Z1,pill,s 2 Z+, 8 s 2 {0, . . . , S}. (Etopo.IntegerPills)

The constraints for etoposide are analogous to those of capecitabine.

Balanced Population Reduction Constraints:

For the toxicity-based model, chance constraints ensure that all subpopulations of the

tumor cells are treated e↵ectively. To produce the same e↵ect in the tumor-shrinkage-based

model, we include the following subpopulation reduction operational constraints:

Nq,S  �qe
⇡q , 8 q 2 Q.

4.4.3 Estimating Initial Tumor Population via a Branching Process

At the commencement of treatment, there is uncertainty about the tumor’s drug resistance,

which we address through a chance-constrained model (4.19) (see Section 4.3.2). Recall

that we consider four cell types: (0) non-resistant, (1) capecitabine-resistant, (2) docetaxel-

resistant, and (3) etoposide-resistant. Assume the tumor starts with a single, non-resistant
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Parameter Name Symbol Value (Capecitabine, Docetaxel, Etoposide) Source
Max drug concentration �d,conc {2g/V , 4 • 10�2g/V , 10�1g/V } [1,2,4]

Max infusion rate �d,rate {1.5g m�2hr�1
, 8 • 10�2g m�2hr�1

, 10�1g m�2hr�1} [1,2,4,7]
Max daily dose �d,cum {3g m�2

, 8 • 10�2g m�2
, 2 • 10�1g m�2} [1,2,4,7]

Oral pill size ↵d,pill {500mg,NA, 50mg} [2,5]
Treatment rest �d,rest {NA, 6 days,NA} [4,7]

Treatment window �d,win {NA, 1 day,NA} [4]
White Blood Cell Minimum Population �w 2 ⇤ 1012cells m�3 [3,6]

Table 4.3 : Parameter values for constraints. Sources: [1] Ershler (2006), [2] Hande (1998), [3]
Iliadis and Barbolosi (2000), [4] Palmeri et al. (2008), [5] Sharma et al. (2006), [6] Pizzo (1993),
[7] Rugo et al. (2011)

cell at generation 0. In each subsequent generation, every tumor cell gives rise to two

daughter cells. With probability ↵(0,q), exactly one of the daughter cells mutates to resist

drug d, where cell type q is resistant to drug d. Note that this mutation only occurs from

the non-resistant cell type to a single-drug resistant cell type. All other cell types give rise

to exactly two identical daughter cells in each subsequent generation.

This tumor growth process is naturally modeled with a branching process (Kimmel and

Axelrod 2015). Let ⇡(t) 2 R|Q|
+ be a multivariate random variable representing the popu-

lation of each tumor cell type at generation t 2 Z+. Denote the vector of probabilities of

outcomes for non-resistant cells by ↵(0). Then, ⇡(t+1) ⇠ MD(⇡0(t),↵(0))+2⇡(t)�e0�⇡(t),

where MD(n,p) denotes the multinomial distribution with n trials and probabilities p. We

compute the expected cell populations of each type using the probability vector ↵(0).

Proposition 4.5. For t 2 Z+, the expected cell type 0 (non-resistant) population at genera-

tion t is E(⇡0(t)) = (↵(0,0)+1)t. The expected cell type q (resistant) population at generation

t+ 1 is E(⇡q(t+ 1)) =
tP

k=0
2k↵(0,q)(↵(0,0) + 1)t�k.

Proof. Consider the non-resistant cell population. We prove the claim by induction, and one

can observe that t = 0 and t = 1 readily serve as base cases. Assume for all t  t0,E(⇡0(t)) =

(↵(0,0)+1)t. Let E[·]0 denote the expectation of the 0th index. The expectation for generation
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t0 + 1 is

E(⇡0(t0 + 1)) = E[MD(⇡0(t0),↵(0)) + 2⇡(t0)� e0 � ⇡(t0)]0

= E[MD(⇡0(t0),↵(0))]0 + E[2⇡(t0)� e0 � ⇡(t0)]0

= E[MD(⇡0(t0),↵(0))]0 + E[⇡(t0)]0.

Let Z ⇠ [MD(⇡0(t0),↵(0))]0. Observe that ⇡(t0) is a discrete random variable with finite

support, denote the outcomes of ⇡0(t0) by {!k}
K

k=1 with probabilities Pr{⇡0(t0) = !k} = pk,

for all k 2 {1, . . . , K}. Hence, by the law of total expectation

E[Z] = E[E[Z | ⇡(t0)]]

=
KX

k=1

pkE[MD(!k,↵(0))]0

=
KX

k=1

pk!k↵(0,0)

= ↵(0,0)E[⇡0(t0)].

Thus, by the induction hypothesis,

E[MD(⇡0(t0),↵(0))]0 + E[⇡(t0)]0 = ↵(0,0)E[⇡0(t0)] + E[⇡(t0)]0

= ↵(0,0)(↵(0,0) + 1)t0 + (↵(0,0) + 1)t0

= (↵(0,0) + 1)t0+1.

By induction, this proves the expectation for the non-resistant cell population, for all gen-

eration t 2 Z+.

We now prove the resistant cell case (q 6= 0). For the base case of t = 0, we have

E(⇡q(1)) = ↵(0,q), which is given by the definition of the multinomial random variable. In
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addition,

0X

k=0

2k↵(0,q)(↵(0,0) + 1)0�k = ↵(0,q),

and the base case is satisfied.

Next, assume for any t < t0, we have E(⇡q(t+ 1)) =
tP

k=0
2k↵(0,q)(↵(0,0) + 1)t�k. We prove

the case for t0. Let E[·]q denote the expectation of the qth index, then the expectation at

generation t0 + 1 is

E(⇡q(t0 + 1)) = E[MD(⇡0(t0),↵(0)) + 2⇡(t0)� e0 � ⇡(t0)]q

= E[MD(⇡0(t0),↵(0))]q + E[2⇡(t0)� e0 � ⇡(t0)]q.

Similar to the non-resistant case, let Z ⇠ [MD(⇡0(t0),↵(0))]q. By the law of total expectation,

we have

E[Z] = E[E[Z | ⇡(t0)]]

=
KX

k=1

pkE[MD(!k,↵(0))]q

=
KX

k=1

pk!k↵(0,q)

= ↵(0,q)E[⇡0(t0)].

Thus, by the induction hypothesis,

E[MD(⇡0(t0),↵(0))]q + E[2⇡(t0)� e0 � ⇡(t0)]q

= ↵(0,q)E[⇡0(t0)] + 2E[⇡q(t0)]

= ↵(0,q)(1 + ↵(0,0))
t0 + 2

t0�1X

k=0

2k↵(0,q)(↵(0,0) + 1)t0�1�k
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= ↵(0,q)(1 + ↵(0,0))
t0 +

t0�1X

k=0

2k+1↵(0,q)(↵(0,0) + 1)t0�(k+1)

= ↵(0,q)(1 + ↵(0,0))
t0 +

t0X

k=1

2k↵(0,q)(↵(0,0) + 1)t0�k

=
t0X

k=0

2k↵(0,q)(↵(0,0) + 1)t0�k.

By induction, this proves the expectation for resistant cell type q, for all generations

t 2 Z+.

To generate scenarios, we simulate this branching process then cluster similar replications

into aggregate scenarios, following previous approaches the stochastic programming literature

(Gülpinar et al. 2004, Beraldi and Bruni 2014). The end populations from the simulations

are normalized according to the Studentized residual with respect to each cell type. Then,

the vectors of normalized populations are clustered via k-means using scikit-learn (Pedregosa

et al. 2011) into ten aggregate scenarios, after constructing a sum of squared errors plot and

observing only small reductions with more scenario clusters (see Figure 4.1). The cluster

centroid is the scenario outcome, and the size of the cluster divided by the number of trials

is the scenario’s probability.

4.4.4 Calibrating Fractional Kill Parameters

To estimate the kill parameters, we set a treatment period length T̃ (not necessarily equal

to T ), a target (log) tumor population P 0 of non-resistant cells, a standard deviation �d, and

a number of trials K. A simple treatment plan for drug d dictates the flux Ūd and hence

the concentration C̄d and e↵ective concentration Ēd (in discretized form). For each trial

k 2 {1, . . . ,K}, we generate a kill parameter perturbation ✏k from a normal distribution

with mean 0 and variance �d. To estimate the fractional kill parameter, ⌘d,0 we solve the
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Figure 4.1 : Sum of squared errors from K-means clustering of branching process replications.

following linear system with variables ⌘ and P .

P (k)
s+1 = P (k)

s
+ h

 
⇤
⇥
P0,1 � P (k)

s

⇤
�

X

d2D

(⌘ + ✏k) exp(�⇢d,0t(s))Ēd,s

!
, 8 s 2 {0, . . . , S̃},

(4.27a)

P (k)
0 = ⇡0, (4.27b)

1

K

KX

k=1

P (k)

S̃
= P 0. (4.27c)

Here, P (k) represents the tumor population with the fractional kill parameter value ⌘ +

✏k. Also, {0, . . . , S̃} are indices of time-steps from 0 to T̃ , with time-step length h. With

appropriately chosen standard deviations, given a solution (P ⇤, ⌘⇤) of (4.27), we let ⌘⇤ be

an estimate for ⌘d,0. That is, ⌘⇤ is the fractional kill parameter estimate such that the

sample average tumor end-population is P 0. The computed estimates are listed in Table 4.2.

For each drug d 2 D, a simple treatment plan U 0
d
is used to determine the fractional kill
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Drug Treatment Plan Perturbation SD ⌘⇤
d

Capecitabine 1.25 g per day 7.5 •10
�5

3.56 •10
�4

Docetaxel 4 •10
�2

g per week 7 •10
�4

2.65 •10
�2

Etoposide 5 •10
�2

g per day 7 •10
�4

1.36 •10
�2

Table 4.4 : Calibration of fractional kill parameters. The fractional kill parameter is computed
such that the average tumor reduction (over 100 trials) is 90% over a twenty-four week period
using the “simple” treatment plan.

parameter that leads to an average tumor size equal to the specified fractional value.

Remark 4.2. Given perturbations {✏k}Kk=1, if (4.27) has a solution, it is unique.

4.5 Computational Results

To solve the mixed-integer programs, we used Gurobi 7.5.1 with default parameters on a

Linux workstation with an eight-core 3.80 GHz processor (processor speed 1200 MHz). We

set the time-step length to 2 hours (h = .0833 days) unless stated otherwise. The white blood

cell count model used a time-step length of one day. The length of the treatment period was

21 days, typical for a chemotherapy cycle (Ershler 2006). The maximum population for each

cell type was exp(8 + ⇡q) cells, as the sum of these asymptotic limits is on the order of 1012

cells. We set the relative gap tolerance as (u � l)/u < .25%, where u and l are the upper

and lower bounds, respectively.

4.5.1 Tumor-Shrinkage-Based Model

We set the initial populations for the tumor cell types according to the scenario with the high-

est probability (see Section 4.5.2). Using the discrete bilinear approximation, the resulting

model (4.16) had over 5,600 variables (906 integer, 717 binary) and over 9,400 constraints.

The gap converged to .31% within a 2 hour time limit. Using the continuous bilinear ap-

proximation, the model had over 3,800 variables (466 integer, 277 binary) and over 6,400

constraints. The gap converged in under 31 minutes.
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(a) Discrete McCormick approximation (b) Continuous McCormick approximation

Figure 4.2 : White blood cell counts in the tumor-shrinkage-based model using two di↵erent
approximations for the bilinear terms. Both approximations produce similar outcomes.

McCormick Type

Discrete

Continuous

h (days) Obj. Val. Run-time(s) Constraints Vars IVars BVars Gap

0.0833 68.22 7200 9461 5603 906 717 0.0031

0.0833 68.23 1845 6452 3843 466 277 0.0025

Table 4.5 : Solver statistics for the tumor-shrinkage-based chemotherapy optimization
model with a fixed time discretization and a .25% gap tolerance and a 2 hour time limit.
The discrete and continuous McCormick envelopes were separately used to approximate
the white blood cell model.

There is a tradeo↵ between the two bilinear approximation approaches. The discrete

method allows for greater guaranteed granularity in the (granulocyte) white blood cell model

at the cost of more binary variables. In contrast, the continuous approximation cannot be

readily adjusted, but it has fewer integer variables. Both models resulted in similar objective

values. In addition, Figure 4.2 illustrates that both white blood cell count approximation

schemes result in similar outcomes. Thus, for additional tests with the tumor-shrinkage-

based model we use only the continuous McCormick envelope approach, because it is more

computationally e�cient.

Figure 4.3 displays the drug infusion rates and concentrations over the treatment period

(etoposide’s e↵ective concentration is displayed in Figure 4.4). From the optimal solution,

capecitabine and etoposide are typically administered twice and once per day, respectively.



140

Figure 4.3 : Drug concentrations of three chemotherapeutic drugs from the tumor-shrinkage-
based model. Capecitabine and etoposide are orally administered drugs that can be taken
multiple times daily, whereas docetaxel requires a week-long rest period between adminis-
tration days.

Figure 4.4 : E↵ective concentrations of etoposide in the tumor-shrinkage-based model.
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Figure 4.5 : The logarithm of the tumor cell populations.

The highest doses of capecitabine and etoposide occur at the beginning of the treatment

period. Docetaxel, the intravenous drug, is administered weekly starting on the first day,

due to the rest period constraints. The e↵ect on the tumor cell population can be seen

in Figure 4.5. All cell types decrease fairly consistently over time (with respect to the

logarithm). The capecitabine-, docetaxel-, and etoposide-resistant cell types have similar

outcomes. Figure 4.2b displays the white blood cell count. The delayed e↵ect of the drugs

on white blood cells can be observed, and the white blood cell count remains above the

minimum threshold.

To test the model’s dependency on the time discretization, we varied the time-step pa-

rameter h from 4 hours (.167 days) to 20 minutes (.0139 days). Table 4.6 summarizes the

results. There is little evidence that the discretization (within the tested range) substantially

impacts the objective value, in accordance with our stability results; all tested time-step val-

ues satisfy the stability condition. However, the discretization does impact the model’s

solvability because as h decreases, the number of variables and constraints increases. The
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h (days) Obj Val Run-time (s) Cons Vars IVars BVars Gap
0.1667 68.00 151 3299 2035 340 151 0.0025
0.0833 68.23 1849 6452 3843 466 277 0.0025
0.0417 68.20 2247 12755 7455 718 529 0.0025
0.0208 68.34 7200 25361 14679 1222 1033 0.0030
0.0139 68.37 6839 37967 21903 1726 1537 0.0025

Table 4.6 : Solver statistics for di↵erent time-step values (h).

model with the second smallest value of h converged to .3% within a two hour time limit,

while the model with the smallest value of h took the longest for the gap to converge. Fig-

ure 4.6 shows that the cell populations do not di↵er substantially throughout the treatment

periods under the tested time-steps. For instance, consider the models given by h = .167

and h0 = .0208. In both cases, the total end-of-treatment period tumor cell population is

O(108), whereas the di↵erence in the geometric means is O(106). Recall that, in general,

given a time-step h, the same model with time-step h0 is not a relaxation whether h < h0 or

h > h0. Thus, an optimal solution under one time discretization may not even be feasible

under a di↵erent discretization.

4.5.2 Toxicity-Based Model

The parameter values for the toxicity-based model are the same as those in the tumor-

shrinkage-based model, except for parameters concerning the initial population and the

chance constraints. We simulated a branching process (as described in Section 4.4.3) with

10,000 replications to estimate the distribution of heterogeneity of the tumor cell popula-

tion after 30 reproductive generations. Figure 4.7 displays the 30th generation population

sampled distribution of each cell type. The drug-resistant cell population sample means are

similar, as expected (Proposition 4.5), as well the distributions. The non-resistant cell type’s

distribution has the largest sample mean and is left-skewed. Table 4.7 displays the cluster

centroids (logarithm of cell population) and the associated scenario’s probability. Scenario

1 has the highest probability (over .77). The estimated probability of selecting a scenario in
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Figure 4.6 : Logarithms of cell subpopulations for the tumor-shrinkage-based model using
di↵erent time-steps.

which a drug-resistant cell type has the largest cell count is approximately .0175.

We set ✏ for the chance constraint equal to .01 and note that this enforces that some

scenario’s end-of-treatment population constraints must be satisfied; this parameter value

forces the treatment plan to account for a wide range of tumor composition outcomes. For

the cell type reduction constraints, �0 = .65, �q = .7, for q 2 Q\{0}, and �̂(k)q = .5 if

q 2 argmax
q02Q

⇡(k)
q0 , and 1 otherwise. Using the discrete approximation of the bilinear terms,

the toxicity-based model contained over 14,700 variables (916 integer, 727 binary) and 18,600

constraints. With the continuous McCormick approach, the model contained over 12,900

variables (476 integer, 287 binary) and 15,600 constraints. The discrete approximation model

converged to .81% and the continuous approximation model converged to .74% in two hours,

which is evidence that the toxicity-based model may be more di�cult to solve than the

tumor-shrinkage-based model. Figure 4.8a shows the white blood cell count using the discrete



144

Figure 4.7 : Simulated (log) initial cell populations. The cell types are: N = non-resistant,
C = capecitabine-resistant, D = docetaxel-resistant, and E = etoposide-resistant.

McCormick approximation and Figure 4.8b shows the continuous McCormick approximation.

Although the approximation quality is only controlled in the discrete version, both models

result in similar outcomes. Thus, we henceforth focus on the continuous approximation

model.

Figure 4.9 shows the control variable drug infusion rates (which also indicates the time

of administration) and the state variable drug concentrations (etoposide’s e↵ective concen-

tration is displayed in Figure 4.10). The treatment plan in the toxicity-based model is

less consistent than the tumor-shrinkage-based model. Though docetaxel is administered

on three days (the dose in the first week is noticeably smaller) each separated by a week

and etoposide is administered almost daily, the capecitabine dosage is initially more irreg-

ular. This could be due to maximizing the white blood cell count, which is higher than

in the tumor-shrinkage-based model. Figure 4.11 displays the logarithm of the cell popula-

tions under scenarios 1-10. All cell types decrease throughout the treatment period, except
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Scenario Non-resist. (0) Capec.-resist. (1) Docet.-resist. (2) Etopo.-resist. (3) Prob.

1 20.516 17.924 17.902 18.764 0.0620

2 19.881 17.268 20.174 17.347 0.0059

3 20.511 18.776 17.932 17.934 0.0603

4 20.294 19.570 17.808 17.787 0.0109

5 19.875 17.426 17.518 20.158 0.0064

6 20.298 17.783 19.566 17.781 0.0109

7 20.509 17.913 18.809 17.893 0.0577

8 19.868 20.177 17.248 17.462 0.0050

9 20.317 17.790 17.741 19.532 0.0103

10 20.601 17.964 17.958 17.957 0.7706

Table 4.7 : Scenarios generated by a branching process and aggregated using k-means.

McCormick Type

Discrete

Continuous

h (days) Obj. Val. Run-time (s) Cons Vars IVars BVars Gap

0.0833 7.79e+12 7200 18613 14721 916 727 0.0081

0.0833 7.80e+12 7200 15604 12961 476 287 0.0074

Table 4.8 : Solver statistics for the toxicity-based model with a fixed time discretization.
The displayed objective value is the mean of the white blood cell counts (cells/m3) over the
treatment days.

(a) Discrete McCormick approximation (b) Continuous McCormick approximation

Figure 4.8 : White blood cell counts in the toxicity-based model using two di↵erent
approximations for the bilinear terms. Although only the discrete version can control the
approximation, both are similar.
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(a) Drug concentrations (b) Drug administration

Figure 4.9 : Drug infusion rates and concentrations for the toxicity-based model.

Figure 4.10 : E↵ective concentrations of etoposide in the toxicity-based model.

the etoposide-resistant subpopulation, in part due to the initial sparse use of capecitabine.

However, the etoposide-resistant subpopulation decreases (in all scenarios) after two weeks.

Next, we consider how the proposed treatment plan changes with respect to the initial

conditions. We solved the toxicity-based model once per scenario in which that scenario

contains the entire probability mass; i.e., the model is deterministic. Table 4.9 displays

the cumulative mass of drug administered in each of these problems. From the scenario

populations given in Table 4.7, we observe some intuitive changes in the treatment plans.

In Scenario 2, when docetaxel-resistant cells are the plurality, docetaxel use is the smallest
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(a) Scenario 1 (b) Scenario 2 (c) Scenario 3

(d) Scenario 4 (e) Scenario 5 (f) Scenario 6

(g) Scenario 7 (h) Scenario 8 (i) Scenario 9

(j) Scenario 10

Figure 4.11 : A comparison of tumor cell counts under multiple scenarios in the toxicity-based
model.
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Scenario Capecitabine Docetaxel Etoposide

1 7.50 0.11 0.80

2 11.50 0.08 1.10

3 7.00 0.10 0.80

4 7.50 0.11 0.80

5 14.50 0.12 0.45

6 7.50 0.11 0.80

7 7.50 0.11 0.75

8 7.00 0.11 0.75

9 7.00 0.11 0.85

10 7.50 0.11 0.75

Table 4.9 : The cumulative mass (grams) of administered drugs for the toxicity-based
model in which a single scenario contains the entire probability mass.

among all scenarios, and similar results holds for etoposide in Scenario 5 and capecitabine

in Scenario 8. None of the drugs are completely eliminated from the plan in any of the

scenarios.

Thus, our results indicate that some modification of treatment plans specific to the known

information (e.g., tumor composition) can a↵ect optimal treatment plans. Nevertheless, even

in the conservative setting where drug resistance is all-or-nothing, our model suggests using

drugs ine↵ective against the plurality subpopulation, due to the e↵ects on other cell types. If

drug resistance becomes apparent, increasing the dose of some drugs while decreasing others

may be a productive response, as opposed to eliminating drugs for which the tumor has

acquired some resistance.

4.6 Conclusion

In this chapter, we model chemotherapy dose and timing optimization. Novel contributions

of this work include: analysis of the approximation scheme for the di↵erential equations, the

inclusion of multiple chemotherapeutic drugs, the implementation of operational constraints

(ReLU function for e↵ective concentration, intravenous drug rest periods, etc.), a determin-

istic model to minimize tumor size, and a chance-constrained model to minimize toxicity

and address uncertainty in the initial tumor cell heterogeneity. Under the parameters used

in the model, our model provides potential dose guidelines to help deliver e↵ective treat-
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ment to breast cancer patients. More importantly, our methodology demonstrates that with

clinically-researched parameter values, our models can provide a framework to assess poten-

tial drug combinations. Future work includes improving estimates of parameters, extending

available data to other tumor locations, and including more drugs for potential combinations

in therapy.
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Chapter 5

Conclusions
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In this thesis, we develop multiple novel methodological approaches for optimization

in cancer treatment decision-making, and we construct useful formulations and solution

approaches to solve the problems practically and e↵ectively. We examine decision problems

for two di↵erent modalities of cancer treatment: objective selection in radiation therapy and

combination chemotherapy with logistical decisions. Although the specific nature of the two

problems are quite di↵erent, we demonstrate that mixed-integer programming models can

provide useful frameworks for both of these problems.

5.1 Objective Selection

In Chapter 2, we consider how to e↵ectively balance conflicting treatment planning goals

for intensity-modulated radiation therapy by formulating the novel problem of objective

selection. Past literature focuses primarily on finding weights for all objectives considered.

In contrast, we aim to uncover a small subset of objectives that can consistently produce good

treatment plans for past and future patients in the system. Indeed, this motivates objective

selection, a novel problem not previously explored. The outcome of objective selection is a

small, parsimonious model that clinicians can more easily interpret and adjust.

We present the forward radiation therapy planning problem as a weighted, multi-objective

convex optimization problem. We leverage the special structure of the forward problem to

connect Pareto optimal solutions with optimal solutions of the weighted forward problem.

This observation leads to a general formulation for the objective selection problem, which

incorporates inverse optimization and convex programming duality. We then show that this

formulation, in general, is a nonlinear, bilevel, mixed-integer program, which prompts an

exploration for e↵ective solution approaches.

To construct practical solution approaches, we identify a parallel between objective se-

lection and feature selection in data science. Indeed, the small subset of objectives describes

the optimization problem and given input solution. We observe that the objective selection
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problem has a convex subproblem, which we use to develop multiple sequential selection

methods. In addition, by drawing on the connection between objective selection and feature

selection, we develop a regularized approach that convexifies the di�cult objective selection

problem and serves as another solution approach. We illustrate how the single input problem

can be generalized to select objectives for a batch of patients.

The candidate objectives considered are broad and cover for organs at risk and two target

structures. In addition, we include linear and nonlinear objectives. The proposed solution

approaches provide e�cient ways to select objectives and weights.

There are many future directions for research. First, one may include a larger, more

diverse set of objectives in the initial problem. Second, the relative gap function was the

primary optimality distance metric in this dissertation. Other metrics may yield interesting

results, for instance, the ideal solution input case. Third, because our formulations only

assume a convex programming structure, our formulations and solution approaches either

directly apply to other settings or can easily translate to another objective selection problem

with application specific adjustments to the heuristics. Thus, an additional research direction

is to apply our general methodology to a new problem space.

5.2 Approximate Submodularity

The prominence of the greedy algorithm in the IMRT objective selection solution approaches

prompted an immediate further study of this heuristic. It is well known in the literature that

when maximizing a nonnegative, increasing, submodular set function, the greedy algorithm

has a 1� 1/e approximation bound (proportionately). However, we constructed an example

that showed objective selection problems that fit under the broad problem structure that

we addressed can, in general, translate to a combinatorial optimization problem that has a

non-submodular objective function.

In recent years, researchers have used approximate submodularity to provide bounds for
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the greedy algorithm in a broader context. Hence, the focus of Chapter 3 is approximate

submodularity. We observe that most of the past research on approximate submodularity

focuses on performance bounds for greedy algorithms and its variants. In our study of ap-

proximate submodularity, we explore areas in discrete optimization in which submodularity

can be exploited, and we demonstrate the value of approximate submodularity in generalizing

results.

We first define new metrics for approximate submodularity and prove fundamental prop-

erties about these metrics. We also show how certain operations on set functions preserve

approximate submodularity. We use these properties to study extensions of approximately

submodular functions. In particular, we show that if the set function is approximately sub-

modular, then the Lovász extension is approximately convex and the multilinear extension

is approximately up-concave.

Submodularity often plays a key role in constructing valid inequalities. Thus, we extend

previous work by studying valid inequalities for mixed-integer sets based on approximately

submodular functions. For an example of an approximately submodular knapsack problem,

we show that our valid inequalities can cut o↵ fractional solutions and help find an integral

optimal solution.

We also study the greedy algorithm. We show how approximate submodulariy metrics

specifically designed for the greedy algorithm can produce useful performance bounds. We

use such metrics to produce novel greedy algorithm performance bounds, and we observe that

our results prove the well-known Nemhauser et al. (1978) bound as a corollary. Moreover,

we demonstrate that there exist instances in which the bound is tight.

We compare our bounds with those in the literature on an illustrative computational

example. We adapt the well known uncapacitated facility location problem to define the

cooperative uncapacitated facility location problem. We show that bounds on our approxi-

mate submodularity metrics can be derived from the problem parameters in each problem.
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We compute our bounds and those of the literature for multiple instances of each problem,

as the optimized function converges to a submodular limiting function. Our bounds, in all

cases, are either competitive with or exceed those in the literature.

One potential future direction for this research is exploring the performance of other

algorithms on non-submodular functions. In addition, it is possible that greedy algorithm

bounds for other combinatorial optimization problems with non-submodular functions, out-

side of facility location and set coverage, may also be possible by analyzing the structure of

the problem and its parameters.

5.3 Combination Chemotherapy Optimization

Chapter 4 delivers a mixed-integer programming driven model for optimizing combination

chemotherapy under deterministic and uncertain initial conditions. Often, chemotherapy

provides advantages in treatment not o↵ered by radiation; for instance, if the cancer has

spread to multiple locations, chemotherapy can still attempt to decrease the cancer cell

count. However, drug resistance in chemotherapy is often an issue that needs to be addressed

through careful dose administration.

Overall, we formulate a tumor-shrinkage-based model and a toxicity-based model. We

depart from many past models in the literature by using an Euler’s method time discretiza-

tion in order to pose the optimization problem as a mixed-integer linear program. In addition

to the time discretization, we also utilize a logarithm-transformed version of the Gompertz

model in order to build linear constraints for the cell population. We use discrete and contin-

uous versions of McCormick envelope-type constraints to formulate the bilinear white blood

cell model, which is important for measuring toxicity. Furthermore, we derived inequalities

to implement the ReLU functions used to model the e↵ective concentrations.

The freedom to use integer variables enabled the model to capture many complex decision

factors that often escape optimal control models. For instance, many chemotherapy drugs,
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such as capecitabine and etoposide, are administered orally via pills. This implies that the

drugs can only be administered in discrete amounts. We model this operational constraint

using integer variables. We also enforce rest periods for the intravenous drug, docetaxel, using

binary variables. Moreover, the implemented constraints for the e↵ective concentration also

include binary variables.

Our framework addresses the use of multiple drugs, but also permits multiple cancer cell

types. We address potential uncertainty in the initial tumor population by using a branching

process to simulate tumor evolution through thirty generations of cell reproduction. The

outcomes were clustered into a set of scenarios via k-means. Then, a chance-constrained

model was used to find a good treatment plan without perfect knowledge of the tumor’s

resistance. Results for both the deterministic and chance-constrained model showed that

the tumor size was decreased using the optimized treatment plans. A particular finding,

based on the parameters in the model, is that adjusting drug doses for drug resistance may

be a more e↵ective strategy than eliminating the drug altogether, as the drug may still be

e↵ective against some tumor cell subpopulations.

One important area for future research is further estimating important parameters in the

model. Although some parameters, such as the kill e↵ect of drugs and the pill sizes, could be

estimated or obtained from the literature, other parameters, including the resistance e↵ect

and the mutation rate, had to rely on general knowledge. It would be beneficial to have

quantitatively tested estimates for all parameters used in the model.

The toxicity-based model may also benefit from sensitivity testing. The risk tolerance

parameter could be set at di↵erent values, and the model could include more scenarios. In

particular, one scenario contained the majority of the probability mass. Partitioning this

dominant scenario into multiple scenarios may also change how the model performs. In

addition, some of the variability in treatment plans, after changing the initial condition

scenario for the deterministic model, is not immediately intuitive. Further exploration of
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this topic, including solving all problems to a lower optimality tolerance, may shed light on

the solutions to the chance-constrained model.

We used an additive model for combination chemotherapy, but other drug interaction

models, such as independent action, may produce di↵erent results. Other possibly more

complex models of drug interaction should also be explored to determine if tractable models

can be built around them as well. In addition, other choices for the objective function

should be explored. Given the advancement of mixed-integer programming solvers, it may

be possible to model the sum of the cell populations using convex constraints with exponential

functions.

Most of the work concerning computational tractability was built directly into the model,

e.g., discretizing the di↵erential equation and using variable transformations. However, new

valid inequalities may help improve the run time of the various models. This may enable a

multi-stage stochastic optimization approach to the model with multiple periods of treatment

planning.



157

Bibliography

R. Ahuja and J. Orlin. Inverse optimization. Operations Research, 49(5):771–783, 2001.

E. Amaldi and V. Kann. On the approximability of minimizing nonzero variables or unsatisfied

relations in linear systems. Theoretical Computer Science, 209(1):237 – 260, 1998.

American Cancer Society 2017. Cancer treatment & survivorship: Facts & figures 2017, 2017.

American Cancer Society 2018. Cancer facts & figures 2018, 2018.

A. Asachenkov, G. Marchuk, R. Mohler, and S. Zuev. Disease Dynamics. Birkhäuser Basel, Basel,
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N. Bacaër. A Short History of Mathematical Population Dynamics, chapter 6, pages 35–39. Springer

London, London, 2011.

https://arxiv.org/abs/1912.13238


158

F. Bach. Learning with Submodular Functions: A Convex Optimization Perspective. Now Publishers

Inc., Hanover, MA, USA, 2013. ISBN 1601987560.

W. Bai and J. Bilmes. Greed is still good: Maximizing monotone Submodular+Supermodular (BP)

functions. In J. Dy and A. Krause, editors, Proceedings of the 35th International Conference

on Machine Learning, volume 80 of Proceedings of Machine Learning Research, pages 304–313,

Stockholmsmssan, Stockholm Sweden, 2018. PMLR.

S. D. Baker, A. Sparreboom, and J. Verweij. Clinical pharmacokinetics of docetaxel. Clinical

Pharmacokinetics, 45(3):235–252, 2006.

E. Balas. Facets of the knapsack polytope. Mathematical Programming, 8:146–164, 1975.

E. Balas and E. Zemel. Facets of the knapsack polytope from minimal covers. SIAM Journal on

Applied Mathematics, 34(1):119–148, 1978.

P. Beraldi and M. E. Bruni. A clustering approach for scenario tree reduction: An application to

a stochastic programming portfolio optimization problem. TOP, 22:934–949, 2014.

D. Bertsimas, V. Gupta, and I. C. Paschalidis. Data-driven estimation in equilibrium using inverse

optimization. Mathematical Programming, 153(2):595–633, Nov 2015.

A. A. Bian, J. M. Buhmann, A. Krause, and S. Tschiatschek. Guarantees for greedy maximiza-

tion of non-submodular functions with applications. In Proceedings of the 34th International

Conference on Machine Learning - Volume 70, ICML’17, pages 498–507. JMLR, 2017.

J. R. Birge and F. Louveaux. Introduction to Stochastic Programming. Springer-Verlag, 2nd edition,

2011.

H. J. G. Bloom, W. W. Richardson, and E. J. Harries. Natural history of untreated breast cancer

(1805-1933). British Medical Journal, 2(5299):213–221, 1962.

A. Borodin, D. T. M. Le, and Y. Ye. Weakly submodular functions. arXiv 1401.6697, 2014.

T. Bortfeld. Optimized planning using physical objectives and constraints. Seminars in Radiation

Oncology, 9(1):20–34, 1999.

J. J. Boutilier, T. Lee, T. Craig, M. B. Sharpe, and T. C. Y. Chan. Models for predicting objective

function weights in prostate cancer IMRT. Medical Physics, 42(4):1586–1595, 2015.



159

S. Breedveld, M. K. P. R. M. Storchi, and B. J. M. Heijmen. Fast, multiple optimizations of

quadratic dose objective functions in IMRT. Physics in Medicine & Biology, 51:3569–3579,

2006.

D. Burton and P. L. Toint. On an instance of the inverse shortest paths problem. Mathematical

Programming, 53(1):45–61, 1992.

J. C. Butcher. Numerical Methods for Ordinary Di↵erential Equations. John Wiley & Sons Ltd.,

2nd edition, 2008.

D. A. Cameron. Mathematical modelling of the response of breast cancer to drug therapy. Journal

of Theoretical Medicine, 2:137–151, 1997.

T. Chan, T. Craig, T. Lee, and M. Sharpe. Generalized inverse multiobjective optimization with

application to cancer therapy. Operations Research, 62(3):680–695, 2014.

T. C. Y. Chan and T. Lee. Trade-o↵ preservation in inverse multi-objective convex optimization.

European Journal of Operational Research, 270(1):25–39, 2018.

T. C. Y. Chan, T. Lee, and D. Terekhov. Inverse optimization: Closed-form solutions, geometry,

and goodness of fit. Management Science, 65(3):1115–1135, 2019.

G. Chandrashekar and F. Sahin. A survey on feature selection methods. Computers and Electrical

Engineering, 40:16–28, 2014.

V. Chanyavanich, S. K. Das, W. R. Lee, and J. Y. Lo. Knowledge-based IMRT treatment for

prostate cancer. Medical Physics, 38:2515–2522, 2011.

C. Chekuri, J. Vondrk, and R. Zenklusen. Submodular function maximization via the multilinear

relaxation and contention resolution schemes. SIAM Journal on Computing, 43(6):1831–1879,

2014.

B. Choi and J. O. Deasy. The generalized equivalent uniform dose function as a basis for intensity-

modulated treatment planning. Physics in Medicine & Biology, 47(20):3579–3589, 2002.
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