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Abstract

Individuals convey information through the messages that they send, and—just as impor-

tantly—through the messages they do not send. In this dissertation, I focus on two important

applications of communication—the publication decisions of the media and the disclosure decisions

of job applicants. While these applications differ, in both cases the individuals carefully consider

the implications of their messages, and may benefit from keeping silent.

In my first chapter, I consider the effect of the 24-hour nature of internet news on the posting

decisions of a media firm. To do so, I compare a scenario in which the news can be posted and

updated at any time to a scenario in which news can only be posted at a fixed time. I determine

the editorial standard, which is a cutoff that determines how certain a firm must be in order to

initially post an article. If changing a story is costly, then the firm’s editorial standard is weakly

higher when it can post at any time, and it decreases over time. This implies that the internet may

lead the firm to be more cautious. However, if the firm has a strong prior about the event, it may

post earlier with less information when it can post on the internet at any time.

In my second chapter, I consider recently implemented policies that prohibit employers from

asking job applicants to reveal their current wages. This policy change makes wage disclosure a

strategic choice for applicants. I consider a model in which an applicant applies for a job, and the

employer can choose to make her an offer at a cost. I find that if an applicant does not initially

know how much she will benefit from the job, then there can exist a partial disclosure equilibrium

in which the applicant conceals her wage if it is low or high, but reveals intermediate wages. In

any such equilibrium, no type of applicant is worse off than she would be under full disclosure, and

some types of applicants are better off. The effect of this policy on the wage gap is ambiguous.
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Chapter 1

Online News and Editorial Standards

Abstract

The internet enables a media firm to post information received from leads at any time. To

examine the effect that this has on the probability of posting incorrect news, I compare a scenario

in which the news can be posted and updated at any time on a continuum to a scenario in which

news can only be posted at a fixed time. I determine the editorial standard, which is a cutoff that

determines how certain a firm must be in order to initially post an article. When changing a story

is costless, if the firm can post at any time, it will post with weakly less information than it would

with a predetermined posting time. If changing a story is costly, then the firm’s editorial standard

is weakly higher when it can post at any time than when there is just one posting time, and this

editorial standard decreases over time. A lower editorial standard implies that the firm will be

more likely to post incorrect news, so this implies that a firm may be more cautious with releasing

internet news than it would be with releasing a newspaper article. However, if the firm has a strong

prior about the event, it may post earlier with less information when it can post on the internet at

any time.
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1.1 Introduction

The internet has changed the way that news is produced and accessed. While some 24-hour

cable news stations existed before the internet news era, the internet has enabled any media

firm with a website to post news around-the-clock, and for consumers to read this news at

any time. Additionally, the internet enables firms to update news stories as new information

arrives. As consumers are unlikely to wait to read articles that are not available when they

browse the internet, firms have an incentive to publish news quickly in order to obtain a

larger share of consumers, possibly updating the story later if necessary.

However, the fact that a firm can post or update its news story any time, does not

necessarily mean that it should. Not all leads are true, and in certain cases the desire to

produce stories quickly has led firms to release information later found to be false. Such

incorrect reporting is harmful both for the consumers and for the firm whose reputation is

harmed.

The concern that firms may release news too quickly in order to gain readers is strength-

ened when a firm’s editor, ownership, or management initially believes that a story is likely

to be true. This is due to a firm believing that information consistent with its prior is more

likely to be correct.1 An example of this is the coverage of a shooting at a mosque in Quebec

City, Canada, on January 29th, 2017. Fox News—a conservative-leaning American news

agency—reported that the suspect was of Moroccan origin. In reality, the police initially

identified two suspects—a French-Canadian and a Moroccan—but stated shortly afterwards

that the Moroccan was just a witness. While some other organizations initially mentioned

both suspects until the situation became clearer, Fox News only mentioned the Moroccan

suspect and did not retract it until the Canadian government requested they do so.2 One

1While the belief actually belongs to the individuals responsible for selecting the firm’s content, for
simplicity I refer to this as the firm’s belief.

2For more information on this story, see http://www.cbc.ca/news/politics/kate-purchase-bill-shine-
1.3960772
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explanation for this is that, given Fox’s political leanings, they viewed the lead regarding a

Moroccan suspect as very plausible and therefore decided to go ahead and post that message

rather than wait, while more left-leaning news agencies would view this story as implausible

and therefore choose to wait for further confirmation before posting.

In this paper, I examine the effect of the 24-hour news cycle on a firm’s decision of when

to post or update a news story. To do so, I model the process of internet news production and

compare it to news production prior to the internet. In particular, to capture the dynamic

nature of internet news, I depart from the typical approach in the media literature of viewing

the news release decision as consisting of a single action. Instead, I allow for the internet

firm’s decision to be fully dynamic in that the firm can initially post or change an existing

article at any time.

I consider a continuous-time finite-horizon model in which there are two states of the

world. A monopolist firm receives leads that provide information about the state according

to a Poisson process. I compare two scenarios—a “Before-Internet Scenario” (BIS), in which

the firm can only post once, and an “After-Internet Scenario” (AIS), in which the firm can

initially post or update an existing article any time. In each scenario, the firm can post any

message, and its revenue is proportional to the share of consumers who read it. However,

news that was reported and turns out to be incorrect will eventually be discovered, resulting

in a penalty for the firm, where this penalty is also proportionate to the readership.3 In the

AIS, the firm also incurs a (reputational) retraction cost when it changes articles. Therefore,

the firm faces a tradeoff between posting earlier and getting more readers, or posting later

and reducing the risk of posting false information.

I define the firm’s editorial standard as a cutoff that determines how high a firm’s posterior

belief about a state of the world x must be in order to initially post an article claiming that

the state is x. I find that there is a well-defined editorial standard—meaning that the firm

3This penalty could be in the form of a reduced reputation in the future, or possibly a defamation lawsuit.
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uses a cutoff strategy—that depends on the posting time only in certain circumstances. In

the BIS, there is a fixed cutoff such that, if the firm’s posterior belief that a particular

event occurred is greater than this cutoff, the firm will post a message saying that the event

occurred. In the AIS, the firm will use the same cutoff if there is zero retraction cost, but

may use a stricter cutoff that is decreasing in time if there is a retraction cost. In the case

that the same cutoff is used, the firm will post with (weakly) less information in the AIS than

in the BIS, but if a stricter cutoff is used this may not be the case. This implies that, when

the firm can post at any time, if there is a positive retraction cost it would use a stricter

editorial standard than it would have before the internet, with this standard decreasing over

time. This means that the firm may be more cautious about posting on the internet, and

thus be less likely to post incorrect information. However, if the firm has a particularly

strong prior belief about the event, it would be more likely to have a posterior belief that

exceeds the cutoff with less evidence, and therefore end up posting incorrect news that it

would not have posted if it were forced by the publication process to wait.

This research relates to the timing and correctness of news production. To my knowledge,

this paper is the first to model the practice of news firms releasing a message and then

updating it as desired, rather than just publishing once. Cancian et al. (1995) examine a

model in which firms can choose when to broadcast a news report given that consumers can

only watch news that is broadcast after they arrive home. However, their model does not

consider the effect of timing on the content produced.

Two papers model the news timing decision as a preemption game where there is a

tradeoff between timing and correctness. Lin (2013) examines a game in which an event

occurs, after which two news firms play a preemption game, in which both getting story

posted first and getting it correct affect payoffs. The firms find out the true state of the

world through a signal that arrives according to a state-dependent Poisson process. In paper

that was written concurrently with this one, Pant and Trombetta (2019) consider a two-
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period model in which there are two firms who each receive an initial signal about the state

of the world. The firms may be high-type firms capable of doing research and learning the

true state with certainty, or they may be low-type firms who cannot. The tradeoff in their

model is between releasing news immediately and, depending on the action of the other firm,

possibly getting a preemption benefit, or posting later and possibly demonstrating that they

are a high-type firm. As in this paper, they find that the internet timing incentives may not

lead to lower news quality.

The approach here differs from the two papers above in several important ways. As the

internet allows firms to post news at any time—and therefore firms can nearly immediately

copy each others posting decisions—preemption concerns are less salient in the post-internet

era. In the post-internet world, I view the main tradeoff that a firm faces is that if it delays

posting it will lose customers, while if it posts sooner it will be more likely to post incorrect

news. While the firm can change its story on the internet, doing so is costly. In order to

focus on this tradeoff, I choose to model the firm as a monopolist. This paper differs from the

others mentioned above in that the firm in my model receives multiple partially-informative

signals, and can update the article whenever it chooses to rather than simply reporting once.

Moreover, I explicitly compare the firm’s decision in the internet era to the decision it would

have made before the internet, when the news release time was fixed. In addition, as the

firm in my model cannot learn the state with certainty until after its decisions have been

made, my analysis focuses on the role of its posterior about the state of the world in its

decision-making process. This results in the model relating more closely to the media bias

literature.

While this paper is not directly about media bias, it indirectly relates to the media bias

literature by considering the effect of the firm’s prior on its posting decision. There has

been substantial recent literature on media bias; a summary of the theoretical literature

can found in Gentzkow, Shapiro, and Stone (2016) and of empirical literature can be found
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in Puglisi and Snyder (2016). Strömberg (2004) considers a model of media bias in which

newspapers choose to cover news which appeals to larger groups in order to increase their

profit from readership. In Chan and Suen (2008) and Duggan and Martinelli (2011), firms

coarsen the message space in order to give readers an impression of the state of the world

which the media outlets view as more favorable, and in Anderson and McLaren (2012) in

which biased firms strategically fail to report negative information in order to give readers

a different impression of the state of the world. Additionally, the setup in my model is

similar to that of Gentzkow and Shapiro (2006), with their model including consumers who

judge the accuracy of reporting based on their priors and therefore unintentionally view

biased news as more accurate, just as the firms in my model view leads that confirm their

priors as more accurate. Other explanations of supply-driven media bias include a media

firm wanting to maintain access to politicians (Ozerturk (2019)) and wanting to appeal to

advertisers (Ellman and Germano (2009); Germano and Meier (2013)).

This paper also relates to the emerging literature on fake news. The term “fake news”

refers to the intentional production of incorrect news, while this research considers the un-

intentional production of incorrect news. Grossman and Helpman (2019) considers a model

in which politicians and partisan media outlets can choose to release incorrect information

about their positions, the political positions of their rivals, or alternative policies. Allcott

and Gentzkow (2017) consider a model in which media firms may produce fake news in order

to cater to consumers who are interested in reading news that confirms their priors. They

find empirical evidence about the prevalence of fake news and its role in the 2016 United

States presidential election. While this research is not about “fake news,” it can be diffi-

cult for consumers to distinguish between news that is intentionally fake and news that is

unintentionally incorrect, and the negative societal effects caused by fake news can also be

found with incorrect news in general. Moreover, the prevalence of fake news may increase

the reputational harm to a firm that unintentionally produces incorrect news, as consumers

6



may assume it was done on purpose.

Additionally, this paper is an application of the literature on single-agent decision prob-

lems in continuous time. In particular, the After Internet Scenario is an example of a

continuous-time decision problem in which the state changes according to a jump process.

There are well-known difficulties with defining a policy or strategy in continuous time (see

Simon and Stinchcombe, 1989). To avoid these issues and to take advantage of the fact

that the firm’s information only changes at discrete times, I adapt the method of Khan

and Stinchcombe (2015). In Khan and Stinchcombe (2015), time is continuous and infinite-

horizon, with the state changing according to a jump process. At each of these state changes,

the agent chooses a plan, which is a function that determines her behavior from that time

until the next (random) time at which the state changes again. This framework allows for

the arrival rate of changes to vary depending on the time since the last state change, but

not for other types of nonstationarity. As my model is finite horizon, it is nonstationary by

default. To adjust for this, I show that, given that the firm can choose a plan at each lead

arrival time, my model is actually a finite-horizon Piecewise Deterministic Markov Process

as in Bäuerle and Rieder (2010), and can thus be solved through setting up a discrete-time

like Bellman equation, which is similar to that in Khan and Stinchcombe (2015) except for

its time-dependence.

1.2 Model

Consider an environment with a single profit-maximizing firm and a unit measure of con-

sumers. A news event occurs at time t = 0 that is a realization of a random variable X,

which takes values in {0, 1}. The firm has a prior π1
0 that the event is 1. The firm receives

leads, which arrive according to a Poisson process on [0, 1] with constant arrival rate λ. A

lead that arrives at time t is a message mt, where mt ∈ {0, 1} is a statement that the event
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is x. If the state is 1, the message mt is drawn from a Bernoulli(q) distribution, where

q ∈ (0.5, 1), while if the state is 0 the message is drawn from a Bernoulli(1− q) distribution.

At each time a lead arrives, the firm updates its prior using Bayes’ rule. As the lead arrival

rate is independent of the state, the firm learns nothing from the absence of leads.

I consider two scenarios—a “Before-Internet Scenario” (BIS) and an “After-Internet Sce-

nario” (AIS). In the BIS, the firm can only choose to post an article at a set time, t̄, which

is the set daily time for news release. Because the news is always released at the same time,

all consumers arrive at that time.4 In the AIS, consumers arrive according to a uniform

distribution on [0, 1], and the firm can update its article any time. After time t = 1, the

consumers lose interest in the news event and therefore no new consumers arrive.5 I assume

that, at some point after the t = 1, the true state of the world is revealed and becomes com-

mon knowledge. Each consumer can only read an article which is posted—meaning either

initially posted or kept posted—at the instant at which she arrives.

1.2.1 Before Internet

In the BIS, the firm can post either message or no message at t̄, so a ∈ A = {∅, 0, 1}, with

a = ∅ if the firm does not post and a = x if the firm posts a message that the event is x.6 If

the firm does not post, its profit is normalized to 0, while if it posts, it receives advertising

revenue which is normalized to 1, which is the mass of consumers who read it. A news story

is considered to be correct if the message posted is equal to x when the event is x, and it

is incorrect if the other message is posted. Let κ > 1 be the cost of posting an incorrect

4In the case of a TV broadcast, the consumers were literally all arriving at once. In the case of a
newspaper, this should be viewed more figuratively. The newspaper is printed once, cannot be changed once
printed, and all of the consumers see the same content.

5This assumption reflect the fact that consumers lose interest in news after a relatively short time period,
because newer news grabs their attention.

6This implies that the firm cannot post the leads themselves or its posterior. As media firms often need
to put concise messages in their headlines and can at best put disclaimers in the article itself, this restriction
is reasonable.

8



message.7 When the event is x, the firm’s profit from posting an article a is:

U(a|X = x) =


0 if a = ∅,

1 if a = X,

1− κ otherwise.

(1.1)

If the event is 1, the Poisson process can be split into two independent Poisson processes—

one with arrival rate λ1 = qλ and another with arrival rate λ0 = (1 − q)λ. If the event is

0, then λ1 = (1 − q)λ and λ0 = qλ. I refer to messages saying that the event is 1 as type-1

messages and messages saying that the event is 0 as type-0 messages. As this is a model with

symmetric binary signals, the difference between the number of type-1 and type-0 messages,

denoted by d, is sufficient to determine the posterior (as in Brocas and Carrillo (2007)), so

it is not necessary to consider the entire history.

A (pure) policy is a function σ such that, for any prior π1
0 ∈ [0, 1] and any lead dif-

ference d ∈ Z, σ(π1
0, d) ∈ A. An optimal policy is a policy σ∗ such that σ∗(π1

0, d) ∈

arg maxa∈AE[U(a|X)|π1
0, d] for all (π1

0, d) ∈ [0, 1]× Z.

1.2.2 After Internet

In the AIS, at each time t ∈ [0, 1], the firm chooses an action at ∈ A, with at = ∅ if the

firm does not post and at = x if the firm posts a message that the event is x. The flow

advertising revenue a firm makes from having any news story posted at time t is equal to

1, which is the density of the consumers who read it, and the flow cost of having incorrect

news posted is κ, with κ > 1.8 This implies that at any time t, the firm’s flow profit is

7If κ < 1, then it is always in the firm’s best interest to post an article, so the decision is trivial.
Moreover, having κ > 1 reflects the concern that media firms have about reputational damage from

posting false news. Gentzkow and Shapiro (2006) provide examples that indicate that firms do care about
their reputations as providers of correct news.

8This could be viewed as a cost proportional to the probability of getting caught with false news, which
may be more likely with a larger measure of readers. Alternatively, the damage to the firm’s reputation may

9



u(t, at|X = x) = 1(at 6= ∅) − 1(at /∈ {∅, x})κ. As the time interval over which consumers

are interested in a story is short, firms do not discount the future. Additionally, if the firm

posts a story which it then removes, it faces a retraction cost. Formally, let at be the article

that is posted at time t and at+ be the article that is posted immediately afterwards. Then

the retraction cost can be described by a function r : A × A → {0, ρ}, where r(at, at+) is

equal to a constant ρ ≥ 0 if at 6= ∅ and at 6= at+ and equal to 0 otherwise. In other words,

the retraction cost is positive if and only if the firm had an article up at that instant, which

it then removed.

The only information from the history that a firm needs to make a decision at time t is

the time itself;9 its posterior belief that the event is 1, π1
t ; and the action taken at t, at. In

particular, it is not necessary for the firm to keep track of the leads received as those leads

are summarized by the posterior. This implies that the firm’s decision can be expressed as

a Markov decision problem and analyzed using a recursive framework.10

I define the expected instantaneous payoff from an action as û : [0, 1]2 × A→ R, with:

û(t, π1
t , at) = π1

t u(t, at|X = 1) + (1− π1
t )u(t, at|X = 0). (1.2)

This is equal to 0 if at = ∅, 1− (1− π1
t )κ if at = 1, and 1− π1

t κ if at = 0.

As this is a continuous-time problem in which the firm can move any time, one cannot

simply define the strategies as defining an action taken at each time t given πt and at.

Because the real-line is not well-ordered, there is no clearly defined last action prior to time-

t, so induction is not well-defined. This means that a given policy does not necessarily map

to a unique outcome (see Simon and Stinchcombe (1989)). In particular, the firm could get

away with switching an action without paying the retraction cost! For example, suppose

be proportional to the readership.
9More precisely, the firm is making the decision immediately after time t.

10As neither the prior actions of the firm before this instant nor the exact history of leads received affect
its expected payoffs, there is no reason for the firm to consider the entire history.
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that the firm’s policy was to post 1 initially, but then post 0 if her posterior π1
t falls below

π̂, and to keep 0 posted for the remainder of the time if this occurs. If at time t = 1
3

the

firm’s posterior falls below π̂, the firm could simply have message 1 posted from [0, 1
3
) and

message 0 posted from [1
3
, 1], and never actually pay the retraction cost as there is no time

t at which at 6= at+.

To address this issue, I define a policy such that the firm only makes a decision at

the times at which leads arrive. Specifically, I adapt the framework developed Khan and

Stinchcombe (2015) (henceforth KS). KS develop a method for solving single-agent decision

problems in infinite-horizon continuous-time models where the state changes according to a

possibly nonstationary jump process. In their framework, at each time at which the state

changes, the agent chooses a plan, which is a function that governs her behavior from that

time until the next (random) time at which the state changes again. In KS, no aspects of

the model depend on calendar time, so time resets at each jump time and the value function

is not time dependent.

In the AIS, however, time itself is relevant to the firm’s decision. In order to allow for

this type of non-stationarity, I use the method of Bäuerle and Rieder (2010). As the state

does not change between the Poisson arrivals, the AIS is a Piecewise Deterministic Markov

Process. This problem can thus be formulated recursively using a (discrete-time) Bellman

equation. In the remainder of this section, I give a formal description of the firm’s problem.

Let (Ω,F , {Ft}t∈[0,1], P ) be a filtered probability space, meaning that Ω is the space

containing all sample paths; {Ft}t∈[0,1] is a filtration defined on Ω with F ⊇ ∪t∈t∈[0,1]Ft,

where the filtration is right-continuous and complete; and P is a probability measure on Ω.

Let {Tk}k∈Z+ be a sequence of random lead arrival times, where the first lead arrival time is

always at the time the news event occurs, i.e. T0(ω) = 0 ∀ω ∈ Ω.11 To simplify notation,

11One can view this as the time at which the firm is initially informed about both possibilities and gets
its prior.
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I allow leads to arrive after t = 1, but these leads play no role in the firm’s decision as no

more customers arrive after t = 1. The probability that the time between lead k and lead

k + 1 is less than w ∈ R+ is given by the exponential distribution with parameter λ, whose

density I denote by f(w).

At each random time Tk,
12 the firm chooses a plan,13 which is a a left-continuous function

pk : [Tk,∞)→ A such that pk(τ) assigns an action aτ ∈ A to each time after Tk, provided that

another lead has not arrived.14 In other words, a firm who chooses pk(τ) = aτ is committing

at time Tk to do that action at a future point—unless it receives additional information. At

the time the next lead arrives, the firm uses that new information to choose a different plan.

For any action aTk and time Tk, the set of feasible plans Pk(aTk) consists of the set of all plans

such that pk(Tk) = aTk and there are at most finitely many times at which pk(at) 6= pk(at+).15

For each Tk < 1, the firm’s expected profit, excluding the retraction costs, from following

a particular plan pk is:

Û(Tk, pk, π
1
Tk
, aTk) =

∫ 1

Tk

[∫ s

Tk

û(τ, π1
Tk
, pk(τ))dτ

]
f(s)ds. (1.3)

.

The inner integral is the expected profit (excluding retraction costs) that the firm will

make from following plan pk from Tk to s, and f is the density over timing of Tk+1, which

determines how long the plan will be in place for.

Let Tk(pk) denote the set of times τ at which a firm would change its action when following

plan pk if it never receives another lead. The firm’s expected retraction costs when following

12Tk is a random variable, but rather than specifying that something occurs at Tk(ω) for each ω, I follow
the common convention of stating that something occurs at Tk.

13I define the plans on [Tk,∞) for notational simplicity. As the game ends at t = 1, the later part of the
plan is irrelevant.

14Note that the left-continuity condition ensures that there is precise last time at which an action a is
taken, meaning that if the firm changes from action a to action a′ 6= a, then at+ 6= at.

15Note that, when ρ > 0, it would never be in the firm’s interest to change plans infinitely many times
regardless of this restriction, as its costs would be infinite!
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plan pk can be represented by R̂(Tk, pk, π
1
Tk
, aTk) =

∫ 1

Tk

[∑
t∈Tk(pk),t<s r(p(t), p(t+))

]
f(s)ds.

Given this, one can denote the firm’s total expected profit from following plan pk as:

Π(Tk, pk, π
1
Tk
, aTk) = Û(Tk, pk, π

1
Tk
, aTk)− R̂(Tk, pk, π

1
Tk
, aTk). (1.4)

A policy for the firm is a sequence {σk}k∈Z+ , with σ0 : {0} × [0, 1] × A → P and

σk : (0, 1] × [0, 1] × A → P for all k > 0, where σk(Tk, π
1
Tk
, aTk) ∈ P(aTk) assigns a plan

at time Tk given the firm’s posterior that the state is 1 and its action at time Tk. An

optimal policy for the firm is a sequence {σ∗k}k∈Z+ , such that, for each k ∈ Z+ and each

(π1
Tk
, aTk) ∈ [0, 1]× A, if Tk < 1:

σ∗k(Tk, π
1
Tk
, aTk) ∈ arg max

pk∈P(aTk )

Π(Tk, pk, π
1
Tk
, aTk) + E

∞∑
`=k+1

Π(T`, p`, p`−1(T` − T`−1)). (1.5)

Recall that, although the firm can move at any time, the firm only needs to make a

decision at the times at which leads arrive. The firm’s value function at time 0 can be

defined as follows:

V ∗(0, π1
0, a0) = sup

{pk}k∈Z+

{
Π(0, p0, π

1
0, a0) + E

∞∑
`=1

Π(T`, p`, π
1
` , a`)

}
, (1.6)

subject to the constraint that pk ∈ P(aTk) given any time-t action aTk. This can be

defined analogously starting from any lead arrival time. This is equivalent to a discrete-time

infinite-horizon stochastic problem in which the firm chooses a plan in each period given the

time, its posterior, and its current action, and where there is almost surely an N ∈ N, such

that, for all k > N , Π(Tk, pk, π
1
Tk
, aTk) = 0.16 This value must be less than 1, which is the

16This occurs when Tk ≥ 1
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payoff from posting the correct article the entire time, so this infinite sum is well-defined.

One can formulate this problem recursively using a Bellman equation. Let C([0, 1]2 × A)

denote the vector space of continuous functions on [0, 1]2 × A endowed with the sup-norm.

Lemma 1.1 (Recursive form). The functional M : C([0, 1]2×A)→ C([0, 1]2×A), where,

for each k ∈ Z+:

M(V (Tk, π
1
Tk
, aTk)) = sup

pk∈P(aTk )

{
Π(Tk, pk, π

1
Tk
, aTk) + EV (Tk+1, π

1
Tk+1

, aTk+1
)
}

(1.7)

is a contraction mapping, and therefore M has a unique fixed point V ∗ which is equal to

V ∗.

1.3 Analysis

1.3.1 Before Internet

As the firm only makes one decision in the BIS, this is a static decision problem. Given its

posterior, the firm decides whether to post a message, and if so, which message. I assume

that if the firm is indifferent between posting 1 and 0, it will post 1, and if it is indifferent

between posting something and posting nothing, it will post something. Let π∗ = κ−1
κ

, and

π∗∗ = max{π∗, 1
2
}.

Proposition 1.1 (BIS editorial standard). 1. If the firm’s posterior that the event is

1 is different from its posterior that the event is 0, the firm will post x if and only if

its posterior that the event is x if greater than π∗∗.

2. If its posteriors on both events are equal, the firm will post article 1 if and only if its

posterior that the event is 1 is greater than π∗.

(All proofs are in the appendix.)
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Figure 1.1: Firm’s Posting Decision in the BIS

The cutoff π∗∗ defines the firm’s editorial standard in the BIS. Proposition 1.1 implies

that if the expected cost of posting a false article is sufficiently low relative to its revenue,

the firm will choose to post the article. In fact, as I state in the following corollary, if the

cost of posting an incorrect article is less than or equal to twice the benefit of posting, the

firm will always post.

Corollary 1.1. The probability with which the firm posts any message is:

1. strictly decreasing in the cost κ for all κ > 2,

2. constant for all κ ≤ 2.

This follows from the fact that, if κ > 2, then π∗∗ = κ−1
κ

, so the probability that either

message is posted is strictly decreasing in κ, while if κ ≤ 2, π∗∗ = 1
2
, so the firm will always

post a message and simply post the one it believes is most likely. The intuition behind this

is displayed in figure 1.

The following proposition provides insight as to the effect of having a more correct prior

on the probability of posting an incorrect message in the BIS.

15



Proposition 1.2 (Effect of firm’s prior). In the BIS, the probability with which a firm

will post the incorrect message when the event is x is decreasing in the firm’s prior πx0 .

This result is intuitive. For any given set of leads received, a firm who initially believes

that the state is more likely to be x would be less likely to post x′. Therefore, a firm whose

posterior places higher probability on the correct state will have a lower ex-ante probability

of posting an incorrect message.

1.3.2 After Internet

Before solving for the editorial standard in the general case, first consider the case in which

ρ = 0, meaning that retraction is costless. This implies that the firm’s decision in the

(stochastic) interval between Tk and Tk+1 has no effect on its future decisions, so the firm

will simply choose at each lead arrival time to post whichever message maximizes its expected

flow payoff. I state this formally below:

Lemma 1.2 (Costless retraction implies BIS standard). If retraction is costless, then:

1. If the firm’s time-t posterior that the event is 1 is different from its posterior that the

event is 0, the firm will post x if and only if its posterior that the event is x if greater

than π∗∗.

2. If its posteriors on both events are equal, the firm will post article 1 if and only if its

posterior that the event is 1 is greater than π∗.

This implies that the firm uses the same editorial standard as in the BIS. Moreover, the

BIS editorial standard π∗∗ plays an important role when ρ > 0 as well. In particular, the

following proposition holds:

Proposition 1.3 (AIS posting decision is bounded by BIS standard). If retraction

is costly, then the firm will not initially post message x at any time t at which πxt < π∗∗ ,
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and it will not retract x at any time t at which πxt ≥ π∗∗.

The intuition behind this result is that if the firm could earn a higher expected flow

payoff by not posting or posting a different message, it would not be optimal for the firm

to post x even if it did not need to be concerned about retraction. If the firm already has

x posted and is earning a higher expected flow profit from having it posted than from its

other options, it certainly would not choose to retract.

This implies the following corollary:

Corollary 1.2. At any lead arrival time, if the firm does not have an article posted, it will

choose a plan in which it changes its post at most once.

Moreover, as I show below, there exists a time after which the firm will not retract

Lemma 1.3 (Latest retraction time). If retraction is costly, there exists a time t̂ < 1

after which the firm will not retract.

The above analysis hints at the fact that the firm will use cutoff functions that determine

its posting decisions. The first function, the editorial standard, π̄ : [0, 1]→ [0, 1], determines

the threshold at which, if πxt > π̄(t), the firm would prefer initially posting message x to

posting nothing or x′ 6= x. The second function, the retraction cutoff, π : [0, 1] → [0, 1],

determines the threshold at which, if at = x and πxt < π(t), the firm at time t would prefer to

retract. In the proposition below, I show that these cutoffs uniquely determine the optimal

policy for the BIS. Prior to stating Proposition 1.4 about the existence and uniqueness of

the optimal policy, I state the the intuitive result that if the firm weakly prefers posting at

time t to not posting, it strictly prefers doing so with any higher posterior.

Lemma 1.4 (Threshold structure). Let at = ∅. If the firm would post article x at time

t with posterior πxt that the state is x, it would strictly prefer to post with posterior π̂xt > πxt .
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Given this, one would expect that the optimal policy would have a time-dependent thresh-

old structure.

Proposition 1.4 (Existence and uniqueness of the optimal policy). There exists a

unique editorial standard π̄ and retraction threshold π, such that the unique optimal policy for

the firm is to choose a plan at each Tk in which it posts at the earliest t such that πxt ≥ π̄(t)

for some x, and leaves that article posted until the first time t such that πxt < π(t).

How does the editorial standard and the retraction cutoff vary over time? In the propo-

sition below, I show formally that both cutoffs decrease over time. More precisely, the

editorial standard strictly decreases until it reaches the BIS cutoff π∗∗, and the retraction

cutoff decreases until it reaches 0.

Proposition 1.5 (Editorial standard and retraction cutoff are decreasing over

time). If retraction is costly, there exist times t∗∗ and t̂ such that such that the editorial

standard is strictly decreasing for all t < t∗∗ and equal to π∗∗ for all t ≥ t∗∗ and the retraction

cutoff is strictly decreasing for all t < t̂ and equal to 0 for all t ≥ t̂.

The intuition for this result is that if the firm chooses to initially post at time t it will

get a flow payoff, but may receive contradictory information later that would make it wish

it had not posted. If t′ > t, then the probability with which it will receive a contradictory

lead is lower, so its threshold for choosing to post is lower. This implies that the firm may

choose to delay in order to wait for more information, but if it does not receive additional

information it may eventually post using the information that it has.

When is t∗∗? Recall that π∗ is the value at which the firm is indifferent in the BIS at

between posting message x and posting nothing. This is also the firm’s indifference condition

at t = 1, as there is no longer an option value of waiting. Therefore, if κ ≥ 2, so π∗∗ = π∗,

then t∗∗ = 1. Otherwise, π∗ < π∗∗ = 1
2
, so t∗∗ at the time at which π̄(t) = 1

2
, which, given

the option value of waiting, is at a time t∗∗ < 1.
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Note that the following corollary follows from Proposition 1.5.

Corollary 1.3. If the firm is following the optimal policy and has a message x posted at

time t, it would not retract x if it receives no message or a message equal to x.

This is true because, if it receives no message, its posterior stays the same, so if its

posterior on x is not below π(Tk) at the time it received the lead, it will not be below it at

time t > Tk if it still has not received a lead or received one that increases its posterior.

Note that increasing the editorial standard decreases the probability of posting an in-

correct message. However, as the firm is more cautious, it also decreases the probability of

posting the correct message. I state this formally in the corollary below.

Corollary 1.4. The probability of posting any message at time t is decreasing in π̄(t).

The intuition for this is the same as for Corollary 1.1, because increasing π̄(t) has the

same effect as increasing the BIS cutoff in that the firm would have to be more sure of the

state in order to post. What this means is that the firm uses stricter standards in the AIS,

so this may have the consequence of making it less likely for the firm to release incorrect

news.17 The flip side of this, of course, is that the firm is also less likely to release correct

news in a timely manner.

1.3.3 Comparison

Using the results obtained in section 1.3.1 and 1.3.2, it is possible to consider the effect of

timing on the editorial standard used by the media.

Note that, when retraction is costless, if the firm would post message x in the BIS, it

would post weakly earlier in the AIS. This is true because the firm would choose to post at

the first time that πxt ≥ π∗∗, which is weakly earlier than t̄. This implies that the firm will

17See the next section for the reason for which this may not result in better news.
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post with weakly less information in the AIS and thus rely more on its prior. The implication

of this is that, absent retraction concerns, the internet does lead firms to release information

for which they have less support.

When retraction is costly, however, the firm may actually not post at time t̄ in the AIS

when it would have posted in the BIS. If t̄ < t∗∗ and π1
t̄ ∈ (π∗∗, π̄(t̄)), the firm would be sure

enough of the state to post in the BIS and not in the AIS. Thus, the option value of waiting

and retraction cost serve as deterrents against posting information about which the firm is

less sure.

Does this mean that, contrary to popular concern, the 24-hour news cycle actually results

in less incorrect news being released? Not necessarily. Note that, if the firm’s prior about

either state is sufficiently high, it will even post with no evidence. This could result in errors

like the Fox News misreport of the Quebec City shooting mentioned in the introduction.

This implies that the effect of the internet on the correctness of the news depends on the

strength of the news firm’s prior, which may have implications for consumer welfare. A

full comparison would need to take into account consumers preferences for reading news on

their own schedules. Would consumers be willing to have news that has a higher probability

of being incorrect in order to get to read it sooner? If the retraction cost is zero, this

comparison is more ambiguous, since the firm will update its posting whenever needed, so

while the initial posting may be done with less information, eventually the posting will be

done with more information. A full analysis of this sort is beyond the scope of this paper.

1.4 Conclusion

The above analysis shows that having a “24-hour news cycle” as opposed to fixed posting

times can have a significant effect on the content produced by the media. While allowing for

constant posting and updating of news may lead the firm to post earlier, after receiving fewer
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leads, if retraction is costly, it might actually lead a firm to delay posting slightly in order

to receive more information. This implies that the ability to post any time may provide the

incentive for a firm to wait a little longer for additional information before releasing news,

thereby improving quality.

Of course, the internet has had more effects on news production than just timing. In

particular, the internet has increased the number of news providers. While competition

likely would change the editorial standards used by firms, the key factor leading to the

time-dependent editorial standard—the option value of waiting—would still apply if there is

competition. While the effect of competition on the news produced by heterogeneous firms

is interesting, it is essentially a separate issue from the timing aspect and is therefore beyond

the scope of this paper. It may also be useful to consider what would happen if firm’s had

the option to improve the accuracy of their reports by verifying the information that they

receive. Verifying this information would be costly and take time, but it eliminates the risk

of posting false information.
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Appendix: Proofs

Proof of Lemma 1.1

Lemma (Restatement). The functional M : C([0, 1]2×A)→ C([0, 1]2×A), where, for each

k ∈ Z+:

M(V (Tk, π
1
Tk
, aTk)) = sup

pk∈P(aTk )

{
Π(Tk, pk, π

1
Tk
, aTk) + EV (Tk+1, π

1
Tk+1

, aTk+1
)
}

(1.8)

is a contraction mapping, and therefore M has a unique fixed point V ∗ which is equal to

V ∗.

Proof. As C([0, 1]2 × A) is a Banach space of bounded functions, to show that this is a

contraction mapping, it is sufficient to show that the value function satisfies Blackwell’s

sufficient conditions of monotonicity and discounting.

1. Let W (Tk, π
1
Tk
, aTk) < V (Tk, π

1
Tk
, aTk) for all (Tk, π

1
Tk
, aTk) ∈ [0, 1]2 × A.

Then suppk∈P(aTk ) Π(Tk, pk, π
1
Tk
, aTk)+EW (Tk+1, π

1
Tk+1

, aTk+1
) < suppk∈P(aTk ) Π(Tk, pk, π

1
Tk
, aTk)+

EV (Tk+1, π
1
Tk+1

, aTk+1
), so monotonicity is satisfied.

2. For any constant c, (V+c)(Tk, π
1
Tk
, aTk) = suppk∈P(aTk ) Π(Tk, pk, π

1
Tk
, aTk)+E[V (Tk+1, π

1
Tk+1

, aTk+1
)+

c] = suppk∈P(aTk ) Π(Tk, pk, π
1
Tk
, aTk) + EV (Tk+1, π

1
Tk+1

, aTk+1
) +

∫ 1

Tk
cf(s)ds. As the ex-

ponential distribution has support on (0,∞), c
∫ 1

Tk
f(s)ds ≤ βc for some β < 1.

Therefore, this is a contraction mapping. The fact that this is equivalent to the sequential

definition of V ∗ follows immediately from the fact that V ∗(Tk, π
1
Tk
, aTk) is defined as the sum

of all of the disjoint (future) stochastic intervals.
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Proof of Proposition 1.1

Proposition (Restatement). 1. If the firm’s posterior that the event is 1 is different from

its posterior that the event is 0, the firm will post x if and only if its posterior that the

event is x if greater than π∗∗.

2. If its posteriors on both events are equal, the firm will post article 1 if and only if its

posterior that the event is 1 is greater than π∗.

Proof. Let πx(d) be the firm’s posterior that the state is x after receiving lead difference

d. The revenue from posting x equals one and the expected cost equals (1 − πx(d))κ, so

the revenue exceeds the cost when πx(d) ≥ κ−1
κ

= π∗. Therefore, it will post a message if

πx(d) ≥ π∗ for some x. If π1(d) ≥ π0(d) ≥ π∗, then its expected profit from posting 1 is

higher than its expected profit from posting 0 so the firm will post 1, and the reverse is true

when π0(d) > π1(d).

Proof of Proposition 1.2

Proposition (Restatement). In the BIS, the probability with which a firm will post the

incorrect message when the event is x is decreasing in the firm’s prior πx0 .

Proof. Assume that the event is 1. All of the results hold symmetrically for the case where

the event is 0.

For the firm to post message 0 after receiving n1 type-1 leads and n0 type-0 leads, it must

be the case that, for any d,
qdπ1

0

qdπ1
0+(1−q)d(1−π1

0)
≤ min{ 1

κ
, 1

2
}. As

qdπ1
0

qdπ1
0+(1−q)d(1−π1

0)
is increasing

in π1
0 for all d, the probability with which this posterior is less than min{ 1

κ
, 1

2
} is decreasing

in π1
0.
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Proof of Lemma 1.2

Lemma (Restatement). If retraction is costless, then:

1. If the firm’s time-t posterior that the event is 1 is different from its posterior that the

event is 0, the firm will post x if and only if its posterior that the event is x if greater

than π∗∗.

2. If its posteriors on both events are equal, the firm will post article 1 if and only if its

posterior that the event is 1 is greater than π∗.

Proof. The only restriction that the plan chosen at Tk places on the plan chosen at Tk+1 is

that pk+1(Tk+1) = pk(Tk+1). Therefore, given that retraction is costless, the action within

each stochastic interval [[Tk, Tk+1[[, where [[Tk, Tk+1[[:= {(ω, t)|Tk(ω) ≤ t < Tk+1(ω)}, does

not affect the firm’s profit in the next stochastic interval. Therefore, the firm will post x iff

posting maximizes its flow profit, which occurs whenever πxt ≥ π∗∗, and as before will post

message 1 if indifferent.

Proof of Proposition 1.3

Proposition (Restatement). If retraction is costly, then the firm will not initially post mes-

sage x at any time t at which πxt < π∗∗ , and it will not retract x at any time t at which

πxt ≥ π∗∗.

Proof. If πxt < π∗∗, then πxt < π∗ or πxt <
1
2
. If πxt < π∗, the firm would get a negative flow

payoff from posting x, so it would prefer not to post. If πxt <
1
2
, the firm would prefer to

post the other message so it would not post x.

If the firm already has message x posted at time t, and πxt ≥ π∗∗, its flow profit from

posting x is higher than its flow profit from any other action, so it would not want to pay a

retraction cost to switch.
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Proof of Lemma 1.3

Lemma (Restatement). If retraction is costly, there exists a time t̂ < 1 after which the firm

will not retract.

Proof. If κ ≤ ρ, the firm will never retract as the retraction cost is greater than the cost of

leaving the wrong article posted for the entire time, so t̂ = 0. Otherwise, suppose the firm

has message x posted at time t. If it chooses not to retract at time t, the maximal cost it

could incur is
∫ 1

t
κds = (1− t)κ. As t → 1, (1− t)κ → 0, which implies that there exists a

t̂ < 1 such that (1− t)κ = ρ, and after this time the firm would choose not to retract.

Proof of Lemma 1.4

Lemma (Restatement). Let at = ∅. If the firm would post article x at time t with posterior

πxt that the state is x, it would strictly prefer to post with posterior π̂xt > πxt .

Proof. Suppose without loss of generality that π1
t ≥ 1

2
. This implies that the firm would not

post message 0. From Corollary 1.3, we know that if the firm posts message 1, it would not

retract it unless it receives another lead. Therefore, for the firm to post an message 1 at

time t, it must be the case that, for all t′ > t:

∫ 1

t

[∫ s

t

(1− (1− π1
t )κ)dτ + EV (s, π1

s , 1|π1
t )

]
f(s)ds ≥ (1.9)∫ t′

t

EV (s, π1
s ,∅|π1

t )f(s)ds+

∫ 1

t′

[∫ s

t′
(1− (1− π1

t )κ)dτ + EV (s, π1
s , 1|, π1

t )

]
f(s)ds,

which is equivalent to the requirement that:
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∫ t′

t

[∫ s

t

(1− (1− π1
t )κ)dτ

]
f(s)ds ≥

∫ t′

t

[
EV (s, π1

s ,∅|π1
t )− EV (s, π1

s , 1|π1
t )
]
f(s)ds.

(1.10)

As 1−(1−π1
t )κ is strictly increasing in π1

t , it is sufficient to show that the right-hand side

of this equation is non-increasing in π1
t . Note that V (s, π1

s ,∅|π1
t ) > V (s, π1

s , 1|π1
t ) only when

the firm would prefer not to have article 1 posted at time s. Otherwise they are equal. As

the instantaneous payoff from having the message posted at time s is increasing in π1
s , the

the only way that
∫ t′
t

[EV (s, π1
s ,∅|π1

t )− EV (s, π1
s , 1|π1

t )] f(s)ds could increase in π1
t would

be if increasing π1
t increase the probability that π1

s would fall below π∗∗ at some point in the

future. As the expectation of π1
s at any time s > t is increasing in π1

t , this cannot occur.

The analogous argument holds when the firm is considering posting message 0.

Proof of Proposition 1.4

Proposition (Restatement). There exists a unique editorial standard π̄ and retraction thresh-

old π, such that the unique optimal policy for the firm is to choose a plan at each Tk in which

it posts at the earliest t such that πxt ≥ π̄(t) for some x, and leaves that article posted until

the first time t such that πxt < π(t).

Proof. Let Tk be such that that aTk = ∅. If the firm posts at any time t, we know from

Corollary 1.2 that it will leave the article posted

Assume without loss of generality that π1
Tk
≥ 1

2
. At any Tk, the optimal pk therefore

involves posting nothing on [Tk, t̃] and posting message 1 on (t̃, 1] for some t̃ ∈ [Tk1] , with

t̃ = 1 if the firm would never post message 1 with that posterior, where time t̃ is such that:

t̃ ∈ arg max
Tk≤t≤1

∫ t

Tk

EV (s, π1
0,∅|π1

Tk
)f(s)ds+

∫ 1

t

[∫ s

t

(1− (1− π1
Tk

)κ)dτ + EV (s, π1
s , 1|π1

Tk
)

]
f(s)ds.
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Let π̄(Tk) be the smallest π1
Tk

such that the firm would post message 1 immediately at

Tk. As Proposition 1.3 shows, the firm would not post if π1
Tk
< π∗∗, and the firm would

certainly post if π1
Tk

= 1. As the expected profit from posting at time Tk varies continuously

in π1
Tk

, this π̄(Tk) exists. Lemma 1.4 further implies that, if for a given π1
Tk

the firm would

post at time t̃ with π1
Tk

(if it has not posted already), it would do so for all π̂1
Tk
> π1

Tk
, so

this implies that π̄(Tk) forms a unique cutoff.

If at = 1, the firm would retract message 1 if its benefit from retracting is greater than

the retraction cost, meaning that:

V (t, π1
t , 1|π1

t ) < V (t, π1
t ,∅|π1

t )− ρ,

or equivalently that:

ρ < V (t, π1
t ,∅|π1

t )− V (t, π1
t , 1|π1

t ).

Note that, as the firm is considering retraction, we know from Proposition 1.3 that

π1
t < π∗∗. Therefore:

V (t, π1
t ,∅|π1

t ) = max
t′∈[t,1]

∫ t′

t

V (s, π1
s ,∅|π1

t )f(s)ds+

∫ 1

t′
[

∫ s

t′
(1−π1

t κ)dτ+EV (s, π1
s , 0|π1

Tk
)]f(s)ds,

which is clearly decreasing in π1
t , while V (Tk, π

1
t , 1|π1

t ) is increasing in π1
t . Therefore, the

right-hand side of the above inequality is decreasing in π1
t , so there is a well-defined unique

cutoff such that the firm would retract iff π1
t < π(t).

Therefore, the optimal policy can be uniquely described by the proposition, under the

continued assumption that the firm posts message 1 if indifferent.
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Proof of Proposition 1.5

Proposition (Restatement). If retraction is costly, there exist times t∗∗ and t̂ such that such

that the editorial standard is strictly decreasing for all t < t∗∗ and equal to π∗∗ for all t ≥ t∗∗

and the retraction cutoff is strictly decreasing for all t < t̂ and equal to 0 for all t ≥ t̂.

Proof. I first consider the editorial standard, and assume without loss of generality that

π1
0 ≥ 1

2
. Note that, given proposition 1.3, the firm will never message 1 (in the absence

of more leads) unless π1
0 ≥ π∗∗, so assume that π1

0 ≥ π∗∗. From proposition 1.4, we know

that the firm uses a well-defined cutoff strategy, so one can consider the inverse problem or

“What is the earliest time that a firm with prior π1
0 would post message 1?” Without loss

of generality, consider what the firm would do at a lead arrival time Tk. For any given time

Tk, the editorial standard π̄(Tk) satisfies the following indifference condition:

V (Tk, π̄(Tk),∅) = V (Tk, π̄(Tk), 1),

Recall that for any π1
Tk
≥ π∗∗, V (Tk, π

1
Tk
,∅) is equal to:

max
t∈[Tk,1]

∫ t

Tk

EV (s, π1
s ,∅|π1

Tk
)f(s)ds+

∫ 1

t

[∫ s

t

(1− (1− π1
Tk

)κ)dτ + E[V (s, π1
s , 1|π1

Tk
)]

]
f(s)ds,

and, given Proposition 1.3, for any π1
Tk
≥ π∗∗,V (Tk, π

1
Tk
, 1) is equal to:

∫ 1

Tk

[∫ s

Tk

(1− (1− π1
Tk

)κ)dτ + E[V (s, π1
s , 1|π1

Tk
)]

]
f(s)ds.

Given that Proposition 1.4 states that the optimal posting time is unique, this implies

that:

28



Tk = arg max
t∈[Tk,1]

∫ t

Tk

E[V (s, π1
s ,∅)|π̄(Tk)]f(s)ds

+

∫ 1

t

[∫ s

t

(1− (1− π̄(Tk))κ)dτ + E[V (s, π1
s , 1)|π̄(Tk)]

]
f(s)ds.

First note that for some π1
0 is sufficiently close to 1, the firm is indifferent about whether

to post immediately. Call this value π(0). This implies that for all π1′
0 > π1

0, the firm will

prefer to post immediately. At t = 1, because retraction is no longer a consideration, this is

equivalent to the case where there is no retraction cost and π(t) = π∗∗.

V (·, π1
Tk
,∅) − V (·, π1

Tk
, 1) is strictly decreasing in t whenever this difference is strictly

positive. If at a given Tk ∈ (0, 1), the firm has a posterior π∗∗ < π1′
Tk

< π̄(Tk), then

by Proposition 1.4 it must be the case that V (Tk, π
1′
Tk
,∅) > V (Tk, π

1′
Tk
, 1), which implies

that the firm’s optimal posting time is later. We know from Lemma 1.4 that if the firm

has a posterior π1′
Tk
> π̄(Tk), then it strictly prefers posting now to waiting, implying that

its optimal posting time is weakly earlier. The fact that its payoff from posting with π1′
Tk

is

higher and E[V (s, π1
s ,∅)|π̄(Tk)]−E[V (s, π1

s , 1)|π̄(Tk)] ≥ E[V (s, π1
s ,∅)|π1′

Tk
]−E[V (s, π1

s , 1)|π1′
Tk

]

implies that it must be the case that the optimal posting time is strictly earlier.

Therefore, the optimal posting time is decreasing in the posterior, and therefore the cutoff

π̄ is decreasing in time until time t∗∗, where t∗∗ is the time at which the firm is indifferent

between posting message 1 and waiting when π1
Tk

= π∗∗. Given that V (·, π1
Tk
,∅)−V (·, π1

Tk
, 1)

is strictly decreasing in t, if π∗∗ = π∗, then t∗∗ = 1. Otherwise, t∗∗ is the time at which

π̄(t) = 1
2
.

When determining the retraction threshold π(t), one can do so by determining the latest

time Tk at which a firm with posterior π1
Tk

would be willing to retract. Assume without

loss of generality that message 1 is posted, meaning at = 1. It would retract at time t

if its benefit from retracting is greater than the retraction cost. Suppose that the firm is
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indifferent between retracting and leaving message 1 posted at t. This implies that:

V (t, π1
t ,∅)− ρ = V (t, π1

t , 1),

or equivalently that:

V (t, π1
t ,∅)− V (t, π1

t , 1) = ρ.

The difference on the left-hand-side is strictly decreasing in t and π1
t , therefore, for this

inequality to hold, as t increases it must be the case that π1
t decreases.
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Chapter 2

Wage Disclosure

Abstract

Job applicants are often asked to disclose their current wages on their job applications, but

recently implemented policies in a number of jurisdictions have prohibited this question. This

policy change makes wage disclosure a strategic choice for applicants. What effect does this policy

change have on who is hired and how much they are paid? Can this type of policy help close a

wage gap based on exogenous characteristics such as gender and race?

I consider a model in which an applicant applies for a job, and the employer can choose to

make an offer to the applicant at a cost. I find that if an applicant does not know how much she

will benefit from the job when submitting the application, then there can exist a partial disclosure

equilibrium in which the applicant conceals her wage if it is low or high, but reveals it if it is

in an intermediate range. This implies that the typical unravelling results common in models of

voluntary disclosure may not occur. In any such equilibrium, no type of applicant is worse off than

she would be under full disclosure, and some values of the applicants are better off. The effect of

this policy on the wage gap is ambiguous. If the offer cost is relatively low, the policy may increase

the wage gap, while if the offer cost is relatively high, it may decrease it.
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2.1 Introduction

A common question on many job applications is “What is your current salary?” From the

perspective of the employer, asking this question has the potential benefit of providing the

employer with information about the applicant’s reservation wage.1 The employer can use

this to determine whether or not to make an offer to an applicant, and if so, how high a

salary to offer. The applicant, however, may be harmed by providing this estimate of her

reservation wage. Those applicants with low current wages may be offered lower wages due

to the assumption that they have lower reservation wages, while those with higher current

wages may be assumed to have too high reservation wages, and not get an offer at all for

that reason. In addition, a key motivation for these policies is the concern that the wage

question exacerbates the gender gap in earnings.2

The concern that asking applicants for their previous salary is unfair has led to some

recent legislation banning the practice. Sixteen US states, as well as numerous cities, have

recently banned some or all employers from asking this question, and bans are currently

being considered in other jurisdictions as well.3

In Figure 2.1, I provide a map of the states that have such policies, and the date at

which such policies were or will be implemented. The exact content of the policies differs by

state—in some states all employers are prohibited from asking the question, while in other

states only some employers are prohibited from doing so.4

The stated reason for such laws is generally the concern that basing future salaries on

past salaries increases the wage gap between men and women; if women were paid unfairly

1The applicant’s reservation wage is the wage at which the applicant would be indifferent between ac-
cepting the employer’s job offer or remaining at her current job.

2https://www.washingtonpost.com/business/2019/08/15/more-states-are-banning-questions-about-
salary-history-job-interviews-what-say-if-youre-asked-about-it-anyways/

3See https://www.hrdive.com/news/salary-history-ban-states-list/516662/ and
https://www.payscale.com/data/salary-history

4The date provided on the map is the date of the first policy. Some states have provided updated policies
after the date listed. The map was created using mapchart.net under a Creative Commons license.

32



Figure 2.1: Map of States with Policies Banning the Wage Question

less at their previous jobs, using past wages to set future salaries would perpetuate this.

But as alluded to above, others who were paid low wages at previous jobs could potentially

benefit as well, so it is important to consider the effects on all types of workers.

While job applicants may prefer not to have their current or past salaries known, whether

this would improve their outcomes or not depends critically on what an employer would be-

lieve about the applicant’s previous salary in the absence of such information. As voluntary

disclosure of salaries is still permissible, the employer would need to consider which em-

ployees, if any, would choose to reveal their previous salaries. If the assumptions that the

employer would make in such a scenario lead to all job applicants disclosing their current

salaries—which is known in the literature as unravelling—then the policies prohibiting em-

ployers from asking for the applicant’s current wage would have no effect on labor market

outcomes and would therefore be pointless. Therefore, when considering whether wage dis-

closure policies are effective, it is important to determine whether unravelling occurs in this
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market.

Therefore, the crucial question that needs to be understood in this context is, “Will

applicants ever choose not to disclose verifiable information about the value of their outside

options, and if so, when will this occur?” Models of voluntary disclosure typically lead to

unravelling (Grossman, 1981; Milgrom, 1981), meaning that all individuals voluntarily reveal

their private information. While unravelling may not occur if there is uncertainty about

the individual’s information endowment (Dye, 1985; Jung and Kwon, 1988) or if there is a

disclosure cost (Jovanovic, 1982; Verrecchia, 1983), in the scenarios assumed above neither

of these exceptions may apply. In particular, job applicants know their current wage, and

there is no specific disclosure cost.

This paper provides a novel mechanism for why unravelling may not occur. This wage

offer process is different from the standard scenario described in models of disclosure. Con-

ditional on being offered a job, it is in the best interest of an applicant to disclose a high

current wage, but if a very high wage is disclosed, the applicant may not get offered a job.

This implies that it may no longer be advantageous for an applicant to indicate that she

requires a higher wage. However, for this to occur, an applicant that conceals her wage5

must fall into one of two categories: She must either have a current wage that is so high that

she would not get an offer if she were to reveal, or have a wage that is low enough that she

could get a higher offer by concealing.

When it comes to employment offers, applicants care about more than just the wage.

Applicants have idiosyncratic benefits and/or costs associated with switching to a new job.

Examples of these other benefits include the opportunities for advancement, the work-life

balance, the specific projects that the applicant would be working on, and many other

potential factors that may make the job more or less attractive for a given applicant. These

5By “concealing” their wages, I mean that they refrain from voluntarily providing information about their
wages, not that they actively hide it.
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factors are often not known by the applicant at the time of application. Applicants typically

apply to many jobs, but they are often unsure about how much they want the job until later.

This means that an applicant has the motivation to apply for jobs even under mandatory

disclosure, as the employer may end up offering above her reservation wage. It also means

that higher-wage applicants may not object to pooling with lower wage applicants.

To examine the effect of wage disclosure policies on employment outcomes, I construct a

theoretical model of the job application process. I consider a situation in which an employer

is considering making an offer to an applicant for a position. If the employer makes an offer

to the applicant, he incurs an offer cost. If the employer hires the applicant, his profit is

equal to the revenue he earns from the applicant minus the wage he pays her. The applicant

has an existing job with a verifiable current wage. As I explain further below, I assume that

this revenue is not a function of the applicant’s current wage. The benefit that she would

receive from accepting a new job is equal to the wage that she would receive at the new job

plus an idiosyncratic component, which represents the non-wage benefit she would receive

from working there. I compare the employment outcomes under a “Mandatory Disclosure

Scenario” in which applicants must disclose their wages to a “Voluntary Disclosure Scenario”

in which applicants can choose whether or not to provide this information.6

As mentioned above, I assume that the applicant’s current wage is not correlated with

her productivity. I make this assumption intentionally in order to examine whether wage

disclosure policies can fulfill the purpose for which they were intended. Laws regulating

the wage question exist due to the concern that employers are unfairly paying some workers

lower wages than other workers, meaning that there are workers of equal levels of productivity

who are not being paid equally. Moreover, this assumption is reasonable in this context, as

6The use of the terms “mandatory disclosure” and “voluntary disclosure” in this context is somewhat
unconventional. By “mandatory disclosure”, I do not mean that the government requires it, but rather that
the employer can choose to require it as a condition of being considered for a job. In fact, the government
legislation is designed to prohibit disclosure rather than require it, which is the opposite of what would
typically occur in other contexts, such as accounting or with regard to the provision of product information.
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employers likely have other means to assess an applicant’s productivity by the time the offer

process begins.

I find that, when disclosure is voluntary, unravelling may not occur. In particular, there

can exist an equilibrium in which applicants with high wages and low wages conceal, while

those in the middle reveal. The wage offer given is equal to the offer that would be given

to an applicant who revealed the highest value in the lower interval, so this implies that low

wage workers can benefit from this policy. Additionally, high wage applicants may benefit as

well, because if they would reveal their wages, they may miss out on getting an offer entirely.

When such an equilibrium exists, no applicant is worse off from it. I further show that in

all equilibria in which more than one applicant chooses to conceal, all applicants are weakly

better off and some are strictly better off. The only other types of equilibria are equilibria

which are outcome-equivalent to full disclosure. A full-disclosure equilibrium always exists,

so unravelling can occur as well in this framework.

Given that the commonly-stated purpose of this policy is to help reduce the wage gap,

I also consider the effect that such a policy would have on a wage gap based on exogenous

characteristics, such as gender or race. I find that, while all applicants are weakly better

off under voluntary disclosure, the policy has an ambiguous effect on the wage gap. It is

possible for an equilibrium with non-disclosure to exist for only one category of applicants,

where the category is defined by the exogenous characteristic. Interestingly, this could be

either category! This implies that it is possible for this policy to exacerbate the wage gap,

despite making everyone’s wages weakly higher.

The remainder of this paper is organized as follows. In Subsection 2.1.1, I discuss how this

research is related to both the existing theoretical disclosure literature and applied literature

on disclosure in labor markets. In Section 2.2, I provide a description of the model. In

Section 2.3, I provide results for the Mandatory Disclosure baseline scenario. In Section 2.4,

I provide results for the Voluntary Disclosure Scenario. In Section 2.5, I discuss how these
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results may apply in the case of a wage gap based on an exogenous observable characteristic

(such as gender). In Section 2.6, I discuss possible extensions of the model and conclude.

The appendix contains the proofs that are not in the main text.

2.1.1 Connection to the Existing Literature

This research addresses the disclosure decision in a situation where disclosure affects both

the probability of receiving an offer and the offer received. As mentioned above, this paper

describes a new situation in which standard unravelling results in the literature may not

occur. Unravelling may not occur if disclosure is costly (Jovanovic, 1982; Verrecchia, 1983),

but this explanation does not apply here as past salary information can be costlessly disclosed

and/or verified by the applicant. Another common exception occurs if the individual may

not have the information that needs to be disclosed (Dye, 1985; Jung and Kwon, 1988), but

this is certainly not applicable in the case of prior wages. For more reasons why unravelling

may not occur, see the survey in Beyer et al. (2010).

The particular interval-based disclosure form that can occur in the wage disclosure sce-

nario can be found in other models, but the reasoning behind the existence of an equilibrium

of this sort in these models is quite different from what would occur in the wage disclosure

scenario. One case where some nondisclosure can occur is when the sender is uncertain of

the receiver’s response due to the receiver having private information (Suijs, 2007; Harbaugh

and To, 2020), but the nondisclosure here occurs even though the applicant is certain of the

employer’s response to her disclosure strategy. In Bertomeu and Liang (2015), an informed

firm may not disclose high and low values of a demand shock in order to not give information

to its competitors that may lead it to undercut its prices, but in the model I consider, there

is an individual applicant, so this concern would not apply.

This research also relates to the literature on the disclosure of outside options. Hwang

and Li (2017) consider the situation in which a buyer and seller are negotiating over an
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object, and the buyer has an exogenous outside option. They find that, if the arrival of the

outside option is private, it is not in the buyer’s best interest to disclose this outside option,

as doing so would indicate to the seller that the buyer highly values the object he is selling.

Eső and Wallace (2019) consider the timing of bargaining agreement and the distribution of

surplus in a situation in which individuals receive randomly arriving and concealable hard

evidence. They find that individuals reveal evidence if and only if it benefits them, and that

in a finite-horizon scenario delay may occur. The wage disclosure situation considered here

differs from these models because the applicant does not yet know the relative value of the

job offer compared to her outside option at the time of the disclosure decision. The outside

option here is only an unbiased estimator of the applicant’s reservation value—not the value

itself.

In addition, this research addresses the applied question of the effect of wage disclosure

policies on labor-market outcomes, and on the wage gap in particular. The literature on

wage disclosure policies in particular is currently quite limited, likely due to how recent all

of these changes are.

Meli and Spindler (2019) construct a theoretical model on the effect of wage disclosure

policies on labor market outcomes, with their focus being on the gender-based wage-gap

specifically. They consider a situation in which prospective employers cannot observe appli-

cant productivity directly and rely on information from other firms. Moreover, some current

employers in the market discriminate and do not pay female employees the amount they

pay male employees. In their model, the ban would prevent future employers from knowing

this information, and this benefits low-paid female employees and harms higher-paid ones.

However, this model does not consider the possibility of applicants voluntarily providing

this information, and therefore does not involve the same considerations as the scenario

considered in this paper.

Bessen, Meng, and Denk (2020) also consider the effect of wage disclosure policies on
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the wage gap. As I do in my analysis, they consider wage gaps based on factors other than

gender as well and assume that the employer knows the applicant’s ability. They consider a

model in which a job applicant has an existing position in which she earns a current wage

that may be less than the the marginal product of her labor. The employer can choose to

post a wage for his offered position, or he can choose to bargain. They find that this policy

results in employers being more likely to post fixed wages, which decreases the wage gap.

Their empirical analysis supports this claim. However, like Meli and Spindler (2019), they

do not allow for voluntary disclosure.

Gottlieb and Smetters (2011) discuss grade disclosure policies in the context in which

MBA students can vote on a policy to prohibit grade disclosure among the graduating class,

and that this policy is enforced by social norms. They find that there can exist equilibria in

which students vote to conceal their grades, which may be interesting in the context of wage

disclosure if non-disclosure becomes a social norm. However, the grade context differs from

this context in that having higher grades is unambiguously better than having lower grades,

and the disclosure policy affects effort.

Agan, Cowgill, and Gee (2020) construct a model of the wage disclosure scenario which

allows for voluntary disclosure. In their model, there is one employer and one applicant.

The applicant has a level of value to the employer that is only partially verifiable through

the application, and her current wages are assumed to be either equal to her value or some

other strictly increasing function of this value. Applicants also have exogenously-given types

that determine if they always disclose, never disclose (even when required), or are “compli-

ers”—meaning that they only disclose when required to do so, and this is correlated with the

value. They find that bans allow compliers and never-disclosers to pool on concealing. Given

this, if willingness-to-disclose is correlated with ability, this policy could lower the wages of

compliers, and can worsen the gender gap. They also provide survey data demonstrating

that some applicants fall into each of these categories, with the majority being compliers,
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and the next largest category being always disclosers.

This setup differs from their model in several important ways. In my model, I assume

that employers can observe ability and therefore treat wage as independent of ability. As

policy makers are presumably concerned primarily about workers of equal ability being paid

unfairly–rather than lower-ability workers being paid less–it is important to consider the

effect of wage disclosure policies in this context. In addition, I treat the decision about

whether to disclose as endogenous. Applicants choose whether or not to disclose based on

strategic considerations. This change is important as it avoids the scenario in which appli-

cants essentially sabotage themselves by not revealing when they actually have the option

to do so. Indeed, the empirical evidence that Agan et al. (2020) provide lends support to my

model. They note that their survey respondents who avoided disclosure did so for strategic

reasons, namely out of concern of the effect of disclosure on the employer’s actions, rather

than due to cost. The evidence that they provide supports the idea that some applicants

will choose to disclose while others will not do so, and in particular they find that those with

high and low wages are less likely to reveal their wages, which is consistent with the partial

disclosure equilibrium in this paper. While the model considered here does not explicitly

contain “never compliers”, these can be added to this model in a straightforward manner as

long as those who refuse to comply have sufficiently high wages.

There is a small empirical literature on the effect of wage disclosure policies. Barach

and Horton (2020) perform a field experiment in which they randomize which employers

get access to wage information. They find that employers who do not have access to this

information are more likely to hire low wage applicants, and, conditional on hiring them,

pay them more. In the marketplace they are considering, employers don’t have access to

much information of applicant ability, so the wage also needs to serve as a signal of applicant

ability. In the model I am considering, the employer has other means of determining applicant

ability so this is not needed. Hansen and McNichols (2020) provide preliminary empirical
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evidence about the effect of the California wage disclosure policy, and find that there may

be a reduction in the wage gap due to this policy, but the effect is quite small.

This research also relates to research on statistical discrimination, particularly the re-

search on “Ban-the-Box” legislation. Ban-the-Box policies prohibit prospective employers

from asking job applicants about their criminal histories. The goal of these policies is to

provide applicants with criminal records with the chance to reintegrate into society, but

the concern is that this may lead employers to instead discriminate against applicants from

groups that have higher rates of incarceration, particularly black males Agan and Starr

(2017); Doleac and Hansen (2020). This effect has been found in the empirical literature,

although Veuger et al. (2019) find the opposite effect. Statistical discrimination does play a

role in the wage disclosure framework presented here, as employers can use the information

that an applicant belongs to a group with a lower expected wage to make inferences about

how much to offer. However, this differs from Ban-the-Box policies in two important ways.

First, the wage is drawn from a continuous distribution rather than a binary one. More

importantly, having a lower wage has some advantage in that it helps applicants get hired.

Therefore, a different framework is needed for analyzing the wage disclosure problem.

2.2 Model

Consider a situation in which there is one currently employed applicant (she) and one em-

ployer (he). The employer chooses whether or not to make an offer at cost c.7 If he hires an

applicant at wage w, he earns revenue R ∈ R+ and incurs wage cost w. If he does not hire

the applicant, his revenue is normalized to 0. As the applicant is currently employed, she

has a verifiable outside option wc which is the amount that she earns from her current job,

7The cost can be a literal hiring cost, for example, flying out an applicant or getting the legal department
to prepare offer documents, or it can represent the opportunity cost of missing the chance to make an offer
to some other applicant if he chooses to negotiate with this one.

41



with wc drawn from the uniform distribution on W = [w,w], denoted by F . If she accepts a

new job at wage w, her payoff will be w + ε, where ε should be viewed as her idiosyncratic

switching benefit (if positive) or cost (if negative). This idiosyncratic factor ε is drawn from

the uniform distribution on E = [−ε, ε], denoted by G, and is independent of wc.
8 I assume

that this factor is not known to the applicant at the time of her application, and therefore

does not play a role in her disclosure decision.9 In order to rule out cases in which certain

applicants have no reason to apply at all, I assume that R− c > w̄− ε̄, so that an applicant

with the highest current wage would potentially be willing to work for a new employer if she

found that the job was a good enough fit.

I consider two different scenarios:

1. A mandatory disclosure scenario in which the applicant is required to disclose her

current wage on her application.

2. A voluntary disclosure scenario in which the applicant can choose whether or not to

disclose her current wage on her application.

The timing of the game is as follows:

1. The applicant applies for the position. In the mandatory disclosure scenario, she

discloses her current wage on the application. In the voluntary disclosure scenario, the

application only contains the current wage if the applicant chooses to disclose it.

2. The employer chooses whether or not to make an offer at cost c. If he does not make

an offer, the game ends.

3. He makes a take-it-or-leave-it offer of w ∈ R+ to the applicant and the applicant learns

ε.
8I assume that the distribution of ε has mean 0 in order to simplify the notation. This is without loss of

generality, as shifting the distribution of E has the same effect as shifting the distribution of W .
9This should be interpreted as saying that the applicant does not know how much of a benefit or cost she

will incur by switching until she learns more about the company later on in the process.
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4. The applicant chooses whether to accept or reject the offer.

For both the mandatory disclosure scenario and the voluntary disclosure scenario, I restrict

attention to pure strategy equilibria.

2.3 Mandatory Disclosure

2.3.1 Strategies and Equilibrium

An offer strategy for the employer is σO : W → {0, 1}, where σO(wc) = 1 if the employer

makes an offer to an applicant who reveals wc and σO(wc) = 0 otherwise. A wage strategy

for the employer is σW : W → R+, where σW (wc) is the offer that the employer gives to an

applicant who reveals wc. An acceptance strategy for the applicant is σA : W × E × R+ →

{0, 1}, where σA(wc, ε, w) = 1 if a worker with current wage wc and idiosyncratic factor ε

accepts a wage offer of w, and σA(wc, ε, w) = 0 otherwise.

An equilibrium is profile (σ∗O, σ
∗
W , σ

∗
A) such that:

1. For each wc ∈ W :

σ∗O(wc) ∈ arg max
o∈{0,1}

o [(1−G (wc − σ∗W (wc))) (R− σ∗W (wc))− c] , (2.1)

σ∗W (wc) ∈ arg max
w∈R+

(1−G(wc − w)) (R− w), (2.2)

2. For each wc ∈ W , ε ∈ E, and w ∈ R+:

σ∗A(wc, ε, w) ∈ arg max
a∈{0,1}

a(w + ε) + (1− a)wc. (2.3)
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2.3.2 Equilibrium Characterization

I assume that the employer will make an offer if indifferent, and that the applicant will

accept an offer if indifferent.10 Therefore, the applicant will accept a wage offer w iff w ≥

wc − ε, or equivalently that ε ≥ wc − w. The full outcome of the mandatory disclosure

game is given by Proposition 2.1, but first I will define some new notation. Let b(wc, R) =

(1−G (wc − σ∗W (wc))) (R− σ∗W (wc)). This is the expected benefit that the employer with

revenue R will get from hiring an applicant with current wage wc.

Proposition 2.1. In the Mandatory Disclosure Scenario, the unique equilibrium outcome is

as follows:

1. If the employer makes an offer, it is a wage σ∗W (wc) equal to min
{
R+wc−ε

2
, wc + ε

}
.

The employer makes an offer whenever b(wc, R) ≥ c.

2. The applicant accepts this offer if σ∗W (wc) ≥ wc − ε.

As one would expect, the employer makes an offer if his expected payoff from doing so

weakly exceeds his cost, and the applicant accepts it if her benefit from doing so weakly

exceeds her outside option. This offer, if it is not equal to the maximum amount that the

applicant could possibly need in order to accept it, is equal to the average of R and the lowest

amount that the applicant could possibly require. The following corollary follows from part

1 of Proposition 2.1.

Corollary 2.1. The offer given by an employer to an applicant is strictly increasing in wc.

Given this, one can show that b(·, R) is decreasing in wc, and that therefore there is a

unique current wage w̃ such that the employer will make an offer to the applicant if and only

10This assumption is necessary for the applicant, because otherwise there will not be an equilibrium as
the employer would want to offer the smallest possible wage at which she would accept for sure, which does
not exist. The assumption that the employer makes an offer if indifferent is simply for convenience, as it
only affects one applicant type in the Mandatory Disclosure Scenario, and at most two applicant types in
the Voluntary Disclosure Scenario, and is thus only relevant for a set of applicants with measure zero.
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if she reveals a wage wc ≤ w̃.

Lemma 2.1. There exists a unique wage w̃ ∈ R such that b(w̃, R) = c, meaning that for all

wc ≤ w̃, the employer makes an offer, and for all wc > w̃, the employer does not make an

offer.

This wage w̃ will be particularly important in establishing equilibria in the voluntary

disclosure scenario below. Given its importance for the remainder of the paper, I provide

some comparative statics.

Corollary 2.2. The wage cutoff w̃ is increasing in R and decreasing in c.

Proof. The function b(wc, ·) is increasing in R for all R ∈ R+, and as shown in the proof

of Lemma 2.1 b(·, R) is decreasing in wc. Therefore, if for a given R, b(w̃, R) = c, then if

R′ > R, w̃ must increase as well for equality to hold. Similarly, since b(·, R) is decreasing in

wc, if R is held constant then if c decreases wc must decrease as well.

For the remainder of the paper, I make the following assumption:

Assumption 1. The exogenous parameters are such that w̃ is in the interior of W .

I do so because if w̃ = w, this is simply a standard disclosure model, and if w̃ = w, no

offers are made.

2.4 Voluntary Disclosure

2.4.1 Strategies and Equilibrium

Let M = W ∪ {∅}. A disclosure strategy for the applicant is σD : W → {0, 1}, where

σD(wc) = 1 if the applicant discloses her current wage wc and equals σD(wc) = 0 otherwise

. An offer strategy for the employer is σO : M → {0, 1}, where σO(m) = 1 if the employer
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makes an offer to an applicant who sends message m and σO(m) = 0 otherwise. A wage

strategy for the employer is σW : M → R+, where σW (m) is the offer that the employer gives

to an applicant who sends message m if he makes her an offer. An acceptance strategy for

the applicant is σA : W ×E ×M ×R+ → {0, 1}, where σA(wc, ε,m,w) = 1 if a worker with

current wage wc and idiosyncratic factor ε accepts a wage offer of w, and σA(wc, ε,m,w) = 0

otherwise. For each m ∈ M , let µ(·|m) : R+ → R be the employer’s belief CDF about the

applicant’s reservation wage (the difference of wc and ε) if she did not reveal her current

wage.

A Perfect Bayesian Equilibrium is a strategy profile (σ∗D, σ
∗
O, σ

∗
W , σ

∗
A) and a belief µ such

that:

1. For all wc ∈ W :

σ∗D(wc) ∈ arg max
d∈{0,1}

d(σ∗O(wc)(E[σ∗W (wc) + ε|ε > wc − σ∗W (wc)] +G(wc − σ∗W (wc))wc))

+ (1− d)(σ∗O(∅)(E[σ∗W (∅) + ε|ε > wc − σ∗W (∅)] +G(wc − σ∗W (∅))wc)), (2.4)

2. For all m ∈M :

σ∗O(m) ∈ arg max
o∈{0,1}

o(µ(σ∗W (m)|m)(R− σ∗W (m))− c), (2.5)

σ∗W (m) ∈ arg max
w∈R+

µ(w|m)(R− w), (2.6)

3. For each wc ∈ W , ε ∈ E, m ∈M , and w ∈ R+:

σ∗A(wc, ε,m,w) ∈ arg max
a∈{0,1}

a(w + ε) + (1− a)wc. (2.7)

4. For each m ∈ M and w ∈ R+, µ(w|m) satisfies Bayes’ rule whenever possible, mean-

ing that if m = ∅ and if the set of current wages for which σ∗D(wc) = 0 has nonzero
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measure, then:11

µ(w|∅) =

∫
W

∫
E
1 (σ∗D(wc) = 0)1 (w ≥ wc − ε) dF (wc)dG(ε)∫

W
1 (σ∗D(wc) = 0) dF (wc)

, and

µ(w|wc) = 1−G(wc − w).

2.4.2 Equilibrium Characterization

Before characterizing the equilibria, one should note that, following disclosure of wage wc,

the employer makes the same offer as he does to an applicant with wage wc in the Mandatory

Disclosure Scenario. This is true because, once the applicant reveals her wage, the employer

has the same information as he did under mandatory disclosure, so he would make the same

decision.

Lemma 2.2. The employer makes the same offer to an applicant who reveals wc in the Vol-

untary Disclosure Scenario as he would make to an applicant with wage wc in the Mandatory

Disclosure Scenario.

Proof. As noted in the previous section, the employer’s belief µ(w|wc) is equal to 1−G(wc−

w), so the employer’s objective function when facing an applicant who revealed wage wc is

the same as his objective function in the Mandatory Disclosure Scenario, and thus has the

same solution.

Given that the employer makes the same offer to an applicant who reveals her wage as

he would have made under mandatory disclosure, it is unsurprising that the other results

from the Mandatory Disclosure Scenario are applicable when the employer is faced with

11Note that Bayes’ rule is still applicable in the case in which an applicant discloses wc off the equilibrium
path. This is true because, once wc is disclosed, the employer knows this value with certainty. As the
applicant does not know ε at the time of the disclosure decision, the employer’s belief about the applicant’s
reservation wage following an off-path disclosure is the same as that following an on-path disclosure.
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an applicant who conceals her wage. In particular, an analogue of Corollary 2.1 follows

immediately.

Corollary 2.3. The offer given by an employer to an applicant who reveals her wage is

strictly increasing in wc.

Similarly, there exists a wage w̃ such that, if the applicant reveals her wage, the employer

will make her an offer if and only if wc ≤ w̃. This wage is the same as that defined in the

Mandatory Disclosure Section, and is very important in the analysis which follows.

Corollary 2.4. There exists a unique wage w̃ ∈ R such that b(w̃, R) = c. If the applicant

reveals her wage, the employer makes an her offer iff wc ≤ w̃.

There can be different types of equilibria in this model. For example, as stated in the

proposition below, a full disclosure equilibrium always exists.

Proposition 2.2. A full disclosure equilibrium exists in the voluntary disclosure model.

Proof. In a full-disclosure equilibrium, nondisclosure never occurs in equilibrium so off-

equilibrium beliefs about a concealing applicant’s reservation wage are unrestricted. If the

employer believes wc = w, a concealing applicant will not get an offer, so no type of applicant

would want to deviate to concealing.

What types of nondisclosure can exist in this situation? First I state the following

lemmata, which would be useful for later results.

Lemma 2.3. If only applicants in the interval [w′, w′′] conceal their wages, then σ∗W (w′) <

σ∗W (∅) < σ∗W (w′′).

This lemma provides the intuitive result that disclosure over an interval results in a wage

offer which is in-between those found at the endpoints of the interval.
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Lemma 2.4. There cannot exist an equilibrium in which an applicant with current wage wc

conceals iff wc ∈ [w′, w′′] where w′ > w and an applicant who conceals gets an offer.

Proof. From Lemma 2.3 it is known that if an applicant conceals iff wc ∈ [w′, w′′], then

σ∗W (∅) > σ∗W (w′). Corollary 2.3 implies that σ∗W (w′) > σ∗W (wc) for all wc < w′, so an

applicant with a current wage wc < w′ would get a higher offer by concealing her wage than

by revealing it. Therefore, there cannot exist an equilibrium in which an applicant with

wage wc < w′ would choose to conceal her wage.

One type of equilibrium with non-disclosure that can exist can be described as follows.

Under certain conditions, there exists an equilibrium in which applicants with current wages

on the set [w
∼
, w̃] reveal their wages and all other applicants conceal, where w

∼
satisfies the

following condition:

Condition (Applicant Indifference (AI)). :

1. If the applicant conceals iff wc ∈ W \ [w
∼
, w̃], the employer gives an offer to an applicant

who conceals.

2. The offer is the same as that given to an applicant who reveals w
∼

.

In Proposition 2.3, I show that if there exists a w
∼

that satisfies Condition AI, there exists

a partial disclosure equilibrium in which an applicant reveals her current wage iff wc ∈ [w
∼
, w̃].

Proposition 2.3. If there exists w
∼

that satisfies Condition AI, then there exists an equilib-

rium in which the applicant reveals her current wage iff wc ∈ [w
∼
, w̃].

The intuition behind this proposition is that an applicant with a current wage outside

of [w
∼
, w̃] has no motivation to reveal it, while an applicant with a wage in [w

∼
, w̃] prefers to

reveal it. This is true for an applicant with wc > w̃ because, as shown in Corollary 2.4, if

an applicant with a wage above w̃ reveals it, she will not get an offer. Therefore, she may
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as well conceal. If an applicant has a current wage below w
∼

, she would get a strictly higher

offer by concealing than by revealing. This is true because the offer she would get from

concealing is equal to σ∗
W

(w
∼

), and we know from Corollary 2.3 that σ∗
W

(w
∼

) > σ∗
W

(wc) for all

wc < w
∼

. From Corollary 2.3 it is also known that an applicant with a wage in (w
∼
, w̃] would

get a strictly higher offer by revealing her current wage, so she would choose to reveal. If

her wage is exactly equal to w
∼

, then she would get the same offer regardless of whether she

reveals or conceals, so she would have no motivation to deviate from concealing to revealing.

An equilibrium of this form does not always exist, and this fact will be important later

on when considering the effect of this policy on the wage gap. Nevertheless, Condition AI

can be satisfied, and equilibria of this form can exist. In the example below, I provide a

numerical example in which Condition AI is satisfied, and another example in which it is

not.12

Example 2.1. Suppose that [w,w] = [10, 20], ε = 4, R = 22, and c = 3. In this case,

w̃ ≈ 16.20. If w
∼
≈ 13.56, Condition AI is satisfied, because σ∗W (13.56) ≈ 15.78, which equals

σ∗W (∅) if an applicant conceals on W \ [w
∼
, w̃]. The employer’s profit from this offer to a

concealing applicant is 3.53, which is greater than the offer cost.

However, if ε = 3, w̃ = 16.52. There is no value of w
∼

such that σ∗W (w
∼

) = σ∗W (∅). This

is because the employer’s optimal offer to a concealing applicant is discontinuous is w
∼

. See

Figure 2 for an illustration.

Can other forms of equilibria exist? If a concealing applicant is not given an offer,

there can be an continuum of equilibria as each applicant with wc > w̃ would be indifferent

between revealing and concealing, and the outcome would be the same regardless. Therefore,

the relevant question is whether there can be other forms of equilibria in which a concealing

applicant gets an offer, and as I show below that any equilibrium in which an applicant who

conceals gets an offer must be of one of the following forms:

12The code for the numerical examples is available upon request.
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Figure 2.2: Equilibrium Existence and Nonexistence in Example 1

Proposition 2.4. Any equilibrium in which concealing occurs and the concealing applicant

gets an offer must have one of the following two forms:

1. An applicant conceals iff her current wage is equal to w. The offer given to an applicant

who conceals is equal to σ∗W (w).

2. There exists a w
∼

and ŵ, with w
∼
≤ w̃ < ŵ, such that an applicant with current wage

wc conceals if wc ∈ [w,w
∼

) ∪ (w̃, ŵ) and reveals if wc ∈ (w
∼
,
∼
w]. Those with wc = w

∼
or

wc > ŵ may either conceal or reveal. An applicant who conceals receives an offer of

σ∗W (w
∼

).

The intuition for this result is as follows. If only w conceals, the employer will offer her

σ∗W (w), and neither she nor any other type of applicant would have an incentive to deviate.

Otherwise, an equilibrium must be such that a concealing type has no incentive to deviate

to revealing, and a revealing type has no incentive to deviate to concealing. Therefore, for

any wc ≤ w̃, it must be the case that if she conceals in equilibrium she gets a higher offer

than she would by revealing, and if she reveals in equilibrium she gets a lower offer than she

would get by concealing. Therefore, if the offer given to a concealing applicant is w, it must

be the case that all applicants with a current wage wc such that σW∗(wc) < w conceal. If

the applicant has a current wage that is less than or equal to w̃, she would get an offer if
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she reveals, so if her current wage is such that σW∗(wc) > w, she would certainly choose to

reveal. For those with current wages wc > w̃, concealing is strictly preferred to revealing if

the wage offered to a concealing applicant is one that she would accept if the idiosyncratic

component is high enough, meaning that her reservation wage when ε = ε is weakly less

than σ∗W (w
∼

).

Therefore, while the equilibrium in Proposition 2.4 is not unique, any equilibrium with

non-trivial nondisclosure must have a form that is very similar to that in Proposition 2.4.

The only difference may be that there can exist applicants with very high wages who may

reveal above the upper interval.

The implication of this result is that in all equilibria of this game, for any current wage

wc, the applicant is weakly better off than in the Mandatory Disclosure Scenario.

Proposition 2.5. In any equilibrium of the Voluntary Disclosure Scenario in which the

applicant conceals for more than one current wage wc and a concealing applicant gets an

offer, no applicants are worse off than under mandatory disclosure, and some applicants

are ex-ante strictly better off. The employer is ex-ante weakly worse off under voluntary

disclosure.

2.5 The Wage Gap

As mentioned in the introduction, a common motivation for wage disclosure policies is the

concern that, if an employer asks an applicant for his or her current wage, this will exacerbate

a wage gap based on gender or other observable factors. What is the effect of these policies

on the wage gap? In this section, I show that if employers can use these external factors

in setting wages, statistical discrimination may play a role and these policies may be less

effective than they seemed in the last section.

To examine this, I modify the model to include two categories of applicants:
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• Category 1 applicants, whose wages are drawn from a distribution on W1 = [w−α,w−

α] for some α > 0, and

• Category 2 applicants, whose wages are drawn from a distribution on W2 = [w,w].

I use the term “categories” for the sake of generality. If the wage gap is gender-based, the

“Category 1” applicants may be the women and the “Category 2” applicants may be the

men. If the gap is based on a different factor, such as race or nationality, the groups would

be different. The analysis below can also be generalized to a situation in which there are

more than two categories.

The employer can observe which category the applicant belongs to, and the employer’s

revenue, hiring cost, and distribution of ε are independent of the category. Moreover, as I

show in the Lemma below, the value of w̃ does not depend on the distribution of current

wages or its support.

Lemma 2.5. The wage cutoff w̃ does not depend on the distribution of current wages or its

support.

Proof. The wage cutoff w̃ is the value of wc such that b(wc, R) = c. As b(wc, R) does not

depend on the distribution F or its support W , the value of w̃ does not either.

The intuition behind this is that w̃ is the wage at which, if the applicant reveals her

current wage wc, the employer would be indifferent between giving her an offer or not.

Because the applicant’s wage is known to the employer at this point, its distribution is

irrelevant.

I assume that w < w̃ < w − α so that the cost has a non-trivial effect on the decision in

either case. Therefore, under mandatory disclosure, nothing changes, while under voluntary

disclosure, the results from before go through with an adjustment to the values depending

on whether the applicant belongs to Category 1 or Category 2. This implies that, as in the
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situation considered before, every type of applicant from each category is weakly better off

than under Mandatory Disclosure.

The effect of this policy on the wage gap, however, is ambiguous, as I demonstrate in the

examples below. This type of policy can exacerbate the wage gap when the partial disclosure

equilibrium described in Proposition 2.3 exists for those in Category 2 but does not exist in

Category 1, as shown in Example 2.2.

Example 2.2. As in Example 2.1, suppose that [w,w] = [10, 20], ε = 4, R = 22, and c = 3.

Recall that, in this case, w̃ ≈ 16.20 and there exists a partial disclosure equilibrium for the

Category 2 applicants with w
∼
≈ 13.56.

Suppose that α = 2, then the distribution of current wages for Category 1 applicants is

Uniform on [8, 18]. As the revenue, cost, and the distribution of the idiosyncratic remains

the same, w̃ remains the same, but is now quite high relative to the distribution of wages,

meaning that there are fewer applicants in the upper interval. This means that, when high

wage applicants and low wage applicants pool on concealing, the high wage applicants have

lower weight in the distribution. This causes the employer’s payoff from offering a high wage

to decrease substantially as more low-wage applicants are mixed in, and the employer’s payoff

jumps discontinuously at a point where the distribution of wages of concealing applicants is

still bimodal. See Figure 2.3 for an illustration

What is the driving force behind this change? Recall that Condition AI has two parts:

1. If the applicant conceals iff wc ∈ W \ [w
∼
, w̃], the employer gives an offer to an applicant

who conceals.

2. The offer is the same as that given to an applicant who reveals w
∼

.

For simplicity I call these “Condition AI-Part 1” and “Condition AI-Part 2” . Changing the

interval from which the wage is drawn can cause either or both of these conditions not to
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Figure 2.3: Equilibrium Existence and Nonexistence in Example 2

hold. As shown in Lemma 2.5 above, the value of w̃ does not depend on the set W or the

wage distribution on it. Therefore, shifting the wage interval downwards reduces the measure

of the set of high current wages over which an applicant would be willing to conceal, which

reduces the measure of the set of lower-wage applicants who can pool with the higher-wage

applicants and still benefit from this concealment. In particular, the employer may find

it worthwhile to offer a lower wage to just target the low-wage concealing applicants when

there are more of them, rather than offering a higher wage to attract some of the higher-wage

concealing applicants as well. The implication of this is that it may result in the nonexistence

of a current wage w
∼

that satisfies Condition AI-Part 2 for Category 1 applicants, even if it

exists for Category 2 applicants. This would increase the wage gap.

However, shifting the wage interval downwards implies that more workers are willing to

work at a lower wage, meaning that the employer may find it worthwhile to make an offer

to an applicant who conceals when the wage distribution is lower, but not when it is higher.

Therefore, the policy can have the effect of decreasing the wage gap if the offer cost is high

enough that the employer would not make an offer to a Category 2 applicant who conceals,

but would make an offer to a Category 1 applicant who conceals, because the Category 1

applicant would be more likely to accept. Consider the following example.

Example 2.3. Suppose now that [w,w] = [10, 20], ε = 4, R = 22, and c = 4. In this case,
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w̃ ≈ 14.69.

Suppose as in example 2 that α = 2, so the distribution of current wages for Category 1

applicants is Uniform on [8, 18]. In this case, when w
∼
≈ 10.68, the employer makes the same

offer, conditional on making one, to a revealing and concealing applicant. The employer’s

expected profit from making an offer to a concealing applicant is approximately 4.49, so

he would choose to make the offer and an equilibrium exists. For category 2 applicants,

however, the cutoff where the employer makes the same offer, conditional on making one, to

a revealing and concealing applicant is w
∼

= 13.56. The employer’s profit from making this

offer is approximately 3.56, which is less than his offer cost, so this is not an equilibrium.

The implication of this example is that, in situations in which the offer cost is high

relative to revenue, it is possible that the employer would be unwilling to make an offer to

a Category 2 applicant who conceals, but would make one to a Category 1 applicant who

conceals. This reduces the wage gap as it would set a a wage floor for Category 1 applicants

that does not apply to Category 2 applicants. However, if the offer cost is so high that the

employer would not make an offer to either type of concealing applicant, then this scenario

is the same as under Mandatory Disclosure and nothing changes.

2.6 Conclusion

In this paper, I examined potential effects of wage disclosure policies on employment out-

comes. In particular, I considered the effect that wage disclosure policies have on employment

outcomes in an environment in which an applicant chooses whether to disclose her current

wage, after which the employer chooses whether or not to make an offer. I find that there

are two general types of equilibria in this framework: equilibria in which the outcome is

equivalent to mandatory disclosure, and equilibria with an interval disclosure form. In the

first case, the policy has no effect at all, while in the second case no applicants are worse off,
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while some are better off. If applicants have current wages that differ based on an observable

characteristic such as gender or race, it is possible for the policy to only have an effect for

one group of applicants, and it could be either group.

What implications could these results have for policy? In the single-employer setting I

am looking at, no applicant can be made worse off under this policy than they were before.

It would therefore seem that this policy is unambiguously positive, even if the wage gap

is actually increased. However, if one considers the effect that this may have in a general-

equilibrium setting, increasing overall inequality between groups may have a negative effect

on the group that does not benefit from the policy. Considering this setting explicitly is

beyond the scope of this paper.

There are several extensions to this model that have the potential to provide important

additional insights regarding the effect of wage-disclosure policies. In particular, just as the

employer does not know the applicant’s actual reservation wage, one would often expect

applicants not to know the employer’s reservation value from hiring the applicant. In par-

ticular, the applicant likely does not know the employer’s hiring cost. In an environment

with heterogeneous hiring costs, it is possible that some applicants may be hired by some

types of firms if they disclose their current wage, but be considered too expensive by others.

In this environment, it may be the case that cheap talk messages, such as stating a desired

wage, may benefit the applicant or the employer. In addition, it would also be interesting to

consider a variant of this model in which employers are not fully informed about the appli-

cant’s ability, and thus learn something about the applicant’s ability from her current wage.

Another possibility would be to consider other forms of bargaining, such as alternating-offer

bargaining. In particular, this may give the applicant an opportunity to disclose her current

wage later in the process.

Looking beyond wage-disclosure policies, the analysis in this model provides insight into

disclosure behavior when the decision of whether to negotiate and how much to offer are
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separate decisions. The implication is that concerns over whether an offer will be given at

all can override the tendency of disclosure situations to result in unravelling. This could

have implications in other situations as well, including buyer-seller negotiations, negotiation

of contract terms, and other business negotiations. While exploring these specifically is

beyond the scope of this paper, expanding this model to the case where both parties make

a disclosure decision would likely yield interesting insights.
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Proofs

Proposition 2.1

Proposition (Restatement). In the Mandatory Disclosure Scenario, the unique equilibrium

outcome is as follows:

1. If the employer makes an offer, it is a wage σ∗W (wc) equal to min
{
R+wc−ε

2
, wc + ε

}
.

The employer makes an offer whenever b(wc, R) ≥ c.

2. The applicant accepts this offer if σ∗W (wc) ≥ wc − ε.

Proof. First note that it immediately follows from the equilibrium conditions that the ap-

plicant would accept a wage w iff w ≥ wc − ε.

If the employer makes an offer he will make an offer that solves:

max
w∈[wc−ε,wc+ε]

(1−G (wc − w)) (R− w) ,

which is equivalent to:

max
w∈[wc−ε,wc+ε]

ε− wc + w

2ε
(R− w)

The first-order condition (for an interior optimum) is that:

R− ε+ wc − 2w = 0,

so at an interior optimum, the condition is that:

w =
R− ε+ wc

2
.

59



Due to the assumption that R > w − ε, the lower bound will never bind. If the upper

bound does bind, the employer will offer w = wc + ε.

Lemma 2.1

Lemma (Restatement). There exists a unique wage w̃ ∈ W such that b(w̃, R) = c, meaning

that for all wc ≤ w̃, the employer makes an offer, and for all wc > w̃, the employer does not

make an offer.

Proof. As c is a strictly positive constant, it is sufficient to show that b(·, R) is strictly decreas-

ing in wc whenever b(·, R) > 0. I show below that whenever w′c > wc, b(w
′
c, R) < b(wc, R).

Whenever b(wc, R) > 0, it must be the case that G (wc − σ∗W (wc)) < 1. If G (wc − σ∗W (wc)) =

0, then all applicants with current wage wc would accept the equilibrium wage offer σ∗W (wc),

so because σ∗W is increasing in wc, it must be the case that b(w′c, R) < b(wc, R).

If G (wc − σ∗W (wc)) ∈ (0, 1), then σW∗(wc) ∈ (wc − ε, wc + ε) ⊂ [wc − ε, w′c + ε]. For

w ∈ [wc − ε, w′c + ε]:

(1−G (wc − w)) (R− w) > (1−G (w′c − w)) (R− w),

therefore, it must be the case that:

max
w∈[wc−ε,wc+ε]

(1−G (wc − w)) (R− w) > max
w∈[wc−ε,wc+ε]

(1−G (w′c − w)) (R− w),

which implies that b(wc, R) > b(w′c, R).
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Lemma 2.3

Lemma (Restatement). If only applicants in the interval [w′, w′′] conceal their wages, then

σ∗W (w′) < σ∗W (∅) < σ∗W (w′′).

Proof. If for some w′ < w′′, only applicants in [w′, w′′] conceal their wages, µ is the uniform

cdf on [w′, w′′]. The employer’s problem is to solve:

max
w∈[w′−ε,w′′+ε]

∫ w′′

w′

∫
E

1(w ≥ wc − ε)(R− w)g(εi)dµ(wc)dεdwc

= max
w∈[w′−ε,w′′+ε]

∫ w′′

w′
(1−G(wc − w))(R− w)dµ(wc)dwc

=

∫ w′′

w′
max

w∈[w′−ε,w′′+ε]
(1−G(wc − w))(R− w)dµ(wc)dwc.

From Corollary 2.1, we know that when the current wage is revealed, the optimal offer is

increasing in this current wage. To see that σ∗W (w′) < σ∗W (∅), note that:∫ w′′

w′ (1−G(wc − σ∗W (w′)))(R− w′)dµ(wc)dwc

<
∫ w′′

w′ maxw∈[w′−ε,w′′−ε](1−G(wc − w))(R− w)dµ(wc)dwc

=
∫ w′′

w′ (1−G(wc − σ∗W (∅)))(R− σ∗W (∅))dµ(wc)dwc.

Similar reasoning implies that σ∗W (∅) < σ∗W (w′′).

Proposition 2.3

Proposition (Restatement). If there exists w
∼

that satisfies Condition AI, then there exists

an equilibrium in which the applicant reveals her current wage iff wc ∈ [w
∼
, w̃].

Proof. In order to verify that this would form an equilibrium, it is sufficient to check the

applicant’s incentive compatibility conditions. These need to be checked separately on each

of three current-wage intervals:
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1. The lower interval: [w,w
∼

),

2. The middle interval: [w
∼
, w̃],

3. The upper interval: (w̃, w].

First, note that, given the definition of w̃ provided in Corollary 2.4, any applicant with a

current wage in the lower or middle interval would receive an offer if she reveals. Condition

AI implies that an applicant who conceals when her current wage is on W \[w
∼
, w̃] receives the

same offer as one who would reveal w
∼

. Corollary 2.3 states that this offer is higher than the

offer received by any applicant whose current wage is in the lower interval, so it is incentive

compatible for an applicant with a current wage in the lower-interval to conceal. Corollary

2.3 also implies that any applicant with a current wage in the middle interval would receive

a higher offer if she reveals than if she conceals, so it is incentive compatible for her to reveal.

Given Corollary 2.4, an applicant with a current wage on the upper interval would not get

an offer if she reveals, so it is incentive compatible for her to conceal.

The realized value of ε does not effect equilibrium existence, as this value is not known

by the applicant at the time that the disclosure decision is made and is not known by the

employer at the time that the offer decision is made.

Proposition 2.4

Proposition (Restatement). Any equilibrium in which concealing occurs and the concealing

applicant gets an offer must have one of the following two forms:

1. An applicant conceals iff her current wage is equal to w. The offer given to an applicant

who conceals is equal to σ∗W (w).

2. There exists a w
∼

and ŵ, with w
∼
≤ w̃ < ŵ, such that an applicant with current wage

wc conceals if wc ∈ [w,w
∼

) ∪ (w̃, ŵ) and reveals if wc ∈ (w
∼
,
∼
w]. Those with wc = w

∼
or
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wc > ŵ may either conceal or reveal. An applicant who conceals receives an offer of

σ∗W (w
∼

).

Proof. Part 1:

First, note that it must be the case that in any equilibrium in which nondisclosure occurs,

an applicant with current wage w conceals. Suppose for the sake of contradiction that there

exists an equilibrium in which concealing occurs, a concealing applicant gets an offer, and

an applicant with current wage w does not conceal. Let w′ be the lowest current wage that

an applicant would conceal in this equilibrium. For it to be optimal for her to conceal, from

Corollary 2.3 we know it must be the case that σ∗W (∅) ≥ σ∗W (w′). However, if this is the

case, an applicant with a current wage of w would want to conceal because σ∗W (w′) > σ∗W (w).

This implies that if an applicant conceals for just one value of the current wage, it must be

in the form described in part 1 of the proposition.

Part 2:

In what follows, I show that if an applicant would conceal a current wage wc 6= w in

equilibrium, the applicant’s wage disclosure strategy must be in the form described in part

2 of this proposition.

Note that if the applicant conceals for all current wages in equilibrium, then the equilib-

rium is consistent with the form in part 2 of the proposition with w
∼

= w̃.

Otherwise, if there exists a current wage wc that the applicant discloses in equilibrium,

let w
∼

= inf{wc|σ∗D(wc) = 1}. If w
∼
< w̃, then it must be the case that σ∗W (∅) = σ∗W (w

∼
). This

is true because, using Corollary 2.3, it is known that if σ∗W (∅) < σ∗W (w
∼

), then there exists

a wc < w
∼

such that an applicant with wage wc would prefer to deviate to revealing, and if

σ∗W (∅) > σ∗W (w
∼

), then there exists a wc > w
∼

such that an applicant with wage wc would

deviate to revealing. Given that σ∗W (∅) = σ∗W (w
∼

), from Corollary 2.3 it is known that there

cannot exist an equilibrium in which an applicant with a current wage wc ∈ [w
∼
, w̃] would

conceal.
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Let ŵ = min{w, σ∗W (w
∼

) + ε}. It must be the case that applicant with wage wc ∈ [w̃, ŵ]

conceals. This is true because for any wc ∈ [w̃, ŵ] , there exists a value of the idiosyncratic

component ε such that the applicant, if she conceals, would get an offer which she would

want to accept, but from Corollary 2.4 it is known that she would get no offer if she reveals

her current wage. If wc = w
∼

, she is indifferent because she would get the same offer if she

conceals or reveals. If wc > ŵ, then the applicant’s actions would be irrelevant as she would

not get an acceptable offer in this form of equilibrium.

If disclosure occurs in equilibrium, it cannot be the case that w̄ ≥ w
∼
≥ w̃. Using the

reasoning above, it must be the case that any applicant with w̃ < wc < ŵ conceals, which

implies that if w
∼
≥ w̃, then w

∼
> ŵ = min{w, σ∗W (w

∼
) + ε}. As ε > 0, this cannot be satisfied

for any w
∼
∈ [w̃, w].

Note that the realized value of ε does not effect equilibrium existence, as this value is not

known by the applicant at the time that the disclosure decision is made and is not known

by the employer at the time that the offer decision is made.

Proposition 2.5

Proposition (Restatement). In any equilibrium of the Voluntary Disclosure Scenario in

which the applicant conceals for more than one current wage wc and a concealing applicant

gets an offer, no applicants are worse off than under mandatory disclosure, and some appli-

cants are ex-ante strictly better off. The employer is ex-ante weakly worse off under voluntary

disclosure.

Proof. Choose an arbitrary equilibrium of the Voluntary Disclosure Scenario containing mul-

tiple concealing applicant types. This equilibrium will satisfy part (2) of Proposition 2.4. If

an applicant has a wage wc < w
∼

, she is strictly better off because she will get a higher offer

under voluntary disclosure. If she has wage wc ∈ (w̃, ŵ], she is strictly better off because she
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would not get an offer under mandatory disclosure, but under voluntary disclosure she may

get an acceptable offer. Applicants with wages in [w
∼
, w̃] get the same offer in both scenarios

and are indifferent, and those with wc > ŵ would not get an acceptable offer in either case.

The employer’s payoff from making an offer to an applicant who reveals is the same as

under mandatory disclosure. In any such equilibrium, the employer offers a wage σ∗W (w
∼

) to

an applicant who conceals. If it turns out that the applicant has wage wc < w
∼

, the employer

would have been better off in expectation by making a lower offer, while if she has wage

wc > w̃, he would have been better off in expectation by not making her an offer at all.
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Eső, P. and C. Wallace (2019). Bargaining with hard evidence. Economic Journal 129 (621),

2039–2063.

67



Gentzkow, M., J. Shapiro, and D. Stone (2016). Media bias in the marketplace: theory. In
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