


ABSTRACT

Data-Driven Optimizations for Downlink MU-MIMO with Client Mobility in

WLAN Networks

by

Shi Su

Multi-user MIMO (MU-MIMO) is a technique in 802.11ac and 802.11ax that im-

proves spectral efficiency by allowing concurrent communications between one access

point (AP) and multiple clients. In practice, the expected gain is not always achieved

and is sometimes even negative. Using commodity 802.11ac devices, we experimen-

tally demonstrate that the downlink MU-MIMO performance in a practical network

not only depends on the client’s channel but is also influenced by factors that are not

captured by conventional models, such as client motion and device type. To optimize

the MU-MIMO performance in 802.11ac networks the presence of client motion, we

develop a data-driven algorithm that determines whether a client should operate in

MU mode and the MU-MIMO group for clients in MU mode. Such an algorithm is

based on a sequence of channel state information (CSI), SNR, and client device type.

The algorithm can automatically adapt to the motion and characteristics of individ-

ual clients. Experimental results using implementation on a commodity 802.11ac AP

show that the proposed data-driven mode and group selection algorithm can improve

network throughput by up to 35% over existing algorithms based on conventional

models. We also show that the proposed data-driven algorithm has limited sensitiv-

ity to environmental changes and can be deployed into new environments without



retraining.

While downgrading the moving clients to single-user mode is effective in 802.11ac

networks with a limited number of transmit antennas, it may not achieve the op-

timal performance in 802.11ax networks where the potential gain from MU-MIMO

is significant. Effectively enabling MU-MIMO with moving clients is essential for

such networks to achieve optimal performance. In this thesis, we identify that it

is essential to optimize the MU-MIMO performance with moving clients by jointly

selecting the sounding period, the number of spatial streams, and client grouping

with the consideration of the client density of the network. We propose an algorithm

that jointly determines such parameters for each client with low computational com-

plexity. Using a commodity 802.11ax network, we experimentally demonstrate the

significant impact of the key factors on MU-MIMO performance. Based on experi-

mental data, we develop an emulation model to evaluate network performance with

different client density and mobility. Emulation results show that our proposed algo-

rithm outperforms conventional schemes by over 20% in MU-MIMO networks with

moving clients.
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Chapter 1

Introduction

Multi-User Multiple-Input and Multiple-Output (MU-MIMO) is a high-speed tech-

nique that improves spectral efficiency by allowing concurrent transmission between

one access point (AP) and multiple clients [1–3]. The current IEEE 802.11ac standard

has already embraced MU-MIMO as an option for transmissions along the downlink

direction with up to four clients [2, 4]. The upcoming 802.11ax standard further

includes MU-MIMO for both downlink and uplink transmissions with up to eight

clients as a key high-speed feature [3]. By allowing concurrent transmissions to mul-

tiple clients, the potential benefit of MU-MIMO is significant. In practice, however,

the MU-MIMO does not always achieve its promised performance gain and is some-

times even harmful if the network fails to select the optimal parameters [5, 6]. It is

shown in [6] that it is not uncommon for the downlink MU-MIMO to underperform

the single-user (SU) transmissions that sequentially serve the clients. Our study in [5]

further shows that client mobility is a major cause of low downlink MU-MIMO per-

formance due to the changing channels. Consequently, the ability to predict when

downlink MU-MIMO can be gainfully employed and to effectively enable MU-MIMO

for moving clients is essential for MU-MIMO*.

Client group selection is the process of choosing clients for concurrent MU-MIMO

transmission. It is considered by [7] as one of the challenges for effective MU-MIMO,

*For brevity, we refer to downlink MU-MIMO as MU-MIMO in the rest of the thesis.
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along with limiting sounding overhead [8] and the exclusive use of channel state

information (CSI) feedback in a compressed form [9]. Most client group selection

research [6, 10, 11] models MU-MIMO transmissions based on the measured CSI and

seeks the grouping of clients that minimizes inter-client interference using algorithms

based on conventional models. In contrast, our work enables the client group selection

in a data-driven manner based on the history of operational data of the network.

Unlike existing works that assume the obtained CSI to be reliable, we consider the

complementary aspect of evaluating whether a client can gainfully participate in MU-

MIMO without assuming CSI is reliable (e.g., unreliable CSI due to client motion).

By explicitly considering the difference in consecutive CSI readings, we develop a

measure of CSI reliability that helps to determine whether transmission in MU-MIMO

is advisable. We also show that the MU-MIMO performance in a practical network

is influenced by various factors such as CSI reliability and device type, which cannot

be quantified by conventional models. Using a data-driven approach, our proposed

method optimizes the client group selection with the consideration of various aspects

in a practical network.

Motivated by the need to adapt to different device types and client motion, we

propose a data-driven approach that learns from past AP experience to estimate the

throughput of a client with a given mode and client grouping. Based on a data-

driven throughput estimator, we develop an algorithm that determines whether a

client should participate in MU-MIMO, as well as the MU-MIMO groups for clients

in MU mode. We also evaluate the performance of the proposed algorithm using an

implementation in a commodity 802.11ac network. It is not uncommon for existing

MU-MIMO implementation to enable client grouping using algorithms based on mea-

sured CSI. Without the consideration of aspects such as CSI reliability, such methods
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need to establish whether a client can gainfully participate in MU-MIMO reactively.

This involves adjustments in the mode and group selection for MU-MIMO clients

by first trying all clients in MU mode even if some clients cannot benefit from MU-

MIMO transmissions, and switch to single user (SU) mode after observing a low MU

performance. In contrast, our data-driven approach comprehensively considers vari-

ous factors in a practical network and directly provides the optimal mode and group

selection for each client with limited failure attempts in unfavorable conditions.

With the data-driven mode and group selection algorithm, we improve the robust-

ness of networks with client mobility by downgrading moving clients to SU mode.

Such a scheme is effective in networks with a limited number of transmit antennas,

and the potential benefit of concurrent multi-user transmissions over the SU mode

is limited (e.g., in 802.11ac networks with four transmit antennas). On the other

hand, however, simply switching moving clients to SU mode may not achieve the op-

timal performance, especially in networks where the potential gain from MU-MIMO

is significant (e.g., networks with a high number of transmit antennas and spatial

streams). Therefore, effectively enabling MU-MIMO with moving clients is essential

for such networks to achieve optimal performance. Achieving such a goal requires a

careful design that boosts the robustness of MU-MIMO for moving clients.

One of the approaches that improve the robustness of MU transmissions is the

dynamic sounding [8, 12], which optimizes the period between two consecutive chan-

nel sounding. Unlike existing dynamic sounding research [8, 12, 13] that optimizes

the sounding period solely based on the channel coherence times of wireless links,

we show that the optimal sounding period in MU-MIMO is also affected by other

factors, such as network client density and the total number of spatial streams. We

also introduce the concept that grouping clients with similar sounding and spatial
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stream requirements boost network performance from both efficient usages of spatial

streams and reduced sounding overhead. In this work, we develop an algorithm that

optimizes the MU-MIMO performance improvement with moving clients from three

aspects: 1) the number of spatial stream selection; 2) dynamic sounding with the con-

sideration of the client density; 3) grouping clients with similar spatial stream and

sounding requirements. We show that the proposed algorithm significantly improves

the robustness of MU-MIMO in the presence of client motion while still outperforms

the SU transmissions.

Motivated by the need to quantify MU-MIMO performance in the presence of

moving clients, we conduct experiments with a commodity 802.11ax network to eval-

uate how several key factors, such as the number of spatial streams and sounding

period, impact the performance of clients moving at different speeds. By explicitly

considering the correlation between consecutive CSI measurement from recent chan-

nel sounding, we develop a measurement of client mobility. We then build a model

that quantifies network throughput with joint consideration of the channel, client

mobility, network client density, and the number of spatial streams. Based on the

throughput model of the network, we propose an emulation methodology that cap-

tures network performance with different client density. Emulation results show that

our proposed algorithm outperforms conventional dynamic sounding schemes by over

20% in networks with client mobility.

In Chapter 3, we analyze the performance of MU-MIMO in an 802.11ac network.

We show that the concurrent transmissions of MU-MIMO underperform the SU mode

for moving clients, and the impact of client mobility is dependent on the device types

of the clients. We then develop a data-driven mode and group selection algorithm

which switches moving clients to SU mode and group stationary clients with better
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channel orthogonality. With the implementation in a commodity 802.11ac network,

we experimentally show that the proposed data-driven mode and group selection

algorithm outperforms existing model-based algorithms by up to 30%.

In Chapter 4, we further expand out work into 802.11ax networks. In 802.11ax

networks with more transmit antennas and spatial streams, we show that optimizing

the robustness of MU-MIMO for moving client benefits the network more than simply

switching moving clients to SU mode. We further identify that the dynamic sounding

with the awareness of client densities, the number of spatial streams, and grouping

clients with similar sounding and spatial stream requirements are essential for boost-

ing the performance of MU-MIMO for moving clients. We propose an algorithm that

jointly optimizes such factors in an 802.11ax network. Based on experimental data

from a commodity 802.11ax network, we also develop an emulation methodology that

evaluates MU-MIMO efficiency with various client density and mobility. Emulation

results show that the proposed algorithm outperforms conventional schemes by over

20% in 802.11ax networks.

In Chapter 5, we review related work on MU-MIMO optimizations. We start by

discussing the optimization of client grouping and MU-MIMO precoding, assuming

the measured CSI is accurate. We also review applications of CSI in prior works

besides MU-MIMO beamforming. We then present related work on MU-MIMO op-

timization under client mobility and inaccurate CSI (e.g., dynamic sounding and

transmission mode selection). Finally, we conclude the thesis in Chapter 6.
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Chapter 2

MU-MIMO Beamforming and Transmission

Protocol

In this chapter, we briefly introduce the network topology, MU-MIMO beamforming,

and the transmission protocol in this thesis.

2.1 Network Topology and MU-MIMO Beamforming

Consider a downlink orthogonal frequency-division multiplexing (OFDM) network

with one AP and multiple MU-MIMO capable clients. We denote the total number

of OFDM subcarrier as M. The AP is equipped with Nt antennas and supports up

to Ns spatial streams in MU-MIMO transmissions, where Ns ≤ Nt . Each client is

equipped with Nr antennas and can receive up to Nr spatial streams. As shown in

Fig. 2.1 (a), the AP maintains multiple MU-MIMO client groups and configures the

number of spatial streams for each client c in each group g, denoted as Nc, where

Nc ≤ Nr . And Nt is typically around ten and is several folds higher Nr in a practical

network [14]. Denote Ng =
∑

c∈g Nc as the number of spatial streams of group g, it

follows that Ng ≤ Ns ≤ Nt . Then the channel between the AP and each client c for

each of the M subcarriers can be written as an Nt ×Nc channel matrix Hc, where each

column of Hc represent the channel of one spatial stream of client c.

To support concurrent transmissions to multiple clients, the AP calculates a pre-

coding matrix based on the channel of clients to cancel the interference between spatial

streams. Denote c1, . . . , cl as the l clients in MU-MIMO group g = {c1, . . . , cl}, and
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Ng =
∑

c∈g Nc as the number of spatial streams of group g. The Ng×Nt channel matrix

of group g can then be written as Hm = [Hc1m, . . . ,Hclm]. In this thesis, we adopt the

zero-forcing technique as the precoding algorithm due to the effectiveness and the low

computational complexity [15]. Then the Nt ×
∑

c∈g Nc zero-forcing precoding matrix

for subcarrier m can be written as [15,16]

Fm = Hm(H
H
mHm)

−1. (2.1)

Denote the transmit power of spatial stream j of subcarrier m as Pmj , we further

normalize hmj as h̄mj = hmj/| |hmj | |2 to decouple the impact from the transmit power

and the channel, where hmj denotes the columns in matrix Hm that correspond to

spatial stream j and | |hmj | |2 is the L2 norm of hmj . Similarly, we normalize fmj as

f̄mj = fmj/| |fmj | |2 for the transmit power constraint, where fmj is the column in Fm

that correspond to spatial stream indexed j. It follows that the receive signal-to-

interference-plus-noise-ratio (SINR) of spatial stream j at the client can be written

as

SINRmj =
Pmj |h̄

H
mj f̄mj |

2

σ2
n +

∑
j ′∈Jg,j ′, j Pmj ′ |h̄

H
mj f̄mj ′ |

2
, (2.2)

where σ2
n is the power of noise.

Following the definition of the zero-forcing precoder in (2.1), the interference term

in (2.2),
∑

j ′, j Pmj ′ |h̄
H
mj f̄mj ′ |

2 = 0 [17–19]. It follows that the receive SINR after ap-

plying such a precoder can be quantified by the transmit signal-to-noise-ratio (SNR)

Pmj/σ
2
n and the precoding gain |h̄H

mj f̄mj |
2. Such two factors can be derived from

channel sounding. To further quantify the precoding across multiple subcarriers, we

calculate the average transmit SNR and precoding gain across the subcarriers to rep-

resent the transmit SNR and channel orthogonality of the j th spatial stream. The
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Figure 2.1 : (a) An example of network deployment, the number of spatial streams,
and client grouping. The AP maintains multiple MU-MIMO client groups and selects
the number of spatial streams for each group and client. At any time, the AP can
enable MU-MIMO transmission to a group of clients. (b) Transmission and sounding
protocol with an example time-slot assignment for the network with three client
groups. The number of soundings in one sounding period increases with client density,
and it is essential to optimize the sounding period with the consideration of client
density.

transmit SNR of client c can be written as an Nc × 1 vector

SNR(c) = [
1

M

M∑
m=1

Pmj/σ
2
n ] j∈Jc . (2.3)

And the channel orthogonality of client c can be written as an Nc × 1 vector

ψ(c)g = [
1

M

M∑
m=1

|h̄H
mj f̄mj |

2] j∈Jc . (2.4)
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2.2 Transmission Protocol

As shown in Fig. 2.1 (b), the airtime of the network is equally divided into fix-length

transmission time-slots with length Tt x. For the sake of airtime fairness, we assume

the AP schedules each client and enable concurrent MU-MIMO transmission to its

corresponding group with a round-robin scheduling [20]. In a given transmission

time-slot, the AP may enable sounding to measure the channel of the clients at the

beginning of the slot. Note that the sounding procedure introduces millisecond-level

overhead to data transmissions [21], and the length of sounding overhead is dependent

on the number of clients in the MU-MIMO group, enabling frequent channel sounding

leads to a non-trivial degradation in network throughput [8]. To reduce the impact

of the sounding overhead, a practical network typically limits the sounding period on

the order of a tenth of a second rather than enabling sounding in every transmission

time-slots. We denote the sounding period and overhead of MU-MIMO group g as

Tg and Ts(g), respectively.

We also remark that the interference cancellation of the zero-forcing precoder

requires the AP to have a precise measurement of the downlink channel of each

client, especially in the high SNR regimes where the transmit power is high. On the

other hand, the infrequent sounding may lead to inaccuracy in the measured CSI

and a drastic increase in the interference strength. In an indoor environment, the

channel of a client can be significantly different at a few centimeters apart in an indoor

environment due to the rich multipath propagation [22]. A client moving at walking

speed may result in a non-trivial change in the channel between two consecutive

sounding measurements. According to (2.2), an inaccurate CSI leads to an increase

in the interference strength
∑

j ′, j P′mj |h̄
H
mj f̄mj ′ |

2. The increased interference strength

is followed by a decreased throughput in MU-MIMO transmissions. It follows that
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enabling MU-MIMO with the consideration of client mobility is essential. In this

thesis, we first develop a data-driven mode and group selection algorithm in Chapter

3, which improves the robustness to client mobility by downgrading moving clients to

SU mode in 802.11ac networks. With more transmit antennas and spatial streams,

we further propose an optimization scheme that effectively enables MU-MIMO for

moving clients in 802.11ax networks in Chapter 4.
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Chapter 3

Date-Driven Mode and Group Selection for

802.1ac Networks

3.1 MU-MIMO with Client Mobility

Following the beamforming and transmission schemes in Chapter 2, the AP in the

MU-MIMO enables precoding to cancel the interference between spatial streams.

Such a precoding algorithm requires an accurate measurement of the channel of each

client from the channel sounding procedure. Due to the overhead imposed by the

sounding procedure, the AP typically limits the sounding period on the level of tens of

milliseconds to reduce sounding overhead. In general, the MU-MIMO with infrequent

channel measurements works well when clients are stationary, and the corresponding

channels are stable.

On the other hand, the channel of a client can be significantly different at a few

centimeters apart in an indoor environment due to the rich multipath propagation

[22]. A client moving at walking speed may experience a significant change in CSI

before the next sounding happens. According (2.2), an inaccurate CSI leads to an

increase in the interference strength
∑

j ′, j Pmj ′ |h̄
H
mj f̄mj ′ |

2. The increased interference

strength is followed by a decreased throughput in MU-MIMO transmissions. It follows

that the AP needs a measurement of client motion and optimizes the MU-MIMO

performance with the consideration of client mobility. However, as different types

of clients have different characteristics [5, 23], the performance degradation due to
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motion and low channel orthogonality may vary from device to device.

While the transmit SNR and channel orthogonality are commonly considered by

existing models, client motion and device types are not generally captured by the

models. Motivated by the necessity to consider client motion and device type in

the optimization of client grouping, we propose a data-driven algorithm that jointly

determines the mode and group selection that explicitly account for such factors.

We experimentally evaluate how different factors affect MU-MIMO performance and

demonstrate the importance of jointly considering the factors.

Our organization and contribution of this chapter can be summarized as follows:

� We develop a data-driven approach for estimating the throughput of each client

in a practical network, given its sounding CSIs and device type in Section 3.2.2.

� We propose an algorithm that jointly determines the mode and group selection

using the data-driven throughput estimator and optimizes the performance in

an MU-MIMO network in Section 3.2.3.

� We experimentally evaluate how several key factors, such as client motion and

device type, impact client performance in MU-MIMO in Section 3.4.

� We demonstrate that the MU-MIMO performance in a practical network de-

pends on various factors and the importance of selecting optimal parameters in

a data-driven manner in Section 3.4.

� We show that the proposed algorithm improves network throughput by up to

35% using a real-time implementation in a commodity 802.11ac network in

Section 3.5.
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� We show the proposed data-driven algorithm has limited sensitivity to environ-

mental changes, allowing the algorithm to be deployed into new environments

without retraining in Section 3.5.4.

3.2 Mode and Group Selection Algorithm

Following Chapter 2, we consider the MU-MIMO performance in a practical network

to be dependent not only on factors considered in conventional models but also on

factors complementary to existing analytic models. Estimating client performance

with the consideration of factors not captured by existing models becomes a chal-

lenge for the mode and group selection algorithm. With the recent advancement of

machine learning, it becomes possible to optimize actions based on current and past

performance data. Such data-driven approaches do not require explicit modeling of

all factors and are effective in the optimization of a practical network. Furthermore,

the data-driven approaches also have the potential to adapt to changing network con-

ditions (e.g., the inclusion of new device types). We, therefore, propose to optimize

the mode and group selection for MU-MIMO clients with a data-driven approach.

In this section, we start by describing a typical implementation of MU-MIMO

client grouping based on conventional models. Since some critical information (e.g.,

client motion and device type) is not being fully utilized, such an approach does not

presume prior knowledge of whether a given candidate is in a favorable condition to

operate in MU mode, but forms client groups after trying them out. Such an approach

is reactive in nature and serves as a baseline reference for comparison. We then

propose a data-driven approach that estimates client performance before including

them as MU-MIMO candidates and determines the mode and group selection of each

client. We present the formulation of the mode and group selection problem, whereby
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the AP decides whether to include a client in the MU-MIMO transmission and the

MU-MIMO group based on its device type and recent channel sounding feedbacks.

Such a data-driven approach optimizes the mode and group selection in the network

with joint consideration of the factors in Section 3.4, and has the potential to adapt

to a changing network environment in real-time.

3.2.1 Conventional Grouping based on Conventional Models

Fig. 3.1 (a) illustrates a typical procedure of forming MU-MIMO groups. The AP

maintains a list of candidate clients with an active backlog as MU-MIMO candidate

set C, which includes all clients that support MU-MIMO transmissions. Then the

AP forms MU-MIMO groups based only on the channel of the clients assuming the

measured CSI is accurate. There are a number of flavors of algorithms for MU-

MIMO group selection. In this chapter, we implement the random group selection and

the semi-orthogonal user selection (SUS) algorithm with zero-forcing beamforming

in [15] to illustrate the performance of the grouping algorithms based on conventional

models. The random group selection is the most intuitive solution for client grouping,

while the SUS algorithm achieves a near-optimal spectral efficiency for networks with

zero-forcing beamforming and is practical for real-time implementation due to its low

computational complexity [15,24]. Both grouping algorithms are adopted for baseline

comparison in many existing works [6, 11].

Without prior knowledge of whether a given candidate or candidate triplet is

favorable for MU-MIMO transmissions, the AP essentially adapts the selected client

groups by trying them out. Clients that are found to perform poorly in previous MU-

MIMO transmissions are removed from the MU-MIMO candidate set C. The criteria

for determining “poor MU-MIMO performance” may differ by AP implementation.
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In the baseline scheme we compare against, the client is deemed to have low MU-

MIMO performance if its airtime utilization at high modulation and coding scheme

(MCS) rates in MU mode falls below a threshold. In addition, clients that yield a

low MCS rate in one MU-MIMO transmission within a given group will be served

in SU mode in subsequent transmissions. We mark such behavior with an asterisk

in Fig. 3.1 (a). Such a client grouping scheme relies on trial and error. Over time,

groups containing clients with high MCS rates are maintained, whereas those that

include clients that cannot support high MCS rates are replaced.

Generally, one would expect the reactive scheme to work if the channel between

the clients and the AP changes slowly compared to the time it takes for the AP

to identify MU-MIMO favorable clients. The price it pays is the multiple failed

attempts of including clients unsuitable for MU-MIMO before removing them from

client grouping. Moreover, the reactive scheme needs to frequently reattempt MU-

MIMO transmissions for clients unsuitable for MU mode to keep track of the dynamic

of client mobility. These factors result in reduced spectral efficiency. We then develop

a data-driven scheme that enables mode and group selection predictively and quantify

the benefit of the data-driven scheme over the method based on conventional models

in Section 3.5.

3.2.2 Data-Driven Throughput Estimator

Instead of determining the mode and MU-MIMO group of a client using trial and er-

ror, a more stable and spectrally efficient approach is to predict whether a given client

is suitable for MU-MIMO transmission in the client group g based on its observed

information. The AP then determines the mode and group of clients and only enable

MU-MIMO if the predictions are good. The mode and group selection outcome of
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Find the best 𝑐 ∈ for g by 
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throughput of group g

Group g is full?
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Figure 3.1 : Outline of (a) baseline client group selection scheme based on conventional
models. We mark with an asterisk that clients with low MCS rate in one MU-
MIMO transmission within a given group will be served in SU mode in subsequent
transmissions. (b) Proposed data-driven mode and group selection algorithm. Steps
in blue are based on the data-driven throughput estimator in Section 3.2.2.

a client only need to change in the timescale of seconds, e.g., as a client starts or

stops walking. As a result, the millisecond level prediction latency associated with

the machine learning computation, even when performed off-AP, is negligible. One of

the major challenges in the design of the mode and group selection algorithm for the

clients is to predict client performance in MU-MIMO transmissions, which requires

precise estimation of the client throughput with a given mode and group selection.

Note that the performance of each client not only depends on the corresponding

channel quality but is also influenced by factors that cannot be quantified by existing

analytical models, such as client motion and device type. It follows that the con-

ventional algorithm based on a fixed analytical model is inadequate for a practical

network. Therefore, we propose a data-driven approach to estimate the throughput
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based on the history of operational data, device type, and recent channel sounding

feedbacks of the clients. Motivated by the need to adapt to client motion and the

characteristic of individual clients, we formulate the data-driven throughput estima-

tion as an online machine learning problem and update the estimator in network

operation.

Following Section 2, the MU-MIMO throughput of each client is dependent on

the channel orthogonality, transmit SNR, device type, and motion of the clients in

the MU-MIMO group. According to the results in Section 3.4, the throughput is not

linear with the channel orthogonality, transmit SNR, device type, or client motion.

In this chapter, we adopt a deep neural network as the throughput estimator since

the algorithm is effective in various fields and can capture the non-linear relationship.

We show the effectiveness of the data-driven method using such an algorithm and

leave the exploration of alternative algorithms for future work.

We include the channel orthogonality and transmit SNR across the subcarriers

calculated from the periodic channel sounding of the clients in MU-MIMO group g in

the input of the throughput estimator. Since a single snapshot of CSI derived from

sounding is not sufficient for the purpose of inferring client motion, we propose to

compose the input variable as multiple recent observations of CSI values to capture

the temporal dynamics of the wireless channel. Motivated by the need to adapt to

different device types, we further expand the input data to include the device type

d(c) of each client c. We denote the index of each sounding as t and the window size of

recent observations as w, where t and w are non-negative integers. Then the input to

the throughput estimator at sounding index t can be expressed as set st(c,g), which

includes the transmit SNR, CSI, channel orthogonality, and device type of clients c:

st(c,g) =
{
SNR(c)t , CSI(c)t−w+1:t, ψ

(c)
g , d(c)

}
, (3.1)



18

where SNR(c)t is the Nc×1 transmit SNR vector of client c defined in (2.3) at sounding

index t; CSI(c)t−w+1:t consists the CSI matrices of client c, defined as Hck in Section

2, across all subcarriers from sounding indexed t − w + 1 to t; ψ(c)g is the channel

orthogonality vector defined in (2.4); and d(c) is a scalar that represents the device

type of client c. We have experimentally found that it is sufficient to keep two

consecutive CSIs. Therefore in our implementation, we choose w = 2 for subsequent

experiments. We quantify the influence of different factors in st(c,g) and offer more

insight into the throughput estimator in Section 3.5.4.

The instantaneous airtime efficiency directly reflects the throughput of transmit-

ting client c in either SU (at = 0) or MU (at = 1) mode:

r(st(c,g), at = 0) = (1 − PER)R (3.2)

r(st(c,g), at = 1) = (1 − PER)R‖g‖. (3.3)

Here, the airtime efficiency r of client c at sounding index t is a function of the

measured packet error rate (PER) and PHY rate, denoted as PER and R, respectively.

The throughput for the MU mode is further scaled by the number of concurrent

clients in the group, denoted as ‖g‖, to account for the increase in airtime efficiency

due to concurrent transmissions. As such, the airtime efficiency in both SU and

MU mode is properly credited. Note that r(st(c,g), at) is proportional to the actual

throughput of client c if the scheduler of the AP follows airtime fairness, which is a

common criterion in commercial devices [25]. We predict the throughput of client c

by estimating the corresponding airtime efficiency r(st(c,g), at) based on the observed

information st(c,g) and possible mode selection at . We remark that the MCS rate R is

updated at each sounding t, and the airtime efficiency r(st(c,g), at) can be calculated

by the AP after the transmissions based on the MCS rate R and the measured packet
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error rate PER. We aim to predict r(st(c,g), at) before transmission so that we can

optimize the mode and group selection for better performance.

In this work, we implement the throughput estimator with a deep neural network

Vθ , where θ denotes the parameter of the neural network. The throughput estimator

takes st and at as input and assigning an estimated airtime efficiency based on the

given state and mode. The estimated airtime efficiency can then be written as

r̂(st,at) = Vθ(st,at). (3.4)

The performance function for the throughput estimator parameterized by θ directly

corresponds to the expected error of the given model, which can be written as

Q(θ) = E[(r̂ − r)2]. (3.5)

Given a set of operational trajectory from past experiences
{
r(s1,a1), · · · , r(sT,aT )

}
,

the expected error of the throughput estimator can then be estimated as Q(θ) ≈

1
T
∑T

t=1 (Vθ(st,at) − r(st,at))
2 in the learning algorithm of the data-driven throughput

estimator. The parameter θ for the neural network can be updated as:

θ ← θ + α∇θQ(θ), (3.6)

where α denotes the learning rate and the gradient term ∇θQ(θ) is calculated as:

∇θQ(θ) =
2

T

T∑
t=1

(Vθ(st,at) − r(st,at)) ∇θVθ(st,at). (3.7)

In our implementation, the channel orthogonality that corresponds to client c in

MU-MIMO group g is used as input, along with the average transmit SNR values and

the client device type d(c). We also input the SU/MU mode and the average difference

among subcarriers between two consecutive CSI measurements as the motion indica-

tor derived from the consecutive CSI reports. In our implementation, we assume the
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mapping from each client’s MAC address to device type d(c) is known a priori. The

neural network representing the throughput estimator Vθ(st,at) is comprised of three

fully connected layers. The numbers of units in the fully connected layers are 16, 8,

and 1, respectively. The output from the top 1-unit layer corresponds to the estimated

airtime efficiency of client c based on the given input group and mode selection. All

the information is fed to the fully connected layers directly. The minibatch size for

updating the throughput estimator from previous experience samples is set at 1024.

We remark that a precise estimation of the per-client throughput requires the

information of all clients in the MU-MIMO group. However, an algorithm that takes

the information of an entire MU-MIMO group as the input needs to enumerate all

possible modes and groups in the mode and group selection algorithm. The com-

putational requirements of such an exhaustive search method are prohibitively high.

Therefore, we propose to reduce the input dimension to a single client. We have found

experimentally that such a reduction in input dimension leads to a very limited loss

in the throughput estimation accuracy since the AP calculates the precoding matrix

based only on the CSI. As such, the AP decorrelates the throughput of a client and

the states other than the CSI of the client. The throughput of a client in MU-MIMO

transmission mainly depends on the CSI from the clients in the group, and the motion

and device type of the client itself. Information other than the CSI from other clients

(e.g., motion, device type) has a limited impact on client throughput. In particular,

when one of the clients in an MU-MIMO group is moving, the CSI for the moving

client becomes inaccurate and leads to a low throughput for the client in motion.

While for the other stationary clients, the precoding matrix calculated via the CSI

remains unchanged within the sounding interval and is adequate to cancel the inter-

ference to the stationary client. Therefore, the CSI inaccuracy of the moving client
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will not influence the stationary clients in the group.

Based on the data-driven throughput estimator, we next present a practical mode

and group selection algorithm without comprehensively enumerating all possible modes

and groups.

3.2.3 Data-Driven Mode and Group Selection Algorithm

We seek to design a mode and group selection algorithm for MU-MIMO clients that

maximizes the aggregated throughput in MU-MIMO transmissions. As the method

in Section 3.2.2 offers a per-client estimation of client throughput given a mode and

group selection, one method of maximizing the aggregated throughput is an exhaus-

tive search to find the optimal set of modes and client groups for the estimated

throughput. However, the factorial complexity to the number of clients of the ex-

haustive search can be prohibitively high. Consider the limited computation resource

in practical equipment, we adopt a greedy mode and group selection based on the

per-client throughput estimator. The outline of the algorithm is presented in Fig. 3.1

(b). The algorithm requires the transmit SNR, CSI, and device type of all c ∈ C, and

decides the SU/MU mode for the clients, as well as the MU-MIMO group for clients

operating in MU mode.

As shown in Fig. 3.1 (b), for an empty position in MU-MIMO group g, we start

by evaluating the performance of each client in MU-MIMO candidate set C using

the throughput estimator presented in Section 3.2.2. We then pick the client for the

position by finding the client c ∈ C that maximizes the total estimated throughput

for clients in the MU-MIMO group g. Then the algorithm evaluates if client c can

benefit from MU-MIMO transmissions by estimating the throughput of client c in SU

mode r̂(st(c,g ∪ {c}),at = 0) and comparing with the estimated throughput in MU
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Algorithm 1 Data-driven mode and group selection algorithm

1: Initialize MU-MIMO candidate set C

2: Final group set G = {}, group g = {}

3: // Update till all candidates are assigned a mode and group

4: while C , {}, for each position in g do

5: // Find client c with the highest MU throughput in group g

6: Find c = arg max
c∈C

∑
c′∈g r̂(st (c′,g ∪ {c}),at = 1)

7: // Add client c to group g only if the estimated MU throughput is higher than SU.

Otherwise set client c to SU mode

8: if r̂(st (c,g ∪ {c}),at = 1) ≥ r̂(st (c,g ∪ {c}),at = 0) then

9: g = g ∪ {c}

10: else

11: Set c to SU mode

12: Remove c from C

13: // Form a new group if the current group is complete

14: if g is complete then

15: G = G ∪ {g}, g = {}

mode. We add client c to MU-MIMO group g if the estimated throughput in MU

mode is higher than in SU mode. Otherwise, we switch the client c to SU mode. We

remark that the proposed algorithm selects the client c by finding the client that fits

best with the MU-MIMO group g. It follows that the probability of finding another

group where client c can benefit from MU-MIMO transmissions is very limited if the

estimated throughput in SU mode is higher than MU mode in group g. Hence, the

proposed mode and group selection algorithm can simply switch client c to SU mode

in such a scenario and does not need to evaluate other possible MU-MIMO groups.
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After selecting the mode and MU-MIMO group for client c, we remove the client

from the MU-MIMO candidate set C. The algorithm then repeats the above steps

until we decide the SU/MU mode for all clients, as well as the MU-MIMO group

for clients operating in MU mode. Then the AP enables SU-MIMO or MU-MIMO

transmissions according to the result of the mode and group selection algorithm.

After the transmissions, the AP calculates the throughput of each client with (3.2)

and (3.3) to update the parameters of the data-driven throughput estimator. The

detailed implementation of the algorithm is presented in Algorithm 1.

Although mode and group selection algorithm can only find a sub-optimal solution

for the clients in the network, the greedy algorithm is less computationally expen-

sive than exhaustive search, with quadratic complexity to the number of clients in the

average case. Our experimental evaluation results in Section 3.5.2 shows that our pro-

posed algorithm can update client mode and group selection with limited overhead.

Moreover, the results in Section 3.5.3 show that the performance gap between our pro-

posed data-driven mode and group selection algorithm and the optimal throughput

given by the exhaustive search is very limited. We remark that data-driven algo-

rithms may be sensitive to the environment and might require retraining when the

environment changes. This motivates us to evaluate the sensitivity to environmental

changes of the proposed algorithm and demonstrate the feasibility of deploying the

proposed algorithm into new environments without retraining in Section 3.5.4.

3.3 Implementation in Commodity 802.11ac Network

In this section, we present the tested setup of a real-time implementation of the pro-

posed data-driven mode and group selection algorithm using a commodity 802.11ac

network.
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Our testbed consists of one commodity 802.11ac AP and multiple clients with

MU-MIMO support. The AP is equipped with 4 antennas but only supports up

to 3 spatial streams. The experiments in this thesis are performed using 20 MHz

bandwidth to avoid interference from overlapped channels with other networks. The

parameters of clients are listed in Table 3.1. We conduct experiments in an office

building. The floor plan and the location of the AP are presented in Fig. 2.1. All

clients are within the range with a radius of 10 meters from the AP.

Table 3.1 : List of clients used in experimental evaluation.

Max Number of
Description Count

Spatial Streams
Type

Samsung Galaxy S10 1 2 Phone

Samsung Galaxy S10e 1 2 Phone

Xiaomi Mi Mix 2 1 2 Phone

Linksys USB Adapter 3 1 Laptop

Linksys USB Adapter 2 2 2 Laptop

As shown in Fig. 3.2, the MU-MIMO transmission in our experimental 802.11ac

network starts with a channel sounding procedure [26, 27]. The AP initiates the

channel sounding procedure by transmitting a null data packet (NDP) announce-

ment frame to gain channel access. This is followed by an NDP frame so that the

first client in the group can respond with a compressed beamforming report frame

containing the measured CSI in a compressed form. The AP then polls additional

clients in the group sequentially, each using a new beamforming report poll frame, to

collect their respective compressed beamforming reports. The feedback on CSI from
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sounding is represented in the form of a compressed feedback matrix. For client c,

the feedback matrix is computed by applying singular value decomposition on the

Nc × Nt channel matrix Hcm for each subcarrier m. The feedback matrix is further

compressed via Givens Rotation, quantization, and grouping over multiple subcar-

riers [1] so as to reduce the feedback overhead. Then the channel matrix Hcm can

be expressed as Hcm = UcmD̄cmV̄
H
cm, where Ucm is an Nc × Nc unitary matrix; D̄cm

is an Nc × Nc diagonal matrix; and V̄cm is the compressed feedback matrix with a

dimension of Nt ×Nc and V̄H
cmV̄cm = INc , where INc denotes an Nc×Nc identity matrix.

The compressed beamforming report frame of client c includes the compressed CSI

feedback matrices on all subcarriers and an extra MU exclusive beamforming report

on an average SNR across all subcarriers along with a per-subcarrier SNR difference

to the average SNR. After recovering from the compressed beamforming feedback for

all clients in the MU-MIMO group, the AP integrates all responses together and com-

putes a master precoding matrix to cancel the interference between clients. Denote

V̄m = [V̄c1m, . . . , V̄clm] as the Nt × Nr matrix for MU-MIMO group g on subcarrier

m. Following (2.1) , the zero-forcing precoding matrix in the network can be written

as Fm = V̄m(V̄
H
mV̄m)

−1. Denote fmj as the column in Fm that correspond to spatial

stream indexed j, similar to (2.2), we normalize fmj as f̄mj = fmj/| |fmj | |2 to fit the

transmit power constraint. By applying the precoding matrix and multiplying UH
cm

at the receiver, the SNR, Pmj/σ
2
n , can be calculated as the square of the diagonal

element in D̄cm that correspond to the power of spatial stream j through subcarrier

m and is feedback to the AP in the compressed beamforming report. The Nc × 1

channel orthogonality vector of client c in (2.4) can then be written as ψ(c)g = [ψ j] j∈Jc

with

ψ j =
1

M

M∑
m=1

|v̄H
mj f̄mj |

2. (3.8)
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Figure 3.2 : MU-MIMO sounding and transmission procedure in 802.11ac.

While the computing power of the AP may be sufficient to execute the mode

and group selection algorithm and run occasional updates, as shown in Fig. 3.3, we

choose to implement both the training and inference procedures of the throughput

estimator on a separate Linux PC to avoid inadvertent interference to AP operations.

Such an implementation allows us to process data and update algorithms more effi-

ciently in our experiments. The communication between the AP and the host PC is

implemented via UDP. We remark that the mobility of a client changes slowly in the

timescale of seconds. It follows that the millisecond-level delay caused by offloading

calculations to the host PC is acceptable since the change in client mobility is slow

in comparison to the communication delay of the implementation.

We modify the AP to send decompressed CSI from sounding, together with trans-

mit SNR, device type, and measured throughput of a client to the host PC. Based on

the information, the host PC executes the data-driven throughput estimator, which

is implemented in Tensorflow [28], as well as the mode and group selection algorithm

to determine whether a client should be considered for MU-MIMO operation and

the group selection for the clients in MU-MIMO mode. In our implementation, we

start by training the data-driven throughput estimator offline on the PC using the
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Figure 3.3 : Experimental implementation of the data-driven mode and group selec-
tion algorithm.

data (e.g., CSI, transmit SNR, device type, throughput measurement reported by the

AP) collected from controlled experiments which enumerate possible environment and

parameter selection in a practical network. We evaluate the sensitivity to environ-

mental changes of the throughput estimator in Section 3.5.4 and show the feasibility

of deploying our algorithm in a new environment without retraining the throughput

estimator. We then deploy the mode and group selection algorithm to the network,

and the PC can update the throughput estimation model online based on the per-

formance measurement data during the operation of the network. The decision of

the mode and group selection algorithm is relayed back to the AP, which performs

MU-MIMO accordingly. We only add the mode and group selection algorithm to the

AP, with other algorithms such as the link parameter selection and packet scheduling

unmodified.

To measure the performance of downlink MU-MIMO transmissions, we transmit

user datagram protocol (UDP) packets at a rate higher than the rate that corresponds

to the highest supported MCS. The throughput of such a saturated UDP traffic can



28

represent the performance of downlink MU-MIMO since there are only downlink data

packets, and the channel is never idle. When the traffic is non-saturated or requires

uplink transmissions (e.g., transmission control protocol), the performance gain of

MU-MIMO is lower due to reduced airtime of downlink MU-MIMO transmissions.

3.4 Experimental Evaluation of Factors Affecting 802.11ac

MU-MIMO Efficiency

In this section, we present results from controlled experiments to demonstrate the

impact of various physical factors on the efficiency of MU-MIMO using the commod-

ity AP outlined in Section 3.3. Since the AP supports up to three spatial streams in

MU-MIMO mode, we include clients with a total of three spatial streams in the exper-

iments to evaluate the factors. We can configure the AP to either enable MU-MIMO

transmissions to the three spatial streams simultaneously or do SU transmission to

serve the clients in a time-division manner. We measure the throughput of one of

the clients in each experiment, denoted as Client I. We setup Client I with different

motion, location, number of spatial streams, and device type to evaluate how differ-

ent factors affect its performance. The experiments further include either one or two

additional laptops with one-stream Linksys USB adapters, so that the total number

of spatial streams is three. Client I is the only client in the group with motion.

We start by evaluating the impact of spatial angles, channel orthogonality, and

transmit SNR, which is commonly considered by existing work [11, 15]. We then

present experimental results to illustrate the impact of factors that are not captured

by conventional models, such as client motion and device type. We show that such

factors are equally or even more important than the ones in conventional models.
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Therefore, it is important to optimize MU-MIMO parameters using the data-driven

method with the consideration of both factors already considered in conventional

models and factors complementary to the models.

3.4.1 Impact of Spatial Angles

As shown in [6], the lack of orthogonality between the channels of clients leads to

inter-client interference and high packet error rate (PER), and consequently poor

MU-MIMO performance. Intuitively, the channels of the clients are likely to be

highly correlated when their spatial angles with respect to the AP are close. This is

shown to be the case in outdoor environments with limited multipath effects [29]. We

evaluate whether this assumption holds in a typical indoor environment by carrying

out experiments in a section of an open cubicle area that measures 25m×15m. We

employed three stationary laptops with identical USB Linksys adapters that support

1 spatial stream under MU-MIMO. Since the AP supports three spatial streams in

MU-MIMO mode, we can group the three clients into one MU-MIMO group and

transmit to them simultaneously. As shown in Fig. 3.4, all three clients are located

on a circle 12 feet away from the AP. Client II and Client III are separated by 60

degrees apart, whereas the location of Client I varies at one out of the four candidate

positions. We remark that when Client I is in the positions 1 and 2, its USB adapter

is placed directly on top of the adapter of Client II and Client III, respectively. The

corresponding distance between the adapters is approximately 2 centimeters. In each

separate experiment, the AP is configured to transmit only in SU-mode for 60 seconds

and then in MU-mode for the same duration. we further ensure that the channel is

never idle by transmitting UDP packets to each client at 100 Mbps, higher than the

highest supported MCS rate of 86.7 Mbps.
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Figure 3.4 : Client positions in the experiment for the impact of the spatial angle
between clients. Clients II and III are fixed with 60 degrees apart. The indices 1 - 4
mark the four different position client I takes.

The effective throughput received by each client is shown in Fig. 3.5 for both

SU and MU modes, given different positions of Client I. We first observe that MU

throughput is roughly three times that of SU, indicating that MU-MIMO can indeed

realize its full gain on spectral efficiency under good conditions. We further observe

that the achieved MU throughput is essentially identical at different positions of

Client I and is close to the highest supported MCS rate of 86.7 Mbps. In other words,

two USB adapters directly on top of each other (about 2 cm apart) does not seem to

cause sufficient inter-client interference to degrade their MU-MIMO performance.

One possible explanation is that the closed indoor environment leads to a rich

multipath profile [30], even for offices with an open floor plan. As shown in [22], in

a rich multipath environment with uniform scattering, the signals decorrelate when

the distance between the antennas is more than half of the wavelength, which is

only 3 centimeters in an 802.11ac network with 5 GHz carrier frequency. Because of

the channel decorrelation between clients even when the clients are very closely co-
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Figure 3.5 : Throughput comparison of three stationary clients separated by different
angular distances using SU and MU modes.

located, the spatial angle of the clients have a limited impact on the performance of

MU-MIMO in an 802.11ac network. We, therefore, conclude that there is no benefit

in estimating the angular distance between clients for the purpose of client screening

or grouping.

3.4.2 Impact of Channel Orthogonality

Following Section 3.4.1, the MU-MIMO performance is not significantly affected

by the spatial angle of the clients due to the multipath propagation environment.

However, the orthogonality between client channels may still affect the MU-MIMO

throughput even if it is not affected by spatial angles between clients. To experimen-

tally evaluate how the orthogonality between client channel impacts the MU-MIMO

performance, we conduct two experiments with the AP configured to MU mode and
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different device types as Client I. We adopt a laptop with the Linksys USB adapter

as Client I in one of the experiments, while we use a Samsung Galaxy S10 in the

other. Both device types are configured to receive one spatial stream (Nc = 1) in

MU-MIMO transmissions, and we measure the throughput at various locations for

different channel orthogonality. Since all clients in the two experiments are config-

ured to one spatial stream, the vector ψ(c)g has only one element. We use the single

element in ψ(c)g to represent the channel orthogonality of client c. When a client is

configured to multiple spatial streams, each element in vector ψ(c)g affects the perfor-

mance of client c, and we consider such a scenario in the throughput estimation in

Section 3.2.2. We repeat the experiments for the client group with three identical

Linksys USB adapters with different power levels on the AP so that we evaluate the

performance under different transmit SNR.

The UDP throughput received by each client is shown in Fig. 3.6. The results

show that clients with high channel orthogonality can achieve 10% to 50% better

throughput than clients with low channel orthogonality. It follows that forming groups

with high channel orthogonality can significantly improve efficiency in MU-MIMO

transmissions. The results also show that the throughput gain from high channel

orthogonality is more significant with a low transmit SNR than a high transmit SNR.

Such a characteristic is due to the modulation of the network. As shown in (2.2),

low channel orthogonality leads to a decreased signal strength received by the client,

and thus, results in lower throughput. Note, however, that the same level of transmit

SNR decrease can lead to different consequences depending on whether it causes a

significant change in MCS [31]. The MU-MIMO transmission is likely to remain the

highest MCS rate in the high-SNR regimes, while it may experience a drop by a few

MCS rates with a lower transmit SNR. As such, the performance degradation from



33

Figure 3.6 : MU-MIMO throughput vs. channel orthogonality at different transmit
SNR. Since the clients in this experiment are configured to one spatial stream, the

vectors ψ(c)g and SNR(c) have only one element. We use the single element in ψ(c)g
to represent the channel orthogonality of client c. The throughput of each point
is averaged across multiple experiment samples within the range of ±0.01 to the
channel orthogonality value. The average transmit SNR is calculated across the
experiment samples with the AP configured to one power level. The influence of
channel orthogonality differs with the client device type.

low channel orthogonality is more significant for clients in low-SNR regimes.

We also observe that the throughput of the Samsung S10 is significantly higher

than the Linksys adapter at roughly the same transmit SNR and channel orthogonal-

ity. We offer a detailed discussion of the impact of the client device type in Section

3.4.5. Therefore, it is essential for the group selection approach to consider the dif-

ference from transmit SNR and client device type, instead of a simple interference

minimization algorithm, in a practical network.

3.4.3 Impact of Low SNR Channels

Following the results in Section 3.4.2, the MU-MIMO performance is affected by the

transmit SNR of clients due to the decrease in signal strength due to MU-MIMO
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beamforming. As shown in [6], the SNR from MU-MIMO beamforming can be sig-

nificantly lower (e.g., 5 dB) than from SU-MIMO beamforming. Note, however, that

the same level of SNR decrease can lead to very different consequences depending on

whether it causes a significant change in MCS rates [31]. Specifically, performance

degradation is more significant for clients operating in low-SNR regimes. For exam-

ple, in our experiments, the SNR of the clients 12 feet away from the AP is above

40 dB. As the SNR requirement for the highest MCS level in 802.11ac, MCS 9, is 31

dB [31]. An SNR degradation of 5 dB has a limited impact on the clients with SNR

of 40 dB. On the other hand, if a client is operating on low SNR regimes, such as 15

dB, the SNR difference of 5 dB is sufficient to eliminate the MCS level from MCS 4

to MCS 2 [31]. Such an MCS difference leads to significant performance degradation

of the MU-MIMO for the clients in the low SNR regimes.

To evaluate the performance loss in the presence of clients with low SNR, we

conduct experiments with three clients 12 feet from the AP but block the signals to

some of the clients by storing them in metal cabinets. As a result, the SNR of the

blocked clients drops to less than 20 dB. As before, we use laptops with single-stream

USB adapters as clients, perform separate experiments using SU and MU modes with

saturating UDP traffic.

In Fig. 3.7, we show the UDP throughput of clients with different numbers of

clients with low SNR. The low-SNR clients are indexed with lower indices in these

results. It can be observed that the MU-MIMO throughput of a client drops below

that of SU-MIMO when the client’s SNR is low. In the MU-MIMO group with clients

with low SNR, the MU performance of the clients with high SNR also drops. It follows

that enabling the MU-MIMO for clients with low SNR leads to inefficient MU-MIMO

grouping.
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Figure 3.7 : Throughput comparison of SU vs. MU for different numbers of clients
with low SNR.

3.4.4 Impact of Client Mobility

To quantify the performance loss associated with client movement, we conduct ex-

periments with to compare the throughput in SU and MU mode of Client I moving

at different speeds.

Figure 3.8 : UDP Throughput in SU vs. MU modes vs. client moving speed. The
error bars represent the maximum and minimum throughput values.

In Fig. 3.8, we plot the UDP throughput of a client as a function of the moving
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speed. The results show that the MU mode has a higher throughput than the SU

mode when the client is stationary since the SU mode only transmits data to one

client at a time and does not fully utilize the spatial streams available to the AP.

The results also show that the client throughput degrades with an increasing moving

speed in both SU and MU transmissions, while the throughput of MU-MIMO drops

more drastically. We remark that MU-MIMO transmissions are less robust to client

motion since the MU-MIMO needs to cancel inter-client interference. The throughput

in MU-MIMO transmission drops below the throughput in SU-MIMO transmission

when the client moves faster than 0.1 m/s, and the performance gap is significant

at walking speed. It follows that the AP needs a measurement of client motion and

switches to SU transmission for clients moving at high speed.

3.4.5 Impact of Client Device Type

In Fig. 3.6, we show the client throughput as a function of the channel orthogonality

for a Linksys USB adapter and a Samsung S10. We observe that the throughput of

the devices is significantly different, although both devices are stationary and with

similar transmit SNR. The Samsung S10 has a significantly higher throughput and

lower sensitivity to channel orthogonality in comparison to the Linksys USB adapter.

Such a behavior can be caused by the difference in the form factor of antennas and

firmware design of the device types. The results also indicate that the MU-MIMO

throughput is dependent on the client device type when the clients are stationary.

To further evaluate the impact of device type on MU-MIMO performance in the

presence of client motion, we conduct experiments by varying the device type for

Client I in the experiments. The experiment for each device type is repeated multiple

times, where Client I follows approximately along the same path at the same moving
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Figure 3.9 : MU throughput gain over SU-MIMO for different types of devices.

pattern (including stationary and motion at different speeds). The AP is configured to

switch between SU and MU mode multiple times between two consecutive soundings

so that we can compare the performance in both modes in approximately the same

channel condition. We quantify the performance gain of operating in MU over SU

mode in terms of the ratio between the two throughput values.

Fig. 3.9 shows the cumulative distribution function (CDF) and the probability

density of MU-MIMO throughput gain over SU-MIMO for different devices. The

results show that it is rather common for MU-MIMO to under-perform SU transmis-

sions. The odds where the performance gain is negative for the three device types are

87%, 71%, 48%, in descending order. Furthermore, the degree of degradation can be

significant. The three clients spend between 25% to 51% of their time operating in

the sub-optimal MU-MIMO mode and losing at least 50% throughput.

On the other hand, it is obvious from Fig. 3.9 that the MU-MIMO performance

gain varies significantly across device types. For example, although both the 2-stream

USB adapter and the Xiaomi smartphone have two receive antennas, the probability

of positive MU throughput gain is only around 13% for the USB adapter, but is close
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to 30% for the smartphone. It is, therefore, crucial for the client grouping scheme to

explicitly account for different device types.

3.5 Performance Evaluation of the Data-Driven Mode and

Group Selection

In this section, we present experimental results to demonstrate the benefits of the

proposed data-driven mode and group selection algorithm using the commodity AP

outlined in Section 3.3. The clients include 5 laptops and 3 phones with the count and

parameters listed in Table 3.1. We perform the experiments during work hours when

people are walking around occasionally. Following our discussion in Section 3.2 and

for brevity, we refer to the modified version of the AP as the data-driven grouping.

3.5.1 Network Throughput under Client Mobility

We start by comparing the total network throughput achieved by data-driven client

grouping and conventional model-based approaches under client mobility. In Fig.

3.10, we show the total throughput of the 8-client network as a function of the num-

ber of moving clients. When no client is moving, all clients are suitable for MU-MIMO

most of the time except the rare moment when someone walks near a client. It fol-

lows that the probability of a client experiencing unreliable CSI is low, and most of

the clients are suitable for MU-MIMO transmission. In such a scenario, by group-

ing clients with better channel orthogonality, the data-driven grouping and semi-

orthogonal user selection (SUS) algorithm in [15] improves the network performance

by 25% and 15%, respectively, in comparison to the random grouping. We remark

that the SUS algorithm greedily groups clients only for better channel orthogonality.

The data-driven grouping outperforms the SUS algorithm due to the ability to esti-
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mate the performance of the network more precisely with the extra consideration of

factors such as transmit SNR and device type.

As more clients are moving, the probability of forming MU-MIMO groups with

moving clients increases under the model-based grouping algorithms, and the improve-

ment from the data-driven grouping becomes more significant. Specifically, with 4

out of 8 (half) clients moving, the data-driven algorithm achieves a total throughput

of about 115 Mbps compared to 85 Mbps and 95 Mbps for random grouping and

SUS algorithm, respectively. This represents an improvement of more than 35% over

the random grouping. When the number of moving clients is between 2 to 6, corre-

sponding to a broad range from 25% to 75%, the data-driven grouping sustains an

improvement of over 20% compared to both model-based grouping algorithms. As

the fraction of moving client increases beyond half, most of the clients in the network

are not suitable for MU-MIMO. Under the data-driven grouping, moving clients are

switched to SU-MIMO mode, resulting in performance that is always superior to

exclusively using SU-MIMO. In contrast, the AP under random grouping and SUS

algorithm cannot properly handle moving clients and result in performance lower

than SU-MIMO. In such a scenario, the performance gain of the SUS algorithm over

the random grouping is limited. When there are fewer than 4 stationary clients, the

performance of the SUS algorithm converges to the random grouping.

We next offer more insight into the performance of the 8-client network. In Fig.

3.11, we present the throughput of each client in the experiment with 4 moving

clients. The results indicate that the performance gain of the data-driven grouping

over the model-based approaches comes from both stationary and moving clients.

We remark that the MU throughput of the stationary clients is theoretically not

dependent on the moving client in the MU-MIMO beamforming procedure. The
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Figure 3.10 : Total throughput versus the number of moving clients in a network with
8 clients of mixed type. The throughput of each point is averaged over 100 seconds.

observed throughput loss of the stationary clients in the experiment using the model-

based approaches mainly comes from the reactive scheduling logic that occasionally

switches the clients to SU mode to avoid very low throughput at moving clients. We

also observe that the performance of the moving clients can drop below the exclusive

use of SU-MIMO if the AP adopts the model-based mode and grouping selection

algorithms. On the other hand, under the data-driven grouping, almost all clients

achieve higher or comparable throughput than the model-based approaches and SU-

MIMO. No client does significantly worse. By removing the moving clients from MU-

MIMO transmission and optimizing the client grouping for the stationary clients, the

data-driven approach forms groups only with clients suitable for MU-MIMO and high

channel orthogonality, resulting in higher spectral efficiency in MU-MIMO.

In Fig. 3.12, we show the throughput of a moving client (using a Linksys USB
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Figure 3.11 : Throughput of each client in a network with 4 moving clients and 4
stationary clients. The indices from I to IV represent moving clients and V to VIII
represent stationary clients.

adapter 2) and a stationary client (Samsung Galaxy S10) over a 30-second period

for both the data-driven method and the random grouping. As MU-MIMO is more

efficient under data-driven grouping, the throughput of the stationary client is higher

under data-driven grouping, while the throughput variance over time is similar for

both schemes. Following the discussion in Section 3.2.1, the model-base methods

need occasional reattempts in MU-MIMO. Therefore, the moving client occasion-

ally experiences very low throughput due to unsuccessful trials of MU-MIMO under

model-based grouping. For example, the throughput of the moving client drops to

zero twice at 1-second and 22-second using random grouping. Performance oscilla-

tions under data-driven grouping for the moving client is much smaller since it selects

SU mode for the moving client without failure attempts in MU transmissions.
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Figure 3.12 : Throughput vs. time for a moving client and a stationary client.
The data-driven grouping not only increases average throughput but also avoid
low throughput due to unsuccessful trials in MU-MIMO transmission (e.g., zero-
throughput at 1s and 22s with random grouping for the moving client).

Stationary Moving Stationary

2s 2s

Figure 3.13 : Throughput and mode selection of a client using the data-driven group-
ing algorithm. The client keeps stationary for the first 20 seconds and then moves
for 20 seconds before resting for another 20 seconds. The AP switches mode within
two seconds after the throughput significantly increases or drops, showing the reaction
time of the implementation is around 1 second. The false mode selection at 28-second
is expected behavior that learns the performance in the other mode.
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3.5.2 Reaction Time and Overhead of Data-driven Grouping

To further illustrate the characteristics of the data-driven client grouping we proposed,

we perform two experiments with a common set of client configurations. We use two

stationary clients with Linksys Adapter and a third client, the Xiaomi Mi Mix 2,

that is allowed to move in a prescribed pattern as follows. The Xiaomi phone stays

stationary for 20 seconds and then moved for 20 seconds before resting for another

20 seconds. We start by examining the reaction time of data-driven grouping as

motion pattern changes. The time trace of the throughput and the decision of data-

driven grouping is plotted in Fig. 3.13. The results show that data-driven grouping

switches the mode of the client in less than two seconds after the throughput of the

client significantly increases or drops. Therefore, the reaction time of the data-driven

scheme is around 1 second, which is acceptable for the network. We also remark

that the reaction time can be further shortened if the algorithm is implemented in

the AP or with a shorter decision period. We also observe the data-driven scheme

switch the mode of the client to MU-MIMO at 28-second when the client is moving.

This is expected behavior for the data-driven schemes that continuously updates

its parameters during the network operation. It is necessary for such schemes to

“explore” and learn other possible modes so as to update the throughput estimation

model for future decisions. The cost of the degradation of exploration is limited due to

the low probability. We can also configure the algorithm to spend more transmissions

for such exploration when the AP needs to update the model frequently (e.g., in the

early stages of learning).



44

3.5.3 Comparison with Optimal Performance

We next compare the performance of the proposed client mode and group selection

algorithm with the optimal performance given by the exhaustive search algorithm.

Note that it is infeasible to experimentally enumerate all possible mode and group

selection with a particular condition since the channel is non-repeatable in a real-time

deployment. Therefore, we evaluate the optimal throughput given by the exhaustive

search using a trace-based emulation based on the throughput estimator. Such an

emulation allows us to compare different mode and group selection algorithms over the

exact same channel. We start by collecting CSI data in experiments with each type

of client in different location and motion status. We select mode and group for each

client in each data point using the proposed data-driven algorithm and exhaustive

search. We then calculate the performance of each mode and group selection method

using the estimator presented in Section 3.2.2 and assume airtime fairness among

clients. Based on our observation, we also assume that clients perform worse in MU

transmissions than SU are served in SU mode with a 20% loss in SU throughput. In

Fig. 3.14 (a), we compare the throughput of the proposed data-driven algorithm and

the optimal throughput where each point corresponds to an experimental CSI sample.

In Fig. 3.14 (b), we further show the throughput gap between the proposed algorithm

and the optimal throughput. The results show that the average gap to the optimal

performance is less than 3%, and worst-case throughput loss is around 17%. Since

the performance loss of the proposed algorithm is very limited, such an algorithm is

effective in the deployed network considering its low computational complexity.
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(a) (b)

Figure 3.14 : Performance comparison with optimal mode and group selection. (a)
Throughput comparison in each sample. (b) Average and worst-case throughput gap
between the proposed algorithm and optimal performance.

3.5.4 Impact of Inputs to the Throughput Estimator and Sensitivity to

Environmental Changes

We finally show results to offer more insight into the inputs of the throughput esti-

mator and the sensitivity to environmental changes of the data-driven algorithm. We

then discuss the feasibility of deploying the algorithm into new environments without

retraining the throughput estimator.

To characterize the influence of device type, and the ability to detect CSI reliabil-

ity, we form two modified throughput estimation models with the same structure as

discussed in Section 3.2, with the first modified model ignoring the device type and

SNR input while the second modified model performs throughput estimation with

only one CSI measurement. Similar to the comparison to the optimal performance,

we use the CSI in experiments with clients at different location and motion status

and calculate the performance based on the throughput estimator. The performance
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of the data-driven scheme using the full throughput estimator and the two modified

models is shown in Fig. 3.14. Comparing the results for the full throughput estima-

tor and the model without device type and SNR as input, we note that the model

without device type and SNR achieves lower throughput performance than the full

model. The average throughput loss of using the model without device type and

SNR is about 14% and is 10% worse than using the full throughput estimator. The

worst-case throughput loss of the proposed algorithm of the model without device

type and SNR is 46%, which is near 30% worse than using the full throughput esti-

mator. Such a modified model corresponds to the grouping based only on the channel

orthogonality and client motion. We remark that the grouping algorithm with such

a modified model has a similar spirit to the existing static algorithms that optimize

the network throughput by minimizing the interference but with the extra awareness

of client motion. The extra performance loss implies that a static or data-driven

algorithm based only on the channel orthogonality and client motion is inadvisable

in the optimization of MU-MIMO client grouping.

Comparing the results for the full throughput estimator and the model with only

one CSI as input, we observe that the prediction using one CSI instead of the CSI

from multiple recent observations performs poorly. The throughput of using such

a model is similar to the scheme where both mode and group of the clients are

randomly selected. This indicates that the model cannot infer motion from one CSI.

Overall, the performance of the model using only one CSI measurement is significantly

lower than using the full neural network with CSI from multiple recent observations

as input. The grouping algorithm with such a throughput estimator results in an

average throughput loss of about 29% and a worst-case throughput loss of more than

60% in comparison to the optimal performance given by the exhaustive search. The
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comparison between inputs to the throughput estimator indicates that, rather than

a static algorithm based on partial network information, the MU-MIMO mode and

group selection in a practical environment requires a data-driven algorithm with full

consideration of the aspects shown in Section 3.4.

To evaluate the sensitivity to environmental changes of the proposed data-driven

algorithm, we train another throughput estimator based on the data collected in a

conference room environment. In comparison to the experimental office area shown

in Fig. 2.1, the conference room only has about a tenth of the area, and thus, a

client may experience stronger multipath effects and is less likely to have line-of-sight

connections. We measure how the throughput estimator trained in the conference

room performs in the original office environment by applying the algorithm with such

a throughput estimator to the emulation data in Section 3.5.3, which is collected in

the original environment. We then calculate the performance of the algorithm using

the original throughput estimator. As shown in Fig. 3.14, the average performance

of the algorithm using the throughput estimator trained in another environment is

less than 2% worse than using the original throughput estimator, while the worst-case

performance loss is only 3% worse. Such a performance loss is significantly lower than

the throughput degradation of ignoring client device type or motion, which are 14%

and 29%, respectively. This suggests that our proposed algorithm is not sensitive

to environmental changes and can be directly deployed into new environments with

limited sacrifice in performance.

3.6 Conclusions

In this chapter, we first identify possible factors affecting the performance of MU-

MIMO, including channel orthogonality, SNR, client motion, and device type. We
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show that the mode and group selection algorithm for MU-MIMO clients should

jointly consider such factors using data-driven approaches to optimize MU-MIMO

performance. We then propose a data-driven algorithm to optimize the mode and

group selection for MU-MIMO clients. By learning the behaviors of different client

device types, our proposed algorithm can adapt to client motion and a changing

network environment. Spectral efficiency can be improved by up to 35% using such

a data-driven scheme by excluding clients with a low performance from participating

in MU-MIMO transmissions and optimizing client group selection. Experimental

results using a commodity AP show that the additional implementation of the data-

driven mode and grouping algorithm can improve the network throughput by up to

35% over existing algorithms based on conventional models. Over 20% throughput

improvement is maintained in typical network environments without retraining the

throughput estimator.
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Chapter 4

Motion-Aware Optimizations for Downlink

MU-MIMO in 802.11ax Networks

4.1 MU-MIMO for Moving Clients in 802.11ax Networks

Following the definition of the zero-forcing precoder in (2.1), the interference term

in (2.2),
∑

j ′, j Pmj ′ |h̄
H
mj f̄mj ′ |

2 = 0 [17–19]. However, to enable the interference can-

cellation of the zero-forcing precoder, the AP requires a precise measurement of the

downlink channel of each client, especially in the high SNR regimes where the trans-

mit power Pmj ′ is high. It follows that the AP needs to enable channel sounding to

measure the downlink channel before MU-MIMO transmissions. Since each sounding

procedure introduces millisecond-level overhead to data transmissions [21], enabling

frequent channel sounding leads to a non-trivial degradation in network through-

put [8]. As shown in Fig. 2.1 (b), denote the sounding period for each MU-MIMO

group g as Tg, the sounding period is typically on the order of a tenth of a second for

reducing the sounding overhead.

On the other hand, the channel of a client can be significantly different at a few

centimeters apart in an indoor environment due to the rich multipath propagation

[22]. A client moving at walking speed may experience a significant change in CSI

before the next sounding happens. According to (2.2), an inaccurate CSI leads to an

increase in the interference strength
∑

j ′, j Pmj ′ |h̄
H
mj f̄mj ′ |

2. The increased interference

strength is followed by a decreased throughput in MU-MIMO transmissions. We
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quantify the SINR changes and throughput degradation caused by client motion in

Section 4.5.1, where we also show that even minor changes in client channel lead to

a significant deterioration in SINR and client performance. Therefore, it is essential

to boost the robustness of MU-MIMO for moving clients.

The dynamic sounding that optimizes the sounding period Tg is an important

scheme for moving clients to reduce the impact of changing channels and improve the

robustness MU-MIMO transmissions [8, 12]. As shown in Fig. 2.1 (b), the number

of soundings may be limited when there is a limited number of clients. However, the

number of soundings increases with an increasing number of clients. The cost of the

sounding overhead can be prohibitively high when the density of the network grows.

It follows that it is also essential to enable dynamic sounding with the consideration

of the client density.

In addition to the dynamic sounding, we then introduce the concept that op-

timizing the number of spatial streams increases the robustness of MU-MIMO for

moving clients and is effective to combat client motion. In Fig. 4.1, we present an

example of the interference beam pattern of 4×2 (i.e., four transmit antennas with

two spatial streams) and 4×3 MU-MIMO in free space with a linear antenna array

and line-of-sight channels only. The beam pattern shows that the beamforming ef-

fectively cancels the interference between clients, while the low interference area for

a client becomes narrower with an increasing number of spatial streams due to the

degradation in condition number of HH
mHm with a higher dimension of Hm [32]. When

a client is stationary, the narrow region with low interference is acceptable since the

corresponding channel is stable. However, when the client is in motion, the narrow

low interference region may lead to a drastic increase in the interference level with

the same changes in the channel, and thus, result in a more significant degradation in
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Figure 4.1 : Signal and interference beam pattern at Client I of 4×2 (four transmit
antennas with two single-spatial-stream clients) and 4×3 MU-MIMO transmissions
with a linear antenna array in free space. The precoding cancels the interference at
Client I in both scenarios, while the low-interference region at Client I in narrower
the 4×3 scenario. Such a narrow low-interference region is followed by a decreased
robustness to client mobility.

throughput. It follows that reducing the number of spatial streams for moving clients

improves MU-MIMO efficiency. While an environment with multipath propagation

may have different characteristics with the free-space propagation, the trend that

the area of the low interference regions decreases with the total number of spatial

streams remains the same [33]. We quantify the benefit of reducing the number of

spatial streams for moving clients in Section 4.5.2. Note that the total number of

spatial and the client selection of an MU-MIMO group also affects the sounding over-

head, optimizing the sounding period, number of spatial streams, and client grouping

separately would result in reduced performance. Therefore, an MU-MIMO network

requires a joint optimization of the sounding period, number of spatial streams, and

client grouping to achieve high performance.

The organization and contribution of this chapter can be summarized as follows:

� We mathematically formulate the selection of the sounding period, the number

of spatial streams, and client grouping as an optimization problem in Section
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4.2.

� We develop a model that quantifies client throughput with joint consideration

of client channel, mobility, and the number of spatial streams in Section 4.3.2.

� We propose an algorithm that jointly optimizes the sounding period, number

of spatial streams, and client grouping in Section 4.3.3.

� We experimentally evaluate how several key factors, such as client mobility,

sounding period, and the number of spatial streams, affect MU-MIMO efficiency

using a commodity 802.11ax network, as well as the accuracy of the proposed

throughput model in 4.5.

� We demonstrate our proposed algorithm outperforms conventional dynamic

sounding and mode selection schemes by over 20% in Section 4.6.

4.2 Problem Formulation

In Section 4.1, we identify that the sounding period, the number of spatial streams,

and client grouping are essential in effectively enabling MU-MIMO in networks with

client mobility. In this section, we mathematically formulate the joint selection of

such factors as an optimization problem and discuss the critical challenges in solving

the problem.

We seek to develop a scheme that jointly optimizes the sounding period, the num-

ber of spatial streams, and client grouping to maximize the aggregated throughput

of the network while imposing necessary network constraints (e.g., airtime fairness,

the number of spatial streams, etc.). Existing MU-MIMO formulations either focus

on the interference minimization, assuming the CSI of all clients is reliable [11] or
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dynamic sounding with a fixed number of spatial streams [8, 12]. Such formulations

do not fully capture the characteristics of client motion, the flexibility in optimizing

the number of spatial streams, and the influence of client density in the network. An

algorithm that jointly selects the sounding period, the number of spatial streams, and

client grouping is essential for pursuing the optimal performance. Denote the set of

clients as C. Note that the client grouping {g} affects the sounding overhead. We

further denote the sounding overhead of group g as Ts(g). And it is essential to opti-

mize the sounding period Tg, the number of spatial streams Ng, and client grouping

{g}. Mathematically, we formulate optimization problem as

max
{g,Tg,Ng}

∑
g

∑
c∈g

max{Tg‖g‖/‖C‖,Tt x} − Ts(g)

max{Tg‖g‖/‖C‖,Tt x}
R(c,Ng,Tg) (4.1a)

s.t.
∑
g

Ig(c) = 1,∀c ∈ C (4.1b)

Ng ≤ Ns,∀g (4.1c)

Nc ≤ Nr,∀c ∈ C, (4.1d)

where ‖g‖ and ‖C‖ represent the number of clients in group g and the total number

of clients in the network, respectively. R(c,Ng,Tg) denotes the throughput of client c

in data transmissions. Following Section 2, the throughput of client c, R(c,Ng,Tg), is

affected by the channel and mobility of client c, as well as the sounding period Tg and

the number of spatial streams Ng. And we denote Ig(c) as an indicator of whether

client c is in group g, where Ig(c) = 1 if c ∈ g, otherwise Ig(c) = 0.

The objective function (4.1a) represents the aggregated downlink throughput of

the network with the consideration of sounding overhead and the assumption of air-

time fairness between all clients. We seek to find the sounding period, the number of

spatial streams, and the client grouping {g,Tg,Ng} that maximizes the throughput of
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the network. Following the airtime fairness and constraint imposed by the length of

the transmission time-slot, we calculate the expected transmission time for group g

between two consecutive soundings by max{Tg‖g‖/‖C‖,Tt x}. We then calculate the

throughput by subtracting the sounding overhead Ts(g) in the expected transmission

time for each group g. The constraint (4.1b) represents the number of MU-MIMO

groups each client is assigned to. For the sake of simplicity, we limit each client to be

located in one group. While such a simplification may sacrifice the network perfor-

mance with a limited number of clients, the performance degradation is limited when

the client density is high. For networks with a limited client density, we can relax the

constraint and solve the problem by enumerating across different possibilities. The

constraints (4.1c) and (4.1d) represent the number of spatial streams available to the

AP and each client, respectively.

There are two major challenges in solving optimization problem (4.1) for the

sounding period, the number of spatial streams, and client grouping. One challenge is

that there is no explicit model of client throughput R(c,Ng,Tg) with the consideration

of client motion. The other challenge is that formulation (4.1) is a non-linear integer

programming problem, which is NP-hard in the number of clients in the network [34].

It is infeasible to find the optimal solution for such a problem in a practical network

due to the lack of throughput model and the high computational complexity. To

address such challenges, we develop a model for client throughput with mobility and

an optimization algorithm with linearithmic computational complexity in the number

of clients in Section 4.3. We evaluate the performance of our proposed algorithm in

Section 4.6.
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4.3 Sounding Period, Number of Spatial Streams and Client

Group Selection

In this section, we propose an algorithm that jointly selects the sounding period, the

number of spatial streams, and client grouping to optimize the total throughput with

client mobility in (4.1) in Section 4.2.

We start by introducing a conventional implementation of dynamic sounding as a

baseline method that improves the MU-MIMO performance in (4.1a). Such a scheme

measures the channel of each client before the CSI is outdated while preventing unnec-

essary soundings when the CSI of a client can support beamforming [12]. Following

the discussion in Section 2, 4.1 and 4.2, however, the conventional dynamic sounding

may not always achieve the maximal MU-MIMO performance, since the effect of the

number of spatial streams, client grouping, and client density is not fully considered.

To maximize the MU-MIMO efficiency, it is essential to jointly optimize the sounding

period, number of spatial streams, and client grouping by solving problem (4.1).To

maximize the MU-MIMO efficiency, it is essential to jointly optimize client grouping,

the sounding period, number of spatial streams by solving problem (4.1). Following

Section 4.2, the two major challenges in solving problem (4.1) are the lack of mod-

els of client throughput with client mobility and the high complexity of solving the

non-linear integer programming problem. To address the two challenges, we develop

a regression model that estimates client throughput, followed by an algorithm that

jointly determines the number of spatial streams, the sounding period, and client

grouping.
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4.3.1 Baseline Conventional Dynamic Sounding

Fig. 4.2 (a) shows a typical implementation of MU-MIMO with dynamic sound-

ing. We adopt such a conventional dynamic sounding as a baseline method. The

AP maintains a set of MU-MIMO capable clients C and forms groups for concurrent

transmissions. There are a number of algorithms for MU-MIMO client grouping;

most of the client grouping algorithms focus on the interference minimization be-

tween clients. However, since we focus on the client mobility and performance gain

from dynamic sounding and the number of spatial streams, while the interference

minimization is not the focus of this work, we consider the random grouping in the

conventional dynamic sounding in this chapter.

Without prior knowledge of the best number of spatial streams for each client,

the grouping process in the conventional dynamic sounding generates groups with Nr

spatial streams for each client and Ng = Ns spatial streams in total, where Nr and Ns

are the maximum number of spatial streams of each client and the AP, respectively.

Following (4.1a) the throughput of client c in data transmissions with sounding period

Tg can be written as R(c,Ns,Tg). Assume R(c,Ns,Tg) is known by the AP. Then the

AP can calculate the effective throughput after subtracting the sounding overhead of

client c as

Rc(Tg) =

(
Tg − Ts(g)

)
R(c,Ns,Tg)

Tg
. (4.2)

The AP selects the sounding period that maximizes Rc(Tg) in (4.2) as the sounding

period of client c, then the AP choose the minimum sounding period across the clients

in group g as the sounding period for the group so as to maintain the robustness of

MU-MIMO transmissions of the group. As such, the AP selects the sounding period

for each client without the consideration of the number of spatial streams and network
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client density.

We remark that the knowledge about the throughput of each client with a given

sounding period may not be available to the AP in practical deployment. In such a

scenario, the AP can reactively track the sounding period for each client based on

trial and error. Generally, one would expect such a reactive scheme to work if the

optimal sounding period of each group changes slowly in comparison to updating the

sounding period. The price it pays is the multiple attempts of transmissions with non-

optimal sounding periods. However, such a scheme does not have an awareness of the

client density of the network and the number of spatial streams for each client. Since

these factors are not optimized in the conventional dynamic sounding, the algorithm

may suffer low throughput, especially under client motion and high client density.

Motivated by the need to adapt to client motion and density, we then develop a model

that quantifies client throughput under client mobility, followed by an algorithm that

jointly selects the sounding period, number of spatial streams, and client grouping.

4.3.2 Throughput Model under Client Motion

Following Section 4.1 and 4.2, rather than only selecting the sounding period for

each client, a more effective method for MU-MIMO under client motion is to jointly

determine the sounding period, the number of spatial streams, and client grouping

by solving (4.1). As existing analytical models do not include the impact of client

motion, one of the significant challenges in developing such an optimization algorithm

is to model client performance while considering client mobility. As shown in Section

4.1, the MU-MIMO performance is dependent on client motion, sounding period,

and the total number of spatial streams for concurrent transmissions. Therefore, we

develop a data-driven regression model that incorporates the impact of these factors.
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Figure 4.2 : Outline of (a) baseline conventional dynamic sounding scheme; (b) pro-
posed algorithm that optimizes the sounding period, the number of spatial streams,
and client grouping for each client.

We start by introducing the parameters required in the regression model for

throughput. To estimate client performance with motion, the model requires a mea-

surement of client mobility. In this chapter, we adopt the correlation coefficient [35]

between the CSI from two consecutive soundings as the mobility measurement. De-

note {Hcm(t)}Mm=1 as the set of channel matrices of client c measured at sounding

indexed t (i.e., Hcm in Section 2 at sounding indexed t) across the M subcarriers. We

also denote φc(t) = vec({Hcm(t)}Mm=1), which vectorizes the channel matrices of client

c from sounding indexed t as an MNt Nc × 1 vector. The vector φc(t) is calculated

by vectorizing the channel matrix of each subcarrier in column-major order and con-

catenate the vectors of the M subcarriers as one vector. The correlation between the
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two CSI can then be written as

ρc(t) =
|φc(t) · φc(t − 1)|

‖φc(t)‖2‖φc(t − 1)‖2
, (4.3)

where |φc(t) ·φc(t−1)| denotes the absolute value of the complex scalar φc(t) ·φc(t−1),

and ‖φc(t)‖2 denotes the l2-norm of the vector φc(t). We include the CSI correlation

as an input to the regression model to capture client mobility. Note that the CSI

correlation is in the range between 0 and 1. When a client is stationary, the two

consecutive CSI measurements should be highly correlated, and the corresponding

correlation value is close to 1. On the other hand, the CSI of moving clients is less

correlated, and a lower correlation between CSI implies faster client motion. We also

remark that the CSI decorrelates at about half a wavelength in an indoor environment

with rich multipath. It follows that the CSI correlation is close to 0 when the client

moves more than half a wavelength between the two soundings. Following Section

4.1 and 4.2, the MU-MIMO efficiency is affected by the mobility, the total number

of spatial streams, the sounding period, and the SNR for each client. Therefore, we

also include the correlation coefficient between CSIs in (4.3), the sounding period, the

number of spatial streams, and the per-stream SNR as inputs to the regression model

for client throughput. Note that each of the first three parameters can be represented

as a real scalar, and the per-stream SNR is a Nc × 1 vector. It follows that the input

of the model that corresponds to client c at sounding indexed t can be written as a

(3 + Nc) × 1 vector

sc(t) = [ρc(t); Ng; Tg; SNRc(t)], (4.4)

where SNRc(t) represent the Nc × 1 vector that includes the per-stream SNR of client

c feedback in sounding index t.

We remark that the airtime efficiency R(c,Ng,Tg) can be calculated by the AP
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after the transmissions based on the modulation and coding scheme (MCS), packet

error rate, and the airtime usage of each client. We formulate the throughput under

client motion with a regression model so that we can evaluate client performance

before the transmissions and select the parameters for better performance. We can

also emulate network performance by applying the throughput model to the trans-

mission protocol in Section 2. There are a number of algorithms for data-driven

regression [36,37]. In this chapter, we implement the throughput estimation model as

a k-nearest neighbor (k-NN) regression [38,39], and leave the exploration of other al-

gorithms as future work. The k-NN algorithm is non-parametric and does not require

a linear relationship between input and output parameters. Given a set of through-

put trajectory with the corresponding parameters in (4.4) from past AP operation

{R(c1,Ng1,Tg1)|sc1(1), . . . R(cT,NgT ,TgT )|scT (T)} and a given input sc(t), denote {ti}ki=1

as the indices of the k nearest neighbors of sc(t). The estimated throughput R̄(sc(t))

can then be written as

R̄(sc(t)) =
1

k

k∑
i=0

R(cti,Ngti
,Tgti ). (4.5)

In comparison to (4.2), the estimated throughput in (4.5) does not include the effect

of the sounding overhead, we further estimate the effective throughput with the con-

sideration of the sounding overhead and client density in Section 4.3.3. We remark

that the throughput model essentially estimates the expected throughput of a given

condition, and the output value of the k-NN algorithm naturally corresponds to the

expected performance among data samples with similar conditions. It follows that

the k-NN algorithm fits well with the characteristics of the throughput model. In our

implementation, we start by collecting performance data with a client under various

conditions (i.e., different moving speed, sounding period, and the number of spatial

streams). Based on our observation of the experimental data, we found that it is suf-
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ficient to estimate the throughput of a client with five nearest neighbors. Therefore,

we choose k = 5 in our implementation.

Using the regression model for client throughput, we then develop an algorithm

that jointly selects the sounding period, the number of spatial streams, and client

grouping.

4.3.3 Optimization Algorithm

We seek to design an algorithm that optimizes the sounding period, the number

of spatial streams, and client grouping to maximize the aggregated throughput in

(4.1a). With the throughput model in Section 4.3.2, one solution is to enumerate all

possible combinations and choose the set of parameters that maximize the estimated

throughput. However, such an exhaustive search algorithm has a factorial complexity

[40], which can be prohibitively high for practical deployment. Based on experimental

observation, we propose an algorithm with linearithmic computational complexity in

the number of clients based on observation in our experimental data. We start by

introducing the observation based on experimental results.

Observation 1 : The optimal sounding period of a client that achieves maximal

throughput with fewer than Ns spatial streams in MU-MIMO is comparable or equal

to Tt x.

Such behavior is due to the clients that cannot achieve the best throughput with

Ns spatial streams is typically affected by motion, and thus, require frequent sounding

for robust MU-MIMO transmissions. Following such an observation, we only need to

find the optimal number of spatial streams and set the sounding period as Tt x for such

clients. For the clients that achieve the highest throughput with Ns spatial streams,

we need to select the optimal sounding period to maximize throughput. As such, we
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Figure 4.3 : An illustrative figure for the proposed algorithm that optimizes the
sounding period, the number of spatial streams, and client grouping; and an example
outcome of the algorithm. Step 1: Calculate and select the optimal number of spatial
streams; Step 2: Calculate the sounding period with the consideration of client density
by maximizing the throughput in (4.6) and sort clients by sounding periods; Step 3:
Group clients with similar sounding periods.

decouple the selection of the sounding period and the number of spatial streams in

problem (4.1). We then present the algorithm that selects the sounding period, the

number of spatial streams, and client grouping.

The outline of our proposed algorithm is shown in Fig. 4.2 (b). We also present an

illustrative figure of the proposed algorithm with an example outcome of the algorithm

in Fig. 4.3. As shown in Fig. 4.3, for each client c ∈ C, we start by evaluating the

optimal number of spatial streams for each client c, denoted as N̂sc, that achieves

the highest throughput. We select N̂sc of client c by choosing the number of spatial

streams that maximize N̂sc R̄(sc(t))/Nr with Tt x as the sounding period. If a client c

has the highest throughput with fewer than Ns spatial streams, we configure the total

number of spatial streams of the group for client c as N̂sc. As for the clients with

N̂sc = Ns, we configure the total number of spatial streams for such clients to Ns. As

such, we determine the number of spatial streams in MU-MIMO transmissions for all

clients in the network.

Next, we select the sounding period for each client with the consideration of client
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density. Following Observation 1, the clients with N̂sc < Ns require a sounding period

comparable or equal to Tt x. Therefore, we configure the sounding period for such

clients to be Tt x. Following the discussion in Section 2, when the network client

density increases, the AP would sound before each transmission time-slot with a

sounding period close to Tt x. It follows that Tt x is a near-optimal sounding period for

such clients, especially with a high client density. For the clients with the optimal

number of spatial streams in MU-MIMO transmissions N̂sc = Ns, following (4.5), we

evaluate the throughput of such clients with sounding period Tg at sounding period t

by

R̄c(t) =

(
max{Tg‖g‖/‖C‖,Tt x} − Ts(g)

)
R̄(sc(t))

max{Tg‖g‖/‖C‖,Tt x}
. (4.6)

As the sounding procedure is enabled at the beginning of a transmission time-slot,

the optimal sounding period should be an integral multiple of Tt x. We, therefore,

select the integral multiple of Tt x that maximizes R̄c(t) in (4.6) as the sounding period

for client c.

As shown in Fig. 4.3, the last step of the algorithm is to group clients. We start by

grouping clients with N̂sc < Ns. Since we configure the sounding period for such clients

as Tt x, we simply group clients with the same optimal number of spatial streams N̂sc.

For the remaining clients that achieve the highest throughput with Ns spatial streams

in MU-MIMO transmissions, we sort the clients by the optimal sounding period and

group clients with similar sounding periods. As such, we determine the number of

spatial streams, sounding period, and client group for each client in the network.

Note that the computational requirement of the proposed algorithm is constraint

by the sorting process, which has an optimal average computational complexity of

linearithmic [41, 42]. It follows that the overall computational complexity of the

proposed algorithm is linearithmic in the number of clients.
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For the clients whose optimal number of spatial streams N̂sc = Ns, the throughput

in (4.6) represents the expected throughput of client c with the consideration of

client density of the network. By selecting the sounding period that maximizes the

throughput in (4.6) and sorting the clients by sounding period, we achieve the optimal

throughput for the clients with N̂sc = Ns. As for the clients with N̂sc < Ns, we group

clients with the same spatial stream requirement so that each client is selected to

the optimal number of spatial streams. Assume the optimal sounding period for such

clients equals Tt x, we also guarantee the optimality in the sounding period by selecting

Tt x as the sounding period. It follows that the optimal throughput can be obtained

by the sounding period and spatial stream selection algorithm in Fig. 4.2 (b) if the

optimal sounding period of clients with N̂sc < Ns equals Tt x.

We remark that the optimal sounding period of clients with N̂sc < Ns may not be

strictly equal to Tt x in all conditions. However, based on Observation 1, the optimal

sounding period of such clients is close to Tt x. It follows that the sub-optimal sounding

frequency selection leads to a limited sacrifice in network performance. Furthermore,

in a network with multiple groups of clients, a client with a sounding period below

‖g‖Tt x/‖C‖ would essentially get the transmission time-slot after sounding and the

effective sounding period is Tt x. Following Observation 1, the sounding period of Tt x

for clients with N̂sc < Ns guarantees the optimality of the algorithm when the client

density of the network is high.



65

4.4 Experimental Setup and Sounding Procedure in 802.11ax

Networks

In this section, we present an experimental testbed of commodity 802.11ax devices.

We evaluate how different factors affect the MU-MIMO performance using the testbed

of the commodity 802.11ax network.

Our testbed is comprised of one commodity 802.11ax AP and multiple clients

with 802.11ax support. The AP is equipped with Nt = 8 antennas and supports

up to Ns = 6 spatial streams in MU-MIMO transmissions, whereas each client has

Nr = 2 antennas and supports either 1 or 2 spatial streams. Our experiments are

conducted in an office building where the floor plan and the location of the AP are

shown in Fig. 2.1. In this chapter, we perform the experiments over a channel with

a 20 MHz bandwidth on the 5 GHz band to avoid interfering with other networks.

The corresponding number of subcarriers M = 256 in the 802.11ax network. During a

downlink transmission, the AP can enable either concurrent MU-MIMO transmission

to a group of clients or SU transmission to one single client. The AP configures

the client sets for concurrent transmissions, as well as the sounding period and the

number of spatial streams for each client in MU-MIMO transmissions.

As shown in Fig. 4.4, the downlink MU-MIMO transmission in 802.11ax is ini-

tiated by a channel sounding procedure to measure the downlink channel from the

AP to the clients. The AP starts the channel sounding by broadcasting a null data

packet (NDP) announcement frame and an NDP frame. Based on the NDP frame,

each client measures the corresponding channel and report the CSI back to the AP

simultaneously with uplink orthogonal frequency-division multiple access (OFDMA)

frames.In the 802.11ax channel sounding procedure, the CSI from a client is feed-
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Figure 4.4 : Channel sounding and data transmission procedure in 802.11ax networks.
The CSI feedback of the clients are sent to the AP in parallel via uplink OFDMA
frames. The time for feedback T f b(g) and sounding overhead Ts(g) is dependent on
the number of clients and spatial streams in the MU-MIMO group g.

back to the AP as a compressed feedback matrix. The feedback matrix is further

compressed via Givens rotation, quantization, and grouping over multiple subcar-

riers [1] to reduce the overhead. The CSI feedback frame includes the compressed

feedback matrices on each subcarrier, an average SNR across all subcarriers, and a

per-subcarrier SNR difference to the average SNR. After recovering the channel for

all clients in the MU-MIMO transmission, the AP integrates all responses together

and computes the precoding matrix to cancel the interference between clients.

Following Section 2, the sounding procedure introduces overhead into the network

and degrades the efficiency of MU-MIMO. Since the CSI contains most information in

the procedure, the compressed beamforming report from the clients represents most

of the sounding overhead of 802.11ax [8]. The overhead associated with sounding can

be written as

Ts(g) = TNDPA + TNDP + 3TSIFS + T f b(g), (4.7)

where we denote TNDPA, TNDP, and TSIFS as the transmission time for the NDP

announcement, NDP, and short interframe space (SIFS), respectively. Note that
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the CSI feedback is sent to the AP using uplink OFDMA, the airtime usage of the

feedback frames is dependent on the resource unit assignment and number of clients.

Therefore, we denote the time for CSI feedback T f b(g) as a function of the MU-

MIMO group g. Consider an AP with eight antennas operating on a 20 MHz channel

and a group of two-stream clients, the compressed feedback matrix of the client is

over 1700 bytes when the AP adopts a compression with subcarrier grouping of 4

and quantization of 7 and 9 bits for the quantized angles from Givens rotation [43].

Assume the AP enables sounding with MCS 3 for feedback, the sounding overhead

can be over 1 ms and 2 ms for a two-client and a three-client group, respectively [43].

We remark that the overhead caused by the sounding procedure may be limited when

there is a limited number of clients, and the clients do not require frequent sounding.

However, when the number of clients grows, or the clients require frequent CSI update

(e.g., with clients in motion), the cost of the sounding procedure can be prohibitively

high. Therefore, it is essential for an MU-MIMO network to eliminate the sounding

overhead, especially when the client density is high.

As defined by the 802.11ax standard, the airtime of an aggregated packet is limited

to 5.484 ms [43]. We, therefore, configure the length of a transmission time-slot, Tt x,

as 5 ms in our experiments. We also evaluate the impact of different lengths of

transmission time-slots in Section 4.6.4. To measure the performance of downlink

transmissions, we transmit a saturated user datagram protocol (UDP) traffic to each

client. The throughput of such a saturated UDP traffic represents the performance

of downlink transmissions since there are only downlink data, and the channel is

never idle. When the traffic is non-saturated or requires uplink transmissions (e.g.,

transmission control protocol), the performance gain of MU-MIMO is lower due to

reduced airtime of downlink MU-MIMO transmissions.
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With such an experimental network, we then conduct experiments to evaluate

how factors such as sounding period and the number of spatial streams affect client

performance in MU-MIMO.

4.5 Experimental Evaluation

In this section, we experimentally evaluate the impact of important physical factors

in the optimization of MU-MIMO efficiency in the presence of client motion using

commodity 802.11ax devices. Our goal is to gain practical insights that help us

model MU-MIMO performance and optimize MU-MIMO in networks with moving

clients.

4.5.1 MU-MIMO Performance under Client Motion

We start by experimentally quantifying the channel and SINR under client motion.

We collect a time trace of CSI from a client by configuring the AP to enable sounding

to the client continuously. The client is moving at 0.5 ft/s, which is slow in comparison

to walking speed. We assume the AP is configured to six spatial streams in MU-MIMO

transmissions and calculates the precoding matrix using the CSI at time 0 ms, and

the precoding matrix remains unchanged after 0 ms. We also assume the transmit

SNR, Pmj/σ
2, is 40dB for all subcarriers. We then calculate the per-subcarrier SINR

of the client over time using (2.2) based on the CSI time trace, together with the

power of the signal and interference. We also calculate the correlation between each

CSI measurement and the CSI measured at 0 ms using (4.3). We plot the average

SINR, signal power, interference power, and the CSI correlation across all subcarriers

of the client in Fig. 4.5. At 0 ms, the AP precodes with the accurate CSI and entirely

cancels the interference between clients. It follows that the client has a high SINR
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~20dB

~0.97

~0.1

Figure 4.5 : Client SINR, signal and interference power of a client moving at 0.5 ft/s.
The AP has eight antennas and transmits six spatial streams. The precoding matrix
is calculated with the CSI measurement at 0 ms and remains unchanged. We derive
the SINR and CSI correlation using (2.2) and (4.3), respectively. The transmit SNR,
Pj/σ

2, is 40dB for all spatial streams and subcarriers. The interference level increases
drastically in short distances due to the high transmit SNR and number of spatial
streams. Such strong interference leads to a 20 dB drop in SINR in only 1.5 mm,
where the CSI is still highly correlated with a correlation of about 0.97. The CSI
decorrelates in about 3 cm, which is about half a wavelength on the 5 GHz band.

close to 0 ms.

As the client moves, the channel of the client gradually changes. While the signal

strength intended to the client changes slowly, the power of the interference signal

increases drastically. After about one millisecond from the precoding matrix is cal-

culated, the channel of the client is still highly correlated with the original channel

(correlation of 0.997). However, even such a small change in client channel is unable

to support the interference cancellation in a high SNR regime (e.g., 40dB). The av-
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erage power of the interference increases to 20 dB above the noise, and the average

SINR across subcarriers drops by more than 15 dB within 1 ms. With the client

moving away from the original location, the correlation between the client CSI and

the original CSI, and the average SINR of the client keeps decreasing. The average

SINR of the client drops to less than 10 dB in 50 ms after the precoding matrix is

calculated. About 200 ms after the original CSI measurement, the client moves by

3 centimeters, which is about half of the wavelength, and the correlation between

the client CSI and the original CSI drops below 0.1. The decorrelation of the client

channel in about half a wavelength corresponds to the analysis of CSI correlation in

indoor environments in [22]. Such results show that the MU-MIMO precoding is very

sensitive to client motion, and it is essential to boost the robustness of moving clients.

4.5.2 Impact of Number of Spatial Streams

Following Section 2, the number of spatial streams affects the robustness of MU-

MIMO for moving clients. To quantify how reducing the number of spatial streams

influence the MU-MIMO efficiency, we conduct a series of experiments with different

numbers of spatial and moving speed. In this set of experiments, we transmit the

saturated UDP traffic to the clients as in Section 4.4. We employ three clients and

form groups with different numbers of spatial streams. Since the number of clients is

limited, we relax the constraint that each client is located in one MU-MIMO group in

(4.1b) so that each client can participate in MU-MIMO transmissions. In particular,

the AP transmits to one single client with two spatial streams when the AP is con-

figured to two streams in SU mode, while the AP transmits to two clients when the

AP is configured to three or four streams in MU mode. When the AP transmits four

spatial streams, both client receives two spatial streams at a time, and when the AP
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transmits three spatial streams, each client spends half of the transmissions receiving

one stream and the other half receiving two streams. As for the configuration where

the AP transmits six spatial streams, all three clients are grouped together and re-

ceive two spatial streams in every transmission opportunity. In our experiments, the

clients may move at 0.5 ft/s and 3 ft/s, which are slower and comparable to walking

speed, respectively. We configure all three clients to move at the same speed. The

sounding periods of the three clients are selected with the best throughput in each

configuration.

In Fig. 4.6, we show the total UDP throughput with different numbers of spatial

streams. The results show that the channel of the stationary clients is stable, and the

clients achieve the highest throughput with six spatial streams in MU-MIMO. On the

other hand, when the clients are moving, the highest throughput is no longer achieved

with six spatial streams, and the clients require reducing the number of spatial streams

for better robustness. In particular, the best number of spatial streams is three when

the clients move at 0.5 ft/s while using four or six streams is about 20% worse than

three streams. As the clients move at 3 ft/s, the throughput of six-stream transmission

is less than 10 Mbps, much lower than the 100 Mbps and 110 Mbps throughput of

three and four spatial streams, respectively. Such results show that the benefit of

reducing the number of spatial streams for clients in motion is substantial.

We also observe that the best number of spatial streams is not monotonically

decreasing with moving speed (e.g., the best number of spatial streams at 3 ft/s

is four, higher than the best number of three at 0.5 ft/s). Such a non-monotonic

trend is because the robustness to client mobility with different numbers of spatial

streams starts dropping significantly at different speeds. The robustness of the three-

spatial-stream transmission remains high at 0.5 ft/s, whereas the four-spatial-stream
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Figure 4.6 : Client throughput with different numbers of spatial streams under various
client motion. The AP supports up to six spatial streams. The stationary clients can
benefit from MU-MIMO transmissions with all six spatial streams. In contrast, the
MU-MIMO for moving clients outperforms the SU mode but requires fewer spatial
streams for better throughput.

transmission is significantly less robust. As for the fast motion at 3 ft/s, the robustness

of transmissions with either three or four spatial streams drops to a similar level, and

the four-spatial-stream transmission has better total throughput with more spatial

streams. It is, therefore, crucial to find the mapping of the number of spatial streams

for concurrent MU-MIMO transmissions for clients moving at different speeds. We

also remark that the MU-MIMO outperforms the SU mode by more than 20% for

both stationary and moving clients. It follows that optimizing the efficiency of MU-

MIMO for moving clients would have significant improvement over the method in [5]

that downgrades moving clients to SU mode.



73

4.5.3 Impact of Sounding Period and Accuracy of the Throughput Model

As shown in Section 2, the moving clients require more frequent sounding in com-

parison to stationary clients. To further quantify how the sounding period affects

client performance with different motion, we conduct experiments to evaluate the

relationship between the sounding period and client throughput.

We conduct two experiments with three clients configured to receive two spatial

streams, and the AP enables concurrent MU-MIMO transmission with four and six

spatial streams, respectively. Similar to Section 4.5.2, we relax the constraint that

each client is assigned in one group in (4.1b). All clients are within the range with

a radius of 30 feet from the AP and moving at the same speed. We measure the

throughput at various locations to eliminate the effect from different channels. We

repeat the experiments for the client groups with the clients moving at different speeds

so that we evaluate how sounding period affect client performance under different

moving speed.

The UDP throughput received by one client in the four-spatial-stream MU-MIMO

shown in Fig. 4.7 (a). Since the AP does not enable multiple soundings within one

transmission time-slot, the minimum sounding period is constraint by Tt x. Therefore,

we choose Tt x = 5ms as the shortest sounding period in the experiments. When the

client is stationary, the channel is stable and supports MU-MIMO transmissions with

infrequent soundings. The client throughput decreases with a shorter sounding pe-

riod when the sounding period is less than 40ms due to the sounding overhead. When

the sounding period is longer than 40ms, the channel of the clients cannot maintain

the best transmission rate, and the throughput slowly decreases with more extended

sounding periods. When the client is moving at 0.5 ft/s, the trend of its throughput

is similar to the stationary client, while the sounding period that achieves the highest
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Figure 4.7 : Actual and estimated throughput as a function of the sounding period.
The stationary client achieves the best throughput with a sounding period of around
40 ms and MU-MIMO transmissions with all six spatial streams available to the
AP. Whereas the moving client requires both frequent sounding and fewer spatial
streams for higher throughput. The limited root-mean-square error (RMSE) of the
throughput estimation shows that the high accuracy of the throughput model under
different conditions.

performance drops to 10 ms instead of 40 ms. The throughput degradation with a

long sounding period is more drastic in comparison to stationary clients. Such a trend

is due to the channel of moving clients changes faster. As for the client moving at

3 ft/s, the corresponding channel changes so fast that the client throughput mono-

tonically decreases with extended sounding periods. For clients under such motion

status, the AP should enable sounding for the client every time before transmitting its

corresponding data. The results of client throughput with different sounding periods

and moving speed show the necessity of picking the optimal sounding period for each

client to eliminate the overhead while maintaining the accuracy of the measured CSI.

We then present the throughput of the client in six-spatial-stream MU-MIMO

transmission as a function of the sounding period with various moving speeds in Fig.

4.7 (b). The results show that the client throughput with a total number of six
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spatial streams has similar trends as with four spatial streams. The throughput of

the stationary client is higher with six spatial streams due to the increased number of

spatial streams. We also remark that the decrease in the throughput of the stationary

client with longer sounding periods is more significant in the six-stream scenario. Such

a trend is due to the additional spatial streams increases the sensitivity to channel

changes and decreases the robustness of the MU-MIMO transmissions. On the other

hand, the moving clients cannot perform better with six-spatial-stream since the

decrease in the robustness to channel changes is more significant, and the MU-MIMO

performance is low even with very frequent sounding. Such behavior also shows the

importance of including the number of spatial streams in the optimization of network

performance.

Next, we estimate the throughput based on the channel data in the experiments

with the throughput model in Section 4.3.2 and discounting the sounding overhead.

The average estimated throughput with different numbers of spatial streams, client

mobility, and sounding periods is presented in Fig. 4.7 (a) and Fig. 4.7 (b). The

results show that the average throughput given by the throughput model is very

close to the average throughput measured in the experiments, with a root-mean-

square error (RMSE) of below 5 Mbps under different mobility and numbers of spatial

streams. Such results demonstrate that the proposed throughput model can achieve

high accuracy for clients under different conditions.

4.6 Emulation-Based Performance Evaluation

In this section, we demonstrate the benefits of the proposed algorithm in Section 4.3.

We start by introducing the emulation methodology for evaluating the performance

of different methods. We then present results to illustrate the performance gain of
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our proposed algorithm over benchmark schemes.

4.6.1 Emulation Methodology and Network Setup

To evaluate our proposed algorithm with various client motion and densities, we

perform a trace-based emulation to quantify the network performance. The emulation

allows us to compare different schemes under precisely the same environment by

replaying the channels, whereas such repeatability cannot be achieved in real-time

experiments. We collect channel measurements of clients at different locations and

mobility in a network over a 20 MHz channel on the 5 GHz band. The AP has Nt = 8

antennas and supports up to Ns = 6 spatial streams in MU-MIMO transmissions.

Each client has Nr = 2 antennas and supports either 1 or 2 spatial streams. The SNR

of the clients in the emulations ranges from 30 dB to 40 dB. The emulator measures

the performance in such a network by taking the CSI of each client and estimating the

transmission rate of each client based on the throughput model in Section 4.3.2. The

emulator then derives the airtime allocation, as well as the performance of the clients

based on the transmission model in Section 2 and network setup in Section 4.4. As

such, we can estimate the performance of the methods under different environments

and network densities.

4.6.2 Throughput with Client Motion

We start by evaluating the throughput in an 18-client network with client motion.

Fig. 4.8 shows the total throughput of the network as a function of the number

of moving clients. Among the moving clients in the emulation, two-thirds of the

clients move at 3 ft/s, and the remaining a third has a speed of 0.5 ft/s. When all

clients are stationary, the optimal number of spatial streams for MU-MIMO is six
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for all clients. It follows that the conventional dynamic sounding with six spatial

streams outperforms the 4-spatial-stream transmissions by about 15%. The proposed

algorithm further outperforms the 6-spatial-stream dynamic sounding by about 15%

due to its ability to optimize the sounding period with the consideration of client

density. We also include the client pre-screening algorithm in [5] with the additional

implementation of the conventional dynamic sounding for benchmark comparison.

The pre-screening scheme improves the robustness of the network by switching moving

clients to SU mode. In the scenario where all clients are stationary, all clients can

gainfully participate in MU-MIMO with six spatial streams. In the scenario where

all clients are stationary, all clients can gainfully participate in MU-MIMO. It follows

that the pre-screening with conventional dynamic sounding has similar performance

to the conventional dynamic sounding with six spatial streams.

The results also show that the total throughput of the network decreases with an

increasing number of moving clients for all methods, while the conventional dynamic

sounding with six spatial streams decreases the most drastically. By optimizing the

sounding period, the number of spatial streams, and grouping clients with similar

sounding and spatial stream requirements, the proposed algorithm outperforms the

conventional dynamic sounding for 4 and 6 spatial streams by 20% and 50%, respec-

tively, with half of the clients moving. The performance of the proposed algorithm is

higher than the client pre-screening scheme with conventional dynamic sounding by

20%. Note that the pre-screening scheme automatically excludes moving clients from

participating in MU-MIMO, and thus, forms MU-MIMO groups with only station-

ary clients. Such a performance gain shows that the benefit of enabling MU-MIMO

for moving clients and optimizing the number of spatial streams rather than simply

switching moving clients to SU more is about 20%. Such a performance gain shows
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that the benefit of enabling MU-MIMO for moving clients rather than simply switch-

ing moving clients to SU more is about 20%. With all clients moving, the scheme

with six spatial streams performs poorly, while the other schemes achieve over 100%

better throughput than the conventional 6-spatial-stream dynamic sounding.

We next offer more insight into the proposed algorithm by presenting the per-

formance of the proposed algorithm without the optimization of client grouping and

the scheme only with the dynamic sounding considering the client density. In the

scenario with no moving clients, the performance of the two schemes is similar to our

proposed algorithm with full consideration of the sounding period, the number of spa-

tial streams, and client grouping. With part of the clients moving, the full proposed

algorithm outperforms the algorithm without the optimization of client grouping.

The performance gap is up to 20% with half of the client moving, whereas the ben-

efit of client grouping is limited with all clients moving. It follows that the client

grouping benefits networks with mixed client mobility. The results also show that the

scheme only with the dynamic sounding considering the client density underperforms

the algorithm without the optimization of client grouping across different numbers of

moving clients. And the performance gap monotonically increases with more moving

clients. Therefore, the number of spatial streams selection benefits networks with

client mobility, whereas the client grouping improves the performance in networks

with mixed client mobility.

We then present the average throughput of clients moving at a specific speed in

the 18-client network. We show the results with 12 moving clients, among which four

are moving at 0.5 ft/s and the other eight move at 3 ft/s. By jointly optimizing the

sounding period, the number of spatial streams, and client grouping, the proposed al-

gorithm outperforms the benchmark schemes for both stationary and moving clients.
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Figure 4.8 : Total throughput with different numbers of moving clients in a network
with 18 clients. The AP supports up to six spatial streams in MU-MIMO. The pro-
posed algorithm benefits stationary clients by selecting the sounding period with the
consideration of client density and moving clients by optimizing the number of spatial
streams. The client grouping with similar sounding and spatial stream requirements
further improves the throughput in networks with mixed client mobility.

As the results in Fig. 4.9 show, the primary performance gain of the proposed al-

gorithm over the 6-spatial-stream transmissions with conventional dynamic sounding

comes from the moving clients. The throughput increases by 50% and 300% over the

6-spatial-stream transmissions with conventional six-spatial-stream dynamic sound-

ing for clients moving at 0.5 ft/s and 3 ft/s, respectively. The stationary clients also

have a performance gain of about 15% due to the sounding period selection with the

consideration of client density.

Comparing the throughput of the proposed algorithm and the conventional dy-

namic sounding with four spatial streams, the proposed algorithm has better perfor-
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mance for stationary clients and slowly moving clients due to the ability to optimize

the number of spatial streams, which if six and three for the two scenarios, respec-

tively. We also observe that the pre-screening scheme has similar throughput as the

conventional dynamic sounding with six spatial streams for stationary clients. By

switching clients to SU mode, the pre-screening scheme outperforms the conventional

dynamic sounding with six spatial streams for moving clients, while under-performs

the four-spatial-stream transmissions with dynamic sounding.

Comparing the client throughput of the proposed algorithm with and without the

optimization of client grouping, the optimized grouping improves the performance

of our proposed algorithm by about 20% for both stationary and moving clients.

As for the scheme with the dynamic sounding considering the client density, such

a scheme performs similarly to the proposed algorithm without the optimization of

client grouping and the conventional dynamic sounding with six streams for station-

ary clients and moving clients, respectively. It follows that the number of spatial

streams selection is essential for enabling MU-MIMO for moving clients. Therefore,

in the networks with mixed client mobility, the number of spatial streams selection

is necessary for effectively enabling MU-MIMO for moving clients, whereas the client

grouping is essential from the aspect of efficiently utilizing the airtime with different

client mobility.

4.6.3 Impact of Client Density

We then present results to demonstrate the MU-MIMO performance under different

client density. We emulate a network with different numbers of clients and config-

ure all clients to be stationary. In Fig. 4.10, we plot the total throughput as a

function of the number of clients in the network. In a network with limited client
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Figure 4.9 : Average throughput of clients moving at different speeds in the 18-client
network with 6 stationary clients, 4 clients moving at 0.5 ft/s, and 8 clients moving
at 3 ft/s. The proposed algorithm improves the performance of stationary clients by
selecting sounding periods with the consideration of client density and grouping clients
with similar mobility. The benefit for moving clients mainly comes from optimizing
the number of spatial streams.

density (e.g., with 6 clients), the overhead caused by sounding procedures is limited

when all clients are stationary. It follows that the conventional dynamic sounding

with six spatial streams outperforms the MU-MIMO transmissions with 4 spatial

streams by over 25%. The benefit of our proposed algorithm with the extra consid-

eration of client density is limited over the conventional dynamic sounding in such a

scenario. As the client density increases, the sounding overhead becomes more sig-

nificant for the conventional dynamic sounding, especially with six spatial streams.

The conventional dynamic sounding with six spatial streams even under-performs the

four-spatial-stream transmissions with 30 clients in the network. The performance
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Figure 4.10 : Total throughput of networks with different client densities. All clients
in the network are stationary, and the client grouping naturally forms groups with the
same mobility and number of spatial streams. The proposed algorithm benefits the
network by selecting the sounding period while considering the client density. Such
benefit is significant with high client density.

degradation of our proposed algorithm, on the other hand, is less drastic than the

conventional dynamic sounding schemes. The proposed algorithm outperforms the

conventional dynamic sounding by about 25% in the scenario with 30 clients by se-

lecting the sounding period while accounting for client density.

4.6.4 Impact of Transmission Time-Slot Length

We finally present results to demonstrate the impact of the length of each transmission

time-slot. While the length of transmission time-slots is constraint by the 802.11ax

standard, we evaluate its impact in our emulation to offer more insight into the MU-

MIMO network with client mobility. As the results in Fig. 4.11 indicate, the total
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throughput of the 30-client network increases with the length of transmission slots

when all the clients are stationary, especially for the conventional dynamic sounding

with six spatial streams. With a transmission time-slot length of 20 ms, the conven-

tional dynamic sounding with six spatial streams can achieve more than 50% better

throughput than using 5 ms time-slots. And the gap to the proposed algorithm with

the consideration of client density is less than 5%. Such a trend is due to the long

transmission time-slots results in a decrease in sounding overhead in dense networks.

The price for the performance gain of longer transmission time-slots is longer packet

delay. We remark that the long delay may be acceptable for network services that

are not sensitive to delay, such as downloading, it may reduce the quality of other

services, such as online calls and gaming. On the other hand, the results in Fig. 4.11

also show that the total throughput of the network decreases with long transmission

time-slots when the clients are moving. Such a performance degradation is due to

the increased sounding period caused by long transmission time-slots. Since the MU-

MIMO is sensitive to channel changes and requires frequent sounding in the presence

of moving clients, the increased sounding period decreases the network throughput.

4.7 Conclusions

In this chapter, we identify several key factors that affect MU-MIMO efficiency in the

presence of client mobility, such as the sounding period, client density, the number of

spatial streams, and client grouping. We demonstrate that the MU-MIMO parame-

ters for networks with moving clients should be selected with the joint consideration

of such factors rather than conventional dynamic sounding. We develop an emula-

tion model that estimates the network throughput with different client densities and

client mobility based on experimental results in a commodity 802.11ax network. We
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Figure 4.11 : Total throughput in a 30-client network with different lengths of trans-
mission time-slots. We present scenarios with all clients stationary and all clients
moving. The client grouping in such scenarios forms groups with similar mobility.
A long transmission time-slot increases throughput for stationary clients by reducing
the impact of sounding overhead. Whereas moving clients may suffer low throughput
with long transmission time-slots due to the reduced robustness to motion.

then propose an algorithm that jointly optimizes the sounding period, the number

of spatial streams, and client grouping for MU-MIMO networks. Emulation results

show that the proposed algorithm improves the network throughput by up to 30%

over conventional schemes. Over 20% throughput improvement is maintained with

typical network density and client mobility.
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Chapter 5

Related Work

5.1 MU-MIMO Optimizations Based on Channel State In-

formation

MU-MIMO precoding and client grouping. To improve the spectral efficiency

of the MU-MIMO, many research efforts focus on the analysis of MU-MIMO based

on the channel model and the channel state information.

One of the research directions of MU-MIMO based on the client channel is the

precoding algorithm. In particular, Wiesel et al. in [44] evaluate the performance

of zero-forcing precoding and generalized inverse with different power constraints.

Kaviani and Krzymien in [45] present the optimality of the zero-forcing precoding in

MU-MIMO, where both transceivers have multiple antennas. Zhang et al. in [46]

show the performance of the conjugate beamforming in large-scale antenna systems,

whereas Yang and Marzetta in [17] evaluate the performance of different multi-user

precoding algorithms in networks with large-scale antenna arrays. Miao and Zhang

in [47] present an optimized MU-MIMO precoding scheme with high energy efficiency.

You et al. in [48] further present the MU-MIMO precoding in distributed antenna

systems.

Another optimization direction based on the channel model in MU-MIMO is client

grouping. In [15, 24, 49], the semi-orthogonal user selection (SUS) algorithm and its

improved algorithms are proposed to greedily group clients in networks with zero-
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forcing beamforming for better channel orthogonality. Shen et al. in [11] propose a

client grouping algorithm with scalable complexity and can be applied to networks

with a large number of clients. With the inclusion in the IEEE 802.11ac and 802.11ax

standards, MU-MIMO has moved from theoretical research into the real world. Caire

et al. in [18] compare the MU-MIMO implementation with explicit and implicit

sounding feedback. Xie and Zhang in [50] develop a scalable client grouping scheme

with low sounding overhead. Sur et al. in [6] develop a practical client grouping al-

gorithm and implement the algorithm in a commodity AP. Wang and Psounis in [51]

propose a resource allocation method that jointly determines the resource unit assign-

ment and MU-MIMO grouping in 802.11ax networks. On the other hand, the authors

of [21] propose a client grouping algorithm without the use of CSI altogether. In [52],

the problem of assigning different MU-MIMO clients to multiple APs is considered.

Besides the MU-MIMO precoding and client grouping, the CSI in MU-MIMO can

also be leveraged to improve the MU-MIMO scheduling of the network. In particu-

lar, Zhang and Lee in [53] develop a scheduling algorithm with low complexity that

selects subsets of users with the best instantaneous channel quality to maximize the

throughput. Lin et al. in [54] enhance the scheduling of MU-MIMO in 802.11ac net-

works by considering both the channel and heterogeneous frame lengths. Chen and

Lau in [55] analyze the delay with MU-MIMO with the consideration of the queue

and channel of the clients.

Most existing works on MU-MIMO precoding and client grouping assume the

measured CSI is accurate and reliable. However, we show that the CSI in a practi-

cal network can be unreliable, especially in the scenario with client mobility [5, 56].

And the mobility of the network can drastically degrade the performance. As the

impact of CSI unreliability caused by client motion is not well understood, we con-
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duct experiments using commodity devices to illustrate how client mobility affects

the MU-MIMO in practical networks.

Application of CSI in wireless networks. Besides MU-MIMO beamforming, the

CSI from wireless communications have been successfully employed for various tasks.

Researches in [57–59] enhancing the network security, by leveraging spatial diversity of

client channel. The CSI has also been employed in sensing the wireless environment,

such as motion detection [60], people counting [61], localization [62, 63], device-free

activity recognition [64], detection of keystrokes [65] and people falling [66].

Our proposed scheme also implicitly derives client motion from the observed CSI

readings, albeit for the purpose of optimizing the MU-MIMO with consideration

of client mobility. We adopt the difference or correlation coefficient between CSI

measurement from channel sounding as the motion indicator and leverage such a

motion indicator to determine the mode, sounding period, number of spatial streams,

and grouping of clients.

5.2 MU-MIMO under Client Mobility

Dynamic Sounding. As shown in [5,56], client mobility, and propagation environ-

ment may lead to inaccurate CSI, and thus, result in significant performance degra-

dation in MU-MIMO. The authors of [67] evaluate the effect of sounding periods in

MU-MIMO via simulation. The impact of channel sounding feedback and codebook

selection in various mobility is evaluated via experiments in [68]. In [69], a channel

emulator is developed to emulate channels of clients under motion.

To combat the challenge of inaccurate CSI, dynamic sounding algorithms [8,12,70]

that adapt the period between consecutive soundings of a client have been designed to

improve MU-MIMO performance under client motion and reduce sounding overhead.
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In [8], a sounding inhibition scheme based on experimental data is designed to reduce

the sounding overhead when frequent CSI measurement is not necessary. In [12],

the authors design an algorithm that globally determines the sounding period of the

network and only includes clients with a channel coherence time above the sounding

period. The authors of [70] design a rate adaptation and a retransmission algorithm

that improves the performance for MU-MIMO in the presence of client mobility and

imperfect CSI.

In contrast to the dynamic sounding implementations in [8, 12, 71], we recognize

enabling dynamic sounding with the consideration of network client density, selecting

the number of spatial streams, and client grouping based on sounding requirement

are all essential in MU-MIMO with client motion. We propose an algorithm that not

only finds the optimal sounding period for each client with the consideration of client

density but also optimizes the number of spatial streams and client grouping in the

network with client motion.

Transmission Mode Selection. Besides dynamic sounding, another method to

improve network performance with client mobility is downgrading moving clients

to SU mode. Earlier research [5] we worked on shows that downgrading moving

clients to SU mode significantly improves the robustness of moving clients. A data-

driven algorithm that learns the characteristics of individual clients and dynamically

switches moving clients to SU mode is proposed. Peng et al. in [72] show the different

requirement of CSI feedback in SU mode and MU mode and develop a sounding

scheme with different overhead in SU and MU modes. Guo et al. in [73] further

present an adaptive scheduling scheme selection that reduces the overhead of channel

measurement by switching clients with frequent sounding requirements to SU mode.

Kusume et al. in [74] develop a hybrid scheme that switches clients between the SU
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and MU mode based on the channel correlation between spatial streams.

In contrast, our proposed scheme includes the optimization of the number of

spatial streams and dynamic sounding in addition to switching moving clients to SU

mode. We show that the proposed scheme significantly improves the MU-MIMO

efficiency in the presence of moving clients while outperforms the method that only

switches moving clients to SU mode.



90

Chapter 6

Conclusions

In this thesis, we mainly focus on the downlink MU-MIMO transmissions in 802.11ac/ax

with client mobility. Using commodity 802.11ac networks, we experimentally show

that client mobility significantly affects the MU-MIMO performance in a practical

network, and the impact of client mobility is also dependent on the device type

of clients. Such an observation shows that effectively enabling the MU-MIMO re-

quires optimizations based on the channel orthogonality, SNR, client motion, and

device type with data-driven algorithms rather than using conventional model-based

schemes. We, therefore, develop a data-driven algorithm to optimize the mode and

group selection for MU-MIMO clients. By learning the behaviors of different client

device types, our proposed algorithm downgrade clients that cannot benefit from

MU-MIMO to SU mode (e.g., clients in motion) and group clients in MU mode with

better channel orthogonality. We implement the algorithm in a commodity 802.11ac

network. Experimental results show that the proposed data-driven algorithm signif-

icantly outperforms the conventional model-based algorithm in networks with client

mobility. We also show the feasibility of deploying the proposed algorithm in new

environments without retraining the data-driven model.

In 802.11ax network with more transmit antennas and spatial streams than 802.11ac

networks. We show that the moving clients may benefit from MU-MIMO due to the

increased potential performance gain over the SU mode. Simply switching the mov-

ing clients in SU mode may not achieve the optimal performance in such networks.
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Using a commodity 802.11ax network, we identify the sounding period, network client

density, the number of spatial streams, and client grouping are essential for effectively

enabling MU-MIMO for moving clients. We demonstrate that the MU-MIMO param-

eters for networks with moving clients should be selected with the joint consideration

of such factors rather than conventional dynamic sounding. We develop an algorithm

that jointly optimizes the sounding period, number of spatial streams, and client

grouping for MU-MIMO networks. Based on experimental data, we also develop an

emulation model that evaluates the network throughput with different client densities

and client mobility. Emulation results show that the proposed algorithm improves

the network throughput by up to 30% over conventional schemes.
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