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ABSTRACT

Consistent estimation of high-dimensional random graph models with dependent edge variables

by

Jonathan R. Stewart

An important question in statistical network analysis is how to construct models of random

graphs with dependent edges without sacrificing computational scalability and statistical guaran-

tees. This thesis advances models, methods, and theory for dependent network data by introducing

a simple and flexible approach to specifying random graph models that allow edges to be depen-

dent and dependence among edges to propagate throughout the random graph. As examples, we

develop generalizations of β-models with dependent edges capturing brokerage in networks. On

the statistical side, we obtain the first consistency results and convergence rates for maximum

likelihood in high-dimensional settings where a single observation of a network with dependent

random variables is available and the number of parameters increases with network size. The the-

oretical results developed here are general and make weak assumptions, requiring nothing more

than strictly positive distributions with exponential-family parameterizations, and may be of in-

dependent interest. We showcase consistency results and convergence rates in the special case of

generalized β-models with dependent edges and parameter vectors of increasing dimension, and

demonstrate through simulations that the statistical error is low even when the network has no more

than 1,000 nodes. The thesis concludes with two applications, one involving social networks and

the other one involving human brain networks.
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Chapter 1

Introduction∗

The statistical analysis of network data has attracted considerable attention since the turn of the

twenty-first century (Kolaczyk, 2009), fueled by the growth of the internet and social networks

and applications in public health (e.g., the spread of infectious diseases through contact networks),

national security (e.g., networks of terrorists and cyberterrorists), and economics (e.g., networks

of financial transactions).

Substantial progress has been made on random graph models with independence assumptions,

such as p1- and β-models (e.g., Holland and Leinhardt, 1981; Chatterjee et al., 2011; Rinaldo

et al., 2013; Karwa and Slavković, 2016; Yan et al., 2016, 2019; Mukherjee et al., 2018; Chen

et al., 2019); exchangeable random graph models (e.g., Cai et al., 2016; Caron and Fox, 2017;

Crane and Dempsey, 2018); random graph models with latent structure, such as stochastic block

models (e.g., Nowicki and Snijders, 2001; Airoldi et al., 2008; Bickel and Chen, 2009) and latent

space models (e.g., Hoff et al., 2002; Tang et al., 2013); and exponential-family models of random

graphs (Frank and Strauss, 1986; Lauritzen et al., 2018).

1.1 Two questions

Since the dawn of statistical network analysis in the 1980s (see, e.g., Holland and Leinhardt, 1981;

Frank and Strauss, 1986), two questions have loomed large:

I. How can we construct random graph models that do justice to the fact that (a) the propensities

of nodes to form edges may vary across nodes and (b) network data are dependent data?

∗A paper based on Chapters 1–4 is in preparation, to be submitted. Some related work is published in Schwein-
berger and Stewart (2020, The Annals of Statistics). Chapters 1–4 deal with more complex dependence structures than
that of the cited paper. Chapter 1 explains the relationship between the two papers.
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II. How can we infer random graph models with parameter vectors whose dimension increases

with the number of nodes, based on a single observation of a random graph with dependent

edges?

Due to the challenge of constructing models of random graphs with dependent edges without sac-

rificing computational scalability and statistical guarantees, much of the recent literature has fo-

cused on models with independence assumptions, such as the p1-model (the “first” probability

model for random graphs with directed edges) and the β-model (its relative for random graphs

with undirected edges), and latent structure models with conditional independence assumptions,

with stochastic block models receiving most of the spotlight. Many of these models can capture

heterogeneity in the propensities of nodes to form edges, but make explicit or implicit indepen-

dence or weak dependence assumptions that may not be satisfied by real-world networks, because

network data are dependent data (e.g., Holland and Leinhardt, 1972, 1976). Meanwhile, the ques-

tion of what can be learned from a single observation of a random graph with dependent edges and

parameter vectors of increasing dimension has remained wide open.

Two recent works have taken first steps towards capturing dependence among edges along with

statistical guarantees, but both make restrictive assumptions. Mukherjee (2020) considered models

with functions of degrees as sufficient statistics, which allow edges to be dependent but have two

parameters and do not capture network features other than degrees. Schweinberger and Stewart

(2020) considered populations consisting of non-overlapping subpopulations, but assumed that

dependence among edges is constrained to subpopulations.

We take steps towards capturing both heterogeneity across nodes and dependence among edges

along with statistical guarantees, by

• extending the β-model with independent edges to generalized β-models with dependent

edges, capturing heterogeneity in the propensities of nodes to form edges along with de-

pendence among edges;

• providing answers to the question of what can be learned from a single observation of a

random graph with dependent edges with parameter vectors of increasing dimension;
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• show that scalable estimation of random graphs with dependent edges is possible, using

maximum pseudolikelihood estimators.

1.2 Probabilistic framework

On the modeling side, we introduce a simple and flexible approach to specifying models of random

graphs with complex dependence among edges propagating throughout the random graph. We

demonstrate the probabilistic framework by extending the β-model—the undirected version of

the “first” probabibility model for directed random graphs, the p1-model (Holland and Leinhardt,

1981)—to generalized β-models capturing heterogeneity in the propensities of nodes to form edges

along with dependence among edges induced by brokerage in networks (Gould and Fernandez,

1989; Burt, 1992). In contrast to the β-model with independent edges, generalized β-models allow

edges to be dependent, and dependence to propagate throughout the random graph.

1.3 Consistency results and convergence rates in high-dimensional settings

On the statistical side, we obtain the consistency results and convergence rates for maximum like-

lihood and pseudolikelihood estimators in high-dimensional settings where a single observation

of dependent random variables is available and the dimension of the parameter vector increases

with the number of random variables. The proof of the main result is based on a novel argument

that helps establish convergence rates in single-observation high-dimensional settings under mini-

mal assumptions. In contrast to Mukherjee (2020) and Schweinberger and Stewart (2020), we do

not restrict sufficient statistics to functions of degrees (Mukherjee, 2020), and we do not assume

that the random graph consists of independent subgraphs with local dependence within subgraphs

(Schweinberger and Stewart, 2020), but allow the dependence among edges to propagate through-

out the random graph and the number of parameters to grow without bound. These general results

suggest answers to the question of what can be learned from a single observation of a random graph

with dependent edges and parameter vectors of increasing dimension. We showcase consistency

results and convergence rates in the special case of generalized β-models with dependence propa-
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gating throughout the random graph and parameter vectors of increasing dimension. In the special

case of the β-model, we recover the convergence rate of Chatterjee et al. (2011), demonstrating

that the general results agree with known results in special cases. Last, but not least, we present

the theoretical results on sparse random graph models with dependent edges.

1.4 Structure of thesis

The thesis is structured as follows. Chapter 2 introduces a general framework for specifying ran-

dom graph models with dependent edges. Chapter 3 contains the main theoretical results, along

with a simulation study. Chapter 4 contains the proofs of the main theoretical results. Two appli-

cations are presented in Chapters 5 and 6. The thesis concludes with Chapter 7, which discusses

directions for future research.

1.5 Notation

Let N = {1, . . . , N} (N ≥ 1) be a finite set of nodes and X be a random graph defined on N

with sample space X = {0, 1}(
N
2 ), where Xi,j = 1 if nodes i ∈ N and j ∈ N are connected by an

edge and Xi,j = 0 otherwise. We focus here on random graphs with undirected edges and without

self-edges, although all results reported here can be extended to directed random graphs. To denote

subgraphs induced by subsets of nodes C ⊆ N and D ⊆ N, we write XC,D = (Xi,j : i 6= j, i ∈

C, j ∈ D). If C = D, we write XC ≡ XC,C = (Xi,j : i 6= j, i ∈ C, j ∈ C). Two important

special cases are subgraphs induced by intersections C ∩ D of subsets of nodes C and D, denoted

by XC∩D = (Xi,j : i 6= j, i ∈ C ∩ D, j ∈ C ∩ D), and subgraphs induced by unions C ∪ D

of subsets of nodes C and D, denoted by XC∪D = (Xi,j : i 6= j, i ∈ C ∪ D, j ∈ C ∪ D). We

denote the `1-, `2-, and `∞-norm of vectors by ‖ · ‖1, ‖ · ‖2, and ‖ · ‖∞, respectively, and denote by

|||A|||2 = supu∈Rd: ‖u‖2=1‖Au‖2 the spectral norm of matrices A ∈ Rd×d (d ≥ 1). Throughout,

we use uppercase letters A,B,C, · · · > 0 to denote universal constants, which may be recycled

from line to line.
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Chapter 2

A probabilistic framework for modeling random graphs with
dependent edge variables

Two general approaches to specifying models of dependent random variables are based on spec-

ifying the joint probability density function either directly or indirectly—that is, by specifying

conditional probability density functions and obtaining the joint probability density function by in-

voking the Hammersley-Clifford theorem, assuming the joint probability density function is strictly

positive (Besag, 1974; Lauritzen, 1996). In the literature on random graphs with dependent edges,

the most common approach (leaving aside models with latent variables, such as stochastic block

models (Nowicki and Snijders, 2001; Bickel and Chen, 2009) and latent space models (Hoff et al.,

2002; Tang et al., 2013)) is to choose statistics that capture interesting features of real-world net-

works and then base statistical inference on the exponential family generated by the chosen statis-

tics (Geyer and Thompson, 1992; Handcock, 2003). Model construction along these lines takes

advantage of the maximum entropy property of exponential families (Geyer and Thompson, 1992;

Handcock, 2003).

We introduce here a simple and flexible approach to specifying models of random graphs that

facilitates the construction of models with complex dependence from simple building blocks, tak-

ing inspiration from Whittle’s (Whittle, 1963) work on spatial processes. To elaborate, consider

a family of probability measures {PθN , θN ∈ ΘN} dominated by a σ-finite measure ν : X 7→

R+ ∪ {0}, with densities of the form

fθN (x) ∝
∏

{i,j}⊂N

ϕi,j(xSi,j ; θN), x ∈ X, (2.1)

where ϕi,j : X×ΘN 7→ R+ ∪ {0} is a function that specifies how edge variable Xi,j depends on a

subset of edge variables XSi,j = (Xk,l: {k, l} ⊆ Si,j ⊂ {{a, b} : a < b, a ∈ N, b ∈ N}), param-
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eterized by θN ∈ ΘN ⊆ Rp. We allow the dimension p ≡ p(N) of θN ∈ ΘN ⊆ Rp to increase as

a function of number of nodes N . A natural choice of reference measure is the counting measure

on X, although other reference measures can be chosen, e.g., reference measures that place more

mass on sparse than dense graphs (Schweinberger et al., 2020). An example of sparsity-inducing

reference measures is mentioned in Section 2.4. It is worth noting that the factorization of prob-

ability density function (2.1) does not imply that edges are independent, because the functions of

edges ϕi,j can depend on other edges, which can induce dependence among edges. The generalized

β-models in Sections 2.2–2.4 demonstrate how dependence can propagate throughout the random

graph.

Remark 1. Relationship to Whittle (1963) and undirected graphical models. The factoriza-

tion of probability density function (2.1) is reminiscent of the factorization of probability density

functions of undirected graphical models (Lauritzen, 1996), which can be traced back to Whit-

tle’s (Whittle, 1963) work on spatial processes (see the discussion of Besag (1974)). Undirected

graphical models of random graphs have been studied elsewhere (Lauritzen, 1996; Lauritzen et al.,

2018), but undirected graphical models make the additional assumption that the probability density

function can be written as a product of non-negative functions defined on complete subsets of an

underlying conditional independence graph. While it is possible to construct undirected graphical

models of random graphs, we are here not interested in undirected graphical models of random

graphs. Instead, we are interested in a simple and flexible approach to specifying models of ran-

dom graphs with dependent edges. The factorization of probability density function (2.1) provides

it, because models can be specified by specifying functions of edges, facilitating the construction

of models with complex dependence from simple building blocks.

Remark 2. Conditional independence properties and local computing. It is well-known that

factorization properties of probability density functions imply conditional independence proper-

ties, as discussed in the seminal work on conditional independence by Dawid (1979, 1980). Con-

ditional independence and factorization properties have computational advantages, and have long

been exploited in the graphical model literature for the purpose of local computing on subgraphs
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of conditional independence graphs (e.g., Lauritzen and Spiegelhalter, 1988; Cowell et al., 2003).

While the probabilistic framework introduced here is not limited to graphical models of random

graphs, the factorization of probability density function (2.1) does facilitate conditional indepen-

dence properties, which can be exploited for the purpose of local computing on subgraphs of

random graphs. In Section 2.5, we place additional assumptions on the form of the functions

ϕi,j(xSi,j ;θN) ({i, j} ⊂ N) by restricting the sets Si,j . We show that the assumption, which is

satisfied by our application models in Sections 2.2–2.4, enable proof of conditional independence

properties of the models.

2.1 Parameterizations

It is convenient to parameterize the functions of edges ϕi,j : X × ΘN 7→ R+ ∪ {0} by using

exponential parameterizations:

ϕi,j(xSi,j ; θN) = ai,j(xSi,j) exp(〈θN, si,j(xSi,j)〉) > 0, x ∈ X, (2.2)

where ai,j : X 7→ R+ ∪ {0} is a function of edges of subgraph xSi,j , which can be used to induce

sparsity by penalizing edges, and 〈θN, si,j(xSi,j)〉 is the inner product of a vector of parameters

θN ∈ ΘN ⊆ Rp and a vector of statistics si,j : X 7→ Rp ({i, j} ⊂ N). We demonstrate in Sections

2.2–2.4 that these parameterizations

• allow the dimension p of the parameter vector θN to increase as a function of the number of

nodes N , that is, p ≡ p(N)→∞ as N →∞;

• allow to specify models that depend on network size;

• help specify models of random graphs with dependent edges that place more mass on sparse

than dense graphs.

The factorization of probability density function (2.1), combined with the exponential parameteri-

zation (2.2), implies that the probability density function can be written in exponential-family form
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as follows:

fθN(x) = a(x) exp (〈θN, s(x)〉 − ψ(θN)) > 0, x ∈ X, (2.3)

where a : X 7→ R+ ∪ {0} is given by

a(x) =
∏

{i,j}⊂N

ai,j(xSi,j), x ∈ X

and s : X 7→ Rp is the sufficient statistic vector given by

s(x) =
∑
{i,j}⊂N

si,j(xSi,j), x ∈ X.

Here, the function ψ : ΘN 7→ R+ ensures that
∫
X fθN(x) d ν(x) = 1 and is given by

ψ(θN) = log

∫
X

a(x′) exp (〈θN, s(x′)〉) d ν(x′), θN ∈ ΘN,

and the set of allowable parameters ΘN is given by

ΘN = {θN ∈ Rp : ψ(θN) <∞}.

The parameter vector θN and its parameter space ΘN are known as the natural parameter vector

and the natural parameter space of the exponential family, respectively (Brown, 1986). To ensure

that the natural parameter vector θN is identifiable, we assume that the exponential family is mini-

mal in the sense of Brown (1986, p. 2), i.e., neither the natural parameter vector θN nor the closure

of the convex hull of the set {s(x) : ν(x) > 0} are contained in a proper affine subspace of Rp

(a.e. ν) (Brown, 1986, p. 2). The assumption of a minimal exponential family involves no loss

of generality, because all non-minimal exponential families can be reduced to minimal exponen-

tial families by suitable transformations of natural parameters, sufficient statistics, and reference

measure (Brown, 1986, Theorem 1.9, p. 13). In addition, we assume that ΘN is an open subset of

Rp, which implies that the exponential family is regular in the sense of Brown (1986, p. 2). These

assumptions are satisfied in all applications in Sections 2.2–2.4.

To demonstrate the probabilistic framework, we extend the β-model—the undirected version

of the “first” probability model for random graphs with directed edges, the p1-model (Holland and
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Leinhardt, 1981)—to generalized β-models capturing heterogeneity in the propensities of nodes to

form edges along with brokerage in networks (Gould and Fernandez, 1989; Burt, 1992). In contrast

to the β-model with independent edges, generalized β-models allow edges to be dependent, and

dependence to propagate throughout the random graph. In addition, we introduce sparse random

graph models with dependent edges.

2.2 Model 1: β-model with independent edges

To introduce generalized β-models, we first review the β-model of Chatterjee et al. (2011). The

β-model assumes that edges between nodes i ∈ N and j ∈ N are independent Bernoulli(πi,j)

random variables, where

log
πi,j

1− πi,j
= θi + θj, θi ∈ R, θj ∈ R.

The parameters θi and θj can be interpreted as the propensities of nodes i and j to form edges. The

β-model is a special case of the probabilistic framework introduced above, corresponding to

ϕi,j(xi,j; θN) = ai,j(xi,j) exp((θi + θj)xi,j),

where

ai,j(xi,j) =


1 if xi,j ∈ {0, 1}

0 otherwise.

(2.4)

The β-model captures heterogeneity in the propensities of nodes to form edges, but assumes edges

to be independent.

2.3 Model 2: generalized β-model with dependent edges

We introduce a generalization of the β-model, which captures heterogeneity in the propensities

of nodes to form edges along with dependence among edges induced by brokerage in networks.

Brokerage can influence economic and political outcomes of interest and has therefore been stud-

ied by economists, political scientists, and network scientists since at least the 1980s (e.g., Gould
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and Fernandez, 1989; Burt, 1992). A simple example of brokerage is given by faculty members

of universities with appointments in both computer science and statistics, who facilitate collab-

orations among faculty members who do not have appointments in both departments. In other

words, faculty members with appointments in multiple departments can facilitate interdisciplinary

research.

To capture dependence among edges induced by brokerage in networks, consider a finite popu-

lation of nodes N consisting of K ≥ 2 non-empty subpopulations A1, . . . ,AK , which may overlap

in the sense that the intersections of subpopulations may be non-empty. As a consequence, nodes

may belong to multiple subpopulations: e.g., faculty members of universities may have appoint-

ments in multiple departments, which implies that the faculties of departments overlap. Define, for

each node i ∈ N, the subset of all nodes j ∈ N that share at least one subpopulation with node

i ∈ N:

Hi = {j ∈ N \ {i} : i ∈ Ak and j ∈ Ak for some k = 1, . . . , K} ,

which we call the neighborhood of node i ∈ N. To capture dependence among edges induced by

shared partners in the intersections of neighborhoods (Hi ∩ Hj 6= ∅), we consider functions ϕi,j

of the form

ϕi,j(xSi,j ; θN) = ai,j(xi,j) exp
(
(θi + θj)xi,j + θN+1 bi,j(xSi,j)

)
,

where Si,j = {i, j}× {Hi ∩Hj}, ai,j : X 7→ R+ ∪{0} is given by (2.4), bi,j : X 7→ {0, 1} is given

by

bi,j(xSi,j) =


0 if Hi ∩Hj = ∅

xi,j Ii,j(xSi,j) if Hi ∩Hj 6= ∅,

(2.5)

and Ii,j(xSi,j) is defined as

Ii,j(xSi,j) = 1

 ∑
h∈Hi ∩Hj

xi,h xj,h ≥ 1

 .

We discuss two interesting properties of the generalized β-model below.
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1 2

3
A1 A2

Figure 2.1 : A graphical representation of the dependencies among edges induced by brokerage
in overlapping subpopulations. Consider two overlapping subpopulations A1 and A2. The nodes
1 ∈ A1 \ A2 and 2 ∈ A2 \ A1 do not belong to the same subpopulation, but the shared partner
3 ∈ A1 ∩ A2 in the intersection of subpopulations A1 and A2 can facilitate an edge between nodes
1 and 2, indicated by the dashed line between nodes 1 and 2.

2.3.1 Model 2 captures brokerage in networks

Model 2 can capture brokerage in networks, along with heterogeneity in the propensities of nodes

to form edges. To demonstrate, consider the two overlapping subpopulations A1 and A2 shown in

Figure 2.1. The nodes 1 ∈ A1 \A2 and 2 ∈ A2 \A1 do not belong to the same subpopulation, but

the shared partner 3 ∈ A1 ∩ A2 in the intersection of subpopulations A1 and A2 can facilitate an

edge between nodes 1 and 2, provided θN+1 > 0. In the language of network science, nodes in the

intersection A1 ∩ A2 of subpopulations A1 and A2 can act as brokers, facilitating edges between

nodes in A1 \A2 and nodes in A2 \A1.

Indeed, the generalized β-model can capture an excess in the expected number of brokered

edges relative to the β-model, in the sense that

Eθ1,...,θN ,θN+1>0 b(X)︸ ︷︷ ︸ > Eθ1,...,θN ,θN+1=0 b(X)︸ ︷︷ ︸,
generalized β-model β-model

where

b(X) =
∑
{i,j}⊂N

bi,j(XSi,j)

and (θ1, . . . , θN , θN+1) ∈ RN+1. The inequality follows from the fact that generalized β-models
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are exponential families, along with exponential-family properties (Brown, 1986, Corollary 2.5,

p. 37). In other words, the generalized β-model with θN+1 > 0 generates graphs that have, on

average, more brokered edges than the β-model, assuming that the propensities θ1, . . . , θN of nodes

1, . . . , N to form edges are the same under both models.

2.3.2 Model 2: dependencies and conditional independencies

Two important properties of Model 2 are:

• The brokerage term allows dependence to propagate throughout the random graph: e.g.,

should the subpopulations form a chain in the sense that there exists a permutation of the

subpopulation indices σ(1), . . . , σ(K) of 1, . . . , K such that Aσ(k) ∩ Aσ(k+1) 6= ∅ (k =

1, . . . , K − 1), then edges among nodes in subpopulation Aσ(1) can depend on edges among

nodes in subpopulation Aσ(K). It is worth noting that the intersections of the subpopulations

need not be large to induce dependence throughout the random graph.

• Despite the fact that dependence among edges can propagate throughout the random graph,

the model possesses conditional independencies, which can be exploited for local computing

on subgraphs of random graphs. We will discuss conditional independence properties of

model 2, and other models, in Section 2.5.

2.4 Model 3: generalized β-models with sparsity

Many real-world networks are sparse in the sense that few of the possible edges are present, which

suggests that random graph models should place more mass on sparse graphs with few edges than

dense graphs with many edges.

Sparse random graphs have been studied since the pioneering work of Erdős and Rényi (1960)

(e.g., Krivitsky et al., 2011; Krivitsky and Kolaczyk, 2015; Butts and Almquist, 2015; Butts, 2020;

Rinaldo et al., 2013; Mukherjee et al., 2018; Chen et al., 2019). If the nodes have neighborhoods,

it makes sense to penalize edges among pairs of nodes i ∈ N and j ∈ N that are distant in the
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sense that Hi ∩ Hj = ∅, without penalizing edges among nodes that are close in the sense that

Hi ∩ Hj 6= ∅. We therefore induce sparsity by considering Model 2 but replacing (2.4) by

ai,j(xi,j) =


N−α xi,j 1(|Hi ∩Hj |=0) if xi,j ∈ {0, 1}

0 otherwise,

where α ∈ [0, 1) is a known constant that may be interpreted as the level of sparsity. If α > 0,

the resulting model imposes a penalty on edges among pairs of nodes i ∈ N and j ∈ N with

Hi ∩ Hj = ∅, which increases with the number of nodes N . Thus, models with α > 0 place

more mass on graphs with fewer edges between nodes i ∈ N and j ∈ N satisfying Hi ∩ Hj = ∅,

relative to models with α = 0. It is worth noting that the functions ai,j : X 7→ R+ ∪ {0} can be

absorbed into the reference measure ν, so that the resulting reference measure places more mass

on sparse than dense graphs.

2.5 Conditional independence properties

It is well-known that factorization properties of probability density functions imply conditional

independence properties, as discussed in the seminal work on conditional independence by Dawid

(1979, 1980). Conditional independence properties can be exploited for local computing on sub-

graphs of random graphs.

We present here conditional independence properties of the generalized β-models described in

Sections 2.3–2.4 in Chapter 2. Generalized β-models constrain the dependence among edges to

intersections of node neighborhoods and hence satisfy the following property.

Definition. If the functions of edges ϕi,j : X×ΘN 7→ R+ ∪ {0} satisfy

ϕi,j(xSi,j) = ϕi,j(xi,j,x{i,j},Hi ∩Hj
) for all {i, j} ⊂ N,

then the random graphX is said to satisfy the neighborhood intersection property.

The neighborhood intersection property should not be confused with the intersection property

in the graphical model literature (Dawid, 1979, 1980; Lauritzen, 1996), which is concerned with
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conditional independencies of intersecting subsets of random variables. In contrast, the neighbor-

hood intersection property defined above is concerned with intersecting subsets of nodes in the

random graph, which are not themselves random variables. Having said that, the neighborhood

intersection property restricts the range of the sets Si,j ({i, j} ⊂ N), which facilitates proof of

important conditional independence properties. Among them is the following conditional inde-

pendence property, which resembles the local Markov property of undirected graphical models

(Lauritzen, 1996), that is, the property that a random variable is independent of its non-neighbors

given its neighbors in the conditional independence graph of an undirected graphical model.

Proposition 1. If X possesses the neighborhood intersection property defined in Definition 1

and the subpopulations A1, . . . ,AK satisfying |Ak| ≥ 3 (k = 1, . . . , K), then:

1. For all pairs of nodes {i, j} ⊂ N satisfying Hi ∩Hj = ∅:

Xi,j ⊥⊥ X \Xi,j.

2. For all pairs of nodes {i, j} ⊂ N such that Hi ∩Hj 6= ∅ and there exists k = 1, . . . , K such

that {i, j} ⊂ Ak (i.e., i and j share one or more subpopulations):

Xi,j ⊥⊥ X \XHi∪Hj
|XHi∪Hj

\Xi,j.

3. For all pairs of nodes {i, j} ⊂ N such that Hi ∩ Hj 6= ∅ and there does not exist k =

1, . . . , K such that {i, j} ⊂ Ak (i.e., i and j do not share any subpopulation, but belong to

distinct subpopulations that overlap):

Xi,j ⊥⊥ X \ {Xi,j, X{i,j},Hi∩Hj
} |X{i,j},Hi∩Hj

.

In the literature on undirected graphical models (Besag, 1974; Lauritzen, 1996), it is well-

known that the local Markov property implies the pairwise Markov property, and the pairwise

Markov property implies the global Markov property as long as the probability density function is

strictly positive, which is satisfied by exponential-family probability density functions (Shao, 2003,

p. 97). Therefore, random graphs with the neighborhood intersection property possess conditional
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independence properties resembling those of undirected graphical models. These conditional inde-

pendence properties can be exploited for local computing on subgraphs of random graphs, e.g., for

simulating subgraphs of random graphs on multi-core computers or computing clusters, in addition

to enabling theoretical developments.
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Chapter 3

Consistency results and convergence rates for maximum
likelihood estimators of high dimensional random graph models

We establish consistency results along with convergence rates for maximum likelihood estimators

of parameter vectors of increasing dimension, based on a single observation of a random graph

with dependent edges. Throughout, we focus on a single observation x of a random graphX with

dependent edges, and define the maximum likelihood estimator by

θ̂N =

{
θN ∈ ΘN : fθN(x) = sup

θ̇N∈ΘN

fθ̇N(x)

}
.

If the random set θ̂N is non-empty, the maximum likelihood estimator is said to exist. Classic

exponential-family theory shows that when the maximum likelihood estimator exists, it is unique

(Brown, 1986, Theorem 5.5, p. 148).

We first present general consistency results in Section 3.1 and then present applications to

generalized β-models with dependent edges in Section 3.2.

3.1 Main results

To obtain consistency results along with convergence rates for maximum likelihood estimators of

parameter vectors of increasing dimension, based on a single observation of a random graph with

dependent edges, we need to control the dependence among edges.

One method for controlling dependence among edges is to bound the total variation distance

between conditional probability mass functions, which quantify how much the conditional proba-

bility mass functions of subgraphs are affected by changes in edges outside of the subgraphs. To

simplify the presentation of the main ideas, we replace the double subscripts of edge variables

by single subscripts and write (Xk)1≤k≤M instead of (Xi,j){i,j}⊂N, where M =
(
N
2

)
. Choose any
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i ∈ {1, . . . ,M}. Define

Px1:i−1,0(Xi+1:M = a) = P(Xi+1:M = a |X1:i−1 = x1:i−1, Xi = 0)

and

Px1:i−1,1(Xi+1:M = a) = P(Xi+1:M = a |X1:i−1 = x1:i−1, Xi = 1),

where X1:i−1 = (X1, . . . , Xi−1), Xi+1:M = (Xi+1, . . . , XM), and a ∈ {0, 1}M−i. We compare

these conditional probability mass functions in terms of total variation distance, which can be

written as

‖Px1:i−1,0 − Px1:i−1,1‖TV =
1

2

∑
a∈{0,1}M−i

|Px1:i−1,0(Xi+1:M = a)− Px1:i−1,1(Xi+1:M = a)|.

The idea is that large total variation distances are indicative of strong dependence among edges,

because the conditional probability mass functions of subgraphs are very sensitive to changes in

edges outside of the subgraphs. While the total variation distance is intractable in all but the most

trivial cases, useful bounds can be obtained through coupling. A gentle introduction to coupling

can be found in Lindvall (2002). A coupling of two probability measures P1 and P2 defined on

a common measurable space (Ω,F) is a probability measure Q defined on (Ω2,F2) such that P1

and P2 are marginals of Q (Lindvall, 2002, pp. 9–10). The basic coupling inequality (Lindvall,

2002, pp. 9–12) implies that the total variation distance of conditional probability mass functions

Px1:i−1,0 and Px1:i−1,1 is bounded above by

‖Px1:i−1,0 − Px1:i−1,1‖TV ≤ Qx1:i−1
(X? 6= X??), (X?,X??) ∈ Ω2, (3.1)

where Ω = {0, 1}M−i, F is the set of all subsets of Ω, and Qx1:i−1
is a probability mass function

on (Ω2,F2) that couples the two conditional probability mass functions Px1:i−1,0 and Px1:i−1,1. A

classic result in the literature on coupling (Lindvall, 2002, Theorem 5.2, p. 19) shows that, for any

two probability measures defined on the same measurable space, there exists an optimal coupling

satisfying

‖Px1:i−1,0 − Px1:i−1,1‖TV = Qopt
x1:i−1(X

? 6= X??).
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Optimal couplings are not unique, but any optimal coupling will do. A general approach to con-

structing optimal couplings is reviewed in Lindvall (2002, pp. 99–107). Armed with optimal cou-

plings, we construct the coupling matrix D with elements Di,j defined by

Di,j =



0 if j < i

1 if j = i

max
x1:i−1∈{0,1}i−1

Qopt
i,x1:i−1

(X?
j 6= X??

j ) if j > i

, i, j = 1, . . . ,M.

We use the spectral norm |||D|||2 of the coupling matrix D to quantify the strength of dependence

among edges in the random graph.

In addition to the dependence among edges, we need to control the smoothness of sufficient

statistics. To quantify the smoothness of sufficient statistics, we define, for each i = 1, . . . , p,

Ξj si = sup
(x,x′)∈X×X: xk=x′k for all k 6=j

|si(x)− si(x′)|, j = 1, . . . ,M.

We write Ξ si = (Ξ1 si, . . . ,ΞM si) (i = 1, . . . , p) and define

Ψ(s) = max
1≤i≤p

‖Ξ si‖2.

Last, but not least, let I(θN) (θN ∈ ΘN) be the Fisher information matrix for an exponential-

family {PθN , θN ∈ ΘN}, which is positive definite in minimal exponential families∗. Denote

by det(I(θN)) the determinant of I(θN), which quantifies the amount of information about θN

contained in X . To bound the rate of growth of det(I(θN)), observe that the natural parameter

space ΘN is a convex set (Brown, 1986, Theorem 1.13, p. 19) and choose ε > 0 small enough so

that

ΘN(ε) = {θN ∈ Rp : ‖θN − θ?N‖∞ ≤ ε} ⊂ ΘN.

∗In natural exponential families, the Fisher information matrix is equal to the Hessian∇2
θN
ψ(θN) of the cumulant

generating function ψ(θN), which in minimal exponential families is strictly convex on the interior of the natural

parameter space (Brown, 1986, Theorem 1.13, p. 19), implying I(θN) = ∇2
θN
ψ(θN) is positive definite for all

θN ∈ int(ΘN).
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Let Λ : {1, 2, . . .} 7→ R+ be a function of the number of nodes N satisfying

inf
θN ∈ΘN(ε)

p
√
| det(I(θN))| ≥ C Λ(N),

where C > 0 is a universal constant. In words, the function Λ(N) denotes the rate of growth of

infθN ∈ΘN(ε)
p
√
| det(I(θN))| as a function of N .

We then have the following general result, which is non-asymptotic and almost assumption-

free: The result assumes nothing but strict positivity of the probability density function,

fθN(x) > 0 for all x ∈ X and all θN ∈ ΘN,

along with exponential-family parameterizations (2.1) and (2.2), which are standard assumptions

in the related literature on graphical models (Lauritzen, 1996). As a consequence, we can param-

eterize the probability density function fθN by using (2.1) and (2.2), which in turn implies that

the probability density function can be represented in minimal exponential-family form (2.3), with

natural parameter vector θN and sufficient statistic vector s(X).

Theorem 1. Suppose that a single observation of a random graph with
(
N
2

)
dependent edge

variables is available, where the dependence can propagate throughout the random graph. Let

fθN > 0 (θN ∈ ΘN) be parameterized by (2.1) and (2.2). Assume |||D|||2 < ∞ and let θ?N ∈

ΘN ⊆ Rp be the data-generating parameter vector, where ΘN is an open subset of Rp and p ≡

p(N)→∞ as N →∞. Then there exist universal constants A > 0 and C > 0 such that, with at

least probability 1− 2 exp(−A log p), the maximum likelihood estimator θ̂N exists, is unique, and

satisfies

‖θ̂N − θ?N‖∞ ≤ C |||D|||2
√

log p

Λ(N)2 /Ψ(s)2
.

We show in Corollary 1 in Section 3.2 that in the special case of the β-model with independent

edges, we have |||D|||2 = 1, p = N , and Λ(N)2/Ψ(s)2 = N . As a result, the statistical error

‖θ̂N − θ?N‖∞ is bounded above by C
√

logN /N , which agrees with the result of Chatterjee et al.

(2011) in the special case of the β-model. The more interesting applications of Theorem 1 to
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generalized β-models with dependent edges and p ≡ p(N) → ∞ as N → ∞ are presented in

Corollaries 2—3 in Section 3.2.

The proof of Theorem 1 is based on a novel argument that helps establish convergence rates in

single-observation high-dimensional scenarios under minimal assumptions. In contrast to Mukher-

jee (2020) and Schweinberger and Stewart (2020), we do not restrict sufficient statistics to func-

tions of degrees (Mukherjee, 2020), and we do not assume that the random graph consists of in-

dependent subgraphs with local dependence within subgraphs (Schweinberger and Stewart, 2020),

but allow the dependence among edges to propagate throughout the random graph and the number

of parameters to grow without bound. All we assume is that exponential-family parameterizations

are used and |||D|||2 < ∞. The main argument of the proof exploits the well-known fact that the

mean-value parameter map µ : ΘN 7→ Rp defined by µ(θN) = EθN s(X) is a homeomorphism

(Brown, 1986, Theorem 3.6, p. 74). As a result, for any ε > 0 small enough so that ΘN(ε) ⊂ ΘN,

there exists δ(ε) > 0 such that all µ(θN) within `∞-distance δ(ε) of µ(θ?N) map to θN within `∞-

distance ε of θ?N. The proof then relates `∞-distances δ(ε) of µ(θ̂N) from µ(θ?N) to `∞-distances ε

of θ̂N from θ?N by showing that there exists a universal constant C > 0 such that

δ(ε) ≥ inf
θN ∈ΘN(ε)

p
√
| det(I(θN))| C ε.

Concentration-of-measure results for dependent random variables then turn the deterministic result

into a probabilistic one, by bounding the probability of `∞-distances δ(ε) of µ(θ̂N) from µ(θ?N).

The result is fully non-asymptotic and covers single-observation high-dimensional scenarios with

p ≡ p(N)→∞ as N →∞.

Theorem 1 shows that the statistical error of maximum likelihood estimator θ̂N depends on

• the dependence among edges in terms of |||D|||2;

• the lack of smoothness of sufficient statistics in terms of Ψ(s);

• the dimension p of parameter vector θ?N;

• the rate of growth of the determinant det(I(θN)) of the Fisher information matrix I(θN) in

a neighborhood of θ?N in terms of Λ(N).
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In other words, the greater the Fisher information in a neighborhood of the data-generating param-

eter vector θ?N is, the lower the statistical error of the maximum likelihood estimator θ̂N in terms of

‖θ̂N−θ?N‖∞ is. As a consequence, Theorem 1 establishes a direct link between the statistical error

of maximum likelihood estimators and Fisher information in high-dimensional settings where

• a single observation of a random graph with dependent edges is available;

• the dependence among edges can propagate throughout the random graph;

• the dimension p of parameter vector θ?N increases as a function of the number of nodes N ,

that is, p ≡ p(N)→∞ as N →∞.

To be sure, in classical settings with n independent draws from multivariate distributions with a

fixed and finite number of parameters p, the statistical error of maximum likelihood estimators

is known to be related to Fisher information (Fisher, 1925), thanks to the asymptotic normality

of maximum likelihood estimators under regularity conditions, assuming n → ∞. But we are

dealing with more challenging scenarios characterized by a single observation of many dependent

random variables (when the whole random graph is observed) or a subset of many dependent

random variables (when a subgraph of the random graph is observed), where both the number of

dependent random variables
(
N
2

)
and the number of parameters p ≡ p(N) are increasing functions

of the number of nodes N . In these non-standard settings, we are not aware of existing results

that link the statistical error of maximum likelihood estimators to Fisher information. The non-

asymptotic relationship between the two makes perfect sense, however. To see that, consider the

mean-value parameter vector µ(θN) = EθN s(X). The gradient of µ(θN) with respect to θN is

I(θN), so the gradient and Hessian of the loglikelihood function of θN are s(X) − µ(θN) and

I(θN), respectively. In other words, the Fisher information matrix I(θN) quantifies how sensitive

µ(θN) and hence s(X) − µ(θN) are to changes of θN. As a consequence, it makes sense that the

statistical error of maximum likelihood estimators of θN is related to the Fisher information matrix

I(θN), and that the relationship between the two is fully non-asymptotic.
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3.2 Applications: generalized β-models with dependent edges

We present applications of Theorem 1 to the β-model with independent edges and the generalized

β-models with dependent edges introduced in Sections 2.2–2.4.

The first model is the β-model with independent edges, which has been studied by Chatterjee

et al. (2011), Rinaldo et al. (2013), Karwa and Slavković (2016), Mukherjee et al. (2018), and Chen

et al. (2019). While we are more interested in generalized β-models with dependent edges than the

β-model with independent edges, the β-model is a useful benchmark, because convergence rates

have been established in the special case of the β-model. The following corollary of Theorem 1

shows that the general convergence rate reported in Theorem 1 agrees with the rate of convergence

reported by Chatterjee et al. (2011, Theorem 1.3) in the special case of the β-model.

Corollary 1. Consider Model 1 with θ?N ∈ RN . Then there exist universal constants A > 0

and C > 0 such that, with at least probability 1 − 2 exp(−A logN), the maximum likelihood

estimator θ̂N exists, is unique, and satisfies

‖θ̂N − θ?N‖∞ ≤ C

√
log N

N
.

We turn to generalized β-models that allow dependence among edges to propagate throughout

the random graph. We first state the convergence rate of the maximum likelihood estimator of

Model 2, which induces dependence among edges through brokerage. To do so, we define the sets

Uk = Ak \
⋃

1≤l≤K: l 6=k
Al, k = 1, . . . , K.

In words, Uk is the subsets of nodes that is unique to subpopulation Ak (k = 1, . . . , K). In the

following corollaries, we assume that |Uk| ≥ 3 (k = 1, . . . , K) to simplify the proofs of the

corollaries, although the assumption is not necessary and can be dropped.

Corollary 2. Consider Model 2, the generalized β-model with dependent edges, with data-

generating parameter vector θ?N ∈ RN+1. Assume that |Uk| ≥ 3 (k = 1, . . . , K) and ‖H‖∞ <

∞. Then there exist universal constants A > 0 and C > 0 such that, with at least probability
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1− 2 exp(−A logN), the maximum likelihood estimator θ̂N exists, is unique, and satisfies

‖θ̂N − θ?N‖∞ ≤ C |||D|||2 ‖H‖2∞

√
logN

N
.

Corollary 2 provides the first consistency result and convergence rate for random graph models

capturing heterogeneity in the propensities of nodes to form edges along with dependence among

edges, and have parameter vectors of increasing dimension. It is worth noting that the generalized

β-model has a single additional parameter compared with the β-model, but it is much more com-

plex than the β-model, owing to the fact that edges are dependent and the dependence propagates

throughout the random graph.

A remarkable observation is that the generalized β-model with dependent edges has the same

convergence rate as the β-model with independent edges, provided the neighborhoods are finite

and |||D|||2 is bounded above, in which case there exists universal A > 0 and C > 0 such that the

event

‖θ̂N − θ?N‖∞ ≤ C

√
logN

N

occurs with at least probability 1− 2 exp(−A logN). In other words, if |||D|||2 is bounded above,

then the dependence induced by the model does not come at additional costs in terms of the conver-

gence rate. The assumption of finite neighborhoods resembles the assumption of finite neighbor-

hoods in the literature on Gibbs measures and Markov random fields (Georgii, 2011; Gidas, 2011;

Comets, 1992; van den Berg and Maes, 1994; Georgii et al., 2001; Csiszár and Talata, 2006). We

discuss the assumption of finite neighborhoods in Remark 3 and review implications in Remark 4.

A natural question to ask is under which conditions |||D|||2 is bounded above. In general, one

needs to place restrictions on either the model or the subpopulation structure to bound |||D|||2.

Placing restrictions on the model is possible, but would constrain either the choice of model terms

or the parameter space. Both are less attractive than restrictions on the subpopulation structure. We

outline two possible restrictions of the subpopulation structure that help ensure weak dependence,

while still allowing dependence to propagate throughout the graph.

To state these mentioned restrictions on the subpopulation structure, it is helpful to introduce

the subpopulation graph GA, where the set of vertices VA = {A1, . . . ,AK} consists of the subpop-
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ulations A1, . . . ,AK and the set of edges consists of edges between subpopulations which overlap.

Denote by dG : VA × VA 7→ {0, 1, . . .} ∪ {∞} the graph distance between two vertices in GA, de-

fined as the length of the shortest path between two subpopulations in GA. We adopt the convention

that the graph distance is∞ when there is no path of finite length between two subpopulations. In

the following, we place restrictions on the subpopulation structure through GA. To introduce them,

let VAk,l be the set of subpopulations at graph distance l from Ak in GA, i.e.,

VAk,l = {Av ∈ {A1, . . . ,AK} \ {Ak} : dGA
(Ak,Av) = l} ,

and define π? ∈ (0, 1) by

π?
def
= max

{i,j}⊂N
max

x−{i,j}∈{0,1}
(N
2 )−1

P(Xi,j = 1 |X−{i,j} = x−{i,j}).

The following assumption places restrictions on the subpopulation structure.

Assumption A. Assume that the subpopulation structure satisfies either A.1 or A.2:

A.1 Assume that

max
1≤k≤K

|VAk,l| ≤ ω1 +
ω2

‖A‖2∞
log l, l ∈ {1, 2, . . . },

where ω1 > 0 and ω2 ≥ 0 satisfy

ω2 <
1

| log(1− π?)|
.

A.2 Assume that the subpopulation graph GA is a tree and that

max
1≤k≤K

|VAk,l| ≤ gA(l), l ∈ {1, 2, . . . }

where gA(l) is subexponential in the sense that, for all ε > 0, however small, there exists

l0(ε) > 0 such that
log gA(l)

l
≤ ε for all l ≥ l0(ε).

Assumption A restricts the strength dependence by placing restrictions on the subpopulation

structure, but allows dependence among edges to propagate throughout the random graph. For
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instance, both assumptions allow the subpopulations to form a chain in the sense that there exists

a permutation σ(1), . . . , σ(K) of 1, . . . , K such that Aσ(k) ∩ Aσ(k+1) 6= ∅ (k = 1, . . . , K − 1).

Chains of subpopulations are simple examples of models where each subpopulation overlaps with

one or more other subpopulations and the dependence among edges can propagate throughout the

random graph.

Assumptions A.1 and A.2 place two distinct, but related restrictions on the subpopulation struc-

ture. Assumption A.1 restricts the influence of subpopulations by constraining the sizes of the sets

max1≤k≤K |VAk,l|, that is, the number of subpopulations at graph distance l (l ∈ {1, 2, . . . }). It

does not, however, impose additional restrictions on the overlap of subpopulations. In contrast, As-

sumption A.2 assumes that the subpopulation graph GA forms a tree and hence does constrain the

overlap of subpopulations, in that each subpopulation can overlap with at most two other subpopu-

lations. By constraining the amount of overlap, Assumption A.2 is able to allow max1≤k≤K |VAk,l|

to grow faster than Assumption A.1: While Assumption A.1 restricts them to grow at a logarithmic

rate (provided ‖A‖∞ <∞), Assumption A.2 allows them grow at a subexponential rate.

Proposition 2. Consider a random graph with the neighborhood intersection property defined

in Definition 1. Assume that |Ak| ≥ 3 (k = 1, . . . , K), ‖H‖∞ <∞, and Assumption A is satisfied.

Then there exists a universal constant 1 ≤ C <∞ such that |||D|||2 ≤ C.

In Corollary 3, we assume that Assumption A holds, which helps bound |||D|||2.

Corollary 3. Consider Model 3, the generalized β-model with dependent edges and sparsity,

with data-generating parameter vector θ?N ∈ RN+1 and a known level of sparsity α ∈ [0, 1/2).

Assume that |Uk| ≥ 3 (k = 1, . . . , K), ‖H‖∞ <∞, and Assumption A is satisfied. Then there exist

universal constants A > 0 and C > 0 such that, with at least probability 1 − 2 exp(−A logN),

the maximum likelihood estimator θ̂N exists, is unique, and satisfies

‖θ̂N − θ?N‖∞ ≤ C ‖H‖2∞
√

logN

N1/2−α .

Corollary 3 is the first consistency result for random graph models with dependent edges and
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sparsity. It shows that sparsity comes at a cost: The greater the level of sparsity α is, the greater

the statistical error of the maximum likelihood estimator is. Corollary 3 does not cover the case

α ≥ 1/2: If the random graph is too sparse, some nodes may have no edges, in which case the

maximum likelihood estimator does not exist. The same issue arises in the special case of the

β-model with independent edges (Rinaldo et al., 2013).

Remark 3. Finite neighborhoods. Corollaries 2–3 assume that ‖H‖∞ < ∞, that is, the neigh-

borhoods H1, . . . ,HN of nodes 1, . . . , N are finite. The assumption of finite neighborhoods in

Corollaries 2–3 resembles the assumption of finite neighborhoods in the literature on Gibbs mea-

sures and Markov random fields (Georgii, 2011; Gidas, 2011; Comets, 1992; van den Berg and

Maes, 1994; Georgii et al., 2001; Csiszár and Talata, 2006). In the related literature on undi-

rected graphical models, it is known that when n independent observations of p dependent random

variables are available, the sizes of the neighborhoods of random variables in the underlying condi-

tional independence graph can increase as a function of n: e.g., when n independent observations

of p dependent random variables Yi ∈ {0, 1} (i = 1, . . . , p) are generated from an undirected

graphical model and the graphical model is estimated by `1-penalized logistic regression meth-

ods along the lines of Ravikumar et al. (2010), the neighborhood of each random variable in the

conditional independence graph is allowed to grow, as long as it grows slower than (n / log p)1/3

(Ravikumar et al., 2010, Theorem 1). In contrast, we have a single observation of p dependent

random variables (when the whole random graph is observed) or a subset of p dependent random

variables (when a subgraph of the random graph is observed). In such settings, one needs to control

the sizes of neighborhoods to ensure that the dependence induced by the model is weak enough

to obtain concentration and consistency results. Thus, while in high-dimensional settings with

p � n → ∞ the neighborhoods may grow slowly as a function of n, we are not aware of any

concentration results in the literature on Gibbs measures and Markov random fields that allow the

neighborhoods to grow, and concentration results are needed to obtain consistency results. The

lack of such results suggests that it is not straightforward to dispense with the assumption of finite
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neighborhoods when one has a single observation of p dependent random variables.

Remark 4. Triangle model and Markov random graphs. The assumption ‖H‖∞ < ∞ implies

that Theorem 1 does not cover the Markov random graphs of Frank and Strauss (1986), including

the special case of the triangle model studied by Jonasson (1999), Chatterjee and Diaconis (2013),

and others. The Markov random graphs of Frank and Strauss (1986) are based on the assumption

that edge variables Xi,j and Xk,l are independent conditional on all other edge variables provided

{i, j} ∩ {k, l} = ∅. As a consequence, the neighborhood of each edge variable consists of 2 (N−2)

neighbors and is hence unbounded, in the sense that ‖H‖∞ = 2 (N − 2) → ∞ as N → ∞.

Since Theorem 1 assumes bounded neighborhoods, it covers neither the triangle model nor other

special cases of Markov random graphs. That, however, is unsurprising, as the triangle model

with its unbounded neighborhoods is known to have undesirable properties as N increases without

bound (Jonasson, 1999; Bhamidi et al., 2011; Schweinberger, 2011; Chatterjee and Diaconis, 2013;

Mukherjee, 2020).

3.3 Simulation results

We shed light on the finite-population behavior of maximum pseudolikelihood estimators based

on a single observation of a random graph with dependent edges. A statistical challenge with

high-dimensional models of random graphs with dependent edges is that the likelihood function

is intractable in all but the simplest cases. As such, direct maximization of likelihood functions

is generally either impossible or computationally impractical, the we therefore must approximate

maximum likelihood estimators. Common methods to approximate maximum likelihood estima-

tors include Monte Carlo maximum likelihood estimation (Hunter and Handcock, 2006a) and max-

imum pseudolikelihood estimation (Besag, 1974; Strauss and Ikeda, 1990).

Monte Carlo maximum likelihood estimation, while a useful method for accurate approxima-

tion, can be prohibitively time-consuming when applied to large networks. Instead, we focus here

on maximum pseudolikelihood estimation, which is has considerable computational advantages

over Monte Carlo maximum likelihood estimation. Since we know the data-generating parameter
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value in our simulations, a by-product of our simulation study is the demonstration that maximum

pseudolikelihood estimation can be a powerful alternative to Monte Carlo maximum likelihood

estimation in large networks where the strength of dependence is not overly strong.

The maximum pseudolikelihood estimator θ̃N of the data-generating parameter vector θ?N,

based on a single observation x of a random graphX with dependent edges, is defined by

θ̃N =

{
θN ∈ ΘN : L(θN;x) = sup

θ̇N∈ΘN

L(θ̇N;x)

}
.

The pseudolikelihood function L(θN;x) is defined by

L(θN;x) =
∑
{i,j}⊂N

log PθN(Xi,j = xi,j |X−{i,j} = x−{i,j}),

whereX−{i,j} denotesX excluding Xi,j .

We study the performance of the maximum pseudolikelihood estimator θ̃N using Model 2 in-

troduced Section 2.3 by considering populations with N = 125, 500, 500, 1000 nodes. For each

value of N , we generate 200 populations with overlapping subpopulations as follows:

• The number of subpopulations K is N / 25.

• Each node i ∈ N belongs to 1 + Yi subpopulations, where Yi ∼ Binomial(K − 1, 1 /K).

• For each i ∈ N, the 1 + Yi subpopulation memberships are sampled sequentially from the

multinomial distribution with probabilities (p1, . . . , pK) given by pk = 1 /K (k = 1, . . . , K)

when i = 1, and

pk ∝ 1− Mk

M1 + · · ·+MK

, k = 1, . . . , K,

when i = 2, . . . , N , where Mk is the number of nodes which belong to subpopulation k.

The brokerage parameter is set to θ?1 = .25 in all cases, whereas the degree parameters θ?1, . . . , θ
?
N

are sampled independently and identically from the Uniform(−1.25,−.75) distribution. For each

value of N = 125, 250, 500, 1000, we simulate 500 replicates according to the above specifica-

tion. In each replicate, a graph is simulated and the maximum pseudolikelihood estimator θ̃N is

computed based on the simulated graph.
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Figure 3.1 : Simulation results: The statistical error ‖θ̃N − θ?N‖∞ of the maximum pseudo-
likelihood estimator θ̃N plotted against the number of nodes N . Each boxplot is based on 500
replications.

Figure 3.1 demonstrates that even in settings with a moderate number of nodes, we are able to

estimate the data-generating model with acceptable accuracy. Moreover, the simulation results by

and large agree with the theoretical results obtained in Section 3.1, demonstrating that, with high

probability, the statistical error of the maximum likelihood estimator ‖θ̂N−θ?N‖∞, as approximated

by the statistical error of the maximum pseudolikelihood estimator ‖θ̃N − θ?N‖∞, decreases as the

number of nodes N increases.

Figure 3.2 decomposes the statistical error of the estimators into the statistical error of the

degree parameter estimators θ̃1, . . . , θ̃N and statistical error of the brokerage parameter estimator

θ̂N+1. Figure 3.2 reveals that the brokerage parameter is estimated with more accuracy than the

degree parameters, which makes sense as the degree parameters are larger in absolute value than

the brokerage parameter. It is worth noting that an additional source of errors manifests in the

right panel of Figure 3.2. The number of degree parameters is equal to the population size N .

Therefore, asN increase, the number of degree parameters also increases, meaning that the number

distribution of the degree parameter estimation error when N = 1000 is based on the error of 875
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Figure 3.2 : Simulation results: The deviation of the maximum pseudolikelihood estimates of
the brokerage parameter from the data-generating brokerage parameter (left) and the maximum
deviation of the maximum pseudolikelihood estimates of the degree parameters from the data-
generating degree parameters (right). Each curve is based on 500 replications.

more parameter estimates in comparison to when N = 125.
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Chapter 4

Proofs of theoretical results

We prove the theoretical results of Chapter 3.

4.1 Proof of Theorem 1

We establish general consistency results and convergence rates for maximum likelihood estimators

by proving Theorem 1 in Section 3.1.

PROOF OF THEOREM 1. Theorem 1 is concerned with consistency results and convergence

rates for maximum likelihood estimators θ̂N based on a single observation x of a random graphX

with dependent edges, defined by

θ̂N =

{
θN ∈ ΘN : fθN(x) = sup

θ̇N∈ΘN

fθ̇N(x)

}
.

We divide the proof into three parts:

I. Existence and uniqueness of θ̂N.

II. Bounding the probability of event ‖θ̂N − θ?N‖∞ < ε (ε > 0).

III. Deriving the convergence rate of θ̂N.

To prepare the ground, we first review basic facts about the relationship of natural and mean-

value parameters in exponential families (Brown, 1986). By assumption, the exponential family

is minimal and its natural parameter space ΘN ⊆ Rp is open, so the exponential family is regular

in the sense of Brown (1986, p. 2). Since ΘN ⊆ Rp is open, the expectation EθN s(X) of the

sufficient statistic vector s : X 7→ Rp exists for all θN ∈ ΘN (Brown, 1986, Theorem 2.2 and

Corollary 2.3, pp. 34–36). Let M = µ(ΘN) be the image of ΘN under the mean-value parameter



32

map µ : ΘN 7→ M, defined by µ(θN) = EθN s(X); note that M is the relative interior of the

convex hull of the set {s(x) : ν(x) > 0}. Observe that the natural parameter space ΘN is a

convex set (Brown, 1986, Theorem 1.13, p. 19) and choose ε > 0 small enough so that

ΘN(ε) = {θN ∈ Rp : ‖θN − θ?N‖∞ ≤ ε} ⊂ ΘN.

The map µ : ΘN 7→ M is a homeomorphism (Brown, 1986, Theorem 3.6, p. 74), so the inverse

map µ−1 : M 7→ ΘN exists and both µ and µ−1 are continuous, one-to-one, and onto. The fact

that the map µ : ΘN 7→ M is a homeomorphism implies that, for any ε > 0 small enough so that

ΘN(ε) ⊂ ΘN, there exist δ(ε) > 0 and γ(δ(ε)) > 0 such that

µ(θN) ∈ B∞(µ(θ?N), δ(ε)) implies θN ∈ B∞(θ?N, ε) ⊆ ΘN

and

θN ∈ B∞(θ?N, γ(δ(ε))) implies µ(θN) ∈ B∞(µ(θ?N), δ(ε)) ⊆ M,

where
B∞(θ?N, ε) = {θN ∈ Rp : ‖θN − θ?N‖∞ ≤ ε}

B∞(µ(θ?N), δ(ε)) = {µ ∈p: ‖µ− µ(θ?N)‖∞ ≤ δ(ε)}.

It is worth noting that B∞(θ?N, γ(δ(ε))) cannot be larger than B∞(θ?N, ε): Otherwise there would

exist some θN ∈ B∞(θ?N, γ(δ(ε))) \ B∞(θ?N, ε) such that µ(θN) ∈ B∞(µ(θ?N), δ(ε)), which

would contradict the fact that the map µ : ΘN 7→ M is one-to-one and that all µ(θN) ∈

B∞(µ(θ?N), δ(ε)) map to θN ∈ B∞(θ?N, ε). As a consequence,

B∞(θ?N, γ(δ(ε))) ⊆ B∞(θ?N, ε),

which in turn implies that there exists C0 ∈ (0, 1] such that

γ(δ(ε)) = C0 ε ≤ ε.

The fundamental relationship between the natural parameter vector θN and the mean-value param-

eter vector µ(θN) helps establish I, II, and III.
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I. Existence and uniqueness of maximum likelihood estimators θ̂N. In minimal exponential

families, the maximum likelihood estimator θ̂N exists and is unique as long as s(X) ∈M (Brown,

1986, Theorem 5.5, p. 148). Thus, the maximum likelihood estimator θ̂N exists and is unique in

the event

s(X) ∈ B∞(µ(θ?N), δ(ε)) ⊆ M.

II. Bounding the probability of event θ̂N ∈ B∞(θ?N, ε). The fact that

µ(θN) ∈ B∞(µ(θ?N), δ(ε)) implies θN ∈ B∞(θ?N, ε) ⊆ ΘN

along with

s(X) ∈ B∞(µ(θ?N), δ(ε)) ⊆ M

implies that

P
(
θ̂N ∈ B∞(θ?N, ε)

)
≥ P

(
µ(θ̂N) ∈ B∞(µ(θ?N), δ(ε))

)
= P (s(X) ∈ B∞(µ(θ?N), δ(ε))) ,

where we exploited the fact that the maximum likelihood estimator θ̂N exists and is unique in the

event s(X) ∈ B∞(µ(θ?N), δ(ε)) ⊆ M and solves µ(θ̂N) = s(X) (Brown, 1986, Theorem 5.5,

p. 148). To bound the probability of event s(X) ∈ B∞(µ(θ?N), δ(ε)), we invoke the assumption

|||D|||2 <∞ along with Theorem 1 of Chazottes et al. (2007, p. 207) to conclude that

P
(
|si(X)− Eθ?

N
si(X)| ≥ δ(ε)

)
≤ 2 exp

(
− 2 δ(ε)2

|||D|||22 ‖Ξ si‖22

)
, i = 1, . . . , p,

where the quantities D and Ξ s1, . . . , Ξ sp are defined in Section 3.1. A union bound over the p

components of s : X 7→ Rp shows that

P
(
‖s(X)− Eθ?

N
s(X)‖∞ ≥ δ(ε)

)
≤ 2 exp

(
− 2 δ(ε)2

|||D|||22 Ψ(s)2
+ log p

)
,

where Ψ(s) = max1≤i≤p ‖Ξ si‖2. As a result,

P
(
θ̂N ∈ B∞(θ?N, ε)

)
≥ P (s(X) ∈ B∞(µ(θ?N), δ(ε)))

= P
(
‖s(X)− Eθ?

N
s(X)‖∞ ≥ δ(ε)

)
≥ 1− 2 exp

(
− 2 δ(ε)2

|||D|||22 Ψ(s)2
+ log p

)
,
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where we used the fact that µ(θ?N) = Eθ?
N
s(X) by definition.

III. Deriving the convergence rate of θ̂N. To derive the convergence rate of θ̂N, we relate δ(ε) to

ε. To do so, observe that∫
Rp

1(µ ∈ B∞(µ(θ?N), δ(ε))) dλ(µ) = λ(B∞(µ(θ?N), δ(ε))) = (2 δ(ε))p,

where λ denotes the p-dimensional Lebesgue measure on the Borel subsets of Rp. Let J (θN) be

the Jacobian matrix of µ(θN) with respect to θN, and observe that J (θN) is equal to the Fisher

information matrix I(θN) in exponential families. Define

M(γ(δ(ε))) = {µ(θN) ∈M : θN ∈ B∞(θ?N, γ(δ(ε)))}

and observe that

θN ∈ B∞(θ?N, γ(δ(ε))) implies µ(θN) ∈ B∞(µ(θ?N), δ(ε)) ⊆ M,

which in turn implies that

M(γ(δ(ε))) ⊆ B∞(µ(θ?N), δ(ε)).

A change of the variable of integration from µ to θ shows that∫
Rp

1(µ ∈ B∞(µ(θ?N), δ(ε))) dλ(µ) ≥
∫
Rp

1(µ ∈M(γ(δ(ε)))) dλ(µ)

=

∫
Rp

1(θN ∈ B∞(θ?N, γ(δ(ε)))) | det(I(θN))| dλ(θN)

≥ inf
θN ∈B∞(θ?

N
, γ(δ(ε)))

| det(I(θN))|
∫
Rp

1(θN ∈ B∞(θ?N, γ(δ(ε)))) dλ(θN)

= inf
θN ∈B∞(θ?

N
, ε)
| det(I(θN))| (2 γ(δ(ε)))p,

where we exploited the fact that B∞(θ?N, γ(δ(ε))) ⊆ B∞(θ?N, ε). In other words, we have shown

that

(2 δ(ε))p ≥ inf
θN ∈B∞(θ?

N
, ε)
| det(I(θN))| (2 γ(δ(ε)))p.
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By assumption, there exists ε > 0 small enough so that ΘN(ε) ⊂ ΘN and a function Λ :

{1, 2, . . .} 7→ R+ of the number of nodes N such that

inf
θN ∈ΘN(ε)

p
√
| det(I(θN))| ≥ C1 Λ(N),

where C1 > 0 is a universal constant. As a consequence, we know that δ(ε) and ε are related to

each other as follows:

δ(ε) ≥ inf
θN ∈ΘN(ε)

p
√
| det(I(θN))| γ(δ(ε)) ≥ ε C0 C1 Λ(N),

using γ(δ(ε)) = C0 ε with C0 ∈ (0, 1]. Having related δ(ε) to ε, we can establish convergence rates

by choosing ε. Since we are free to choose ε as long as ε > 0, we first choose any constant C2 > 1

and then choose ε as

ε =

√
C2√

2 C0 C1

|||D|||2 Ψ(s)
√

log p

Λ(N)
> 0,

which implies that

δ(ε) ≥
√
C2√
2
|||D|||2 Ψ(s)

√
log p > 0

and

P
(
θ̂N ∈ B∞(θ?N, ε)

)
≥ 1− 2 exp

(
− 2 δ(ε)2

|||D|||22 Ψ(s)2
+ log p

)

≥ 1− 2 exp(−A log p),

whereA = C2−1 > 0 becauseC2 > 1. To conclude, with at least probability 1−2 exp(−A log p),

the maximum likelihood estimator θ̂N exists, is unique, and satisfies

‖θ̂N − θ?N‖∞ ≤ C
|||D|||2 Ψ(s)

√
log p

Λ(N)
= C |||D|||2

√
log p

Λ(N)2 /Ψ(s)2
,

where

C =

√
C2√

2 C0 C1

> 0.

4.2 Proofs of Corollaries 1–3

We establish the consistency results and convergence rates stated in Corollaries 1–3. Corollaries

1–3 are concerned with the generalized β-models described in Sections 2.2–2.4, referred to as
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Models 1–3. To prove Corollaries 1–3, we first review undirected graphical models encoding the

conditional independence structure of Models 1–3 in Appendix 4.2.1. We then derive conditions

under which the spectral norm |||D|||2 of the coupling matrix D is bounded above in Appendix

4.2.2. In Appendix 4.2.3, we establish the scaling of the Fisher information matrix. Using the

results of Appendices 4.2.2 and 4.2.3, we then prove Corollaries 1–3 in Appendix 4.2.4.

4.2.1 Undirected graphical models of random graphs

Let G(V,E) be an undirected graph with a set of vertices V and a set of edges E ⊂ V × V. An

undirected graphical model of a random graph (Lauritzen et al., 2018) is a family of probability

measures {PθN , θN ∈ ΘN} dominated by a σ-finite measure ν : X 7→ R+ ∪ {0}, with densities of

the form

fθN (x) ∝
∏
C∈C

gC(xC; θN), x ∈ X, (4.1)

where C is the set of all maximal complete subsets of the conditional independence graph G(V,E)

with set of vertices V = {X1, . . . , XM} and set of edges E ⊂ V×V. The functions gC : X×ΘN 7→

R+ ∪ {0} are non-negative functions defined on the maximal complete subsets C ∈ C of the con-

ditional independence graph G. Here, as elsewhere (e.g., Lauritzen, 1996), a complete subset of

the conditional independence graph G is a subset of vertices such that each pair of vertices is con-

nected by an edge, and a complete subset is maximal complete if no vertices can be added without

losing the property of completeness. It is well-known that the factorization property of probability

density function (4.1) implies conditional independence properties, that is, Markov properties. The

Markov properties of undirected graphical models are reviewed in Lauritzen (1996).

The probability density functions introduced in Chapter 2 are of the form

fθN (x) ∝
M∏
i=1

ϕi(xSi ; θN), x ∈ X, (4.2)

where Si denotes the set of edge variables on which the function ϕi : X × ΘN 7→ R+ ∪ {0}

of edge variable Xi depends (i = 1, . . . ,M ). Probability density functions of the form (4.2)

can be represented as probability density functions of the form (4.1) by grouping the functions



37

X1,2

X1,3

X2,3

X3,4

X1,4

X2,4

X4,5

X3,5

X5,6

X4,6

X4,7 X5,7

X6,7

X2,5 X2,6X1,7X1,6X1,5 X2,7 X3,6 X3,7

Figure 4.1 : The conditional independence graph of Models 2–3 with population of nodes N =
{1, . . . , 7} consisting of overlapping subpopulations A1 = {1, 2, 3}, A2 = {3, 4}, A3 = {4, 5},
and A4 = {5, 6, 7}. If nodes i and j belong to the same subpopulation, edge variableXi,j is colored
red. If nodes i and j do not belong to the same subpopulation, edge variable Xi,j is colored orange
if the subpopulations of i and j overlap and is colored gray otherwise.

ϕi : X × ΘN 7→ R+ ∪ {0} in accordance with the maximal complete subsets of conditional

independence graph G. The conditional independence graph G depends on the model: e.g., the

conditional independence graph of Model 1 has no edges, because all edge variables are indepen-

dent. By contrast, the conditional independence graphs of Models 2–3 have edges, representing

conditional dependencies induced by brokerage in networks. A graphical representation of the

conditional independence graphs of Models 2–3 is shown in Figure 4.1—note that all three models

have the same conditional independence graph.

To distinguish the random graph of interest (representing data structure) from the graph G (rep-

resenting model structure, i.e., conditional independence structure), we call G(V,E) the conditional

independence graph, elements of V vertices rather than nodes, and elements of E edges rather than

edge variables. To ease the notation, we refer to the vertices X1, . . . , XM of the conditional inde-

pendence graph G as 1, . . . ,M . Henceforth, the degree of a vertex is the number of other vertices

connected to it.
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4.2.2 Bounding the spectral norm of the coupling matrix

To prove Corollaries 1–3, we need to bound the spectral norm |||D|||2 of the coupling matrix D,

defined in Section 3.1. To do so, we bound the maximum absolute column sum of D,

|||D|||1 = max
1≤j≤M

M∑
i=1

|Di,j|,

and the maximum absolute row sum of D,

|||D|||∞ = max
1≤i≤M

M∑
j=1

|Di,j|.

As a consequence, we obtain a bound on the spectral norm |||D|||2 of the coupling matrix D, thanks

to Hölder’s inequality:

|||D|||2 ≤
√
|||D|||1 |||D|||∞.

In this section, we prove Proposition 2, along with auxiliary results necessary for the proof of the

proposition.

Proof of Proposition 2

We prove Proposition 2 stated in Section 3.1 of the manuscript. Auxiliary results can be found in

Section 4.2.2.

PROOF OF PROPOSITION 2. We adapt the coupling approach of van den Berg and Maes (1994)

from Gibbs measures and Markov random fields to coupling conditional distributions of subgraphs

of random graphs. Let i ∈ V be any vertex of the conditional independence graph G and consider

any x1:i−1 ∈ {0, 1}i−1. Define

Px1:i−1,0(Xi+1:M = a)
def
= P(Xi+1:M = a |X1:i−1 = x1:i−1, Xi = 0)

and

Px1:i−1,1(Xi+1:M = a)
def
= P(Xi+1:M = a |X1:i−1 = x1:i−1, Xi = 1),

whereX1:i−1 = (X1, . . . , Xi−1),Xi+1:M = (Xi+1, . . . , XM), and a ∈ {0, 1}M−i.

We divide the proof into three parts:
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I. Coupling conditional distributions of subgraphs.

II. Bounding the elements of the coupling matrix D.

III. Bounding the spectral norm |||D|||2 of the coupling matrix D.

I. Coupling conditional distributions of subgraphs. Given any vertex i ∈ V of the condi-

tional independence graph G and any x1:i−1 ∈ {0, 1}i−1, we construct a coupling (X?,X??) ∈

{0, 1}M−i × {0, 1}M−i of the conditional distributions Pi,x1:i−1,0 and Pi,x1:i−1,1. Some background

on coupling can be found in Section 3.1 of the manuscript.

To simplify the notation, we assume that the couple (X?,X??) takes on values in {0, 1}M ×

{0, 1}M rather than {0, 1}M−i×{0, 1}M−i and set (X?
1:i−1, X

?
i ) = (x1:i−1, 0) and (X??

1:i−1, X
??
i ) =

(x1:i−1, 1). As a consequence, X? and X?? have the same dimension as X . We construct a cou-

pling of the conditional distributions Pi,x1:i−1,0 and Pi,x1:i−1,1 as follows:

1. Initialize V = {1, . . . , i}.

2. Check whether there exists a vertex j ∈ V \ V that is connected to a vertex v ∈ V and

satisfies X?
v 6= X??

v :

(a) If such a vertex j exists, pick the smallest such vertex, and let (X?
j , X

??
j ) be distributed

according to an optimal coupling of

P(Xj = · |XV = x?V) and P(Xj = · |XV = x??V ).

(b) If no such vertex j exists, select the smallest j ∈ V\V and let (X?
j , X

??
j ) be distributed

according to an optimal coupling of

P(Xj = · |XV = x?V) and P(Xj = · |XV = x??V ).

In both steps, an optimal coupling exists (Lindvall, 2002, Theorem 5.2, p. 19), but may not

be unique. However, any optimal coupling will do.
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3. Replace V by V ∪ {j} and repeat Step 2 until V \V = ∅.

Denote the resulting coupling distribution by Qopt
1,x1:i−1

. Lemma 1 verifies that the algorithm above

constructs a valid coupling of the conditional distributions Pi,x1:i−1,0 and Pi,x1:i−1,1, in the sense that

the marginal distributions of Qopt
1,x1:i−1

are Pi,x1:i−1,0 and Pi,x1:i−1,1.

By construction, the coupling has useful properties. For any two distinct vertices i ∈ V and

j ∈ {i + 1, . . . ,M} of the conditional independence graph G, define the event i 6←→ j to be the

event that there exists a path from i to j in G such that X?
v 6= X??

v for all vertices v along the path.

Such paths are known as paths of disagreement in the probability literature on Gibbs measures and

Markov random fields building on ideas from percolation theory. Theorem 1 of van den Berg and

Maes (1994, p. 753) shows that

Qopt
i,x1:i−1

(X?
j 6= X??

j ) = Qopt
i,x1:i−1

(i 6←→ j) ≤ Bπ(i 6←→ j), (4.3)

where Bπ is a Bernoulli product measure on {0, 1}M−i with a probability vector π ∈ [0, 1]M−i.

The elements πv of π are given by

πv = max
(x−v ,x′−v)∈{0,1}M−1×{0,1}M−1

‖P( · |X−v = x−v)− P( · |X ′−v = x′−v)‖TV.

The Bernoulli product measure Bπ assumes that independent Bernoulli experiments are carried

out at vertices v ∈ {i + 1, . . . ,M}. The Bernoulli experiment at vertex v ∈ {i + 1, . . . ,M} has

two possible outcomes: Either vertex v is open, corresponding to the event that X?
v 6= X??

v and

hence vertex v allows a path of disagreement from i to j to pass through, or vertex v is closed.

A vertex is open with probability πv, and closed with probability 1 − πv. It is worth noting that

the Bernoulli product measure Bπ is a probability measure on {0, 1}M−i, whereas Qopt
i,x1:i−1

is a

probability measure on {0, 1}M−i × {0, 1}M−i.

The coupling argument of van den Berg and Maes (1994) is useful, in that it translates the hard

problem of bounding probabilities of events involving dependent random variables into the more

convenient problem of bounding probabilities of events involving independent random variables.

Indeed, we can bound the above-diagonal elements Di,j of the coupling matrix D by

Di,j = sup
x1:i−1∈{0,1}i−1

Qopt
i,x1:i−1

(X?
j 6= X??

j ) ≤ Bπ(i 6←→ j). (4.4)
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Observe that the below-diagonal and diagonal elements of D are known to be 0 and 1, respectively,

by definition of D in Section 3.1 of the manuscript.

II. Bounding the elements of the coupling matrix D. To bound the elements Di,j of the coupling

matrix D, we bound the probability on the right-hand side of (4.4). We do so by constructing a

graphical cover G? of the conditional independence graph G as follows:

1. Initialize G? by G, that is, G? is a graph with the same set of vertices and the same set of

edges as G.

2. For each pair of subpopulations Av and Aw such that Av ∩ Aw 6= ∅, add edges in G? between

each pair of edge variables in subgraphXAv∪Aw that is not connected in G.

By Proposition 1, an edge variable Xv (v ∈ V) corresponding to nodes i ∈ N and j ∈ N can only

be connected in G to other edge variables in the subgraph XHi∪Hj
, where we recall the definition

of the sets Hi (i ∈ N) to be

Hi = {j ∈ N \ {i} : {i, j} ⊂ Ak for some k = 1, . . . , K} .

Recall from Section 3.2 that GA is the subpopulation graph with set of vertices {A1, . . . ,AK} and

edges between subpopulations Av and Aw in GA if Av ∩ Aw 6= ∅, i.e., if subpopulations which

overlap are connected in GA. The graphical cover G? of G ensures:

• If dGA
(Av,Aw) = 1, then edge variables in XAv∪Aw have graph distance 1 in G?, by con-

struction.

• If dGA
(Av,Aw) = 2, then edge variables in XAv and edge variables in XAw \ XAv have

graph distance 2 in G?. Edges variables between nodes in Av and nodes in Aw \ Av have

graph distance∞ in G?.

• If dGA
(Av,Aw) = l ≥ 3, then edge variables inXAw and edge variables in

XAw \ (XAk
: dG(Av,Ak) = l − 1, k = 1, . . . , K)



42

have graph distance l in G?.

• For subpopulations Av and Aw with dGA
(Av,Aw) ≥ 3, edges variables in the subgraph

XAv ,Aw have degree 0 in G?, noting that, by Proposition 1, such edges variables have non-

overlapping neighborhoods and are therefore independent of all other edges variables. Hence,

they have graph distance∞ to all other edge variables in G?.

Since G? is a graphical cover of G,

Di,j ≤ Bπ(i 6←→ j in G) ≤ Bπ(i 6←→ j in G?),

because any path of disagreement i 6←→ j in G is a path of disagreement in G?. To bound Bπ(i 6←→

j in G?), define

Vi,l = {j ∈ V \ {i} : dG?(i, j) = l} , l = 1, . . . ,M.

In words, the set Vi,l ⊂ V is the set of vertices in G? with graph distance l from i in G?. To shortcut

paths of disagreement from i to j, we construct a second graphical cover G?i,j of the conditional

independence graph G? as follows:

• Initialize G?i,j by G?, i.e., G?i,j is a graph with the same set of vertices and the same set of

edges as G?.

• For each vertex v ∈ Vi,k−1 ⊂ V, if v and j are not connected in G?, then add an edge between

v and j in G?i,j .

As a result, any path of disagreement i 6←→ j in G?i,j must pass through nodes in Vi,k−1 when

dG?(i, j) = k. The graphical cover has the advantage that all paths of disagreements i 6←→ j in

G?i,j pass through vertices in Vi,k−1, so we can focus on paths involving vertices in Vi,1, . . . ,Vi,k−1.

Since G?i,j is a graphical cover of G? and G? in turn is a graphical cover of G, we obtain

Di,j ≤ Bπ(i 6←→ j in G) ≤ Bπ(i 6←→ j in G?) ≤ Bπ(i 6←→ j in G?i,j).
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We henceforth bound Bπ(i 6←→ j in G?i,j) under Assumptions A.1 and A.2.

Bounding Di,j under Assumption A.1. Define the function g : {1, 2, . . .} 7→ R+ by

g(l) = ω1 +
ω2

‖A‖2∞
log l, l ∈ {1, 2, . . . },

where ω1 > 0 and ω2 ≥ 0 satisfy

ω2 <
1

| log(1− π?)|
.

Here, π? ∈ (0, 1) is defined by

π? = max
1≤v≤M

max
x−v∈{0,1}M−1

P(Xv = 1 |X−v = x−v).

Lemma 2 shows that

πv ≤ π?, v ∈ {i+ 1, . . . ,M},

which implies that

Bπ(v is open) ≤ π? < 1, v ∈ {i+ 1, . . . ,M}.

Assumption A.1 assumes that, for all subpopulations Ak,

|{Aw ∈ {A1, . . . ,AK} : dGA
(Ak,Aw) = l}| ≤ g(l), l ∈ {1, 2, . . . },

implying that

|Vi,l| ≤ ‖A‖2∞ g(l) ≤ ‖A‖2∞ ω1 + ω2 log l, l ∈ {1, 2, . . . }.

We absorb ‖A‖2∞ into ω1, because ‖H‖∞ <∞ implies ‖A‖∞ <∞. For there to be a path of dis-

agreement i 6←→ j in G?i,j , there must be at least one open vertex in each of the sets Vi,1, . . . ,Vi,k−1

and j must be open; note that i is open with probability 1. The probability that there exists at least

one open vertex v ∈ Vi,l is bounded above by

1− (1− π?)|Vi,l| ≤ 1− (1− π?)ω1+ω2 log l, l ∈ {1, 2, . . . }.
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Since the events that vertices are open are independent under the Bernoulli product measure Bπ,

we obtain

Bπ(i 6←→ j in G?i,j) ≤ π?
k−1∏
l=1

[
1− (1− π?)ω1+ω2 log l

]
≤

[
1− (1− π?)ω1+ω2 log k

]k
,

using log l ≤ log k provided l ≤ k, along with π? ≤ 1− (1− π?)ω1+ω2 log k. We then write

1− (1− π?)ω1+ω2 log k = exp
(
log(1− (1− π?)ω1+ω2 log k)

)
≤ exp(−(1− π?)ω1+ω2 log k)

= exp(− exp(−(ω1 + ω2 log(k)) | log(1− π?)|))

= exp(− exp(−ω1 | log(1− π?)|) k−ω2 | log(1−π?)|),

using the inequality 1 − z = exp(log(1 − z)) ≤ exp(−z) provided z ∈ (0, 1). Let A =

exp(−ω1 | log(1− π?)|) ∈ (0, 1). Then

[
1− (1− π?)ω1+ω2 log k

]k ≤ [
exp(−Ak−ω2 | log(1−π?)|)

]k
= exp(−Ak1−ω2 | log(1−π?)|).

The probability of the event that vertex j is open is bounded above by π? ∈ (0, 1), so

Bπ(i 6←→ j in G?i,j) ≤ π? exp(−Ak1−ω2 | log(1−π?)|).

We hence obtain

Di,j ≤ Bπ(i 6←→ j in G?i,j) ≤ exp(−Ak1−ω2 | log(1−π?)|). (4.5)

Bounding Di,j under Assumption A.2. By Assumption A.2, the subpopulation graph GA is a tree,

which implies that there is a unique path between any two subpopulations. The fact that there is

a unique path between any two subpopulation simplifies bounds on the spectral norm |||D|||2 of

the coupling matrix D. To demonstrate, choose any two distinct vertices i ∈ V and j ∈ V of the

conditional independence graph G.
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• If dG?(i, j) = 1, then

Di,j ≤ Bπ(i 6←→ j in G?) ≤ π?,

because i is open with probability 1 and j is open with at most probability π?.

• If dG?(i, j) = 2, then by the construction of G?, there exist three subpopulations Av, Aw,

and Az such that i corresponds to an edge variable in XAv∪Aw and j corresponds to an edge

variable in XAw∪Az . Since dG?(i, j) = 2, i must be in the subgraph XAv∪Aw \XAw∪Az , and

j must be in the subgraph XAw∪Az \XAv∪Aw . Thus, the subgraph XAw of edge variables

separates i and j in G?, implying

Di,j ≤ Bπ(i 6←→ j in G?) ≤ π? (1− (1− π?)‖A‖2∞),

because each subpopulation has no more than ‖A‖∞ nodes, and hence each subgraph XAw

has no more than
(‖A‖∞

2

)
≤ ‖A‖2∞ edge variables. Here, we exploited the fact that each

vertex in the conditional independence graph G? is open with at most probability π?, and the

events that vertices are open are independent under the Bernoulli product measure Bπ.

• If dG?(i, j) = l ≥ 3, then we apply the same argument as in the case when dG?(i, j) = 2

iteratively to conclude that there exist l− 1 ≥ 2 subgraphsXAv of edge variables separating

i and j in G?, implying

Di,j ≤ Bπ(i 6←→ j in G?) ≤ π? (1− (1− π?)‖A‖2∞)l−1,

using the same argument as in the preceding case.

To conclude, we obtain the following bound on Di,j:

Di,j ≤ Bπ(i 6←→ j in G?) ≤ π? (1− (1− π?)‖A‖2∞)dG? (i,j)−1

≤ (1− (1− π?)‖A‖2∞)dG? (i,j),

(4.6)

using the fact that π? ≤ 1− (1− π?)‖A‖2∞ .
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III. Bounding the spectral norm |||D|||2 of the coupling matrix D. To bound the spectral norm

|||D|||2 of the coupling matrix D, we first use Hölder’s inequality to obtain

|||D|||2 ≤
√
|||D|||1 |||D|||∞,

and then bound the elements Di,j of D. To facilitate bounds on |||D|||2, we form a symmetric

M ×M matrix T by defining

T = D + D> − diag(D),

where D> is the M ×M transpose of D and diag(D) is the M ×M diagonal matrix with elements

D1,1, . . . ,DM,M on the main diagonal. By construction of T, the elements Ti,j of T are given by

Ti,j =



Di,j if i < j

Di,i if i = j

Dj,i if j < i

,

where Di,i = 1 by definition of Di,i (i = 1, . . . ,M ). Using the fact that Ti,j = max(Di,j, Dj,i)

(i, j = 1, . . . ,M ), we obtain

|||D|||1 = max
1≤j≤M

M∑
i=1

|Di,j| ≤ max
1≤j≤M

M∑
i=1

|Ti,j| = |||T|||1

and

|||D|||∞ = max
1≤i≤M

M∑
j=1

|Di,j| ≤ max
1≤i≤M

M∑
j=1

|Ti,j| = |||T|||∞.

In addition, we know that Ti,j = Tj,i (i, j = 1, . . . ,M ), which implies that

|||T|||1 = |||T>|||∞ = |||T|||∞.

As a consequence, we obtain

|||D|||2 ≤
√
|||D|||1 |||D|||∞ ≤

√
|||T|||1 |||T|||∞ = |||T|||∞,
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where |||T|||∞ can be bounded above by using (4.4):

|||T|||∞ = max
1≤i≤M

M∑
j=1

|Ti,j| ≤ 1 + max
1≤i≤M

M∑
j=1: j 6=i

Bπ(i 6←→ j).

We now apply the bounds on Bπ(i 6←→ j) derived in (4.5) and (4.6) under Assumptions A.1 and

A.2, respectively.

Bounding |||D|||2 under Assumption A.1: Using (4.5),

|||D|||2 ≤ 1 + max
1≤i≤M

M∑
j=1: j 6=i

Bπ(i 6←→ j)

≤ 1 +
∞∑
k=1

g(k) exp(−Ak1−ω2 | log(1−π?)|),

noting that the number of vertices j ∈ V at distance k to any given vertex i is bounded above by

g(k) = ω1+ω2 log(k). The inequality exp(z) ≥ zu / u! holds provided z > 0 and u ≥ 1, implying

exp(−z) ≤ u! / zu. So
∞∑
k=1

(ω1 + ω2 log(k)) exp
(
−Ak1−ω2 | log(1−π?)|)

≤
∞∑
k=1

(ω1 + ω2 log(k))
u!

Au kn(1−ω2 | log(1−π?)|)

≤
∞∑
k=1

(ω1 + ω2) k
u!

Au kn(1−ω2 | log(1−π?)|) ,

where the last inequality follows because ω1 > 0 and log k ≤ k provided k ≥ 1. By assumption,

ω2 ≥ 0 satisfies

ω2 <
1

| log(1− π?)|
and Lemma 2 implies π? < 1. Choose

u =

⌈
3

(1− ω2 | log(1− π?)|

⌉
> 0,

where d · e is the ceiling function. Then
∞∑
k=1

(ω1 + ω2) k
u!

An ku (1−ω2 | log(1−π?)|) ≤
∞∑
k=1

(ω1 + ω2) k
u!

Au k3

=
(ω1 + ω2)u!

Au

∞∑
k=1

1

k2
< ∞.
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Therefore, by the series comparison test,

∞∑
k=1

(ω1 + ω2 log(k)) exp(−Ak1−ω2 | log(1−π?)|) < ∞,

because the series is dominated by a convergent power series. Thus, we have shown that there

exists a universal constant 1 ≤ C <∞ such that |||D|||2 ≤ C under the assumptions of A.1.

Bounding |||D|||2 under Assumption A.2: Using (4.6),

|||D|||2 ≤ 1 + max
1≤i≤M

M∑
j=1: j 6=i

Bπ(i 6←→ j)

≤ 1 + max
1≤i≤M

M∑
j=1: j 6=i

(1− (1− π?)‖A‖2∞)dG? (i,j)

≤ 1 +
∞∑
k=1

‖A‖2∞ g(k) (1− (1− π?)‖A‖2∞)k.

Thus,

‖A‖2∞
∞∑
k=1

g(k) (1− (1− π?)2 ‖A‖2∞)k < ∞,

provided g(k) is subexponential in the sense that, for all ε > 0, however small, there exists k0(ε)

such that
log g(k)

k
≤ ε for all k > k0(ε).

This conclusion can be drawn based on the root test, which shows that

lim
k→∞

k
√
g(k) (1− (1− π?)‖A‖2∞)k

= lim
k→∞

exp

(
log g(k)

k
+ log(1− (1− π?)‖A‖2∞)

)
= (1− (1− π?)‖A‖2∞) < 1,

where we used the fact that ‖H‖∞ < ∞ implies ‖A‖∞ < ∞. Thus, we have shown that there

exists a universal constant 1 ≤ C <∞ such that |||D|||2 ≤ C under the assumptions of A.2.
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Auxiliary results

We prove Lemmas 1 and 2.

Lemma 1. The coupling constructed in Proposition 2 is a valid coupling of the conditional distri-

butions

P( · |X1:i−1 = x1:i−1, Xi = 0)

and

P( · |X1:i−1 = x1:i−1, Xi = 1),

where x1:i−1 ∈ {0, 1}i−1 (i ∈ V).

PROOF OF LEMMA 1. Proposition 2 constructs a coupling of the conditional distributions

Pi,x1:i−1,0 and Pi,x1:i−1,1 as follows:

1. Initialize V = {1, . . . , i}.

2. Check whether there exists a vertex j ∈ V \ V that is connected to a vertex v ∈ V which

satisfies X?
v 6= X??

v :

(a) If such a vertex j exists, pick the smallest such vertex, and let (X?
j , X

??
j ) be distributed

according to an optimal coupling of

P(Xj = · |XV = x?V) and P(Xj = · |XV = x??V ).

(b) If no such vertex j exists, select the smallest j ∈ V\V and let (X?
j , X

??
j ) be distributed

according to an optimal coupling of

P(Xj = · |XV = x?V) and P(Xj = · |XV = x??V ).

In both steps, an optimal coupling exists (Lindvall, 2002, Theorem 5.2, p. 19), but may not

be unique. However, any optimal coupling will do.
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3. Replace V by V ∪ {j} and repeat Step 2 until V \V = ∅.

Denote the resulting coupling distribution by Qopt
1,x1:i−1

. Let v1, . . . , vM−i be the vertices that are

added to V in iteration 1, . . . ,M−i of the above algorithm. By construction, Qopt
x1:i−1(x

?
i+1:M ,x

??
i+1:M)

factorizes as follows:

Qopt
x1:i−1(x

?
v1
, x??v1) ×

M−i∏
l=2

Qopt
x1:i−1

(x?vl , x
??
vl
|X?

v1,...,vl−1
= x?v1,...,vl−1

,X??
v1,...,vl−1

= x??v1,...,vl−1
).

Consider any l ∈ {1, . . . ,M − i}. Then∑
x?vl
∈{0,1}

Qopt
x1:i−1

(x?vl , x
??
vl
|X?

v1,...,vl−1
= x?v1,...,vl−1

,X??
v1,...,vl−1

= x??v1,...,vl−1
)

= P(Xvl = x??vl |X1:i−1 = x1:i−1, Xi = 1,Xv1,...,vl−1
= x??v1,...,vl−1

)

and ∑
x??vl
∈{0,1}

Qopt
x1:i−1

(x?vl , x
??
vl
|X?

v1,...,vl−1
= x?v1,...,vl−1

,X??
v1,...,vl−1

= x??v1,...,vl−1
)

= P(Xvl = x?vl |X1:i−1 = x1:i−1, Xi = 0,Xv1,...,vl−1
= x?v1,...,vl−1

),

owing to the fact that (X?
vl
, X??

vl
) is distributed according to the optimal coupling of the conditional

distributions

P(Xvl = · |X1:i−1 = x1:i−1, Xi = 0,Xv1,...,vl−1
= x?v1,...,vl−1

)

and

P(Xvl = · |X1:i−1 = x1:i−1, Xi = 1,Xv1,...,vl−1
= x??v1,...,vl−1

).

As a consequence, ∑
x?v1∈{0,1}

· · ·
∑

x?vM−i
∈{0,1}

Qopt
x1:i−1

(x?v1,...,vM−i
,x??i+1:M)

= P(Xi+1:M = x??1+i:M |X1:i−1 = x1:i−1, Xi = 1)

and ∑
x??v1∈{0,1}

· · ·
∑

xv??
M−i

∈{0,1}

Qopt
x1:i−1

(x?i+1:M , x
??
v1,...,vM−i

)

= P(Xi+1:M = x?1+i:M |X1:i−1 = x1:i−1, Xi = 0),
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so the coupling is indeed a valid coupling of the conditional distributions

P(Xi+1:M = · |X1:i−1 = x1:i−1, Xi = 0)

and

P(Xi+1:M = · |X1:i−1 = x1:i−1, Xi = 1).

Lemma 2. Let v ∈ {1, . . . ,M} and define

πv = ‖P( · |X−v = x−v)− P( · |X−v = x′−v)‖TV

and

π? = max
1≤v≤M

max
x−v∈{0,1}M−1

P(Xv = 1 |X−v = x−v) < 1.

Then

0 < πv ≤ π? < 1, v = 1, . . . ,M.

PROOF OF LEMMA 2. Consider any v ∈ {1, . . . ,M} and any (x−v,x
′
−v) ∈ {0, 1}M−1 ×

{0, 1}M−1. Define

a0 = P(Xv = 0 |X−v = x−v) and a1 = P(Xv = 1 |X−v = x−v)

b0 = P(Xv = 0 |X−v = x′−v) and b1 = P(Xv = 1 |X−v = x′−v).

Then the total variation distance between distributions P( · |X−v = x−v) and P( · |X−v = x′−v)

can be written as

πv =
1

2
(|a0 − b0|+ |a1 − b1|) =

1

2
(|(1− a1)− (1− b1)|+ |a1 − b1|)

= |a1 − b1| ≤ max(a1, b1).

Thus, for any v ∈ {1, . . . ,M} and (x−v,x
′
−v) ∈ {0, 1}M−1 × {0, 1}M−1, the total variation

distance can be bounded above as follows:

‖P( · |X−v = x−v)− P( · |X−v = x′−v)‖TV ≤ max(a1, b1) ≤ π? < 1,

where π? < 1 follows from the assumption that P is strictly positive.
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4.2.3 Establishing the scaling of Fisher information matrix

We establish the scaling of the Fisher information matrix I(θN) under Models 1–3. Auxiliary

results are proved in Section 4.2.3. Throughout,

Uk = Ak \
⋃

1≤l≤K: l 6=k
Al, k = 1, . . . , K

denotes the subset of nodes that is unique to subpopulation Ak (k = 1, . . . , K).

Lemma 3. Consider Models 1–3 and assume that ‖H‖∞ and |Uk| ≥ 3 (k = 1, . . . , K). Choose

any ε > 0 small enough so that

ΘN(ε)
def
= {θN ∈ Rp : ‖θN − θ?N‖∞ ≤ ε} ⊂ ΘN = Rp.

Then there exists a universal constant C > 0 such that

inf
θN ∈ΘN(ε)

p
√
| det(I(θN))| ≥ C Λ(N),

where

• Models 1–2: Λ(N) = N .

• Model 3: Λ(N) = N1−α (α ∈ [0, 1/2)).

PROOF OF LEMMA 3. Observe that Model 1 is a special case of Model 2 with θN+1 = 0, and

Model 2 is a special case of Model 3 with α = 0. We therefore prove the result for Model 3, and

highlight modifications needed to prove the result for Models 1–2 along the way.

Consider any ε > 0 such that ΘN(ε) ⊂ ΘN = Rp and any θN ∈ ΘN(ε). We first consider the

case N > 2 ‖H‖∞, and then discuss the case N ≤ 2 ‖H‖∞. Let

U = {i ∈ N : there exists k ∈ {1, . . . , K} such that i ∈ Uk}

and letX = (XV ,XR), where

V = {{i, j} ⊂ N : Hi ∩Hj 6= ∅ and {i, j} 6⊂ U}
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and

R = {{i, j} ⊂ N} \ V .

In words,R is the set of edge indices not contained in V . For any θN ∈ ΘN(ε), let

• PVθN be the marginal probability distribution ofXV , obtained by marginalizing the joint prob-

ability distribution ofX = (XV ,XR) with respect toXR;

• PRθN,xV be the conditional probability distribution ofXR givenXV = xV .

Lemma 4 shows PRθN,xV belongs to a minimal exponential family with natural parameter vector θN.

Denote by

• I(θN) the Fisher information matrix corresponding to PθN ;

• IR(θN) the expectation of the Fisher information matrix IRxV (θN) corresponding to PRθN,xV :

IR(θN) =
∑

xV∈{0,1}|V|
fVθN(xV) IRxV (θN),

where fVθN is the probability mass function corresponding to PVθN .

By Lemma 5, IR(θN) is positive definite and there exist a positive semidefinite matrix A(θN) ∈

Rp×p such that the Fisher information matrix I(θN) can be decomposed as follows:

I(θN) = IR(θN) +A(θN).

Since IR(θN) is positive definite andA(θN) is positive semidefinite,

det(I(θN)) = det(IR(θN) +A(θN)) ≥ det(IR(θN)).

To bound det(IR(θN)) from below, we invoke Lemma 6 to conclude that under Models 1–3 there

exists a matrixM (θN) ∈ Rp×p, a function Λ : {1, 2, . . .} 7→ R+, and constants C1 > 0 and C2 > 0

such that, for all N > 2 ‖H‖2∞,

IR(θN) = Λ(N) M (θN), θN ∈ ΘN(ε),
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where

Mi,i(θN) ≥ C1, i = 1, . . . , p

and

0 ≤ Mi,j(θN) ≤ C2 Λ(N)−1, i 6= j = 1, . . . , p.

Lemma 6 shows that:

• Models 1–2: Λ(N) = N .

• Model 3: Λ(N) = N1−α (α ∈ [0, 1/2)).

We can writeM(θN) as

M(θN) = D(θN) +B(θN) = D(θN) (I +D(θN)−1B(θN)), (4.7)

where

• D(θN) ∈ Rp×p is the diagonal matrix with diagonal elements

Di,i(θN) = Mi,i ≤ C1, i = 1, . . . , p.

• B(θN) ∈ Rp×p has diagonal elements

Bi,i(θN) = 0, i = 1, . . . , p,

and non-diagonal elements

Bi,j(θN) = Mi,j(θN) ≤ C2 Λ(N)−1, i 6= j = 1, . . . , p.

• I ∈ Rp×p denotes the p× p identity matrix.

It follows that

| det(M (θN))| = | det(D(θN))| | det(I +D(θN)−1B(θN))|,
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where det(M(θN)) ≥ 0, because IR(θN) is positive definite and so is M (θN). By virtue of

D(θN),

| det(D(θN))| ≥ Cp
1 ,

andD(θN)−1 is a diagonal matrix with diagonal elements

Di,i(θN)−1 =
1

Di,i(θN)
≤ 1

C1

,

because Di,i(θN) = Mi,i(θN) ≥ C1. To bound | det(I+D(θN)−1B(θN))| from below, we invoke

Theorem 1.1 (Equation 6) of Rump (2018). The theorem provides a lower bound on | det(I +

D(θN)−1B(θN))| provided

|[D(θN)−1B(θN)]i,j| < 1, i < j = 1, . . . , p.

The diagonal elements of the matrix D(θN)−1B(θN) vanish, because D(θN)−1 is a diagonal

matrix andB(θN) has zeros on the diagonal, while the off-diagonal elements are given by

[D(θN)−1B(θN)]i,j = Di,i(θN)−1Bi,j(θN) ≤ C2 Λ(N)−1

C1

.

Since Λ(N) is strictly increasing under Models 1–2 and Model 3 (α ∈ [0, 1/2)), there exists a

constant N0 > 0 such that, for all N ≥ N0,

C2 Λ(N)−1

C1

< 1.

We can hence invoke Theorem 1.1 (Equation 6) of Rump (2018) to conclude that

| det(I +D(θN)−1B(θN))| ≥ exp

(
trace(D(θN)−1B(θN))− ϑ2

2 (1− ϑ)

)
,

where

ϑ = max
i 6=j=1,...,p

|Di,j(θN)−1Bi,j(θN)| ≤ C2 Λ(N)−1

C1

< 1.

Since the diagonal elements of the matrixD(θN)−1B(θN) vanish,

trace(D(θN)−1B(θN)) = 0,
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implying the lower bound

| det(I +D(θN)−1B(θN))| ≥ exp

(
− ϑ2

2 (1− ϑ)

)

≥ exp

(
− C2

2 Λ(N)−2

2 (C2
1 − C1C2 Λ(N)−1)

)

= exp

(
− C2

2

2C2
1Λ(N)2 − 2C1C2Λ(N)

)

≥ exp

(
− C2

2

2C2
1

)
> 0.

using the fact that Λ(N) ≥ 1 under Models 1–3. Thus, there exists a constant C3 > 0 such that

det(I(θN)) = det(IR(θN) +A(θN)) ≥ det(IR(θN))

= det(Λ(N) M (θN)) = Λ(N)p det(M (θN))

= Λ(N)p | det(D(θN))| | det(I +D(θN)−1B(θN))|

≥ C3 Λ(N)p

Cp
1

> 0,

where

C3 = exp

(
− C2

2

2C2
1

)
> 0.

Upon taking the p-th root, we obtain

p
√

det(I(θN)) ≥ C
1/p
3 Λ(N)

C1

.

If 0 < C3 < 1, then

p
√

det(I(θN)) ≥ C
1/p
3 Λ(N)

C1

≥ C3 Λ(N)

C1

,

whereas C3 ≥ 1 implies that

p
√

det(I(θN)) ≥ C
1/p
3 Λ(N)

C1

≥ Λ(N)

C1

.

Thus,

inf
θN∈ΘN(ε)

p
√

det(I(θN)) ≥ C Λ(N), (4.8)
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where C = min(1, C3) /C1 > 0 for N > 2 ‖H‖∞.

The caseN ≤ 2 ‖H‖∞ is trivial, because det(I(θN)) > 0 as the exponential family is minimal,

and the number of nodes N ∈ {1, . . . , 2 ‖H‖∞} is finite.

As a consequence, there exists a universal constant C > 0 such that, for all N ≥ 1,

inf
θN∈ΘN(ε)

p
√

det(I(θN)) ≥ C Λ(N).

Auxiliary results

We prove auxiliary results. Throughout, let P be the distribution governing the random graph X

with density function f : X 7→ R+, and let

U = {i ∈ N : there exists k ∈ {1, . . . , K} such that i ∈ Uk}.

Lemma 4. LetX = (XR,XV), where

V = {{i, j} ⊂ N : Hi ∩Hj 6= ∅ and {i, j} 6⊂ U} ,

andR = {{i, j} ⊂ N}\V . Let PRθN,xV be the conditional distribution ofXR givenXV = xV with

conditional density function fRθN,xV . Then we can write fRθN,xV as

fRθN,xV (xR) =
exp(〈θN, h(xR,xV))〉)∑
x′R∈{0,1}|R|

〈θN, h(x′R,xV)〉
,

with

hi(xR,xV) =
∑

{v,w}∈R : i∈{v,w}

xv,w, i ∈ N,

for Models 1–3, and hN+1(xR,xV) = sN+1(x) for Models 2–3, and PRθN,xV is a minimal exponen-

tial family with natural parameter vector θN.

PROOF OF LEMMA 4. Note that the minimal sufficient statistics si(x) (i ∈ N) of Models 1–3

can be written as

si(x) =
∑

j∈N\{i}

xi,j, i ∈ N.



58

We can then decompose the sufficient statistics si(x) (i ∈ N) by

si(x) =
∑

{v,w}∈R : i∈{v,w}

xv,w +
∑

{v,w}∈V : i∈{v,w}

xv,w.

Let

u(x) = (ui,j(x), {i, j} ∈ R) with ui,j(x) = xi,j,

and

v(x) = (vi,j(x), {i, j} ∈ V) with vi(x) = xi,j.

The inner product 〈θN, s(x)〉 for Model 1 can then be written as∑
{i,j}∈R

ηi,j(θN)ui,j(x) +
∑
{i,j}∈V

ηi,j(θN) vi,j(x), (4.9)

where ηi,j(θN) = θi + θj . This forms a non-minimal exponential family with sufficient statistics

ui,j(x) ({i, j} ⊂ R) and vi,j(x) ({i, j} ⊂ V). Models 2–3 build on Model 1 by adding the

additional term θN+1 sN+1(x) to (4.9). Conditioning onXV is the same as conditioning on v(X),

as v(X) = (Xi,j, {i, j} ∈ V). By Lemma 2.7.2 of Lehmann and Romano (2005) (p. 48), the

conditional distribution of u(X) given v(X) = v(x) is an exponential family with sufficient

statistics ui,j(x) = xi,j ({i, j} ∈ R) and natural parameters ηi,j = θi + θj ({i, j} ∈ R) when

the conditional distribution is derived from Model 1. When derived from Models 2–3, we add

an additional sufficient statistic equal to sN+1(x) with natural parameter θN+1. We can reduce to

a minimal exponential family (Brown, 1986, Theorem 1.9, p. 13), where the minimal sufficient

statistics are given by

hi(xR,xV) =
∑

{v,w}∈R : i∈{v,w}

xv,w, i ∈ N,

with corresponding natural parameters θi (i ∈ N) for Model 1, where we add the additional suf-

ficient statistic hN+1(xR,xV) = sN+1(x) with natural parameter θN+1 for Models 2–3. We then

write fRθN,xV as

fRθN,xV (xR) =
exp(〈θN, h(xR,xV))〉)∑
x′R∈{0,1}|R|

〈θN, h(x′R,xV)〉
.
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Thus, PRθN,xV is a minimal exponential family with natural parameter vector θN ∈ Rp.

Lemma 5. Consider the setup and proof of Lemma 3. Fix θN ∈ Rp, and let PθN , PVθN , and

PRθN,xV be the probability distributions defined in step 2 of the proof of Lemma 3, and let I(θN)

and IR(θN) be the p × p matrices defined in step 2 of the proof of Lemma 3. Then there exists a

positive semidefinite matrixA(θN) ∈ Rp×p such that

I(θN) = IR(θN) +A(θN),

and IR(θN) is positive definite.

PROOF OF LEMMA 5. In exponential families, the Fisher information matrix I(θN) = VθN s(X),

where VθN s(X) is the variance-covariance matrix of the sufficient statistic vector s(X) under PθN ,

which follows from the definition of the Fisher information matrix, and Lemma 5.3 (p. 146) and

Corollary 2.3 (p. 36) of Brown (1986). Therefore,

Ii,j(θN) = CθN(si(X), sj(X)), i, j = 1, . . . , p,

where CθN(si(X), sj(X)) is the covariance of si(X) and sj(X) under PθN . By the law of total

covariance,

CθN(si(X), sj(X)) = EVθN [CRθN,XV (si(X), sj(X))]

+ CVθN(ERθN,XV si(X), ERθN,XV sj(X)),

where the covariance and expectation operators corresponding to probability distributions PθN ,

PVθN , and PRθN,xV are given by

• CθN and EθN for PθN ;

• CVθN and EVθN for PVθN ;

• CRθN,xV and ERθN,xV for PRθN,xV .

We have

IRi,j(θN) = EVθN [CRθN,XV (si(X), sj(X))], i, j = 1, . . . , p.
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To see this, note that the covariance of a constant with anything else is equal to 0. Therefore, for

{i, j} ⊂ N, expanding the covariance as a sum shows that, for any xV ∈ {0, 1}|V|,

CRθN,xV (si(X), sj(X)) =
∑

{v1,v2}⊂N\{i,j}

CRθN,xV (xi,v1 , xj,v2)

=
∑

{v1,v2}∈R : i∈{v1,v2}

CRθN,xV (xi,v1 , xj,v2)

= CRθN,xV (hi(XR,xV), hj(XR,xV)),

recalling from the proof of Lemma 5 that

hi(xR,xV) =
∑

{v,w}∈R : i∈{v,w}

xi,j, i ∈ N

are minimal sufficient statistics of PRθN,xV . When PRθN,xV is derived from Models 2–3, PRθN,xV has

the additional minimal sufficient statistic hN+1(xR,xV) = sN+1(x), in which case

CRθN,xV (si(X), sN+1(X)) = CRθN,xV (hi(XR,xV), hN+1(XR,xV)).

We have thus verified that

IRi,j(θN) = EVθN [CRθN,XV (si(X), sj(X))], i, j = 1, . . . , p,

and we can write

I(θN) = IR(θN) + CVθN ERθN,XV [s(X)].

Take A = CVθN ERθN,XV [s(X)]; A is positive semidefinite, because covariance matrices are by

definition positive semidefinite. Finally, IR(θN) is positive definite, because PRθN,xV is a minimal

exponential family by Lemma 5 for all xV ∈ {0, 1}|V|, and because the convex combination of

positive definite matrices is positive definite, where EVθN [CRθN,XV s(X)] is a convex combination of

positive definite matrices CRθN,xV s(X) (xV ∈ {0, 1}|V|).

Lemma 6. Consider Models 1–3 and the assumptions of Lemma 3. Let IR(θN) (θN ∈ Rp) be as

defined in steps 1 and 2 of the proof of Lemma 3. Assume that N ≥ 2 ‖H‖2∞. Then, given any
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ε > 0 such that ΘN(ε) ⊂ ΘN, there exist a function Λ : {1, 2, . . .} 7→ R+, constants C1 > 0 and

C2 > 0, and a positive definite matrixM(θN) ∈ Rp×p such that, for each θN ∈ ΘN(ε),

IR(θN) = Λ(N) M(θN),

where the diagonal elements ofM (θN) satisfy

Mi,i(θN) ≥ C1, i = 1, . . . , p,

and the off-diagonal elements ofM (θN) satisfy

0 ≤ Mi,j(θN) ≤ C2 Λ(N)−1, i 6= j = 1, . . . , p,

where

• Models 1–2: Λ(N) = N .

• Model 3: Λ(N) = N1−α (α ∈ [0, 1/2)).

PROOF OF LEMMA 6. Let ε > 0 be given such that ΘN(ε) ⊆ ΘN, and let θN ∈ ΘN(ε) ⊂ Rp

be fixed throughout the proof. Denote by VRθN,xV the variance operator under PRθN,xV and CRθN,xV
the covariance operator under PRθN,xV . Recall XV is the subset of edge variables Xi,j with indices

{i, j} in

V = {{i, j} ⊂ N : Hi ∩Hj 6= ∅ and {i, j} 6⊂ U} .

From Lemma 9, conditional onXV ,

XUk,Ul
⊥⊥ XUr,Ul

|XV , {k, l} 6= {r, t} ⊆ {1, . . . , K}.

IR(θN) is given by

IR(θN) = EVθN CRθN,XV [s(X)],

where EVθN is the expectation operator under PVθN . The existence of the matrix M (θN) ∈ Rp×p

satisfying IR(θN) = Λ(N)M (θN) follows trivially, as we can always factor out a constant from

a matrix.
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In the following, we proceed step by step, first verifying the lower bound on the diagonal

elements of M (θN) and the Λ(N) functions for Models 1–3, and then verify the upper bound on

the off-diagonal elements ofM(θN).

Bounding the diagonal elements ofM(θN). The diagonal elements of IR(θN) are given by

IRi,i(θN) = EVθN VRθN,XV [si(X)], i = 1, . . . , p.

Let xV ∈ {0, 1}|V| be fixed. We then consider two cases: (1) VRθN,xV si(X) (i ∈ N) and (2)

VRθN,xV sN+1(X). We consider worst-case bounds in both cases, under Models 1–3. Each sufficient

statistic si(x) (i = 1, . . . , N + 1) are sums of non-decreasing functions of the number of edges in

x. Edge variables xi,j cannot decrease by adding edges to the graph, and indicator functions

bi,j(x) = xi,j 1

 ∑
h∈Hi∩Hj

xi,h xj,h > 0


cannot decrease by adding edges to the graph. Hence by the FKG inequality (Fortuin et al., 1971),

CRθN,xV (Xi,j, Xv,w) ≥ 0 and CRθN,xV (Xi,j, bv,w(X)) ≥ 0, for all {i, j} ⊂ N and {v, w} ⊂ N. As a

result,

VRθN,xV si(X) ≥
∑

j∈N\{i}

VRθN,xV Xi,j, i ∈ N,

and

VRθN,xV sN+1(X) ≥
∑
{i,j}⊂N

VRθN,xV bi,j(X).

We now proceed case by case.

1. Given i ∈ N,

VRθN,xV si(X) ≥
∑

j∈N\{i}

VRθN,xV Xi,j.

The variance of an indicator random variable is

VRθN,xV Xi,j = PRθN,xV (Xi,j = 1)− PRθN,xV (Xi,j = 1)2.

Applying Lemma 8, there exist Li,j(θN) ∈ (0, 1) and Ui,j(θN) ∈ (0, 1) satisfying

Li,j(θN) ≤ PθN(Xi,j = 1 |X−{i,j} = x−{i,j}) ≤ Ui,j(θN),
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for all x−{i,j} ∈ {0, 1}(
N
2 )−1. As a result,

Li,j(θN) ≤ PRθN,xV (Xi,j = 1) ≤ Ui,j(θN),

for all xV ∈ {0, 1}|V|. By Lemma 7, the variance of binary random variables is symmetric

about its maximizer at 1/2, implying

VRθN,xV Xi,j ≥ min {Ui,j(θN) (1− Ui,j(θN)), Li,j(θN) (1− Li,j(θN))} .

for all xV ∈ {0, 1}|V|. We next consider the number of pairs {i, j} (j ∈ N \ {i}) satisfying

VRθN,xV Xi,j > 0. This number excludes pairs {i, j} ∈ V , because, for {i, j} ∈ V ,

VRθN,xV Xi,j = VRθN,xV xi,j = 0.

If {i, j} ∈ V , then Hi∩Hj 6= ∅. Given i ∈ N, the number of j ∈ N\{i}with Hi∩Hj 6= ∅ is

bounded above by ‖H‖2∞, because i shares subpopulation memberships with no more than

‖H‖∞ other nodes, each of which shares subpopulation memberships with no more than

‖H‖∞ other nodes. The number of j ∈ N \ {i} satisfying VRθN,xV Xi,j > 0 is therefore at

leastN−(‖H‖2∞+1). We requireN > ‖H‖2∞+1, which using the inequalityN−1 ≤ N / 2,

implies the condition N ≥ 2 ‖H‖2∞. Thus, there exists A1 = 1 / (‖H‖∞ + 2) > 0 such that

N − (‖H‖2∞ + 1) ≥ N / (‖H‖∞ + 2)

so that

VRθN,xV si(X) ≥ A1A(θN)N,

taking Ai,j(θN) = min {Ui,j(θN)(1− Ui,j(θN)), Li,j(θN)(1− Li,j(θN))}. From Lemma 8,

the Li,j(θN) and Ui,j(θN) for Models 1–2 are fixed for all pairs {i, j} ⊂ N, all N , and are

continuous functions of θN. Let A(θN) ≡ Ai,j(θN). There exists a C > 0 given by

C = A1 inf
θN∈ΘN(ε)

A(θN).

such that

VRθN,xV si(X) ≥ C N.
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By Lemma 8, Model 3 satisfies

Li,j(θN) ≥ A(θN)N−α and Ui,j(θN) ≥ A(θN)N−α,

for known α ∈ [0, 1/2). Let A3(θN) = A(θN) (1− A(θN)) > 0. Then there exists a C > 0

given by

C = A1 inf
θN∈ΘN(ε)

A3(θN)

such that

VRθN,xV si(X) ≥ C N1−α.

where we used the lower bound 1− A(θN)N−α ≥ 1− A(θN) to lower bound 1− Ui,j(θN)

and 1− Li,j(θN).

2. Write the lower bound

VRθN,xV sN+1(X) ≥
∑
{i,j}⊂N

VRθN,xV bi,j(X).

We lower bound the number of pairs {i, j} ⊂ N satisfying

VRθN,xV bi,j(X) > 0.

Given a subpopulation Ak, we have assumed that there exists at least 3 nodes in Ak which

belong to no other subpopulation, i.e., |Uk| ≥ 3 (k = 1, . . . , K). Thus there exists {i, j} ⊂

Ak and h ∈ Ak \ {i, j} such that

xi,j 1 (xi,h xj,h = 1) ≤ bi,j(x) ≤ xi,j,

holds for all xV ∈ {0, 1}|V|. As a result,

PRθN,xV (Xi,j 1 (Xi,hXj,h > 0) = 1) ≤ PRθN,xV (bi,j(X) = 1)

≤ PRθN,xV (Xi,j = 1).

Thus, there are at least three pairs {i, j} ⊂ Ak for each k = 1, . . . , K which satisfy

VRθN,xV bi,j(X) > 0. Strict positivity follows by applying Lemma 8 to obtain the bounds

Li,j(θN)3 ≤ PRθN,xV (Xi,j 1 (Xi,hXj,h > 0) = 1)
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and

PRθN,xV (Xi,j = 1) ≤ Ui,j(θN),

where Li,j ∈ (0, 1) and Ui,j ∈ (0, 1). By Lemma 7,

VRθN,xV bi,j(X) ≥ A4(θN) > 0,

where

A4(θN) = min {Li,j(θN)3 (1− Li,j(θN)3), Ui,j(θN) (1− Ui,j(θN))} .

The quantity A4(θN) > 0 is independent of N . Lemma 8 shows that for Models 1–2, but an

additional remark is in order for Model 3. By Lemma 8, Li,j(θN) and Ui,j(θN) are a function

ofN under Model 3 only for pairs {i, j} ⊂ N satisfying Hi∩Hj = ∅. Such pairs {i, j} have

bi,j(X) = 0 almost surely, and so any pair {i, j} with VRθN,xV bi,j(X) > 0 must correspond

to a pair with Hi ∩ Hj 6= ∅, for which Li,j(θN) and Ui,j(θN) do not depend on N under

Model 3. As a result, there exists for all Models 1–3 a C > 0 given by

C =
1

‖A‖∞
inf

θN∈ΘN(ε)
A(θN)

such that

VRθN,xV sN+1(X) ≥ C N,

where we used the inequality K ≥ N / ‖A‖∞.

Establishing Λ(N) for Models 1–3. For Models 1–2, we have shown that, for a given ε > 0,

there exists C > 0 such that

VRθN,xV si(X) ≥ C N, i = 1, . . . , N + 1,

for θN ∈ ΘN(ε). So Λ(N) = N under Models 1–2.

For Model 3 with known α ∈ [0, 1/2), we have shown that, for a given ε > 0, there exists

C > 0 such that

VRθN,xV si(X) ≥ C N1−α, i = 1, . . . , N,
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and

VRθN,xV sN+1(X) ≥ C N,

for θN ∈ ΘN(ε). So Λ(N) = N1−α (α ∈ [0, 1/2)) under Model 3.

Bounding the off-diagonal elements of M . The off-diagonal elements of IR(θN) (i 6= j =

1, . . . , p) are given by

IRi,j(θN) =
∑

xV∈{0,1}|V|
fVθN(xV)CRθN,xV (si(X), sj(X)).

Fix xV ∈ {0, 1}|V|, and consider CRθN,xV (si(X), sj(X)); we prove the result for arbitrary xV . We

then have two consider covariances:

1. CRθN,xV (si(X), sj(X)), {i, j} ⊂ N.

2. CRθN,xV (si(X), sN+1(X)), i ∈ N.

We consider worst-case bounds in both cases, under Models 1–3.

1. Write

CRθN,xV (si(X), sj(X)) =
∑

v1∈N\{i}

∑
v2∈N\{j}

CRθN,xV (Xi,v1 , Xj,v2).

We have the following scenarios for edges Xi,v1 and Xj,v2:

(a) v1 = j and v2 = i in which case

CRθN,xV (Xi,j, Xj,i) = VRθN,xV Xi,j ≥ 0.

(b) i ∈ Uk and v1 ∈ Ul (some k 6= l) and/or j ∈ Uk and v2 ∈ Ul (some k 6= l), in which

case

CRθN,xV (Xi,v1 , Xj,v2) = 0,

owing to the independence of edges Xi,v1 satisfying i ∈ Uk and v1 ∈ Ul (some k 6= l)

by Proposition 1.
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(c) {i, v1} ⊂ Uk and {j, v2} ⊂ Ul (some k 6= l). By Lemma 9, XUk,Uk
⊥⊥ XUl,Ul

|XV ,

implying that edges Xi,v1 and Xj,v2 are independent. Thus,

CRθN,xV (Xi,v1 , Xj,v2) = 0.

(d) {i, v1, j, v2} ⊂ Uk (some k = 1, . . . , K), in which case

CRθN,xV (Xi,v1 , Xj,v2) ≥ 0,

where the non-negativity follows from the FKG inequality Fortuin et al. (1971), noting

that bothXi,v1 andXj,v2 are monotone non-decreasing functions in the number of edges

inX .

In cases (b) and (c), CRθN,xV (Xi,v1 , Xj,v2) = 0. We therefore consider cases (a) and (d). Case

(a) happens for only one pair {v1, v2} = {j, i}. Case (d) happens for subsets {i, v1, j, v2} ⊂

Uk, the number of which is upper bounded by |Uk|4 / 24 ≤ ‖A‖4∞ / 24, which is bounded

above because ‖A‖∞ < ∞. Computing the covariance of two binary random variables, we

obtain the upper bound

CRθN,xV (Xi,v1 , Xj,v2) ≤ ERθN,xV [Xi,v1 Xj,v2 ] ≤ 1.

For all {i, j} ⊂ N, the number of CRθN,xV (Xi,v1 , Xj,v2) (v1 ∈ N \ {i}, v2 ∈ N \ {j}) which

are non-zero is therefore bounded above by ‖A‖4∞, and since CRθN,xV (Xi,v1 , Xj,v2) ≤ 1,

CRθN,xV (si(X), sj(X)) ≤ ‖A‖4∞,

where the upper bound is fixed and finite.

2. Write

CRθN,xV (si(X), sN+1(X)) =
∑

j∈N\{i}

∑
{v,w}⊂N

CRθN,xV (Xi,j, bv,w(X)),

where we recall that

bv,w(x) = xv,w 1

( ∑
h∈Hv∩Hw

xv,h xw,h > 0

)
.

For each bv,w ({v, w} ⊂ N), we have three scenarios:
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(a) Hv ∩Hw = ∅, in which case bv,w(X) = 0 almost surely, and

CRθN,xV (Xi,j, bv,w(X)) = 0.

(b) Hv ∩ Hw 6= ∅, but v ∈ Uk and w ∈ Ul (some k 6= l), in which case X{v,w},Hv∩Hw

contains only edges in XV , and is therefore almost surely constant conditional on

XV = xV . In such cases,

CRθN,xV (Xi,j, bv,w(X)) ≤ CRθN,xV (Xi,j, Xv,w).

From Proposition 1,Xi,j is independent of all other edge variables whenever Hi∩Hj =

∅, implying bi,j(X) = 0 almost surely. Thus,

CRθN,xV (Xi,j, Xv,w) = 0,

for all {i, j} ⊂ N satisfying Hi ∩Hj = ∅.

(c) Hv ∩Hw 6= ∅, and {v, w} ⊂ Uk (for some k = 1, . . . , K), in which case Hv ∩Hw =

Ak, implying X{v,w},Hv∩Hw = X{v,w},Ak
contains some edges in XAk

, of which those

in XR are contained in the subgraph XUk,Uk
. As XUk,Uk

is independent of all other

subgraphsXUl,Ut ({l, t} 6= {k, k}), we have

CRθN,xV (Xi,j, bv,w(X)) = 0

for all {i, j} 6⊂ Uk, and

CRθN,xV (Xi,j, bv,w(X)) ≥ 0,

for all {i, j} ⊂ Uk.

Only scenarios (b) and (c) have CRθN,xV (Xi,j, bv,w(X)) not necessarily equal to 0. In scenario

(b), the number of pairs {i, j} (j ∈ N\{i}), given i ∈ N, satisfying Hi∩Hj 6= ∅ is bounded

above by ‖H‖2∞, because i shares subpopulation membership with no more than ‖H‖∞ other

nodes, which each in turn share subpopulation membership with no more than ‖H‖∞ other
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nodes. In scenario (c), we require that {i, j, v, w} ⊆ Uk, the number of which, as shown

above, is bounded above by ‖A‖4∞ / 24, noting that XUk
⊥⊥ XUl,Ur |XV for {l, r} 6= {k}.

Therefore,

CRθN,xV (si(X), sN+1(X)) ≤ max{‖H‖2∞, ‖A‖4∞}, i ∈ N,

using again the fact that the covariance of indicator random variables is bounded above by

1. Since xV ∈ {0, 1}|V| was arbitrary, the above holds for all xV ∈ {0, 1}|V|. As a result, the

off-diagonal elements of IR(θN) satisfy

0 ≤ IR,i,j(θN) ≤ C2, i < j = 1, . . . , p,

where C2 > 0. Factoring out Λ(N), the off-diagonal elements ofM(θN) satisfy

0 ≤ Mi,j(θN) ≤ C2 Λ(N)−1, i < j = 1, . . . , p.

Conclusion. We have thus shown that, for each model and all ε > 0, there exist a function

Λ : {1, 2, . . .} 7→ R+ of the number of nodes N , constants C1 > 0 and C2 > 0, and a positive

definite matrixM (θN) ∈ Rp×p for each θN ∈ ΘN(ε) such that

IR(θN) = Λ(N) M(θN),

where the diagonal elements ofM (θN) satisfy

Mi,i(θN) ≥ C1, i = 1, . . . , p,

and the off-diagonal elements ofM(θN) satisfy

0 ≤ Mi,j(θN) ≤ C2 Λ(N)−1, i 6= j = 1, . . . , p.

As a consequence,

• Models 1–2: Λ(N) = N .
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• Model 3: Λ(N) = N1−α (α ∈ [0, 1/2)).

Lemma 7. Consider a random variable X ∈ {0, 1} with π
def
= P(X = 1). Then the variance of

X ∈ {0, 1} as a function of π is symmetric about 1/2.

PROOF OF LEMMA 7. The variance of random variable X ∈ {0, 1} is v(π) = π (1 − π).

Consider deviations δ ∈ [0, 1/2] from the midpoint 1/2 of the interval [0, 1]:

v(1/2 + δ) = (1/2 + δ) (1− 1/2− δ) = (1/2 + δ) (1/2− δ)

and

v(1/2− δ) = (1/2− δ) (1− 1/2 + δ) = (1/2− δ) (1/2 + δ).

Since

v(1/2 + δ) = v(1/2− δ) for all δ ∈ [0, 1/2],

the variance of random variable X ∈ {0, 1} is symmetric about 1/2.

Lemma 8. Consider Models 1–3. There exist Li,j : RN+1 7→ (0, 1) and Ui,j : RN+1 7→ (0, 1) for

each model such that the conditional edge probabilities satisfy

Li,j(θ
?
N) ≤ P(Xi,j = 1 |X−{i,j} = x−{i,j}) ≤ Ui,j(θ

?
N),

for all x−{i,j} ∈ {0, 1}M−1. The Li,j(θ?N) and Ui,j(θ?N) in each of the models are given by:

1. Model 1: Let θ?N ∈ RN . Then

Li,j(θ
?
N) =

1

1 + exp(2 ‖θ?N‖∞)
and Ui,j(θ

?
N) =

1

1 + exp(−2 ‖θ?N‖∞)
.

2. Models 2: Let θ?N ∈ RN+1. Then

Li,j(θ
?
N) =

1

1 + exp(2 ‖θ?N‖∞ + |θ?1+N | ‖s‖Lip)

and

Ui,j(θ
?
N) =

1

1 + exp(−2 ‖θ?N‖∞ − |θ?N+1| ‖s‖Lip)
.
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3. Model 3: Let θ?N ∈ RN+1 and let α ∈ [0, 1/2). For {i, j} ⊂ N satisfying Hi ∩ Hj 6= ∅,

Li,j(θ
?
N) and Ui,j(θ?N) are the same as in Model 2; for {i, j} ⊂ N satisfying Hi ∩Hj = ∅,

Li,j(θ
?
N) =

1

1 + exp(2 ‖θ?N‖∞ + |θ?1+N | ‖s‖Lip)Nα

and

Ui,j(θ
?
N) =

1

1 + exp(−2 ‖θ?N‖∞ + |θ?1+N | ‖s‖Lip)Nα
.

PROOF OF LEMMA 8. Models 1–3 are minimal exponential-family models with strictly posi-

tive probability density functions. As such, the full conditional distribution

P(Xi,j = 1 |X−{i,j} = x−{i,j})

can be computed directly using Bayes’ rule:

P(Xi,j = 1 |X−{i,j} = x−{i,j}) =
P(Xi,j = 1,X−{i,j} = x−{i,j})∑

xi,j∈{0,1} P(Xi,j = xi,j,X−{i,j} = x−{i,j})
.

We evaluate the right-hand side for each model.

Model 1: Under independence of the edge variables,

P(Xi,j = 1,X−{i,j} = x−{i,j}) = P(Xi,j = 1) P(X−{i,j} = x−{i,j}),

which simplifies the conditional probability calculation to evaluating

P(Xi,j = 1,X−{i,j} = x−{i,j})∑
xi,j∈{0,1} P(Xi,j = xi,j,X−{i,j} = x−{i,j})

=
P(Xi,j = 1)∑

xi,j∈{0,1} P(Xi,j = xi,j)
,

where

P(Xi,j = 1)∑
xi,j∈{0,1} P(Xi,j = xi,j)

=
exp(θ?i + θ?j )

1 + exp(θ?i + θ?j )
=

1

1 + exp(−(θ?i + θ?j ))
.

To obtain a lower and upper bound for all pairs {i, j} ⊂ N, we take

Li,j(θ
?
N) =

1

1 + exp(2 ‖θ?N‖∞)
and Ui,j(θ

?
N) =

1

1 + exp(−2 ‖θ?N‖∞)
,

for all {i, j} ⊂ N.
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Model 2: Consider
P(Xi,j = 1,X−{i,j} = x−{i,j})∑

xi,j∈{0,1} P(Xi,j = xi,j,X−{i,j} = x−{i,j})
,

which may be written as

exp(〈θ?N, s(xi,j = 1,x−{i,j})〉)
exp(〈θ?N, s(xi,j = 0,x−{i,j})〉) + exp(〈θ?N, s(xi,j = 1,x−{i,j})〉)

.

Dividing the denominator by the numerator, we obtain

1

1 + exp(〈θ?N, s(xi,j = 0,x−{i,j})− s(xi,j = 1,x−{i,j}))
.

We compute the bounds by using the following bound

|〈θ?N, s(xi,j = 0,x−{i,j})− s(xi,j = 1,x−{i,j})〉| ≤ |θ?i + θ?j |+ |θ?N+1| ‖s‖Lip,

which yields

Li,j(θ
?
N) =

1

1 + exp(2 ‖θ?N‖∞ + |θ?N+1| ‖s‖Lip)

and

Ui,j(θ
?
N) =

1

1 + exp(2 ‖θ?N‖∞ + |θ?N+1| ‖s‖Lip)
,

for all pairs {i, j} ⊂ N.

Model 3: Pairs {i, j} ⊂ N satisfying Hi∩Hj 6= ∅ have the same Li,j(θ?N) and Ui,j(θ?N) derived for

Model 2. The change in reference measure inducing sparsity into the subgraphs of edges between

pairs {i, j} ⊂ N satisfying Hi ∩Hj = ∅ requires further consideration. Recall

a(x) =
∏
{i,j}⊂N

N−αxi,j 1(Hi∩Hj=∅),

Write
exp(〈θ?N, s(xi,j = 1,x−{i,j})〉)N−α

exp(〈θ?N, s(xi,j = 0,x−{i,j})〉) + exp(〈θ?N, s(xi,j = 1,x−{i,j})〉)N−α

for {i, j} satisfying Hi ∩Hj = ∅. Upon dividing the denominator by the numerator, we obtain

1

1 + exp(〈θ?N, s(xi,j = 0,x−{i,j})− s(xi,j = 1,x−{i,j})〉)Nα
.
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Using the bound

|〈θ?N, s(xi,j = 0,x−{i,j})− s(xi,j = 1,x−{i,j})〉| ≤ |θ?i + θ?j |+ |θ?N+1| ‖s‖Lip,

yields

Li,j(θ
?
N) =

1

1 + exp(2 ‖θ?N‖∞ + |θ?N+1| ‖s‖Lip)Nα

and

Ui,j(θ
?
N) =

1

1 + exp(−2 ‖θ?N‖∞ − |θ?N+1| ‖s‖Lip)Nα
.

Lemma 9. Consider a random graph satisfying the neighborhood intersection property defined in

Definition 1 in Section 2.5. Then for all k = 1, . . . , K and l = k, . . . , K,

XUk,Ul
⊥⊥ XUr,Ut | (XUk,Vk , XVk,Vk , XUl,Vl , XVl,Vl)

holds for all {r, t} ⊂ {1, . . . K} such that {r, t} 6= {k, l}.

PROOF OF LEMMA 9. Define

Uk = Ak \ (A1 ∪ · · · ∪Ak−1 ∪Ak+1 ∪ · · · ∪AK), k = 1, . . . , K,

and

Vk = Ak \ Uk, k = 1, . . . , K.

Given any k = 1, . . . , K, pairs {i, j} ⊂ Uk will have Hi ∪Hj = Ak. The local Markov property

from Proposition 1 stated that

Xi,j ⊥⊥ X \ (Xi,j,XHi∪Hj
) |XHi∪Hj

, {i, j} ⊂ N. (4.10)

We can then apply the intersection property for conditional independence together with (4.10) to

conclude, for all k = 1, . . . , K and l = k, . . . , K, that

XUk,Ul
⊥⊥ X \XUk,Ul

| (XUk,Vk , XVk,Vk , XUl,Vl , XVl,Vl),

which implies through the decomposition property of conditional independence that

XUk,Ul
⊥⊥ XUr,Ut | (XUk,Vk , XVk,Vk , XUl,Vl , XVl,Vl) (4.11)

for all {k, l} 6= {r, t} ⊆ {1, . . . , K}.
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4.2.4 Proofs of Corollaries 1–3

We prove Corollaries 1–3 stated in Section 3.2 of the manuscript.

PROOF OF COROLLARY 1–3. We first note that the assumptions of Corollaries 1–3 ensure that

the assumptions of Theorem 1 are satisfied:

1. The probability mass function is strictly positive in the sense that fθN > 0 for all θN ∈ ΘN.

2. The matrix D is of finite dimension with elements bounded above by 1, therefore implying

‖D‖2 <∞.

3. The natural parameter space ΘN is of the form ΘN = Rp.

4. The dimension of the natural parameter space ΘN = Rp is p = N under Model 1 and

p = N + 1 under Models 2–3 and hence increases without bound as N increases without

bound.

We then invoke Theorem 1 to conclude that there exist universal constants A > 0 and C > 0 such

that, with at least probability 1− 2 exp(−A log N), the maximum likelihood estimator θ̂N exists,

is unique, and satisfies

‖θ̂N − θ?N‖∞ ≤ C |||D|||2
√

log N

Λ(N)2 /Ψ(s)2
,

where log p has been replaced by log N , because p = N under Model 1 and p = N + 1 under

Models 2–3, and N < N + 1 ≤ 2 N (N ≥ 2) implies log p(N) ≤ log 2N ≤ 2 logN (N ≥ 2),

where the factor of 2 can be absorbed into the universal constants A > 0 and C > 0. We establish

the rates of convergence of maximum likelihood estimators θ̂N of θ?N stated in Corollaries 1–3 by

bounding |||D|||2, Λ(N), and Ψ(s).

Bounding |||D|||2: For Corollary 1, |||D|||2 = 1, because edge variables are independent under

Model 1. Corollary 2 states the statistical error of the maximum likelihood estimator in terms

of |||D|||2, without bounding it. Corollary 3 assumes that Assumption A is satisfied and that
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‖H‖∞ < ∞. The assumptions of Proposition 2 are then satisfied, which shows that there exists a

universal constant 1 ≤ C2 <∞ such that |||D|||2 ≤ C2 under Models 3.

Bounding Λ(N): Lemma 3 proved that Λ(N) = N (Models 1–2) and Λ(N) = N1−α (Model

3 with α ∈ [0, 1/2)).

Bounding Ψ(s): It is straightforward to show that Ψ(s) =
√
‖s‖Lip N under Models 1–3. The

sufficient statistics

si(x) =
∑

j∈N\{i}

xi,j, i ∈ N,

are functions of N − 1 < N edge variables Xi,j and hence satisfy ‖si‖Lip = 1. The sufficient

statistic

sN+1(x) =
∑
{i,j}⊂N

bi,j(x)

is a function of the edge variables Xi,j satisfying Hi ∩ Hj 6= ∅. Observe that, according to

Proposition 1, pairs of nodes satisfying Hi ∩ Hj = ∅ are independent of all other edges, whereas

pairs of nodes satisfying Hi ∩ Hj 6= ∅ fall into two categories:

1. Pairs of nodes {i, j} ⊂ N such that Hi ∩Hj 6= ∅ and there exists k = 1, . . . , K such that

{i, j} ⊂ Ak (i.e., i and j share one or more subpopulations).

2. Pairs of nodes {i, j} ⊂ N such that Hi ∩ Hj 6= ∅ and there does not exist k = 1, . . . , K

such that {i, j} ⊂ Ak (i.e., i and j do not share any subpopulation, but belong to distinct

subpopulations that overlap).

The number of edge variables in the first case is bounded above by ‖A‖2∞ K, whereas the number

of edge variables in the second case is bounded above by ρ ‖A‖2∞K; note that ρ ≥ 0 denotes the

maximum number of subpopulations a subpopulation can overlap with. The assumption ‖H‖∞ <

∞ implies that ‖A‖∞ < ∞ and ρ < ∞. We then use the inequality N / ‖A‖∞ ≤ K ≤ N to

conclude that sN+1(x) is a constant multiple of N edge variables. As a consequence, Ψ(s) =√
‖s‖Lip N under Models 1–3.
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Convergence rates: Collecting terms shows that there exists a universal constant C > 0, which

depends on the model, such that:

• Model 1:

‖θ̂N − θ?N‖∞ ≤ C

√
log N

N
.

• Model 2:

‖θ̂N − θ?N‖∞ ≤ C |||D|||2 ‖H‖2∞

√
log N

N
.

• Model 3:

‖θ̂N − θ?N‖∞ ≤ C ‖H‖2∞

√
log N

N1−2α = C ‖H‖2∞
√

log N

N1/2−α ,

with α ∈ [0, 1/2).

4.3 Proof of Proposition 1

We prove Proposition 1.

PROOF OF PROPOSITION 1. In the following, we use the conditional independence characteri-

zations of Dawid (1979), which relate factorization of probability densities to conditional indepen-

dencies. We prove the independence and conditional independence properties of Proposition 1 by

showing that there exist non-negative functions g(xi,j,xE) (E ⊂ {{i, j} ⊂ N}) and h(x\xi,j), for

each {i, j} ⊂ N, such that the probability mass function can be written as

fθN(x) = g(xi,j,xE)h(x \ xi,j), {i, j} ⊂ N,

which implies the conditional independence relation

Xi,j ⊥⊥ X \ (Xi,j,XE) |XE.

We derive each condition 1, 2, and 3 separately by characterizing a set which covers all E ⊂

{{i, j} ⊂ N} in each case. We have assumed the random graphs X possess the neighborhood

intersection property defined in Definition 1 from Section 2.5, which allows us to write

fθN(x) =
∏
{a,b}⊂N

ϕa,b(xa,b, xHa∩Hb
),
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We have that {i, j} ∈ {a, b} × (Ha ∩ Hb) if and only if {i, j} ∩ {a, b} 6= ∅.

Condition 1: Assume Hi ∩Hj = ∅. Then x{i,j},Hi∩Hj
= x{i,j}, ∅, so ϕi,j(xi,j, x{i,j},Hi∩Hj

) =

ϕi,j(xi,j). By the above, we need only consider whether any ϕi,v or ϕj,v (v ∈ N) is a function of

xi,j . Given {i, v} (v 6= j), ϕi,v is a function of xi,j if and only if {i, j} ∈ {i, v}× (Hi∩Hv), which

requires that j ∈ Hi, implying that {i, j} ⊂ Ak for some k = 1, . . . , K, by definition of the set

Hi. However, if {i, j} ⊂ Ak for some k = 1, . . . , K, then there would exist a third node h ∈ Ak

since |Ak| ≥ 3, by assumption, and we would have h ∈ Hi ∩Hj 6= ∅, violating the assumption

that Hi ∩Hj = ∅. Hence, there exist no pairs {i, v} (v ∈ N \ {i, j}) for which ϕi,v is a function

of xi,j . By symmetry, we can show the same for pairs {j, v} (v ∈ N \ {i, j}), and take

g(xi,j) = ϕi,j(xi,j)

and

h(x \ xi,j) =
∏

{a,b}6={i,j}

ϕa,b(xa,b,x{a,b},Ha∩Hb
).

We have thus shown that, for all pairs {i, j} ⊂ N satisfying Hi ∩Hj = ∅,

Xi,j ⊥⊥ X \Xi,j.

Condition 2: Assume Hi ∩ Hj 6= ∅ and {i, j} ⊂ Ak for some k = 1, . . . , K. We have that

ϕi,j(xi,j, x{i,j},Hi∩Hj
) is a function of xi,j . Next, we consider whether any ϕi,v or ϕj,v (v ∈ N \

{i, j}) can be a function of xi,j also. Note that since {i, j} ⊂ Ak for some k = 1, . . . , K, we have

that i ∈ Hj and j ∈ Hi, by the definitions of Hi and Hj . For {i, j} ∈ {i, v}×(Hi∩Hv), we would

require that j ∈ Hv, which would imply that v ∈ Hj . By symmetry, {i, j} ∈ {j, v} × (Hj ∩Hv)

implies v ∈ Hi. Therefore, functions ϕi,v and ϕj,v (v ∈ Hi ∪Hj) can be functions of xi,j . Each

is a function of the edges xi,v and xj,v (v ∈ (Hi ∪Hj) \ {i, j}) and subgraphs x{i,v},Hi∩Hv and

x{j,v},Hi∩Hv (v ∈ (Hi ∪Hj) \ {i, j}). We then form g(xi,j,xE) to be the product of all ϕa,b which

are a function of xi,j , where E ⊂ {{i, j} ⊂ N} is the minimal subset of edge indices such that

Xi,j ⊥⊥ X \ {Xi,j,XE} |XE,
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and let g(x \ xi,j) to be the product of all remaining ϕa,b. Noting that Hi ∩ Hv ⊆ Hi and

Hj ∩ Hv ⊆ Hj , the subgraph xHi∪Hj
contains all edges in (xi,j,xE). Therefore, for all pairs

{i, j} ⊂ N satisfying both Hi ∩Hj 6= ∅ and {i, j} ⊂ Ak for some k = 1, . . . , K,

Xi,j ⊥⊥ X \XHi∪Hj
|XHi∪Hj

\ {Xi,j}.

Condition 3: Assume Hi ∩ Hj 6= ∅ and {i, j} 6⊂ Ak for all k = 1, . . . , K. We have that

ϕi,j(xi,j,x{i,j},Hi∩Hk
) is a function of xi,j , and so we consider whether any ϕi,v or ϕj,v (v ∈

N \ {i, j}) can be a function of xi,j also. To this end, note that for ϕi,v to be a function of xi,j , it is

required that {i, j} ∈ {i, v} × (Hi ∩Hv). This would imply that j ∈ Hi, which would violate the

assumption that {i, j} 6⊂ Ak for all k = 1, . . . , K, because j ∈ Hi implies {i, j} ⊂ Ak for some

k = 1, . . . , K, by the definition of Hi. Hence no such {i, v} can exist. By symmetry, we also have

that no such {j, v} can exist. We therefore take

g(xi,j, x{i,j},Hi∩Hj
) = ϕi,j(xi,j, x{i,j},Hi∩Hj

)

and

h(x \ xi,j) =
∏

{a,b}6={i,j}

ϕa,b(xa,b, x{a,b},Ha∩Hb
).

Thus, for all {i, j} ⊂ N satisfying Hi ∩Hj 6= ∅ and {i, j} 6⊂ Ak for all k = 1, . . . , K,

Xi,j ⊥⊥ X \ (Xi,j,X{i,j},Hi∩Hj
) |X{i,j},Hi∩Hj

.
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Chapter 5

Application I: A multilevel social network of school classrooms∗

5.1 Introduction

In this application, we study a multilevel network of school classrooms consisting of 6,594 third-

grade students in 304 school classes. We construct well-posed random graph models with depen-

dent edges to demonstrate that estimation of complex models is possible in practice. We do so by

exploiting the network structure and restricting dependence to connections among students in the

same school class, which allows us to estimate curved exponential-family random graph models

(ERGMs). Curved ERGMs are some of the most complex and promising random graph models

proposed to date, and have great potential for capturing triadic processes in networks.

The importance of triads in social networks has long been established (Heider, 1946; Cartwright

and Harary, 1956; Wasserman and Faust, 1994). A first attempt to model triadic processes—the

underlying processes or mechanisms which create a stochastic tendency towards formation of tri-

ads in networks—was that of the Markov random graphs of Frank and Strauss (1986). However,

subsequent research found that Markov random graphs, and some related models developed after-

wards, led to probability distributions which were near-degenerate, in the sense that the resulting

probability distribution placed most probability mass on networks with almost no edges or almost

all possible edges (Strauss, 1986; Jonasson, 1999; Handcock, 2003; Schweinberger, 2011; Butts,

2011; Chatterjee and Diaconis, 2013). This discovery led to the development of specifications

for curved ERGMs, most notably the geometrically weighted natural parameterization for degree

and triad sequences (Hunter and Handcock, 2006b; Hunter, 2007; Hunter et al., 2008), which are

∗A version of Chapter 5 is published in Stewart, Schweinberger, Bojanowski, and Morris (2019, Social Networks).
Chapter 5 represents my contributions to the cited article.
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equivalent to the alternating k-stars and k-triangles of Snijders et al. (2006).

Geometrically weighted terms assume the natural parameters η1(θ, α), η2(θ, α), . . . correspond-

ing to a sequence (e.g., a sequence of degree statistics s1(x), s2(x), . . .) are a function of a lower-

dimensional parameter vector (θ, α) ∈ R2. In the literature, θ is often referred to as the base

parameter and α is often referred to as the decay parameter. We discuss geometrically weighted

parameterizations more in Section 5.3.5. While geometrically weighted parameterizations are at-

tractive on both scientific and statistical grounds, estimating these models from a single network

by maximum likelihood methods (Hunter and Handcock, 2006b) or Bayesian methods (Koskinen,

2004; Caimo and Friel, 2011; Everitt, 2012; Bomiriya et al., 2016) has proven to be difficult. A

common naive approach to reduce the challenge of estimating curved ERGMs is to fix α at a

specific value, and then estimate θ. One of the important contributions of this application is the

demonstration that estimating α, as opposed to fixing α at a specific value, can result in estimated

models which have vastly superior performance, in comparison to the models which naively fix

the decay parameter α.

The summary of the contributions of this application are:

• We demonstrate that naive approaches to estimating restricted curved ERGMs can result in

inferior models, relative to approaches which estimate the unrestricted model;

• We show how statistical models can be constructed around multilevel structure, leading to

lower estimated standard errors than those reported elsewhere in the literature for models

that do not endow models with additional structure;

• We advance understanding and interpretation of geometrically weighted parameterizations,

as well as providing clear interpretations of other model terms used in our analysis;

• Finally, we demonstrate a method of out-of-sample validation for verifying local dependence

assumptions on units within a multilevel network (Schweinberger and Handcock, 2015).
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5.2 Data set

The data we use are sampled multilevel network data collected by the Polish Institute for Edu-

cational Research† as a part of the study “Quality and Efficiency of Education and Institution-

alization of Research Facilities” (Dolata and Rycielski, 2014). Multilevel network data come in

many forms. Snijders (2016) presents a representative sample of the diverse forms that multi-

level network structure can assume. Among the multitude of multilevel network structures, two

basic forms of multilevel networks can be distinguished: multiple networks (e.g., multiple school

networks) and multilevel networks with ties within and between two sets of nodes (e.g., a set of

students and a set of school classes in a school). We consider here a simple example that combines

both flavors of multilevel networks: we have multiple school networks and, within each school,

we have students (level-1 units) nested in school classes (level-2 units), with ties among students

within and between school classes.

The population of interest consists of all third-grade classes in 8,924 Polish primary schools

during academic year 2010/2011, with a reported total of 309,285 students enrolled in the third

grade in one of the 8,924 schools that year. A two-stage sampling design was used to gener-

ate a sample of school classes from the population. In the first stage, a stratified sample of 176

schools was generated, with strata defined by city size and the number of third-grade school classes.

More details on the stratified cluster sampling design can be found in Maluchnik and Modzelewski

(2014). In the second stage, 306 third-grade school classes were sampled from the 176 schools. If

the school had one or two third-grade school classes, all were included. If the school had three or

more third-grade school classes, two were selected by simple random sampling without replace-

ment.

The study sought to interview all 6,607 students in the sampled school classes by in-class sur-

veys, however parental consent was required for students to participate (Maluchnik and Modzelewski,

2014). Interview data were collected from 5,625 students (85%). The data from the remaining stu-

dents are missing due to a combination of missing parental consent, absence on the day of the

†Instytut Bada Edukacyjnych, www.ibe.edu.pl.
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Figure 5.1 : Left: Size distribution of sizes of the 304 school classes. Right: Distribution of the
percentage of students with missing data in each school. The vertical bar at 0 shows the 44 school
classes without missing data.

survey, and inadmissible or garbled responses. Participating students could still nominate students

who did not participate, so the data set contains information on more students than participants.

We removed the two smallest classes with 6 and 7 students because of the small sizes. The result-

ing data set used in this analysis is based on 5,612 interviews from 304 sampled school classes and

provides information on 6,594 students.

Figure 5.1 shows the distribution of the sizes of the 304 sampled school classes and the percent-

ages of students with missing data in each class. Class sizes range from 11 to 33, with a median of

22. Missingness ranges from 0 to 45%, with a median of 13%. There are 44 school classes (14%)

without missing data.

The network data consist of directed edges from student i to student j, where a directed edge

indicates that student i expressed interest in playing with student j. The name generator was:

“Name people from your class that you would most like to play with” (translated from Polish).

Nominations were restricted to other students in the same school class, so the data do not contain

observations of between-class edges. In addition to the network data, two nodal attributes were

collected from school records: the sex of students and the International Socio-Economic Index

(ISEI) of parents. Due to high levels of missingness, we do not use the ISEI of parents in our

analyses.

The observed outdegree distribution is shown in Figure 5.2 and reveals a notable spike at 5.
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Figure 5.2 : Observed outdegrees of students in the 304 school classes.

While there was no upper bound on the number of nominations allowed, the questionnaire provided

5 lines for nominating playmates. It seems likely that some students interpreted the 5 lines as a

limit on the number of nominations, while others did not. This has implications for modeling

outdegrees, which we discuss in Section 5.3.2.

The mean outdegree and indegree of male students, computed from the 44 classes without

missing data, are 4.61 and 4.83, respectively; for female students, the mean outdegree and indegree

are 5.28 and 5.04, respectively. Table 5.1 shows the distribution of nominations by female and male

students, based on the 44 classes without missing data.

5.3 Population model for the multilevel school network

The population of interest consists of all students in third-grade school classes in Poland. In this

population, there may be edges both within and between school classes, and both may be of sci-

entific interest. The modeling framework we present here is capable of modeling both within- and

between-class edges, provided data on both are available. To clarify which assumptions our model

makes and under which conditions our model-based conclusions hold, we specify the general form

here. When we turn to our application, the lack of data on between-class edges will constrain the

model specification to a more limited form.
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Receiver Total

Male Female Edges Students

Sender
Male 1782 333 2115 459

Female 437 1921 2358 447

Total
Edges 2219 2254 4473

Students 459 447 906

Table 5.1 : Distribution of nominations by female and male students. The counts are the total
number of edges in each category across the 44 school classes without missing data.

LetXi,j = 1 if student i expressed interest in playing with student j and letXi,j = 0 otherwise,

and denote by Ak the set of all students in school class k = 1, . . . , K (K = 304). We denote

the within-class subgraphs by Xk = (Xi,j)i∈Ak, j∈Ak
, the between-class subgraphs by Xk,l =

(Xi,j)i∈Ak, j∈Al
(k 6= l), and the population graph by X = (Xk,l)

K
k,l. For notational ease, let

XB = (Xk,l, k 6= l = 1, . . . , K) denote the subgraph comprised of all of the between-class

subgraphs.

We assume that the population graphX was generated by a random graph model P with density

functions of the form

f(x) =

[
K∏
k=1

fW,k(xk)

]
fB(xB). (5.1)

The factorization in (5.1) of the population model makes two fundamental assumptions:

• The within-class edges of students can depend on other edges among students in the same

school class, but do not depend on edges to students outside of the school class.

• The between-class edges of students can depend on other between-class edges, but do not

depend on within-class edges.

While the lack of data on between-class edges means that we cannot learn the probability law gov-

erning between-class edges (unless we make the unrealistic assumption that within- and between-

class edges are governed by the same probability law), we can use our model to learn the probabil-
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ity law governing the within-class subgraphs of the population graph. In particular, we can use our

model to examine whether playing preferences in the population of third-grade students in Poland

show evidence of reciprocity, heterogeneity and homophily by sex, and triadic closure of different

types (Wasserman and Faust, 1994).

5.3.1 Model specification

We focus here on the specification of within-class models, since we do not have data on between-

class edges.

We assume that the within-class densities fW,k (k = 1, . . . , K) have the exponential-family

form

fW,k(xk;θ) = exp

(
p∑
i=1

ηk,i(θ) sk,i(xk)− ψk(θ)

)
, k = 1, . . . , K,

where sk,i : Xk 7→ R are the sufficient statistics of the exponential family, which will be network

features of the within-class subgraph xk ∈ Xk we wish to model, and where ηk,i : Θ 7→ R are the

corresponding natural parameters of the exponential family. The natural parameters ηk,i : Θ 7→ R

may depend on the sizes of school classes and may be non-linear functions of a parameter vector

θ ∈ Θ ⊆ Rq (q ≤ p), which is the case in curved ERGMs with geometrically weighted terms. The

function ψk(θ) ensures that fW,k(xk) sum to 1.

We start with a description of size-adjusted parameterizations for edges and mutual edges in

Section 5.3.2 and discuss modeling outdegrees in Section 5.3.3. We then turn to the model terms

of primary interest: heterogeneity and homophily by sex terms in Section 5.3.4 and triadic terms in

Section 5.3.5, based on curved ERGMs with geometrically weighted terms. A graphical summary

of all model terms is shown in Figures 5.4 and 5.5 below.

5.3.2 Size-adjusted parameterizations

The sizes of the sampled school classes described in Section 5.2 range from 11 to 33. If network

density changes with network size, this has implications for model specification. The issue is re-

lated to density-dependence versus frequency-dependence in the ecology literature (e.g., DeBene-
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dictis, 1977), and sparse versus dense graphs in the theoretical literature on graph limits (e.g.,

Chatterjee and Diaconis, 2013).

Consider an undirected Bernoulli random graph model, which is equivalent to an ERGM with

the number of edges as sufficient statistic and natural parameter η(θ) = θ. Here, θ is the log

odds of the probability of an edge. Holding θ constant as the network size increases preserves the

probability of an edge—i.e., the expected network density—but increases the expected degrees of

nodes by a factor proportional to the change in network size. Thus, increasing network size by a

factor of 10 would result in nodes having, on average, 10 times more edges. That is equivalent to

the density-dependence assumption in the ecology literature, and the dense-graph regime in graph

limit theory (Lovász, 2012).

Constant expected network density may be a reasonable assumption for the growth process in

some non-social networks, and some of the theoretical work on ERGMs does make this assumption

(e.g., Chatterjee and Diaconis, 2013). In the social science literature, however, it has long been

recognized that constant network density is an unrealistic assumption for most social networks

(Mayhew and Levinger, 1976). People do not have infinite resources for engaging with others,

and it is therefore more credible that, as the network size increases, the expected degrees of nodes

are either constant or bounded above (Krivitsky et al., 2011; Krivitsky and Kolaczyk, 2015; Butts

and Almquist, 2015). That is equivalent to the frequency-dependence assumption in the ecology

literature and the sparse-graph regime in graph limit theory (Lovász, 2012).

As shown in Figure 5.3, our data are consistent with the assumption that the expected degrees

are either constant or bounded above: the median observed outdegree lies between 4 and 5 for

sampled school classes of all sizes. That may partly reflect the fact that the questionnaire, while

not limiting nominations, provided 5 lines in the name generator, as discussed in Section 5.2.

However, the outdegrees of the students who made more than 5 nominations do not appear to

increase with network size either, suggesting that the expected degrees of all students are network

size-invariant.

There is a small but growing body of work focused on developing size-invariant parameter-
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Figure 5.3 : Left: Boxplots of the observed outdegrees of students in the 304 school classes.
Right: Boxplots of the observed number of reciprocated edges in the 44 school classes without
missing data.

izations for ERGMs (Krivitsky et al., 2011; Krivitsky and Kolaczyk, 2015; Butts and Almquist,

2015). The assumption that the expected mean degree, rather than the expected network density,

should be size-invariant leads to a per capita scaling adjustment, where the expected number of

edges scales linearly, rather than quadratically, with the number of nodes. As proposed in Kriv-

itsky et al. (2011), ERGMs can achieve size-invariance of expected mean degree by including a

size-dependent offset. In the undirected Bernoulli random graph model with set of nodes N, for

example, the size-adjusted specification includes a size-dependent offset of − log |N|, where |N|

denotes the number of nodes in N:

η1(θ) = θ1 − log |N|. (5.2)

Here, θ1 ∈ R is a size-invariant parameter that does not depend on the size of N. Krivitsky et al.

(2011) showed that for Bernoulli random graphs with parameterizations of the form (5.2), the

expected mean degree is constant in the limit as the number of nodes increases without bound, and

that the size-invariant parameter exp(θ1) can be interpreted as the limiting expected mean degree.

This simple interpretation of exp(θ1) in terms of expected mean degree will change once other

terms are added to the model, but the size-invariance of the expected mean degree will still be

preserved. Krivitsky et al. (2011) showed that the size-dependent offset − log |N| provides per
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capita scaling for all dyadic independence terms, including degree heterogeneity and homophily

by nodal attributes.

In directed networks, a natural hypothesis is that a constant fraction of edges will be recipro-

cated. This implies the number of mutual edges will scale with the number of edges rather than the

number of possible edges, and the expected number of reciprocated edges per student should not

increase with network size. Again, our data are consistent with this invariance assumption. Figure

5.3 shows the observed number of mutual edges in the 44 school classes without missing data does

not increase with class size.

If a mutual edge term with a size-invariant natural parameter is added to a model to capture

the reciprocity effect, along with an edge term with a size-dependent natural parameter of the form

(5.2), then the penalty imposed by the size-dependent offset − log |N| implies that the reciprocity

effect vanishes in the limit as the number of nodes increases without bound (Krivitsky and Ko-

laczyk, 2015). To prevent this, Krivitsky and Kolaczyk proposed to adjust the natural parameter of

the mutual edge term by adding the size-dependent offset log |N| in order to cancel the penalty:

η2(θ) = θ2 + log |N|,

where θ2 ∈ R is the size-invariant reciprocity parameter. A model with size-adjusted edge and

mutual edge terms implies that the log odds of the conditional probability of Xi,j = 1 given the

rest of the networkX−(i,j) = x−(i,j) has the form:

log
P(Xi,j = 1 |X−(i,j) = x−(i,j))

P(Xi,j = 0 |X−(i,j) = x−(i,j))
=


θ1 − log |N| if Xj,i = 0

θ1 + θ2 if Xj,i = 1,

whereX−(i,j) refers to the networkX excluding Xi,j .

We use such size-adjusted edge and mutual edge terms in our network population model, with

log |Ak| for each of the school classes Ak. Note that we are here not interested in the asymptotic

properties of size-adjusted parameterizations—such as the asymptotic mean degree—and that the

asymptotic properties can change when dyadic dependence terms are added to the model. We are

concerned with small school classes with 11 to 33 students, so asymptotic properties based on
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school classes with growing numbers of students are neither interesting nor relevant here. We use

size-adjusted parameterizations to allow school classes of different sizes to have different edge and

mutual edge coefficients for the purpose of achieving approximately constant mean out-degrees.

5.3.3 Outdegree terms

We noted in Section 5.2 that the observed outdegree distribution shows a sharp spike at 5, which

is likely to be an artifact of the questionnaire design. The spike is not captured by conventional

approaches to modeling outdegrees: the traditional edge count term produces a Poisson-like dis-

tribution without a spike, and a geometrically weighted outdegree term does not reproduce the

observed distribution either. We explored both approaches and found that neither of them captures

the outdegree distribution. We therefore model the outdegrees by using outdegree terms of the

form

θ2+l

|Ak|∑
i=1

1

( ∑
j∈Ak : j 6=i

xi,j = l

)
for outdegrees l = 1, . . . , 6.

These terms ensure that the model reproduces, on average, the observed outdegrees 1 through 6, as

confirmed by the goodness-of-fit assessment in Appendix A.5. Note that a model with outdegree

5 term but without the other outdegree terms would be more parsimonious and would capture the

spike at outdegree 5, but we found that the resulting model fails to capture the rest of the outdegree

distribution. We therefore include outdegree 1, . . . , 6 terms. The tail of the outdegree distribution

is determined by the other model terms.

Last, but not least, it is worth noting that the number of nodes with outdegree k should not be

confused with the number of k-out-stars, k = 1, . . . , 6: e.g., the number of nodes with outdegree

2 is a number between 0 and n, whereas the number of 2-out-stars is a number between 0 and

n
(
n−1
2

)
≈ n3/2. The number of 2-out-stars can be much larger than the number of edges, which is

at most n (n− 1) ≈ n2. As a consequence, 2-out-star terms can overwhelm edge terms, leading to

near-degenerate models that concentrate probability mass on networks with almost no 2-out-stars

or almost all possible 2-out-stars (Handcock, 2003; Schweinberger, 2011; Butts, 2011; Chatterjee

and Diaconis, 2013). By contrast, the outdegree terms we use cannot overwhelm edge terms,
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Edge Mutual edge

Female outdegree Female indegree Sex-match

Figure 5.4 : Graphical representations of the network features that are used as sufficient statistics
in all models. Circles represent students, directed lines with one direction represent directed edges,
and directed lines with two directions represent mutual edges. Black-colored circles represent
female students, white-colored circles represent male students, and gray circles represent either
female or male students.

making them well-behaved alternatives.

5.3.4 Nodal attribute terms

We assess the influence of students’ sex on degree heterogeneity and homophily with the following

terms:

• A sex-specific outdegree term (female outdegree) of the form

θ9
∑

i∈Ak, j∈Ak

xi,j ci.

• A sex-specific indegree term (female indegree) of the form

θ10
∑

i∈Ak, j∈Ak

xi,j cj.

• A sex homophily term (sex-match) of the form

θ11
∑

i∈Ak, j∈Ak

xi,j 1(ci = cj).

Here, ci is an indicator that is 1 if student i is female and is 0 otherwise, and 1(ci = cj) is an

indicator that is 1 if the sex of students i and j matches and is 0 otherwise.
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Outgoing Two-Path

(OTP)

Outgoing Shared Partner

(OSP)

Incoming Shared Partner

(ISP)

Reciprocated Two-Path

(RTP)

Incoming Two-Path

(ITP)

Figure 5.5 : Graphical representations of the triadic closure configurations used to con-
struct geometrically weighted statistics of the form

∑
i∈Ak 6= j∈Ak

xi,j 1
(
Ttype(i, j) = m

)
(m =

1, . . . , |Ak| − 2). The plots show black-colored pairs of nodes with m = 3 configurations of the
specified type, where directed lines with one direction represent directed edges and directed lines
with two directions represent mutual edges.

Note we do not include indegree terms (other than the female indegree term) in our primary

models, because the model without indegree term is more parsimonious and the in-sample and

out-of-sample performance of models without indegree terms turns out to be excellent, as shown

in Sections 6.2.1 and 5.5.5. We do, in Section 5.5.1, include a geometrically weighted indegree

term in one of the models we estimate to demonstrate that the inclusion of such a term does not

offer significant improvement in model fit.

5.3.5 Triadic closure terms

To capture triadic closure in social networks, we use geometrically weighted (GW) terms based on

counts of the following configurations (Butts, 2008; Robins et al., 2009): outgoing two-path (OTP),

outgoing shared partner (OSP), incoming shared partner (ISP), reciprocated two-path (RTP), and

incoming two-path (ITP). We follow here the naming convention of Butts (2008); the same config-
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urations with different names are used in Robins et al. (2009) using alternating k-triangle parame-

terizations. Graphical representations of these configurations are provided in Figure 5.5.

These five configurations capture different forms of cyclical and transitive closure in social net-

works. Their relative frequencies play an important role in the global structure of social networks,

because transitive triads are the basic building blocks of hierarchical structure, while cyclical triads

produce more egalitarian systems (Chase, 1980).

The first three, OTP, OSP, and ISP, capture purely transitive closure. All are based on the 030T

configuration in the triad census of Holland and Leinhardt (1970); each closes one of the three

legs of that triad, but represents a distinct social process. Closing the OTP leg is the classic “a

friend of my friend is my friend” effect; the OSP leg means that if we both nominate the same

person as a friend, then one of us will nominate the other as a friend; and the ISP leg means that

if the same person nominates both of us as a friend, then one of us will nominate the other as a

friend. By contrast, ITP captures purely cyclical closure and RTP captures both forms of closure.

In addition, the RTP term captures reciprocity, and may hence be useful for studying the interaction

of reciprocity with cyclical and transitive closure in the ERGM framework, as Block (2015) did in

the stochastic actor-oriented modeling framework (Snijders, 2001).

The geometrically weighted terms for these triadic closure configurations are based on suffi-

cient statistics that count the number of pairs of nodes with m configurations of the specified type,

within each school class Ak (k = 1, . . . , K):

sk,11+m(xk) =
∑

i∈Ak 6= j∈Ak

xi,j 1
(
Ttype(i, j) = m

)
, m = 1, . . . , |Ak| − 2,

where Ttype(i, j) counts the number of configurations of the specified type and 1(Ttype(i, j) = m)

is an indicator function, which is 1 if students i and j havem configurations of the specified type in

school class Ak and is 0 otherwise. For example, if students i and j are in class Ak, then TOTP(i, j)

counts the number of outgoing two-paths from i to j in the within-class subgraph xk.

For each type of geometrically weighted term, the natural parameters are given by

ηk,11+m(θ) = θ12 exp(α) [1− (1− exp(−α))m] , m = 1, . . . , |Ak| − 2,
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where θ12 is called the base parameter and α > 0 is called the decay parameter. The motivation

for these parameterizations is explained in the seminal papers of Snijders et al. (2006), Hunter

and Handcock (2006b), and Hunter (2007). Geometrically weighted terms with θ12 > 0 and

α > 0 ensure the value of each additional configuration of this type is positive but declining. We

demonstrate that in Section 5.5.3 below.

An interesting special case of the GW-OTP term arises when α = 0. The term then reduces to

a simpler form, called a transitive edge term, with sufficient statistic

sk,12(xk) =
∑

i∈Ak 6= j∈Ak

xi,j 1

 ∑
h∈Ak\{i,j}

xi,h xh,j > 0


and natural parameter ηk,12(θ) = θ12. Transitive edge terms differ from the triangle terms of Frank

and Strauss (1986) by counting only the first triangle in which two nodes are involved. They are

less prone to degeneracy and have turned out to be useful for capturing transitive closure in practice

(e.g., Snijders et al., 2010; Krivitsky, 2012; Hunter et al., 2012). The assumption that α = 0 is

quite strong, however, and provides a useful comparison for the model where the decay parameter

α is unrestricted, which we demonstrate in Section 5.5.

5.4 Likelihood-based inference for population network models

To infer the probability law governing the within-class networks of the population network, we use

likelihood-based inference.

To state the likelihood, let S ⊆ {1, . . . , K} be the set of indices of the sampled school classes

and let ui,j = 1 if xi,j is unobserved and ui,j = 0 if xi,j is observed. Note that ui,j = 1 can occur

in any of the following situations:

1. Students i and j were members of different school classes, and therefore xi,j is unobserved

by the sampling design.

2. Students i and j were in the same school class, but the school class was not sampled.
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3. Students i and j were in the same school class and the school class was sampled, but the

response of student i was not observed due to missing parental consent or an inadmissible

response by student i.

More details on the sampling design and the missing data can be found in Section 5.2.

The likelihood is thus proportional to

L(θ) ∝
∑

xi,j∈{0,1}
for all (i, j) with ui,j = 1

[
K∏
k=1

fW,k(xk;θ)

]
fB(xB)

=
∑

xi,j∈{0,1}
for all (i, j) with ui,j = 1

∏
k∈S

fW,k(xk;θ),

where the summation is over all values of xi,j ∈ {0, 1} for all pairs of students (i, j) for which xi,j

is unobserved. It is worth noting that the between-class probability mass function is eliminated by

summation over all possible values of the unobserved between-class edges and that the functional

form of the between-class probability mass function is immaterial as long as it is sums to 1.

To derive the likelihood, we have assumed that the missing responses are ignorable for the

purpose of likelihood-based inference for the population network model, as explained by Handcock

and Gile (2010) and Koskinen et al. (2010). In other words, we have assumed that the missing

responses due to missing parental consent and inadmissible responses by students do not depend

on the unobserved edges.

Monte Carlo maximization of likelihoods of the form L(θ) given sampled and missing network

data are described by Handcock and Gile (2010). We use an implementation of these Monte Carlo

maximization methods in R package mlergm (Stewart and Schweinberger, 2018).

5.5 Results

We estimate various population network models for the Polish school multilevel network described

in Section 5.2, demonstrating along the way that multilevel network structure helps estimate the

decay parameters of curved ERGMs, as well as providing new opportunities for assessing the out-
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of-sample performance of ERGMs via cross-validation. We first review all model specifications

(Section 5.5.1) and then assess whether the Monte Carlo maximum likelihood procedure for esti-

mating the parameters of all models converged (Section 5.5.2). We then interpret the estimates of

all parameters and all models (Section 5.5.3). And finally we turn to model assessment, reviewing

the in-sample performance of each model (Section 6.2.1) and the out-of-sample performance of

the best-fitting model (Section 5.5.5).

5.5.1 Model specifications

We consider nine model specifications, all of which contain the same edge, mutual edge, outdegree,

heterogeneity and homophily by sex terms as described in Section 5.3, but differ in the type of

geometrically weighted terms:

• Models 1–4 focus on GW-OTP (which is the default type for the dgwesp term in R packages

ergm, hergm, and mlergm):

– Model 1 is fit without the GW-OTP term, which is equivalent to fixing both the base

parameter and the decay parameter at 0.

– Model 2 leaves the base parameter unrestricted but fixes the decay parameter at 0,

which is equivalent to an ERGM with a transitive edge term, as discussed in Section

5.3.5.

– Model 3 leaves the base parameter unrestricted but fixes the decay parameter at .25, a

value that was used in some of the early papers (Hunter et al., 2008; Goodreau et al.,

2009), and has been adopted by others.

– Model 4 leaves both the base parameter and the decay parameter unrestricted.

• Models 5–8 have geometrically weighted terms of types OSP, ISP, RTP and ITP respectively,

and leave both the base parameter and the decay parameter unrestricted.

• Model 9 has geometrically weighted terms of types OTP and ITP along with a geometrically
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weighted indegree term, called GW-Indegree, and leaves the base and decay parameters of

all three geometrically weighted terms unrestricted.

Note that Models 1–9 have size-adjusted edge and mutual edge coefficients, but the other coeffi-

cients do not have size-adjustments. These simple size-adjustments suffice here, because the size

of school classes are similar: the median class size is 22, and 246 of the 314 classes have 22 ±5

students. Indeed, we show in Sections 6.2.1 and 5.5.5 that these models have excellent in-sample

performance and out-of-sample performance, which suggests that these simple size-adjustments

suffice. A less parsimonious model does not seem worth it—for the data set we use. However, it

goes without saying that more sophisticated size-adjustments may be needed for other data sets,

based on either size-dependent offsets or size-dependent covariates.

We estimated the unrestricted parameters of Models 1–9 using the Monte Carlo maximum

likelihood methods described in Section 5.4.

5.5.2 Convergence

To assess whether the Monte Carlo maximum likelihood procedure for estimating the parameters

of Models 1–9 converged, we used trace plots of the sufficient statistics of the model, as is common

practice (Hunter and Handcock, 2006b; Hunter et al., 2008; Hunter et al., 2008). All trace plots

show excellent convergence, so for brevity we present just the trace plots for Model 4 in Appendix

A.2. The trace plots for other models may be obtained from the authors upon request.

The resulting estimates of parameters and the assessment of in-sample and out-of-sample per-

formance are discussed in Sections 5.5.3, 6.2.1, and 5.5.5, respectively.

5.5.3 Estimates

The estimates of the unrestricted parameters of Models 1–4, Models 5–8, and Model 9 reported by

the Monte Carlo maximum likelihood procedure are shown in Tables 5.2, 5.3, and 5.4, respectively.

The standard errors of the estimates are based on the inverse Fisher information matrix (Hunter and

Handcock, 2006b).
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We provide below a careful interpretation of the parameter estimates of all models. We believe

that interpreting models is important: models that cannot be interpreted are black boxes, and black

boxes do not advance scientific knowledge. Curved ERGMs with geometrically weighted terms

are complex models, and many papers using them interpret them only broadly, e.g., by stating that

GW-OTP captures transitivity. There are some good introductions to interpreting geometrically

weighted terms for undirected networks in the seminal paper of Snijders et al. (2006) and in Hunter

(2007), but those papers do not have (a) directed network data; (b) sampled data; (c) missing data;

and (d) size-adjustments for multiple networks of different sizes. To advance proper use of curved

ERGMs with geometrically weighted terms, it is imperative to help users understand how these

complex models can be interpreted, in particular in the presence of sampled and missing data, and

size-adjustments.

To interpret the individual and joint impact of the parameter estimates, we use the log odds of

the conditional probability that a student i nominates another student j as a playmate along with

log odds ratios or differences in log odds (based on changes of sufficient statistics, i.e., change

statistics). Log odds and log odds ratios are widely used in logistic regression and categorical data

analysis (Agresti, 2002) and have long been used in the ERGM literature for interpretive purposes

(e.g., Snijders et al., 2006; Hunter and Handcock, 2006b; Krivitsky, 2012). Both of these metrics

focus on how the effects in the model influence the presence or absence of a single edge. Both

condition on the rest of the network and assume that all other edge variables are fixed. Differences

in the conditional log odds ratios emphasize how the odds of a single edge change if the edge

does versus does not create one or more of the configurations of interest. A useful benchmark for

conditional log odds ratios is the value zero. This implies the two configurations compared lead to

the same conditional probability of an edge.

The log odds of the conditional probability that a student i nominates another student j as a

playmate given the rest of the networkX−(i,j) = x−(i,j) and the sex indicators ci and cj of students

i and j is defined as follows:

logit(P(Xi,j = 1 |X−(i,j) = x−(i,j), ci, cj)) = log
P(Xi,j = 1 |X−(i,j) = x−(i,j), ci, cj)

P(Xi,j = 0 |X−(i,j) = x−(i,j), ci, cj)
.
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Note that the conditional probability of the edge between students i and j is conditional on the rest

of the network, that is, everything else in the network is considered fixed. For each of Models 1–8,

the conditional log odds is given by

(θ1 − log |Ak|) + (θ2 + log |Ak|) xj,i + . . .︸ ︷︷ ︸
effects of edge, mutual edge, outdegree

+ θ9 ci + θ10 cj + θ11 1(ci = cj)︸ ︷︷ ︸
effects of sex

+

|Ak|−2∑
m=1

[
ηk,11+m(θ) sk,11+m(x−(i,j), xi,j = 1)− ηk,11+m(θ) sk,11+m(x−(i,j), xi,j = 0)

]
︸ ︷︷ ︸,

effects of triadic closure

where the dots refer to the effect of the outdegree of student i. The one exception is Model 9, which

has three geometrically weighted terms instead of one, so the log odds contains three differences

in geometrically weighted terms rather than one difference. Here, we have assumed that students i

and j belong to the same school class, denoted by Ak.

We interpret these effects one by one, with the exception of the effect of outdegrees (which

are fit to match the artifact produced by the questionnaire design, see Section 5.3.3). As a running

example, we use Model 4, the model with the GW-OTP and unrestricted base and decay parameter.

Models 5–8, which only differ in the geometrically weighted term that captures the effect of triadic

closure, are compared in Section 5.5.3. Model 9 is discussed at the end of Section 5.5.3.

Edges and reciprocity effects

Interpreting the sign and magnitude of the edge and mutual edge coefficients is different when

using size adjustments, so those coefficients need to be interpreted with care. The size-adjusted

effects for edges and mutuals, as a function of class size, are shown in Figure 5.6.

First, note that the interpretation of the size-invariant edge parameter θ1 is more complicated

than in the simple “edges-only” Bernoulli model discussed in Krivitsky et al. (2011) and Section

5.3.2. In the simple Bernoulli model, exp(θ1) is the limiting expected mean degree. In ERGMs



99

Model 1 Model 2 Model 3 Model 4

No GW term GW-OTP(0) GW-OTP(.25) GW-OTP(free)

θ1 Edge .152 (.015) ∗ ∗ ∗ −.720 (.020) ∗ ∗ ∗ −1.001 (.019) ∗ ∗ ∗ −.706 (.016) ∗ ∗ ∗

where ηk,1(θ) = θ1 − log |Ak| is the edge coefficient of Ak (k = 1, . . . ,K)

θ2 Mutual −1.501 (.021) ∗ ∗ ∗ −1.703 (.022) ∗ ∗ ∗ −1.900 (.023) ∗ ∗ ∗ −1.992 (.023) ∗ ∗ ∗

where ηk,2(θ) = θ2 + log |Ak| is the mutual edge coefficient of Ak (k = 1, . . . ,K)

Female:

θ9 Outdegree .244 (.018) ∗ ∗ ∗ .228 (.016) ∗ ∗ ∗ .211 (.016) ∗ ∗ ∗ .206 (.016) ∗ ∗ ∗

θ10 Indegree −.077 (.018) ∗ ∗ ∗ −.046 (.016) ∗ ∗ −.067 (.015) ∗ ∗ ∗ −.098 (.013) ∗ ∗ ∗

θ11 Sex-match 1.599 (.016) ∗ ∗ ∗ 1.231 (.014) ∗ ∗ ∗ 1.032 (.012) ∗ ∗ ∗ .900 (.011) ∗ ∗ ∗

GW:

θ12 Base 0 (fixed) 1.055 (.018) ∗ ∗ ∗ 1.237 (.016) ∗ ∗ ∗ .713 (.012) ∗ ∗ ∗

α Decay 0 (fixed) 0 (fixed) .25 (fixed) .913 (.014) ∗ ∗ ∗

Table 5.2 : Monte Carlo maximum likelihood estimates and standard errors of all parameters,
with the exception of outdegree parameters, which can be found in Appendix A.3. Significance at
levels .1, .05, and .001 is indicated by ∗, ∗∗, and ∗ ∗ ∗, respectively. A graphical representation of
GW-OTP is shown in Figure 5.5.

with additional terms that interpretation no longer holds, because the limiting expected mean de-

gree will reflect the impact of these additional terms. However, one can still interpret the size-

adjusted coefficients, θ1 − log |Ak|, in terms of their effect on the conditional log odds of an edge.

To do so, note that the sizes of the school classes range from 11 to 33 and the estimates of the

size-invariant edge parameter θ1 range from −1.001 to .290 in Models 1–8, so the size-adjusted

edge coefficients satisfy ηk,1(θ) = θ1 − log |Ak| < −2.1 for all models and all school classes Ak.

The strong and negative edge coefficients imply that the conditional odds of an edge is negative,

unless the edge creates one or more network configurations with a strong and positive weight.

The mutual edge coefficients are likewise size-adjusted. While the estimates of the size-

invariant mutual edge parameter θ2 are negative, almost all size-adjusted mutual edge coefficients

ηk,2(θ) = θ2 + log |Ak| are positive (we address the one exception below). For example, the esti-
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Model 5 Model 6 Model 7 Model 8

GW-OSP GW-ISP GW-RTP GW-ITP

θ1 Edge −.524 (.015) ∗ ∗ ∗ −.501 (.015) ∗ ∗ ∗ .290 (.013) ∗ ∗ ∗ −.070 (.014) ∗ ∗ ∗

where ηk,1(θ) = θ1 − log |Ak| is the edge coefficient of Ak (k = 1, . . . ,K)

θ2 Mutual −1.834 (.023) ∗ ∗ ∗ −1.829 (.023) ∗ ∗ ∗ −2.661 (.031) ∗ ∗ ∗ −1.449 (.022) ∗ ∗ ∗

where ηk,2(θ) = θ2 + log |Ak| is the mutual edge coefficient of Ak (k = 1, . . . ,K)

Female:

θ9 Outdegree .253 (.017) ∗ ∗ ∗ .199 (.016) ∗ ∗ ∗ .207 (.017) ∗ ∗ ∗ .251 (.019) ∗ ∗ ∗

θ10 Indegree −.127 (.014) ∗ ∗ ∗ −.112 (.015) ∗ ∗ ∗ −.110 (.015) ∗ ∗ ∗ −.146 (.018) ∗ ∗ ∗

θ11 Sex-match .961 (.011) ∗ ∗ ∗ .954 (.012) ∗ ∗ ∗ 1.214 (.016) ∗ ∗ ∗ 1.255 (.015) ∗ ∗ ∗

GW:

θ12 Base .522 (.009) ∗ ∗ ∗ .471 (.008) ∗ ∗ ∗ .435 (.010) ∗ ∗ ∗ .134 (.005) ∗ ∗ ∗

α Decay 1.097 (.016) ∗ ∗ ∗ 1.226 (.015) ∗ ∗ ∗ .685 (.022) ∗ ∗ ∗ 2.105 (.068) ∗ ∗ ∗

Table 5.3 : Monte Carlo maximum likelihood estimates and standard errors of all parameters, with
the exception of outdegree parameters, which can be found in Appendix A.3. Significance at levels
.1, .05, and .001 is indicated by ∗, ∗∗, and ∗∗∗, respectively. The size adjustments− log |Ak| range
from −3.5 to −2.4. Graphical representations of GW terms of types OSP, ISP, RTP, and ITP can
be found in Figure 5.5.

mate of θ2 under Model 4 is−1.992, but the estimates of the size-adjusted mutual edge coefficients

ηk,2(θ) are positive and range from .41 (class size 11) to 1.50 (class size 33). This suggests that

reciprocity is a powerful force in these classroom networks: the change in the log odds of the con-

ditional probability that a student i nominates another student j as a playmate when the nomination

is reciprocated is

logit(P(Xi,j = 1 | Xj,i = 1, X−(i,j),−(j,i) = x−(i,j),−(j,i), ci, cj))

− logit(P(Xi,j = 1 | Xj,i = 0, X−(i,j),−(j,i) = x−(i,j),−(j,i), ci, cj))

= −1.992 + log |Ak|+ . . . ,

where X−(i,j),−(j,i) denotes the network X excluding Xi,j and Xj,i and the dots refer to the effect

of student j’s outdegree. The size-adjusted coefficients range from .41 (class size 11) to 1.50 (class
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Base terms:

θ1 Edge −1.042 (.017) ∗ ∗ ∗

θ2 Mutual −1.483 (.028) ∗ ∗ ∗

Female:

θ9 Outdegree .094 (.011) ∗ ∗ ∗

θ10 Indegree −.013 (.010)

θ11 Sex-match .838 (.012) ∗ ∗ ∗

GW-OTP:

θ12 Base .891 (.010) ∗ ∗ ∗

α1 Decay 1.311 (.020) ∗ ∗ ∗

GW-ITP:

θ13 Base −.273 (.017) ∗ ∗ ∗

α2 Decay 1.896 (.106) ∗ ∗ ∗

GW-Indegree:

θ14 Base .837 (.015) ∗ ∗ ∗

α3 Decay 1.077 (.048) ∗ ∗ ∗

Table 5.4 : Monte Carlo maximum likelihood estimates and standard errors of all parameters of
Model 9, with the exception of outdegree parameters. Significance at levels .1, .05, and .001 is
indicated by ∗, ∗∗, and ∗ ∗ ∗, respectively. A graphical representation of GW-OTP and GW-ITP is
shown in Figure 5.5.

size 33); so, the conditional odds are multiplied by exp(.41) = 1.51 to exp(1.50) = 4.48 when

nominations are reciprocated rather than unreciprocated.

There is one exception to the general rule of a positive size-adjusted mutual effect: Model

7. This model has two reciprocity effects: the baseline reciprocity ηk,2(θ) = θ2 + log |Ak| and

the reciprocity-triad effect in the form of GW-RTP. The baseline reciprocity estimate is −2.661 +

log |Ak|, which ranges from −.263 (class size 11) to .836 (class size 33). It is small but negative

for classes with 11–14 students, and positive for larger classes. The negative effect of the baseline

reciprocity term in small school classes will be offset by the positive reciprocity-triad term if an

edge creates one or more configurations of type RTP. So an edge that creates one of the mutual

legs of the RTP configuration gets both the baseline mutual effect (which may be slightly negative)

and the GW-RTP effect (which is larger and positive). Even in small classes this net effect will be

positive, and the model suggests that, for small classes, reciprocity is more likely to occur in the

context of an RTP configuration than by itself.
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Figure 5.6 : Size-adjusted edge and mutual edge coefficients based on the parameter estimates of
Model 4.

Sex effects

There is evidence for both moderate degree heterogeneity and strong homophily by sex.

Under all models, the estimate of the female outdegree parameter is small and positive, the

estimate of the female indegree parameter is small and negative, and the estimate of the sex-match

parameter is large and positive.

These three sex-related terms, along with the edge term, saturate the model for the sex-mixing

matrix (see Table 5.1) in the sense that the counts in the sex-mixing matrix are completely deter-

mined by the number of edges and the sex-related sufficient statistics (female outdegree, female

indegree, and sex-match). As a result, when there are no missing data, the MLE reproduces the

observed sex-mixing matrix, because it matches the observed number of edges and sex-related

sufficient statistics. When there are missing data—as in the Polish multilevel network—the MLE

reproduces the sex-mixing matrix averaged over all possible realizations of the missing data, be-

cause it matches the conditional expectation of the number of edges and the sex-related sufficient

statistics given the observed network data, as discussed in Appendix A.1. Note that the MLE does

not reproduce the sex-mixing matrix in Table 5.1 based on the subset of 44 school classes without
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missing data. Instead, the MLE reproduces the sex-mixing matrix based on the whole set of 304

school classes, averaged over all possible realizations of the missing data. The Monte Carlo MLE,

which we use as an approximation of the intractable MLE, does so approximately.

To interpret the coefficient values, consider Model 4 with estimates .206 (female outdegree),

−.098 (female indegree), and .900 (sex-match). Note that the sex-match coefficient is the same for

males and females, by construction. But this does not mean that an equal fraction of edges will

be sex matched for both sexes; the level of homophily is determined by the net impact of all three

sex-specific parameters.

The change in the log odds of the conditional probability that a female student i nominates

another student j as a playmate when j is female rather than male is

logit(P(Xi,j = 1 |X−(i,j) = x−(i,j), ci = 1, cj = 1))

− logit(P(Xi,j = 1 |X−(i,j) = x−(i,j), ci = 1, cj = 0))

= (.206− .098 + .900)− .206 = .802.

The fact that the conditional log odds increases by .802 indicates that female students are more

likely to choose another female than a male as a playmate. This is due to both the (negative) in-

and (positive) out-degree differences for females, and the sex-match effect.

For males, we can calculate the analogous comparison. The change in the log odds of the

conditional probability that a male student i nominates another student j as a playmate when j is

male rather than female is

logit(P(Xi,j = 1 |X−(i,j) = x−(i,j), ci = 0, cj = 0))

−logit(P(Xi,j = 1 |X−(i,j) = x−(i,j), ci = 0, cj = 1)) = .900− (−.098) = .998.

The conditional log odds increases by .998, so male students tend to choose male playmates over

female playmates. Here, the net effect is determined by the marginal negative indegree effect for

females and the sex-match effect. Note that this relative homophily effect is somewhat stronger

for males than for females: compared to females, males are relatively more likely to choose a sex

matched playmate.



104

Finally, the conditional log odds of an edge between two females versus between two males is

given by

logit(P(Xi,j = 1 |X−(i,j) = x−(i,j), ci = 1, cj = 1))

−logit(P(Xi,j = 1 |X−(i,j) = x−(i,j), ci = 0, cj = 0))

= (.206− .098 + .900)− (.900) = .108.

The conditional log odds increases by .108, so female-female edges are more common than male-

male edges. All three sex-specific effects are combining to generate this net effect.

What is interesting here is that males are relatively more likely to choose sex matched play-

mates than females, but female-female edges are still more common than male-male edges. This

illustrates some of the subtleties in interpreting parameters for even the simpler dyadic-independent

terms in ERGMs. This is not an ERGM-specific issue; all generalized linear models (GLMs) (Mc-

Cullagh and Nelder, 1983) for counts have this property. GLMs decompose the observed patterns

in cross-tabulated counts into marginal and interaction effects (here, degree heterogeneity by sex

and sex-match, respectively). The resulting parameters can be combined in different ways to high-

light specific effects (similar to contrasts in ANOVA). The direct homophily effect in our models,

represented by θ11, is the same for both males and females, by construction. But the effect of sex

on mixing between males and females is also influenced by the sex-linked degree heterogeneity:

females are less likely to be nominated (by both sexes) and more likely to nominate others (of both

sexes). The net result is higher rates of female sex matched edges, but greater relative propensities

for sex-match among males than females.

Triadic closure effects

We turn finally to the effect of triadic closure, first comparing Model 1 without triadic closure

to Models 2–4 with triadic closure captured by GW-OTP, and then comparing Models 4–8 with

geometrically weighted terms of types OTP, OSP, ISP, RTP and ITP.

Models 1–4 impose a sequence of restrictions on the base and decay parameter of the geomet-

rically weighted term. Model 1 excludes the geometrically weighted term, which is equivalent to
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assuming that both the base and decay parameter of this term are 0, and there is no propensity for

triadic closure. Models 2–4 include the GW-OTP term, with different restrictions on the decay

parameter, but all 3 models show a strong and significant base parameter, which suggests Model

1 is misspecified. Comparing the estimates in Model 1 to the corresponding estimates in Models

2–4 shows a moderate to large impact of this mis-specification on all of the other estimates. For

example, the estimate of the sex-match parameter decreases from 1.599 (Model 1) to .900 (Model

4), a reduction of more than 40%. A similar decrease can be seen in the mutual edge parameter.

The decrease in the estimate of the sex-match parameter with the inclusion of GW-OTP indicates

that triadic closure accounts for some of the homophily by sex, as found in previous studies of

school friendship networks (e.g., Lubbers, 2003; Goodreau et al., 2009).

Models 2 and 3 fix the decay parameter at two values repeatedly used in the literature (e.g.,

Hunter et al., 2008; Goodreau et al., 2009), while Model 4 leaves it free to be estimated. A key

finding is that the estimate of the decay parameter, .913 (Model 4), is significantly greater than

0, and more than 3 times greater than the other fixed value of .25 (Model 3). That value was

chosen by trial and error in the original papers, based on qualitatively optimizing the goodness-of-

fit to the Add Health school friendship networks (Hunter et al., 2008; Goodreau et al., 2009). Our

results suggest this decay value does not generalize to all networks, or even to all school friendship

networks. Fixing the decay parameter at a value other than the MLE results again has a moderate to

large impact on the estimates of all other parameters in the model. As shown in Section 6.2.1 below,

the differences between these model specifications have a considerable impact on goodness-of-fit.

To interpret the estimates of the base and decay parameter of GW-OTP in Model 4, recall that

the effect of triadic closure on the log odds of the conditional probability that student i nominates

student j as a playmate is

|Ak|−2∑
m=1

[
ηk,11+m(θ) sk,11+m(x−(i,j), xi,j = 1)− ηk,11+m(θ) sk,11+m(x−(i,j), xi,j = 0)

]
,

where

ηk,11+m(θ) = θ12 exp(α) [1− (1− exp(−α))m] , m = 1, . . . , |Ak| − 2.
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Figure 5.7 : Estimated added value of additional shared playmates of type OTP under models 2–4,
as explained in the text. The added value of the first shared playmate is θ12, while the added value
of m-th shared playmate is θ12 (1 − exp(−α))m−1 (m = 2, . . . , |Ak| − 2). To make the plots, we
used the estimates of θ12 and α shown in Table 5.2.

If the edgeXi,j = 1 increases the number of OTP shared playmates of (i, j) from 0 to 1 relative

to the network with Xi,j = 0, assuming the rest of the network is the same, then the contribution

of GW-OTP to the log odds of the conditional probability of the edge is

ηk,11+1(θ)− 0 = θ12 exp(α) [1− (1− exp(−α))] = θ12.

If the edge Xi,j = 1 increases the number of OTP shared playmates of (i, j) from 1 to 2, then

the contribution of GW-OTP to the log odds of the conditional probability of the edge is

ηk,11+2(θ)− ηk,11+1(θ) = θ12 (1− exp(−α)).

If α > 0, then (1 − exp(−α)) < 1, so it acts as penalty on θ12, reducing the value of the second

shared playmate. The smaller the value of α, the larger this penalty becomes. When α = 0, the

transitive edge specification in Model 2, the penalty zeros out the value of the second OTP shared

playmate.

In general, if the edge Xi,j = 1 increases the number of shared playmates of (i, j) from m− 1

to m relative to the network with Xi,j = 0, assuming the rest of the network is the same, then the
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log odds of the conditional probability of the edge increases by

ηk,11+m(θ)− ηk,11+m−1(θ) = θ12 (1− exp(−α))m−1, m = 2, . . . , |Ak| − 2.

If θ12 > 0 and α > 0, then θ12 (1− exp(−α))m−1 decreases geometrically as m increases. In other

words, the added value of the m-th shared playmate decreases at a geometric rate, controlled by

the decay parameter α:

θ12︸︷︷︸ > θ12 (1− exp(−α))︸ ︷︷ ︸ > θ12 (1− exp(−α))2︸ ︷︷ ︸ > . . .

added value m = 1 added value m = 2 added value m = 3

And, as in the case of m = 2, when α = 0 the penalty zeros out contributions for all shared

partners beyond the first.

A graphical representation of the predicted added value of additional shared playmates for

Models 2–4 is shown in Figure 5.7, using the estimates of the base θ12 and decay parameters

α under Models 2–4 from each model. The decay parameter values rise from 0 in Model 2 to

.913 in Model 4, and the impact is clearly visible, lowering the penalty on the value of additional

shared partners, and increasing predicted density in the right tail of the distribution. Under Model

2, the added value of the first shared playmate is 1.055, while the added value of all subsequent

shared playmates is 0 (m = 2 . . . , |Ak| − 2). Under Models 3 and 4, the added value of the first

shared playmate is 1.237 and .713, respectively, and the added value of the m-th shared playmate

is 1.237 × .221m−1 and .713 × .599m−1, respectively (m = 2, . . . , |Ak| − 2). The added value of

additional shared playmates is always positive, but it decreases at a geometric rate, and the rate of

decrease is slower when the value of the decay parameter is higher. The rate of geometric decay is

high enough to ensure that the added value of the fifth shared playmate is less than .1 in all cases.

In terms of the impact on the odds of an edge, the positive effect of adding the first shared

partner is still not enough to outweigh the large negative estimated edge coefficients ηk,1(θ) =

θ1 − log |Ak|, which are less than −3 under Models 2–4. So the log odds of an edge are still

negative if the edge only adds a shared playmate, but they can become positive if that edge has

other benefits such as reciprocity or homophily by sex.
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Figure 5.8 : Models 4–8: Added value of additional configurations of type OTP (Model 4), OSP
(Model 5), ISP (model 6), RTP (Model 7), and ITP (Model 8), as explained in the text. The
added value of the first configuration of the specified type is θ12, while the added value of m-th
configuration is θ12 (1 − exp(−α))m−1 (m = 2, . . . , |Ak| − 2). To make the plots, we used the
estimates of θ12 and α shown in Tables 5.2 and 5.3.

Turning to Models 5–8, we find that the base parameter estimates of all of the geometrically

weighted terms are positive and significant according to Table 5.3, and the decay parameters are

also large and positive. While there is a positive tendency toward each type of triadic closure, there

are substantial differences in the specific base and decay parameter estimates, and the joint effect

of these differences can be seen in Figure 5.8, which plots the added value each model assigns

to additional configurations. Note that the models are displayed in order by type of closure: the

three transitive closure specifications (Models 4-6, GW-OTP, OSP and ISP), followed by GW-RTP,

which represents both transitive and cyclical closure, and finally the cyclical closure specification

GW-ITP in Model 8.

A clear distinction can be seen in Figure 5.8 between the added value assigned by transitive

versus purely cyclical (Model 8: ITP) specifications, and this follows directly from the parameter

estimates. In Model 8, the base parameter estimate is much smaller than in any other model, and

this will reduce the overall value of these cyclic triads, relative to the transitive triads. However,

the decay parameter estimate is much larger than in the other models, and this reduces the rate at

which the added value of additional configurations declines. The joint effect is the lower, flatter
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distribution of added value we see in the last panel of Figure 5.8. In the hierarchical world of

children, it is not surprising that egalitarian cyclic triads have lower value than transitive hierar-

chical triads. The difference in the base parameter estimates between Models 4 and 8, computed

to be exp(.713 − .134) = 1.78, implies a nearly 80% increase in the odds of an edge if it forms

the first triad of type OTP, compared to a triad of type ITP. But the decay parameter estimate for

the GW-ITP term surprisingly large at 2.105, which is almost an order of magnitude larger than

the commonly used fixed estimate of .25 (Hunter et al., 2008; Goodreau et al., 2009). While this

increases the value of multiple cyclic triads formed by a single edge, the low overall value keeps

the net impact in line with the transitive triads.

By contrast, the transitive geometrically weighted terms of types OSP, and ISP and the com-

bined transitive and cyclic term of type RTP in Models 5–7 display a pattern more similar to the

transitive GW-OTP in Model 4. Recall that OTP, OSP, and ISP all lead to the same transitive triad

030T in the triad census of Holland and Leinhardt (1970), but each closes one of the three legs of

that triad. Comparing the base parameter estimates geometrically weighted terms of types OTP,

OSP, and ISP suggests that the GW-OTP has the strongest initial triadic closure effect, increasing

the relative odds of an edge by about 20 to 30% (exp(.713 − .522) to exp(.713 − .435)). OTP is

the classic “a friend of my friend is my friend” dynamic. By contrast, OSP suggests that pairs of

playmates nominate the same shared playmates, whereas ISP suggests that pairs of playmates are

nominated by the same shared playmates. Both of these latter social forces make sense, but the

stronger effects for OTP may explain why only it has a special cultural phrase.

Models can include multiple geometrically weighted terms. An example is Model 9, which

contains three geometrically weighted terms: GW-OTP, GW-ITP, and GW-Indegree. The esti-

mates and standard errors of all parameters of Model 9, including the base and decay parameters

of all three geometrically weighted terms, can be found in Table 5.4. We do not attempt to inter-

pret them here, although these estimates can be interpreted by using conditional log odds and log

odds ratios as explained above. While Model 9 demonstrates that the base and decay parameters

of multiple geometrically weighted terms can be estimated, we caution that the interpretation of
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Figure 5.9 : BIC of Models 1–8. The BIC of Model 9, not plotted, is 239,581.

models with multiple geometrically weighted terms is more complicated, and possible correlations

among geometrically weighted terms may raise multicollinearity issues (as in ordinary regression

with correlated predictors).

Last, but not least, we turn to the question of which geometrically weighted terms to use. Ge-

ometrically weighted terms can be selected based on AIC or BIC (see, e.g., Hunter et al., 2008).

The BIC of Models 1–9 is shown Figure 5.9. It is notable that the BIC of Model 4 with unre-

stricted decay parameter is much lower than the BIC of Models 1, 2, and 3 with restricted decay

parameter, underscoring once again the importance of estimating, rather than fixing, decay param-

eters. Among the models with geometrically weighted terms of types OTP, OSP, ISP, RTP and

ITP, the models capturing transitive closure (Models 4, 5, and 6) clearly outperform the models

capturing cyclical closure (Models 7 and 8) in terms of BIC, while Model 9 with three geomet-

rically weighted terms is heavily penalized by the BIC. The BIC hence agrees with the informal

observation made above: it is transitive closure, rather than cyclical closure, that drives network

formation in the Polish multilevel network.
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Standard errors

In addition to facilitating the estimation of decay parameters, the standard errors of the decay

parameter estimates in Tables 5.2, 5.3, and 5.4 demonstrate that multilevel networks, by providing

replication, help reduce the uncertainty about the decay parameter estimates.

The standard errors of the decay parameter estimates for the directed, transitive geometrically

weighted terms of types OTP, OSP, and ISP range from .014 (GW-OTP in Model 4) to .020 (GW-

OTP in Model 9). As noted before, we know of only four other published papers that estimated the

decay parameters in a curved ERGM, Hunter (2007), Koskinen et al. (2010), Suesse (2012), and

Almquist and Bagozzi (2015). These are not strictly comparable studies as all of them are based on

undirected networks, which were slightly larger than our largest network (Hunter, Koskinen et al.,

and Suesse: 36; Almquist and Bagozzi: 143; here: 11 to 33). Still, the comparison is suggestive,

as the standard errors reported for the GW-ESP decay parameter estimates in their models are .109

(Hunter, 2007), .151 (Suesse, 2012), and .099 and .706 (Almquist and Bagozzi, 2015)—roughly an

order of magnitude higher than ours. Note that Koskinen et al. (2010) follow a Bayesian approach

and do not report standard errors, but summaries of the posterior suggest that the posterior standard

deviation may be as large as the standard errors reported by Hunter (2007) and Suesse (2012) for

the same network, the Lazega law firm advice network.

5.5.4 In-sample performance: goodness-of-fit

The traditional approach to evaluating the goodness-of-fit (GOF) of ERGMs is to assess how well

the model predicts observed network features that were not included in the model (Hunter et al.,

2008). This is done by comparing the statistics from the observed network to statistics from net-

works simulated from the model. Because the comparison relies on the same network that was

used to estimate the model, this is an assessment of the in-sample performance of ERGMs. The

purpose of this type of assessment is to evaluate the generative performance of the fitted model:

to determine whether a parsimonious set of terms that capture local, micro-level effects are able to

reproduce the overall macro-level structural signatures in the network. As always with statistical
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assessments, bad performance allows hypotheses to be rejected, and good performance is not a

form of proof, but in this case simply implies that the data are consistent with the hypothesized

generative model.

The presence of missing data complicates GOF comparisons, because we want to compare

model-based predictions to the 304 sampled school classes, but 260 of them have missing data. We

could compare model-based predictions of subgraph statistics to fully observed subgraphs: e.g.,

we could compare model-based predictions of the number of mutual edges to the number of pairs

of students for which both edges are observed. Such comparisons have at least two disadvantages,

however. First, we would make the implicit assumption that the pairs of students for which one

edge is present while the other one is missing or for which both edges are missing do not reciprocate

edges. Second, it would reduce the number of pairs of students on which the comparison is based.

The issue exists for both dyadic statistics (e.g., mutual edges) and triadic statistics (e.g., transitive

edges), but it tends to be worse when the statistic involves more edges.

To avoid these two disadvantages, we compare model-based predictions of statistics to the

conditional expectation of those statistics given the observed data. In other words, we compare

model-based predictions to weighted averages of those statistics, averaging over all possible val-

ues of the missing data, with the weights given by the conditional distribution of missing data

given observed data. The conditional expectations of statistics cannot be calculated analytically,

but it is possible to approximate them by Markov chain Monte Carlo sample averages of those

statistics based on simulations of networks from the conditional distribution of missing data given

the observed data.

Figures 5.10 and 5.11 compare the GOF of Models 1–8, using the statistics proposed by Hunter

et al. (2008): distributions of geodesic distances, indegrees, the number of dyads (unconnected or

connected) with m shared partners (DSP), and the number of connected dyads with m shared

partners (ESP). For each model, we use the directed versions of the DSP and ESP statistics that

match the type of the geometrically weighted term in the model. Additional GOF plots for other

types of DSP and ESP statistics are shown in Appendix A.5, and GOF plots for the outdegrees
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Model 1 Model 2 Model 3 Model 4

No GW term GW-OTP(0) GW-OTP(.25) GW-OTP(free)

Figure 5.10 : In-sample performance of Models 1–4. The red curves indicate the conditional
expectations of the statistics given the observed data. The in-sample performance of Models 1–4
in terms of outdegrees is assessed in Appendix A.4.

can be found in Appendix A.4. All GOF plots are based on 10,000 simulated networks generated

from the estimated models. Given the missing data, we compare the statistics of the simulated

networks to the conditional expectation of the statistics given the observed data. The conditional

expectations of statistics are model-dependent and can therefore vary from model to model, but the

variation is small, as can be seen in Figures 5.10 and 5.11.

The GOF performance of Models 1–4 different quite a bit, reflecting the impact of estimating,

rather than fixing, the decay parameter of the GW-OTP. Model 1, which does not have a geomet-

rically weighted term, is unable to match any of the GOF statistics of the observed network data.
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Model 5 Model 6 Model 7 Model 8
GW-OSP GW-ISP GW-RTP GW-ITP

Figure 5.11 : In-sample performance of Models 5–8. The red curves indicate the conditional
expectations of the statistics given the observed data. The in-sample performance of Models 5–8
in terms of outdegrees is assessed in Appendix A.4.

The models with the GW-OTP (Models 2–4) do progressively better, as the fixed decay parameter

value gets closer to the MLE. Model 4 – which estimates the decay parameter – shows superior

GOF performance across the board. It provides a very good fit to the indegree distribution, es-

pecially when compared to Model 1, without requiring a specialized term like a geometrically

weighted degree. This is a classic example of how a macro-level network signature, like the inde-

gree distribution, may be consistent with a generative process rooted in a very different dynamic,

like triad closure. Model 4 also matches the full DSP and ESP distributions almost perfectly, using

a single parsimonious curved ESP term with two parameters. The fact that this model also fits the
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DSP distribution indicates that an additional DSP term is not required.

The performance of Models 5–8 with geometrically weighted terms of types OSP, ISP, RTP and

ITP is shown in Figure 5.11. It is evident that the models with transitive triad terms (OTP, OSP,

and ISP) outperform the models with cyclical triad terms (RTP and ITP). These results reinforce

the findings from Section 5.5.3 that cyclical closure fails to capture the micro-level patterns that

lead to hierarchical structure in the nomination of playmates.

In summary, reciprocity, attribute homophily and triadic closure are important micro-level de-

terminants in the nomination of playmates. Curved ERGMs with geometrically weighted terms

are parsimonious models that can accurately capture the observed triadic closure along with other

aggregate network patterns. Multilevel network data make it possible to estimate the MLEs of the

triadic closure decay parameters, which results in better goodness of fit.

5.5.5 Out-of-sample performance: cross-validation

The final advantage of multilevel networks we will demonstrate here is that such data make it

possible assess the out-of-sample performance of ERGMs using the traditional statistical principle

of cross-validation. We can divide the 304 school classes into two subsets, use one as a training

subset to estimate the model, and the other as a held-out subset to assess the predictive power of

the estimated model. For convenience, we use the GOF statistics from Section 6.2.1 to assess the

predictive power of ERGMs, but in principle any network statistics could be used.

We assess the out-of-sample performance of models by generating 100 model-based predic-

tions as follows:

• Step 1: Stratify the 304 school classes by size and sample without replacement 50% of the

school classes from each stratum (rounded up) to create a training data set for estimating

models and a held-out data set for model-based predictions.

• Step 2: Estimate models based on the training data set.

• Step 3: Compare model-based predictions of the GOF statistics to the observed GOF statis-
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tics for the held-out data set.

Some remarks are in order. Step 1 uses stratified random sampling based on class size to

facilitate the comparison of network statistics. The reason is that network statistics depend on class

size and stratifying by class size helps compare network statistics across multiple random splits of

the 304 school classes. The 50-50% split implies that the training data set is small while the held-

out data set is large, relative to conventional cross-validation procedures with more observations

in the training data set than the held-out data set. The small training data set makes the estimation

more challenging as there is less information about the parameters of interest (in the statistical

sense of Fisher information), but it has the advantage of reducing computing time. Step 2 is

the most time-consuming step of the procedure, because it requires estimating curved ERGMs

from 100 different training subsets. Even when parallel computing on multi-core computers or

computing clusters is used, estimating curved ERGMs from 100 different training subsets can take

days or weeks (depending on how the parallel computing is implemented and how much computing

power is available). Step 3 generates out-of-sample predictions for the held-out data sets by using

the estimates of the size-invariant parameters θ1, . . . , α obtained in Step 2 and the size-dependent

offsets log |Ak| based on the sizes of the school classes Ak in the held-out data set. For each

held-out data set, 10,000 model-based predictions are generated, averaged, and compared to the

observed held-out data set.

To demonstrate the cross-validation approach we use Model 4 (GW-OTP with estimated de-

cay parameter), because the in-sample performance of Model 4 is the best of all of the models.

Assessing the out-of-sample performance of other models is possible but time-consuming.

Figure 5.12 shows the results of the out-of-sample predictions based on Model 4. Overall, the

out-of-sample predictions seem to be close to the observed network data. The strong out-of-sample

performance suggests that our findings can be generalized to the population of third-grade classes

in Poland.
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Figure 5.12 : Out-of-sample predictions based on Model 4 with GW-OTP and estimated decay
parameter. Each black curve represents one of the 100 out-of-sample predictions while each red
curve represents one of the 100 out-of-sample observations.

Appendix A.1: Maximum likelihood estimation of curved ERGMs with miss-

ing data

One of the most appealing properties of MLEs is that, in the simplest case when ERGMs do

not contain curved ERGM terms and there are no missing data, MLEs match the expected and

observed values of the sufficient statistics: e.g., the MLE of ERGMs with edge terms ensures that

the expected number of edges equals the observed number of edges. However, we are dealing here

with curved ERGMs with missing data, so the interpretation of MLEs is more complicated. We

review here some important implications.

To do so, let Xobs be the collection of all edge variables whose values are observed and Xmis

be the collection of all edge variables whose values are unobserved. By definition, the MLE

maximizes the probability of the observed network data xobs. Maximizing the probability of the
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observed network data xobs is equivalent to solving

∇θ log fθ(xobs) = 0,

which in turn is equivalent to solving

∇θ log fθ(xobs) = Eθ [∇θ log fθ(xobs,Xmis) |Xobs = xobs]

= (∇θ η(θ))> Eθ [s(xobs,Xmis) |Xobs = xobs]

−
(
∇θ η(θ))> Eθ [s(Xobs,Xmis)]

)
= 0,

(5.3)

where the first line follows from a well-known missing-data identity dating back to Fisher (1925)

and Dempster et al. (1977) (see the discussion of Efron, 1977), while the second line follows from

exponential-family theory (Brown, 1986). Here, the expectation Eθ [s(xobs,Xmis) |Xobs = xobs]

is with respect to the conditional distribution of Xmis given Xobs = xobs, and the expectation

Eθ [s(Xobs,Xmis)] is with respect to the joint distribution of Xobs and Xmis; (∇θ η(θ))> is the

transpose of the matrix of partial derivatives of natural parameters ηi(θ) with respect to parameters

θj . Equation (5.3) implies that the MLE θ̂ ensures that

(∇θ η(θ)|θ=θ̂)> Eθ̂ [s(Xobs,Xmis)] = (∇θ η(θ)|θ=θ̂)> Eθ̂ [s(xobs,Xmis) |Xobs = xobs] .

To discuss the implications of the maximum likelihood equation shown above, consider one of the

sex-related sufficient statistics, the female outdegrees summed across all school classes. Denote

the sum of female outdegrees by si(xobs,xmis) and its natural parameter by ηi(θ) = θi. The partial

derivative of ηi(θ) with respect to θi is 1, whereas the partial derivative of ηi(θ) with respect to

θj is 0 for all j 6= i. As a consequence, the MLE ensures that the unconditional and conditional

expectation of female outdegrees match:

Eθ̂ [si(Xobs,Xmis)] = Eθ̂ [si(xobs,Xmis) |Xobs = xobs] .

When there were no missing data, the MLE matches the observed female outdegrees, si(xobs):

Eθ̂ [si(Xobs)] = si(xobs). (5.4)
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Otherwise, when there are missing data, it matches the conditional expectation of female outde-

grees given the observed network data, Eθ̂ [si(xobs,Xmis) |Xobs = xobs]:

Eθ̂ [si(Xobs,Xmis)] = Eθ̂ [si(xobs,Xmis) |Xobs = xobs] . (5.5)

Two remarks are in order.

First, the left-hand side of equations (5.4) and (5.5) is the same, but the right-hand side is

not: when there are missing data, the sufficient statistic—the sum of female outdegrees across all

school classes—cannot be computed, so it is replaced by a conditional expectation of the sufficient

statistic given the observed network data. In other words, the sufficient statistic is averaged over

all possible realizations of the missing data, where the possible realizations of the missing data are

weighed by the conditional probabilities of the missing data given the observed network data.

Second, the female outdegrees are summed across all school classes, both school classes with-

out missing data and school classes with missing data, which has subtle implications: the MLE

matches the conditional expectation of the sum of female outdegrees summed across all school

classes, but there is no guarantee that it matches the observed female outdegrees of school classes

without missing data. To match the observed female outdegrees of school classes without missing

data, class-specific female outdegree parameters would be needed. While it is possible to include

class-specific female outdegree parameters, the resulting models would have a large number of

parameters and would not be parsimonious, which would increase computational costs (e.g., com-

puting time) as well as statistical costs (e.g., standard errors).

By the same argument, the MLE matches the conditional expectation of the number of edges,

mutual edges, female outdegrees, female indegrees, sex-matched edges, and the number of students

with outdegrees 1, . . . , 6. The geometrically weighted terms are more complicated: the MLE

matches weighted sums of conditional expectations of the number of configurations of the specified

type. The weights are given by partial derivatives, and most of the partial derivatives are neither 0

nor 1, because the natural parameters of geometrically weighted terms are nonlinear functions of

products of parameters, and all natural parameters of geometrically weighted terms depend on the

same two parameters (the base and decay parameter).
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Last, but not least, it is worth noting that we use Monte-Carlo based approximations of MLEs

(as explained in Section 5.4), because it is infeasible to compute exact MLEs. However, the argu-

ments concerning the behavior of MLEs we presented above also shed some light on the behavior

of approximate MLEs, such as Monte Carlo MLEs.

Appendix A.2: Convergence

To assess whether the Monte Carlo maximum likelihood procedure converged, we used trace plots

of the sufficient statistics of the model, as is common practice (Hunter and Handcock, 2006b;

Hunter et al., 2008; Hunter et al., 2008). We present trace plots of the sufficient statistics of

Model 4 in Figure 5.13. The trace plots for all other models may be obtained from the authors

upon request. None of these trace plots shows signs of non-convergence. Trace plots of the other

models are not shown, but those trace plots do not show signs of non-convergence either.

Appendix A.3: Outdegree estimates

Tables 5.5 and 5.6 show Monte Carlo maximum likelihood estimates, including standard errors, of

the outdegree parameters of Models 1–4 and Models 5–8, respectively.

Model 1 Model 2 Model 3 Model 4

No GW term GW-OTP(0): GW-OTP(.25): GW-OTP(free):

θ3 Outdegree 1 −.930 (.074) ∗ ∗ ∗ −.116 (.074) .006 (.075) −.587 (.075) ∗ ∗ ∗

θ4 Outdegree 2 −.855 (.046) ∗ ∗ ∗ −.022 (.048) .503 (.049) ∗ ∗ ∗ .593 (.051) ∗ ∗ ∗

θ5 Outdegree 3 −.665 (.034) ∗ ∗ ∗ .137 (.038) ∗ ∗ ∗ .765 (.040) ∗ ∗ ∗ 1.362 (.044) ∗ ∗ ∗

θ6 Outdegree 4 −.603 (.032) ∗ ∗ ∗ .094 (.037) ∗ ∗ .731 (.039) ∗ ∗ ∗ 1.565 (.043) ∗ ∗ ∗

θ7 Outdegree 5 −.067 (.029) .487 (.034) ∗ ∗ ∗ 1.044 (.036) ∗ ∗ ∗ 1.920 (.040) ∗ ∗ ∗

θ8 Outdegree 6 −.797 (.046) ∗ ∗ ∗ −.409 (.047) ∗ ∗ ∗ .027 (.049) .790 (.051) ∗ ∗ ∗

Table 5.5 : Monte Carlo maximum likelihood estimates, including standard errors, of all outdegree
parameters of Models 1–4. Monte Carlo maximum likelihood estimates of all other parameters
can be found in Table 5.2. Significance at levels .1, .05, and .001 is indicated by ∗, ∗∗, and ∗ ∗ ∗,
respectively. A graphical representation of GW-OTP is shown in Figure 5.5.
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Figure 5.13 : Model 4: Trace plots of sufficient statistics of Model 4 with geometrically weighted
of type OTP and estimated decay parameter. ESP1, ESP2, and ESP3 refer to the number of pairs
of students with 1, 2, and 3 edgewise shared partners of type OTP, respectively.

Appendix A.4: In-sample performance of Models 1–8 in terms of outdegrees

We present plots for assessing the in-sample performance of Models 1–8 in terms of outdegrees in

Figure 5.14.
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Model 5 Model 6 Model 7 Model 8

GW-OSP GW-ISP GW-RTP GW-ITP

θ3 Outdegree 1 −.768 (.075) ∗ ∗ ∗ −1.196 (.076) ∗ ∗ ∗ −1.239 (.076) ∗ ∗ ∗ −1.344 (.075) ∗ ∗ ∗

θ4 Outdegree 2 .270 (.050) ∗ ∗ ∗ −.101 (.053) ∗ −.633 (.047) ∗ ∗ ∗ −.919 (.051) ∗ ∗ ∗

θ5 Outdegree 3 1.010 (.044) ∗ ∗ ∗ .807 (.048) ∗ ∗ ∗ −.045 (.039) −.451 (.042) ∗ ∗ ∗

θ6 Outdegree 4 1.248 (.043) ∗ ∗ ∗ 1.267 (.049) ∗ ∗ ∗ .246 (.038) ∗ ∗ ∗ −2.180 (.041) ∗ ∗ ∗

θ7 Outdegree 5 1.654 (.040) ∗ ∗ ∗ 1.885 (.046) ∗ ∗ ∗ .832 (.035) ∗ ∗ ∗ .411 (.037) ∗ ∗ ∗

θ8 Outdegree 6 .577 (.053) ∗ ∗ ∗ .956 (.055) ∗ ∗ ∗ −.015 (.049) −.321 (.049) ∗ ∗ ∗

Table 5.6 : Monte Carlo maximum likelihood estimates, including standard errors, of all outdegree
parameters of Models 5–8. Monte Carlo maximum likelihood estimates of all other parameters
can be found in Table 5.3. Significance at levels .1, .05, and .001 is indicated by ∗, ∗∗, and ∗ ∗ ∗,
respectively. Graphical representations of geometrically weighted terms of types OSP, ISP, RTP,
and ITP are shown in Figure 5.5.

Appendix A.5: In-sample performance of Models 5–8 in terms of DSP and

ESP

Figures 5.16 and 5.15 show the in-sample performance of Models 5–8 with geometrically weighted

terms of types OSP, ISP, RTP and ITP in terms of DSP and ESP statistics of types OSP, ISP, RTP

and ITP.
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Model 1 Model 2 Model 3 Model 4

No GW term GW-OTP(0) GW-OTP(.25) GW-OTP(free)

Model 5 Model 6 Model 7 Model 8

GW-OSP GW-ISP GW-RTP GW-ITP

Figure 5.14 : In-sample performance of Models 1–8 in terms of outdegrees. The red curves indicate
the conditional expectations of the outdegrees given the observed data.
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Model 5 Model 6 Model 7 Model 8

GW-OSP GW-ISP GW-RTP GW-ITP

Figure 5.15 : In-sample performance of Models 5–8 with geometrically weighted terms of types
OSP, ISP, RTP, and ITP in terms of DSP statistics of types OSP, ISP, RTP, and ITP. The red curves
indicate the conditional expectations of the DSP statistics given the observed data.
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Model 5 Model 6 Model 7 Model 8

GW-OSP GW-ISP GW-RTP GW-ITP

Figure 5.16 : In-sample performance of Models 5–8 with geometrically weighted terms of types
OSP, ISP, RTP, and ITP in terms of ESP statistics of types OSP, ISP, RTP, and ITP. The red curves
indicate the conditional expectations of the ESP statistics given the observed data.



126

Chapter 6

Application II: Modeling transitivity in brain networks∗

6.1 Introduction

In this application, we demonstrate likelihood-based inference for ERGMs to an application of

human brain networks. A short discussion of how ERGMs can be used in neuroscience applications

can be found in the survey paper of Simpson et al. (2013). Some recent applications of ERGMs

to human brain network data can be found in Simpson et al. (2011), Simpson et al. (2012), Sinke

et al. (2016), and Obando and De Vico Fallani (2017). We use here the human brain network data

of Obando and De Vico Fallani (2017). The network can be framed as a multilevel network, where

connections between regions of the brain can be nested within individuals in the population.

We demonstrate that triads, discussed at length in Chapter 5, are important structural compo-

nents of brain networks, using two network models designed to capture transitivity, latent space

models and curved ERGMs. Our results show that the ability of curved ERGMs to model triadic

processes in real-world networks can be superior to latent space models, which capture only a

stochastic tendency towards triad formations through the triangle inequality in the latent metric

space. We additionally show that models which make restrictive independence assumptions on

edges in the network may not be suitable. Lastly, we explore two ways in which data may be

missing in statistical network applications to multilevel networks.

6.1.1 Data set

Obando and De Vico Fallani (2017) extracted data from the online PhysioNet BCI data base (Gold-

∗A version of Chapter 6 is published in Schweinberger, Krivitsky, Butts, and Stewart (2020, Statistical Science).
Chapter 6 represents my contributions to the cited article.
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berger et al., 2000; Schalk et al., 2004), consisting of EEG recordings from 108 human subjects.

The EEG recordings cover 56 regions within each subject’s brain, over four frequency bands in

two states, “eyes closed” and “eyes open.” We use the same data as Obando and De Vico Fallani

(2017), focusing on the beta-frequency band in the “eyes open” state. The data, thresholded by

Obando and De Vico Fallani (2017), are binary, i.e., Xi,j ∈ {0, 1}, and undirected, i.e., Xi,j = Xj,i

with probability 1. Here, Xi,j = 1 can be interpreted as an indicator of a strong connection be-

tween brain regions i and j. A more detailed description of the data can be found in Obando and

De Vico Fallani (2017). Last, but not least, note that the 108 brain networks are fully observed,

although we subsample the 108 brain networks in Section 6.2.4 to demonstrate incomplete-data

maximum likelihood estimation.

6.2 A population network model for human brain networks

The population of interest consists of 56 regions of the human brain. We want to infer the probabil-

ity law that governs connections between these 56 regions of the human brain based on the sample

of brain networks obtained from the 108 individuals. It is infeasible to observe the entire popula-

tion network, which is comprised of all human brains. We therefore wish to infer the probability

law from a sample of the network, which is called subgraph-to-graph inference because we infer

the probability law governing a random graph from a sampled subgraph.

Population probability models. As a population probability model, we estimate and compare

three probability models:

• A curved ERGM capturing connectivity and transitivity in the 108 human brain networks.

• A latent space cluster models, which capture a stochastic tendency towards transitivity through

the latent metric space.

• A Bernoulli(π) random graph model with size-invariant edge probability π to demonstrate

the inadequacy of models that make restrictive independence assumptions on the edges in
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networks.

Curved ERGM. We use a curved ERGM with two levels of multilevel structure, with level-1

units corresponding to the 56 brain regions and level-2 units corresponding to the 108 brains. The

probability mass function of the curved ERGM is of the form

f(xk;θ) =
108∏
k=1

fW,k(xk;θ),

where each brain networkxk (k = 1, . . . , 108) can be thought of as an independent replication from

a common distribution. Unlike the social network application in the previous chapter, where it was

conceivable that there may be between-classroom ties, it is not possible for two regions in two

distinct brains to be connected within the network. As such, between-brain edges are disallowed

and set equal to 0 with probability one. It is additionally worth mentioning that while the individual

brain networks xk (k = 1, . . . , 108) are assumed to come from the same distribution, the networks

themselves can exhibit very different structures, as multiple realizations of networks from a random

graph model. We are therefore interested in modeling important features of brain networks, and

not in estimating a single network structure or a mean structure for the brains, as done elsewhere

(Coria et al., 2020).

We assume that the density functions fθ(xk) have the form

fW,k(xk;θ) ∝ exp

(
63∑
m=1

ηm(θ) sm(xk)

)
.

The sufficient statistics of the model:

• s1(xk) is the number of edges in brain k;

• s2(xk), . . . , s8(xk) are the number of nodes with 0, . . . , 6 edges in brain k, respectively;

• s9(xk) is the number of paths of length two in brain k;

• s10(xk), . . . , s63(xk) are the number of connected pairs of nodes with 1, . . . , 56 − 2 shared

partners in brain k, respectively.
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Parameter Estimate Standard error

θ1 Edge parameter -4.972 .560

θ9 Two-path parameter -.091 .033

θ10 GWESP shift parameter .198 .024

θ11 GWESP shift parameter .305 .022

θ12 GWESP base parameter 1.061 .018

θ13 GWESP decay parameter 1.565 .028

Table 6.1 : Monte Carlo maximum likelihood estimates, including standard errors, of all parame-
ters in the curved ERGM, with the exception of the degree parameters θ2, . . . , θ8.

The natural parameters of the model are:

ηm(θ) = θm, m = 1, . . . , 9

η9+1(θ) = θ10 + θ12 exp(θ13) [1− (1− exp(−θ13))]

η9+2(θ) = θ11 + θ12 exp(θ13) [1− (1− exp(−θ13))2]

η9+m(θ) = θ12 exp(θ13) [1− (1− exp(−θ13))m] , m = 3, . . . , 56− 2,

where Θ = R13 is the natural parameter space.

The resulting model is a curved ERGM with a shifted GWESP term, shifted in the sense that

the natural parameters of the numbers of connected pairs of nodes with 1 and 2 shared partners are

shifted by θ10 and θ11, respectively. If θ10 = 0 and θ11 = 0, the shifted GWESP term reduces to

the unshifted GWESP term. The shifted GWESP term offers more flexibility than the unshifted

GWESP term and we found that the shifted GWESP term improves in-sample and out-of-sample

performance relative to the unshifted GWESP term. The model is identifiable as long as θ12 6= 0

and the number of nodes is at least 5, so that with positive probability there are connected pairs

of nodes with 3 or more shared partners; note that θ12 = 0 implies that θ13 cannot be estimated,

because θ12 = 0 eliminates the GWESP term. The number of nodes must be at least 5, because
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Figure 6.1 : Latent space model: BIC based on q = 1, . . . , 6 components (left) and estimated
positions of the 56 nodes in R3 based on q = 2 components (right). The edges are not shown,
because the three-dimensional plots produced by R package latentnet can represent binary
edges, but cannot represent counts of the number of edges between brain regions based on 108
replications.

η10(θ) = θ10 + θ12 and η11(θ) = θ11 + θ12 when θ13 = 0, so adding a constant c 6= 0 to θ10

and θ11 and subtracting c from θ12 does not change the likelihood function when the number of

nodes is smaller than 5. Note that values θ13 < − log 2 are identifiable, but induce a form of

model near-degeneracy when |Ak| is large (Schweinberger, 2011). It is possible to constrain the

maximization of the likelihood function to θ13 ≥ − log 2, but it is rarely worth enforcing the

constraint, in part because the network size of 56 for each brain network is not large, and in part

because unconstrained Monte Carlo maximum likelihood algorithms typically do not venture into

(−∞,− log 2). A possible explanation is that the probability of network data is much higher on

[− log 2,+∞) than (−∞,− log 2), where the model is near-degenerate and places low probability

mass on graphs that resemble real-world networks, and consequently the likelihood function will

be lower on (−∞,− log 2) than [− log 2,+∞).

We used R package mlergm (Stewart and Schweinberger, 2018) to estimate the curved ERGM

by Monte Carlo maximum likelihood methods. The estimates, along with standard errors, are

shown in Table 6.1.
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Latent space models. We use latent space cluster models with node-dependent propensities to

form edges, which generalize β-models, stochastic block models, and latent space models. Sup-

pose that each node i has a latent position zi ∈ R3, edges are independent conditional on the

positions of nodes, and the log odds of the conditional probability of an edge between nodes i and

j in brain k given the positions of nodes i and j is

log
Pα,β(Xi,j = 1 | zi, zj)

1− Pα,β(Xi,j = 1 | zi, zj)
= α + βi + βj − ‖zi − zj‖2,

where α ∈ R can be interpreted as the overall propensity to form edges and βi ∈ R can be

interpreted as the deviation of node i. Since adding a constant c 6= 0 to α and subtracting c/2 from

parameters β1, . . . , β56 does not change the conditional probability of an edge, we set β1 = 0. The

positions of nodes are drawn from a multivariate Gaussian mixture distribution with q multivariate

Gaussian component distributions, as in Handcock et al. (2007). The resulting models can be

considered as generalizations of the β-models (e.g., Chatterjee et al., 2011), which assume that the

log odds of the probability of an edge is βi+βj . The additional term−‖zi−zj‖2 can be interpreted

as a penalty, which discourages edges between nodes separated by large distances. The fact that

the positions are generated from a multivariate Gaussian mixture distribution with q components

implies that the set of nodes is partitioned into q subsets, so one can view the resulting model as a

generalization of stochastic block models. Such latent space models—generalizing β-models (e.g.,

Chatterjee et al., 2011), stochastic block models (e.g., Nowicki and Snijders, 2001), latent space

models (e.g., Hoff et al., 2002), and latent space cluster models (Handcock et al., 2007)—were

proposed by Krivitsky et al. (2009).

We used R package latentnet (Krivitsky and Handcock, 2008) to estimate the latent space

model. The number of components q was selected by BIC, as recommended by Handcock et al.

(2007). The BIC shown in Figure 6.1 suggests to choose q = 2 components. All following results

are based on q = 2 components. The estimated positions of the 56 nodes in R3 based on q = 2

components can be seen in Figure 6.1.
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Bernoulli random graph model. We use the Bernoulli(π) random graph model with size-invariant

edge probability π ∈ (0, 1) to demonstrate the inadequacy of models which place restrictive in-

dependence assumptions on edges. The Bernoulli(π) random graph model has probability mass

function

f(x; θ) =
108∏
k=1

fW,k(xk; θ),

where

fW,k(xk; θ) ∝ exp

η(θ)
∑

{i,j}⊂{1,...,56}

Xi,j


with natural parameter η(θ) = logit(π) = θ ∈ R.

6.2.1 In-sample performance

We first compare the in-sample performance of the Bernoulli random graph model, the latent space

model, and the curved ERGM in terms of geodesic distances (the length of the shortest path be-

tween dyads); the number of nodes with degreem (the number of nodes withm edges); the number

of connected dyads with m triangles; and the total number of triangles; here, a dyad refers to a pair

of nodes. All statistics are aggregated over the 108 brain networks. The first two statistics help

assess the in-sample performance of models in terms of connectivity and reachability, whereas the

other two help assess the in-sample performance in terms of transitivity.

The in-sample performance of the three models in terms of these statistics is shown in Figure

6.2. At least two interesting observations can be made. First, while some simplistic ERGMs lack-

ing structure are indistinguishable from Bernoulli random graphs in the large-graph limit (Chatter-

jee and Diaconis, 2013), the in-sample performance of the curved ERGM is very different from the

in-sample performance of the Bernoulli random graph model. Indeed, the in-sample performance

of the curved ERGM is far superior to the Bernoulli random graph model in terms of both con-

nectivity and transitivity. Second, Figure 6.2 highlights a limitation of latent space models: while

the latent space model induces a stochastic the tendency towards transitivity, it is not a flexible

model of transitivity, and it is not able to match the observed the tendency towards transitivity in

the observed data. In fact, the latent space model has 56 unrestricted parameters α, β2, . . . , β56 and
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Figure 6.2 : In-sample performance of the Bernoulli model, the latent space model, and the curved
ERGM. The red lines and curves indicate the observed values of the statistics.

56 latent variables z1, . . . ,z56, but it is outperformed by the curved ERGM with 13 unrestricted

parameters θ1, . . . , θ13, both in terms of connectivity and transitivity. Last, but not least, it is worth
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Figure 6.3 : Out-of-sample performance of the curved ERGM, using a sample of 75% brain net-
works to estimate the curved ERGM and 25% of the brain networks to generate model-based
predictions. The black curves are the model-based predictions, whereas the red curves are the
observations.

noting that the latent space model is not able to match the observed numbers of nodes with degrees

0, 1, . . . While the reasons are unclear, it is crystal-clear why the curved ERGM is able to match

the observed numbers of nodes with degrees 0, . . . , 6: the numbers of nodes with degrees 0, . . . , 6

are sufficient statistics of the curved ERGM and, under the maximum likelihood estimate, the ex-

pected and observed numbers of nodes with degrees 0, . . . , 6 are equal. Note that the numbers of

nodes with degrees 7, 8, . . . are not sufficient statistics of the curved ERGM, but the tail seems to

be captured by the other model terms.

6.2.2 Out-of-sample performance

We assess the out-of-sample performance of the best-fitting model, the curved ERGM, by sam-

pling 75% of the 108 brains at random and estimating the curved ERGM from the sampled brain

networks. We then generated model-based predictions of the 25% non-sampled brain networks

based on the estimated curved ERGM.

Figure 6.3 suggests that the curved ERGM has high predictive power in terms of connectivity

and transitivity: the model-based predictions are close to the observed statistics. The strong out-of-

sample performance lhends credence to the assumption that the 108 brain networks were generated

by a common data-generating mechanism.
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Figure 6.4 : Sampling brains: Monte Carlo maximum likelihood estimates of the most interesting
parameters, the parameters θ10, . . . , θ13 of the shifted GWESP term capturing transitivity, based on
observing 25%, 50%, 75%, and 100% of the 108 brain networks.
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Figure 6.5 : Subsampling brains: incomplete-data Monte Carlo maximum likelihood estimates of
the most interesting parameters, the parameters θ10, . . . , θ13 of the shifted GWESP term capturing
transitivity, based on observing 50%, 75%, and 100% of the nodes in the 108 brain networks.

6.2.3 Sampling brains: more data helps estimate parameters

To show that more data helps estimate parameters, we sampled 25%, 50%, and 75% of the brains at

random and observed the whole brain network of each sampled brain. We performed the described

procedure 50 times.

Figure 6.4 shows that the Monte Carlo maximum likelihood estimates based on samples of

brain networks approach the corresponding Monte Carlo maximum likelihood estimates based on

all 108 brain networks, demonstrating that observing more networks does indeed improve our

parameter estimates.
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6.2.4 Subsampling brains: incomplete-data maximum likelihood estimation

To illustrate likelihood-based inference based on incomplete data generated by ignorable incomplete-

data processes, we sampled 50% and 75% of the nodes in each of the 108 brain networks at random

and observed the edges of all nodes. We used the incomplete-data Monte Carlo maximum likeli-

hood procedure described in Handcock and Gile (2010) and Schweinberger et al. (2020) to estimate

the parameters from sampled subgraphs. We performed the procedure 50 times.

The results in Figure 6.5 show that incomplete-data Monte Carlo maximum likelihood esti-

mates approach the Monte Carlo maximum likelihood estimates based on observing 100% of the

nodes in the 108 brain networks. These results underscore that statistical inference from subgraphs

to population graphs is possible as long as statistical inference is based on the likelihood function.
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Chapter 7

Directions for future research

This thesis has focused on the important and challenging topic of how to construct random graph

models with dependent edge variables in high-dimensional settings, without sacrificing statistical

guarantees. We have shed light on how to restrict the strength of dependence among the edges in

order to obtain statistical guarantees on the error of maximum likelihood estimators, in settings

where statistical guarantees were believed to be hard if not impossible. The applications demon-

strated the importance of models of dependence in practical settings, as well as highlighting some

of the associated challenges. While we have made significant progress advancing statistical models

and theory in the field of statistical network analysis, many challenges and open problems remain.

The remainder of the chapter highlights some of them.

7.1 Beyond models of random graphs with undirected and unweighted edges

The random graphs considered here have undirected and unweighted edges. In practice, networks

may have directed edges and edges with weights. Extensions to graphs with directed edges are

generally straightforward, however extensions to graphs with weighted or valued edges are not so

straightforward. These weights may take on values in countable sets (e.g., counts of the number of

interactions) or uncountable interactions (e.g., financial transactions or other real-valued events).

Ignoring the weights of edges is undesirable, but challenges arise when the sample space is an

uncountable set, because existing concentration results are limited to countable sets, and novel

ideas are needed to obtain concentration results when edges are dependent, the weights of edges

take on values in an uncountable set, and the distribution is non-Gaussian (see, e.g., the discussion

of van den Berg and Maes, 1994).
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7.2 Sampled network data

We have assumed throughout that a complete observation of the population network is available.

While our applications involve settings with incomplete observations, i.e., the challenging setting

of performing estimation and inference on a population graph based on a sampled subgraph, exist-

ing statistical guarantees for networks with non-trivial dependence are limited to simple sampling

designs and forms of dependence (e.g., Theorem 2 of Schweinberger and Stewart, 2020). It is

often infeasible or impossible to observe the whole population network in practice, and the most

that one can hope for is a representative sample of the network for which to base estimation and

inference.

There are many sampling designs for networks (Schweinberger et al., 2020), and different

sampling designs may obtain different information about the network. An important direction for

future research lies in understanding how a chosen sampling design affects what inferential ques-

tions one can attempt to answer, as well as developing scalable methods for statistical estimation

and inference for networks with sampled or missing data.

7.3 Establishing statistical guarantees for different network structures

In Chapter 3, we demonstrated how subpopulation structure can be used to restrict the strength of

dependence among edges in order to obtain non-asymptotic error bounds of maximum likelihood

estimators under the `∞-norm that hold with high probability. It is natural to ask with what other

forms of structures can we endow networks, to obtain statistical guarantees. One direction for fu-

ture research lies in studying how spatial and temporal structure can be used to restrict dependence

within networks to facilitate the proof of statistical guarantees.

A related topic is the study of different data structures for networks. Multilayer networks place

the same set of nodes into multiple networks (e.g., Krivitsky et al., 2019). An example in network

epidemiological applications to HIV could be individuals placed in a social network involving

contacts between individuals, a phylogenetic network indicating genetic similarity between HIV

strands, and a venue affiliation network. In all three networks, the same individuals relate to
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and interact with each other. The question arises of how connections in one layer may affect

connections in another layer. This gives rise to new challenges and questions in modeling network

data, and presents directions for future research into different network data structures.
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