


ABSTRACT

Bayesian graphical models for complex biological networks

by

Yang Ni

In this thesis, we propose novel Bayesian methodologies in estimating graphical

models from complex genomic/health data, for which traditional methods are often

found to be inefficient and unsuitable. Our approaches are motivated by various

applications including construction of non-linear gene regulatory networks, data in-

tegration, cancer surveillance and precision medicine. This thesis consists of three

projects.

First, we develop a novel semi/non-parametric directed acyclic graphical model to

reconstruct gene regulatory network from cancer gene expression data. The regulatory

relationship between genes is assumed to be sparse and is allowed to be nonlinear,

which is modeled by penalized splines with a spike-and-slab selection prior. We

impose a discrete mixture prior on the smoothing parameter of the splines so that we

are able to distinguish between linear and nonlinear relationships. Simulation studies

show good performance of our approach in comparison with competing methods.

Application to GBM data reveals several interesting findings.

Second, we propose a multi-dimensional graphical model based on Cholesky-type

decomposition of precision matrices to study the conditional independences of multi-

dimensional data that are constituted by measurements along multiple axes. Our

proposed approach is a unified framework applicable to both directed and undirected



graphs as well as arbitrary combinations of these. We develop efficient sampling

algorithm based on partially collapsed Gibbs samplers. Simulation studies show that

our method has favorable performance against both benchmark and state-of-the-art

approaches. We apply our approach to ovarian cancer protein expression data and

U.S. cancer mortality data.

Third, we propose a novel class of graphical models, graphical regression, which

allow graph structure to vary with additional covariates in a flexible manner. We

impose sparsity in both graph structure and covariates. Our approach produces

subject-specific graph and predictive graph for new subject. We provide theoretical

property and demonstrate the good performance of our method through simulation

studies. Finally, we apply our approach to multiple myeloma gene expression data

taking prognostic factors as covariates, which reveals several interesting findings.
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Chapter 1

Introduction

In Section 1.1, we present several motivating examples and the challenges thereof. In

Section 1.2, we review the basic concepts as well as Bayesian inference approaches of

graphical models. In Section 1.3, we provide an overview of the three projects which

form the following chapters.

1.1 Motivating examples and challenges

This thesis is motivated by three cancer genomic studies for which the common

goal is to reverse engineer the gene/protein networks from complex genomic data

using graphical models. Studying gene/protein network provides a global view of

the genome and is instructive for understanding the underlying complex regulatory

mechanisms and cellular processes. In the context of cancer, gene/protein networks

often help to identify driver genes/proteins that direct carcinogenesis (Edelman et al.,

2008), which then informs the diagnosis and prognosis of the disease. However, sta-

tistically, this is known to be challenging partly due to high dimensionality since

graph space grows super-exponentially with the number of genes, making it com-

putationally prohibitive to use exhaustive search algorithms over the entire graph

space. Moreover, since the number of parameters greatly exceeds the sample size,

classical low-dimensional statistical approaches cannot be directly applied in these

high-dimensional scenarios.
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Example 1. The Cancer Genome Atlas (TCGA) provides microarray-based gene

expression data for a large cohort of glioblastoma multiforme (GBM) tumor speci-

mens. Intensive molecular studies have identified three core signaling pathways in

GBM: RTK/PI3K pathway; (2) p53 pathway; and (3) Rb tumor suppressor pathway.

We focus on modeling the gene regulatory network using genes mapped to these crit-

ical pathways. However, the gene regulations may be non-linear due to the complex

biochemistry behind them. Therefore, models that rely on linear assumptions may

be inefficient in recovering the network. We propose a non-linear graphical model

approach in Chapter 2 to detect interpretable nonlinear functional relationships be-

tween genes and classify its degree of nonlinearity.

Example 2. We are interested in an ovarian cancer genomic study where reverse-

phase protein array was used to assay protein expressions under multiple culture

conditions. Our goal is to integrate the protein expression data and capture the com-

mon structure of proteins across different culture conditions. However, this poses a

challenging statistical problem, both methodologically and computationally, of defin-

ing a statistical framework that properly models and exploits the multi-dimensional

structure of the data. We develop a multi-dimensional graphical model in Chapter 3

to address the challenges and achieve our goal.

Example 3. Cancer is a heterogeneous disease. Many current research efforts have

shifted their focus from traditional treatment to precision medicine that takes into

account tumor heterogeneity. The progression of cancer is driven by gene networks

that undergo changes in response to different patient-specific characteristics such as

clinical prognostic factors. Therefore, monitoring changes in the topology of gene net-

works as a function of given patients clinical characteristics may assist in developing

personalized treatment that target specific pathways. Statistically, the challenge is to
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integrate the additional patient-level information for assessing conditional indepen-

dence modeling of multivariate genomic data. To this end, we propose a graphical

regression model in Chapter 4.

1.2 Introduction to graphical models

Graphical models are a class of statistical models for a random vectorX = (X1, . . . , Xp)
T

that provide a graphic representation of conditional independencies among the vari-

ables, with the additional aim of describing their essential interrelations. The general

theory of graphical models also plays an important role in simplifying inferences,

implementing variable selection algorithms, and defining a framework for causal rea-

soning.

In a graphical model, variables are represented by a set of nodes, any pair of which

may or may not be adjacent, i.e., joined by an edge. A missing edge represents the

independence between the associated variables conditional on a set of other variables.

The conditioning set depends on the chosen type of graph. Here, we focus on two

types of graphs: undirected graphs and directed acyclic graphs (DAGs).

A graph is defined by a pair G = (V,E) where V = {1, . . . , p} is a set of nodes

and E is a set of edges. We consider only graphs containing at most one edge between

any pair of nodes. We say that G is undirected if E contains only undirected edges

represented by {u, v} = u − v for (u, v) ∈ V × V . G is said to be directed if all

the edges are directed and represented by an ordered pair (u, v) = u → v. The

distinction between undirected and directed edges is important because undirected

edges are typically used when variables are considered to have equal standing; while

directed edges, i.e., arrows such as u → v, indicate that v is a response and u is an

explanatory variable.
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1.2.1 Undirected graphical models

Given an undirected graph G = (V,E), with V = {1, . . . , p}, the random vector

X = (X1, . . . , Xp)
T with joint distribution P is said to be (globally) Markov with

respect to G if for any three disjoint subsets A, B and C of V such that C separates

A and B (i.e., all the paths between A and B contain at least one node in C), all the

variables XA are independent of XB given XC , written as XA ⊥⊥ XB | XC . This

establishes a connection between the graphical concept of separation in the graph and

the concept of conditional independence in the random vector X.

If in addition P > 0, i.e., it is strictly positive, X is Markov with respect to G if

and only if for any pair of non-adjacent nodes u and v, the conditional independence

Xu ⊥⊥ Xv | XV \{u,v} holds. Furthermore, the Hammersley and Clifford theorem

establishes that an equivalent condition is that the joint probability density function

f(x) factorizes according to certain components of the graph called maximal cliques.

A maximal clique is a complete subgraph of G that is not contained in a larger

complete graph. A graph is complete if every pair of distinct edges is connected.

Then the factorization is

f(x) =
∏
C∈C

ψC(xC),

where C is the set of cliques of G and the non-negative functions ψG depend on x

only through the components xC = (xu)u∈C .

In the Gaussian case, undirected graphical models are defined by zero constraints

on the canonical parameter. The canonical parameter of a Gaussian random vector

X ∼ Np(0,Σ) with positive definite covariance matrix Σ, is the concentration matrix
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Ω = Σ−1 = (ωuv) and the density can be written as

f(x) = exp
(
α− 1

2
ΣuΣvωu,vxuxv

)
,

so that a conditional independence Xu ⊥⊥ Xv | XV \{u,v} holds if and only if the con-

centration ωuv is zero. Therefore, a Gaussian model Markov with respect to an undi-

rected graph G is defined by a family of multivariate normal distributions Np(0,Σ)

with ωu,v = 0 whenever {u, v} /∈ E. The model’s parameter space is the cone M+ of

the positive definite p× p matrices Ω that satisfy the above zero constraints.

By the formula of the partial correlation coefficient between Xu and Xv given all

the other variables

ρuv.V \{u,v} =
−ωuv√
ωuuωvv

,

one sees that in a multivariate normal distribution, conditional independence is equiv-

alent to zero partial correlation. This happens because the normal distribution has

only linear dependencies. However, in general, this is not the case and we may have

both zero partial correlation with strong nonlinear dependence and conditional inde-

pendence but nonzero partial correlation (a novel approach for nonlinear dependence

is discussed in Chapter 2).

If a random sample of n iid multivariate observations X(1), . . . ,X(n) from a Gaus-

sian undirected graph model with graph G is available, the log-likelihood function is

logL(Ω|S) ∝ log |Ω|− tr(ΩS), Ω ∈M+,

where S =
∑n

i=1X
(i)X(i)T is the sample sum-of-products matrix. Inference for

undirected graphical models is not straightforward. For example, maximum likelihood
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(ML) estimation requires an equality-constrained convex optimization (Whittaker,

2009).

For a subclass of graphical models, there is an explicit ML estimate of Ω. This

subclass, which plays a special role in inference and computations, is that of de-

composable graphs. A partition (A,B,C) of the nodes V is said to be a proper

decomposition of the graph G if C separates A and B, C is complete and A and B

are nonempty. If no proper decomposition exists, then G is said to be prime. Any

graph can be recursively decomposed into its maximal prime subgraphs. Then G is

decomposable if all maximal prime subgraphs are cliques. It can be shown that a

graph is decomposable if and only if it is chordal, meaning that every cycle of length

n ≥ 4 has a chord. The space of decomposable graphs is much smaller than the space

of general undirected graphs. However, as decomposable graphical models allow for

several simplifications in the computation, inference and model determination, the

assumption of decomposability is often made.

Bayesian estimation of undirected graphical models

The Bayesian analysis of a Gaussian undirected graphical model is based on the

determination of the posterior distribution p(G,Ω | x) = p(G | x)p(Ω | x, G). The

first step is to define the prior distribution for the concentration matrix Ω and the

graph structure G: p(G,Ω) = p(Ω | G)p(G). The standard conjugate prior for the

concentration matrix Ω, is the Wishart distribution; this prior implicitly assumes that

G is complete. Equivalently, one can specify that the covariance matrix Σ = Ω−1

follows the inverse-Wishart distribution. Early work on Gaussian graphical models

in the Bayesian framework (Dawid and Lauritzen, 1993; Giudici and Green, 1999)

focused on restrictions of the inverse-Wishart to decomposable graphs, called hyper
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inverse-Wishart. The assumption of decomposability greatly simplifies computation,

but can constitute a restrictive assumption for several real world applications.

To address this limitation, Roverato (2002) proposed the G-Wishart prior as the

conjugate prior for arbitrary graphs. The G-Wishart is the Wishart distribution

restricted to the space of concentration matrices with zeros as specified by a graph

G that may be either decomposable or non-decomposable. The G-Wishart density

WG(b,D) can be written as

f(Ω|G, b,D) = IG(b,D)−1|Ω|(b−2)/2 exp
{
− 1

2
tr(ΩD)

}
, Ω ∈M+,

where b > 2 is a scalar parameter, D is a p×p positive definite symmetric matrix, IG

is the normalizing constant, and M+ is the set of all p×p positive definite symmetric

matrices with ωij = 0 if and only if (i, j) /∈ E.

Although this formulation is more flexible for modeling, it introduces computa-

tional difficulties. A number of approaches for sampling from the G-Wishart distribu-

tion have been made in recent years, including direct sampling (Wang and Carvalho,

2010), Metropolis-Hastings algorithms (Mitsakakis et al., 2011; Dobra et al., 2011)

and non-ordinary block Gibbs sampling (Wang and Li, 2012). One particularly chal-

lenging aspect of computation for the G-Wishart distribution is that not only is the

posterior normalizing constant intractable, but the prior normalizing constant is also

intractable. Proposed approaches for estimating the G-Wishart normalizing constant

include importance sampling (Roverato, 2002), Monte Carlo sampling (Atay-Kayis

and Massam, 2005), and Laplace approximation (Lenkoski and Dobra, 2011).

In many applications, we are interested in not just inferring the precision matrix

given a graph G, but also in learning the graph structure itself. A joint search over the
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space of graphs and precision matrices poses computational challenges. Jones et al.

(2005) and Lenkoski and Dobra (2011) simplified the problem by integrating out the

precision matrix and performing a stochastic search to identify the most probable

graphs based on their marginal likelihood. Dobra et al. (2011) proposed a reversible

jump algorithm to sample over the joint space of graphs and precision matrices, which

relies on perturbation of the elements of the Cholesky decomposition of the precision

matrix. This method does not scale well to large graphs due to the requirement of a

matrix completion step at every iteration. Wang and Li (2012) proposed a sampler

that does not require a reversible jump and circumvents computation of the prior

normalizing constant through the use of the exchange algorithm, improving both the

accuracy and efficiency of computation.

1.2.2 Directed graphical models

A directed acyclic graph (DAG), also known as Bayesian network, is a directed graph

G = (V,E) without cycles, i.e., with no directed paths that start from a node and re-

turn to the same node. Bayesian treatments of model selection for Bayesian networks

were considered by Madigan and Raftery (1994) and Madigan et al. (1995).

We define the parents of a node i, pa(i), as the set of nodes v distinct from i such

that v → i. Moreover, we say that a subgraph of G such that u → v ← w and with

u and v not adjacent, is a V-structure. A DAG with no V-structures is said to be

perfect.

A distribution is said to be Markov with respect to the DAG G if the joint density

factorizes recursively as

f(x) =

p∏
i=1

f(xi | xpa(i)), (1.1)

where xpa(i) = (xj : j ∈ pa(i)). This defines a directed acyclic graphical model, and
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it can be shown that the factorization is equivalent to a set of conditional indepen-

dencies,

Xi ⊥⊥Xnd(i)\pa(i) |Xpa(i) for any i ∈ V.

This factorization decomposes the likelihood into a sequence of local likelihoods with

variation independent parameters. In a Gaussian DAG model, each local likelihood

is a normal linear regression model

f(xi | pa(i),θi) = N(xi |
∑

xj∈pa(i)

βijxj; ti), (1.2)

where N(xi | µ; t) is a normal density with mean µ and conditional variance t. The lo-

cal parameters are θi = (βi, ti), where βi = (β1i, . . . , βi−1,i)
T is the vector of regression

coefficients; see Geiger and Heckerman (2002).

Different DAGs may induce the same independencies, in which case they are said

to be Markov equivalent. For instance, the graphs u← v → w and u← v ← w induce

the same conditional independency, u ⊥⊥ w | v. We note that an undirected graph and

a DAG may be Markov equivalent. In fact, any perfect DAGG is Markov equivalent to

a decomposable undirected graph G. Conversely, given an undirected decomposable

graph G, there exists a Markov-equivalent perfect DAG G; see Lauritzen (1996). This

result plays a critical role in Chapter 3.

Bayesian estimation of Gaussian DAG models

Learning the structure of DAGs, in general, is a very challenging task, in part because

the dimensionality of the DAG space increases super-exponentially with the number

of variables. Also, any algorithm searching in the entire DAG space would waste

efficiency in evaluating Markov-equivalent DAGs. However, if there exists a known
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natural ordering of the variables, the problem is simplified because a DAG can be

written as a system of recursive regressions, which greatly reduces the DAG space.

Specifically, suppose the joint distribution of X = (X1, . . . , Xp)
T is a multivariate

normal distribution with mean 0. Without loss of generality, the natural ordering is

defined as {1, 2, ..., p}. The DAG model for vector X can be written as

X1 − β12X2 − β13X3 − · · · − β1,p−1Xp−1 − β1pXp = ε1 ∼ N(0, t1)

X2 − β23X3 − · · · − β2,p−1Xp−1 − β2pXp = ε2 ∼ N(0, t2)

...

Xp = εp ∼ N(0, tp)

(1.3)

In practice, the ordering may be obtained from additional experiments, a reference

network, “arrow of time” and so on. Let E = (ε1, . . . , εp)
T , T = diag(t1, . . . , tp) and

let A = (−βij) be a unit upper triangular matrix. Then, the system of recursive

regressions can be written in matrix form:

AX = E with E ∼ N(0,T ). (1.4)

The matrix A = (−βij) encodes the network structure: there is a missing arrow from

node j to node i if βij = 0. From (1.4) it follows that the concentration matrix of X

is

Ω = ATT−1A; (1.5)

see Wermuth (1980). This is sometimes called a modified Cholesky decomposition of

Ω; see Pourahmadi (2007).

We assume that A is sparse, i.e., for each node, there are only a few nodes con-

nected to it and most of the edges are missing. Learning the network structure then
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reduces to a variable selection problem for linear regressions, which has been exten-

sively studied in the literature. The penalized likelihood approaches such as LASSO

(Tibshirani, 1996), SCAD (Fan and Li, 2001) and SIS (Fan and Lv, 2008) have gained

popularity due to their ability to handle high-dimensional data in a time-efficient

manner. Meanwhile, Bayesian approaches, including SSVS (George and McCulloch,

1993a) and Bayesian shrinkage (Park and Casella, 2008; Carvalho et al., 2010; Griffin

et al., 2010) have also been developed to tackle the high-dimensional variable selection

problem in scenarios where the number of parameters greatly exceeds the number of

samples. Bayesian approaches have been shown to be very effective for estimating

DAGs as they naturally account for graph structure uncertainty, produce regularized

estimators and have good control of the false discovery rate, all of which are desirable

features for high-dimensional complex models.

In the Bayesian paradigm, sparsity can be induced by the “spike-and-slab” prior

on the regression coefficients:

βij ∼ γijf(βij) + (1− γij)δ0(βij),

where the “slab” f(·) is some continuous distribution and the “spike” δ0(·) is a point

mass at zero. The binary indicators, γij, are latent variables that specify the relevant

variables. If γij = 1, the jth variable is included in the ith regression and hence the

edge from j to i is selected in the DAG; otherwise, γij = 0. Model determination is

then accomplished by evaluating the marginal likelihood and using a search algorithm

to inspect the model space. The former is straightforward if we impose conjugate pri-

ors. If non-conjugate priors are used (such as non-local priors (Johnson and Rossell,

2010, 2012)), we can approximate the marginal likelihood via, for example, Markov
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chain Monte Carlo (MCMC) algorithm. The latter is, however, more complicated.

Although the model space is substantially reduced through natural ordering, enumer-

ating all possible DAGs is not feasible even for moderately large p. Therefore, instead

of using a deterministic algorithm, a stochastic search algorithm is usually adopted.

A popular approach is MCMC, which sequentially samples all the parameters from

the posterior distribution and outputs a list of visited models

{γ,A,T }(1), {γ,A,T }(2), . . . , {γ,A,T }(N),

where N is the total number of iterations. A simple approach to use in summarizing

the model is to select the edges for which the (marginal) posterior inclusion probabil-

ity p(γij = 1|X) is higher than a pre-specified threshold. A common threshold is 0.5,

which results in the median probability model (Barbieri and Berger, 2004). Marginal

posterior probabilities can be approximated by the fraction of time each γij is visited

by the Markov chain. An alternative approach is to pick the model with the high-

est (joint) posterior probability based on the MCMC samples. However, when the

dimension is high, the posterior probability of any model might be extremely small

and consequently many models would have similar posterior probabilities.

There are recent developments in stochastic search algorithms other than MCMC,

including shotgun stochastic search (SSS, Hans et al. (2007)) and feature-inclusion

stochastic search (FINCS, Scott and Carvalho (2008); Altomare et al. (2013)). SSS

evaluates many neighboring states (graphs) at each step in parallel and moves to a

new state with a probability proportional to its marginal posterior. The advantage

of SSS over MCMC is parallelization: when multi-core computing resources are avail-

able, each state can be evaluated independently on separate processors. However,
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when such computing power is not accessible, FINCS, a serial algorithm, provides

an alternative. FINCS involves three types of moves: local moves, global moves and

resampling moves. It is motivated from the intuition that a move that has already

improved some models is more likely to improve other models than a random move.

While the MCMC approach aims to converge to a stationary distribution, SSS and

FINCS intend to search for a list of high posterior models.

Instead of “spike-and-slab” prior, Bayesian variable selection can also be con-

ducted using thresholded prior:

βij = θijI(|θij| > tij)

with latent regression coefficient θij ∼ f(θij) and thresholding parameter tij ∼ g(tij).

The regression coefficient is truncated to zero if |θij| < tij. With thresholded prior,

we can avoid searching the enormous discrete space of γ’s which greatly simplifies

the stochastic search algorithm. Moreover, after marginalizing out the thresholding

parameter with respect to a wide range of density g(tij), the marginal prior for βij

is a discrete mixture of a non-local prior and a point mass at zero. Details will be

discussed in Chapter 4.

1.3 Overview of projects

This thesis consists of three projects with a common goal of inferring complex biolog-

ical networks by taking advantage of the Bayesian framework. The massive complex

genomic data pose several new statistical challenges for network analysis which we

aim to address in the three projects.

1. Nonlinearity. Complex biochemistry mechanisms of gene regulations suggest
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nonlinear regulatory relationships between genes. Approaches that fail to ac-

count for such nonlinear dependencies may be inefficient to recover the gene

regulatory network.

2. Multi-dimensionality. Genomic data collected from different experimental con-

ditions or platforms are intrinsically multi-dimensional. Integrating different

levels of information across different conditions or platforms is crucial and chal-

lenging in this type of network analysis.

3. Heterogeneity. Cancer is genomically heterogeneous. Potentially, each patient

may have his/her unique genomic features and pathways. Fitting a single graph-

ical model for all patients certainly does not account for such heterogeneity; on

the other hand, fitting one graphical model to each data point separately would

be infeasible.

In Chapter 2, we propose a semi-parametric DAG model to model nonlinear gene

regulatory networks from gene expression data (challenge 1). We use p-splines to

capture non-linear dependencies among genes and penalize on spline coefficients to

prevent overfitting. Assuming the gene regulatory network is sparse, we adopt a

Bayesian variable selection prior, “spike-and-slab”, to identify relevant relationships

between genes. Moreover, the relations can be classified into linear or nonlinear ones

by imposing a novel discrete mixture prior on the smoothing parameter of the splines.

Empirically, through simulations, we show that the proposed method is competitive

in comparison with existing approaches. We apply our approach to a gene expression

study in glioblastoma multiforme, which reveals several interesting and biologically

relevant nonlinear relationships. The corresponding paper has been published in

Biometrics.
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In Chapter 3, we develop a multi-dimensional graphical model to investigate con-

ditional independence structure along each axes of multi-dimensional data (challenge

2). Our method is based on Cholesky-type decompositions of the precision matrices

and is a unified framework applicable to both directed and undirected graphs as well

as arbitrary combinations of these. Furthermore, our approach can be paired with an

efficient posterior sampling scheme based on partially collapsed Gibbs sampler that

takes advantage of the marginalization of the likelihood. Extensive simulation studies

demonstrate the superior performance of our proposed framework against competing

methods. We apply our approach to two datasets: ovarian cancer proteomics and

U.S. cancer mortality. The corresponding paper is invited for minor revision in The

Journal of the American Statistical Association (Theory and Method).

In Chapter 4, we are interested in modeling conditional independence struc-

ture from heterogeneous data (challenge 3). We propose the graphical regression,

an infinite-dimensional generalization of ordinary graphical model, which produces

subject-specific graph and allows it to vary with additional covariates in a flexible

manner. Graphical regression assumes two levels of sparsity: sparsity in edge selec-

tion and sparsity in covariate selection. We select relevant edges through thresholding

and relevant covariates for each edge through spike-and-slab prior. We can predict

graph structure for new subject. In so doing, we only require new covariates but

not new nodes. Our thresholding procedure connects to non-local prior which enjoys

model selection consistency. We illustrate our model with simulations and application

to multiple myeloma gene expression data.

All the work is co-authored with Francesco C. Stingo (The University of Texas MD

Anderson Cancer Center) and Veerabhadran Baladandayuthapani (The University of

Texas MD Anderson Cancer Center).
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Chapter 2

Bayesian nonlinear model selection for gene

regulatory networks∗

Gene regulatory networks represent the regulatory relationships between genes and

their products and are important for exploring and defining the underlying biological

processes of cellular systems. We develop a novel framework to recover the structure of

nonlinear gene regulatory networks using semiparametric spline-based directed acyclic

graphical models. Our use of splines allows the model to have both flexibility in

capturing nonlinear dependencies as well as control of overfitting via shrinkage, using

mixed model representations of penalized splines. We propose a novel discrete mixture

prior on the smoothing parameter of the splines that allows for simultaneous selection

of both linear and nonlinear functional relationships as well as inducing sparsity in the

edge selection. Using simulation studies, we demonstrate the superior performance

of our methods in comparison with several existing approaches in terms of network

reconstruction and functional selection. We apply our methods to a gene expression

dataset in glioblastoma multiforme, which reveals several interesting and biologically

relevant nonlinear relationships.

∗The contents of this chapter correspond to the paper “Bayesian nonlinear model selection for
gene regulatory networks” which has been published in Biometrics. This work was co-authored
with Francesco C. Stingo (The University of Texas MD Anderson Cancer Center) and Veerabhadran
Baladandayuthapani(The University of Texas MD Anderson Cancer Center)
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2.1 Introduction

A gene regulatory network (GRN) consists of a group of DNA segments, such as

genes and their products, and defines their regulatory relationships at the cellular

level. GRNs are instructive for understanding complex biological processes and the

regulatory mechanisms underlying cellular systems. In the context of cancer, GRN

reconstruction amongst key genes in the signaling pathways helps to identify driver

genes that direct carcinogenesis (Edelman et al., 2008), which then informs the diag-

nosis and prognosis of the disease.

Our work is motivated by a study in glioblastoma multiforme (GBM), which is

the most common and aggressive form of primary brain cancer in human adults.

Due to its lethalness, GBM was the first cancer profiled by The Cancer Genome

Atlas (TCGA) research network (http://cancergenome.nih.gov/). Intensive molecu-

lar studies have identified three critical signaling pathways in human glioblastomas

(Furnari et al., 2007): (1) activation of the receptor tyrosine kinase (RTK) and the

phosphatidylinositol-3-OH kinase (PI3K) pathways; (2) inactivation of the p53 path-

way; and (3) inactivation of the retinoblastoma (Rb) tumor suppressor pathway. The

fact that most of the GBM tumors possess abnormalities in all three of these core

pathways suggests they play a central role in the tumorigenesis of GBM (Verhaak

et al., 2010). In this work, we focus on modeling GRNs in GBM using expression

data assayed on genes mapped to these core pathways. Our aims are not only to

reconstruct the underlying structure of the GRN, but also to discover the functional

nature of the dependencies between the genes. A detailed description of the data is

provided in Section 2.7.

Reverse engineering a GRN in a genomic context is known to be challenging. This

is partly due to high dimensionality since the graph space grows super-exponentially
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with the number of variables, making it computationally prohibitive to use exhaus-

tive search algorithms over the entire graph space. More importantly, the interactions

between genes may include nonlinear dependencies due to the complex biochemistry

behind them (Kitano, 2002); therefore, models that rely on linear assumptions may

be inefficient in recovering the GRNs. In this paper, we work with directed acyclic

graphs (DAGs), which are powerful tools for recovering GRNs (Friedman et al., 2000).

DAGs, also known as Bayesian networks, are graphs that consist of nodes representing

random variables (genes in our case study) and directed edges representing conditional

dependencies. DAGs are useful tools to apply when we construct networks from mi-

croarray expression data because they are capable of detecting directed relationships

and provide a compact representation of the joint distribution, which leads to conve-

nient modeling, computation and inference.

Multiple methods based on DAGs have been proposed in the literature in a vari-

ety of contexts. Friedman et al. (2000) developed DAGs from gene expression data

using a bootstrap-based approach. Li et al. (2006) also constructed GRNs from ex-

pression microarray data wherein they estimated a linear Gaussian DAG model and

computed the precision matrix of the resulting joint distribution that defines an undi-

rected graph. Stingo et al. (2010) proposed a DAG-based model to infer microRNA

regulatory networks. Recently, Shojaie and Michailidis (2010) developed a penalized

likelihood approach for estimating high-dimensional sparse networks. Altomare et al.

(2013) proposed an objective Bayesian method for searching the DAG space with

non-local priors. Fu and Zhou (2013) developed a penalized likelihood method to

recover causal DAGs from experimental data. Some recent work includes the use

of undirected graphical models to build biological networks (Peterson et al., 2013,

2015). A common thread underlying all these methods is that they allow for only



19

linear dependencies between the nodes in the graph and do not explicitly incorpo-

rate nonlinear representations that may be present in the data. In the GRN context,

nonlinear dependencies may suggest some dynamic patterns of interactions between

genes, which could be the subject of further experimental validations. This is a gap

in the literature that our work aims to fill. We develop a novel Bayesian framework

for reconstructing GRNs based on the semiparametric estimation of DAGs. Our

framework has four major innovations:

(1) Allows for the detection of interpretable nonlinear functional relationships be-

tween nodes using semiparametric spline-based regressions.

(2) Enables explicit model selection and sparsity using Bayesian model selection

techniques that resolve the issue of the number of parameters being larger than

the sample size, while obtaining parsimonious representations.

(3) Uses a hierarchical two-level model selection approach. The first level is the edge

selection, conditional on which we adopt the second level, functional selection,

to classify the degree of nonlinearity of the functional relationship.

(4) Is computationally efficient since the regression setup allows for parallelizable

estimations and the incorporation of prior biological knowledge through refer-

ence networks to determine a priori the ordering of the genes. This greatly

reduces the complexity of the model and the computational burden.

We evaluate the performance of our methods against those of alternative methods

using simulations studies. Our methods are very competitive in network structure

recovery, reconstruction of functional relationships and prediction. We subsequently

apply our methods to the GBM data mentioned previously. While some of our results
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are consistent with previous findings in the literature, we find new nonlinear interac-

tions that are potential targets for future experimentation and validation. Although

motivated by this specific gene expression dataset, our approach is general and can

be applied to other scientific settings where such network-based inference is desirable.

2.2 Model

Let Y be an n×G matrix, where n is the number of samples and G is the number of

genes. Let y
(l)
g denote the expression level of sample l and gene g, for g = 1, . . . , G and

l = 1, . . . , n. A directed graph, also called a Bayesian network, G = {V , E} consists of

a set V = {1, 2, . . . , G} of nodes, representing random variables {Y1, Y2, . . . , YG}, and

a set E ⊆ {(i, j) : i, j ∈ V} of directed edges, representing the dependencies between

the nodes. Denote a directed edge from i to j by i → j where i is a parent of j.

The set of all the parents of j is denoted by pa(j). The absence of edges represents

conditional independence assumptions. We restrict this work to DAGs, since there

is no suitable well-defined joint distribution on cyclic graphs (Whittaker, 2009). The

joint distribution of a DAG can be conveniently expressed as the product of the

conditional distributions of each node given its parents:

P (Y1, . . . , YG) =
G∏
g=1

P (Yg|Ypa(g)), (2.1)

where Ypa(g) = {Yj : j ∈ pa(g)}. Without loss of generality, the ordering is defined

as {1, 2, . . . , G}, which can be obtained through prior biological knowledge such as

known reference pathways. Within our DAG framework, biological knowledge is then

used to define the edge orientation such that gene i can affect gene j for i < j, but not
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vice versa. Define [g−] to be the set {1, 2, . . . , g− 1} and y
(l)
[g−] to be {y(l)

i : i ∈ [g−]}.

Each conditional distribution in the product term of equation (2.1) can be expressed

by the following regressions:

y(l)
g = fg(y

(l)
[g−]) + ε(l)g , g = 1, 2, . . . , G, l = 1, 2, . . . , n, (2.2)

where fg(y
(l)
[g−]) is the predictor function and ε

(l)
g is the error, which is independently

and normally distributed, ε
(l)
g ∼ N(0, λ−1

g ).

Semiparametric modeling using penalized splines In principle, fg(·) can be

characterized using any nonlinear functional representation, depending on the context

of the application. For example, if the relationship between genes follows a periodic

or circadian pattern, one could choose fg(·) to be the Fourier basis; similarly if the

relationship follows a very localized (“spiky”) behavior, wavelets could potentially be

employed. However, in the absence of such information a priori, we model fg(·) semi-

parametrically using a set of penalized spline basis functions. Splines yield several

advantages that include flexibility as well as interpretability via representations that

use a compact set of basis functions and coefficients. More importantly, the inherent

construction of penalized splines as mixed models with structured Gaussian priors

on the coefficients allows for analytical integration of the parameters (as we show in

Sections 2.4 and 2.5), and thus allows for computational tractability. In particular,

the predictor fg(y
(l)
[g−]) is modeled as the sum of the spline functions:

fg(y
(l)
[g−]) = µg + fg,1(y

(l)
1 ) + fg,2(y

(l)
2 ) + · · ·+ fg,g−1(y

(l)
g−1), g = 1, . . . , G, (2.3)

where µg is the intercept for gene g and fg,i(·) =
∑M

k=1 β
(k)
gi Bik(·), with Bik(·) being the

kth cubic B-spline basis. Let column vector βgj = (β
(1)
gj , β

(2)
gj , . . . , β

(M)
gj )′, column vec-
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tor βg = (β′g1,β
′
g2, . . . ,β

′
g,g−1)′, row vector Xlg = (Bg1(y

(l)
g ), Bg2(y

(l)
g ), . . . , BgM(y

(l)
g ))

and block matrix X = [Xlg] with the (l, g)th block Xlg. Then model (2.3) can be

written as

yg = µg +Xgβg + εg, g = 1, 2, . . . , G, (2.4)

where yg = (y
(1)
g , y

(2)
g , . . . , y

(n)
g )′, µg = µg1n, and εg = (ε

(1)
g , ε

(2)
g , . . . , ε

(n)
g )′. Xg is the

submatrix of X with the first g− 1 column blocks. Combining equations (2.1), (2.2),

and (2.4) yields the following likelihood function:

L =
G∏
g=1

(
λg
2π

)n
2

exp

{
−λg

2
(yg − µg −Xgβg)

′(yg − µg −Xgβg)

}
.

A key component in fitting splines is the choice of the number and the placement

of knots (M). We address this issue by using penalized splines (P-splines, (Eilers and

Marx, 1996); (Ruppert et al., 2003)); wherein we choose a large enough number of

knots that are sufficient to capture the local nonlinear features present in the data

and control for overfitting by using a penalty matrix on the basis coefficients. Under

the Bayesian framework, the penalties can be represented using Gaussian random

walk priors (Lang and Brezger, 2004; Baladandayuthapani et al., 2005) on the spline

coefficients, βgj |τgj, λg ∼ N(0, (τgjλgK)−1), where τgj is the smoothing parameter

and K is the penalty matrix. We construct K from the second order differences of

the adjacent spline coefficients, namely, β
(k+1)
gj − 2β

(k)
gj + β

(k−1)
gj (Lang and Brezger,

2004), which can be construed as a “roughness penalty”. Note that in the above con-

struction, the degree of smoothness of the fitted curve is controlled by the smoothing

parameters, τgj. A large value of τgj, i.e., a strong roughness penalty, leads to a

smoother fit, while a small value of τgj (close to zero) leads to an irregular fit and
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essentially interpolation of the data.

2.3 Model selection

In this section, we introduce our hierarchical two-level selection on the edges as well

as the functional form of the selected edges.

First-level Selection: “Edge selection” Our goal is to infer the structure of the

GRN; inference on the predictor functions, defined in equation (2.3), will automat-

ically lead to the selection of the relevant connections. An important aspect of our

methodology is sparsity, i.e., we believe that most of the gene-gene associations are

almost negligible. To this end, we take a Bayesian model selection approach that

allows for the selection of edges supported by the data. More importantly, model

selection is desirable when the number of parameters to be estimated, 2G+ G(G−1)
2

M

in our case, is much larger than the sample size, even for a moderate number of genes.

For example, in our real data analysis, the number of parameters is more than 12,000

while the sample size is about 250.

Here, model selection is achieved through a mixture prior on the spline coefficients,

where the first component is the second-order Gaussian random walk described in

Section 2.2 and the second component is the point mass at 0, which is expressed as

βgj |τgj, λg, γgj ∼ γgjN(0, (τgjλgK)−1) + (1− γgj)δ0(βgj), where δ0 is the Dirac delta

function. The binary indicators, γgj, are latent variables that encode the structure of

the network. If γgj = 1, the arrow from gene j to gene g (j → g) is included in the

network, and γgj = 0 otherwise.

The smoothing parameter τgj controls the smoothness of the fitted curve, and

small values of τgj lead to an undesirable irregular fit. The conjugate Gamma prior
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is right-skewed, which puts a lot of mass around zero; therefore, this standard prior

(Lang and Brezger, 2004) is considered inappropriate in this setting where regularized

fits are required for multiple regressions. Instead, we assume an inverted Pareto prior

Ip(aτ , bτ ) for the smoothing parameter (Morrissey et al., 2011), which takes the form

π(τ |a, b) = a
b
( τ
b
)a−1, for a > 0, 0 < τ < b. Contrary to that of Gamma distributions,

the skewness of inverted Pareto distributions is easily adjusted through parameter a:

it is uniform distribution on (0, b) when a = 1, puts its mass on small values when

a < 1. It concentrates on large values when a > 1, and then encourages smooth fits

of the data, which are desired in our scenario. See Figure 2.1 for the density with

several different values of a. We refer to this model that has an absolutely continuous

inverted Pareto prior on the smoothing parameter as the nonlinear DAG (nDAG).
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Figure 2.1 : The inverted Pareto distribution with b = 10 and a = 0.5 (red), 1 (cyan),
1.5 (black), 3 (blue).

Second-level Selection: “Functional selection” In addition to edge selection (i.e.
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presence/absence of an edge), we are also interested in the functional nature of

the interactions (i.e., linear or nonlinear) and let the data dictate this choice. We

propose a hierarchical second-level selection technique, wherein conditional on γgj,

the functional form of the relationship between genes is defined through τgj, as

these parameters control the smoothness of the curve fitting. We enforce a dis-

crete mixture of the inverted Pareto distribution and Gamma distribution: τgj|φgj ∼

φgjGamma(kτ , θτ )+(1−φgj)Ip(aτ , bτ ), where φgj is the indicator of the mixture com-

ponent. The Gamma distribution is concentrated at small values of τ , thus inducing

nonlinear smoothing; whereas the inverted Pareto distribution places its mass on large

values (i.e., setting aτ > 1), thus leading to a more linear fit. Unlike a unimodal prior

(such as the Gamma and inverted Pareto distributions), which is concentrated at ei-

ther small values or large values (but not both), this mixture prior provides a sharper

separation between “linear” and “nonlinear” relationships among genes because of

its bimodal nature. In essence, φgj = 1 implies a nonlinear interaction between gene

g and gene j; whereas φgj = 0 implies a linear interaction. We elicit the prior by

intersecting the Gamma distribution and the inverted Pareto distribution at a pre-

specified cut-point. This cut-point provides the best separation of the non-linear and

linear components defined by small and large values of τ respectively; and was chosen

through simulation studies on a variety of test functions. In order to allow for un-

certainty of this choice, we allow for overlapping between the two distributions such

that the MCMC sampler has the ability to sample (with positive probability) from

one distribution or the other.

Two datasets were generated for this purpose: one is completely linear and the

other is completely non-linear. Then we fit our nDAG model to both datasets and

plot the kernel density estimation of the MCMC samples of smoothing parameter τ



26

in Figure 2.2 from which we observe the cut-point is around 30.

For the parameter b of the inverted Pareto distribution which controls the range

of τ , we choose it to be large enough so that the fitted curve is practically linear for

any τ greater than b (Morrissey et al., 2011).

The resulting mixture prior is presented in Figure 2.3. We call this the nonlinear

mixture DAG (nMixDAG) so as to distinguish it from the nDAG.

0 100 200 300 4000

2

4

6x 10−3

0 100 200 300 4000

2

4

6x 10−3

Figure 2.2 : Specification of mixture prior. Kernel density estimation of the smoothing
parameter τ . The blue curves correspond to linear fit while the red curves correspond
to non-linear fit.

2.4 Hyper-prior specifications

In this section, we complete the hierarchical formulation of our model by specifying

the hyper-prior on the precision of error term λg, constant term µg, network param-

eter γgj and its hyperparameter ρ, and the mixture component indicator φgj and its

hyperparameter ω.

We assume conjugate priors for the error precision λg ∼ Gamma(aλ, bλ) and the

constant term µg ∼ N(0, (λgκµ)−1). For the network parameter γgj, we use a Bernoulli
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Figure 2.3 : Gamma and Pareto distributions are plotted on different scales with
their densities defined by the y-axis on the left and right sides, respectively. The solid
curve is the Gamma density; the dashed curve is the inverted Pareto density. The
red dot is the intersection of the two densities if they were plotted on the left y-axis
scale.

prior with success probability ρ, γgj|ρ ∼ Bernoulli(ρ). The prior probability of inclu-

sion ρ follows a Beta distribution, ρ ∼ Beta(aρ, bρ), which yields an automatic multi-

plicity penalty since the posterior distribution of ρ will become more concentrated at

small values near 0 as the total number of variables increases (Scott and Berger, 2010).

Similar to the prior for γgj, a Bernoulli distribution is assumed for φgj, with the success

probability following a Beta hyper-prior, φgj|ω ∼ Bernoulli(ω), ω ∼ Beta(aω, bω). A

schematic representation of the complete hierarchical formulation is shown in Figure

2.4.

2.5 Posterior inference

Our major interest is in the network parameters, γgj, and the smoothing parameters,

τgj, that are in the posterior distribution, π(τg, γg|yg). We therefore integrate out

the spline coefficient, βgj, the constant term, µg and the error precision, λg, from the
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Figure 2.4 : Schema of the nonlinear mixture directed acyclic graphical model. Model
parameters/random variables are in circles and model constants/data are in boxes.

full likelihood to obtain the marginal log-likelihood:

p(yg|τg, γg) ∝ |Pγg |1/2|Ag|−1/2(1n
′Bg1n + κµ)−1/2(ag + bλ)

−(aλ+n/2),

where 1n is a column vector of ones, γg = (γg1, . . . , γgG)′, Ag = Xγg
′Xγg + Pγg ,

Bg = In −XγgAg
−1Xγg

′, In is the identity matrix, ag = 1
2

{
yg
′Bgyg − (yg

′Bg1n)2

1n
′Bg1n+κµ

}
,

the block diagonal matrix Pg = diag(τg1K, τg2K, . . . , τgGK), Xγg is the submatrix of

X corresponding to the columns j, for which γgj = 1, and Pγg is the submatrix of Pg

with the jth block, for which γgj = 1. The ordering of the nodes in the graph implies
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γgj = 0 for all j ≥ g. Then the posterior distribution π(τg, γg|yg) is expressed as

π(τg, γg|yg) ∝ p(yg|τg, γg)

g−1∏
j=1

π(γgj|ρ)π(τgj|φgj, γgj)π(φgj|ω, γgj).

Below we briefly describe the MCMC algorithm implemented to sample from the

posterior distribution π(τg, γg|yg).

2.5.1 Sampling Scheme

Since the posterior distribution π(τg, γg|yg) is analytically intractable, we construct

an MCMC sampler to obtain a posterior sample of the parameters τgj and γgj. More-

over, since the parameter space of the binary variables γgj is enormous, it is imprac-

tical to compute the explicit posterior probabilities for all possible subsets. Instead,

we use stochastic search variable selection (SSVS) and Gibbs sampling (George and

McCulloch, 1993a) to explore the posterior distribution of the models.

The MCMC consists of two parts: (I) A Metropolis-Hastings (M-H) step for net-

work parameter γg = {γgj}Gj=1, smoothing parameter τg = {τgj}Gj=1 and mixture

indicator φg = {φgj}Gj=1 and (II) a Gibbs sampler for parameters ρ and ω. To obtain

a good mixing of the chain, we accomplish the M-H step in three intermediate steps:

(A) sampling γg, τg and φg; (B) sampling τg and φg; and (C) sampling τg.

For g = 1, . . . , G, at each iteration:

(A) Update τ , γ and φ jointly (between-model move). This involves sampling the

indicator variable γ. For that, we randomly choose j from set [g−] = {1, . . . , g − 1}

and change the value of γgj to γ∗gj, either from 0 to 1 or 1 to 0. If γ∗gj = 1, then we

propose τ ∗gj and φ∗gj from the log-normal and Bernoulli distributions, respectively. We
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accept (γ∗gj, τ
∗
gj, φ

∗
gj) according to the M-H acceptance ratio,

αγ,τ =
p(yg|τ ∗g , γ∗g)π(γ∗gj|ρ)π(τ ∗gj|φ∗gj, γ∗gj)π(φ∗gj|ω, γ∗gj)q(τgj|γgj)q(φgj|γgj)q(γgj|γ∗gj)
p(yg|τg, γg)π(γgj|ρ)π(τgj|φgj, γgj)π(φgj|ω, γgj)q(τ ∗gj|γ∗gj)q(φ∗gj|γ∗gj)q(γ∗gj|γgj)

,

where q(·|·) is a generic notation for the proposed densities.

(B) Update τ and φ. Here we want τ to be updated more often as it is continuous

and therefore has a much bigger parameter space than that of a discrete parameter.

So in the next two steps, we perform within-model moves for the parameter τ . The

first step is to update τ and φ together, since τ has a mixture prior that depends on

the parameter φ. Similarly to what we have done for γ, we randomly choose j from

{j : γgj 6= 0} and switch φgj to φ∗gj, either from 0 to 1 or 1 to 0. For the parameter τgj,

we propose its candidate τ ∗gj from the log-normal distribution with the mean equal to

τgj. We accept (τ ∗gj, φ
∗
gj) according to the ratio

ατ =
p(yg|τ ∗g , γg)π(τ ∗gj|φ∗gj, γgj)π(φ∗gj|ω, γgj)q(τgj|τ ∗gj, γgj)q(φgj|φ∗gj, γgj)
p(yg|τg, γg)π(τgj|φgj, γgj)π(φgj|ω, γgj)q(τ ∗gj|τgj, γgj)q(φ∗gj|φgj, γgj)

.

(C) Update τ . Here we update τ alone, using the random walk Metropolis-within-

Gibbs algorithm. We propose τ ∗gj from the log-normal distribution with mean τgj and

accept it with

ατ =
p(yg|τ ∗g , γg)π(τ ∗gj|φgj, γgj)q(τgj|τ ∗gj, γgj)
p(yg|τg, γg)π(τgj|φgj, γgj)q(τ ∗gj|τgj, γgj)

,

for each j ∈ {j : γgj 6= 0} sequentially.

(D) Update ρ. We implement a simple Gibbs step to draw ρ∗ from Beta(∑
j<g γgj + aρ,

∑
j<g(1− γgj) + bρ).

(E) Update ω. Likewise, we apply a simple Gibbs step to draw ω∗ fromBeta(
∑

j<g I(φgj =

1) + aω,
∑

j<g I(φgj = 0) + bω).
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Upon completion, the sampling scheme results in a list of visited models based on

the indicator variables. A simple approach for model selection is to select edges whose

posterior inclusion probability (i.e., the marginal posterior probability of γgj = 1) is

higher than a pre-specified threshold. A popular threshold is 0.5, which results in the

so-called median probability model (Barbieri and Berger, 2004). Marginal posterior

probabilities can be approximated by the fraction of time each γgj is visited by the

Markov chain.

An alternative approach, which we use in this paper, is to pick the model with the

highest (joint) posterior probability based on the MCMC samples. This approach is

not commonly used since, in several applications, a stochastic search results in several

models with very similar posterior probabilities. By contrast, in our applications we

have observed that the highest probability model is clearly identified, i.e., its poste-

rior probability is much higher than that of the second model in the ranking. We

speculate that this desirable feature is due to the greater flexibility of our approach.

The two approaches would coincide in many cases, for example, when there is a model

with a posterior probability considerably higher than those of the other models (a

model with a posterior probability higher than 0.5 is a special case). In our case, we

observe a very good agreement between these two approaches.

2.5.2 Estimation and prediction

Given τg and γg, we derive the conditional posterior distribution of the parameters not

sampled in the MCMC algorithm, namely the spline coefficients βgj, the intercept µg,

and the precision λg. The precision parameter has the following posterior distribution,

λg|yg, τg, γg ∼ Gamma(aλ +
n

2
, bλ + bg),
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where

bg =
1

2
y′gDyg +

1

4
y′gDXγg(−1

2
X′γgDXγg −

1

2
Pγg)−1X′γgDyg, D = In −

1n1′n
n+ κµ

.

The constant term and spline coefficients are multivariate normal:

αg|yg, λg, τg, γg ∼ N(µαg ,T
−1
αg

),

where

αg =

 µg

βg

 , Zγg =

(
1n Xγg

)
, Cg =

 κµ 0

0 Pγg

 ,

µαg = (Z′γgZγg + Cg)−1Z′γgyg, Tαg = λg(Z
′
γgZγg + Cg).

Posterior inference on αg, e.g. estimation of αg under a squared error loss, can be

performed through Monte Carlo integration. The posterior expected value of αg is

E[αg|yg] ≈ 1

N

N∑
i=1

µαg(τg
(i), γg

(i)),

where τg
(i), γg

(i) are N posterior samples drawn from the MCMC procedure.

Suppose we observe a new set of data y∗1, . . . ,y
∗
g−1 with sample size m. Let X∗g

be the spline design matrix of y∗1, . . . ,y
∗
g−1 and X∗γg be the same matrix given γg and

let Z∗γg = (1m X∗γg). Then the predictive distribution of new observations y∗g given

τg, γg is a multivariate student’s t-distribution with mean

µ∗g = {Im−Z∗γg(Z∗′γgZ
∗
γg + Z′γgZγg + Cg)−1Z∗′γg}

−1Z∗γg(Z∗′γgZ
∗
γg + Z′γgZγg + Cg)−1Z′γgyg;
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hence, by Bayesian model averaging over the high-probability model (Raftery et al.,

1997; Hoeting et al., 1999), the mean of the predictive distribution can be approxi-

mated by

E[y∗g|yg,X
∗
g] ≈ 1

N

N∑
i=1

µ∗g(τg
(i), γg

(i)).

2.6 Simulated examples

In this section, we illustrate our proposed methods with simulated examples: network

case (Section 2.6.1) and regression case (Section 2.6.2).

2.6.1 Network case

We design five scenarios with 150 samples, 50 genes and 100 connections, and run 50

simulations for each scenario. Although the number of genes is less than the sample

size, using the spline basis expansions, the number of effective estimable parameters

is 12,350 for the saturated model, which greatly exceeds the sample size. The five

scenarios differ in the percentage of linearity in the data (0%, 20%, 48%, 72%, and

100%), corresponding to the proportion of the linear functions that generate the data.

The structure of the network is assumed to be constant across all simulations. Error

terms are distributed as N(0, 42).

We use a cubic B-spline with 6 interior knots, i.e., 10 bases. For the nDAG,

the prior parameters are specified as κµ = 1/4, (aλ, bλ) = (2, 1), (aρ, bρ) = (2, 2),

and (aτ , bτ ) = (1.5, 400). For the additional parameter in the nMixDAG, we let

(aω, bω) = (2, 2), and (kτ , θτ ) = (3, 2). The choice of these hyperparameters aims

to be mainly non-informative. We provide a sensitivity analysis on the prior speci-

fications at the end of this section. The results show a very low sensitivity to these

choices. We run an MCMC algorithm with 20, 000 iterations, in which the first 2, 000
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iterations are considered as a “burn-in” period for both methods.

Since the true simulated network is known, we can compute the operating char-

acteristics of the methods using the true positive rate (TPR), the false discovery rate

(FDR) and the area under the receiver operating characteristic (ROC) curve (AUC).

We also compute the TPR separately for the linear and nonlinear relationships, which

we refer to as TPR linear and TPR nonlinear, respectively. In addition, while the full

AUC indicates the overall performance of the underlying method, researchers may be

particularly interested in the performance with a controlled false positive rate (FPR),

say, less than 5%; hence, we also report the partial AUC truncated at FPR< 5%,

denoted by AUC5%. All the statistics mentioned above are summarized in Table 2.1.

Comparison with linear methods. We consider two linear methods for compar-

ison: (1) the linear model selection method (George and McCulloch, 1993a; Marin

and Robert, 2007), referred to as SSVS; and (2) the ordering-free Bayesian network

(WBN) approach that follows the implementation of Werhli et al. (2006), which has

been shown by Allen et al. (2012) to outperform competing ordering-free Bayesian

network methods. In each of the five scenarios, our methods outperform both SSVS

and WBN. For example, when the true model is completely nonlinear, the AUC of

the SSVS is as low as 0.652, while the AUC of the nMixDAG is 0.798. The TPRs of

WBN are always lower than those of the other three methods, while the FDRs are

always higher. As expected, the performance of the SSVS is closer to those of our

methods when the linearity increases, and SSVS slightly outperforms our methods

when the data are completely linear. In addition, the average misclassification rate of

the functional relationship (i.e., φ) for nMixDAG is between 0.07 and 0.24 across the

scenarios, indicating a reasonable performance of the second-level selection. Given

the model flexibility, nonlinear approaches are expected to include more spurious
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variables than linear methods; however, our approach retains very good specificity:

the FDR is low for our methods, even though the TPR drops as the scenario be-

comes more challenging. And generally, nMixDAG works slightly better than nDAG

in terms of AUC5%, AUC, TPR, TPR nonlinear and FDR across the scenarios.

Comparison with nonlinear methods. Several new variable selection approaches

under the generalized additive model framework have been proposed in the literature,

including both frequentist methods (Meier et al., 2009; Ravikumar et al., 2009) and

Bayesian methods (Reich et al., 2009; Scheipl et al., 2012). Although independently

developed for nonlinear regression settings, the Bayesian method spikeSlabGAM by

Scheipl et al. (2012) is similar in spirit to our proposed nMixDAG. However, there

are substantial differences in terms of model and prior constructions. Specifically,

Scheipl et al. (2012) decomposed the spline design matrix into unpenalized and pe-

nalized parts through spectral decomposition, which yields an orthogonal basis repre-

sentation; whereas we directly work with spline basis functions. For model/variable

selection, they imposed a spike-and-slab prior on the hyper-variance of the regres-

sion coefficients; whereas our approach introduces spike-and-slab priors with a point

mass at zero directly on the regression coefficients. Together, these changes induce

different shrinkage and selection properties for nonlinear regression in general and

DAG models in particular, as we demonstrate via simulations and real data analysis.

Here, we compare nMixDAG with spikeSlabGAM and the frequentist method SpAM

(Ravikumar et al., 2009) in the context of nonlinear DAGs. Although Ravikumar

et al. (2009) recommended choosing the tuning parameter of SpAM via generalized

cross-validation, we picked the tuning parameter via 10-fold cross-validation as this

approach resulted in better performances in our simulation studies.

Our methods show very competitive performance. The frequentist approach SpAM



36

always has higher TPR than our methods and spikeSlabGAM, however it is achieved

at the cost of unacceptably high FDR and hence it has the lowest AUC and AUC5%.

For the Bayesian methods, we do not observe a statistically significant difference in

all characteristics. For example, in scenario 3, the difference in AUC for nMixDAG

and spikeSlabGAM is only 0.036, while their standard errors are 0.019 and 0.021.

The AUCs are within two standard deviations of each other; hence, the difference is

not significant. There is a trade-off between TPR and FDR for the two competing

methods. For instance, in scenario 1, the TPRs are 0.439 and 0.537 and the FDRs

are 0.050 and 0.138 for nMixDAG and spikeSlabGAM, respectively. The low FDRs

are particularly useful in a genomic context as the selected genes are typically targets

of further validation via biological experiments. Hence, a parsimonious approach will

probably save on research expenses and time.

Sensitivity analysis of ordering misspecification. The major assumption of our

methods is the known prior ordering of the variables. When such ordering is avail-

able, this assumption is advantageous, as we have seen that our methods outperform

the ordering-free WBN in all scenarios (Table 1). However, in some applications, the

ordering may be partially known or not known at all. Under such circumstances, we

would like to investigate the robustness of our methods compared to WBN. We follow

the ideas of Shojaie and Michailidis (2010) and Altomare et al. (2013) and perform

a sensitivity analysis of nMixDAG to different ordering misspecifications. The per-

formance of our method depends on the distance between the true ordering and the

assumed ordering, and the number of v-structures (i.e., i→ j ← k) for both the true

ordering and the assumed ordering. To quantify this distance, we use the normalized

Kendall’s tau distance, which is defined as the ratio of the number of discordant pairs

over the total number of pairs. The normalized Kendall’s tau distance lies between
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0 and 1, with 0 indicating a perfect agreement of the two orderings and 1 indicat-

ing a perfect disagreement. Since our method is not able to learn the ordering, we

evaluate the performance of our method based on only the skeleton of the true graph

(i.e., the directions of the edges are ignored). We pick scenario 3 and shuffle the

data according to the orderings with different normalized Kendall’s tau distances. In

Table 2.2, we list normalized Kendall’s tau distances, the number of v-structures of

the assumed ordering, the number of shared v-structures between the true and the

assumed orderings, TPR, TPR linear, TPR nonlinear and FDR for both nMixDAG

and WBN. When there is moderate misspecification (Kendall’s tau=0.25), nMixDAG

outperforms WBN in terms of AUC (0.838 vs 0.809) and remarkably FDR (0.102 vs

0.420). When Kendall’s tau is 0.51 or even 1.00, nMixDAG still has a surprisingly

reasonable AUC (0.785 and 0.765, respectively) that is just slightly lower than that of

WBN (0.809), and a very good control of FDR (0.240 and 0.242, respectively), which

is much lower than that of WBN (0.420).

Performance in high-dimensional settings. We investigate the scalability of nMixDAG,

setting the number of genes at G = 100, 150, 200 while keeping the number of con-

nections fixed. With G = 200 and M = 10 bases, we have approximately 200, 000

parameters to estimate already given the nonlinear and network construction. We

again pick scenario 3 (results shown in Table 2.3). The performance of nMixDAG is

almost invariant with respect to the dimensions. As the dimension increases, TPR

and AUC slightly decrease, but FDR also decreases. Computationally, the running

time increases very slowly with the dimension. On a single AMD 6174 processor, the

average computation times are 1.4, 1,8, 2.2, and 2.7 hours for G = 50, 100, 150, 200,

respectively.

Sensitivity analysis of hyperparameter settings. We conduct a series of anal-
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yses to test the sensitivity of our method to different prior specifications. We pick

scenario 3 as a representative case since it has about 50% linear functions, and show

our results for nMixDAG. In Tables 2.4 and 2.5, we report the performance under

different hyper-prior specifications for ρ and τ , all of which demonstrate that the

performance of our method is quite stable.

2.6.2 Regression case

In addition to the full network analysis in Section 2.6.1, we conduct another simulation

study for variable selection under single nonlinear regression setting. In this example,

we generate 49 predictor variables independently from the standard uniform [0, 1]

distribution. After standardizing each predictor, a response variable then has the

following functional form:

y = 2 + 3x1 − 4x2
2 − exp(x3) + 4 cos

(
4πx4

7

)
+ 2 sin

(
8πx5

7

)
+ ε, (2.5)

where ε ∼ Nn(0, σ2In). Hence, the true model contains only the first five variables.

The hyperparameters setting is the same as in Section 2.6.1. We run an MCMC

algorithm with 20, 000 iterations, in which the first 2, 000 iterations are considered as

a “burn-in” period for both methods. We conduct 50 simulations for each method.

In the simulated true model, we have one linear function and four nonlinear func-

tions: quadratic, exponential, cosine (with approximately one period within the data

range), and sine (with approximately two periods within the data range) functions.

We randomly choose one simulation and plot the reconstructions for the nMixDAG

after adjusting for the mean. This plot appears in Figure 2.5, with the solid curves
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representing the true curves and the dashed curves the estimated curves. The 95%

credible bands are also plotted as dotted lines. The performance of the reconstruction

is quite reasonable, as the true curves and the estimated curves pretty much lie on

top of each other and the true curves are contained in the credible bands. The quality

of the reconstructions of the nDAG is almost identical to that of the nMixDAG (plot

not shown).

We vary the sample sizes (n = 150, 200, 250) and error variances (σ2 = 4, 16)
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Figure 2.5 : Single regression. Reconstruction of the five functions used to simulate
the data. The solid lines are the true functions, the dashed lines are the estimated
functions, with credible bands shown as dotted lines.

to explore the performance of SSVS, nDAG, nMixDAG, spikeSlabGAM and SpAM

under different signal-to-noise settings. We tabulate the results in Table 2.6 where

the true positive rate (TPR), the false discovery rate (FDR), the false negative rate

(FNR=1-TPR) and mean squared prediction error (MSPE) are reported. The lin-

ear method SSVS is apparently not competitive with all the nonlinear approaches
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in terms of both prediction and variable selection and nMixDAG is always slightly

better than nDAG. Although the difference is not substantial, spikeSlabGAM is the

best in prediction. For instance, when n = 200, σ2 = 16, the average MSPE of

nMixDAG, spikeSlabGAM and SpAM are 21.161, 19.994 and 26.079, respectively. In

terms of variable selection, generally, SpAM has the highest TPR yet at the price of

unreasonable FDR (around 70%). On the other hand, although nMixDAG has lower

TPR than spikeSlabGAM and SpAM, it has 0 FDR for all settings. For example,

when n = 250, σ2 = 16, nMixDAG has an average 0.804 TPR and 0 FDR while

spikeSlabGAM has 0.980 TPR and 0.279 FDR, and SpAM has 1.000 TPR and 0.733

FDR. The trade-off between TPR and FDR shows that our method nMixDAG is

more parsimonious than spikeSlabGAM and SpAM.

2.7 Data analysis: GBM

We apply our methods to analyze TCGA-based GBM gene expression data, as in-

troduced in Section 2.1. TCGA provides microarray-based gene expression data for

a large cohort of GBM tumor specimens (241 in our case study) (TCGA, 2008).

Newly-diagnosed glioblastomas are selected retrospectively from biospecimen repos-

itories and further reviewed and processed through TCGA Biospecimen Core Re-

source to ensure less than 50% necrosis and more than 80% tumor nuclei for RNA

extraction. Each qualified biospecimen is assayed using three platforms: Affymetrix

U133A, Affymetrix Exon 1.0 ST and custom Agilent 244K, from which messenger

RNA (mRNA) expression profiles are generated. Subsequently, the mRNA expres-

sion profiles are integrated into a single estimate of relative gene expression for each

gene and for each sample. Among more than 10, 000 genes in the raw data, we fo-

cus our analysis on 49 genes that overlap with the three critical signaling pathways
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(Furnari et al., 2007), the RTK/PI3K signaling pathway, p53 signaling pathway, and

Rb signaling pathway. A better understanding of the GRN will provide new insights

into the tumorigenesis of GBM (Verhaak et al., 2010).

We assume the same prior specifications as in Section 2.6. Our reference network is

the induced subgraph of the signaling pathways in glioblastoma from TCGA (2008),

as shown in Figure 2.6(a), from which we obtain our prior ordering. We run two

separate MCMC chains with different starting values, each with 20,000 iterations.

For convergence diagnostics, we examine all the parameters that we sample from

the MCMC algorithm. In particular, we calculate the Gelman-Rubin potential scale

reduction factor (PSRF, Gelman and Rubin (1992)) for the continuous parameters

τgj (ranging from 1.000 to 1.026) and ρ (1.000 and 1.001 for nMixDAG and nDAG,

respectively). For the discrete parameter γ, the correlation between the posterior

probabilities of the two chains is 0.994 for nMixDAG and 0.995 for nDAG. For the

additional parameters of nMixDAG, φ and ω, the correlation and PSRF are 0.988

and 1.000, respectively. All the PSRFs and correlations are very close to 1, which

is indicative of good mixing of the MCMC chain, as well as its convergence to the

stationary region. The computation time is 1.9 hours on a 3.5 GHz Intel Core i7

processor. We combine the two chains and discard the first 10% of the iterations of

each chain as a burn-in.

Figure 2.6(b) shows the network recovered by nMixDAG. The solid lines indi-

cate linear interactions and the dashed lines indicate nonlinear interactions. The

line width is proportional to the posterior probability, with thicker lines indicating

a higher probability of the edge, and the node size is proportional to its degree, i.e.,

the number of edges connected to the node. A heat map of the marginal posterior

inclusion probability of each edge is provided in Figure 2.7 from which the sparsity
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of our model is evident. Also, the marginal probabilities appear separated, i.e. either

close to 0 or 1, which suggests the highest probability model in our application is

clearly identifiable. In total, we find 95 connections, of which 85 are linear and 10 are

nonlinear. While we find several novel connections, some of our findings are consistent

with known interactions reported in the biological literature. For instance, our study

confirms that in the cytoplasm, the NF1 protein inhibits RAS function (Malumbres

and Barbacid, 2003) and RAS proteins activate PI3K complexes (Blume-Jensen and

Hunter, 2001). We also calculate the maximal information coefficient (MIC) (Reshef

et al., 2011), as this approach has been widely used in the analysis of genomic data.

The MIC measures the pairwise linear or nonlinear association by mutual information

on continuous random variables for the 49 genes of interest (totaling 1176 pairs). The

MICs are represented by dots in Figure 2.8. We find only two pairs of genes with

MICs larger than 0.5: GAB1→RAF1 and NF1→RAF1, of which GAB1→RAF1 is

also detected by our methods. The triangles are the posterior probabilities of the in-

clusion of gene pairs by nMixDAG, and the horizontal line is the 0.5 threshold. The

enlarged markers are the pairs of genes for which the MICs are higher than the 0.5

threshold. This indicates that methods that estimate marginal nonlinear correlations,

such as the MIC approach, may miss some relevant connections that are provided by

the nonlinear graphical models. In addition, the MIC approach does not explicitly

identify the formal relationships; whereas our approach does this from a functional

reconstruction.

Based on the recovered network in Figure 2.6(b), several hub genes are iden-

tified: AKT1, FOXO3, SPRY2, GAB1 and PDPK1, with degrees of 15, 10, 10, 7,

and 7, respectively. Hub genes are of particular interest as potential major drivers of

disease etiology because they are often more involved in multiple regulatory activities
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than non-hub genes. All the five hub genes we find have been previously identified

as driver genes (Cerami et al., 2010), and are significantly altered in GBM, e.g., the

AKT family is often amplified, while the FOXO family is frequently mutated (TCGA,

2008) in GBM.

We also plot the nonlinear functional reconstructions of nine edges, together with

their 95% credible bands in Figure 2.9. Marginal posterior inclusion probabilities are

shown on the top of each plot. We can see that the expression level of RAF1 de-

creases with that of ERBB3 when ERBB3 is low in expression, but starts to increase

with ERBB3 after a cut-point around -0.7. It is even more interesting that CDKN2A

manifests a sinusoidal trend with CDK4. These relationships have not been reported

previously to the best of our knowledge and may deserve further validation via bio-

logical experiments.

We define the nonlinearity measure (N ) as Ngj = p(φgj = 1|Y , γgj = 1), the prob-

ability that a given connection (γgj = 1) is nonlinear (φgj=1) a posteriori, which can

be easily computed from MCMC samples of φgj, γgj: Ngj ≈
∑N

i=1 I(φ
(i)
gj = 1,γ(i) =

γselect, γ
(i)
gj = 1)/

∑N
i=1 I(γ(i) = γselect, γ

(i)
gj = 1) where the superscript (i) labels the

ith MCMC sample, N is the number of MCMC samples and γselect indicates the

selected γ from the highest posterior model. This measure quantifies the evidence

for the nonlinearity of each curve reconstructed in Figure 4 (shown on the top of

each plot). For example, the evidence for nonlinearity between PIK3C2B and MDM4

is strong (0.997), while the evidence between PIK3CA and RAF1 is much weaker

(0.510), which is consistent with our observations.

For comparison, we apply spikeSlabGAM to the GBM data and evaluate the

performance via the widely applicable information criterion (WAIC) of Watanabe

(2010), which is a fully Bayesian predictive information criterion based on the point-
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wise posterior predictive density and is asymptotically equal to Bayesian leave-one-

out cross-validation. Our methods, nDAG and nMixDAG, have lower WAICs than

spikeSlabGAM (27378 and 27413 vs 32579), which is indicative of better prediction

performance by our methods. The difference between nDAG and nMixDAG is almost

negligible.

In addition, as kindly suggested by the anonymous associate editor, we include

more genes in our real data analysis. We focus on the full RTK/PI3K signaling path-

way (http://www.genome.jp/kegg/) instead of the frequently mutated genes from

the three core pathways, which consists of 195 genes. Despite the dimension being

much higher and having run the same length of chains, we found strong evidence

of convergence for all parameters: the PSRFs for τ (95% of τ values ranging from

1.000 to 1.0966), ρ (=1.000) and ω (=1.000) are close to 1 and the correlations of

posterior probabilities for γ and φ are 0.911 and 0.971, respectively. Totally, we

found 463 connections and 91 of them are nonlinear. While some connections are

well studied: e.g. Ras activates PI3K family (Yan et al., 1998), some have not been

fully understood, especially the nonlinear regulations listed In Tables 2.7, 2.8, 2.9.

They are ordered by the degree of nonlinearity. We find 8 hub genes are: PTK2,

ITGA3, KDR, SYK, PRLR, SOS2, PDPK1 and HSP90AB1. Two of them, KDR and

PDPK1, were previously detected as driver genes for GBM in the literatures (TCGA,

2008; Cerami et al., 2010). The other 6 newly found hub genes might be potential

GBM driver genes which need to be validated through biological experiment. We also

apply the spikeSlabGAM to this dataset for comparison. The difference in WAIC be-

tween nMixDAG and spikeSlabGAM is substantial (103559 vs 211571), which again

indicates nMixDAG has higher prediction power.
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2.8 Discussion

In this paper, we propose two methods, nDAG and nMixDAG, to reconstruct the

structure of a gene regulatory network. We use penalized splines to capture the non-

linear interactions between genes as well as to prevent overfitting. We apply two-level

model selection to select and distinguish linear and nonlinear interactions. Simula-

tion studies show that our methods outperform methods that assume linearity and

are highly competitive compared to the state-of-the-art nonlinear approaches. Fur-

thermore, nMixDAG is able to distinguish linear and nonlinear relationships between

genes and therefore provides a more detailed and flexible description of the gene net-

work. Moreover, it is noteworthy that both nDAG and nMixDAG result in very low

FDRs, even with highly nonlinear data. In general, we suggest nMixDAG since it

works better than nDAG based on the simulations and real data analyses. When

there is strong prior belief that all the edges are highly nonlinear, we suggest using

nDAG rather than nMixDAG. High nonlinearity of the edges is rare in the context of

gene regulatory networks, however, as confirmed by our analysis of the GBM dataset

(85 linear and 10 nonlinear connections).

A key assumption of our work is the prior ordering of the nodes. Without node

ordering, we cannot distinguish between two DAGs within the same Markov equiv-

alence class, where all DAGs encode the same conditional independence structure.

If we ignore this aspect, we would define a computational inefficient approach that

will never discriminate two Markov equivalent DAGs. More importantly, for (linear)

Gaussian DAG, if the parameter priors are carefully chosen, the marginal likelihood

is equivalent for Markov equivalent DAGs (Geiger and Heckerman, 2002). However,

since our proposed DAG models are nonlinear, two Markov equivalent DAGs can

represent different sets of distributions. Moreover, as we see in the simulation study
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(Section 2.6), the performance of WBN is far from satisfactory, partly due to the lack

of a prespecified ordering of the variables. Here we discuss the amount of prior infor-

mation needed to discriminate two Markov equivalent DAGs when the prior ordering

of the nodes is not available.

One possible way is to discriminate Markov equivalent graphs by adopting an in-

formative prior based on the number of common edges between the proposed network

and the reference network. However, it is not as straightforward as it appears. Con-

sider the following example in Figure 2.10. Suppose the graph on the left panel is the

reference network. The two graphs in middle and on the right are Markov equivalent

and they have the same number of common edges with the reference graph. Hence the

proposed prior would fail to distinguish between these two. In practice, the amount

of prior biological information needed to discriminate two Markov equivalent DAGs

is commensurate to the amount of the information needed to define an ordering of

the model.

Another possible way to avoid repeatedly analyzing Markov equivalent DAGs

is inspired by Andersson et al. (1997). They suggest to treat each MEC as a single

model through essential graph, the union of all the graphs within the same MEC.

There is a one-to-one relationship between MEC and its essential graph. Therefore,

working with the MEC space could be a feasible and effective approach (Chickering,

2002). However, this approach does not help solve the issue of discriminating Markov

equivalent DAGs either.

Although it can be argued that this assumption restricts the flexibility of our

methods, given the sparsity of the gene regulatory network, our sensitivity analysis

showed that we do not lose much by imposing a fixed ordering (Section 2.6). In our

work the ordering of the nodes is naturally obtained for the pathway information.
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But in the case where such ordering is completely unknown, a common approach is

to decompose the problem into two sub-problems: (1) learn the ordering; and (2)

given the ordering, learn the network structure. The first sub-problem can be solved

by using an ordering-learning algorithm, for example, that by Friedman and Koller

(2003).
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Table 2.1 : Simulated examples. The average operating characteristics over 50 sim-
ulations for each scenario are calculated for comparison. The bold numbers indicate
the best performance and the underlined numbers indicate the second best. The
standard error for each statistic is given in parentheses.

Percentage of linearity
Method 0% 20% 48% 72% 100%
SSVS

AUC5% 0.235(0.024) 0.341(0.018) 0.541(0.024) 0.722(0.021) 0.913(0.022)
AUC 0.652(0.031) 0.705(0.021) 0.800(0.024) 0.886(0.017) 0.987(0.007)
TPR 0.293(0.032) 0.378(0.020) 0.561(0.023) 0.714(0.026) 0.889(0.028)
TPR linear NA 0.775(0.062) 0.833(0.036) 0.884(0.031) 0.889(0.028)
TPR nonlinear 0.293(0.032) 0.278(0.021) 0.309(0.029) 0.275(0.036) NA
FDR 0.591(0.039) 0.463(0.044) 0.259(0.037) 0.146(0.038) 0.102(0.029)

nDAG
AUC5% 0.481(0.045) 0.573(0.034) 0.677(0.036) 0.788(0.023) 0.865(0.028)
AUC 0.777(0.028) 0.819(0.018) 0.862(0.020) 0.914(0.013) 0.958(0.013)
TPR 0.389(0.036) 0.455(0.024) 0.581(0.031) 0.674(0.022) 0.740(0.019)
TPR linear NA 0.674(0.044) 0.719(0.030) 0.740(0.025) 0.740(0.019)
TPR nonlinear 0.389(0.036) 0.400(0.029) 0.453(0.043) 0.502(0.040) NA
FDR 0.056(0.036) 0.037(0.027) 0.025(0.021) 0.005(0.009) 0.004(0.007)

nMixDAG
AUC5% 0.536(0.052) 0.642(0.034) 0.718(0.036) 0.809(0.025) 0.873(0.028)
AUC 0.798(0.028) 0.848(0.019) 0.879(0.019) 0.925(0.012) 0.964(0.013)
TPR 0.439(0.037) 0.520(0.030) 0.618(0.027) 0.697(0.022) 0.746(0.019)
TPR linear NA 0.687(0.043) 0.730(0.029) 0.748(0.027) 0.746(0.019)
TPR nonlinear 0.439(0.037) 0.479(0.035) 0.514(0.040) 0.565(0.043) NA
FDR 0.050(0.033) 0.031(0.022) 0.023(0.021) 0.004(0.010) 0.005(0.007)

WBN
AUC5% 0.172(0.024) 0.277(0.037) 0.465(0.031) 0.599(0.030) 0.751(0.037)
AUC 0.615(0.027) 0.676(0.029) 0.790(0.020) 0.862(0.022) 0.901(0.023)
TPR 0.160(0.028) 0.254(0.035) 0.423(0.038) 0.561(0.031) 0.695(0.033)
TPR linear NA 0.541(0.098) 0.661(0.054) 0.713(0.037) 0.695(0.033)
TPR nonlinear 0.160(0.028) 0.182(0.036) 0.204(0.043) 0.171(0.050) NA
FDR 0.810(0.035) 0.713(0.042) 0.554(0.048) 0.441(0.046) 0.356(0.037)

spikeSlabGAM
AUC5% 0.596(0.059) 0.738(0.026) 0.789(0.030) 0.861(0.025) 0.883(0.026)
AUC 0.858(0.032) 0.889(0.015) 0.915(0.021) 0.961(0.010) 0.977(0.008)
TPR 0.537(0.057) 0.689(0.028) 0.742(0.029) 0.818(0.025) 0.835(0.027)
TPR linear NA 0.792(0.059) 0.828(0.034) 0.843(0.028) 0.835(0.027)
TPR nonlinear 0.537(0.057) 0.664(0.031) 0.662(0.048) 0.754(0.043) NA
FDR 0.138(0.054) 0.096(0.029) 0.066(0.030) 0.061(0.029) 0.060(0.036)

SpAM
AUC5% 0.391(0.081) 0.528(0.025) 0.549(0.049) 0.628(0.042) 0.635(0.036)
AUC 0.792(0.045) 0.842(0.015) 0.867(0.021) 0.909(0.013) 0.907(0.013)
TPR 0.834(0.070) 0.826(0.044) 0.870(0.036) 0.887(0.026) 0.887(0.029)
TPR linear NA 0.835(0.071) 0.892(0.045) 0.894(0.032) 0.887(0.029)
TPR nonlinear 0.834(0.070) 0.824(0.046) 0.850(0.042) 0.871(0.046) NA
FDR 0.798(0.015) 0.767(0.018) 0.783(0.014) 0.774(0.015) 0.776(0.013)
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Table 2.2 : Simulated examples. Sensitivity of nMixDAG to misspecified ordering.
Directions of the edges are ignored. The standard error for each statistic is given in
parentheses.

Method nMixDAG WBN
Kendall’s tau 0.00 0.25 0.51 1.00
V-structures (assumed) 124 146 138 159
V-structures (shared) 124 87 23 0
AUC5% 0.718(0.036) 0.603(0.031) 0.468(0.023) 0.424(0.023) 0.537(0.022)
AUC 0.879(0.019) 0.838(0.019) 0.785 (0.016) 0.765(0.018) 0.809(0.018)
TPR 0.618(0.027) 0.534(0.031) 0.456 (0.026 ) 0.374(0.022) 0.551(0.027)
TPR linear 0.730(0.029) 0.651(0.040) 0.595 (0.045) 0.506(0.047) 0.806(0.041)
TPR nonlinear 0.514(0.040) 0.425(0.039) 0.328 (0.023) 0.252(0.024) 0.316(0.035)
FDR 0.023(0.021) 0.102(0.033) 0.240 (0.034) 0.242(0.044) 0.420(0.033)

Table 2.3 : Simulated networks. The average operating characteristics for nMixDAG
with dimension G = 50, 100, 150, 200. The standard error for each statistic is given
in the parentheses.

Methods
Dimension AUC5% AUC TPR TPR linear TPR nonlinear FDR

50 0.718(0.036) 0.879(0.019) 0.618(0.027) 0.730(0.029) 0.514(0.040) 0.023(0.021)
100 0.721(0.025) 0.867(0.012) 0.591(0.023) 0.670(0.031) 0.518(0.037) 0.005(0.008)
150 0.697(0.022) 0.854(0.011) 0.586(0.023) 0.686(0.039) 0.493(0.033) 0.001(0.003)
200 0.669(0.024) 0.840(0.012) 0.582(0.019) 0.715(0.023) 0.459(0.033) 0.004(0.009)

Table 2.4 : Simulated networks. Sensitivity analysis on the hyper-prior of the param-
eter ρ. Three different values of parameters (aρ, bρ) are tested.

Prior (aρ, bρ) = (2, 2) (aρ, bρ) = (0.5, 0.5) (aρ, bρ) = (2, 3) (aρ, bρ) = (3, 2)
AUC5% 0.718(0.036) 0.703(0.033) 0.715(0.039) 0.721(0.032)

AUC 0.879(0.019) 0.870(0.017) 0.878(0.019) 0.881(0.019)
TPR 0.618(0.027) 0.610(0.028) 0.618(0.028) 0.625(0.027)

TPR linear 0.730(0.029) 0.725(0.029) 0.728(0.034) 0.743(0.029)
TPR nonlinear 0.514(0.040) 0.503(0.043) 0.516(0.040) 0.517(0.039)

FDR 0.023(0.021) 0.034(0.029) 0.038(0.026) 0.036(0.026)
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Table 2.5 : Simulated networks. Sensitivity analysis of the hyper-prior on the smooth-
ing parameter τ . Four different sets of parameters (aτ , bτ ) and (kτ , θτ ) are tested.

Prior
(aτ , bτ ) = (1.5, 400) (aτ , bτ ) = (3, 600) (aτ , bτ ) = (2, 500) (aτ , bτ ) = (1.5, 300) (aτ , bτ ) = (1.5, 400)

(kτ , θτ ) = (3, 2) (kτ , θτ ) = (3, 5) (kτ , θτ ) = (3, 4) (kτ , θτ ) = (1, 5) (kτ , θτ ) = (3, 1)
AUC5% 0.718(0.036) 0.718(0.034) 0.720(0.034) 0.709(0.036) 0.701(0.033)

AUC 0.879(0.019) 0.878(0.019) 0.881(0.019) 0.875(0.018) 0.870(0.018)
TPR 0.618(0.027) 0.620(0.027) 0.623(0.030) 0.619(0.028) 0.611(0.029)

TPR linear 0.730(0.029) 0.735(0.030) 0.740(0.033) 0.736(0.033) 0.731(0.033)
TPR nonlinear 0.514(0.040) 0.514(0.042) 0.515(0.044) 0.510(0.041) 0.500(0.042)

FDR 0.023(0.021) 0.034(0.024) 0.031(0.024) 0.038(0.027) 0.039(0.025)

Table 2.6 : Single regression. Operating characteristics for SSVS, nDAG, nMixDAG,
spikeSlabGAM and SpAM are calculated under different sample sizes and error vari-
ances. The bold numbers indicate the best performance. The standard error for each
statistic is given in the parentheses.

Scenario SSVS nDAG nMixDAG spikeSlabGAM SpAM
n = 250 TPR 0.452(0.097) 0.988(0.048) 1.000(0.000) 1.000(0.000) 1.000(0.000)
σ2 = 4 FDR 0.073(0.133) 0.000(0.000) 0.000(0.000) 0.133(0.135) 0.735(0.096)

FNR 0.548(0.097) 0.012(0.048) 0.000(0.000) 0.000(0.000) 0.000(0.000)
MSPE 27.533(5.263) 6.089(2.312) 5.800(2.667) 4.691(0.904) 6.860(1.592)

n = 250 TPR 0.412(0.110) 0.800(0.057) 0.804(0.086) 0.980(0.061) 1.000(0.000)
σ2 = 16 FDR 0.077(0.159) 0.000(0.000) 0.000(0.000) 0.279(0.162) 0.733(0.090)

FNR 0.588(0.110) 0.200(0.057) 0.196(0.086) 0.020(0.061) 0.000(0.000)
MSPE 39.278(6.952) 20.090(3.875) 19.882(3.805) 18.833(3.446) 23.193(4.824)

n = 200 TPR 0.352(0.095) 0.740(0.093) 0.732(0.096) 0.940(0.093) 0.980(0.061)
σ2 = 16 FDR 0.128(0.187) 0.000(0.000) 0.000(0.000) 0.271(0.198) 0.692(0.112)

FNR 0.648(0.095) 0.260(0.093) 0.268(0.096) 0.060(0.093) 0.020(0.061)
MSPE 40.952(7.829) 21.320(4.566) 21.161(4.522) 19.994(3.855) 26.079(5.464)

n = 150 TPR 0.292(0.101) 0.644(0.123) 0.652(0.113) 0.880(0.114) 0.912(0.108)
σ2 = 16 FDR 0.142(0.226) 0.000(0.000) 0.000(0.000) 0.366(0.166) 0.681(0.097)

FNR 0.708(0.101) 0.356(0.123) 0.348(0.113) 0.120(0.886) 0.088(0.108)
MSPE 41.446(8.593) 24.057(9.382) 23.152(8.470) 20.977(3.682) 26.939(4.916)
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Figure 2.6 : GBM network. Panel (a): the reference signaling pathways in
glioblastoma—the RTK/PI3K, p53, and Rb signaling pathways. The prior order-
ing is obtained from this network. Panel (b): the recovered network from GBM data
with nMixDAG. The solid lines indicate linear interactions; the dashed lines indicate
nonlinear interactions; the line width is proportional to its posterior probability; and
the node size is proportional to its degree, except for the hub genes (in the hexagons),
whose node sizes are further enlarged for clarity.
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Figure 2.7 : GBM data. The heat map of marginal posterior inclusion probability for
each pair of genes. The darker the color, the higher the probability.
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pairs of genes have MICs above the threshold. The marker sizes of the two pairs are
enlarged for both the MIC and posterior probability.
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Figure 2.9 : GBM data. Nine functional reconstructions with 95% credible bands
for selected genes with nonlinear relationships. The marginal posterior inclusion
probability (p) and nonlinearity measure (N) are shown at the top of each plot.
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Table 2.7 : GBM data analysis. The top 30 of 91 Nonlinear regulations (from column
Source to column Target) identified by nMixDAG. They are ordered by the nonlin-
earity measure defined as the posterior probability p(φ = 1|Y), which is shown in the
last column.

Target Source Nonlinearity
ITGB7 IL7R 0.9987
GNB1 JAK1 0.9980
IL2RG IL2RB 0.9976

PPP2R5E PPP2R5C 0.9944
CDK4 MDM2 0.9930

MAPK1 PPP2R3A 0.9926
TLR2 CSF1R 0.9898

MAP2K2 PKN1 0.9875
IL2RB SYK 0.9861
GYS2 PRLR 0.9860
KRAS PTK2 0.9825
RAF1 PTK2 0.9776
G6PC3 FOXO3 0.9724
PCK1 PTEN 0.9714

YWHAH YWHAZ 0.9669
CASP9 ITGA3 0.9657
SGK3 PTK2 0.9652

HSP90B1 PDPK1 0.9623
YWHAB RAC1 0.9622
CSF3R SYK 0.9591
PIK3R2 PIK3R1 0.9500
PPP2CB RAC1 0.9489
PPP2R5C HSP90AA1 0.9392

FOXO3 JAK1 0.9303
RPS6KB2 JAK1 0.9222

SGK3 IFNAR1 0.9164
HSP90AA1 RAC1 0.9163

ITGA8 FLT1 0.9101
CHUK EIF4E 0.9073

MAP2K1 RPS6 0.9063
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Table 2.8 : GBM data analysis. The middle 30 of 91 Nonlinear regulations (from
column Source to column Target) identified by nMixDAG. They are ordered by the
nonlinearity measure defined as the posterior probability p(φ = 1|Y), which is shown
in the last column.

Target Source Nonlinearity
PIK3CB GNGT1 0.8784
IL2RA CSF1R 0.8742
ITGB6 PRLR 0.8728
CCNE2 PKN1 0.8726

PPP2R3C NRAS 0.8716
YWHAZ PPP2CA 0.8598

GNB2 GNB1 0.8593
SYK CSF1R 0.8592

FASLG GYS2 0.8448
MAPK1 YWHAH 0.8410
PPP2CB SYK 0.8395

SYK TLR2 0.8267
EIF4E2 EIF4E 0.8001

PPP2R5D HSP90AB1 0.7987
CREB3L2 GSK3B 0.7985

EIF4B INSR 0.7961
MAPK3 EIF4B 0.7923

MYB CCNE2 0.7686
EIF4E2 EIF4EBP1 0.7576
JAK1 INSR 0.7507

PPP2R1A HSP90AB1 0.7466
BRCA1 RPS6KB1 0.7463
PKN1 AKT1 0.7462
CDC37 HSP90AB1 0.7434
CREB1 HSP90AB1 0.7415
PIK3CG SYK 0.7351
PDPK1 IGF1R 0.7337

IL4R PDGFRB 0.7302
PPP2CA HSP90AB1 0.7232
ITGA5 KIT 0.7111
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Table 2.9 : GBM data analysis. The last 31 of 91 Nonlinear regulations (from column
Source to column Target) identified by nMixDAG. They are ordered by the nonlin-
earity measure defined as the posterior probability p(φ = 1|Y), which is shown in the
last column.

Target Source Nonlinearity
PRKACA AKT1 0.6960

GNB5 IL4R 0.6911
MAP2K2 PPP2R1A 0.6859
CCNE2 GNG4 0.6813
MCL1 RPS6KB1 0.6636

MAP2K1 YWHAH 0.6598
CCNE1 CDK2 0.6477
IKBKB PTK2 0.6465
GSK3B PDPK1 0.6320
PIK3R3 EDG4 0.6167

BCL2L11 CASP9 0.6111
CCNE2 CDK2 0.6105

PPP2R2B IL4R 0.5877
RBL2 PDPK1 0.5800

CASP9 MAPK3 0.5749
PPP2R2A PTK2 0.5692

IL4R CSF1R 0.5689
EIF4E NRAS 0.5682

PIK3CG P2RY5 0.5672
EIF4EBP1 NRAS 0.5592

HRAS GNB2 0.5589
HSP90AB1 GNB1 0.5584
PPP2R5C PPP2R3C 0.5549

GSK3B RAF1 0.5486
GNG4 GNB5 0.5460

PPP2R5B BCR 0.5400
PDPK1 RAC1 0.5317

HSP90AB1 PIK3CA 0.5293
HSP90AA1 SOS2 0.5287

IL4R TLR2 0.5262
BCL2L11 GNG13 0.5152
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Figure 2.10 : Markov equivalence class. Example of indistinguishable Markov equiv-
alent DAGs. (a) The reference network; (b) and (c) Markov equivalent networks.
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Chapter 3

Sparse multi-dimensional graphical models: a

unified Bayesian framework∗

Multi-dimensional data constituted by measurements along multiple axes have emerged

across many scientific areas such as genomics and cancer surveillance. A common ob-

jective is to investigate the conditional dependencies among the variables along each

axes taking into account multi-dimensional structure of the data. Traditional multi-

variate approaches are unsuitable for such highly structured data due to inefficiency,

loss of power and lack of interpretability. In this paper, we propose a novel class of

multi-dimensional graphical models based on matrix decompositions of the precision

matrices along each dimension. Our approach is a unified framework applicable to

both directed and undirected graphs as well as arbitrary combinations of these. Ex-

ploiting the marginalization of the likelihood, we develop efficient posterior sampling

schemes based on partially collapsed Gibbs samplers. Empirically, through simula-

tion studies, we show the superior performance of our approach in comparison with

those of benchmark and state-of-the-art methods. We illustrate our approaches using

two datasets: ovarian cancer proteomics and U.S. cancer mortality.

∗The contents of this chapter correspond to the paper “Sparse multi-dimensional graphical mod-
els: a unified Bayesian framework” which is invited for minor revision in The Journal of the American
Statistical Association (Theory and Method). This work was co-authored with Francesco C. Stingo
(The University of Texas MD Anderson Cancer Center) and Veerabhadran Baladandayuthapani(The
University of Texas MD Anderson Cancer Center)
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3.1 Introduction

With rapid technological advancements, increasing numbers of newly collected datasets

have intrinsic multi-dimensional structure, i.e., the observed statistical atom/sample

is a d-dimensional array with d ∈ N+. The simplest example is the two-dimensional

case, e.g., genomic data measured under different experimental conditions or with

different molecular platforms, where one dimension (rows) is genes/proteins and the

other dimension (columns) could be experimental conditions or platforms. Higher di-

mensional data such as cancer mortality counts across multiple cancers, geographical

locations and years are also widely available. Our objective is to investigate the condi-

tional dependencies among the variables along each dimension. However, this poses a

challenging statistical problem, both methodologically and computationally, of defin-

ing a statistical framework that properly models and exploits the multi-dimensional

structure of such types of data.

Considering the two-dimensional case, intuitively, one can stack any q×p random

matrix into a vector (where q, p denote the cardinality of each dimension) and model

the resulting vector using standard approaches, e.g., via multivariate Gaussian graph-

ical models (GGMs). However, this naive approach ignores the multi-dimensional

structure of the data, which would result in inefficient and inaccurate estimation (as

we shall see in the simulation studies). Moreover, the computational burden would

be extremely heavy when either or both q, p are moderately large since the dimension

of the covariance matrix of the vectorized data is qp × qp. More importantly, by

vectorizing the data, we also lose the interpretability associated with each of the di-

mensions since, in practice, the variables are non-interchangeable across dimensions.

Analogously, these concerns increase in severity for higher dimensional array-variate

data. Hence, it is highly desirable to develop models that take advantage of structural
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information inherent in the multi-dimensional data, reduce the dimensionality of the

covariance matrix and generate context-specific interpretable results.

Multivariate GGMs (Lauritzen, 1996; Whittaker, 2009), are commonly used to

probabilistically model conditional independence in multivariate Gaussian data and

have been successfully applied in many fields, including genomics, health sciences,

macroeconomics, and many others. The estimation methods in GGMs have been

extensively studied in the literature for both directed (Friedman et al., 2000; Spirtes

et al., 2000; Geiger and Heckerman, 2002; Shojaie and Michailidis, 2010; Stingo et al.,

2010; Yajima et al., 2015) and undirected graphs (Dobra et al., 2004; Meinshausen

and Bühlmann, 2006; Yuan and Lin, 2007; Banerjee et al., 2008; Friedman et al.,

2008; Carvalho and Scott, 2009; Kundu et al., 2013; Stingo and Marchetti, 2015).

In the context of large multi-dimensional data, several methods for matrix-variate

Gaussian graphical models (mGGMs) have been proposed. Carvalho et al. (2007) first

introduced Bayesian dynamic matrix-variate graphical models for multivariate time

series analysis with row covariance matrix fixed. Wang and West (2009) proposed

a fully Bayesian approach based on the marginal likelihood for analyzing mGGMs

with a focus on decomposable graphs. Dobra et al. (2011) developed a Markov chain

Monte Carlo (MCMC) algorithm based on the full likelihood for the inference and

model determination of unrestricted mGGMs. Penalized likelihood approaches have

also been developed: Allen et al. (2010) proposed an `1 and `2 penalized likelihood

approach when the sample size is one, which was extended by Yin and Li (2012) to

multiple i.i.d. random matrices. Similarly, Leng and Tang (2012) defined an `1 and

smoothly clipped absolute deviation (SCAD) penalty for a matrix-variate Gaussian

likelihood. Zhou (2014) applied an `1 penalty on only the off-diagonal elements of

the inverse correlation matrix. All the aforementioned methods are restricted solely
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to undirected matrix-variate graphs and do not generalize to the multiple (> 2) di-

mensions.

The contributions of this paper are four-fold. (1) We propose a novel matrix-

variate directed acyclic graph (mDAG) framework to model matrix-variate Gaussian

data when there is a prior ordering in both columns and rows. (2) We extend our

approach to model determination of undirected mGGMs, where we focus on decom-

posable graphs. (3) Our approach is a unified framework for both directed and undi-

rected graphical models, i.e., not every dimension has to be modeled by the same

type of graph. For example, in a matrix-variate graph, the row graph may be repre-

sented by a directed graph when the row prior ordering is known (e.g. time or known

genomic pathways); whereas the column graph may be represented by an undirected

graph when such prior ordering is missing. This hybrid mGGM strategy allows for

more flexibility of the methods. (4) Our model formulation allows for natural gener-

alizations to multiple (> 2) array-variate data, called array-variate GGMs (aGGMs).

As we show in our application to cancer mortality data, we can apply our framework

to more than two dimensions and go beyond the type of inference typically allowed

by state-of-the-art approaches.

More importantly, our modeling approach can be paired with efficient MCMC

algorithms based on marginal likelihoods. When dimensions are moderately large, a

partially collapsed Gibbs sampler (PCGS, van Dyk and Park (2008)) is adopted for

efficient sampling. Our modeling and computational strategies for multi-dimensional

graphical models resulted in superior performances, in terms of both learning the

structure and estimating the precision matrix, when compared to alternative naive

DAG approaches as well as to the state-of-the-art Bayesian (Dobra et al., 2011) and

non-Bayesian (Leng and Tang, 2012) mGGM approaches.



62

Our Bayesian approaches allow us to naturally account for uncertainty in the

graph structure and to produce regularized and sparse estimators. The graph uncer-

tainty is especially important in the context of high-dimensional complex data, since

with a limited sample size, several graphs may explain the data equally well and hence

point estimators are often not adequate. We address this situation of accounting for

model uncertainties under a Bayesian paradigm, where we can derive the posterior

probability associated with the point estimators.

The rest of this paper is organized as follows. We present the mDAG model in

Section 3.2. We extend it for modeling undirected and hybrid matrix-variate graphs

in Section 3.3 and for modeling array-variate graphs in Section 3.4. We summarize

the posterior estimation and inferential algorithms in Section 3.5. We present detailed

simulation studies in Section 3.6 and real data applications in Section 3.7. Section

4.6 provides our closing discussion.

3.2 Matrix-variate Gaussian graphical models

We start with the simplest two-dimensional case, i.e., matrix-variate graphs. Let Z

be a random matrix with q rows and p columns and let Y = (Y1, . . . , Ym)T = vec(Z)

be the vectorization of Z: Yl = Zij for i = 1, . . . , q, j = 1, . . . , p,m = qp and l =

(j − 1)q + i.. A random matrix Z follows a matrix-variate Gaussian distribution,

with mean M(q × p), row covariance U(q × q) and column covariance V (p × p),

denoted by Z ∼MNq×p(M,U,V ), if Y follows a multivariate Gaussian distribution

Y ∼ Nm(vec(M), V ⊗ U), in which ⊗ is the Kronecker product. The probability

density function is given as (Gupta and Nagar, 2000):

p(Z|M,U,V ) = (2π)−m/2|U |−q/2|V |−p/2 exp

[
−1

2
tr{(Z −M)TU−1(Z −M )V −1}

]
.
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Since U and V are our main focus, we will assume M = 0 throughout the paper.

Let Ω = U−1 and Λ = V −1 be the precision matrices that encode the conditional

independence,

• Rows: Zi1 ⊥⊥ Zi2|Z−i1i2 if and only if Ωi1i2 = Ωi2i1 = 0, where −i1i2 =

{1, . . . , q}\{i1, i2}.

• Columns: Zj1 ⊥⊥ Zj2|Z−j1j2 if and only if Λj1j2 = Λj2j1 = 0, where −j1j2 =

{1, . . . , p}\{j1, j2}.

Graphical models are useful tools to obtain regularized estimators of covariance/precision

matrices, with directed and undirected graphical models being the most common. For

the matrix-variate case, Ω and Λ are each associated with a graph, denoted respec-

tively by GΩ and GΛ. Notice that GΩ and GΛ do not have to be of the same type.

Therefore, there are potentially three different types of matrix-variate graphical mod-

els:

(i) directed: both GΩ and GΛ are directed (Section 4.2);

(ii) undirected: both GΩ and GΛ are undirected (Section 3.3.1); and

(iii) hybrid: GΩ (GΛ) is directed and GΛ (GΩ) is undirected (Section 3.3.2).

All existing undirected mGGM (or mGGM for short) approaches deal with only type

(ii). The previously proposed Bayesian methods (Wang and West, 2009; Dobra et al.,

2011) assume conjugate hyper-inverse Wishart/G-Wishart priors on the row and col-

umn covariance/precision matrices. In this paper, we take a different approach based

on Cholesky-type decomposition of the precision matrix. This construction allows

us to explicitly induce sparsity through priors and develop computationally efficient

algorithms for posterior inference, providing a unified framework that covers all three
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cases: directed, undirected and hybrid cases.

3.2.1 Matrix-variate directed acyclic graphs

Suppose Y = vec(Z) ∼ N(0,Φ−1), where Φ = Λ ⊗ Ω is the precision matrix.

We first consider a multivariate DAG, G = (V,E) which consists of a set of vertices

V = {1, . . . ,m} that represent random variables Y = YV and a set of directed edges,

E ⊂ V × V , that represent conditional independence among the variables. The joint

distribution of a DAG can be factorized into local/conditional distributions:

p(Y ) =
m∏
i=1

p(Yi|Ypa(i)),

where pa(i) is the parent set of vertex i. Given a prior ordering of Y (assumed to be

{1, . . . ,m} without loss of generality), a Gaussian DAG can be viewed as a system of

recursive linear regressions :

Y1 + b12Y2 + b13Y3 + · · ·+ b1,m−1Ym−1 + b1mYm = ε1 ∼ N(0, t1)

Y2 + b23Y3 + · · ·+ b2,m−1Ym−1 + b2mYm = ε2 ∼ N(0, t2)

...

Ym = εm ∼ N(0, tm).

Let E = (ε1, . . . , εm)T , T = diag(t1, . . . , tm) and let B = (bij) be a unit upper

triangular matrix. Then the system of recursive regressions can be written in matrix

form: BY = E with E ∼ N(0, T ). It immediately follows that Φ = BTT−1B,

which is simply the LDL decomposition (a variant of Cholesky decomposition) of the
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precision matrix Φ. Suppose Λ and Ω have LDL decompositions Λ = BT
ΛT
−1
Λ BΛ

and Ω = BT
ΩT
−1
Ω BΩ where BΛ and BΩ are p × p and q × q unit upper triangular

matrices and TΛ = diag(T
(1)
Λ , . . . , T

(p)
Λ ) and TΩ = diag(T

(1)
Ω , . . . , T

(q)
Ω ) are p × p and

q × q diagonal matrices. Then, we have

BTT−1B = Φ = Λ⊗Ω = (BT
ΛT
−1
Λ BΛ)⊗(BT

ΩT
−1
Ω BΩ) = (BT

Λ⊗BT
Ω)(T−1

Λ ⊗T
−1
Ω )(BΛ⊗BΩ).

The last equality is due to the mixed-product property of the Kronecker product.

Because of the uniqueness of the LDL decomposition of the positive-definite matrix,

we obtain B = BΛ ⊗ BΩ and T = TΛ ⊗ TΩ. The system of recursive regressions

above can be written as

(BΛ ⊗BΩ)Y = E with E ∼ N(0,TΛ ⊗ TΩ). (3.1)

Approaches based on the Cholesky-type decomposition of the precision matrix have

been previously proposed in the context of multivariate GGMs (Wermuth, 1980;

Roverato, 2000). Under this reparameterization, we put priors directly on regres-

sion parameters (BΩ,TΩ) and (BΛ,TΛ), which induce priors on Λ and Ω (details

given in Section 3.2.2). Model (3.1) defines the likelihood and we take it as our

formal definition of mDAGs.

Definition 3.1 The joint distribution of a random matrix Z factorizes according to

a matrix-variate Gaussian DAG if and only if Y = vec(Z) satisfies equation (3.1)
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with the following probability density function:

p(Z|BΩ,BΛ,TΩ,TΛ) =(2π)−m/2|BT
ΩT
−1
Ω BΩ|q/2|BT

ΛT
−1
Λ BΛ|p/2

× exp

{
−1

2
tr(ZTBT

ΩT
−1
Ω BΩZB

T
ΛT
−1
Λ BΛ)

}
.

(3.2)

Note that model (3.1) is not identifiable because TΛ ⊗ TΩ = (cTΛ)⊗ (c−1TΩ) for any

constant c > 0. We resolve the identifiability issue by fixing T
(q)
Ω = 1 (equivalently,

Uqq = 1). The factorization in (3.1) implies that

• Rows: Zi ⊥⊥ ZndΩ(i)\paΩ(i)|ZpaΩ(i),

• Columns: Zj ⊥⊥ ZndΛ(j)\paΛ(j)|ZpaΛ(j),

where paΩ(i) and ndΩ(i) are the parents and non-descendants of node i with respect

to row graph GΩ, which can be read off the graph BΩ, and similarly, paΛ(j) and

ndΛ(j) are the parents and non-descendants of node j with respect to column graph

GΛ. This property is also known as the directed (local) Markov property.

3.2.2 Parameter priors and model selection

We complete our model by prior specification. The likelihood (3.2) involves two sets

of parameters (BΩ,TΩ) and (BΛ,TΛ). We first discuss the priors for (BΩ,TΩ); the

priors for (BΛ,TΛ) are defined analogously at the end of this section.

The normal-inverse-gamma family is a conjugate prior family for regression coef-

ficients and residual variances in linear regressions and multivariate Gaussian DAGs.

In our mDAG context, a normal-inverse-gamma prior is conditional conjugate. It

allows for partial analytical integration of (BΩ,TΩ). To induce sparsity, we introduce
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latent variables ΓΩ = (Γ
(k,i)
Ω ) and assume the following discrete mixture priors,

B
(k,i)
Ω

∣∣∣T (k)
Ω ,Γ

(k,i)
Ω ∼ Γ

(k,i)
Ω N(0, τΩT

(k)
Ω ) + (1− Γ

(k,i)
Ω )δ0; T

(k)
Ω ∼ IG(α

(k)
Ω , β

(k)
Ω ), (3.3)

for k = 1, . . . , q and i = k+1, . . . , q, where δ0 is a point mass at zero and Γ
(k,i)
Ω follows

a Bernoulli prior with success probability ρΩ, which has a conjugate beta hyperprior,

Γ
(k,i)
Ω |ρΩ ∼ Bernoulli(ρΩ); ρΩ ∼ Beta(aρΩ

, bρΩ
). (3.4)

We set the hyperparameters of the inverse-gamma priors at α
(k)
Ω =

δΩ+n
(k)
Ω

2
, β

(k)
Ω = 1

2τΩ
,

with n
(k)
Ω =

∑q
i=k+1 Γ

(k,i)
Ω . By the standard normal distribution theory and following

the notation for the inverse Wishart distribution of Dawid (1981), the distribution of

(BΩ,TΩ) is determined by that of Ω, and this prior and hyperparameter setting is

equivalent to the prior induced by U = Ω−1 ∼ IW (δΩ, τ
−1
Ω Iq) with δΩ > 0 degrees

of freedom (Dawid and Lauritzen, 1993; Dobra et al., 2004). Hence, the prior (3.3)

is consistent with the encompassing inverse Wishart priors on the full covariance

matrix U . However, the binary variable ΓΩ explicitly induces sparsity on BΩ and

represents the structure of the row DAG GΩ. The hierarchical priors (3.4) on ΓΩ

provide an automatic multiplicity control since the posterior distributions of ρΩ will

shrink toward zero as the total number of variables increases (Scott and Berger, 2010).

The priors for BΛ,TΛ,ΓΛ, ρΛ are defined in a similar fashion,

B
(j,i)
Λ

∣∣∣T (j)
Λ ,Γ

(j,i)
Λ ∼ Γ

(j,i)
Λ N(0, τΛT

(j)
Λ ) + (1− Γ

(j,i)
Λ )δ0; T

(j)
Λ ∼ IG(α

(j)
Λ , β

(j)
Λ )

Γ
(j,i)
Λ |ρΛ ∼ Bernoulli(ρΛ); ρΛ ∼ Beta(aρΛ

, bρΛ
)
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for j = 1, . . . , p and i = j + 1, . . . , p, with α
(j)
Λ =

δΛ+n
(j)
Λ

2
, β

(j)
Λ = 1

2τΛ
and n

(j)
Λ =∑p

i=j+1 Γ
(j,i)
Λ .

3.3 Undirected and hybrid matrix-variate graphical models

In this section, we extend our inference procedure for mDAGs to model determination

of undirected mGGMs and hybrid mGGMs. We show that both undirected and hybrid

mGGMs have likelihoods and posteriors equivalent to those of mDAGs; therefore,

the same posterior inference (discussed in Section 3.5) for mDAGs can be applied to

these two cases as well. And we also discuss why vectorization is not feasible from a

computational point of view.

3.3.1 Undirected mGGMs

When prior orderings are not available, undirected graphs are usually preferred to

directed graphs. Here, we restrict our attention to decomposable graphs as, in general,

there is no one-to-one correspondence between mDAGs and mGGMs.

Following the notation of Wermuth (1980), a set R of pairs of indices is said

to be reducible if ∀(i, j) ∈ R with i < j, either (h, i) ∈ R or (h, j) ∈ R, ∀h =

1, . . . , i−1. The null set R with respect to a matrixM is defined as R = {(i, j)|Mij =

0}. Then for any precision matrix Φ of a multivariate Gaussian distribution, its

underlying graph GΦ is decomposable if and only if there exists an ordering of Φ such

that BΦ has the same reducible null set as Φ, where BT
ΦT
−1
Φ BΦ = Φ is the LDL

decomposition (Proposition 5 of Wermuth (1980)). Such ordering is generally not

unique and can be obtained by, for example, reversing the perfect ordering (Lauritzen,

1996). In essence, Proposition 5 of Wermuth (1980) describes the Markov equivalence

relationship between a decomposable graph and a perfect DAG (with no v-structures)
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through LDL decomposition, i.e., Φ and BΦ share the same zero patterns given the

reverse perfect ordering. In our particular case, assuming the rows and columns of

the data matrix Z comply with the reverse perfect ordering of row graph GΩ and

column graph GΛ, the likelihood for mGGMs is given by

p(Z|Ω,Λ) = p(Z|BΩ,TΩ,BΛ,TΛ),

where Ω = BT
ΩT
−1
Ω BΩ, Λ = BT

ΛT
−1
Λ BΛ and p(Z|BΩ,TΩ,BΛ,TΛ) is given in equation

(3.2). Since the normal-inverse-gamma priors of the regression coefficients and error

variances specified in Section 3.2.2 are consistent with the (hyper-)inverse Wishart

prior of the covariance matrices, the posteriors of the undirected mGGMs and mDAGs

are also equivalent: p(Ω,Λ|Z) = p(BΩ,TΩ,BΛ,TΛ|Z).

This alternative parameterization results in variation-independent parameters; the

parameter space can be expressed as a Cartesian product of one-dimensional spaces,

which is particularly desirable for mGGMs where the identifiability issue usually

needs to be addressed carefully. Wang and West (2009) and Dobra et al. (2011) fixed

V11 = 1 or Λ11 = 1 and defined the prior on V or Λ through a parameter expansion

technique. This complication arises because the entries in the precision matrix are

not variation independent (constrained by positive definiteness). In contrast, with

our variation-independent parameterization, we can fix T
(q)
Ω = 1 without needing to

apply any additional adjustments to the prior of the other parameters.
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3.3.2 Hybrid mGGMs

Since mDAG is a unified framework, i.e., both directed and undirected graphs are

modeled through directed graphs, it can be naturally extended to hybrid matrix-

variate graphs. This is especially useful in cases where the row (column) ordering

is available (e.g., time, known graph/pathway information) but the column (row)

ordering is missing (e.g., geographical location, experimental conditions). Suppose,

without loss of generality, we model GΩ as a directed graph with parameters (BΩ,TΩ)

and GΛ as an undirected graph with parameter Λ. Using an argument similar to that

given in Section 3.3.1, the likelihood can be defined as

p(Z|BΩ,TΩ,Λ) = p(Z|BΩ,TΩ,BΛ,TΛ),

where Λ = BT
ΛT
−1
Λ BΛ and p(Z|BΩ,TΩ,BΛ,TΛ) is given in equation (3.2), and the

posterior distribution is defined as p(BΩ,TΩ,Λ|Z) = p(BΩ,TΩ,BΛ,TΛ|Z).

3.3.3 Computational concern with vectorization of multi-dimensional data

In principle, any matrix-variate data can be modeled by using an established mul-

tivariate GGM on the vectorized data. However, working directly on the vectorized

data would greatly increase the size of the graph and lead to an extremely heavy

computational cost. One possible remedy is to impose decomposability, which has

previously succeeded in reducing the computational cost in multivariate GGMs (Jones

et al., 2005). For example, a hyper inverse-Wishart prior on the precison matrix of a

decomposable graph results in tractable marginal likelihoods (Dawid and Lauritzen,

1993; Lauritzen, 1996). Nevertheless, such an assumption turns out to be too strin-

gent for our case, which is explained by the following argument.
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Let AΛ and AΩ be the adjacency matrices of graphs GΛ and GΩ, respectively. The

Kronecker product of the graphs, GΦ = GΛ ⊗ GΩ, is defined as the graph with adja-

cency matrix AΦ = AΛ ⊗AΩ (Weichsel, 1962). Notice that even if both GΛ and GΩ

are decomposable, their Kronecker product graph, GΦ = GΛ ⊗ GΩ, is not necessarily

decomposable. One simple example would be AΛ = AΩ = [1, 1, 0; 1, 1, 1; 0, 1, 1]. In

Proposition 3.1, we provide a sufficient and necessary condition for GΦ to be decom-

posable.

Proposition 3.1 Suppose GΛ and GΩ are decomposable graphs. The Kronecker prod-

uct, GΦ = GΛ ⊗ GΩ, is decomposable if and only if either GΛ or GΩ is complete or

disconnected with complete components.

Proof 3.1 For convenience, we restate the proposition 4 of Wermuth (1980) here: a

graph G is decomposable if and only if there exists an ordering of the nodes such

that R is reducible where R is the null set of an adjacency matrix A. We will denote

the nodes of graph GΛ by indices h, i, j, the nodes of GΩ by k, l,m and the nodes of

GΦ = GΛ ⊗ GΩ by double indices, e.g., A
(kh,mj)
Φ = A

(k,m)
Ω A

(h,j)
Λ where AΩ,AΛ,AΦ are

the adjacency matrices of GΩ,GΛ,GΦ, respectively. And immediately, (kh,mj) ∈ EΦ

(edge set of GΦ) if and only if (k,m) ∈ EΩ and (h, j) ∈ EΛ.

First, consider either GΛ or GΩ is complete or disconnected with complete compo-

nents. This can be split into two cases.

(1) Either GΛ or GΩ is complete. As GΛ ⊗ GΩ and GΩ ⊗ GΛ define the same graph

up to permutation of the nodes, without loss of generality, we assume GΩ is com-

plete. Since GΛ is decomposable, there exists an ordering such that null set RΛ of

the adjacency matrix AΛ is reducible. And assuming AΛ complies with such or-

der. For any (kh,mj) /∈ EΦ i.e., A
(kh,mj)
Φ = 0, as GΩ is complete, i.e., A

(k,m)
Ω = 1,



72

this implies A
(h,j)
Λ = 0, which by reducibility in turn implies, either A

(i,h)
Λ = 0 or

A
(i,j)
Λ = 0,∀i = 1, . . . , h− 1. Hence, by definition of Kronecker product, A

(l,kh)
Φ = 0 or

A
(l,mj)
Φ = 0,∀l = 1, . . . , kh− 1 which indicate the null set RΦ of AΦ is reducible. This

proves GΦ is decomposable.

(2) Either GΛ or GΩ is disconnected with complete components. Without loss of

generality, we assume GΛ is disconnected with complete components. Notice that

AΛ can be rearranged into block diagonal matrix with each block being a matrix of

ones, AΛ = diag(A
(1)
Λ , A

(2)
Λ , . . . , A

(G)
Λ ). Then AΦ = AΛ ⊗ AΩ = diag(A

(1)
Λ ⊗ AΩ, A

(2)
Λ ⊗

AΩ, . . . , A
(G)
Λ ⊗AΩ). Each block A

(g)
Λ ⊗AΩ is decomposable as shown in (1) and there-

fore GΦ is decomposable.

Second, to prove the converse, we consider neither GΛ nor GΩ is complete or dis-

connected with complete components. There exists h, i, j such that A
(h,i)
Λ = A

(i,j)
Λ = 1

and A
(h,j)
Λ = 0, i.e., the configuration h − i − j (otherwise, Λ is either complete or

disconnected with complete components). Similarly, there exists k, l,m such that

A
(k,l)
Ω = A

(l,m)
Ω = 1 and A

(k,m)
Ω = 0, i.e., the configuration k − l − m. By definition

of Kronecker product, it follows that A
(lh,ki)
Φ = A

(lh,mi)
Φ = A

(ki,lj)
Φ = A

(mi,lj)
Φ = 1 and

A
(lh,lj)
Φ = A

(ki,mi)
Φ = 0, i.e., a chordless cycle

ki — lj

| |

lh — mi

with length greater than three. Thus, GΦ is non-decomposable. This completes the

proof.
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The implication of Proposition 3.1 is that by assuming that the graph GΦ of

the vectorized data is decomposable, we implicitly require GΛ or GΩ to be either

complete or disconnected with complete components, which is a seemingly unrealistic

assumption for most practical applications where sparseness is expected. Our matrix-

variate approach, on the other hand, only assumes decomposability for GΛ and GΩ,

which is much less stringent.

3.4 Array-variate graphical models

Our matrix-variate graphical model framework can be easily extended to d-dimensional

aGGMs for both directed and undirected cases. A q1×q2×· · ·×qd random array Z is

said to follow a centered array-variate Gaussian distributionZ ∼ AN(0,Ω−1
1 ,Ω−1

2 , . . . ,Ω−1
d ),

where Ωi(qi × qi) is the precision matrix of the ith dimension if Y follows a multi-

variate normal distribution Y ∼ N(0,Ω−1
d ⊗ · · · ⊗Ω−1

1 ), where Y = vec(Z) is the

vector obtained by stacking the elements of Z in the order of its dimensions, i.e.,

Yl = Zi1,...,id for l =
∑d

h=2[(ih − 1)
∏h−1

j=1 qj] + i1. We refer to Akdemir and Gupta

(2011) for more details about the density and properties of array-variate Gaussian

distributions. The array-variate DAG (aDAG), given a reverse perfect ordering, is

defined as

(BΩd ⊗ · · · ⊗BΩ1)Y = E with E ∼ N(0,TΩd ⊗ · · · ⊗ TΩ1), (3.5)

where Ωi = BT
Ωi
T−1

Ωi
BΩi is the LDL decomposition of the ith precision matrix. Anal-

ogously, the identifiability issue TΩd ⊗ · · · ⊗ TΩ1 = (c1 . . . cd−1TΩd) ⊗ (c−1
d−1TΩd−1

) ⊗

· · · ⊗ (c−1
1 TΩ1) can be solved by fixing T

(qi)
Ωi

= 1 for i = 1, . . . , d − 1. If we let

BΩ = BΩd−1
⊗ · · · ⊗BΩ1 , BΛ = BΩd , TΩ = TΩd−1

⊗ · · · ⊗ TΩ1 , TΛ = TΩd , then model
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(3.5) takes exactly the same form as model (3.1). And likewise, the full likelihood

and the marginal likelihood (if we assume the same priors as in Section 3.2.2) are

precisely given by (3.2) and (3.6), respectively.

Similar to the matrix-variate case, we could fit any (d + h)-dimensional data us-

ing a lower d-dimensional graphical model via vectorizing, for example, the first h

dimensions. However, this is not computationally feasible for the high-dimensional

applications in which we are interested. One may want to solve this issue by imposing

a decomposable graph on the vectorized data. The following corollary shows why it

is impractical.

Corollary 3.1 Suppose G1,G2, · · · ,Gh are decomposable graphs. The Kronecker prod-

uct, G1:h = G1⊗G2⊗ · · · ⊗ Gh, is decomposable if and only if at least h− 1 graphs are

either complete or disconnected with complete components.

This sufficient and necessary condition for the decomposability of the general multi-

dimensional graph can be obtained by applying Proposition 3.1 recursively. The

corollary implies that we must restrict h − 1 graphs of {G1, . . . ,Gh} to be either

complete or disconnected with complete components in order for G1:h = G1 ⊗ G2 ⊗

· · · ⊗ Gh to be decomposable, which is a very restrictive modeling assumption.

3.5 Posterior inference

In this section, we propose two efficient computational strategies based on collapsed

MCMC algorithms (Liu, 1994). We discuss these algorithms for directed mGGMs and

provide extensions to undirected mGGMs, hybrid mGGMs and aGGMs in Appendix

3.A.
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3.5.1 Full conditionals and the marginal likelihood

At each step of an MCMC algorithm, a new value is drawn from a full conditional

distribution that can be either in closed form or replaced by a computationally more

expensive Metropolis-Hastings step. The full conditional distribution for (BΛ,TΛ)

has a closed form, which is provided in the Appendix 3.B, and the full conditional for

(BΩ,TΩ) can be similarly obtained. When the focus is on model selection, model pa-

rameters are usually integrated out to increase the computational efficiency. The row

and column covariance/precision matrices of the matrix-variate Gaussian distribution

cannot be integrated out simultaneously because the prior of the row precision ma-

trix is no longer conjugate to the marginal likelihood after integrating out the column

precision matrix, and vice versa. Hence, we can only marginalize over either (BΩ,TΩ)

or (BΛ,TΛ), but not both. Suppose we observe n samples of Z and arrange the data

into a q × p × n array, denoted by Z. The marginal likelihood after integrating out

(BΛ,TΛ) is given by

`Ω(BΩ,TΩ,ΓΩ,ΓΛ|Z) =(2π)−
nm
2

(
q∏

k=1

T
(k)
Ω

)−np
2

×
p∏
j=1

|Σ(j)
Λ |

1
2 |Π(j)

Λ |
− 1

2
Γ(α

(j)
Λ + nq

2
)(β

(j)
Λ )α

(j)
Λ

Γ(α
(j)
Λ )(β

(j)
Λ + d

(j)
Λ )α

(j)
Λ +nq

2

(3.6)

with Σ
(j)
Λ and d

(j)
Λ as defined in the Appendix 3.B. The marginal likelihood `Λ(BΛ,TΛ,ΓΛ,ΓΩ|Z)

can be similarly obtained.
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3.5.2 Metropolis-within-Gibbs sampler: unbalanced dimensions

When q (dimension of GΩ) and p (dimension of GΛ) are unbalanced, for example, q � p

and p is moderately large, we can exploit the marginalization of the likelihood over

the continuous parameters, BΛ,TΛ, which yields a more efficient MCMC algorithm

than full-likelihood-based MCMC. The sampling scheme goes as follows.

Algorithm Metropolis-within-Gibbs Sampler (MGS)

(I) Update ΓΛ using the Metropolis-Hastings (M-H) algorithm. For j = 1, . . . , p,

a new Γ
(j,j+1:p)
Λ is proposed in two possible ways with equal probability: (1)

randomly swapping a zero and one; (2) randomly choosing one element and

switching it on (off) if it was off (on).

(II) Update ρΛ from the conditional distribution

ρΛ|ΓΛ ∼ Beta

(
aρΛ

+

p−1∑
j=1

n
(j)
Λ , bρΛ

+
p(p− 1)

2
−

p−1∑
j=1

n
(j)
Λ

)
.

(III) Update (BΩ,ΓΩ) jointly by using the M-H algorithm. The new ΓΩ is proposed

in the same way as ΓΛ.

(IV) Update (BΩ,TΩ) by using the M-H algorithm.

(V) Update ρΩ from the conditional distribution

ρΩ|ΓΩ ∼ Beta

(
aρΩ

+

q−1∑
k=1

n
(k)
Ω , bρΩ

+
q(q − 1)

2
−

q−1∑
k=1

n
(k)
Ω

)
.

This Metropolis-within-Gibbs sampling (MGS) scheme works efficiently when the

assumption q � p is met. However, step (III) can be inefficient when q is moderately



77

large possibly because the discrete variable ΓΩ has to be sampled together with the

continuous variable BΩ, which yields a low acceptance rate. Hence, we develop a

more efficient algorithm in the next section to address this issue.

3.5.3 Partially collapsed Gibbs sampler: balanced dimensions

When q and p are both moderately large, a better computational strategy can be

achieved if ΓΛ,ΓΩ are sampled separately from (BΛ,TΛ), (BΩ,TΩ). To implement

such a strategy we need to overcome two main difficulties: (a) we are not able to

analytically integrate out both (BΛ,TΛ) and (BΩ,TΩ), which prevents us from sam-

pling from p(ΓΛ,ΓΩ|Z); and (b) generally, the set of conditional distributions of a

Gibbs sampler has to be functionally compatible in the sense that it has to come

from the same (joint) distribution. This impedes us, for example, sampling ΓΛ from

p(ΓΛ|Z,BΩ,ΓΩ,TΩ) and sampling ΓΩ from p(ΓΩ|Z,BΛ,ΓΛ,TΛ). van Dyk and Park

(2008) proposed a partially collapsed Gibbs sampler (PCGS), which is useful in this

case to better exploit the marginalization. The PCGS relies on a set of functionally in-

compatible conditional distributions (i.e., some conditional distributions might come

from the marginal distribution so that the joint distribution of this set of conditional

distributions is undefined), which would generally lead to unknown convergence prop-

erties for the ordinary Gibbs sampler. However, carefully using the three operations

of marginalization, permutation and trimming, the resulting PCGS is guaranteed to

have a known stationary distribution and usually converges faster than an MCMC

algorithm on the entire set of parameters (Dyk and Jiao, 2015). Our sampler consists

of two symmetric parts defined by the following operator.

Operator S(Λ|Ω,Z)

(I) Update ΓΛ. This is the same as step (I) of the algorithm MGS (with marginal
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likelihood `Ω).

(II) Update ρΛ. This is the same as step (II) of the algorithm MGS.

(III) Update (BΛ,TΛ) from its full conditional.

The following two steps define the sampling algorithm.

Algorithm Metropolis-within-Partially-Collapsed-Gibbs Sampler (MPCGS)

(I) S(Λ|Ω,Z)

(II) S(Ω|Λ,ZT )

The procedure to obtain the MPCGS is given in Appendix 3.C.

3.5.4 Model selection

We select the model with the highest (joint) posterior probability for undirected

graphs. However, when the dimension of the (directed) graph is large, the posterior

probability of any model is extremely small and consequently many models would

have similar posterior probabilities. Hence, we resort to the median probability model

(Barbieri and Berger, 2004) in this case: an edge is selected if its marginal posterior

probability is greater than the threshold 0.5.

3.6 Simulation studies

We empirically evaluate the performance of our proposed approaches in four sub-

sections: directed mGGMs (Section 3.6.1), decomposable mGGMs (Section 3.6.2),

nondecomposable mGGMs (Section 3.6.3) and directed and undirected aGGMs (Sec-

tion 3.6.4).



79

Suppressing the subscripts, the hyperparameters are objectively specified as δ = 3,

τ = 5, (a, b) = (0.5, 0.5) for all graphs (sensitivity analyses to these hyperparameter

settings are provided at the end of Section 3.6.3). To summarize the simulation re-

sults, we calculate the true positive rate (TPR=TP/(TP+FN)), false discovery rate

(FDR=FP/(TP+FP)) and Matthews correlation coefficient (MCC):

MCC =
TP× TN− FP× FN√

(TP + FP)(TP + FN)(TN + FP)(TN + FN)
,

where TP, TN, FP and FN stand for the true positives, true negatives, false positives

and false negatives, respectively. MCC measures the quality of the binary classifica-

tion and takes values between -1 (total disagreement) and +1 (perfect classification).

A value of 0 suggests that using the classifier is no better than tossing a coin. MCC

is a balanced measure and is relatively robust with respect to the different class sizes,

which is useful in high-dimensional sparse graphs because the number of negatives

(missing edges) is much larger than that of positives (present edges). To evaluate

the performance with varying thresholds (marginal probability cutoffs for Bayesian

approaches and penalty parameters for non-Bayesian approaches), we calculate the

area under the precision-recall (TPR vs 1-FDR) curve (AUPRC) with FDR controlled

at less than 20%. To evaluate the performance of estimating the precision matrices,

we let ∆ be the generic notation of the difference between the estimated precision

matrix and the true precision matrix and then compute the Frobenius norm of this

difference, denoted by ||∆||F .
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3.6.1 Case I: Directed mGGMs

In this simulation study, we evaluate the performance of mDAG applied to directed

mGGMs. Since we are not aware of any alternative approach in the literature, we

take two naive methods as benchmark alternatives for comparison. The first approach

estimates the row and column DAGs independently. The row DAG is constructed

by treating the p columns as independent samples; likewise, the column DAG is

constructed by treating the q rows as independent samples. Then a multivariate

DAG method is applied to learn the row DAG: given an ordering of the rows, the row

DAG can be written as a system of linear regression, as we did in Section 4.2. We

use LASSO (Tibshirani, 1996), a common shrinkage and variable selection method,

on each regression to learn the structure. The column DAG is learned in the same

manner. We label this approach as Ind+LASSO. The second method simply applies

the multivariate DAG approach to vectorized data Y = vec(Z), which we call

Vec+LASSO. This approach ignores the inherent structure information of the matrix-

variate data. The shrinkage parameter of LASSO is chosen by 10-fold cross-validation

for both methods.

In this study, we consider four scenarios with different dimensions and sparsities:

• D1: q = 30, p = 30, dΩ = 1/20, dΛ = 1/5

• D2: q = 5, p = 50, dΩ = 1/2, dΛ = 1/10

• D3: q = 5, p = 500, dΩ = 1/2, dΛ = 1/1000

• D4: q = 5, p = 1000, dΩ = 1/2, dΛ = 1/5000,

where dΩ and dΛ are the measures of sparsity (i.e., ratio of the number of true edges

over the number of all possible edges) of graphs GΩ and GΛ, respectively. For each
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edge present in the graph, the corresponding entry of BΩ and BΛ is set randomly

from ±U(2.0, 2.2) and ±U(0.2, 0.4). The large values in BΩ should undermine the

performance of Ind+LASSO on GΛ since the columns are far from independent while

the small values in BΛ provide weak signals. The vectorized data Y with sample

size n = 100 is then generated by solving the system of equations BY = E, where

B = BΛ ⊗BΩ and E is the error term drawn from N(0, Im). We center the data Y

and run the MCMC for 5,000 iterations, discarding the first 500 iterations as burn-in.

We repeat our analysis 50 times with the graph structures fixed.

We tabulate the operating characteristics in Table 3.1. We observe that mDAG

is superior to both naive approaches for all scenarios. Vec+LASSO suffers from both

poorly detecting the true positives and controlling the false discoveries, especially

when the dimension is higher. For example, in D3(p = 500), mDAG has much higher

TPR (0.955) of GΦ = GΛ ⊗ GΩ than Vec+LASSO (0.580). And yet, mDAG shows

an FDR control (0.096) that is much lower than that of Vec+LASSO (0.944). We

suspect these significant differences might be due to Vec+LASSO ignoring the inher-

ent structure of the matrix-variate data. Ind+LASSO, on the other hand, performs

better than Vec+LASSO in terms of TPR because it takes advantage of the structural

information. However, the FDR is still very high, partly because it ignores the depen-

dencies between rows (columns) when estimating the column (row) DAG. Especially

in high-dimensional settings, for example, D4(p = 1000), the FDRs of GΛ are 0.011

and 1.000 for mDAG and Ind+LASSO, respectively. The trade-off between TPR and

FDR strongly favors mDAG, which can be seen from the substantial difference in the

balanced measure MCC (e.g., 0.867 and 0.006 for GΛ of mDAG and Ind+LASSO in

D4, respectively). AUPRC presents a similar pattern except that Ind+LASSO has a

slightly higher AUPRC than mDAG for the smaller graph with 5 nodes. We do not
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report the area under the ROC curve because it is not a suitable measure in our case

when the class distribution is highly skewed (the ratio of true negatives and positives

is up to 4999 : 1). A large increase in false positives results in a very small increase in

the false positive rate and therefore it tends to be excessively optimistic (Davis and

Goadrich, 2006). MDAG also performs the best in terms of precision estimation as

its ||∆||F is uniformly lower than those of Ind+LASSO and Vec+LASSO.

Table 3.1 : Directed matrix-variate graphs. Operating characteristics for mDAG,
Ind+LASSO and Vec+LASSO. The standard deviation of each entry is given within
parentheses.

mDAG Ind+LASSO Vec+LASSO
GΛ GΩ GΦ GΛ GΩ GΦ GΦ

D1 TPR 1.000(0.000) 1.000(0.000) 1.000(0.000) 1.000(0.000) 1.000(0.000) 1.000(0.000) 0.289(0.004)
FDR 0.001(0.003) 0.000(0.000) 0.001(0.003) 0.716(0.017) 0.927(0.006) 0.953(0.005) 0.862(0.008)
MCC 0.999(0.002) 1.000(0.000) 1.000(0.001) 0.322(0.033) 0.153(0.020) 0.185(0.013) 0.185(0.007)
||∆||F 0.691(0.226) 2.013(0.856) 15.456(1.553) 8.059(0.010) 25.711(0.100) 298.764(0.204) 260.770(0.363)

AUPRC 1.000(0.000) 1.000(0.000) 1.000(0.000) 0.846(0.177) 1.000(0.000) 0.024(0.003) 0.127(0.014)
D2 TPR 0.969(0.014) 1.000(0.000) 0.974(0.012) 0.974(0.015) 1.000(0.000) 0.978(0.013) 0.370(0.010)

FDR 0.001(0.003) 0.033(0.067) 0.022(0.042) 0.813(0.011) 0.454(0.025) 0.848(0.010) 0.793(0.009)
MCC 0.982(0.008) 0.963(0.074) 0.975(0.023) 0.301(0.021) 0.270(0.138) 0.326(0.016) 0.228(0.008)
||∆||F 1.549(0.184) 1.163(0.409) 22.663(2.050) 9.707(0.017) 12.040(0.088) 176.058(0.206) 156.816(0.631)

AUPRC 0.995(0.006) 0.950(0.137) 0.961(0.088) 0.487(0.073) 1.000(0.000) 0.052(0.006) 0.164(0.005)
D3 TPR 0.869(0.024) 1.000(0.000) 0.955(0.008) 0.986(0.009) 1.000(0.000) 0.995(0.003) 0.580(0.003)

FDR 0.004(0.005) 0.110(0.080) 0.096(0.069) 0.998(0.000) 0.450(0.021) 0.996(0.000) 0.944(0.008)
MCC 0.930(0.013) 0.879(0.088) 0.928(0.036) 0.028(0.001) 0.297(0.113) 0.051(0.001) 0.178(0.013)
||∆||F 2.429(0.098) 0.596(0.194) 39.919(2.406) 19.431(0.198) 12.800(0.039) 400.581(3.881) 364.324(0.518)

AUPRC 0.923(0.020) 0.842(0.204) 0.830(0.173) 0.186(0.045) 1.000(0.000) 0.001(0.000) 0.533(0.001)
D4 TPR 0.760(0.035) 1.000(0.000) 0.960(0.006) 0.992(0.008) 1.000(0.000) 0.999(0.001) 0.691(0.002)

FDR 0.011(0.011) 0.097(0.083) 0.093(0.078) 1.000(0.000) 0.460(0.028) 0.999(0.000) 0.971(0.004)
MCC 0.867(0.020) 0.894(0.091) 0.932(0.041) 0.006(0.000) 0.237(0.158) 0.023(0.001) 0.139(0.010)
||∆||F 3.066(0.111) 0.523(0.168) 50.309(3.150) 40.777(0.492) 12.896(0.028) 836.090(9.653) 499.214(0.487)

AUPRC 0.816(0.033) 0.917(0.168) 0.884(0.153) 0.082(0.037) 1.000(0.000) 0.000(0.000) 0.669(0.000)

3.6.2 Case II: Decomposable undirected mGGMs

Here, we examine the performance of mDAG applied to decomposable mGGMs.

Specifically, we consider three decomposable graphs:

• U1: q = 5, p = 10, dΩ = 1/2, dΛ = 1/3
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• U2: q = 5, p = 50, dΩ = 1/2, dΛ = 1/10

• U3: q = 30, p = 30, dΩ = 1/20, dΛ = 1/5.

Given the true graph structures (ordered with respect to the reverse perfect ordering),

we first generate the upper triangular matrices BΩ and BΛ by setting each nonzero

entry (edges present in the true graphs) at ±0.4. By Proposition 3.1, the products

Ω̃ = B′ΩBΩ and Λ̃ = B′ΛBΛ have the same zero patterns as BΩ and BΛ and hence

are consistent with the graph structures. Then we scale the diagonal elements to

one: Ωij = Ω̃ij/
√

Ω̃iiΩ̃jj and Λij = Λ̃ij/
√

Λ̃iiΛ̃jj so that the negative values of the

off-diagonal entries have a similar interpretation as a partial correlation in the multi-

variate GGM model. In our setting, the nonzero partial correlations are concentrated

around ±0.3. Finally, we sample the vectorized data Y with sample size n = 100

from N(0,Λ−1 ⊗Ω−1).

We compare our approach with the state-of-the-art Bayesian mGGM method DLR

(Dobra et al., 2011) and the non-Bayesian method LT (Leng and Tang, 2012). DLR

imposes G-Wishart priors on the row and column precision matrices that are not re-

stricted to be decomposable. Their approach is based on the full likelihood since the

marginal likelihood for the matrix-variate graph is not available in closed form. We

run their MCMC algorithm for 10,000 iterations and discard the first 1,000 iterations

as burn-in. LT uses a penalized likelihood approach that penalizes row and column

precisions by a LASSO or SCAD penalty (Fan and Li, 2001). Since the penalized

log-likelihood is only conditionally convex, an iterative algorithm is required. We

run LT (the algorithm was kindly provided by the authors) with the SCAD penalty

because Leng and Tang (2012) showed that the SCAD penalty consistently outper-

formed the LASSO penalty in their simulations. In the original paper, the penalty
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parameter was chosen by using a separate test dataset that was the same size as the

training dataset in simulations and via cross-validation in real data analysis. The

former would be unfair since both Bayesian approaches do not require an additional

test dataset. Hence, we tune the penalty parameter by 10-fold cross-validation.

We present in Table 3.2 the operating characteristics that correspond to the three

scenarios U1, U2 and U3. In general, mDAG is superior to the competing methods.

In terms of learning the graph structures, mDAG has very good control of FDR

while retaining high TPR at the same time. In U1, where both dimensions are low

(q = 5, p = 10), mDAG and DLR perform better than LT, particularly in terms

of FDR and MCC, with mDAG still achieving better performance than DLR. For

instance, the FDRs of GΛ are 0.000, 0.184 and 0.561 for mDAG, DLR and LT, respec-

tively. The tendency of the penalized likelihood approach to produce dense networks

and hence have higher FDR has been reported by others (Fitch et al., 2014; Liang

et al., 2015). As the dimension increases, the superiority of mDAG is even more evi-

dent. For example, in U3 (q = 30, p = 30), the MCCs of GΛ are 0.992, 0.463 and 0.470

for mDAG, DLR and LT, respectively. AUPRC is consistent with other measures and

again shows the great performance of mDAG. In terms of estimating the precision

matrices, mDAG is the most accurate (measured in || · ||F ) among all the competing

methods. For example, in U2 (q = 5, p = 50), ||∆||F of Λ are 1.295, 2.649 and 2.334

for mDAG, DLR and LT, respectively.

3.6.3 Case III: Non-decomposable undirected mGGMs.

Although in theory mDAG is only valid for decomposable graphs, in this simulation

study we test how well mDAG fits non-decomposable matrix-variate data compared

to unrestricted mGGM methods.
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Table 3.2 : Decomposable undirected matrix-variate graphs. Operating characteris-
tics for mDAG, DLR and LT. The standard deviation of each entry is given within
parentheses.

mDAG DLR LT
GΛ GΩ GΛ GΩ GΛ GΩ

U1 TPR 0.996(0.028) 1.000(0.000) 0.992(0.022) 1.000(0.000) 1.000(0.000) 1.000(0.000)
FDR 0.000(0.000) 0.000(0.000) 0.184(0.101) 0.000(0.000) 0.561(0.040) 0.282(0.126)
MCC 0.997(0.021) 1.000(0.000) 0.840(0.096) 1.000(0.000) 0.391(0.076) 0.630(0.201)
||∆||F 0.421(0.156) 0.172(0.071) 0.465(0.138) 0.214(0.108) 0.704(0.122) 0.392(0.112)

AUPRC 1.000(0.000) 1.000(0.000) 0.991(0.027) 1.000(0.000) 0.845(0.108) 1.000(0.000)
U2 TPR 0.968(0.036) 1.000(0.000) 0.962(0.049) 1.000(0.000) 0.997(0.004) 1.000(0.000)

FDR 0.013(0.019) 0.000(0.000) 0.870(0.003) 0.000(0.000) 0.793(0.009) 0.046(0.092)
MCC 0.975(0.029) 1.000(0.000) 0.168(0.019) 1.000(0.000) 0.343(0.015) 0.947(0.108)
||∆||F 1.295(0.269) 0.154(0.043) 2.649(0.252) 0.213(0.129) 2.334(0.112) 0.349(0.048)

AUPRC 0.966(0.047) 1.000(0.000) 0.131(0.010) 1.000(0.000) 0.407(0.059) 1.000(0.000)
U3 TPR 0.995(0.015) 1.000(0.000) 0.940(0.045) 0.921(0.098) 0.990(0.007) 1.000(0.000)

FDR 0.008(0.025) 0.001(0.006) 0.604(0.050) 0.367(0.139) 0.619(0.018) 0.853(0.013)
MCC 0.992(0.025) 1.000(0.003) 0.463(0.081) 0.746(0.132) 0.470(0.023) 0.318(0.021)
||∆||F 0.459(0.189) 0.298(0.108) 0.988(0.424) 0.768(0.327) 0.521(0.088) 0.342(0.072)

AUPRC 0.988(0.057) 1.000(0.000) 0.806(0.084) 0.834(0.138) 0.484(0.042) 1.000(0.000)

We consider three undirected scenarios, U∗1 , U
∗
2 and U∗3 , which are the same as

U1, U2 and U3 except that the graphs we currently consider are non-decomposable.

Given graph GΩ, the precision matrix Ω is generated as follows. Only step 1 is needed

if we do not need to fix Uqq = 1.

Step 1. Let Ω be the identity matrix Iq and draw Ωij from ±U(0.1, 0.3) if edge

(i, j) is present in GΩ.

Step 2. Set Uqq = 1 where U = Ω−1.

Step 3. Invert U and round the resulting Ω to the fourth digit.

Step 4. Make GΩ consistent with Ω.

Since the matrix generated from step 1 is not necessarily positive definite, we might

need to repeat the above procedure until we get a positive definite precision matrix
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with desired sparsity. The nonzero off-diagonal elements of the resulting Ω are con-

centrated around ±0.2. The precision matrix Λ can be generated in the same manner.

Surprisingly, the performance of the mDAG is still highly competitive in terms of

both learning the graph structures and estimating the precision matrices, as shown

in Table 3.3. In U∗3 , where p = q = 30, we have very good FDR compared to those

of the competing methods (e.g., 0.094, 0.615 and 0.861 for mDAG, DLR and LT,

respectively, in estimating GΩ). What is more promising is that mDAG does not

compromise much TPR for the extremely low FDR. The TPRs of GΩ are 0.862, 0.738

and 0.904 for mDAG, DLR and LT, respectively. In the low-dimensional scenario U∗1 ,

where the structure learning task is relatively simple, mDAG has lower TPR than

all the competing methods due to the decomposability constraints. However, mDAG

still retains strong control of the FDR. In fact, mDAG has the highest MCC for es-

timating GΛ among all the approaches. Although DLR and LT have higher AUPRC

than mDAG in some scenarios, we want to emphasize that choosing tuning parameter

or threshold for edge inclusion probabilities is part of the estimation procedure and is

just as important by itself. We suspect that the poor performance of the competing

methods is due to the low signal in the partial correlations, which possibly makes the

iterative optimization algorithm of LT and MCMC algorithm of DLR ineffective in

finding the true graph. Regarding the estimation of the precision matrices, mDAG

generally has smaller error than the Bayesian approach, DLR, and is comparable to

the frequentist approach, LT.

We perform a sensitivity analysis of the hyperparameter specifications in Section

3.6.5, which shows that our approach is robust to the choice of hyperparameter val-

ues.
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Table 3.3 : Non-decomposable undirected matrix-variate graphs. Operating char-
acteristics for mDAG, DLR and LT. The standard deviation of each entry is given
within parentheses.

mDAG DLR LT
GΛ GΩ GΛ GΩ GΛ GΩ

U∗1 TPR 0.540(0.079) 0.860(0.093) 0.832(0.072) 0.984(0.055) 0.965(0.039) 1.000(0.000)
FDR 0.010(0.031) 0.054(0.080) 0.288(0.101) 0.003(0.024) 0.537(0.051) 0.233(0.142)
MCC 0.656(0.055) 0.812(0.031) 0.637(0.119) 0.982(0.056) 0.408(0.091) 0.698(0.218)
||∆||F 0.571(0.068) 0.218(0.056) 0.531(0.079) 0.215(0.090) 0.482(0.081) 0.230(0.071)

AUPRC 0.689(0.084) 0.942(0.076) 0.801(0.104) 0.996(0.026) 0.773(0.091) 0.996(0.018)
U∗2 TPR 0.499(0.024) 1.000(0.000) 0.947(0.043) 1.000(0.000) 0.964(0.009) 1.000(0.000)

FDR 0.122(0.028) 0.167(0.000) 0.870(0.003) 0.000(0.000) 0.755(0.012) 0.000(0.000)
MCC 0.636(0.016) 0.816(0.000) 0.163(0.017) 1.000(0.000) 0.388(0.018) 1.000(0.000)
||∆||F 2.135(0.086) 0.116(0.039) 2.549(0.241) 0.236(0.136) 1.418(0.094) 0.203(0.025)

AUPRC 0.433(0.042) 1.000(0.000) 0.127(0.011) 1.000(0.000) 0.295(0.069) 1.000(0.000)
U∗3 TPR 0.841(0.046) 0.862(0.009) 0.964(0.039) 0.738(0.104) 0.998(0.004) 0.904(0.043)

FDR 0.336(0.032) 0.094(0.015) 0.618(0.036) 0.615(0.230) 0.594(0.019) 0.861(0.017)
MCC 0.673(0.040) 0.877(0.006) 0.453(0.065) 0.470(0.223) 0.502(0.024) 0.280(0.031)
||∆||F 1.278(0.266) 0.404(0.127) 1.203(0.303) 1.132(0.268) 0.736(0.105) 0.337(0.054)

AUPRC 0.287(0.040) 0.751(0.074) 0.814(0.068) 0.638(0.231) 0.419(0.049) 0.863(0.008)

3.6.4 Case IV: Directed and undirected aGGMs

In this example, we provide empirical evidence that our (three-dimensional) aDAG

model outperforms alternative approaches for both directed and undirected graphs.

We consider two scenarios for each type of graph with varying sample sizes and

dimensions. In particular, we include two scenarios with sample size one which mimics

the real data analyzed in Section 3.7.2. The entries in BΩ1 ,BΩ2 ,BΩ3 are generated

from ±U(1.0, 1.2),±U(0.6, 0.8),±U(0.2, 0.4), respectively, for directed cases and are

fixed at ±0.6 for undirected cases.

• D1: n = 1, q1 = 10, q2 = 10, q3 = 10, d1 = 1/9, d2 = 1/5, d3 = 1/3.

• D2: n = 100, q1 = 5, q2 = 10, q3 = 50, d1 = 1/2, d2 = 1/3, d3 = 1/10.

• U1: n = 1, q1 = 10, q2 = 10, q3 = 10, d1 = 1/9, d2 = 1/5, d3 = 1/3.
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• U2: n = 100, q1 = 5, q2 = 10, q3 = 30, d1 = 1/2, d2 = 1/5, d3 = 1/20.

Since we are not aware of any graphical model method designed specifically for array-

variate data, we are comparing with two naive approaches. For directed graphs, we

apply Ind+LASSO as used in Section 3.6.1, i.e. estimating graph for each dimension

by treating the other two dimensions as independent samples. For undirected graphs,

similarly to Ind+LASSO, we implement graphical lasso (Friedman et al., 2008) on

each dimension while ignoring the dependencies of the other two dimensions, which we

call it Ind+GLASSO. Although in principle, we could use matrix-variate approaches

by vectoring two of the dimensions of array-variate data, we abandon that option be-

cause ignoring the Kronecker structures could greatly reduce the estimation accuracy

as we learned from Vec+LASSO in Section 3.6.1. Besides, even the optimization-

based approach LT do not scale well partly due to numerical issues.

Results are presented in Tables 3.4 and 3.5. ADAG dominates the naive ap-

proaches for all scenarios in terms of both structure learning and precision estimation.

For instance, in D1, the MCC of G3 is 0.493 and 0.222 and ||∆||F of G1 is 1.278 and

5.978 for aDAG and Ind+LASSO, respectively. The FDRs explain the most substan-

tial difference in performance between aDAG and naive approaches: aDAG has at

most 5% FDR (G2 in D1) whereas naive methods have at least 46% FDR (G1 in D2).

3.6.5 Sensitivity analysis

In this section, we examine the sensitivity of our approach to the choice of hyperpa-

rameters δ, τ and (a, b). We pick scenario U∗3 and the results (Table 3.6) show that

our approach is insensitive to the choice of hyperparameters.
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Table 3.4 : Directed array-variate graphs. Operating characteristics for aDAG and
Ind+LASSO. The standard deviation of each entry is given in the parenthesis.

aDAG Ind+LASSO
G3 G2 G1 G3 G2 G1

D1 TPR 0.341(0.157) 1.000(0.000) 1.000(0.000) 0.861(0.105) 0.998(0.016) 1.000(0.000)
FDR 0.005(0.023) 0.047(0.069) 0.010(0.040) 0.599(0.047) 0.697(0.048) 0.808(0.040)
MCC 0.493(0.136) 0.969(0.046) 0.994(0.024) 0.222(0.130) 0.349(0.083) 0.293(0.069)
||∆||F 1.890(0.324) 1.334(0.429) 1.278(0.419) 3.158(0.075) 4.869(0.138) 5.978(0.210)

AUPRC 0.710(0.143) 0.999(0.004) 1.000(0.000) 0.266(0.126) 0.861(0.149) 0.990(0.035)
D2 TPR 1.000(0.000) 1.000(0.000) 1.000(0.000) 1.000(0.000) 1.000(0.000) 1.000(0.000)

FDR 0.000(0.002) 0.000(0.000) 0.000(0.000) 0.870(0.004) 0.635(0.028) 0.464(0.027)
MCC 1.000(0.001) 1.000(0.000) 1.000(0.000) 0.180(0.011) 0.186(0.117) 0.213(0.162)
||∆||F 0.434(0.081) 0.123(0.048) 0.063(0.027) 9.229(0.009) 6.489(0.008) 5.456(0.007)

AUPRC 1.000(0.000) 1.000(0.000) 1.000(0.000) 0.991(0.009) 0.967(0.056) 1.000(0.000)

Table 3.5 : Undirected array-variate graphs. Operating characteristics for aDAG and
Ind+GLASSO. The standard deviation of each entry is given in the parenthesis.

aDAG Ind+GLASSO
G3 G2 G1 G3 G2 G1

U1 TPR 0.717(0.096) 0.822(0.078) 0.952(0.103) 1.000(0.000) 0.996(0.022) 1.000(0.000)
FDR 0.013(0.036) 0.020(0.047) 0.008(0.040) 0.665(0.004) 0.800(0.004) 0.888(0.002)
MCC 0.784(0.081) 0.875(0.064) 0.967(0.071) 0.029(0.049) 0.005(0.071) 0.013(0.025)
||∆||F 1.990(0.832) 0.955(0.287) 0.760(0.226) 2.707(0.086) 2.689(0.072) 2.647(0.084)

AUPRC 0.825(0.098) 0.903(0.079) 0.987(0.040) 0.284(0.055) 0.253(0.078) 0.248(0.117)
U2 TPR 1.000(0.000) 1.000(0.000) 1.000(0.000) 1.000(0.000) 1.000(0.000) 1.000(0.000)

FDR 0.000(0.000) 0.000(0.000) 0.000(0.000) 0.948(0.002) 0.800(0.000) 0.500(0.000)
MCC 1.000(0.000) 1.000(0.000) 1.000(0.000) 0.027(0.020) 0.000(0.000) 0.000(0.000)
||∆||F 0.192(0.062) 0.060(0.020) 0.034(0.014) 4.330(0.013) 2.251(0.010) 1.964(0.011)

AUPRC 1.000(0.000) 1.000(0.000) 1.000(0.000) 0.056(0.021) 0.163(0.073) 0.499(0.152)
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Table 3.6 : Sensitivity analysis. The default settings are δ = 3, τ = 5, (a, b) =
(0.5, 0.5).

GΛ GΩ GΛ GΩ

δ = 1 δ = 5
TPR 0.853(0.052) 0.864(0.000) 0.850(0.047) 0.860(0.012)
FDR 0.343(0.037) 0.097(0.008) 0.330(0.032) 0.092(0.020)
MCC 0.674(0.052) 0.877(0.004) 0.683(0.038) 0.877(0.008)
||∆||F 1.269(0.347) 0.408(0.123) 1.214(0.226) 0.403(0.123)

AUPRC 0.281(0.038) 0.773(0.072) 0.287(0.043) 0.731(0.078)
τ = 1 τ = 10

TPR 0.908(0.032) 0.864(0.000) 0.802(0.053) 0.861(0.011)
FDR 0.343(0.026) 0.099(0.011) 0.336(0.038) 0.094(0.014)
MCC 0.704(0.027) 0.876(0.006) 0.652(0.052) 0.877(0.006)
||∆||F 1.050(0.207) 0.430(0.131) 1.381(0.280) 0.393(0.129)

AUPRC 0.297(0.034) 0.830(0.056) 0.272(0.048) 0.715(0.072)
(a, b) = (0.1, 0.9) (a, b) = (0.9, 0.1)

TPR 0.847(0.047) 0.862(0.009) 0.848(0.038) 0.862(0.009)
FDR 0.330(0.035) 0.094(0.015) 0.332(0.024) 0.094(0.015)
MCC 0.681(0.039) 0.877(0.006) 0.680(0.031) 0.877(0.006)
||∆||F 1.243(0.258) 0.407(0.124) 1.264(0.276) 0.409(0.127)

AUPRC 0.283(0.037) 0.728(0.073) 0.286(0.038) 0.744(0.073)
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3.7 Case studies

3.7.1 Integrated protein networks for ovarian cancer

Protein signaling pathways that characterize protein-protein interactions are receiv-

ing increased attention, especially in the cancer community because proteins kinases

that are frequently mutated in cancer are potential therapeutic targets for the de-

velopment of new treatments. Many drugs that target mutated protein kinases have

shown dramatic clinical benefits (Davies et al., 2006).

In this case study, we are interested in ovarian cancer, the fifth leading cause of

cancer deaths among U.S. women (Siegel et al., 2014). The overall cure rate is only

∼30% (Bast et al., 2009). One of the critical signaling pathways for ovarian cancer is

the AKT/PI3K pathway, which is activated in ∼70% of ovarian cancers (Bast et al.,

2009). In this study, reverse-phase protein array (RPPA), a relatively new technology

(Tibes et al., 2006), was used to assay p = 50 protein expressions in the AKT/PI3K

pathway from n = 31 ovarian cancer cell lines that were grown under q = 3 culture

conditions: (1) media replete with growth factor; (2) media starved of growth factor;

and (3) media starved, then acutely stimulated with growth factor. Details of the

experimental procedure can be found in Baladandayuthapani et al. (2014). Our goal

is to integrate the protein expression data and capture the common structure of pro-

teins across different culture conditions.

The two assumptions of our model are normality and covariance separability.

Here, we provide empirical evidence that both assumptions are appropriate for this

dataset. Two randomly chosen quantile-quantile (Q-Q) plots of Zij against the stan-

dard normal distribution are shown in Figure 3.1(a) and 3.1(b). We also perform

the Kolmogorov-Smirnov test on all the elements in Z. The average p-value is 0.56,
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Figure 3.1 : Empirical model checking. (a,b) Two randomly chosen Q-Q plots of Zij

against the standard normal distribution; (c) correlation plot for covariance separa-
bility.

which together with the Q-Q plots suggests a good justification for the normality

assumption. Next, we examine whether the covariance structure is separable with

respect to the Kronecker product:

cor(Zij,Zi′j′) = cor(Zij,Zij′)cor(Zij,Zi′j). (3.7)

In Figure 3.1(c), we plot the right-hand side against the left-hand side of equation

(3.7). The strong linear trend (correlation 0.87) justifies the separability of the co-

variance structure.

We can define a prior ordering for the proteins from manually curated AKT/PI3K

signaling pathways (http://www.genome.jp/kegg/). We apply the mDAG as a hybrid

of the directed graph on proteins and undirected graph on culture conditions. We

run two separate MCMCs, each with 50,000 iterations. The Markov chains exhibits

good mixing and is deemed to converge by MCMC diagnostics (details provided in

Appendix 3.D). We combine the two chains and discard the first 10% of the iterations
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of each chain as burn-in. The inferred network of the culture conditions is a com-

plete graph, i.e., all the conditions are correlated with each other. This is expected

since the environment of the culturing is interrelated by the experimental design. In

Figure 3.2, we present the inferred protein network, with solid arrows representing

activation while dashed arrows represent inactivation. Node size is proportional to

its degree and line width is proportional to its marginal posterior probability. We

found 70 regulations (24 inactivations and 46 activations) which are ranked accord-

ing to their marginal posterior probabilities in Tables 3.7 and 3.8. Some of these

connections are confirmed from previous biological studies. For example, we found

that PTEN inactivates Akt.pT308. In fact, the up-regulation of tumor suppressor

PTEN inhibits Akt in ovarian cancer cells (Selvendiran et al., 2007), which together

with downstream regulations induces cell apoptosis (Li et al., 1998). We also ob-

served that MAPK.pT202.Y204 and p38 inactivate p70S6K.pT389, while PKCa and

PDK1 activate p70S6K.pT389. All of them are known to participate in phospho-

rylation of p70S6K (Mukhopadhyay et al., 1992; Romanelli et al., 1999). In addi-

tion, we identified 4 hub/driver proteins (represented as hexagons in Figure 3.2):

p70S6K.pT389, c.Jun, HER3 and Stat3, with degrees 10, 9, 6 and 6, respectively.

The most highly connected protein, p70S6K.pT389, is known to phosphorylate the

S6 ribosomal protein (Chung et al., 1992), which was also detected in our network

(p70S6K→S6.pS235.S236). It participates in the transduction of signals that regu-

late motility and the invasion of ovarian cancer cells through the PI3K-Akt-p70S6K

signaling pathway, a key factor in metastasis (Bast et al., 2009). Hub protein Stat3,

which contributes to tumor proliferation, apoptosis and angiogenesis, is activated in

more than 70% of ovarian cancers and is negatively associated with the patient’s

survival time (Rosen et al., 2006; Bast et al., 2009). Another interesting hub pro-
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PARP.C
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MAPK.pT202.Y204 

ERK2

MEK1.2.pS217.S221 

Figure 3.2 : Protein network for ovarian cancer. Solid arrows represent activation
while dashed arrows represent inactivation. Node size is proportional to its degree
and line width is proportional to its marginal posterior probability. Hexagons are 4
hub proteins.

tein is HER3, a member of the epidermal growth factor receptor (EGFR) family,

which is also commonly overexpressed in ovarian cancer and negatively associated

with patients’ survival times (Davies et al., 2014). HER3, together with other EGFR

family members (e.g., HER2) activates the AKT/PI3K signaling cascade (Tanner

et al., 2006). The less well studied hub protein, c.Jun, as well as novel regulatory

relationships need further biological validations.

3.7.2 SEER U.S. cancer mortality counts

Systematic collection of cancer mortality data is critical to the cancer research com-

munity. Such information allows researchers and policy makers to monitor mortality

trends over time, which is crucial to the identification of effective cancer preven-

tion strategies. Also, investigating the mortality distribution over different regions

is useful to explore potential common risk factors for specific cancers. In this pa-
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per, we consider the U.S. cancer mortality data collected through the National Can-

cer Institute as the Surveillance, Epidemiology, and End Results (SEER) Program

(http://seer.cancer.gov/data/). We focus on 7 common cancers: stomach, rectum,

colon excluding rectum, pancreas, lung, breast and prostate and exclude other cancers

due to missing values. Overall, cancer mortality rates have been decreasing since 1991

as a consequence of effective cancer prevention strategies, including cancer screening

and tobacco control (Siegel et al., 2014). In our analysis, we restrict our attention to

a recent 12-year period (2000-2011) in order to exclude the possible lingering effects

of the tobacco epidemic of the 20th century. The northeast region (9 states) is of

particular interest as it has the highest cancer incidence rate across the country (U.S.

Cancer Statistics Working Group, 2014).

Random effect array-variate Poisson (REAP) log-linear model. The Poisson log-linear

model is often used to model count observations. However, in practice, count data

often exhibit higher variance than the mean, which contradicts the assumption of a

Poisson distribution. This phenomenon is also known as overdispersion. A common

remedy is to add random effects to the model that explain the extra variability in the

data. In addition, the random effects are useful for modeling the structural depen-

dence between responses (Breslow and Clayton, 1993). Let Nijk|λijk ∼ Poisson(λijk)

denote the mortality counts for cancer k in state i and year j. We choose the canonical

link log(·), which links the linear predictors to the mean λijk:

log(λijk) = log(Mij) + µk + Zijk,

where the offset Mij is the observed population of state i in year j, µk is the cancer-

specific fixed effect and Zijk is the random effect. An array-variate graphical model
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on Z will allow us to understand how cancer mortality varies across states and cancer

types, and its temporal dynamic. The log-likelihood function is given by

`(µ,Z|N ) ∝
∑
i,j,k

{Nijk(log(Mij) + µk + Zijk)−Mij exp(µk + Zijk)} ,

where µ = {µ1, . . . , µp}, Z = (Zijk) and N = (Nijk). The priors are specified as

follows:

(1) fixed intercept µ ∼ Np(µ0,Σ0);

(2) random intercept Z ∼ ANr×q×p(0,Θ
−1,Ψ−1,Λ−1); and

(3) hyperparameters Θ,Ψ,Λ take the same priors as in Section 3.2.2.

In terms of sampling, we need only two additional steps, i.e., sampling µ and Z.

Then, treating the sampled Z as observation (n = 1), Θ,Ψ,Λ are sampled using the

algorithm in Section 3.4. The full algorithm is given as

Algorithm REAP:

(I) Update Z̃ = Z + µ by M-H algorithm: for i = 1, . . . , r, j = 1, . . . , q, a new

Z̃ij,1:p is proposed from some proposal function q(Z̃∗ij,1:p|Z̃ij,1:p). From matrix-

variate normal theory, the full conditional distribution of Z̃ij,1:p is proportional

to

∑
k

[
Nijk{log(Mij) + Z̃ijk} −Mij exp(Z̃ijk)

]
−ΘiiΨjj

2
(Z̃ij,1:p−θTij)Λ(Z̃T

ij,1:p−θij)

where

θij = µ−
r∑

i′=1

q∑
j′=1

Ψjj′Θii′

ΨjjΘii

(Z̃T
i′j′,1:p − µ){1− I(i = i′ ∧ j = j′)}
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(II) Update µ from full conditional Np(mµ,Σµ) with

Σµ =
[
{1Trq(Ψ⊗Θ)1rq}Λ + rqΣ−1

0

]−1
, mµ = Σµ

{
ΛZ̊T (Ψ⊗Θ)1rq + rqΣ−1

0 µ0

}
,

where Z̊ is a rq × p matrix by applying vectorization operator vec(·) to each

matrix slice of array Z̃.

(III) Update Θ,Ψ,Λ as in aDAG/aGGM by treating Zijk = Z̃ijk − µk as data with

sample size n = 1.

Dobra et al. (2011) performed a detailed analysis on similar data where they assigned

a multivariate conditional autoregressive (MCAR) prior on the random effects in the

Poisson log-linear model. However, there are at least two advantages of our REAP

model in analyzing this dataset. First, restricted by the matrix-variate nature of the

methodology, the method of Dobra et al. (2011) could not handle three-way data;

hence, their investigation focused on the data from just one year (2000). Our REAP

model, however, is capable of fully utilizing the data collected over time. Second,

and more important, Dobra et al. (2011) had to fix the state network in their anal-

ysis because the state network and the cancer network could not be simultaneously

estimated within a random effect matrix-variate model. Fixing the state network

from the neighborhood structures of states within the U.S. implies that the associ-

ations between cancer mortalities within different states are completely determined

by their geographical locations. Although the populations in adjacent states might

share some risk factors, such an assumption is too rigid and excludes the possibil-

ity that the populations in some distant states may share similar risk factors apart

from geographical location. For example, the populations of Maine and Pennsylva-

nia, although geographically far apart, have similar adult tobacco use (Centers for
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Disease Control and Prevention, 2013), which is a well-known risk factor for lung

cancer and many other cancers. By contrast, our REAP model does not need to fix

any network structure and is able to simultaneously learn the state network, tempo-

ral network and cancer network. Intuitively, for instance, when estimating the state

network with r = 9 nodes, we effectively (respecting the dependencies) use the sec-

ond and third dimensions as samples and the effect sample size is on the order of

q × p = 12× 7 = 84 > r. Hence, the three networks are jointly estimable, especially

when the true networks are presumably sparse. Yet, from an application perspective,

spatial and temporal prior information can be easily incorporated into our model. Let

A = (aij) denote the adjacency matrix of the neighborhood structures of the states

within the U.S., i.e., aij = 1 if states i and j share a common border and aij = 0 other-

wise. The spatial information is embedded in the prior: Γ
(i,j)
Θ |ξaij ∼ Bernoulli(ξaij),

where ξ0 ∼ Beta(aξ0 , bξ0) with aξ0 � bξ0 and ξ1 ∼ Beta(aξ1 , bξ1) with aξ1 � bξ1 .

The choice of Beta hyperparameters reflects our prior belief that the populations of

adjacent states are more likely to share common cancer risk factors. A similar hierar-

chical prior structure can be applied to the temporal network, for which A has ones

on the diagonal above the main diagonal and zeros everywhere else, which favors the

associations between cancer mortalities in consecutive years over those associations

in nonconsecutive years.

We ran two separate chains, each with 50,000 iterations. The MCMC diagnostics

given in Appendix 3.D show good mixing. We combined the two chains and dis-

carded the first 10% of iterations of each chain as burn-in. Figure 3.3 shows the state

and cancer networks inferred by the REAP model. The line width is proportional

to the posterior edge inclusion probabilities. For the state network (Figure 3.3(a)),

the REAP model recovered all the associations among geographically adjacent states
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(solid lines) as well as those among some non-adjacent states (dashed lines). Some

associations between the populations of non-adjacent states can be explained by com-

mon risk factors. For example, although separated by New York geographically, the

populations of New Jersey (16.8% with 95% confidence interval (CI) (15.9%, 17.8%))

and Massachusetts (18.2 with 95% CI (17.3%, 19.2%)) have similar prevalence of adult

cigarette use, with median prevalence of 21.2% across all states (Centers for Disease

Control and Prevention, 2013). The populations of New York and Rhode Island, sep-

arated by Massachusetts and Connecticut, share nearly equal prevalence of excessive

alcohol use (18.3% vs 18.2%), with overall prevalence of 17.1% (Centers for Disease

Control and Prevention, 2012). For the cancer network (Figure 3.3(b)), we observe

the strongest association (the thickest edge) between colon and rectal cancers. In

fact, colon and rectal cancers are almost indistinguishable genomically (The Cancer

Genome Atlas, 2012) and share many risk factors such as family history and obesity

(Edwards et al., 2010). We plot a heatmap of the posterior edge inclusion probabilities

for the temporal network in Figure 3.4. The colors (probabilities) decay away from

the diagonal, which coincides with our intuition that the data from nonconsecutive

years are weakly associated while those from consecutive years are closely related.

3.8 Discussion

We have introduced a novel class of graphical models based on LDL decomposition of

precision matrices to infer networks for multi-dimensional data. The LDL decomposi-

tion implies a system of linear regressions that connects directed graphs to undirected

decomposable graphs. By exploiting such connections, our unified framework can be

used to model directed, undirected and hybrid multi-dimensional graphs. Our mod-

eling approach combined with our computational strategies result in an efficient and
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flexible statistical framework. Using simulation studies, we have demonstrated the

superior performance of our approach in comparison with both benchmark and state-

of-the-art methods. We applied our model to two datasets. First, as a matrix-variate

example, we integrated RPPA protein expression data for ovarian cancer cell lines

grown in three different culture conditions. Some of our findings are consistent with

the literature, while others need to be validated by biological experiments. Second,

we modeled the three-way SEER U.S. cancer mortality data using the REAP model.

We assigned an array-variate Gaussian graphical model prior to the random effects

and simultaneously estimated the cancer, temporal and state networks. We used in-

formative priors to incorporate the temporal and spatial information. Again, some of

our findings are plausible and supported by the literature.

Our formulation of an undirected graph through LDL decomposition can be

thought of as one limitation of our approach as it only applies to decomposable

graphs. However, the decomposability assumption is not unique to our approach.

In fact, it is commonly assumed in much of the recent Bayesian methodological lit-

erature on graphical models (Scott and Carvalho, 2008; Carvalho and Scott, 2009;

Wang and West, 2009) for computational efficiency because the normalizing constant

of the G-Wishart prior is not available in a closed form for non-decomposable graphs.

Theoretically, the posterior of decomposable GGMs will converge to minimal trian-

gulations of the true graph (Fitch et al., 2014). Empirically, our proposed approach,

especially in higher dimensional settings, outperforms the competing methods that

are developed without a decomposability constraint even when the true graph is non-

decomposable, as we showed in Section 3.6.3.
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Appendices

3.A: Sampling algorithms for undirected and hybrid mGGMs and array-

variate graphs

Undirected and hybrid mGGMS. We need very little modification on the MCMC al-

gorithms described above to search in undirected and hybrid mGGM space. That

is, whenever a new edge is proposed for an undirected graph, we run maximal car-

dinality search (MCS) algorithm on the resulting new graph. If the new graph is

non-decomposable, we reject it; if it is decomposable, we reverse the perfect order-

ing obtained from MCS and permute the nodes of the graph according to the new

ordering. We need to be careful about the ordering for GΩ because we would like

to have the last (qth) node stay the last throughout the MCMC algorithm since we

want to fix T
(q)
Ω = 1. This is equivalent to having the qth node always as the first one

in the perfect ordering obtained from MCS, which is straightforward since the first

node of MCS can be arbitrarily chosen. Note that new edge should be proposed in a

deterministic order, because otherwise the proposal needs to be adjusted for proba-

bility that the new graph is decomposable, which in turn involves a computationally

intensive task, i.e. calculating the total number of neighboring decomposable graphs.

Array-variate graphs. Extending the proposed MCMC algorithms to general k-dimensional

graphs is also straightforward. Let Π(Z,π) denote the operator to permute the

dimensions of array Z according to a given permutation π = (π(1), . . . , π(k)) of

(1, . . . , k) and let (Z)m denote the matrixization operator which transforms a k-

dimensional array into a matrix by vectorizing the first k − 1 dimensions of Z.

MPCGS for Array-variate Graphs

• S(Ωi|Ω−i,Z(i)) for i = 1, . . . , k where Ω−i = Ωk⊗ · · · ⊗Ωi+1⊗Ωi−1⊗ · · · ⊗Ω1
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and Z(i) = [Π{Z, (1, . . . , i− 1, i+ 1, . . . , k, i)}]m.

3.B: Details of full conditionals and marginal likelihood

We provide the full conditional distributions and the notations used in the marginal

likelihood (3.6). Consider the jth and kth rows ofBΛ andBΩ. Let Yl = (Yl1, . . . , Yln)T

denote the n samples of Yl and let Yl+1:m = [Yl+1, . . . ,Ym] where l = (j − 1)q + k.

Also let Y
(ΛΩ)
l ,Y

(Ω)
l ,Y

(Λ)
l be the submatrices of [Y1, . . . ,Ym], with columns corre-

sponding to the regression coefficients B
(j,j+1:p)T
Λ ⊗B(k,k+1:q)T

Ω , B
(k,k+1:q)T
Ω , B

(j,j+1:p)T
Λ ,

respectively. Then Σ
(j)
Λ and d

(j)
Λ are given by

Σ
(j)
Λ =

[
q∑

k=1

C
(j,k)
Λ

T
(k)
Ω

+
(
Π

(j)
Λ

)−1
]−1

d
(j)
Λ =

q∑
k=1

e
(j,k)
Λ

2T
(k)
Ω

− 1

2

q∑
k=1

c
(j,k)T
Λ

T
(k)
Ω

Σ
(j)
Λ

q∑
k=1

c
(j,k)
Λ

T
(k)
Ω

where

Π
(j)
Λ =diag(τ

(j+1)
Λ , . . . , τ

(j)
Λ )

C
(j,k)
Λ =

n∑
i=1

(
Y

(ΛΩ)T
l ei

)mT
B

(k,k+1:q)T
Ω B

(k,k+1:q)
Ω

(
Y

(ΛΩ)T
l ei

)m
+ Y

(Λ)T
l Y

(Λ)
l

+ 2

p−j∑
i=1

(
Y

(ΛΩ)T
l Y

(Λ)
l ei

)mT
B

(k,k+1:q)T
Ω eTi

c
(j,k)
Λ =

(
B

(k,k+1:q)
Ω

(
Y

(ΛΩ)T
l Yl

)m
+ Y T

l Y
(Λ)
l +B

(k,k+1:q)
Ω

(
Y

(ΛΩ)T
l Y

(Ω)
l B

(k,k+1:q)T
Ω

)m
+B

(k,k+1:q)
Ω Y

(Ω)T
l Y

(Λ)
l

)T
e

(j,k)
Λ =Y T

l Yl +B
(k,k+1:q)
Ω Y

(Ω)T
l Y

(Ω)
l B

(k,k+1:q)T
Ω + 2B

(k,k+1:q)
Ω Y

(Ω)T
l Yl
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with ei being the unit vector with one in the ith element and zeros elsewhere. And ()m

is the inverse operation of vectorization (i.e., vec(Z)m = Z), which turns a vector into

a matrix whose size is compatible with the matrices next to it. The full conditional

distribution for (BΛ,TΛ) has a closed form:

B
(j,j+1:p)T
Λ

∣∣∣Z(j−1)q+1:qp, T
(j)
Λ ,Π

(j)
Λ ,BΩ,TΩ ∼ N

(
µ

(j)
Λ , T

(j)
Λ Σ

(j)
Λ

)
,

T
(j)
Λ

∣∣∣Z(j−1)q+1:qp,B
(j,j+1:p)
Λ ,BΩ,TΩ ∼ IG

(
α

(j)
Λ +

nq

2
, β

(j)
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3.C: Partially collapsed Gibbs sampler

We show the procedure to obtain the partially collapsed Gibbs sampler. For illustra-

tion purpose, we slightly abuse the notation and denote (BΛ,TΛ) by simply Λ and

(BΩ,TΩ) by Ω. We begin with a four-step ordinary Gibbs sampler.

Step 1: Draw ΓΛ from p(ΓΛ|Λ,ΓΩ,Ω)

Step 2: Draw Λ from p(Λ|ΓΛ,ΓΩ,Ω)

Step 3: Draw ΓΩ from p(ΓΩ|ΓΛ,Λ,Ω)

Step 4: Draw Ω from p(Ω|ΓΛ,Λ,Ω)

We apply marginalization to Steps 1 and 3, i.e. moving variables from being condi-

tioned on to being sampled.

Step 1: Draw (ΓΛ,Λ) from p(ΓΛ,Λ|ΓΩ,Ω)

Step 2: Draw Λ from p(Λ|ΓΛ,ΓΩ,Ω)

Step 3: Draw (ΓΩ,Ω) from p(ΓΩ,Ω|ΓΛ,Λ)
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Step 4: Draw Ω from p(Ω|ΓΛ,Λ,Ω)

This step alters the transition kernel and improves the convergence of the chain with-

out altering the stationary distribution (van Dyk and Park, 2008). Then we take the

trimming procedure by removing any redundant variables that are not conditioned

on subsequently. Trimming does not change the overall transition kernel and hence

does not change the stationary distribution (van Dyk and Park, 2008). In this case,

Λ in Step 1 and Ω in Step 3 are redundant since they are sampled again in Steps 2

and 4. And since they are immediately resampled in their subsequent steps, we can

safely remove them from Steps 1 and 3.

Step 1: Draw ΓΛ from p(ΓΛ|ΓΩ,Ω)

Step 2: Draw Λ from p(Λ|ΓΛ,ΓΩ,Ω)

Step 3: Draw ΓΩ from p(ΓΩ|ΓΛ,Λ)

Step 4: Draw Ω from p(Ω|ΓΛ,Λ,Ω)

Since the distributions in Steps 1 and 3 are not available in closed form, we need

Metropolis-Hasting to update them. Trimming relieves the computational burden

and greatly improves the efficiency of M-H Steps 1 and 3. Notice that the conditional

distributions in Step 1, Steps 2 and 4, and Step 3 are under three different distribu-

tions: p(ΓΛ,ΓΩ,Ω), p(ΓΛ,Λ,ΓΩ,Ω) and p(ΓΛ,Λ,ΓΩ). This incompatibility usually

results in unknown stationary distribution. However, since neither marginalization

nor trimming alters the stationary distribution, our sampler would converge to the

correct posterior distribution.

3.D: MCMC convergence diagnostics

In this section, we provide MCMC convergence diagnostics for both cases studies in

Section 7. We calculate Gelman-Rubin potential scale reduction factor (PSRF, Gel-
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man and Rubin (1992)) for continuous parameters and Pearson correlation coefficient

of posterior probabilities for binary parameters. The chain is likely to converge to its

stationary region when both measures are close to one.

Integrated Protein Networks for Ovarian Cancer. The range/values of PSRF for BΩ,

BΛ, TΩ, TΛ, ρ, η are (1.0000, 1.0006), (1.0000, 1.0018), (1.0002, 1.0007), (1.0000, 1.0015),

1.0000, 1.0000, respectively. And the correlation for ΓΩ is 0.9988 and is not defined

for ΓΛ since the posterior probabilities are uniformly equal to one for both chains.

One randomly chosen trace plot is given in Figure 3.5(a).

SEER U.S. Cancer Mortality Counts. The range/values of PSRF for BΛ, BΨ, BΘ,

TΛ, TΨ, TΘ, ρ, η1, η2, ξ1, ξ2 are (1.0000, 1.0004), (1.0000, 1.0042), (1.0000, 1.0021),

(1.0000, 1.0003), (1.0000, 1.0045), (1.0000, 1.0027), 1.0000, 1.0001, 1.0000, 1.0001,

1.0000, respectively. And the correlations for ΓΛ, ΓΨ, ΓΘ are 0.9986, 0.9972, 0.9999,

respectively. One randomly chosen trace plot is given in Figure 3.5(b).

All diagnostics imply the chains have converged to stationary region.

(a) RPPA (b) SEER

Figure 3.5 : MCMC diagnostics. Two randomly chosen trace plots from (a) RPPA
and (b) SEER.
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Table 3.7 : Protein network. Edges/regulations are ranked according to their marginal
posterior probabilities. Top 35 edges are shown in this table.

Target Source Probability
S6.pS235.S236 p70S6K 1.000

GSK3a.b.pS21.S9 Akt.pS473 1.000
Akt.pS473 Akt.pT308 1.000

PDK1 PDK1.pS241 1.000
Cyclin.D1 c.Jun 1.000

Rab25 E.Cadherin 1.000
Src Src.pY527 1.000

PKCa PKCa.pS567 1.000
Stat5 VEGFR2 1.000
c.Jun MGMT 1.000
PAI1 c.Jun 1.000

p70S6K GSK3a.b.pS21.S9 0.999
MAPK.pT202.Y204 MEK1.2.pS217.S221 0.999

p70S6K.pT389 Stat3 0.998
PARP.C Stat6.pY641 0.998
MCAM VEGFR2 0.997

Src VEGFR2 0.990
ERK2 EGFR 0.980

AMPK.pT172 Stat3.pY705 0.975
c.Raf PDK1.pS241 0.947

Akt.pT308 PTEN 0.945
p70S6K.pT389 EGFR 0.942

HER3 Stat5 0.934
S6.pS235.S236 HER3 0.933
p70S6K.pT389 PKCa 0.927
p70S6K.pT389 MAPK.pT202.Y204 0.916

4EBP1 HER3 0.894
p70S6K.pT389 p38 0.881

ERK2 Stat3 0.866
PDK1.pS241 Src 0.863

Akt AMPK.pT172 0.862
p38 ERK2 0.858
p53 MCAM 0.851

ER.a EGFR 0.832
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Table 3.8 : Protein network. Edges/regulations are ranked according to their marginal
posterior probabilities. Bottom 35 edges are shown in this table.

Target Source Probability
Bcl2 c.Kit 0.831

MCAM HER3 0.830
4EBP1.pT37.46 VEGFR2 0.813
p70S6K.pT389 p53 0.813

MAPK.pT202.Y204 GSK3a.b.pS21.S9 0.806
p70S6K.pT389 c.Jun 0.803

Akt.pT308 AMPK.pT172 0.796
S6.pS235.S236 Akt.pS473 0.788

Tgase p38 0.788
Rab25 MCAM 0.785
Tgase Caveolin1 0.749

E.Cadherin PKCa.pS567 0.737
4EBP1 p70S6K.pT389 0.715

b.catenin Rab25 0.704
p38 c.Jun 0.693

AMPK.pT172 c.Jun 0.683
PKCa VEGFR2 0.666

S6.pS235.S236 4EBP1 0.662
GSK3 PDK1 0.648

p70S6K Src 0.640
c.Jun Stat5 0.636

4EBP1.pT37.46 AMPK.pT172 0.627
PTEN MGMT 0.614

MEK1.2.pS217.S221 Stat3 0.596
Stat3 Src 0.592

b.catenin Stat5 0.588
MAPK.pT202.Y204 Akt 0.588

MGMT PKCa 0.574
4EBP1 MCAM 0.569
c.Jun Stat3 0.561
PTEN MEK1.2.pS217.S221 0.553

p70S6K.pT389 PDK1 0.549
p38 HER3 0.531

p70S6K.pT389 HER3 0.521
p70S6K Stat3 0.516

Akt.pT308 c.Jun 0.505
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Chapter 4

Bayesian graphical regressions∗

We consider the problem of modeling conditional independence from heterogeneous

data assisted by additional subject-level covariates. We propose the graphical re-

gression, which allows graph structure to vary with covariates in a flexible fashion.

We impose sparsity in both graph structure and covariates selection. Our approach

produces subject-specific graphs and predictive graphs for new subjects. We pro-

vide theoretical property of our model and demonstrate the performance of method

through simulation studies. We apply our approach to multiple myeloma gene ex-

pression data taking prognostic factors into account, which reveals several interesting

findings.

4.1 Introduction

Basic inferential problem. Graphical models have been widely applied to investigate

conditional (in)dependence structures in multivariate data. Specifically, for a p-

dimensional random vector X = (X1, . . . , Xp) for n samples, a graphical model for

X is defined by a tuple: GX = {G, p(X)}, consisting of a graph G and an associated

probability distribution p(X) (e.g. Gaussian distribution for continuous variables),

respecting the conditional independence encoded by G. In many scientific contexts,

∗This work was co-authored with Francesco C. Stingo (The University of Texas MD Ander-
son Cancer Center) and Veerabhadran Baladandayuthapani(The University of Texas MD Anderson
Cancer Center)
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it is possible that the graphical structure G of the primary variables of interest (X),

can change with extraneous factors (e.g. experimental conditions). In this paper,

we propose methods for modeling the conditional independence structure of X given

another m-dimensional random vector U = (U1, . . . , Um), termed external covariates.

The model then defined as: GX(U) = {G(U), p(X|U)} is treated as a regression

function of covariates U , hence graphical regression, such that the conditional in-

dependence structure is allowed to vary arbitrarily with different realizations of U .

Concisely stated the main inferential goals are: (i) evaluate how graph topology

changes over different realizations of U ; (ii) selection of covariate (sub-)sets in U

that have major impact on the graph topology and finally (iii) allow for prediction.

The core idea is illustrated through a toy example in Figure 4.1. The graphs have

p = 4 nodes and m = 2 covariates of which U1 is continuous (horizontal axis) and

U2 is binary (vertical axis). For each column, the two graphs have both common

and differential edges corresponding to the binary variable. For each row, the graphs

are “evolving” with respect to values of U1 and Figure 1 shows a snapshot of the

“evolution” in the continuous space of U1 at four arbitrary values. The thickness of

edge is proportional to its strength (e.g. posterior probability/partial correlation).

Scientific motivation. The scientific motivation of this work stems from the fact that

cancer is well known to be a heterogeneous disease at different molecular, genomic

and clinical levels (Heppner and Miller, 1983) . Thus, there has been a paradigm shift

in cancer treatment in recent years, that moves from traditional “one-size-fits-all” ap-

proach towards developing personalized treatments that take into account individual

variability in genes, clinical and environment characteristics for each person – termed

precision medicine (De Bono and Ashworth, 2010). The development and progression

of cancer is driven by sub-networks within functional regulatory networks of genes
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U2 = 1

U2 = 0

u1 u2 u3 u4

Figure 4.1 : Simple example with four nodes and two covariates. U1 is continuous
and U2 is binary. The edge thickness is proportional to its strength of association.

and their products, that undergo changes in response to different patient-specific char-

acteristics such as clinical prognostic factors and/or environmental stress conditions

(Luscombe et al., 2004; Bandyopadhyay et al., 2010). To this end, monitoring changes

in the topology of gene regulatory networks as a function of given patients’ clinical

characteristics may assist in developing personalized treatment that target specific

pathways. Statistically, the challenge is to integrate the additional patient-level in-

formation for assessing conditional independence modeling of multivariate genomics

data, as alluded to in the above paragraph.

Existing approaches and limitations. Traditional graphical models (Lauritzen, 1996)

typically assume i.i.d sampling and thus do not account for subject-specific hetero-

geneity. However, several attempts have been made to model the conditional inde-

pendence structure in this challenging setting. Oates et al. (2014) and Yajima et al.

(2015) developed group-specific directed acyclic graphs (DAG) to estimate differen-

tial networks for several related groups. Similarly, Guo et al. (2011), Danaher et al.
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(2014) and Peterson et al. (2015) studied group-specific graphical models for undi-

rected case. Kolar et al. (2010) proposed a penalized kernel smoothing approach for

conditional Gaussian graphical models in which the precision matrix varies with con-

tinuous covariates. Cheng et al. (2014) developed a conditional Ising model for binary

data where the (conditional) dependencies are linear functions of additional covari-

ates. Although Kolar et al. (2010) and Cheng et al. (2014) allow edge strength to vary

with covariates, neither deals with graph structure changing with covariates. Geiger

and Heckerman (1996) studied a context-specific DAG model for which they partition

the space of one node and each subspace defines a different DAG structure. In simi-

lar spirit, Nyman et al. (2014), among others, developed a context-specific undirected

graphical model for which the structure changes with discrete nodes. From a machine

learning prospective, Liu et al. (2010) proposed a graph-valued regression algorithm

which partitions/discretizes the continuous covariate space into finite number of sub-

spaces by classification and regression trees and fits separate undirected graph for

each subspace. In essence, the infinite dimensional problem is reduced to a finite

dimensional one. Estimated graphs may be unstable and lack of similarity for close

covariates due to separate graph estimation as reported by Cheng et al. (2014).

Brief outline of our method. In this paper, we overcome the challenges above and

propose a novel class of graphical models, graphical regression (GR), which has six

major axes of innovation. (1) Non-stationarity: we allow both the edge strength and

the structure of the graph to vary simultaneously with multiple covariates which can

be either continuous, discrete or mixture of both. This allows the edge strength to

vary smoothly with continuous covariates, which encourages similar graphs for simi-

lar covariates realizations; (2) Sparsity in both edge and covariate selection: sparsity

is a critical assumption in high-dimensional setting where number of parameters is
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much larger than sample size. Here, we impose two levels of sparsity: (i) sparsity

in edge selection and (ii) sparsity in the relationship between edges and covariates.

We select relevant edges through a thresholding parameter and select relevant covari-

ates for each edge through a spike-and-slab prior formulation; (3) Functional non-

linearity in edge-covariate relationship: the relationships between edges and covari-

ates are allowed to be nonlinear and are modeled using spline-based representations.

This allows the model to distinguish the functional form of the relationships ( linear

vs. nonlinear) through suitable orthogonal basis decompositions; (4) Accounting for

subject-specific heterogeneity: the regression formulation of GR, conveniently allows

us to construct graphs which are subject-specific, which is often more appropriate

than single (population-level) graphs in some contexts. For example, due to tumor

heterogeneity, patients even with same type of cancer are expected to have different

structural changes in signaling pathways determined by their specific clinical charac-

teristics. Hence, personalized gene network recovered by GR may assist in developing

precision medicines (tailored therapies) for treatment; (5) Prediction: our regression-

based framework allows us to predict network structure for new patients. In doing so,

we do not require new node-level data (e.g. gene expressions) but only new covariates

(e.g. prognostic factor levels) will suffice; Finally, (6) Selection theoretical justifica-

tions: our prior formulation connects to spike-and-slab prior, a commonly used prior

for Bayesian variable selection. Moreover, the “slab” part is shown to be equivalent

to a non-local prior (Johnson and Rossell, 2010). We show under certain conditions

the proposed prior provides model selection consistency.

GR can be thought as an infinite dimensional generalization of ordinary DAG

model that admits a fairly wide class of models. Special cases of GR are provided at

the end of Section 4.2.1. Although the idea is general and applicable to both directed
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and undirected graphs, we focus on the former and discuss the possibilities as well as

challenges of extension to the latter in Section 4.6. We compare GR to alternative

methods with extensive simulation studies. GR is superior in terms of both model

selection and prediction. We apply GR to multiple myeloma gene expression data and

construct subject-specific graph by incorporating important prognostic factors. We

develop an interactive web application to visualize the varying graph. While some of

our results are confirmed by existing biological literature, we have several interesting

findings that are potential targets for future validation.

The remainder of this paper is organized as follows. We describe the GR model

in Section 4.2. We provide the theoretical properties of our model in Section 4.3. We

present simulation studies in Section 4.4 and real data applications in Section 4.5.

Section 4.6 provides our closing discussion.

4.2 Model

4.2.1 Graphical regression

A directed acyclic graph (DAG) G = (V,E) contains a set of nodes V = {1, . . . , p}

and a set of directed edges E ⊂ V × V which does not contain any directed cy-

cles. We denote a directed edge from node j to node h by h ← j. A DAG model

GX = {G, p(X)} for X is a pair consisting of a graph G whose nodes V represent

random variables X = XV and an associated probability distribution p(X) respect-

ing the conditional independence encoded by G. The joint distribution of X admits

a convenient factorization p(X) =
∏p

h=1 p(Xh|Xpa(h)), where pa(h) denotes the par-

ent set of vertex h. Assuming X follows a multivariate normal distribution, each
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conditional distribution p(Xh|Xpa(h)) can be modeled by a linear regression,

Xh =
∑

j∈pa(h)

Xjβhj + εh,

with εh ∼ N(0, σ2
h) and βhj 6= 0 if and only if j ∈ pa(h). We assume X is arranged

according to a prior ordering such that βhj = 0 for all h ≥ j, then pa(h) = {j ≥

h+ 1 : βhj 6= 0}.

In graphical regression, we consider DAG GX(U) = {G(U), p(X|U)} and assume

p(X|U ) factorizes according to a DAG,

p(X|U) =

p∏
h=1

p(Xh|Xpa(h|U),U). (4.1)

where pa(h|U), depending on covariates U , is the parent set of vertex h in graph

G(U). In what follows, we will call U external covariates (or simply covariates) and

X nodes. Each conditional distribution p(Xh|Xpa(h|U),U ) is then modeled by

Xh =
∑

j∈pa(h|U)

Xjβhj(U) + εh. (4.2)

We define βhj(U) as a conditional independence function (CIF) since the event I{βhj(U) =

0} determines the DAG structure which in turn encodes the conditional independence

of X given U . This is stated formally in the following Lemma.

Lemma 4.1 (Functional Directed Pairwise Markov Property)

Assuming the conditional distribution of X given U satisfies (4.1) and (4.2) and

h < j. If I{βhj(U) = 0} = 1 then Xh ⊥⊥ Xj|Xpa(h),U .

The proof of Lemma 1 is trivial: I{βhj(U) = 0} = 1 implies there is missing edge

between h and j given U which in turn implies Xh ⊥⊥ Xj|Xpa(h),U by directed
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pairwise Markov property (Lauritzen, 1996). GR is a fairly flexible class of models

and has at least four special cases.

(1) If U is empty, then GR reduces to the case of ordinary Gaussian DAG model.

(2) If U is discrete (e.g. binary/categorical group indicator), then βhj(U) is group-

specific and GR is a group-specific DAG model.

(3) If U is taken to be the last/root node Xp, then GR can be interpreted as a

context-specific DAG (Geiger and Heckerman, 1996) where the graph structure

varies with Xp.

(4) If the CIF is absolutely continuous, then GR is a conditional DAG model in

which the strength of graph varies continuously with covariates but the structure

is constant.

Given the CIFs βhj(U), the likelihood of a GR can be defined as

p(x|u,β,σ2) =
n∏
i=1

p∏
h=1

(2πσ2
h)
−1/2 exp

− 1

2σ2
h

{
xih −

p∑
j=h+1

xijβhj(ui)

}2
 , (4.3)

where β = (βhj), σ
2 = (σ2

1, . . . , σ
2
p)
T and x,u are the n samples of X,U . In the

following sections we detail a methodological framework aimed to make inference on

the CIFs and consequently on a graphical regression model GX(U).

4.2.2 Modeling the conditional independence function

We parameterize CIF,

βhj(U) = θhj(U)I{|θhj(U)| > thj} (4.4)
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by the convolution of two components: (1) a smooth function θhj(·) of U to allow

for both linear and non-linear effects and (2) a thresholding parameter thj to induce

sparsity in the graph structures. We discuss the need and construction of the two

components in detail.

(1) Smooth function. The smoothness of θhj(·) encourages similar graphs for close

covariates. In principle, the smooth function θhj(·) can be either specified by a para-

metric function or modeled semi-/non-parametrically; we choose the latter to achieve

greater flexibility. Suppose U = (Z,W ) consists of discrete covariates (with appro-

priate coding) Z = (Z1, . . . ,Zr) and continuous covariates W = (W1, . . . ,Wq) with

r + q = m. We construct θhj(·) with a structured additive model:

θhj(U) =

q∑
k=1

fhjk(Wk) +
r∑
l=1

Zlφhjl, (4.5)

We assume fhjk(·) to be smooth and do not specify the functional form of fhjk(·).

Modeling details are provided in Section 4.2.3.

(2) Thresholding. Since θhj(U) is a smooth function ofU , the solution is not sparse for

all U . We introduce a thresholding parameter thj that allows the sparsity/structure

of βhj to vary with U and can be interpreted as minimum effect size of the CIF. The

thresholding mechanism is depicted in Figure 4.2 where the solid curve represents

β(U), the dashed lines indicate the threshold t and the dotted curves are the part

of θ(U) which is thresholded to zero. Note that the varying-coefficient model (VCM,

Hastie and Tibshirani (1993)) can be viewed as a special case of model (4.2) and (4.4)

with thj = 0 for all j = 1, . . . , p.
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Figure 4.2 : Thresholding mechanism. Solid curve represents the CIF; dashed lines
indicate the threshold; and the dotted curves are thresholded to zero.

4.2.3 Bayesian orthogonal basis p-splines

We model the smooth function fhjk(·) by cubic b-splines fhjk(wk) = w̃kαhjk where

wk denote n samples of Wk, w̃k represents the design matrix of spline bases for wk,

and αhjk is corresponding spline coefficient. We choose a large enough number of

knots/bases to capture local features. To prevent overfitting, we use p-splines (Eilers

and Marx, 1996; Lang and Brezger, 2004) which restrict the influence of αhjk by

a roughness penalty. P-splines can be treated as a mixed model or equivalently a

Bayesian hierarchical model (Ruppert et al., 2003) by assuming αhjk ∼ N(0, sK−)

with singular penalty matrix K constructed from the second order differences of

the adjacent spline coefficients. The coefficients which parameterize constant and

linear trends of fhjk(·) are in the null space of K and hence are not penalized. Also,

notice that equation (4.5) is not identifiable because adding a constant to fhjk(·) and

subtracting it from fhjk′(·) does not change the equation. Following Scheipl et al.
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(2012), we take a spectral decomposition of the covariance of w̃kαhjk,

cov(w̃kαhjk) = sw̃kK
−w̃T

k = s[ uk ∗ ]

 dk 0

0 0

 [ uk ∗ ]T

where uk is the orthonormal matrix of eigenvectors associated with positive eigen-

values in diagonal matrix dk. Let w∗k = ukd
1
2
k be the orthogonal basis and α∗hjk ∼

N(0, τhσ
2
hI), then w∗kα

∗
hjk has a proper normal distribution which is proportional to

that of the partially improper prior of w̃kαhjk.

In short, we have decomposed fhjk(wk) = fpenhjk (wk) + f 0
hjk(wk) into a penal-

ized part fpenhjk (·) and a unpenalized part f 0
hjk(·) and reparameterized fhjk(wk) =

w∗kα
∗
hjk +wkα

0
hjk where α0

hjk is the coefficient of linear term wk, which allows us to

put separate shrinkage/selection priors on α0
hjk and α∗hjk and to differentiate between

linearly and nonlinearly varying effects (Section 4.2.4). The intercept term is merged

into the global intercept µhj,

θhj(w, z) = µhj1n +

q∑
k=1

w∗kα
∗
hjk +

q∑
k=1

wkα
0
hjk +

r∑
l=1

zlφhjl, (4.6)

where θhj = (θ1hj, . . . , θnhj)
T and zl are samples of Zl. In practice, we only retain

the first several eigenvectors and eigenvalues which explain most (e.g. 99%) of the

variability of fhjk(wk). This leads to great dimension reduction of w∗k and hence

efficient computation.

4.2.4 Parameter priors and covariate selection

In this section, we detail a set of priors instrumental to defining an efficient computa-

tional approach for posterior sampling (Section 4.2.5). In Section 4.3, we will outline
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the connection between these priors and the non-local priors (Johnson and Rossell,

2010, 2012) and ascertain their theoretical properties.

The CIF consists of a smooth function component and a thresholding component,

as described in Section 4.2.2. We discuss the priors for the two components in the

following.

Priors for smooth function. The smooth function is parameterized by the constant

effect µhj; linear effect α0
hjk; nonlinear effect α∗hjk; and discrete effect φhjl for h =

1, . . . , p − 1, j = h + 1, . . . , p, k = 1, . . . , q and l = 1, . . . , r. For simplicity, we first

describe the prior for α∗hjk; the priors for µhj, α
0
hjk,φhjl are defined analogously later.

We expand α∗hjk = ηhjkξhjk to be a product of a scalar ηhjk and a vector ξhjk with

the same size as α∗hjk. The parameter expansion technique (Gelman et al., 2008)

improves the mixing of MCMC algorithm, which has also been observed by Scheipl

et al. (2012) and Ni et al. (2015). We consider the case where some of the covariates

may only contribute to a few CIFs, i.e. we expect sparse solution for α∗hjk. The scalar

ηhjk is assigned a spike-and-slab prior (George and McCulloch, 1993b; Ishwaran and

Rao, 2005)

ηhjk ∼ N(0, shjk) with shjk = γhjkvhjk,

where

vhjk ∼ IG(av, bv) and γhjk ∼ ρhδ1(γhjk) + (1− ρh)δv0(γhjk).

The hyper-parameter v0 is a pre-specified very small number. Such setting implies

that the binary variable γhjk indicates the importance of ηhjk and hence α∗hjk. If

γhjk = 1 (slab), α∗hjk is non-zero, which suggests that there exits a nonlinear effect

between edge h ← j and continuous covariate Wk. If γhj = v0 (spike), the effect of

ηhjk is almost negligible and can be safely treated as zero, i.e. α∗hjk = 0, which in
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turn implies that there is no nonlinear effect between edge h← j and covariate Wk.

We assume a beta hyper prior for ρh ∼ Beta(aρ, bρ) which automatically adjusts for

multiplicity (Scott and Berger, 2010). Finally, ξhjk = (ξ
(i)
hjk) distributes ηhjk across the

entries of α∗hjk and ξ
(i)
hjk is assumed to follow a mixture of two normal distributions,

ξ
(i)
hjk ∼ N(m

(i)
hjk, 1) with m

(i)
hjk ∼ 0.5δ1(m

(i)
hjk) + 0.5δ−1(m

(i)
hjk).

The bimodal nature discourages small absolute values for α∗hjk and hence has bet-

ter separation between zero and non-zero effects. The induced prior on α∗hjk is

called parameter-expanded normal-mixture-of-inverse-gamma (peNMIG) distribution

(Scheipl et al., 2012).

Similarly, we also assume peNMIG priors for µhj, α
0
hjk,φhjl. This allows us to in-

vestigate: (1) whether there exists an edge h← j; (2) if true, whether the edge h← j

is constant or not; (3) if not, which set of covariates affect the edge; and (4) whether

the relationship between the edge and a continuous covariate is linear or nonlinear.

Priors for thresholding. We notice that when µhj, α
0
hjk,α

∗
hjk,φhjl all equal 0, thresh-

olding parameter thj can take any positive value without changing the value of

βhj = 0, which may slow the mixing of the MCMC. We resolve this issue by: (1)

assuming thj = th,∀j which also reduces the number of parameters in the model; and

(2) imposing a bounded prior on th, e.g. a uniform prior U(at, bt). By our experience,

due to faster mixing, peNMIG only needs 1/4 of the iterations to achieve the same

performance as the prior in Section 4.3. Therefore, we will use peNMIG throughout

the simulations and application.

We complete prior specifications by assuming an inverse-gamma prior for residual

variance σ2
h ∼ IG(aσ, bσ). A schematic representation of the complete hierarchical
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h = 1, . . . , p
j = h+ 1, . . . , p mhj

σ2
h thj U ξhj vhj

Xh βhj θhj νhj ηhj γhj ρh

Figure 4.3 : Schematic representation of GR. We let νhj = {µhj} ∪ {α0
hjk,α

∗
hjk}

q
k=1 ∪

{φhjl}rl=1 for notation ease. Double arrows are deterministic edges, single arrows are
stochastic edges, squares are deterministic nodes and circles are random nodes.

formulation of GR is provided in Figure 4.3.

4.2.5 Posterior Inference and prediction

We use Markov chain Monte Carlo (MCMC) to sample all the parameters from their

posterior distributions. The detailed MCMC algorithm is provided in Appendix 4.A.

Here, we discuss procedure of node and graph structure predictions.

Node prediction

Suppose we have one new observation {xnew,wnew, znew} with xnewh missing for some

h(= 1, . . . , p − 1). To impute xnewh , we need transform {α0
hjk,α

∗
hjk}

q
k=1 ∪ {µhj} back

to {αhjk}qk=1 since there is no straightforward calculation of new design matrix due

to the spectral decomposition. This can be done by solving the linear equations∑q
k=1 w̃kα

(i)
hjk ≈ µ

(i)
hj1n +

∑q
k=1(w∗kα

∗(i)
hjk +wkα

0(i)
hjk) where the superscript (i) indicates
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the ith MCMC sample. And the node prediction can be made by

E(xnewh |x,xnew,wnew, znew) ≈ 1

N

N∑
i=1

p∑
j=h+1

xnewj β
(i)
hj (wnew, znew)

where N is the total number of MCMC samples, β
(i)
hj = θ

(i)
hj I(|θ(i)

hj | > t
(i)
hj ) and

θ
(i)
hj (w

new, znew) =

q∑
k=1

w̃new
k α

(i)
hjk +

r∑
l=1

znewl φ
(i)
hjl.

Graph structure prediction

Graph structure is often of key interest in graphical models. GR allows for graph

structure prediction for new data points. It is achieved through posterior predictive

distribution of CIF βhj(w
new, znew) which can be approximated by MCMC samples

p{βhj(wnew, znew) 6= 0|x} ≈ 1

N

N∑
i=1

I{β(i)
hj (wnew, znew) 6= 0}. (4.7)

Notice that the equation (4.7) does not depend on xnew,ynew and therefore structure

prediction requires new covariates {wnew, znew} only. In practice, this is a useful prop-

erty. For example, potentially, we can predict the gene network for new patients with

prognostic factors only instead of sequencing the whole genome which is presumably

more cost- and time-demanding.

4.3 Theoretical properties

4.3.1 Discrete mixtures and non-local priors

We first present a general result on the connection between the thresholded prior and

discrete mixture of a non-local prior (Johnson and Rossell, 2010) and a point mass.
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Consider a general thresholding mechanism, β = θI(|θ| > t) for t ≥ 0 where θ ∼ pθ(θ)

and t ∼ pt(t). The following proposition shows that with a fairly wide range of prior

distributions pθ(·) and pt(·), the marginal prior of β is a discrete mixture of a point

mass at 0 and a non-local prior.

Proposition 4.1 Suppose pθ(·) is absolutely continuous and bounded near 0 and Pt(t =

0) = 0 where the probability Pt(·) is taken under distribution pt(·). Then

p(β|ψ) = ψp1(β) + (1− ψ)δ0(β). (4.8)

where latent variable ψ ∼ Bernoulli(ρψ) and ρψ = Et[Pθ(|θ| > t)]. Moreover,

p1(β) = pθ(β)
Pt(t < |β|)

Et[Pθ(|θ| > t)]
→ 0 as β → 0.

The proof is given in Appendix 4.B. It is straightforward to generalize Proposi-

tion 4.1 to independent multivariate case where θ = (θ1, . . . , θp) ∼
∏p

j=1 pθ(θj),

t = (t1, . . . , tp) ∼
∏p

j=1 pt(tj) and β = (β1, . . . , βp) with βj = θjI(|θj| > tj).

Corollary 4.1 Assume the conditions of Proposition 4.1 apply. Then

p(β|ψ) =
∏

{j:ψj=1}

p1(βj)

where ψj ∼ Bernoulli(ρψ) and ψ = (ψ1, . . . , ψp). Moreover, p(β|ψ) → 0 as βj → 0

for some j = 1, . . . , p.

One specific example of Proposition 4.1 and Corollary 4.1 is the exponential moment

(eMOM) prior and the product eMOM (peMOM) prior, which under mild regularity

conditions leads to Bayes factor consistency in linear model when p ≤ n (Rossell and
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Telesca, 2014).

Example 4.1

Let pθ(θ) = N(θ|0, τσ2) and let pt(t) be the Fréchet/inverse-Weibull distribution with

density

pt(t) = 2τσ2t−(2d+1) exp

(
−τσ

2

t2d

)
.

Then

p1(β) = c exp

(
−τσ

2

β2d

)
N(β|0, τσ2)

is the eMOM prior with order d = 1, 2, . . . and p(β|ψ) is the peMOM prior. When

d = 1, the normalizing constant c = e
√

2 and mixture weight ρψ = Et[Pθ(|θ| > t)] =

1/c = e−
√

2.

Another example of Corollary 4.1 is the modified peMOM prior which provides model

selection consistency even when p increases sub-exponentially with n (Shin et al.,

2015).

Example 4.2

Let pθ(θ) = N(θ|0, τ (n,p)σ2) and let pt(t) = 2τ (n,p)t−3 exp(− τ (n,p)

t2
) where log p ≺

τ (n,p) ≺ n. Then

p(β|ψ) ∝
∏

{j:ψj=1}

exp

(
−

β2
j

2σ2τ (n,p)
− τ (n,p)

β2
j

)

is the modified peMOM.

Our thresholding procedure is similar in spirit to truncation mixtures adopted in

Rossell and Telesca 2014 (RT14) where they prove the equivalence between the

marginal density of truncation mixtures and non-local priors. However, there are

also substantial differences. We threshold the parameter itself rather than truncate
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its density. Hence, the resulting marginal prior of RT14 is a non-local prior while ours

is a discrete mixture of non-local prior and point mass at 0. The priors of threshold-

ing/truncation parameters from the two approaches are also very different in order to

achieve the same non-local prior. For example, to obtain eMOM, we assume pt(t) to

be inverse-Weibull while RT14 sets pt(t) = Pθ(e
√

2− τσ
2

θ2 > t) which is not analytically

available.

4.3.2 Model selection consistency for categorical covariates

In this section, we discuss model selection consistency for one special case of GR

where we only have one categorical covariate Z ∈ {1, . . . , C}, i.e. q = 0, r = 1. Since

multiple categorical variables can always be combined into one, the established result

in this section is also valid for r > 1. Suppose we have n samples of (X,Z) and let

xc = (xc1, . . . ,xcp), z
c denote the nc samples of X,Z which fall into category c, i.e.

zc = c1nc , with n =
∑C

c=1 nc. The GR (4.2) can be written as

xch = xc,h+βch + εch with εch ∼ N(0, σ2
hInc), (4.9)

for h = 1, . . . , p−1, c = 1, . . . , C with xc,h+ = (xc,h+1, . . . ,xcp),βch = (βch,h+1(zc), . . . , βchp(z
c))T

where βchj(z
c) = θchjI(|θchj| > tchj) = φchjI(|φchj| > tchj) for j = h+ 1, . . . , p.

Letting xh = (xT1h, . . . ,x
T
Ch)

T , x̃h = blkdiag(x1,h+, . . . ,xC,h+) and εh = (εT1h, . . . , ε
T
Ch)

T ,

equation (4.9) is equivalent to

xh = x̃hβh + εh with εh ∼ N(0, σ2
hIn), (4.10)

with βh = (βT1h, . . . ,β
T
Ch)

T . If we assume an inverse-Weibull distribution for tchj with

d = 1 and a normal distribution for φchj ∼ N(0, τ
(n,p)
h σ2

h) with log p ≺ τ
(n,p)
h ≺ n, then
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by Corollary 4.1 and Example 4.2, conditional on a given model ψh = (ψchj)
C,p
c=1,j=1,

the joint prior for βh is given by

p(βh|ψh) =
∏

{c,j:ψchj=1}

exp(
√

2− τ
(n,p)
h σ2

h

β2
chj

)N(βchj|0, τ (n,p)
h σ2

h) (4.11)

with ψchj ∼ Bernoulli(e−
√

2). Therefore, each regression in GR with categorical

covariates is transformed to a linear model (4.10) with modified peMOM prior (4.11)

on the regression coefficients and inverse-gamma prior on the error variance, which

is known to have strong model selection consistency under mild regularity conditions

(A1)-(A5) (Shin et al., 2015), given in Appendix 4.C for completeness. Immediately,

GR as defined by equation (4.1) is also consistent since it is formulated as a product

of regressions. We formalize this result in the following Corollary and the proof is

trivial and completed by applying Theorem 3 of Shin et al. (2015).

Corollary 4.2 Assuming regularity conditions (A1)-(A5) hold and GR has only one

categorical covariate. Under modified peMOM prior (4.11), the posterior probability

of true model converges in probability to one.

4.4 Simulation studies

In this section, we empirically illustrate the performance of GR in terms of edge

selection, covariate selection, node prediction and structure prediction. To the best

of our knowledge, there are no alternative approaches that can perform the same

type of inference generated by GR; therefore we will compare GR to VCM and to a

group-specific DAG model, since both methods are a special case of GR as described

in Sections 4.2.1 and 4.2.2. Throughout the simulations, the hyperparameters are
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specified as v0 = 2.5×10−4, (at, bt) = (0, 1), (aσ, bσ) = (10−4, 10−4), (av, bv) = (5, 100)

and (aρ, bρ) = (0.5, 0.5) so that the priors have large variance (sensitivity analyses

to hyperparameter setting are provided at the end of Section 4.4.2). For Bayesian

methods, we run 100,000 MCMC iterations, discard the first 50,000 iterations as burn-

in and retain every 5th sample. For each scenario, we report results on 50 simulated

datasets.

4.4.1 Case I: single regression

We first compare GR with both Bayesian and frequentist VCM models in the single

regression setting. Bayesian VCM (BVCM) is implemented using GR with t deter-

ministically set to 0. For the frequentist approach, we choose a recent work by Fan

et al. 2014 (FMD). Since FMD only works on univariate continuous covariate, we set

q = 1 and r = 0. We consider both low- and high-dimensional scenarios.

Low-dimensional scenarios. We set n = 200, p = 50 and generate the data from the

following model

Y = X1β1(U) +X2β2(U) +X3β3(U) + ε with ε ∼ N(0, 1)

β1(U) ≡ 1, βj(U) = θj(U)I(|θj(U)| > t) for j = 2, 3

θ2(U) = −2U, θ3(U) = U2 − 1.

with one constant effect, one linearly varying effect and one nonlinearly (quadrati-

cally) varying effect. We draw (X1, . . . , X50, U) from N(0, I51). The true threshold t

is set at 0.5 and 0. We also generate an independent testing dataset with 200 samples

for prediction.

We assess performances in terms of prediction and of selection of the true X’s.
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Specifically, we report the true positive rate (TPR), false discovery rate (FDR),

Matthews correlation coefficient (MCC) and mean squared prediction error (MSPE)

in Table 4.1. MCC is a balanced measure of binary classification which takes values

between -1 (total disagreement) and +1 (perfect classification). GR performs the

best in terms of both variable selection and prediction when t = 0.5. The MCC is

0.960, 0.890 and 0.796 and the MSPE is 1.899, 1.927 and 6.941 for GR, BVCM and

FDM, respectively. When t = 0, GR is still much better than FMD and comparable

to BVCM (slightly lower MCC but also slightly low MSPE). Note that the operating

characteristics for FMD are calculated based on only 2 or 3 simulated datasets (out

of 50) because for the majority of the simulated datasets, FMD does not select any

variables; this issue is probably due to relatively low signals and sample size.

High-dimensional scenarios. We consider high-dimensional cases for which FMD is

originally designed. We adopt the following data generating process (Fan et al.,

2014):

Y = X1β1(U) +X2β2(U) +X3β3(U) +X4β4(U) + ε with ε ∼ N(0, 1)

β1(U) ≡ 2, βj(U) = θj(U)I(|θj(U)| > t) for j = 2, 3, 4

θ2(U) = 3U, θ3(U) = U2 + 1, θ4 =
4 sin(2πU)

2− sin(2πU)
.

We generated X1, . . . , Xp from standard normal distribution and U from standard

uniform distribution. Six scenarios are considered: (1) n = 200, p = 50, t = 0.5; (2)

n = 200, p = 50, t = 0; (3) n = 200, p = 200, t = 0.5; (4) n = 200, p = 200, t = 0; (5)

n = 400, p = 1000, t = 0.5; and (6) n = 400, p = 1000, t = 0. Notice that scenario (6)

is exactly the same as in example 3 of Fan et al. (2014).

The operating characteristics are also reported in Table 4.1. In terms of selection
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of the X’s, GR outperforms BVCM and FMD for all cases. For example, when

n = 200, p = 200 and the true model is VCM, i.e. t = 0, the MCC for GR, BVCM

and FMD are 0.961, 0.903 and 0.826 , respectively. The better MCC for GR is mostly

due to its better control of false positive (with FDR 0.037) through thresholding.

However, we observe, in high dimensional setting (especially when n = 400, p =

1000), sometimes low FDR is achieved at the price of relatively low TPR because

of overestimated thresholding parameter. As a result, the prediction is somewhat

undermined. This may explain the unstable prediction performance of GR. But we

want to point out that typical application of GR only involves moderate number of

variables (48 in our case study) and variable selection rather than prediction is of key

interest in graphical model context.

4.4.2 Case II: graphical model

The goal of this simulation study is to illustrate the selection performance of GR.

FMD is not considered because of its poor performance in single regression case espe-

cially when the dimensionality is low and its inability to handle multivariate covariates

and covariate selection. We look at two examples: (1) q = 0, r = 1 (group-specific

DAG) and (2) a more general case, q, r > 0 (general GR).

Group-specific DAG. We first study the case where we only have one categorical

covariate, i.e. q = 0, r = 1. As mentioned in Section 4.2.1, GR, in this case, is re-

duced to group-specific DAG model. We set p = 20, n = 40 and assume two groups,

z ∈ {0, 1}n, with equal size. The true thresholding parameter t is set to 0.5. We

assume the sparsity of the edge-covariate relationship is 0.2, i.e. γ ∼ Bernoulli(0.2).

The non-zero covariate coefficient φ is generated from N(0, 0.72) for the first group.

Then we add a normal noise to φ for the second group. We vary the level of noise
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Table 4.1 : Graphical regression versus varying-coefficient model. The numbers are
calculated based on 50 repetitions and the standard deviations are given within paren-
theses. For n = 200, p = 50, FMD selects no variable in 48 and 47 out of 50 cases for
t = 0.5 and t = 0, respectively. Therefore, the corresponding numbers are calculated
based on few cases where FMD is able to select at least one variable.

n p t GR BVCM FMD
200 50 0.5 TPR 0.983 (0.022) 1.000 (0.000) 0.705 (0.000)

FDR 0.058 (0.064) 0.194 (0.104) 0.080 (0.000)
MCC 0.960 (0.034) 0.890 (0.065) 0.796 (0.000)
MSPE 1.899 (1.375) 1.927 (1.492) 6.087 (0.639)

200 50 0 TPR 0.950 (0.028) 1.000 (0.000) 0.556 (0.192)
FDR 0.039 (0.088) 0.074 (0.130) 0.000 (0.000)
MCC 0.951 (0.046) 0.957 (0.077) 0.727 (0.140)
MSPE 1.912 (1.421) 1.923 (1.634) 5.984 (0.382)

200 200 0.5 TPR 0.979 (0.075) 1.000 (0.000) 1.000 (0.000)
FDR 0.040 (0.074) 0.216 (0.148) 0.387 (0.186)
MCC 0.967 (0.058) 0.878 (0.095) 0.769 (0.122)
MSPE 1.448 (1.281) 1.301 (0.170) 1.739 (0.489)

200 200 0 TPR 0.964 (0.021) 1.000 (0.000) 1.000 (0.000)
FDR 0.037 (0.084) 0.169 (0.179) 0.299 (0.185)
MCC 0.961 (0.045) 0.903 (0.108) 0.826 (0.114)
MSPE 1.281 (0.319) 1.277 (0.184) 1.664 (0.461)

400 1000 0.5 TPR 0.783 (0.237) 1.000 (0.000) 1.000 (0.000)
FDR 0.068 (0.095) 0.473 (0.211) 0.308 (0.192)
MCC 0.843 (0.167) 0.699 (0.194) 0.822 (0.119)
MSPE 5.279 (5.705) 1.442 (0.712) 1.283 (0.179)

400 1000 0 TPR 0.830 (0.241) 1.000 (0.000) 1.000 (0.000)
FDR 0.068 (0.163) 0.449 (0.253) 0.232 (0.198)
MCC 0.873 (0.199) 0.707 (0.224) 0.868 (0.118)
MSPE 3.510 (4.445) 1.561 (1.090) 1.253 (0.171)
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to achieve five scenarios with different percentages (10%, 30%, 50%, 80%, 100%) of

differential edges. Error term ε is drawn from independent standard normal distribu-

tion. For comparison, we apply the Bayesian linear model selection method, SSVS

(George and McCulloch, 1993b) separately to each group.

In Figure 4.4, we plot the FDR and MCC of GR and SSVS for different scenarios.

We do not show the TPR because it is nearly the same for the two methods (∼0.6

across five scenarios). Overall, GR performs better than SSVS. This is expected since

GR is a joint approach that pools together the information from two groups while

SSVS makes separate estimation for each group and is deemed to lose efficiency. Not

surprisingly, as the percentage of differential edges increases, the performance of SSVS

gets closer to that of GR. When the two groups have completely different edge sets,

SSVS slightly outperforms GR.

General graphical regression. In this example, we compare GR with BVCM in terms

of both edge and covariate selection when covariates contain both continuous and

discrete variables. We let n = 200, p = 50 and consider two scenarios: (1) q = r = 2

and (2) q = r = 3. The sparsity of the edge-covariate relationship is assumed to be

0.015, i.e. γ ∼ Bernoulli(0.015). The non-zero discrete covariate effect φ is gener-

ated from standard normal distribution and the function f(·) of significant continuous

covariates is either linear or nonlinear with equal probability. And nonlinear func-

tions are further randomly selected from: f(x) = sin(8π/7x), f(x) = sin(4π/7x),

f(x) = exp(x) − 1 and f(x) = x2 − 1. The continuous covariates w are drawn from

standard normal distribution and the discrete covariates z are randomly generated

from {0, 1, 2}.

In Table 4.2, we calculate TPR, FDR and MCC for selection of continuous covari-

ates (with prefix c), discrete covariates (with prefix d) and network edges (with prefix
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Figure 4.4 : MCC (solid lines) and FDR (dashed lines) are plotted against percentages
of differential edges. The triangle markers represent GR and the circle markers rep-
resent SSVS. We do not plot the TPR which is nearly the same for the two methods
(around 0.6).
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Table 4.2 : Networks with n = 200, p = 50. Prefixes: c-continuous (covariates), d-
discrete (covariates), e-edge, p-predictive network. The numbers are calculated based
on 50 repetitions and the standard deviations are given within parentheses.

q = r = 2 q = r = 3
GR BVCM GR BVCM

cTPR 0.967 (0.024) 0.985 (0.017) 0.955 (0.026) 0.989 (0.012)
cFDR 0.336 (0.056) 0.303 (0.041) 0.490 (0.039) 0.467 (0.065)
cMCC 0.797 (0.037) 0.825 (0.026) 0.691 (0.031) 0.719 (0.051)
dTPR 0.770 (0.068) 0.826 (0.060) 0.769 (0.039) 0.828 (0.025)
dFDR 0.128 (0.058) 0.143 (0.078) 0.169 (0.049) 0.202 (0.080)
dMCC 0.817 (0.053) 0.838 (0.052) 0.796 (0.035) 0.809 (0.047)
eTPR 0.895 (0.031) 0.985 (0.012) 0.854 (0.029) 0.988 (0.007)
eFDR 0.120 (0.027) 0.398 (0.030) 0.180 (0.033) 0.555 (0.038)
eMCC 0.881 (0.024) 0.755 (0.022) 0.823 (0.023) 0.626 (0.033)
pTPR 0.889 (0.031) - 0.851 (0.029) -
pFDR 0.115 (0.027) - 0.175 (0.034) -
pMCC 0.880 (0.023) - 0.824 (0.023) -

e). For both scenarios, the difference in covariate selection between GR and BVCM is

almost negligible and can be explained by the trade-off between TPR and FDR. But

in terms of edge selection, GR outperforms BVCM. For example, the eMCC for GR

and BVCM are 0.823 and 0.626, respectively. Moreover, GR is capable of predicting

network for new observations. We generate an independent testing data w∗ and z∗

with sample size 200. As shown in Table 4.2, the performance of prediction with

testing data is nearly the same as estimation with training data.

4.4.3 Sensitivity Analysis

In this section, we conduct a sensitivity analysis on the choice of hyperparameters

(at, bt) = (0, 1), (aσ, bσ) = (10−4, 10−4), (av, bv) = (5, 100), (aω, bω) = (0.5, 0.5), v0 =
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2.5×10−4 as specified at the beginning of Section 4.4. We consider GR with q = r = 3

as in Section 4.4.2 and the results (Table 4.3) show that our approach is insensitive

to the choice of hyperparameters.

4.5 Applications

Multiple myeloma (MM), a late stage B cell malignancy in bone marrow, is esti-

mated to have over 26,000 new cases and 11,000 deaths in the US in 2015 (Siegel

et al., 2015). According to the International Staging System (ISS, Greipp et al. 2005),

MM is classified into three stages by two important prognostic factors, serum beta-2

microglobulin (Sβ2M) and serum albumin: stage I, Sβ2M < 3.5 mg/L and serum

albumin ≥ 3.5 g/dL; stage II, neither stage I nor III; and stage III, Sβ2M ≥ 5.5

mg/L. MM is known to exhibit great genomic heterogeneity and therefore many cur-

rent research efforts have shifted their focus from traditional therapies to precision

medicine for MM patients based on genomically defined pathways (Lohr et al., 2014).

Our data consist of gene expressions and matched clinical information collected by

Multiple Myeloma Research Consortium (MMRC), which can be downloaded from

Multiple Myeloma Genomic Portal (https://www.broadinstitute.org/mmgp/home).

We focus on the genes mapped to the five critical signaling pathways identified by

previous MM studies (Boyd et al., 2011): (1) Ras/Raf/MEK/MAPK pathway, (2)

JAK/STAT3 pathway, (3) PI3K/AKT/mTOR pathway, (4) NF-κB pathway and

(5) WNT/β-catenin pathway. After removing samples with missing values, we have

n = 154 samples and p = 48 genes with q = 2 continuous covariates. In this case

study, we aim to investigate topological changes in these pathways and construct

personalized (patient-level) genomic pathways by integrating the prognostic factors,

Sβ2M and serum albumin.
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Table 4.3 : Sensitivity analysis. The default settings are (at, bt) = (0, 1), (aσ, bσ) =
(10−4, 10−4), (av, bv) = (5, 100), (aω, bω) = (0.5, 0.5), v0 = 2.5× 10−4.

(at, bt) (aσ, bσ) (av, bv) (aω, bω) v0

(0, 1.5) (10−3, 10−3) (3, 80) (0.1, 0.9) 2.5× 10−3

cTPR 0.924 (0.037) 0.963 (0.026) 0.947 (0.027) 0.915 (0.041) 0.995 (0.009)
cFDR 0.525 (0.049) 0.485 (0.051) 0.477 (0.043) 0.496 (0.047) 0.551 (0.053)
cMCC 0.655 (0.042) 0.698 (0.040) 0.697 (0.034) 0.672 (0.037) 0.660 (0.045)
dTPR 0.719 (0.042) 0.777 (0.042) 0.763 (0.038) 0.706 (0.055) 0.842 (0.029)
dFDR 0.189 (0.059) 0.165 (0.052) 0.160 (0.056) 0.173 (0.057) 0.230 (0.074)
dMCC 0.760 (0.040) 0.802 (0.039) 0.797 (0.036) 0.760 (0.046) 0.801 (0.047)
eTPR 0.787 (0.036) 0.859 (0.026) 0.844 (0.027) 0.798 (0.039) 0.914 (0.015)
eFDR 0.175 (0.033) 0.181 (0.032) 0.172 (0.034) 0.183 (0.031) 0.203 (0.039)
eMCC 0.790 (0.027) 0.825 (0.026) 0.822 (0.026) 0.792 (0.027) 0.840 (0.025)
pTPR 0.785 (0.037) 0.856 (0.026) 0.841 (0.027) 0.796 (0.039) 0.912 (0.015)
pFDR 0.170 (0.033) 0.176 (0.033) 0.169 (0.034) 0.179 (0.031) 0.206 (0.045)
pMCC 0.791 (0.027) 0.826 (0.025) 0.822 (0.025) 0.793 (0.028) 0.838 (0.028)

(0, 0.8) (10−5, 10−5) (8, 120) (0.9, 0.1) 2.5× 10−5

cTPR 0.972 (0.021) 0.956 (0.029) 0.975 (0.018) 0.958 (0.024) 0.908 (0.038)
cFDR 0.475 (0.050) 0.491 (0.044) 0.509 (0.045) 0.501 (0.048) 0.546 (0.053)
cMCC 0.708 (0.036) 0.691 (0.034) 0.685 (0.035) 0.684 (0.037) 0.633 (0.045)
dTPR 0.798 (0.039) 0.771 (0.037) 0.808 (0.032) 0.777 (0.046) 0.679 (0.052)
dFDR 0.167 (0.044) 0.176 (0.054) 0.190 (0.055) 0.186 (0.059) 0.219 (0.049)
dMCC 0.812 (0.031) 0.793 (0.038) 0.805 (0.035) 0.791 (0.042) 0.723 (0.039)
eTPR 0.887 (0.021) 0.854 (0.023) 0.884 (0.020) 0.859 (0.027) 0.779 (0.032)
eFDR 0.193 (0.033) 0.182 (0.035) 0.187 (0.032) 0.179 (0.029) 0.217 (0.034)
eMCC 0.833 (0.020) 0.822 (0.023) 0.835 (0.020) 0.826 (0.023) 0.763 (0.026)
pTPR 0.884 (0.022) 0.851 (0.023) 0.880 (0.020) 0.855 (0.026) 0.775 (0.032)
pFDR 0.189 (0.033) 0.177 (0.035) 0.183 (0.032) 0.174 (0.029) 0.211 (0.034)
pMCC 0.833 (0.021) 0.823 (0.023) 0.835 (0.021) 0.827 (0.023) 0.764 (0.026)
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We can define a prior ordering of genes from the reference signaling pathway for

MM (Boyd et al., 2011). We run two separate MCMCs, each with 500,000 iterations,

discard first 50% as burn-in and thin the chains by taking every 25th sample. The

Markov chains exhibits good mixing by MCMC diagnostics (details provided in Ap-

pendix 4.D).

The inferred network is shown in Figure 4.5. We found

• 38 positive constant edges/effects (solid lines): µhj > th, α
0
hjk = 0,α∗hjk = 0 for

all k = 1, . . . , q.

• 20 negative constant effects (dashed lines): µhj < −th, α0
hjk = 0,α∗hjk = 0 for

all k = 1, . . . , q.

• 2 linearly-varying effects (dotted lines): α0
hjk 6= 0 for some k and |θhj(wi)| > th

for some i.

• 9 nonlinearly-varying effects (waves): α∗hjk 6= 0 for some k and |θhj(wi)| > th

for some i.

The thickness of solid and dashed lines is proportional to its posterior probability

and the node size is proportional to its degree. Some regulatory relationships are

consistent with the existing biological literature. For example, NRAS/HRAS ac-

tivating MAP2K2 is part of the well known MAPK cascades which participate in

the regulation of fundamental cellular functions including proliferation, survival and

differentiation. Mutated regulation is a necessary step in the development of many

cancers (Roberts and Der, 2007). We also observe that IL6R activates PIK3R1, which

together with its induced PI3K/AKT pathway plays a key role in protection against

apoptosis and proliferation of MM cells (Hideshima et al., 2001). Moreover, we found
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two driver/hub genes (degree≥ 8, hexagons in Figure 4.5), FLT4 and MAP2K3 with

degrees 9 and 8, both of which play important roles in MM. FLT4, also known as

VEGFR3, is responsible for angiogenesis for MM (Kumar et al., 2003) and MAP2K3

contributes to the development of MM through MAPK cascades (Leow et al., 2013).

In Figure 4.6, we present 9 nonlinearly varying effects. Three of them (top panels)

vary with serum albumin and the rest vary with Sβ2M. Fitted curve with 95% cred-

ible bands are shown on the top portion and posterior edge inclusion probabilities

are shown on the bottom portion. Red lines and curves indicate when the effect is

significant. Some of these regulatory relationships are noteworthy. For example, we

observe an interesting trend between HRAS and AKT1 (bottom left panel of Figure

4.6). It has been found that RAS has the potential for activating PI3K/AKT sig-

naling pathway in MM (Rodriguez et al., 1994; Hu et al., 2003). Our study shows

that HRAS activates AKT1 when Sβ2M< 2.64 or Sβ2M> 5.70 but the regulatory

relationship is almost negligible when Sβ2M∈ (2.64, 5.70) which is close to the inter-

val (3.5, 5.5) that is used for staging and corresponds to Stage II MM. In addition,

we also found some interesting connections for linearly varying effects (Figure 4.7).

Many studies in MM had revealed the importance of NF-κB activation whose in-

hibitor NFKBIA is degraded by TNFRSF (Hideshima et al., 2002; Silke and Brink,

2010). Our analysis (left panel of Figure 4.7) confirms the regulatory relationship

between TNFRSF13B (a member of TNFRSF) and NFKBIA. Interestingly, the sign

of the regulation switches at around the cutoff (3.5 g/dL) of serum albumin between

stages I and II and as expected, with serum albumin becomes higher which suggests

more advanced MM, the inactivation gets stronger.

We provide six personalized (sub-)networks corresponding to different realizations

of the covariates in Figure 4.8, two for each cancer stage. The prognostic factor levels
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are shown as black dot on the left and the background is color coded according to

cancer stage: white (stage I), grey (stage II) and black (stage III). Edges affected by

Sβ2M are represented in solid lines; those affected by serum albumin are in dashed

lines. The dotted lines are constant edges. Potentially, personalized networks may

aid in developing precision medicine that targets signaling pathways.

In addition, using R package shiny (Chang et al., 2015), we develop an interac-

tive web application (available at https://nystat.shinyapps.io/MMCR-app) to better

visualize the varying structure of the network. The application interactively displays

the varying sub-network in response to user’s input on desired values of Sβ2M and

serum albumin; a feature enabled by graph structure prediction. We provide several

screenshots of the application in the Appendix 4.E.

We hope to assess the contribution of Sβ2M and serum albumin to the varying

network. Let

πhj =

∑n
i=1 p(wi)p(βhj(wi) 6= 0|x,wi)∑n

i=1 p(wi)
,

for h = 1, . . . , p−1, j = h+1, . . . , p where p(wi) is the empirical density of covariates

wi. Intuitively, πhj is the “population-level” marginal posterior inclusion probability

of edge h ← j with subject-level covariates wi integrated out and
∑p−1

h=1

∑p
j=h+1 πhj

is the total posterior edge inclusion probability. Then the contribution C1 (Sβ2M)

and C2 (serum albumin) can be quantified by the ad-hoc scores

Ck =

∑p−1
h=1

∑p
j=h+1 πhjPr({α0

hjk 6= 0} ∪ {α∗hjk 6= 0}|x)∑p−1
h=1

∑p
j=h+1 πhj

for k = 1, 2 which can be roughly interpreted as the proportion of total posterior

edge inclusion probability explained by Sβ2M or serum albumin. The resulting scores

are C1 = 6.5% and C2 = 5.9%, i.e. 6.5% (5.9%) of total posterior edge inclusion
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probability is explained by Sβ2M (serum albumin).

4.6 Discussion

We have introduced a novel class of graphical models, GR, to estimate varying struc-

ture networks by incorporating additional covariates. We assume the relationships

between edges and covariates are sparse and could be nonlinear. Our thresholded

prior on covariate effects is equivalent to a mixture of a unit point mass and a non-

local prior. Under the special case where covariates are discrete, we show the model

selection consistency under such prior. Empirically, GR exhibits good performance

compared to VCM. We apply GR to MM gene expression data taking important

prognostic factors as covariates which reveals several interesting findings including

the subject/patient-specific networks. We note that GR should be distinguished

from the covariate-adjusted undirected graphical models (Yin and Li, 2011) where

the mean is linear in covariates but the precision matrix is constant.

GR assumes a prior ordering of the nodes, which could be thought as one lim-

itation of our model. However, it is a common assumption of many recent DAG

approaches (Shojaie and Michailidis, 2010; Altomare et al., 2013; Ni et al., 2015)

in which they discussed misspecification of ordering in detail. When the ordering

is completely unknown a priori, one may want to fit an undirected graph instead.

A straitghtforward way to apply GR in undirected graphs is through neighborhood

selection (Meinshausen and Bühlmann, 2006): each node is regressed on all other

nodes instead of its parent set and variable selection is applied to infer graph struc-

ture. The asymmetry is mediated by taking the union or intersection of the edges.

However, although asymptotically it is a legitimate procedure, there is no well-defined

joint distribution and hence posterior distribution for finite samples because of the
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Figure 4.6 : Nonlinearly varying effects. Top three panels: CIFs vary with serum
albumin. Bottom six panels: CIFs vary with Sβ2M. For each panel, fitted curve
(solid) with 95% credible bands (dashed) are shown on the top portion and marginal
posterior inclusion probabilities are shown on the bottom portion. Blue horizontal
line is the 0.5 probability cutoff. Red lines and curves indicate significant coefficient.
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Figure 4.7 : Linearly varying effects. Fitted curve (solid) with 95% credible bands
(dashed) are shown on the top portion and marginal posterior inclusion probabilities
are shown on the bottom portion. Blue horizontal line is the 0.5 probability cutoff.
Red lines and curves indicate significant coefficient.

asymmetry. Therefore, we can only obtain a point estimator based on marginal distri-

bution of GR but are not able to compute the posterior distribution. An alternative

approach might be focusing on decomposable graph. With this assumption, an undi-

rected graph can be equivalently modeled as a DAG given a perfect ordering (Stingo

and Marchetti, 2015). However, in the case of GR, it is not a trivial problem because

the perfect ordering may change across subjects. We plan to address this issue in our

future work. Another direction of future work can be developing theoretical prop-

erty of GR when covariates are continuous. One difficulty is the singularity of joint

distribution of θhj(w, z), which we hope to circumvent in the future.
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Figure 4.8 : Sub-networks with varying structure. The prognostic factor levels are
shown as black dot on the left panel for each plot together with their kernel density
(Sβ2M on x-axis and serum albumin on y-axis). The background is color coded
according to cancer stage: white (stage I), grey (stage II) and black (stage III). Edges
affected by Sβ2M are represented in solid lines; those affected by serum albumin are
in dashed lines. The dotted lines are constant edges. The edge width is proportional
to its posterior probability.
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Appendices

4.A: MCMC Sampler

In this section, we present the posterior inference procedure for GR. At each iteration,

each parameter is updated by Gibbs sampler. When the full conditional distribution

is not available in closed form, we update it through a Metropolis step. The MCMC

sampler goes as follows.

Algorithm

(1) Update ηhjk by Metropolis.

(2) Update m
(i)
hjk by Gibbs: p(m

(i)
hjk = 1|ξ(i)

hjk) = 1

1+exp(−2ξ
(i)
hjk)

.

(3) Update ξhjk in blocks by Metropolis.

- rescale ηhjk and ξhjk: ξhjk → ξhjk/ξ̄hjk and ηhjk → ηhjk ∗ ξ̄hjk with ξ̄hjk =∑d
i=1 |ξ

(i)
hjk|/d.

(4) Update thj by Metropolis.

(5) Update vhjk by Gibbs: p(vhjk|ηhjk, γhjk) = IG(av + 1
2
, bv +

η2
hjk

2γhjk
).

(6) Update γhjk by Gibbs:
p(γhjk=1|ηhjk,vhjk,ρh)

p(γhjk=v0|ηhjk,vhjk,ρh)
=
√
v0ρh

1−ρh
exp

{
(1−v0)η2

hjk

2v0vhjk

}
(7) Update ρh by Gibbs: ρh|γhjk ∼ Beta(aρ +

∑
h,j δ1(γhjk), bρ +

∑
h,j δv0(γhjk))

(8) Update σ2
h by Gibbs: σ2

h|· ∼ IG(aσ+n/2, bσ+ SSEh
2

) where SSEh =
∑n

i=1(xih−∑p
j=h+1 xijβij(ui))

2
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4.B: Proof of Proposition 4.1

The conditional density of β|t is given by

p(β|t) = Pθ(|θ| ≤ t)δ0(β) + pθ(β)I(|β| > t).

Integrating out t with respect to pt(t)

p(β) =

∫
p(β|t)pt(t)dt

= Et[Pθ(|θ| ≤ t)]δ0(β) + pθ(β)Pt(t < |β|)

= Et[Pθ(|θ| ≤ t)]δ0(β) + Et[Pθ(|θ| > t)]pθ(β)
Pt(t < |β|)

Et[Pθ(|θ| > t)]

≡ Et[Pθ(|θ| ≤ t)]δ0(β) + Et[Pθ(|θ| > t)]p1(β)

Given pθ(·) is bounded near 0 and Pt(t = 0) = 0, obviously p1(β)→ 0 as β → 0. The

proof is completed by noticing the last equation is the marginal density of (4.8).

4.C: Regularity Conditions for Corollary 4.2

Following the notations used in Shin et al. (2015), we let kh generically denote any

model for the hth regression and x̃kh denote the corresponding design matrix. Let x̃0
h

be the design matrix of the true model for the hth regression and h0 be the number

of its columns. We restrict our attention to models with maximum size q
(n)
h for the

hth regression. Let λl(A) denote the lth largest nonzero eigenvalue of matrix A and

let λkh∗ = min
1≤l≤min(n,|kh|)

λl

(
x̃kT
h x̃k

h

n

)
. Regularity conditions for Corollary 4.2 are given

by

(A1) log p = O(nα) for some α ∈ (0, 1).
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(A2) log p ≺ τ
(n,p)
h ≺ n for h = 1, . . . , p− 1 .

(A3) q
(n)
h ≺ n

τ
(n,p)
h

for h = 1, . . . , p− 1.

(A4)
τ

(n,p)
h

n
≺ min
kh:|kh|≤q

(n)
h

λkh∗ for h = 1, . . . , p− 1.

(A5) C0 < λj(
x̃0T
h x̃0

h

n
) < C1 for h = 1, . . . , p − 1, j = 1, . . . , h0 and some constants

C0, C1 > 0.

4.D: MCMC Diagnostics

In this section, we provide MCMC convergence diagnostics for Multiple Myeloma

data analysis. We calculate Gelman-Rubin potential scale reduction factor (PSRF,

Gelman and Rubin 1992) for continuous parameters and Pearson correlation coeffi-

cient of posterior probabilities for binary parameters. The chain is likely to converge

to its stationary region when both measures are close to one.

Case I. Continuous covariates: Sβ2M and serum albumin. The 95% ranges of PSRF

for µ, α0, α∗, t, σ2 are (1.000, 1.018), (1.000, 1.001), (1.000, 1.004), (1.000, 1.128), (1.000, 1.181),

respectively. And the correlations for γµ, γα0 , γα∗ are 0.907, 0.997, 0.982, respectively.

One randomly chosen trace plot is given in Figure 4.9(a).

Case II. Discrete covariate: cancer stage. The 95% ranges of PSRF for µ, φ, t, σ2 are

(1.000, 1.004), (1.000, 1.001), (1.000, 1.011), (1.000, 1.010), respectively. And the cor-

relations for γµ and γφ are 0.996 and 0.989, respectively. One randomly chosen trace

plot is given in Figure 4.9(b).

All diagnostics imply the chains have converged to stationary region.
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Iterations

(a) Case I

Iterations

(b) Case II

Figure 4.9 : MCMC diagnostics. Two randomly chosen trace plots from (a) Case I
and (b) Case II.

4.E: Screenshots of Web Application

In Figure 4.10, we provide two screeshots of the interactive web application that we

develop to better visualize the varying structure of the network.



149

Figure 4.10 : Screenshots of the web application.
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Chapter 5

Conclusions and discussion

In this thesis, we have proposed three modern graphical model methodologies to

analyze complex high-dimensional genomic/health data with various characteristics

including non-linearity, multi-dimensionality and heterogeneity. Our approaches are

fully Bayesian in the sense that each of the unknown quantity, such as parameters

and graphs, is assigned a prior distribution which accounts for the uncertainty in data

generating process, parameter estimation or model selection. Quantifying all sources

of uncertainty is important especially in the context of high-dimensional data with

limited sample size, because several graphs/models may explain the data equally well

and hence point estimators are often not adequate. Under a Bayesian framework,

we can derive the posterior distribution of the quantity of interest from which the

statistical inference (e.g. point estimator, credible interval and hypothesis testing)

can be carried out in a straightforward manner.

We have demonstrated the strength of the proposed methods in identifying driver

genes/proteins in multiple cancers which can be potential targets for novel therapies.

Besides, the nonlinear regulatory relationships found in Chapter 2 may suggest some

dynamic patterns of interactions between genes in glioblastoma even though our data

is static. Also in Chapter 3, by integrating data across different experimental condi-

tions, we found key proteins that are responsible for tumor proliferation, apoptosis,

angiogenesis and metastasis in ovarian cancer. More interestingly, in Chapter 4, we

construct patient-specific gene regulatory networks in multiple myeloma and moni-
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tor changes in the topology of networks as a function of patients’ prognostic factors,

which may assist in developing precision medicines that target specific pathways. Al-

though we focus on applications in cancer genomics and surveillance in this thesis,

our approaches are general and can be applied to other scientific settings where such

network-based inference is desirable.

The direction of the author’s future work includes developing graphical models as

well as general Bayesian methodology motivated by genomic and biological data.
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