


ABSTRACT

Statistical Approaches for Large-Scale and Complex Omics Data

by

Yusha Liu

In this thesis, we propose several novel statistical approaches to analyzing large-

scale and complex omics data. This thesis consists of three projects.

In the first project, with the goal of characterizing gene-level relationships between

DNA methylation and gene expression, we introduce a sequential penalized regression

approach to identify methylation-expression quantitative trait loci (methyl-eQTLs),

a term that we have coined to represent, for each gene and tissue type, a sparse

set of CpG loci best explaining gene expression and accompanying weights indicat-

ing direction and strength of association, which can be used to construct gene-level

methylation summaries that are maximally correlated with gene expression for use

in integrative models. Using TCGA and MD Anderson colorectal cohorts to build

and validate our models, we demonstrate our strategy explains expression variability

much better than commonly used integrative methods.

In the second project, we propose a unified Bayesian framework to perform quan-

tile regression on functional responses (FQR). Our approach represents functional

coefficients with basis functions to borrow strength from nearby locations, and places

a global-local shrinkage prior on the basis coefficients to achieve adaptive regulariza-

tion. We develop a scalable Gibbs sampler to implement the approach. Simulation

studies show that our method has superior performance against competing meth-



ods. We apply our method to a mass spectrometry dataset and identify proteomic

biomarkers of pancreatic cancer that were entirely missed by mean-regression based

approaches.

In the third project, we introduce a scalable, distributed strategy to perform FQR

that can account for intrafunctional dependence structures in the functional responses,

extending the previous project. This general distributed strategy first performs sepa-

rate quantile regression to compute M -estimators at each sampling location, and then

carries out estimation and inference for the entire coefficient functions by properly ex-

ploiting the uncertainty quantifications and dependence structures of M -estimators.

We derive a uniform Bahadur representation and a strong Gaussian approximation

result for the M -estimators on the discrete sampling grid, which are of independent

interest and provide theoretical justification for this distributed strategy. Some large

sample properties of the proposed coefficient function estimators are described.
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Chapter 1

Introduction

This dissertation studys two different research problems: (1) integrative analysis of

gene expression and DNA methylation data, and (2) quantile regression in the context

of functional response regression. In this chapter, we first give an introduction to

these two problems respectively, and then describe the organization of the remaining

chapters in this dissertation.

1.1 Introduction to Expression-Methylation Integration

1.1.1 Literature Review on Expression-Methylation Integration

DNA methylation involves the addition of a methyl group to cytosine residues, pre-

dominantly in the context of CpG dinucleotides in a DNA sequence. It is among the

best studied epigenetic modifications, plays an important role in the regulation of

gene transcription, and is associated with numerous key biological processes and dis-

eases. For example, hypomethylation of tumor enhancer genes and hypermethylation

of tumor suppressor genes have been implicated as key factors in many cancers.

Initial studies of methylation focused primarily on promoter-associated CpG is-

lands, which are CpG-rich short regions found within the promoter regions of 70%

human genes (Laurent et al., 2010) that are frequently linked with gene silencing.

However, with the advent of high-throughput DNA methylation profiling methods

that survey a more extensive set of CpG sites, it has become clear that the relation-

ship between DNA methylation and gene transcription is much more complicated than

previously expected (Teschendorff and Relton, 2018). For instance, the comprehen-

sive high-throughput array-based relative methylation analysis of human colon cancer
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methylome showed that methylation in CpG shores, flanking regions up to 2kb away

from CpG islands, is strongly related to gene expression (Irizarry et al., 2009). Exten-

sive positive correlations between gene body methylation and gene expression have

been observed and reported in multiple genome-wide studies of epigenomic and gene

expression data (Kulis et al., 2013). Moreover, recent studies have suggested regula-

tory roles for CpGs in distal elements such as enhancers (Aran et al., 2013; Kulis et al.,

2013; Wagner et al., 2014; Yao et al., 2015; Rhie et al., 2016). A joint analysis of the

relationship among DNA methylation, sequence variation and expression variation

from 62 primary fibroblast samples has found that among methylation-correlated

genes, more than one third show only correlation with distal CpG sites (Wagner

et al., 2014). A number of genome-wide correlation-based studies have demonstrated

a negative correlation between enhancer methylation and expression of the target

gene (Kulis et al., 2013). In particular, in a systematic analysis of distal methyla-

tion sites associated with gene expression in 58 human cell types, Aran et al. (2013)

concluded that enhancer methylation is even more predictive of gene expression than

promoter methylation. In fact, the negative correlation between enhancer methyla-

tion and target gene expression was exploited to infer the putative gene targets of

active enhancers and build tumor-specific enhancer-gene networks (Yao et al., 2015;

Rhie et al., 2016). These recent findings indicate that regulatory methylation sites

do not occur exclusively in CpG islands or gene promoters, and the effect of DNA

methylation on gene expression can depend strongly on the genomic location of the

CpG with respect to the gene body (Thingholm et al., 2016).

One simple approach to study the association of methylation and gene expression

is to look at CpG sites one at a time, e.g. by calculating Spearman or Pearson

correlations between gene expression and the methylation values of each CpG site in

some neighborhood of the gene, ideally expanding to the flanking regions outside the

gene body by at least several hundred kilobases to capture potential distal regulatory

elements (Aran et al., 2013). As shown in Figure 1.1, for the Illumina 450k array,
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there are often hundreds to thousands of CpGs inside or within ±500kb flanking

a gene. While this simple approach can reveal important insights, it might fail to

detect some of the true associations because the surveying of such a large number

CpGs per gene requires adjustment for multiple testing, and one-at-a-time analyses

ignore the fact that multiple methylation sites can work together to regulate gene

transcription in a coordinated manner rather than independently (Denis and Tadesse,

2015). Furthermore, given that nearby CpGs tend to be correlated with each other

(Leek et al., 2010), in most cases a one-CpG-at-a-time analysis will find a large number

of CpGs whose methylation is associated with expression, but not all are equally

important, and many are superfluous. It is likely that a small subset of these CpGs

have methylation that is functionally related to expression, and the others appear

to be related to expression only because of their correlation with the functionally

relevant CpGs. This suggests that it may be beneficial to look at multiple CpG sites

together, to identify a relatively small subset of CpGs most likely to be functionally

important.

Under the assumption that functional importance of a particular CpG is often

related to its relative location within or around the gene (Thingholm et al., 2016),

several studies (Brenet et al., 2011; Lou et al., 2014; Rhee et al., 2013; VanderKraats

et al., 2013; Schlosberg et al., 2017) have investigated the combinatorial effect of

methylation of different components of a transcription unit on gene expression, and

constructed quantitative models to predict gene expression based on methylation of

different genomic regions. Among these studies, Brenet et al. (2011) concluded that

compared to transcription start site (TSS), methylation in the first exon of a gene

is much more tightly associated with gene silencing. Lou et al. (2014) found that

while promoter and gene-body methylation are both indicative of gene expression,

the latter tends to have a stronger predictive effect, and combining the methylation

status in both regions leads to more accurate prediction of gene expression. With

methylation data measured at single-base resolution genome-wide, such as whole-
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Figure 1.1 : Distribution of the number of CpG probes located within 500kb of the gene region. For the

9,569 genes satisfying our selection criteria, the distribution of the number of CpG probes located within the gene

body or the flanking region of 500kb on either end from the 450K methylation array per gene is shown.

genome bisulfite sequencing, VanderKraats et al. (2013) and Schlosberg et al. (2017)

modeled the spatial patterns of differential methylation within a fixed window around

the TSS to predict expression changes, and found that gene-body methylation cannot

further improve predictive performance relative to the promoter methylation alone.

These studies look at general quantitative relationships between methylation of

different genomic regions and gene expression across the genome, but such general

relationships may not apply to all genes. Specific genes may have particular methyla-

tion characteristics, suggesting that gene-specific analyses of the relationship between

gene expression and methylation may be warranted. In addition, these studies do not

provide gene-specific lists of which CpGs are most important, nor do they provide

gene-level methylation summaries that could be used for integrative analyses. They

also ignore the fact that methylation patterns tend to vary significantly across tissue
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types (Jones, 2012), suggesting integrative analyses involving methylation be done

on a tissue-specific basis. Moreover, these methods limit their analyses to CpGs in

the gene body and very close to the gene body (1-2kb), whereas more distal CpGs,

e.g. in enhancer regions, can also have an important effect on expression. It is also

worth noting that methylation plays a fundamental role in regulating the expression

levels for some genes, while it is a much less important factor for others. These general

modeling approaches do not provide a summary of which genes are strongly regulated

by CpG methylation.

1.1.2 Multi-platform Integrative Analysis

With the increasing availability of multi-platform genomics and epigenomics datasets

in cancer and other diseases, researchers are interested in performing integrative anal-

yses relating the various platforms to each other, which have the potential to prioritize

discoveries that are most likely to be functionally relevant, or even reveal insights that

would be missed by analyses that only look at one platform at a time. For exam-

ple, many methylation studies have focused on the identification of tissue-specific

or cancer-specific differentially methylated regions. Compared to a CpG site that is

differentially methylated across tissue types but not associated with gene expression,

focusing on differentially methylated CpGs whose methylation is strongly correlated

with expression might lead to more meaningful results. Therefore, identifying a list

of CpGs associated with expression of a given gene would be helpful in guiding which

CpGs to focus in methylation studies.

Some researchers have developed unified modeling frameworks for integrative anal-

yses such as iBAG (integrative Bayesian Analysis of Genomics Data) (Wang et al.,

2012; Jennings et al., 2013) and iCluster (integrative clustering) (Shen et al., 2009),

which decompose gene expression into components explained by various upstream

genetic and epigenetic platforms such as copy number, methylation, and miRNA,

and then incorporate these components as predictors in a clinical model. Integra-
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tive models like iBAG and iCluster require calculation of gene-level summaries for

each genomic platform. For a platform such as copy number, it is relatively easy to

come up with a reasonable strategy for computing gene level summaries (e.g. average

copy number in coding region of gene), but a simple strategy like this may not work

well for platforms like methylation that affect expression in more complex and subtle

ways. In existing literature, we have encountered two strategies for constructing gene-

level methylation summaries: (1) computing the average methylation level across all

probes located in the gene’s promoter region, or (2) using the methylation level for

the single probe that appears to be most negatively correlated with gene expression.

While reasonable, both of these strategies appear to be simplistic and could miss the

most important epigenetic effects for a given gene.

1.1.3 Motivating Example: AREG and EREG

The insufficiency of summarizing gene-level methylation by these commonly used

strategies in the literature is clearly demonstrated in a study of methylation and

expression of the genes EREG and AREG in colorectal cancer (CRC) which motivated

this work (Lee et al., 2016). It was hypothesized that (a) higher gene expression

of EREG and AREG, which encode EGFR ligands epiregulin and amphiregulin, is

associated with increased sensitivity to anti-EGFR therapy, and (b) this expression is

largely modulated by methylation. Initially, their integrative analysis of methylation

and expression focused on the single CpG site within the promoter region of each gene

that was most negatively correlated with gene expression using a pan-cancer analysis

spanning all cancers in The Cancer Genome Atlas (TCGA). Fitting the iBAG model

to this data, 57% ∼ 65% of expression variability was explained by methylation for

EREG, while for AREG, surprisingly less than 10% of gene expression was found

to be explained by methylation in the CRC samples. Upon further examination,

cg03244277 was the CpG site whose methylation was most correlated with expression

when looking across all cancers, but for CRC the methylation at this site had very
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little association with AREG expression. However, the methylation for two other

sites, cg02334660 and cg26611070, had strong association with AREG expression

(34% and 35% of expression variability explained, respectively) in CRC, and one

of these markers was located in the gene body of AREG, not the promoter region.

This demonstrated that (1) functionally important methylation can vary across cancer

types, (2) not all important methylation occurs in the promoter region of the gene, and

(3) the choice of any single CpG to represent methylation level for a given gene has the

potential to miss important signals. Together, these suggest a more comprehensive

approach looking at multiple CpG sites is warranted. If the original CpG derived

from the pan-cancer analysis was utilized, it would have resulted in an incorrect

conclusion that AREG, a clinically important gene for CRC, is not strongly regulated

by methylation. This motivated the development of a more comprehensive strategy

for studying associations of methylation and expression in a tissue-specific manner,

not restricting focus to promoter regions, and allowing for the potential of multiple

important CpG sites per gene, to ensure that important discoveries are not missed.

1.2 Introduction to Functional Quantile Regression

We first introduce the following two statistical terminologies (1) function-on-scalar

regression, and (2) quantile regression that are involved in the second research topic,

and then motivate the need to perform function-on-scalar quantile regression with a

mass spectrometry proteomics dataset.

1.2.1 Function-on-Scalar Regression

Function-on-scalar regression, which refers to the regression of functional responses on

a set of scalar predictors, has been extensively studied in the functional data analysis

literature; see Ramsay and Silverman (2005, 2007) and Morris (2015) for a thorough

review. A function-on-scalar regression model can be formulated as

Yi(t) = X ′i β(t) + ηi(t), i = 1, . . . , n, (1.1)
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where t is the functional index, Yi(t) is a functional response on a compact support

T ⊂ R1, ηi(t) is a residual process on T , Xi is a d×1 covariate vector in X ⊂ Rd, and

β(t) = (β1(t), . . . , βd(t))
′ is a d×1 vector of regression coefficient functions that relate

the covariates Xi with the response Yi(t) at location t. Without loss of generality,

we assume that T = [0, 1]. Existing work on the model (1.1) focused predominantly

on functional mean regression, where ηi(t) is assumed to be a zero-mean stochastic

process, and the conditional mean of Yi(t) can be modeled as X ′i β(t) for each t.

In practice, functional data are observed on discrete locations. In this dissertation,

we suppose a sample of n curves Y(t) = (Y1(t), . . . , Yn(t))′ are observed on a common

grid t = (t1, . . . , tT )′ in T , where the number of observations T per curve is allowed

to grow with n, and X is the associated n×d design matrix. Functional data that are

sampled at the same locations across subjects commonly arise in many fields these

days. Examples include high-throughput genomics data such as genome-wide DNA

methylation data (Lee and Morris, 2015) and copy number data (Baladandayutha-

pani et al., 2010) where t represents chromosomal locations, and neuroimaging data

such as event-related potentials (ERPs) (Zhu et al., 2018) where t represents time.

1.2.2 Quantile Regression

Quantile regression, first introduced by Koenker and Bassett Jr (1978), has been

widely used in many application areas to study the effect of predictor variables on a

given quantile level of the response, and can reveal important information about how

the entire distribution of response varies with predictors in ways that might not be

captured by mean regression. Traditionally, quantile regression is formulated as an

optimization problem in which the regression coefficients are estimated by minimizing

the check loss function (Koenker, 2005).

Recently, Bayesian quantile regression has gained a lot of attention, partly because

posterior samples can be used to perform Bayesian inference on any model parameter
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in a straightforward manner. A great variety of likelihoods have been proposed to

perform Bayesian quantile regression; see Lum and Gelfand (2012) and Yang et al.

(2016) for a comprehensive overview. Among them, Yang and He (2012) used the

empirical likelihood in a Bayesian framework, making it possible to model multi-

ple quantiles simultaneously and achieve efficiency gains through borrowing strength

across quantiles, and established the frequentist asymptotic validity of posterior in-

ference based on the empirical likelihood. Xi et al. (2016) extended this approach

to perform Bayesian variable selection in quantile regression by putting a spike-and-

slab prior on the regression coefficients. Among these likelihood options for Bayesian

quantile regression, asymmetric Laplace (AL) error distribution (Yu and Moyeed,

2001) is arguably the most widely used (Geraci and Bottai, 2006; Yue and Rue, 2011;

Lum and Gelfand, 2012), based on the fact that the maximization of an AL likelihood

is equivalent to the minimization of the check loss function.

1.2.3 Functional Quantile Regression

Motivating Example: Mass Spectrometry Proteomics Data

Mass Spectrometry Proteomics: The rapid advancement of molecular biotech-

nology has led to the ability to make large-scale molecular measurements using

high-throughput technologies at various molecular resolution levels, including DNA,

mRNA, epigenetic, metabolite, and protein levels. DNA and mRNA have been most

frequently studied, largely because nucleotide sequences are easier to study and an-

alyze in nature than proteins and metabolites. However, it is proteins, rather than

DNA or messenger RNA, that play a fundamental functional role in the molecular

processes underlying various diseases including cancer. As a result, there is great

interest in studying proteins directly and identifying proteomic biomarkers of cancer

that can potentially be used for early detection, new drug target identification and

precision medicine strategies.

Mass spectrometry is an analytical technique to survey a large number of different
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proteins, peptides, or metabolites in a biological sample by first ionizing the parti-

cles from the sample, then separating the ions based on their mass-to-charge ratio,

and detecting the ions and assembling them into a mass spectrum for each sample.

Commonly used ionization techniques for solid and liquid biological samples include

MALDI (matrix assisted laser desorption and ionization) and ESI (electrospray ion-

ization), and popular mass analyzers which separate charged particles include TOF

(time-of-flight) analyzer and quadrupole mass analyzers. Regardless of the ionization

and separation techniques used, the resulting mass spectrum is a highly spiky and

irregular function with many peaks, with the spectral intensity y(t) approximating

the relative abundance of a protein or peptide with the mass-to-charge ratio of t in the

given biological sample. To further enhance its capability for protein identification

and quantification, mass spectrometry is often used in tandem with liquid chromatog-

raphy, which first separates the proteomic sample through an LC column over a series

of elution times based on hydrophobicity or other physical properties before the mass

spectrometry procedure, resulting in 2D mass spectrometry data (LC-MS) with one

dimension representing elution time and the other dimension representing the mass-

to-charge ratio (Zhang et al., 2009; Liao et al., 2014).

Interpatient Heterogeneity and Pancreatic Cancer Proteomic Markers:

At the University of Texas M.D. Anderson Cancer Center, a study was conducted

using MALDI-TOF to discover potential proteomic markers of pancreatic cancer. In

this study, researchers collected the blood serum samples from 139 pancreatic cancer

patients and 117 normal controls and ran them on a MALDI-TOF mass spectrometer

to produce a mass spectrum for each sample (Koomen et al., 2005; Morris et al.,

2008). The left column of Figure 1.2 displays the raw spectrum of a pancreatic

cancer patient and a normal control from this dataset, which demonstrates the highly

spiky and irregular nature of mass spectrometry data. We also provide plots of a

random sample of individual spectra in Figure S1.1 in Chapter A to give readers an

idea of the characteristics of these functional data. The primary goal of this study
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is to identify proteins, represented by spectral regions, with differential abundance

between pancreatic cancer and normal samples, and potentially useful as diagnostic,

prognostic, or predictive biomarkers.

Figure 1.2 : Sample spectra from the pancreatic cancer dataset. The first column shows the raw spectrum

of a normal control (a) and a cancer patient (c) randomly chosen from the pancreatic cancer MALDI-TOF mass

spectrometry dataset. The second column displays the corresponding spectra of the normal control (b) and the

cancer patient (d) after preprocessing.

Classic approaches to analyzing mass spectrometry data depend on first perform-

ing peak detection, and then only analyzing the detected locations and sometimes

intensities of those peaks. For example, after applying a feature detection method

to identify m peaks for each of N spectra, these can be put together into an N ×m

matrix and analyzed to find which of the m features are associated with factors of

interest (cancer/normal). While this two-step approach seems intuitive and reason-

able, important proteomic differences across factors of interest might be missed if the

feature detection procedure in the first step fails to detect peaks corresponding to the

corresponding protein. An alternative to this feature extraction-based approach is to

model the entire mass spectra as functional data using functional data analysis tech-
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niques. Morris (2012) applied the wavelet-based functional mixed model introduced

by Morris and Carroll (2006) to this pancreatic cancer dataset to identify differen-

tially expressed regions between cancer and control in the range from t = 4, 000 to

t = 20, 000 Daltons, and flagged approximately 50% more significant spectral re-

gions than the more commonly used peak detection approach, suggesting that the

functional modeling approach can yield greater power for biomarker discovery.

As is the case for nearly all mass spectrometry analyses, both of these feature

extraction and functional data approaches utilize mean regression, in which the mean

expression levels are compared across groups. However, given the interpatient hetero-

geneity that is a hallmark of cancer, many potentially useful proteomic biomarkers

may have aberrant expression in only a small subset of cancer patients compared to

the normals. The cancer-normal differences in these cases may not be apparent in

the means, but would manifest in certain quantiles in the tail of the distribution.

To explore this possibility, we computed the difference in the mean and sample

quantiles between the cancer and normal groups for each spectral position between

5000D and 8000D in Figure 1.3(a). Note that in the region (5700D, 6000D), there

appear to be huge differences in the 90th percentile in the upper tail, while there is

little evidence of a difference in the median or mean. More closely inspecting one

location at 5764.1D, Figure 1.3(b) and (c) show a strongly right skewed pattern of

the spectral intensity distribution for the cancer cohort and a slightly left skewed

distribution with a similar mode for the normal cohort. This observation suggests

that a small subset of pancreatic cancer patients have much higher protein levels than

other patients and healthy controls at 5764.1D, but mean or median regression might

not be able to detect this important pattern. While these plots are suggestive of some

difference, formal statistical methods are needed to assess these potential differences,

and these methods need to account for the multiple testing problem inherent to these

high-dimensional data.
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Model Formulation of Function-on-Scalar Quantile Regression

In this dissertation, we study the function-on-scalar quantile regression model, which

involves quantile regression of functional responses on scalar predictors that we hence-

forth refer to as functional quantile regression (FQR). For a given quantile level τ ,

we assume that the stochastic process ηi(t) in model (1.1) has a zero τth quantile

for each t, so the conditional τth quantile of Yi(t) is equal to X ′i βτ (t). The residual

process ηi(t) captures the within-function dependence structure. We are interested in

estimating the coefficient functions βτ (t) that characterize the effect of covariates X

on the τth quantile of the functional response Y (t) at location t, and also constructing

their asymptotic simultaneous confidence bands based upon which we can carry out

statistical inference, while accounting for the within-function dependence structure.

Several statistical methods have been proposed in the literature to perform quan-

tile regression on functional data. Cai and Xu (2008) considered quantile regression

on time series data, which can be viewed as a special case n = 1 and T → ∞ in

the model (1.1). Wang et al. (2009) introduced a partially linear varying coefficient

model for quantile regression on sparse irregular longitudinal data, where the num-

ber of measurements T per subject does not diverge with the number of subjects n.

They developed a rank-score-based procedure to test whether a coefficient function

is constant over t, but did not address the issue of simultaneous band construction.

The functional linear array model proposed by Brockhaus et al. (2015) is a general

framework for functional regression that can be used to perform FQR if the check

loss function is used. However, this framework’s utilization of spline basis functions

and global L2 penalization may not work well for complex, irregular functions like

the mass spectrometry data here, and the FDboost fitting approach (Brockhaus and

Ruegamer, 2017) has scalability problems for high-dimensional functional responses.

New methods for performing functional response quantile regression are needed for

such data.
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1.3 Outline and Contributions of the Dissertation

The remainder of this dissertation is organized as follows. In Chapter 2, we intro-

duce a novel sequential penalized regression approach to integrating gene expression

and DNA methylation. More specifically, our proposed approach aims to identify

methylation-expression quantitative trait loci (methyl-eQTLs), a term that we have

coined to represent, for each gene and tissue type, a sparse set of CpG loci best ex-

plaining gene expression and accompanying weights indicating direction and strength

of association. Using TCGA and MD Anderson colorectal cohorts to build and vali-

date our models, we demonstrate our strategy better explains expression variability

than the commonly used gene-level methylation summaries in the literature. The

methyl-eQTLs identified by our approach can be used to construct gene-level methy-

lation summaries that are maximally correlated with gene expression for use in inte-

grative models, and produce a tissue-specific summary of which genes appear to be

strongly regulated by methylation.

In Chapter 3, we propose a unified Bayesian framework to perform functional

quantile regression. Our approach utilizes an asymmetric Laplace working likelihood,

represents the functional coefficients with basis representations which enable borrow-

ing of strength from nearby locations, and places a global-local shrinkage prior on the

basis coefficients to achieve adaptive regularization. Different types of basis transform

and continuous shrinkage priors can be used in our framework. A Gibbs sampler is

developed to generate posterior samples that can be used to perform Bayesian esti-

mation and inference while accounting for multiple testing. Our framework performs

quantile regression and coefficient regularization in a unified manner, allowing them

to inform each other and leading to improvement in performance over competing

methods as demonstrated by simulation studies. We also introduce an adjustment

procedure to the model to improve its frequentist properties of posterior inference.

For model tractability, the approach proposed in Chapter 3 assumes independent

residual errors across t, but observations from nearby functional locations are typically
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correlated. This independent error assumption may lead to conservative inference,

thus further efficiency and power gains are possible if within-function correlations

could be accommodated (Morris, 2017). In addition, we do not provide any theoretical

justification for the estimation and inferential procedure proposed in Chapter 3 based

on the asymmetric Laplace likelihood, which is generally not the true data likelihood.

In Chapter 4, we propose a distributed strategy to estimate the regression coefficient

functions βτ (t) in the FQR setting where T is allowed to grow with n, and also

derive their simultaneous confidence bands. Unlike Chapter 3, we do not make any

parametric assumptions on the residual process η(t). Instead, we merely require a mild

condition on its zero-crossing behavior in addition to several standard assumptions in

the quantile regression literature. Our proposed strategy is very easy to implement

and computationally scalable to high dimensional settings (T � n) with the use of

parallel computing, while capable of accounting for intrafunctional correlations in the

functional responses.



17

Chapter 2

Methylation-eQTL Analysis in Cancer Research

DNA methylation is a key epigenetic factor regulating gene expression. While promoter-

associated methylation has been extensively studied, recent publications have revealed

that functionally important methylation also occurs in intergenic and distal regions,

and varies across genes and tissue types. Given the growing importance of inter-

platform integrative genomic analyses, there is an urgent need to develop methods

to discover and characterize gene-level relationships between methylation and ex-

pression. We introduce a novel sequential penalized regression approach to identify

methylation-expression quantitative trait loci (methyl-eQTLs), a term that we have

coined to represent, for each gene and tissue type, a sparse set of CpG loci best ex-

plaining gene expression and accompanying weights indicating direction and strength

of association. Using TCGA and MD Anderson colorectal cohorts to build and vali-

date our models, we demonstrate our strategy better explains expression variability

than the commonly used gene-level methylation summaries in the literature. The

methyl-eQTLs identified by our approach can be used to construct gene-level methy-

lation summaries that are maximally correlated with gene expression for use in inte-

grative models, and produce a tissue-specific summary of which genes appear to be

strongly regulated by methylation. Our results introduce an important resource to

the biomedical community for integrative genomics analyses involving DNA methy-

lation. We produce a downloadable R Shiny app that presents methyl-eQTL results

for colorectal, breast, and pancreatic cancer.
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2.1 Introduction

To address the issues associated with integration of gene expression and DNA methy-

lation, as described in Chapter 1.1, we have developed a penalized regression ap-

proach to identify gene-specific methylation-expression quantitative trait loci (methyl-

eQTLs). As eQTL analysis has been extensively performed in human genetic studies

to identify genetic variants that explain gene expression, in our context, we coin

the term “methyl-eQTLs” to represent the methylation loci that are most strongly

associated with downstream gene expression. Methyl-eQTLs consist of a set of tissue-

specific CpG loci whose methylation levels best predict expression for each gene, and

corresponding weights that indicate the relative importance and direction of their

associations. We focus on cis methyl-eQTLs, which are CpG sites located within the

gene body or within ±500kb of the gene region, but utilize a sequential modeling

strategy that incorporates biological information from a global genome-wide analysis

performed to determine which CpGs are a priori most likely to be associated with ex-

pression based on their characteristics. Our model first selects among the CpGs most

likely to be functionally important based on their characteristics, and then considers

other CpGs afterwards. This strategy is likely to yield sparser sets of CpGs that

are also more likely to be functionally related to expression. Methyl-eQTLs can be

used to compute gene-specific methylation summaries that are maximally correlated

with gene expression, provide a gene-specific measure of percentage of expression vari-

ability explained by methylation status, and naturally produce gene-level summaries

usable for integrative analyses.

We first study methyl-eQTLs in the setting of CRC, using TCGA tumor samples

to build the models, and assessing the performance in terms of sparsity and ability to

explain expression variability using cross validation as well as an independent valida-

tion data set consisting of tumor samples from The University of Texas M.D. Ander-

son Cancer Center (MDACC). We also apply this approach to identify methyl-eQTLs

for breast cancer (BRCA) and pancreatic cancer (PAAD). Methyl-eQTL analysis is
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performed separately for each cancer since methylation patterns vary strongly across

tissue types (Jones, 2012), and as illustrated by our AREG/EREG example, global

modeling across all tissue types may miss out on relationships specific to a particular

tissue type. We develop a freely available Shiny App containing the methyl-eQTLs

of all genes in the genome for each of the 3 tumor types.

2.2 Material and Methods

2.2.1 Colorectal Cancer Data

Samples

We analyzed TCGA primary solid tumor samples in colon (COAD) or rectal (READ)

whose methylation data and matching gene expression data are both available, pooling

them as a CRC cohort. For patients with duplicate tumor samples, one of them was

randomly chosen. There are 369 samples in total. These data were used to fit our

model and find the methyl-eQTLs.

We used a cohort of 163 tumor samples from primary resection specimens from

colon or rectal cancer patients at MDACC to validate the methyl-eQTLs. For these

samples, both methylation data and gene expression data are available. These samples

were collected between 2001 and 2009, with 87% being stage 2 and 3 cancers, and

the remaining 13% stage 4. All samples had frozen tissue from primary resection

specimens stored and used for expression and methylation analyses.

DNA Methylation Data

We extracted DNA methylation data for TCGA samples using the R package “GeneSur-

vey” which can be accessed from GitHub; preprocessed DNA methylation data for

Integromics samples were available at MDACC. DNA methylation data for both co-

horts were generated from the Illumina Infinium HumanMethylation 450K BeadChip,

which measures methylation level of 482, 421 CpG sites across the genome (Bibikova
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et al., 2011). Methylation status is quantified by beta values, the ratio of background-

corrected methylated allele intensity to the sum of methylated and unmethylated allele

intensities at each CpG interrogation site (Du et al., 2010). Beta values range from

0 to 1, with 0 indicating no methylation of a CpG site at either allele, 1 indicating

methylation at both alleles. Possible batch effects have already been examined and

corrected for both cohorts. CpG probes which can be mapped to multiple genomic

locations or contain common SNPs (minor allele frequency ≥ 1%) at the CpG in-

terrogation sites are removed, leaving approximately 392, 000 CpG sites for further

analysis (Chen et al., 2013).

Gene Expression Data

For the TCGA cohort, we used the R package “GeneSurvey” to extract level 3

RNASeqV2 gene-level expression data, which were generated from the Illumina HiSeq

platform, quantitated by RSEM (RNA-seq by Expectation Maximization), and then

normalized across samples so that each sample has a fixed upper quartile value of

1000. In the “GeneSurvey” package, expression values are log-transformed, and pos-

sible batch effects have been checked and removed.

For the MDACC cohort, gene expression data were generated from Agilent mi-

croarrays. Loess based normalization was performed using the Agilent feature ex-

traction software with background subtraction, and batch effects were checked and

removed.

Chromatin State Annotation Data

The epigenome data generated from 17 primary solid tumor samples at MDACC were

used to annotate the chromatin states of CpGs (Orouji et al., 2018). Based on six

histone modification marks (H3K4me1, H3K4me3, H3K27ac, H3K79me2, H3K27me3

and H3K9me3), a ChromHMM model (Ernst and Kellis, 2010) was applied to model

chromatin states. A bin size of 200 bp and a fold threshold of 10 were used to segment



21

the genome and identify chromatin states. A 10-state model was selected among

multiple models that were analyzed to capture all major chromatin states that can

provide maximal definition throughout the genome. Based on the enrichment patterns

of combinatorial histone marks, functional annotations were assigned to each of the 10

chromatin states including active promoter state, active enhancer state, other actively

regulatory states as well as repressed states. These data were used to assess whether

the CpGs selected by our algorithm were enriched for any particular chromatin state.

Selection of Genes

The generic annotation file used in TCGA RNASeqV2 analysis was downloaded from

the TCGA portal to obtain structure annotation information for all genes and iso-

forms. The genomic coordinates are based on HG19 UCSC Gene standard track

(Dec 2009 version). There are 17, 627 genes whose expression data and methylation

are both available in R package “GeneSurvey”. The genes with low inter-individual

expression variation (median absolute deviation = 0) were removed from further anal-

ysis, leaving us with 14, 857 genes. While we conducted methyl-eQTL analysis for all

of these genes, for model comparison and interpretation we focused on 9, 569 genes

with 1) a single isoform; or 2) multiple isoforms with the same TSS and TES; or 3)

at least one major isoform whose expression value is very strongly correlated with

gene-level expression (Pearson correlation ≥ 0.85) across 369 TCGA samples.

2.2.2 Data of Other Cancer Types

We also applied our approach to find methyl-eQTLs using TCGA primary solid tumor

samples in pancreas or breast whose methylation data and matching gene expression

data are both available. For patients with duplicate tumor samples, one of them was

randomly chosen. There are 782 breast cancer samples and 178 pancreatic cancer

samples. We called the R package “GeneSurvey” to extract methylation and gene ex-

pression data, for which the sequencing platforms and data preprocessing procedures
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are exactly the same as TCGA CRC data. We used the same generic annotation file

as CRC, and also excluded genes with low inter-individual expression variation from

identification of methyl-eQTLs.

We downloaded reference epigenome data from the matched tissue type generated

by NIH Roadmap Epigenomics Program, and used an 18-state model learned by

ChromHMM for chromatin state annotation (Kundaje et al., 2015).

2.2.3 Identification of Methyl-eQTLs

Overview

Because methylation in distal regulatory elements may also be functionally related,

we considered all CpGs located up to 500kb upstream of TSS through 500kb down-

stream of TES as potentially important. Previous studies show that distal regulatory

elements are generally located within this neighborhood (Wagner et al., 2014; Aran

et al., 2013), so we decided not to consider more distant sites to reduce false positives.

Figure 1.1 shows that there are hundreds to thousands of CpGs located within

the 500kb neighborhood of each gene. The selection of important CpGs for each gene

can be cast as a linear regression variable selection problem. The lasso is a commonly

used variable selection technique that utilizes a L1-norm penalty on the regression

coefficients to provide a sparse solution (Tibshirani, 1996). The elastic net (Zou

and Hastie, 2005) is another alternative that utilizes a mixture of L1 and L2 penalty

and works well when many of the predictors are correlated, which tends to be the

case for methylation of nearby CpG sites (Leek et al., 2010). Both the lasso and the

elastic net consider all predictors equally in variable selection, while it is known that

certain CpGs sites are a priori more likely to be functionally important than others

depending on the CpG type and relative location to the gene body, as described in

Introduction. To incorporate such prior knowledge, we propose a sequential, two-step

variable selection approach. Our sequential lasso method implements lasso regression

in two steps, first considering CpG sites that are most likely to be associated with
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gene expression a priori, which are determined by a preliminary genome-wide study,

and then checking the rest of the CpG sites to see if any of those can further explain

the variability in gene expression.

Notation and Model

Let yik denote the gene expression data for individual i (i = 1, . . . , n) at gene k

(k = 1, . . . , K). Suppose that for gene k, there are Jk CpG probes located within the

gene body or in the flanking ±500kb on either end. Let xijk denote the methylation

beta value for individual i at CpG site j (j = 1, . . . , Jk) of gene k. A standard linear

regression model with independent and identically distributed Gaussian errors is as-

sumed to relate gene expression with methylation:

yik =

Jk∑
j=1

xijkβjk + εik, εik ∼ N(0, σ2
k).

Or equivalently, in matrix form:

yk = Xkβk + εk, εk ∼MVN(0, σ2
kIn×n). (2.1)

For gene k, our sequential lasso method performs variable selection among the Jk

associated CpG probes to identify a sparse subset whose methylation can best predict

expression. For these selected CpGs, the regression coefficients βjk can be interpreted

as weights that indicate the direction (positive or negative) and strength (absolute

magnitude) of the association between methylation at CpG site j and expression of

gene k.

Let zjk = (zjk1, zjk2, zjk3, zjk4, zjk5)′ denote epigenomic characteristics of CpG site

j associated with gene k, defined as follows:

1. zjk1 is a discrete variable denoting the location of the CpG site j relative to its

associated gene k, i.e., whether it is upstream, downstream, or within the gene

body.

2. zjk2 is a continuous variable denoting the distance of the CpG site j relative to
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its associated gene k, which is defined as follows:

(a) If the CpG site is upstream of the gene’s TSS, zjk2 is distance from the TSS;

(b) If the CpG site is downstream of the gene’s TES, zjk2 is distance from the

TES;

(c) If the CpG site is inside the gene, zjk2 is its relative distance from TSS to

TES, with zjk2 = 0 for TSS and zjk2 = 1 for TES.

3. zjk3 is a discrete variable coding the type of the CpG site j relative to CpG

island, i.e., whether it is located in a CpG island, a CpG shore, a CpG shelf, or

an open sea.

4. zjk4 is a discrete variable coding the size of the gene k, i.e., whether gene k is a

small gene (0− 20kb), medium gene (20− 80kb) or large gene (80− 500kb).

5. zjk5 is a discrete variable coding the marginal direction of association between

the CpG site j and the associated gene k. Let ρjk denote the Pearson cor-

relation between yk = (y1k, . . . , ynk)
′ and xjk = (x1jk, . . . , xnjk)

′. A CpG site

j is considered positively associated with expression of gene k if ρjk > 0 and

negatively associated if ρjk < 0.

Procedures

Step 1: A preliminary whole-genome analysis is conducted to build a model to esti-

mate the probability that a given CpG site is found to be associated with expression

based on its epigenomic characteristics zjk.

We accomplish this by first applying simple lasso regression of the expression data

on the methylation data of CpGs located within the gene body or 500kb on either end

for each gene k to get an estimate β̂k, then modeling the probability of selection by

lasso as a function of zjk (Wood, 2006), i.e., Pr(βjk 6= 0) = f(zjk). More specifically,

for a CpG site j associated with gene k, its probability of selection by lasso is modeled

as a smooth function of its relative location to the gene k, separately for each CpG

location (upstream/downstream/inside gene), type, gene size category, and whether
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methylation of this CpG is marginally positively or negatively correlated with the

target gene’s expression.

Step 2: For each gene k, lasso regression is applied to the methylation data of a subset

of CpG sites that are a priori most likely to be associated with gene expression based

on our model in Step 1.

A CpG j is considered a priori likely if f(zjk) > π for some threshold value π.

Separate thresholds π+ and π− are chosen for CpGs that are marginally positively or

negatively associated with expression. Let the set Sk index the CpG sites such that

f(zjk) > π+ for ρjk > 0 and f(zjk) > π− for ρjk < 0. As seen in the results, the

curves f have peaks at certain locations, and a tail that decays with distance from

the gene body to a flat tail region. Here, the threshold values are chosen such that

Sk includes the CpGs located near the major peaks and excludes the CpGs from the

relatively flat tails with low probability. Sensitivity analyses showed that our results

were not overly sensitive to the exact choice of threshold if this general principle is

followed.

Next, apply lasso regression to the expression data and the methylation data of

the selected CpG sites in Sk, i.e.,

β̂Sk = argmin
β

(yk −XSkβ)′ (yk −XSkβ) + λ1

∑
j∈Sk

|βj|.

The regularization parameter λ1 is chosen by 5-fold cross validation. Denote the

indices of the CpG sites with nonzero estimated coefficients among Sk byA1,k. Regress

yk on the methylation data in A1,k and get the residual vector ek.

Step 3: For each gene k, lasso regression is applied to methylation data of the rest

of the CpG sites not considered in Step 2.

Treating the residuals ek from Step 2 as the new response, apply lasso regression

to ek and the methylation data of the CpG sites in Sck = {1, . . . , Jk}\Sk, i.e.,

β̂Sck = argmin
β

(
ek −XSckβ

)′ (
ek −XSckβ

)
+ λ2

∑
j∈Sck

|βj|.
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The regularization parameter λ2 is once again chosen by 5-fold cross validation. De-

note the indices of the CpG sites with nonzero estimated coefficients among Sck by

A2,k.

Step 4: For each gene k, the regression model (2.1) is refitted by ridge regression

only for the CpGs selected in Step 2 and 3.

Apply ridge regression to expression data yk and the methylation data of CpG

sites in Ak = A1,k ∪ A2,k, i.e.,

β̂Ak = argmin
β

(yk −XAkβ)′ (yk −XAkβ) + λ3

∑
j∈Ak

β2
j .

The regularization parameter λ3 is again chosen by 5-fold cross validation. Refitting

the coefficients of CpG sites selected in Step 2 and 3 by ridge regression helps reduce

the bias in estimation of large coefficients that plagues lasso regression (Zou, 2006).

This sequential lasso procedure gives priority to the CpG sites with characteristics

that make them more likely to be selected as important based on information learned

from the whole-genome analysis by letting them be selected first, and then other CpGs

with characteristics that make them less likely to be important are only considered in

the second step. This has several key benefits. First, it tends to lead to a parsimonious

model that uses as few CpGs as possible in explaining the expression variability.

Second, if multiple CpGs are correlated with each other and with expression, our

approach will tend to select the one that is a priori more likely to be important (in

A1,k) based on its characteristics rather than just arbitrarily selecting one, as a single-

step lasso would do, which may make them more likely to be functionally important.

Together, these contribute to a model that is more likely to discover biologically

interpretable and reproducible results.

2.2.4 Calculation of Chromatin State Enrichment

We computed the fold enrichment of various chromatin states in the CpG sites selected

by sequential lasso. For a given CpG site, we assigned the most frequently predicted
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chromatin state among the 17 CRC tumor samples whose epigenomes were generated

at MDACC. Fold enrichment is defined as the ratio of odds of belonging to a particular

chromatin state for selected CpGs to the odds of belonging to a particular chromatin

state for unselected CpGs.

Note that the selection status of a CpG site depends on the gene it is associated

with, because a CpG site may be located in the gene body or within 500kb of the

TSS/TES for multiple genes. To calculate the fold enrichment of various chromatin

states, we collected the selection status of all associated CpG sites of the 4,598 genes

for which methylation is moderately or strongly associated with expression, so a CpG

site may be counted multiple times in both the numerator and denominator of the

definition above.

2.2.5 Gene-specific Methylation Scores

Given methyl-eQTLs, gene-specific methylation scores (GSMS) can be computed for

each subject that can serve as gene-level summary of methylation and be used in

graphical displays of methylation data or in integrative models to link different plat-

forms at the gene level. GSMS gives a summary of the degree of functionally relevant

methylation for a specific gene for a given subject.

For gene k, we rescale the predicted expression from the regression model ŷik =∑Jk
j=1 xijkβ̂jk for subject i (i = 1, . . . , n), using the sample mean µ̂k = n−1

∑n
i=1 ŷik and

standard deviation σ̂k =
√

(n− 1)−1
∑n

i=1(ŷik − µ̂k)2, to compute the methylation

score GSMSik = −(ŷik − µ̂k)/σ̂k. This rescaling puts the scores on a Z-score scale,

which is intuitive and interpretable to most researchers in identifying subjects with

unusually high and low levels of relevant methylation for this gene. The negative

sign means that higher values of GSMS correspond to lower gene expression. In

settings where the dominant signal is promoter methylation silencing the gene, this

allows high GSMS to correspond to high promoter methylation and gene silencing.

However, given that the relationship between CpG methylation and expression is
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not always this simple, care should be taken in interpreting these scores. Generally,

high GSMS means that the methylation profile for that subject predicts a decrease

in expression of the corresponding genes, while low GSMS means the methylation

profile predicts higher gene expression.

2.3 Results

2.3.1 Selection Probability Functions

Figure 2.1 shows the results of our genome-wide analysis of CpG selection probability

in terms of importance for predicting gene expression as a function of its relative loca-

tion to TSS and TES (transcription end site), CpG type and gene size, for methylation

sites positively or negatively correlated with gene expression.

The selection probability curves in Figure 2.1 reveal very interesting patterns.

First, selection probabilies are always much higher for methylation sites within or

very close to the gene body compared to more distant regions, where the selection

probability decreases monotonically and then reaches a plateau. This suggests that

functionally related CpG sites tend to concentrate around the gene body, as expected.

Second, a sharp peak occurs near the TSS in the probability curve for CpG sites whose

methylation levels are negatively associated with gene expression for all CpG types

and gene sizes. Again, this is not surprising, as one expects that methylation in

or near the promoter region of a gene should be associated with gene silencing. In

contrast, the selection probability curves for positively associated CpG sites do not

show this pattern, but instead show higher probabilities across the gene body, in most

cases highest near the TES. Third, when controlling for direction of association and

gene size, differences between the selection probability curves across CpG types are

evident. Methylation sites in CpG islands are least likely to be selected in all cases.

We formally tested if CpG sites are significantly more likely to be chosen for cer-

tain CpG types and locations. Preliminary analyses suggested that the relationships

among the CpG types varied across positively and negatively correlated CpG sites
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Figure 2.1 : Probability of selection as a function of a CpG’s epigenomic characteristics. Each subfigure

shows the probability that a CpG probe is selected (indicated by y-axis) as a function of its relative distance to the

TSS and TES of the associated gene (indicated by x-axis), CpG type (CpG island, CpG shore, CpG shelf, open sea),

gene size (small, medium, large), separately for CpGs negatively (top row) or positively (bottom row) associated with

gene expression.

and inside/outside the gene body, but not by more specific location or gene size, so

for simplicity we report analyses aggregating over these factors. The odds ratios of

selection for each pair of CpG types along with the corresponding p-values are shown

in Figure 2.2.

For positively correlated CpG sites, the ranking of selection probabilities in de-

creasing order is CpG shelf ≈ open sea > CpG shore > CpG island for locations

inside the gene, and open sea > CpG shelf > CpG shore > CpG island for locations

outside the gene.
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Figure 2.2 : Odds ratios of selection for each pair of CpG types. For every pair of CpG types, the odds ratios

of selection are shown for CpGs (A) inside the gene body and (B) outside the gene body. In each table, the odds ratio

of every pair of CpG types (CpG type in the column/row header as numerator/denominator) for positively correlated

CpGs are shown in the upper half; the odds ratio of every pair of CpG types (CpG type in the row/column header

as numerator/denominator) for negatively correlated CpGs are shown in the lower half. For example, for a positively

correlated CpG in the gene body, a CpG located in a shelf is 40% more likely to be selected than one from a CpG

shore (OR=1.40, p≤1e-4); for negatively correlated CpG sites in the gene body, a CpG located in the shelf is 18%

less likely to be selected than one from a CpG shore (OR=0.82, p=1e-4).
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For negatively correlated methylation sites, the ranking is CpG shore > CpG shelf

≈ open sea > CpG island for locations inside the gene, and open sea > CpG shore

> CpG shelf > CpG island for locations outside the gene.

Noted differences were statistically significant (p-value ≤ 10−4 corrected for mul-

tiple testing). In all cases, CpG sites in CpG islands were least likely to be selected

as important for predicting expression. Open seas were most likely to be selected for

positively correlated CpGs and all CpGs outside the gene body, while CpG shores

were most likely to be selected for negatively correlated CpGs within the gene body.

2.3.2 Comparison of Sequential Lasso with Other Methods

Next, we assessed the performance of our sequential lasso method relative to four

alternative methods for identifying methyl-eQTLs in terms of percent of expression

variability explained and model sparsity.

1. NegCor: Select the single CpG that is most negatively correlated with gene

expression among methylation sites within the gene body or up to 2kb upstream

of TSS.

2. AveProm: Use the average methylation level of CpGs located in a 2kb neigh-

borhood centered at TSS to correlate with expression.

3. Lasso: Apply lasso regression of expression data on methylation data of CpGs

located within the gene body or 500kb on either end.

4. Elastic net: Apply elastic net regression of expression data on methylation data

of CpGs located within the gene body or 500kb on either end.

Among these alternatives, NegCor and AveProm are widely adopted in integrative

studies to integrate methylation and gene expression, and the latter two are natural

statistical learning strategies that one might try, but to our knowledge have not been
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used for this purpose in existing literature. For lasso and elastic net, the tuning

parameters are chosen by 5-fold cross validation.

We applied all five methods to each of the 9, 569 genes satisfying the selection

criteria, and evaluated the performance of each method using 3-fold cross validation

on the TCGA cohort and independent validation on the MDACC cohort. For cross

validation, we calculated the Spearman correlation between the predicted and actual

gene expressions across 369 samples in the TCGA cohort. For independent valida-

tion, we first obtained the methyl-eQTLs from the TCGA data and used it to predict

the gene expressions for the MDACC integromics cohort, and then calculated the

Spearman correlation between the predicted and actual gene expressions. We used

Spearman correlations because the MDACC integromics cohort used a different plat-

form (Agilent) to measure gene expression than TCGA (RNAseq), leading to gene

expression measurements on different scales. To focus on genes with a reasonably

high percentage of expression variability explainable by methylation, for these com-

parisons our attention was restricted to the 4, 598 genes with a Spearman correlation

of at least 0.40 between the actual gene expressions and predicted expressions based

on 3-fold cross validation of the TCGA data using sequential lasso.

The distributions of Spearman correlations between actual and predicted expres-

sions of the 4, 598 genes for each method are shown in Figure 2.3B and 2.3C. Com-

paring the standard methods commonly used in the literature, the NegCor tends to

lead to significantly higher correlations than the AveProm, but all three penalized re-

gression approaches (lasso, sequential lasso and elastic net) have substantially better

predictive performance than both of these methods, suggesting that useful informa-

tion is lost by collapsing all methylation information into one single site per gene.

This difference is seen in both the TCGA data and the independent validation data.

Note that across all methods the Spearman correlations are lower in the independent

validation data set, which is at least partially due to the different gene expression

platforms.
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Figure 2.3 : Performance comparison of the sequential lasso with other alternative methods. For the 4,598

genes with a Spearman correlation of at least 0.40 between actual and predicted gene expressions using sequential

lasso in the TCGA cohort, the subfigures compare the performance of sequential lasso with lasso, elastic net, NegCor

and AveProm for identifying methyl-eQTLs in terms of model sparsity, as measured by the number of selected CpGs

in (A), and the ability to explain expression variability, as measured by the Spearman correlation between actual and

predicted gene expressions in the TCGA cohort in (B) and in the MDACC cohort in (C).

For the 3-fold cross validation of the TCGA data, the correlations for the three

penalized regression approaches are similar, with lasso and elastic net tending to

have slightly higher correlations (median = 0.564 for lasso; median = 0.573 for elastic

net) than sequential lasso (median = 0.541). However, this marginal improvement

is achieved at the cost of incorporating many more CpGs. Figure 2.3A contains

boxplots of the number of CpGs selected by each method. Sequential lasso selects a

much smaller number of CpGs than either lasso or elastic net. The median number of

CpGs selected by sequential lasso is 9, nearly two-thirds of the median for lasso (13)

and one-third of the median for elastic net (25). This demonstrates that sequential

lasso tends to give a more sparse and parsimonious set of important CpGs. For the

independent validation, the Spearman correlation distributions for sequential lasso
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(median = 0.380), lasso (median = 0.391) and elastic net (median = 0.395) are very

similar for the three penalized regression approaches, and again much higher than the

NegCor (median=0.196) or the AveProm (median=0.139).

There are 3,248,385 gene-CpG pairs for the selected 9,569 genes. Among them,

77,626 pairs (2.4%) are selected by sequential lasso, with 34,392 (44.3% of the se-

lected pairs) positively correlated and 43,234 (55.7% of the selected pairs) nega-

tively correlated with gene expression. Among these 9,569 genes, there are 7,441

genes (77.8%) for which at least one CpG outside the gene body is selected by

sequential lasso; 5,803/5,439/4,848/3,679 genes (60.6%/56.8%/50.7%/38.4%) whose

methyl-eQTLs identified by sequential lasso include at least one CpG located at least

100/200/300/400kb away from the gene body. Figure 2.4 shows the distribution of

Spearman correlations between actual and predicted expressions in the TCGA co-

hort using sequential lasso across all the 9,569 genes. Based on 3-fold cross validation

Spearman correlation, these 9,569 genes can be classified into 4 categories: 1) little

to no association between methylation and gene expression (correlation < 0.2; 2,807

genes) 2) very weak association between methylation and gene expression (correla-

tion 0.2 ∼ 0.4; 2,164 genes) 3) moderate association between methylation and gene

expression (correlation 0.4 ∼ 0.6; 3,124 genes) 4) very strong association between

methylation and gene expression (correlation ≥ 0.6; 1,474 genes). These may be use-

ful in identifying in a given context which genes appear to be strongly regulated by

cis methylation.

2.3.3 Enrichment of Chromatin States in Selected CpG Sites

Figure 2.5 shows the fold enrichment along with 95% confidence interval of different

chromatin states in the CpG sites identified by the sequential lasso from the 4,598

genes with a moderate or strong association between methylation and expression. The

chromatin state annotations are based on a 10-state model applied to 17 CRC primary

tumor samples (see Section 2.2.1). For our enrichment analysis, two chromatin states



35

Figure 2.4 : Distribution of Spearman correlations between actual and predicted gene expressions in

the TCGA cohort.

that have different patterns of combinatorial histone marks but are both annotated

as active enhancers are combined into one state. As shown in Figure 2.5, most active

states are enriched in the identified CpG sites, including active enhancer state, actively

transcribed state and transcribed state with enhancer signature, while the inactive

states (Polycomb repressed and heterochromatin repressed) are underrepresented.

Interestingly, the active promoter/enhancer state is underrepresented in the identified

CpG sites. Fisher’s exact tests show that the enrichment of each chromatin state

among identified CpG sites is significantly different from 1.00 (p-value ≤0.0001).

2.3.4 Illustration of Methyl-eQTLs for Individual Genes

Motivating Example: AREG and EREG

For AREG and EREG from the motivating example of this study, the methyl-eQTLs

identified by sequential lasso and other methods are shown in Figure 2.6A-C and Fig-

ure 2.7A-C, with selected CpGs and their weights highlighted in the figure. The gene

body is indicated by the dark gray bar, with an arrow demonstrating the direction

of transcription, and the nearby flanking genes are indicated by light gray bars with
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Figure 2.5 : Fold enrichment of annotated chromatin states in CpG sites identified by sequential lasso.

The plot shows the estimated odds ratio of each annotated chromatin state for CpG sites identified by sequential lasso,

relative to the unselected CpG sites. The open circles represent the point estimates of odds ratio, and the horizontal

bars denote 95% confidence intervals.

gene names listed at the top.

Figure 2.6A shows the methyl-eQTLs of AREG in colorectal cancer. Both se-

quential lasso and lasso identify a CpG probe in the middle of the gene body whose

methylation exhibits strong positive correlation with gene expression, and capture two

CpG sites located at a distance from the gene body of AREG, for which the methyla-

tion levels are strongly inversely related to gene expression. Interestingly, one of them

is located exactly at the TSS of EREG, which is situated roughly 50kb upstream of

AREG. The predicted expression by sequential lasso has a Spearman correlation of

0.664 and 0.666 with actual AREG expression respectively for 3-fold cross-validation

in the TCGA cohort and independent validation in the MDACC cohort, respectively

meaning that 44.1% of AREG expression variation is explained by methylation in the

TCGA cohort, and 44.4% of AREG expression variation is explained by methylation

in the MDACC cohort. Both sequential lasso and lasso yield much higher Spearman

correlations than NegCor (0.320 for 3-fold cross validation and 0.298 for independent
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validation) and AveProm (0.333 for 3-fold cross validation and 0.298 for independent

validation, not shown), indicating that these näıve methods miss functionally related

CpGs when integrating methylation and gene expression.

Figure 2.6 : Methyl-eQTLs of AREG, and heatmap of absolute correlations across CpGs. (A)-(C) show

the methyl-eQTLs identified by different methods, with the marks at the top indicating all CpG sites in the region

(CpG island-red; CpG shore-pink; CpG shelf-green; open sea-black), and the marks at the bottom indicating active

chromatin states predicted using ChromHMM (active TSS-red; flanking TSS-orange red; active enhancer-orange;

transcribed enhancer-green yellow). (D)-(F) show the pairwise absolute Pearson correlation coefficients between

CpGs selected by sequential lasso (arranged in columns) and all CpGs within ±500kb of AREG (arranged in rows),

with the red (black) marks on the left indicating CpGs selected by sequential lasso (lasso but not sequential lasso).

Figure 2.6B and 2.6C show the methyl-eQTLs of AREG in breast cancer and

pancreatic cancer respectively. A comparison of Figure 2.6A, 2.6B and 2.6C reveals

that the methyl-eQTLs of AREG are very different across tissue types. Focusing on

sequential lasso, the identified CpG sites have modest overlaps among three tumor
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types considered. In addition, the Spearman correlations between the actual and pre-

dicted expressions greatly differ across tissue types. The association between AREG

expression and methylation is very strong in colorectal cancer, moderate in breast

cancer, and weak in pancreatic cancer.

Figure 2.7A shows the methyl-eQTLs of EREG in colorectal cancer. The sequen-

tial lasso identifies 3 neighboring CpG sites at the TSS of EREG as functionally

important. NegCor picks out one very strong negative signal at the TSS, and yields

similar Spearman correlation between the actual and predicted EREG expressions

as sequential lasso, suggesting that methylation at this single CpG site can explain

as much variation in EREG expression. Lasso finds many more CpGs with only

marginally higher correlation achieved.

Figure 2.7B and 2.7C show the methyl-eQTLs of EREG in breast cancer and pan-

creatic cancer respectively. Comparing the methyl-eQTLs in Figure 2.7A, 2.7B and

2.7C, the most negatively correlated CpG site remains the same across tissue types,

but sequential lasso identifies some more CpGs specific to breast cancer and pancre-

atic cancer. Similar to AREG, the strength of association between EREG expression

and methylation depends on the tissue type. EREG expression and methylation are

very strongly correlated in colorectal cancer, and only moderately correlated in breast

cancer and pancreatic cancer.

Figure 2.7D-F show the pairwise absolute Pearson correlation coefficients between

the CpGs identified by sequential lasso and all the CpGs located within ±500kb of

EREG, respectively for the three tumors considered. The red marks on the left of

each heatmap denote the CpGs identified by sequential lasso, and the black marks

denote the CpGs that are selected by lasso but not sequential lasso. In each heatmap,

the rows labeled by black marks often include at least one light colored cell, indicat-

ing that a CpG identified by lasso but not sequential lasso is often highly correlated

(or anti-correlated) with at least one CpG identified by sequential lasso. This phe-

nomenon results from the sequential nature of our approach. After sequential lasso
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Figure 2.7 : Methyl-eQTLs of EREG, and heatmap of absolute correlations across CpGs. (A)-(C) show

the methyl-eQTLs identified by different methods, with the marks at the top indicating all CpG sites in the region

(CpG island-red; CpG shore-pink; CpG shelf-green; open sea-black), and the marks at the bottom indicating active

chromatin states predicted using ChromHMM (active TSS-red; flanking TSS-orange red; active enhancer-orange;

transcribed enhancer-green yellow). (D)-(F) show the pairwise absolute Pearson correlation coefficients between

CpGs selected by sequential lasso (arranged in columns) and all CpGs within ±500kb of EREG (arranged in rows),

with the red (black) marks on the left indicating CpGs selected by sequential lasso (lasso but not sequential lasso).

identifies important CpGs in the first step, the methylation sites that are correlated

with expression because of their strong correlation with those identified CpGs would

not be selected in the second step, leading to a sparser set of methyl-eQTLs than

lasso. This phenomenon can also be observed for AREG (Figure 2.6D-F).
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Shiny App for Methyl-eQTLs

To facilitate the search and visualization of methyl-eQTLs, we have developed a

freely available R Shiny app that can interactively display the methyl-eQTLs of any

gene in the genome for colorectal, breast and pancreatic cancer, which includes a

tissue-specific, gene-specific list of important CpGs and their corresponding weights,

along with the Spearman correlation between actual gene expression and predicted

expression based on 3-fold cross validation in the TCGA cohort for each gene. Note

that a measure of percent of expression variability explained by the methyl-eQTLs

can be computed by squaring the Spearman correlations.

2.3.5 GSMSs and Consensus Molecular Subtypes in CRC

Guinney et al. (2015) discovered and validated four consensus molecular subtypes

(CMS) of colorectal cancer, combining information across over 4000 patients from

18 studies and across 6 different subtyping systems. These subtypes appear to have

different biological characteristics, with CMS1 (MSI Immune) including hypermu-

tated and hypermethylated tumors that tend to have microsatellite instability and

immune pathway activation, CMS2 (Canonical) demonstrating canonical CRC char-

acteristics including epithelial differentiation, MYC and WNT activation, and high

levels of chromosomal instability, CMS3 (Metabolic) including epithelial tumors and

showing high levels of metabolic dysregulation, and CMS4 (Mesenchymal) including

tumors demonstrating characteristics of epithelial-mesenchymal transition (EMT),

activation of TGF-β, angiogenesis, and stromal infiltration. In spite of the fact that

these subgroups were discovered based on global biology, not prognostic or predictive

considerations, early results demonstrate that these CMS have potential prognostic

and predictive value for precision therapy strategies. CMS4 patients have poorer

prognosis and perhaps need more aggressive treatment, and they show limited bene-

fit from Oxaliplatin (Song et al., 2016; Okita et al., 2018). Patients with CMS2 or

CMS3 may benefit from addition of Bevacizumab (Mooi et al., 2018) but are not



41

good candidates for immunotherapy (Becht et al., 2016; Lal et al., 2018), and anti-

EGFR therapy appears to work very well for CMS2 patients but not CMS1 (Okita

et al., 2018).

Here we compute GSMS for CRC and compare across CMS to identify genes

with methylation-regulated expression levels differing across CMS. As described in

Section 2.2.5, GSMS can be computed from methyl-eQTLs and provide a gene-level

summary of functionally relevant CpG methylation activity for each subject, with

high GSMS indicating that methylation profiles predict expression inhibition and low

GSMS indicating that methylation profiles suggest expression enhancement.

Among the 14, 857 genes with available methyl-eQTLs, there are 7, 293 genes

for which the cross-validation Spearman correlation between actual and predicted

expressions is at least 0.4 for sequential lasso, NegCor or AveProm in the TCGA co-

hort, suggesting moderate or strong correlation between methylation and expression

in these genes. For each of the 7, 293 genes, three versions of GSMS are calculated

based on methyl-eQTLs produced by sequential lasso, NegCor and AveProm for each

TCGA and MDACC sample, and ANOVA is performed for each version of GSMS

across CMS in the TCGA cohort to detect genes whose methylation status signifi-

cantly differs across CMS. At 1% false discovery rate, we detect 6, 698 genes in the

TCGA cohort using GSMS based on sequential lasso, greatly more than the 5,191

and 5,538 genes detected by NegCor and AveProm, respectively. The heatmaps of

GSMS based on sequential lasso of these 6, 698 genes are shown for the TCGA cohort

(Figure 2.8A) and the MDACC cohort (Figure 2.8B) grouped by CMS status. The

heatmaps suggest that the methylation status displays a distinctive pattern across

CMS status for many genes. For example, the methylation profiles for genes located

in the top thousand rows in Figure 2.8A tend to produce expression suppressed in

normal or CMS1 subjects and enhanced in CMS2 subjects compared to others. Fig-

ure 2.8B plots GSMS for the MDACC cohort with genes in the same order as Figure

2.8A, and demonstrates similar structure and independently validates these effects.
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Figure 2.8 : Gene-specific methylation scores calculated using sequential lasso of 6,698 genes whose methy-

lation status differs significantly across CMS status in the TCGA cohort at 1% false discovery rate for A) TCGA

cohort and B) MDACC cohort.
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2.4 Discussion

We propose a novel method to identify methyl-eQTLs that integrate methylation and

gene expression data using a sequential penalized regression approach. This approach

is tissue-specific and gene-specific, and considers CpG sites within a 500kb neighbor-

hood of the gene, where distal regulatory elements such as enhancers are usually

located (Wagner et al., 2014; Aran et al., 2013). By applying an L1 penalty and

using a sequential modeling approach that incorporates information from a genome-

wide analysis regarding which CpGs are a priori most likely to be associated with

expression, our approach is able to produce sparse tissue-specific, gene-specific lists

of potentially functionally important CpGs and corresponding weights, which we

term as methyl-eQTLs. Methyl-eQTLs can be used to construct gene-level methy-

lation summaries that are maximally correlated with gene expressions, and produce

a tissue-specific, gene-specific measure of percent variability in expression explained

by methylation. A publicly available Shiny app has been developed to interactively

visualize methyl-eQTLs.

By incorporating prior knowledge, the sequential lasso is able to essentially ac-

complish the same predictive ability as straight lasso and elastic net models while

using a significantly smaller set of CpGs that may also tend to be potentially more

functionally relevant and biologically interpretable. In addition, comparing our se-

quential lasso approach with others in CRC data demonstrates the insufficiency of

summarizing gene-level methylation by taking the most negatively correlated probe

or the average methylation level around the TSS, as is commonly done in practice.

The analysis of methyl-eQTLs for individual genes reveals that the CpG sites

associated with gene expression vary greatly across genes and tissue types, demon-

strating the importance of using a tissue-specific and gene-specific approach. We also

find that methyl-eQTLs often include many distal CpG sites and intergenic regions

far from the promoter region, and the inclusion of these sites leads to significantly

better ability to explain expression than approaches that limit attention to the gene
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body or promoter region.

In multi-platform integration, it is frequently useful to compute gene-level sum-

maries of various platforms. Our approach yields gene-level summary of methylation

which is sparse and maximally correlated with expression. These gene-level methy-

lation summaries can be used in integrative models such as the iBAG model (Wang

et al., 2012; Jennings et al., 2013) and the iCluster model (Shen et al., 2009), and

can also be associated directly with demographical and prognostic factors, as illus-

trated by our ANOVA analysis of gene-specific methylation summaries and consensus

molecular subtypes in CRC. A similar strategy could be used to construct gene-level

summaries for other genomic platforms, such as DNA mutation and miRNA.

To identify the CpG sites which are most likely to be associated with gene ex-

pression a priori, our model combined information across the genome to estimate this

prior probability as a function of epigenomic characteristics of a CpG site. Apart from

guiding the sequential selection, these selection probability functions constitute im-

portant biological findings by themselves, which may contribute to the unraveling of

complicated regulatory roles taken by methylation. They also corroborate some pre-

vious findings regarding the methylation-expression relationship. For example, the

sharp peak around the TSS observed in selection probability curves for negatively

correlated CpGs lends statistical evidence to the frequently observed association be-

tween promoter hyper-methylation and gene silencing. Besides, the formal testing

comparing the selection probability of different CpG types concludes that methyla-

tion sites in CpG shores are much more likely to be associated with expression among

negatively correlated CpGs, which supports the finding that CpG shore methylation

is strongly associated with gene expression (Irizarry et al., 2009).

It should be pointed out that our modeling approach assumed a linear regression

setting for interpretability, implying the effect of methylation sites on gene expres-

sion is linear and additive (Wang et al., 2012). It would be possible to extend this

approach to consider more general and flexible models with nonparametric nonlinear
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effects and interactions allowed, but these are outside the scope of this study. In

addition, the conclusions drawn from our integrative approach should not be inter-

preted as strict causal relationships, but instead represent strongly associated CpG

sites that are potential key methylation switches and need further functional valida-

tion to confirm any causative relationships, such as modulation using CRISPR/dCas9

fusion proteins to methylate/demethylate the region and then measuring the changes

in gene expression levels. Also, based on our analysis, it is clear that the use of

the 27K methylation array, which contains roughly one or two CpGs per gene mostly

found in the promoter region (Jeschke et al., 2015), would miss many important CpGs

relative to the 450K methylation array. Recently, whole-genome bisulfite sequencing

has been used to interrogate CpGs at single-base resolution (Lou et al., 2014). Given

sufficient samples, we could rerun our methyl-eQTL analysis on the whole methy-

lome data to obtain more accurate gene-level methylation summaries. Finally, we

focus on cis methyl-eQTL analysis in this work, and it may be interesting to study

trans methyl-eQTLs in the future.

In our current Shiny R app that we will freely share upon publication, we present

the methyl-eQTLs for colon, rectal, breast, and pancreatic cancer types. Our future

plans include expanding results to include methyl-eQTLs for all TCGA cancers, which

will be included in future updates of our Shiny app, and given healthy tissue for

various tissue types, to expand this to identify methyl-eQTLs for normally-functioning

tissues.
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Chapter 3

Bayesian Function-on-Scalar Quantile Regression

with Application to Mass Spectrometry

Proteomics Data

Mass spectrometry proteomics, characterized by spiky, spatially heterogeneous func-

tional data, can be used to identify potential cancer biomarkers. Existing mass spec-

trometry analyses utilize mean regression to detect spectral regions that are differen-

tially expressed across groups. However, given the inter-patient heterogeneity that is

a key hallmark of cancer, many biomarkers are only present at aberrant levels for a

subset of, not all, cancer samples. Differences in these biomarkers can easily be missed

by mean regression, but might be more easily detected by quantile-based approaches.

Thus, we propose a unified Bayesian framework to perform quantile regression on

functional responses. Our approach utilizes an asymmetric Laplace working likeli-

hood, represents the functional coefficients with basis representations which enable

borrowing of strength from nearby locations, and places a global-local shrinkage prior

on the basis coefficients to achieve adaptive regularization. Different types of basis

transform and continuous shrinkage priors can be used in our framework. A scalable

Gibbs sampler is developed to generate posterior samples that can be used to perform

Bayesian estimation and inference while accounting for multiple testing. Our frame-

work performs quantile regression and coefficient regularization in a unified manner,

allowing them to inform each other and leading to improvement in performance over

competing methods as demonstrated by simulation studies. We also introduce an

adjustment procedure to the model to improve its frequentist properties of posterior

inference. We apply our model to identify proteomic biomarkers of pancreatic can-
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cer that are differentially expressed for a subset of cancer patients compared to the

normal controls, which were missed by previous mean-regression based approaches.

3.1 Introduction

Motivated by the mass spectrometry dataset described in Section 1.2.3, we present a

novel unified Bayesian FQR framework that is designed for complex, high-dimensional

functional data that are sampled on a dense grid. In this chapter, we choose to use

asymmetric Laplace (AL) error distribution (Yu and Moyeed, 2001) that has been

widely adopted in Bayesian quantile regression (Geraci and Bottai, 2006; Yue and

Rue, 2011; Lum and Gelfand, 2012), based on the fact that the maximization of

an AL likelihood is equivalent to the minimization of the check loss function. Our

proposed framework adopts AL distributed residual error functions, which lead to

quantile regression on functional responses, and adaptively regularizes the functional

regression coefficients using a basis representation with shrinkage priors on the corre-

sponding basis coefficients. This framework is highly general in that any basis func-

tions and computationally tractable shrinkage priors can be chosen, depending on the

characteristics of the functional data to be analyzed. It is also easy-to-implement,

given that basis transforms and hierarchical shrinkage priors are well-developed and

frequently used tools in Bayesian modeling nowadays. In addition, this framework

not only yields estimates, but also posterior samples that can be used to perform

Bayesian inference on the regression coefficients while accounting for multiple testing

over t. We develop a scalable Gibbs sampler to fit this fully Bayesian hierarchical

model in an automated fashion with no tuning required. Our approach is computa-

tionally scalable and can handle functional responses observed on grids of hundreds

to thousands. We apply our model to identify proteomic biomarkers of pancreatic

cancer that are differentially expressed for a subset of cancer patients compared to the

normal controls, which were missed by previous mean-regression based approaches.

We introduce the Bayesian functional quantile regression framework in Section



48

3.2.1, describe the procedures for posterior computation of our proposed model in

Section 3.2.2, discuss posterior inference in Section 3.2.3, and propose an adjusted

version of our model to improve the frequentist properties of posterior inference in

Section 3.2.4. We conduct simulation studies to assess the performance of our model

and compare to other alternatives in Section 3.3, apply our model to the motivating

pancreatic cancer mass spectrometry dataset and discuss the findings in Section 3.4,

and conclude this chapter with a discussion in Section 3.5.

3.2 Methods

3.2.1 Bayesian Functional Quantile Regression (FQR) Model

Suppose a sample of N curves Y(t) = (Y1(t), . . . , YN(t))′ are observed on the same

compact set T , and X is the N × p design matrix. For the τth quantile, the model

we use to perform Bayesian functional quantile regression is given by

Y(t) = XBτ (t) + Eτ (t), (3.1)

where Bτ (t) = (Bτ
1 (t), . . . , Bτ

p (t))′ is a vector of regression coefficient functions mea-

suring the effect of covariates X on the τth quantile of response function Y at position

t, and Eτ (t) = (Eτ
1 (t), . . . , Eτ

N(t))′ is a vector of residual error functions that follow

asymmetric Laplace distribution AL(0, τ, σ(t)) at position t, independently across

positions and samples.

The probability density function of AL(0, τ, σ(t)) is given by

f(ε|µ, τ, σ) =
τ(1− τ)

σ
exp

[
−ρτ (ε− µ)

σ

]
,

where ρτ (u) = u(τ − 1(u≤0)) is the check loss function. The τth quantile of the

asymmetric Laplace distribution AL(0, τ, σ(t)) is zero, therefore, model (3.1) implies

Qτ (Y(t)|X) = XBτ (t) for ∀t ∈ T , with Qτ (Y(t)|X) denoting the τth quantile of

Y(t) conditional on X, and Bτ
a(t) representing the partial effect of the covariate a on

the τth quantile of Y(t).
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An asymmetric Laplace random variable ε can be represented as a scale mixture

of normal distributions (Reed and Yu, 2009), i.e.,

ε
d
=

1− 2τ

τ(1− τ)
ξ +

√
2σξ

τ(1− τ)
Z,

where Z is a standard normal random variable and ξ is an independent exponential

random variable with mean σ. This representation allows the development of an

efficient partially collapsed Gibbs sampler for Bayesian quantile regression as detailed

in Section 3.2.2.

To simplify notation, henceforth we omit the quantile level τ in the hierarchi-

cal modeling assumptions we make for the functional quantile regression coefficients

Bτ (t), with the understanding that the coefficients correspond to a particular choice

of quantile τ .

Basis representation and shrinkage priors:. As is typical for functional re-

gression methods, we will induce regularization in the functional coefficients Ba(t)

using a basis representation and penalization induced by sparsity priors. For a given

chosen finite basis representation {φk(t), k = 1, . . . , K}, we specify a basis represen-

tation for Ba(t),

Ba(t) =
K∑
k=1

B∗akφk(t). (3.2)

Common choices of the basis functions include splines, functional principal com-

ponents, Fourier bases and wavelets.

As is typical in functional regression contexts (Morris, 2015), appropriate regular-

ization of basis coefficients B∗ak produces smoother and more regular estimates of the

corresponding functional coefficients Ba(t) that borrow strength across t. We choose

to penalize the basis coefficients using a global-local shrinkage prior, which consists

of a global shrinkage parameter whose prior has substantial mass near zero to han-

dle noise effectively, and a local shrinkage parameter whose prior has a heavy tail

to avoid over-shrinkage of signals (Polson and Scott, 2010). Global-local shrinkage
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priors have been widely used in Bayesian modeling these days, and some of them,

including the horseshoe and the Dirichlet-Laplace prior, have been shown to possess

desirable theoretical properties in the high-dimensional regression setting (Carvalho

et al., 2010; Van Der Pas et al., 2014; Bhattacharya et al., 2015). For extra flexibil-

ity in regularization, we group the basis functions k = 1, . . . , K into regularization

subsets j = 1, . . . , J , each containing Hj basis functions such that K =
∑J

j=1Hj.

This allows different sets of basis functions to experience different levels of shrinkage,

which can lead to more adaptive regularization of Ba(t). For example, for wavelet

bases, j can index the wavelet scale, allowing higher and lower frequency wavelets to

experience different levels of shrinkage. For functional principal components analysis,

the Hj eigenfunctions that share the same blog10(ηk)c, where ηk denotes the corre-

sponding eigenvalue, can be grouped into the same regularization subset j, allowing

the possibility that dimensions explaining a higher proportion of the functional vari-

ability may also be more important for representing the functional predictor Ba(t) as

well, and be allowed to experience less shrinkage.

Given the regularization groups, a general global-local prior on the basis coeffi-

cients B∗ajh, where the subscripts j and h index the regularization subset and basis

function respectively, can be expressed as

B∗ajh ∼ N(0, λ2
ajhψ

2
aj), λajh ∼ g1, ψaj ∼ g2(Θaj). (3.3)

This prior is comprised of a scale mixture of Gaussians, with a global shrinkage

parameter ψ2
aj and local shrinkage parameter λ2

ajh. The local shrinkage parameters

λajh are assigned some prior g1, allowing different amount of shrinkage on B∗ajh within

the regularization subset j. The global shrinkage parameter ψaj controls the overall

level of shrinkage in the subset j, which leads to some type of smoothing over t in

Ba(t), and is assigned a prior g2 indexed by the hyperparameter Θaj.

Conditioning on ψaj and integrating out λajh, different choices of g1 result in

different marginal distributional forms that lead to different types of penalization and

forms of regularization. A degenerate distribution λajh ∼ δ1 induces a Gaussian prior
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on B∗ajh, leading to L2 penalization which would be a natural choice of regularization if

spline basis functions are used. λ2
ajh ∼ Exp(1

2
) induces a Laplace prior on B∗ajh, leading

to L1 penalization and for which the maximum a posteriori estimator is equivalent

to the lasso estimate widely used for variable selection. λajh ∼ C+(0, 1) induces a

horseshoe prior (Carvalho et al., 2009, 2010) on B∗ajh, leading to non-linear adaptive

shrinkage particularly desirable for wavelet transform, which tends to concentrate the

signals in the data space on a relatively small number of wavelet coefficients that are

usually large in magnitude, with the remaining coefficients being small and mostly

consisting of noise. The infinitely tall spike of the horseshoe prior at the origin can

strongly shrink the small coefficients, and its symmetric flat and Cauchy-like tails can

prevent over-shrinkage of the large coefficients and retain the dominant local features

in the observed data (Carvalho et al., 2009).

To summarize, our proposed model performs quantile regression on functional re-

sponses based on model (3.1), represents the coefficient functions using an appropriate

basis representation as specified by model (3.2), and regularizes the basis coefficients

by employing a global-shrinkage prior in model (3.3). Henceforth, we term this model

as Bayesian functional quantile regression (FQR).

In practice, the functional responses are observed only on some discrete grid.

Because our model is built for functional data sampled on a sufficiently dense grid,

interpolation can be reasonably used to get a common grid for functional observations

across subjects. If we assume that Y(t) = (Y1(t), . . . , YN(t))′ are all observed on a

common grid t = (t1, . . . , tT )′, and utilize the scale mixture representation of AL, we

can represent the discrete version of model (3.1) as

Yi(tl) = X′iB
τ (tl) +

1− 2τ

τ(1− τ)
ξi(tl) +

√
2ξi(tl)σ(tl)

τ(1− τ)
Zi(tl), (3.4)

for sample i = 1, . . . , N and position l = 1, . . . , T . In model (3.4), Y is an N ×

T matrix of functional responses with Yi(tl) being the observation for sample i at

position l, B is a p× T matrix of functional coefficients with its lth column Bτ (tl) =
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(Bτ
1 (tl), . . . , B

τ
p (tl))

′ being the vector of quantile regression coefficients at position l,

σ(tl) is the scale parameter of the AL distribution at position l, ξi(tl) is the latent

variable for sample i at position l following exponential distribution with mean σ(tl)

independently across positions and samples, and Zi(tl) is a standard normal variable

i.i.d. across positions and samples.

Equation (3.2) can now be expressed as

B = B∗Φ, (3.5)

where B∗ is a p×K matrix of basis coefficients, Φ is a full rank K ×T matrix whose

kth row corresponds to the basis function φk evaluated on the discrete grid t.

3.2.2 Posterior Computation

We take a fully Bayesian approach to fit the FQR model. For appropriately chosen

priors g1 and g2, posterior sampling proceeds via a scalable blocked Gibbs sampler

with data augmentation if necessary. We outline the steps to draw posterior samples

of the parameters in model (3.4) as follows, and leave the full computational details

to Chapter A.

1. For each l, sample (σ(tl)|B(tl),y(tl)) from an inverse Gamma distribution;

2. For each i and l, sample (1/ξi(tl)|B(tl), σ(tl),y(tl)) from an inverse Gaussian

distribution;

3. For each a, sample (B∗a|B∗−a,λa,ψa, ξ,σ,Y) from multivariate normal;

4. For each a, j, h, sample the local shrinkage parameter (λajh|B∗ajh, ψaj); for each

a, j, sample the global shrinkage parameter (ψaj|λaj,B∗aj);

5. Project the rows of the updated basis coefficients B∗ back to the data space

using equation (3.5).
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3.2.3 Posterior Inference

The posterior samples obtained from the MCMC procedure can be used to con-

struct a Bayesian estimator and perform Bayesian inference for any function of

the parameters in model (3.4). In particular, for the functional coefficient Ba =

(Ba(t1), . . . , Ba(tL))′, a 100(1 − α)% simultaneous credible band can be constructed

from the posterior samples of Ba using the method described by Ruppert et al. (2003)

for α ∈ (0, 1). Suppose {B(g)
a , g = 1, . . . , G} are the G posterior samples of Ba, where

B
(g)
a = (B

(g)
a (t1), . . . , B

(g)
a (tT ))′. Let m(Ba(tl)) and ŝd(Ba(tl)) denote the mean and

standard deviation of Ba(tl) estimated from the G posterior samples, a 100(1− α)%

simultaneous credible band can be constructed by[
m(Ba(tl))− qαŝd(Ba(tl)),m(Ba(tl)) + qαŝd(Ba(tl))

]
, l = 1, . . . , T,

where qα is the (1− α) sample quantile of

max
1≤l≤T

∣∣∣∣∣B(g)
a (tl)−m(Ba(tl))

ŝd(Ba(tl))

∣∣∣∣∣ , g = 1, . . . , G.

Given a quantile level τ and covariate a, it is often of interest to identify the

locations t for which Ba(t) is significantly different from zero while accounting for

multiple testing in the functional data context. For example, in the pancreatic cancer

mass spectrometry dataset, if the covariate a denotes cancer status, then the identified

locations t would correspond to the spectral regions for which the τth quantile of

protein expressions significantly differs between the cancer and normal populations.

In this chapter, we consider an approach that performs functional inference based on

simultaneous band scores, or SimBaS (Meyer et al., 2015), which involve inverting

the joint credible bands for each t. SimBaS of a functional location tl is defined as

the minimum α for which the 100(1− α)% simultaneous credible band excludes zero

at tl. At a pre-chosen level α, we flag tl as significant if its SimBaS is less than or

equal to α. Given that it is based on the 100(1−α)% simultaneous credible band for

which there is a 100(1− α)% posterior probability that the entire function Ba(t) lies
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within the corresponding band, use of this measure effectively accounts for multiple

testing based on an experimentwise error rate like criterion.

In terms of flagging significant spectral regions, the SimBaS account for statistical

significance, but not practical significance. One may wish to also require a difference

of some minimum effect size to flag a spectral region as significant, which can be

specified as a minimum fold change δ if the log spectral intensities are measured. In

that case, one may require SimBaS < α and |Ba(t)| ≥ log2 δ, requiring at least a

δ-fold change for the τth quantile of protein expressions between cancer and normal

groups, quantified by posterior mean estimates of Ba(t).

3.2.4 Sandwich Likelihood Correction

We note that the AL likelihood is used as a working likelihood in our Bayesian frame-

work, which is not likely to be the true data generating likelihood. Recent studies

raised concerns about the validity of posterior inference based on the AL working like-

lihood (Yang et al., 2016; Sriram, 2015; Syring and Martin, 2018). More specifically,

for any given location t, when assigned a proper prior, the posterior distribution of the

p×1 vector Bτ (t) is shown to be approximately normal centered at B̃τ (t) = m(Bτ (t))

for large n, but its scaled posterior covariance matrix nΣ̃τ (t) does not converge to the

asymptotic covariance of n1/2B̂τ (t) as established in Koenker (2005), where B̂τ (t) is

the M-estimator of Bτ (t) by minimizing the check loss function. This suggests that

the 100(1− α)% Bayesian credible sets based on the AL likelihood in general do not

have a frequentist coverage of 1− α. These studies also proposed simple adjustment

strategies to achieve asymptotically valid posterior inference. Among them, Sriram

(2015) showed that if assume any fixed scale parameter σ(t) and construct a “sand-

wich likelihood” specified in (3.6),

p (D(t) |Bτ (t)) ∝ exp

[
−1

2

(
B̃τ (t)−Bτ (t)

)′
Σ̃τ

adj(t)
−1
(
B̃τ (t)−Bτ (t)

)]
, (3.6)
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where D(t) represents the observed data at t, Σ̃τ
adj(t) = nτ(1−τ)

σ2(t)
Σ̃τ (t)D̃0Σ̃τ (t) and

D̃0 = n−1 X′X, then the Bayesian credible sets of Bτ (t) based on this sandwich

likelihood and a proper prior have the nominal frequentist coverage asymptotically.

Motivated by these concerns, we also considered an adjusted version of our Bayesian

FQR model to improve the frequentist properties of posterior inference in the simu-

lation studies and real data application, in which we replace the AL likelihood with

the Gaussian sandwich likelihood in (3.6) at each location tl (l = 1, . . . , T ). Since

the adjusted posterior covariance Σ̃τ
adj(t) is shown to be asymptotically invariant in

the value of the scale parameter σ(t) (Yang et al., 2016), we fix σ(t) = 1 at each t

for convenience. The posterior sampling of the adjusted Bayesian FQR proceeds in a

similar manner as the Bayesian FQR, and the full computational details are provided

in Chapter A.

3.3 Simulation Studies

Simulations were conducted to assess the performance of our model and compare to

several straightforward approaches that one might use in the FQR setting.

Simulation design: The shapes of mass spectrometry peaks can be approx-

imated by Gaussian densities (Zhang et al., 2009), with the heights of the peaks

roughly quantifying the relative abundance of proteins at the corresponding spectral

locations. Thus, in constructing a simulation to mimic mass spectrometry data, we

utilize peaks with Gaussian shapes. Specifically, functional data were generated based

on the following model,

yi(t) =
4∑

k=1

ci,kϕ (t | µk, σk) + ei(t),

ci,k =1{xi2 = −1}f1,k + 1{xi2 = 1}f2,k + xi3αk,
(3.7)

with a sample size of N = 400 subjects indexed by i, and K = 4 non-overlapping

peaks indexed by k. ϕ (t | µk, σk) is the probability density function of a normal dis-

tribution with mean µk and standard deviation σk, which corresponds to a Gaussian
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shaped peak in y(t) centered at µk. The design matrix X consists of 3 columns: an

intercept x1, a binary variable x2 taking values from {−1, 1} with equal probability,

and an independent standard normal variable x3. In the context of mass spectrom-

etry data, x2 can be interpreted as a group indicator of each subject, i.e., whether

the subject belongs to the cancer cohort or the normal cohort. x3 can be interpreted

as a continuous demographic or clinical factor that is rescaled to have a standard

normal distribution in the population and is potentially predictive of expression lev-

els of certain proteins. ci,k, which is determined jointly by xi2 and xi3, dictates the

magnitude of peak k in the funcional observation yi(t). e(t), the noise term assumed

to be i.i.d. across subjects, is a Gaussian AR(1) process with lag 1 autocorrelation

ρ = 0.5 and a marginal distribution e(t) ∼ N(0, 9). The functional response y(t) is

observed on an equally spaced grid of 301 on the interval [0, 9]. The distributions of

f1,k, f2,k and the values taken by µk, σk and αk are provided in Table 3.1. It should

be noted that while the noise term e(t) in our simulation setup (3.7) is Gaussian,

the conditional distribution p(y(t)|x) in many cases is not Gaussian. This is because

the curve-to-curve variations include both the residual terms e(t) and the stochastic

functional components induced by ci,k in (3.7), which in turn depend on f1,k or f2,k.

A non-Gaussian distribution of f1,k or f2,k, such as t2 or inverse Gamma presented

in Table 3.1, induces curve-to-curve deviations that are not Gaussian. We simulated

100 replicate datasets.

At a given quantile τ , the model Y = XBτ +Eτ is fitted to perform FQR, with Y

being the 400×301 functional response matrix and X being the 400×3 design matrix.

The quantities of interest are: (1) the group effect function Bτ
2 (t), which quantifies

the difference in the τth quantile at position t between the two groups indexed by x2

while conditioning on x3, and (2) Bτ
3 (t), which quantifies the change in peak heights

if the continuous predictor x3 increases by one unit while conditioning on x2.

The true group effect functions Bτ
2 (t) at various levels of τ are shown in Figure

3.1(a). Conditional on x3, obvious group differences are present at τ = 0.1, 0.2, 0.8, 0.9
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Table 3.1 : Parameter specifications of the data generating models in sim-

ulations.

Basis index k µk σk f1,k f2,k αk

1 1 0.18 1.75t2 + 30 N(30, 12) 0

2 3.25 0.18 N(30, 12) N(30, 12) 0

3 5.5 0.18 N(30.5, 0.42) IG(1, 0.35) + 30 0

4 8 0.18 N(30, 12) N(30, 12) 1

at the first peak, and at τ = 0.8, 0.9 at the third peak. For the first peak, these group

differences would not be detected by mean or median regression on the simulated

data, because the magnitudes associated with the first peak are purposely designed to

have identical mean and median between two groups when conditioning on x3, but the

symmetric heavy tailed t2 chosen for f1,1 leads to remarkable group differences at more

extreme quantiles. For the third peak, the choice of an inverse Gamma distribution

without a finite mean for f2,3 renders it theoretically implausible to perform mean

regression on the simulated data, while its heavily right skewed nature makes the

distributions of the simulated spectral intensities at the third peak greatly differ in

the upper tail but not the median or lower tail between two groups when conditioning

on x3. This design is motivated by the setting whereby group differences are evident

in the tails but not the center of the distribution, which we observed from Figure 1.3

in the spectral region (5700D, 6000D) and described in Section 1.2.3, and allows us to

examine the performance of our proposed approach in different types of heavy tailed

settings.

The true functional coefficient Bτ
3 (t), which is constant across different quantile

levels, is shown in Figure 3.1(b). Conditioning on x2, αk represents the change in the

magnitude of peak k caused by one unit increase of the continuous covariate x3.
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Figure 3.1 : Ground truth for functional coefficients of interest. The true group effect functions Bτ2 (t) at

multiple quantile levels are shown in (a). The true Bτ3 (t), which quantifies the change in peak magnitudes per unit

change in x3 conditional on other covariates and is constant across different quantile levels, is shown in (b).

Bayesian FQR model: We applied our Bayesian FQR model to these simulated

data, using a wavelet basis with a Daubechies wavelet with 4 vanishing moments,

periodic boundary conditions, and a decomposition level J = 6, and a horseshoe

regularization prior. Note that we did not simulate data with AL residual errors, nor

were wavelets used in any way in simulating the data. Therefore, the data generating

process for the simulated data does not give any inherent advantage to our approach

over others.

Alternative approaches: In addition to our proposed Bayesian FQR approach,

we also considered a few alternative approaches and assessed their performance, in-

cluding 1) the näıve Bayesian quantile regression, or Bayesian QR (Yu and Moyeed,

2001) which performs Bayesian quantile regression separately at each location t using

the AL likelihood. 2) the adjusted Bayesian FQR as proposed in Section 3.2.4. 3)
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the näıve quantile regression, or QR (Koenker, 2005) which does quantile regression

at each individual location t by minimizing the check loss function. 4) QR with

spline smoothing, which smooths the functional coefficients estimated by QR using

splines. All unique values of t are used as knots to determine the spline basis func-

tions, and the smoothing parameter is chosen by generalized cross-validation. 5) QR

with wavelet denoising, which denoises the functional coefficients estimated by QR

by projecting them into the wavelet domain and placing minimax hard thresholding

on the wavelet coefficients. 6) FDboost, which fits a functional linear array model by

component-wise gradient boosting.

It should be pointed out that the two-step methods 4) and 5), while perhaps

natural ideas to consider, have not to our knowledge been used in the literature to

perform FQR, so are in a sense themselves new methods introduced in this work, but

we hypothesize that our unified approach will have inferential advantages over them.

We implemented the Bayesian approaches in MATLAB and ran each MCMC chain

for 8000 iterations, discarding the first 2000 and keeping every 3. For the approaches

3)-5), we called the “quantreg” package (Koenker, 2017) in R (R Core Team, 2017)

to do quantile regression, and performed bootstrap on the entire functional response

y(t) and the covariate x to do inference. 2000 bootstrap samples were generated per

case. We called the “FDboost” package (Brockhaus and Ruegamer, 2017) in R to

implement approach 6).

Evaluation criteria: At each of the quantile levels 0.1, 0.2, 0.5, 0.8, 0.9, Bayesian

FQR model and alternative methods were applied to the simulated datasets to per-

form FQR. We used SimBaS to identify regions of the functional coefficientsBτ
a(t) (a =

2, 3) where the absolute magnitude exceeds some practically meaningful threshold δ

at each quantile level. Given the true Bτ
2 (t) and Bτ

3 (t) in this simulation, we chose

δ = 0.3 here. For non-Bayesian approaches, bootstrap samples were used in place of

posterior samples to construct simultaneous confidence bands and compute SimBaS.

At a given level α, we flagged a location t as significant if the SimBaS at t is less than
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or equal to α, and computed the sensitivity and false positive rate for detecting sites

of at least size δ = 0.3 for each approach.

We also evaluated the estimation performance of these methods using (i) the

integrated mean squared error (IMSE), (ii) the coverage probability of 95% simulta-

neous band covering the true values, and (iii) the average width of 95% simultaneous

band across t. For a functional parameter θ(t) (t ∈ T ) with true value θ0(t), sup-

pose
{
θ̂(m)(t), m = 1, . . . ,M

}
are the mean estimates computed from M replicate

datasets. For a replication m, IMSE is defined as
∫
T

{
θ̂(m)(t)− θ0(t)

}2

dt.

Simulation results: Table 3.2 summarizes the estimation and inferential per-

formance of these methods at each quantile for Bτ
2 (t) (upper table) and Bτ

3 (t) (lower

table). Where applicable, these summary measures are averaged over 100 replicate

datasets with standard deviations in parentheses.

The total time to run FQR on a simulated dataset at the 5 quantile levels on

a 64-bit operating system with 2 processors and an RAM of 32GB was about 40

minutes for Bayesian QR, 75 minutes for Bayesian FQR with or without adjustment,

and 60 minutes for the bootstrap-based approaches with or without smoothing. This

indicates that the Bayesian FQR is computationally scalable to high-dimensional

functional datasets and on the same order of magnitude as the competing approaches.

At each quantile level τ considered, the Bayesian FQR and the adjusted Bayesian

FQR clearly outperformed the näıve Bayesian QR by having better estimation accu-

racy (IMSE) and lower posterior variability, which is reflected by the narrower credible

bands, for both Bτ
2 (t) and Bτ

3 (t). They also had substantially increased sensitivity

for detection of significant regions in Bτ
2 (t) at each of the commonly used levels α,

compared to näıve Bayesian QR. The same conclusions applied to the comparison

between the bootstrap-based QR with spline smoothing and its näıve counterpart.

These comparisons indicate that proper regularization of the functional coefficients

leads to greatly improved performance in both estimation and inference.
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Table 3.2 : Simulation results. For the Bayesian FQR and alternative methods, the sensitivity (×10−2) and false positive rate (×10−2) for

detecting functional regions of at least size δ = 0.3 based on SimBaS at commonly used levels of α, as well as the integrated mean squared

error (IMSE), the coverage probability and average width of 95% simultaneous band are presented for Bτ
2 (t) in the upper table, and Bτ

3 (t)

in the lower table. Standard deviations over 100 replicates are given in parentheses where applicable. QR (+s) and QR (+w) refer to the

bootstrap-based two-step approaches with spline smoothing and wavelet denoising respectively.

τ Methods Sensitivity (×10−2) False Positive Rate (×10−2) IMSE
Coverage

Joint Band

Ave Width

Joint Band

α 0.001 0.01 0.05 0.10 0.001 0.01 0.05 0.10

0.1

Bayes QR 42.8 53.7 61.5 64.4 0.5 1.2 2.4 3.2 21.1(3.1) 0.977 1.24(0.02)
Bayes FQR 64.1 72.8 78.5 81.3 0 0.1 0.4 0.7 9.8(2.8) 0.992 0.97(0.03)

Bayes FQR (+adj) 23.5 46.3 64.8 72.2 0 0 0 0 5.9(2.8) 0.998 1.11(0.05)
QR 0.3 1.6 4.6 8.1 0 0 0 0 19.8(3.0) > 0.999 2.42(0.04)

QR (+s) 0.3 5.4 19.0 29.9 0 0 0 0 6.9(2.8) > 0.999 1.27(0.07)
QR (+w) 0 0 0.2 0.6 0 0 0 0 8.2(2.9) > 0.999 2.45(0.05)

0.2

Bayes QR 10.1 19.6 27.6 32.4 0.1 0.3 0.7 1.0 14.3(1.8) 0.993 1.23(0.02)
Bayes FQR 31.3 50.1 66.5 73.3 0 0 0.1 0.3 5.1(1.6) 0.997 0.83(0.04)

Bayes FQR (+adj) 7.7 25.3 44.3 53.4 0 0 0 0 3.8(1.6) 0.998 0.91(0.04)
QR 0.4 0.8 3.3 5.1 0 0 0 0 13.7(1.7) > 0.999 1.90(0.02)

QR (+s) 0.3 1.9 10.0 16.1 0 0 0 0 5.0(1.6) > 0.999 1.09(0.06)
QR (+w) 0 0 0.1 0.4 0 0 0 0 5.8(1.5) > 0.999 1.95(0.03)

0.5

Bayes QR - - - - 0 0.1 0.2 0.3 11.0(1.2) 0.998 1.23(0.03)
Bayes FQR - - - - 0 0 0.1 0.1 2.8(1.0) 0.999 0.73(0.03)

Bayes FQR (+adj) - - - - 0 0 0 0 2.3(0.9) > 0.999 0.79(0.03)
QR - - - - 0 0 0 0 10.7(1.2) > 0.999 1.62(0.02)

QR (+s) - - - - 0 0 0 0 4.2(1.2) > 0.999 0.99(0.04)
QR (+w) - - - - 0 0 0 0 4.7(1.1) > 0.999 1.66(0.02)

0.8

Bayes QR 5.8 11.9 18.6 23.2 0.1 0.3 0.7 1.0 15.0(2.4) 0.993 1.28(0.07)
Bayesian FQR 28.5 49.5 64.1 70.1 0 0.1 0.2 0.3 5.8(2.1) 0.995 0.84(0.04)

Bayes FQR (+adj) 16.5 37.4 56.2 65.1 0 0 0 0 4.6(2.0) 0.997 0.93(0.04)
QR 0.2 0.9 2.9 5.0 0 0 0 0 14.5(2.3) > 0.999 1.95(0.03)

QR (+s) 0.4 3.9 15.7 25.9 0 0 0 0 5.7(2.1) > 0.999 1.13(0.06)
QR (+w) 0 0 0.2 0.5 0 0 0 0 6.6(2.0) > 0.999 1.99(0.04)

0.9

Bayes QR 26.1 36.2 45.9 49.8 0.5 1.2 2.4 3.1 26.5(8.9) 0.978 1.38(0.14)
Bayes FQR 57.1 69.3 76.9 79.5 0.1 0.2 0.6 0.9 13.5(5.6) 0.986 1.02(0.04)

Bayes FQR (+adj) 27.8 53.4 70.1 75.9 0 0 0 0 9.5(4.2) 0.995 1.16(0.06)
QR 0 0.2 1.7 3.5 0 0 0 0 25.8(10.7) > 0.999 2.70(0.15)

QR (+s) 0.1 1.1 7.7 16.0 0 0 0 0 12.5(10.2) > 0.999 1.52(0.16)
QR (+w) 0 0 0 0.1 0 0 0 0 14.4(10.4) > 0.999 2.75(0.17)
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τ Methods Sensitivity (×10−2) False Positive Rate (×10−2) IMSE
Coverage

Joint Band

Ave Width

Joint Band

α 0.001 0.01 0.05 0.10 0.001 0.01 0.05 0.10

0.1

Bayes QR 72.7 78.5 81.5 83.0 0.4 1.1 2.1 2.8 20.0(2.4) 0.979 1.26(0.04)
Bayes FQR 78.5 83.8 87.2 88.8 0.1 0.2 0.7 1.1 8.9(1.9) 0.992 0.96(0.04)

Bayes FQR (+adj) 62.1 72.7 79.6 82.8 0 0 0 0 5.2(1.6) > 0.999 1.11(0.07)
QR 22.3 37.8 49.0 53.4 0 0 0 0 18.6(2.3) > 0.999 2.53(0.09)

QR (+s) 69.1 76.8 83.4 85.6 0 0 0 0 6.2(1.7) > 0.999 1.26(0.09)
QR (+w) 16.1 34.3 47.3 52.1 0 0 0 0 7.5(1.6) > 0.999 2.43(0.09)

0.2

Bayes QR 73.0 78.3 82.3 83.7 0.1 0.3 0.6 1.0 13.8(1.6) 0.994 1.24(0.04)
Bayes FQR 81.4 87.7 91.3 93.2 0 0 0.1 0.3 4.8(1.1) 0.998 0.83(0.04)

Bayes FQR (+adj) 71.0 79.8 87.0 90.5 0 0 0 0 3.9(1.1) > 0.999 0.92(0.04)
QR 42.8 55.4 62.7 65.5 0 0 0 0 13.3(1.6) > 0.999 2.02(0.07)

QR (+s) 75.3 81.3 86.8 88.8 0 0 0 0 5.0(1.3) > 0.999 1.10(0.07)
QR (+w) 36.3 51.4 59.8 64.0 0 0 0 0 5.7(1.2) > 0.999 1.97(0.07)

0.5

Bayes QR 74.5 79.4 82.7 83.8 0 0.1 0.2 0.3 10.8(1.5) 0.998 1.24(0.05)
Bayes FQR 82.9 89.3 94.0 95.6 0 0 0.1 0.3 3.5(1.0) 0.998 0.74(0.03)

Bayes FQR (+adj) 76.4 85.0 90.8 93.3 0 0 0 0.1 3.3(1.0) > 0.999 0.80(0.04)
QR 54.5 62.5 69.4 72.2 0 0 0 0 10.6(1.5) > 0.999 1.72(0.06)

QR (+s) 78.8 84.2 87.7 89.5 0 0 0 0 4.6(1.2) > 0.999 1.01(0.06)
QR (+w) 49.5 58.3 66.0 70.0 0 0 0 0 4.9(1.1) > 0.999 1.69(0.06)

0.8

Bayes QR 74.0 79.0 82.5 83.7 0.1 0.3 0.6 1.0 14.1(1.8) 0.994 1.29(0.07)
Bayesian FQR 80.7 87.5 92.1 94.0 0 0.1 0.3 0.4 4.9(1.3) 0.997 0.84(0.05)

Bayes FQR (+adj) 71.9 79.8 86.3 90.1 0 0 0 0.1 4.0(1.2) > 0.999 0.92(0.05)
QR 43.8 54.2 62.4 65.6 0 0 0 0 13.6(1.8) > 0.999 2.05(0.07)

QR (+s) 75.3 81.3 86.5 88.9 0 0 0 0 5.3(1.5) > 0.999 1.13(0.08)
QR (+w) 36.5 50.9 60.1 62.9 0 0 0 0 5.9(1.4) > 0.999 2.00(0.08)

0.9

Bayes QR 72.8 78.0 81.4 83.1 0.4 1.0 1.9 2.6 21.3(3.4) 0.980 1.36(0.11)
Bayes FQR 76.8 83.9 88.5 90.3 0 0.2 0.6 1.1 9.3(2.7) 0.993 1.00(0.05)

Bayes FQR (+adj) 63.5 73.4 81.4 85.2 0 0 0 0.1 5.8(2.2) > 0.999 1.12(0.07)
QR 21.7 37.3 49.8 54.5 0 0 0 0 20.1(3.3) > 0.999 2.63(0.10)

QR (+s) 69.5 77.3 83.8 87.1 0 0 0 0 7.2(2.9) > 0.999 1.32(0.10)
QR (+w) 15.8 33.3 46.0 52.1 0 0 0 0 8.7(2.7) > 0.999 2.53(0.10)
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Compared to the bootstrap-based methods with smoothing, the Bayesian FQR

and the adjusted Bayesian FQR had similar or better estimation accuracy in all cases;

in terms of inference, both of them had much tighter simultaneous credible band

with similar coverage, and considerably higher sensitivity for detecting significant

functional regions in Bτ
2 (t) than the bootstrap-based methods with smoothing. Note

that at each commonly used threshold α, all the bootstrap-based methods have a

very low sensitivity (< 0.3) for discovery of significant sites in Bτ
2 (t) at each quantile

level considered.

Comparing the Bayesian FQR with and without adjustment, the sandwich like-

lihood correction led to improved estimation accuracy, slightly wider simultaneous

credible band and marginally higher coverage in all cases. In terms of detection of

significant regions, the false positive rates of the original Bayesian FQR are already

negligibly small; the adjustment further reduced the false positive rate to 0 in al-

most all cases, which is accompanied with a decrease in the sensitivity that is more

pronounced for Bτ
2 (t).

We also applied FDboost to our simulated data, but found that it did not appear

to be suitable for these spiky, spatially heterogeneous functional data, and did not

scale up well to the densely sampled data as considered in our simulations.

3.4 Functional Quantile Regression for Protein Biomarker

Discovery

We applied our Bayesian FQR model using wavelet basis functions, as well as the

alternative methods described in Section 3.3 to perform FQR on the pancreatic cancer

mass spectrometry dataset at τ = 0.1, 0.25, 0.5, 0.75, 0.9. We are primarily interested

in identifying regions of the mass spectra that significantly differ between the cancer

and normal group at each quantile level while accounting for multiple testing, and

comparing the flagged regions across different quantiles. For comparative purpose,



64

we also applied the wavelet-based functional mixed model, or WFMM (Morris and

Carroll, 2006) to perform functional mean regression to assess which results found by

the Bayesian FQR would have been missed had only functional mean regression been

done.

Our analysis is focused on the part of the spectra from t = 5, 000 to t = 8, 000

Daltons including 1, 659 observations per spectrum. To draw meaningful biological

conclusions from the mass spectrometry data, it is critical to perform appropriate

preprocessing before further statistical analysis (Sorace and Zhan, 2003). The pre-

processing steps for MALDI-TOF mass spectrometry data include baseline correc-

tion, normalization and denoising, which were performed using the methods described

by Coombes et al. (2005). The spectral intensities can span several orders of mag-

nitude across mass-to-charge ratio t for a given sample, and demonstrate extreme

skewness across samples at a given t. To mitigate these issues, we took log2 trans-

formation on the mass spectrometry data, which also allows an absolute difference

of one on the log2 scale to be interpreted as a two-fold change on the original scale.

These samples were processed in four different blocks over a span of several months.

Previous studies (Baggerly et al., 2003, 2004) show that block effects associated with

MALDI-TOF instruments can often be severe, so we estimated and subtracted the

block-specific mean from the preprocessed mass spectra to adjust for the block effects.

In Figure 1.2, the right column displays the corresponding preprocessed spectra of

the raw spectra in the left column, and this comparison clearly shows the effect of

preprocessing.

The design matrix X for this dataset is a 256 × 2 matrix, with the first column

being the intercept and the second column denoting cancer (=1) or normal (=−1) sta-

tus. The models Y = XBτ +Eτ (τ = 0.1, 0.25, 0.5, 0.75, 0.9) and Y = XBmean +Emean

are individually fitted to perform FQR and functional mean regression. The cancer

main effect functions Bτ
2 (t) and Bmean

2 (t) respectively quantify the difference in the

τth quantile and mean of the log2 spectral intensities between cancer and normal
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groups at the spectral location t. For the Bayesian FQR model with and without

adjustment, we performed discrete wavelet transform (DWT) using the Daubechies

wavelet with 4 vanishing moments, periodic boundary conditions, and a decomposi-

tion level J = 8. We placed a horseshoe prior on B∗ajh, assuming λajh ∼ C+(0, 1)

and ψaj ∼ C+(0, sa), where sa is a hyperparameter with a vague hyperprior s2
a ∼

inverse Gamma (0.001, 1.001). For the WFMM, we used the same wavelet basis func-

tions to perform DWT and implemented the MCMC procedures as described in Morris

et al. (2008) to draw posterior samples. For Bayesian approaches, we ran each MCMC

chain for 15000 iterations, discarding the first 5000 and keeping every 5. The trace

plots and Geweke diagnostic results of various parameters indicate good mixing of the

chains. Using the posterior samples of Bτ
2 (t) or Bmean

2 (t), we computed the posterior

mean estimate, the 100(1−α)% simultaneous credible band for α ∈ (0, 1) and SimBaS

of the corresponding functional coefficient at each spectral location t. We flagged t

as significantly different in the τth quantile or mean between the cancer and control

groups if its SimBaS is less than or equal to 0.05 and its posterior estimate is greater

than 1
2

log2(1.5) in magnitude, corresponding to at least a 1.5-fold change. Such flag-

ging criteria allow us to identify regions that are both statistically and practically

significant. For each non-Bayesian method, we generated 2000 bootstrap samples to

compute the mean estimate of Bτ
2 (t) and perform functional inference.

To perform FQR on the pancreatic dataset at each quantile level, it took about 1

hour for Bayesian QR, 4.5 hours for Bayesian FQR with or without adjustment, and

2.5 hours for each bootstrap-based alternative under the computer setting specified

in Section 3.3. For each quantile τ , we summarized the mean estimate of Bτ
2 (t)

and the 95% simultaneous credible band obtained from the Bayesian FQR and each

alternative approach in plots. For the Bayesian FQR, we ran several parallel MCMC

chains with different initial values at each quantile level, and obtained essentially the

same point estimates and credible bands for Bτ
2 (t). At τ = 0.1, 0.25, 0.5, no region

was identified as significant by any of the approaches used. At τ = 0.75, 0.9, the
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regions flagged by each approach were marked on the x-axis in the corresponding

plot. All these plots are available in Chapter A, and here we highlighted in Figure

3.2 the results for τ = 0.9 produced by our proposed Bayesian FQR with or without

adjustment, as well as QR with wavelet denoising, an intuitive alternative that people

might use to do FQR in this context, since wavelet thresholding is known to work well

for spiky and spatially heterogeneous functions and in particular mass spectrometry

data (Morris et al., 2008). Results from FQR at τ = 0.9 were also compared to the

functional mean regression results from WFMM in Figure 3.2.

The Bayesian FQR model with and without adjustment and the bootstrap-based

QR with wavelet denoising produced an estimate of B0.9
2 (t) that are clearly greater

in magnitude than Bmean
2 (t) in the region (5700D, 6000D), which coincided with

what we observed from the empirical quantiles and mean in Figure 1.3 (a). These

quantile regression-based methods also identified far more locations than WFMM,

which only flagged one narrow contiguous region [5841.5D, 5844.9D]. This suggested

that functional mean regression failed to detect most of the spectral locations whose

protein expressions differ significantly in the 90th quantile between two groups.

Compared to the QR with wavelet denoising, both the Bayesian FQR and the ad-

justed Bayesian FQR produced much tighter 95% simultaneous bands, allowing them

to detect more locations that may correspond to proteomic biomarkers of pancreatic

cancer. In particular, the Bayesian FQR flagged three contiguous regions [5690.6D,

5881.2D], [5912.4D, 5957.7D] and [7607.8D, 7619.6D]; the adjusted Bayesian FQR

flagged two contiguous regions [5694.0D, 5884.7D] and [5905.5D, 5959.4D]. These

flagged regions covered the regions [5704.3D, 5789.8D] and [5817.4D, 5872.6D] flagged

by the QR with wavelet denoising but included many more locations. Notably, the re-

gions [5912.4D, 5957.7D] and [7607.8D, 7619.6D] were identified by our Bayesian FQR

but entirely missed by the bootstrap-based approach. In addition, the bootstrap-

based approach appeared to have an over-smoothed estimate of B0.9
2 (t). For example,

the Bayesian FQR detected two separate peaks at 5824D and 5842D, whereas the
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bootstrap-based approach only recognized one broader peak in this region.

The proteins corresponding to the regions flagged by our model might serve as po-

tential biomarkers of pancreatic cancer. The expressions of these proteins differ in the

90th quantile but not in the mean or median between the cancer cohort and the nor-

mal cohort, indicating that they are over-expressed in only a subset of cancer patients,

and may fundamentally characterize unique features of this subset of pancreatic can-

cer patients. These potential biomarkers would have been missed by mean or median

regression, with many of them missed by QR with wavelet denoising. We assessed the

possible protein identities of the flagged spectral regions using TagIdent (Gasteiger

et al., 2005), an online protein identification tool that can create a list of proteins from

one or more organisms within a range of the pH and mass-to-charge ratio specified by

the user. In particular, the flagged region [5690.6D, 5881.2D] may correspond to basic

salivary proline-rich peptide IB-7 (5769D) and peptide IB-8c (5843D) coded by PRB2

gene, whose single-nucleotide polymorphism (SNP) has been found to be significantly

associated with the response of pancreatic cancer patients to gemcitabine based on a

genome-wide association study (Innocenti et al., 2012). The flagged region [5912.4D,

5957.7D] may correspond to a variant of transient receptor potential cation channel

subfamily M member 8 (TRPM8, 5940D) which has been reported to be aberrantly

expressed in pancreatic adenocarcinoma and have the potential to become a clinical

biomarker and therapeutic target for pancreatic cancer (Yee et al., 2012). The narrow

region [7607.8D, 7619.6D] which was flagged only by our approach may correspond

to stromal cell-derived factor 1 (SDF1, 7610D) coded by CXCL12 gene, and it has

been discovered that CXCL12-CXCR7 signaling axis is significantly associated with

the invasive potential of pancreatic tumor cells and the overall survival of pancre-

atic cancer patients (Guo et al., 2016). To definitively find the protein identities of

these spectral regions it would be necessary to conduct a tandem mass spectrometry

(MS/MS) experiment (Kinter and Sherman, 2005; Deutsch et al., 2008), but this is

beyond the scope of our current study.
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Figure 3.2 : Estimated cancer main effect functions for the pancreatic cancer dataset. (a) B0.9
2 (t) estimated

by the Bayesian FQR model. (b) B0.9
2 (t) estimated by the adjusted Bayesian FQR model. (c) B0.9

2 (t) estimated by

the bootstrap-based QR with wavelet denoising. (d) Bmean
2 (t) estimated by the WFMM model. The estimated cancer

main effects are plotted on log2 scale with the 95% simultaneous credible bands. A spectral location is flagged as

significant and marked on the x-axis if its SimBaS is less than or equal to 0.05 and the estimate corresponds to at

least 1.5-fold change indicated by the two horizontal lines.
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3.5 Discussion

In this work, we introduced a fully Bayesian approach to perform quantile regression

on functional responses. The existing work on functional response regression has

focused predominantly on mean regression. However, sometimes predictors may not

strongly influence the conditional mean of functional responses, but other aspects of

their conditional distributions instead, as illustrated by our analysis of the motivating

pancreatic cancer mass spectrometry dataset. In this case, performing functional

quantile regression to delineate the relationship between functional responses and

predictors is warranted. This can straightforwardly be done by performing quantile

regression at each individual functional location, but as we demonstrate this is not

an efficient strategy since it fails to borrow strength from nearby functional locations.

Our proposed approach borrows strength across nearby locations by representing

the functional coefficients with appropriate basis functions, and induces adaptive

penalization on the basis coefficients by placing a global-local shrinkage prior. We

developed a scalable data augmented block Gibbs sampler for posterior computation,

which can be implemented automatically without tuning parameters and scale up

well to moderately-sized functional data consisting of hundreds of observations per

curve. Posterior samples were used to perform Bayesian estimation and inference on

parameters of interest while accounting for multiple testing. In the pancreatic cancer

data application, our Bayesian FQR model identified many more spectral locations

compared to mean-based alternatives, which correspond to proteins whose intensity

levels differ significantly in the 90th quantile but not the mean between the cancer

and normal populations.

Our framework is flexible in that it allows different types of basis transform and

continuous shrinkage priors, which are chosen based on the characteristics of func-

tional data. We chose to use wavelets and a horseshoe prior to present our approach,

which are well-suited for the highly spiky and irregular mass spectrometry data. Other

basis functions including functional principal components, Fourier series and splines
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and a great variety of shrinkage priors can also be used, as elaborated in Section

3.2.1. In addition, our framework can accommodate multi-dimensional functional

data by applying a multi-dimensional basis transform. For example, a 2D wavelet

transform can be applied to the 2D mass spectrometry data collected in LC-MS ex-

periment (Zhang et al., 2009; Liao et al., 2014). We assumed the conditional quantile

to be linear in the covariates in this work, but our model can be easily extended to

model nonparametric effect of covariates (Kim, 2007; Cai and Xu, 2008; Wang et al.,

2009; Feng and Zhu, 2016; Fasiolo et al., 2018) by using spline design matrices.

We simulated functional data with Gaussian shaped peaks to mimic mass spectra,

evaluated the performance of our method and compared to simpler alternatives that

people might use to perform FQR in the simulation study. Our approach consistently

outperformed the näıve Bayesian quantile regression in both estimation and inference,

showing that it is inefficient to ignore the functional nature of data and do quantile

regression separately for each location. In addition to borrowing strength, our model

adopted a sparsity prior that can effectively shrink small wavelet coefficients to zero

and avoid attenuation of large coefficients, minimizing bias and substantially reducing

variation in parameter estimation.

We also considered bootstrap-based two-step alternatives, which are themselves

new methods that we introduced to compare with our proposed approach. One might

think of it a natural approach to draw bootstrap samples of observed functional data

and post-smooth the pointwise quantile regression estimates in each bootstrap it-

eration, using spline smoothing or wavelet denoising. Compared to these two-step

alternatives that seemed intuitively appealing, our approach achieved comparable

estimation accuracy but considerably smaller variability, which led to much tighter

simultaneous credible band with similar coverage, and greatly improved sensitivity

for identifying significant regions in the functional coefficients at particular quantile

levels. This improvement of our Bayesian FQR model could be explained by the

fact that quantile regression and penalization of functional coefficients are performed



71

jointly in a unified manner in our Bayesian framework. The possibly heteroscedas-

tic noise levels across t in the functional data are learned in the quantile regression

step and then carried forward to the coefficient penalization step, which we believe

to have the potential to achieve more adaptive regularization than performing them

separately as done in the two-step approaches. While our Bayesian hierarchical model

is convenient to implement, it would be very challenging to fit a non-Bayesian coun-

terpart with the same flexibility and complexity, and yield estimation and inference

of B while choosing various penalization parameters λajh and ψaj by cross-validation.

We chose to use the asymmetric Laplace likelihood as the working likelihood

in our framework due to its computational efficiency. Motivated by recent stud-

ies raising concerns about the frequentist propeties of posterior inference based on

this likelihood, we also considered an adjusted Bayesian FQR model by perform-

ing a pointwise likelihood correction proposed by (Sriram, 2015), and compared its

performance to our original model in simulation studies and data application. The

simulation results showed that the original model had satisfactory performance in

terms of parameter estimation and signal detection in all the scenarios we considered;

the adjustment procedure further improved estimation accuracy and led to slightly

wider credible bands, and essentially removed any false positives at the expense of

slightly decreased sensitivity compared to the original model. While our adjustment is

done separately at each individual location and seems ad-hoc, it does have very good

empirical performance based on our simulations. It would be insightful to extend

this adjustment strategy to the functional data setting so that it can accommodate

the within-function dependence structure and also to study its asymptotic properties,

but these are beyond the scope of our current work.

There exists limited work on FQR in the literature. Based on our simulations,

the framework proposed by Brockhaus et al. (2015) appears to work satisfactorily for

simple and homogeneous functions sampled on a relatively sparse grid, but not as well

for high-dimensional spiky and complex functions in terms of coefficient estimation
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and computational feasibility. In addition, their framework does not automatically

yield pointwise or joint inference.

One should always ensure that the effective sample size N min{τ, 1 − τ} is suf-

ficiently large before performing FQR at τth quantile. While we propose a highly

flexible and computationally tractable Bayesian framework to perform FQR, there is

still room for improvement. Our modeling approach is built for functional data sam-

pled on a sufficiently fine grid where interpolation can be reasonably used to obtain

a common grid for subjects. Further adaptations of our model would be required for

functional data sampled on sparse grids that vary across subjects. We assume inde-

pendent residual errors across t, but observations from nearby functional locations

are typically correlated. This independent error assumption may lead to conserva-

tive inference, thus further efficiency and power gains are possible if within-function

correlations could be accommodated (Morris, 2017). However, the tractability of

our proposed framework breaks down if we are to model this dependence structure.

While it is relatively easy to account for intrafunctional correlations in functional

mean regression, we find it much more challenging to do so for FQR, which has never

yet been addressed in the existing literature to our best knowledge. It should be

pointed out that even with an independent error assumption, our proposed approach

still beats all the simpler methods that people might use to perform FQR as shown

by the simulations, so we believe our work is a significant step forward in this area.

Finally, alternative regularization methods on the basis coefficients can be explored,

such as the FLiRTI model (James et al., 2009) that enforces sparsity in the functional

coefficients or their derivatives to improve interpretability.
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Chapter 4

A Distributed Approach to Function-on-Scalar

Quantile Regression

Existing work on functional response regression has focused predominantly on mean

regression. However, in many applications, predictors may not strongly influence the

conditional mean of functional responses, but other characteristics of their conditional

distribution. In this chapter, we study function-on-scalar quantile regression, or func-

tional quantile regression (FQR), which can provide a comprehensive understanding

of how scalar predictors influence the entire distribution of functional responses. We

introduce a scalable, distributed strategy to perform FQR that can account for intra-

functional dependence structures in the functional responses. This general distributed

strategy first performs separate quantile regression to compute M -estimators at each

sampling location, and then carries out estimation and inference for the entire coeffi-

cient functions by properly exploiting the uncertainty quantifications and dependence

structures of M -estimators. We derive a uniform Bahadur representation and a strong

Gaussian approximation result for the M -estimators on the discrete sampling grid,

which are of independent interest and provide theoretical justification for this dis-

tributed strategy. Some large sample properties of the proposed coefficient function

estimators are described. Interestingly, our rate calculations show a phase transition

phenomenon that has been previously observed in functional mean regression. We

conduct simulations to assess the finite sample performance of the proposed methods,

and present an application to a mass spectrometry proteomics dataset, in which the

use of FQR to delineate the relationship between functional responses and predictors

is strongly warranted.
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4.1 Introduction

Utilizing the asymmetric Laplace likelihood, we proposed a Bayesian framework in

Chapter 3 to perform quantile regression on densely sampled functional data, and used

the posterior samples for estimation and inference. For model tractability, we did not

model the within-function correlations across t; nor did we provide any theoretical

justification for the proposed estimation and inferential procedure based on the AL

likelihood, which is generally not the true data likelihood.

In this chapter, we propose a distributed strategy to estimate the regression co-

efficient functions βτ (t) in the FQR setting where T is allowed to grow with n, and

also derive their simultaneous confidence bands. We first perform pointwise quantile

regression separately at each sampling location tl (l = 1, . . . , T ) to obtain the M -

estimator β̂τ (tl) that minimizes the check loss function at each tl, then utilize these

M -estimators and their uncertainty estimates to carry out estimation and inference

for the entire coefficient functions. Unlike Chapter 3, we do not make any parametric

assumptions on the residual process η(t). Instead, we merely require a mild condi-

tion on its zero-crossing behavior in addition to several standard assumptions in the

quantile regression literature; see Assumption (A6) in Section 4.3 for more details.

Our proposed strategy is very easy to implement and computationally scalable to

high dimensional settings (T � n) with the use of parallel computing, while capable

of accounting for intrafunctional correlations in the functional responses.

Our work makes the following contributions. To begin with, we present a uniform

Bahadur representation for β̂τ (tl) across the sampling grid t, where we allow the sam-

pling frequency T to grow exponentially fast with the sample size n by appealing to

Vapnik-Chervonenkis (VC) theory. Based on this uniform Bahadur representation,

we then derive a strong Gaussian approximation result for the asymptotic joint dis-

tribution of β̂τ (t), which builds a theoretical foundation for our proposed distributed

strategy. As one concrete example based on the general distributed strategy, we

introduce an interpolation-based approach where we interpolate β̂τ (tl) between tl’s
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to estimate the entire coefficient functions, derive the convergence rate of this esti-

mator, and develop a procedure to construct simultaneous confidence bands for the

coefficient functions when functional data are sampled densely enough (T � n1/2).

Alternatively, various other modeling approaches to FQR can be developed based

on this distributed strategy, which are shown to have greatly improved finite sample

performance in simulations.

We present the uniform Bahadur representation for the M -estimators on the sam-

pling grid in Section 4.2, and study its asymptotic behavior in Section 4.3. In Section

4.4, we introduce the interpolation-based estimator for the entire coefficient functions

βτ (t) and develop asymptotic theory for this estimator. In Section 4.5, we introduce

an alternative Bayesian approach to modeling the coefficient functions, and also dis-

cuss some practical issues related to method implementation. We provide a simulation

study to assess the finite sample performance of our proposed approaches in Section

4.6, show an application to a mass spectrometry proteomics dataset in Section 4.7,

and conclude this chapter with a brief discussion in Section 4.8. The proofs of all the

theorems and supporting lemmas are deferred to Chapter B.

Notation. For a given quantile τ ∈ (0, 1), let Q(x; t, τ) = x′βτ (t) denote the

τth quantile of the functional response Y (t) conditional on the covariates X = x at

location t ∈ T . Let
{

(Xi, Yi(tl)
T
l=1)
}n
i=1

be the i.i.d. samples in X × RT . Denote

the empirical measure of
(
Xi, Yi(tl)

T
l=1

)
by Pn, and the true underlying measure

by P with the corresponding expectation E. Define for a function x 7→ f(x) that

Gn(f) := n1/2
∫
f(x)(dPn(x) − dP (x)) and ‖f‖Lp(P ) =

(∫
|f(x)|pdP (x)

)1/p
for 0 <

p < ∞. For a class of functions G, let ‖Pn − P‖G := supf∈G |Pnf − Pf |. Denote

by ‖b‖ the L2-norm of a vector b. For a square matrix A, λmin(A) and λmax(A)

are respectively its smallest and largest eigenvalues, and ‖A‖ is its operator norm.

Let Sm−1 := {u ∈ Rm : ‖u‖ = 1}. The relation an . bn means that the inequality

an ≤ Cbn holds for all n with a constant C that is independent of n.



76

Define ρτ (u) := (τ − 1(u ≤ 0))u, where 1(·) is the indicator function. Define

ψ(Y,X;β, τ) := X (1{Y ≤ X ′β} − τ) ,

ϑ(β; t, τ) := E [ψ(Y (t), X;β, τ)] = E
[
X{FY (t)|X(X ′β|X)− τ}

]
.

We have ϑ(βτ (t); t, τ) = 0 for any t ∈ T . Also, for a given t, define

β̂τ, n(t) := argmin
β∈Rd

n∑
i=1

ρτ (Yi(t)−X ′iβ). (4.1)

4.2 Uniform Bahadur Representation

As our first main result, we derive a uniform Bahadur representation for the M -

estimator β̂τ, n(t) defined in equation (4.1) on the discrete sampling grid t = (t1, . . . , tT )′.

For notational simplicity, we suppress the subscript n in β̂τ, n(t), with the understand-

ing that we consider an estimator based on n curves.

Throughout this chapter, we assume that the following conditions hold:

(A1) There exist constants ξ > 0 and M > 0 such that ‖X‖ ≤ ξ almost surely, and

1/M ≤ λmin(E[XX ′]) ≤ λmax(E[XX ′]) ≤M .

(A2) The conditional distribution FY (t)|X(y|x) is twice differentiable w.r.t y for each t

and x. Denote the derivatives by fY (t)|X(y|x) = ∂
∂y
FY (t)|X(y|x) and f ′Y (t)|X(y|x) =

∂
∂y
fY (t)|X(y|x). Assume that f := supy,x,t∈T |fY (t)|X(y|x)| < ∞ and f ′ :=

supy,x,t∈T |f ′Y (t)|X(y|x)| <∞.

(A3) There exists fmin > 0 such that inft∈T infx fY (t)|X(Q(x; t, τ)|x) ≥ fmin.

Remark. Assumption (A1) is a mild condition on the covariate vector. At any

given location t, Assumptions (A2) and (A3) are standard assumptions on the con-

ditional density fY (t)|X(y|x) in the quantile regression literature. In our context of

FQR, we additionally require that these conditions hold uniformly in t ∈ T . Let-

ting Jτ (t) := E[XX ′fY (t)|X(Q(X; t, τ)|X)] = E[XX ′fY (t)|X(X ′βτ (t)|X)] for each t,
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Assumptions (A1) and (A3) imply that the smallest eigenvalues of Jτ (t) are bounded

away from zero uniformly in t, i.e., there exists ι > 0 such that inft∈T λmin(Jτ (t)) ≥ ι.

Theorem 4.1 Suppose Assumptions (A1)-(A3) hold and log T log n = o(n). Then

for t ∈ t,

β̂τ (t)− βτ (t)=− 1

n
Jτ (t)

−1

n∑
i=1

ψ(Yi(t), Xi;βτ (t), τ) + rn,1(t, τ) + rn,2(t, τ) + rn,3(t, τ),

where rn,1(t, τ) =Jτ (t)
−1Pn

[
ψ(Y (t), X; β̂τ (t), τ)

]
,

rn,2(t, τ) =− Jτ (t)−1
{
ϑ(β̂τ (t); t, τ)− ϑ(βτ (t); t, τ)− Jτ (t)(β̂τ (t)− βτ (t))

}
,

rn,3(t, τ) =− n−1/2Jτ (t)
−1
{
Gn[ψ(Y (t), X; β̂τ (t), τ)]−Gn [ψ(Y (t), X;βτ (t), τ)]

}
.

The remainder terms rn,j(t, τ) (j = 1, 2, 3) can be bounded as follows.

sup
t∈t
‖rn,1(t, τ)‖ ≤ 1

inft∈t λmin(Jτ (t))

ξd

n
a.s. (4.2)

For any κn = o(n), sufficiently large n, and a constant C independent of n,

P

sup
t∈t
‖rn,2(t, τ)‖ ≤ C

[(
log T

n

)1/2

+
log T

n
+
(κn
n

)1/2

+
κn
n

]2
 ≥ 1− e−κn .(4.3)

P

sup
t∈t
‖rn,3(t, τ)‖ ≤ C

[(
log T

n
log n

)1/2

+
(κn
n

)1/2
]3/2

 ≥ 1− 2e−κn . (4.4)

Corollary 4.1 (Uniform Bahadur Representation) Under the conditions assumed

for Theorem 4.1, if we further assume that log T log n = o(n1/3), then for t ∈ t,

β̂τ (t)− βτ (t) = − 1

n
Jτ (t)

−1

n∑
i=1

ψ(Yi(t), Xi;βτ (t), τ) + rn(t, τ),

where supt∈t‖rn(t, τ)‖ = op(
1√
n
).

Remark. The proof of Theorem 4.1 relies heavily on empirical processes tech-

niques. The condition log T log n = o(n1/3) is very mild as it essentially allows T
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to grow exponentially fast with n. We achieve this flexibility using some arguments

based on VC theory, as presented in Lemma B.3.

4.3 Strong Gaussian Approximation to M-estimators

The uniform Bahadur representation provided in Theorem 4.1 enables us to study

the asymptotic joint distribution of any given linear combination of β̂τ, n(t) on the

discrete sampling grid t, i.e., a′β̂τ, n(t) where a ∈ Sd−1. For notational simplicity,

we denote a′β̂τ, n(t) by µ̂n(t) and a′βτ (t) by µ(t) throughout the rest of this chapter,

with the understanding that we consider a given quantile level τ and a given linear

combination a.

As the second main result, we present strong Gaussian approximation to the M -

estimators µ̂n(t). The following additional assumptions are needed.

(A4) The coefficient function βτ (t) is differentiable w.r.t. t, and β′τ := supt∈T ‖ ddtβτ (t)‖

<∞.

(A5) The conditional density fY (t)|X(y|x) is differentiable w.r.t t for each y and x,

and supy,x,t∈T
∣∣ ∂
∂t
fY (t)|X(y|x)

∣∣ <∞.

(A6) Conditional on ∀X ∈ X , η(t)|X has almost surely continuous sample paths in T ,

and for ∀t < s ∈ T , X ∈ X , there exists a constant c0 independent of t, s and X

such that P (At least one crossing with y = 0 occurs in η(v) |X : v ∈ [t, s]) ≤

c0|t− s|.

Remark. Assumption (A4) is about the differentiability of the coefficient function

βτ (t) with respect to t and uniform boundedness of its first derivative. Assumption

(A5) requires that for each y ∈ R and x ∈ X , the conditional density fY (t)|X(y|x)

is differentiable in t ∈ T , and this derivative is uniformly bounded over x, y and t.

Assumption (A6) regularizes the residual process η(t) using its zero-crossing behav-

ior, which does not require specifying the distribution of the stochastic process η(t).
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Assumption (A6) holds if η(t) is a Gaussian process which possesses almost surely

continuous sample paths in T and certain additional properties, which can be easily

verified using Lemma B.5 that is directly taken from Cramér and Leadbetter (1967).

Theorem 4.2 Let

Gn(t) :=
1√
n
a′Jτ (t)

−1

n∑
i=1

Xi (1{Yi(t) ≤ X ′iβτ (t)} − τ) , (4.5)

for a given linear combination a ∈ Sd−1 and any t ∈ T . Under Assumptions (A1)-

(A6), if we additionally assume that log T log n = o(n1/3) and δT := max
1≤l≤T−1

|tl+1−tl|

= o(1), then we have

√
n (µ̂n(t)− µ(t)) = G̃n(t) + r̃n(t), (4.6)

where G̃n(·) is a process on T that, conditional on (Xi)
n
i=1, is zero-mean Gaussian

with almost surely continuous sample paths and the covariance function

E
[
G̃n(t)G̃n(s) | (Xi)

n
i=1

]
= E

[
Gn(t)Gn(s) | (Xi)

n
i=1

]
, ∀ t, s ∈ T ,

and the sup norm of the residual term r̃n(t) is bounded by op(1).

Theorem 4.2 shows that
√
n (µ̂n(t)− µ(t)) can be strongly approximated by zero-

mean Gaussian, which has important theoretical and practical implications. More

specifically, Theorem 4.2 implies that, rather than directly working with the n × T

matrix Y consisting of observed functional responses, we can instead work with the

T×1 vector µ̂n(t) that is asymptotically zero-mean Gaussian with the T×T covariance

matrix

Σt := Cov
[
G̃n(t) | (Xi)

n
i=1

]
, (4.7)

after centering by µ(t) and rescaling by
√
n. This data reduction is computationally

appealing especially for large sample size n. In addition, Theorem 4.2 effectively trans-

forms the originally complicated FQR problem, which is semiparametric in nature,

into a much more manageable Gaussian mean regression problem with a particular

covariance structure for the residual errors, for which many modeling approaches are
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available in the literature, such as the commonly used kernel or spline smoothing and

some nonparametric Bayesian methods.

We next estimate the entire coefficient function µ(t) for t ∈ T based on the

M -estimator µ̂n(t) for t ∈ t, which can be achieved using various approaches. In

particular, we propose an approach based on spline interpolation in Section 4.4, where

we observe a phase transition phenomenon in the rate of convergence for estimating

µ(t), and another approach based on Gaussian process regression in Section 4.5.

4.4 Asymptotic Properties of Interpolation-based Estimator

We first consider an estimator based on linear interpolation, which is denoted by

µ̂n(t)LI and defined as

µ̂n(t)LI :=
tl+1 − t
tl+1 − tl

µ̂n(tl) +
t− tl
tl+1 − tl

µ̂n(tl+1), ∀ t ∈ [tl, tl+1], l = 1, . . . , T − 1.(4.8)

If t ∈ t, then it is apparent that µ̂n(t)LI = µ̂n(t). Let µ̃ be the linear interpolation of

{µ(tl) : 1 ≤ l ≤ T}, that is,

µ̃(t) :=
tl+1 − t
tl+1 − tl

µ(tl) +
t− tl
tl+1 − tl

µ(tl+1), ∀ t ∈ [tl, tl+1], l = 1, . . . , T − 1.

The following theorem shows that the process
√
n
(
µ̂n(·)LI − µ̃(·)

)
converges weakly

to a centered Gaussian process in l∞(T ).

Theorem 4.3 (Weak Convergence) Under the conditions assumed for Theorem

4.2,

µ̂n(t)LI − µ̃(t) = − 1√
n
Gn(t) + op(

1√
n

), (4.9)

where the remainder term op(
1√
n
) is uniform in t ∈ T . In addition,

√
n
(
µ̂n(·)LI − µ̃(·)

)
 G(·) in l∞(T ), (4.10)

where G(·) is a centered Gaussian process on T with the covariance function Hτ given

by
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Hτ (t, s; a)

:= a′Jτ (t)
−1E

[
ψ(Y (t), X; βτ (t), τ) · ψ(Y (s), X; βτ (s), τ)′

]
Jτ (s)

−1a.
(4.11)

for any t, s ∈ T . In particular, there exists a version of G with almost surely contin-

uous sample paths.

Remark. The major challenge in proving Theorem 4.3 is to show the asymptotic

tightness of the process Gn(t) in l∞(T ), i.e., for any c > 0,

lim
δ↓0

lim sup
n→∞

P

(
sup

t,s∈T , |t−s|≤δ
|Gn(t)−Gn(s)| > c

)
= 0.

We then present a strong approximation to the process
√
n
(
µ̂n(·)LI − µ̃(·)

)
by a

sequence of Gaussian processes, by extending Theorem 4.2 to the continuum T .

Theorem 4.4 (Gaussian Coupling) Under the conditions assumed for Theorem

4.2, we have

√
n
(
µ̂n(t)LI − µ̃(t)

)
= G̃n(t) + r̃n(t), t ∈ T , (4.12)

where supt∈T |r̃n(t)| = op(1).

With Theorem 4.4, we can construct a 1−α simultaneous confidence band for the

functional parameter µ, as given in Theorem 4.5.

Theorem 4.5 (Simultaneous Confidence Band) Suppose Assumptions (A1)-(A6)

hold. If we additionally assume that log T log n = o(n1/3) and δT = o(1/
√
n), then a

1− α simultaneous confidence band for µ(t) is given by(
µ̂n(t)LI − 1√

n
Cn(α)σn(t), µ̂n(t)LI +

1√
n
Cn(α)σn(t)

)
, (4.13)

where

σn(t) :=
(
E
[
G̃2
n(t)|(Xi)

n
i=1

])1/2

=
(
τ(1− τ)a′Jτ (t)

−1En [XiX
′
i] Jτ (t)

−1a
)1/2

,(4.14)



82

and Cn(α) is defined such that

P

(
sup
t∈T

∣∣∣σ−1
n (t)G̃n(t)

∣∣∣ ≤ Cn(α)

)
= 1− α. (4.15)

Note that Theorem 4.5 requires that the functional data are sampled on a suffi-

ciently dense grid such that δT = o(1/
√
n), which is equivalent to T � n1/2 if the

sampling locations t are equally spaced. This additional assumption bounds the bias

associated with the linear interpolation-based estimator µ̂n(t)LI at o(1/
√
n), elimi-

nating the need to estimate the bias term and simplifying the construction of the

simultaneous confidence band.

We next consider an estimator for µ(t) based on spline interpolation. For a general

order r ≥ 1, let Wr
2 denote the r-th order Sobolev-Hilbert space on T , that is,

Wr
2 := {g : T → R | g, g(1), . . . , g(r−1) are absolutely continuous and g(r) ∈ L2(T )}.

The estimator based on r-th order spline interpolation, which we denote by µ̂n(t)r−SI ,

is defined as the solution to

min
g∈Wr

2

∫
T

[
g(r)(t)

]2
dt, subject to g(tl) = µ̂n(tl), l = 1, . . . , T. (4.16)

We remark that when r = 1, the solution to (4.16) is exactly µ̂n(t)LI defined in

(4.8). To see this, note that on the interval [tl, tl+1], for any g ∈ W1
2 , we have

|g(tl+1)− g(tl)| =
∣∣∣∣∫ tl+1

tl

g(1)(t) dt

∣∣∣∣
≤
∫ tl+1

tl

∣∣g(1)(t)
∣∣ dt ≤ (∫ tl+1

tl

∣∣g(1)(t)
∣∣2 dt)1/2(∫ tl+1

tl

12 dt

)1/2

,

where the Hölder’s inequality is used for the last inequality above. If we require

g(tl) = µ̂n(tl) and g(tl+1) = µ̂n(tl+1), we then have

(µ̂n(tl+1)− µ̂n(tl))
2

tl+1 − tl
=

(g(tl+1)− g(tl))
2

tl+1 − tl
≤
∫ tl+1

tl

∣∣g(1)(t)
∣∣2 dt, (4.17)

and the equality in (4.17) holds when g(t) = tl+1−t
tl+1−tl

µ̂n(tl) + t−tl
tl+1−tl

µ̂n(tl+1) for t ∈

[tl, tl+1], i.e., the linear interpolator between (tl, µ̂n(tl)) and (tl+1, µ̂n(tl+1)).
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Utilizing Theorem 4.2 and some classical results about spline interpolation (De-

Vore and Lorentz, 1993), we can calculate the rate of convergence for µ̂n(t)r−SI .

Theorem 4.6 (Rate of Convergence) Suppose Assumptions (A1)-(A6) hold. If

we additionally assume that log T log n = o(n1/3), δT ≤ C0T
−1 for some constant

C0 > 0, then

lim
D→∞

lim sup
n→∞

sup
µ∈Wr

2

P
(
‖µ̂r−SIn − µ‖2

L2 > D
(
T−2r + n−1

))
= 0.

The convergence rate obtained in Theorem 4.6 is identical to the optimal rate

established by Cai and Yuan (2011) for estimating the mean function based on dis-

cretely sampled functional data under the common sampling design. Theorem 4.6 is

reminiscent of an interesting phase transition phenomenon observed by Cai and Yuan

(2011) in their function-on-scalar mean regression setting. In particular, a phase tran-

sition in the convergence rate of µ̂r−SIn occurs when T is of the order n1/2r. When

the functional data are observed on a relatively dense grid (T � n1/2r), the sampling

frequency T does not have an effect on the rate of convergence, which is of the order

1/n and only determined by the sample size n. On the other hand, when the func-

tional data are sampled on a sparse grid (T = O(n1/2r)), the rate of convergence is of

the order T−2r and only determined by the sampling frequency T .

4.5 Practical Implementation Considerations

Theorem 4.2 provides a strong approximation to
√
n (µ̂n(t)− µ(t)) by a Gaussian

likelihood, building a theoretical foundation upon which various approaches to mod-

eling the functional parameter µ other than interpolation introduced in Section 4.4

can be developed, which may achieve better finite sample performance with different

options better suited to different types of functional data. In this section, we present

an alternative Bayesian approach to estimate µ, and discuss some practical issues

related to the implementation of our proposed approaches.
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4.5.1 A Bayesian Approach

Theorem 4.2 gives an asymptotically valid Gaussian likelihood for
√
n µ̂n(t) |µ, based

upon which we can adopt a Bayesian framework to model the functional parame-

ter µ. One primary strength of a Bayesian approach is that it yields uncertainty

quantification based on posterior distributions in addition to point estimates.

Equation (4.6) gives

√
n (µ̂n(t)− µ(t)) |µ(t) ∼ MVN(0,Σt), (4.18)

up to negligible error r̃n(t) that is uniformly bounded by op(1), where Σt is the T ×T

covariance matrix defined in equation (4.7). We then place a prior on the functional

parameter µ, which can be chosen depending on its characteristics. For relatively

smooth and regular µ, an appropriate and commonly used prior is a Gaussian process

(GP) prior with the squared exponential kernel K(·, ·), i.e.,

µ ∼ GP(0, K),

K(s, t) = θσ exp

(
−(t− s)2

θl

)
, s, t ∈ T ,

where θσ > 0 and θl > 0 are tuning parameters of the kernel.

We choose θσ > 0 and θl > 0 through an empirical Bayes approach based on

their maximum marginal likelihood estimator (MMLE). More specifically, µ(t) ∼

MVN(0, K(t, t)), where K(t, t) is the T × T prior covariance matrix on the discrete

grid t. We integrate out µ(t) in model (4.18) and obtain the following marginal model

µ̂n(t) | θσ, θl ∼ MVN(0, Σt/n+K(t, t)). (4.19)

Recently, Hadji and Szábo (2019) showed that if the MMLE of θl based on the

marginal model (4.19) is adjusted by a multiplicative logarithmic factor log(T ), then

the credible set resulting from the empirical Bayes procedure provides reliable uncer-

tainty quantification for the underlying functional parameter µ that satisfies certain

regularity assumptions.

Letting K̂(·, ·) denote the MMLE of K(·, ·) after the proposed adjustment, the
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posterior distribution of µ(·) is then a GP with

E [µ(t∗) | µ̂n(t)] = K̂(t∗, t)
(

Σt/n+ K̂(t, t)
)−1

µ̂n(t),

for any t∗ ∈ T , and

Cov [µ(t∗1), µ(t∗2) | µ̂n(t)] = K̂(t∗, t∗)− K̂(t∗, t)
(

Σt/n+ K̂(t, t)
)−1

K̂(t, t∗),

for any t∗1, t
∗
2 ∈ T and t∗ = (t∗1, t

∗
2)′. Given the posterior samples, we can compute

the point estimate of µ(·) using its posterior mean, and construct its simultaneous

credible band as described in Ruppert et al. (2003).

4.5.2 Covariance Matrix Estimation

To construct a 1− α simultaneous confidence band for µ(t) as described in Theorem

4.5, or to adopt a Bayesian approach to modeling µ(t) as described in Section 4.5.1,

we need to estimate the covariance function of the Gaussian process G̃n(·) conditional

on (Xi)
n
i=1, or its discrete version on t, i.e., Σt. Now we discuss methods to empirically

estimate Σt.

By definition, for ∀ 1 ≤ l, j ≤ T ,

E
[
G̃n(tl)G̃n(tj)|(Xi)

n
i=1

]
= E

[
Gn(tl)Gn(tj)|(Xi)

n
i=1

]
(4.20)

= a′Jτ (tl)
−1

(
1

n

n∑
i=1

XiX
′
i E [(1{Yi(tl) ≤ X ′iβτ (tl)} − τ) (1{Yi(tj) ≤ X ′iβτ (tj)} − τ) |Xi]

)
Jτ (tj)

−1a.

Equation (4.20) indicates that, at a given location tl, the marginal variance of

G̃n(tl) conditional on (Xi)
n
i=1 is E

[
G̃n(tl)

2|(Xi)
n
i=1

]
=τ(1−τ)a′Jτ (tl)

−1En [XiX
′
i] Jτ (tl)

−1a.

For any two locations tl, tj, the middle term in the last line of equation (4.20) explicitly

characterizes the correlation structure between G̃n(tl) and G̃n(tj), which is induced

by the within-function correlations of Y (t). This middle term can be consistently
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estimated by

1

n

n∑
i=1

XiX
′
i

(
1{Yi(tl) ≤ X ′iβ̂τ (tl)} − τ

)(
1{Yi(tj) ≤ X ′iβ̂τ (tj)} − τ

)
.

Many approaches to estimation of Jτ (tl) for a given tl are available in the quantile

regression literature, among which the most commonly used ones require estimation

of the conditional density fY (tl)|X(X ′iβτ (tl)|Xi) for each i = 1, . . . , n (Hendricks and

Koenker, 1992; Powell, 1991). We adopt an alternative strategy that directly esti-

mates Jτ (tl)
−1 without estimating the conditional density and has been shown to be

more stable numerically. In particular, we first perform Bayesian quantile regression

(Reed and Yu, 2009) separately at each tl assuming an asymmetric Laplace likelihood

and calculate the posterior covariance matrix for βτ (tl), denoted by V̂τ (tl), and then

it holds asymptotically that Jτ (tl)
−1 = nV̂τ (tl) (Yang et al., 2016).

The raw estimate of Σt described above is element-wise consistent but noisy. Ap-

propriate smoothing of Σt might improve the estimation and inferential performance

of our proposed approaches, especially for a large ratio of T to n. We adopt wavelet-

based covariance smoothing and assess its performance in simulations. Making use of

the whitening property of wavelet transform (Johnstone and Silverman, 1997), this

smoothing strategy first projects the raw covariance estimate into the wavelet space

using a lossless wavelet transform, assuming independency in the wavelet space and

keeping only the diagonal elements of the projected covariance, and then transforms

it back to the data space to achieve covariance smoothing. Alternatively, one can

also perform bivariate smoothing on the raw covariance, which first removes its di-

agonal elements and then smooths the covariance surface using bivariate smoothing

techniques (Yao et al., 2005).

4.6 Simulation Studies

In this section, we conduct simulation studies to assess the finite sample performance

of the two proposed approaches: the linear interpolation-based approach defined in
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equation (4.8), which we term as LI-FQR, and the Bayesian modeling approach with

a GP prior introduced in Section 4.5.1, which we term as Bayes GP-FQR. We also

consider a third approach denoted by pre-smooth LI-FQR, where we first smooth

each individual functional observation yi(t) using splines, then run LI-FQR on the

pre-smoothed functional data.

Simulation design. In the first scenario where the predictors are continuous,

the data are generated according to the following model:

yi(t) = c1xi1 ϕ(t | µ1, σ1) + c2xi2 ϕ(t | µ2, σ2) + εi(t), (4.21)

In model (4.21), ϕ (t | µk, σk) is the probability density function of a normal dis-

tribution with mean µk and standard deviation σk, which corresponds to a Gaussian

shaped peak k in yi(t) centered at µk. xi = (1, xi1, xi2)′, where xi1 and xi2 are inde-

pendent standard normal variables. The i.i.d. noise term εi(t) is an AR(1) process

with lag 1 autocorrelation ρ = 0.5 and a marginal t3 distribution. Under model

(4.21), the τth quantile of Y (t) conditional on x1 and x2 is βτ0 (t) + βτ1 (t)x1 + βτ2 (t)x2

for any τ ∈ (0, 1), where βτ1 (t) = c1ϕ(t | µ1, σ1) and βτ2 (t) = c2ϕ(t | µ2, σ2). We

set (c1, µ1, σ1, c2, µ2, σ2) = (0.75, 1, 0.2, 1, 3, 0.4). The functional response yi(t) is ob-

served on an equally spaced grid of T = 128 on the interval [0, 5.10]. We simulated

100 replicate datasets, with n = 400 curves in each dataset. The true functional

coefficients βτ1 (t) and βτ2 (t), which are constant across quantile levels, are shown in

Figure 4.1(a).

In the second scenario where the predictor is binary, the data are generated ac-

cording to the following model:

yi(t) =
4∑

k=1

ci,kϕ (t | µk, σk) + εi(t),

ci,k =1{xi1 = −1}f1,k + 1{xi1 = 1}f2,k,
(4.22)

In model (4.22), ϕ (t | µk, σk) is defined as above, and xi = (1, xi1)′, where xi1

is a binary variable taking values from {−1, 1} with equal probability. ci,k dictates
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the magnitude of peak k in the functional observation yi(t). The i.i.d. noise term

εi(t) is a Gaussian AR(1) process with lag 1 autocorrelation ρ = 0.8 and a marginal

distribution of N(0, 42). The distributions of f1,k, f2,k and the values taken by µk,

σk are provided in Table 4.1. Under model (4.22), we denote by βτ1 (t) the functional

coefficient that quantifies the difference in the τth quantile of Y (t) between the two

groups indexed by x1. The functional response yi(t) is observed on an equally spaced

grid of T = 256 on the interval [0, 8]. We simulated 100 replicate datasets, with

n = 500 curves in each dataset.

It should be noted that while the noise term ε(t) in model (4.22) is Gaussian,

the conditional distribution p(Y (t) | x) for many t is not Gaussian. This is because

the curve-to-curve variations include both the residual term ε(t) and the stochastic

functional component induced by ci,k, which in turn depends on f1,k or f2,k. A non-

Gaussian distribution of f1,k or f2,k, such as inverse Gamma or t2 presented in Table

4.1, induces curve-to-curve deviations that are not Gaussian. The true group effect

functions βτ1 (t) at various levels of τ are shown in Figure 4.1(b). At the first peak,

group differences remain constant across τ ; at the second peak, group differences are

obvious at upper quantiles τ = 0.8, 0.9 but considerably smaller at the lower quantiles

τ = 0.1, 0.2, 0.5; at the third peak, there does not exist group differences at any τ ;

at the last peak, group differences are present at the more extreme quantile levels

τ = 0.1, 0.2, 0.8, 0.9 but not at the median.

Simulation results. We apply the methods described above to the simulated

datasets to perform FQR at τ = 0.5, 0.8, 0.9. For each approach, we evaluate esti-

mation performance using the integrated mean squared error (IMSE), and inferential

performance using the pointwise coverage probabilities of 95% pointwise confidence

interval that are averaged over t, and the joint coverage probabilities of the 95%

simultaneous confidence band.

Simulation results are summarized in Table 4.2. For the continuous predictor case,

both Bayes GP-FQR and pre-smooth LI-FQR clearly outperform LI-FQR by having
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Table 4.1 : Parameter specs of the data generating model for the binary

predictor case.

k µk σk f1,k f2,k

1 1 0.25 N(18.5, 12) N(20, 12)

2 3 0.25 IG(1, 0.4) + 20 N(20.25, 0.52)

3 5 0.25 N(20, 22) N(20, 22)

4 7 0.25 N(20, 12) 2.5t2 + 20

much smaller IMSE, higher joint coverage and tighter simultaneous band in all cases.

These comparisons indicate that proper smoothing leads to greatly improved finite

sample performance. Comparing Bayes GP-FQR and pre-smooth LI-FQR, the cover-

age probabilities of the 95% pointwise and simultaneous bands are close to the nominal

level for both approaches, with Bayes GP-FQR having better estimation accuracy,

higher joint coverage and tighter simultaneous band. One explanation for the im-

proved finite sample performance of Bayes GP-FQR over pre-smooth LI-FQR is that,

the possibly heteroscedastic uncertainty across t in the functional response is learned

in the pointwise quantile regression step and then used to inform the functional co-

efficient regularization in Bayes GP-FQR, leading to more adaptive smoothing. By

contrast, the pre-smoothing approach first smooths functional data independently

for each subject, which fails to borrow strength across subjects, and then performs

FQR on the smoothed data. For each approach and each functional parameter, the

estimation accuracy and the joint coverage tend to improve as the quantile level gets

closer to the median, with the bands also getting narrower.

For the binary predictor case, similar conclusions can be drawn for the performance

comparisons among the approaches, with Bayes GP-FQR having much smaller IMSE,

similar or higher joint coverage and much tighter simultaneous band than the others.

Unlike the continuous predictor case, the joint coverage of the simultaneous band is
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Figure 4.1 : Ground truth for functional coefficients of interest. The true functional coefficient βτ1 (t) and

βτ2 (t) at each quantile level in the continuous predictor case are shown in (a). The true group effect function βτ1 (t) at

different quantile levels in the binary predictor case is shown in (b).

slightly lower than the nominal level for each approach, which could be attributed

to the following facts: (1) the conditional distribution p(Y (t) | x) is heavy tailed or

highly right-skewed for many t, given how we choose f1,k and f2,k, which makes the

quantile regression at these locations more challenging than a Gaussian conditional

distribution, especially at the more extreme quantiles; (2) the within-function cor-

relations have a more complex structure than the continuous predictor case, in that

the intrafunctional covariance is induced by both ci,k and εi(t), making the functional

observations around each peak k very strongly correlated. To explore how the joint

coverage is affected by (1), we re-run the simulations after removing the peaks k for

which f1,k or f2,k is not Gaussian, and see greatly improved joint coverage at each

quantile level.
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Table 4.2 : Simulation results. Standard errors over 100 replicate datasets are

given in parentheses where applicable.

τ µ(t) Methods IMSE
95% pointwise band 95% joint band

average coverage average width coverage average width

Continuous

Predictor

Case

0.9

βτ1 (t)

LI 2.26 (0.06) 0.954 0.57 (0.004) 0.88 1.03 (0.007)

Bayes GP 1.06 (0.04) 0.964 0.39 (0.002) 0.99 0.67 (0.004)

Pre-smooth LI 1.38 (0.04) 0.959 0.46 (0.003) 0.95 0.82 (0.006)

βτ2 (t)

LI 2.26 (0.06) 0.952 0.56 (0.004) 0.87 1.01 (0.007)

Bayes GP 0.76 (0.05) 0.959 0.32 (0.002) 0.99 0.52 (0.004)

Pre-smooth LI 1.38 (0.05) 0.960 0.45 (0.003) 0.89 0.81 (0.006)

0.8

βτ1 (t)

LI 1.02 (0.02) 0.955 0.38 (0.002) 0.91 0.68 (0.004)

Bayes GP 0.52 (0.02) 0.963 0.27 (0.001) 0.99 0.47 (0.003)

Pre-smooth LI 0.62 (0.02) 0.965 0.30 (0.002) 0.93 0.55 (0.003)

βτ2 (t)

LI 1.00 (0.02) 0.956 0.38 (0.002) 0.91 0.68 (0.004)

Bayes GP 0.35 (0.02) 0.966 0.22 (0.001) 0.95 0.36 (0.002)

Pre-smooth LI 0.62 (0.02) 0.964 0.30 (0.002) 0.97 0.54 (0.003)

0.5

βτ1 (t)

LI 0.54 (0.01) 0.960 0.28 (0.002) 0.93 0.50 (0.003)

Bayes GP 0.29 (0.01) 0.961 0.20 (0.001) 0.99 0.35 (0.002)

Pre-smooth LI 0.34 (0.01) 0.960 0.22 (0.001) 0.93 0.39 (0.002)

βτ2 (t)

LI 0.54 (0.01) 0.961 0.28 (0.002) 0.90 0.50 (0.003)

Bayes GP 0.18 (0.01) 0.965 0.16 (0.001) 0.98 0.27 (0.002)

Pre-smooth LI 0.32 (0.01) 0.963 0.22 (0.001) 0.95 0.39 (0.002)

Binary

Predictor

Case

0.9 βτ1 (t)

LI 29.26 (0.74) 0.945 1.37 (0.004) 0.85 2.58 (0.008)

Bayes GP 17.46 (0.76) 0.933 0.95 (0.005) 0.78 1.68 (0.010)

Pre-smooth LI 25.74 (0.79) 0.945 1.27 (0.005) 0.75 2.38 (0.009)

0.8 βτ1 (t)

LI 18.74 (0.34) 0.944 1.09 (0.002) 0.81 2.07 (0.003)

Bayes GP 9.82 (0.34) 0.939 0.75 (0.003) 0.89 1.32 (0.006)

Pre-smooth LI 15.93 (0.36) 0.946 1.01 (0.002) 0.79 1.89 (0.004)

0.5 βτ1 (t)

LI 13.96 (0.26) 0.947 0.94 (0.001) 0.85 1.77 (0.002)

Bayes GP-FQR 6.51 (0.21) 0.947 0.63 (0.002) 0.89 1.10 (0.005)

Pre-smooth LI 11.87 (0.25) 0.947 0.86 (0.001) 0.85 1.62 (0.002)



92

Simulations are run on a 64-bit operating system with 2 processors and an RAM

of 32GB. For each approach, the time to perform FQR at each quantile level on a

simulated dataset is 4 minutes for the continuous predictor case (T = 128, n = 400),

and 9 minutes for the binary predictor case (T = 256, n = 500). The most time-

consuming step is to estimate the diagonal elements of the covariance matrix Σt by

first performing Bayesian quantile regression at each t assuming an AL likelihood, as

described in Section 4.5.2, which we find to provide numerically more stable estimate

of the marginal variance than alternative methods based on estimation of conditional

density. Since this step can be done for each t in parallel, it can be further accelerated

using parallel computing, so it is scalable to much larger T than considered here. After

this step, it takes seconds to estimate and smooth Σt and perform FQR using any

approach proposed.

4.7 Real Data Application

We analyzed the mass spectrometry dataset from Chapter 1.2.3, which consists of

mass spectra from 139 pancreatic cancer patients and 117 normal controls. As men-

tioned in Chapter 1.2.3, nearly all previous mass spectrometry analyses utilize mean

regression, in which the mean protein expression levels are compared across subpop-

ulations. However, given the interpatient heterogeneity that is a hallmark of cancer,

many potentially useful proteomic biomarkers may have aberrant expression in only

a small subset of cancer patients compared to the normals, leading to cancer-normal

differences that might be more likely to be detected by quantile regression-based

rather than mean regression-based methods.

To explore this possibility, we performed FQR on this dataset at τ = 0.1, 0.5, 0.9

to identify regions of the mass spectra that significantly differ between the cancer and

normal group at each quantile level. Since the spectral intensities can span several

orders of magnitude across mass-to-charge ratio t for a given sample, we took log2

transformation on the dataset among other preprocessing steps, allowing an absolute
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difference of one on the log2 scale to be interpreted as a two-fold change on the original

scale. Readers are referred to Section 3.4 for more details about preprocessing. Each

mass spectrum yi(t) is observed on the same set of T = 203 spectral locations between

5, 650 and 6, 000 Daltons, and the covariate vector xi = (1, xi1)′ where xi1 = 1 for

a cancer sample and xi1 = −1 for a normal sample. The functional parameter of

interest is the cancer main effect function βτ1 (t), which quantifies the difference in the

τth quantile of the log2 spectral intensities Y (t) at the spectral location t between

the cancer and normal cohorts indexed by x1.

Figure 4.2 displays the estimate of βτ1 (t) for τ = 0.1, 0.5, 0.9, as well as correspond-

ing 95% pointwise and simultaneous band, by applying LI-FQR or Bayes GP-FQR.

We flagged t as significantly different in the τth quantile between the cancer and

normal cohorts if the 95% simultaneous band of βτ1 (t) excludes 0 at t, and its point

estimate is greater than 1
2

log2(1.5) in magnitude, corresponding to at least 1.5-fold

change. The spectral locations flagged according to these criteria are both statistically

and practically significant.

For each approach, the estimate of βτ1 (t) and the flagged locations differ greatly

across quantiles. While neither of the approaches flags anything at τ = 0.1 or 0.5,

both of them flag many locations at τ = 0.9. The proteins corresponding to these

flagged locations are differentially expressed between the two cohorts in the 90th

quantile but not in lower quantiles, indicating that they are over-expressed in only a

subset of cancer patients and might fundamentally characterize these patients. These

proteins might serve as potential biomarkers of pancreatic cancer and warrant further

investigation.

Comparing the two approaches, the Bayes GP-FQR results in less noisy estimate

of βτ1 (t) and much tighter pointwise and simultaneous band than LI-FQR at each

quantile, which is consistent with what we observed in the simulation studies.
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Figure 4.2 : Estimated cancer main effect functions βτ1 (t) on log2 scale for the pancreatic cancer dataset

at τ = 0.1, 0.5, 0.9 (rows) by LI-FQR and Bayes GP-FQR (columns). In each subfigure, the 95% pointwise

(simultaneous) band is shown in dark (light) gray. A spectral location t is marked in red on the horizontal axis if 0

is excluded from the 95% simultaneous band of βτ1 (t) at t, and the estimate of βτ1 (t) corresponds to at least 1.5-fold

change as indicated by the two horizontal green lines.
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4.8 Discussion

We have introduced a scalable distributed strategy to perform function-on-scalar

quantile regression. We first run separate quantile regression at each sampling lo-

cation to compute the M -estimators, then make use of these M -estimators and their

uncertainty estimates to do estimation and inference for the entire coefficient func-

tions, which can be achieved by various approaches. In particular, we consider an

interpolation-based approach and an alternative Bayesian approach based on Gaus-

sian process regression.

Our simulation studies reveal that the smoothing strategy that properly takes into

account the covariance structure of the M -estimators when smoothing coefficient

functions results in more adaptive smoothing and greatly improved small sample

properties than a näıve pre-smoothing alternative. We term this smoothing strategy

as “smarter smoothing”, which could be applied to various other contexts including

nonparametric regression and massive univariate analyses that are frequently used in

image processing.

Implementation of our proposed approaches requires estimating the covariance of

the coupling Gaussian likelihood for M -estimators. We have developed a simple and

computationally fast method to estimate this covariance, which is shown to have ex-

cellent empirical performance in simulations. A covariance estimate with guaranteed

uniform convergence would be desirable and could further improve the finite sample

performance of our approaches, but this is beyond the scope of the current work

and left for future investigation. Future research topics also include a theoretical

investigation of the Bayesian approach proposed in Section 4.5.1, and explorations of

alternative modeling approaches to FQR.
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Appendix A

Bayesian Function-on-Scalar Quantile Regression

with Application to Mass Spectrometry

Proteomics Data: Supplementary Materials

A.1 Posterior Computation for the Bayesian FQR

A.1.1 Horseshoe Prior on Basis Coefficients

We detail the Gibbs sampling procedures to draw posterior samples of the parameters

in model (3.4) from their full conditional posterior distributions. We describe how

to update the global and local shrinkage parameters if a horseshoe prior is placed

on B∗ajh, which is used in simulation studies and real data application in Chapter 3.

Specifically, it is assumed that λajh ∼ C+(0, 1) and ψaj ∼ C+(0, sa), where sa can

either be fixed as 1 (Carvalho et al., 2009), or treated as a hyperparameter and given

a vague hyperprior. Here we choose to assign s2
a a vague inverse Gamma hyperprior

with a mode of 1. To update λajh and ψaj, we make use of the inverse Gamma scale

mixture representation for the half Cauchy distribution (Makalic and Schmidt, 2016)

and introduce the auxiliary variables νajh and γaj, i.e.,

λ2
ajh|νajh ∼ inverse Gamma

(
1

2
,

1

νajh

)
, νajh ∼ inverse Gamma

(
1

2
, 1

)
;

ψ2
aj|γaj ∼ inverse Gamma

(
1

2
,

1

γaj

)
, γaj ∼ inverse Gamma

(
1

2
,

1

s2
a

)
.

The parameters to be updated are {Ba(tl)}, {σ(tl)}, {ξi(tl)}, {B∗ajh}, {λajh},

{νajh}, {ψaj}, {γaj} and {sa}. For initialization, we compute the initial values of Ba(t)

in model (3.4) by obtaining their maximum likelihood estimates (MLE) assuming i.i.d.

Gaussian errors for Ei(t), and initialize B∗ using B∗ = BΦ−, where Φ− = Φ′(ΦΦ′)−1
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is the Moore-Penrose generalized inverse matrix of Φ in the equation (3.5). The initial

value of sa is set to 1, and the initial values of λajh, νajh, ψaj and γaj are obtained by

sampling from their prior distributions respectively. Below are the steps of posterior

sampling with derivation.

1. For each position l, σ(tl) has a vague prior of inverse Gamma (ασl , βσl). Update

σ(tl) by (σ(tl) | B(tl),y(tl), ασl , βσl)

∼ inverse Gamma

(
N + ασl ,

N∑
i=1

ρτ (Yi(tl)−X′iB(tl)) + βσl

)
. The conditional

distributions of σ(tl) are obtained by integrating out latent variables ξi(tl),

leading to a partially collapsed Gibbs step with improved mixing properties.

2. For each subject i and position l, update ξi(tl) by (1/ξi(tl) | B(tl), Yi(tl), σ(tl))

∼ inverse Gaussian (1/ {τ(1− τ) |Yi(tl)−X′iB(tl)|} , 1/ {2τ(1− τ)σ(tl)}) .

3. For each covariate a, update B∗a from f
(
B∗a | B∗−a,Y,σ, ξ,λa,ψa

)
, where B∗−a

is the (p − 1) ×K matrix of basis coefficients with the ath row excluded from

B∗, ξ is the N × T matrix of latent variables with ξ(i, l) = ξi(tl), σ = {σ(tl)}l,

λa = {λajh}j,h, ψa = {ψaj}j. Projection of B into the basis space is performed

in this step, which can be computed by B∗ = BΦ−. It turns out that(
B∗a | Y,B∗−a,σ, ξ,λa,ψa

)
∼ MVN(µa, Λa),

for some µa and Λa defined below.

We next elaborate the derivation of the full conditional of B∗. For each subject

i and position l, let Ỹi(tl) = Yi(tl)− 1−2τ
τ(1−τ)

ξi(tl), we can rewrite model (3.4) as

Ỹi(tl) = X′iB(tl) + εi(tl), εi(tl) ∼ N

(
0,

2ξi(tl)σ(tl)

τ(1− τ)

)
,

or in matrix form, Ỹ = XB + ε, ε(tl) ∼ MVN (0, Ξl) ,

where Ξl = diag
{

2ξi(tl)σ(tl)
τ(1−τ)

}N
i=1

. We rescale each column in the foregoing equa-
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tion by premultiplying by Ξ
− 1

2
l , and obtain

ỹ+
l = X+

l B(tl) + ε+
l , ε+

l ∼ MVN (0, IN) , (A.1)

where ỹ+
l = Ξ

− 1
2

l ỹ(tl), X+
l = Ξ

− 1
2

l X, and ε+
l = Ξ

− 1
2

l ε(tl) are the rescaled

versions of the responses, design matrix and residuals for position tl. Let

ỹ++
l = ỹ+

l − X+
(−a)lB(−a)(tl), where X+

al represents the ath column of X+
l and

X+
(−a)l is X+

l with the ath column removed, B̂a(tl) =
(
X+′

al X
+
al

)−1

X+′

al ỹ
++
l ,

Val =
(
X+′

al X
+
al

)−1

, B̂a =
(
B̂a(t1), . . . , B̂a(tT )

)′
, Va = diag {Val}Tl=1, υa =

diag
{
λ2
ajhψ

2
aj

}
j,h

, B∗a = Φ−
′
Ba, B̂∗a = Φ−

′
B̂a, and Σa = Φ−′

VaΦ
−. Note that

B̂a(tl) is the MLE of Ba(tl) in model (A.1) conditional on B−a(tl), the scale

parameter σ(tl) and the latent variables {ξi(tl)}Ni=1; Val is the variance of this

MLE. Assuming independent ε+
l across l as done in our model and projecting

into the basis space, B̂∗a takes the form of MLE of B∗a conditional on B∗−a and

scale parameters; Σa is the covariance matrix of B̂∗a.

Then the conditional distributions of B∗ are obtained by

f
(
B∗a | Y,B∗−a,σ, ξ,λa,ψa

)
∝

T∏
l=1

f (y(tl) | B(tl), σ(tl), ξ(tl)) f (B∗a | λa,ψa)

∝
T∏
l=1

exp

[
−1

2

(
ỹ+
l −X+

l B(tl)
)′

I−1
N

(
ỹ+
l −X+

l B(tl)
)]
f (B∗a | λa,ψa)

∝
T∏
l=1

exp

[
−1

2

(
ỹ++
l −X+

alBa(tl)
)′ (

ỹ++
l −X+

alBa(tl)
)]∏

j,h

f
(
B∗ajh | λajh, ψaj

)
∝

T∏
l=1

exp

[
−1

2

(
Ba(tl)− B̂a(tl)

)2

/ Val

]∏
j,h

exp

[
−1

2

B∗2ajh
λ2
ajhψ

2
aj

]

∝ exp

[
−1

2

(
Ba − B̂a

)′
V−1
a

(
Ba − B̂a

)]
exp

[
−1

2
B∗
′

a υ
−1
a B∗a

]
∝ exp

[
−1

2

(
B∗a − B̂∗a

)′
Σ−1
a

(
B∗a − B̂∗a

)]
exp

[
−1

2
B∗
′

a υ
−1
a B∗a

]
∝ exp

[
−1

2
(B∗a − µa)′Λ−1

a (B∗a − µa)

]
,
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µa =
[
IK −Σaυ

−1
a (IK+Σaυ

−1
a )
−1
]

B̂∗a,Λa =
[
IK −Σaυ

−1
a (IK+Σaυ

−1
a )
−1
]

Σa.

The conditional mean µa of B∗a is a product of the unshrunken estimator B̂∗a

and the shrinkage factor IK −Σaυ
−1
a (IK + Σaυ

−1
a )
−1

, which includes the regu-

larization parameters through υa. Similarly, the conditional covariance matrix

Λa of B∗a is a product of this shrinkage factor and the unshrunken estimator

Σa.

4. The updates of λajh, νajh, ψaj, γaj follow the standard procedures for the horse-

shoe prior. For each covariate a and basis index j, h, update λ2
ajh and νajh

by (
λ2
ajh | B∗ajh, νajh, ψaj

)
∼ inverse Gamma

(
1,

1

2

B∗2ajh
ψ2
aj

+
1

νajh

)
,

(νajh | λajh) ∼ inverse Gamma

(
1,

1

λ2
ajh

+ 1

)
.

For each covariate a and regularization subset j, update ψ2
aj and γaj by

(
ψ2
aj | B∗a,λa, γaj

)
∼ inverse Gamma

1

2
Hj +

1

2
,

Hj∑
h=1

B∗2ajh
2λ2

ajh

+
1

γaj

 ,

(γaj | ψaj, sa) ∼ inverse Gamma

(
1,

1

ψ2
aj

+
1

s2
a

)
.

For each covariate a, the hyperparameter s2
a has a vague hyperprior of inverse

Gamma
(
αs2a , βs2a

)
with the mode at 1. Update s2

a by

(
s2
a | γa, αs2a , βs2a

)
∼ inverse Gamma

(
J

2
+ αs2a ,

J∑
j=1

1

γaj
+ βs2a

)
.

5. Update B by B = B∗Φ.

A.1.2 Other Global-Local Shrinkage Priors on Basis Coefficients

It is straightforward to modify the sampling step 4 in Section A.1.1 to accommodate

other computationally tractable global-local shrinkage priors, including the Gaussian
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prior, Laplace prior, Normal-Gamma Prior (Griffin and Brown, 2010), and Dirichlet-

Laplace prior (Bhattacharya et al., 2015).

A.2 Posterior Computation for the Adjusted Bayesian FQR

We first outline the steps to implement the adjusted Bayesian FQR model proposed

in Section 3.2.4. Since the asymptotic validity of posterior inference based on the

corrected likelihood is established by assuming a fixed scale parameter (Sriram, 2015),

we do not update σ(t) and treat it as fixed at each location t.

The implementation of the adjusted Bayesian FQR consists of steps I and II. We

construct the corrected sandwich likelihood in step I, which is then used to draw

posterior samples of model parameters in step II using Gibbs sampling.

I.1. Perform Bayesian quantile regression separately at each location t using the AL

likelihood to obtain the pointwise posterior mean and covariance of the p × 1

vector Bτ (t), which we denote by B̃τ (t) and Σ̃τ (t) respectively. Readers are

referred to Reed and Yu (2009) for computational details.

I.2. Do the following sandwich likelihood correction separately at each location t

using the pointwise posterior mean and covariance of Bτ (t) in step I.1.

p (D(t) |Bτ (t)) ∝ exp

[
−1

2

(
B̃τ (t)−Bτ (t)

)′
Σ̃τ

adj(t)
−1
(
B̃τ (t)−Bτ (t)

)]
, (A.2)

where D(t) represents the observed data at t, D̃0 = n−1 X′X and Σ̃τ
adj(t) =

nτ(1−τ)
σ2(t)

Σ̃τ (t)D̃0Σ̃τ (t).

Since the adjusted posterior covariance Σ̃τ
adj(t) in (A.2) is shown to be asymptot-

ically invariant in the value of the scale parameter σ(t) (Yang et al., 2016), we fix

σ(t) = 1 at each t for convenience.

II.1. For each a, sample (B∗a | B∗−a,λa,ψa, B̃τ , Σ̃τ
adj) from multivariate normal;

II.2. For each a, j, h, sample the local shrinkage parameter (λajh | B∗ajh, ψaj); for

each a, j, sample the global shrinkage parameter (ψaj | λaj,B∗aj);
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II.3. Project the rows of the updated basis coefficients B∗ back to the data space

using the equation (3.5).

The posterior sampling procedures for step II.2 and step II.3 are exactly the same

as those in the step 4 in Section A.1.1, which can be easily modified to accommodate

other global-local shrinkage priors as described in Section A.1.2. We now show that(
B∗a | B∗−a,λa,ψa, B̃τ , Σ̃τ

adj

)
∼ MVN(µadj

a , Λadj
a ),

where B∗a, B∗−a,λa, ψa are defined in the step 3 in Section A.1.1, B̃τ is the p × T

matrix of the posterior mean of Bτ obtained in step I.1, Σ̃τ
adj is the p × p × T array

that contains the p×p adjusted covariance Σ̃τ
adj(t) obtained in step I.2 for each t, and

µadj
a and Λadj

a are defined below.

f
(
B∗a | B∗−a, B̃τ , Σ̃τ

adj,λa,ψa

)
∝

T∏
l=1

exp

[
−1

2

(
B̃τ (tl)−Bτ (tl)

)′
Σ̃τ

adj(tl)
−1
(
B̃τ (tl)−Bτ (tl)

)]
f (B∗a | λa,ψa)

∝
T∏
l=1

exp

−1

2

(
Ba(tl)− B̂adj

a (tl)
)2

V adj
al

∏
j,h

exp

[
−1

2

B∗2ajh
λ2
ajhψ

2
aj

]

∝ exp

[
−1

2

(
Ba − B̂adj

a

)′ (
Vadj
a

)−1
(
Ba − B̂adj

a

)]
exp

[
−1

2
B∗
′

a υ
−1
a B∗a

]
∝ exp

[
−1

2

(
B∗a − µadj

a

)′ (
Λadj
a

)−1 (
B∗a − µadj

a

)]
,

where

B̂adj
a (tl) = B̃a(tl) + Σ̃τ

adj, a, (−a)(tl)
(

Σ̃τ
adj, (−a), (−a)(tl)

)−1 (
B−a(tl)− B̃−a(tl)

)
,

V adj
al = Σ̃τ

adj, a, a(tl)− Σ̃τ
adj, a, (−a)(tl)

(
Σ̃τ

adj, (−a), (−a)(tl)
)−1

Σ̃τ
adj, (−a), a(tl),

and Σ̃τ
adj, a, a(tl), Σ̃

τ
adj, a, (−a)(tl), Σ̃

τ
adj, (−a), a(tl), Σ̃

τ
adj, (−a), (−a)(tl) are the partitioned vari-

ance and covariance matrices of Σ̃τ
adj(tl) by dividing the p covariates into a and (−a).

Similar to the notations used in the step 3 in Section A.1.1, B̂adj
a =

(
B̂adj
a (t1), . . . , B̂adj

a (tT )
)′

,

and Vadj
a = diag

{
V adj
al

}T
l=1

. µadj
a and Λadj

a can then be obtained in the same manner
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Figure S1.1(a): Individual spectra from 20 normal controls in the mass spectrometry dataset on the raw scale.

as µa and Λa in the step 3 in Section A.1.1, except that B̂a and Va there are replaced

by B̂adj
a and Vadj

a .

A.3 Extra Results of Application to Pancreatic Cancer Dataset

Individual spectra from the mass spectromety dataset are shown in Figure S1.1 to

give readers an idea of the characteristics of these functional data. Figure S1.1(a)

shows the spectra from 20 normal controls on the raw scale; Figure S1.1(b) shows

the preprocessed spectra on the log2 scale from these same 20 normal controls, with

the same relative location as in Figure S1.1(a) for the same subject. Figure S1.1(c)

shows the spectra from 20 pancreatic cancer patients on the raw scale; Figure S1.1(d)

shows the preprocessed spectra on the log2 scale from these same 20 cancer patients,

with the same relative location as in Figure S1.1(c) for the same subject.

The mean estimates of Bτ
2 (t) (τ = 0.1, 0.25, 0.5, 0.75, 0.9) and the corresponding

95% simultaneous bands calculated from each approach are provided in Figure S1.2.

A spectral location is flagged as significant if its SimBaS is less than or equal to 0.05

and its posterior estimate is greater than 1
2

log2(1.5) in magnitude (corresponding

to at least a 1.5-fold change and indicated by two horizontal lines in Figure S1.2),
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Figure S1.1(b): Individual spectra from 20 normal controls in the mass spectrometry dataset on the log2 scale.

Figure S1.1(c): Individual spectra from 20 pancreatic cancer patients in the mass spectrometry dataset on the raw

scale.
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Figure S1.1(d): Individual spectra from 20 pancreatic cancer patients in the mass spectrometry dataset on the log2

scale.

and is marked by a vertical line on the x-axis in the corresponding plot. For each

approach, the mean estimate of Bτ
2 (t) and identified locations differ greatly across

quantiles. At τ = 0.1, 0.25, 0.5, none of the approaches identify any location as

significant; at τ = 0.75, 0.9, certain locations are flagged by at least one approach.

These comparisons across quantiles suggest that functional mean regression, which

assumes a Gaussian distribution for the expression levels of a given protein within the

same group, could miss out on important proteomic differences between the cancer

and normal cohorts, so functional quantile regression is strongly warranted in this

case.

Comparing across methods at a given quantile, the two näıve approaches produce

very wiggly estimates of Bτ
2 (t) that apparently need some amount of smoothing.

Compared to the bootstrap-based approaches with post-smoothing, both the Bayesian

FQR model and the adjusted Bayesian FQR model consistently produce substantially

tighter 95% simultaneous band, allowing them to detect many more locations at

τ = 0.9 that may correspond to proteomic biomarkers of pancreatic cancer.
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Figure S1.2(a): Cancer main effect function B0.1
2 (t) in the mass spectrometry dataset estimated by various methods,

with 95% simultaneous credible bands.
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Figure S1.2(b): Cancer main effect function B0.25
2 (t) in the mass spectrometry dataset estimated by various methods,

with 95% simultaneous credible bands.
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Figure S1.2(c): Cancer main effect function B0.5
2 (t) in the mass spectrometry dataset estimated by various methods,

with 95% simultaneous credible bands.
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Figure S1.2(d): Cancer main effect function B0.75
2 (t) in the mass spectrometry dataset estimated by various methods,

with 95% simultaneous credible bands. Spectral locations that are flagged as significant are marked on the x-axis.
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Figure S1.2(e): Cancer main effect function B0.9
2 (t) in the mass spectrometry dataset estimated by various methods,

with 95% simultaneous credible bands. Spectral locations that are flagged as significant are marked on the x-axis.
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Appendix B

A Distributed Approach to Function-on-Scalar

Quantile Regression: Supplementary Materials

B.1 Proofs to Theorems

In this section, we provide the proofs to all the theorems in Chapter 4, which rely on

the following lemmas whose proofs are given in the next section.

We first define two classes of functions.

G1 := {(X, Y (t)Tt=1) 7→ (α′X)(γ ′(1{Y ≤ X ′β} − τ )) | (B.1)

β ∈ Rd×T , α ∈ Sd−1, γ ∈ UT}.

In (B.1), 1{Y ≤ X ′β} − τ is a T × 1 vector with the tth element being 1{Y (t) ≤

X ′β(t)} − τ , and UT denotes the T standard bases that form an orthonormal basis

of RT .

G2(δ) := {(X, Y (t)Tt=1) 7→ (α′X)(γ ′(1{Y ≤ X ′β1} − 1{Y ≤ X ′β2})) | (B.2)

β1,β2 ∈ Rd×T , sup
t∈t
‖β1(t)− β2(t)‖ ≤ δ, α ∈ Sd−1, γ ∈ UT}.

In (B.2), 1{Y ≤ X ′β1} − 1{Y ≤ X ′β2} is a T × 1 vector with the tth element being

1{Y (t) ≤ X ′β1(t)}−1{Y (t) ≤ X ′β2(t)}, and UT has the same definition as described

for (B.1).

Lemma B.1 Under Assumptions (A1)-(A3), we have for any δ > 0,

sup
t∈t

sup
‖β−βτ (t)‖≤δ

‖ϑ(β; t, τ)− ϑ(βτ (t); t, τ)− Jτ (t)(β − βτ (t))‖ ≤ λmax(E[XX ′])f ′δ2ξ.
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Lemma B.2 Under Assumptions (A1)-(A3), for sn,1 := ‖Pn − P‖G1, any υ > 1,{
sup
t∈t
‖β̂τ (t)− βτ (t)‖ ≤

2υsn,1
inft∈t λmin(Jτ (t))

}
⊇
{
sn,1 <

inft∈t λ
2
min(Jτ (t))

4υξf ′λmax(E[XX ′])

}
.

Lemma B.3 For any ε > 0,

N(ε; G1, L
2(Pn)) ≤

(
A‖F1‖L2(Pn)

ε

)ν1(T )

, N(ε; G2(δ), L2(Pn)) ≤
(
A‖F2‖L2(Pn)

ε

)ν2(T )

,

where the covering number N(ε; G, Lp) is the minimal number of balls of radius ε (un-

der Lp norm) that is needed to cover G, A is some constant, F1 and F2 are respectively

envelope functions of G1 and G2(δ), and ν1(T ) = O(log T ), ν2(T ) = O(log T ).

Lemma B.4 Consider the classes of functions G1, G2(δ) defined in (B.1) and (B.2),

respectively. Under Assumptions (A1)-(A3), for some constant C independent of n

and all κn > 0,

P

(
‖Pn − P‖G1 ≥ C

[(
log T

n

)1/2

+
log T

n
+
(κn
n

)1/2

+
κn
n

])
≤ e−κn . (B.3)

For any δn ↓ 0 satisfying δn � n−1, we have for sufficiently large n and arbitrary

κn > 0,

P
(
‖Pn − P‖G2(δn) ≥ Cζn(δn, κn)

)
≤ e−κn , (B.4)

where

ζn(δn, κn) = δ1/2
n

(
log T

n
log n

)1/2

+
log T

n
log n+ δ1/2

n

(κn
n

)1/2

+
κn
n
. (B.5)

Lemma B.5 Let η(t) be a Gaussian process with almost-surely continuous sample

paths in T , and for any v, s ∈ T , v < s, let C0(v, s) denote the number of zero

crossings by η(t) in v ≤ t ≤ s.

(i) ((10.3.1) of Cramér and Leadbetter (1967)). Assume that η(t) is a zero-mean
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stationary Gaussian process, then

E[C0(v, s)] =
s− v
π

√
λ2

λ0

,

where λ2k (k ≥ 0) denotes the 2kth moment of the spectral function F , i.e.,

λ2k =

∫ ∞
0

λ2kdF (λ), k = 0, 1, 2, . . .

(ii) ((13.2.1) of Cramér and Leadbetter (1967)). Assume that η(t) is a Gaussian

process with the mean function m(t) := E[η(t)] and the covariance function

r(t, s) := E[(η(t) −m(t))(η(s) −m(s))], and both m(t) and r(t, s) are continu-

ous. For convenience we shall write σ2(t) = r(t, t) for the variance at location

t. Additionally, suppose that m(t) has the continuous derivative m′(t) for each

t and that r(t, s) has a second mixed partial derivative r11(t, s), which is contin-

uous at all diagonal points (t, t). Suppose also that the joint normal distribution

for η(t) and the derivative η′(t) is nonsingular for each t, and σ(t) > 0. Then

E[C0(v, s)] =

∫ s

v

γσ−1(1− µ2)1/2φ
(m
σ

)
{2φ(ω) + ω(2Φ(ω)− 1)}dt, (B.6)

where

γ2(t) := Var[η′(t)] = r11(t, t) =

[
∂2r(t, s)

∂t ∂s

]
t=s

,

µ(t) :=
Cov[η(t), η′(t)]

γ(t)σ(t)
=

r01(t, t)

γ(t)σ(t)
=

[
∂r(t,s)
∂s

]
t=s

γ(t)σ(t)
,

ω(t) :=
m′(t)− γ(t)µ(t)m(t)/σ(t)

γ(t)(1− µ2(t))1/2
.

Remark. If η(t) is a zero-mean stationary Gaussian process with a finite second

spectral moment λ2, Lemma B.5 (i) combined with Markov’s inequality suggests that

Assumption (A6) is satisfied with c0 = 1
π

√
λ2
λ0

. More generally, if η(t) is a possibly

non-stationary Gaussian process as assumed in Lemma B.5 (ii) and the integrand in

equation (B.6) is bounded above uniformly over t ∈ T by a constant C0, an application

of Markov’s inequality leads to Assumption (A6) with c0 = C0.
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Lemma B.6 Under Assumptions (A1)-(A6), there exists a constant C ′ such that

uniformly over t, s ∈ T , we have

‖Jτ (t)−1 − Jτ (s)−1‖ ≤ C ′ |t− s| .

Lemma B.7 (Lemma A.1 of Kley et al. (2016)) Let (T , d) be an arbitrary metric

space, and D(ε, d) be the packing number of this metric space. Assume that {Gt : t ∈

T } is a separable stochastic process with ‖Gs −Gt‖Ψ ≤ Cd(s, t) for all s, t satisfying

d(s, t) ≥ ω̄/2 ≥ 0, where ‖Z‖Ψ := inf{C > 0 : E[Ψ(|Z|/C)] ≤ 1} is the Orlicz norm

of a real-valued random variable Z (see Chapter 2.2 in van der Vaart and Wellner

(1996)) for a non-decreasing, convex function Ψ : R+ → R+ with Ψ(0) = 0. Then,

for any δ > 0, ω ≥ ω̄, there exists a random variable S1(ω) and a constant K < ∞

such that

sup
d(s,t)≤δ

|Gs −Gt| ≤ S1(ω) + 2 sup
d(s,t)≤ω̄, t∈T̃

|Gs −Gt| ,

and

‖S1(ω)‖Ψ ≤ K

[∫ ω

ω̄/2

Ψ−1 (D(ε, d)) dε+ (δ + 2ω̄)Ψ−1
(
D2(ω, d)

)]
,

where the set T̃ contains at most D(ω̄, d) points.

Lemma B.8 For t ∈ T , let Gn(t) be defined as (4.5) for some given a ∈ Sd−1, and

let G(·) be a centered Gaussian process on T with the covariance function Hτ defined

in (4.11). Suppose Assumptions (A1)-(A6) hold, then

Gn(·) G(·) in l∞(T ).

In particular, there exists a version of G with almost surely continuous sample paths.

Lemma B.9 Under Assumptions (A1)-(A3), for the process G̃n(·) defined in Theo-

rem 4.2, there exist constants C2 > C1 > 0 such that

C1 ≤ inf
t∈T

E
[
G̃n(t)2 | (Xi)

n
i=1

]
with probability approaching one,

and sup
t∈T

E
[
G̃n(t)2 | (Xi)

n
i=1

]
≤ C2, a.s.
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Proof of Theorem 4.1. Our proof follows the arguments used in the proof of Theorem

5.1 in Chao et al. (2017). Throughout the following proof, C,C1, C2, etc. will denote

constants that do not depend on n but may have different values in different parts of

the proof.

With some rearranging of terms, for each t ∈ t, we have

Pn
[
ψ(Y (t), X; β̂τ (t), τ)

]
= n−1/2Gn

[
ψ(Y (t), X; β̂τ (t), τ)

]
+ E

[
ψ(Y (t), X; β̂τ (t), τ)

]
= n−1/2Gn

[
ψ(Y (t), X; β̂τ (t), τ)

]
+ ϑ(β̂τ (t); t, τ)

= Jτ (t)(β̂τ (t)− βτ (t)) + n−1/2Gn [ψ(Y (t), X;βτ (t), τ)] +{
ϑ(β̂τ (t); t, τ)− ϑ(βτ (t); t, τ)− Jτ (t)(β̂τ (t)− βτ (t))

}
+{

n−1/2Gn[ψ(Y (t), X; β̂τ (t), τ)]− n−1/2Gn [ψ(Y (t), X;βτ (t), τ)]
}
.

∴ β̂τ (t)− βτ (t)

= − n−1/2Jτ (t)
−1Gn [ψ(Y (t), X;βτ (t), τ)] + rn,1(t, τ) + rn,2(t, τ) + rn,3(t, τ)

= − Jτ (t)−1Pn [ψ(Y (t), X;βτ (t), τ)] + rn,1(t, τ) + rn,2(t, τ) + rn,3(t, τ)

= − 1

n
Jτ (t)

−1

n∑
i=1

ψ(Yi(t), Xi;βτ (t), τ) + rn,1(t, τ) + rn,2(t, τ) + rn,3(t, τ).

Bound on the first residual term. To bound rn,1 as given in inequality (4.2),

we follow the arguments used in Lemma 34 on page 106 in Belloni et al. (2019). The

dual problem associated with the QR problem (4.1) is

max

{
n∑
i=1

Yi(t)ai :
n∑
i=1

Xiai = 0, τ − 1 ≤ ai ≤ τ

}
(B.7)

Let â(t, τ) denote the solution to (B.7), and let ai(β̂τ (t)) :=
(
τ − 1{Yi(t) ≤ X ′iβ̂τ (t)}

)
.

Note
∣∣∣ai(β̂τ (t))− âi(t, τ)

∣∣∣ ≤ 1, and with probability one
∑n

i=1 1
{
ai(β̂τ (t)) 6= âi(t, τ)

}
=

d for ∀ t ∈ t (see Belloni et al. (2019)).



115

∥∥∥Pn [ψ(Yi(t), Xi; β̂τ (t), τ)
]∥∥∥ =

∥∥∥Pn [Xiai(β̂τ (t))
]∥∥∥

≤
∥∥∥Pn [Xi(ai(β̂τ (t))− âi(t, τ))

]∥∥∥+ ‖Pn [Xiâi(t, τ)]‖ .

∴ sup
t∈t

∥∥∥Pn [ψ(Yi(t), Xi; β̂τ (t), τ)
]∥∥∥

≤ sup
t∈t

∥∥∥Pn [Xi(ai(β̂τ (t))− âi(t, τ))
]∥∥∥+ sup

t∈t
‖Pn [Xiâi(t, τ)]‖ .

By dual feasibility, Pn [Xiâi(t, τ)] = 0 for ∀ t, so supt∈t ‖Pn [Xiâi(t, τ)]‖ = 0, and

we have

sup
t∈t

∥∥∥Pn [ψ(Yi(t), Xi; β̂τ (t), τ)
]∥∥∥

≤ sup
t∈t

Pn
[
1
{
ai(β̂τ (t)) 6= âi(t, τ)

}
‖Xi‖

]
≤ d

n
max
1≤i≤n

‖Xi‖ =
ξd

n
.

∴ sup
t∈t
‖rn,1(t, τ)‖ = sup

t∈t

∥∥∥Jτ (t)−1Pn
[
ψ(Y (t), X; β̂τ (t), τ)

]∥∥∥
≤ sup

t∈t
λmax(Jτ (t)

−1) sup
t∈t

∥∥∥Pn [ψ(Yi(t), Xi; β̂τ (t), τ)
]∥∥∥

=
1

inft∈t λmin(Jτ (t))

ξd

n
.

Bound on the second and third residual terms. To bound rn,2 as given in

inequality (4.3), observe that by Lemma B.2 with υ = 2, we have

Ω1,n :=

{
sup
t∈t
‖β̂τ (t)− βτ (t)‖ ≤

4sn,1
inft∈t λmin(Jτ (t))

}
⊇
{
sn,1 <

inft∈t λ
2
min(Jτ (t))

8ξf ′λmax(E[XX ′])

}
=: Ω2,n,

where sn,1 := ‖Pn − P‖G1 . Define the event

Ω3,n :=

{
sn,1 ≤ C

[(
log T

n

)1/2

+
log T

n
+
(κn
n

)1/2

+
κn
n

]}
.

We have P (Ω3,n) ≥ 1 − e−κn from Lemma B.4. Moreover, the assumptions
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log T log n = o(n) and κn = o(n) indicate that for sufficiently large n,

C

[(
log T

n

)1/2

+
log T

n
+
(κn
n

)1/2

+
κn
n

]
≤ inft∈t λ

2
min(Jτ (t))

8ξf ′λmax(E[XX ′])
. (B.8)

Therefore, for all n for which (B.8) holds, Ω3,n ⊆ Ω2,n ⊆ Ω1,n. Given this, for a

constant C2 which is independent of n, we have

Ω3,n ⊆

{
sup
t∈t
‖β̂τ (t)− βτ (t)‖ ≤ C2

[(
log T

n

)1/2

+
log T

n
+
(κn
n

)1/2

+
κn
n

]}
=: Ω4,n.

In particular, for all n for which (B.8) holds, P (Ω4,n) ≥ 1 − e−κn . On Ω4,n, by

Lemma B.1, for ∀ t ∈ t,∥∥∥ϑ(β̂τ (t); t, τ)− ϑ(βτ (t); t, τ)− Jτ (t)(β̂τ (t)− βτ (t))
∥∥∥

≤ λmax(E[XX ′])f ′ ξ C2
2

[(
log T

n

)1/2

+
log T

n
+
(κn
n

)1/2

+
κn
n

]2

.

∴
∥∥∥Jτ (t)−1

{
ϑ(β̂τ (t); t, τ)− ϑ(βτ (t); t, τ)− Jτ (t)(β̂τ (t)− βτ (t))

}∥∥∥
≤ λmax(Jτ (t)

−1)
∥∥∥ϑ(β̂τ (t); t, τ)− ϑ(βτ (t); t, τ)− Jτ (t)(β̂τ (t)− βτ (t))

∥∥∥
≤ 1

inft∈t λmin(Jτ (t))
λmax(E[XX ′])f ′ ξ C2

2

[(
log T

n

)1/2

+
log T

n
+
(κn
n

)1/2

+
κn
n

]2

.

∴ Ω4,n ⊆

sup
t∈t
‖rn,2(t, τ)‖ ≤ C3

[(
log T

n

)1/2

+
log T

n
+
(κn
n

)1/2

+
κn
n

]2
 ,

for some constant C3 that is independent of n, and this gives inequality (4.3).

To bound rn,3 as given in inequality (4.4), first observe that for any δ > 0, on the

set
{

supt∈t‖β̂τ (t)− βτ (t)‖ ≤ δ
}

, we have the following inequality

sup
t∈t
‖rn,3(t, τ)‖ ≤ 1

inft∈t λmin(Jτ (t))
‖Pn − P‖G2(δ).
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To see this, note that ∀ t ∈ t,

‖rn,3(t, τ)‖

≤ ‖Jτ (t)−1‖
∥∥∥n−1/2

(
Gn[ψ(Y (t), X; β̂τ (t), τ)]−Gn [ψ(Y (t), X;βτ (t), τ)]

)∥∥∥
= ‖Jτ (t)−1‖ sup

a∈Sd−1

{
Pn
[
a′X

(
1
{
Y (t) ≤ X ′β̂τ (t)

}
− τ
)]

− E
[
a′X

(
1
{
Y (t) ≤ X ′β̂τ (t)

}
− τ
)]
− Pn

[
a′X

(
1
{
Y (t) ≤ X ′βτ (t)

}
− τ
)]

+ E
[
a′X

(
1
{
Y (t) ≤ X ′βτ (t)

}
− τ
)]}

= ‖Jτ (t)−1‖ sup
a∈Sd−1

{
Pn
[
a′X

(
1
{
Y (t) ≤ X ′β̂τ (t)

}
− 1

{
Y (t) ≤ X ′βτ (t)

})]
− E

[
a′X

(
1
{
Y (t) ≤ X ′β̂τ (t)

}
− 1

{
Y (t) ≤ X ′βτ (t)

})]}
≤ ‖Jτ (t)−1‖‖Pn − P‖G2(δ)

≤ λmax(Jτ (t)
−1)‖Pn − P‖G2(δ) ≤

1

inft∈t λmin(Jτ (t))
‖Pn − P‖G2(δ).

It then follows that for any δ, a > 0,

P (sup
t∈t
‖rn,3(t, τ)‖≥ a)

≤ P (sup
t∈t
‖β̂τ (t)− βτ (t)‖≥ δ)+P (

‖Pn − P‖G2(δ)

inft∈t λmin(Jτ (t))
≥ a).

(B.9)

Now let δ = δn := C
((

log T
n

log n
)1/2

+
(
κn
n

)1/2
)

for some constant C, and

a := Cζn(δn, κn)

= C

C1/2

((
log T

n
log n

)1/2

+
(κn
n

)1/2
)1/2

((
log T

n
log n

)1/2

+
(κn
n

)1/2
)

+
log T

n
log n+

κn
n

]
,

where ζn is defined in (B.5) in Lemma B.4. Given log T log n = o(n) and κn = o(n),

the last two terms in the aforementioned expression are negligible compared to the

first term for large n. Hence, for some large enough constant C1,

a = Cζn(δn, κn) ≤ C1

[(
log T

n
log n

)1/2

+
(κn
n

)1/2
]3/2

.
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Given δn := C
((

log T
n

log n
)1/2

+
(
κn
n

)1/2
)
� n−1, we can apply inequality (B.4)

in Lemma B.4 to get

P

 ‖Pn − P‖G2(δn)

inft∈t λmin(Jτ (t))
≥ C1

[(
log T

n
log n

)1/2

+
(κn
n

)1/2
]3/2


≤ P

(
‖Pn − P‖G2(δn)

inft∈t λmin(Jτ (t))
≥ Cζn(δn, κn)

)
≤ e−κn .

(B.10)

Recall that P
(

supt∈t‖β̂τ (t)− βτ (t)‖ ≥ C2

[(
log T
n

)1/2
+ log T

n
+
(
κn
n

)1/2
+ κn

n

])
≤ e−κn

for some constant C2. Given C2

[(
log T
n

)1/2
+ log T

n
+
(
κn
n

)1/2
+ κn

n

]
≤ δn for large n, we

have

P

(
sup
t∈t
‖β̂τ (t)− βτ (t)‖ ≥ δn

)
≤ e−κn , (B.11)

for large n. Given (B.9), inequality (4.4) follows directly from (B.10) and (B.11).

Proof of Corollary 4.1. In Theorem 4.1, if log T log n = o(n1/3) and κn = o(n1/3),

then for any ε > 0, with sufficiently large n, (4.3) and (4.4) lead to

P (
√
n supt∈t‖rn,j(t, τ)‖ ≤ ε) ≥ 1−2e−κn for j = 2, 3. Combined with (4.2), Corollary

4.1 immediately follows.

Proof of Theorem 4.2. Since Theorem 4.2 directly follows from Theorem 4.4 by ob-

serving that µ̂n(t) = µ̂n(t)LI and µ(t) = µ̃(t) for any t ∈ t, its proof is omitted

here.

Proof of Theorem 4.3. With Gn(t) defined in (4.5), the following holds for any t ∈

[tl, tl+1],
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µ̂n(t)LI +
1√
n
Gn(t)

=
tl+1 − t
tl+1 − tl

µ̂n(tl) +
t− tl
tl+1 − tl

µ̂n(tl+1) +
1√
n
Gn(t)

=
tl+1 − t
tl+1 − tl

(
µ(tl)−

1√
n
Gn(tl) + a′rn(tl, τ)

)
+

t− tl
tl+1 − tl

(
µ(tl+1)− 1√

n
Gn(tl+1) + a′rn(tl+1, τ)

)
+

1√
n
Gn(t). (by Theorem 4.1)

∴

∣∣∣∣µ̂n(t)LI − µ̃(t) +
1√
n
Gn(t)

∣∣∣∣ (B.12)

=

∣∣∣∣ 1√
n
Gn(t)− tl+1 − t

tl+1 − tl
1√
n
Gn(tl)−

t− tl
tl+1 − tl

1√
n
Gn(tl+1)

+
tl+1 − t
tl+1 − tl

a′rn(tl, τ) +
t− tl
tl+1 − tl

a′rn(tl+1, τ)

∣∣∣∣
≤ 1√

n
sup

v, s∈T , |v−s|≤δT (n)

|Gn(v)−Gn(s)| + sup
t∈t
‖rn(t, τ)‖.

In (B.12), we explicitly write T as a function of n in δT (n) to emphasize its depen-

dence on n. We have shown that supt∈t ‖rn(t, τ)‖ = op(1/
√
n) in Corollary 4.1 for

log T log n = o(n1/3). If we can show that

sup
v, s ∈T , |v−s|≤δT (n)

|Gn(v)−Gn(s)| = op(1), (B.13)

for δT (n) = o(1), then (4.9) immediately follows from (B.12). Therefore, it remains to

show (B.13), i.e., we need to prove that for ∀ c > 0,

lim sup
n→∞

P

(
sup

v, s ∈T , |v−s|≤δT (n)

|Gn(v)−Gn(s)| > c

)
= 0. (B.14)

We now prove (B.14) by contradiction. To simplify notations, define

ζ (n, δ) := sup
v, s ∈T , |v−s|≤δ

|Gn(v)−Gn(s)| .

For the sake of contradiction, assume that

lim sup
n→∞

P
(
ζ
(
n, δT (n)

)
> c
)

= ε,
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for some ε > 0. Then there exists a subsequence {nk}k≥1 such that

lim
k→∞

P
(
ζ
(
nk, δT (nk)

)
> c
)

= ε. (B.15)

Recall that under Assumptions (A1)-(A6), we have proven in Lemma B.8 that

lim
δ↓0

lim sup
n→∞

P (ζ (n, δ) > c) = 0. (asymptotic equicontinuity)

∴ ∃ δ0 > 0 such that lim sup
n→∞

P (ζ (n, δ0) > c) < ε/2.
(B.16)

By assumption, limk→∞ δT (nk) = 0, so we can take sufficiently large K0 such that

δT (nK0
) < δ0, and for ∀ k ≥ K0,

P (ζ (nk, δ0) > c) ≥ P
(
ζ
(
nk, δT (nk)

)
> c
)
> ε/2, (by (B.15))

which contradicts with (B.16). Therefore, (B.13) holds and (4.9) follows from (B.12).

(4.10) is then a direct consequence of (4.9) and Lemma B.8.

Proof of Theorem 4.4. We follow the arguments used to prove Lemma 14 in Belloni

et al. (2019). We define a sequence of projections πj : T → T , j = 0, 1, 2, . . . ,∞ by

πj(t) = l/2j if t ∈ ((l − 1)/2j, l/2j], for l = 1, . . . , 2j. Given a process G in l∞(T ), the

sample paths of its projection G ◦ πj are by definition step functions with at most 2j

steps. Therefore, we can identify the process G ◦ πj with a random vector G ◦ πj in

R2j . Similarly, we can also identify a random vector W in R2j with a process W in

l∞(T ) whose sample paths are step functions with at most 2j steps.

Provided we can show that for any given sequence of non-stochastic, bounded

vectors (Xi)
n
i=1 in Rd, there exists a sequence of zero-mean Gaussian processes (G̃n)n≥1

such that

(i) the sample paths of G̃n are a.s. continuous and the covariance functions of G̃n

coincide with those of Gn for each n, i.e., E
[
G̃n(t)G̃n(s)

]
= E

[
Gn(t)Gn(s)

]
for

all t, s ∈ T ;
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(ii) G̃n closely approximates Gn in sup norm, i.e., supt∈T

∣∣∣G̃n(t)−Gn(t)
∣∣∣ = op(1),

then by conditioning on (Xi)
n
i=1, Theorem 4.4 immediately follows from (4.9) in The-

orem 4.3. Therefore, it remains to prove (i) and (ii), which can be completed by going

through the following 4 steps, for some j = jn →∞:

(1) r̃n,1 = supt∈T |Gn(t)−Gn ◦ πj(t)| = op(1);

(2) there exists Nnj
d
= MVN (0,Cov [Gn ◦ πj]) such that r̃n,2 = ‖Nnj − Gn ◦ πj‖ =

op(1);

(3) there exists a Gaussian process G̃n with properties stated in (i) such that Nnj =

G̃n ◦ πj a.s.;

(4) r̃n,3 = supt∈T

∣∣∣G̃n(t)− G̃n ◦ πj(t)
∣∣∣ = op(1).

Given (1)-(4), the existence of a sequence of Gaussian processes (G̃n)n≥1 that satisfy

both (i) and (ii) follows directly from the triangle inequality, i.e.,

supt∈T

∣∣∣G̃n(t)−Gn(t)
∣∣∣ ≤ r̃n,1 + r̃n,2 + r̃n,3 = op(1).

We now prove relations (1)-(4).

Proof of step (1): We have shown in (B.13) in Theorem 4.3, which in turn depends

on the asymptotic tightness of the process Gn(·) shown in Lemma B.8, that for any

sequence δn ↓ 0,

sup
|t−s|≤δn

|Gn(t)−Gn(s)| = op(1). (B.17)

We note that for the empirical processes Gn defined in (B.13), the covariates

(Xi)
n
i=1 are assumed to be i.i.d. random vectors in Rd, but the proof and conclusion

of (B.13) apply directly to any sequence of non-stochastic vectors (Xi)
n
i=1 in Rd such

that ‖Xi‖ is bounded a.s. for each i (i.e., Assumption (A1)). Therefore, for any given

sequence of such non-stochastic vectors (Xi)
n
i=1, (B.17) still holds and leads to

r̃n,1 = sup
t∈T
|Gn(t)−Gn ◦ πj(t)| ≤ sup

|t−s|≤2−jn
|Gn(t)−Gn(s)| = op(1), for any jn →∞.
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Proof of step (2): We use Yurinskii’s coupling to show relation (2). For con-

venience, we cite Yurinskii’s coupling from Lemma 14 in Belloni et al. (2019). Let

V1, . . . , Vn be independent zero-mean p-vectors such that κ :=
∑n

i=1 E [‖Vi‖3] is finite.

Let S = V1 + · · · + Vn. Then for each δ > 0, there exists a random vector W with a

MVN(0,Cov(S)) distribution such that

P (‖S −W‖ > 3δ) ≤ C0B

(
1 +
| log(1/B)|

p

)
where B := κpδ−3, (B.18)

for some universal constant C0.

Now apply the coupling to the zero-mean 2j-vectors Vi (i = 1, . . . , n) such that the

l-th component of Vi is Vi, l = a′Jτ (tl)
−1Xi (1{Yi(tl) ≤ X ′iβτ (tl)} − τ), where tl = l/2j

and l = 1, . . . , 2j. By definition of Vi, we have Gn ◦ πj =
∑n

i=1 Vi/
√
n. Then

‖Vi‖2 =
2j∑
l=1

V 2
i, l ≤

2j∑
l=1

∣∣a′Jτ (tl)−1Xi

∣∣2
≤

2j∑
l=1

λmax

(
Jτ (tl)

−1
)2
ξ2 ≤

(
1

inft∈T λmin(Jτ (t))

)2

2j ξ2.

∴ ‖Vi‖3 =
(
‖Vi‖2

)3/2
. 23j/2, and

n∑
i=1

E
[
‖Vi‖3

]
. n 23j/2.

Now choose j = jn such that 2jn = nε̃ for some ε̃ > 0. By (B.18), ∃ Nnj
d
=

MVN (0,Cov [Gn ◦ πj]) such that

P

(∥∥∥∥∑n
i=1 Vi√
n
−Nnj

∥∥∥∥ ≥ 3δ

)
.

25j/2

δ3n1/2

1 +

∣∣∣log δ3n1/2

25j/2

∣∣∣
2j

 . (B.19)

Setting δn = (25j log n/n)
1/6

, the second term in the r.h.s. in (B.19) goes to 0,

and we have

P

(∥∥∥∥∑n
i=1 Vi√
n
−Nnj

∥∥∥∥ ≥ 3δn

)
.

25j/2

δ3n1/2
=

1

(log n)1/2
↓ 0.

The proof of step (2) is completed if we have δn ↓ 0. To achieve this, we can



123

choose ε̃ such that n5ε̃ log n = o(n).

Proof of step (3): The existence of a Gaussian process G̃n with properties stated

in (i) such that Nnj = G̃n ◦ πj a.s. can be established directly by invoking Lemma 17

in Belloni et al. (2019).

Proof of step (4): We first show that for a sequence of zero-mean Gaussian pro-

cesses (G̃n)n≥1 that satisfy properties stated in (i), for any γ ∈ (0, 1),

sup
|t−s|≤γ

∣∣∣G̃n(t)− G̃n(s)
∣∣∣ = Op

(√
γ log(1/γ)

)
. (B.20)

Again, (Xi)
n
i=1 are assumed to be non-stochastic and bounded in (B.20). To show

(B.20), for each n, we define the following zero-mean Gaussian process Zn : T ×T →

R:

Zn,u = G̃n(t)− G̃n(s), t, s ∈ T , |t− s| ≤ γ, u = (t, s) ∈ U ,

By definition, we have supu∈U Zn,u = sup|t−s|≤γ

∣∣∣G̃n(t)− G̃n(s)
∣∣∣. For any u ∈ U ,

Var [Zn,u] = Var
[
G̃n(t)− G̃n(s)

]
= E

[
G̃n(t)2

]
+ E

[
G̃n(s)2

]
− 2 E

[
G̃n(t)G̃n(s)

]
= E

[
Gn(t)2

]
+ E

[
Gn(s)2

]
− 2 E [Gn(t)Gn(s)]

= Var [Gn(t)−Gn(s)] = E
[
|Gn(t)−Gn(s)|2

]
≤ C0 |t− s| ,

(B.21)

for some universal constant C0 that does not depend on t, s or n, based on some

intermediate results in Lemma B.8. Therefore, we have

σ(Zn) := sup
u∈U

σ(Zn,u) ≤ (C0γ)1/2 .

Similarly, we can show that

ρn(u, u′) := σ(Zn,u − Zn,u′) ≤ (2 C0 ‖u− u′‖1)
1/2
, (B.22)

which suggests that

N(ε, U , ρn) ≤
(
L

ε

)V
, for all 0 < ε < ε0, (B.23)
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holds for ε0 = σ(Zn), L h γ1/4, and V = 4. In (B.23), N(ε, U , ρn) is the covering

number of U by ε-balls with respect to the standard deviation metric ρn(u, u′) in

(B.22). Invoking Proposition A.2.7 in van der Vaart and Wellner (1996), we get that

for any large enough constant C,

P

(
sup
u∈U

Zn,u > Cλ0

)
≤
(

DLCλ0√
V σ2(Zn)

)V
Φ

(
Cλ0

σ(Zn)

)
,

.

(
LCλ0

σ2(Zn)

)4
σ(Zn)

Cλ0

exp

[
−1

2

C2λ2
0

σ2(Zn)

]
, (∗)

(B.24)

where D is a universal constant, λ0 =
√
C0γ log(1/γ), and Φ denotes the right tail

probability of a standard normal variable.

To obtain supu∈U Zn,u = Op(λ0), we need to show that the r.h.s in the second

line in (B.24), which we denote by (∗), goes to 0 for large enough C. To show

this, let ζ = λ0/σ(Zn), we have (∗) ∝ C3ζ7 exp
[
−1

2
C2ζ2

]
. For any fixed C, the

aforementioned expression is maximized at ζ =
√

7
C

. Plugging in ζ =
√

7
C

leads to

(∗) ∝ C−4, which is arbitrarily small for sufficiently large C. Therefore, the proof of

(B.20) is completed.

Now take γ = γn = 2−jn for any jn →∞ in (B.20), we have

r̃n,3 = sup
t∈T

∣∣∣G̃n(t)− G̃n ◦ πj(t)
∣∣∣ ≤ sup

|t−s|≤2−jn

∣∣∣G̃n(t)− G̃n(s)
∣∣∣

= Op

(√
2−jn log(2jn)

)
= op(1).

Proof of Theorem 4.5. We first show that under the conditions stated in the theorem,

(4.13) has a joint coverage of 1 − α for µ(t) asymptotically, conditional on (Xi)
n
i=1

such that c1 ≤ inft∈T σn(t) ≤ supt∈T σn(t) ≤ c2 for some constants c2 > c1 > 0, where

σn(t) is defined in (4.14). Plugging in the expression of µ̃(t) into (4.12) in Theorem

4.4, we have

√
n
(
µ̂n(t)LI − µ(t)

)
(B.25)
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= G̃n(t) +
√
n

(
tl+1 − t
tl+1 − tl

µ(tl) +
t− tl
tl+1 − tl

µ(tl+1)− µ(t)

)
+ r̃n(t).

We then divide both sides of (B.25) by σn(t) to get

√
n
µ̂n(t)LI − µ(t)

σn(t)
(B.26)

= σ−1
n (t)G̃n(t) + σ−1

n (t)
√
n

(
tl+1 − t
tl+1 − tl

µ(tl) +
t− tl
tl+1 − tl

µ(tl+1)− µ(t)

)
+ σ−1

n (t)r̃n(t).

Given that c1 ≤ σn(t) ≤ c2 for ∀ t ∈ T , we have supt∈T |σ−1
n (t)r̃n(t)| = op(1).

Also, by Assumption (A4), µ(t) is differentiable w.r.t. t, and µ′ := supt∈T |µ′(t)| <∞.

Therefore, for ∀ t ∈ [tl, tl+1],∣∣∣∣ tl+1 − t
tl+1 − tl

µ(tl) +
t− tl
tl+1 − tl

µ(tl+1)− µ(t)

∣∣∣∣
=

∣∣∣∣ tl+1 − t
tl+1 − tl

(µ(tl)− µ(t)) +
t− tl
tl+1 − tl

(µ(tl+1)− µ(t))

∣∣∣∣
≤
∣∣∣∣ tl+1 − t
tl+1 − tl

(µ(tl)− µ(t))

∣∣∣∣+

∣∣∣∣ t− tl
tl+1 − tl

(µ(tl+1)− µ(t))

∣∣∣∣
≤ δTµ′ = o(1/

√
n). (by the assumption δT = o(1/

√
n))

This gives sup
1≤l≤T−1

sup
t∈[tl,tl+1]

∣∣∣σ−1
n (t)

√
n
(
tl+1−t
tl+1−tl

µ(tl) + t−tl
tl+1−tl

µ(tl+1)− µ(t)
)∣∣∣ = o(1),

so (B.26) leads to

sup
t∈T

∣∣∣∣√n µ̂n(t)LI − µ(t)

σn(t)

∣∣∣∣ → sup
t∈T

∣∣∣σ−1
n (t)G̃n(t)

∣∣∣ .
Given the definition of Cn(α) in (4.15), the joint coverage of the confidence band

(4.13) converges to 1 − α, conditional on (Xi)
n
i=1 such that c1 ≤ inft∈T σn(t) ≤

supt∈T σn(t) ≤ c2. By Lemma B.9, there exist constants c1, c2 such that c1 ≤

inft∈T σn(t) ≤ supt∈T σn(t) ≤ c2 with probability approaching one, and this com-

pletes the proof of the theorem.

Proof of Theorem 4.6. By Lemma B.9, there exists a constant C such that

sup
t∈T

Var
[
G̃n(t) |(Xi)

n
i=1

]
≤ C a.s. We first use the maximal inequality for Gaus-
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sian processes to bound supt∈T G̃
2
n(t) by Op(1), conditional on (Xi)

n
i=1 such that

sup
t∈T

Var
[
G̃n(t) |(Xi)

n
i=1

]
≤ C. More specifically, for the Gaussian process G̃n |(Xi)

n
i=1,

let σ(G̃n) := supt∈T σn(t) for σn(t) defined in (4.14), and denote its standard devia-

tion metric by ρn(t, s) = σ(G̃n(t)− G̃n(s)). We have shown in (B.21) in the proof of

Theorem 4.4 that ρn(t, s) ≤ c0 |t− s|1/2 for some constant c0, suggesting that

N(ε, T , ρn) ≤
(
L

ε

)V
, for all 0 < ε < ε0, (B.27)

holds for ε0 = σ(G̃n), L > σ(G̃n), and V = 2. In (B.27), N(ε, T , ρn) is the

covering number of T by ε-balls with respect to the metric ρn(t, s). We invoke

Proposition A.2.7 in van der Vaart and Wellner (1996) again to get that, for all

λ ≥ (1 +
√

2)σ2(G̃n)/ε0,

P

(
sup
t∈T

G̃n(t) ≥ λ

)
≤ Dλ

σ3(G̃n)
exp

[
−1

2

λ2

σ2(G̃n)

]
, (B.28)

where D is some universal constant. Because G̃n(t) | (Xi)
n
i=1 is a zero-mean Gaus-

sian process, (B.28) gives supt∈T G̃
2
n(t) = Op(1), conditional on (Xi)

n
i=1 such that

sup
t∈T

Var
[
G̃n(t) |(Xi)

n
i=1

]
≤ C.

We then proceed to calculate the rate of convergence for µ̂n(t)r−SI , conditional on

(Xi)
n
i=1 such that sup

t∈T
Var

[
G̃n(t) |(Xi)

n
i=1

]
≤ C.

Let ηl := µ̂n(tl)
r−SI − µ(tl) = µ̂n(tl) − µ(tl) for each 1 ≤ l ≤ T , and let h be the

linear interpolation of {(tl, ηl) : 1 ≤ l ≤ T}, i.e.,

h(t) :=
tl+1 − t
tl+1 − tl

ηl +
t− tl
tl+1 − tl

ηl+1, for t ∈ [tl, tl+1] .

Then µ̂n(t)r−SI = Qr(µ(t) + h(t)), where Qr is the operator associated with the

r-th order spline interpolation, i.e., for a general function f , Qr(f) is the solution to

min
g∈Wr

2

∫
T

[
g(r)(t)

]2
dt, subject to g(tl) = f(tl), l = 1, . . . , T.

Since Qr is a linear operator (DeVore and Lorentz, 1993), µ̂r−SIn = Qr(µ + h) =
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Qr(µ) +Qr(h), and we have

‖µ̂r−SIn − µ‖L2 ≤ ‖Qr(µ)− µ‖L2 + ‖Qr(h)‖L2 , (B.29)

by triangle inequality. If µ ∈ Wr
2 , the first term on the r.h.s. in (B.29), which is

the approximation error caused by r-th spline interpolation for µ, can be bounded by

(DeVore and Lorentz, 1993)

‖Qr(µ)− µ‖2
L2 . T−2r. (B.30)

Following the arguments used in the proof of Theorem 2.2 in Cai and Yuan (2011),

we can bound the second term on the r.h.s. in (B.29) by

‖Qr(h)‖2
L2 . ‖h‖

2
L2 . T−1

T∑
l=1

η2
l = T−1

T∑
l=1

(µ̂n(tl)− µ(tl))
2

= T−1

T∑
l=1

(
1√
n
G̃n(tl) +

1√
n
r̃n(tl)

)2

(by Theorem 4.2)

.
1

nT

T∑
l=1

(
G̃2
n(tl) + r̃2

n(tl)
)
≤ 1

n
sup
t∈T

G̃2
n(t) +

1

n
sup
t∈T

r̃2
n(t) = Op(1/n).

(B.31)

Since sup
t∈T

Var
[
G̃n(t) |(Xi)

n
i=1

]
≤ C a.s., the asserted claim of Theorem 4.6 follows

from (B.30) and (B.31).

B.2 Proofs of Lemmas

Proof of Lemma B.1. We basically follow the proof of Lemma S.1.1 in Chao et al.

(2017). Recall that ϑ(βτ (t); t, τ) = E [ψ(Y (t), X;βτ (t), τ)], so ∂βϑ(βτ (t); t, τ) =

E[XX ′fY (t)|X(X ′βτ (t)|X)] = Jτ (t), where ∂βϑ(βτ (t); t, τ) = ∂
∂β
ϑ(β; t, τ)|β=βτ (t). We

then have

ϑ(β; t, τ) = ϑ(βτ (t); t, τ) + ∂βϑ(β̄τ (t); t, τ)(β − βτ (t)),
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where β̄τ (t) = β + θβ,t,τ (βτ (t)− β) for some θβ,t,τ ∈ [0, 1]. For ∀ a ∈ Rd,

a′ [ϑ(β; t, τ)− ϑ(βτ (t); t, τ)− ∂βϑ(βτ (t); t, τ)(β − βτ (t))]

= a′
[(
∂βϑ(β̄τ (t); t, τ)− ∂βϑ(βτ (t); t, τ)

)
(β − βτ (t))

]
,

so ∀ t ∈ t, ‖β − βτ (t)‖ ≤ δ,

‖ϑ(β; t, τ)− ϑ(βτ (t); t, τ)− ∂βϑ(βτ (t); t, τ)(β − βτ (t))‖

= sup
a∈Sd−1

|a′ [ϑ(β; t, τ)− ϑ(βτ (t); t, τ)− ∂βϑ(βτ (t); t, τ)(β − βτ (t))]|

= sup
a∈Sd−1

∣∣a′ [(∂βϑ(β̄τ (t); t, τ)− ∂βϑ(βτ (t); t, τ)
)

(β − βτ (t))
]∣∣

= sup
a∈Sd−1

∣∣a′ (E[XX ′fY (t)|X(X ′β̄τ (t)|X)]− E[XX ′fY (t)|X(X ′βτ (t)|X)]
)

(β − βτ (t))
∣∣

= sup
a∈Sd−1

∣∣E [(a′X)X ′(β − βτ (t))(fY (t)|X(X ′β̄τ (t)|X)− fY (t)|X(X ′βτ (t)|X))
]∣∣

≤ f ′ sup
a∈Sd−1

E
[
|a′X| |X ′(β − βτ (t))|

∣∣X ′(β̄τ (t)− βτ (t))∣∣] (by Assumption (A2))

≤ f ′ξ E
[
|X ′(β − βτ (t))|

∣∣X ′(β̄τ (t)− βτ (t))∣∣] (by Assumption (A1))

≤ f ′ξ δ2 sup
a∈Sd−1

E[a′XX ′a] = f ′ξ δ2λmax(E[XX ′]).

Proof of Lemma B.2. We basically follow the proof of Lemma S.1.2 in Chao et al.

(2017). We first show that for any a > 0,

{sup
t∈t
‖β̂τ (t)− βτ (t)‖ ≤ asn,1}

⊇ {inf
t∈t

inf
δ=1
δ′Pn [ψ(Yi(t), Xi;βτ (t) + asn,1δ, τ)] > 0}. (B.32)

To see this, define δ := (β̂τ (t)− βτ (t))/‖β̂τ (t)− βτ (t)‖. Observe that

f : β 7→ Pnρτ (Yi(t)−X ′iβ) is convex for any t, and Pn [ψ(Yi(t), Xi;β, τ)] is a subgra-

dient of f at the point β. By definition of the subgradient, we have for any t ∈ t,

ζn > 0,
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Pn
[
ρτ (Yi(t)−X ′iβ̂τ (t))

]
≥ Pn [ρτ (Yi(t)−X ′i(βτ (t) + ζnδ))]

+ (β̂τ (t)− βτ (t)− ζnδ)′Pn [ψ(Yi(t), Xi;βτ (t) + ζnδ, τ)]

= Pn [ρτ (Yi(t)−X ′i(βτ (t) + ζnδ))]

+ (‖β̂τ (t)− βτ (t)‖ − ζn)δ′Pn [ψ(Yi(t), Xi;βτ (t) + ζnδ, τ)] .

Recalling that β̂τ (t) is a minimizer of Pn [ρτ (Yi(t)−X ′iβ)], the inequality above

leads to

(‖β̂τ (t)− βτ (t)‖ − ζn)δ′Pn [ψ(Yi(t), Xi;βτ (t) + ζnδ, τ)]

≤ Pn
[
ρτ (Yi(t)−X ′iβ̂τ (t))

]
− Pn [ρτ (Yi(t)−X ′i(βτ (t) + ζnδ))] ≤ 0.

Setting ζn = asn,1, we can see that

inf
t∈t

inf
δ=1
δ′Pn [ψ(Yi(t), Xi;βτ (t) + asn,1δ, τ)] > 0 ⇒ sup

t∈t
‖β̂τ (t)− βτ (t)‖ ≤ asn,1,

which yields (B.32).

Under Assumptions (A1)-(A3), by Lemma B.1, we also have that for any t,

sup
δ∈Sd−1

∣∣E [δ′ {ψ(Y (t), X;β, τ)− ψ(Y (t), X;βτ (t), τ)−XX ′fY (t)|X(X ′βτ (t)|X)(β − βτ (t))
}]∣∣

= sup
δ∈Sd−1

|δ′ {ϑ(β; t, τ)− ϑ(βτ (t); t, τ)− Jτ (t)(β − βτ (t))}|

= ‖ϑ(β; t, τ)− ϑ(βτ (t); t, τ)− Jτ (t)(β − βτ (t))‖

≤ λmax(E[XX ′])f ′ξ ‖β − βτ (t)‖2.

(B.33)

Given E[ψ(Y (t), X;βτ (t), τ)] = 0, for any t ∈ t, δ ∈ Sd−1, (B.33) leads to

− δ′ E
[
ψ(Y (t), X;βτ (t) + asn,1δ, τ)−XX ′fY (t)|X(X ′βτ (t)|X) asn,1δ

]
≤ λmax(E[XX ′])f ′ξ a2s2

n,1.

⇒ δ′E[ψ(Y (t), X;βτ (t) + asn,1δ, τ)] ≥ asn,1δ
′Jτ (t)δ−λmax(E[XX ′])f ′ξa2s2

n,1.

(B.34)
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Therefore, for any t ∈ t, arbitrary δ ∈ Sd−1,

δ′ Pn [ψ(Yi(t), Xi;βτ (t) + asn,1δ, τ)]

≥ − sn,1 + δ′ E [ψ(Y (t), X;βτ (t) + asn,1δ, τ)] (by definition of sn,1)

≥ − sn,1 + asn,1 δ
′Jτ (t)δ − λmax(E[XX ′])f ′ξ a2s2

n,1 (by (B.34))

≥ − sn,1 + asn,1 inf
t∈t
λmin(Jτ (t))− λmax(E[XX ′])f ′ξ a2s2

n,1.

(B.35)

Set a = 2υ/(inft∈t λmin(Jτ (t))) for some υ > 0, we can see that the expression in

the last line of (B.35) is positive when

sn,1 <
(2υ − 1) inft∈t λ

2
min(Jτ (t))

4υ2ξf ′λmax(E[XX ′])
.

For υ > 1, (2υ − 1)/υ2 > 1/υ holds. Plug a = 2υ/(inft∈t λmin(Jτ (t))) for υ > 1,

we have

{sn,1 <
inft∈t λ

2
min(Jτ (t))

4υξf ′λmax(E[XX ′])
}

⊆ {inf
t∈t

inf
δ=1
δ′Pn[ψ(Yi(t), Xi; βτ (t) +

2υ

inft∈t λmin(Jτ (t))
sn,1δ, τ)] > 0} (by (B.35))

⊆ {sup
t∈t
‖β̂τ (t)− βτ (t)‖ ≤

2υ

inft∈t λmin(Jτ (t))
sn,1}. (by (B.32))

Proof of Lemma B.3. Let Z = (X, Y (t)Tt=1) denote the functional data taking values

in Z, and Zt = (X, Y (t)) denote the data at location t, which take values in Zt.

Suppose we define the following classes of functions

W :=
{

(X, Y (t)Tt=1) 7→ α′X| α ∈ Sd−1
}
.

F :=
{

(X, Y (t)Tt=1) 7→ γ ′1{Y ≤ X ′β}| β ∈ Rd×T , γ ∈ UT
}
. (B.36)

In (B.36), 1{Y ≤ X ′β} is a T × 1 vector with the tth element being 1{Y (t) ≤

X ′β(t)}, and UT denotes the T standard bases that form an orthonormal basis of

RT , i.e., for each basis only one element is equal to 1 and the rest being 0.
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Our first step is to bound the VC index of F . For any t ∈ {1, . . . , T}, define

Ft :=
{

(X, Y (t)) 7→ 1{Y (t) ≤ X ′β}| β ∈ Rd
}
.

Note that for any t, the class of functions Vt :=
{

(X, Y (t)) 7→ X ′β − Y (t)| β ∈ Rd
}

has a VC index bounded by d + 2, by Lemma 2.6.15 in van der Vaart and Wellner

(1996). Applying Lemma 2.6.18 (iii) which in turn relies on Lemma 2.6.17 (ii) and

(iv) in van der Vaart and Wellner (1996), we can show that V (Ft) is also bounded

by d + 2, and V (Ft) is constant cross t. If we denote the VC index of V (Ft) by

ν (which is bounded by d + 2 and does not depend on t), we want to prove that

V (F) ≤ C ν log T , for some constant C that does not depend on T or ν.

To prove this, it is equivalent to show that, the subgraphs of functions f : Z 7→ R

in F cannot shatter any collection of n ≥ Cν log T points: ((x1, y1), η1) , . . . , ((xn, yn), ηn)

in Z × R. The definition of the subgraph of a function is based on Section 2.6.2 in

van der Vaart and Wellner (1996).

We first show that, for any given subset I ⊂ {1, . . . , n}, (i) the subgraphs of

functions f ∈ F can pick out {((xi, yi), ηi) : i ∈ I} is equivalent to (ii) for some t ∈

{1, . . . , T}, the subgraphs of functions ft ∈ Ft can pick out {((xi, yi(t)), ηi) : i ∈ I}.

To see this, note that if (i) holds, i.e., ∃ f ∈ F whose subgraph can pick out

{((xi, yi), ηi) : i ∈ I}, we have

ηi < f ((xi, yi)) for i ∈ I;

ηi ≥ f ((xi, yi)) for i /∈ I. (B.37)

But f ∈ F indicates that f ((x, y)) = ft ((x, y(t))) for some t ∈ {1, . . . , T}, ft ∈ Ft,

so (B.37) leads to

ηi < ft ((xi, yi(t))) for i ∈ I;

ηi ≥ ft ((xi, yi(t))) for i /∈ I,

which shows that (ii) holds. In a similar manner, it is easy to show that (ii) also leads

to (i). Therefore, (i) and (ii) are equivalent.
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By Sauer’s Lemma on page 86 in van der Vaart and Wellner (1996), given V (Ft) =

ν for each t, for any n ≥ ν, the subgraphs of ft ∈ Ft can pick out at most
(
ne
ν−1

)ν−1

subsets from any collection of n points ((x1, y1(t)), η1) , . . . , ((xn, yn(t)), ηn) in Zt×R,

and equivalently, can pick out at most
(
ne
ν−1

)ν−1
subsets from any collection of n points

((x1, y1), η1) , . . . , ((xn, yn), ηn) in Z × R. By symmetry, the subgraphs of f ∈ F can

pick out at most T
(
ne
ν−1

)ν−1
subsets from these n points in Z×R. For some constant

C that is independent of ν or T and satisfy C log 2 > 1, we have that for n = Cν log T ,

log T + (ν − 1)(log n+ log
e

ν − 1
)

= log T + (ν − 1)

(
logC + log(ν) + log(log T ) + log(

e

ν − 1
)

)
= log T + (ν − 1)

(
logC + log(log T ) + 1 + log(

ν

ν − 1
)

)
< Cν log 2 log T = n log 2, for all sufficiently large T.

⇒ T

(
ne

ν − 1

)ν−1

< 2n, for all sufficiently large T.

This means that for n = Cν log T , the number of subsets that can be picked out

by the subgraphs of f ∈ F is strictly smaller than 2n, suggesting that the subgraphs

of f ∈ F cannot shatter these n points. Given that the n points are arbitrarily chosen

in Z × R, we have proved that V (F) ≤ Cν log T .

Note that any g ∈ G1 can be written as g = w · (f − υ) for w ∈ W , f ∈ F ,

and υ :=
{

(X, Y (t)Tt=1) 7→ τ
}

where τ is a constant. We have V (υ) = O(1). Given

this and V (W) ≤ d + 1 (by Lemma 2.6.15 in van der Vaart and Wellner (1996)),

V (F) ≤ C(d + 2) log T for some constant C, the first claim of Lemma B.3 follows

from Lemma 24 in Belloni et al. (2019) and Theorem 2.6.7 in van der Vaart and

Wellner (1996).

Note that any g ∈ G2(δ) can be written as g = w · (f1 − f2) for w ∈ W , f1 ∈ F

and f2 ∈ F , so the second claim of Lemma B.3 also follows from Lemma 24 in Belloni

et al. (2019) and Theorem 2.6.7 in van der Vaart and Wellner (1996).
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For convenience, we state Lemme 24 in Belloni et al. (2018) and Theorem 2.6.7

in van der Vaart and Wellner (1996) here.

Lemma 24 in Belloni et al. (2018): (Uniform entropy for products and sums).

Let W and F be two classes of functions with envelope W and F respectively. Then

the uniform entropy numbers of WF = {wf : w ∈ W , f ∈ F} satisfy

sup
Q

logN(ε‖WF‖Q,2,WF , L2(Q))

≤ sup
Q

logN(
ε‖W‖Q,2

2
,W , L2(Q)) + sup

Q
logN(

ε‖F‖Q,2
2

,F , L2(Q)),

for all ε > 0. Also, the uniform entropy numbers ofW+F = {w + f : w ∈ W , f ∈ F}

satisfy

sup
Q

logN(ε‖W + F‖Q,2,W + F , L2(Q))

≤ sup
Q

logN(
ε‖W‖Q,2

2
,W , L2(Q)) + sup

Q
logN(

ε‖F‖Q,2
2

,F , L2(Q)),

for all ε > 0. In both cases, Q ranges over all finitely-discrete probability measures.

Theorem 2.6.7 in van der Vaart and Wellner (1996): For a VC-class of

functions with measurable envelope function F and r ≥ 1, one has for any probability

measure Q with ‖F‖Q,r > 0,

N(ε‖F‖Q,r,F , Lr(Q)) ≤ KV (F)(16e)V (F)(
1

ε
)r(V (F)−1),

for a universal constant K and 0 < ε < 1.

Proof of Lemma B.4. We need the following basic results on empirical process theory,

which were stated in S.2.1 in Chao et al. (2017).

(i). Denote by G a class of functions that satisfy |f(x)| ≤ F (x) ≤ U for every

f ∈ G and let σ2 ≥ supf∈G Pf
2. Additionally, let for some A > 0, V > 0 and all

ε > 0,

N(ε; G, L2(Pn)) ≤
(
A‖F‖L2(Pn)

ε

)V
.
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Note that if G is a VC-class, then V is the VC-index of the set of subgraphs of

functions in G. This yields

E‖Pn − P‖G ≤ c0

[
σ

(
V

n
log

A‖F‖L2(P )

σ

)1/2

+
V U

n
log

A‖F‖L2(P )

σ

]
, (B.38)

for a universal constant c0 > 0 provided that 1 ≥ σ2 ≥ const× n−1.

(ii). The second inequality (a refined version of Talagrand’s concentration in-

equality) states that for any countable class of measurable functions F with elements

mapping into [−M,M ]

P

(
‖Pn−P‖F ≥ 2E‖Pn−P‖F + c1n

−1/2

(
sup
f∈F

Pf 2

)1/2√
υ + n−1c2Mυ

)
≤ e−υ,

(B.39)

for all υ > 0 and universal constants c1, c2 > 0.

Throughout the following proof, C,C1, C2, c1, c2, etc. will denote constants that

do not depend on n but may have different values in different parts of the proof.

By the first part of Lemma B.3,

N(ε; G1, L
2(Pn)) ≤

(
A‖F1‖L2(Pn)

ε

)ν1(T )

,

where A is some constant, F1 is an envelope funciton of G1, and ν1(T ) = O(log T ).

For each f ∈ G1, we also have E[f 2] ≤ supa∈Sd−1 a′E[XX ′]a = λmax(E[XX ′]).

In (B.38), let G = G1, V = ν1(T ), F = F1 ≡ ξ, σ2 = λmax(E[XX ′]) (or a multiple

of λmax(E[XX ′]) such that 1 ≥ σ2 ≥ const× n−1). Then apply (i), we get

E‖Pn − P‖G1 ≤ c0

[
σ

(
ν1(T )

n
log

Aξ

σ

)1/2

+
ν1(T ) ξ

n
log

Aξ

σ

]
. (B.40)

In (B.39), let F = G1, M = ξ, υ = κn, then we apply (ii) to get

P

(
‖Pn−P‖G1 ≥ 2E‖Pn−P‖G1 +c1

√
sup
f∈G1

Pf 2
(κn
n

)1/2

+c2ξ
κn
n

)
≤ e−κn . (B.41)
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Combining (B.40) and (B.41), for some constant C, we have

P

(
‖Pn − P‖G1 ≥ C

[(
log T

n

)1/2

+
log T

n
+
(κn
n

)1/2

+
κn
n

])
≤ e−κn ,

which is (B.3).

By the second part of Lemma B.3,

N(ε; G2(δn), L2(Pn)) ≤
(
A‖F2‖L2(Pn)

ε

)ν2(T )

,

where A is some constant, F2 is an envelope funciton of G2(δn), and ν2(T ) = O(log T ).

For each f ∈ G2(δn), by Assumption (A2), we also have

E[f 2] ≤ sup
a∈Sd−1

sup
t∈t

sup
‖β1(t)−β2(t)‖≤δn

E
[
(a′X)21{|Y (t)−X ′β1(t)| ≤ |X ′(β1(t)− β2(t))|}

]
≤ sup

a∈Sd−1

sup
t∈t

sup
β1(t)∈Rd

E
[
(a′X)21{|Y (t)−X ′β1(t)| ≤ ξδn}

]
= sup

a∈Sd−1

sup
t∈t

sup
β1(t)∈Rd

E
[
E
[
(a′X)21{|Y (t)−X ′β1(t)| ≤ ξδn}|X

]]
= sup

a∈Sd−1

sup
t∈t

sup
β1(t)∈Rd

E
[
(a′X)2E [1{|Y (t)−X ′β1(t)| ≤ ξδn}|X]

]
≤ sup

a∈Sd−1

E
[
(a′X)22fξδn

]
≤ 2λmax(E[XX ′])fξδn = c3δn.

For δn ↓ 0 such that δn � n−1, let σ2 = c3δn (or a multiple of c3δn such that

1 ≥ σ2 ≥ const × n−1) in (B.38). Also, let G = G2(δn), V = ν2(T ) and F = F2 ≡ ξ.

Then apply (i), we get

E‖Pn − P‖G2(δn) ≤ c0

[
σ

(
ν2(T )

n
log

A ξ

σ

)1/2

+
ν2(T ) ξ

n
log

A ξ

σ

]

= c0

[
c

1/2
3 δ1/2

n

(
ν2(T )

2n
log(δ−1

n )

)1/2

+
ν2(T ) ξ

2n
log(δ−1

n )

]

= c4 δ
1/2
n

(
log T

n
log(δ−1

n )

)1/2

+ c5
log T

n
log(δ−1

n )

≤ c4 δ
1/2
n

(
log T

n
log n

)1/2

+ c5

(
log T

n
log n

)
.

(B.42)
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In (B.39), let F = G2(δn), M = ξ, υ = κn, then we apply (ii) to get:

P

(
‖Pn−P‖G2(δn) ≥ 2E‖Pn−P‖G2(δn)+c1

√
sup

f∈G2(δn)

Pf 2
(κn
n

)1/2

+c2ξ
κn
n

)
≤ e−κn .

Combining (B.42) and the inequality above, for some constant C, we have

P

(
‖Pn − P‖G2(δn) ≥ C

[
δ1/2
n

(
log T

n
log n

)1/2

+
log T

n
log n+ δ1/2

n

(κn
n

)1/2

+
κn
n

])
≤ e−κn ,

which is (B.4).

Proof of Lemma B.6. First recall that Jτ (t) = E[XX ′fY (t)|X(X ′βτ (t)|X)] for each t.

Under Assumptions (A1)-(A6),

C ′1 = sup
x∈X ,t∈T

∣∣∣∣ ∂∂tfY (t)|X(x′βτ (t)|x)

∣∣∣∣
= sup

x∈X ,t∈T

∣∣∣∣ ∂∂yfY (t)|X(y|x)|y=x′βτ (t)
d

dt
x′βτ (t) +

∂

∂t
fY (t)|X(y|x)|y=x′βτ (t)

∣∣∣∣
≤ sup

x∈X ,y∈R,t∈T

∣∣∣∣ ∂∂yfY (t)|X(y|x)

∣∣∣∣ sup
x∈X ,t∈T

∣∣∣∣x′ ddtβτ (t)
∣∣∣∣+ sup

x∈X ,y∈R,t∈T

∣∣∣∣ ∂∂tfY (t)|X(y|x)

∣∣∣∣ <∞.
By a Taylor expansion we have that uniformly over t, s ∈ T , x ∈ X ,∣∣fY (t)|X(x′βτ (t)|x)− fY (s)|X(x′βτ (s)|x)

∣∣ ≤ C ′1 |t− s| .

∴ Jτ (t)− Jτ (s) 4 C ′1 |t− s|E[XX ′], and Jτ (s)− Jτ (t) 4 C ′1 |t− s|E[XX ′],

where the inequalities 4 are in the semi-definite positive sense. Using the matrix

identity A−1 −B−1 = B−1(B − A)A−1,

‖Jτ (t)−1 − Jτ (s)−1‖

= ‖Jτ (s)−1 (Jτ (s)− Jτ (t)) Jτ (t)−1‖ ≤ ‖Jτ (s)−1‖‖Jτ (s)− Jτ (t)‖‖Jτ (t)−1‖

≤ λmax(Jτ (s)
−1) C ′1|t− s|λmax(E[XX ′]) λmax(Jτ (t)

−1)

≤ C ′1

(
1

inft∈T λmin(Jτ (t))

)2

λmax(E[XX ′]) |t− s|.
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Proof of Lemma B.8. Throughout the following proof, C,C1, C2, etc. will denote

constants that do not depend on n but may have different values in different parts of

the proof.

Our proof adopts similar techniques as the proof of Theorem 2.1 in Chao et al.

(2017) and the proof of Theorem 4.2 in Volgushev et al. (2019). Let Vi(t) :=

a′Jτ (t)
−1Xi (1{Yi(t) ≤ X ′iβτ (t)} − τ), so Gn(t) = n−1/2

∑n
i=1 Vi(t). The proof con-

sists of the following two steps,

(i). Finite-dimensional convergence. By Cramér-Wold theorem, it suffices to show

that for an arbitrary, finite set of {t1, . . . , tL} and {ζ1, . . . , ζL} ∈ RL,

L∑
l=1

ζlGn(tl)
d−→

L∑
l=1

ζlG(tl). (B.43)

(ii). Asymptotic tightness of the process Gn(t) in l∞(T ), i.e., for any c > 0,

lim
δ↓0

lim sup
n→∞

P

(
sup

t,s∈T , |t−s|≤δ
|Gn(t)−Gn(s)| > c

)
= 0. (B.44)

With (B.44), the existence of an almost surely continuous sample path for G

follows from Addendum 1.5.8 in van der Vaart and Wellner (1996).

Proof of step (i): First note that for any t ∈ T ,E [Vi(t)] = 0, and by Assumptions

(A1)-(A3),

Var [Vi(t)] = τ(1− τ)a′Jτ (t)
−1E[XX ′]Jτ (t)

−1a <∞,

∴ Var

[
L∑
l=1

ζl Vi(tl)

]
<∞, (B.45)

for any finite set of {t1, . . . , tL} and {ζ1, . . . , ζL} ∈ RL.

Also, we have E
[∑L

l=1 ζl Vi(tl)
]

=
∑L

l=1 ζl E
[
Vi(tl)

]
= 0, and

Var

[
L∑
l=1

ζl Vi(tl)

]
=

L∑
l=1

L∑
l′=1

ζl ζl′ Cov
[
Vi(tl), Vi(tl′)

]
(B.46)
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=
L∑
l=1

L∑
l′=1

ζl ζl′ Cov
[
a′Jτ (tl)

−1ψ(Y (tl), X; βτ (tl), τ), a′Jτ (tl′)
−1ψ(Y (tl′), X; βτ (tl′), τ)

]
=

L∑
l=1

L∑
l′=1

ζl ζl′ a
′Jτ (tl)

−1E [ψ(Y (tl), X; βτ (tl), τ) · ψ(Y (tl′), X; βτ (tl′), τ)′] Jτ (tl′)
−1a

=
L∑
l=1

L∑
l′=1

ζl ζl′ Hτ (tl, tl′ ; a)

= Var

[
L∑
l=1

ζl G(tl)

]
.

Given (B.45) and (B.46), (B.43) directly follows from the central limit theorem.

Proof of step (ii): Consider the decomposition

Gn(t)−Gn(s) (B.47)

=
1√
n
a′
(
Jτ (t)

−1−Jτ (s)−1
) n∑
i=1

Xi (1{Yi(t) ≤ X ′iβτ (t)}−τ)+
1√
n
a′Jτ (s)

−1

n∑
i=1

Xi∆i(t, s),

where ∆i(t, s) = 1{Yi(t) ≤ X ′iβτ (t)}−1{Yi(s) ≤ X ′iβτ (s)} = 1{ηi(t) ≤ 0}−1{ηi(s) ≤ 0}.

By Lemma B.6, ‖Jτ (t)−1 − Jτ (s)
−1‖ ≤ C ′ |t− s| for some constant C ′, so for

∀ L ≥ 2,

E
[∣∣a′ (Jτ (t)−1 − Jτ (s)−1

)
Xi (1{Yi(t) ≤ X ′iβτ (t)} − τ)

∣∣L]
. ξL−2 E

[∣∣a′ (Jτ (t)−1 − Jτ (s)−1
)
Xi

∣∣2]
= ξL−2 a′

(
Jτ (t)

−1 − Jτ (s)−1
)
E [XiX

′
i]
(
Jτ (t)

−1 − Jτ (s)−1
)
a

≤ ξL−2 ‖
(
Jτ (t)

−1 − Jτ (s)−1
)
E [XiX

′
i]
(
Jτ (t)

−1 − Jτ (s)−1
)
‖

. ξL−2 |t− s|2.

(B.48)

Also, observe that E [∆i(t, s)
2 |Xi] = E [1{ηi(s) · ηi(t) < 0} |Xi] ≤ c0|t − s| for

∀Xi ∈ X by Assumption (A6), so for ∀ L ≥ 2,

E
[∣∣a′Jτ (s)−1Xi∆i(t, s)

∣∣L] (B.49)

. ξL−2 E
[∣∣a′Jτ (s)−1Xi∆i(t, s)

∣∣2]
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= ξL−2 a′Jτ (s)
−1E

[
XiX

′
i ∆i(t, s)

2
]
Jτ (s)

−1a

= ξL−2 a′Jτ (s)
−1E

[
XiX

′
i E
[
∆i(t, s)

2 |Xi

]]
Jτ (s)

−1a

. ξL−2 |t− s|.

Given (B.48) and (B.49), ∀ t, s ∈ T , similar calculations as on page 3307 in Chao

et al. (2017) yield

E
[
|Gn(t)−Gn(s)|4

]
.

1

n
|t− s|+ |t− s|2,

so for |t− s| ≥ 1
n3 , or equivalently |t− s|1/3 ≥ 1

n
,

E
[
|Gn(t)−Gn(s)|4

]
. |t− s|4/3.

Now apply Lemma B.7 with T = T , d(s, t) = |s− t|1/3, ω̄n = 2/n and Ψ(x) = x4,

for any δ > 0, ω ≥ ω̄n, we have

sup
|s−t|1/3≤δ1/3

|Gt −Gs| ≤ S1(ω) + 2 sup
|s−t|1/3≤ω̄n, t∈T̃

|Gt −Gs| , (B.50)

where the set T̃ contains at most D(ω̄n, d) = O(n3) points, and S1(ω) satisfies

‖S1(ω)‖4 .
∫ ω

ωn/2

ε−3/4dε + (δ1/3 + 2ω̄n) ω−3/2. (B.51)

For any c > 0, ω ≥ ω̄n, it follows from (B.51) and Markov’s inequality that

lim
δ↓0

lim sup
n→∞

P (S1(ω) ≥ c/2) (B.52)

. lim
δ↓0

lim sup
n→∞

16

c4

[∫ ω

0

ε−3/4dε + (δ1/3 + 4/n) ω−3/2

]4

=
16

c4

[∫ ω

0

ε−3/4dε

]4

.

We can make the right-hand side of (B.52) arbitrarily small by choosing small ω.

If we can show

sup
|t−s|1/3≤ω̄n, t∈T̃

|Gn(t)−Gn(s)| = op(1), (B.53)
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then by (B.50),

lim
δ↓0

lim sup
n→∞

P

(
sup

t,s∈T , |t−s|≤δ
|Gn(t)−Gn(s)| > c

)

≤ lim
δ↓0

lim sup
n→∞

P (S1(ω) ≥ c/2) + lim sup
n→∞

P

(
2 sup
|t−s|1/3≤ω̄n, t∈T̃

|Gn(t)−Gn(s)| > c/2

)
= 0,

which is the asymptotic equicontinuity condition that we want to prove in (B.44).

Therefore, it remains to prove (B.53). Recall the decomposition in (B.47), and

‖Jτ (t)−1 − Jτ (s)−1‖ ≤ C ′ |t− s| for some constant C ′ by Lemma B.6. Let εn := ω̄3
n,

we have that for any t, s ∈ T , |t− s| ≤ εn,

1√
n

∣∣∣∣∣a′ (Jτ (t)−1−Jτ (s)−1
) n∑
i=1

Xi (1{Yi(t) ≤ X ′iβτ (t)}−τ)

∣∣∣∣∣
≤ 1√

n
n C ′ ξ |t− s| = O(n−5/2), a.s.

(B.54)

Next, observe that ∀ t ∈ T̃ , we have a.s. for a constant C1 independent of t, s and

n such that

sup
|t−s|≤εn

1√
n

∣∣∣∣∣a′Jτ (s)−1

n∑
i=1

Xi∆i(t, s)

∣∣∣∣∣ ≤ C1√
n
Bn(t, εn), (B.55)

where Bn(t, εn) :=
∑n

i=1 1{At least one crossing with y = 0 occurs in ηi(s) : |s− t| ≤

εn}.

By Assumption (A6), ∀t ∈ T , C > 0, we have P (Bn(t, εn) ≥ C) ≤ P
(
B̃n(εn) ≥ C

)
,

where B̃n(εn) ∼ Bin(n, c1εn) for some constant c1 that does not depend on t or n. By

applying the multiplicative Chernoff bound for the binomial random variable B̃n(εn),

for any ν > 1,

P (Bn(t, εn) ≥ (1 + ν)nc1εn) ≤ P
(
B̃n(εn) ≥ (1 + ν)nc1εn

)
≤ exp

(
−1

3
νnc1εn

)
.

Plug in εn = ω̄3
n = 23/n3 and ν = 3An2 log n/23c1 for some positive integer A, the

inequality above becomes

P

(
Bn(t, εn) ≥ 23c1

n2
+ 3A log n

)
≤ exp (−A log n) = n−A. (B.56)
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By (B.55) and (B.56), for any t ∈ T̃ ,

P

(
sup
|t−s|≤εn

1√
n

∣∣∣∣∣a′Jτ (s)−1

n∑
i=1

Xi∆i(t, s)

∣∣∣∣∣ ≥ C1√
n

(
23c1

n2
+ 3A log n

))

≤ P

(
Bn(t, εn) ≥ 23c1

n2
+ 3A log n

)
≤ n−A.

Now recall that the set T̃ contains at most O(n3) points, so we have

P

(
sup
t∈T̃

sup
|t−s|≤εn

1√
n

∣∣∣∣∣a′Jτ (s)−1

n∑
i=1

Xi∆i(t, s)

∣∣∣∣∣ ≥ C1√
n

(
23c1

n2
+ 3A log n

))

≤ |T̃ | P

(
sup
|t−s|≤εn

1√
n

∣∣∣∣∣a′Jτ (s)−1

n∑
i=1

Xi∆i(t, s)

∣∣∣∣∣ ≥ C1√
n

(
23c1

n2
+ 3A log n

))
≤ O(n3−A).

Choose A = 4, there exists a constant C2 such that

P

(
sup
t∈T̃

sup
|t−s|≤εn

1√
n

∣∣∣∣∣a′Jτ (s)−1

n∑
i=1

Xi∆i(t, s)

∣∣∣∣∣ ≥ C2√
n

log n

)
≤ O(n−1), a.s.(B.57)

Combining (B.47), (B.54) and (B.57), we arrive at (B.53), which completes the

proof.

Proof of Lemma B.9. We have

E
[
G̃2
n(t) | (Xi)

n
i=1

]
= E

[
G2
n(t) | (Xi)

n
i=1

]
=

1

n

n∑
i=1

(
a′Jτ (t)

−1Xi

)2 E
[
(1{Yi(t) ≤ X ′iβτ (t)} − τ)

2 | (Xi)
n
i=1

]
= τ(1− τ)a′Jτ (t)

−1En [XiX
′
i] Jτ (t)

−1a.

(B.58)

And in (B.58), we have that for ∀ t ∈ T ,

a′Jτ (t)
−1En [XiX

′
i] Jτ (t)

−1a

≥ ‖Jτ (t)−1a‖2
2 λmin(En [XiX

′
i]) ≥

1

f
2
λ2

max(E [XX ′])
λmin(En [XiX

′
i]),

a′Jτ (t)
−1En [XiX

′
i] Jτ (t)

−1a

≤ ‖Jτ (t)−1a‖2
2 λmax(En [XiX

′
i]) ≤

1

f 2
minλ

2
min(E [XX ′])

λmax(En [XiX
′
i]).
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It then remains to prove that there exist constants c2 > c1 > 0 such that

λmin(En [XiX
′
i]) ≥ c1, with probability approaching one, (B.59)

and

λmax(En [XiX
′
i]) ≤ c2, a.s. (B.60)

To show (B.59), first note that λmin(E[XX ′]) is strictly positive by Assmuption

(A1). For any given ε2 such that 0 < ε2 < λmin(E[XX ′]),

E[XX ′]− ε2I ≺ En [XiX
′
i] , with probability approaching one, (B.61)

due to the element-wise convergence of En [XiX
′
i] to E[XX ′]. (B.61) leads to

λmin(E[XX ′])− ε2 ≤ λmin(En [XiX
′
i]).

Take ε2 = λmin(E[XX ′])/2, we then have λmin(E[XX ′])/2 ≤ λmin(En [XiX
′
i]) with

probability approaching one, proving (B.59).

Given that there exists ξ > 0 such that ‖X‖ ≤ ξ a.s. by Assumption (A1), (B.60)

is straightforward by using the fact λmax(En [XiX
′
i]) = sup‖α‖=1 α

′En [XiX
′
i]α =

sup‖α‖=1 En [(α′Xi)
2].
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