


ABSTRACT

Inferring Implicit Inference

by

Rajkumar Vasudeva Raju

One of the biggest challenges in theoretical neuroscience is to understand how the

collective activity of neuronal populations generate behaviorally relevant computa-

tions. Repeating patterns of structure and function in the cerebral cortex suggest

that the brain employs a repeating set of elementary or “canonical” computations.

Neural representations, however, are distributed; so it remains an open challenge

how to define these canonical computations, because the relevant operations are only

indirectly related to single-neuron transformations. In this thesis, I present a theory-

driven mathematical framework for inferring canonical computations from large-scale

neural measurements. This work is motivated by one important class of cortical

computation, probabilistic inference.

In the first part of the thesis, I develop the Neural Message Passing theory, which

posits that the brain has a structured internal model of the world, and that it ap-

proximates probabilistic inference on this model using nonlinear message-passing im-

plemented by recurrently connected neural population codes.

In the second part of the thesis, I present Inferring Implicit Inference, a principled

framework for inferring canonical computations from large-scale neural data that is

based on the theory of neural message passing. This general data analysis framework

simultaneously finds (i) the neural representation of relevant variables, (ii) inter-



actions between these latent variables that define the brain’s internal model of the

world, and (iii) canonical message-functions that specify the implicit computations.

As a concrete demonstration of this framework, I analyze artificial neural record-

ings generated by a model brain that implicitly implements advanced mean-field in-

ference. Given external inputs and noisy neural activity from the model brain, I

successfully estimate the latent dynamics and canonical parameters that explain the

simulated measurements. Analysis of these models reveal certain features of experi-

ment design required to successfully extract canonical computations from neural data.

In this first example application, I used a simple polynomial basis to characterize the

latent canonical transformations. While this construction matched the true model, it

is unlikely to capture a real brain’s nonlinearities e�ciently. To address this, I develop

a general, flexible variant of the framework based on Graph Neural Networks, to infer

approximate inferences with known neural embedding.

Finally, I develop a computational pipeline to analyze large-scale recordings from

the mouse visual cortex generated in response to naturalistic stimuli designed to

highlight the influence of lateral connectivity. The first practical application of this

framework did not reveal any compelling influences of lateral connectivity. However,

these preliminary results provide valuable insights about which assumptions in our

underlying models and which aspects of experiment design should be refined to reveal

canonical properties of the brain’s distributed nonlinear computations.



iv

Acknowledgement

This thesis is the culmination of my adventures in graduate school. I would like to

express my gratitude to all the people who have assisted me on this journey. First of

all, I want to thank my advisor Dr.Xaq Pitkow, for giving me the opportunity to work

with him, and his faith in my abilities. Thinking about thinking with Xaq has been

a fantastic experience and a privilege. His willingness to address incredibly tough

problems, intelligence, optimism and kindness are qualities I shall always admire.

I would like to thank the members of my thesis committee: Dr. Behnaam Aazhang,

Dr. Christopher Jermaine, Dr.Kresimir Josic and Dr.Andreas Tolias, for their sug-

gestions and critical evaluation of my work. Many thanks to Dr. Scott Linderman

for his pivotal suggestions. Thank you to the Tolias lab for their heroic experimen-

tal e↵orts. It has been exciting and challenging to apply my theoretical methods to

neural data obtained from the Tolias lab. This work was done in collaboration with

Dr. Zhe Li. Thank you Zhe for your patience and assistance. My research was sup-

ported by grants from the McNair Foundation, National Science Foundation and the

Intelligence Advanced Research Projects Activity. I am very grateful to the O�ce of

International Students and Scholars at Rice, the Department of Electrical and Com-

puter Engineering at Rice, and the Department of Neuroscience at Baylor College of

Medicine for ensuring a smooth graduate school journey.

I thank the members of the Laboratory for the Algorithmic Brain, past and

present, for our fun and intellectually stimulating work environment. The people

in our lab come from diverse professional and cultural backgrounds, and my interac-

tions with them have been truly enriching experiences. Soccer is one of the biggest

passions of my life, and has always been a way to set my mind free. I have made



v

some of my closest friends on the soccer pitch. Thank you to all the teams I have

been a part of at Rice: Lazy Lads, Footer Poets, Team Burrito and FC GSA. I am

very fortunate to have an incredible set of friends, who have been my family away

from home: The Bakars, The Old Bruhs, Nadaan Parindey, Dracarys, and Three to

Tango. Thank you for being my comrades on this incredible adventure.

Finally, and most importantly, I want to thank my brother Pavan, my parents

Prabhavathi Raju and Dr.Vasudeva Raju, for their unconditional love and encour-

agement. All that I am today, I owe to the support and sacrifices of my family.



Contents

Abstract ii

List of Illustrations viii

1 Introduction 1

2 Canonical computations in neural circuits 5

2.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5

2.2 Mathematical framework for canonical computations . . . . . . . . . 7

2.3 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 8

3 Implicit inference: Neural Message Passing 11

3.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 11

3.2 Neural representations of uncertainty . . . . . . . . . . . . . . . . . . 13

3.2.1 Probabilistic population codes . . . . . . . . . . . . . . . . . . 14

3.2.2 Properties of linear PPCs . . . . . . . . . . . . . . . . . . . . 15

3.2.3 Basic probabilistic operations with PPCs . . . . . . . . . . . . 16

3.3 Inference by tree-based reparameterization . . . . . . . . . . . . . . . 17

3.3.1 Graphical models . . . . . . . . . . . . . . . . . . . . . . . . . 17

3.3.2 Belief propagation and its neural plausibility . . . . . . . . . . 19

3.3.3 Tree-based reparameterization . . . . . . . . . . . . . . . . . . 21

3.4 Neural implementation of inference by TRP . . . . . . . . . . . . . . 24

3.4.1 TRP as updates of natural parameters . . . . . . . . . . . . . 24

3.4.2 TRP updates for a Gaussian graphical model . . . . . . . . . 25

3.4.3 Separation of time Scales for TRP updates . . . . . . . . . . . 28



vii

3.4.4 Neural inference network architecture . . . . . . . . . . . . . . 29

3.5 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 30

3.6 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32

4 Inferring Inference 36

4.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36

4.1.1 Framework of Inferring inference . . . . . . . . . . . . . . . . 37

4.2 Case study: TAP brain . . . . . . . . . . . . . . . . . . . . . . . . . . 38

4.2.1 TAP brain . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38

4.2.2 Inferring the TAP brain . . . . . . . . . . . . . . . . . . . . . 41

4.2.3 Applying particle EM to an example TAP brain . . . . . . . . 45

4.2.4 Analysis of degeneracies . . . . . . . . . . . . . . . . . . . . . 49

4.2.5 Importance of experiment design . . . . . . . . . . . . . . . . 51

4.3 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 53

4.4 Methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 55

4.4.1 Constructing the TAP brain . . . . . . . . . . . . . . . . . . . 55

4.4.2 Particle expectation maximization . . . . . . . . . . . . . . . . 59

5 Inferring inference in real brains 66

5.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 66

5.2 Neural message passing to machine learning . . . . . . . . . . . . . . 68

5.2.1 Population coding model for orientations . . . . . . . . . . . . 68

5.2.2 Using graph neural networks to characterize inference dynamics 72

5.2.3 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 75

5.3 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 77

6 Conclusion 79

Bibliography 83



Illustrations

3.1 Key properties of linear PPCs . . . . . . . . . . . . . . . . . . . . . . 15

3.2 An example Markov random field . . . . . . . . . . . . . . . . . . . . 18

3.3 Visualization of tree reparameterization . . . . . . . . . . . . . . . . . 22

3.4 Tree reparameterization on a loopy graph . . . . . . . . . . . . . . . . 23

3.5 Example Gaussian graphical model . . . . . . . . . . . . . . . . . . . 26

3.6 Neural inference network . . . . . . . . . . . . . . . . . . . . . . . . . 30

3.7 Dynamics of the neural inference network . . . . . . . . . . . . . . . . 31

3.8 Performance of the neural inference network . . . . . . . . . . . . . . 32

3.9 Noise robustness of the neural inference network . . . . . . . . . . . . 33

3.10 Illustration of neural message-passing . . . . . . . . . . . . . . . . . . 34

4.1 Schematic of the TAP model brain . . . . . . . . . . . . . . . . . . . 39

4.2 Graphical model for TAP dynamics . . . . . . . . . . . . . . . . . . . 42

4.3 Identifying the correct number of latent variables in the TAP brain . 46

4.4 Example simulation of inferring inference . . . . . . . . . . . . . . . . 47

4.5 Comparison of inferred and true TAP dynamics on test inputs . . . . 48

4.6 ML estimates of the parameters using particle EM . . . . . . . . . . . 48

4.7 Illustration of system degeneracies . . . . . . . . . . . . . . . . . . . . 50

4.8 Illustration of the importance of experiment design . . . . . . . . . . 52

4.9 Input signal design for training the TAP brain . . . . . . . . . . . . . 57

4.10 Training and generalization performance of the TAP brain . . . . . . 59



ix

5.1 Population coding model for an orientation field . . . . . . . . . . . . 69

5.2 Description of the Varma stimulus . . . . . . . . . . . . . . . . . . . . 70

5.3 Joint tuning to orientation and contrast of example neurons . . . . . 71

5.4 Illustration of the message passing to machine learning pipeline . . . 74

5.5 Comparison of prediction-target correlation of di↵erent GNN models . 76



1

Chapter 1

Introduction

The greatest quest in modern biology is to understand the brain processes that give

rise to our sensations, actions, thoughts and memories. The neuron doctrine [1, 2],

which states that a neuron is the basic anatomical and physiological unit of the ner-

vous system, has been the central tenet driving neuroscience research in the past

century. Cellular studies have provided the first glimpse into the nature of per-

ception, voluntary movement, learning, and memory storage. However, reductionist

approaches alone are not su�cient to explain how our incredible mental capabilities

are distributed in the brain. The human brain is a vast network of approximately 100

billion neurons. Neural circuits, particularly in the mammalian brain, are built with

extensive, recurrent connectivity. Each neuron connects to thousands of other cells

on average, which suggests that any individual neuron becomes dispensable and that

overall circuit function must depend instead on interactions among a large number

of neurons. Therefore, it is highly likely that computation is an emergent property,

carried out by populations of neurons rather than single cells. The challenge that

lies ahead is to understand how the collective dynamics and connectivity of neuronal

populations generate relevant computations and behaviors.

Technological advances in the last few decades have set the stage for addressing

this great challenge. We are no longer constrained to infer the brain’s computa-

tions from only observable behavior and single neuron recordings. Brain-wide calcium

imaging at cellular resolution and fine-grained multi-electrode arrays can measure the
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activity of thousands of neurons simultaneously at high temporal resolution. Electron

microscopic images can be used to build high-resolution 3D reconstructions of entire

cortical circuits. How can we use these complex, large-scale data sets to reveal the

nature of distributed neural computation? Extracting a conceptual understanding

from complex data requires principled analysis frameworks and concomitant theo-

retical models for how neural population dynamics generate behaviorally relevant

computations.

In this thesis, I focus on one very important class of computations: probabilistic

inference. In everyday life we constantly face tasks we must perform in the presence

of sensory uncertainty. A natural and e�cient strategy is then to use probabilistic

computation. Behavioral and physiological experiments have established that hu-

mans and animals do in fact use probabilistic rules in sensory, motor and cognitive

domains [3–5]. However, the implementation of such computations at the level of

neural circuits is not well understood. This thesis has two major contributions: (i)

a new general-purpose, biologically-plausible neural implementation of approximate

inference, and (ii) a new mathematical framework for inferring such inferential com-

putations from large-scale neural measurements.

The first part of the thesis is centered on Neural Message Passing, which is my

theory of how neural circuits implement probabilistic inference. This theory is driven

by two key underlying assumptions. The first is the idea that cortical circuits perform

certain elementary and reusable computations or ‘canonical’ computations. This is

motivated by repeating patterns of structure and function observed in the cerebral

cortex. Note that there are two levels of canonical organization to consider: (i) the

neural circuit/implementation level and (ii) the algorithmic/representational level [6].

While canonical organization at the circuit level is corroborated by neuroanatomical
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studies [7], here, I make the crucial assumption that the brain also has canonical

organization at the algorithmic level. Most importantly, however, the structure and

organization of neural circuits impose constraints on the space of canonical computa-

tions they can implement. The second assumption is that the brain has an internal

representation of the external world. The world as we understand it is composed of

structured, hierarchical arrangements of distinct interacting elements. It is reasonable

to assume that the brain’s mental model of the world reflects the interaction-structure

of its environment, and is used to organize and orchestrate purposeful computations.

In chapter 2, I propose a general mathematical framework for describing canonical

computations on a structured internal representation of the world. This framework

is based on a class of machine learning models that focus on reasoning about graph-

structured data [8, 9]. A natural example of canonical cortical computation that can

be described using this mathematical framework is probabilistic inference, which is

described in the succeeding chapter.

Chapter 3 is devoted to the neural message passing model. There are two crucial

aspects to this model: (i) the neural representation of a probabilistic model of the

world and (ii) the inference algorithm. I build on the theory of Probabilistic Popula-

tion Codes (PPCs) [10], which are distributed neural representations that naturally

encode probability distributions. I generalize the theory of PPCs to multivariate

probability distributions, and demonstrate how they can implicitly implement a class

of inference algorithms known as message-passing algorithms. An important feature

of message-passing is its canonical nature. In this chapter, I review the underlying

concepts of neural message passing, including PPCs, graphical models, and message-

passing, and describe how these concepts are integrated.

The second part of the thesis focuses on Inferring Implicit Inference – a mathe-
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matical framework for inferring canonical computations from large-scale neural data,

which is based on the theory of neural message passing. This general data analy-

sis framework simultaneously finds (i) the neural representation of relevant latent

variables, (ii) interactions between these variables that define the brain’s internal

model of the world, and (iii) canonical message-functions that specify the implicit

computations. These properties are indeed statistically distinguishable due to the

symmetries inherent in any canonical computation. As a concrete demonstration of

this framework, in chapter 4, I analyze neural activity generated by a model brain that

implicitly implements an advanced mean-field inference algorithm. The motivation

for this analysis is, of course, that once the model brain is successfully deconstructed,

the solutions found and insights gained there could be generalized, providing the basis

for attacking the complexities posed by real brains. In chapter 5, I discuss the appli-

cation of the inferring inference framework to recordings from mouse visual cortex,

generated using naturalistic stimuli designed specifically to highlight the influence of

lateral connectivity. Finally, I develop a computational pipeline which distills infer-

ential computations from mouse neural activity and incorporates them in a machine

learning algorithm for image classification.
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Chapter 2

Canonical computations in neural circuits

2.1 Introduction

The central aim of this thesis is to develop a principled framework for describing

computations performed by populations of interconnected neurons. This framework

is driven by two important underlying assumptions. The first is that cortical circuits

perform certain fundamental, reusable computations, which can be used in a wide va-

riety of contexts [11,12]. Anatomical studies have revealed that neurons in the cortex

are organized in layers. In most mammals, they are also organized into columns that

run from the white matter to the surface of the cortex. Neurons within these columns

tend to have very similar response properties, presumably because they form a local

processing network [7]. It is thought that these columns form the basic information-

processing modules of the cortex [13,14]. These local neural circuits could implement

certain basic or ‘canonical’ operations that, when arranged in appropriate hierarchies

could give rise to behaviorally relevant computations and cognition. Examples of such

canonical operations include feedforward computation of selectivity, divisive normal-

ization, coincidence detection, gating information between di↵erent cortical areas and

working memory storage [12, 15].

While the cortex may appear to be fairly uniform at a coarse anatomical level,

there are substantial di↵erences between cortical areas at the neuronal, synaptic and

molecular levels [7]. Distinct cortical regions might be characterized by di↵erent
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distributions of the various canonical units, resulting in specialized functional roles.

Further, a canonical computation can rely on diverse circuits and mechanisms, and

di↵erent regions of the brain and even di↵erent species may implement it in diverse

ways. Note that there are two levels of canonical organization to consider: (i) the

neural circuit/implementation level and (ii) the algorithmic and representational level

[6]. While canonical organization of neural circuits is confirmed by anatomical studies,

here I make the crucial assumption that the computations implemented by these

circuits are also canonical in nature.

The second underlying assumption is that the brain has an internal, mental model

of the world, which it uses to generate a meaningful perception of the external world.

The world as we understand it is composed of structured, hierarchical arrangements

of a set of basic interacting elements. It is reasonable to assume that the brain’s

internal representation of the world has a similar interaction-structure to that of its

environment. This is clearly reflected in the local and hierarchical organization of

information processing in the brain. An illustrative example is the processing of

visual scenes. First, simple low-level attributes of the visual environment, such as

orientation, color, disparity and movement direction are computed in the early visual

areas such as V1. These local, low-level features are then used to parse the visual

scene. Local visual features are assembled into surfaces, local orientation is integrated

into global contours and surface shape is identified from shading and kinematic cues.

Finally, surfaces and contours are used to identify objects, in higher visual areas like

the inferior temporal cortex [7].

Canonical computations on structured representations of the world are well de-

scribed by a class of models that focus on reasoning about explicitly structured data,

in particular graphs [8, 9]. These models, commonly termed graph neural networks,
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have been explored in a diverse range of problem domains in machine learning and are

e↵ective at tasks thought to have rich relational structure, such as visual scene under-

standing and learning the dynamics of physical systems [16]. In the following section,

I describe a general mathematical framework based on graph neural networks, which

incorporates these two underlying assumptions, for describing computations imple-

mented by neural circuits.

2.2 Mathematical framework for canonical computations

A structured model of the world, composed of a set of interacting variables, can

be described using an undirected graph G = (V , E), where V and E are the set of

nodes and edges, respectively. Each node on the graph corresponds to a variable si,

i 2 V , and is described by node features xi. The relationships between interacting

variables are represented by edges, which are described by edge features xij, {i, j} 2 E .

These node and edge features can use arbitrary representational forms, but real-valued

vectors are most commonly used.

A wide range of useful operations on this graph structured model can be described

by the following set of nonlinear update equations. On every successive time step,

each node in G sends a message to all of its neighboring nodes. The message m

t+1
j!i

from node j to node i at time step t+ 1 is defined as:

m

t+1
j!i = M

�

x

t
i,x

t
j,xij

�

(2.1)

where M is a message function that depends on a set of local inputs: the current local

node features xt
i, x

t
j and the corresponding edge features xij. The edge features are

assumed to be time invariant here. The message update is a localized computation

and more importantly, the form of the update function M is the same for all parts
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of the graph. Next, for every node, all the incoming messages are aggregated:

M

t+1
i = A

��

m

t+1
j!i ; j 2 Ni

 �

(2.2)

where Ni is the set of all neighbors of node i in G. A is an aggregation function

that can take variable number of input arguments and importantly, is invariant to

their permutations (e.g. summation and mean). This is because di↵erent nodes on

the graph may have di↵erent number of neighbors. Finally, every node updates its

features based on their current values, local inputs and the aggregated message:

x

t+1
i = U

�

x

t
i,v

t
i,M

t+1
i

�

(2.3)

where v

t
i is an external input at node i, and U is the node update function that has

the same form for all nodes on the graph. A global attribute that depends on the

whole graph G is computed at each time step using a readout function R:

r

t = R
�

x

t
�

(2.4)

where R takes as inputs the features of all the nodes and edges in G.

2.3 Discussion

An illustrative example of these structured representations are probabilistic graphical

models, which represent complicated, high-dimensional joint probability distributions

using graphs that explicitly specify conditional dependencies among random variables.

To be precise, each node on the graph corresponds to a random variable si, and the

edges represent explicit conditional dependencies between pairs of random variables.

The node features xi, for example, could be parameters such as the mean and the

precision of si. Graphical models excel at capturing the sparse structure underlying
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real-world generative processes. Sparse dependencies among variables are exploited

by computationally e�cient inference algorithms, such as message-passing [17, 18].

Message passing algorithms apply simple, canonical information processing operations

across all locations in the underlying graphical model, and therefore, are well described

by the framework developed in the preceding section.

This simple formulation of canonical computations can be generalized in several

ways. First, an undirected graph is limited only to pairwise interactions between vari-

ables. The framework can be generalized naturally to richer, higher-order interactions

using factor graphs. Second, the definition of local neighborhood for the inputs in the

message update can be flexible. Equation. 2.1 uses only the node and edge features

of the two variables involved, but the local neighborhood can be extended, for exam-

ple, to include the features of the first nearest neighbors. Third, the edge features

are assumed to be time invariant here. The framework could be easily extended to

include updates for the edge features as well.

The important question is, is this framework useful for describing distributed neu-

ral computation? The proposal made here is the following: a population of neurons

encodes an internal model of its environment that can described by a graph G. The

population activity r encodes the underlying model features in a potentially compli-

cated, nonlinear fashion, described by the readout function R in equation 2.4. The

form of this mapping from neural population activity to the features of the internal

model is constrained, of course, by canonical organization at the circuit level. Fur-

ther, the neural dynamics of the population activity implicitly encode computations

on the underlying model features, described by the update equations 2.1-2.3. This

framework represents a broad family of algorithms, but is not all-encompassing. In

particular, the messages allow direct information flow only along the graph. The cru-
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cial restriction/property of the framework is the nature of the functions involved: M,

A and U have the same form at all locations on the graph. This important property

accounts for the assumption about canonical organization at the algorithmic level.

This thesis is strongly motivated by one important example of canonical corti-

cal computation, namely probabilistic inference. In the following chapter, I focus

on Neural Message Passing, a theory of how neural circuits implement probabilistic

inference, and demonstrate how it can be described by this framework for canonical

computations.
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Chapter 3

Implicit inference: Neural Message Passing

3.1 Introduction

In everyday life we constantly face tasks we must perform in the presence of sensory

uncertainty. Our coherent perceptions are the end result of the brain’s inherent ability

to derive meaning about the world from ambiguous sensory inputs. The brain’s

visual system, for instance, is an expert at the art of deduction. The visual pathways

of the brain use complex rules of guessing, based on prior knowledge of reality, to

transforms two-dimensional patterns of light on the retina of the eye into a coherent,

rational interpretation of our three-dimensional environment. What might these rules

of guessing be? A natural and e�cient strategy to use in the face of uncertainty is

probabilistic inference. The idea that the brain performs probabilistic inference goes

back at least to Helmholtz [19]. Behavioral and physiological experiments in the last

few decades have established that humans and animals do in fact use probabilistic

rules in sensory, motor and cognitive domains [3–5]. However, the implementation of

probabilistic computations by neural circuits is not well understood.

Typical inference problems include finding the most probable explanation of ob-

served data or the marginal distribution of a subset of task-relevant variables. In

this work, I consider how distributed neural computations can consolidate incoming

sensory information and reformat it so it is accessible for many tasks. More precisely,

how can the brain simultaneously infer marginal probabilities of multiple variables
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in a probabilistic model of the world? Marginalization is important in a wide range

of computations faced by the brain, including causal reasoning, motor control, vi-

sual tracking, coordinate transformations, decision making, and object recognition.

Marginalization in high dimensional distributions is computationally intractable, yet

the brain seems to perform such computations in an e�cient manner. Previous e↵orts

to model marginalization in neural circuits using distributed codes invoked limiting

assumptions, either treating only a small number of variables [20], allowing only bi-

nary variables [21–23], or restricting interactions [24, 25]. Real-life tasks are more

complicated and involve a large number of variables that need to be marginalized

out, requiring a more general inference architecture.

This chapter elucidates Neural Message-Passing, a theory of how distributed, non-

linear, recurrently connected populations of neurons perform inference about many

interacting variables. There are two crucial questions that the theory needs to ad-

dress:

1. What is the neural representation of a probabilistic model of the world?

2. What is the inference algorithm on this underlying model?

The inference algorithm used depends critically on the choice of representation. Fur-

ther, some styles of algorithms will suit neural implementation better than others [6].

I assume that brains represent probabilities over individual variables using Proba-

bilistic Population Codes (PPCs) [10], which were derived by using Bayes’ Rule on

experimentally measured neural responses to sensory stimuli. Here, the theory of

PPCs is generalized to multivariate probability distributions. For the inference al-

gorithm, many researchers have considered Loopy Belief Propagation (LBP), which

belongs to the message-passing family of inference, to be a simple and e�cient candi-
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date algorithm for the brain [17,21–24,26–28]. Instead, I propose that an alternative

formulation of LBP known as Tree-based Reparameterization (TRP) [18], with some

modifications for continuous-time operation at two timescales, is well-suited for neural

implementation in population codes.

The mathematical details of the neural message-passing model are described in

the following sections, but the main conceptual ideas are fairly straightforward: mul-

tiplexed patterns of neural activity encode statistical information about subsets of

variables, and neural interactions disseminate these statistics to all other relevant

encoded variables. Section 3.2 discusses neural representations of uncertainty, specif-

ically probabilistic population codes. Section 3.3 reviews the key underlying concepts

of the inference algorithm: graphical models, belief propagation and tree-based repa-

rameterization. Section 3.4 describes how these concepts could be implemented by

recurrently connected probabilistic population codes to perform inference on multi-

variate distributions. Section 3.5 describes experiments to test the performance of

the neural message-passing model.

3.2 Neural representations of uncertainty

To understand how neural circuits perform probabilistic inference, we first need to

consider how populations of neurons represent probability distributions. There are

several competing models of how neural populations encode probabilities, which ac-

count for di↵erent aspects of experimental observations. In temporal representa-

tions of uncertainty, instantaneous neural activity represents a single interpretation,

without uncertainty, and probabilities are reflected by the set of interpretations over

time [29–34]. Here, I focus on spatial representations of probability, where the spa-

tial pattern of instantaneous neural activity across a population of neurons implicitly
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encodes a probability distribution [10, 28, 29, 35, 36]. Specifically, I use probabilistic

population codes to describe how populations of neurons represent probabilities over

individual variables [10].

3.2.1 Probabilistic population codes

Neural responses r vary from trial to trial, even to repeated presentations of the

same stimulus s. This variability can be expressed as the likelihood function p(r|s).

Experimental data from several brain areas responding to simple stimuli suggests

that this variability often belongs to the exponential family of distributions with

linear su�cient statistics [10, 20, 35,37, 38]:

p(r|s) / exp(h(s) · r), (3.1)

where h(s) depends on the stimulus-dependent mean and fluctuations of the neuronal

response. For a conjugate prior p(s), the posterior distribution will also have this

general form,

p(s|r) / exp(h(s) · r). (3.2)

This neural code is known as a linear probabilistic population code: (i) it is a proba-

bilistic population code because the population activity collectively encodes the stim-

ulus probability, and (ii) it is linear because the stimulus-dependent component of the

log-likelihood is linear in r. I assume that neural responses are drawn from this fam-

ily, although incorporation of more general PPCs with nonlinear su�cient statistics

R(r) is possible:

p(r|s) / exp(h(s) ·R(r)). (3.3)
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3.2.2 Properties of linear PPCs

An important property of linear PPCs, central to this work, is that di↵erent pro-

jections of the population activity encode the natural parameters of the underlying

posterior distribution. For example, if the posterior distribution is Gaussian (figure

3.1),

p(s|r) / exp
�

�1
2
s

2
a·r + sb·r

�

, (3.4)

linear projections of the neural activity, a·r and b·r, encode the linear and quadratic

natural parameters of the posterior distribution of s. These projections are related

to the expectation parameters, the mean and variance, by µ = b·r
a·r and �2 = 1

a·r .

A second important property of linear PPCs is that the variance of the encoded

distribution is inversely proportional to the overall amplitude of the population neural

activity. Intuitively, this means that more spikes means more certainty (Figure 3.1).

ri

a.r a.r a.r
b.r

b.r µ=

BA

Neuron
index i

p(s|r)

s

neural
response

posterior

1σ=

Figure 3.1 : Key properties of linear PPCs. (A) Two single trial population re-
sponses for a particular stimulus, with low and high amplitudes (blue and red). The
two projections a·r and b·r encode the natural parameters of the posterior. (B) Cor-
responding posteriors over stimulus variables determined by the responses in panel
A. The gain or overall amplitude of the population code is inversely proportional to
the variance of the posterior distribution.
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3.2.3 Basic probabilistic operations with PPCs

The two fundamental operations involved in any probabilistic inference algorithm are

the sum and product of probabilities. Tasks like multi-modal sensory integration and

evidence integration over time require the computation of products of probabilities,

and summation is essential for tasks like marginalization.

Linear PPCs can perform both of these operations while maintaining a consis-

tent representation [20], a necessary feature for constructing a model of canonical

computation. For a log-linear probability code like linear PPCs, the product rule

corresponds to weighted summation of neural activities. For example, if population

activity r3 represents the product of two posterior distributions, encoded by linear

PPCs r1 and r2,

p(s|r3) / p(s|r1)p(s|r2) (3.5)

then, r3 is just a linear combination neural activities: r3 = A1r1 + A2r2, where A1

and A2 are appropriate, stimulus independent weight matrices [10].

In contrast, to use the sum rule to marginalize out variables, linear PPCs require

nonlinear transformations of population activity. Specifically, a quadratic nonlin-

earity with divisive normalization performs near-optimal marginalization in linear

PPCs [20]. Quadratic interactions arise naturally through coincidence detection, and

divisive normalization is a nonlinear inhibitory e↵ect widely observed in neural cir-

cuits [12, 39, 40]. Alternatively, near-optimal marginalizations on PPCs can also be

performed by more general nonlinear transformations. In fact, a random nonlinear

network with a trained readout is capable of taking inputs that encode stimuli as lin-

ear PPCs, perform marginalization and encode the output as an approximate linear

PPC without significant information loss compared to the information available in
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the inputs [41].

In sum, PPCs provide a biologically compatible representation of probabilistic

information. In section 3.4.4, I generalize linear PPCs to multivariate probability

distributions and demonstrate how they can implement probabilistic inference.

3.3 Inference by tree-based reparameterization

3.3.1 Graphical models

To generalize PPCs, we need to represent the joint probability distribution of many

variables. Representing arbitrary high-dimensional probabilities and performing in-

ference on them requires exponentially large resources. Probability distributions over

entities in the world can be extremely complicated, and yet, the brain seems to rep-

resent and perform computations on them quite e↵ortlessly. Perhaps this is because

the natural world has structure to it, which is both hierarchical and local in nature.

Consequently, an internal model of the world can be simplified by specifying the

underlying interaction structure. This is the very essence of a probabilistic graphi-

cal model, where variables and their interactions are mathematically described as a

graph. Each node on the graph represents a random variable and the graph structure

expresses the conditional dependencies among random variables. An important prop-

erty of graphical models is that the joint distribution can be expressed as a product

of lower-dimensional functions based on the underlying graph structure.

Here, I consider Markov random fields that comprise at most pairwise interactions

between variables. A pairwise Markov random field is a set of random variables

having a Markov property described by an undirected graph G = (V , E), where V and

E are the set of vertices or nodes and edges, respectively. Each node on the graph
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corresponds to a random variable si, i 2 V . The joint distribution of the random

vector s is strongly constrained by the graph and is expressed as,

p(s) =
1

Z

Y

i2V

 i(si)
Y

(i,j)2E

 ij(si, sj) (3.6)

where Z is a normalization constant. This pairwise model allows singleton factors

 i(si) for each node in V , and pairwise interaction factors  ij(si, sj) for each edge in

E , as illustrated in figure 3.2. According to the Hammersley-Cli↵ord theorem [42],

the random vector s satisfies the Markov property, which is described as follows. Let

A, B and C be subsets of the vertex set V . The set B is said to separate A and C if

in the modified graph with B removed, there are no paths between nodes in the sets

A and C. Let sA|B represent the set of random variables in A conditioned on those

in B. The Markov property states that sA|B and sC|B are conditionally independent

whenever B separates A and C.

s1 s2 s3

Figure 3.2 : An example Markov random field. The joint distribution is specified
by the singleton factors  i(si) (in blue) and the pairwise factors  ij(si, sj) (in red).
Here, s2 separates s1 and s3 =) s1 and s3 are conditionally independent given s2:
p (s1, s3|s2 = ↵) /  1(s1) 12 (s1,↵)⇥  3(s3) 23 (↵, s3).

Here, we are concerned with posterior distributions of the form p(s|r) that depend

on neural responses r. Since the inference algorithms considered are unchanged with

this conditioning, for notational convenience this dependence on r is suppressed.

Although the focus is on pairwise interactions, the main framework can be generalized

naturally to richer, higher-order interactions using factor graphs.



19

The inference problem of interest in this work is to compute the marginal distri-

bution for each variable,

pi(si) =

Z

s\si
p(s) d(s\si) (3.7)

where \si denotes excluding si. This task is generally computationally intractable.

However, the factorization structure of a graphical model can be exploited to per-

form inference e�ciently. One broad class of algorithms, known as message-passing,

operates by simplifying intractable global computations into (i) a series of local com-

putations at each node and, (ii) iteratively propagating relevant information along

the underlying graph as messages. Di↵erent message-passing algorithms di↵er in the

choice of parameterization and approximations used for local computations. Exam-

ples of message-passing include belief propagation [17], expectation propagation [43],

mean-field inference and other types of variational inference [44].

3.3.2 Belief propagation and its neural plausibility

The factorization structure of a graphical model can be used to perform inference

e�ciently. One inference algorithm that performs e�cient inference by exploiting the

graph structure is Belief Propagation (BP) [17, 26]. BP iteratively passes informa-

tion along the graph in the form of messages, using only local computations that

summarize the relevant aspects of other messages upstream in the graph.

The BP algorithm operates by introducing ‘message’ variables. The variable

mi!j(sj) is interpreted as the message from source node i to target node j about

what state the target node j should be in. Note that a message from node i to j (or

j to i) is computed only if nodes i and j are connected by an edge in the graph. The

estimated marginal, called the ‘belief’ bi(si) at a node i, is proportional to the local
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evidence at that node  i(si) and all the messages coming into node i,

bi(si) /  i(si)
Y

u2N(i)

mu!i(si) (3.8)

where N(i) is the set of neighbors of node i on the graph. These messages are

determined self-consistently by combining relevant incoming messages. The message

mi!j(sj) from node i to j is updated as

m

t+1
i!j(sj) =

Z

si

dsi  i(si) ij(si, sj)
Y

u2N(i)\j

m

t
u!i(si) (3.9)

where t is iteration number. Note that this update involves a product of incoming

messages from all neighbors of node i, except for the message from the target node j.

This message exclusion is critical because it prevents evidence previously passed by the

target node from being counted as if it were new evidence. For a tree structured graph

(graph without cycles or loops), it is easy to prove that BP gives exact marginals [26].

The message exclusion, however, only prevents overcounting on a tree graph, and

is unable to prevent overcounting of evidence passed around loops. For this reason,

BP is exact for trees, but only approximate for general, loopy graphs. However, the

BP algorithm, as defined by the belief equation (3.8) and the message-update rule

(3.9), does not make any reference to the topology of the underlying graph. Thus,

one can begin with an initial set of messages, and iterate the message-update rules

until they possibly converge. The beliefs computed from these messages correspond

to approximate marginal probabilities. This algorithm is known as ‘Loopy’ Belief

Propagation, and it often has quite good performance [26]. In practice, the choice of

initial messages depends on the form of the underlying distribution. Convergence of

LBP depends on both the form of the distribution and the graph topology.

Multiple researchers have been intrigued by the possibility that the brain may

perform LBP [21–24, 27, 28], since it gives “a principled framework for propagating,
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in parallel, information and uncertainty between nodes in a network” [26]. Despite

the conceptual appeal of LBP, it is important to get certain details correct: in an

inference algorithm described by nonlinear dynamics, deviations from ideal behavior

could in principle lead to very di↵erent outcomes.

One critically important detail is that each node must send di↵erent messages to

di↵erent targets to prevent overcounting. This exclusion can render LBP neurally

implausible, because neurons cannot readily send di↵erent output signals to many

di↵erent target neurons. Some past work simply ignores the problem [21, 23]; the

resultant overcounting destroys much of the inferential power of LBP, often perform-

ing worse than more näıve algorithms like mean-field inference. One better option

is to use di↵erent readouts of population activity for di↵erent targets [22], but this

approach is ine�cient because it requires many readout populations for messages that

di↵er only slightly, and requires separate optimization for each possible target. Other

e↵orts have avoided the problem entirely by performing only unidirectional inference

of low-dimensional variables that evolve over time [28]. Appealingly, one can circum-

vent all of these di�culties by using an alternative formulation of LBP known as

Tree-based Reparameterization (TRP).

3.3.3 Tree-based reparameterization

Insightful work by Wainwright, Jakkola, and Willsky [18] revealed that belief prop-

agation can be understood as a convenient way of refactorizing a joint probability

distribution, according to approximations of local marginal probabilities. For pair-

wise interactions, this can be written as

p(s) =
1

Z

Y

i2V

 i(si)
Y

(i,j)2E

 ij(si, sj) =
Y

i2V

Ti(si)
Y

(i,j)2E

Tij(si, sj)

Ti(si)Tj(sj)
(3.10)
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where Ti(si) is a so-called ‘pseudomarginal’ distribution of si, and Tij(si, sj) is a joint

pseudomarginal over neighboring nodes si and sj (Figure 3.3A–B), where Ti and

Tij are the outputs of loopy belief propagation. The name pseudomarginal comes

from the fact that these quantities are always locally consistent with being marginal

distributions, but they are only globally consistent with the true marginals when the

graphical model is tree-structured.

For general graphs with cycles, these pseudomarginals can be constructed itera-

tively as the true marginals of a joint distribution p

⌧ (s) on an isolated tree-structured

subgraph ⌧ of G. The factors  remaining outside of the subgraph are collected

in a residual term r

⌧ (s). This regrouping leaves the joint distribution unchanged:

p(s) = p

⌧ (s)r⌧ (s). The factors of p⌧ are then rearranged by computing the true

marginals on its subgraph ⌧ , again preserving the joint distribution. In subsequent

updates, we iteratively refactorize using the marginals of p⌧ along di↵erent tree sub-

graphs ⌧ . Two such iterations of the TRP algorithm for an example loopy graphical

model are illustrated in figure 3.4. This iterative reparameterization results in an

alternative factorization of the joint distribution in terms of the pseudomarginals or

approximate marginals on the graph nodes and edges.

s
1

s
2

s
3

s
1

s
2

s
3

Original Tree reparameterizedA B

Figure 3.3 : Visualization of tree reparameterization. (A) A probability distribution
is specified by factors { i, ij} on a tree graph. (B) An alternative parameterization
of the same distribution in terms of the marginals {Ti, Tij}.
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p(s)=pa(s)ra(s) p(s)=pb(s)r b(s)

iteration a iteration b

Figure 3.4 : Visualization of tree reparameterization on a 3 ⇥ 3 nearest-neighbor
grid of variables. The two TRP iterations correspond to two distinct tree-structured
subgraphs.

Standard loopy belief propagation can be interpreted as a sequence of local repa-

rameterizations over very simple tree-structured subgraphs — two neighboring nodes

and their corresponding edge [18]. The pseudomarginals are initialized at time t = 0

using the original factors,

T

0
i (si) /  i(si) (3.11a)

T

0
ij(si, sj) /  i(si) j(sj) ij(si, sj) (3.11b)

At iteration t + 1, the node and edge pseudomarginals are computed by exactly

marginalizing the distribution built from previous pseudomarginals at iteration t:

T

t+1
i (si) / T

t
i (si)

Y

u2N(i)

1

T

t
i (si)

Z

T

t
iu(si, su) dsu (3.12a)

T

t+1
ij (si, sj) /

T

t
ij(si, sj)

R

T

t
ij(si, sj) dsj

R

T

t
ij(si, sj) dsi

T

t+1
i (si)T

t+1
j (sj) (3.12b)

Notice that, unlike the original form of belief propagation, operations on graph neigh-

borhoods
Q

u2N(i) do not di↵erentiate between targets. The update in equation 3.12b

corresponds to performing optimal estimation of the very simple two-node tree formed

by the edge (i, j). Thus, this reparameterization algorithm operates by performing

optimal estimation on the set of trees, one for each edge in the graph. The single-node

marginals from each such tree are merged via equation 3.12a [18].
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3.4 Neural implementation of inference by TRP

3.4.1 TRP as updates of natural parameters

Inference by tree-based reparameterization only requires updating pseudomarginals,

in place, using local information. This is an appealing property for a candidate brain

algorithm. Further, if the encoded random variables belong to the exponential family

of distributions [44], the TRP algorithm can be expressed as updates of the natural

parameters of the distribution [18]. This makes TRP nicely compatible with a key

property of PPCs — di↵erent projections of the neural activity encode the natural

parameters of an underlying exponential family distribution.

When the distribution of interest belongs to the exponential family, it is useful

to express the pseudomarginals using vectors of statistics
�

�i(si),�ij(si, sj)
 

and

natural parameters {xi,xij},

Ti(si) / exp (xi · �i(si)) , i 2 V (3.13a)

Tij(si, sj) / exp
�

xij · �ij(si, sj)
�

, (i, j) 2 E (3.13b)

The TRP updates (equations 3.12a,b) can be expressed in terms of these natural

parameters as

x

t+1
i = (1� di)x

t
i +

X

u2N(i)

gV(x
t
iu) (3.14)

x

t+1
ij = x

t
ij +Qix

t+1
i +Qjx

t+1
j + gE(x

t
ij) (3.15)

where di is the number of neighbors of node i, the matrices Qi, Qj embed the node

parameters into the space of the pairwise parameters, and gV , gE are nonlinear func-

tions, for vertices and edges respectively, that are determined by the particular family

of distributions. Since the natural parameters reflect log-probabilities, the product
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rule for probabilities becomes a linear sum in x, while the local marginalizations must

be implemented by nonlinear operations g on x.

Notice that the update equations 3.14 and 3.15 are broadly consistent with the

framework for canonical computations described in chapter 2. The natural parameters

of the pseudomarginals, xi and xij, would correspond to the node and edge features,

respectively, in that framework. These update equations involve local, canonical

operations: the same nonlinear functions gV and gE are applied at all nodes and

edges in the graphical model G.

It is important to note that the exponential family is not closed under marginaliza-

tion. Here, I make the approximation that the pseudomarginals are also members of

an exponential family, but not necessarily the same family as the original distribution.

Thus, equations 3.14 and 3.15 generally correspond to an approximate inference al-

gorithm, even for tree graphs. The rare exception is the Gaussian distribution, which

is closed under marginalization. For Gaussians, the TRP updates in terms of the

natural parameters correspond exactly to standard belief propagation.

3.4.2 TRP updates for a Gaussian graphical model

In the concrete case of a Gaussian graphical model, the joint distribution is given by

p(s) =
1

Z

exp (�1

2
s

>
As+ b

>
s) (3.16)

where A, b are the natural parameters, and the linear and quadratic functions s,

�1
2
ss

> are in fact the su�cient statistics. The singleton and pairwise factors are:

 i(si) = exp

✓

�1

2
Aiis

2
i + bisi

◆

, i 2 V (3.17a)

 ij(si, sj) = exp (�Aijsisj) , (i, j) 2 E (3.17b)
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The matrix A is in fact the inverse of the covariance matrix, and is also known as

the precision matrix. The vector b is related to the joint mean as µ = A

�1
b. An

important property of Gaussian graphical models is that the precision matrix directly

reflects the structure of the graph, edges in the graph correspond to non-zero entries

in the precision matrix. In other words, Aij = 0 () (i, j) 62 E .

s2

s1

s3 s4

A B Zeros of the 
precision matrix

A11 , b1

A22 , b2

A33 , b3 A44 , b4A13 

A23 

A34 

Figure 3.5 : An example Gaussian graphical model. (A) The nodes and edges are
labeled by the corresponding natural parameters. (B) The zeros of the precision
matrix (blue) correspond to the missing edges on the graph. For instance, A12 = 0
and there is no edge between s1 and s2 in panel A.

Since the Gaussian distribution is closed under marginalization, the pseudomarginals

can also be expressed using linear and quadratic statistics,

�i = (�1

2
s

2
i , si)

>
, i 2 V (3.18a)

�ij = (�1

2
s

2
i , �sisj, �1

2
s

2
j , si, sj)

>
, (i, j) 2 E (3.18b)

These potential functions are associated with their corresponding natural parameters,

xi and xij. Note that this is an overcomplete representation of the pseudomarginals,

which permits reparameterization operations that leave the overall distribution un-

changed [18].

To approximate the marginal probabilities, the TRP algorithm initializes the pa-
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rameters of the pseudomarginals (according to equations 3.11a,b) as

x

0
i = (Aii, bi)

> (3.19)

x

0
ij = (Aii, Aij, Ajj, bi, bj)

> (3.20)

To update x, we must specify the nonlinear functions g that recover the univariate

marginal distribution of a bivariate gaussian Tij,

Tij(si, si) / exp

✓

�1

2
x1;ijs

2
i � x2;ijsisj �

1

2
x3;ijs

2
j + x4;ijsi + x5;ijsj

◆

(3.21)

where xk;ij is the k

th element of xij. The marginal of the bivariate Gaussian is

Z

Tij(si, sj)dsj / exp

✓

�
x1;ijx3;ij � x

2
2;ij

x3;ij

s

2
i

2
+

x4;ijx3;ij � x2;ijx5;ij

x3;ij
si

◆

. (3.22)

Using this, we can now specify the embedding matrices and the nonlinear functions

in the TRP updates (3.14, 3.15):

Qi =

0

B

@

1 0 0 0 0

0 0 0 1 0

1

C

A

>

Qj =

0

B

@

0 0 1 0 0

0 0 0 0 1

1

C

A

>

(3.23)

gV(x
t
iu) =

 

x

n
1;iu �
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x
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2;iu
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t
4;iu �

x

t
2;iux

t
5;iu
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3;iu

!>

(3.24)

gE(x
t
ij) = �

 

x

n
1;ij �

�

x
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�2

x
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3;ij
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t
3;ij �

�
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5;ij

x

t
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, x

t
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x

t
1;ij

!>

.

These nonlinearities are all quadratic functions with a linear divisive normalization.

The negative sign in the expression for gE(x
t
ij) is because the local marginals in

equation 3.12b appear in the denominator. Finally, observe that the second element

of gE(x
t
ij), and the second rows of both Qi and Qj are zero. Therefore, the coupling

term of xij is time invariant: xt
2;ij = Aij, 8t.
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3.4.3 Separation of time Scales for TRP updates

An important feature of the TRP updates is that they circumvent the ‘message exclu-

sion’ problem of LBP. The TRP update for the singleton terms, (3.12a) and (3.14),

includes contributions from all the neighbors of a given node. There is no free lunch,

however, and the price is that the updates at time t+ 1 depend on pseudomarginals

at two di↵erent times, t and t + 1. The latter update is therefore instantaneous

information transmission, which is not biologically feasible.

To overcome this limitation, I observe that the brain can use fast and slow

timescales ⌧fast ⌧ ⌧slow instead of instant and delayed signals. The fast timescale

would most naturally correspond to the membrane time constant of the neurons,

whereas the slow timescale would emerge from network interactions. I convert the

update equations to continuous time, and introduce auxiliary parameters x̃ which are

lowpass-filtered versions of x (the concatenation of all the pseudomarginal parame-

ters) on a slow timescale:

⌧slow
˙̃
x = �x̃+ x. (3.25)

The nonlinear dynamics in equations 3.14 and 3.15 are then updated on a faster

timescale ⌧fast according to

⌧fastẋi = �dix̃i +
X

u2N(i)

gV(x̃iu) (3.26)

⌧fastẋij = Qixi +Qjxj + gE(x̃ij) (3.27)

where the nonlinear terms g depend only on the slower, delayed activity x̃. By

concatenating these two sets of parameters, X = (x>
, x̃

>)>, we obtain a coupled

multidimensional dynamical system which represents the approximation to the TRP
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iterations:

Ẋ = WX +G(X) (3.28)

Here the weight matrix W and the nonlinear function G inherit their structure from

the discrete-time updates and the lowpass filtering at the fast and slow timescales.

This separation of timescales results in a slightly suboptimal, but biologically feasible,

inference algorithm.

3.4.4 Neural inference network architecture

The constituent ingredients of the neural message passing model can finally be as-

sembled together. To complete the neural inference network, we need to embed the

nonlinear dynamics (3.28) into the activity of a population of neurons r. Since di↵er-

ent projections of the neural activity in a linear PPC encode natural parameters of the

underlying distribution, we can map the neural activity onto X as r = UX, where

U is a rectangular Nr ⇥NX embedding matrix that projects the natural parameters

and their low-pass versions into the neural response space. These parameters can be

decoded from the neural activity as X = U

+
r, where U

+ is the pseudoinverse of U .

Applying this basis transformation to equation 3.28, we have

ṙ = UẊ = U(WX +G(X)) = UWU

+
r + UG(U+

r). (3.29)

The general form of the updates for the neural activity is

ṙ = WLr +GNL(r) (3.30)

where WLr = UWU

+
r and GNL(r) = UG(U+

r) correspond to the linear and non-

linear computational components that integrate and marginalize evidence, respec-

tively. The nonlinear function on r inherits the structure needed for the natural
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pairwise
projections

nonlinear
connections

linear
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pairwise
populations
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r12 r23

r1 r2 r3A B

Figure 3.6 : Distributed, nonlinear, recurrent network of neurons that performs prob-
abilistic inference on a graphical model. (A) This simple case uses distinct subpopula-
tions of neurons to represent di↵erent factors in the example model in Figure 3.4A. (B)
A cartoon shows how the same distribution can be represented as distinct projections
of the distributed neural activity, instead of as distinct populations. In both cases,
since the neural activities encode log-probabilities, linear connections are responsible
for integrating evidence while nonlinear connections perform marginalization.

parameters, such as a quadratic polynomial with a divisive normalization used in

low-dimensional Gaussian marginalization problems [20], but now expanded to high-

dimensional graphical models. Figure 3.6 depicts the network architecture for the

simple graphical model from Figure 3.3, both when there are distinct neural subpop-

ulations for each factor (Figure 3.6A), and when the variables are fully multiplexed

across the entire neural population (Figure 3.6B). These simple, biologically-plausible

neural dynamics (3.30) represent a powerful, nonlinear, fully-recurrent network of

PPCs which implements the TRP update equations on an underlying graphical model.

3.5 Results

The performance of the neural inference network was evaluated on a set of small

Gaussian graphical models with up to 400 interacting variables.

The network time constants were set to have a ratio of ⌧slow/⌧fast = 20. Figure 3.7A

shows the neural population dynamics as the network performs inference, along with
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Figure 3.7 : (A) Dynamics of neural population activity and (B) the inferred expec-
tation parameters of the posterior distribution that the population encodes, for one
trial of the tree model in Figure 3.3A. (C) Multiple simulations show that relative
error decreases as a function of the ratio of fast and slow timescales �.

the temporal evolution of the corresponding node and pairwise means and covariances

in 3.7B. The neural activity exhibits a complicated timecourse, and reflects a combi-

nation of many natural parameters changing simultaneously during inference. This

type of behavior is seen in neural activity recorded from behaving animals [45–47].

Figure 3.7C shows how the performance of the network improves with the ratio of

time-scales, � , ⌧slow/⌧fast. The performance is quantified by the mean squared error

in the inferred parameters for a given � divided by the mean squared error for a

reference �0 = 10.

Figure 3.8 shows that the recurrent neural inference network accurately infers the

marginal probabilities for Gaussian graphical models, and reaches almost the same

conclusions as loopy belief propagation. The data points are obtained from multiple

simulations with di↵erent graph topologies, including graphs with many loops.

Finally, figure 3.9 verifies that the network is robust to noise even when there are

few neurons per inferred parameter; adding more neurons improves performance since

the noise can be averaged away.
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Figure 3.8 : Inference performance of the neural inference network (blue) and standard
loopy belief propagation (red) for a variety of graph topologies: chains, single loops,
square grids up to 20⇥20 and densely connected graphs with up to 25 variables. The
expectation parameters (means, covariances) of the pseudomarginals closely match
the corresponding parameters for the true marginals.

3.6 Discussion

I have demonstrated how a biologically-plausible nonlinear, recurrently connected

network of neurons can represent a multivariate probability distribution using pop-

ulation codes, and can implicitly implement inference by reparameterizing the joint

distribution to obtain approximate marginal probabilities (figure 3.10). Importantly,

tree-based reparameterization with separation of timescales is a canonical message

passing algorithm, where the same form of localized computations are applied to all

parts of the underlying graphical model.

This neural inference network has desirable properties beyond those lauded fea-

tures of belief propagation. First, it allows for a thoroughly distributed population

code, with many neurons encoding each variable and many variables encoded by each

neuron. This is consistent with neural recordings in which many task-relevant fea-

tures are multiplexed across a neural population [45–47], as well as with models where

information is embedded in a higher-dimensional state space [36, 48].
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Figure 3.9 : Network performance is robust to noise, and improves with more neurons.
(A) Neural activity performing inference on a 5 ⇥ 5 square grid, in the presence
of independent spatiotemporal Gaussian noise of standard deviation 0.1 times the
standard deviation of each signal. (B) Expectation parameters (means, variances) of
the node pseudomarginals closely match the corresponding parameters for the true
marginals, despite the noise. Results are shown for one or five neurons per parameter
in the graphical model, and for no noise (i.e. infinitely many neurons).

Second, the network performs inference in place, without using a distinct neural

representation for messages, and avoids the biological implausibility associated with

sending di↵erent messages about every variable to di↵erent targets. This virtue comes

from exchanging multiple messages for multiple timescales. It is noteworthy that

allowing two timescales prevents overcounting of evidence on loops of length two

(target to source to target). This suggests a novel role of memory in static inference

problems: a longer memory could be used to discount past information sent at more

distant times, thus avoiding the overcounting of evidence that arises from loops of

length three and greater. It may therefore be possible to develop reparameterization

algorithms with all the convenient properties of LBP but with improved performance

on loopy graphs.

Previous results show that the quadratic nonlinearity with divisive normalization

is convenient and biologically plausible, but this precise form is not necessary: other

pointwise neuronal nonlinearities can also produce high-quality marginalizations in
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Figure 3.10 : Illustration of the neural message-passing model. Neural activity rt

resides in a high-dimensional space. Distinct projections R(rt) reflect the strength
of certain patterns within the neural activity (blue, red and green activation pat-
terns). These projections, which could be potentially nonlinear, encode the features
or parameters of the brain’s internal graphical model (two interacting variables in this
simple illustration). As neural activities evolve over time, their projections are also
updated. The dynamics of these projections conform to a canonical message-passing
algorithm, thereby implicitly representing the dynamics of message passing inference
on the underlying graphical model.

PPCs [41]. In a distributed code, the precise nonlinear form at the neuronal level is

not important as long as the e↵ect on the parameters is the same.

More generally, however, di↵erent nonlinear computations on the parameters im-

plement di↵erent approximate inference algorithms. The distinct behaviors of algo-

rithms such as variational inference [49], generalized belief propagation, and others

arise from di↵erences in their nonlinear transformations. Even Gibbs sampling can

be described as a noisy nonlinear message-passing algorithm. Although LBP and its

generalizations have strong appeal, it is highly improbable that the brain will use this

algorithm exactly. The real nonlinear functions in the brain may implement di↵erent,

even smarter algorithms.

To identify the brain’s inference algorithm, it may be more revealing to measure
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how information is represented and transformed in a low-dimensional latent space

embedded in the high-dimensional neural responses than to examine each neuronal

nonlinearity in isolation. The present work is directed toward this challenge of under-

standing distributed neural computation in this latent space. This chapter provides

a concrete example showing how distributed nonlinear computation can be distinct

from localized neural computations. Learning this computation from data will be a

key challenge for neuroscience. In the following chapter, I develop a data analysis

framework for recovering such latent computations from neuronal population record-

ings, and demonstrate the method on artificial recordings from a model brain that

implicitly implements inference on an underlying graphical model.
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Chapter 4

Inferring Inference

4.1 Introduction

The primary goal of this thesis is to obtain deeper insights into principles of dis-

tributed neural computation from high-dimensional neural activity data. Novel com-

putational approaches have been developed to analyze multidimensional neuronal

dynamics, including dimensionality reduction methods [50–52], dynamical systems

analysis [53–55], information theoretic frameworks [56, 57] and a broad variety of

other theoretical tools [58–60]. Machine learning tools such as principal component

analysis, factor analysis [61] and latent factor analysis via dynamical systems [62]

provide a low-dimensional representation of neural dynamics, and have been used to

relate neuronal recordings and network models to study working memory, decision

making and motor control [51]. More recently, deep learning techniques are being

used extensively to explain high-dimensional neurophysiological data [55,63, 64].

The progress of data-driven approaches has been exciting, but there are concerns

about whether these novel methods are indeed discovering new phenomenon or in-

sights [58,65]. One important consideration is the interpretability of these large-scale

data analysis techniques. To truly gain insight into the nature of neural computation,

it would be fruitful to incorporate guiding principles based on computational theories

in these data analysis methods. In this chapter, I present Inferring Inference — a

theory-driven framework for neural data analysis.
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4.1.1 Framework of Inferring inference

I present a mathematical framework for inferring canonical computations in the lower-

dimensional manifold occupied by dynamic neural activity. This framework is pri-

marily motivated by the theory of neural message passing, which proposes that the

brain interprets its sensory data by constructing latent variables that evolve accord-

ing to lawful inferential dynamics. More precisely, the brain performs inference using

a canonical message-passing algorithm on a graphical model whose interactions are

encoded by overlapping probabilistic population codes. This conceptual model ab-

stracts away many of the implementation-level details of neural circuits and describes

key computational properties that neurons collectively enact.

Neural representations, however, are distributed; so it remains an open challenge

how to define and identify canonical computations from neural activity, because the

relevant operations are only indirectly related to single-neuron transformations. In-

ferring Inference is a mathematical framework for inferring canonical computations in

distributed representations. Given input stimuli and neural population measurements

from a perceptual inference task, this general analysis framework simultaneously finds

1. Neural encoding of relevant latent variables

2. Interactions between these variables that define the brain’s internal model

3. Canonical message-functions that specify the implicit computation

Simultaneously estimating the neural encoding, internal model and the implicit canon-

ical latent dynamics from experimental data seems incredibly di�cult. However, these

three properties are statistically distinguishable due to the symmetries inherent in any

canonical computation.
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In the following section, I discuss the successful application of this analysis frame-

work to measurements from a model brain that implicitly implements inference in

a world composed of interacting binary variables. The primary motivation for first

deconstructing a model brain is that the solutions found and insights gained there

could be generalized, providing the basis for tackling the immense complexity posed

by real brains. And of course, access to the ground truth latent dynamics of the

model brain enables us to validate the success of the framework.

4.2 Case study: TAP brain

4.2.1 TAP brain

As a simple, concrete demonstration of the inferring inference framework, I analyze

artificial neural recordings from a model brain that estimates marginal probabilities

of Ns binary latent variables, s 2 {�1,+1}Ns , from the joint distribution

p(s) =
1

Z

exp
�

s

>
Js+ s

>
V y

�

(4.1)

where J is a symmetric interaction matrix that defines the graphical model, y is a

Ny dimensional input, V is a linear mapping from input to latent space, and Z is

a normalization constant. The approximate inference algorithm, know as the TAP

approximation [66], is an advanced mean field method that estimates the marginal

probabilities of each variable si, xi = p̂(si > 0) according to the nonlinear dynamics

xi t+1 = (1� �)xit + ��

 

Ns
X

j=1

�

2Jijxjt + 4J2
ijxjt (1� xjt) (1� 2xit)

 

+ (V yt)i

!

+ ⇠it

(4.2)

for i = 1, ..., Ns, where �(x) is the sigmoid function, � 2 (0, 1] is a relaxation parame-

ter, (V yt)i is the i
th element of the vector V yt, and ⇠t is the process noise. The model
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brain is a recurrent neural network (RNN) with Nr neurons, which receive inputs yt,

with neural dynamics

rt+1 = �r (Wrrt +Wyyt) (4.3)

where �r is a nonlinear activation function, andWr,Wy are weight matrices. Crucially,

the neural dynamics are such that the activity of the neurons at any given time is an

approximate linear embedding of the latent inference dynamics:

rt ⇡ Uxt (4.4)

where U is a Nr ⇥Ns embedding matrix that maps the latent dynamics to neuronal

response space. Thus, by construction, the model brain implicitly implements infer-

ence on an underlying graphical model (figure 4.1). The details of the construction

of the TAP brain are presented in Methods (4.4.1).

r1
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r3

neural 
dynamics

implicitly
encode

inference 
dynamics

recurrent neural 
network

underlying 
graphical modelwhose on

inputs ytinputs yt

J12

s1 s2

input mapping V

messages

10

1

x1

x2

Figure 4.1 : The model brain, given as a RNN, has neuronal dynamics that are
an approximate linear embedding of the TAP inference dynamics on the underlying
binary probabilistic graphical model. In this illustration, the joint activity of the
three blue neurons lives in a 2D subspace corresponding to the inference dynamics of
two interacting variables.

The TAP brain model is perfectly consistent with the framework for canonical

computations on structured representations described in chapter 2. The marginal
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probabilities xi and the time-invariant coupling strengths Jij can be thought of as

the node and edge features on the graphical model, respectively. The dynamics in 4.2

can be modeled more generally using a polynomial nonlinearity:

xi t+1 = (1� �)xit + ��

 

X

j,a,b,c

GabcJ
a
ijx

b
itx

c
jt + (V yt)i

!

+ ⇠it (4.5)

The indices a, b, c are the powers in the polynomial form that is parameterized by the

coe�cients Gabc. These parameters G, which are shared by all parts of the graphical

model, specify the nonlinearity of the inference dynamics. The non-zero coe�cients

corresponding to the the TAP dynamics are:

G101 = 2, G201 = 4, G202 = �4, G211 = �8 and G212 = 8.

Equation 4.5 can be deconstructed into the following message, aggregation and node-

update functions:

m

t+1
j!i =

X
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ijx

b
itx

c
jt (4.6a)
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X
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xi t+1 = (1� �)xit + ��

�

M

t+1
i + (V yt)i

�

+ ⇠it (4.6c)

Observe that the message and node-update functions have only local inputs and are

canonical in nature, consistent with the formulation in equations 2.1-2.3. Finally, the

distributed neural activity can be thought of as a global attribute that depends on

all the node features, rt ⇡ Uxt, consistent with eq. 2.4.

Given inputs yt and neural measurements rt from the model brain, the goal

is to recover its underlying latent computations. I make the assumption that the

nonlinearity in the TAP dynamics can be modeled using the polynomial form in

equation 4.5, which is parameterized by coe�cients G. Thus, the goal is to recover
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the latent dynamics by simultaneously estimating the embedding matrix U , input

mapping V , interaction matrix J , and the canonical message parameters G.

4.2.2 Inferring the TAP brain

I begin with the assumption that the TAP brain dynamics can be formulated as a

Hidden Markov model. The state-space model is defined by the stochastic processes

{xt}t�0 and {rt}t�0, for the latent and neural dynamics, respectively. The latent

process {xt}t�0 has a Markov transition density f✓(xt+1|xt,yt),

p (xt+1|x0:t,y0:t) = f✓(xt+1|xt,yt) (4.7)

that depends on ✓ = (U, V, J,G), the parameters to be estimated. The neural mea-

surements satisfy

p (rt|x0:t, r0:t�1) = g✓(rt|xt) (4.8)

where g✓(rt|xt) denotes the conditional marginal density. Here za:b denotes compo-

nents (za, za+1, ..., zb) of a sequence {zt}.

It is important to note that this formulation has a subtle model mismatch. The

neural dynamics of the TAP brain, specified by equation 4.3, are actually Markovian

is nature, whereas the latent states at any given time are implicitly encoded by the

neural activity. Instead, I assume that the latent dynamics are explicitly Markovian

(figure 4.2). This allows us to build a more tractable probabilistic model for the TAP

brain dynamics.

Next, I assume that equation 4.4 can be reframed as

rt = Uxt + ⌘t (4.9)

where ⌘t is additive noise that accounts for the approximation error of the RNN and

measurement noise (Methods 4.4.1). Further, for analytical tractability I assume that
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Figure 4.2 : Graphical model for (A) the actual TAP brain dynamics and (B) the
assumed model for the dynamics. (A) The current neural activity depends only on
the neural activity and the inputs at the previous time step. The neural activity rt

implicitly encodes the latent state xt. (B) Here, the current latent state is deter-
mined by the previous latent states and inputs, and the neural activity is an explicit
embedding of the latent state.

⌘t and the process noise ⇠t (in equation 4.2) are normally distributed. The transition

density f✓, and the conditional marginal density g✓, can now be specified as

f✓ (xt+1|xt,yt) = N (µ (xt,yt) ,⌃f ) (4.10a)

g✓ (rt|xt) = N (Uxt,⌃g) (4.10b)

where ⌃f ,⌃g are the respective covariance matrices, and µ (xt,yt) is the conditional

mean:

µi (xt,yt) = (1� �)xit + ��
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for i = 1, ..., Ns.

The hidden Markov model formulation allows us to factorize the joint distribution of

the latent and observed neural dynamics given the inputs as:

p✓

�

x0:T , r0:T |y0:T�1

�

= p✓(x0)
T
Y

t=1

f✓

�

xt|xt�1,yt�1

�

T
Y

t=0

g✓ (rt|xt) (4.12)

where p✓(x0) is the initial density for the latent states. I assume that the initial latent

state is uniformly distributed.
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Recovering the latent computations of the TAP brain can now be formulated as

obtaining the maximum observed data likelihood estimate:

✓̂ = argmax
✓

p✓

�

r0:T |y0:T�1

�

(4.13)

The observed data likelihood is obtained by marginalizing the joint density or com-

plete data log likelihood with respect to the latent states:

p✓

�

r0:T |y0:T�1

�

=

Z

p✓

�

x0:T , r0:T |y0:T�1

�

dx0:T (4.14)

Accounting for the latent states is the key challenge in this estimation problem. A

standard tool to use is the expectation maximization (EM) algorithm [67], which pro-

vides an iterative procedure to compute maximum likelihood estimates of unknown

parameters in probabilistic models involving latent variables. EM operates by itera-

tively maximizing the intermediate quantity

Q(✓, ✓n) ,
Z

log p✓
�

x0:T , r0:T |y0:T�1

�

p✓n

�

x0:T |r0:T ,y0:T�1

�

dx0:T (4.15a)

= E✓n

⇥

log p✓
�

x0:T , r0:T |y0:T�1

�⇤

(4.15b)

according to:

• Expectation step: Q(✓, ✓n) = E✓n

⇥

log p✓
�

x0:T , r0:T |y0:T�1

�⇤

• Maximization step: ✓n+1 = argmax
✓

Q(✓, ✓n)

Iterating the above Expectation (E) and Maximization (M) steps results in a mono-

tonic increase of the observed data likelihood [68]. Hence, the tractable complete data

likelihood can, via the intermediate quantity Q, be used as a surrogate for the original

observed data likelihood in solving the maximum likelihood estimation problem.

However, the E step requires us to compute the expectation of the complete data

log-likelihood with respect to the posterior distribution. Computing the posterior is
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a challenging inference problem, especially in nonlinear state-space models. Particle

methods, also known as Sequential Monte Carlo (SMC) methods, provide reliable

numerical approximations to state inference problems in nonlinear models [69, 70].

A particle filter can be used to approximate the required posterior as an empirical

distribution of the form

p̂✓n

�

x0:T |r0:T ,y0:T�1

�

=
K
X

k=1

w

(k)
T �

⇣

x0:T � x

(k)
0:T

⌘

(4.16)

where � is the Dirac delta function. The sample trajectories
n

x

(k)
0:T

oK

k=1
are referred

to as particles. Each particle represents one hypothesis about the state of the system,

and the corresponding weight w(k)
T is a measure of how probable that particular latent

trajectory is. The particle approximation simplifies the integral in the E step as:

Q(✓, ✓n) =
K
X

k=1

w

(k)
T log p✓

⇣

x

(k)
0:T , r0:T |y0:T�1

⌘

(4.17)

Further, the observed data likelihood can also be approximated as a function of the

particle weights (Methods 4.4.2).

The simplification of the E step in terms of the particles provides a tractable

objective function for the M step. However, the gradients r✓Q (✓, ✓n) are complicated

because of the nonlinear dynamics, and it is necessary to use gradient descent based

optimization to perform the M step.

The entire estimation process can be summarized as follows. I approximate the

posterior over the latent states using a particle filter that tracks latent dynamics

according to the current estimate of the parameters. Next, I use this approximate

posterior to improve the parameter estimate, and then create new particles based on

this improved estimate. Iterating these two steps provably improves the likelihood

of the observed neural data. This combination of particle methods with expectation
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maximization for estimating unknown parameters in state-space models is generally

known as Particle Expectation Maximization. I apply particle EM to measurements

from the TAP brain to successfully obtain the maximum likelihood estimate of its

parameters ✓ = (U, V, J,G), and consequently recover the latent inference dynamics

of the model brain. The details of the particle EM algorithm used, including the

choice of particle filter and optimization method for the M step, are presented in

Methods (4.4.2). Next, I discuss an example simulation of inferring the TAP brain.

4.2.3 Applying particle EM to an example TAP brain

Let us consider an example TAP brain with Nr = 10 neurons, which receives in-

puts of dimension Ny = 6, and encodes Ns = 5 latent variables. In this example,

the underlying graph is a fully-connected 5-node graph with 15 interaction param-

eters Jij, and the neural encoding U is fully distributed. The interaction matrix J ,

input mapping V and the encoding matrix U were randomly generated, and these

parameters were used to construct the model brain (Methods 4.4.1). Input signals

yt, specifically designed to probe the system (Methods 4.4.1), were used to generate

neural measurements rt.

The following assumptions are implicit in our analysis: (i) the neural activity is

a linear embedding of the latent states, (ii) the message-passing algorithm can be

expressed as a polynomial function with powers up to second order, requiring global

coe�cients Gabc for a, b, c 2 {0, 1, 2}, and (iii) the noise covariances are known or can

be easily estimated. These simplifying assumptions allow us to use the particle EM

algorithm to estimate the parameters U, V, J and G and thus, deconstruct the TAP

brain.

An important property of the EM algorithm is that it typically converges to a local
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optimum, and not necessarily the global optimum. The objective function in equation

4.17 is non-convex, so it is highly likely that the particle EM algorithm converges to

local solutions. Thus, the choice of the initial values of the parameters is crucial. I

initialize the message passing parameters Ĝ to zero, and use random initialization

for the interactions Ĵ and the input mapping V̂ . The initial value for the neural

encoding is the most critical. I use Independent Component Analysis (ICA) [71] on

the measurements rt to obtain an initial estimate Û . The reasons for using ICA are

discussed in sections 4.2.4 and 4.2.5.
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Figure 4.3 : Estimating the correct number of latent variables using particle EM.
The three panels correspond to measurements from three di↵erent models, all having
the same set of underlying parameters ✓, but di↵erent levels of measurement noise
�

2 (measurement noise covariance ⌃g = �

2
I). In each panel, a light blue dot corre-

sponds to the post EM observed data log-likelihood for a single initialization of the
parameters. The dark blue dots corresponds to the log-likelihood averaged across
multiple random initializations, for each assumed value of N̂s. The dotted black line
corresponds to the log-likelihood obtained using the true parameters. In each panel,
observe that the dark blue curve peaks at N̂s = 5, which is indeed the true number
of encoded latent variables.

I begin the analysis by assuming that I do not know the correct number of latent

variables N̂s encoded. Thus, the first step is to identify the correct number of latent

variables. I apply the particle EM algorithm assuming di↵erent number of latent

variables, ranging from N̂s = 1 to N̂s = Nr. For each assumed value of N̂s = m, I
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run particle EM till convergence on L random initial values of the parameters ✓(l)m ,

l = 1, .., L, and choose N̂s corresponding to the maximum mean likelihood,

N̂s = argmax
m

L
X

l=1

L
�

✓

(l)
m

�

(4.18)

where L(✓(k)m ) is the maximum likelihood obtained by particle EM using initial pa-

rameters ✓(l)m . This procedure reliably identifies the correct number of latent variables

as illustrated in figure 4.3.
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Figure 4.4 : Example simulation of inferring inference, with Ns = 5, Nr = 10. I
use particle EM to fit the neural measurements and successfully recover the latent
dynamics. (A) Observed data log-likelihood vs. number of EM iterations; the log-
likelihood converges to the value obtained using the ground-truth parameters. (B)
Scatter plot of inferred latent dynamics vs. ground truth latent dynamics, and (C)
fits to neural measurements. The red and blue data correspond to initial and post
convergence values of the parameters, respectively. For a good fit, we expect to the
see the data points line up along the diagonal, as observed in the post EM case.

Once the correct number of latent variables has been identified, we can examine

the inference solution corresponding to the best likelihood. Figure 4.4 illustrates

the inferred latent dynamics and fit to neural measurements for the example with

�

2 = 0.05. After convergence, the estimated parameters reliably recover the ground

truth latent dynamics.
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Figure 4.5 : Comparison of the TAP dynamics, generated using the true parameters
vs. the parameters inferred by the particle EM algorithm, on test inputs. (A) Scatter
plot of dynamics generated using inferred vs. true parameters. (B) Histogram of the
error between the two sets of dynamics.

The particle EM algorithm successfully recovers the ground truth latent dynamics

corresponding to the measurements rt. However, it is also important to check if the

inferred parameters generalize to new inputs. To this end, I created a new set of test

inputs, and compared the TAP dynamics generated (using equation 4.5) with the true

and inferred model parameters. Convincingly, the inferred parameters generalize well

to test inputs as well (figure 4.5).
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Figure 4.6 : Example maximum likelihood estimates of the parameters obtained using
particle EM. The red and blue dots correspond to the initial and post EM values of
the parameters, respectively. Observe that we recover accurate estimates of the neural
encoding Û and the input mapping V̂ . But the inferred interactions Ĵ and message
passing parameters Ĝ di↵er quite significantly from their true values.

Finally, let us examine the inferred parameters (figure 4.6). In most examples,
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I observe that the neural encoding Û and V̂ are estimated very reliably. However,

the estimated interactions Ĵ and message passing parameters Ĝ almost never match

the their true values. This may seem quite surprising, because we do successfully

recover the latent dynamics and obtain excellent fits to the neural measurements.

This suggests that there are several possible combinations of interactions and message

passing parameters that are consistent with the neural data.

4.2.4 Analysis of degeneracies

In the preceding section, I demonstrated that Particle EM can successfully learn a

set of parameters that explain neural measurements from the TAP brain. However,

in most cases, I observe that several of the inferred parameters di↵er significantly

from their true values. This is because the estimation problem in equation 4.13

is a non-convex optimization problem with several interesting degeneracies in the

parameterization. One such degeneracy is that we can recover latent dynamics that

are just a linear transformation away from the true latent variable dynamics, x̂t ⇡

Axt, in a way that is exactly compensated by a change in the neural embedding,

Û = UA (figure 4.7A).

An important class of degeneracies involves coupling between the interactions J

and the message passing parameters G. The simplest of these is the scaling degener-

acy: for a fixed embedding U , we can scale all Jij globally by any factor �, and then

perfectly compensate by scaling Gabc by �

�a. This is equivalent to increasing the

interaction energies and inference ‘temperature’ at the same time. The parameters

also allow a constant o↵set, Ĵ = �J + �. The change in coupling weights is perfectly
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Figure 4.7 : Degeneracies in our parameterization. A: Latent states decoded
by a particle filter (blue) versus true latent states (black). This visualization shows
that the decoded trajectories are a linear transformation of the true trajectories.
B,C: These two sets of parameters (top and bottom panels respectively) were learnt
assuming the true embedding is known. They provide close matches (light blue,
orange) to the message-passing parameters and couplings of the true model (blue).
Ĵij and Jij are related by an a�ne transformation for each of the two solutions, shown
in panel D. Ĵij in panel C and the corresponding message-passing parameters Ĝ in
panel B result in an inference algorithm that is equivalent to the true model.

compensated by Ĝ that satisfy:

Ĝ0bc + �Ĝ1bc + �

2
Ĝ2bc = G0bc (4.19a)

�Ĝ1bc + 2��Ĝ2bc = G1bc (4.19b)

�

2
Ĝ2bc = G2bc (4.19c)

when a 2 {0, 1, 2}. Further, eigenanalysis of the Hessian of the log-likelihood at the

ground-truth parameters reveal the existence of several sloppy directions correspond-

ing to interesting degeneracies between the J and G parameters, all of which give rise

to identical latent dynamics. Fig 4.7 illustrates the typically observed degeneracies.

Unlike the degeneracies between the interactions and the message passing param-

eters, the encoding degeneracies do actually impede our ability to infer the latent

inference dynamics. If the wrong latent variables are estimated, then we will infer

incorrect interactions and nonlinear dynamics, and the recovered inference algorithm
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may perfectly explain the neural responses on training data, but importantly, will

not generalize to new inputs. To circumvent this problem, it might be necessary to

use prior knowledge about the system, and introduce appropriate model biases to

constrain the analysis. For instance, we can use the knowledge that the latent states

of the TAP brain correspond to marginal probabilities. This implies that the latent

dynamics are confined to the [0, 1]Ns hypercube. This prior knowledge can be used

to significantly reduce the space of possible embedding matrices.

4.2.5 Importance of experiment design

Experiment design plays a crucial role in the success of the inferring inference frame-

work. I elucidate this in the context of the TAP model brain as follows. As stated

earlier, since EM converges to local optimum, the choice of initial values of the pa-

rameters is critical for our inference. In particular, the initial choice of the embedding

is important for resolving the encoding degeneracy.

The latent states of the TAP brain, which are estimates of the marginal probabil-

ities, are confined to the [0, 1]Ns hypercube. If these latent states explore the entire

hypercube fairly uniformly, Independent Component Analysis (ICA) would be an ap-

propriate choice to obtain a good initial estimate of the embedding from the observed

neural activity. ICA is a technique for separating a multivariate signal into additive

subcomponents, by assuming that the subcomponents are non-Gaussian signals and

that they are statistically independent from each other [71].

The quality of the ICA estimate, however, depends on the amplitude/gain of the

input signal yt used to probe the TAP brain (figure 4.8). If the input gain is low

relative to the interaction strengths, the latent dynamics are confined to only a small

region within the hypercube and the resulting ICA estimate has large deviations from
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Figure 4.8 : Illustration of the importance of experiment design. (A) Latent dynamics
(left) and the ICA estimate of the embedding (right) for low-gain (top) and high-gain
(bottom) inputs relative to the interaction strengths. With high-gain inputs the latent
dynamics explore the entire [0, 1]Ns hypercube. Consequently, ICA provides a reliable
estimate Û . If only low-gain inputs are used, the latent dynamics are in a localized
regime and the resulting ICA estimate of the encoding is poor. This could potentially
lead to a degenerate solution with particle EM. (B) Observed log likelihood obtained
using particle EM vs. input strength relative to interaction strength gy/�J , where gy
is the input gain (Methods 4.4.1), and �J is the standard deviation of the interactions.
Each light blue dot corresponds to the post EM observed log-likelihood for a single
initialization of the parameters to be inferred, for a given input gain setting. Dark
blue dots are the average log-likelihood for each input gain. For low gain inputs,
particle EM fails to recover the correct latent dynamics; but as the input gain is
increased the performance improves.

the ground truth. But for higher input gains, the latent dynamics explore the entire

hypercube resulting in an almost uniform distribution of the latent states. Under this

condition, ICA is able to obtain a reliable estimate Û (fig 4.8A). With this initial

choice of Û , the particle EM algorithm is biased towards the correct subspace for the

latent dynamics.

However, to reveal the structure of the underlying computations of the model

brain, it is necessary to have a combination of both low and high-gain input signals.
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For high-gain inputs, the neural activity reflects feedforward evidence and this can

be used to infer the encoding dimensions. When the input strengths are lower than

the interaction strength, the e↵ect of the inference dynamics are more dominant and

this regime is crucial for exposing the inference model.

Thus, for an experimenter attempting to understand the nature of this ‘myste-

rious’ TAP brain, it is necessary to design a set of inputs that probe the system in

interesting ways. For my experiments with the TAP model brain, I designed the

input gain distribution and temporal structure to enable the system to exhibit its

full repertoire of dynamics (Input Signal Design in Methods 4.4.1), resulting in the

successful inference of the underlying inference algorithm.

4.3 Discussion

I have demonstrated that the Inferring Inference framework can be used to successfully

recover the latent inferential computations of a model brain. Numerous techniques

exist to infer low-dimensional states from neural data, including general state-space

models [72] and recurrent neural network models [62]. But in the absence of an un-

derlying theory, the inferred latent variables require careful consideration. A theory

for neural computation plays an important role by proposing what patterns are in-

herent in the data, and thus, restricts the search space of possible interpretations.

The important contribution here is the combination of the neural message passing

theory with the data analysis framework. Specifically, the neural message passing

theory imposes the strong constraint that the underlying inferential computations

are canonical in nature.

The TAP brain, by construction, implicitly implements a message passing infer-

ence algorithm. It is comforting that our analysis framework, with the assertion that



54

the implicit latent dynamics are canonical, was indeed able to successfully deconstruct

the TAP brain. The following assumptions were made to build the analysis method:

(i) the neural and latent dynamics can be formulated as a hidden Markov model, (ii)

latent computations can be described as message-passing on a low dimensional graph-

structured representation, (iii) the canonical message-functions are characterized by

a polynomial nonlinearity, and (iv) the mapping between latent and neural response

space is linear. These assumptions allow me to use particle expectation maximization

to successfully infer the model parameters. The use of these simplifying assumptions

simply highlights the necessity of using previously gained knowledge to inform our

search, and this would, of course, be especially true for the real brain.

Even with these assumptions, inferring the true latent dynamics of the model

brain was not entirely straightforward. Numerous experiments were performed, using

di↵erent types of input signals, to characterize di↵erent regimes of the neural activity.

This led to the insight that stimulus and task design is especially important to un-

derstand the nature of the underlying computation, even for this simple model brain.

I discovered that high-gain inputs relative to interaction strengths are necessary for

revealing the neural coding dimensions, and lower gain inputs are important for ex-

posing the e↵ects of the nonlinear latent dynamics. Insights like this would translate

directly to experiments with real brains, where stimulus and task structure play a

critical role in eliciting relevant, interesting neural responses.

One important observation with the TAP brain is the existence of multiple dis-

parate combinations of model parameters that give rise to highly similar latent and

neural dynamics. Several examples of the existence of a space of models consistent

with data can be found in neuroscience and related biological fields [73]. A classic

example is the central pattern generating circuit in the crustacean stomatogastric
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nervous system, where nearly identical network activity can arise from very di↵erent

sets of underlying model parameters [74]. Studying the space of models consistent

with a given data set is likely to provide important insights about the underlying

computation. Further, it is important to consider how this space of models could be

restricted by network connectivity, biophysical details and other implementation level

constraints.

The successful recovery of the TAP brain, and the insights gained in the process,

provide motivation for applying these methods to large-scale neural recordings to

reveal canonical properties of the brain’s distributed nonlinear computations. In

chapter 5, I develop a computational pipeline that distills inferential computations

from mouse neural activity.

4.4 Methods

4.4.1 Constructing the TAP brain

Model architecture

The model brain is a two-layer RNN, which takes inputs yt, and updates its activity

as follows:

ht+1 = �r

�

W

h
recht +W

h
ffyt + b

h
�

(4.20)

rt+1 = �r (Wrecrt +Wffht + b) (4.21)

where �r(x) = max(0, x) is the ReLU activation function, and ht and rt are the

activities of the hidden and output layers, respectively. Nh and Nr are the number

of neurons in the hidden and output layers, respectively.
�

W

h
rec,Wrec

 

,
�

W

h
ff ,Wff

 

and
�

b

h
, b

 

are the recurrent and feed-forward weights, and biases of the model.
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Finally, our measurements of the neural activity have an additive noise component

nt ⇠ N (0, �2
I).

Training the model brain

The dynamics of the model brain are characterized by the parameters: U , V and J .

The coupling matrix J and the input mapping V specify the inference dynamics, and

U specifies the mapping from latent dynamics to neural activity. For given J and V ,

inputs yt, and initial values x0 (i.i.d U(0, 1)), we can obtain inference dynamics xt, for

t = 1, ..., T , using equation 4.2. We want the neural activity rt to be an approximate

linear embedding of the inference dynamics. Thus, the output target for the RNN is

Uxt. We train the RNN to minimize the cost function

C =
X

t

||rt � Uxt||22 (4.22)

To this end, I optimize the weights and biases of the RNN using the Adam [75]

algorithm. After training, we have rt ⇡ Uxt and thus, a model brain that implicitly

implements inference on a binary graphical model.

Input signal design

The choice of the input signals yt is crucial for training the model brain and indeed

for applying the inferring inference analysis framework. When the input is static/held

constant, the TAP dynamics in equation 4.2 converge to a fixed point. Here, I use

a dynamic input sequence that is a filtered version of a random piecewise constant

sequence. The raw input sequence ỹt is a piecewise constant function, where the

input is static for periods of Tconst time-steps. At the start of each period, each input

variable ỹi (i = 1, ..., Ny) is generated independently as ỹi = �i⌫i, where ⌫i ⇠ N (0, 1)
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and the amplitude scaling term �i ⇠ � (shape, gy), gy = g̃y/
p
Ns. ỹ is held constant

for Tconst time-steps, followed by the random generation of a new set of samples for the

next period. I then pass the raw input sequence ỹt through a forward-backward filter

to obtain yt. This is done to smoothen transitions between successive time periods.

A normalized Hamming window of length NHam is used as the impulse response of the

filter. Examples of the raw, filtered input sequence and corresponding neural activity

are shown in fig. 4.9.

 input neural activity  input neural activity

t t t t
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Filtered
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Figure 4.9 : Example inputs and corresponding activity, for a selected input variable
and output neuron. The raw and filtered input signals are in blue and orange, re-
spectively. A. Tconst = 5: the input fluctuates quite rapidly and this is reflected in
the neural activity. B. Tconst = 20: when the input is held constant for longer, the
neural activity tends to converge to the corresponding fixed points.

Training data-set

To train the RNN well, I use Btrain batches of training data, each of length T time-

steps. It is better to choose smaller values of T and higher Btrain, this ensures that

the RNN trains faster. Further, I vary Tconst across these batches, so that the model

is exposed to a wide range of temporal dynamics during training.
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Training example

In this example, I construct a model brain with Nr = 10 output neurons, Nh = 75

hidden layer neurons, Ns = 5 latent variables and Ny = 6 input variables. First, I

randomly generate the parameters J, V and U that specify the model brain. Using

these parameters, I generate input sequences with the following settings: shape = 1,

g̃y = 25 for the amplitude scaling distribution and NHam = 5 as the Hamming window

length. I use Btrain = 1000 training batches, each of sequence length T = 120. For

each batch I randomly select Tconst from the discrete uniform distribution U {2, 20},

and use input sequence y

(b)
t , t = 1, ..., T , to generate the inference dynamics x(b)

t and

target neural activity Ux

(b)
t (equation 4.2), for batches b = 1, ..., Btrain.

The same inputs can be provided to the model brain to generate output neu-

ral activity r

(b)
t . The output activity is a function of the RNN weights and biases

�

W

h
rec,Wrec

 

,
�

W

h
ff ,Wff

 

and
�

b

h
, b

 

. These parameters are trained to minimize

the mean squared error (MSE) between the output activity and the target neural

activity. For computing the MSE, the first Tclip=20 time-steps of the RNN activity

(burn-in time of the RNN) are ignored for each batch. To be precise, the cost function

is

C =
1

BNr(T � Tclip)

B
X

b=1

T
X

t=Tclip+1

||r(b)
t � Ux

(b)
t ||22 (4.23)

where B = Btrain for the training loss. To test the generalization performance, I

used a test data set with the same settings and Btest = 100. The RNN is trained

using the Adam optimizer with learning rate 5⇥ 10�5 and � = (0.9, 0.999) for 30000

epochs. Figure 4.10 illustrates the results of training the model brain. The most

impressive generalization was observed when we tested our model on sequences of

length T = 1020. Note that we had used only T = 120 for training the model. In



59

figure 4.10C we see that the model performs consistently well for T � 120.
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Figure 4.10 : (A) Evolution of the training and test error with training epochs. Panels
(B) and (C) compare the target (blue) and RNN (red) activity after 30000 epochs,
for an example neuron, in the training and test data, respectively. After training,
the RNN activity is well aligned with the target Uxt on both the training and test
inputs.

4.4.2 Particle expectation maximization

The hidden Markov model formulation of the TAP dynamics allows us to factorize

the joint distribution of the latent and observed neural dynamics given the inputs as

in equation 4.12:

p✓

�

x0:T , r0:T |y0:T�1

�

= p✓(x0)
T
Y

t=1

f✓

�

xt|xt�1,yt�1

�

T
Y

t=0

g✓ (rt|xt)

I assume that that the initial latent state p✓(x0) is uniformly distributed. Further, I

assume that the transition density and the conditional marginal density have covari-

ances: ⌃f = �

2
fI and ⌃g = �

2
gI.

To obtain the maximum likelihood estimates of the parameters,

✓̂ = argmax
✓

p✓

�

r0:T |y0:T�1

�

,

I use the particle EM algorithm, where a particle filter approximates the posterior

distribution used in the E step. For ease of notation, I drop the explicit conditioning

on the inputs yt in the following discussion.
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Particle filters

Sequential Monte Carlo methods are sampling techniques specialized to the sequen-

tial setting of the state-space model. The central idea is that the posterior density

p (x0:t|r0:t) can be obtained using the following prediction-correction recursion [69,76].

Prediction:

p (x0:t|r0:t�1) = p (x0:t�1|r0:t�1) f(xt|xt�1) (4.24)

Correction:

p (x0:t|r0:t) / p (x0:t|r0:t�1) g (rt|xt) (4.25)

Since it is generally impossible to sample directly from p (x0:t|r0:t), these methods

resort to a sequential version of importance sampling and resampling. Conceptually,

K particle paths x(k)
0:t , k = 1, ..., K, are sampled from a convenient sampling distribu-

tion q (x0:t|r0:t). For each particle, an unnormalized importance weight w̃ is computed

as

w̃

(k)
t =

p (x0:t|r0:t)

q

⇣

x

(k)
0:t |r0:t

⌘

. (4.26)

These weights can be normalized as,

w

(k)
t =

w̃

(k)
t

PK
j=1 w̃

(j)
t

. (4.27)

Using these weighted particles, the expectation of any function h defined on the path

space can be approximated as,

h̄ =

Z

h (x0:t) p (x0:t|r0:t) dx0:t

⇡
K
X

k=1

w

(k)
t h

⇣

x

(k)
0:t

⌘

(4.28)
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The crucial trick employed by the sequential importance sampling procedure is to

choose an importance distribution q which factorizes in a form similar to the target

posterior distribution :

q (x0:t|r0:t) = q (x0:t�1|r0:t�1) q (xt|xt�1, rt) (4.29)

This allows one to sample sequentially from some tractable distribution q (xt|xt�1, rt).

With this choice, the unnormalized importance weights can also be updated recur-

sively in time as successive observations become available,

w̃

(k)
t / w

(k)
t�1

f

⇣

x

(k)
t |x(k)

t�1

⌘

g

⇣

rt|x(k)
t

⌘

q

⇣

x

(k)
t |x(k)

t�1, rt

⌘ (4.30)

In practice, however, the importance weights tend to become degenerate after a few

time steps, in the sense that most of the samples have very small weights and thus do

not significantly contribute to the approximation of the target distribution. The rea-

son being this an e↵ective sampling procedure for a very high dimensional state-space:

the entire path history of the latent states till time t. This sample impoverishment

problem is circumvented using resampling. If the e↵ective sample size

K̂e↵ , 1
PK

k=1

⇣

w

(k)
t

⌘2 (4.31)

falls below a chosen threshold, the current population of particles are resampled using

normalized weights as probabilities of selection. Trajectories with small weights are

eliminated, and those with large importance weights are replicated. After resampling,

the importance weights are reset to 1/K. There are several ways of performing

resampling; the systematic resampling algorithm [77] is used here.

An important property of the particle filter is that the observed data likelihood
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can also be updated sequentially as a function of the unnormalized weights w̃ [78],

p̂ (r0:t) =
T
Y

⌧=0

(

K
X

k=1

w̃

(k)
⌧

)

(4.32)

For models where the transition density f is tractable, it is useful to choose the

sequential sampling distribution to be the true posterior:

q (xt|xt�1, rt) = p (xt|xt�1, rt)

=
f (xt|xt�1) g (rt|xt)

p (rt|xt�1)
(4.33)

The denominator of this proposal distribution is

p (rt|xt�1) =

Z

f (x0
t|xt�1) g (rt|x0

t) dx
0
t (4.34)

Substituting this in the weight update equation 4.30 we have,

w̃

(k)
t / w̃

(k)
t�1p

⇣

rt|x(k)
t�1

⌘

(4.35)

Since the conditional distributions are Gaussian in our case,

f (xt|xt�1) = N (µ(xt�1),⌃f ) and g (rt|xt) = N (Uxt,⌃g), analytical evaluation is

possible for the sampling posterior and the corresponding weight update. It can be

shown that the posterior

p (xt|xt�1, rt) = N
�

P

�1
vt, P

�1
�

(4.36)

and the incremental weight

p (rt|xt�1) =  exp

⇢

�1

2

�

µ

>
t ⌃

�1
f µt + r

>
t ⌃

�1
g rt � v

>
t Pvt

�

�

(4.37)

where

P = ⌃�1
f + U

>⌃�1
g U (4.38a)

vt = ⌃�1
f µt + U

>⌃�1
g rt (4.38b)
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and µt = µ(xt�1) is the conditional mean, and  is normalization constant.

Algorithm 1 presents the steps of the particle filter used in my analysis framework.

Algorithm 1: Particle filter

Initialization;

Sample x

(k)
0 ⇠ N

�

U

†
r1,⌃f

�

, assign initial weight w(k)
0 = 1

K , for k = 1, ..., K

Set observed data likelihood L0 = 1

for t = 1 to T do

Propagate the trajectories:

for k = 1 to K do

Sample x

(k)
t ⇠ N

⇣

P

�1
v

(k)
t , P

�1
⌘

, where v

(k)
t = ⌃�1

f µ

(k)
t + U

>⌃�1
g rt.

Update weight, w̃(k)
t = w

(k)
t�1p

⇣

rt|x(k)
t�1

⌘

.

end

Update the likelihood: Lt = Lt�1 ⇥
⇣

PK
k=1 w̃

(k)
t

⌘

Normalize the weights: w(k)
t = w̃

(k)
tPK

j=1 w̃
(j)
t

, k = 1, ..., K

if K̂e↵ < K/2 then

ResampleSystematic
n

w

(k)
t ,x

(k)
0:t

oK

k=1

end

end

Expectation step

The particle filter (algorithm 1) provides us with an approximation for the posterior

distribution of the latent trajectories, for the current estimate of the parameters ✓n.
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This approximation simplifies the integral in the E step (equation 4.16) as:

Q(✓, ✓n) =
K
X

k=1

w

(k)
T log p✓

⇣

x

(k)
0:T , r0:T |y0:T�1

⌘

=
K
X

k=1

w

(k)
T

(

log p(x(k)
0 ) +

T
X

t=1

⇣

log f✓
⇣

x

(k)
t |x(k)

t�1,yt�1

⌘

+ log g✓
⇣

rt|x(k)
t

⌘⌘

)

Ignoring all the constant terms, this can be further simplified as,

Q(✓, ✓n) = �1

2

K
X

k=1

w

(k)
T

T
X

t=1

n⇣

x

(k)
t � µ

(k)
t

⌘>
⌃�1

f

⇣

x

(k)
t � µ

(k)
t

⌘

+
⇣

rt � Ux

(k)
t

⌘>
⌃�1

g

⇣

rt � Ux

(k)
t

⌘o

where µ

(k)
t+1 = µ(x

(k)
t , yt) is the conditional mean determined by the TAP dynamics

(equation 4.5).

Maximization step

The Q function derived in the E step is non-convex because the conditional mean

µ is a nonlinear function determined by the TAP dynamics. Thus, a closed form

solution for the maximum is not available. Instead, on each M-step, I optimize

Q (✓, ✓n) using one iteration of the Adam optimizer with a learning rate of 1 ⇥ 10�2

and � = (0.9, 0.999). This optimization does not find the maximum value of Q (✓, ✓n),

however it finds ✓n+1 such that

Q (✓n+1, ✓n) � Q (✓n, ✓n) . (4.39)

This approach, to simply increase and not necessarily maximize Q (✓n+1, ✓n) is known

as the Generalized Expectation Maximization (GEM) algorithm and is useful in cases

like this, where the maximization is di�cult [79].

The particle EM algorithm used in the analysis of the TAP brain is summarized here.
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Algorithm 2: Particle EM

initialize parameters ✓0;

while observed data likelihood has not converged do

1. Use particle filter (algorithm 1) to obtain p̂✓n (x0:T |r0:T ,y0:T )

2. E step: use p̂✓n to compute Q (✓, ✓n)

3. M step: obtain ✓n+1 using Adam optimizer on Q (✓, ✓n)

end

Simulation details

The following are the details for the TAP brain analyzed in section 4.2.3. First,

B = 200 batches of neural activity, with T = 50, were generated using inputs y at

gain: g̃y = 20, gy = g̃y/
p
Ns. This data was used to obtain the initial estimate of

the encoding Û using ICA. Next, B = 20 batches of measurements were generated

using inputs with gain ranging from g̃y = 1 to 20. The second data set was used for

the particle EM algorithm. The process noise was assumed to be small, �2
f = 10�5.

Finally, � = 0.25 (equation 4.2) was used throughout, both to generate the TAP

dynamics and in all the ensuing analyses.
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Chapter 5

Inferring inference in real brains

5.1 Introduction

The inferring inference framework provides a way of identifying neural representations

of an internal probabilistic model and the associated implicit inference algorithm from

large-scale neural measurements. In chapter 4, I applied this method to artificial neu-

ral recordings generated by a model brain that implicitly implements an advanced

mean-field inference algorithm. Given external inputs and noisy neural activity from

the model brain, I successfully estimated the latent dynamics and canonical parame-

ters that explain the simulated neural measurements.

The dynamics of a general message-passing algorithm involve canonical nonlin-

ear functions that transform and aggregate information along a graph. In this first

example application, I used a simple polynomial basis to characterize the canonical

message functions. While this construction matched the true model, it is unlikely

to be e�cient or flexible enough to capture a real brain’s nonlinearities. To this

end, I have developed a more powerful and flexible variant of the method, based on

graph neural networks [9,80], to learn potentially complicated canonical transforma-

tions. Graph neural networks (GNNs) extend traditional neural network methods

to graph-structured representations, which express rich relational information among

constituent elements. The architecture of GNNs is well suited for probabilistic in-

ference tasks, and it has been demonstrated that they can outperform standard al-
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gorithms like belief propagation on binary Markov random fields [81] and Gaussian

graphical models.

The GNN based variant of the analysis framework infers approximate inferences

over circular variables, such as orientations, but with known neural embedding. I

have developed a computational pipeline that applies this analysis method to neural

recordings from the mouse primary visual cortex (V1), generated using naturalistic

visual stimuli designed specifically to highlight the e↵ects of lateral cortical connec-

tivity. Additionally, this pipeline embeds the extracted inferential computations in a

machine learning algorithm for image classification. In the first stage of the pipeline,

I assume that the V1 neurons encode an orientation field, and base the encoding

model on the tuning properties of each neuron. Next, a GNN is trained to capture

inferential dynamics from these population codes. Finally, the trained GNN provides

input features to an artificial neural network performing an image recognition task.

The following section presents the details of this computational pipeline. I would like

to highlight that this pipeline was built in collaboration with Zhe Li, a postdoctoral

researcher in the Pitkow and Tolias labs. The GNN components of the pipeline were

trained by Zhe. The mouse recordings used in these analyses were obtained from the

Tolias lab.

Unfortunately, the first practical applications of this computational framework to

responses from mouse V1 found little influence of canonical recurrent computations.

There are several potential reasons for this, including the assumptions made in the

population coding model, aspects of experiment design and properties of the data used

for our analyses. I conclude the chapter by discussing these reasons and identifying

the refinements necessary to extract canonical operations in future applications to

neural data.
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5.2 Neural message passing to machine learning

5.2.1 Population coding model for orientations

In the TAP model brain, we had a simple linear mapping from the latent variable

space to the neural response space. In the real brain, however, this mapping is

potentially highly nonlinear and complicated. As a starting point for my analysis, I

make the simplifying assumption that neurons in mouse V1 encode orientations at

di↵erent spatial locations.

To be precise, I hypothesize that multiple populations of V1 neurons collectively

encode marginal posteriors over an orientation field (figure 5.1A,B). Immediate vi-

sual responses reflect baseline marginal posteriors without the influence of lateral

connectivity, which refers to connectivity within the same cortical area. Actual neu-

ral population responses, however, di↵er from their mean feedforward responses in

part due to recurrent inferential dynamics (figure 5.1C). The aim is to use the infer-

ring inference framework to characterize these lateral interactions for these connected

population codes.

Let us consider the list of assumptions made to construct the population coding

model for orientations. The first key assumption is that V1 neurons are sensitive

to the orientation and contrast in their local, linear receptive field. A tuning curve

characterizes the average response of a neuron to a given stimulus value. I express

the joint tuning to local orientation s and contrast c as:

F (s, c) = �1 tanh (�2c+ �3) exp

 

2
X

n=1



(n) cos 2n(s� µ

(n))

!

(5.1)

where orientation s 2 [0, ⇡], and contrast c 2 [0, 1]. Orientation tuning is modeled as

a second order Von Mises function with preferred orientations µ, and concentration

parameters . The � parameters specify the contrast tuning function.
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Figure 5.1 : (A). The ‘Varma’ stimulus, a contrast-modulated orientation orientation
field, exhibits controlled local correlations that allow spatial context to provide extra
information about local orientation. B. Graphical model for orientations at white
circled locations in panel A. Each variable si is encoded by a population of neurons
ri with receptive fields at that spatial location (blue circles). C. Marginal posteriors
for orientations in A. For s2, the local contrast is too low to provide reliable direct
evidence, but the inference dynamics fills in the contour by coupling between s2 and
its neighbors.

Next, I construct population codes based on the spatial distribution of the recep-

tive fields of the neurons. Neurons with RF centers within a certain local patch of

the visual field are grouped into a single population code, whose population activ-

ity ri encodes the local marginal posterior p(si|ri) (figure 5.1). More specifically, I

assume that the neural responses are drawn from the exponential family with linear

su�cient statistics, such as conditionally independent Poisson neurons. This allows

me to construct linear probabilistic population codes based on their orientation tun-

ing properties and spatial localization [10]. Based on this construction, the posterior

distribution represented by the population activity ri is a Von Mises distribution of

the form:

p (si|ri) / exp

 

2
X

n=1

a

(n)
i · ri cos 2nsi + b

(n)
i · ri sin 2nsi

!

(5.2)

where a

(n)
i · ri and b

(n)
i · ri, n = 1, 2, are the cosine and sine natural parameters of

the distribution, respectively. These terms depend on the instantaneous population

activity ri and the parameter vectors
n

a

(n)
i , b

(n)
i

o

, which in turn are determined by
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the orientation tuning parameters of the individual constituent neurons as:

a

(n)
ij = 

(n)
ij cos 2nµ(n)

ij , b

(n)
ij = 

(n)
ij sin 2nµ(n)

ij , n = 1, 2 (5.3)

where the index j corresponds to the j

th neuron in population i.

0

1

0

Varma stimulus orientation map contrast map

Figure 5.2 : The Varma stimulus, a contrast-modulated orientation field, designed to
highlight the e↵ects of lateral connectivity. Left: Example frame of Varma stimulus.
Middle: Corresponding orientation map. Orientation is lined with the stripes here. 0
corresponds to vertical stripes. Angle increases in counter-clockwise direction. Right:
Corresponding contrast map, values from 0 (low contrast) to 1 (high). These values
refer to the external contrast mask that was applied to gate the orientation field.

The following processing steps were performed to obtain the population coding

model from neural data. First, the receptive fields of the neurons were computed

using spike-triggered averages (STA) of the stimulus, which is a tool for character-

izing the response properties of a neuron using the activity elicited in response to a

time-varying stimulus. Note that the STA provides only an estimate of a neuron’s

linear receptive field. Second, the orientation and contrast fields of the stimuli were

estimated using standard image processing tools based on local gradient operators

(figure 5.2). Next, for each neuron, the joint tuning to the local orientation and con-

trast in its receptive field was obtaining by binning the responses. To be precise, the

estimated orientation and contrast fields were discretized, and the average response

to each pair of discretized orientation and contrast was computed. The joint tuning

function F (s, c) was fit to the raw tuning data to obtain the tuning parameters for
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each neuron (figure 5.3). The orientation tuning function was chosen to be a Von

Mises function of second order to account for bimodal mean responses.
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Figure 5.3 : The receptive fields (top row), raw tuning data (middle), and the cor-
responding tuning fits (bottom) for a few example neurons form mouse V1. In the
top row, each panel corresponds to the STA of an individual neuron, and the black
circles within highlight the estimated local receptive fields. These neurons exhibit
very interesting mean responses, for example — higher sensitivity to lower contrast
(column 1 from left) and bimodal orientation tuning (column 5).

Finally, the neurons were grouped into populations based on their RF locations

and the population vectors
n

a

(n)
i , b

(n)
i

o

were computed based on the tuning properties

of the constituent neurons. Thus, the marginal posterior at each spatial location i,

at time t, is parameterized by the projections:

A

(n)
i (t) = a

(n)
i · ri(t), B

(n)
i (t) = b

(n)
i · ri(t), n = 1, 2 (5.4)

and i = 1, ..., Ns. This data processing pipeline essentially performs targeted di-

mensionality reduction: 4Ns parameters represent the marginal posteriors over an

orientation field with Ns spatial locations, where Ns ⌧ Nr the number of neurons. I

also compute the feedforward projections for each population:

↵

(n)
i (t) = a

(n)
i · f i(t), �

(n)
i (t) = b

(n)
i · f i(t), n = 1, 2 (5.5)
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where f i(t) is the mean population response to the local input stimuli given by the

tuning curves. The feedforward responses reflect the ground truth stimulus orienta-

tion and contrast fields, and their projections
n

↵

(n)
i (t), �(n)

i (t)
o

represent the baseline

marginal posteriors. The projections
n

A

(n)
i (t), B(n)

i (t)
o

, however, di↵er from the feed-

forward projections. This di↵erence is caused by the recurrent network dynamics, and

the goal is precisely to model and characterize that di↵erence.

5.2.2 Using graph neural networks to characterize inference dynamics

I use a Graph Neural Network to capture the deviations of the actual response projec-

tions from the feedforward projections. Graph neural networks extend existing neural

network methods for processing data represented in graph domains. Here, I describe

the orientations at di↵erent spatial locations using an undirected graph G = (V , E),

where V and E are the set of nodes and edges, respectively. Each node i on the

graph corresponds to the orientation at a spatial location, and the edges represent

the relationships among them.

The GNN considered here is a recurrent network with vector-valued node states

xi, which are iteratively updated by trainable nonlinear functions that depend on the

states of neighboring nodes xj : j 2 Ni on the specified graph. These functions are

parameterized by neural networks whose weights are shared across all graph locali-

ties. Eventually, the hidden states of the nodes are interpreted by trainable readout

networks.

Mathematically, each node i in G is associated with a hidden state vector xi(t),

at time step t. On every successive time step, each node sends a message to each of

its neighboring nodes. The message m

t+1
i!j from node i to j is a vector defined as:

m

t+1
i!j = M (xi(t),xj(t), eij) (5.6)
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where M is a message function, specified by a trainable multilayer perceptron (MLP)

that is common to all edges on the graph. Observe that this message function depends

on the properties eij of each edge. Further, the order of the inputs to the MLP is

important, this allows us to have separate messages mi!j and mj!i for each edge.

Next, the incoming messages are aggregated into a single message for the destination

node:

M

t+1
i =

X

j2Ni

m

t+1
j!i (5.7)

where Ni is the set of all neighbors of node i in G. Finally, every node updates its

hidden states based on its current value, the current input vi(t), and the aggregated

message:

xi(t+ 1) = U
�

xi(t),vi(t),M
t+1
i

�

(5.8)

where U is the node update function, specified by a trainable Gated Recurrent Unit

(GRU) that is common to all nodes. GRUs are recurrent neural networks with a

gating mechanism that mitigates the vanishing gradient problem in standard recurrent

neural networks [82]. The input vt
i is a concatenation of the feedforward projections

at node i: vi(t) =
⇣

↵

(1)
i (t), �(1)

i (t), ↵(2)
i (t), �(2)

i (t)
⌘>

.

Finally, a linear readout of the hidden states is computed to obtain the GNN

outputs:

ŷi(t) = Rixi(t). (5.9)

The nodes on the underlying graph correspond to Ns spatial locations in a 2D

visual field. I assume that this graph has a 2D grid like structure and has only

nearest neighbor interactions, with unknown edge weights eij. The GNN is trained

so that the outputs ŷi(t) match the actual response projections:
⇣

A

(1)
i (t), B

(1)
i (t), A

(2)
i (t), B

(2)
i (t)

⌘>
, at each time t. In other words, the parameters
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of the message update MLP, node update GRU, and the edge weights are trained to

minimize the error between the GNN readouts and the actual response projections.

Consequently, these trained inner neural networks capture the inference dynamics of

the neural population. Once trained, the entire GNN can be reused on di↵erent graphs

without alteration, simply by running it on a di↵erent graph with di↵erent inputs,

resulting in a generalized application of the inferred canonical transformations. This

entire computational pipeline is illustrated in figure 5.4.
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Figure 5.4 : Schematic of the pipeline for inferring the latent inferential dynamics from
neural population responses. The pipeline comprises two main stages. In the first
stage, the neural tuning properties and the spatial distribution of the RFs are used
to construct population codes, and to find the relevant projections of the population
activity that represent the local marginal posteriors over the underlying orientation
field. In the second stage, a GNN is used to characterize the lateral interactions
among these population codes.

GNN features for image classification

The GNNs trained on the projections of neural population responses can be incor-

porated in an image classification task as follows. The input images are first pre-

processed to obtain local orientation and contrast fields, and tiled into a grid of
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spatial locations that define the underlying graphical model. Next, for a given neural

data set, the mean response to each input image is computed using the local orienta-

tion and contrast estimates and the neural tuning properties. These mean responses

are then used to construct the population feedforward projections, which are provided

as inputs to a GNN previously trained to capture the inferential dynamics of the cor-

responding neural population. However, since these GNNs are trained on dynamic

inputs, each input is repeated for T timesteps. The hidden states of the GNN at time

T , xi(T ), i = 1, ..., Ns, are then provided as input features to a machine learning

algorithm for image classification.

5.2.3 Results

I applied the analysis pipeline on mouse V1 neural responses obtained using two pho-

ton calcium imaging. Each data set comprised the activity of approximately 1000

neurons. The input stimuli used in these data sets were a selection of naturalistic

stimuli. I designed a contrast-modulated orientation field stimulus, named ‘Varma’

(figure 5.2), to highlight the e↵ect of lateral connections. The stimulus does not

possess object-based structure, but instead exhibits controlled local correlations that

should allow context to provide extra information about local orientation even when

that location’s contrast is too low to provide reliable direct evidence. Selected Hol-

lywood movie clips, and colored noise stimuli with orientation bias were also used.

Additionally, responses from deep learning architectures optimized specifically to pre-

dict neural responses on these stimuli were also analyzed [63].

For each dataset, (i) the stimulus orientation and contrast fields were obtained us-

ing standard image processing techniques, (ii) neural tuning properties were obtained

and used to compute the neural feedforward projections, and (iii) a GNN was trained
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so that its output matches the actual response projections. The GNN hidden states

were used as input features of a simple artificial neural network model performing

image classification of the CIFAR-10 data set, which contains 60000, 32 ⇥ 32 color

images in 10 di↵erent classes.

Figure 5.5 : Comparison of the prediction-target correlation across di↵erent mod-
els, for two di↵erent variants of the Varma stimulus (short and long range spa-
tial correlation). I compare the correlations for each of the response projections:
A

(1)
, B

(1)
, A

(2)
, B

(2). Observe that the GNN with lateral connections only marginally
outperforms the ‘feedforward’ GNN, which suggests that purely feedforward process-
ing is just as good at explaining the deviations from the baseline projections.

The performance of the image classifier, incorporating features from the GNN

trained on neural responses, was evaluated as follows. To highlight the influence

of the lateral interactions, I compared classifiers using features from (i) the trained

GNN with lateral connections switched OFF, (ii) lateral connections ON, and (iii)

a ‘feedforward’ GNN. This ‘feedforward’ GNN is separately trained with no lateral

connections to begin with. To be precise, this network has no messages and thus

performs only local information processing according to the node update functions.

Unfortunately, the preliminary results indicate that the model with lateral connec-

tions ON only marginally outperforms the model with lateral connections OFF and

the feedforward model. The motivation behind using a GNN is that its explicit lat-

eral connectivity would capture the inherent lateral interactions in the neural activity.
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However, in figure 5.5, I observe that purely feedforward processing explains devia-

tions of the actual response projections from the baseline projections just as well as

the fully recurrent GNN with lateral connectivity.

5.3 Discussion

The first practical applications of the Inferring Inference framework to responses

from mouse V1 did not reveal any compelling influences of lateral connectivity in V1.

There are several reasons for this, including the simplifying assumptions made in the

population coding model, aspects of experimental design, and the properties of the

data used in these analyses.

Although the data sets had many neurons, their activity was very noisy and

their receptive fields covered a narrow range of visual space, limiting the number

of lateral interactions that could be observed. I expanded the coverage of visual

space and increased response reliability by using responses from state-of-the-art deep

learning models specifically trained to predict neural responses to naturalistic stimuli

[63]. However, the versions of these networks we used did not reveal interesting

lateral interactions in the low-dimensional orientation space. This is at least partly

because much of the slow underlying neural responses modeled by these networks

could be explained without any recurrence. One important concern is the time-scale

at which the inference dynamics occur compared to the temporal resolution of two-

photon imaging. The maximum sampling frequency used in our measurements was

approximately 12 Hz, which might not be high enough to capture inferential dynamics

in mouse V1. Another possibility is that the training stimuli for these networks were

such that the feedforward evidence mostly dominated lateral interactions. Future

work will focus on models for which recurrent dynamics are demonstrably important
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predictive features.

The fully general application of the inferring inference framework requires us to

simultaneously infer the neural representation of relevant variables, the underlying

graphical model and the canonical inference dynamics. Here, I made strong assump-

tions about the encoding model: V1 neurons are conditionally independent encoders

of orientation. It was sensible to choose orientation as the variables for a probabilis-

tic graphical model because we know about orientation selectivity in V1. However,

it is not perfectly clear what set of features mouse V1 neurons are tuned to. More

recently, it has been demonstrated that neural selectivities in mouse V1 are more

complex than mere Gabor functions [83]. Thus, the ideal approach is to learn the

neural encoding model from data, instead of simply assuming that the relevant latent

features are orientations. One flexible method is to learn an autoencoder structure

with inference dynamics in the bottleneck latent space. This added flexibility will also

provide opportunities to generalize to hierarchical inference. If we can successfully

address these issues, the message-passing framework can provide valuable insight into

the brain’s inference dynamics.
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Chapter 6

Conclusion

The human brain is considered to be the most complicated system in the known

universe. One of the greatest quests in modern science is to understand how this

marvelous and mysterious system gives rise to our sensations, actions, thoughts, mem-

ories, and even contemplate questions like, “can brains understand themselves?” The

brain can be investigated at various scales using approaches ranging from molecular

and cellular studies to human psychophysics and psychology. In this work, I study

the brain at an algorithmic level. I use theoretical and computational tools to ad-

dress how the collective dynamics and connectivity of populations of neurons generate

behaviorally relevant computations.

The history of neuroscience mirrors the history of the technology used to study

the brain. A century ago, Cajal stained dead tissue to investigate the microscopic

structure of the brain. Today, modern neurotechnology allows us to observe the

activity and connectivity of thousands of neurons simultaneously, at high resolution,

in awake behaving animals. How can we use these large-scale data sets to reveal

the nature of distributed neural computation? Novel computational and statistical

tools have been developed to analyze multidimensional neural data [51–55, 58–60,

63, 64]. However, to truly gain insight into the nature of neural computation, it is

crucial to incorporate strong and principled constraints from computational theories

into these data analysis methods. In my thesis, I have developed a theory-driven

mathematical framework for directly inferring canonical computations from neural
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population responses.

The theoretical underpinnings of my framework focus on how the brain performs

probabilistic inference. To identify the brain’s inference algorithm, it is crucial to

understand how information is represented in a low-dimensional latent space embed-

ded in the high-dimensional neural responses. The Neural Message Passing theory

provides a way of understanding computation in this latent space. I posit that the

brain represents its external world as a probabilistic graphical model, and that it ap-

proximates inference on this model using canonical message passing implemented by

recurrently connected probabilistic population codes. Learning the precise form of the

latent representations and computations from data is a key challenge for neuroscience.

I have developed the first general mathematical framework for directly inferring

canonical computations in the lower-dimensional manifold occupied by dynamic neu-

ral activity. Given input stimuli and neural measurements from a perceptual inference

task, the Inferring Implicit Inference framework simultaneously finds the encoded la-

tent variables and their implicit inferential dynamics. This may seem to be an impos-

sible task, because the nonlinear dynamics on an unknown graph and an unknown

embedding are non-identifiable. However, the foundational assumption that there is

a well-defined canonical computation creates a symmetry over graphs that breaks the

degeneracy, which allows us to find a well-defined message-passing algorithm. In a

proof of concept, I have demonstrated that this framework can be used to successfully

recover the latent inferential computations of model brains. Further, analysis of these

model brains highlights that stimulus and task design is critical for understanding the

nature of the latent computations, even in simple systems.

I have also developed a more general variant of my data analysis framework, based

on graph neural networks, with the flexibility to capture the brain’s canonical nonlin-
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earities. Graph neural networks essentially extend traditional neural network methods

to graph structured domains, and provide a powerful framework for describing canon-

ical computations. I applied the GNN based analysis method to large-scale recordings

from mouse V1 generated using naturalistic visual stimuli designed to highlight the

influence of lateral connectivity.

Unfortunately, the preliminary applications of this framework to responses from

mouse V1 did not reveal any compelling influences of lateral connectivity in V1. How-

ever, many of the reasons for these failures have been identified, and it is reassuring

that there are several clear elements of the analysis method that can be improved.

One prominent reason is that I explicitly assumed that mouse V1 neurons encode an

orientation field. Although there are several neurons with reliable orientation tun-

ing, [83] demonstrates that neural selectivities in mouse V1 are more complex than

mere Gabor functions. Thus it is crucial to also identify which encoding dimensions

are relevant for neural populations. One potential approach to address this is to learn

an autoencoder structure with dynamics in the bottleneck latent space.

Another important factor is that the neural data used in my preliminary analy-

ses was obtained from mice that were passively viewing visual stimuli. However, to

reveal the structure of the brain’s latent probabilistic computations, we must study

large-scale activity patterns in the brains of animals actively performing complex,

naturalistic tasks. [84]. In future applications of my framework, it is crucial to de-

sign and use experimental tasks that can reveal the animal’s internal model and the

underlying probabilistic computations.

An exciting future direction to pursue is the use of connectomics data. We now

have access to high-resolution 3D reconstructions of cortical circuits from electron

microscopic images, which could be used to identify the various circuit motifs that
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exist in the cortex and how they interact with each other. These implementation

level details can then be incorporated in my framework to impose constraints on the

space of computations performed by neural circuits. A fully integrated approach like

this would allow us to obtain an understanding of cortical processing that spans the

computational, algorithmic and implementation levels [6].

One of the applications of my work is in artificial intelligence. Over the last decade

deep learning has yielded state-of-the-art results, in domains such as image and speech

recognition. Most deep learning models are inspired by information processing, archi-

tecture and communication patterns in biological brains. However, there are several

tasks which the brain performs naturally and robustly that deep learning methods

struggle with. Deep learning models exhibit weaknesses to adversarial inputs, and

can fail to generalize to out-of-distribution inputs, including natural, non-adversarial

ones, which are common in real-world settings. If we can infer the true latent repre-

sentations and canonical computations of biological brains and incorporate them in

deep learning algorithms, they could potentially attain higher levels of performance

and robustness.

It is highly likely that brain employs a set of canonical computational modules

that, when provided suitable inputs and connected in appropriate hierarchies, could

account for properties of intelligence. My thesis provides a theoretical framework for

understanding canonical computation in the brain, and concomitant analysis meth-

ods for identifying such computations from large-scale neural data. The successful

application of the Inferring Inference framework can provide valuable insights about

the brain’s distributed nonlinear computations, and ultimately, the very nature of

human intelligence.
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