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1 Introduction 

Houston, like any other metropolitan area, has thousands of public issues that affect 
its economy and citizens each year. In 2001, a program named Houston 311 was 
developed to aid the city’s customer service. It allows Houston citizens to report 
non-emergency issues easily via telephone, email, smart phone app, or the 311 website. 
Most importantly, citizens have the ability to rate the manner in which their complaints 
were addressed and give feedback on the resolution process to hold the city accountable 
(1). In aiding this process, it becomes extremely important to identify what exactly the 
satisfaction rating data attempt to depict. What factors of the City’s efforts have been 
successful? What are the drivers of negative feedback? What are the drivers of positive 
feedback? And how can these factors help improve the efforts set forth in the city? 

In this paper, answers to these questions are outlined in detail, taking into account 
survey, geographical, and even census information to give as descriptive results as 
possible. Over the course of 2017, Houston 311 has received over 350,000 service 
requests, corresponding to more than 300 different types of services. Over the years, 
the service has received a greater number of responses among the citizens of Houston, 
increasing the value of the analysis of the survey data (2). 

2 Motivation 

Our main objective is to identify features that predict either a positive or negative 
survey response to 311 service requests. The City of Houston hopes to gain significant 
insight from the use of a predictive model. If we are able to determine what drives 
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these responses, we can inform the city government on key operational changes they 
can make in order to deploy their resources more efficiently to effectively serve their 
community. 

3 Data Description 

Responses from the 311 customer satisfaction survey were collected from October 2016 
to July 2018. This data set originally contained 12,024 rows and after cleaning, 11,341 
individual citizen survey responses and 52 variables associated with each response were 
remaining. Each survey response is designated in its own row by a case number. Some 
of the most relevant variables included the type of service request, method of reaching 
311, caller locations and neighborhoods, start and end dates, survey satisfaction ratings 
(on a scale from 1 to 5), and finally customer comments regarding the rating. 

The majority of the variables in this data set were categorical: the citizen’s zip 
code, neighborhood, and method of reaching the program (also known as “channel 
type”). However, two important variables were numeric. The first was the Service Level 
Agreement (SLA), which refers to the number of days the city defines as the deadline 
by which the citizen’s specific service request must be completed. The mean SLA of our 
data set was 15.68 days with a standard deviation of 34.18 days. The second numeric 
variable of interest captures how many days overdue the service request was completed 
relative to the SLA. A negative number for this variable indicates that the complaint 
was resolved that many days before the deadline set by the city. The mean number 
of days overdue for our data was –6.90 days with a standard deviation of 44.38 days, 
meaning the city was resolving the complaints approximately a week earlier than the 
set SLA agreement. Ideally, the city wants to complete the service request as soon 
as possible, but if the request is always completed much earlier than the SLA, it may 
mean the city is intentionally allocating too much time to the duration between the 
open and close dates of the request. 

In addition to the 311 data set, data for block groups and census tracts were collected 
from American Community Survey Data from 2016. This data contained 28 variables 
which includes demographic information such as total population, age, race, sex, and 
also socioeconomic status based on household size, income and education. 

In order to create the full data set necessary to perform our future analyses, we 
needed to be able to place each service request in its respective census tract, and more 
specifically its block group. Using publicly available shape data, we were able to perform 
a point-in-polygon analysis and assign census tracts and block groups to each individual 
observation in our data set. After removing irrelevant variables from the original 311 
data set and joining the ACS data onto our original data set, we were left with a data 
set that contained 35 variables from both the Houston 311 survey responses and ACS 
data. 
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4 Hypotheses 

The following list contains our a priori hypotheses, but we generated and investigated 
additional hypotheses as we explored our data set further. 

•	 Long response time for complaint resolution will be negatively correlated with 
citizen satisfaction. 

–	 Delay in problem resolution will inconvenience the person who reported the 
issue, especially in urgent situations. As a result, there is expected to be a 
decrease in customer satisfaction ratings. 

•	 Race will be correlated with survey satisfaction. 

–	 Nonwhites will be less likely to be educated about 311, and as a result, they 
will likely call only in more urgent situations. Because the situations in 
which they call are urgent, ratings are expected to be lower, as the citizen 
will have greater desire for the problem to be addressed in a timely manner. 

•	 Higher socioeconomic status will be negatively correlated with survey satisfaction. 

–	 Higher socioeconomic status affects citizens’ access to information about 311. 
This accessibility to information will be correlated with higher frequency of 
calls, which could be correlated with lower satisfaction. 

•	 The method of reaching 311 such as phone call, email, web application, and other 
means will influence the satisfaction ratings. 

–	 The methods may have different response times which will affect survey 
satisfaction ratings. For example, phone calls provide an instant response by 
directly having a conversation with a 311 representative which is not the case 
for email or web application. Different methods may also produce different 
results due to response bias brought upon by the survey method selected. 

To investigate these hypotheses, we will use predictive modeling techniques such 
as logistic regression and random forest. We will focus on using techniques that offer 
interpretable results so that we can identify and validate the stability of features that 
drive citizen satisfaction. 

5 Literature Review on 311 Program 

There are over 300 specific types of services catered to the people of Houston that can 
be requested through Houston’s 311 system. Some of the most common among them 
are water leakage, missed garbage pickup, traffic signal maintenance, and dead animal 
collection. (3) 
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In fact, some more notable comparable programs exist in San Diego, Chicago, New 
York, and San Antonio, all of which retain the concept of a “311” hotline and online 
service that allow citizens to easily report issues they see. They all seem to be the same 
in overall purpose; however, the cities are unique in the way they pursue their causes. 

For example, in San Diego, the city has taken an advanced technological approach. 
In collecting data from its customers, the city has elected to partner with the mobile app 
Waze. Waze is a global positioning system navigation app that also incorporates social 
media elements and consumer-reported traffic incidents to make traveling more efficient 
(4). Because the city joined forces with Waze, its officials were able to solve consumer 
traffic problems and potential issues at an entirely new level with minute-by-minute 
updates. In addition, San Diego reevaluated what consumers wanted and what the city 
could possibly do to make its citizens happier with their services. Especially useful to 
Houston 311’s evaluation, after considering the satisfaction the city’s residents reported, 
San Diego 311 made its website and online tools as user friendly as possible to make 
reports as easy as possible (5). 

In Chicago, the city emphasizes accountability with call logs directly published on 
the website, transparently showing exactly what the city is working on at the time (6). 
The New York and San Antonio programs are focused on easy functionality and ability 
to report issues both on the website and on their mobile app (7) (8). In fact, each 
city has, to some extent, focused its energies on building mobile apps to improve the 
convenience of reporting issues. While Houston 311 has a mobile app as well, it is not 
as utilized as frequently as other channels. 

In contrast, according to the services listed on their respective websites, Houston 
311 seems to cover more issues than those of comparable programs (3). As stated 
previously, one of the unique characteristics of Houston 311 is that it covers over 300 
different types of issues in the Houston area. Considering the wider range in services, 
Houston’s satisfaction surveys presumably could exhibit patterns that are unlike those 
of the other locations. 

Another outside factor that could substantially affect survey satisfaction ratings is 
the race and ethnicity of the participant. Studies have shown that race has a significant 
impact on a citizen’s level of civic engagement and their trust in the government. For 
instance, in a study done concerning the city of Atlanta, it was shown that race was a 
significant factor in determining a citizen’s trust in Atlanta’s government. The study also 
showed that black residents actually felt that their areas of town received significantly 
worse public services than that of their white counterparts. Their white counterparts 
agreed (16). Another study based specifically on public services, residential stability, 
and other factors of a person’s life showed that neighborhoods with fewer resources 
have much less access to public services like community centers, safe playgrounds, and 
public transportation. It revealed that the lack of services as basic as these can have a 
huge impact on a person’s everyday life (17). 

Although these may not seem extremely important when first considered, if minority 
families cannot trust their governments to provide equitable services, they likely will 
not trust them to fix the problems that they see in their everyday lives either. Because 
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of this, it would be reasonable to assume that members of these populations would be 
substantially less likely to call Houston 311 unless under some sort of serious situation, 
at which point, the ratings that they provide could be significantly skewed. 

6 Literature Review on Response Rate 

Oftentimes exacerbated by trends previously mentioned, one fear that always accom
panies survey response data is response bias. Response bias refers to the fact that 
when responses are given voluntarily, data can be unreliable due to underrepresentation 
from certain populations (20). Broadly, research results can be biased if the portion 
of people who are not responding is nonrandom (21). In context of the Houston 311, 
this would refer to hypothetically discovering that a certain demographic group, say 
African Americans, were less likely to fill out Houston 311’s satisfaction survey than 
their counterparts of other racial groups. This would result in a biased data set, as 
African Americans would be underrepresented in said data set, which could skew the 
data in favor of the responses of other racial groups. 

In actuality, uneven representation with respect to factors such as language, socioe
conomic status, and geographical location can also bias the data given by Houston 
311. In fact, research has shown that people who live in urban areas are more likely 
to speak solely foreign languages (21). While Houston 311 surveys are administered 
in more languages than just English, English is still the default language for survey 
administration, and there are still plenty of languages that could potentially be an 
individual’s primary language that are not represented on the survey at all. For example, 
according to the US Census Bureau, as of 2013, four percent of Houston’s households 
spoke an Asian language as the primary in the household, creating an extra burden for 
these individuals to fill out surveys initially administered in English (22). 

Many other widespread surveys, including The Kinder Institute for Urban Research’s 
Houston Area Survey, utilize weighting methods to account for populations that are 
less likely to respond. According to Dr. Stephen Klineberg, the founder of the 
Kinder Institute, the organization weights the responses belonging to members of 
underrepresented groups more heavily in hopes of amounting to the inputs of those 
missed (23). To our knowledge, there have been no major studies of trends like these 
with respect to Houston 311 surveys, there is no historical information to indicate the 
populations for which this may be true for Houston 311. And as a result, it could be a 
very difficult practice to implement in the near future. But the trends expressed in these 
other surveys do show that demographic information, such as race and geographical 
location could be something important to include in our analysis. 

Statistics also show that the method through which an individual is contacted 
can have a substantial effect on the response rate of the survey. For example, this 
particular subject was examined in great detail by researchers Yehuda Baruch and 
Brooks C. Holtom in the early 2000s, and they found observable differences among 
different methods of survey distribution, including between traditional mail, email, and 
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web browser surveys (24). Concerning Houston 311, there are seven different methods 
through which individuals could have completed the survey, potentially making the 
issue even more complex. 

7	 Background and Literature Review on Text Anal

ysis 

Taking into account potential differences in response based on uncontrollable factors, 
we found it very important to take into account the raw comments given by citizens. 
Regardless of a person’s method of reaching 311, someone’s comments could reveal 
specific things that Houston 311 is doing spectacularly or especially poorly that could 
not be indicated by numbers alone. In order to analyze the comments that we received 
from the members of the community, we used the up and coming method of sentiment 
analysis. Sentiment analysis examines data in a way that allows for the extraction 
of additional information beyond what is directly stated, including the mood of the 
speaker and the attitude being depicted (9). The method often involves machine 
learning techniques so that text and speech can be evaluated without the need for 
human interaction (10). 

In its simplest form, the method can be used to evaluate statements as positive 
or negative (i.e. classifying Twitter posts about a particular subject as supportive or 
unsupportive), which can be helpful for classifying responses that would otherwise be 
considered neutral. However, it does have drawbacks, including its inevitable inability 
to correctly parse sarcasm or irony taken out of context (11). It also generally fails to 
take into account many of the things that humans use to classify information given 
by others, especially those they are familiar with, including tonal stress, expressive 
gestures, and habits of the speaker (12). In the context of comments, they are generally 
given in an isolated manner, meaning there is not much other information given about 
that individual. 

It also shows that in order to have the best results, it is important that the questions 
are given in very similar context to avoid influencing answers and creating response 
bias. Response bias refers to any situation in which the person taking the survey is 
answering untruthfully. Anything that could bias a person including the method by 
which the questions are communicated (phone, fax, internet, etc.) could lead a person 
to respond differently than they would in a separate scenario (13). For example, in 
a 2008 study, it was shown that even in surveys that are self-reported, people have 
a tendency to want to depict themselves in a favorable light (14). This effect could 
be intensified when others are a part of the scenario, such as when a survey is given 
over the telephone. In a political research study published by Cambridge University, a 
small, but substantial difference was found between survey responses given over the 
internet and those that were actually spoken over the phone (15). While the Houston 
311 survey requests are submitted over five channels, these findings do clearly depict 
that the method through which a person is inquired can have a real impact on the 
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satisfaction response that they give. 

8 Data Wrangling 

The distribution of citizen survey satisfaction ratings was heavily skewed towards the 
extreme range values of 1 and 5, with very few responses in the neutral classifications of 
2-4, as seen in Figure 1. This highly non-normal distribution indicated that the middle 
range of scores would not be helpful in identifying which factors were most important 
in whether a citizen was satisfied with the city’s response. To fulfill our objective of 
building a predictive model, we decided to classify our satisfaction variable as a binary 
satisfied or unsatisfied descriptor. 

In order to classify the satisfaction scores into a binary variable (Satisfied / Un
satisfied), we had to modify the original 1-5 satisfaction score to fit into these two 
categories. To do this, scores of 1 and 2 were grouped into the “Unsatisfied” category 
and scores of 4 and 5 were grouped into the “Satisfied” category. However, this still left 
the neutral scores of 3, which accounted for a small portion of our data (4.5 percent of 
responses). After discussing these concerns over the interpretation of the neutral scores 
with the City’s chief data scientist, he informed us that because of what we found, 
the 311 program intended to switch the rating system citizen respond with from a 1-5 
scale to a binary scale. Due to this policy change, we felt confident that removing the 
responses corresponding to a scores of 3 was the best option in creating an accurate 
model of future variable performance. 

Figure 1: Histograms of Full-Scale Ratings Compared to Re-categorized Binary Rating 

After re-categorizing the satisfaction scores into a binary variable, we notice that 
the majority of callers were satisfied with the outcome of their call. However, almost a 

7
 



third of all calls still result in an unsatisfactory score, which leaves a lot of room for 
improvement. 

9 Exploratory Data Analysis 

Figure 2: Number of Days in Service Level Agreement 

We began our exploratory data analysis by visualizing the distribution of days in 
the service level agreements (SLA) for all citizen complaints. Recall that the SLA refers 
to the number of days the city allocates to resolving the service request. This SLA 
varies based on the type of service request. As seen in the above plot, the majority 
of SLAs fall within 30 or fewer days of the initiation of the service request. However, 
there are a few outlying SLAs with much longer deadlines, even falling as far as 365 
days after the service request was placed. 

The following table displays the ten longest SLAs by service type, with the longest 
SLA associated to resolving an issue with a dangerous building. 
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Service Request Service Level Agreements (days) 
Dangerous Building 365 

Nuisance On Property 180 
Junk Motor Vehicle 176 
Minimum Standards 153 
Tree Stump Grinding 116 

Tree Trim 75 
Unregulated Boarding House 71 

Health Code 55 
Tree Code Violation 52 

Tree Removal 51 

Table 1: Long Service Level Agreements
 

Figure 3: Number of Days Service was Overdue 

Next, we visualized the distribution of the number of days the service request was 
completed relative to the SLA. A negative value denotes the number of days the service 
request was resolved before the SLA, whereas a positive value denotes the number of 
days the service request was overdue. This plot revealed that most service requests 
are completed very close to the SLA, with the distribution skewing toward an early 
completion. There were a number of outlying points indicating that on average, a given 
service request was completed earlier than the initiation of the associated SLA duration. 
These data points may reflect an impossibility due to a reduction in the SLA during 
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the time period in which the survey responses were collected. We decided to further 
examine how frequently these instances occurred. 

Service Request Maximum Days Early Mean Days Early 
Dangerous Building 517.78 423.86 

Nuisance On Property 260.90 184.16 
Junk Motor Vehicle 254.99 174.17 
Minimum Standards 223.00 177.33 
Tree Stump Grinding 114.04 41.67 

Unregulated Boarding House 93.82 37.60 

Service Request Count 
Dangerous Building 30 
Junk Motor Vehicle 27 
Minimum Standards 25 
Nuisance On Property 183 
Tree Stump Grinding 5 

Table 2: Service Request Types by Days Earlier than SLA 

Table 2 summarizes the service request types for which the overdue variable is more 
negative than the SLA could be and the number of instances in which the request is 
completed more than 100 days early. We found that this impossibility occurs in only 
five SR types, and after speaking to the City’s chief data scientist, we plan to remove 
these cases for further analysis. 

To better explore any differences in satisfaction between different channels of reaching 
311 and among different types of service request, we disaggregated average satisfaction 
percentages for each category. 

Channel Type Frequency of Responses Percentage of Responses Satisfaction 
Voice in 9448 85.56% 65.00% 
WEB 1175 10.64% 60.34% 
WAP 353 3.20% 54.96% 

e-mail in 43 0.39% 32.56% 
SMS in 22 0.20% 54.55% 

Face2Face 1 0.01% 100% 
Mail in 1 0.01% 100% 

Table 3: Satisfaction by Channel Type
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Service Frequency of Percentage of Service Mean Satisfaction 
Request Responses Responses Level Days 

Agreement Overdue 
(days) 

Missed 1147 10.39% 4.00 -0.73 43.68% 
Garbage 
Pickup 
Container 1093 9.90% 10.00 14.08 65.97% 
Problem 
Sewer 938 8.49% 1.00 2.91 83.05% 
Wastewater 
Water Leak 912 8.26% 10.00 -5.57 75.55% 
Missed 549 4.97% 4.00 0.75 52.82% 
Recycling 
Pickup 
Water 429 3.88% 2.00 -0.97 82.28% 
Service 
SWM 356 3.22% 1.12 0.15 32.58% 
Escalation 
Street 340 3.08% 10.00 -4.30 65.59% 
Hazard 
Drainage 307 2.78% 30.00 -17.88 42.35% 
Recycling 265 2.40% 14.00 13.64 75.47% 
Cart Repair 

Table 4: Satisfaction by Service Request Type
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Figure 4. Number of Survey Responses by Hour of Day 

Figure 4 shows the breakdown of survey responses by the hour of the day in which the 
311 request was submitted. It also shows the breakdown of binary satisfaction rating 
for each hour. While there are no clear trends in which times have higher or lower 
satisfaction ratings, we can observe that 9 AM and 10 AM are the most frequent hours 
for calls to be submitted. 

Figure 5. Number of Survey Responses over Time by Satisfaction 

Figure 5 shows the number of survey responses over time, including the breakdown of 
satisfied responses and unsatisfied responses. There are two clear peaks in response 
frequency in mid 2017 and early 2018, with a period of low frequency coming in late 
2017. 
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Figure 6. Number of Survey Responses over Time by Service Request Type 

Figure 6 shows the number of survey responses over time, including the breakdown 
by the service request type. Only the top 10 most frequent service request types are 
shown. All other service request types are categorized as “Other”. 

Figure 7. Proportion of Satisfied Responses over Time
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Figure 7 shows the proportion of satisfied responses over time. A simple moving average 
was used to smooth this plot with n = 2 months. A lack of frequency of responses 
skews the earlier part of the graph, but the overall trend shows a slight increase in 
satisfaction rate over time. 

Unit of Citizen Number Number of 
Time Satisfaction of Surveys 311 Requests 
Day of Month Not Significant Not Significant Not Significant 
Day of Week Not Significant Significant Significant 
Month of Year Significant Significant Significant 

Table 5: Differences in Citizen Satisfaction, Number of Survey Responses, and Number 
of Houston 311 Requests Over Time 

In the above table, an ANOVA (Analysis of Variance) was run to determine if there 
were any time trends that could be pointed out by the data with respect to customer 
satisfaction ratings, the number of survey responses received, and the number of 311 
requests received. The test shows whether these variables vary substantially across the 
days of the week, the days of the month, and the months of the year. 

Based on these results, it is clear that all three variables vary significantly across 
the months of the year. This provides evidence that some months generally may have 
different levels of customer satisfaction, numbers of survey responses, and numbers of 
Houston 311 requests than others. The same goes for the day of the week with respect 
to the number of surveys and the number of Houston 311 requests. To get an idea of 
what these relationships look like, we graph them below: 

Customer Satisfaction vs. Month
 

Figure 8. Requests, Surveys, and Satisfaction vs. Relevant Units of Time
 

14
 



Number of Surveys vs. Month Number of Surveys vs. Week Day
 

Number of 311 Requests vs. Month Number of 311 Requests vs. Week Day 

Figure 8 (continued). Requests, Surveys, and Satisfaction vs. Relevant Units of Time 

Based on these figures, a few basic observations can be made. There seems to 
be slightly higher customer satisfaction in the winter season. There also seems to be 
substantially fewer survey responses and 311 requests on Tuesdays and Wednesdays 
specifically. In addition, we notice much fewer survey responses in the spring and more 
towards the end of the summer, as well as the beginning of the year. However, these 
same trends don’t hold with respect to the number of 311 requests, for which we only 
see relatively high responses in September and April. This difference in September 
could be due to the effects of Hurricane Harvey in September of 2017. 

To examine the potential effect of Hurricane Harvey, a one-sample t-test was run to 
compare the number of responses in September 2017 to that other months. We found 
that the number of responses in September was in fact significantly different. This is 
presumably due to Hurricane Harvey or what can be colloquially referred to as the 
”Harvey effect.” As a result, the September result may be abnormal, but it can still be 
seen that April has more 311 requests than the other months. 
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Figure 9. Word Cloud from Survey Comments 

Figure 9 shows a word cloud of the top 50 most frequent words of the comment 
section of the surveys. Only 4,637 of the 11,341 responses included text comments, so a 
sentiment analysis approach of variable importance may not be successful if it models 
data for all service types together. Clearly, most of these words correspond to the most 
common service types (missed garbage pickup and container problems). Due to this, 
we decided to examine the average sentiment score and frequency of words within each 
service request type rather than overall. 
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Service Request Type Most Frequent Terms Percent Satisfaction 
Missed Garbage Pick Up trash, picked, garbage, pick, service 43.68% 

Container Problem can, trash, thank, service, took 65.97% 
Sewer Wastewater thank, service, great, response, problem 83.05% 

Water Leak leak, water, service, thank, job 75.55% 
Missed Recycling Pick Up picked, recycling, thank, recycle, closed 52.82% 

Water Service service, water, thank, city, response 82.28% 
Solid Waste Management Escalation trash, can, took, get, service 32.58% 

Street Hazard thank, response, city, great, service 65.59% 
Drainage drainage, problem, thank, city, service 42.35% 

Recycling Cart Repair or Replace thank, can, bin, service, recycling 75.47% 

Table 6: SR Type Frequent Words 

It is clear that many of the most frequent words specifically identify the corresponding 
service request type associated with the citizen’s response. Interestingly, the word 
”thank” is included as the most frequent word in the majority SR types, even when the 
percentage of satisfied responses is less than 50 percent. These words do not seem to 
shed much light on what actually drives the citizen to be more or less satisfied with the 
city’s response to the service type. 

Figure 10. Geospatial visualization of average survey response by block group 

Figure 10 displays survey rating at the block group level. Locating which areas have 
lower average ratings, could help us discover which factors are the cause of these lower 
ratings. 
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Figure 11. Geospatial visualization of average survey response by census tract 

Similar to the previous figure, Figure 11 displays survey rating geographically, this 
time at the census tract level. Again we want to locate which areas have lower average 
satisfaction ratings, just at a broader perspective. 

Figure 12. Satisfied survey respondents and median income by block group 

Figure 12 shows all satisfied responses by geographic location, overlying a visual of 
household median income by block group. The purpose is to examine the relationship 
between satisfaction rating and socioeconomic status. At first glance, it seems as if 
there may be a smaller number of satisfied calls in wealthier areas. However, we must 
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account for the areas that have their own government services such as West University. 
Let us see if any clearer patterns arise by looking at the unsatisfied responses. 

Figure 13. Unsatisfied survey respondents and median income by block group 

Figure 13 shows all unsatisfied responses by geographic location, overlying a visual of 
household median income by block group. Similar to the graphic above, we can see that 
the number of unsatisfied responses seem to be lacking in the wealthier areas. Likely, 
these are the areas that have their own government services, but we do not see any 
clear patterns arise either way. 

10 Feature Selection & Predictive Modelling 

One of the main objectives of this project is to identify what drives citizen satisfaction 
with the 311 Service System, or alternatively, what exactly predicts citizen satisfaction. 
We attempt to answer this question using feature selection and predictive modelling. 
Since only certain families and variations of predictive models allow for interpretation 
of feature importance, we will stick to the use of these such models. Once again, our 
main objective is not to come up with the highest-performing predictive model, but 
to come up with an interpretable and stable model that clearly identifies a subset of 
features that are most important in determining citizen satisfaction. 

Throughout this project, our group will try to pinpoint which factors can be improved 
in this process. Since many of our variables are categorical, and many contain categories 
occurring with very low frequency, it is necessary for us to aggregate some categories. 
We can observe the original categorical variables below with the number of unique 
categories within each variable. 
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Variables Categories 
SR Type 103 

Channel Type 7 
Department 10 
Division 22 

Neighborhood 88 
SR Address Type 2 

Table 7: Original Category Counts 

Since we need all variables to have all categories present in each chunked dataset 
later on, it is important for us to address this issue. In order to do this, we identify 
all categories within each variable that occur less than 20 times throughout the entire 
dataset. When this is the case, we assign instances of those categories to a category of 
”Other”. If the new category of ”Other” still has fewer than 20 occurrences throughout 
the data, we remove the rows with the category ”Other”. 

Let us also note that at the request of our client, we remove all instances of service 
request type ”SWM Escalation” and where the service request was marked to have 
been completed before it was even reported. After performing these steps, our total 
number of observations was reduced to n = 9,780 for our predictive models. We can 
see the new number of unique categories for each variable below after cleaning. 

Variables Categories 
SR Type 45 

Channel Type 5 
Department 7 
Division 16 

Neighborhood 79 
SR Address Type 2 

Table 8: New Category Counts 

Now that we have refactored our categorical variables to have a appropriate fre
quencies, we one-hot code our categorical variables to give us a dataset where p = 185 
instead of our original p = 35. We can move forward and chunk our data into train-
ing/validation, query, and test datasets. This will allow us to tune our models, compare 
different families of models, and report a final unbiased prediction accuracy of our 
model. However, our main goal is feature selection, meaning that we wish to focus 
our attention more on rigorously identifying and validating the variables that most 
contribute to predicting satisfaction. Optimizing for the highest prediction accuracy is 
not our goal. 

We randomly partitioned our responses so that 60 percent were in the training 
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set, 20 percent in the query set, and 20 percent in the test set. This partitioning was 
constrained so that the proportion of satisfied and unsatisfied responses was the same 
in all three sets. 

Dataset Observations
 
Train/Validation 5869
 

Query 1956
 
Test 1955
 

Table 9: Train, Query, and Test
 

10.1 Hypothesis Testing for Marginal Associations 

In order to test our hypotheses and perform feature selection for our predictive model, 
we want to first understand how correlated each predictor variable is with the binary 
outcome variable of satisfaction. For our categorical variables, we use a Chi-squared test 
of independence to determine if there is any association. For our continuous variables, 
we use a independent 2-group t-test to determine if the there are significantly different 
values for the two classes. For both tests, we define our null-hypothesis to be that the 
two variables are independent, or rather, that they are not correlated. 

After performing our statistical tests, we adjust the p-values for multiple comparisons 
using a Bonferroni correction to control the false discovery rate and Type I error. We 
choose α = 0.05/k where k is the number of total comparisons. After performing all 
comparisons, our significance level was calculated to be α = 0.000284, which is quite 
small. Let us note that k = 176 as we were only able to perform Chi-squared tests of 
independence for variables that had a frequency of greater than 5 for all values in their 
contingency table. 

After performing all of our tests for independence, we were able to provide evidence 
against some of our earlier hypotheses. Namely, that race and socioeconomic status 
were significantly correlated with satisfaction. 
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Variable t-Statistic Degrees of p-value 
Name Freedom 

Poverty Ratio 0.5 0.39 4141.56 0.70 
Poverty Ratio 0.5-0.99 -0.29 4198.97 0.77 
Poverty Ratio 1-1.49 0.39 4192.72 0.69 
Poverty Ratio 1.5-1.99 1.74 4051.52 0.08 

Poverty Ratio 2 and Over -0.79 4165.92 0.43 
White -0.56 4109.96 0.58 
Black 1.14 4130.25 0.26 
Asian -0.68 4164.767 0.50 
Other -0.96 4246.02 0.33 

Median Household Income -0.15 4091.81 0.88 

Table 10: Demographic Information T-test Results 

We note that a larger t-statistic is indicative of a greater difference in the means of 
the two groups (i.e. satisfied vs. unsatisfied). Using the t-statistic and the Degrees of 
Freedom we can generate a probability that the two means are equal (i.e. the p-value) 
and come to a conclusion about our hypothesis. And as shown above, each of these 
variables pertaining to poverty, race, and median household income had p-values that 
were not below our α level. 

In contrast to our hypotheses about race and socioeconomic status, we observed 
some evidence of dependence between the time overdue and the method of reaching 
311. 

Variable t-Statistic Degrees of p-value 
Name Freedom 

Time Overdue 2.86 3712.84 4.26e-03 

Table 11: Timing t-test Results
 

Variable 
Name 

Chi-Squared 
Statistic 

Degrees of 
Freedom 

p-value 

Request Method: SMS 
Request Method: Call 
Request Method: WAP 
Request Method: Web 

0.128 
16.17 
1.23 
2.75 

1 
1 
1 
1 

0.72 
5.79e-05 
4.53e-04 
0.10 

Table 12: Request Method Chi-Squared Test Results 

We note that a larger Chi-squared statistic is indicative of a greater difference 
between the observed and expected value of the cells in the contingency table for a 
categorical variable and our outcome variable of satisfaction. We again can generate 
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a probability that the observed values are different than the expected value from the 
Chi-squared statistic and the Degrees of Freedom. 

Although we did not technically reject the null-hypothesis of independence for 
time overdue due to our adjusted p-value, we still see evidence to the contrary as our 
raw p-value is quite small. We can investigate this relationship further through our 
predictive modelling. 

10.2 Filtering for Models 

Since adjusting for multiple comparisons significantly reduces the power of our statistical 
tests, as we mentioned before, we will choose a raw p-value cutoff of α = 0.005. Using 
this cutoff, we can proceed with the following variables that we filtered using our tests 
for marginal association. 

Selected Variables
 
Days Overdue Age: 75 and Over SR Type: Dead Animal
 

SR Type: Drainage SR Type: Fire Hydrant SR Type: Health Code
 
SR Type: Missed Garbage SR Type: Missed Recycling SR Type: Yard Waste
 
SR Type: Parking Violation SR Type: Pothole SR Type: Recycling Cart
 

SR Type: Participation SR Type: Sewer Waste SR Type: Spilled Debris
 
SR Type: Storm Debris SR Type: Traffic Signs SR Type: Water Leak
 
SR Type: Water Valve SR Type: Water Service Channel Type: Voice In
 
Channel Type: WAP Department: PWE Department: SWM
 
Division: Env. Health Division: Parking Division: Public Utilities
 

Division: Street/Drainage Division: Traffic Operations Neighborhood: Lake Houston 
Neighborhood: Astrodome Address Type: Intersection Neighborhood: West Branch 
Neighborhood: Pleasantville Neighborhood: Museum Park 

Table 13: Selected Variables from Filtering 

10.3 Logistic Regression 

We will first compare £1 (LASSO) penalized logistic regression, £2 (Ridge) penalized 
logistic regression, and Elastic Net logistic regression (which combines both methods) to 
determine which model performs best. We use 10-fold cross-validation and a grid-search 
for the Elastic Net to find the optimal values or optimal value combinations of the 
hyper-parameters. 

10.3.1 LASSO Logistic Regression 

We fit our LASSO model on the entire training set at the optimal lambda derived from 
cross-validation and get the following prediction accuracy on the query set and obtain 
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a prediction accuracy of 67.68% overall. We also report the confusion matrix with the 
prediction accuracies for each class as well as examine the ROC curve. 

Unsatisfied Satisfied 
Prediction: Unsatisfied 225 455 
Prediction: Satisfied 177 1099 

Class Accuracy 55.97% 70.72% 

Table 14: LASSO Logistic Regression Confusion Matrix 

Figure 14. LASSO ROC Curve 

The ROC curve indicates that the LASSO is mainly just predicting only slightly 
better than a random guess. 

10.3.2 Ridge Logistic Regression 

Next, we fit our Ridge model on the entire training set at the optimal lambda derived 
from cross-validation and get the following prediction accuracy on the query set and 
obtain a prediction accuracy of 67.74% overall. We also report the confusion matrix 
with the prediction accuracies for each class as well as examine the ROC curve. 

Unsatisfied Satisfied 
Prediction: Unsatisfied 226 454 
Prediction: Satisfied 177 1099 

Class Accuracy 56.07% 70.77% 

Table 15: Ridge Logistic Regression Confusion Matrix 
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Figure 15. Ridge Complexity vs. Prediction Accuracy and ROC Curve 

10.3.3 Elastic Net Logistic Regression 

We fit our Elastic Net model on the entire training and get the optimal combination of 
hyper-parameters through cross-validation. After finding the optimal parameters, we 
obtain a prediction accuracy of 67.79% overall. We also report the confusion matrix 
with the prediction accuracies for each class as well as examine the ROC curve. 

Unsatisfied Satisfied 
Prediction: Unsatisfied 234 446 
Prediction: Satisfied 184 1092 

Class Accuracy 55.98% 71.00% 

Table 16: Elastic Net Confusion Matrix 

Figure 16. Elastic Net Complexity vs. Prediction Accuracy and ROC Curve
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10.3.4 Penalized Logistic Regression Results 

After trying the different methods in the penalized logistic regression model family, we 
had the following results: 

Method Training Accuracy Query Accuracy Lambda Alpha 
LASSO 0.69535 0.67689 0.0018918 1.00 
Ridge 0.69586 0.67740 0.0180578 0.00 

Elastic Net 0.69535 0.67791 0.0048866 0.05 

Table 17: Penalized Logistic Regression Results 

We can see that the Elastic Net performed the best out of all of the penalized logistic 
regression methods by a very marginal amount. Essentially, all of these different models 
predicted with about the same accuracy differing by at most 0.11%. Thus, it is still 
reasonable for us to use the LASSO for feature selection moving forward as it has the 
property of automatic feature selection without the use of a threshold. 

10.3.5 Feature Selection with LASSO 

After assessing the predictive accuracy between the penalized logistic regression, we use 
the LASSO to select our features of importance. In order to generate stable results, we 
use re-sampling with replacement from our data, or bootstrapping. In each iteration, 
we take a bootstrapped data set and use 10-fold cross validation in order to generate 
our optimal lambda on each data set. After finding our optimal lambda, we record 
which features have been selected by the LASSO model. We perform this process 500 
times and calculate a ”coverage” percentage for each variable, or the rate at which the 
variable was selected for all of the iterations. We then choose all of the features that 
were present in more than 80% of our bootstrap trials. 

Next, we take our subset of selected features and fit a simple univariate logistic 
regression model on new unseen data in order to understand each feature’s marginal 
effect on the odds of satisfaction. Fitting these univariate models on new data allows 
us to come up with unbiased estimates of the effect of each variable since we are not 
over-fitting to past data already used in the training and feature selection process. Just 
as we did previously, we must also adjust for multiple comparisons using the Bonferroni 
method. In this case, k = 20 comparisons. 

We can look at the variables with the largest z-scores (both negative and positive) 
to get a sense of which variables have the most significant effect on citizen satisfaction. 
First we look at those with the strongest positive effect: 

We can see that when α = 0.05/k = 0.0025 only two of the variables with a positive 
effect are deemed significant. However, we see that many of the variables we identified 
as having negative effects are highly significant. Several service request types, the 
method of calling into 311, and the number of days overdue were all observed to be 
significant predictors of satisfaction. It is important to note that the effect of each 
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Feature Coverage 
SR Type: Missed Garbage Pickup 1.000 

Division: Public Utilities 1.000 
SR Type: Drainage 0.998 

SR Type: Missed Recycling Pickup 0.998 
SR Type: Pothole 0.980 

SR Type: Storm Debris Collection 0.980 
SR Type: Dead Animal Collection 0.976 
SR Type: Recycling Participation 0.962 

SR Type: Recycling Cart Repair or Replace 0.950 
Channel Type: Voice In 0.942 
Channel Type: WAP 0.928 
SR Type: Health Code 0.918 
SR Type: Spilled Debris 0.914 

Division: Environmental Health 0.914 
Days Overdue 0.906 

Division: Traffic Operations 0.896 
SR Type: Missed Yard Waste Pickup 0.874 

Neighborhood: Lake Houston 0.854 
SR Type: Parking Violation 0.834 
Neighborhood: Museum Park 0.814 

Table 18: Coverage from Bootstrapped LASSO
 

Features Beta SE Z-score P-value Odds Effect 
Division: Public Utilities 0.91 0.08 10.91 1.1e-27 148% 
Channel Type: Voice-In 0.30 0.09 3.26 0.001 35% 

Table 19: Strongest Positive Effects
 

Features Beta SE Z-score P-value Odds Effect 
Service Request Type: Missed Garbage Pickup -1.34 0.12 -11.18 5.2e-29 -74% 
Service Request Type: Storm Debris Collection -1.09 0.23 -4.68 2.8e-06 -66% 

Service Request Type: Drainage -0.86 0.19 -4.62 3.8e-06 -58% 
Days Overdue -0.01 0.00 -3.84 1.2e-04 -0.005% 

Service Request Type: Missed Recycling Pickup -0.59 0.17 -3.39 7.0e-04 -45% 

Table 20: Strongest Negative Effects 

feature is for every one-unit increase, therefore the marginal effect of days overdue 
appears to be quite small. However, if we compound this over many days the odds 
effect would be a much larger negative value. Even though the effect is small, the effect 
is still statistically significant. These results are quite interesting and provides strong 
evidence for some of our a priori hypotheses. 
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10.4 Random Forest 

After trying various versions of penalized logistic regression, it was important that 
we also try some non-linear predictive models that allow for interpretation of feature 
importance. We elected to use a Random Forest model which generates predictions 
from an ensemble of simple decision trees. It does this over many bootstrap iterations 
along both the observation and feature space. We chose this model as it allows us 
to determine the predictive importance of features in our data set, while still being a 
highly powerful modern machine learning technique. After fitting our model on the 
training data, the Random Forest was able to predict on the query set with accuracy 
of 68.4%. We also report the confusion matrix with the prediction accuracies for each 
class as well as examine the ROC curve. 

Unsatisfied Satisfied 
Prediction: Unsatisfied 185 495 
Prediction: Satisfied 123 1153 

Class Accuracy 60.06% 69.96% 

Table 21: Random Forest Confusion Matrix 

Figure 17. Random Forest ROC Curve 

The Random Forest algorithm was only able to predict about 0.6% better than 
the optimal penalized logistic regression model. Even though this model is not able to 
predict with high accuracy, we can still generate significant insights by bootstrapping 
our data and calculating feature importance over many iterations. 

10.4.1 Feature Selection with Random Forest 

As we previously mentioned, the Random Forest allows us to generate measures of 
feature importance. It does this by measuring the average amount of predictive accuracy 
lost when a variable is excluded from the model, which we call Mean Decrease Accuracy 
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(MDA). Since each decision tree only takes a subset of the features, the model is able 
to calculate the error for each iteration where the feature is excluded and compute the 
MDA for the entire ensemble model. 

Since the Random Forest algorithm already bootstraps along the sample space and 
the feature space for many decision trees, the MDA metric is already relatively stable. 
However, we increase the stability of our feature importance metric by performing 
200 bootstrap iterations (over the sample space) of the Random Forest algorithm and 
take the averages of the MDA for each variable. We report the top 10 most important 
features by average MDA below. 

Features Mean Decrease in Accuracy 
Service Request Type: Missed Garbage Pickup 39.46 

Days Overdue 38.58 
Age: 75 and over 28.27 

Service Request Type: Missed Recycling Pickup 23.15 
Service Request Type: Drainage 21.97 
SR Address Type: Intersection 21.05 

Channel Type: Voice In 19.64 
Division: Public Utilities 19.50 
SR Type: Spilled Debris 19.49 

Neighborhood: Lake Houston 17.93 

Table 22: Mean Decrease in Accuracy Table 

We can see that the most important features are mostly different service request 
types. Moreover, we see a similar subset of service request types that were selected by 
the LASSO and found to be significant through logistic regression. This provides even 
more evidence that these service request types are the most important for predicting 
satisfaction among citizens using the 311 service. 

Additionally, we saw that the number of days overdue, method of reaching 311 
by phone call, as well as the percentage of citizens who were 75 or older in the block 
group were found to be important predictors for our Random Forest model. This again 
provides additional evidence for our a priori hypotheses that number of days overdue 
as well as the method of reaching 311 would be significant predictors of satisfaction. 
However, the importance of the age category of 75 or older was somewhat of a surprising 
finding and could warrant further investigation. 

11 Recommendations for Change in 311 Operations 

•	 Implement binary satisfaction response into the 311 survey. 

•	 Except for age 75 and over, demographic variables were not found to be signifi
cantly associated with citizen satisfaction. This indicates that targeting specific 
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demographic groups, such as neighborhoods, would not be an effective means to 
increase overall satisfaction. 

•	 Days overdue and certain service request types were found to be the most important 
factors in citizen satisfaction. 

•	 We believe the most effective way to improve overall citizen satisfaction is to 
decrease response time, targeting the following service request types: 

–	 Missed Garbage Pickup 

–	 Missed Recycling Pickup 

–	 Drainage 

–	 Storm Debris Collection 

12 Conclusions & Further Studies 

One thing that is clear from our results thus far is that our ability to generate a 
predictive model from the data is quite weak. However, our primary objective is to 
determine exactly which features are most predictive, not necessarily to come up with 
the most predictive model that we possibly can. Our goal is to come up with actionable 
insights that the City of Houston can incorporate into their operational models. In 
order to do this, we must be able to interpret the results more than anything. Even 
though the Random Forest predicted slightly better than Logistic Regression, it may 
be favorable to move forward using our results from the Logistic Regression as they are 
easily interpretable and can distinguish between positive and negative effects. 

Thus far, we have found strong evidence against our hypotheses that socio-economic 
or demographic variables have significant effects on citizen satisfaction with the 311 
service. However, we were only able to examine this data at the level of block group 
and therefore the data may not be representative of who was actually submitting any 
given service request. In contrast, we were able to confirm our original hypothesis that 
longer response time time would have a significant effect on citizen satisfaction. In both 
of our feature selection algorithms, days overdue was chosen as a significant predictor 
of citizen satisfaction. Moreover, we retain our hypothesis that the method of reaching 
311 was a significant predictor of satisfaction. 

In the future, we would like to address the problem of selection bias. Because only a 
small subset of all customers who receive service from the 311 program actually respond 
to the satisfaction survey, the data provided only reflects a biased sample of the overall 
population of Houston citizens. This bias arises because those citizens who do respond 
to the survey are most likely motivated to do so because they are either very happy or 
very angry with the service provided. To address this problem, we would recommend 
exploring the full 311 call log further and building a predictive model that not only 
predicts a citizen’s satisfaction, but also how likely that citizen is to respond to the 
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survey in the first place. This would allow the City to better serve all of its citizens, 
rather than just those who are currently responding to the survey. 
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