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(57) ABSTRACT 

Mechanisms for automatically grading a large number of 
solutions provided by learners in response to an open 
response mathematical question. Each solution is mapped to 
a corresponding feature vector based on the mathematical 
expressions occurring in the solution. The feature vectors are 
clustered using a conventional clustering method, or alter
natively, using a presently-disclosed Bayesian nonparamet
ric clustering method. A representative solution is selected 
from each solution cluster. An instructor supplies a grade for 
each of the representative solutions. Grades for the remain
ing solutions are automatically generated based on their 
cluster membership and the instructor supplied grades. The 
Bayesian method may also automatically identify the loca
tion of an error in a given solution. The error location may 
be supplied to the learner as feedback. The error location 
may also be used to extract information from correct solu
tions. The extracted information may be supplied to a learner 
as a solution hint. 
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MATHEMATICAL LANGUAGE 
PROCESSING: AUTOMATIC GRADING AND 

FEEDBACK FOR OPEN RESPONSE 
MATHEMATICAL QUESTIONS 

PRIORITY CLAIM DATA 

This application claims the benefit of priority to U.S. 
Provisional Application No. 62/091,342, filed Dec. 12, 
2014, titled "Mathematical Language Processing: Automatic 
Grading and Feedback for Open Response Mathematical 
Questions", invented by Shiting Lan, Divyanshu Vats, 
Andrew E. Waters, and Richard G. Baraniuk, which is 
hereby incorporated by reference in its entirety as though 

15 
fully and completely set forth herein. 

GOVERNMENT RIGHTS IN INVENTION 

This invention was made with govermnent support under 
Grant Number IIS-1124535 awarded by the National Sci
ence Foundation (NSF). The govermnent has certain rights 
in the invention. 

FIELD OF THE INVENTION 25 

The present invention relates to the field of machine 
learning, and more particularly, to mechanisms for automati
cally grading solutions to open response mathematical ques
tions. 

DESCRIPTION OF THE RELATED ART 

In modem online education, learners may take courses via 
the Internet ( or more generally, via a computer network). For 35 

example, an educational service provider may provide 
courses of instruction that the learners may access using 
their client computers. A course may include tests or assess
ments of the learner's knowledge and/or skill in relation to 
the course material. An assessment includes a number of 
questions that the learners are expected to answer. An 
instructor ( or instructors) then grades the answers to each 
question. However, in the environment of online education, 
the number of learners in a given course may be large, so 45 
large that it becomes difficult for the instructor to provide 
grades ( or, at least accurate grades) for all the learner
submitted answers. 

In a STEM-related course, the questions in an assessment 
are often open response mathematical questions, where the 
learner is expected to provide a sequence of mathematical 
expressions, demonstrating his/her solution to the question. 
(STEM is an acronym for "Science, Technology, Engineer
ing, and Mathematics.) Such questions are important for the 
testing of knowledge and skill in STEM courses. However, 55 

they may be difficult to grade because they require the 
instructor to trace the learner's flow of logic from one 
mathematical expression to the next, and determine where 
any errors are made in said flow ( or, at least, where the first 
error is made in said flow). Thus, the grading capacity of 
instructors may present a limit to the number oflearners that 
can be served in an online course. 

Even in the traditional educational environment where 
learners receive face-to-face instruction from an instructor, 
there may be a large number of learners in a course and/or 65 

a large number of solutions to grade. Thus, the same issues 
with difficulty of solution grading may exist. 

2 
Thus, there exists a need for mechanisms capable of 

enhancing the capacity of instructors ( or other agents of 
education) to provide grades for solutions to open response 
mathematical questions. 

SUMMARY 

While computer and communication technologies have 
provided effective means to scale up many aspects of 
education, the submission and grading of assessments such 
as homework assignments and tests remains a weak link. In 
this patent, we address (among other things) the problem of 
automatically grading the kinds of open response math
ematical questions that figure prominently in STEM courses. 
Our data-driven framework for mathematical language pro
cessing (MLP) may leverage solution data from a large 
number of learners to evaluate the correctness of their 
solutions, assign partial-credit scores, and provide feedback 
to each learner on the likely locations of any errors. In some 
embodiments, MLP may include three main steps. First, we 
may convert each solution to an open response mathematical 
question into a series ofnumerical features. Second, we may 
cluster the features from several solutions to uncover the 
structures of correct, partially correct, and incorrect solu
tions. We develop two different clustering approaches, one 
that leverages generic clustering algorithms and one based 
on Bayesian nonparametrics. Third, we may automatically 
grade the remaining (potentially large number of) solutions 
based on their assigned cluster and one instructor-provided 
grade per cluster. As a bonus, we may track the cluster 
assignment of each step of a multistep solution and deter
mine when it departs from a cluster of correct solutions, 
which enables us to indicate the likely locations of errors to 
learners. We test and validate MLP on real-world MOOC 
data, to demonstrate how it can substantially reduce the 
human effort required in large-scale educational platforms. 

In one set of embodiments, a method for operating a 
computer, in order to automatically grade solutions submit
ted by learners in response to a question, may include one or 
more of the following operations. 

The method may include receiving the solutions via a 
computer network, wherein each of the solutions is provided 
by a respective one of the learners, and includes one or more 
mathematical expressions, wherein a majority of the solu
tions include more than one mathematical expression. 

For each of the solutions, the method may include deter
mining a corresponding feature vector based on the math
ematical expressions occurring in the solution. 

The method may include determining measures of simi
larity between the solutions, wherein said determining 
includes, for each pair of the solutions, determining a 
measure of similarity between the solutions of the pair based 
on the corresponding pair of feature vectors. 

The method may include clustering the solutions into K> 1 
clusters based on the similarity measures. 

The method may include assigning grades to the solu
tions, wherein said assigning includes: (a) receiving grading 
input from one or more graders via the computer network, 
wherein, for each of the K clusters, the grading input 
indicates a grade to be assigned to a representative solution 
from the cluster; and (b) for each of the K clusters, assigning 
the grade of the representative solution in that cluster to the 
other solutions in the cluster. 

The method may include storing the grades for the 
solutions in a memory. 

In one set of embodiments, a method for operating a 
computer, in order to automatically grade solutions submit
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ted by learners in response to a question, may include one or 
more of the following operations. 

The method may include receiving the solutions via a 
computer network, wherein each of the solutions is provided 
by a respective one of the learners, and includes one or more 
mathematical expressions, wherein a majority of the solu
tions include more than one mathematical expression. 

For each of the solutions, the method may include deter
mining a corresponding feature vector based on the math
ematical expressions occurring in the solution. 

The method may include performing a probabilistic clus
tering algorithm based on the feature vectors ofthe solutions 
to determine: (a) K conditional probability distributions 
corresponding to K respective clusters, wherein each of the 
K conditional probability distributions characterizes a cor
responding distribution of generic feature vector y given 
membership in the corresponding cluster; and (b) for each of 
the solutions, an assignment of the solution to a correspond
ing one of the K clusters. 

The method may include assigning grades to the solu
tions, wherein said assigning includes: receiving grading 
input from one or more graders via the computer network, 
wherein, for each of the K clusters, the grading input 
indicates a grade to be assigned to a representative solution 
from the cluster; and for each of the solutions other than the 
representative solutions, assigning a grade to the solution 
based on the grades assigned to the representative solutions 
and the K conditional probability distributions evaluated on 
the feature vector of the solution. 

The method may include storing the grades for the 
solutions in a memory. 

Additional embodiments are described in U.S. Provi
sional Application No. U.S. Provisional Application No. 
62/091,342, filed Dec. 12, 2014. 

BRIEF DESCRIPTION OF THE DRAWINGS 

A better understanding of the present invention can be 
obtained when the following detailed description of the 
preferred embodiments is considered in conjunction with the 
following drawings. 

FIG. 1 illustrates one embodiment of a server 110 that 
may be used to perform any of the various method embodi
ments disclosed herein. 

FIGS. 2A-2D show example solutions to the question 
"Find the derivative of (x3 +sin x)/ex that were assigned 
scores of 3, 2, 1 and Oout of 3, respectively, by our MLP-B 
algorithm. FIG. 2A is a correct solution that receives 3/3 
credits. FIG. 2B is an incorrect solution that receives 2/3 
credits due to an error in the last expression. FIG. lC is an 
incorrect solution that receives 1/3 credits due to an error in 
the second expression. FIG. lD is an incorrect solutions that 
receives 0/3 credits. 

FIGS. 3A-3B show examples of two different yet correct 
paths to solve the question, "Simplify the expression 

(x'+x+sin2x+cos2x)(2x-3)." 

FIG. 3A shows a correct solution that makes the simplifi
cation 

in the first expression. FIG. 3B shows a correct solution that 
makes said simplification in the third expression. 

FIGS. 4A-4D illustrate the clusters obtained from one 
embodiment of MLP-S by applying affinity propagation 
(AP) on the similarity matrix S corresponding to learners' 
solutions to four different mathematical questions. Each 

node corresponds to a solution. Nodes with the same pattern 
code (sparsely dotted, intermediate-density dotted, densely 
dotted, horizontally hatched, solid, cross hatched, diagonally 
cross hatched) correspond to solutions that are estimated to 
be in the same cluster. The thickness of the edge between 
two solutions is proportional to their similarity score. Boxed 
solutions are correct; all others are in varying degrees of 
correctness. 

FIG. 5 presents a graphical model of the generation 
process of solutions to mathematical questions, according to 
some embodiments. aw a 13 and ~ are hyperparameters, z and 
<I> are latent variables to be inferred, and Y is the observed 
data defined in equation (1). 

FIGS. 6A-6D illustrate the mean absolute error (MAE) 
versus the number of instructor graded solutions (clusters) 
K, for Questions 1-4, respectively, according to some 
embodiments. For example, on Question 1, MLP-S and 
MLP-B estimate the true grade of each solution with an 
average error of around 0.1 out of a full credit of 3. "RS" 
represents the random sub-sampling baseline. Both MLP-S 
methods and MLP-B outperform the baseline method. SC is 
an acronym for Spectral Clustering. AP is an acronym for 
Affinity Propagation. 

FIGS. 7A-7B demonstrate real-time feedback generation 
by one embodiment of MLP-B while learners enter their 
solutions. After each expression, we compute both the 
probability that the learner's solution belongs to a cluster 
that does not have full credit and the learner's expected 
grade. An alert is generated when the expected credit is less 
than full credit. FIG. 7A shows a sample feedback genera
tion process where the learner makes an error in the expres
sion in Line 2 while attempting to solve Question 1. FIG. 7B 
shows a sample feedback generation process where the 
learner makes an error in the expression in Line 3 while 
attempting to solve Question 2. 

FIG. 8 illustrates one embodiment of a method for auto
matically grading solutions submitted by learners in 
response to a question, according to some embodiments. 

FIG. 9 illustrates a Bayesian method for automatically 
grading solutions submitted by learners in response to a 
question, according to some embodiments. 

FIG. 10 illustrates one embodiment of a computer system 
that may be used to implement any of the embodiments 
described herein. 

While the invention is susceptible to various modifica
tions and alternative forms, specific embodiments thereof 
are shown by way of example in the drawings and are herein 
described in detail. It should be understood, however, that 
the drawings and detailed description thereto are not 
intended to limit the invention to the particular form dis
closed, but on the contrary, the intention is to cover all 
modifications, equivalents and alternatives falling within the 
spirit and scope of the present invention as defined by the 
appended claims. 

DETAILED DESCRIPTION OF THE 

EMBODIMENTS 


Terminology 


A memory medium is a non-transitory medium config
ured for the storage and retrieval of information. Examples 
of memory media include: various kinds of semiconductor
based memory such as RAM and ROM; various kinds of 
magnetic media such as magnetic disk, tape, strip and film; 
various kinds of optical media such as CD-ROM and 
DVD-ROM; various media based on the storage ofelectrical 
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charge and/or any of a wide variety of other physical 
quantities; media fabricated using various lithographic tech
niques; etc. The term "memory medium" includes within its 
scope of meaning the possibility that a given memory 
medium might be a union oftwo or more memory media that 
reside at different locations, e.g., in different portions of an 
integrated circuit or on different integrated circuits in an 
electronic system or on different computers in a computer 
network. 

A computer-readable memory medium may be configured 
so that it stores program instructions and/or data, where the 
program instructions, if executed by a computer system, 
cause the computer system to perform a method, e.g., any of 
a method embodiments described herein, or, any combina
tion of the method embodiments described herein, or, any 
subset of any of the method embodiments described herein, 
or, any combination of such subsets. 

A computer system is any device ( or combination of 
devices) having at least one processor that is configured to 
execute program instructions stored on a memory medium. 
Examples of computer systems include personal computers 
(PCs), laptop computers, tablet computers, mainframe com
puters, workstations, server computers, client computers, 
network or Internet appliances, hand-held devices, mobile 
devices such as media players or mobile phones, personal 
digital assistants (PDAs), computer-based television sys
tems, grid computing systems, wearable computers, com
puters in personalized learning systems, computers 
implanted in living organisms, computers embedded in 
head-mounted displays, computers embedded in sensors 
forming a distributed network, computers embedded in a 
camera devices or imaging devices or measurement devices, 
etc. 

A programmable hardware element (PHE) is a hardware 
device that includes multiple prograrmnable function blocks 
connected via a system of programmable interconnects. 
Examples of PHEs include FPGAs (Field Programmable 
Gate Arrays), PLDs (Programmable Logic Devices), FPO As 
(Field Prograrmnable Object Arrays), and CPLDs (Complex 
PLDs). The programmable function blocks may range from 
fine grained ( combinatorial logic or look up tables) to coarse 
grained (arithmetic logic units or processor cores). 

In some embodiments, a computer system may be con
figured to include a processor ( or a set of processors) and a 
memory medium, where the memory medium stores pro
gram instructions, where the processor is configured to read 
and execute the program instructions stored in the memory 
medium, where the program instructions are executable by 
the processor to implement a method, e.g., any ofthe various 
method embodiments described herein, or, any combination 
of the method embodiments described herein, or, any subset 
of any of the method embodiments described herein, or, any 
combination of such subsets. 

In one set ofembodiments, a learning system may include 
a server 110 (or a set of interconnected servers) as shown in 
FIG. 1. In some embodiments, the server may be controlled 
by a learning service provider. 

The server 110 may be configured to perform any of the 
various methods described herein. Client computers CC1 , 

CC2 , ... , CCM may access the server via a network 120 
(e.g., the Internet or any other computer network). The 
persons operating the client computers may include learners, 
instructors, graders, the authors of questions for assess
ments, the authors of learning resources, etc. 

The learners may use client computers to access and 
interact with learning resources provided by the server 110, 
e.g., learning resources such as text material, videos, lab 

exercises, simulations, live communication with a tutor or 
instructor or other learners, etc. 

The learners may use client computers to access questions 
from the server and provide answers to the questions, e.g., 
as part of a test or quiz or assessment. In the context of a 
STEM course, the learners may access open response math
ematical questions, and provide solutions including math
ematical expressions. 

Furthermore, an instructor (or grader) may access the 
server to provide grades for particular solutions selected by 
the server. As described variously herein, the server may 
cluster the learner-provided solutions, and select a represen
tative solution from each of the clusters. The instructor may 
provide a grade for each of the representative solutions. The 
server may then automatically grade the remaining solu
tions, effectively multiplying the instructor's grading effort. 

In some embodiments, instructors or other authorized 
persons may access the server to perform one or more tasks 
such as: 

selecting questions from a database of questions, e.g., 
selecting questions for a new test to be administered for 
a given set of concepts; 

assigning tags to questions (e.g., assigning one or more 
character strings that identify the one or more concepts 
associated with each questions); 

drafting a new question; 
editing a currently-existing question; 
drafting or editing a model solutions to a question; 
drafting or editing feedback text to be transmitted to a 

learner or a set of learners; 
viewing a cluster diagram illustrating similarities between 

solutions, e.g., as variously described herein; 
sending and receiving messages to/from learners; 
uploading video and/or audio lectures (or more generally, 

educational content) for storage and access by the 
learners. 

In another set of embodiments, a person ( e.g., an instruc
tor) may execute one or more of the presently-disclosed 
computational methods on a stand-alone computer, e.g., on 
his/her personal computer or laptop. Thus, the computa
tional method(s) need not be executed in a client-server 
environment. 
Mathematical Language Processing: Automatic Grading and 
Feedback for Open Response Mathematical Questions 

Large-scale educational platforms have the capability to 
revolutionize education by providing inexpensive, high
quality learning opportunities for millions oflearners world
wide. Examples of such platforms include massive open 
online courses (MOOCs) [6, 7, 9, 10, 16, 42], intelligent 
tutoring systems [ 43], computer-based homework and test
ing systems [1, 31, 38, 40], and personalized learning 
systems [24]. While computer and communication technolo
gies have provided effective means to scale up the number 
of learners viewing lectures (via streaming video), reading 
the textbook (via the web), interacting with simulations (via 
a graphical user interface), and engaging in discussions (via 
online forums), the submission and grading of assessments 
such as homework assignments and tests remains a weak 
link. 

There is a pressing need to find new ways and means to 
automate two critical tasks that are typically handled by the 
instructor or course assistants in a small-scale course: (i) 
grading of assessments, including allotting partial credit for 
partially correct solutions, and (ii) providing individualized 
feedback to learners on the locations and types of their 
errors. 
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Substantial progress has been made on automated grading 
and feedback systems in several restricted domains, includ
ing essay evaluation using natural language processing 
(NLP) [1,33], computer program evaluation [12, 15, 29, 32, 
34], and mathematical proof verification [8, 19, 21]. 

In this patent, we disclose ( among other things) solutions 
to the problem of automatically grading the kinds of open 
response mathematical questions that figure prominently in 
STEM (science, technology, engineering, and mathematics) 
education. To the best of our knowledge, there exist no tools 
to automatically evaluate and allot partial credit scores to the 
solutions of such questions. As a result, large-scale educa
tion platforms have resorted either to oversimplified mul
tiple choice input and binary grading schemes ( correct/ 
incorrect), which are known to convey less information 
about the learners' knowledge than open response questions 
[17], or peer-grading schemes [25, 26], which shift the 
burden of grading from the course instructor to the learners. 
(While peer grading appears to have some pedagogical value 
for learners [30], each learner typically needs to grade 
several solutions from other learners for each question they 
solve, in order to obtain an accurate grade estimate.) 

In this patent, we develop a data-driven framework for 
mathematical language processing (MLP) that leverages 
solution data from a large number oflearners to evaluate the 
correctness of solutions to open response mathematical 
questions, assign partial-credit scores, and provide feedback 
to each learner on the likely locations of any errors. The 
scope ofour framework is broad and covers questions whose 
solution involves one or more mathematical expressions. 
This includes not just formal proofs but also the kinds of 
mathematical calculations that figure prominently in science 
and engineering courses. Examples of solutions to two 
algebra questions of various levels of correctness are given 
in FIGS. 2A-2D and 3A-3B. In this regard, our work differs 
significantly from that of [8], which focuses exclusively on 
evaluating logical proofs. 

In one set of embodiments, our MLP framework com
prises three main steps. 

First, each solution to an open response mathematical 
question may be converted into a series of numerical fea
tures. In deriving these features, symbolic mathematics may 
be used to transform mathematical expressions into a 
canonical form. 

Second, the features from several solutions may be clus
tered, to uncover the structures of correct, partially correct, 
and incorrect solutions. We develop two different clustering 
approaches: MLP-S and MLP-B. MLP-S uses the numerical 
features to define a similarity score for any given pair of 
solutions and then applies a generic clustering algorithm, 
such as spectral clustering (SC) [22] or affinity propagation 
(AP) [11]. We show that MLP-S is also useful for visualizing 
mathematical solutions. This can help instructors identify 
groups oflearners that make similar errors so that instructors 
can deliver personalized remediation. MLP-B defines a 
nonparametric Bayesian model for the solutions and applies 
a Gibbs sampling algorithm to cluster the solutions. 

Third, once a human assigns a grade to at least one 
solution in each cluster, the remaining (potentially large 
number of) solutions may be automatically graded based on 
their assigned cluster. As a bonus, in MLP-B, we can track 
the cluster assignment of each step in a multistep solution 
and determine when it departs from a cluster of correct 
solutions, which enables us to indicate the likely locations of 
errors to learners. 

In developing MLP, we tackle three main challenges of 
analyzing open response mathematical solutions. First, solu

tions might contain different notations that refer to the same 
mathematical quantity. For instance, in FIGS. 2A-2D, the 
learners use both e-x and 1/ex to refer to the same quantity. 
(FIGS. 2A-2D illustrate four respective solutions to a ques
tion regarding differentiation, provided by four respective 
learners.) Second, some questions admit more than one path 
to the correct/incorrect solution. For instance, in FIGS. 
3A-3B we see two different yet correct solutions to the same 
question. It is typically infeasible for an instructor to enu
merate all of these possibilities to automate the grading and 
feedback process. Third, numerically verifying the correct
ness of the solutions does not always apply to mathematical 
questions, especially when simplifications are required. For 
example, a question that asks to simplify the expression 

can have both 

1+x and sin2x+cos2x+x 

as numerically correct answers, since both these expressions 
output the same value for all values of x. However, the 
correct answer is 1 +x, since the question expects the learners 
to recognize that sin2 x+cos2 x=l. Thus, methods developed 
to check the correctness ofcomputer programs and formulae 
by specifying a range ofdifferent inputs and checking for the 
correct outputs, e.g., [32], cannot always be applied to 
accurately grade open response mathematical questions. 
Related Work 

Prior work has led to a number ofmethods for grading and 
providing feedback to the solutions of certain kinds of open 
response questions. A linear regression-based approach has 
been developed to grade essays using features extracted 
from a training corpus using Natural Language Processing 
(NLP) [1, 33]. Unfortunately, such a simple regression-
based model does not perform well when applied to the 
features extracted from mathematical solutions. Several 
methods have been developed for automated analysis of 
computer programs [15,32]. However, these methods do not 
apply to the solutions to open response mathematical ques
tions, since they lack the structure and compilability of 
computer programs. Several methods have also been devel
oped to check the correctness of the logic in mathematical 
proofs [8, 19, 21]. However, these methods apply only to 
mathematical proofs involving logical operations and not the 
kinds ofopen-ended mathematical calculations that are often 
involved in science and engineering courses. 

The idea of clustering solutions to open response ques
tions into groups of similar solutions has been used in a 
number of previous endeavors: [2, 5] uses clustering to 
grade short, textual answers to simple questions; [23] uses 
clustering to visualize a large collection of computer pro
grams; and [28] uses clustering to grade and provide feed
back on computer programs. Although the concept of clus
tering is used in the MLP framework, the feature building 
techniques used in MLP are very different from the previous 
endeavors, since the structure of mathematical solutions 
differs significantly from short textual answers and computer 
programs. 

This patent includes the following sections (among oth
ers). In the next section, we develop our approach to convert 
open response mathematical solutions to numerical features 
that can be processed by machine learning algorithms. We 
then develop MLP-S and MLP-B and use real-world MOOC 
data to showcase their ability to accurately grade a large 
number of solutions based on the instructor's grades for a 
relatively small number of solutions, thus substantially 
reducing the human effort required in large-scale educa
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tional platforms. We close with a discussion and perspec

tives on future research directions. 

MLP Feature Extraction 


In some embodiments, the first step in the MLP frame
work is to transform a collection of solutions to an open 
response mathematical question into a set of numerical 
features. In later sections, we show how the numerical 
features can be used to cluster and grade solutions as well as 
generate informative learner feedback. 

A solution to an open response mathematical question will 
typically contain a mixture of explanatory text and math
ematical expressions. Since the correctness of a solution 
depends primarily on the mathematical expressions, in some 
embodiments we may ignore the text when deriving fea
tures. 

A workhorse of NLP is the bag-of-words model; it has 
found tremendous success in text semantic analysis. This 
model treats a text document as a collection of words and 
uses the frequencies of the words as numerical features to 
perform tasks like topic classification and document clus
tering [4, 5]. 

A solution to an open response mathematical question 
may include a series of mathematical expressions that are 
chained together by text, punctuation, or mathematical 
delimiters including =, s, >, rx., "", etc. For example, the 
solution in FIG. 2B contains the expressions 

((x3+sin x)/e")', 

((3x2+cos x)e"-(x3 +sin x)e")/e2x, and 

(2x2-x3+cos x-sin x)!e", 

that are all separated by the delimiter"=". 
MLP may identify the unique mathematical expressions 

contained in the union of the learners' solutions and use 
them as features, effectively extending the bag-of-words 
model to use mathematical expressions as features rather 
than words. To coin a phrase, MLP uses a novel bag-of
expressions model. 

Once the mathematical expressions have been extracted 
from a solution, they may be parsed using a symbolic 
mathematics library such as SymPy. SymPy is the open 
source Python library for symbolic mathematics [36]. (In 
one embodiment, we use the parse_expr function ofSymPy.) 
SymPy has powerful capability for simplifying expressions. 
For example, x2 +x2 can be simplified to 2x2

, and e"x2 /e2x can 
be simplified to e-xx2

. In this way, we can identify the 
equivalent terms in expressions that refer to the same 
mathematical quantity, resulting in more accurate features. 
In practice, for some questions, however, it might be nec
essary to tone down the level ofSymPy's simplification. For 
instance, the key to solving the question in FIGS. 3A-3B is 
to simplify the expression using the Pythagorean identity 
sin2 x+cos2 x=l. If SymPy is called on to perform such a 
simplification automatically, then it will not be possible to 
verify whether a learner has correctly navigated the simpli
fication in their solution. For such problems, it is advisable 
to perform only arithmetic simplifications. 

After extracting the expressions from the solutions, the 
expressions may be transformed into numerical features. We 
assume that N learners submit solutions to a particular 
mathematical question. (N may be so large that an instructor 
may find it practically impossible to grade the N learner
provided solutions.) Extracting the expressions from each 
solution, e.g., using SymPy, yields a total of V unique 
expressions across the N solutions. 

We encode the solutions in an integer-valued solution 
feature matrix 

YEN VxN 

whose rows correspond to different expressions and whose 
columns correspond to different solutions; that is, the (i, j)th 
entry of Y is given by 

.r;.J=nwnber of times expression i appears in 

solution). 


Each colunm of Y is a numerical representation of a 
corresponding mathematical solution. Note that we do not 
consider the ordering of the expressions in this embodiment 
of the model. (However, in alternative embodiments of the 
model, the ordering of expressions may be considered.) 
Furthermore, in some embodiments, we indicate in Y only 
the presence and not the frequency of an expression, i.e., 
YE{O,l}vxN and 

-{ 1 if expression i appears in solution j, (1) 
YiJ 

' 0 otherwise. 

(We postulate that in most open-ended mathematical deri
vations, multiple appearances of the same expression does 
not contain more information about the correctness of the 
solution than a single appearance.) The extension to encod
ing frequencies is straightforward. 

To illustrate how the matrix Y may be constructed, 
consider the solutions in FIGS. 3A and 3B. Across both 
solutions, there are 7 unique expressions. Thus, Y is a 7x2 
matrix, with each row corresponding to a unique expression. 
Letting the first four rows of Y correspond to the four 
expressions in FIG. 3A and the remaining three rows to 
expressions 2-4 in FIG. 3B, we have 

y =[1 1 1 1 Q Q Q ]T· 

1 0 0 1 1 1 1 


We end this section with the crucial observation that, for 
a wide range of mathematical questions, many expressions 
will be shared across learners' solutions. This is true, for 
instance, in FIGS. 3A-3B. This suggests that there are a 
limited number of types of solutions to a question (both 
correct and incorrect), and that solutions of the same type 
tend to be similar to each other. This leads us to the 
conclusion that the N solutions to a particular question can 
be effectively clustered into K<<N clusters. In the next two 
sections, we will develop MLP-S and MLP-B, two algo
rithms to cluster solutions according to their numerical 
features. 
MLP-S: Similarity-Based Clustering 

In this section, we outline MLP-S, which clusters and then 
grades solutions using a solution similarity-based approach. 
The MLP-S Model 

We start by using the solution features in Y to define a 
notion of similarity for the arbitrary pair of solutions. We 
define the N xN similarity matrix S containing the similari
ties between all pairs of solutions, with its (i, j)th entry being 
the similarity S,,1 between solutions i and j. For example, in 
one embodiment, 

(2)
S _ YiYi 


'·
1 

- rmn{y; y,, Y) y1 ) 
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The column vector y, denotes the ith column of Y and automatically grade the remaining N-K solutions. Thus, 
corresponds to the solution oflearner i. Informally, S,,1 is the MLP-S multiplies the instructor's grading capacity by factor 
number of common expressions between solution i and NIK. 
solutionj divided by the minimum of the number of expres We construct the index set Is of solutions that the course 
sions in solutions i and j. A large/small value of S,,1 corre
sponds to the two solutions being similar/dissimilar. For 

5 
instructor needs to grade as 

example, the similarity between the solutions in FIG. 2A and 
FIG. 2B is 1/3, and the similarity between the solutions in 
FIG. 3A and FIG. 3B is 1/2. S is symmetric, and OsS,Jd. 
Equation (2) is just one of many possible solution similarity 

ls= {ar.gmaxf S;.J, k = 1, 2, ... ,K}. 
1ECk j=l 

metrics. 
Clustering Solutions in MLP-S 

Having illustrated how the similarity S,,1 between two 
solutions i and j can be measured, we now cluster the N 
solutions into K<<N clusters such that the solutions within 
each cluster have high similarity score between them and 
solutions in different clusters have low similarity score 
between them. 

15 

where Ck represents the index set of the solutions in cluster 
k. In words, in each cluster, we select the solution having the 
highest similarity to the other solutions (ties are broken 
randomly) to include in Is. We demonstrate the performance 
of auto-grading via MLP-S in the experimental results 
section below. 

Given the similarity matrix S, we can use any of the MLP-B: Bayesian Nonparametric Clustering 

multitude of standard clustering algorithms to cluster solu In this section, we outline MLP-B, which clusters and 
tions. Two examples of clustering algorithms are spectral then grades solutions using a Bayesian nonparameterics
clustering (SC) [22] and affinity propagation (AP) [11]. The based approach. 
SC algorithm requires specifying the number of clusters K The MLP-B Model 
as an input parameter, while the AP algorithm does not. 

FIGS. 4A-4D illustrate how AP is able to identify clusters 
of similar solutions from solutions to four different math
ematical questions. FIGS. 4A and 4B correspond to solu
tions to the questions in FIGS. 2 and 3, respectively. FIGS. 
4C and 4B correspond to solutions to two signal processing 
questions. Each node in each figure corresponds to a solu

25 
Following the observation that the N solutions can be 

effectively clustered into K<<N clusters, let z be the Nxl 
cluster assignment vector, with z1E{l, ... , K} denoting the 
cluster assignment of the jth solution with jE{ 1, ... , N}. 
Using this latent variable, we may model the probability of 
the solution of the learners' solutions to the question as 

tion, and nodes with the same pattern code (solid, dotted, x, 
horizontal hatch) correspond to solutions that belong to the 
same cluster. For each figure, we show a sample solution where Yp the jth column of the data matrix Y, corresponds to 
from some of these clusters, with the boxed solutions 35 learner j's solution to the question. Here we have implicitly 
corresponding to correct solutions. We can make three assumed that the learners' solutions are independent of each 
interesting observations from FIG. 4A-4D: other. (However, alternative embodiments are contemplated 

1. In FIG. 4A, we cluster a solution having the final where there exist dependencies between the solutions, or 
answer subsets of the solutions.) By analogy to topic models [ 4, 35], 

((3x2+cos x)e"-(x3 +sin x)e")/e2x 
we may assume that learner j's solution to the question, y1, 

is generated according to a multinomial distribution given 

with a solution having the final answer the cluster assignments z as 

2
((Y +cos x)e"-(x3+sin x)e")/e2x. 

(3) 

Although the later solution is incorrect, it contained a 
typographical error where 3*x/\ 2 was typed as 3/\ xi\ 2. 
MLP-S is able to identify this typographical error, since the 
expression before the final solution is contained in several 
other correct solutions. 

2. In FIG. 4B, the correct solution requires identifying the 
trigonometric identity sin2 x+cos2 x=l. The clustering algo
rithm is able to identify a subset ofthe learners who were not 
able to identify this relationship, and hence, could not 
simplify their final expression. 55 

where <I>E[O,l]vxK is a parameter matrix with <I>vk denoting 
its (v, k)th entry. <hE[O, 1] vxi denotes the kth column of <I> 
and characterizes the multinomial distribution over all the V 
features for cluster k. 

3. MLP-S is able to identify solutions that are strongly In practice, one often has no information regarding the 
connected to each other. Such a visualization can be number of clusters K. Therefore, we may consider K as an 
extremely useful for course instructors. For example, an unknown parameter and infer it from the solution data. In 
instructor can easily identify a group of learners whose lack order to do so, we may impose a Chinese restaurant process 
of mastery of a certain skill results in a common error. The (CRP) prior on the cluster assignments z, parameterized by 
instructor may accordingly adjust the course plan to help a parameter a. The CRP characterizes the random partition 
these learners. of data into clusters, in analogy to the seating process of 
Auto-Grading via MLP-S customers in a Chinese restaurant. It is widely used in 

Having clustered all solutions into a relatively small Bayesian mixture modeling literature [3, 14]. Under the 
number K of clusters, MLP-S assigns the same grade to all 65 CRP prior, the cluster (table) assignment of the jth solution 
solutions in the same cluster. If a course instructor assigns a (customer), conditioned on the cluster assignments of all the 
grade to one solution from each cluster, then MLP-S can other solutions, follows the distribution 
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If a new cluster is created by virtue of sampling z1 (as 
(4)n,, ,J 

if cluster k is occupied, 
. a:)- N-1 +a:'p(Zj =k Iz IJ• - CY 

if cluster k is empty, 1N-1 +a:' 

where nk, 'J represents the number of solutions that belong 
to cluster k excluding the current solution j, with 
~kcctK nk , 1=N-l, The vector z,1 represents the cluster 
assignments of the other solutions, The flexibility of allow
ing any solution to start a new cluster of its own enables us 
to automatically infer K from data, It is known [37] that the 
expected number of clusters under the CRP prior satisfies 
K-O(a log N)<<N, so our method scales well as the number 
of learners N grows large, We may also impose a Gamma 
prior a-Garn(aw a 13) on a, to help us infer its value, 

Since the solution feature data Y is assumed to follow a 
multinomial distribution parameterized by <I>, we may 
impose a symmetric Dirichlet prior over <I> as <PcDir(cpkl~) 
because of its conjugacy with the multinomial distribution 
[13], The symbol"-" means "distributed as", in the sense of 
probability of theory, The parameter ~ is greater than zero, 

A graphical representation of our model is visualized in 
FIG, 5, Our goal next is to estimate the cluster assignments 
vector z for the solutions of the learners, the parameters <Pk 
of each cluster, and the number of clusters K, from the 
binary-valued solution feature data matrix Y 
Clustering Solutions in MLP-B 

In some embodiments, we may use a Gibbs sampling 
algorithm for posterior inference under the MLP-B model, 
which automatically groups solutions into clusters, We may 
start by applying a generic clustering algorithm ( e.g., 
K-means, with K set to a value substantially smaller than N, 
such as K=N/10 or K=N/5 or K=N/15) to initialize z, and 
then initialize <I> accordingly, (<I> may be initialized using 
step 2 below, given the initialized value of vector z.) Then, 
in each iteration of MLP-B, we may perform the following 
steps, 

l, Sample z: For each solution j, we remove it from its 
current cluster and sample its cluster assignment z1 from the 
posterior p(z =klz ru 1, <I>, a, Y), Using Bayes rule, we have1

p(zj=klz ru j,<l>,a,Y)=p(zj=klz ru j,<l>i,,a,y)ocp(zj=klz 

ru j,a)p(y)zj=k,<h), 

where the symbol "o::" means "is proportional to". The prior 
probability p(z1=klzNi' a) may be given by (4). For non
empty clusters, the observed data likelihood p(y)z1=k, <Pk) 
may be given by (3). However, expression (3) does not apply 
to new clusters that are previously empty. For a new cluster, 
we marginalize out <Pk, resulting in 

p(yj I z1 = k, /3) = r p(yj I z1 = k, ¢,)p (¢, 1/3) = 
J¢k 

( f(V /3) v f(Y; J + /3)
Jm Mul«Y1lz1=k,¢,)Dir(¢, 1/3)= (v )n ~, 

¢k r 	.Z,: Y;,J + V/3 ,~i 
i=l 

where r(-) is the Gamma function. 
If a cluster becomes empty after we remove a solution 

from its current cluster, then we may remove it from our 
sampling process and erase its corresponding multinomial 
parameter vector <Pk· (Upon removing a cluster, the value of 
K may be decremented: K-K-1.) 

provided in expression (4) by the case "if cluster k is 
empty"), then we may sample its multinomial parameter 
vector <Pk immediately according to Step 2 below, (Upon 
creation of a new cluster, the value of K may be incre
mented: K-K+L) Otherwise, we may delay changing <Pk 
until we have finished sampling z for all solutions, 

2. Sample <I>: For each cluster k, sample <Pk from its 
posterior Dir(cpkln1,k+~, , , , , nv,k+~), where n,,k is the 
number of times feature i occurs in the solutions that belong 
to cluster k 

3. Sample a: Sample a, e.g., using the approach described 
in [41]. 

4. Update ~: Update ~' e.g., using the fixed-point proce
dure described in [20]. 

The output of the Gibbs sampler comprises a series of 
samples that correspond to the approximate posterior distri
bution of the various parameters of interest: the cluster 
assignments vector z, the matrix <I>, the parameter a and the 
parameter ~. To make meaningful inference for these param
eters (such as the posterior mean of a parameter), these 
samples are post-processed. For our estimate of the true 
number ofclusters, K, we may take the mode ofthe posterior 
distribution on the number of clusters K. We may use only 
iterations with K=K to estimate the posterior statistics [39]. 
The value of K for any given iteration is the value of K after 
step 1 ( of that iteration) is completed. 

In mixture models, the issue of "label-switching" can 
cause a model to be unidentifiable, because the cluster labels 
can be arbitrarily permuted without affecting the data like
lihood. In order to overcome this issue, we may use an 
approach reported in [39]. First, we may compute the 
likelihood of the observed data in each iteration as p(Yl<I>1

, 

z1
), where <I>1 and z1 represent the samples of these variables 

at the Ith iteration. After the algorithm terminates, we may 
search for the iteration !max with the largest data likelihood, 
and then, for each iteration ];,]max such that K=K, permute 
the cluster labels of z1 to best match <I>1 with <I>1 Themax. 

permutation may be obtained in various ways. For example, 
starting with the index set IDX={l,2, ... , K}, we may 
determine the index k1EIDX of the colunm in <I>1 that gives 
a maximum inner product with the first column of <I>1m=; 
update the index set IDX by removing k1 ; determine the 
index k2EIDX of the colunm in <I>1 that gives a maximum 
inner product with the second column of <I>1m=; update the 
index set IDX by removing k2 ; and so on. The sequence of 
indices {k1 , k2 , ... , kg.} define a permutation II1 that is 
applied to the cluster labels of z1 and the colunms of <I>1

. 

We use <I> (with colunms ~k) to denote the estimate of<I>, 
which is simply the posterior mean of <I>. The posterior mean 
of <I> may be determined by averaging the permuted matrices 
{<I>1IIz}, e.g., over iterations after the initial bum-in itera
tions. 

Each solutionj may be assigned to the cluster indexed by 
the mode of the samples from the posterior ofz1, denoted by 
zj' 
Auto-Grading via MLP-B 

We now detail how to use MLP-B to automatically grade 
a large number N of learners' solutions to a mathematical 
question, using a small number K of instructor graded 
solutions. First, as in MLP-S, we may select the set IB of 
"typical solutions" for the instructor to grade. We may 
construct IB by selecting one solution from each of the K 
clusters that is most representative of the solutions in that 
cluster: 
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ls= {argmaxp(yJ I¢,), k = 1, 2, ... , k). 
j 

In words, for each cluster, we may select the solution with 
the largest likelihood of being in that cluster. 

The instructor may grades the K solutions in IB to form the 
set of instructor grades {gk} for kEIB. Using these grades, 
we may assign grades to the other solutions jE;t:IB according 
to 

(5)k 

~ P(YJ I¢,)g, 

gj = _,~_1____ 


k 


~ P(YJ I¢,) 

k=l 

That is, we may grade each solution not in IB as the 
average of the instructor grades, where each instructor grade 
gk is weighted by the likelihood that the feature vector y1 
belongs to the kth cluster. We demonstrate the performance 
of auto-grading via MLP-B in the experimental results 
section below. 
Feedback Generation via MLP-B 

In addition to grading solutions, MLP-B can automati
cally provide useful feedback to learners on where they 
made errors in their solutions. 

For a particular solution j denoted by its column feature 
value vector y with V total expressions, let y1(v) denote the 1 1 
feature value vector that corresponds to the first v expres
sions in this solution, with vE{l,2, ... , VJ. Under this 
notation, we may evaluate the probability that the first v 
expressions of solution j belong to each of the K clusters: 

p(y}">1~k), k=l,2, ... , k, for all v. 

Using these probabilities, we may also compute the 
expected credit of solution j after the first v expressions via 

(6)k 

~ p(Y}'l I :P,)g, 
k=l 

k 

~ p(yy"i I¢,) 
k=l 

where {gk} is the set of instructor grades as defined above. 
Using these quantities, we may identify that the jth learner 

has likely made an error at the with expression of his/her 
solution if it is most likely to belong to a cluster with credit 
gk less than the full credit or, alternatively, if the expected 
credit g}v) is less than the full credit. 

The ability to automatically locate where an error has 
been made in a particular incorrect solution provides many 
benefits. For example, MLP-B may inform instructors of the 
most common locations of learner errors to help guide their 
instruction. As another example, MLP-B may enable an 
automated tutoring system to generate feedback to a learner 
as they make an error in the early steps of a solution, before 
it propagates to later steps. We demonstrate the efficacy of 
MLP-B to automatically locate learner errors using real
world educational data in the experiments section below. 
Use ofMetadata from Correction Solution(s) as Feedback to 
Learner(s) 

In the discussion above, we proposed to use MLP-B to 
automatically generate feedback to the learner ( or the 
instructor) on the likely location of the error in the learner's 
solution. While this form of feedback is obviously very 
useful, it only diagnoses "where" the learner has made an 
error, not "why" the learner has made the error. We propose 
two possible ways to achieve the latter. First, we can make 
use of other metadata (i.e., metadata other than the math
ematical expressions). For example, some learners write text 
between expressions to explain which particular concepts/ 
skills they have applied between consecutive steps ( expres
sions). Once the system identifies that a learner X has likely 
made an error at a particular expression of his/her solution, 
the system can copy the text written down between the 
previous expression and the particular expression in one or 
more correct solutions, and generate a hint by providing the 
learner X with the copied text. The provided text gives the 
learner X a hint on how to proceed. Even without using the 
textual metadata, we can analyze one or more correct 
solutions that share the same expressions as the current 
solution before the error location, and output the next 
expression (after the particular expression) in one or more of 
these correct solutions, as a hint to learner X. 
Incremental Operation of MLP-B 

In some embodiments, MLP-B may be operated in an 
"incremental" fashion if the same question is used in mul
tiple runs of a class ( or course of instruction). Specifically, 
in a first run ofthe class, MLP-B may be used to create initial 
clusters of learner solutions, and estimate solution-cluster 
assignment variables { zJ and cluster feature vectors { <h}. 
Then, in a second run of the class, a new set of solutions to 
the same question is obtained, e.g., from a new set of 
learners. For each new solution, we may calculate the 
likelihood that the new solution belongs to each initial 
cluster, without needing to change the clustering assign
ments of the old solutions (i.e., the solutions from the first 
run). The calculated likelihoods may be used to assign a 
grade to the new solution using equation (5) and the cluster
representative grades provided by the instructor(s) in the 
first run of the class. Thus, grades for the new solutions may 
be efficiently obtained based on the investment of instructor 
grading effort in the first run. Furthermore, in some embodi
ments, using CRP, we may create a relatively small number 
of new clusters in the second run, where the new clusters 
represent different solution types than those represented by 
the initial clusters. (The new clusters allow for the possibil
ity that new types of solution may appear in the second run.) 
Thus, the instructor only needs to grade the relatively small 
number of representative solutions for the new clusters. In a 
succession of class runs, one can expect the number of 
newly-appearing solution types to decrease. Accordingly, 
the system may decrease the number of new clusters as a 
function of the class run index. Therefore, the amount of 
human effort required to grade representative solutions 
decreases as time goes on. 
Encoding Expression Frequencies in the Feature Vector 

In some of the above described embodiments, we have 
chosen to represent each solution by a binary-valued vector 
Yi each entry in y1 indicates whether or not solution j 
contains a particular mathematical expression. However, in 
contexts where multiple appearances of the same expression 
are meaningful, our approach may be applied given that each 
entry ofthe vector y1 is a non-negative integer corresponding 
to how many times an expression occurs in solution j. 
MLP-B remains unaffected; MLP-S would require an alter
native similarity metric. Possible alternatives include the 
cosine similarity metric 
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Random Sub-Sampling as Baseline Method: We compare 

s , -~ 
'·

1 
- IIY111 2 11YJ11 2 ' 

and the Gaussian kernel metric 

Replacing the 12 norm with 11 norm in these metrics 
would also work, 
Experiments 

In this section, we demonstrate how MLP-S and MLP-B 
can be used to accurately estimate the grades of roughly 100 
open response solutions to mathematical questions by only 
asking the course instructor to grade approximately 10 
solutions, We also demonstrate how MLP-B can be used to 
automatically provide feedback to learners on the locations 
oferrors in their solutions, (While the experiments discussed 
in this section involve specific values for various algorithmic 
parameters, the principles of the present invention are not 
limited to such specific values.) 
Auto-Grading via MLP-S and MLP-B 

Datasets: In one experiment, our dataset comprises 116 
learners solving 4 open response mathematical questions in 
an edX course, The set of questions includes 2 high-school 
level mathematical questions and 2 college-level signal 
processing questions, The question statements are as fol
lows, 

Question 1: Multiply 

(x'+x+sin2x+cos2x)(2x-3), 

and simplify your answer as much as possible, 
Question 2: Find the derivative of 

x3 + sinx 

and simplify your answer as much as possible, 
Question 3: A discrete-time linear time-invariant system 

has the impulse response shown in the figure ( omitted), 
Calculate H(eiw), the discrete-time Fourier transform of 
h[n], Simplify your answer as much as possible until it has 
no surmnations, 

Question 4: Evaluate the following summation 

L1cc_00 

000[n-k]x[k-n]. 

The number of solutions N per question and the number 
of features V per question are given by Table 1 below, 

TABLE 1 

No. of solutions N No. of features (unique expressions) V 

Question 1 108 78 
Question 2 113 53 
Question 3 90 100 
Question 4 110 45 

For each question, we pre-process the solutions to filter 
out the blank solutions and extract features, Using the 
features, we represent the solutions by the matrix Yin (1), 
Every solution was graded by the course instructor with one 
of the scores in the set {0,1,2,3}, with a full credit of 3. 

the auto-grading performance ofMLP-S and MLP-B against 
a baseline method that does not group the solutions into 
clusters, In this baseline method, we randomly sub-sample 
all solutions to form a small set of solutions for the instructor 
to grade, Then, each ungraded solution is simply assigned 
the grade of the solution in the set of instructor-graded 
solutions that is most similar to it as defined by S in (2), 
Since this small set is picked randomly, we run the baseline 
method 10 times and report the best performance, (Other 
baseline methods, such as the linear regression-based 
method used in the edX essay grading system [33], are not 
listed, because they did not perform as well as random 
sub-sampling in our experiments.) 

Experimental Setup: For each question, we apply four 
different methods for auto-grading, as follows, 

l, Random sub-sampling (RS) with the number ofclusters 
KE{5,6,,,,, 40}, 

2. MLP-S with spectral clustering (SC) with 
KE{5,6,,,,, 40}, 

3, MLP-S with affinity propagation (AP) clustering, This 
algorithm does not require K as an input 

4, MLP-B with hyperparameters set to the non-informa
tive values aa=a13=1 and running the Gibbs sampling algo
rithm for 10,000 iterations with 2,000 bum-in iterations, 

MLP-S with AP and MLP-B both automatically estimate 
the number of clusters K, Once the clusters are selected, we 
assign one solution from each cluster to be graded by the 
instructor using the methods described in earlier sections, 

Performance Metric: We use mean absolute error (MAE), 
which measures the "average absolute error per auto-graded 
solution" 

N-K 

~ lg1 -g1I 
MAE= _J=_I~~

N - K 

as our performance metric, Here, N-K equals the number 
of solutions that are auto-graded, and g and g1 represent the 1 
estimated grade (for MLP-B, the estimated grades are 
rounded to integers) and the actual instructor grades for the 
auto-graded solutions, respectively, 

Results and Discussion: In FIG. 6A-6D, we plot the MAE 
versus the number of clusters K for Questions 1-4, MLP-S 
with SC consistently outperforms the random sampling 
baseline algorithm for almost all values of K, This perfor
mance gain is likely due to the fact that the baseline method 
does not cluster the solutions and thus does not select a good 
subset of solutions for the instructor to grade, MLP-B is 
more accurate than MLP-S with both SC and AP and can 
automatically estimate the value of K, although at the price 
of significantly higher computational complexity, (For 
example, clustering and auto-grading one question takes 2 
minutes for MLP-B compared to only 5 seconds for MLP-S 
with AP on a standard laptop computer with a 2.8 GHz CPU 
and 8 GB memory), 

Both MLP-S and MLP-B grade the learners' solutions 
accurately ( e.g., an MAE of0.04 out ofthe full grade 3 using 
only K=13 instructor grades to auto-grade all N=113 solu
tions to Question 2), Moreover, as we see in FIGS, 6A-6D, 
the MAE for MLP-S decreases as K increases, and eventu
ally reaches O when K is large enough that only solutions 
that are exactly the same as each other belong to the same 
cluster, In practice, one can tune the value of K to achieve 
a balance between maximizing grading accuracy and mini
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mizing human effort. Such a tuning process is not necessary 
for MLP-B, since it automatically estimates the value of K 
and achieves such a balance. 
Feedback Generation via MLP-B 

Experimental Setup: Since Questions 3-4 require some 
familiarity with signal processing, we demonstrate the effi
cacy of MLP-B in providing feedback on mathematical 
solutions on Questions 1-2. Among the solutions to each 
question, there are a few types of common errors that more 
than one learner makes. We take one incorrect solution out 
of each type and run MLP-B on the other solutions to 
estimate the parameter ~k for each cluster. Using this infor
mation and the instructor grades {gk}, after each expression 
v in a solution, we compute the probability that it belongs to 
a cluster p(y)~k) that does not have full credit (gk<3), 
together with the expected credit using (6). Once the 
expected grade is calculated to be less than full credit, we 
consider that an error has occurred. 

Results and Discussion: Two sample feedback generation 
processes are shown in FIGS. 7 A and 7B. As shown in FIG. 
7 A, we can provide feedback to the learner on their error as 
early as Line 2, before it carries over to later lines. Thus, 
MLP-B can potentially become a powerful tool to generate 
timely feedback to learners as they are solving mathematical 
questions, by analyzing the solutions it gathers from other 
learners. 
Conclusions 

We have developed a framework for mathematical lan
guage processing (MLP). In some embodiments, the frame
work includes the following steps: (i) converting each 
solution to an open response mathematical question into a 
series of numerical features; (ii) clustering the features from 
several solutions to uncover the structures of correct, par
tially correct, and incorrect solutions; and (iii) automatically 
grading the remaining (potentially large number of) solu
tions based on their assigned cluster and one instructor
provided grade per cluster. As our experiments have indi
cated, our framework can substantially reduce the human 
effort required for grading in large-scale courses. As a bonus, 
MLP-S enables instructors to visualize the clusters of solu
tions to help them identify common errors, and thus, groups 
of learners having the same misconceptions. As a further 
bonus, MLP-B can track the cluster assignment of each step 
of a multistep solution and determine when it departs from 
a cluster of correct solutions, which enables us to indicate 
the locations of errors to learners in real time. Improved 
learning outcomes should result from these innovations. 

In some embodiments, the feature extraction step may be 
extended to take into account both the ordering of expres
sions and ancillary text in a solution. 

In some embodiments, clustering algorithms that allow a 
solution to belong to more than one cluster could make MLP 
more robust to outlier solutions and further reduce the 
number of solutions that the instructors need to grade. 
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Method 800 
In one set of embodiments, a method 800 may include the 

operations shown in FIG. 8. (The method 800 may also 
include any subset of the features, elements and embodi
ments described above.) The method 800 may be used to 
automatically grade solutions submitted by learners in 
response to a question. It should be understood that various 
embodiments ofmethod 800 are contemplated, e.g., embodi
ments in which one or more of the illustrated operations are 
omitted, embodiments in which the illustrated operations are 
augmented with one or more additional operations, embodi
ments in which one or more of the illustrated operations are 
parallelized, etc. The method 800 may be implemented by a 
computer system ( or more generally, by a set of one or more 
computer systems). In some embodiments, the method 800 
may be performed by an educational service provider, e.g., 
an Internet-based educational service provider. 

At 810, a computer system may receive the solutions via 
a computer network, wherein each of the solutions is pro
vided by a respective one of the learners, and includes one 
or more mathematical expressions, wherein a majority ofthe 
solutions include more than one mathematical expression. 

At 815, for each of the solutions, the computer system 
may determine a corresponding feature vector based on the 
mathematical expressions occurring in the solution. 

At 820, the computer system may determine measures of 
similarity between the solutions, wherein said determining 
includes, for each pair of the solutions, determining a 
measure of similarity between the solutions of the pair based 
on the corresponding pair of feature vectors. 

At 825, the computer system may cluster the solutions 
into K>1 clusters based on the similarity measures. 

At 830, the computer system may assign grades to the 
solutions, where said assigning includes: (a) receiving grad
ing input from one or more graders via the computer 
network, wherein, for each of the K clusters, the grading 
input indicates a grade to be assigned to a representative 
solution from the cluster; and for each of the K clusters, 
assigning the grade of the representative solution in that 
cluster to the other solutions in the cluster. 

At 835, the computer system may store the grades for the 
solutions in a memory. 

In some embodiments, the method 800 may also include 
providing a cluster diagram to an authorized party (such as 
the instructor) via the network. The cluster diagram may 
include nodes corresponding to the solutions, and edges 
corresponding to the measures of similarity, e.g., as various 
described above. Nodes belonging to different clusters may 
distinguished visually ( e.g., by different colors, different 
textures, different graphic symbols, different levels of gray 
scale, etc.). The cluster diagram may also indicate the grade 
assigned to each cluster. 

In some embodiments, the method 800 may also include: 
receiving selection input from an authorized party (e.g., the 
instructor) via the network, wherein the selection input 
selects one or more of the solutions; and providing grade 
information to the authorized party via the network, wherein 
the grade information includes the one or more solutions and 
their assigned grades. 

In some embodiments, the method 800 may also include 
sending a message via the network to one of the learners, 
wherein the message includes at least the grade that has been 

http:https://webassign.com
http:http://www.sympy.org
http://www.saplingleaming
http:https://openstaxtutor.org
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assigned to the learner's solution. The method may also 
include a copy of the solution that was submitted by the 
learner. 

In some embodiments, the method 800 may also include: 
for each of the learners, sending a corresponding message 
via the network to the learner, wherein the corresponding 
message includes at least the grade that has been assigned to 
the learner's solution. 

In some embodiments, the method 800 may also include: 
prior to the action 825 of clustering the solutions, receiving 
the number of clusters, K, via the network from an autho
rized party (e.g., from the instructor). 

In some embodiments, the action 825 of clustering the 
solutions employs a clustering algorithm that automatically 
determines a value for the number of clusters K. 

In some embodiments, the method 800 may also include 
assembling a list of unique expressions occurring in a union 
of the solutions. (See the above discussion of the "bag of 
expressions" model.) 

In some embodiments, the feature vector for each solution 
may be a binary valued vector whose components corre
spond respectively to expressions in the above-described list 
of unique expressions. 

In some embodiments, the representative solution in a 
given one ofthe clusters is selected based on a maximization 
of a sum ~J~INSif, where Si/ is the similarity measure 
between the feature vector of the ith solution and the feature 
vector of the jth solution, where N is the number of said 
solutions, where index i ranges over the solutions in the 
given cluster. 
Method 900 

In one set of embodiments, a method 900 may include the 
operations shown in FIG. 9. (The method 900 may also 
include any subset of the features, elements and embodi
ments described above.) The method 900 may be used to 
automatically grade solutions submitted by learners in 
response to a question. It should be understood that various 
embodiments ofmethod 900 are contemplated, e.g., embodi
ments in which one or more of the illustrated operations are 
omitted, embodiments in which the illustrated operations are 
augmented with one or more additional operations, embodi
ments in which one or more of the illustrated operations are 
parallelized, etc. The method 900 may be implemented by a 
computer system ( or more generally, by a set of one or more 
computer systems). In some embodiments, the method 900 
may be performed by an educational service provider, e.g., 
an Internet-based educational service provider. 

At 910, the computer system may receive the solutions via 
a computer network, wherein each of the solutions is pro
vided by a respective one of the learners, and includes one 
or more mathematical expressions, wherein a majority of the 
solutions include more than one mathematical expression. 

At 915, for each of the solutions, the computer system 
may determine a corresponding feature vector based on the 
mathematical expressions occurring in the solution. 

At 920, the computer system may perform a probabilistic 
clustering algorithm based on the feature vectors of the 
solutions to determine: (a) K conditional probability distri
butions corresponding to K respective clusters, wherein each 
of the K conditional probability distributions characterizes a 
corresponding distribution of generic feature vector y given 
membership in the corresponding cluster; and (b) for each of 
the solutions, an assignment of the solution to a correspond
ing one of the K clusters. 

At 925, the computer system may assign grades to the 
solutions, wherein said assigning includes: receiving grad
ing input from one or more graders via the computer 

network, wherein, for each of the K clusters, the grading 
input indicates a grade to be assigned to a representative 
solution from the cluster; and for each of the solutions other 
than the representative solutions, assigning a grade to the 
solution based on the grades assigned to the representative 
solutions and the K conditional probability distributions 
evaluated on the feature vector of the solution. 

At 930, the computer system may store the grades for the 
solutions in a memory. 

In some embodiments, method 900 may also include the 
following operations. 

(1) For each v in the set {1, 2, ... , VJ, determine a grade 
gv for a partial feature vector y v corresponding to the first v 
expressions in the solution of a given one of the learners, 
wherein said grade gv is determined based on the grades 
assigned to the representative solutions and the K condi
tional probability distributions evaluated on the partial fea
ture vector yv, where VJ is the number of expressions 
occurring in the given learner's solution. 

(2) Determine a location of a first erroneous mathematical 
expression in the given learner's solution based on a first 
value ofv such that the grade gv is less than a maximal grade 
value. 

(3) Send an error indication message to a user (e.g., the 
given learner or the instructor) via the computer network, 
wherein the error indication message indicates the location 
of the first erroneous mathematical expression in the given 
learner's solution. 

In some embodiments, method 900 may also include the 
following operations. 

(1) For each v in the set {1, 2, ... , VJ, determine a 
maximum likelihood selection zv for cluster membership 
based on the K conditional probability distributions evalu
ated on the partial feature vector y v, where VJ is the number 
of expressions occurring in the given learner's solution. 

(2) Determine a location of a first erroneous mathematical 
expression in the given learner's solution based on a first 
value of v such that the maximum likelihood selection zv 
departs from a cluster of correct solutions. 

(3) Send an error indication message to a user (e.g., the 
given learner or the instructor) via the computer network, 
wherein the error indication message indicates the location 
of the first erroneous mathematical expression in the given 
learner's solution, i.e., "first" according to the ordering of 
expressions in the learner's solutions. 

In some embodiments, method 900 may also include the 
following operations. 

(1) Determine a location of a first erroneous mathematical 
expression in the solution of a given one of the learners. 

(2) Send feedback data to the given learner via the 
computer network. The feedback may include: an identifi
cation of the location of the first erroneous mathematical 
expression in the given learner's solution; and explanatory 
text extracted from one or more different solutions provided 
by one or more different ones of the learners, wherein the 
one or more different solutions occur in a cluster of correct 
solutions, wherein the explanatory text has been extracted 
from the one or more different solutions based on the 
location of the first erroneous mathematical expression in 
the given learner's solution. 

In some embodiments, method 900 may also include the 
following operations. 

(1) Determine a location of a first erroneous mathematical 
expression in the solution of a given one of the leaners. 

(2) Identify one or more correct solutions from a cluster 
ofcorrect solutions such that each of the one or more correct 
solutions shares the same mathematical expressions with the 
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given learner's solution prior to the location of the first 
erroneous mathematical expression. 

(3) Send feedback data to the given learner via the 
computer network. The feedback data may include a math
ematical expression extracted from a selected one of the one 
or more correct solutions, wherein the extracted mathemati
cal expression has the same location in the selected solution 
as the location of the first erroneous mathematical expres
sion in the given learner's solution. 

In some embodiments, method 900 may also include the 
following operations. 

(1) Receive additional solutions from additional learners 
via the computer network, wherein each of the additional 
solutions is provided by a respective one of the additional 
learners. 

(2) For each of the additional solutions, Determine a 
corresponding feature vector based on the mathematical 
expressions occurring in the additional solution. 

(3) Assign grades to the additional solutions by perform
ing operations including, for each ofthe additional solutions, 
assigning a grade to the additional solution based on the 
grades assigned to the representative solutions and said K 
conditional probability distributions evaluated on the feature 
vector of the additional solution. 

(4) Store the grades for the additional solutions in the 
memory. 

In some embodiments, method 900 may also include the 
following operations. 

(1) Receive additional solutions from additional learners 
via the computer network, wherein each of the additional 
solutions is provided by a respective one of the additional 
learners. 

(2) For each of the additional solutions, determine a 
corresponding feature vector based on the mathematical 
expressions occurring in the additional solution. 

(3) Perform the probabilistic clustering algorithm based 
on the feature vectors ofthe solutions and the feature vectors 
of the additional solutions, in order to determine: ( c) llK 
additional probability distributions corresponding respec
tively to llK new clusters that are different from the K 
clusters, wherein each of the llK additional probability 
distributions characterizes a corresponding distribution of 
generic feature vector y given membership in a correspond
ing one of the llK new clusters; and ( d) for each of the 
additional solutions, an assignment ofthe additional solution 
to a corresponding cluster in the K+llK clusters comprising 
the K clusters and the llK new clusters. 

(4) Assign grades to the additional solutions, wherein said 
assigning grades to the additional solutions includes: receiv
ing additional grading input via the computer network, 
wherein, for each of the llK new clusters, the additional 
grading input indicates a grade to be assigned to a repre
sentative solution from the new cluster; and for each of the 
additional solutions other than the representative solutions 
of the new clusters, assigning a grade to the additional 
solution based on: the grades assigned to the representative 
solutions of the K clusters and the llK new clusters; the K 
conditional probability distributions evaluated on the feature 
vector of the additional solution; and llK additional prob
ability distributions evaluated on the feature vector of the 
additional solution. 

(5) Store the grades for the additional solutions in the 
memory. 

In some embodiments, the method 900 may also include: 
receiving selection input from an authorized party (e.g., the 
instructor) via the network, wherein the selection input 
selects one or more of the solutions; and providing grade 

information to the authorized party via the network, wherein 
the grade information includes the one or more solutions and 
their assigned grades. 

In some embodiments, the method 900 may also include 
sending a message via the network to one of the learners, 
wherein the message includes at least the grade that has been 
assigned to the learner's solution. The method may also 
include a copy of the solution that was submitted by the 
learner. 

In some embodiments, the method 900 may also include: 
for each of the learners, sending a corresponding message 
via the network to the learner, wherein the corresponding 
message includes at least the grade that has been assigned to 
the learner's solution. 

In some embodiments, the method 900 may also include 
assembling a list of unique expressions occurring in a union 
of the solutions. (See the above discussion of the "bag of 
expressions" model.) 

In some embodiments, the feature vector for each solution 
may be a binary valued vector (or a vector having non
negative integer values) whose components correspond 
respectively to expressions in the list of unique expressions. 
Computer System 

FIG. 10 illustrates one embodiment of a computer system 
1000 that may be used to perform any of the method 
embodiments described herein, or, any combination of the 
method embodiments described herein, or any subset of any 
of the method embodiments described herein, or, any com
bination of such subsets. 

Computer system 1000 may include a processing unit 
1010, a system memory 1012, a set 1015 of one or more 
storage devices, a communication bus 1020, a set 1025 of 
input devices, and a display system 1030. 

System memory 1012 may include a set of semiconductor 
devices such as RAM devices (and perhaps also a set of 
ROM devices). 

Storage devices 1015 may include any of various storage 
devices such as one or more memory media and/or memory 
access devices. For example, storage devices 1015 may 
include devices such as a CD/DVD-ROM drive, a hard disk, 
a magnetic disk drive, a magnetic tape drive, semiconductor
based memory, etc. 

Processing unit 1010 is configured to read and execute 
program instructions, e.g., program instructions stored in 
system memory 1012 and/or on one or more of the storage 
devices 1015. Processing unit 1010 may couple to system 
memory 1012 through communication bus 1020 ( or through 
a system of interconnected busses, or through a computer 
network). The program instructions configure the computer 
system 1000 to implement a method, e.g., any of the method 
embodiments described herein, or, any combination of the 
method embodiments described herein, or, any subset of any 
of the method embodiments described herein, or any com
bination of such subsets. 

Processing unit 1010 may include one or more processors 
(e.g., microprocessors). 

One or more users may supply input to the computer 
system 100 through the input devices 1025. Input devices 
1025 may include devices such as a keyboard, a mouse, a 
touch-sensitive pad, a touch-sensitive screen, a drawing pad, 
a track ball, a light pen, a data glove, eye orientation and/or 
head orientation sensors, a microphone ( or set of micro
phones), an accelerometer ( or set of accelerometers), or any 
combination thereof. 

The display system 1030 may include any of a wide 
variety of display devices representing any of a wide variety 
of display technologies. For example, the display system 
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may be a computer monitor, a head-mounted display, a 
projector system, a volumetric display, or a combination 
thereof. In some embodiments, the display system may 
include a plurality of display devices. In one embodiment, 
the display system may include a printer and/or a plotter. 

In some embodiments, the computer system 1000 may 
include other devices, e.g., devices such as one or more 
graphics accelerators, one or more speakers, a sound card, a 
video camera and a video card, a data acquisition system. 

In some embodiments, computer system 1000 may 
include one or more communication devices 1035, e.g., a 
network interface card for interfacing with a computer 
network (e.g., the Internet). As another example, the com
munication device 1035 may include one or more special
ized interfaces for communication via any of a variety of 
established communication standards or protocols or physi
cal transmission media. 

The computer system 1000 may be configured with a 
software infrastructure including an operating system, and 
perhaps also, one or more graphics APis (such as OpenGL®, 
Direct3D, Java 3D™). 

Any of the various embodiments described herein may be 
realized in any of various forms, e.g., as a computer
implemented method, as a computer-readable memory 
medium, as a computer system, etc. A system may be 
realized by one or more custom-designed hardware devices 
such as ASICs, by one or more programmable hardware 
elements such as FPGAs, by one or more processors execut
ing stored program instructions, or by any combination of 
the foregoing. 

In some embodiments, a non-transitory computer-read
able memory medium may be configured so that it stores 
program instructions and/or data, where the program 
instructions, if executed by a computer system, cause the 
computer system to perform a method, e.g., any of the 
method embodiments described herein, or, any combination 
of the method embodiments described herein, or, any subset 
of any of the method embodiments described herein, or, any 
combination of such subsets. 

In some embodiments, a computer system may be con
figured to include a processor ( or a set of processors) and a 
memory medium, where the memory medium stores pro
gram instructions, where the processor is configured to read 
and execute the program instructions from the memory 
medium, where the program instructions are executable to 
implement any of the various method embodiments 
described herein (or, any combination of the method 
embodiments described herein, or, any subset of any of the 
method embodiments described herein, or, any combination 
of such subsets). The computer system may be realized in 
any of various forms. For example, the computer system 
may be a personal computer (in any of its various realiza
tions), a workstation, a computer on a card, an application
specific computer in a box, a server computer, a client 
computer, a hand-held device, a mobile device, a wearable 
computer, a computer embedded in a living organism, etc. 

Any of the various embodiments described herein may be 
combined to form composite embodiments. Furthermore, 
any of the various features, embodiments and elements 
described in U.S. Provisional Application 62/091,342 (filed 
Dec. 12, 2014) may be combined with any of the various 
embodiments described herein to form composite embodi
ments. 

Although the embodiments above have been described in 
considerable detail, numerous variations and modifications 
will become apparent to those skilled in the art once the 

above disclosure is fully appreciated. It is intended that the 
following claims be interpreted to embrace all such varia
tions and modifications. 

What is claimed is: 
1. A method for operating a computer in order to auto

matically grade solutions submitted by learners in response 
to a question, the method comprising: 

receiving the solutions via a computer network, wherein 
each of the received solutions is provided by a respec
tive one of the learners, and includes one or more 
mathematical expressions, wherein a majority of the 
received solutions include more than one mathematical 
expression; 

assembling a list of unique expressions occurring in a 
union of the received solutions; 

for each of the received solutions, automatically deter
mining a corresponding feature vector based on the 
mathematical expressions occurring in the received 
solution, wherein the feature vector for each received 
solution is a binary valued vector whose components 
correspond respectively to expressions in the list of 
unique expressions; 

automatically determining measures of similarity between 
the received solutions, wherein said automatically 
determining measures of similarity between the 
received solutions includes, for each pair of the 
received solutions, automatically determining a mea
sure of similarity between the received solutions of the 
pair based on the corresponding pair of feature vectors; 

automatically clustering the received solutions into K> 1 
clusters based on the similarity measures; 

for each of the K clusters: 
receiving grading input from one or more graders via 

the computer network, wherein the grading input 
indicates a grade to be assigned to a representative 
received solution in the cluster; and 

automatically assigning the grade of the representative 
received solution in the cluster to the other received 
solutions in the cluster; and 

storing the grades for the received solutions in a memory. 
2. The method of claim 1, further comprising: 
providing a cluster diagram to an authorized party via the 

network, wherein the cluster diagram includes nodes 
corresponding to the received solutions, and edges 
corresponding to the measures of similarity, wherein 
nodes belonging to different clusters are distinguished 
visually, wherein the cluster diagram also indicates the 
grade assigned to each cluster. 

3. The method of claim 1, further comprising: 
receiving selection input from an authorized party via the 

network, wherein the selection input selects one or 
more of the received solutions; 

providing grade information to the authorized party via 
the network, wherein the grade information includes 
the one or more received solutions and their assigned 
grades. 

4. The method of claim 1, further comprising: 
sending a message via the network to one of the learners, 

wherein the message includes at least the grade that has 
been assigned to the solution received from the learner. 

5. The method of claim 1, further comprising: 
for each of the learners, sending a corresponding message 

via the network to the learner, wherein the correspond
ing message includes at least the grade that has been 
assigned to the solution received from the respective 
learner. 
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6. The method of claim 1, further comprising: 
prior to said clustering, receiving the number of clusters 

K via the network from an authorized party. 
7. The method of claim 1, wherein said clustering 

employs a clustering algorithm that automatically deter
mines a value for the number of clusters K. 

8. The method of claim 1, wherein the representative 
received solution in a given one of the clusters is selected 
based on a maximization of a sum ~J~INsif, where Si/ is the 
similarity measure between the feature vector of the i th 

received solution and the feature vector of the j th received 
solution, where N is the number of said received solutions, 
where the index i ranges over the received solutions in the 
given cluster. 

9. A non-transitory memory medium for operating a 
computer in order to automatically grade solutions submit
ted by learners in response to a question, wherein the 
memory medium stores program instructions, wherein the 
program instructions, when executed by the computer, cause 
the computer to implement: 

receiving the solutions via a computer network, wherein 
each of the received solutions is provided by a respec
tive one of the learners, and includes one or more 
mathematical expressions, wherein a majority of the 
received solutions include more than one mathematical 
expression; 

assembling a list of unique expressions occurring in a 
union of the received solutions; 

for each of the received solutions, automatically deter
mining a corresponding feature vector based on the 
mathematical expressions occurring in the received 
solution, wherein the feature vector for each received 
solution is a binary valued vector whose components 
correspond respectively to expressions in the list of 
unique expressions; 

automatically determining measures of similarity between 
the received solutions, wherein said automatically 
determining measures of similarity between the 
received solutions includes, for each pair of the 
received solutions, automatically determining a mea
sure of similarity between the received solutions of the 
pair based on the corresponding pair of feature vectors; 

automatically clustering the received solutions into K> 1 
clusters based on the similarity measures; 

for each of the K clusters: 
receiving grading input from one or more graders via 

the computer network, wherein the grading input 
indicates a grade to be assigned to a representative 
received solution in the cluster; and 

automatically assigning the grade of the representative 
received solution in the cluster to the other received 
solutions in the cluster; and 

storing the grades for the received solutions in a memory. 
10. The non-transitory memory medium of claim 9, 

wherein the program instructions, when executed by the 
computer, further cause the computer to implement: 

providing a cluster diagram to an authorized party via the 
network, wherein the cluster diagram includes nodes 
corresponding to the received solutions, and edges 
corresponding to the measures of similarity, wherein 
nodes belonging to different clusters are distinguished 
visually, wherein the cluster diagram also indicates the 
grade assigned to each cluster. 

11. A method for operating a computer in order to 
automatically grade solutions submitted by learners m 
response to a question, the method comprising: 

30 
receiving the solutions via a computer network, wherein 

each of the received solutions is provided by a respec
tive one of the learners, and includes one or more 
mathematical expressions, wherein a majority of the 
received solutions include more than one mathematical 
expression; 

assembling a list of unique expressions occurring in a 
union of the received solutions; 

for each of the received solutions, automatically deter
mining a corresponding feature vector based on the 
mathematical expressions occurring in the received 
solution, wherein the feature vector for each received 
solution is a binary valued vector whose components 
correspond respectively to expressions in the list of 
unique expressions; 

automatically performing a probabilistic clustering algo
rithm based on the feature vectors of the received 
solutions to determine: 
(a) K conditional probability distributions correspond

ing to Krespective clusters, wherein each of the K 
conditional probability distributions characterizes a 
corresponding distribution of generic feature vector 
y given membership in the corresponding cluster; 
and 

(b) for each of the received solutions, an assignment of 
the received solution to a corresponding one of the K 
clusters; 

for each of the K clusters, receiving grading input from 
one or more graders via the computer network, wherein 
each grading input indicates a grade to be assigned to 
a representative received solution in a respective cluster 
of the K clusters; 

for each of the received solutions other than the repre
sentative received solutions: 
automatically assigning a grade to the received solution 

based on the grades assigned to the representative 
received solutions and the K conditional probability 
distributions evaluated on the feature vector of the 
received solution; and 

storing the grades for the received solutions in a memory. 
12. The method of claim 11, further comprising: 
for each v in the set {1, 2, ... , VJ, determining a grade 

gv for a partial feature vector y v corresponding to the 
first v expressions in the received solution of a given 
one of the learners, wherein said grade gv is determined 
based on the grades assigned to the representative 
received solutions and the K conditional probability 
distributions evaluated on the partial feature vector y v' 
where VJ is the number of expressions occurring in the 
solution provided by the given learner; 

determining a location of a first erroneous mathematical 
expression in the solution provided by the given learner 
based on a first value of v such that the grade gv is less 
than a maximal grade value; and 

sending 	an error indication message to a user via the 
computer network, wherein the error indication mes
sage indicates the location of the first erroneous math
ematical expression in the solution provided by the 
given learner. 

13. The method of claim 11, further comprising: 
for each v 	in the set {1, 2, ... , VJ, determining a 

maximum likelihood selection zv for cluster member
ship based on the K conditional probability distribu
tions evaluated on the partial feature vector y v, where 
VJ is the number of expressions occurring in the solu
tion provided by the given learner; 
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determining a location of a first erroneous mathematical 
expression in the solution provided by the given learner 
based on a first value of v such that the maximum 
likelihood selection zv departs from a cluster of correct 
solutions; and 

sending an error indication message to a user via the 
computer network, wherein the error indication mes
sage indicates the location of the first erroneous math
ematical expression in the solution provided by the 
given learner. 

14. The method of claim 11, further comprising: 
determining a location of a first erroneous mathematical 

expression in the received solution of a given one of the 
learners; and 

sending feedback data to the given learner via the com- 15 

puter network, wherein the feedback includes: 
an identification of the location of the first erroneous 

mathematical expression in the given learner's solu
tion; and 

explanatory text extracted from one or more different 
solutions provided by one or more different ones of 
the learners, wherein the one or more different solu
tions occur in a cluster of correct solutions, wherein 
the explanatory text has been extracted from the one 
or more different solutions based on the location of 25 

the first erroneous mathematical expression in the 
given learner's solution. 

15. The method of claim 11, further comprising: 
determining a location of a first erroneous mathematical 

expression in the received solution of a given one of the 
learners; 

identifying one or more correct solutions from a cluster of 
correct solutions such that each of the one or more 
correct solutions shares the same mathematical expres
sions with the given learner's solution prior to the 35 

location of the first erroneous mathematical expression; 
and 

sending feedback data to the given learner via the com
puter network, wherein the feedback data includes: 
a mathematical expression extracted from a selected 

one of the one or more correct solutions, wherein the 
extracted mathematical expression has the same 
location in the selected solution as the location of the 
first erroneous mathematical expression in the given 
learner's solution. 45 

16. The method of claim 11, further comprising: 
receiving additional solutions from additional learners via 

the computer network, wherein each of the additional 
solutions is provided by a respective one of the addi
tional learners; 

for each of the additional received solutions, determining 
a corresponding feature vector based on the mathemati
cal expressions occurring in the additional received 
solution; 

assigning grades to the additional received solutions 	by 55 

performing operations including, for each of the addi
tional received solutions, assigning a grade to the 

32 
additional received solution based on the grades 
assigned to the representative received solutions and 
said K conditional probability distributions evaluated 
on the feature vector of the additional received solu
tion; and 

storing the grades for the additional received solutions in 
the memory. 

17. The method of claim 11, further comprising: 
receiving additional solutions from additional learners via 

the computer network, wherein each of the additional 
received solutions is provided by a respective one of 
the additional learners; 

for each of the additional received solutions, determining 
a corresponding feature vector based on the mathemati
cal expressions occurring in the additional received 
solution; 

performing the probabilistic clustering algorithm based 
on the feature vectors of the received solutions and the 
feature vectors of the additional received solutions in 
order to determine: ' 
(c) llK additional probability distributions correspond

ing respectively to llK new clusters that are different 
from the K clusters, wherein each of the llK addi
tional probability distributions characterizes a corre
sponding distribution of generic feature vector y 
given membership in a corresponding one of the llK 
new clusters; and 

(d) for each of the additional solutions, an assignment 
ofthe addition~! received solution to a corresponding 
cluster in the K+llK clusters comprising the K clus
ters and the llK new clusters; 

assigning grades to the additional received solutions 
wherein said assigning grades to the additional received 
solutions includes: 
receiving additional grading input via the computer 

network, wherein, for each of the llK new clusters 
the additional grading input indicates a grade to b~ 
assigned to a representative received solution from 
the new cluster; and 

for each of the additional received solutions other than 
the representative received solutions of the new 
clusters, assigning a grade to the additional received 
solution based on: the grades assigned to the repre
sentative received solutions of the K clusters and the 
llK new clusters; the K conditional probability dis
tributions evaluated on the feature vector of the 
additional received solution; and llK additional 
probability distributions evaluated on the feature 
vector of the additional received solution· and 

storing the grades for the additional received s~lutions in 
the memory. 

18. The method of claim 11, further comprising: 
sending a message via the network to one of the learners 

wherein the message includes at least the grade that ha~ 
been assigned to the solution received from the learner. 

* * * * * 
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