


ABSTRACT

Data Driven Modeling of Proteins

by

Justin Chen

Proteins are tiny molecular machines that perform the vast majority of the func-

tions in living cells. In order for the protein to perform its function, it has to be able to

fold from a disordered coil into a specific compact structure. Two new computational

methods are developed that take advantage of the large amount of data generated

in both experiments and computer simulations in order to better understand how

proteins work. The first method (pyODEM) improves the modeling of proteins on

the global scale, while a second method (pyFrustration) probes the protein’s local

frustration that might impede the folding process. Use of these methods allows us to

construct more dynamically accurate protein models and improves our understanding

of how a protein folds and performs its function.
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Preface

Trying to perform a brute force simulation of all the proteins in an entire cell at the

atomic scale would be impossible. Thus, we must make some sort of reduced model

of a protein so that we can eventually move up in scale. There is now a wealth of data

for proteins and it is only natural we use the data to improve our protein models.

Better models leads to a better understanding of how proteins move and function, and

hopefully one day, a complete physics based understanding of all living organisms.

The work I present here is only a small step towards this larger dream. While

the effects of my work may not be immediate, I do believe that some part of this will

eventually help someone make a real difference in this world.
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Chapter 1

Introduction

Proteins are macromolecules that act as tiny molecular machines and perform the vast

majority of functions in cells.[1] An example protein is shown in Figure 1.1, where

the atoms and bonds are represented by spheres and rods and the backbone chain’s

rigid structure is represented by the ribbon. In order for the protein to perform its

function, it has to be able to fold to a specific collapsed structure, often referred to as

the folded or native state. Energy Landscape Theory, which was developed around

the 1990s,[2] provides a theoretical explanation and framework for protein folding.

In this dissertation, we present two new computational methods to analyze protein

dynamics in greater detail: one method to study the global dynamics and another

to study the local frustration. The goal of these two methods is to provide a better

understanding of the physics of protein dynamics using a data driven approach.

1.1 Protein Folding and Dynamics

1.1.1 Basics of Protein Folding: Energy Landscape Theory

Understanding protein dynamics begins with the basic structure of proteins, the chain

of amino acids. Figure 1.2a shows the general definition of an amino acid. All amino

acids consist of the amine group and the carboxyl group, with a side-chain (R) that

varies and identifies each amino acid. The side-chain itself can be of any composition,

however there are only 20 different types of amino acids coded into DNA sequences.
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Figure 1.1 : Example of a protein structure. The backbone of the protein is rep-
resented by the ribbon which shows the overall rigid structure of the protein. The
actual atoms and bonds themselves are represented with spheres and rods.

A hydrolysis reaction connects the carboxyl group to the next amino acid’s amine

group, forming a long chain seen in Figure 1.2b.

The dynamics of this chain however can become quite complex. A näive approach

to modeling protein folding dynamics would be to assume the protein samples every

possible conformation and then settle in the state with the lowest potential energy

(folded state). However, Levinthal’s paradox quickly shows that this is not possi-

ble.[3] Looking in Figure 1.2b, the planar peptide bond that forms between successive

residues (amino acids) is quite rigid, and so a reasonable approximation would be to
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Figure 1.2 : (a) Chemical structure of an amino acid. Of particular importance
is the composition of the side-chain R group that identifies each unique amino
acid. (b) Schematic of the protein backbone. The four circles and black box rep-
resents the components of a single amino acid residue in the larger sequence. Im-
age credits: (a) Public Domain from Wikimedia Commons. (b) Dcrjsr [CC BY 3.0
(https://creativecommons.org/licenses/by/3.0)], from Wikimedia Commons.

neglect bond and angle fluctuations and consider only the φ and ψ dihedral angles.

Using a small 51 residue protein as an example, that small protein has (generally) 100

φ and ψ angles in total. At the extreme approximation that only 2 such values exist

for each angle, then there is a total of 2100 possible conformations. If a protein could

sample each new conformation every femto-second, it would take approximately 1073

years to sample the full conformational space and potentially find the single ideal na-

tive state. However, experimental measurements of naturally evolved proteins have

found the folding process to occur on the order of micro-seconds to milli-seconds, so

something must be happening to decrease the search space of protein conformations.
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Figure 1.3 : Schematic of the protein folding funnel central to the Energy Landscape
Theory of protein folding. The width of the funnel represents the entropy, while
descending into the funnel represents a decrease in potential energy. The protein’s
potential energy decreases by δE when going from the unfolded to the folded state.
There are also non-native traps with average barrier height ∆E. Figure was adapted
from Onuchic et al.[2]

The Energy Landscape Theory provides such an explanation about how a protein

does achieve its native fold.[2] Central to the theory is the idea of the funnel, a

schematic of which is shown in Figure 1.3. The shape of the funnel originates from

a protein’s energy bias towards the native state at the the bottom of the funnel. In

the native state of the protein, its potential energy (U) reaches a minimum of Enat

at the bottom of the funnel. As the protein folds and approaches the native state,
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Figure 1.4 : The approximate trend for the potential energy and entropy change of
the protein along a reaction coordinate where Q = 0 is unfolded and Q = 1 is folded.

the entropy (S) reduces greatly, represented by the width of the funnel narrowing,

thereby reducing the search space for folding.[2] Therefore, the fast folding observed

in nature is the result of the protein folding being a cooperative process.

We can also consider the free energy of a protein along a reaction coordinate Q,

where Q describes how folded the protein is. The free energy F , at temperature T ,

is given as:

F = U − TS (1.1)

A schematic of the general trend for U and S is shown in Figure 1.4. The protein’s

free energy would be dominated by potential energy when it is near folded at (Q = 1)

and conversely by entropy in the unfolded state (Q = 0). As an aside, the potential

energy of a protein is referred to here is actually the “solvent-averaged” free energy.

Practically, it is treated and often referred to as a potential energy, but U also includes

the effects from interactions of the protein with the solvent (such as hydrophobicity)

as well as the actual potential energy of the protein.
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Figure 1.5 : A 1-dimensional representation of the average free energy of a protein
in the folding process along a reaction coordinate Q. Data was taken from the an
all-atom simulation of the FiP35 protein performed by the D. E. Shaw group.[4] The
reaction coordinate used here is the fraction of native contacts formed.

The funnel itself is not perfectly smooth and actually has non-native traps the pro-

tein could potentially fall into. However, for a well funneled protein, these non-native

traps are typically much shallower than the funnel and only provide roughness to the

landscape that slows down the folding process.[2] It was previously shown that the

roughness of the landscape in high-dimensions can be averaged onto a 1-dimensional

reaction coordinate which results in a simple free energy landscape shown in Fig-

ure 1.5.[5] Folding can then be thought of as a diffusion process from the unfolded

well at low Q to the folded well at high Q, with a transition state at the peak of the

energy barrier between the unfolded and folded states. The overarching conclusion is

that the protein does not need to explore every possible conformation it could possibly

be in, but only the greatly reduced landscape that represent the average path to the

folded state. Studying the pathways a protein takes to the folded state (i.e. what is

the protein’s transition state ensemble) is one of the main features of understanding
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Hardware Method Simulation Time

Conventional Supercomputer All-Atom 3 Months[4, 6]

Anton Supercomputer All-Atom 3 Days[4, 7]

Conventional Single Processor Coarse-Grained 4 Hours[8]

Table 1.1 : MD Computation Times for FiP35, a small 35-residue β-sheet protein
in the WW domain family. Simulation times for the Anton Supercomputer are in-
ferred based upon simulation rates reported for similar sized proteins[7] and actual
simulation time used.[4]

the global dynamics of a protein, and is typically achieved with the use of Molecular

Dynamics (MD) simulations.

1.1.2 Global Dynamics of Proteins: Folding Simulations

MD simulations all follow the same principle: define the potential energy between

all the particles (frequently referred to as the force-field) and then numerically inte-

grate the equations of motion in order to compute the position and velocity at each

time step and create a trajectory of the protein’s dynamics. Since Energy Landscape

Theory demonstrated that only a small subset of conformations actually need to be

sampled to understand the folding process, MD simulations provide a convenient ap-

proach to sample the most relevant parts of the landscape. Several software packages

are available that perform MD simulations, and the GROMACS MD package was

used for this work.[9, 10] MD typically uses classical mechanics, however there have

been attempts to employ multi-body forces[11] and quantum mechanically derived

forces.[12] The continuous differential equation to solve is simply Newton’s equation

for acceleration:
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m
d2r

dt2
= −∇U(r) (1.2)

Here, U defines the potential energy, m is the mass, and r defines the position of

the atoms in the model. Some models can include either deterministic or stochastic

corrections to the equations of motions, and further details given for our exact model

is in Chapter 2. The result from MD is a set of coordinates and velocities for a protein

at discrete times ∆t.

In Table 1.1, the approximate times it would take to simulate the folding/unfolding

for FiP35,[4] a small 35-residue β-sheet protein, is shown for a variety of methods.

Notably, the time for computing all-atom MD simulations is much greater than the

time required for computing the coarse-grained (CG) MD simulations. The primary

time-sink when performing MD simulations comes from computing the forces for

every particle, giving a general rule that more particles mean longer simulation times.

In an all-atom MD simulation where the solvent environment is explicitly modeled

with water molecules inside a periodic box, thousands of atoms can exist all with

potential energy and forces that must be recalculated at each step. Conversely, CG

MD simulations reduce the number of particles significantly by grouping multiple

atoms in the protein together into a single bead. Using a conventional supercomputer,

the time it took to compute a short 10 µs trajectory was 3 months, which still failed

to show a single folding event.[4, 6] This has prompted one strategy where a custom

designed supercomputer that can only perform MD simulations was built,[7] which

does drastically reduce the simulation time and succeeded in simulating multiple

folding and unfolding events for FiP35 in a matter of days.[4, 7] However, this is

not a feasible strategy for making models that can be used generally and routinely.

CG models however can compute folding simulations of FiP35 in a matter of hours
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using a single core of commercially available processors. Thus, the attraction of CG

models is clear: there are huge resource savings when using CG models instead of

all-atom models, which would allow simulations of the global dynamics of proteins to

be regularly performed.

The improvement in simulation time is however not without cost, as grouping

atoms together into a single bead in a CG model reduces the number of degrees

of freedom. While it has been shown that only a few coordinates are required to

describe the most relevant slow processes (global dynamics),[13] the CG model still

might not reproduce the most relevant global dynamics of a true protein. To remedy

this, many computational methods were designed to incorporate some experimental

data in a protein model, thereby modifying the CG model parameters in order to

make simulations that more accurately reflect the true protein dynamics. Just to

give a few examples, several methods have been developed to use the results from a

specific experiment in order to reparameterize a CG model. Matysiak and Clementi

demonstrated that it is possible to use ∆∆G experiments, which measure the change

in free energy differences upon mutation for a protein’s native and transition states,

in order to adjust the contact probability of a protein on a trajectory.[14] Work by

Onuchic and co-workers has demonstrated that the evolution of a protein sequence in

a protein family can improve a CG model’s native protein contact interactions,[15] as

well as how using multiple protein crystal structures can parameterize a CG model

that has more complex dynamics.[16] These methods all showed a sharp improvement

in the accuracy of the CG model, and were particularly attractive due to the rigorous

physics based arguments employed to justify the changes to the CG model parameters.

Recently, there has been interest in developing methods that can incorporate a

variety of different experimental results into a single CG model. What this entails
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is defining some objective function, O, that compares an observable from the model

with an observable from an external experiment.[8, 17, 18, 19, 20] The model is itera-

tively adjusted to minimize (or maximize) O such that you minimize the discrepancy

between CG simulations and experimental observables. These Iterative Model Op-

timization Schemes (IMOSs) differ primarily on their choice of objective function O

as well as how the CG model’s parameters are changed. Voth and co-workers in par-

ticular have developed a set of methods that apply a bias energy to the CG model’s

Hamiltonian using a maximum entropy approach.[18, 19, 20] However, a bias poten-

tial could be unphysical for some experimental observables. For example, Förster

Resonance Energy Transfer (FRET) measures the distance between two probes at-

tached to the protein.[21] Applying a long-range bias potential between two distant

points on a protein would be unphysical as those two points on the protein would

not ordinarily interact via a potential. Instead, more general data-driven approaches

would be more appropriate by allowing the adjustment of the protein’s CG model

parameters themselves instead, thereby ensuring there is a minimal change in the

physics of the model.[8, 17]

1.1.3 Local Frustration

A different aspect of studying protein folding involves analyzing the frustration that

results from the alternative local minima on the energy landscape.[5, 22] Proteins

that are naturally evolved are typically funneled due to evolution selecting for specific

sequences.[2] This results in a minimally frustrated protein landscape, where these

traps only act to slow down the folding process.[5] Conversely a random sequence

of amino acid residues is unlikely to result in a distinct folded state, and instead

becomes trapped in some non-distinct set of collapsed structures.[2, 5, 23] A random
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Figure 1.6 : Example decoy energy distribution used for computing the local frustra-
tion between two residues i and j on a protein. Instances where the native energy
between i and j are lower than the average decoy energy are unfrustrated and native
energy higher than the average decoy energy are frustrated.

sequence of amino acids would have many random local minima instead of a funnel,

and cooling the protein will cause it to reach a glass temperature Tg where it freezes

out into some arbitrary compact structure.[23] Tg can be compared to a protein’s

folding temperature, Tf , the temperature at which the free energy of the folded and

unfolded states are comparable. It has been shown that the ratio of Tf/Tg expresses

the relative strength of the funnel versus these alternative non-native traps:[2]

Tf
Tg

=
δE

∆E

√√√√(2kB
δS

)
(1.3)

Where δE and δS are the change in energy and entropy from the unfolded to the

folded state for a protein respectively, and the random distribution of energies for the

glassy states is ∆E (shown in Figure 1.3). Generally, most globular proteins have

evolved such that Tf � Tg (minimally frustrated) so that the proteins would fold
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quickly.[2]

A local view can be taken for this where we consider the frustration that pairs

of nearby residues can have with each other. The local frustration calculation was

originally proposed by Wolynes and co-workers who demonstrated its utility in a CG

model for explaining many features of a protein’s dynamics and behavior,[22, 24,

25, 26, 27, 28] and designed a “frustratometer” which computes the local frustra-

tion between a pair of residues i and j.[22] Computing local frustration found that

interactions in naturally evolved proteins are generally minimally frustrated, how-

ever the local frustration that remains plays a role in helping the protein perform its

function.[22, 26] The frustratometer computes the local frustration Fij as:

Fij =
(
〈EDecoy

ij 〉 − ENative
ij

)/√√√√1/N
N∑
k=1

(
EDecoy,k
ij − 〈EDecoy

ij 〉
)2

(1.4)

The local frustration Fij approximates the ratio of δE/∆E in Equation 1.3. De-

coy pair energies, EDecoy,k
ij , refer to the energy the residue pairs i and j experience

in alternative compact structure, which is an approximation of the structures and

interactions that exist in the alternative non-native minima on the free energy land-

scape. Then δE is represented by the difference of the pair energies in the native

state and the average decoy energy, while the random distribution of energies, ∆E, is

estimated from the standard deviation of the set of decoy pair energies. An example

of the distribution of decoy energies is shown in Figure 1.6, where instances of the

native energies being less than the average decoy energy are unfrustrated whereas

native energies greater than the decoy energy are frustrated.

Attempts at the de novo design of proteins have found that completely artificially

designed proteins experience more frustration with stable intermediates than natu-

rally evolved proteins,[26, 29] and sometimes fail to even fold.[30] There has been
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recent interest to use various forms of “negative design” in order to design sequences

that are more likely to result in a folded structure.[30, 31] Conventional protein design

has been focused on simply predicting the lowest energy structure of a sequence, how-

ever negative design aims to not only minimize the energy of a protein in a particular

structure, but also maximize its energy in alternative non-native structures. Local

frustration can be used as a form of negative design and determine protein sequences

that not only minimize energy in a target fold, but also minimize frustration.

1.2 Research Objective and Scope

This dissertation aims to study both global protein dynamics and local frustration

by developing two different data-driven methods: a new IMOS method for improving

the accuracy of the global dynamics of a CG protein model, and a new frustratometer

to study local frustration using a protein design force-field. The new IMOS method,

which we named pyODEM (python: Observable-driven Design of Effective molecular

Models), can scale more computationally efficiently for larger proteins and reproduce

the true dynamics of a protein given limited information. We employ a series of

well-developed computational methods to reduce the time it takes to compute a MD

trajectory. Also, pyODEM modifies the model’s parameters and can target a variety

of different experimental observables, thereby improving the physics of the CG model.

Furthermore, the example presented in this dissertation is the first time an IMOS is

used to optimize a target distance observable that is analogous to FRET. The code

for pyODEM is publicly available on GitHub,[32] and we hope to apply this to larger

and more complex systems in the future.

To study local frustration in the context of a protein design problem, we adapted

the methodology of the previous frustratometer[22] in order to compute local frustra-
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tion with a protein design force-field. The local frustration calculation we demonstrate

here can be adapted to many different protein design force-fields, however we chose to

demonstrate the frustratometer using a well established Rosetta force-field.[33] Gen-

erating the decoy energies is significantly more complicated with an all-atom design

force-field, however we were able to solve this problem using a combination of new

mutational techniques and data generated from MD trajectories. We test the frus-

tratometer on a few known design cases, and demonstrate that the frustratometer

can adequately predict the effects of certain sequence mutations in regards to local

frustration. The code for the new frustratometer is publicly available in the pyFrus-

tration package on GitHub .[34] Eventually, we hope the new frustratometer can be

used and adapted to alternative force-fields (with different physically derived energy

terms) in order to better understand the effects on frustration of different physical

interactions.

The remainder of the dissertation will be organized as follows. Chapters 2-4 will

discuss the development of pyODEM, with Chapter 2 going into greater detail about

the CG model we use, Chapter 3 describing the pyODEM method mathematically in

detail, and Chapter 4 providing an example of its use. Chapters 5 and 6 will discuss

the development of the frustratometer, with chapter 5 discussing its theoretical design

and chapter 6 showing several examples of use. Outlook and conclusions will follow

in Chapter 7.
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Chapter 2

Protein Models

2.1 Coarse-Grained Model of FiP35

2.1.1 Cα-Cβ-CG Model

As mentioned earlier, the biggest time expenditure when performing MD Simulations

is computing the force on every particle. The task of computing the force becomes

significantly faster if the number of particles is greatly reduced. One way to reduce

the number of particles is by representing several atoms as a single bead in a CG

model. This section will present the CG model we used for the subsequent analysis

of FiP35, the Cα-Cβ-CG model. Since CG model’s parameters will be modified later

using pyODEM (presented in detail in Chapter 3), special mention will be given to

which parameters in a model will be adjusted.

A structure-based model (SBM) at the Cα-Cβ level of coarse graining was origi-

nally constructed by Cheung and co-workers.[35] The effective Cα atoms in the model

represent the backbone, mapped to the position of the α-carbon of each residue, while

the effective Cβ atoms represent the side chains, placed at the center of mass of each

side chain. In SBMs, the Hamiltonian has initial ideal values representing the na-

tive bond distances, angles, dihedral angles, and native contacts extracted from some

previously known structure, such as a protein crystal structure. Then the Hamilto-

nian defining the protein energy for a structure based model is given by the following

expression:
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H =
∑
bonds

Kd(di − d0)2 +
∑
angles

Kθ(θi − θ0)2

+
∑

Dihedrals

Kφ(n)[1− cos(n(φi − φ0))]

+
∑

I−Dihedrals

K ′φ(φ′i − φ′0)2

+
∑

contacts

KcVq(rij, r0, εij) (2.1)

where the 0 subscript denotes the quantities measured from the known native

structure. The first term represents the bond potential with parameter di denoting

the bond distance between [Cα(i), Cα(i+1)] and [Cα(i), Cβ(i)]. The second term is the

angle contribution to the potential, with parameter θi denoting the angles between

the atoms [Cα(i), Cα(i + 1), Cα(i + 2)], [Cβ(i), Cα(i), Cα(i + 1)], and [Cα(i), Cα(i +

1), Cβ(i+ 1)]. The third term corresponds to the dihedral potential, with parameter

φi denoting the dihedral angle between the atoms [Cα(i), Cα(i+1), Cα(i+2), Cα(i+3)],

and is computed for both n = 1 and n = 3. The fourth term is the improper-dihedral

term where parameter φ′ is the dihedral between [Cα(i), Cα(i − 1), Cα(i + 1), Cβ(i)].

The parameters controlling the relative strength of the backbone interactions are

defined as Kd = 20000 kJ
mol∗nm2 , Kθ = 40 kJ

mol∗deg2 , Kφ(1) = 1 kJ
mol

, Kφ(3) = 0.5 kJ
mol

,

K ′φ = 0.5 kJ
mol

, and Kc = 1 kJ
mol

. These backbone interaction strengths and ideal values

are not adjusted during the ODEM parameter optimization.

The final term in Equation 2.1, the contacts, represents the pair interaction po-

tential, and it is these pair interaction strengths that are modified in the pyODEM

procedure. In order to determine which pairs of atoms are attracted to each other

in the native state, the SMOG web server was used to determine which atoms in the

representative native structure are close enough to form native pairs when the protein
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is folded.[36] Using a folded native structure as a guide, the native pairs are the atoms

that are within a certain distance and not occluded by other atoms.[37] An all-atom

contact map was determined, and parsed so any side-chain-to-side-chain pairs denote

Cβ-Cβ native pairs and any backbone-to-backbone pairs denote Cα-Cα native pairs.

Non-native Cα-Cα and Cβ-Cβ pair interactions were also added for each pair further

than 3 or 2 residues apart along the sequence, respectively.

The parameter εij was used to control the strength of the attractive or repulsive

pair interaction, where positive values are attractive and negative values are repulsive.

Initially (0th order model), εij = 1 for all native pair interactions, while εij = 0

for all non-native interactions (homogeneous starting conditions). As the model is

optimized, the εij values are adjusted in order to modulate the dynamics of the

protein. When the interaction is attractive, a Gaussian contact potential Vij was

used of the form:[9]

Vij(rij, r
0
ij, εij) = Vrep ∗ Vgauss − εij (2.2)

where

Vrep(rij, εij) = 1 +
1

εij

(
σev
rij

)12

(2.3)

Vgaus(rij, r
0
ij, εij) = εij

[
1− exp

(−(rij − r0ij)2

2σ2
g

)]
(2.4)

while for a repulsive interaction, a hyperbolic tangent repulsive function was used

of the form:[15]

Vij(rij, r
0
ij, εij) =

(
σev
rij

)12

+ Vtanh (2.5)
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with:

Vtanh(rij, r
0
ij, εij) = −1

2
εij

[
tanh

(
r0ij − rij + σt

σt

)
+ 1

]
(2.6)

where σev is the excluded-volume for the contact interaction between atoms i and

j and corresponds to the sum of their effective radii. In the Cα-Cβ model, the effective

radii were 0.133 nm for all the Cα atoms, while the radii for Cβ atoms were computed

by using the side-chain volumes found in the literature,[38] and treating the volume

as a perfect sphere. The parameters σg and σt control the width of the attractive

and repulsive interactions which have the same value of σg = σt = 0.05 nm, and rij

denotes the distance between atom i and j. For native pairs, the ideal distance r0ij

was determined from the native structure of FiP35, while r0ij = σev +0.2 nm was used

for non-native pairs. The advantage of the Gaussian contact potential formulation

in Equation 2.2 with respect to more common functional forms (i.e. Lennard-Jones)

is that the excluded volume, σev, and the position of the minima of the interaction

potential, r0ij, are constant regardless of what value of εij is used.[9] Similarly the

position of the half-maximum in the hyperbolic tangent repulsive interaction formu-

lated in Equation 2.5 is also constant regardless of the value for εij. Finally, for the

Cα-Cβ pair interactions, only a hard-wall repulsive excluded volume was included of

the form:

Vij(rij) =
σ12
ev

r12
(2.7)

The Gaussian contact potentials were implemented in a modified version of GRO-

MACS version 4.5.4 by the Onuchic group (v1.1).[9, 36, 39]



19

2.1.2 Implicit Solvent Model

Another significant change CG models employ to reduce the number of particles is to

use an implicit solvent model where the solvent molecules (i.e. water) are removed and

instead modeled in some other way. Langevin dynamics provides a convenient way to

add some of the effects of the solvent environment into the model, mainly drag and

random collisions of the protein with the solvent molecules.[40] This requires making

a stochastic correction to the equation of motion that is now:[10]

m
d2r

dt2
= −∇U(r)−mγdr

dt
+ R̊(t) (2.8)

such that γ is the friction term (1/ps) and the R̊ is a random perturbation such

that its time correlation is:

〈
R̊(t)R̊(t+ s)

〉
= 2mγkBTδ(s) (2.9)

which is to say that R̊ is a random number that has an average of zero, a sec-

ond moment proportional to temperature, and is uncorrelated in time. An efficient

method for generating a sequence of random numbers in order to discretely integrate

Equation 2.8 has been implemented in GROMACS.[10]

2.2 MSM Construction and Validation

When simulating a protein, the goal is to sample the landscape until the true equi-

librium ensemble is found. While it’s difficult to know a priori what constitutes

equilibrium, generally this would mean computing a long enough protein trajectory

such that numerous folding and unfolding events are observed. In this section, we

present a protocol that improves the sampling of a protein while reducing the length
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Figure 2.1 : The free energy landscape plotted on the first and second TICA eigen-
functions (f1 and f2) for a Cα-Cβ-CG model. The first TICA coordinate correspond
to the folding and unfolding of FiP35, with a folded minima on the left and an un-
folded minima on the right.

of time required to perform simulations. We used Markov State Models (MSMs) with

other tools implemented in the pyEMMA package by Noé and co-workers in order

to reduce the simulation time by combining many short simulations that can be run

in parallel.[41, 42] Taking this divide and conquer approach greatly reduces the wall-

clock time and can robustly determine the equilibrium ensemble of the protein. This

section will detail the variety of methods used in order to construct a MSM specifi-

cally for a protein and how multiple protein simulations can be combined to get the

true equilibrium ensemble.
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2.2.1 Determining Slow Motions and Discretizing the Landscape

We used Time-lagged Independent Coordinate Analysis (TICA), a dimensional re-

duction technique, in order to determine a set of collective coordinates that represent

the slowest motions in a protein trajectory.[41, 43] TICA takes a set of input fea-

tures from a protein’s simulated trajectory and determines a linear combination of

these features, eventually solving an eigenvalue problem to give a set of eigenfunctions

that represent the collective coordinates. These eigenfunctions have the largest the

correlation along the protein’s whole trajectory at a lag time δt meaning:

max(〈fi(x, t)fi(x, t+ δt)〉) (2.10)

where the max is taken over the eigenfunctions fi under suitable normalization

constraints, where fi is a function of the protein’s conformation x and time t. The

set of features used for the TICA analysis are all the Cα-Cα pair distances and their

inverses, along with all the dihedral angles defined between 4 consecutive Cα atoms.

The reason for using this particular subset of features here is that the Cα distances

and dihedral angles can be computed both in the all-atom and a coarse-grained sim-

ulation. For a folding simulation, the first eigenfunction computed from TICA is

the slowest motion and typically represents the folding and unfolding of the pro-

tein. Subsequent eigenfunctions from TICA represent other faster motions such as

conformational changes within the folded or unfolded states.

For visualization purposes, the protein’s free energy landscape can be computed

along the first two TICA eigenfunctions by binning the protein conformations along

the eigenfunctions. The free energy of each bin is:
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Fi = −kBT ln(pi) (2.11)

where pi is the probability of the bin, and the values of Fi are typically shifted

so that the lowest free energy is 0 and typically expressed in units of kBT . The free

energy landscape for the first two TICA eigenfunctions (first two slowest motions)

are visualized in Figure 2.1 for a Cα-Cβ-CG model of FiP35. When constructing

a MSM of a protein trajectory, a more robust clustering algorithm is employed on

the higher dimensional landscape in order to discretize the landscape. Using the

number of eigenfunctions that include up to 95% of the cumulative variance (≈ 102

eigenfunctions),[44] the landscape is discretized using a k-means clustering algorithm

to determine ≈
√
N discrete states, where N is the number of configurations in

the MD trajectory.[43] The center of the clusters are shown in Figure 2.2 using this

procedure, with protein conformations assigned to the nearest cluster center. When

using a k-means clustering algorithm, there tends to be more clusters in the areas of

the landscape with low free energy. In the next section, constructing a MSM based

on these clusters is presented.

2.2.2 Markov State Models

MSMs refer to a general class of probabilistic models defining a discrete time jump

process between discrete states. We can define a transition probability matrix P with

terms pij, which refer to the conditional probability of state i transitioning to state

j in the next step. The transitions between discrete states is random, and such that

they meet the Markovian condition: the next state the system travels to only depends

on the previous state and not on the history of states before. Protein dynamics are

generally non-Markovian, however, it has been shown protein simulations do satisfy
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Figure 2.2 : The free energy landscape from Figure 2.1 with the cluster centers from
the k-means algorithm plotted. Based on each state’s committor value, blue circles
indicates states that were assigned to the folded state, while green circles represent
states that are in the unfolded state. The black circles represent states that are
unassigned to either the folded or unfolded state, some of which will be assigned to
the transition state based on its committor probability.

the Markovian condition if you consider transitions happening at some large lag-time

(τ) in the trajectory.[41, 43, 45] In order to determine the proper lag-time to use,

the timescales[46] of the MSM can be computed at a variety of lag-times as shown

in Figure 2.3, again for a Cα-Cβ-CG FiP35 model. For this example, the timescales

plateau around a value of lag-time corresponding to 0.01 − 0.05 ns, indicating that

τ ≈ 0.05 ns would be an appropriate lag-time to use in estimating the MSM from

the simulation. It has been shown that pij can be estimated by maximizing using a

maximum likelihood estimator:[41]

Lm =
∏
i,j

p
cij(τ)
ij (2.12)
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Figure 2.3 : Representative MSM timescales computed at several lag-times for a Cα-
Cβ-CG model. A clear gap after the first timescale indicates that a two-state model
is a good choice for this system. The gray region indicates an unphysical region where
the timescale falls below the lag-time used. The implied timescales suggest that a
lag-time around 0.05 ns would be appropriate for estimating a MSM on the data.

where the cij(τ) are the number of times a protein starts in state i at time t and

ends in state j at time t + τ . This is solved numerically and iteratively with the

pyEMMA package by maximizing Lm at the ideal lag-time as a function of all the

pij.[41] The true equilibrium probability values, πi, for each of the discrete states can

then be recovered from the resultant transition matrix P .

Larger macrostates (such as folded and unfolded states) can be determined from

an MSM in order to analyze the dynamics of the protein. Figure 2.3 shows that the

timescales of the estimated MSM has a gap after the first timescale, suggesting that

at most two macro states should be defined to describe the slow dynamics of the
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Figure 2.4 : Population of metastable states (blue=folded, green=unfolded) at various
PCCA+ membership cutoffs for the Reference model. A membership cutoff of 0.85
is used as the largest value that would include most of the unfolded states.

protein.[46] The unfolded (U) state and folded (F) states were defined using PCCA+

clustering with fuzzy membership. In order to find the transition state, transition path

theory (implemented in pyEMMA) was used to find a committor probability between

the core-sets of state U and F.[47] The population as a function of membership cutoff

for both U and F states found in PCCA+ is shown in Figure 2.4. A generous value

of 0.85 was selected as the membership cutoff, where configurations with membership

above this cutoff are considered part of the core set. Larger cutoff values would
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exclude large portions of the unfolded state whereas smaller values could potentially

include portions of the transition state. A folding pathway is computed between the

folded and unfolded core sets and the committor probability is used to describe the

degree of folding. The committor values gives the probability a protein conformation

will end in the folded state, where a committor of 1 indicates it protein is in the folded

state and 0 indicates it is in the unfolded state. Therefore, Committor ranges of 0-

0.1, 0.9-1.0, and 0.45-.0.55, were used to identify the unfolded, folded and transition

states. Figure 2.2 shows the clusters assigned to each state.

2.2.3 Re-weighting Multiple Simulations

As mentioned earlier, the real benefit of MSMs is that they allow multiple short

protein trajectories from different thermodynamic ensembles to be combined into a

single model. Short simulations can be performed at different temperatures, and

the ensembles from different temperatures can be combined using the re-weighting

procedure TRAM,[42] also implemented in the pyEMMA package. TRAM re-weights

the trajectories based upon its bias potential, to the true unbiased ensemble while

also estimating a combined MSM for the unbiased ensemble. In general, TRAM can

handle any form of a bias potential but for this work we only biased simulations based

upon their temperature. While the exact math for the TRAM procedure is beyond

the scope of this thesis, we hope to motivate the main idea in this section and refer

the interested reader to Wu et al. for further reading.[42] The general idea is that

K ensembles would be generated with a bias potential, and for the purposes of this

work, were biased at different temperatures Tk. Then the bias potential is expressed

as:
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bk(x) = U(x)(βk − β0) (2.13)

where U(x) is the potential energy for protein conformation x and β−1k = kBTk.

Then TRAM will use an extended maximum likelihood estimator to Equation 2.12

that accounts for the bias in each ensemble and estimate a πi,k for each ensemble,

even for the states i that may not have been explored by ensemble k. The primary

benefit of TRAM over previous methods is that TRAM does not require that global

equilibrium is achieved with the K trajectories, only that the local equilibrium is

achieved within each discrete state (effectively meaning that the transitions pij is

well estimated). Even though short simulations do not sample the global equilibrium

ensemble, the methods developed here demonstrate that it is still possible to extract

equilibrium properties such as the discrete state probabilities πi,0. Then the πi,0 at the

desired temperature can be used in the pyODEM optimization procedure described

in the next chapter.
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Chapter 3

ODEM Optimization Method

3.1 Overview

In the previous chapter, a CG model was presented with certain values εij that scale

pairwise interactions and affect the dynamics of a protein. Furthermore, we demon-

strated an analysis procedure that was capable of re-weighting several trajectories

and extracting a set of probabilities πi for discrete states on the landscape. Now,

we develop a method that can use the information gained from a re-weighted set of

trajectories, mainly the πi values, in order to improve the simulated dynamics of a

protein model by modifying the εij of the CG model.

Iterative Model Optimization Schemes (IMOSs) have become particularly attrac-

tive as experiments on proteins have become more detailed, and the synergy in com-

bining experiments and simulations of proteins have become essential to understand-

ing a protein’s dynamics. While experiments can produce accurate measurements of

equilibrium and dynamical properties of biomolecular processes, they usually provide

low resolution information and might only be able to provide an ensemble average

rather than the dynamical evolution of the full microscopic structure, i.e. FRET only

measures time-evolution of a single distance parameter.[21] Alternatively, microscopic

simulations can in principle resolve details that are generally inaccessible to experi-

ments. However, they involve approximations or empirical terms that usually lead to

a systematic, but a priori unknown, bias.
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Here we take the following view: we want to find a “minimalist” molecular model

that contains as much physical detail as necessary to model the process of interest,

but can be efficiently sampled and optimized to reproduce a given set of experimental

measurements. In doing so, our method can reproduce protein dynamics that are

more accurate while maintaining the computational low cost of CG models, as will

be demonstrated in Chapter 3. Our approach is based on the quantification of the

agreement between simulation and experimental result by a “quality score” OQ(ε)

that depends on the set of all the model parameters ε = {εij}, and takes the uncer-

tainties in simulation and experiment into account. OQ(ε) is always bound between 0

and 1, where 1 indicates perfect agreement with the experiment. An optimal model

can then be obtained by maximizing the objective function OQ(ε) by adjusting the

CG protein parameters εij. Furthermore, different and heterogeneous sources of ex-

perimental data can be used to incorporate different measured properties. We name

our approach as “Observable-driven Design of Effective Molecular-models” (ODEM),

with a publicly available Python implementation called pyODEM.[32]

pyODEM present significant improvements with respect to previous IMOSs. First,

we make a conceptual step forward by proposing an IMOS based on Markov state

models (MSMs). An implied condition for all IMOSs is that an equilibrium distribu-

tion can be sampled, which is an increasingly difficult requirement for larger biomolec-

ular systems. Unlike previously proposed schemes[14, 17, 18, 20], using MSMs allows

the global equilibrium distribution to be sampled with short non-equilibrium trajec-

tories that can be run in parallel, offering a significant speedup for iterative model

optimization.[48] Furthermore, the concept of MSMs is also combined with the idea

of ensemble re-weighting.[42, 49] Re-weighting ensembles allows the πi from an MSM

to be used directly, and obtain an explicit expression for the quantitative agreement
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of the simulation results with experimental measurement and allows the model pa-

rameters to iteratively change in order to maximize such an agreement. Finally,

the quantification of the agreement of a simulation model with experimental mea-

surements as a function of the different model components can be used to test the

importance of different physicochemical factors in determining the behavior under

observation. This can in turn lead to the formulation of general principles regulat-

ing biomolecular processes, e.g used in combination with bottom-up coarse-graining

methodologies[50] to evaluate the performance of different modeling choices, such as

the coarse-grain resolution used.

3.2 Derivation of pyODEM Method

3.2.1 Incorporation of Experimental Data in a Computational Model

The basic idea of pyODEM is to first define a model that contains only the physic-

ochemical components that are considered essential to reproduce some features of

interest, e.g., the slow timescale processes in the macromolecular system. If the

model is missing important ingredients, the pyODEM procedure will quantify the

inconsistency between what the model can reproduce and the set of measurements,

thus providing a test for the hypotheses at the base of the modeling choices. The set

of parameters ε in the CG model’s Hamiltonian will be “learned” by the comparison

with the available measurements. Specifically, the application presented here uses

only two-body interactions in the non-local part of the Hamiltonian, however the

Hamiltonian could be designed to include different terms, such as multi-body inter-

actions.[11] In principle, the need for more complex interactions in the Hamiltonian

representing a system of interest could be evaluated with pyODEM by determining
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their contribution in the improvement of the model’s accuracy. All the parameters in

the Hamiltonian are initially set to some (generally poor) values, ε(0).

Given this initial model, experimental observables computed from molecular dy-

namics (MD) simulations can be compared with the true experimental observation.

The agreement between simulation results and experimental data is measured by a

objective function, OQ(ε), expressed as a function of the model parameters, varying

between 0 and 1, where the simulation is in perfect agreement with experiment for

OQ = 1, whereas OQ ≈ 0 indicates that the simulation has a poor agreement with

experiment. While the method can in principle account for arbitrary combinations of

thermodynamic and kinetic measurements, we consider here the case of a given set of

K thermodynamic measurements (f1, ..., fK), — e.g. probability of specific residue-

residue distance distributions estimated from FRET histogram measurements— with

associated uncertainties (∆f1, ..., ∆fK) for each bin.

An optimal set of parameters can then be found by the following iterative ap-

proach:

1. The initial parameter values, ε(0), defines a model Hamiltonian H(0)(x), where

x indicates a configuration of the system (e.g., the Cartesian coordinates of the

effective atoms of the protein system). We run MD simulations with H(0)(x).

2. We estimate the equilibrium distribution π(0)(x) for the model for the choice of

parameters ε(0), from the MD data. Computationally, the equilibrium distribu-

tion is usually evaluated on discrete states, such that π(0)(x) is not a function

but a vector π(0). While several practical approaches exist, the one we use

here is to discretize the state space into N clusters, Si, i = 1, . . . , N , in order

to estimate a maximum-likelihood MSM[46] on it, and to compute its equi-
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librium distribution π(0) with TRAM.[41, 51] The use of an MSM allows the

equilibrium ensemble to be obtained from ensembles of short, non-equilibrium

simulations[52].

3. For each experimental measurement available, fk, we use the distribution π(0)

to estimate the value, ek
[
π(0)

]
, of the corresponding observable gk(x), e.g. the

probability of a FRET distance. If the measurement fk is an ensemble average

of that observable, it can be obtained as:

ek[π
(0)] =

∑
i

π
(0)
i

ni

∑
x∈Si

gk(x) (3.1)

where ni is the number of samples in Si. Kinetic measurements can be similarly

estimated from the MSM.

4. If we treat the measurements as statistically independent and normally dis-

tributed, we can compute the likelihood of the simulation prediction in light

of the experimental measurements, O
(0)
Q = OQ(ε(0)). More sophisticated error

models can be used that might better suit a particular observable.[53] This is

given as:

OQ = P
[
(e1[π

(0)], ..., eK [π(0)]) | Exp
]

=
∏
k

N (ek[π
(0)]; fk,∆fk) (3.2)

where N (x; µ, σ) = 1
σ
√
2π

exp
(
− (x−µ)2

2σ2

)
. That is, each fk observable is consid-

ered as the mean, µ, of a Gaussian distribution N (x; µ, σ) and its associated

uncertainty ∆fk is used for the variance σ of the distribution. The Gaussian is

then evaluated on the value of the corresponding simulated observable, ek, that

is implicitly a function of the model parameters.
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5. The equilibrium distribution π(1) associated with a new parameter set ε(1) =

ε(0) + δε, for a small change δε, can be estimated in each discrete set, Si, by

re-weighting as:[42, 54]

π
(1)
i = An

π
(0)
i

ni

∑
x∈Si

exp
[
−β(H(1)(x, ε(1))−H(0)(x, ε(0)))

]
(3.3)

whereH(1) indicates the Hamiltonian defined by the parameters ε(1), and β is the

inverse temperature. An is a constant to normalize the probability distribution

such that
∑

i π
(1)
i = 1. The re-weighting allows an expression for OQ to be

obtained as a function of the model parameters ε(1), by combining Eqs. 3.1, 3.2,

and 3.3:

O
(1)
Q = P

[
(e1[π

(1)], ..., eK [π(1)]) | Exp
]
. (3.4)

6. Equation 3.4 provides an explicit expression of the likelihood as a function of

the model parameters. We can then make a step in the parameter space in

the direction that maximizes O
(1)
Q , using a bounded gradient descent algorithm.

Specifically, the L-BFGS-B algorithm from the scipy python package was used

for this work.[55] L-BFGS-B was selected because it allows for variable scaling of

the Newton step in a gradient descent, while also enforcing given bounds to the

values of {εij} during a single optimization step. New simulations are run with

the new parameters ε(1), and the steps above are repeated until convergence to

a final Oopt
Q .

3.2.2 Derivation for the Derivative of OQ

It is necessary to compute the derivative of the O
(1)
Q in order to perform the non-linear

minimization of Equation 3.4. For simplicity, the (1) superscript will be dropped in
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this section. The derivation for the derivative of the OQ function used in the op-

timization is detailed here. Just to summarize the previous section, we want to

maximize OQ(ε) in Equation 3.4, which is a function of the simulation observables

in Equation 3.1, and the computed observables are a function of the set of parame-

ters ε entering the Hamiltonian in Equation 3.3. Now, making the substitutions for

An =

(∑
i π

′
i

)−1
, Equation 3.3 can be re-written to get Equation 3.5:

πi =

(∑
i

π
′

i

)−1
π0
i

ni

∑
x∈Si

exp
(
− β∆H

)
(3.5)

with the function π
′
i defined as:

π
′

i =
π0
i

ni

∑
x∈Si

exp
(
− β∆H

)
(3.6)

and ∆H is:

∆H = H(x, ε)−H(0)(x, ε(0)) (3.7)

When inserted in Equation 3.2, Equation 3.5 provides an explicit expression of

OQ as a function of the Hamiltonian parameters ε. In order to maximize OQ(ε), we

want to find its gradient with respect to all {εl} in ε. First, we express the derivative

from Equation 3.2 as:

∂OQ

∂εl
=
∑
k

∂N
∂ek

∂ek
∂εl

∏
k′ 6=k

N (ek′ ;fk′ ,∆fk′ ) (3.8)

= OQ({εl})
∑
k

−(ek − fk)
(∆fk)2

∂ek
∂εl

(3.9)

where the product on the right becomes the quality factor OQ({εl}) and ek can be

expressed as a function of {εl}, through Equations 3.1 and 3.5. Therefore, its explicit

derivative is:
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∂ek
∂εl

=
∑
i

∂πi
∂εl i

1

ni

∑
j

gk(xij) (3.10)

and the expression for the derivatives of the re-weighted terms are:

∂πi
∂εl

=
π0
i

ni


(∑

i′

π
′

i
′

)(∑
x∈Si

−β∂H
∂εl

exp
(
− β∆H(x)

))
(∑

i
′

π
′

i′

)2

−

(∑
i′

∑
x∈S

i
′

−β∂H
∂εl

exp
(
− β∆H(x)

))
π

′
i(∑

i′

π
′

i′

)2

 (3.11)

where the primes denote the internal sums, and the π
′
i is given by equation 3.6,

which is in turn part of Equation 3.5. Because ∂H
∂εl

is in general known, the derivative

of OQ can now be computed from a given trajectory with a given Hamiltonian, and

consequently the gradient as well:

∇OQ =
∑
ij

∂OQ

∂εl
ε̂l (3.12)

where the formulation of ∇OQ in Equation 3.12 treats the parameters εl as inde-

pendent coordinates. In practice, some parameters are correlated with one another

and some parameters may be irrelevant since the corresponding residue pairs never

interact in practice. For example, for a 100 residue protein, approximately 100, 000

parameter terms exist. Generally speaking, such high dimensional spaces are difficult

to search with non-linear optimization methods, however we hypothesize and that

only a small part of this space is relevant as the optimization procedure still performs

reasonably well.
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In practice, the negative logarithm of OQ, OQl, and its derivatives can be used

in the optimization as the numbers are less susceptible to numerical noise. The

expressions for OQl and
∂OQl

∂εl
are:

OQl = − ln(Q) =
∑
k

(ek − fk)2

2(∆fk)2
(3.13)

∂OQl

∂εl
=
∑
k

ek − fk
(∆fk)2

∂ek
∂εl

(3.14)

with the partial derivative ∂ek
∂εl

in Equation 3.14 given by Equations 3.10 and 3.11

above. Using the logarithmic expression OQl instead of the quality factor OQ itself has

three main advantages. First, the calculation of the gradient is computationally more

efficient, as the OQ function consists of many computationally expensive exponential

evaluations that are not present in OQl. Second, the space of OQl is smoother and

varies more gradually (smaller second order derivatives), which is a good feature for

most optimization methods. Third, the logarithm values are less likely to experience

an underflow or overflow error, as exponential functions are likely to experience.

This also demonstrates how the OQ value correlates with a χ2 statistic which was

similarly derived for proteins in previous work.[17, 56] Since the reduced χ2 (χ2
ν) is

given as:

χ2
ν =

1

ν

∑
k

(fk − ek)2

(∆fk)2
(3.15)

where ν is the number of degrees of freedom, ν = (Nobs − 1) for Nobs observables,

then:

χ2
ν =

2

Nobs − 1
OQl (3.16)
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where smaller values of χ2
ν indicate a better fit. This was of course derived with

the assumption of a Gaussian error model, and would not apply in instances where a

different probability model is used.

3.2.3 Specific Applications to a Cα-Cβ-CG Model

Because the Hamiltonian only depends linearly on the ε values, ∆H can be written

as:

∆H = (εij − ε(0)ij )Ṽ (rij, r
0
ij) (3.17)

where the pairwise εij the target parameters εl that are being adjusted in the

optimization procedure. Equation 3.17 can be substituted in Equation 3.5 in order

to compute the new parameters, as the backbone parameters do not change during

the optimization. The gaussian pairwise potentials (Equation 2.2) and the repulsive

pairwise potentials (Equation 2.5) are actually continuous for εij = 0, however their

derivative is not continuous. For cases where εij = 0, the derivative used was the

derivative for the Gaussian pairwise potential.

In each optimization step, the search was bounded such that the new {εij}(i+1)

values are within ε
(i)
ij ± 0.3, from their starting value {εij}(i) (used in the simulation

in the previous iteration step). This restriction on the change in the value of the

parameters in a given iteration ensures that small steps are taken in the parameter

space, as equation 3.5 is a perturbative expansion. When the ε
(i)
ij is positive, it is

instead bounded between −0.1 ≤ εij ≤ ε
(i)
ij + 0.3 in order to prevent the new contacts

from becoming too repulsive too rapidly. A large negative εij had the unfortunate

effect of preventing the MD trajectory from sampling any close distances for that

pairwise interaction. Therefore, if the optimization were to over-step initially for one
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iteration and reach a large negative value εij, it would be even harder to increase

εij in the next iteration. Stopping the optimization first at ε
(1)
ij = −0.1 prevented

spurious repulsive interactions so that the sampling is not biased in later iterations.

Furthermore, native interactions are always bound such that 0 ≤ εij ≤ 2 while non-

native interactions are always bound such that −2 ≤ εij ≤ 2.
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Chapter 4

pyODEM Optimization of FiP35

4.1 FiP35 Simulations and Simulated Observables

The goal of pyODEM is to design an optimal coarse-grained model able to reproduce

the long timescale dynamics associated with a target model, by using only a small

number of global observables measured on the target model. In order to demonstrate

the efficacy of pyODEM, we show here the application to a protein, FiP35, where

simulated experimental observables are generated from long atomistic simulations in

explicit solvent (data courtesy of D. E. Shaw Research group).[4] The dataset consists

of two trajectories of 100 µs, around the in silico melting temperature (395K), for

the fast-folding WW domain variant FiP35 with a total of 15 folding or unfolding

events that was simulated on the Anton special-purpose supercomputer.[7] For all

subsequent analysis, this set of trajectories is referred to as the Reference model.

By using the Reference model, the dynamics of the optimized coarse model can be

tested by comparing more detailed features that have not been used for its optimiza-

tion and would otherwise be difficult to extract from actual experiments. In order

to compare the dynamics of the Reference model to the CG model, an MSM was

estimated and transition states of FiP35 were computed with the procedure outlined

in Chapter 2.2.1. The resulting Cα-Cβ-CG model is compatible with previous MSM

analyses of FiP35.[57, 58, 59]

The distributions of three Cα-Cα pair distances (Pro6-Arg14, Ser2-Arg17 and
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Phe21-Ser28, Figure 4.1a, b, and c respectively) are chosen as observables, and es-

timated on the Reference model. Distribution of FRET probe distances can be in-

ferred in single molecule FRET experiments by processing and denoising distributions

of FRET efficiency over time.[60, 61] By using simulated observables, measured in

the Reference model, we avoid introducing spurious effects, such as the influence of

the FRET probes, that can affect the performance of pyODEM, and we are able to

“cleanly” evaluate its efficiency. The first residue pair, Pro6-Arg14, was chosen as

its distance correlates well with the slowest collective coordinate associated with the

folding/unfolding dynamics, while the other two pairs of residues were chosen based

on some structural intuition. Specifically, the Ser2-Arg17 distance was selected to

monitor the flexibility of the first β-sheet, while the Phe21-Ser28 distance was chosen

to provide information about the second β-sheet. It was found that when using only

the distance observables for computing the OQ-value during the pyODEM optimiza-

tion steps, highly collapsed unfolded states were produced during the first iterations.

Therefore, the previous iteration’s Cf observable (fraction of native contacts, see Sec-

tion 4.3.1) was used to prevent the model from changing too much during a single

iteration. In order to properly weigh the Cf observable against all three distance ob-

servable, the standard deviation was rescaled to be approximately 1
20

of the standard

deviation in the distance observables.

In order to test the robustness of pyODEM, the homogeneous Cα-Cβ-CG model

along with an additional 19 (total of 20) Cα-Cβ-CG models were simulated. For these

additional models, the initial values of the εij terms were perturbed: the non-native

εij starting values were extracted from a Gaussian distribution centered around 0

with a standard deviation of 0.05, while the native εij starting values were extracted

from a Gaussian distribution centered at 1 with a standard deviation 0.1. Only pos-



41

itive starting values of εij were used in the 0th order models such that all random

contacts are initially attractive. The interactions can then become repulsive in the

pyODEM optimization as discussed below. During the optimization procedure, we

used 11 simulations of 15 ns time-length at each iteration for each of the 20 starting

models. The trajectories were re-weighted to the temperature maximizing the agree-

ment with the observables (maximizing OQ-value) using the TRAM method outlined

in Chapter 2.2. While FiP35 is in principle small enough of a protein to simulate

long equilibrium simulations, in order to demonstrate the efficacy of pyODEM in

conjunction with TRAM,[42] we intentionally reduced the simulation time to avoid

sampling the global equilibrium distribution with each trajectory. The 11 MD trajec-

tories were performed at temperatures ranging from 115 K− 125 K (in terms of the

model rescaled units). The temperatures were chosen to sample structures near the

folding temperature which is around 120 K due to the renormalization of the energy

scale in the CG model. For the final MSM analysis, we used 250 ns long simulations

with the optimized parameters at the ideal temperature found from the optimization

procedure.

It is important to compare the similarities and differences associated with the use

of simulated observables instead of real experimental measurements. While FRET

measurements with multiple probes may not be standard for small proteins, they are

becoming increasingly common in the study of larger systems.[62, 63, 64, 65] In the

particular example presented here, three Cα-Cα pair distances are discretized with a

bin spacing of 0.02 nm, where the probability of each bin, Ncount/Nnorm, is treated as

the observable fk, and the associated error ∆fk is taken to be 1000
√
Ncount/Nnorm,

where each discrete bin in a distance distribution has Ncount observed distances and

Nnorm is the normalization of the probability distribution. The factor 1000 increases
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the statistical error significantly in order to take into account additional sources of

errors present in real experimental data, such as systematic errors (i.e. cross-talk or

background noise in FRET measurements). Some of these errors can be reduced by

accurate post-processing of the experimental measurements (i.e. de-noising the FRET

data) and several techniques have been proposed towards this goal.[66, 67] The main

source of error that is not explicitly accounted in our model stems from the fact that

real experimental FRET measurements report on the distance distributions between

FRET probes, which are different from the distance distributions between backbone

atoms in the protein that are used here as our simulated observables. In principle, the

conversion between these sets of distances could be more accurately modeled when

real FRET measurements are used in pyODEM. For instance, FRET probes could be

explicitly included, as it has been done in coarse-grained models in recent work.[65]

However, the introduction of FRET probes in the model would render the simulations

more computationally demanding and would negate most of the benefits of using a

CG model, especially in pyODEM where multiple iterations are required. We note

that experiments with multiple FRET probes have the additional advantage that they

allow to extrapolate the distribution of backbone pair distances from the measured

FRET efficiencies with a relatively small error (about 2 Å),[64] and we expect this

extrapolation to provide reliable data to reproduce extended conformational changes

in large proteins with pyODEM. Altogether, the additional sources of uncertainties

associated with real experimental data could increase the error for the different mea-

surements non-uniformly, that in turn could alter the position of the optimal solution

in parameter space. While a more accurate incorporation of these additional errors

require a more complex model for ∆fk, the use of a large statistical error in the

simulated measurements used here can partially account for them. Despite the fact
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Figure 4.1 : The pair distance distributions used as observables: (a) Pro6-Arg14,
(b) Ser2-Arg17 and (c) Phe21-Ser28 distance for Reference, 0th-order, and Optimized
models, sampled from the equilibrium distribution of the MSM computed on folding
and unfolding trajectories of the protein. The deep red curve indicates the average
over the 20 optimized models, while the (very narrow) pale red shaded area around it
indicates the standard deviation over the different models. Green beads on the FiP35
native structure mark the Cα atoms between which the distance is calculated.

that results here are used on a simplified test model, we believe the method is still

applicable to real experimental data in the future.

4.2 pyODEM Optimization

Each optimization iteration was performed with a termination condition such that

the change in gradient of ∆(∇OQl) < 0.001. Then, each of the 20 starting models

were iteratively optimized with pyODEM for 10 iterations. For the CG models, it

was found that approximately 5-10 iterations of simulation and optimization with

pyODEM was sufficient to achieve good results and obtain a Q ≈ 1.

Figure 4.1 shows that while the simulated FRET distributions computed on the 0th

order model are all quite far from the Reference model, in the Optimized models these

observables are in agreement with the Reference values. Looking at the three distance

distributions, we see (Figure 4.1) that while the 0th model has a single sharp peak



44

0 2 4 6 8 10
Iteration

100

10-3

10-6

10-9

10-12
O
Q

Figure 4.2 : Convergence of the model likelihood, OQ (see Equation 3.4), computed
over the three distance observables, for the Cα-Cβ coarse-grained models (blue) as a
function of the pyODEM iterations. The average over the different optimized models
is reported, while the shaded area indicates the standard deviation over the models.
The lower bound represents the smallest OQ value found.

in the Pro6-Arg14 and Phe21-Ser28 Cα-Cα distances, the distributions exhibit two-

peaks for the Optimized models, mainly a new broad peak which closely resembles the

corresponding behavior in the Reference model. The fact that the Optimized model

cannot fit all three distances perfectly might be due to the functional form of the

CG Hamiltonian, which is significantly less complex than an all-atom Hamiltonian.

However, the overall agreement of the Optimized model to the Reference model shows

remarkable improvement (10 orders of magnitude) in Figure 4.2. Oopt
Q converges to a

value near 0.0061 in the final iteration. While this value may at first appear still low

as a likelihood, it is important to note that it is obtained as a product of multiple

Gaussians (see Equation 3.2) and its geometric average per observable corresponds

to a value of 0.988. An alternative way to compare the results is by means of the

reduced χ2
ν score. By the definition of Oopt

Q , the χ2
ν score is proportional to − ln(Oopt

Q )

and decreases by a factor four from the 0th order to the optimized model.
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Figure 4.3 : Cf for the Cα-Cβ-CG model in both the 0th (red) and Optimized models
(blue) compared with the Reference Cf (black). The solid lines represent averages,
while the shaded region represents the standard deviation.

4.3 Analysis of FiP35 Dynamics

4.3.1 Determination of Fraction of Native Contacts

A vital analysis that can be performed is computing which parts of the protein are

“in contact” with eachother, which provides insight into the dynamics of the protein.

In order for the all-atom Reference model to be comparable to the coarse-grained

models in the analysis of the results, the all-atom data was first mapped to the

respective coarse-grained representation. Then the fraction of native pairs in contact,

Cf , was computed by finding the fraction of native pair distances with rij ≤ r0ij ∗ fc.

Cf is a common reaction coordinate used to study protein folding. The factor fc

was chosen to maximize the matching of native contacts in the all-atom and coarse-

grained representation of the Reference model, and it was taken to be 1.25 for the

Cα-Cβ model. The results are robust against changes in this factor, as long as the

contacts are computed in a consistent way in both the coarse-grained and Reference

all-atom model. An example of this observable is shown in Figure 4.3, for the Cα-Cβ

model. The Optimized Cf distribution does change dramatically from that of the 0th
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model. In Figure 4.3 the distribution of Cf in the unfolded state is in fact slightly less

collapsed than in the 0th model, but still not as unfolded as in the Reference model.

Overall, the Cf observable improves towards the reference model despite only each

previous iteration’s Cf observable being used.

4.3.2 Determination of Residue-Residue Contacts

Two observables that were not targeted during the optimization procedure were also

analyzed as a means to test the accuracy optimization procedure, mainly the residue-

residue contact maps in different states and the Ltrp (Trptophan Fluorescence) ob-

servable. The parameters used in determining the contacts are described here. First,

we compute residue-residue contact maps so that the dynamics of the folding pro-

cess can be compared between the all-atom Reference and the CG optimized models.

In the all-atom Reference model, the contact map associated to each configuration

is computed by deeming a residue pair in contact if any of their heavy atoms are

within 0.2 nm of each other. For the coarse-grained models, residue contacts were

determined based upon the ideal interaction distance r0ij for all coarse-grained inter-

actions. In the case of the Cα-Cβ model, no explicit Cα to Cβ pair interactions were

used in the simulation. Nonetheless, they were included in the contact determination

by using r0ij = rCα + rCβ + 0.2 nm, where the radii of the Cα and the radii of Cβ were

determined by the methods described in previous sections. A single contact between

two residues in a coarse-grained model is considered formed if rij ≤ r0ij + sc, where

the shift amount sc was determined for each model. The shift sc was then selected

such that the 90% of the residue contacts that are in contact in the folded state of

the all-atom model are also found to be in contact when configurations of the Refer-

ence model are mapped into a CG representation. With this choice, the percentage
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of extra contacts found in the CG model that are not present in the corresponding

all-atom conformations was also relatively small (around 3%). The values needed to

achieve the 90% correct contact prediction were found to be sc = 0.0423 nm for the

Cα-Cβ model. These parameters are also used in the analysis of the contact maps

for each state and for the computation of a qualitative estimate for the Tryptophan

fluorescence Ltrp:[68]

Ltrp(x) =
1

Ntrp

∑
i=W8

∑
j∈{pairs}

Cij(x) (4.1)

where the first sum is over all atoms in the Tryptophan W8 residue, while the

second index, j, is over all pair interactions (including non-native) with the W8

residue.

4.3.3 FiP35 Contact Maps in the Transition State

In order to better understand the changes in the dynamics, an MSM analysis of the

Reference, 0th order, and Optimized models is performed to identify an Unfolded (U)

and Folded (F) state based on PCCA+ membership,[47] then a committor proba-

bility between U and F is used to define the Transition State (TS) for each model

(Procedure Described in Chapter 2.2). The contacts formed in the folded state of the

Reference model with greater than 80% probability were considered native contacts

and are shown in the lower half of the contact maps. This choice explains why a few

non-native contacts appear in the folded state, as they are not incompatible with the

overall structure of the folded state but are formed with low probabilities. While the

parameter sets of the pyODEM-optimized Cα-Cβ models are not identical, they are

all essentially equivalent in reproducing the folding process of the Reference model

accurately. Figure 4.4 shows that while the 0th order model is not able to reproduce
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Figure 4.4 : Average contact maps for the 20 models for states U (unfolded), TS
(transition state), F (folded) for models: (a) Reference, (b) 0th order, (c) Optimized.
Different shades of blue (red) quantify the probability of formation of native (non-
native) contacts. (a) The Reference model’s U state shows weak non-native contact
formation and a weak residual β-sheet structure, while the TS presents a formed first
β-sheet with an unformed second β-sheet. (b) The unfolded configurations of the
0th order models are all partially collapsed around the second β-sheet, producing a
strong tendency to form the second β-sheet in the U state, and near complete folding
of both β-sheets in the TS. (c) The Optimized models present a TS consistent with
the one of the Reference model, where the first β-sheet is formed. The Reference
and Optimized models differ only in the formation of a few weakly formed nonnative
contacts in the U state.

the folding mechanism of the Reference model, all Optimized models capture its tran-

sition state with remarkable accuracy. The primary difference between the 0th order
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model and the Reference model is that the first β-sheet is formed in the transition

state of the 0th order model but not in the Reference model. From previous studies

on FiP35,[57, 58] it was found that while folding can in principle initiate with the

formation of either β-sheets, the first β-sheet has a strong preference to form first,

and this feature is absent in the 0th order model’s transition state, but present in the

optimized model. The only difference observed in the contacts maps of the different

(U, F, TS) states between the Optimized and the Reference model consists in the

formation of a few weak and transient non-native contacts in the unfolded state: in

the Optimized models these contacts tend to form between the first and second β-

strands while in the Reference model they are more delocalized in the contact map.

However, this difference does not affect other properties of the unfolded state, such

as the Ltrp observable (simulated Trp spectroscopy) illustrated by Figure 4.5.

4.3.4 Analysis of Tryptophan Fluorescence

In order to further gauge the ability of the Optimized coarse-grained models to repro-

duce the all-atom Reference model, an additional simulated experimental observable

(not used in the pyODEM optimization) is used to compare the different states; to

mimic the results of Trp spectroscopy, we monitor the formation of tertiary interac-

tions involving residue W8, which is the only Tryptophan residue in the sequence of

FiP35 used. As the CG beads do not correctly represent the true size and shape

of residues, the number of contacts (both native and non-native) formed by the

Tryptophan is used here as a proxy for the amount of solvent accessible area for

the Tryptophan residues. It was previously shown[68] that the number of contacts

formed by a Trp residue computed over a protein folding trajectory correlates well

with Trp spectroscopy. In each (U, TS, F) state, the values of Ltrp are histogrammed
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Figure 4.5 : Histograms for the simulated Trp fluorescence measurements, Ltrp(t),
for each model and for each state (U, TS, F). The red curve indicates the average
over the 20 Optimized models, while the pale red shaded area indicates the standard
deviation over the different models.

and compared for the Reference, 0th order, and Optimized models in Figure 4.5. It

is clear that while the results for the 0th order model present significant deviation

from the Reference model, particularly in the U and TS states, the Optimized mod-

els appear to more closely match the Reference value in all states. To quantify the

difference, we report the χ2
ν for each state and model independently, compared to
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the Reference model. For computing the χ2
ν score for the Ltrp, we histogrammed and

normalized the values similar to how the distance observables were treated, with a

bin-spacing of 1-contact. While for the unfolded state the χ2
ν score associated to the

optimized and 0th order model are comparable (both around a value of 60000), the

shape of the distribution of the optimized model is qualitatively much more similar

to the corresponding reference model for this state. For the transition state, the χ2
ν

score of the optimized model is one order of magnitude smaller than the 0th order

model (114 and 1069, respectively), and it almost a factor 2 smaller in the folded

state (38000 and 69000, respectively). Note that the large values of the χ2
ν scores

are due to the small standard deviation of the Reference observables, estimated as

√
Ncount/Nnorm over the MD long trajectories available for the Reference model. It

is important to stress that, as W8 is not involved in any of the distance pairs used

in the pyODEM optimization, Ltrp provides an independent validation test for the

results of the procedure. Additionally, as W8 is located in the region in the contact

map where a weak cluster of non-native contact may form in the U state of the Opti-

mized models, the matching of Ltrp in the U state show that such a small probability

of residual non-native structure does not significantly change the overall behavior of

these models with respect to the Reference.

4.3.5 Timescales of Folding Events

As a final test of the procedure, we compare the observed time-scale of folding events

in the Reference and CG models. The timescale associated to the folding process is

slower for the Optimized models with respect to the 0th order model: while the folding

time of the 0th order model is a factor ≈ 4000 faster than the Reference model (when

the time is measured in internal units in each model, for a direct comparison), the
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average folding time over the different Optimized models is a factor of 2500±200 faster

than the Reference. The folding slow-down during the pyODEM optimization is due

to the introduction of non-native interactions and energy heterogeneity.[69, 70] The

remaining ≈ 2500 factor of speed up of the folding timescale of the Optimized models

with respect to the Reference arises from the reduction in degrees of freedom upon

coarse graining, which eliminates fluctuating forces and produces a much smoother

overall energy landscape.[71, 72] Thanks to this significant speed-up, in addition

to the reduced complexity of the coarse-grained model, multiple folding/unfolding

events can be simulated for the Optimized models in a matter of a few CPU hours on

standard computational facilities. For this reason, coarse-grained models optimized

with experimental data provide an attractive alternative to characterize molecular

processes still inaccessible to atomistic simulations.

4.4 Analysis of Solution Space

As reported above, all the pyODEM Optimized models present similar thermodynam-

ics and kinetic behavior, although the corresponding parameters are not identical.

Figure 4.6 reports the average value (upper diagonal) and standard deviation (lower

diagonal) for the parameters regulating the strength of the residue-residue interac-

tions, over all Optimized models. How the different interactions between the Cα and

Cβ beads contribute to the strength of the residue-residue interactions is shown in

Figure 4.7a and b, while Figure 4.7c and d report the interactions that are always

attractive in all optimized models. The locations of some of the residue-residue in-

teractions that are consistently strongly attractive in all models coincide with, or are

near to, native interactions (contacts highlighted by a black box in the contact maps

in Figure 4.6). While a large number of interactions present large fluctuations among
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Figure 4.6 : Statistics of the parameters for the pyODEM optimized Cα-Cβ models
obtained from 20 different initial values. The average value (upper diagonal) and
standard deviation (lower diagonal) of the interaction strength between two residues
(i, j) is reported for each pair, where the strength is averaged in the case both Cα−Cα
and Cβ − Cβ interactions exist. Darker shades of blue indicate stronger attractive
interactions, as quantified by the colormap. The highlighted black boxes mark the
position of native interactions, while red crosses mark the positions of strongly coupled
pairs found from mfDCA. A breakdown of each individual interaction in terms of
Cα − Cα and Cβ − Cβ contributions is shown in Figure 4.7.

the different models, some are found to be strongly attractive in all models. It was

also found that no interactions were consistently negative or zero in all models.

However, two main interesting features do emerge. First, many interactions are

not positive in every model and can be found to be repulsive in different Optimized

models. These fluctuating interactions are not necessary for the correct folding of
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Figure 4.7 : Statistics of the parameters for the pyODEM optimized Cα-Cβ-CG mod-
els obtained from 20 different initial values. The average value (upper diagonal) and
standard deviation (lower diagonal) of the interaction strength between two residues
(i, j) is reported for each (a) Cα(i)-Cα(j) pair and (b) Cβ(i)-Cβ(j) pair. Shades of
blue (red) indicate attractive (repulsive) interactions, as quantified by the colormap.
The same is shown for interactions that are found to be always attractive for the (c)
Cα(i)-Cα(j) pair and (d) Cβ(i)-Cβ(j). In each map, the highlighted boxes mark the
position of native interactions while the red crosses mark the strongly coupled pairs
from mfDCA.
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this protein. Additionally, a cluster of strongly attractive interactions are found in

a non-native region of the contact map, between residues 4-9 and residues 16-22.

The propensity of the optimized models to form non-native contacts in this region

in the unfolded state (Figure 4.4) is clearly connected to this cluster of interactions.

Many of the interactions that are found consistently strong in the Optimized models

involve residue W8; the participation of this residue in both native and non-native

strong interactions makes it significantly frustrated. In particular, the interactions

of W8 with the loop at the opposite end of its β-strand can not be satisfied by

small perturbation of the native structure, and compete with native interactions.

Because of its persistent presence in all the Optimized models, this frustration is most

probably inherited from the Reference model and it may be an important ingredient

to reproduce the folding mechanism correctly, that is to form the first β-sheet rather

than the second one in the transition state (see Figure 4.4).

In order to test the role of these strong and frustrated interactions on FiP35,

we use mean-field Direct Coupling Analysis (mfDCA) to identify residue pairs which

are co-evolutionary linked.[73] FiP35 belongs to the WW domain family; a multiple

sequence alignment of this protein family (Pfam ID: PF00397) is obtained from the

Pfam domain database[74] and used as input for mfDCA, to obtain the 48 residue

pairs with highest co-evolutionary coupling. The number 48 is selected as follows. 50

pairs were obtained from the DCA, corresponding to around 1.5 times the length of

the MSA. This is a typical cutoff employed in applications of DCA. As two of the

pairs among these 50 included an amino acid present in the MSA but not in FiP35’s

specific sequence, 48 pairs were used. These strongly coupled pairs are marked with

red crosses in Figure 4.6. Very interestingly, both clusters of persistently strong

non-native interactions in the pyODEM optimized parameter sets are among the
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interaction pairs with highest coupling. An additional cluster of strongly coupled

pairs emerge from mfDCA and involves the interactions of the C terminus (residues

30-35) with the rest of the protein. The promiscuity of the interactions of the C

terminus in this protein family is not surprising as it is a flexible linker that can

connect the domain to different structures in larger complexes. On the contrary, the

existence of a cluster of strongly coupled pairs in the region defined by the interactions

between residues 4-9 and residues 16-22 is highly non-trivial. In particular, W8 is

one of the residues most frequently found among the pairs with high co-evolutionary

coupling, and most of the non-native interactions obtained by mfDCA are close to

the interactions emerging from pyODEM as persistently strong across the different

Optimized models.

While the pyODEM optimization is designed to reproduce the protein dynamics,

mfDCA identifies pairs of residues most likely to interact by means of co-evolutionary

considerations. As frustrated interactions promote the formation of non-native con-

tacts, they are shaping the folding mechanism but not driving the folding directly and

are therefore absent in any structure-based model built on this protein domain. This

result suggests that at least some aspects of the folding dynamics of FiP35 are not

directly encoded in its native structure and are preserved in the WW domain family.

4.5 Conclusions

We propose pyODEM, a theoretical/modeling framework to integrate multiple exper-

imental measurements (that could come from heterogeneous sources) in the definition

of optimal coarse-grained models, for the study of molecular processes over long time

and length scales. We have illustrated the approach by using simulated FRET mea-

surements to “learn” different coarse-grained models, using a structure-based model
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as starting point, to reproduce the folding mechanism of protein FiP35, as obtained

by extensive atomistic simulations. We note that a similar philosophy was previously

used to generate a model for the study of intrinsically disordered proteins.[17]

The results show that a set of Cα-Cβ models can be optimized to faithfully char-

acterize the slow dynamics of this protein. The analysis of the different optimized

Cα-Cβ models reveals that some localized frustration is important to shape the folding

mechanism of this protein. Additionally, frustrated interactions appear evolutionarily

conserved in the protein family, and suggests a link between folding dynamics and evo-

lutionary preserved features, that may have important functional implications. These

features prompted the further studies of local frustration calculations in Chapters 5

and 6.

The pyODEM approach is particularly relevant in light of the recent advances

in experimental methodologies, that are now offering an unprecedented view into the

spatial and temporal organization of proteins and larger macromolecular complexes in

the cellular environment. As experiments are still lacking the ability to simultaneously

resolve structure and dynamics in a way that would permit a full characterization of

the dynamical mechanisms of large proteins, computer simulations present a pow-

erful complement to experiment. Because of their empirical nature, coarse-grained

models are generally less predictive, and it is often unclear a priori whether a chosen

coarse-grained model possesses sufficient physico-chemical detail to model the protein

interactions under investigation. The pyODEM approach allows the design of molec-

ular models constrained to be consistent with available experimental data, in order

to overcome the intrinsic shortcomings of the coarse-graining modeling approach.

The ultimate goal of pyODEM is its application to model the dynamics of protein

systems with larger length- and time-scales, which are difficult to study with all-



58

atom molecular dynamic simulations. We expect several aspects of the application of

pyODEM discussed here to seamlessly translate to the study of larger systems. For

instance, we expect the speedup of time-scales observed in the model of FiP35 to be

similarly significant in larger proteins. In addition to the speedup in simulation time

due to the reduced complexity of the model, coarse grained models also significantly

decrease the timescales by eliminating the fast fluctuating degrees of freedom,[71, 72]

allowing to sample large conformational changes faster. We also expect the use of

MSMs and TRAM in pyODEM to be very effective in the modeling of larger systems.

One difference in the application of pyODEM to larger systems consists in the fact

that the Hamiltonian model may have more parameters that can be optimized. If

a larger number of parameters in the Hamiltonian could introduce more flexibility

to reproduce the experimental data, it could also increase the computational cost or

reduce the interpretability of the model. This problem can be addressed technically by

using parallel computing and more efficient optimization algorithms, or conceptually

by selecting specific sub-set of parameters to optimize, guided by physical intuition

or other modeling consideration. The possibility to integrate experimental data from

multiple sources into mechanistic and quantitative molecular models can provide a

solid bridge between simulation and experiment for the complete characterization of

complex molecular processes.
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Chapter 5

Computing Local Frustration with an All-Atom

Model

5.1 Overview

An algorithm for computing localized frustration measures in protein structures has

been proposed as a way of identifying such contacts in folded structures.[22, 27]

The original “Frustratometer” (a tool for computing local frustration in a protein) is

based on the AMW/AWSEM energy function,[22] which has been successfully used

to predict the folded structures of proteins and to study mechanisms of protein mis-

folding,[24] binding,[22, 25] and aggregation.[25] What residual frustration remains in

folded structures is found often to be related to function. The AWSEM Frustratome-

ter has been used to show that residual frustration can be found in parts of protein

structures that are involved in protein binding interfaces,[22] conformational dynam-

ics,[26] ligand binding,[25] enzyme active sites,[28] as well as other functions.[27]

Here, we introduce a way to compute localized frustration using the Rosetta en-

ergy function, which has been used successfully to design proteins as well as predict

structures.[33] In analogy to what was done with the AWSEM Frustratometer, two

types of Rosetta-based frustration measures are developed here. These algorithms

provide complementary information: an atomistic “mutational” frustration measure

and an atomistic “configurational” frustration measure. To compute localized frustra-

tion measures, one must first compute the strength of interactions within the folded



60

ensemble and then compare that strength to the strengths of a set of decoy interac-

tions. The two frustration measures differ primarily in the approach that is used to

compute the decoy energy distribution. In the atomistic mutational frustration calcu-

lation, decoy interactions are computed by mutating pairs of residues that are in close

contact in the folded structure and computing the energy of the pair of residues in

the folded structure. The atomistic mutational frustration measure therefore provides

information about the specificity of choosing particular interactions in the structural

context in which they are found in the folded structure. In the atomistic configura-

tional frustration calculation, the decoy energy distribution is obtained by computing

the interaction energy of the corresponding pairs of residues that are close together

in non-native structures. Therefore, unlike the atomistic mutational frustration mea-

sure, which can be computed using structural information about the native backbone

configuration, computing the atomistic configurational frustration requires a means of

generating non-native decoy configurations. The AWSEM Frustratometer solves this

problem by sampling randomly from the distribution of configurational parameters

within the folded structure when computing decoy interactions. Here, we compute

the atomistic configurational frustration measure by obtaining non-native structures

from long molecular dynamics simulation trajectories.

5.2 Design of All-Atom Frustratometer

5.2.1 Atomistic Mutational and Configurational Frustratometer

Recall from Chapter 1, the pairwise frustration index is defined as:[22]

Fij =
(
〈EDecoy

ij 〉 − ENative
ij

)/√√√√1/N
N∑
k=1

(
EDecoy,k
ij − 〈EDecoy

ij 〉
)2

(5.1)
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The pairwise frustration index, Fij, is a Z-score of the native pair energy (ENative
ij )

compared with a distribution of decoy energies (EDecoy
ij ) for the pair of residues i

and j. Frustration measures differ primarily in how the decoy energy distribution is

generated, and all measures compute the pairwise frustration index, Fij, as shown

in Equation 5.1. Large and positive Fij values indicate that a pair of residues are

minimally frustrated, while large and negative Fij values indicate that the pair of

residues is highly frustrated.

The pairwise energies Eij entering Equation 5.1 are computed using the Rosetta

energy function as:

Eij =
∑
k

wkVk(µi, µj) (5.2)

We employed the REF2015 version of the Rosetta energy function, which has a

set of well-tested default weights, wk, for each energy term type, Vk.[33] The full

Rosetta energy function includes many energy terms, but for this work we use only

the energy terms that directly contribute to the pairwise residue interactions, which

are the attractive and repulsive Lennard-Jones interactions, electrostatics, and an

orientation-dependent solvation term. The individual energy terms entering Equa-

tion 5.2 are themselves computed as a sum of interactions between atoms in residues

i and j as:

Vk(µi, µj) =
∑
i′

∑
j′

vk(ri′ , rj′ , µi, µj) (5.3)

where the µi denotes residue i’s chemical identity, and the sums are over the atoms

i′ in residue i and atoms j′ in residue j at the atom positions r. We compute the

pairwise frustration values for pairs of residues i and j that satisfy j ≥ i+ 3 and that

interact in at least 5% of the native conformations.
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The thermally occupied folded ensemble is not necessarily well-represented by a

single static structure. We therefore chose to compute native interaction energies

using an average over 100 randomly chosen structures from within an ensemble of

structures that were generated during long molecular dynamics simulations. This

approach provides a better estimate of the pairwise interaction energies within the

native ensemble than would a single evaluation of the pairwise energy in, for exam-

ple, the protein’s X-ray crystal structure. Representatives of the native ensemble

were taken from trajectories provided by the D. E. Shaw group.[4, 75] The limits

of the native ensemble were determined previously using a Markov State Model.[58]

Alternative means of generating native-like structures exist[31, 76] and would likely

be suitable for performing frustration calculations. The average native interaction

energy for a pair of residues is estimated as:

ENative
ij =

1

100

100∑
k=1

Ek
ij (5.4)

where Ek
ij is the energy between the pair of residues i and j in the representative

structure with index k.

Two methods were employed for generating decoys energy distributions. To com-

pute the atomistic mutational frustration measure, we generate decoy energies by

starting from a set of native-like structures and mutating one or both of the residues

in the pair of residues for which the frustration index is being calculated. Because

mutating the side-chain without allowing the backbone to relax is likely to result in

steric clashes, we take steps to avoid them. The flexibility of the backbone is taken

into account through the use of multiple native structures, and a local side-chain

repacking is employed in order to try to avoid steric clashes. Rosetta has built-in

methods for performing a mutation with local repacking. We used a “pack radius”
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of 10 Å, meaning that Rosetta attempts to repack side-chains that are within 10 Å

of the mutated side-chain to avoid steric clashes. Each decoy energy was obtained by

randomly selecting a native-like structure from within a pre-specified pool, mutating

residues within the pair that is being examined, and then discarding the energy if the

pairwise interactions were still unphysically large (≥ 10 Rosetta Energy Units) due to

an inability to avoid clashes by repacking. The atomistic mutational decoy pairwise

energy, Emut,k
ij is obtained as:

Emut,k
ij = Eij(µk, µl | µk 6= µi OR µl 6= µj) (5.5)

which can be substituted into Equation 5.1 in order to compute the atomistic

mutational pairwise frustration Fmut
ij :

Fmut
ij =

(
〈Emut

ij 〉 − ENative
ij

)/√√√√1/1000
1000∑
k=1

(
Emut,k
ij − 〈Emut

ij 〉
)2

(5.6)

To compute the atomistic configurational frustration, we used decoys that were

directly taken from long molecular dynamics trajectories that include folding and

unfolding events.[4, 75] Interactions between any given pair of residues i and j can

be observed throughout the protein trajectory. For the purposes of computing decoy

energy distributions, we looked specifically at the conformations in the non-folded

states (fraction of native contacts < 0.2). Furthermore, for a given residue pair,

the interaction energies are included in the decoy energy distribution if and only if

the their closest heavy atom distance R satisfies R ≤ 3 Å. In effect, the atomistic

configurational frustration measure then becomes a comparison between the residue

pair’s interaction energy in native-like states and their interaction energies in non-

native state where they are nonetheless in close contact. The average value for the
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decoy energy, 〈Eindiv,k
ij 〉, when Nij such close interactions are found in the pool of

non-native structures for the residue pair i and j is then obtained as:

〈Eindiv
ij 〉 =

1

Nij

Nij∑
k

Ek
ij | Rij <= 3Å (5.7)

with the frustration from the individual pairs, F indiv
ij given as:

F indiv
ij =

(
〈Eindiv

ij 〉 − ENative
ij

)/√√√√1/Nij

Nij∑
k=1

(Eindiv,k
ij − 〈Eindiv

ij 〉)2 (5.8)

In order to account for the bias to the selected distance, the local frustration

Fij were shifted by the homogeneous frustration F group of all the pair interactions

between all residue pairs that were found to be interacting. This effectively amounts

to taking a sum over i and j as well, with the average decoy energy:

〈Egroup〉 =
1

Ntotal

∑
i

∑
j≥i

Nij∑
k

Ek
ij | Rij <= 3Å (5.9)

for Ntotal total values, with the associated frustration, F group as:

F group =
(
〈Egroup〉

)/√√√√1/Ntotal

Ntotal∑
k=1

(Egroup,k − 〈Egroup〉)2 (5.10)

then the atomistic configurational frustration result is given as:

F config
ij = F indiv

ij − F group (5.11)

Further discussion on this procedure is given in Appendix A.

5.2.2 Considerations for Sequence Studies

Avoiding steric clashes that would otherwise be introduced when generating mutated

structures at the all-atom level of detail requires, at a minimum, a repacking of side
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chains around the mutated site. In this work, we opted for a relatively simple method

for avoiding steric clashes where we perform mutations on the native structures and

then do a local re-packing of the side-chains. When studying mutated variants of

proteins, the other residue pair interactions that are nearby that might be needlessly

repacked in this procedure must be more thoroughly considered. Therefore, we at-

tempted to isolate the effects of the mutation on the frustration calculation from

the changes in energy that result from repacking. To accomplish this, in addition

to performing a frustration calculation on the mutated variants (Fmutated
ij ), we also

performed a frustration calculation on a repacked structure without the mutation

(F repacked
ij ). We then took the difference between these two results as a measure of

frustration in the mutated variant (F change
ij ). The expression for F change

ij is then:

∆F change
ij = Fmutated

ij − F repacked
ij (5.12)

The resultant frustration can then be recovered by adding the difference to the

original frustration result (either the atomistic mutational or configurational frus-

tratometer):

Fmutant
ij = ∆F change

ij + F unmutated
ij (5.13)

In the next chapter, the frustratometer designed here will be used on two test

systems: FiP35 and Alpha3D.
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Chapter 6

Design Studies of Alpha3D and FiP35

6.1 Overview

We apply the new Rosetta-based frustratometer to the two proteins that are shown in

Figure 6.1. The first protein we consider is FiP35 (Figure 6.1a), which is a redesigned

mutant and fast-folding β-sheet protein in the WW domain family.[77] We pay special

attention to two residues, W8 and F30, which both show a high degree of conservation

in the WW domain family.[78] The second protein is a human-designed α-helical

protein, Alpha3D (Figure 6.1b), one of the first de novo designed proteins with a

well-packed hydrophobic core.[29, 79, 80]

The focus of this chapter is not just using the frustratometer but in explaining

features in the folding behavior of FiP35 and Alpha3D. In particular, sequence muta-

tions in both FiP35 and Alpha3D have the potential for reducing the local frustration

in certain key residues, acting as a negative-design. While several negative-design

methods have been proposed in the past,[30, 31, 81, 82] we now demonstrate that the

Frustratometer also appears to act as a negative-design of protein sequences.

6.2 Localized Frustration in FiP35

6.2.1 Minimum Frustration Explains Fast-Folding of FiP35 WW Domain

FiP35 is a fast-folding WW domain[83] whose structure consists of a single β-sheet,

which is shown in Figure 6.2. An analysis of the folding trajectory of FiP35 has indi-
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Figure 6.1 : The folded structures of (a) FiP35 (a β-sheet protein) and (b) Alpha3D
(a α-helical protein). The side-chains of select residues are shown in an all-atom
representation and are labeled with their corresponding 1-letter amino acid type code
and sequence index. (a) The side-chains of residues that are highly conserved across
WW domains (W8 and F30) are shown. (b) The N-terminus is on the top left of the
structure and residues L18, Y45, P51, E52, and L56 are shown.

cated that the folding of FiP35 is unfrustrated.[84] Multiple sequence alignments of

WW domains show that W8 is a conserved residue and position 8 shows strong muta-

tional coupling to nearby residues according to Direct Coupling Analysis calculations

(see Chapter 4).[8] Mutations away from the conserved Tryptophan at position 8 often

result in variants that fail to fold.[78, 85] The importance of W8 to the folding can

be understood by examining the structure of FiP35; W8 appears to form the basis of

the hydrophobic core. The first two β-strands, which includes W8, are structured in

the transition state of FiP35.[58]

Panels a and b in Figure 6.2 show three-dimensional representations of the lo-

calized frustration patterns on the structure of FiP35. In frustratograms, green and

red lines are used to indicate particularly unfrustrated and frustrated interactions,
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Figure 6.2 : The frustratograms for FiP35 using the atomistic (a) mutational and
(b) configurational frustratometer. (c) FiP35 Fij values for the atomistic mutational
(top left) and configurational (bottom right) frustration measures. According to both
frustration measures, FiP35 has very few highly frustrated interactions, which, when
present, usually involve at least one residue in the flexible termini. The network
of minimally frustrated interactions is more dense according to the atomistic con-
figurational frustration measure than it is for the atomistic mutational frustration
measure.

respectively. A green line is drawn between residue pairs whose frustration index Fij

satisfies Fij > 0.78. Such residues pairs are said to be “minimally frustrated”. A
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red line is drawn between residue pairs with Fij < −1, and these residue pairs are

said to be “highly frustrated”. Residue pairs that are in close contact in the native

structure and have −1 < Fij < 0.78 are said to be “neutrally frustrated” and are not

indicated on the frustratogram for visual clarity. The Fij values are also shown in

a contact map style in Figure 6.2c. Both frustration measures indicate that FiP35

is minimally frustrated, consistent with the experimental finding that it is a fast-

folding protein. In particular, the conserved W8 residue forms a particularly large

number of minimally frustrated interactions. According to the atomistic mutational

frustration measure, most of the minimally frustrated interactions in the hydropho-

bic core involve W8 (Figure 6.2a and c), explaining the experimental observation

of the immutability of W8. Most interactions throughout the structure are mini-

mally frustrated according to the atomistic configurational frustratometer, which is

consistent with a previous simulational analysis,[84] that suggested that FiP35 has

a relatively unfrustrated landscape with very few non-native interactions that form

during folding.

6.2.2 Mutations of Key Tryptophan Residues in FiP35

WW domains other than FiP35 often have a Tryptophan both at position 8, like

FiP35, and at position 30, where FiP35 instead has a phenylalanine. W30 is ap-

parently more amenable to mutation than W8.[78] Below, we compare the localized

frustration measures of the standard FiP35 sequence to those with either the W8G

mutation or the F30W mutation.

Figure 6.3a and b demonstrates the W8G mutation for the atomistic mutational

and configurational methods, respectively. The change in frustration is plotted in the

top-halves while the net frustration is in the bottom-halves. For the W8G mutation,
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Figure 6.3 : The top half shows the change in frustration upon mutation, and the bot-
tom half shows the resultant frustration. Local frustration results for the W8G muta-
tion is shown for the atomistic (a) mutational and (b) configurational frustratometers.
Local frustration results for the F30W mutation is shown for the atomistic (c) muta-
tional and (d) configurational frustratometers. The W8G mutation appears to cause
an increase in the local frustration while the F30W mutation actually decreases the
local frustration.

there is a significant increase in the frustration specifically for residue 8, that is seen in

both the atomistic mutational and configurational methods. The increase in frustra-

tion specifically affects the hydrophobic core of FiP35, where any local frustration can

disrupt the folding behavior. The W8 residue is buried inside the hydrophobic core

of FiP35, and conserved mutations to Glycine or Alanine are known to cause major
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(a) (b)
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Figure 6.4 : FiP35 frustratograms for the corresponding Fij values in Figure 6.3
for the W8G mutation, with the atomistic (a) mutational and (b) configurational
frustratometers and the F30W mutation for the atomistic (c) mutational and (d)
configurational frustratometers.

disruptions to the stability of the hydrophobic core.[78] Our results demonstrating

the W8G mutation clearly show this mutation significantly increases the frustration

specifically for residue 8 in the difference plots in the top half of Figure 6.3a and 6.3b.

The net result of the mutation is an increase in frustration in the hydrophobic core of
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FiP35, as seen in the bottom half of Figure 6.3a. We also note there is a significant

loss of stabilizing interactions, as evident in the frustratograms of Figure 6.4a and b,

which likely is the cause for why W8G mutations often result in WW domains that

do not fold.[85]

For the F30W mutation shown in Figure 6.3c and d for the atomistic mutational

and configurational methods, the changes are more subtle. Overall, since this residue

is far away from the main hydrophobic core, there is a very minimal, but slight

increase to the frustration of the W8 residue. On balance, it appears that the overall

stability of the protein remains roughly the same according to atomistic mutational

frustratometer, with some improvements for a few residue interactions and the main

hydrophobic core around W8 still remains overall unfrustrated for the frustratogram

in Figure 6.4c. For the atomistic configurational frustratometer, the overall difference

suggests that many interactions will become less frustrated when folding. In general,

W30F mutations for the WW domain typically result in stable proteins.[78] What

the results from the atomistic mutational and configurational frustratometers suggest

is that a mutation of FiP35’s 30th residue back to a Tryptophan should result in

an overall stable folded state. There is the potential for further improvement to the

folding rate as there are a few residue interactions that are made less frustrated with

this mutation in the atomistic configurational frustratometer. However, since the first

two strands of FiP35 generally initiate folding, the benefits here might have very little

effect on the overall folding dynamics for FiP35. Clearly though, further mutational

studies on FiP35 could potentially yield a faster folding β-sheet.
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6.3 Localized Frustration in Alpha3D

6.3.1 Folding Dynamics and Intermediates due to Local Frustration

Alpha3D was one of the first de novo designed protein structure, and consists of three

α-helical bundles. Its tertiary structure is held together by well-packed hydrophobic

side-chains.[29, 80] The predecessor to Alpha3D, Alpha3C, had only a few mutational

differences, mainly from Alpha3C to Alpha3D: adding two residues to the N-termini,

M1 and G2, as well as the mutations E9Q, S16T and S65D. The three mutations

however are not believed to be significant, as they are all along the solvent exposed

surface and were added to decrease sequence homology between the three helices.[80]

The resultant protein, Alpha3D, is a fast folder and primarily folds by nucleation

around the hydrophobic core.[29] Interestingly, despite the large folding rate observed,

Alpha3D experiences some frustration when folding. Several methods have been used

to show that Alpha3D contains multiple intermediates where multiple non-native

interactions form.[29, 79]

Figure 6.5a and b show frustratograms for the atomistic mutational and configura-

tional methods respectively, with the Fij values shown in Figure 6.5c. The atomistic

configurational method detects some frustration along the interfaces between the α-

helices, which is very evident very evidentin the frustratogram of Figure 6.5b. This

is in fact consistent with what was observed in other similar measurements, where

the nearby hydrophobic residues in the separate α-helices interact strongly with each

other, leading to many frustrated intermediates forming as the protein folds.[29, 79,

84] The atomistic mutational frustratometer instead does not indicate frustration

along the α-helical interfaces nor in the turn region and instead suggests most of

those interactions are unfrustrated in Figure 6.5a. The α-helical interfaces, which
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Figure 6.5 : The frustratograms for Alpha3D using the atomistic (a) mutational and
(b) configurational method. (c) The Fij values for the atomistic mutational (top-
half) and configurational (bottom-half) methods for Alpha3D. Alpha3D is one of the
first de novo designed proteins non-native contacts formed along the interface causes
some frustration, but is important to the folding behavior of Alpha3D. Notice the
important interactions between the N-termini and the turn-regions of the α-helices,
likely explaining why Alpha3D was more stable than its predecessor, Alpha3C.

form the hydrophobic core, are instead extremely unfrustrated, demonstrating that

the packing of the core was well designed.[80] The lack of frustration along the α-
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helices in atomistic mutational frustratometer could indicate that the α-helices them-

selves are actually less frustrated once formed and are relatively stable in the native

state. Frustration around the turn regions is also observed in the atomistic configura-

tional frustratometer, and seems to confirm the idea that Alpha3D primarily folds by

nucleation of the hydrophobic core, instead of forming three separate α-helices that

then latch together.[29] The high frustration in the turn region seen in the atomistic

configurational frustratometer prevents the helices from coming together readily when

folding, and instead Alpha3D must rely on the highly stabilizing interactions in the

hydrophobic core to drive folding.

6.3.2 Redesign of Alpha3D Minimizes Frustration

As mentioned above, one of the main changes incorporated in Alpha3D following

the design of its predecessor, Alpha3C, was the addition of two residues to its N-

terminus.[80] Particularly in the atomistic configurational frustratometer, many of

the N-terminus interactions are highly unfrustrated with the residues in the turn-

region, which already have a high frustration. The addition of the N-termini likely

helped provide more unfrustrated interactions to help with the overall folding of

Alpha3D.[29, 79, 80, 84] To analyze this further, we performed random mutations to

Alpha3D in its turn regions in order to see if a new sequence can be found to reduce

the overall frustration and possibly help speed up the folding process.

We employed a simple procedure where 10,000 random mutations were first gen-

erated for residues in the turn-regions of Alpha3D. These were then sorted by energy.

Two such mutants with lower average native energy than Alpha3D are shown in Fig-

ure 6.6, Alpha3D-m1 and Alpha3D-m2. Alpha3D-m1 was the lowest energy mutant

found and consists of the four mutations L18A, Y45A, P51S, and L56G from Al-
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Figure 6.6 : The atomistic configurational frustration for two proposed Alpha3D mu-
tants with the difference (top-half) and net result (bottom-half). The (a) Alpha3D-
m1 and (b) Alpha3D-m2 are shown. Despite Alpha3D-m1 being the lowest energy
mutant found, it increases the frustration significantly, while Alpha3D-m2 is another
low energy mutant where despites its higher total energy than Alpha3D-m1, it has
significantly less local frustration.

pha3D, while Alpha3D-m2 consists of three mutations Y45K, E52N, L56K. Despite

Alpha3D-m1 being the lowest energy mutant, it displays a significant increase in frus-

tration for not only the N-termini but also for the loop-region. Alpha3D-m2 however,

has similar but slightly higher energy than Alpha3D-m1, but instead improves the

frustration with the key N-termini as well as parts of the loop region. Given the im-

portance of the N-termini’s interactions with the loop region, this improvement could

potentially improve the folding rate by providing less frustrated interactions around

the loop region of Alpha3D. This procedure illustrates that minimizing the energy

does not necessarily result also in minimizing the frustration. We thus see how pair-
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Figure 6.7 : Alpha3D frustratograms corresponding to the Fij values in Figure 6.6
for (a) Alpha3D-m1 and (b) Alpha3D-m2.

ing energy minimization with a frustratometer can help select a sequence that both

stabilizes the molecule but also decreases local frustration, leading to cleaner folding.

6.4 Conclusions

Here, we have presented a way to localize frustration in proteins based on an all-

atom model. The atomistic mutational and configurational frustration measures yield

complementary results. While the analyses that we have presented here make use of

the Rosetta force field for computing localized frustration, the frustration measures

described herein can be similarly calculated using other all-atom force fields if they

are appropriately solvent-averaged and have a pairwise decomposition. Optimizing

localized frustration is a means of automating design against potential traps on folding

landscapes. Given the functional importance of locally frustrated sites in proteins, it

may be useful to only target a subset of frustrated sites when redesigning a protein,

which can be easily done within the framework of frustratometry.
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Chapter 7

Concluding Remarks and Outlook

In this dissertation, two new methods were developed for analyzing the global and

local dynamics of a protein. To analyze the global dynamics, a method to improve

Coarse-Grained (CG) protein models, pyODEM, was designed and tested on FiP35.

The optimized FiP35 CG model was able to not only match a simulated observable

from a reference all-atom simulation, but also learn the key features of the folding dy-

namics of the reference simulation. While CG models have fewer degrees of freedom

than an all-atom simulation, they can be simulated in a much less time while still cap-

turing the slow global dynamics that matter in the protein. Furthermore, pyODEM

also uses a combination of previously developed methods (Markov state models) in

order to reduce the simulation time of the protein. This feature makes the pyODEM

method more scalable to larger proteins, and efforts are currently underway to using

pyODEM on larger proteins with real experimental data. Finally, pyODEM only

adjusts a CG model’s parameters themselves instead of applying an external biasing

potential, which guaranteed that the physics of the model is minimally adjusted.

While the use of pyODEM on CG models was ideal for studying the global dy-

namics of a protein, CG models primarily reproduce the slowest motions and are not

ideal for studying local dynamics. Instead, a different method, the local frustration

calculation, was employed for studying the affect of local interactions have on the

folding dynamics of a protein. The frustratometer presented here represents the first

time an all-atom force-field is used to compute local frustration. Importantly, the
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atomistic frustratometer was applied to two test systems, FiP35 and Alpha3D, and

was able to explain features of the folding dynamics and propose new sequence de-

signs for improving the foldability of the two proteins. While the current atomistic

frustratometer was designed to use a specific force-field, the method can be general-

ized to use a variety of different force-fields. Future studies could compare the effect

different force-fields with different energy considerations have on the atomistic local

frustration, possibly offering more physical insight into the origin of frustration for

some proteins.

Understanding the dynamics of a protein is a challenging problem, and fully under-

standing a protein’s dynamics would likely require a combination of several methods.

The two methods presented here provide improved methods for understanding the

dynamics of a protein on two different levels. Hopefully, pyODEM and the atomistic

frustratometer will be found to be useful additions to the lexicon of computational

methods in protein physics.
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Appendix A

Rationale for Choice of Local Frustration

Parameters

In Chapter 5, we discuss a method for computing the local frustration using an all-

atom protein design force-field, Rosetta. The python implementation of Rosetta,

pyRosetta, provided many high-level functions for performing actions such as mu-

tation, side-chain repacking, and energy calculation. In this section, we will discuss

some of the details and choices involved in performing the local frustration calculation

for the all-atom frustratometer, as well as the rationale for certain choices made for

the final calculations. The biggest challenge was balancing the accuracy of the frus-

tratometer with its computational efficiency. In it current forms, calculations for the

atomistic mutational and configurational frustration for Alpha3D and FiP35 produce

accurate results but still routinely took hundreds of core-hours. Therefore, we believe

we were able to achieve a favorable balance between accuracy and computationally

efficiency. What follows is a discussion on two of the most challenging aspects when

designing this frustratometer and the reasoning for deciding on their final form: the

mutation of side-chain residues and the selection of non-native interactions.

A.1 Design of Mutations

Unlike in coarse-grained force-fields, mutations in an all-atom force-field will almost

always cause steric collisions, meaning the atoms of the new side-chains are unphys-

ically close together. While a number of strategies exist to alleviate steric collisions,
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the challenge was finding a method that would be able to work on the millisecond

to seconds timescales, as point mutations must be performed repeatedly, at least

2000 times per a pair of residues, in the atomistic mutational frustratometer. Ulti-

mately, we determined that performing point mutations followed by a local repacking

of nearby side-chains was suitable to our needs. In the pyRosetta repacking proce-

dure, the backbone of the protein is held rigid, and only the side-chain is adjusted via

a monte-carlo procedure until a low energy configuration is found. This is particularly

fast in pyRosetta because it uses an internal rotamer library for the side-chains in-

stead of exploring every possible side-chain angle. Unfortunately, certain side-chains

still could not relieve their steric clashes. To remedy this, we found that the typical

residue pairwise interaction energy was of the order of 1 Rosetta Energy Unit, and

that steric clashes gave pairwise energies on the order of 100 Rosetta Energy Units.

Therefore, we applied an energy cutoff and ignored any mutations that still resulted

in a greater pairwise energy of 10 Rosetta Energy Units as those interactions are

still sterically collided after a local repacking. We also tested various other cutoffs at

higher energies but found that the results generally did not change much.

When testing the local repacking, various cutoffs were applied to determine what

“local” means. The goal was to select a repacking radii that is sufficiently large

enough to allow the residues to find some non-sterically collided conformation, while

small enough small to avoid repacking the whole protein which would increase the

computational time required for removing steric collisions. A repacking radii of 10

Å was found to routinely result in most pairs succeeding in finding a non-clashing

set of mutated residues. Using a smaller repacking radii often resulted in situations

where steric collisions could never be resolved for any residue combinations for some

pairs resulting in no decoy set being computed for a pair interaction. Performing
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these point mutations was fortunately easy as pyRosetta has a function for mutating

a residue and then repacking side-chains within a particular radii.

Alternative algorithm that allow for some relaxation of the backbones had signifi-

cantly longer computational times with pyRosetta. Particularly, pyRosetta’s “Classi-

cRelax()” function allows for some relaxation of the backbone but computation could

take hundreds of times longer than a local repacking. Furthermore, “ClassicRelax()”

does very well in searching for the final folded state, however it leads to significant

changes of the backbone. Since part of the goal of this work was to use a more realistic

set of native and non-native structures from a Molecular Dynamics (MD) simulations,

we also wanted to avoid changes that would significantly change the conformation to

something that was not likely to be explored in an MD trajectory. An idea that might

be promising to explore further would be performing atomically restrained simula-

tions, and allow certain parts of the backbone to relax while keeping most of the other

atoms intact. Still, this amounts to performing a short MD simulation and would also

be unfeasible due to computational time constraints without serious modifications.

A final point to make is about performing sequence mutations in order to study

the frustration in alternative sequences. In the atomistic mutational method, we only

cared about the two residues in question and did not care about the effect it had

on the other side-chains that were repacked. However, when performing sequence

mutations to improve the protein’s sequence, we do care about the perturbations

to the other nearby residues, and consequently, their pair energy. As mentioned in

Chapter 5, we had to first perform the desired mutations with a local repacking of 10

Å followed by performing a “control” repacking of all side-chains within 10 Å. Recall,

the difference between the mutations and control was computed in order to get the

net effect of the mutation on the frustration via these two equations:
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∆F change
ij = Fmutated

ij − F repacked
ij (A.1)

Fmutant
ij = ∆F change

ij + F unmutated
ij (A.2)

Since we wanted to ensure that we only measure the changes due to mutation,

we needed to perform the repacking without mutation in order to see if the cause

of frustration for a particular pair was due to the mutation or due solely to the

repacking. This essentially filtered out the effect of just repacking for other residues

that are nearby but were actually uninvolved with accommodating the new chemical

side-chain but still within the 10 Å cutoff radii. We felt that the choices we made were

a reasonable compromise between accuracy and the computational time required to

compute the atomistic mutational frustration and sequence redesigns.

A.2 Choice of Cutoffs in Atomistic Configurational Frustra-

tion

When working with atomistic configurational frustratometer, some method is needed

to determine which pairwise interactions should count towards the decoy distribution,

and which should be ignored. Since we wanted to specifically consider interactions

where the residue pair interacts closely and was not just a glancing interaction, we

had to determine a cutoff distance above which we ignore those interactions in the

decoy distribution. Using no cutoff would mean the decoy energy distribution for

every pair would likely contain a huge number of zeroes for the many instances where

the pairs never interact, which does not give a good estimate of decoy distributions in

collapsed structures. We considered a few cutoffs, but ultimately found that scaling



84

0 10 20 30 40 50 60 70

i

0

10

20

30

40

50

60

70

j

(a)

0 10 20 30 40 50 60 70

i

0

10

20

30

40

50

60

70
(b)

2 0 2

Fij

Figure A.1 : The local frustration values for the (a) Unshifted (F indiv
ij ) and (b) Shifted

by F group (F config
ij ). This shows the atomistic configurational frustration with a non-

native residue pair search within a 3 Å (top) and 6 Å (bottom) closest heavy atom
distances respectively.

by F group was necessary to achieve a relatively more consistent result regardless of

the cutoff used. In Figure A.1, the atomistic configurational frustration result for

Alpha3D is plotted, where only residue pairs with a closest heavy atom distance of

3 Å and 6 Å are shown in the top and bottom, where Figure A.1a is without F group

shifting (which is effectively F indiv
ij ) and Figure A.1b is with F group shifting (which

is effectively F config
ij ). Without shifting, decreasing the cutoff severely increases the

amount of frustration seen, which we knew to be false for Alpha3D. However, shifting

by F group made both set of results relatively more consistent, where overall the α-

helices are unfrustrated with only some frustration on the interface, though notably

more frustration for a cutoff of 3 Å than with a cutoff of 6 Å.

The next task was to determine which cutoff to ultimately use as the results are

slightly different. In Figure A.2, the distribution of decoy energies used in computing

F group is plotted. We noticed that a larger cutoff of 6Å in Figure A.2b resulted in
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Figure A.2 : The distribution of energies used in F group for a non-native residue pair
search of (a) 3 Å and (b) 6 Å closest heavy atom distances. A gaussian is plotted
representing the best fit over the group, with a log(χ2) of (a) 3.2 and (b) 5.7.

a bi-modal gaussian distribution, so the resultant averages and standard deviation

resulted in a poor gaussian fit of the data. Conversely when using a cutoff of 3 Å

in Figure A.2a, the gaussian distribution is relatively well fitted to the group distri-

bution. The importance of the gaussian distribution comes from energy landscape

theory, where a gaussian distribution of decoy energies was assumed the theoretical

development of protein folding. Therefore, a 3 Å cutoff seemed to be more reasonable

to use in this case. [2, 22]

To quantify this further, we computed the log(χ2) score for each distribution,

where χ2 is given as:

χ2 =
∑
i

(xi − fi)2

σ2
(A.3)

where xi is the counts of each bin in the histogram and bins were uniformly
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Figure A.3 : The log(χ2) score for each residue pair energy distribution using a non-
native pair search of 3Å (top) and 6Å (bottom) closest heavy atom distances.

distributed with a spacing of 0.2 Rosetta Energy Units, and its standard deviation

computed as σ =
√
xi. The actual value we compare the histogram of decoy energies

to is the value of the best fit gaussian at the center of each bin, fi. This resulted in

a log(χ2) of 3.2 and 5.7 for a cutoff of 3 Å and 6 Å respectively, indicating a much

better gaussian fit at the smaller cutoff value of 3 Å. We also computed the log(χ2) for

each pair for both cutoffs in Figure A.3. The top half of the plot shows the 3 Å cutoff

log(χ2) results, which are notably significantly smaller than the 6 Å cutoff log(χ2)

results in the bottom half. This suggests that the trend observed in F group decoy

energy distributions is equivalently observed when looking at the F indiv decoy energy
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distribution. Furthermore, it should be noted that the the log(χ2) for each pair’s

decoy distribution at the 3 Å cutoff is smaller than the corresponding group decoy

distribution log(χ2) value, indicating that the decoy energy distribution for each pair

is reasonably close to a gaussian distribution. While there is some freedom in picking

the cutoff value, the tests we ran above suggest that 3 Å is the most reasonable cutoff

distance in computing the atomistic configurational frustration and provides the most

consistent and accurate atomistic configurational results for Alpha3D and FiP35.
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molecular thermodynamics and kinetics. Proc. Natl. Acad. Sci. U.S.A. 113,

E3221–E3230 (2016).
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