


ABSTRACT 

Compressive imaging systems and algorithms to extend machine vision 
beyond the visible spectrum  

by 

Jianbo Chen 

Machine vision finds its importance in today’s most revolutionary technologies from 

artificial intelligence that surpasses humans in playing Go and chess to automobiles that 

drive themselves. For many of these tasks the key component that makes superior machine 

vision possible is the image sensor technology development that has paralleled the equally 

rapid development of processing power. However there is still a dilemma between the 

pursuit of higher resolution images that require a focal plane array (FPA) with more pixels 

on the front end, and the demands on acquisition for embedded systems restrained by 

power, transmission bandwidth, and storage. To overcome these challenges, the works 

presented in this thesis aim to seek solutions in solving particular machine vision tasks 

with compressive imaging system and advanced algorithms. 

The first strategy focused on achieving more robust infrared object classification 

utilizing measurements directly from the single-pixel camera without reconstruction with a 

multiscale compressive matched filter algorithm. Secondly, a multi-pixel hybrid optical 

convolutional neural network machine vision system was designed and validated to 

perform high-speed infrared object detection. Lastly, an approach to accomplish super-

resolution beyond the resolutions of both the spatial light modulator and FPA in a 
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compressive imaging system will be demonstrated by exploiting a coded point spread 

function to obtain sub-pixel information. Both simulation and experiment results were 

presented and analyzed to demonstrate the result of super-resolving an image with 4 times 

more of it original resolution. Resolving images beyond 4 times of their original resolutions 

is also possible by extending the idea of this work. 
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Chapter 1 

Introduction 

1.1. Machine Vision without a high-resolution RGB camera 

Machine vision is an ever-growing field of technological importance ranging from 

taking better pictures from one’s cell phone camera to guiding an automobile driving itself 

[1]–[3]. Huge efforts have been put to make machines with built-in cameras perceive the 

world like humans or even better. However, most of the current image-based computer 

vision research and development still rely on high-resolution RGB cameras and there 

remain physical hardware constraints to expanding acquisition and analysis into the short- 

and mid-wave infrared regimes, besides other challenges in steaming and storage. Imaging 

beyond visible spectrum requires non-silicon focal-plane arrays (FPA) whose costs are 

prohibitively expensive for commercial implementation. In addition to cost considerations, 

focal plane array technology provides data as raw pixels, requiring more data bandwidth, 

processing power and memory to convert into useful information for detection and 
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classification operations. The growing demands of performing precise computer vision 

tasks with lower cost and beyond the visible spectrum limitation pushes exploration on 

other signal processing technologies such as image compression and super-resolution. 

1.2. Compressive Sensing 

Compressive sensing (CS) and its extension to imaging with spatial light modulators 

(SLM) has enabled high-resolution imaging using sensors that are only a small fraction of 

the commercial high-resolution camera, accomplishing ‘super-resolution’ beyond the 

native resolution of sensors. The idea also extends beyond imaging purposes into pattern 

recognition and other machine vision applications.  

At its core, CS is a signal processing technique for acquiring and reconstructing 

signals sampled at less than Shannon-Nyquist (S-N) sampling rate, by solving an ill-posed 

linear equation using regularization and optimization methods[4]. Since the first 

introduction of CS a decade ago by Candes et al.[5]–[7] , it has drawn great attention and 

development. Compressive imaging is based on the fact that most nature scene images have 

sparse representations under certain transformations such as discrete wavelet transform 

(DWT)[8] or discrete cosine transform (DCT)[9]. If one considers a vectorized image 

denoted as x (𝑥 ∈  ℝ𝑁), it is modulated by some random basis 𝛷 (𝛷 ∈  ℝ𝑀×𝑁), this then 

produces an output measurement b=𝛷𝑥 as an M×1 vector. In addition the image x can be 

represented in a sparse form S under particular transform basis 𝛹 (Figure 1.1), therefore 

the equation can be re-written as b = AS, where A is the product of the random basis 𝛷 and 
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the sparsity basis 𝛹. S is a sparse vector that has only K numbers of non-zero values, and K 

< M <<N.  

 

Figure 1.1 Algebraic schematic of the compressive sensing method. 

Two conditions have to be satisfied for the sparse signal S to be robustly 

reconstructed: the incoherence of the random and sparse bases and restricted isometry 

property (RIP)[6] of the sensing matrix. If 𝛷 is incoherent with 𝛹, the signal b can be 

recovered form 𝑀 = 𝑂(𝐾 log𝑁)[2]  measurements. A measure of mutual incoherence 𝜇 of 

the two bases is given by  

 𝜇(Φ,Ψ) = 𝑚𝑎𝑥|〈Φ𝑚,Ψ𝑛〉| Eq (1.1) 

The greater the mutual incoherence, the smaller the number of measurements 

needed. In particular, this incoherence holds with high probability between an arbitrarily 

fixed basis (wavelet, curvelet, Fourier, etc.) and a randomly generated one, such as 

independent identically distributed Gaussian (𝛹𝑖𝑗 ∈ 𝑁 (0,1)) or Bernoulli (𝛹𝑖𝑗 ∈ ±1 with 

equal probability). Meanwhile, the incoherence also ensures 𝐴 =  ΦΨ is a random matrix. 

The RIP is also well preserved for these random matrices. 
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To find the sparsest solution, it is a natural to solve the problem with an ℓ0 

minimization method 

 𝑠∗ = 𝑚𝑖𝑛𝑥{‖𝑠‖0: 𝐴𝑠 = 𝑏} Eq ( 1.2) 

Where the ℓ0 norm ||x||0 counts the number of non-zero elements in x. However, this 

method is proven to be NP-hard and computationally impractical to solve. An alternative 

method is using ℓ1 norm minimization or Lasso that aims to look for sparse solution and 

find non-zero elements in S. Consider the presence of noise, the equation can be further 

generalized as  

 𝑚𝑖𝑛𝑥{‖𝑠‖1: ‖𝐴𝑠 = 𝑏‖2 ≤ 𝜎} Eq ( 1.3) 

Beside ℓ1 norm, another popular method that has been used to solve this inverse 

problem is total variation (TV) regulation[10]. TV can be regarded as a generalized ℓ1 

problem in CS. Instead of assuming the signal x is sparse, TV model proposes the gradient 

of the underlying signal is sparse and the TV minimization problem is trying to seek the 

unique solution with the sparsest gradient, which is expressed as 

 𝑚𝑖𝑛𝑥 ∑ ‖𝐷𝑖𝑥‖𝑖  𝑠. 𝑡 𝛷𝑥 = 𝑦 Eq ( 1.4) 

where  ∑ ‖𝐷𝑖𝑥‖𝑖  is the sum of the discrete gradient magnitude at each point. The TV method 

is proven to be a robust method for sparse signal recovery[10] and in our project the 

TVAL3 solver based on TV is used that was developed by Chengbo and Ying[11]. 

As the conventional imaging method requires large amount of detectors to get a 

high-resolution image, it will be impractical for applications in non-visible wavelengths 

such as infrared and beyond. Instead of capturing the redundant data and compressing it, 
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the idea of CS is to only measure a portion of coefficients under the transformed basis. The 

compressive approach lessens the burden of acquisition, storage and data transmission. 

The biggest advantage of CS imaging for non-visible wavelengths or higher dimensional 

data is that the acquisition of data can be accomplished using limited amount of detectors, a 

single pixel in the extreme case, thus allowing the possibility of taking higher resolution 

images at exotic wavelengths with a minimal cost. 

1.3. Super-resolution 

Resolving image beyond the imaging sensor resolution (geometrical super-

resolution) has always been one of the most desired goals in the imaging and computer 

vision communities[12].The most direct solution to increase spatial resolution is to reduce 

the pixel size through sensor manufacturing techniques up to the physical limit. However, 

the amount of light received per pixel reduces as the pixel shrinks. This effect generates 

greater shot noise that degrades the image quality severely. Another approach for 

enhancing the spatial resolution is to increase the sensor chip size, which leads to another 

difficulty of slower signal transfer rate. These advanced sensor chip design often associates 

with high cost and extra failure rate. Therefore, new approaches toward increasing spatial 

resolution are required to overcome these limitations of the sensors and optical 

manufacturing technology.  

One promising approach is using signal processing and optimization techniques to 

achieve super-resolution beyond native sensor resolution. Multiple methods such as 

interpolation[13], sub-pixel registration[12], dictionary learning[14] and 
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regularization[15] have been tried towards super-resolving images and videos. Super 

resolving[16] an image with special light modulator (SLM) is also becoming an emerging 

area of study. In a sense, the compressive imaging model can be considered as a type of 

‘super-resolution’ system; however such achievements require the use of SLM and the 

resolution of the reconstructed images is determined by the resolution of the SLM. Much 

more can be explored on the relationship between the SLM and imaging sensor to surpass 

the resolutions of both with unique optimization algorithms.  

1.4. Thesis Overview 

The success of compressive sensing theory led to the invention of single-pixel 

camera, which opens up new possibilities of efficient and inexpensive specialized imaging 

systems including infrared cameras, microscopes, terahertz imaging, etc. During my PhD 

research, I mainly focused on the design, implementation, and experimenting of various 

algorithms utilize the compressive imaging systems, machine learning and optimization 

methods. This thesis is arranged as follows: 

In Chapter 2 of this thesis, we introduced the original single-pixel camera, along 

with its variations with other types of novel sensors to accommodate different computer 

vision applications, such as infrared target recognition and super-resolution. This chapter 

also describes certain types of the simulation dataset that we used throughout other 

chapters of the thesis. Hardware and testing data is specific to the results presented in this 

thesis. 
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A compressed domain classification scheme based on the compressive imaging 

system is presented in Chapter 3, which showed the advantages of using both random and 

learned modulation patterns in extracting useful inference information during the 

measurement process. Successful classifications can be performed using only a small 

amount of spatially compressive measurements without reconstructing the original 

images. Further extending the classification capabilities, a 2D hybrid system combining 

compressive imaging hardware and state-of-art deep neural networks is proposed in 

Chapter 4. 

In Chapter 5, we explored super-resolution with the compressive imaging system. 

We demonstrated that introducing a blur between the DMD and the sensor allows 

resolution enhancements of approximately 4× the resolution of the DMD. The system will 

allow imaging beyond the resolution of both light modulator and imaging sensor, thus 

further lower the cost of imaging system for wavelength outside visible spectrum. 

Overall conclusions and future directions will be presented in Chapter 6. 
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Chapter 2 

Compressive Imaging Systems 

2.1. Single-Pixel Camera 

Previous discussion on sparse signal recovery showed us that we can reconstruct a 

two-dimensional image without using a focal plane array (FPA). Instead a limited amount 

of detectors and an optical modulator could be used to collect the signal and reconstruct 

the image from the under sampled data.  

The schematic of the SPC is illustrated in Figure 2.1, in which a digital micro mirror 

device (DMD) is used to modulate the light. Each DMD consists of hundreds of thousands of 

micro-mirrors whose orientation can be precisely controlled to tilt for example either + 12 

degrees or -12 degrees about its diagonal corresponding to the ON and OFF states. And the 

ON and OFF states directly correspond to the elements of a binary matrix, as shown in the 

bottom left of Figure 2.1. The binary pattern of the DMD along with the image projected on 

it acts as the inner product of a column of random binary matrix A and the vectorized 
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image x. The total number of patterns consists as matrix A from 𝛷𝛹. The modulated light is 

then collected after the DMD and focused on a single pixel, filling one element in vector b. 

The DMD can flip at speed in the tens of kHz, which allows fast signal acquisition.  

 
Figure 2.1 An illustration of single-pixel camera[17].  

Based on this idea, the SPC has also been commercialized by InView technology, a 

company that manufactures the InView camera. The InView camera has a more compact 

design that consists of a total internal reflection (TIR) prism and a 1024×768 resolution 

DMD as light modulator, the integrated analog to digital circuit and FPGA allowing small 

volume factor and programmability (Figure 2.2). The InView camera also comes with 

different versions depending on what detector is used. The visible version features a silicon 

detector while the near infrared (NIR) one has an InGaAs detector. 
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Figure 2.2 An inside look of InView CS camera. 

2.2. Multi-pixels Compressive Camera 

The SPC became a paradigm shift of the imaging methodology. However it also 

suffers from some limitations that could hinder its adoption in many applications. First of 

all, although SPC saves imaging cost by using only one sensor to acquire the modulated 

image signal from the DMD, it trades off time of acquisition. For a commercial InView SPC 

camera operates at 12,000 Hz, it takes as many as 50 seconds to acquire and reconstruct an 

image with 1024×768 resolution and 50% compression ratio. Secondly, the compressive 

signal received by the single sensor comes from entire modulated scene/DMD area, and no 

localized information can be extracted from the compressive measurements without 
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additional measurements and processing. These challenges lead to the development of 

multi-pixel compressive camera (MPC).  

The MPC system was realized in which a low-resolution focal plane array (FPA) 

replaced the original single detector in SPC’s opto-electronic architecture. This architecture 

change provided many opportunities to investigate the rich mathematical relationship 

between the optical modulator and the detector array. The DMD is mapped onto the FPA so 

that the projected image of the DMD matches the size of the FPA imaging area. The scaling 

factor is determined through the imaging system. Assume our DMD has 𝑁 ×𝑁 mirrors, and 

the FPA has 𝑀 ×𝑀 pixels/detectors. Suppose we partition the DMD into an array of 

“pattern channels,” where each channel has 𝐺 × 𝐺 mirrors and 𝐺 = 𝑁/𝑀, each sensor on 

the FPA now receives DMD modulated image signals from one pattern channel. The 

motivation for using channels of smaller patterns is that each detector sees just a limited 

portion of the DMD, and so fewer variables should be necessary for the model that 

describes it. In addition, since each sensor on MPC acts as one individual SPC and “sees” a 

small part of the entire scene, one can easily gain knowledge from local regions by 

analyzing compressive measurement from individual sensors. A full DMD modulation 

pattern can be generated by periodically extending the same 𝐺 × 𝐺 sub-pattern across the 

entire area of DMD. This is achieved mathematically with the Kronecker product. In 

general, smaller patterns are better, but only up to a point. Further, the size of the tiled 

patterns has different implications for imaging applications versus detection/classification 

applications.  
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The MPC model was initially based on the assumption of a perfect imaging system, 

but in an actual optical setup there are imperfections that need to be addressed. The 

relationship between the DMD and FPA is described mathematically using a point spread 

function matrix, or PSF. The PSF contains information about how light propagates from the 

DMD to the FPA, providing a calibration matrix that can be used to simulate the effects of a 

real optical system on simulated data. The PSF also provides a way to compensate for these 

effects during acquisition and reconstruction. 

Previous papers have also proposed the MPC idea with hardware demonstrations 

[18], [19]. MPC prototypes are developed both in our lab and by InView technology, which 

combine a 64×64 short wave infrared (SWIR) Hamamatsu camera with the original DMD 

control and modulation system. As shown in Figure 2.3, the InView MPC system provides a 

more compact design with portable capability. The camera is pre-calibrated with a PSF 

matrix for the purpose of image distortion and blurs correction. It is worth to note that due 

to the limited operating speed of the SWIR FPA, the InView MPC runs at 500 Hz frame rate. 

Even though the MPC is slower than the single-pixel camera, which operates at 12 kHz, it 

has 4096 sensors run in parallel. The number of measurements required to reconstruct an 

image with same compression ratio is 170 times less for MPC, and this outweighs the speed 

disadvantages. 

2.2.1. Virtual Channels 

One of the advantages that made MPC desirable is its capability of performing 

compressive measurements analysis or reconstruction from each sensor on the FPA. This is 

equivalent to have 𝑀2 SPC running in parallel, where 𝑀2 is the total number of native 
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sensors on FPA. Furthermore, we can partition the DMD into an array of “pattern channels” 

with various sizes where each channel has 𝐺𝑉𝐶 × 𝐺𝑉𝐶  mirrors and 𝐺𝑉𝐶 = 𝑁/𝑀𝑉𝐶 . The 

effective resolution of the sensor 𝑀𝑉𝐶2 now becomes smaller than 𝑀2. A small group of 

sensors on the native FPA is grouped together to form a ‘Virtual Channel’[20], and the 

number of grouped sensor equals 𝑀/𝑀𝑉𝐶
2. In the extreme case where the virtual channel 

becomes one, the system resembles SPC by summing all the sensor readout from FPA into 

one. 

The virtual channels concept allows to us to simulate parallel SPC with different 

field of views on the DMD and sometimes reduces the number of computation with less 

pattern channels. This idea is particularly useful in our later demonstration of multiscale 

target recognition and hybrid optical convolution system. 
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Figure 2.3 A MPC hardware setup with developed by InView technology. The red 
circle hihlights the 64×64 short wave infrared (SWIR) Hamamatsu camera. 

2.3. Testing data 

2.3.1. MNIST dataset 

We mainly used two datasets as testing data for our following research topics. The 

first one is the hand written digits (MNIST) dataset, which contains hand written digits 

images from 0 to 9(Figure 2.4). The MNIST dataset is a public dataset that has been widely 

used in various computer vision and pattern recognition research, especially classification 

applications. In the original dataset, each image has a resolution of 28×28. We reshaped 

the images into different resolutions so it fits our simulation purposes, and we used various 
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examples for each digit. The dataset is split into different propositions as training and 

testing part.  

 

Figure 2.4 Example hand written digits images of MNIST dataset 

2.3.2. Air Force Research Lab Short Wave Infrared Dataset 

Besides toy cars dataset collected in lab, we also received target set tower video 

imagery from the Air Force Research Lab (AFRL, Data sets courtesy of Jennifer Talley at 

Eglin Air Force Base, Distribution A. Approved for public release, distribution unlimited. 

96TW-2015-0103) that included different real-world models of pick-up trucks and cars 

with similar backgrounds taken using Short Wave Infrared (SWIR), Mid Wave Infrared 

(MWIR) and Long Wave Infrared (LWIR) cameras (Figure 2.5).   
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Figure 2.5 (First row) Video frames taken by three cameras with different sensing 
wavelength (SWIR, MWIR and LWIR). (Sencond row) example frames from the AFRL 

SWIR dataset with different vehicles 

Also included in the data were target chips of each vehicle segmented from the 

images using the MSER algorithm in the VLFeat library. The segmented chips showed each 

vehicle at a variety of angular positions for each wavelength.  Some of montages of these 

are shown below in Figure 2.6. 
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Figure 2.6 Montages of vehicle chip images from Frontier (Left)  and Corolla (Right) 
in SWIR. The chip image for each vehicle is segmented from the video data and 

centered to form a smaller size image. Each vehicle has a variaety of orientations. 

In the chapters to follow, we describe the use of these data in both compressed 

domain and image domain classification tasks. In Chapter 4 we also expanded the AFRL 

dataset to include more variation of the target objects such as size, location and noise level 

to prevent an inference model from over-fitting. 

2.4. Experimental setup 

Our laboratory apparatus was configured to image the same scene with three 

different types of sensors: the single-pixel camera system (built upon the ALP DMD 

development board with an InGaAs photodiode from ThorLabs), the Hamamatsu 64×64 

FPA, and a Point Grey Gazelle (GZL-CL-22CSM-C) high speed camera. This set up was later 

expanded to enable imaging of the same scene with other cameras including a Goodrich 

Sensors Unlimited SWIR camera (SU320KTSW-1.7RT) and the InView 64×64 multi-pixel 
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camera system. The setup is shown Figure 2.7 and Figure 2.8. The Point Grey camera is a 

2.2 megapixel (2048×1088) monochrome visible imaging camera with a frame rate of 280 

fps. The high speed allows us to take the highest possible spatial and temporal resolution 

for the training data. However, care is taken to spectrally match images of vehicles and 

background acquired in visible light to their SWIR counterparts. The Goodrich camera has 

a 320×256 focal plane array (FPA) with a photon response between 0.9 and 1.7 micron. 

 

Figure 2.7 Aerial view (left) and side view (right) of in lab testing apparatus. The 
Goodrich SWIR camera (green circle), the DMD (blue circle), and the rotating mirror 

(red circle) that allows the same field of view to be observed by either. The yellow 
circle indicates the observed region with vehicle, the aqua circle is Rice’s 64×64 

Hamamatsu SWIR array, and the purple circle highlights the high-speed Point Grey 
visible camera. 
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Figure 2.8Aerial (left) and side view(right) of setup similar to above but with the 
Goodrich SWIR camera replaced by InView single-pixel camera (green circle). 

The testing system was modified so that all imagers had the same field of view as 

well as coordinating this field of view and the size of the vehicles to be similar in 

proportion to the AFRL simulation dataset previously introduced. We also took 

measurements on the toner printed gray background to compare the contrast and dynamic 

range between the different cameras. Initial imaging was performed from a top down 

perspective and was later modified with a tilted platform to achieve a similar angled view 

seen in the simulation dataset. A detailed description of the modified setup can be found in 

Chapter 4. Figure 2.9, Figure 2.10 and Figure 2.11 show example images captured by the 

different cameras of lab test vehicles. 
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Figure 2.9 RGB picture of test vehicles (left) along with Point Gray high speed on 
white paper (middle) and on toner printed background (right). 

 

Figure 2.10 Printed grayscale background comparison between the three camera 
systems: PG high speed (left), Goodrich (middle), and Rice 1-pixel camera (right). 



 40 

 

Figure 2.11 SWIR imaging response of the specific vehicles compared between the 
PointGrey high speed (top), Goodrich (middle), and Rice single-pixel camera 

(bottom). 
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Chapter 3 

 

Infrared Target Classification via 
Compressive Measurements 

3.1. Introduction 

The SPC has demonstrated that we can compressively measure a scene with pseudo-

random modulations, and successfully recover the image with much fewer measurements 

than indicated by the Nyquist bandwidth of the image. However the reconstruction process 

consumes enough time and computing power to prevent the compressive imaging system 

from being efficient for fast classification applications. In certain applications, the exact 

pixel values in an acquired image might not be of interest. Instead, we might want to solve 

an inference problem related to the contents in the image. Such problems are commonly 

found in computer vision[2], medical imaging, and surveillance applications[20], [21]. This 

chapter describes the development of compressive sensing based target detection and 
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classification algorithms that operate in the compressed domain without image 

reconstruction, with special emphasis in the infrared portion of the spectrum. This is based 

on the fact that the compressive measurement is a low-dimensional projection from a high-

dimensional image space, and it contains information that directly related to the image 

features. 

For image classification with conventional camera architectures, high quality images 

containing the targets are first acquired, and then feature based perceptual inferences are 

performed to solve these problems[22]–[24]. With the special single-pixel camera 

architecture, we are no longer constrained by the high-resolution cameras requirement 

and the classification is performed directly on the compressive measurements. The 

compressive imaging system brings us multiple advantages over the high-resolution focal 

plane cameras. First, the compressive imaging is more robust to noise[25]. In some low 

lighting conditions, the multiplexing method greatly enhances the signal-to-noise ratio 

(SNR) by combining the optical signal from the whole field of view to the single sensor. 

Second, the single-pixel design is much more flexible than the cameras with focal plane 

array detectors since the same method can be extended to sensing in short-wave infrared 

(SWIR) [26], mid-wave infrared (MWIR)[27], terahertz (THz)[28], or other wavelength 

bands in a cost-effective manner.  

The compressive domain matched filtering (or, “smashed filtering”) [25]is one of the 

realizations of such concept and it proven to perform well on classification tasks under 

certain constrains. We simulated and evaluated the classification performance of 

improvements to the smashed filtering technique using a combination of different 
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modulation methods and machine learning techniques. It was demonstrated that 

compressive domain acquisition by the appropriate algorithms and processing can provide 

actionable decision making capabilities to platforms such as embedded systems that are 

severely constrained in their size, weight, and power.  

3.2. Vehicle classification with smashed filters 

The original smashed filtering algorithm performs the matched filter operation 

directly on compressive measurements and has shown good classification performance 

under severely restricted data conditions[25].  Here, we study the classification problem of 

identifying seven different types of vehicles using data from CS measurements in 

simulation using the AFRL supplied SWIR dataset. By operating directly on the compressive 

measurements, the smashed filtering algorithm classifies targets with significantly less data 

than required for image reconstruction.   

We began with the SWIR chip dataset that has three different vehicles: Dodge Ram, 

Nissan Frontier and Toyota Corolla. The image size used for the simulation is 256×256, and 

the smashed filter was generated using the permuted Walsh-Hadamard transform. Images 

are modulated by random binary patterns displayed on a DMD, and the modulated scene is 

focused and collected by a single sensor to form a 1D dataset for each image. We took K 

compressive measurements of the three vehicles, and then tested the classification of one 

specific vehicle also with K measurements together with the nearest neighbor[29] 

classification method to decide which class the testing vehicle falls into. The nearest 

neighbor methods calculate the Euclidean distance between the testing measurement 
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vector and the training measurement vector in the dictionary, the class is determined by 

the shortest distance. The classification accuracy rate was then plotted as a function of 

measurement number/compression ratio. In the simulation, different levels of noise (40 

dB, 10 dB and 5 dB) were added to the images as well to evaluate the robustness of the 

classification performance. 

All three vehicles are tested with different noise levels added to the testing image. 

The training and testing image is shown in Figure 3.1 left part and the classification results 

are plotted in the right part. 
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Figure 3.1(Left) Training and testing images for the three vehicles. The images are 
from the pre-processed data chips. (Right) Classification results with smashed filter 

algorithm. 

The training and testing images used in the previous simulation are vehicle chip 

data without the presence of the background. Also the difference between the training and 

testing object is subtle, either in vehicle size or orientation. As illustrated in the 

classification accuracy plots, we were able to achieve accurate classification on each vehicle 

versus the others with small amount of measurements (~15). However when the signal to 
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noise level gets worse, the classification performance degrades quickly, and even with 

increased measurements show only a gradual improvement.  

Another evaluation of the classification performance was conducted, in which the 

test vehicle has certain levels of rotation while the training car is always facing to the left of 

the image. Three rotation angles are tested: “Angle 1” indicates the testing image had 

almost the same orientation with the training image, while “Angle 2” and “Angle 3” 

represent the testing vehicles gradually increased rotation away from the training vehicle 

orientation. The example of each vehicle at different orientations is displayed from Figure 

3.2 to Figure 3.4, along with the classification results, which show that the classification 

performance is sensitive to the testing vehicle’s orientation compare to the original 

training image. 
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Figure 3.2 The classification rate of RAM truck as a function of measurement number 
K. Three different testing cases were tested with the vehicle in different rotation 

angles.  As the rotation moves away from the training scenario, the classification rate 
performs worse. 
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Figure 3.3 The classification rate of Corolla sedan as a function of measurement 
number K. Three different testing cases were tested with the vehicle in different 

rotation angles. 
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Figure 3.4 The classification rate of Frontier truck as a function of measurement 
number K. Three different testing cases were tested with the vehicle in different 

rotation angles. 

The conventional smashed filtering algorithm showed good performance using 

compressive random measurements in differentiating a few set of objects. However, it is 
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also shown that the classification accuracy degraded quickly with increased noise, similar 

to the experiment result in [25]. The Gaussian noise added to the images are mostly high 

frequency elements in the Fourier domain, which matches the nature of random sampling 

patterns used in smashed filtering process. The signal is thus more sensitive to such noise. 

In addition, the random sampling pattern and sampling sequence simply perform uniform 

sampling over the entire scene without awareness of the object of interest.  

Selectively/adaptive sampling with non-permuted Walsh Hadamard patterns that 

possessed a large signal in the object and a small signal from the background could be used 

to address the limitations mentioned previously. Using non-permuted patterns allows the 

inclusion of low frequency sampling patterns act as low-pass filter for better signal to noise 

performance. Better awareness of the object of interest is implemented by comparing the 

measured coefficients of one particular target to the other vehicles’ transforming 

coefficients. As shown in Figure 3.5, some coefficients are larger for the RAM truck and 

smaller for the other cars. We expect such coefficients to better discriminate between 

different vehicle models. So by selecting the transforming patterns associated with these 

“learned” coefficients, we expect to see better classification with fewer measurements.   
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Figure 3.5The coefficient between the RAM training coefficient and another vehicle, 
some coefficients (green marks) are higher for RAM and lower for other vehicle, and 

these coefficients are selected for classification use. 

 

Figure 3.6 The model based learning classification results. The number of pattern 
required to classify particular vehicle is much fewer than the original random 

measurements. 
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Figure 3.6 shows good improvements on classification rate with fewer 

measurement numbers by learning the patterns that are mostly responsive to specific 

vehicles.  

3.2.1. Classification with Smashed filter and HdTV2 

The initial simulation showed that the smashed filter is capable of classifying three 

different types of vehicles with small number of compressive measurements. In addition to 

the “isolated” vehicle images, we explored the classification problem on a more realistic 

video data set, with target vehicles in background that contains outdoor scenery and other 

types of vehicles. Figure 3.7 shows examples of frames extracted from the SWIR video files 

that contain the same three different types of vehicles: Ram, Frontier and Corolla on the 

first row from left to right respectively, the second row contains the vehicles only after the 

background has been subtracted. The isolated vehicle images are in the same position and 

orientation  
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Figure 3.7 Three different vehicles (first row) and their isolated images subtracted 
from the background (second row). 

We first directly applied the non-permuted Walsh-Hadamard transform-based 

smashed filter onto the training and testing images, and attempted to classify each type of 

vehicles. Test results in Figure 3.8 show poor classification rates with small measurement 

numbers for all three vehicles. For the Frontier and Corolla, the classification accuracies 

never reach 80% even with more measurements. This is due to the inability of the smashed 

filter to differentiate the target vehicle’s features when both vehicle and background are 

projected to the transformation basis using the designated sampling patterns. 

To better extract the compressive information of the vehicles, we combined the 

smashed-filter with an adaptive sampling method named Hadamard Total Variation Video  

or HdTV2[20] to train on 3 different vehicles with background on 256×256 pixel video 

segments. The main idea of HdTV2 is to choose the transformation coefficients that are 
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large for the foreground target and small for the background, thus having better 

discrimination capability. The training process is carried out by comparing the complete 

spectrum of measured coefficients of the scene both with (foreground) and without 

(background) the vehicle. The patterns that correspond to the largest coefficients of the 

foreground are then used to sense the test frames.  

 

Figure 3.8 The classification rate of three vehicles with regular smashed filter, the 
success rate is low with few measurements 
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It worth noting that before performing the classification task, the background 

coefficients are subtracted from the measured coefficients, in order to better differentiate 

the vehicle information from the background. 

We then performed the smashed filter classification with trained patterns obtained 

through the HdTV2 training process. The HdTV2 approach results in Figure 3.9 show an 

obvious improvement over Walsh Hadamard alone displaying better classification with a 

smaller number of measurements. 

 

Figure 3.9 The classification rate of three vehicles with smashed filter and HdTV2 
methods. The vehicles are correctly classified with small number of measurements. 
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The confusion matrix in Table 1 gives quantitative results of smashed filter with 

HdTV2 classification results using only 20 compressive measurements.  

 
Table 1 Confusion matrix of classifying three vehicles with 20 measurements 

The smashed filter with HdTV2 method also has more robust performance to 

different noise levels, as shown in Figure 3.10, the classification accuracy remain high even 

with small numbers of measurements at low SNR level.  
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Figure 3.10 Classification results under different signal to noise ratio, for three 
vehicles respectively. 

While robust noise performance is shown for the HdTV2 smashed filter technique, 

we note that this result is limited to targets with similar position and orientation learned in 

training with small measurements number around 15. Figure 3.11 shows the classification 

performance when the vehicle is translated few pixels away from its original place.  
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Figure 3.11 Classification performance of 7 types of vehicles when the testing vehicle 
is shifted few pixels (2 and 4) away from their original loation. The images have an 

SNR of 20 dB. 

Performance under shifts and rotations will depend on substantial additional 

training in the compressed domain.  This leads to further efforts in training on more 

responsive patterns for foreground cars with different variance. In addition, shift variance 

is also introduced by the basis patterns themselves as shown in Figure 3.12.  Pattern 

signatures of various Hadamard spectral components shown on the left side of Figure 3.12, 

contribute to varying target signal levels as the target translates across the field of view.  To 
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compensate for this, we explored a multiscale classification algorithm that can perform 

better classification on object with different scales, locations and orientations.  

 

Figure 3.12 Spatial signatures of the various Hadamard spectral components 
comprising compressive measurement patterns produces shift-variant target 

signals. 

3.3. Multiscale Classification with Smashed Filter and STOne 

Transform 

As seen in Figure 3.12, the compressive measurements of object placed in different 

parts of the scene will give incorrect prediction on the object’s category. For the smashed 

filtering method to work properly, the testing target needs to be at the similar location and 
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scale of the target in the training dictionary. Adding large variance to the object of interest 

jeopardizes the performance of the convention smashed filtering methods. 

Here we proposed a multiscale compressive sampling algorithm to solve some of the 

limitations. The algorithm adopts the multi-pixels compressive camera (MPC) introduced 

in Chapter 2, and divides the scene into a set of sub-regions. Each sub-region is modulated 

with K numbers of same sampling patterns. Measurements from each sub-region are used 

independently to classify the object, similar to the conventional smashed filtering 

algorithm.  

3.3.1. Mathematic model 

An initial approach to implement the multiscale sampling scheme is continuing use 

the traditional random patterns from the single-pixel camera implementation with smaller 

resolution, and repeats the smaller pattern across the entire DMD modulation area so each 

sub-blocks of the DMD will perform the same modulation. The MPC replaces the single 

sensor with a low resolution FPA on the data acquisition side. This resembles multiple 

single-pixel cameras running in parallel and each one sees a small region of the scene. The 

goal is to have an optimum resolution of the sub-region so that the compressive 

measurements from that region match the training data with object of interest in similar 

scale. Figure 3.13 illustrates the multiscale sampling idea with a mathematical perspective, 

where we can visualize the 𝑘𝑡ℎ 2D sampling patterns being put on the DMD as 𝑀𝑘 = 𝐹𝑛 ⊗

𝐻𝑚𝑘 , where 𝐻𝑚𝑘 is the 𝑘𝑡ℎ sub-region 2D DMD pattern with resolution of 𝑚 ×𝑚 and 𝐹𝑛 is 

the 2D sensor layout with resolution 𝑛 × 𝑛, and the ⊗ is the Kronecker product operator. 

In this example we have the same object (hand written digit 9) located in different sections 
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of the scene with two different scales. Two sets of “optimum” modulation patterns are used 

to perform the compressive sampling on each case. Without the prior scale-information of 

the object of interest, there will be a searching process involved to find such ‘optimum’ 

modulation patterns. Each sub-region modulation can be considered as an individual 

realization of smashed-filtering classification process. 

 

Figure 3.13 Illustration of multiscale classfication with smashed filtering and psudo 
random Hadamard patterns. Different size of small random patterns (𝑯𝒊𝒋) are 

repeated across the DMD to perform the sampling, coresponds to different size of 
pattern channels (𝑭𝒏) 

However using the conventional pseudo-random patterns for multiscale sampling 

poses several challenges, listed as follows. 
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x For object with different scales, as shown in Figure 3.13, modulation pattern with 

different resolutions needed to be used to cover the majority of the object or match 

closely to the training dataset. As consequence, the resolution of the FPA also needed 

to be adjusted so the total number of mirror used on DMD maintains (𝑚 × 𝑛 remain a 

constant). This brings extravagantness because new sets of sampling/modulation 

patterns (𝐻𝑚𝑘) need to be designed for different scale levels of the object. 

x 𝐷𝑚𝑘  with different m also poses difficulties in the classification process. Conventional 

classification models normally make predictions by exploring the feature 

representations similarities between training and testing dataset. The smashed 

filtering algorithm projects the features of high-dimensional 2D images into low 

dimensional compressive measurements with random projections. However, if the 

projections between training and testing dataset are different, the low-dimensional 

features will have complete different representations. As shown in Figure 3.13, the 

modulation patterns 𝐻𝑚𝑘 for larger and smaller objects are unique and independent 

with respect to one-another. Thus, for different sampling pattern resolutions we also 

need to have training dataset that is at the exact resolution so the comparison will 

give correct predictions. This adds another layer of complexity to the algorithm of 

needing multiple versions of the training dataset tailored for each scale level of 

object. 

In order to eliminate the use of redundant random patterns for multiscale object 

classification, we utilized more advanced modulation pattern design algorithms. The Sum-

To-One (STOne) algorithm[30] is proven to be an ideal solution with some modification. 
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The STOne pattern is a multi-resolution Hadamard pattern, designed to reconstruct any 

intermediate resolution image between a single value and the highest resolution image 

within one measurement via ℓ2 reconstruction method.  

Consider a matrix 𝑆4 as shown in Eq(3.1), where the row vectors are orthogonal to 

each other and the elements in the each component row vector sum to 1.  

 𝑆4 =
1
2
(

−1 1 1 1
1 −1 1 1
1 1 −1 1
1 1 1 −1

) Eq(3.1) 

Eq (3.2) shows using 𝑆4 as a stencil to construct a new set of transform matrices, 

each column of 𝑆4𝑘  represents a square sensing matrix of resolution 2k ×2k, higher 

resolution patterns can be obtained through the iterative Kronecker product. The sum-to-

one property is satisfied for 𝑆4𝑘, 𝑘 ∈  (1,⋯𝑛). 

 𝑆4𝑘+1 = 𝑆4⨂𝑆4𝑘 =
1
2

(

 

−𝑆4𝑘 𝑆4𝑘 𝑆4𝑘 𝑆4𝑘
𝑆4𝑘 −𝑆4𝑘 𝑆4𝑘 𝑆4𝑘
𝑆4𝑘 𝑆4𝑘 −𝑆4𝑘 𝑆4𝑘
𝑆4𝑘 𝑆4𝑘 𝑆4𝑘 −𝑆4𝑘)

   Eq(3.2) 

Figure 3.14 gives an intuitive illustration of the multiscale property of STOne, where 

each 2×2 subset of the high-resolution STOne pattern adds to either +1 or -1, resulting in a 

lower resolution STOne patterns. The same approach applies for the next power of two 

lower resolutions.  
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Figure 3.14 A simple illustration of sum-to-one property of STOne transforms 
patterns. 

To better understand the multi-resolution STOne schema, Figure 3.15 illustrates the 

three different resolution levels of STOne patterns[20], where a set of 20 STOne patterns 

with the resolution of 8×8, denoted as H, is shown at the left. Within each 8×8 STOne 

pattern, sub-blocks of 2×2 pixel groups can be summed up to either +1 or -1, resulting in a 

medium resolution STOne pattern of 4×4 (M) in the middle column. The binning process 

can continue to get the lowest resolution of 2×2 (L) at right.  Thus, as shown by the arrows 

in Figure 3.15, using the STOne patterns at the lowest resolution, we obtain a complete data 

set to reconstruct a 2×2 image in only 4 measurements, and in 16 measurements for a 4×4 

image.  
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Figure 3.15 An illustration of STOne pattern sequence of multiple resolution, the left 
side is 8 × 8 patterns, middle ones are 4 × 4 and the right column is 2 × 2, the lower 

resolution patterns are obtained through the property of STOne transform. 
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The STOne algorithm allows measurements to be instantly reconstructed to an 

image at Nyquist rates at any power-of-two resolution, so that a low-resolution preview 

can be generated with inverse sensing matrix multiplication. The same data can also be 

upscaled to higher resolutions using compressive signal reconstruction methods that 

leverage sparsity to overcome the Nyquist limit.  

As shown in Eq (3.2), the process of generating higher order resolution pattern is a 

Kronecker product of the previous modulation pattern with the STOne seed patterns, 

which consist of three positive ones and a negative one.  

 𝑀4𝑘+1 = 𝐹4⨂𝑀4𝑘 = 𝐹4⨂(𝐹4⨂𝑀4𝑘−1) =  (𝐹4⨂𝐹4)⨂𝑀4𝑘−1  Eq (3.3) 

Rearranging the equation one can easily get the new expression of 𝑆4𝑘+1  in the form of 

𝑀𝑘 = 𝐹 ⊗𝐻𝑘. Using Eq (3.3) as an example, the 𝐹 equals to (𝐹4⨂𝐹4) while 𝐻𝑘 becomes 

𝑀4𝑘−1 . We are now have the flexibility of choosing 𝐹 and 𝐻𝑘 with different resolutions from 

the same measurement of 𝑀4𝑘+1 . 

Illustrated in Figure 3.16, this process can be considered as the FPA increasing its 

sensor counts while maintaining the same measurements each effective sensor gets, 

accounted for a sign change for some virtual sensors. This process simultaneously 

addresses the two limitations associated with the random modulation approach. 
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Figure 3.16 Illustration of multiscale classfication with smashed filtering and STOne 
transform patterns. 

x Multiscale sampling is achieved through one compressive measurement with the 

STOne transform. In Figure 3.16, during each measurement, a universal set of STOne 

modulation patterns is used to sample the images containing object of two levels of 

scale respectively. In both cases, each sub-region within the scene receives the same 

type of modulation, with a sign difference (𝐻𝑚𝑘 × sign(𝐹𝑛
𝑖𝑗)). This is true across any 

resolution with difference in an order of 4. So multiscale sampling can be achieved 

simultaneously with one set of measurements, significantly reduce the sampling 

complexity. In an experiment setup, the sensor readout will always be a positive 

signal. Assume the kth modulation pattern on the DMD is 𝑀𝑘, where 𝑀𝑘 ∈ [0,1]. We 
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then take the complementary measurement of 𝑀𝑘_𝑐𝑜𝑚𝑝 = 1 −𝑀𝑘 , thus the positive 

and negative signal readout be calculated as (𝑀𝑘 −𝑀𝑘_𝑐𝑜𝑚)/2 , (𝑀𝑘_𝑐𝑜𝑚 −𝑀𝑘)/2 

respectively. 

x Using the STOne transform also removes the requirement of multiple training 

datasets. Via its multi-resolution reconstruction capabilities. Besides using a dataset 

of correspondent resolution to build the inference model for each testing case, we can 

also explore the relationship between the high- and low-resolution data manifold to 

seek the opportunity of using a single dataset for training a model. Figure 3.15 shows 

that the low-resolution object’s feature information is automatically embedded in the 

measurement of the same object at higher resolution. The modulations at lower 

resolutions are down-sampled versions of the high-resolution STOne patterns, as 

shown in Figure 3.17. Thus lower resolution modulation at the sub-region is coherent 

with the training data that is sampled by high-resolution STOne patterns. Only one 

universal high-resolution training dataset is required for the testing measurements to 

compare with, regardless of the resolution of the testing data in each sub-region. 
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Figure 3.17 Down-sampling the high resolution STOne modulated images (a) to 
lower resolutions: (b) and (c) 

3.3.2. Simulation 

The simulation of the multiscale classification system with STOne transform is 

based on the MPC setup. The scene is focused onto a DMD of resolution of 𝑀 ×𝑀 through 

an imaging lens, and the DMD is mapped onto a FPA of resolution 𝑁 × 𝑁 through a second 

imaging lens. Assume we have a perfect optical system, each sensor collects data from a 

group of 𝐺 × 𝐺 mirrors on the DMD, where 𝐺 =  𝑀/𝑁. Both 𝑀 and 𝐺 should be to the order 

of 4 due to the nature of STOne transform.  

Without having the prior information about the object’s size and location, we can 

solve the classification problem through either a top-down or a bottom-up approach. 

Considering the example of mapping a DMD of resolution of 256×256 onto a FPA sensor of 

resolution 16×16, for the top-down method, measurements from a group of 8×8 sensors 

are grouped together to form a virtual FPA of lower resolution 2×2. We call the aggregated 
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sensor as one virtual channel that was described in Chapter 2. In this circumstance we have 

4 virtual channels with each channel receiving the same STOne modulation of 32×32 with 

a sign difference. The classification is performed parallel across the 4 virtual channels. The 

output will be the predicted category for each channel along with an error score. We are 

also using a threshold to perform false positive rejection. If no valid prediction is found 

from this level of virtual channels, we then go one level higher by looking at the 

measurements from the 4×4 virtual channels by binning groups of 2×2 native sensors 

together. Each virtual sensor now collects the same STOne modulation of 16×16 with a 

sign difference. The classification process is similar, with a parallel classification being 

performed across the, in total, 16 sets of compressive measurements to find out whether 

the object of interests exists within each sub-region of the scene. The number of virtual 

channels continues increasing and each virtual sensor sees a smaller portion of the scene 

until a valid classification is found or the virtual channel reaches the native resolution of 

the sensor.  The bottom-up approach is the reverse of this process of which we start from 

the native resolution sensor readouts and continues to decrease the virtual channel 

number until the target is classified or the number of channel reaches one. Following is the 

workflow of the proposed bottom up multiscale classification algorithm. 



 71 

 
 

There is no preference on choosing between top-down or bottom-up style; in the 

following simulations we adopted the top-down method for the multiscale classification. 

The initial training datasets are the STOne transform of all the candidates of object with 

different DMD modulation resolution (32×32 and 16×16 in the previous examples). The 

dimension of the dataset is [𝐺2 × 𝑅 𝐶 × 𝑇] where 𝐺2 × 𝑅 represents the number of DMD 

modulations used to perform the compressive measurement.  𝐺2 is the number of 100% 

measurements of a sub-region saw by one virtual sensor, with DMD sub-region mirror 

block of resolution 𝐺 × 𝐺, and 𝑅 is the compression ratio. C is the number of images used 

for acquire the compressive measurements for each target, each image shows an object 

with variation, and T is the total number of categories. Later in the simulation we found out 

that instead of using the dataset at different resolutions for training purposes, we could use 

one single high-resolution dataset to acquire the inference model, any lower resolution 

Build the predictive model with training dataset 
 
While a classification is not found: 

For measurements from each channel of the “virtual sensor”: 
Perform inference on measurement using the predictive model 
 
If the classification error score is less than threshold: 

Classification is found 
Break out of the while loop 

Else:  
Continue 

         
If the number of virtual channel is one: 

Break out of the while loop, no object found in scene 
Else: 

The “virtual sensor” readouts are down-sampled to lower 
resolution virtual channels 
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testing data can directly inferred through the same model.  These results are presented in a 

later section along with discussion. 

We prepared two sets of datasets to simulate and analyze the performance of the 

proposed algorithm. The first one is the hand written digits dataset (MNIST), which 

contains hand written digits images from 0 to 9. We reshaped the images into 64×64 

resolution so it fits our simulation purposes, and we used 500 examples for each digit, 

which gave us a total of 5,000 images. The second training dataset contains the 7 types of 

vehicle extract from the AFRL SWIR video recording, and for each vehicle we selected 40 

examples images that have different orientations. Each dataset is split into training and 

testing part. 90% of the dataset is used for training and 10% for testing purpose. 

The testing dataset are arranged differently than the training data in order to 

simulate the multiscale scenario. Images from the testing dataset are reshaped into 2 

different scales: 32×32 and 16×16. They are inserted into the same image individually. The 

first image has the object occupying 1/4 of the entire image and the second one has an 

object occupying 1/16 of the image. Different levels of Gaussian noise are also added to the 

images in order to test the robustness of the algorithm. Example testing images are shown 

in Figure 3.18 and Figure 3.19. 
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Figure 3.18 Example images of MNIST digit in blank ground with different scale and 
noise level. (Upper row) Digit ‘9’ in ¼ of the scene. (Bottom row) Digit ‘9’ in 1/16 of 

the scene 

 

Figure 3.19 Example images of AFRL SWIR vehicle data in blank ground with 
different scale and noise level. (Upper row) A Ram truck in ¼ of the scene. (Bottom 

row) A Ram truck in 1/16 of the scene 
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3.3.3. Results and analysis 

To build the predictive model, we started with the support vector machines (SVMs) 

[31]. In machine learning, SVMs are supervised learning models with associated learning 

algorithms that analyze data used for classification and regression analysis. An SVM model 

is a representation of the examples as points in space, mapped so that the examples of the 

separate categories are divided by a clear gap that is as wide as possible. New examples are 

then mapped into that same space and predicted to belong to a category based on which 

side of the gap they fall. Another benefit of using SVM is its simplicity. 

The performance of our algorithm is evaluated on both correct acceptances and 

rejections[32], [33]. The former is based on the scenario when an object of interest is 

presented in the scene, the algorithm should correctly identify the object’s category when 

the detection scale is optimum. The precision and recall values are often used as the 

evaluation criteria under this circumstance. Precision is the fraction of relevant instances 

among the retrieved instances, while recall (also known as sensitivity) is the fraction of 

relevant instances that have been retrieved over the total amount of relevant instances. To 

generate a more concise relation between the precision and recall values, the F1 score 

could be eventually used to evaluate the classification accuracy, which is calculated as 

𝐹1 = 2
𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛+𝑟𝑒𝑐𝑎𝑙𝑙 
𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 ⋅𝑟𝑒𝑐𝑎𝑙𝑙

. The F1 score represents the harmonic average of the precision and 

recall, it reaches its best value at 1 (perfect precision and recall) and worst at 0.  

The second aspect is based on the scenario that the object is not fit for the detection 

area, either it’s missing or not in the optimum scale. The algorithm should be able to reject 

any false detection under these circumstances using the false positive rate (FPR). The FPR 
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measures the ratio between the number of negative events wrongly categorized as positive 

(false positives) and the total number of actual negative events. In our following 

simulations, the F1 score and FPR values are calculated for each testing case to show the 

performance of the multiscale compressive classification system. 

The first simulation was carried out using the MNIST dataset. The scene has a 

resolution of 64×64, and the digit occupies either 1/4 or 1/16 of the scene. As previously 

mentioned we are approaching this problem with a top-down method, where a smaller 

number of virtual channels are used first. Here each testing data point is inferred with a 

predictive model, SVM, built on a training dataset of compressive measurements from 

MNIST images of different resolutions (32×32 or 16×16). We are expecting to see accurate 

prediction when the sub-region resolution measured by each sensor matches the 

correspondent training dataset, and correct rejection when the sub-region is smaller or 

larger than the training dataset. Later we will see an improved process where all the testing 

measurements are inferred from models trained on a universal high-resolution dataset.  

Figure 3.20 shows the classification performance on larger objects (32×32 DMD 

mirrors) versus different compression ratios and noise levels. The upper left part of Figure 

3.20 shows the F1 score when the correct detection scale is used, in this case a 2×2 virtual 

sensor, where each sensor sees a quadrant of the scene. In order to get the FPR value we 

also investigated virtual sensors with a higher resolution of 4×4, in which no single sensor 

captures the modulation of the entire digit, and will see how well our algorithm was able to 

reject the false detection.  The FPR plot is displayed in upper right Figure 3.20 with 

different compression ratios and noise levels. From all the plots we can see both the correct 



 76 

classification of objects and rejection of false positives reached a high level to almost 0 FPR 

after a particular compression ratio. With a small number of measurements we can achieve 

good results that are similar to the original smashed filter algorithm. We then perform the 

classification on images with a smaller digit (16×16 DMD mirrors). In this scenario, the 

2×2 virtual sensors will have difficulties classifying the digit because the object only 

occupies a small portion of the modulated sub-region within DMD. The higher resolution 

sensor (4×4) measurements will now have a better chance identifying the object that is 

similar to the training datasets. The bottom left part of Figure 3.20 shows the classification 

results of using the optimum sensor channels (4×4), and the bottom right part shows the 

rejection capabilities when non-optimum sensor channels (2×2) are used. The FPR results 

showed a worse performance than the larger object ones due to the smaller objects having 

fewer details compared to the higher-resolution sub-region. To be noted is that the number 

of measurements corresponding to the compression ratio does not include the additional 

complementary measurements needed to calculate the negative sensor output. Thus the 

effective measurement number will be doubled in a real-world situation.  
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Figure 3.20 Classification performance of the MNIST dataset with the digits 
occqupying ¼ of the scene (upper row) and 1/16 of the scene (bottom row), relative 

to compression ratio and noise level. The classifier used is SVM. 

In addition to the MNIST dataset, the same simulations are also tested on the dataset 

of AFRL SWIR vehicle images to distinguish different vehicles. Figure 3.21 show the 

classification performance on this dataset for vehicles at different scales with F1 and FPR 

values. 
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Figure 3.21 Classification performance of the AFRL SWIR vehicle dataset with the 
vehicle occqupying ¼ of the scene (upper row) and 1/16 of the scene (bottom row), 

relative to compression ratio and noise level. The classifier used is SVM. 

The multiscale compressive classification algorithm gave us reasonable 

classification and rejection capability on object with different scales and locations. But the 

process is still considered redundant since for each available testing measurement, without 

the prior information of the object scale, one has to build multiple inference models on the 
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available compressive training dataset acquired from sampling images of different 

resolution. To further simplify the process, we used one dataset for training purpose. This 

training dataset consisted of compressive measurements of object images of resolution 

256×256, which is higher than any of our testing image sizes. Exploiting the unique low-

resolution embedding relationship of STOne transform illustrated in Figure 3.15, the 

predictive models are trained on the same dataset with different measurements (which 

matched the compression ratio of the testing data). The input of the predictive model will 

now be the testing measurements from virtual channels of different configuration (2×2 

and 4×4 in our case). The output will either be the predicted type of the object or a 

rejection if the scale of the object is not optimum. 

This idea can also be visualized in principal component analysis (PCA)[34] of both 

high-resolution training and low-resolution testing datasets. We picked two targets for 

demonstration, a MNIST digit ‘0’ and a MNIST digit ‘1’. The training datasets contains 

compressive measurements from 100 ‘0’ digit and ‘1’ digit each, the digit image resolution 

is 256×256. The testing datasets, on the other hand, contains compressive measurements 

from 100 ‘0’ digit and ‘1’ digit each, but the digit image resolution is 32×32. Both dataset 

have same number of compressive measurements of 1024, which is a 100% measurement 

for low-resolution digit image but only 1.56% for the high-resolution image. We acquired 

the first two principal components from the training dataset through PCA and projected the 

dataset to the two components, as shown solid dots in Figure 3.22. Here one can see a clear 

separation between the two target clusters. We then projected the testing dataset which is 

lower resolution onto the same principal components, as shown circles in the Figure 3.22. 

The similar manifold segregation is observed. Under this circumstance, a predictive model 
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that generates hyper-plane separating the training data will also be able to separate the 

testing data precisely. 

 

Figure 3.22 Manifold visualization of the training and testing datasets of two MNIST 
digits projected to the first two principal components acquired by analysing the 

training dataset. The insert on the bottom right corner is a 3D plot of projecting the 
same dataset onto the first 3 principal compnents acquired. 

We also tested a base-line example assuming the use of the FPA directly for imaging 

without the DMD projection and STOne multiscale embedding. The same principal 

component analysis was performed on the MNIST “0” and “1” pixels’ information with 
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different scale levels and imaged by a 32×32 FPA. Figure 3.23 illustrates the reduced image 

data manifolds distribution in 2D for the two classes. From the result, one can make the 

observation that not only do the low-resolution objects manifolds have different positions 

compared with the high-resolution object manifolds, but their relative geometric 

relationships have obvious difference when comparing with the high-resolution object 

manifolds. Thus, for the base-line case, different classification models must be used to 

perform classification on each object resolution/scale. 

 

Figure 3.23 Base-line PCA test on images data with fixed resolution of 32×32. Two 
MNIST digits are presented in the images with different scales, simulating an FPA 

measuring objects of two resolution. 
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Figure 3.24 and Figure 3.25 show the classification performance (F1 and FPR 

values) using the proposed approach of utilizing the low-resolution modulation embedding 

property with STOne on both datasets, which gave us similar performance compared to the 

naive method presented previously.  

 

Figure 3.24 Classification performance of the MNIST dataset with the digits 
occqupying ¼ of the scene (upper row) and 1/16 of the scene (bottom row), relative 

to compression ratio and noise level. The classifier used is SVM. 
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Figure 3.25 Classification performance of the AFRL SWIR vehicle dataset with the 
vehicle occqupying ¼ of the scene (upper row) and 1/16 of the scene (bottom row), 

relative to compression ratio and noise level. The classifier used is SVM. 

Besides using SVM as the classifier, we also tried the fully connected neural network 

(FNN) as the classifier. As shown in Figure 3.26, a FNN consists of at least three layers of 

nodes. Except for the input nodes, each node is a neuron that uses a nonlinear activation 

function. A FNN utilizes a supervised learning technique called back propagation for 
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training. Its multiple layers and non-linear activation distinguish FNN from a linear 

perceptron and is able to distinguish data that is not linearly separable. The neural network 

we used has three layers, the first layer has neuron number equal to the number of the 

compressive measurements, the middle hidden layer has 200 neurons, and the last layer 

has neuron number equal to the number of categories with cross-entropy as the cost 

function. The classification results with F1 and FPR values for the MNIST dataset are shown 

in Figure 3.27 with the target in two different scales (1/4 and 1/16), while Figure 3.28 

show the results of using the AFRL SWIR 7 vehicles datasets.  

 

Figure 3.26 A fully neural network (FNN) is an interconnected group of nodes. Each 
circular node represents an artificial neuron and an arrow represents a connection 

from the output of one artificial neuron to the input of another. 
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Figure 3.27 Classification performance of the MNIST dataset with the digits 
occqupying ¼ of the scene (upper row) and 1/16 of the scene (bottom row), relative 
to compression ratio and noise level. Fully connected neural network (FNN) is used 

as classifier 
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Figure 3.28 Classification performance of the AFRL SWIR vehicle data with the digits 
occqupying ¼ of the scene (upper row) and 1/16 of the scene (bottom row), relative 
to compression ratio and noise level. Fully connected neural network (FNN) is used 

as classifier. 

3.4. Summary 

In this chapter we explored infrared target classification on a compressive domain. 

The smashed filtering method was used to perform the classification in conjunction with 
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compressive measurements from SPC or MPC. The smashed filter algorithm has the benefit 

of performing classification directly on compressive measurements without reconstructing 

the image, which requires minimal sensor resources. Comparing with the original SPC-

based smashed filtering method, the MPC system expanded the capabilities of achieving 

highly accurate multiscale classification under various noise levels. However, the smashed 

filtering approach in general still has some major limitations. The classification accuracy 

decreases when the object is presented in a complex background. As a matching algorithm, 

it is also susceptible to the variations introduced by the object of interest, such as location, 

scale and orientation, if not included in the training dataset. Aiming to provide more 

robustness in such classification tasks we investigated a new MPC-based classification 

system in conjunction with convolutional neural network in the next chapter. 
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Chapter 4 

Object Classification with a Hybrid optical 
Convolution System 

4.1. Introduction  

As seem in the previous chapter, while transform-based classification methods can 

be used to classify with very few measurements, these approaches do not scale well as the 

size of the library and the degrees of freedom are increased. These patterns are not only for 

specific vehicles but are also specific to a particular vehicle orientation and position. 

Performance under differing shifts and rotations will depend on additional substantial 

training in the compressed domain. Moreover, their performance starts to decrease when 

the object is presented in a more complex background or the testing object possesses 

significant variation relative to the training data. We turned our attentions to more 

advanced computer vision algorithms, especially the convolutional neural networks 

(CNNs). CNNs debut their promising performance from LeCun et al. [35] in digit 
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recognition. The recent advent of parallel computing and availability of huge, public online 

data sets have allowed researcher to take fully advantages of CNNs, and triggered an 

explosion of current research. In some of the computer vision tasks, CNNs have started to 

perform on par with or even surpass humans on specific image recognition challenges such 

as ImageNet[36], [37]. CNNs have been universally applied to different vision tasks 

including real-time object detection and localization[38], face recognition[39], and even 

synthesizing new objects[40]. However, many applications in embedded vision such as 

vision for mobile platforms, autonomous vehicles/robots still require high-resolution FPAs 

to acquire the images to be analyzed. This stringent requirement is less a problem if the 

detection and classification is performed in the visible wavelength domain where the 

manufacturing cost for an RGB camera is low. However for similar applications outside the 

visible wavelength, the prohibitive cost of a high-density FPA becomes a challenge.  

In this chapter we designed and tested the hybrid optical convolution (HOC) system 

to address these challenges. The results showed that not only can the multi-pixel 

compressive architecture replace one or more computational layers in a neural network, 

but that the amount of data required for classification tasks is a fraction of that required for 

traditional networks. 

4.2. Compressive Convolutional Neural Network Classification 

CNNs share a passing resemblances with the fully connected neural network[41] 

(FNN) used in our previous classification problems with some several key differences. 

Instead of using one-dimensional data as input, CNNs now take 2D images as the input, and 
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the basic architecture of CNNs involves convolutional layers in the first part and fully 

connected layers as the second part (As shown in Figure 4.1). The convolutional layers play 

an essential role in giving CNN its superior performance in computer vision tasks, and they 

have neurons arranged in 3 dimensions: width, height, depth. Different types of small 

convolutional kernels are used to perform convolution process across the image, thus 

acquire the feature representations of the image and object which can be used to 

distinguish from each other. The training of CNNs uses datasets that contain a large 

number images with labeled ground truth. Through gradient descent and back 

propagation, the difference between the prediction from the CNN models and ground truth 

is minimized by updating the weights of neurons throughout the network.  

 

Figure 4.1 Convolutional neural network architecuter 

Examples of some of the convolutional filters of a trained CNN’s first layer are 

shown in Figure 4.2. The filters are very similar to edge detectors in the image processing 

domain such as the Gabor filters and wavelets. It was also shown that the filters from the 

front few layers are usually task invariant, means they are transferable across different 

classification tasks. Recent development of transfer learning explored this property to 

extend neural networks in different domains of knowledge [42]. 



 91 

 

Figure 4.2 Example filters learned by Krizhevsky et al.[43] Each of the 96 filters 
shown here is of size [11×11×3], and each one is shared by the 55×55 neurons in 

one depth slice. 

Recent research work on neural network weights quantization also proved that the 

weights of a trained neural network can be quantized to lower bits, even binary bits in 

extreme cases with sacrifice only a modest to its performance [44]. The quantization 

reduced the memory requirement to store the neural network and accelerated the 

inference process, thus benefits the embedded deep learning application a lot. In our 

implementation, though, the first convolution layer is replaced by optical modulation with 

DMD. Figure 4.3 shows an image being convolved with small binary 2D Hadamard kernels 

as they would be displayed, yielding similar edge and gradient information compare with 

the traditional CNNs.  
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Figure 4.3 Example images convolved with a set binary 2D Hadamard kernels 

 

Figure 4.4 Architecture of the HOC-CNN system. The single-pixel camera with low 
resolution FPA is used for signal acqusition in the blue box. Red box contain the CNN 

which is used for inferecing the class of iuput signal. 
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Figure 4.4 illustrates the architecture of the proposed HOC-CNN system. In this 

multi-pixel approach, subsets of the mirrors are grouped together and focused onto a single 

pixel or a subset of pixels in a low-resolution focal plane array. In this configuration the 

subset of DMD micromirrors act as convolutional kernels within each region of the image 

and the individual pixel on the FPA acts as an integrating neuron of the second hidden 

layer. This approach is a better choice for non-visible wavelength object classification since 

it does not require a high-resolution sensor, instead a low resolution FPA is put behind the 

high resolution DMD, for example a DMD resolution of 512×512 mapping onto an FPA of 

resolution 64×64 with 8×8 convolutional kernels, thus reducing hardware costs. We name 

this joint system of DMD and sensor arrays as hybrid optical computational CNN, or HOC-

CNN for short. Compare with SPC-based smashed filtering algorithm, the differences lay on 

the type of sensor used for signal acquisition (single sensor vs. sensor arrays) and neural 

network architecture (fully connected vs. convolutional neural network). The initial 

simulation of our HOC-CNN approach was performed in an ideal optical system where the 

mapping between DMD and FPA is perfect. In our later work and experimental results we 

will incorporate the imperfectness of the imaging system into the classification system for 

realistic performance evaluation. 

The CNN training and testing process often requires an extensive amount of 

computing resources. In order to elevate the efficiency of our CNN network training 

process, we implemented using GPU graphic cards to achieve parallel computing. The GPU 

card employed was the NVIDIA GeForce GTX 1080, which has 2560 NVIDIA cores, with an 

on-board memory of 8 GB. It also supports the latest NVIDIA CUDA library and NVIDIA 

CUDA Deep Neural Network library (cuDNN), which further improves the performance of 
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CNN network training with GPU. The GPU system utilized the TensorFlow[45] and 

Keras[46] deep learning python libraries, the training time for each epoch with 1200 

images uses as low as 3 seconds while a CPU-only system takes 67 seconds to train one 

epoch with the same neural network configuration and dataset. The 20 times performance 

improvement allowed us to accelerate the simulation process and has the potential to 

achieve real-time vehicle detection and classification. 

4.2.1. Classification of MNIST dataset with HOC-CNN  

We first test the HOC system on the MNIST dataset through simulation. The images 

in the MNIST dataset are resized to 256×256 and with the DMD resolution of 64×64. The 

convolution kernel used is fixed at 4×4. The total number of classes is 10 including, one for 

each digit (Figure 4.5). Each class contains 500 images with variations. The entire 5000 

images are divided into 70%, 15% and 15% for training, validation and testing purposes. 

The classifications are performed 5 times to collect the average classification accuracy of 

the system with deviation. 
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Figure 4.5 Example images from MNIST dataset their one feature presentation after 
convolved with a convolutional filter  

The feature maps acquired after convolution with several Hadamard convolution 

kernels on one image of digit “0” are displayed in Figure 4.6. 

 

Figure 4.6 9 An example of input image of  digit “0” and its feature map montage, 
which acquired through performing convolution on the image with 9 different 

convolutional filters. 
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Both a Hadamard matrix with 16 different components and custom designed 

“Diagonal” binary convolutional kernels are used to perform the optical convolution with 

the DMDs.  The diagonal patterns include a closer resemblance to the Gabor filters with 

wavelets patterns in different orientations and frequencies. Figure 4.7 and Table 2 

illustrate the classification performance on this dataset. One can see that though the 

classification accuracy is no better than that of state-of-art convolutional neural 

networks[47] techniques, our system has the advantages of reducing the cost in 

performing classification beyond visible wavelength. 

 

Figure 4.7 Confusion matrix of classification results on MNIST dataset using 16 2D 
4×4 Hadamard matrices  as the convolutional kernels. 
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Table 2 Average classification accuracy on the MNIST dataset with HOC system. Both 
Hadamard and diagonal convolution kernels are tested. We compared our results 

with the one classification performance reported on the MNIST dataset[47].  

4.2.2. Classification of AFRL SWIR dataset with HOC-CNN 

We continued utilizing the target set tower video imagery from the AFRL that 

included seven different models of pick-up trucks and cars with similar backgrounds taken 

using SWIR cameras. In order to introduce more variety to the current vehicle video data 

set[48], we used image background subtraction and image fusion techniques to manipulate 

the vehicle size and location, thus expanded our training data set. The expansion of the new 

data set involves four steps: (1) image background subtraction, (2) object isolation, (3) 

object manipulation and (4) image fusion. To begin with, each image was subtracted with 

the background that only contains the open field and non-moving cars. The remainder of 

the image is the moving vehicle that we aim to detect, as seen in Figure 4.8. 
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Figure 4.8 A background only image and vehicle only image obtained by subtracting 
video frames from background image. 

The second step to extract the pixels that belongs to the vehicle from the 

background subtracted image. Initially we generated binary filter masks using gray scale 

image threshold determination function, or ‘graythresh’ in MATLAB, however this does not 

always work since the threshold needs to be fine-tuned for each case. Alternatively we 

achieved automatic binary mask generation using a histogram graph filter. This is based on 

the fact the background-subtracted image is occupied by small range of pixel values. By 

plotting the histogram of the image we observed a narrow spike around the majority pixel 

value. A Gaussian distribution function is fitted to the histogram curve and we choose the 

threshold value at the location of the Gaussian peak plus five standard deviations. This 

approach proves to be extremely robust in segmenting the pixels belong to the vehicle from 

the rest, as seen in Figure 4.9. 
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Figure 4.9 Histogram curve of the foreground only image that only contains the 
vehicle (blue dots) and a Gaussian distributed curve fitted on the data. The right 
image shows the binary mask obtained using threshold determined based on the 

fitted Gaussian curve. 

With the binary mask we are now able to perform various type of modification to 

the vehicle and further increase the training library. A bounding box is drawn to define the 

boundary of the vehicle of interest and then the image is scaled in a factor chosen from 

70% to 120% for either smaller or larger vehicle effect. In the final step the modified 

vehicle is put back to the background image and shows up within the open field area using 

image fusion techniques. Figure 4.10 shows examples of vehicles being translated and 

rescaled. Through this method, we are now able to generate images with novel variation in 

an automatic way and the total number of training images can be expanded by an order of 

magnitude. This method is not limited by the data set type and objects of interest, and can 

be used for any future data set expansion serving the purpose of simulating the 

compressive object classification. 
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Figure 4.10 Two examples of extra image sets obtained through our image 
processing method. 

To illustrate vehicle distribution within the scene, the location of the vehicle’s 

central point is calculated using the boundary information. Using this method we 

determined the location of each vehicle’s geometric central point within the image. Then 

we plotted the distribution of the locations over the background image. In addition the 

following figures highlight the sub-regions of the 64×64 multi-pixel focal plane array (FPA) 

using black boxes. 

As we can see from Figure 4.11, the vehicles’ locations follow a Gaussian 

distribution. Currently, each vehicle is not located too close to any of the edges of the entire 

field of view (FOV) by design but will be extended to this in the future to test detection on 

partially occluded vehicles. During much of the machine learning development, the dataset 

is randomly divided into 70%, 15% and 15% respectively corresponding to training, 

validation and testing. The left side of Figure 4.11 shows the location distribution for all 7 
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types of vehicles in terms of training and testing. While the right side of Figure 4.11 shows 

a detailed look at one particular type of vehicle’s distribution for both training and testing. 

From these we can see the distribution of each vehicle’s location is selected without bias 

for training and testing purposes. The second images of both pairs in Figure 4.11 have 

fewer data points reflecting the 75/15/15 methodology. 

 

Figure 4.11 All 7 vehicles’ location distribution for both training (upper left) and 
testing (lower left). A single vehicles’ location distribution for training (upper right) 

and testing (lower right). 
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We initially simulated the HOC-CNN with a 64×64 FPA receiving light from a 

256×256 DMD, where each pixel in the FPA “sees” a block of 4×4 mirrors. This allows us to 

generate a convolution filter of size 4×4. We reshape rows from a Hadamard matrix of 

order 16 into 4×4 kernels, it gives us a total number of 16 2-D Hadamard convolution 

kernel patterns as shown in Figure 4.12 left image. Combined with 9 additional diagonal 

binary convolution kernels, the FPA captures a total of 25 filtered “images” for each vehicle. 

The vehicle classification accuracy is 91% for this set of convolution kernels on the same 

dataset we’ve been using that contains 7 types of vehicles in random location with random 

sizes. 

Furthermore we tested another set of convolution kernels with a size of 8×8. Since 

the training and testing image size remains 256×256, the convolved image size will 

become 32×32. This represents a smaller size FPA that can further reduce the cost of the 

detection and classification system. The lager mirror blocks on the DMD also give us more 

varieties in creating the convolution kernels. A set of 64 2-D Hadamard convolution kernel 

patterns is shown in Figure 4.13 right image by reshaping rows of a Hadamard matrix of 

order 64. Like the previous approach, diagonal binary patterns are added to form a more 

complete set of 73 convolution kernels. The larger convolution kernels achieve a testing 

accuracy of 89%. 
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Figure 4.12 Left: 2-D Hadamard convolution kernels generated by reshaping rows of 
Hadamard matrix of order 16, the kernel size is 4×4. Right: convolution kernels 
generated with size of 8×8 by reshaping rows of Hadamard matrix of order 64. 

 

Figure 4.13 Training and validation for 4x4 (left) and 8x8 (right) kernels. 
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Figure 4.13 shows the training and validation performances for each FPA and 

convolution kernels size. Each compares our methods to a baseline simulation when the 

mirrors on DMD are all on, the non-modulated image captured by a traditional, full-

resolution FPA are directly trained and tested using the same CNN network. The larger 

convolution kernels as shown in the right size not only perform much better than the 

baseline method with smaller cross-entropy loss, but also converge to a minimum loss 

much faster than the baseline. 

To improve the performance of vehicle classification, we added two more 

convolutional layers to the LeNet5 architecture. The updated architecture now has two 

layers of convolution with 32 filters of size 3×3 each, followed by another two layers of 

convolution with 64 filters of size 3×3 each. In between are the conventional Maxpooling 

layers to down-sample the convolution layers, and activation layer that uses rectifier 

function, ReLu, as non-linear activation, where ReLu(x) = max(0, x). A fully connected layer 

with 512 neurons is put after the convolutional layers, followed by a Softmax layer that 

output the prediction. The new architecture performs better than the LeNet5 system. In 

terms of different DMD convolution filter size, the 4×4 Hadamard convolution kernel of 25 

channels gives us an accuracy of 99%, while the 8×8 convolution kernel that has 73 

channels gives us an accuracy of 92%. Both datasets are trained with 200 epochs, and the 

best weights tested on validation data are recorded. With the help of GPU, the training 

process is reduced from 60 seconds to 5 seconds on each epoch. The training performance 

and confusion matrix for both cases is shown in Figure 4.14 and Figure 4.15. 
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Figure 4.14 Training and validation performance on two datasets with 4×4 
convolution filters (red) and 8×8 convolution filters (blue) respectively. 

 

Figure 4.15 Confusion matrix of two datasets with 4×4 convolution filters (left) and 
8×8 convolution filters (right) respectively. 
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The first generation of patterns used canonical Hadamard patterns. With the help 

from our collaborators from InView technology, we developed a method to combine 

Hadamard like vertical and horizontal patterns with diagonal “Gabor filter” like binary 

kernels (which are later referred to as “Diagonal” patterns) as shown in Figure 4.16, to 

better replicate the kernel diversity in a traditional CNN. The analysis of the performance of 

vehicle classification with different first convolution layer (conventional CNN and HOC-

CNN), different convolution patterns (canonical Hadamard and modified binary filter with 

diagonal shapes) was then carried out including different noise levels. 

 

Figure 4.16 Binary convolution kernels in two different fashion. The left one is 
canonical Walsh-Haradard 2D matrix with resolution of 8×8. The right ones are a 

sets of binary patterns that contain horizontal, vertial and diagonal ‘filter like’ 
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patterns. The redboxs show convolved image with selected kernels and testing 
image (shown at upper left corner). 

Using the AFRL vehicle dataset, a comparison between a conventional CNN on a 

traditionally captured camera image and our HOC-CNN acquisition using canonical 

Hadamard pattern as the convolution filter on the first layer was carried out as a straw-

man test between the two. The Hadamard pattern is 8×8 pixels in size, a total of 63 

different channels (excluding the DC channel). The simulation image data set stays the 

same as previous, which has 512×512 pixels in size and a total number of 3500 images and 

the convolved image is 64×64 without any noise added. The current CNN architecture we 

are using is illustrated in Figure 4.17. There are three convolutional (Conv) layers 

implement within the deep learning framework (TensorFlow[45] and Keras[46]). 

Combined with the two different realizations of first convolutional layer (conventional or 

DMDFPA-based) resulting in a total of 4 convolutional layers that are then followed by two 

fully connected (FC) layers. The training and validation performance for both approaches 

are subsequently shown in Figure 4.18 with example confusion matrices and Figure 4.19 

monitoring the cross-entropy as a function of training. These results show a comparable 

performance with diagonal patterns used in the previous reports again with only a small 

amount of underperformance for the DMD-FPA-based approach compared to the 

conventional CNN architecture. An excellent result given the much more economical 

hardware of DMD-FPA combination compared to a full-resolution non-visible spectrum 

FPA. 
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Figure 4.17 The convolutional neural network used for vehicle classification. The left 
path uses conventional convolution found on typical CNN architectures. The right 

path implements convolution in hardware with a DMD and FPA; the low-resolution 
FPA implicitly gener 
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Figure 4.18 Confusion matrix for vehicle classification with conventional CNN and 
DMD-FPA implemented first convolution layer with canonical Hadamard filters. 

 

Figure 4.19 Training and validation performance for conventional CNN (left) and 
DMD-FPA implemented (right) first convolution layer with canonical Hadamard 

filters. 
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We then compared the performance of all architectures under different noise levels. 

The noise is added to the convolved images using a random Gaussian model and a 

multiplicative noise factor to continually decrease the SNR. The noise level is set to 10 dB, 5 

dB, and -5 dB for each test case, and all four first convolution layer scenarios are tested. 

Figure 4.20 shows the sample images of different noise factors on the original image after 

convolution. 

 

Figure 4.20 Sample images with three noise levels and four types of first convolution 
layer kernels. 

Table 3 summarizes how each of the architecture performs under the three noise 

cases in terms of classification accuracy. From this table we can see that both conventional 

CNN architectures handle noise very well and can achieve a good accuracy at high noise 
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level. The reason of such performance can be the finer convolution stride steps and 

Maxpooling[49] process may preserve more of the distinct object features that do not get 

corrupted even high noise. The diagonal convolution filters, compare to the canonical 

Hadamard pattern, show a clear advantage especially under high noise level which may 

due to the fact that the diagonal filters covers more low frequency energies of the image 

(coarse shapes). While the CNN with a traditional camera has higher performance, it is 

important to remember that this is not a direct one-to-one comparison since such a camera 

has much higher spatial resolution that the 64×64 detector and would therefore be much 

costlier hardware when actually implemented. 

 

Table 3 Classification accuracy for three noise levels and three types of first 
convolution layer. 

The simulations showed that the conventional CNN architecture as base line 

performs well in variety test cases. The validation indicates the model is not over-fitted and 

consists with the training process. The proposed DMD-FPA implementations suffer from 

detection accuracy decrease when the noise level increases and shown signs of over-fitting 
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as the cross-entropy loss stops decreasing after several epochs on the validation data. 

However with the customized convolution binary filters we are able to significantly 

improve the DMD-FPA-based hardware performance and achieved a reasonably 

classification accuracy for different noise level in a much lower-cost hardware platform. 

The previous simulations with DMD-FPA implemented first convolutional layer 

were performed under the assumption that the imaging system is ideal, thus no distortion 

or blur are incorporated with the image taken by the low-resolution focal plane array 

(FPA). However this assumption is not realistic as the camera system that will be used for 

acquisition always contains some blur and distortion. The next task involved incorporating 

the point-spread function (PSF) measured in the real-word optical system into the 

simulation of DMD convolved sensor readout; the captured images are used for our vehicle 

classification convolutional neural network. Figure 4.21 is an example image generated 

from ideal PSF and real-world PSF measured on the InView camera system with a 64×64 

Hamamatsu FPA. The image is modulated by DMD, which displays designed pattern with 

512×512 pixels. 
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Figure 4.21 Example images taken from the 64x64 FPA with an ideal PSF and real 
world PSF (from InView). 

Using the calibration data, images incorporating the measured PSF were generated 

and processed by our convolution neural network first layer for both training and testing. 

As usual we used the pure Hadamard pattern blocks and designed diagonal patterns as 

convolution kernels displayed on the DMD. The rest of the classification system stayed the 

same and we achieved an accuracy of 77% for the diagonal convolution kernel and 78% for 

the traditional Hadamard kernel with no noise presents in the image. The confusion 

matrices and the related training and validation performances are illustrated in Figure 4.22 

and Figure 4.23 respectively, and from which one can see a substantial degradation in 

classification performance from the previous ideal case. 
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Figure 4.22 Confusion matrix of classification result using DMD-FPA implementation 
as first convolution layer with diagonal and Hadamard convolutional filters. 

 

Figure 4.23 Training and validation performance results using DMD-FPA 
implementation convolutional. 
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Our initial investigation concerned the effects of general optical artifacts such as 

blurring as the reason that may cause the bad performance with real-world PSF. To test 

this, a series of simulations were performed with conventional CNN first layer but instead 

of using the original dataset, images blurred by disk-kernels of varying sizes were used to 

determine whether the blurriness is the principle factor for the decrease in classification 

accuracy. It also is beneficial in determining how well compressive classification performs 

under degrading optical conditions. The two different blur kernels were of size 5 and 11 

pixels each and convolved with the original images for the training and testing images to be 

compared against the ideal PSF. Examples of the blurred images are displayed in Figure 

4.24, along with the synesthetic image with the real-world PSF on the left for comparison. 

 

Figure 4.24 Example images with different blur levels, along with the synthetic image 
measured using real-world point spread function (Most left).  

One would tentatively expect that blurred images in the training dataset would 

cause poor performance in classification. However, the conventional CNN was able to 

maintain high-level of performance even in comparison to the classification results without 

introducing any blur. As shown in Figure 4.25, the training and validation performance 
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with diagonal Hadamard filters was similar to our previous simulations with sharp training 

images. The different levels of blur did cause some decrease in classification accuracy but 

not significant as that experienced by the real-world PSF as seen in Figure 4.26 and 

therefore cannot account for the observed PSF degradation. 

 

Figure 4.25. Training and validation performance with different image blur levels. 
The used convolution filters are diagonal patterns. 
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Figure 4.26 Classification accuracy with different blur kernel sizes using 
conventional CNN architecture. 

After the images were blurred, especially when using edge-filtering kernels, the 

energies reaching the focal plane array (FPA) will have a broader distribution compared to 

the original, meaning the extracted features will be less distinctive than the original sharp 

features. Since the DMD-FPA process implicitly generates a down-sampled-filtered (mean-

pooling) view of a scene, the contrast between a feature and a non-feature is harder to 

separate. In contrast, the Maxpooling process in a traditional CNN keeps the maximum 

value of high resolution region of interest, thus the contrast between features and non-

features is preserved and can be still be learned in the training process. Since the DMD-
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FPA-based system does not implement a Maxpooling process in hardware, we then focused 

on a computational solution to restoring the classification accuracy closer to the ideal PSF. 

Two attempts were made to enhance the performance of the neural network for 

classification, one is increased the training datasets and the other is increasing the 

convolutional neural network scope by add additional hidden layers and neurons in each 

layer. 

First we tested the effect of increasing the training dataset size. Originally, we had 

500 images for each one of the 7 vehicles, yielding a total number of 3500 images for 

training and testing. We then doubled and tripled the size of this dataset by increasing that 

number to 1000 images per vehicle and 1500 images per vehicle. Without altering the 

neural network structure, more training images was beneficial in elevating the 

classification accuracy as shown in Figure 4.27. 
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Figure 4.27 Classification accuracy with different image dataset sizes for both 
Hadamard and diagonal convolution filters. The CNN architecture remains the same. 

The next strategy involved increasing the number of layers within our convolutional 

neural network. Figure 4.28 shows the original CNN architecture and modified CNN 

architecture with the additional layers and neurons. The larger network expands the 

learning capacities of the neural network system. Along with different sizes of dataset, we 

evaluated the performance of the new architecture. From this we again see an 

improvement of classification accuracy on par with the one we saw with increasing dataset 

size. The combination of the tripled data size and added neural network layers achieved an 
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accuracy of 93% and 96% for Hadamard and diagonal convolutional kernels respectively 

as seen in Figure 4.29. These changes have thus allowed our model of the real-world optical 

system to achieve the same performance as an ideal PSF and a convolutional neural 

network completed implemented in software. With this achievement, we then carried out 

in-lab experiments in collaboration with InView using their multi-pixel system collecting 

similar training dataset for real-world classification with and evaluated that performance 

against our model of real-world PSF, DMD-FPA-based compressive target recognition 

system. 

 

Figure 4.28 Original CNN architecture (left) and modified architecture (right) with 
additional hidden layers highlighted in red box. 
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Figure 4.29 Classification accuracy with different image dataset size using both 
Hadamard and diagonal convolution filters using the updated CNN architecture. 

 

Figure 60. Mean classification accuracy with standard deviation of using four types of 
convolutional kernels displayed on DMD. 

Given the uniqueness of the AFRL video data and our own in lab vehicles, we also 

performed additional testing of this system on the public MNIST dataset (Error! Reference 
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source not found.) to gauge the performance of our HOC-CNN architecture against the 

earlier approaches in this report and other existing algorithms. We selected 500 images for 

each digit, forming a dataset of 5000 images, up-sampled to 256×256 and used lower 

resolution versions (4×4) of the Hadamard (16 measurements) and Diagonal (19 

measurements) kernels. The training, validation and testing data are proportioned the 

same as our previous simulation. We ran the training and testing 5 times to acquire the 

mean and standard deviation of the testing accuracy. Comparing with the conventional 

CNN architecture, as shown in Table 4, we can see that the classification accuracies on the 

ten hand-written digits are quite successful. 

 

Table 4 Mean classification accuracy comparison of HOC-CNN and a conventional 
CNN. 

4.2.3. Laboratory Vehicle Classification Using the HOC-CNN Multi-pixel Testbed 

Since simulation in the previous section showed good performance with proposed 

HOC-CNN system on ARFL dataset, series of laboratory experiments were then conducted 

to see how well our system performed in real-world settings. To perform the experiment, 

we modified our in lab testing to accommodate the InView camera as well as to achieve as 

similar scale and view to the synthetic data from the Air Force so as to apply the neural 

network system on the multi-pixel camera with 64×64 short wave infrared (SWIR) sensor 

array. Figure 4.30 sketches the final testing platform layout, where the imaging target sits 
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horizontally on an optical bench and the InView camera is looking vertically to the 45-

degree mirror that reflects the scene.  

 

Figure 4.30 Illustration of the imaging system. The testing platform is projected to 
the InView multi-pixel camera with a 45-degree reflection mirror. 

The distance between the reflecting mirror and testing platform is adjustable, which 

generates different scales depending on the size of the object and thus controlling the field 

of view (FOV) seen by the camera. The FOV will be smaller when the reflecting mirror is 

lower to the bench and larger when the mirror is further up. Figure 4.31 shows an example 
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that how much larger the FOV gets after we raise the mirror 4 inches higher, a 25% 

increase in FOV seen by the 512×512 InView camera is observed after the raise. In our 

experiment, the distance between the mirror and platform is set to 22 inches for optimum 

performance.  

 

Figure 4.31 (Left) Example image taken with InView single pixel SWIR camera using 
512×512 DMD mirrors. (Right) Example image taken with the same camera at 4 

inches higher altitude. The FOV becomes 25% larger after the raise. 

The horizontal platform gives us some flexibility on how the testing objects, toy 

vehicles in this experiment, being displayed. For example we can simply put the toy cars on 

the platform so the imaging focal plane array (FPA) sees a top down view of the scene and 
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objects. Figure 4.32 shows such configuration and example images taken with it. This type 

of platform is perfect for application that requires motion of the object, for example we can 

drag the toy car across the scene by a thread connected to an electric motor to simulate a 

moving vehicle as viewed by a UAV.  

 

Figure 4.32 (Left) Our in lab imaging system with toy vehicles sitting on the testing 
bench. (Right) Sample images taken from the FPA with top down view. 

Besides top down view, we can also tilt the testing platform in an angle so the FPA 

will see a side profile of the object. In this configuration we can also place some rotating 

mechanism beneath the platform with magnets. The toy car can be placed in any location 

within the FOV and with controlled rotating motion. Figure 4.33 shows such configuration 
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and example images showing toy vehicles with rotation and its strong similarity to the 

synthetic data provided by the Air Force. 

 

Figure 4.33 (Left) In lab imaging system with toy vehicles sitting on a tilted testing 
platform. (Right) Sample images taken from the FPA with vehicle side view. 

We performed object recognition with updated neural network architectures and 

real-world data of toy test vehicles in the lab acquired from InView’s multi-pixel SWIR FPA 

and extracted from the raw sensor. For each image frame, two data sets of data were 

acquired, where each set belonged to one of two convolution kernel patterns: Hadamard 

kernel with size 8×8, and diagonal kernel with size 8×8. We denote the four types of 

patterns as ‘Hadamard’, and ‘Diagonal’. These respectively correspond to 64 and 72 

patterns displayed on the DMD during acquisition.  
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4.2.4. Results and discussion 

In the experiment, we took measurements on three different types of toy vehicles as 

shown in the upper row of Figure 4.34, and each with more than 500 frames of a vehicle in 

different locations and orientations. We picked exactly 500 frames for each class to form a 

dataset, and among the 1500 frames we divided them into 70%, 15% and 15% for training, 

validation and testing purpose. The bottom row of Figure 4.34 shows the examples of 

signal readout from the Hamamatsu 64×64 SWIR FPA that are used as input to our 

designed neural networks. 

Following the completion of the experiment data collection, we then performed multiple 

runs of training and testing process with our latest neural network, each time using a 

different random sampling order for the whole dataset, which guarantees the network 

train and test on different data. The average classification accuracy along with the standard 

deviation after 5 runs for each kernel type is listed in the table in Figure 60. The results 

proved we achieved very good classification performance on the lab experiment data. 

Confusion matrix of the prediction results on testing dataset is displayed in Figure 4.35 and 

Table 5 shows the overall classification accuracy with different types of DMD convolutional 

kernels. 
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Figure 4.34 (Upper) Example images of three testing toy vehicles taken by InView 
single-pixel camera. (Lower) Signal read out from the Hamamatsu SWIR sensor after 

DMD moulation. 



 129 

 

Figure 4.35 Confusion matrix of the predicted results from the experiment dataset. 

 

Table 5 Mean accuracy of the prediction on three toy car experiment dataset, along 
with standard deviation. 

Overall, the experiment results showed successful classification capabilities with the 

HOC-CNN system, and there is only a very minimal difference in the accuracy performance 
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on our compressed HOC-CNN when using Hadamard or Diagonal patterns to tile the DMD 

as global modulations.  

4.3. Summary 

In this chapter, the HOC-CNN system for classification purposes was presented. 

Comparing with the smashed filtering algorithm in Chapter 3 and Chapter 4, the HOC-CNN 

leverages the feature representation in 2D space with minimum sensing resource and is 

more robust to the variations of the classification targets. It was shown how advanced 

algorithms can be combined with optical modulation and a low-resolution array in order to 

replace a high-resolution camera for target recognition tasks. One only has to look at the 

preponderance of machine vision algorithms exploiting camera data for event detection, 

gesture recognition, and object analysis in everyday industrial and consumer products to 

see how extending the spectral reach into the infrared of such capabilities will be 

incredibly beneficial. 

There still remains a lot to be explored and extensive testing can be performed. In 

particular, different testing environments, backgrounds, lighting, types of targets, scales of 

targets, etc. need to be subjected to these experiments. Only then can we confidently claim 

that the results are general and robust across most datasets. For instance, the acquired 

optical measurements could be parallelized with different algorithms where each might 

have their own specific task so that target recognition, localization, velocity estimation, etc. 

could be performed simultaneously. Future testing of this system could also include 

recognition of multiple objects in the same field of view. Lastly, different neural network 
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architectures could be explored that may provide higher efficiency with fewer 

measurements and in situations with more noise. 
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Chapter 5 

Super-resolution with Blur and Structured 
Illumination System 

Resolution enhancements are often desired in imaging applications where high-

resolution sensor arrays are difficult to obtain. Many techniques have been proposed to 

either modulate light prior to sensing or exploit known structure in the scene to 

accomplish this task. Quite often these modifications either require sub-pixel movements of 

some portion of the imaging apparatus or only acquire images up to the resolution of a 

modulating element. In this chapter we present a technique for resolving image beyond the 

resolution of both a spatial light modulator (SLM) and the focal plane array. Our analysis 

contains expression for the overall super-resolvability of the system, and simulation and 

experimental results are also presented to validate the proposed method. 
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5.1. Introduction 

Acquiring image beyond the imaging sensor resolution has always been one of the 

most desired goals in the camera community. With the advent of digital sensor arrays, the 

outputs of which could easily be absorbed and processed using digital logic, the field of 

imaging was opened up to new possibilities for sensing and interacting with light. The field 

of computational imaging is now concerned with the co-design of light-modulation 

schemes and image reconstruction algorithms to better capture desired scene information. 

This typically leads to imaging systems that capture measurements that do not necessarily 

“look like” the scene, but contain scene information in an encoded form that may be 

recovered by suitable algorithms. 

Adding a programmable occlusive mask to an imaging system is one of the 

modifications made to enable a variety of computational imaging applications[50]. In 

contexts where high-resolution sensor arrays are prohibitively expensive or unavailable, 

for example when imaging outside the visible spectrum, adding a programmable mask 

which has a broader modulation spectrum with less cost is a simple way of enabling 

meaningful resolution improvements. Typically this addition improves the resolution of the 

system up to the resolution of the spatial light modulator. This modality, which we term 

random mask imaging, generally operates by capturing a set of mask-modulated images on 

a low-resolution sensor array, followed by computationally reconstructing a scene image. 

In this chapter, we presented a novel technique for resolving the scene with such systems 

beyond the resolution of both the mask and sensor. 



 134 

5.2. Super-resolution 

Resolution limits of conventional imaging systems are mainly determined by either 

the quality of the lens or the resolution of the sensor array. For systems not already 

imaging at the diffraction limit, many methods exist for obtaining enhanced resolution 

images from a series of low-resolution measurements, collectively known as multi-frame 

super-resolution techniques. In its early manifestations, super-resolution consisted of 

acquiring multiple images from different, sub-pixel perspectives and merging them into a 

high-resolution image [12]. These techniques increase the resolution by effectively 

sampling the scene at a higher rate. However, obtaining samples at the sub-pixel 

displacements required a hardware system with precise movement, and typically requiring 

a fairly large number of measurements along with a complex registration procedure. It 

should be possible to obtain better results can be obtained by introducing precisely known, 

structured modulations into the imaging process.  

Such precise variations can be introduced by translations [12], [51], rotations [52], 

patterned illumination[7],  employing a broadband or random point spread function[53], 

[54], coding the aperture[55] , using random lenses[56], phase masks[57]–[59], and many 

other techniques. Introducing a high-resolution occlusive programmable mask somewhere 

into the optical pathway is a simple approach to introducing high-resolution 

variability[59], and removes the need for fine mechanical movements. Combined with 

reconstruction algorithms that exploit highly efficient image models, computational 

imaging schemes using occlusive masks are able to acquire images at the resolution of the 
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SLM with a small number of measurements obtained on a very low-resolution sensing 

array, thus minimize the imaging cost.  

Several works are sufficiently similar to warrant more detailed descriptions and 

explicit comparisons to the proposed method. In [57], the authors designed a pseudo-

random phase mask to create a point spread function optimized for multi-frame super-

resolution from a series of sub-pixel translated images, where the shifting was achieved 

using a motorized stage. This work also framed the reconstruction procedure in terms of 

the condition number of the resulting measurement matrix. Like this work, our design 

considers a variety of possible point-spread functions and chooses one that optimizes a 

linear algebra-based quality metric. Our treatment is slightly more specific, given that we 

characterize the expected performance of the system in terms of the singular value 

spectrum rather than the condition number. 

A more recent work, [60], suggests a similarly counterintuitive modification to the 

system (i.e. the introduction of a controlled blurring operator) to enable super-resolution, 

in this case placing a phase mask in front of the spatial light modulator in a digital 

holography setup to obtain super-resolved holograms. While this work is different from 

ours in most of its specifics, the key idea is similar in spirit. 

The two works most similar to  what is described in this chapter are [16] and [51]. 

In [16], the authors used a combination of two DMDs in the aperture and intermediate 

image planes to realize a random operator for compressive sensing by using the DMD in 

the aperture to generate random point spread functions. This work addressed the 

possibility of pointwise modulating the scene with a DMD, but still relied on the second 
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DMD in the aperture to code the system's point spread function. Our method involves 

adding a simple defocus and using just one DMD, and offers a more detailed analysis of the 

expected performance of such a system. 

In [51], the authors merged multiple images differing with precise subpixel shifts by 

combining a mask in the aperture plane with a slightly defocused lens. With the mask in the 

aperture and a defocused lens, changing the mask essentially shifts the image by a precise 

fraction of a pixel. This work is therefore similar in spirit to ours, although the setup we 

propose is fundamentally different in that the mask pointwise modulates the scene rather 

than shifts a full scene image. In an interesting convergence with [51], which found that a 

circular blur kernel on the order of about one sensor pixel in diameter was most desirable, 

a disk kernel with a diameter of 1.7-2 sensor pixels was most desirable in our work. In 

contrast to this work, we specifically address the problem of super-resolving a system, 

which pointwise modulates the scene image rather than shifts it, leading to a 

fundamentally different design problem or different recovery challenge. Our method could 

offer several advantages over [51] such as adaptive imaging applications, variable-

resolution reconstructions, rapid anomaly detection or classification, or motion-blur 

mitigation (e.g. fluttered shutter type methods [61]). 

Techniques for obtaining higher resolution images with fewer measurements by 

exploiting knowledge of the structure of natural images are also possible, such as in [15]. 

Compressive sensing [5] is the well-known algorithm exploiting the idea of signal models 

to perform more efficient sensing, the prototypical example of which is the single-pixel 

camera [17] that in a sense can be considered as a super-resolution scheme from the 
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detector point of view by using a single pixel to restore image to the resolution of the 

optical modulator. The straightforward extension of the single-pixel camera to a multi-pixel 

sensor is detailed in [62], but the compressive imaging techniques still only reconstruct the 

scene at the resolution of the SLM. Straightforward modifications of the compressive multi-

pixel imaging system to perform either compressive sensing or exploit knowledge of 

natural image structure in the reconstruction process are likely possible and should yield 

additional improvements. 

Several works [58], [63] employ phase masks to realize a random measurement 

operator for compressive imaging. In [63], it was shown that it is possible to use a simple 

spherical aberration to create a measurement matrix that is sufficiently random for 

compressive sensing, despite not having any inherently random element. Our method could 

be straightforwardly extended to use phase masks or more exotic point spread functions 

like in these studies, which could allow for compressive-sensing-based super-resolution 

techniques beyond the resolution of the mask. 

5.3. How Introducing a Blur Enables Super-resolution 

Introducing a blur into an optical system to enable super-resolvability may seem 

counterintuitive, but in the case of random mask imaging systems it turns out to be a 

simple way of giving the system a meaningful degree of sub-pixel discretization. To develop 

some understanding for why this is true, we will compare the following two cases: when 

the system is perfectly in-focus, and when the system has a small blur between the mask 

and sensor. 
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Considering an experimental design where the field of view of the sensor exactly 

covers the mask, assuming a DMD of resolution 32×32 is projected to a FPA with the same 

resolution through a second lens. Figure 5.1(a) illustrates the scenario where the DMD is 

perfectly mapped to the FPA and a single mirror of the DMD array is at the “on” position, 

thus the single sensor readout S is acquired from the FPA. If one were trying to achieve a 

4× super-resolution from that single pixel, the sub-pixels intensities (s1, s2, s3 and s4) 

needed to be estimated. In this focused system, the only information available about the 

sub-pixels will be s1+s2+s3+s4 =S, which is an extremely ill-posed problem that gives infinite 

numbers of possibility in estimating the sub-pixel intensities. In this case, the resolution at 

which we can resolve is essentially the resolution of the mask. As mentioned earlier, sub-

modulation with a higher density DMD could be used to get the sub-pixel information [57], 

however it contradicts our intention of not relying on increasing the number of DMD 

devices to achieve such super-resolution.  

Alternatively, Figure 5.1 (b) shows how introducing blur to the optical system will 

generate more information about the sub-pixels regions. Now the light passing through a 

single mask element is convolved with the point spread function between the mask and 

sensor, and is thus smeared across multiple sensor elements. Here S still represents the 

pixel we’d like to super-resolve when a single mirror on the DMD is turned on, and Nk are 

the intensity read outs from its neighboring sensors due to the blur. It is safe to assume that 

the sub-pixels will be affected by the same blurring effect. Here si (i = 1, 2, 3, 4) still 

represents the subpixels we’d like to super resolve. We now have additional equations to 

describe the system and each of the sensor elements that receive light will be recording a 
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different linear combination of the sub-pixel intensities within the mask element: Ni = ai1 s1 

+ ai2 s2 + ai3 s3 + ai4 s4, where aij are the coefficients of the linear system. 

Combining with the prior knowledge about the blur kernel, we can estimate the 

coefficient aij as aij = f(sj, d). Here f is the blur function, and d indicates the distance between 

sub-pixel si. Now the problem of super-resolving becomes that of trying to solve the system 

of linear equations that results from a given blur kernel and we have some chance of 

improving our ability to super-resolve by choosing a kernel that makes this system well-

posed, equivalent as making better estimations on s1, s2, s3 and s4 to achieve super-

resolution. 
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Figure 5.1 Illustration of how blur of the optical system can provide more 
information on sub-pixels within a single FPA sensor readout. (a) A perfect focused 

system. (b) Introducing blur to the optical system. 

Instead of turning on DMD mirrors individually to super-resolve each pixel, we 

adopt combinatorial illumination by turning on multiple micro-mirrors on DMD 

simultaneously. During the measurements, a random fraction of the mirrors on the DMD 

will be turned on generated by permuting each row of a Walsh-Hadamard matrix, and each 

pair of mirrors will also have a small separation distance so there will be minimum 

interferences. Thus allows us to super-resolve multiple pixels at once with fewer 
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measurements, and in the meanwhile have more light received by the FPA to increase the 

SNR compare to raster scanning. 

5.4. Mathematical Model 

5.4.1. Basic Setup 

When represented in a discretized fashion, the problem of super-resolving becomes 

equivalent to that of inverting a system of linear equations, where the overall super-

resolving capability is exactly determined by the singular value spectrum of the system 

matrix. An illustration of a random mask imaging system is shown in Figure 5.2. The basic 

setup contains two lenses, a programmable mask, and a sensor. This is identical to our MPC 

system where the DMD now fulfills the function of the modulation mask. The first lens 

focuses light from the scene onto the plane of DMD, forming an image which the mask 

pointwise attenuates in blocks. A second lens blurs this modulated image onto the plane of 

FPA, which integrates the light falling on each individual sensor element to produce a 

measurement. An image of the full scene may be computationally reconstructed from a 

series of such measurements taken with varying mask patterns. An example of how an 

image is modified as it moves through such a system is shown in Figure 5.3. 
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Figure 5.2 Optical system for random mask imaging. Light from the scene is focused 
onto an occlusive programmable mask(in our case the DMD), which pointwise-

modulates an image of the scene in blocks according to a programmed pattern. The 
modulated scene image is then focused (or blurred) onto a sensor. An image of the 

scene may be computationally reconstructed from a series of sensor measurements 
acquired using different mask patterns. 

 

Figure 5.3 How an example image is modified as it passes through a random mask 
imaging system. A scene image x is pointwise modulated by a pattern matrix 𝑫𝒌 

which represents the action of an occlusive programmable mask. The modulated 
image is then blurred, as represented by the operator 𝑩𝒌. This blurry, modulated 

image is then subsampled by the sensor, represented by the operator S, to obtain the 
measurement 𝒚𝒌. 
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Many programmable masks have very fast switching speeds, allowing them to 

potentially change patterns while the sensor is integrating a measurement. Ultimately, the 

effective pattern is a time-weighted average of the different patterns displayed during the 

sensor's integration window [64]. Here we consider one “pattern” to be equivalent to the 

effective pattern displayed on the mask during a measurement, so we can assume that only 

one pattern is displayed during each measurement, with the occlusion of each pixel on the 

mask taken to be some real number in [0, 1]. Note that while for static scenes there is no 

advantage to changing the pattern during the exposure, in the case of dynamic scenes a 

fast-switching mask could be used to code the exposure of the different portions of the 

scene (as in fluttered shutter methods [61], [64]), potentially allowing for combined super-

resolution and motion deblurring. 

5.4.2. Forward Model 

The first lens of the imaging platform creates a two-dimensional image, which the 

system is ultimately attempting to recover, so we may safely assume the scene is a discrete 

planar image of resolution 𝑅 × 𝑅 represented in vectorized form as 𝑥 ∈ ℝ𝑅2 . We let the 

programmable mask be resolution 𝑁 ×𝑁 and the sensor be resolution 𝑀 ×𝑀, where 

𝑅 ≫ 𝑁 ≥ 𝑀. A single measurement by the random mask imaging system may then be 

expressed as 

 𝑦𝑘 = 𝑆𝐵𝑘𝐷𝑘𝑥 + 𝑛  Eq (5.1) 
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where 𝑦 ∈ ℝ𝑀2is the vectorized output of the sensor array, 𝐷𝑘 represents the operation of 

the mask, 𝐵𝑘 represents the blur between the mask and the sensor, 𝑆 represents the 

sampling performed by the sensor, and 𝑛 is noise. 

Each of the matrices in this expression is explained in more detail as follows: 

x 𝐷𝑘 is an 𝑅2 × 𝑅2 diagonal matrix, which captures how the mask point-wise modulates 

the pixels of the scene 𝑥. If 𝑑𝑘 represents the diagonal of 𝐷𝑘, then 𝐷𝑘𝑥 = 𝑑𝑘 ∘ 𝑥, where 

∘ represents the point-wise vector product. Because of the resolution mismatch 

between the scene and the mask, the vector 𝑑𝑘 must be a resolution 𝑁 × 𝑁 mask 

pattern scaled to resolution 𝑅 × 𝑅. More precisely, if we let 𝑝𝑘 represent the mask 

pattern as an 𝑁 × 𝑁 matrix, then 𝑑𝑘 = vec(𝑝𝑘 ⊗ ones(𝐶)), where ⊗ denotes the 

Kronecker product, ones(𝐶) denotes the 𝑛 × 𝑛 matrix whose entries are all 1, and 

𝐶 = 𝑅/𝑁. 

x 𝐵𝑘 is an 𝑅2 × 𝑅2 matrix which represents the blurring operation of the second lens. If 

the system is spatially invariant, the rows of this matrix consist of different shifts of 

the vectorized point spread function. We index this matrix to represent the possibility 

of using a different kernel for every measurement, although in general it is unlikely 

that the kernel will change as often as the mask pattern. 

x 𝑆 is an 𝑀2 × 𝑅2  sub-sampling matrix which sums together blocks of the blurred, 

modulated image to produce the measurement 𝑦𝑘. 

The sensor sampling matrix 𝑆 is assumed to be constant, so we combine it with 𝐵𝑘 to 

form a general weighting matrix 𝑊𝑘 = 𝑆𝐵𝑘 which describes how the image that passes 



 145 

through the programmable mask is converted to a measurement. We may stack the 

measurement vectors {𝑦𝑘}𝑘=1𝐾  column-wise to yield the measurement vector 𝑌 for the 

complete system, which may then be represented as  

 𝑌 = [
𝑦1
⋮
𝑦𝐾
] = [

𝑊1
⋱

𝑊𝐾
] [
𝐷1
⋮
𝐷𝐾
] [𝑥] = 𝐴𝑥  Eq (5.2) 

This equation represents the full linear model of a random mask imaging system 

when there is a blur between the mask and the sensor. The object of study in this work is 

essentially the system matrix 𝐴, and specifically how different choices for the blur kernel 

between the mask and the sensor affect our ability to recover 𝑥 at high-resolution.  

5.4.3. Recovery of the High-Resolution Scene 

Our aim is to recover an estimate of the scene 𝑥 from the measurements 𝑌 at as high 

a resolution as possible. If our model of the imaging system is sufficiently accurate, we can 

recover an estimate of 𝑥 from the measurements via the pseudoinverse of 𝐴: 

 �̂� =  (𝐴𝑇𝐴)−1𝐴𝑇𝑌  Eq (5.3) 

where the quality of the resulting estimate �̂� depends crucially on the singular value 

spectrum of the Gram matrix 𝐴𝑇𝐴. The design problem of maximizing the super-resolution 

capability of the system therefore amounts to designing the matrices {𝐷𝑘} and {𝐵𝑘} in such 

a way that 𝐴𝑇𝐴 becomes optimally well-conditioned. To a certain extent it is accurate to say 

here that super-resolvability is fundamentally tied to the numerical stability of the system 

we are attempting to invert. 
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Obviously it is not assured that this inversion will be numerically stable without 

having additional constrains. While better results could likely be obtained with more 

sophisticated reconstruction methods such as an ℓ1-regularized recovery in a suitable 

dictionary, here we only consider ℓ2-regularized recovery, as this gives a better sense of 

the raw capacity of the system. 

Solving this (possibly ℓ2-regularized) system is straightforward once the matrix 𝐴𝑇𝐴 

and the vector 𝐴𝑇𝑌 have been computed. Given the structure of 𝐴, rather than creating the 

large matrices comprised of the 𝐷𝑘 and 𝑊𝑘 and multiplying them, we can obtain simplified 

expressions for 𝐴𝑇𝐴 and 𝐴𝑇𝑌 in terms of their sub-matrices: 

 𝐴𝑇𝐴 = ∑ 𝐷𝑘𝑊𝑘𝑇𝑊𝑘𝐷𝑘𝐾
𝑘=1   Eq (5.4) 

 ATY = ∑ DkWkTykK
k=1   Eq (5.5) 

where 𝐷𝑘𝑇 = 𝐷𝑘  since 𝐷𝑘 is a diagonal matrix. 

During the simulation we discovered that the size of the problem when performing 

32×32 to 64×64 super-resolution which was just barely small enough to solve this inverse 

problem directly. If attempting a larger super-resolution factor or super-resolving with a 

higher-resolution mask or sensor, the problem remains tractable but should instead be 

solved using an iterative method such as conjugate gradients. In such a case it becomes 

prudent to implement the matrix-vector operations 𝐴(∙), 𝐴𝑇(∙), and 𝐴𝑇𝐴(∙) in software 

rather than compute, store, and attempt to use the full matrices to solve the system. 

In the case where each measurement consists of a single mask element on/open and 

each measurement is integrated over a very long length of time, the overall linear system 
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breaks into 𝑁2 small, independent linear systems where the problem is to recover the 𝐶2 

sub-pixels that each mask element is co-modulating. As we acquire measurements with 

more than a single mask element on/open at a time, we observe different mixings of these 

component linear sub-systems. Therefore to super-resolve effectively, both the individual 

sub-systems and the way they are mixed must be well-conditioned. 

The specific PSF of the second lens determines exactly which linear combinations 

are observed for each portion of the super-resolved scene. To avoid an underdetermined 

system, this means the number of sensors the light is smeared across must be at least 𝐶2, 

which for 4× super-resolution is immediately the case as soon as the PSF exceeds one 

sensor pixel in diameter (spreading light across 9 sensor pixels, or at minimum of 4 for the 

corner elements of the sensor). If the sub-pixels are to be recoverable from these linear 

combinations, it is important that each independent linear system be well-conditioned.  

We then seek to determine a kernel for the second lens that yields an optimal 

spectrum for each of the linear sub-systems. It is clear that the best possible spectrum 

would be perfectly flat, with all singular values equivalent. This would be the case if all 

columns of the matrix 𝐻 were orthonormal. It is in fact possible to do this for 4× super-

resolution, yielding the case where the mask is positioned exactly relative to the sensor so 

that the portion of the scene inside each mask element is evenly split across 4 sensor pixels. 

To avoid the requirement of fine mechanical positioning, we consider a scenario where a 

simple defocus is employed. Although this is not a perfectly conditioned system, our results 

demonstrate that it is sufficiently well-conditioned to perform meaningful super-

resolution.  
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5.5. Simulations 

With the super-resolution problem posed in a mathematical form, the super-

resolvability of the system becomes dependent on the singular value spectrum of the linear 

optical system model. To validate the proposed design and better understand when we 

could expect to achieve decent super-resolution results, the system model was simulated 

under a range different condition. In particular, we focus on identifying a blur kernel and a 

set of mask patterns that yield good results. 

5.5.1. Simulations Setup 

We assume the resolution of both the mask and sensor to be 32×32 (N = M = 32) and 

attempt to super-resolve by a factor of 4 to obtain a 64×64 image. We treat the scene, after 

it has been focused onto the plane of the mask, as an unchanging, discrete image of 

resolution R×R, for 𝑅 ≫ 𝑁. The noise level was fixed at a level corresponding to a peak 

signal to noise ratio (PSNR) of 40dB, which for the scene image used in the simulations 

corresponds to a noise standard deviation of 1.7 pixel units. Having fixed the mask, sensor, 

and scene resolutions as well as the PSNR, the other parameters left to specify are the 

specific blur kernel, the type of patterns, and the number of patterns. In what follows we 

focus on identifying the best blur kernel, and vary the number of measurements. 

We assume the sensor consists of a square array of identical square elements flush 

with one another, and the magnification is such that when the second lens is focused the 

masked scene maps exactly into the sensor array. Thus 𝑆 is formed by simply averaging in 

blocks, and if the system were in focus the mask would map exactly onto the sensor. 
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Choosing a blur kernel and assuming spatial invariance allows us to construct 𝐵 as a 

standard convolution matrix. Finally, specifying a method for creating mask patterns as 

well as a total number of measurements allows us to generate a set of {𝐵𝑘} matrices. Note 

that we are implicitly assuming a spatially invariant point spread function and an 

unchanging scene. 

With the parameters specified, a set of 𝐾 measurements may be simulated. For the 

simulations, we solved the problem directly, by first computing the matrix 𝐴𝑇𝐴 and vector 

𝐴𝑇𝑌 and solving �̂� = (𝐴𝑇𝐴 + 𝛿𝐼)−1𝐴𝑇𝑌, for some Tikhonov parameter 𝛿.   

5.5.2. Choice of Blur Kernel 

Once the idea of introducing a blur between the mask and sensor is established, a 

natural next question is what particular blur kernel is best suited for super-resolution. 

Towards identifying the best kernel, the system was simulated using a number of different 

kernels, examples of which are shown in Figure 5.4.  
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Figure 5.4 Example blur kernels considered in simulation, including disks of several 
sizes as well as coded kernels of different sizes, patterns, and resolutions. Grid lines 

indicating the divisions between sensor pixels are shown for scale. Below each 
kernel is its ``single mask response'' --  the response observed when only one mask 

element is on/open. Sensor measurements obtained by integrating the response (for 
a given scene and mask pattern) within each sensor pixel. 

As previously described, the super-resolvability of the system is ultimately 

dependent on the singular value spectra of the overall system matrix. Plotted in Figure 5.5 

are the singular value spectra of some representative kernels and combinations of multiple 

kernels that were studied. If we were attempting to resolve at the resolution of the 

sensor/mask, we would be interested only in the largest 𝑀2 = 1024 singular values. In this 

case it is clear that the in-focus system performs best. However, given that we are trying to 

super-resolve, the portion of the spectrum that interests us is what lies beyond the first 𝑀2 

singular values; this is the portion of the spectrum that matters for super-resolution. Here 

we see that in the in-focus system all singular values after the first 𝑀2 are zero, or in other 

words the in-focus system has zero super-resolving capability. Different blur kernels lead 
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to systems with different spectra, and a comparison of the different cases shows that the 

overall best-conditioned PSF is a disk with diameter slightly less than that of two sensor 

pixels. Coded kernels can be better conditioned than larger or smaller disk kernels, 

however using an occlusive mask to code the second lens necessarily results in a loss of 

light, meaning the typical SNR/conditioning trade-off applies, and coded systems generally 

perform slightly worse than systems using a simple blur (for an equivalent number of 

measurements). 

 

Figure 5.5 Singular value spectra of the full system matrix 𝑨𝑻𝑨 when using different 
blur kernels (or combinations of blur kernels) for the second lens. Note that to 

create a coded kernel some amount of light is necessarily blocked by the coding 
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mask, meaning coded kernels will tend to perform worse in practice in comparison 
to a simple disk kernel for an equivalent number of measurements. 

As discussed in section 5.4.3, the super-resolution problem when mask and sensor 

have equivalent resolutions can be decomposed into a set of sub-problems that each 

involves inverting a small linear system related to the observed linear combinations of the 

sub-pixels inside each sensor pixel. When multiple mask elements are open during each 

measurement, these small linear systems become mixed, and the recovery will in general 

become less well-posed. We can observe this phenomenon by computing the spectrum of 

the system matrix for different kinds of mask patterns, shown in Figure 5.6. The spectrum 

``upper bound'' would be obtained when only one mask element is open at a time, and the 

spectrum degrades monotonically from the upper bound as we use patterns with more 

mask elements open in each measurement. Choosing a set of patterns is thus to some 

extent application-dependent, determined by temporal and noise constraints. In what 

follows we employ random mask patterns with approximately half the mask elements open 

in each measurement, resulting in a meaningful resolution enhancement from a small 

number of total patterns. 
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Figure 5.6 How the spectrum changes for different kinds of patterns are used to 
acquire measurements. In this case we consider the spectrum of the best disk blur 

kernel. The spectrum improves as fewer total mask elements are on in each 
measurment, as a consequence of the fact that mixings of subpixels inside different 

mask elements is lessened. However, as fewer mask elements are on the SNR 
necessarily declines, meaning the choice of patterns should be application-

dependent. 

After simulating the measurements for a specified blur kernel and number of 

patterns, we recover the super-resolved scene by Tikhonov-regularized least squares. For 

every case we report error metrics obtained after identifying and using the Tikhonov 

parameter that minimizes the mean squared error between the result and the ground 

truth.  
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Example results for different kernels are shown in Figure 5.7. The blurred systems 

performed better overall in terms of the error metrics relative to the coded kernels. One 

feature worth noting is that the edges of the images tend to be noisier and blurrier overall, 

because the edges are the worst-conditioned portions of the system (i.e. the smallest 

singular vectors tend to be associated with the edges), but because of the asymmetry of 

coded kernels some edges might be worse-conditioned than others, such as the top edge in 

the first coded system shown in the figure. Truncating the edges results in better error 

metrics, but still not better than those obtained when using the best-performing disk 

kernel. 

 

Figure 5.7 Example results simulated using different blur kernels, where we attempt 
to super-resolve from a 32×32 image to a 64×64 image using K = 100 random mask 
patterns/measurements taken at a PSNR of 40dB. The mean of the squared errors 

(MSE), relative error (RE), structural similarity index (SSIM), and PSNR are 
computed for each result relative to the ground truth image. Also shown for 

comparison is a bicubic interpolation of the downsampled 32×32 image to 64×64. 

Figure 5.8 and Figure 5.9 show the mean squared error (MSE) and structural 

similarity (SSIM) [65] between the result and ground truth for different kernels with 

different numbers of measurements. The performance improves rapidly for all kernels 

before leveling off around about 100 measurements. Overall, the best performance was 
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obtained with a blur kernel with a diameter slightly under two sensor pixels wide, although 

kernels between 1.5 and 2 sensor pixels in diameter performed similarly, so that is the 

range we targeted in the construction of the system. 

 

Figure 5.8 Mean-squared error (MSE) of each system on an example image for 
different number of measurements. The bicubically interpolated image MSE is given 
by the black line at the top. The red line shows the MSE for a random mask imaging 
system when the system is in-focus. The kernel that performed best was the disk-

shaped kernel with diameter just under two sensor-pixels. 
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Figure 5.9 Structural similarity index (SSIM) of each system on an example image for 
different number of measurements. The bicubically interpolated image SSIM is given 

by the black line at the bottom. The red line shows the SSIM for a random mask 
imaging system when the system is in-focus. The kernel that performed best in terms 

of SSIM was the disk-shaped kernel with diameter just under two sensor-pixels. 
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5.6. Physical Experiments 

5.6.1. Optical System 

To demonstrate the proposed method and its effectiveness in a real-world imaging 

system, an optical system was built to carry out the measurement process. The 

experimental setup used to implement the super-resolution procedure is illustrated in 

Figure 5.10. A ViALUX DLPC410 digital micromirror device (DMD) chipset was used in 

place of a mask as the light modulator/image encoder. The DMD consists of 1024×768 

micromirrors whose orientations can be precisely controlled to tilt into ON or OFF states, 

either reflecting light towards the sensor or away from it, respectively. The ON/OFF values 

of the individual micromirrors of the DMD directly correspond to the elements of the 

binary pattern matrices {𝐷𝑘}. The binary pattern on the DMD (along with the image 

projected onto it) produces the point-wise modulated product of the 𝐷𝑘 matrices and the 

vectorized image 𝑥. The switching speed of the DMD is in the tens of kilohertz, allowing for 

very fast optical modulation. 
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Figure 5.10 Illustration of the experiment setup. The sensor response when a single 
mirror of the DMD is in the ON state is shown for both the focused and blurred 

systems. 

The random binary patterns displayed on the DMD are of resolution 32×32, where 

at each measurement only half of the total DMD mirrors are turned on. Since the DMD used 

is resolution 512×512, we achieved the target resolution by turning groups of 16×16 

mirrors ON or OFF simultaneously. The scene is focused onto the DMD with a lens, 
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modulated according to the pattern on the DMD, and then the modulated image is 

projected onto a CMOS focal plane array (FPA) through a second lens. The FPA was placed 

slightly behind the image plane of the second lens to implement the blurring operation. The 

distance between the image plane and the FPA determines the effective blur kernel size, 

and thereby the achievable super-resolution performance. The FPA employed has a native 

resolution of 1080×720; in order to simulate the low-resolution sensor array, we 

combined a blocks of sensor pixels of 590×590 in the center of the FPA together to obtain 

an effective resolution of 32×32. For this experiment we used the approximate blur kernel 

size discovered in simulations, which produced the best results for 4× super-resolution, so 

the reconstructed super-resolved images have a resolution of 64×64. 

Ideally the blur kernel function can be estimated based on the distance between the 

second lens and the FPA. However the imaging system also involves distortion and an 

imperfect mapping between the micro-mirrors of the DMD and the sensor pixels of the 

FPA. Thus the assumption of a spatially invariant blur is violated, and the purely 

mathematical estimation of the matrix 𝑊 is not sufficient for a good reconstruction of the 

high-resolution image. 

To obtain an estimate of the matrix 𝑊 = 𝑆𝐵 in the forward model, we performed a 

point spread function (PSF) calibration process for higher density pixels on the DMD while 

maintaining the total number of micromirrors being used (512×512). This was achieved by 

turning on blocks of 8×8 pixels on the DMD to capture the response of our imaging system 

to point sources of effective resolution of 64×64. Doing so allows us to straightforwardly 

obtain an estimate for 𝑊 at the higher-resolution. In the red box within Figure 5.10 are the 
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PSFs of a perfectly focused system and a blurred system. The 𝑊 matrix acquired through 

the calibration process contains all the information about the optical system, including the 

blur kernel, optical distortion, and the precise mapping between the DMD and FPA. We can 

then use the estimated 𝑊 to reconstruct the super-resolved image from the randomly 

modulated measurements. There are multiple ways to measure the PSF. The 

straightforward way is to do a raster scanning of the mirrors on the DMD to record the 

point source response from the FPA. However this method collects a very small fraction of 

the illumination during each measurement. To improve the signal to noise level, we 

explored another approach to acquire the PSF. We displayed a complete set of STOne 

pattern with the DMD on a blank scene. Efforts was made to ensure a uniformly 

illumination of the scene. In contrast to the single-mirror raster method, now the kth frame 

of data records the FPA response to the kth row of a STOne transform matrix as a 2D 

pattern. The complete measurements from FPA can be noted as �̃�, the STOne matrix is 

noted as 𝐴. This gave us the PSF matrix 𝐼 =  �̃�/𝐴, where each column of 𝐼 contained the FPA 

information from one single DMD mirror. 

As demonstrated in the simulation, adding a coded mask between the DMD and the 

sensor also give the system super-resolve capability. To implement this, we simply put a 

coded mask in front of the imaging lens of the sensor. The mask we designed is a simple 

2×2 binary pattern which has a size of 7×7 mm2, as shown in Figure 5.11. 
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Figure 5.11 Coded mask before being put in front of the imaging lens between DMD 
and sensor (Left), and when it is in place during measurements (right). Red box 

highlights the 2×2 binary pattern of size 7×7 mm2. 

5.6.2. Results 

The Preconditioned Conjugate Gradients (PCG) method was used to reconstruct the 

super-resolved image at resolution 64×64 from a series of random measurements taken 

with a 32×32 resolution DMD and a 32×32 resolution sensor array. Figure 5.12 shows the 

super-resolved image obtained from PCG using 1024 DMD patterns. Error metrics show 

that the proposed method meaningfully enhances the resolution of the imaging system 

beyond the resolution of both the mask and sensor array. Not shown for the sake of space 
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is the result obtained with the system in-focus, which could be computed by averaging the 

ground truth image in blocks; this produces a result that is not qualitatively different from 

the bicubic interpolated image, and has similar error metrics. 

 

Figure 5.12 (Left) Ground truth image of resolution 64×64, (Middle) 4× super-
resolved image of resolution 64×64, (Right) 32×32 ground truth image upscaled by 

4× to 64×64 using bicubic interpolation. The image in the red box on the right shows 
the focused ground truth of low-resolution image of 32×32. The green box is an 

example frame acquired on the 32×32 FPA for one experiment measurement that 
incudes the bluring and DMD modulation information. 

As expected, the error metrics of the reconstruction is smaller than the bicubic 

interpolation resolution enhancement method. However, compare with the simulation, 

they are not significantly lower.  We investigated and found out that during the blurring 

process, there is a magnification effect to our imaging system. Thus the reconstructed 

image is slightly larger than the focused ground truth, as shown in Figure 5.13, so there are 

slight differences between the reconstructed images and ground truth. Same effect is 
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verified experimentally by turning on individual mirrors on DMD and calculated the 

difference under different blur kernels, as shown in Figure 5.14. 

 

Figure 5.13 Bottem row shows the residues between the reconstructed images with 
different PSF encoded methods. 
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Figure 5.14 Experimental veriation of the magnification effect when different blur 
kernel is used. Matching color circles indicate individual DMD pixels turned on 

under different blur kernel. On the residue figure the differences between Blur 1 and 
Blur 2 is calculated, it can be seen that the point light signals drifted out-wards 

concentrically when the blur kernel gets larger.  

To get a more precise comparison, we modified the ground truth image to 

accommodate the magnification variance. The new results (Figure 5.15) show a much 

improved error metrics and in agreement with our simulations in the previous sections. 
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Figure 5.15 (Left) Ground truth image of resolution 64×64, (Middle) 4× super-
resolved image of resolution 64×64 with magnification correction, (Right) 32×32 

ground truth image upscaled by 4× to 64×64 using bicubic interpolation.  

5.7. Analysis 

To further our understanding on system performance as a function of 

measurements changes, reconstructions were performed for each of the different kernels 

and kernel combinations using different subsets of the total measurements. The error 

curves are shown in Figure 5.16 and Figure 5.17. The curves roughly track the ordering of 

the results obtained in simulations, with all kernels and kernel combinations achieving 

meaningful super-resolution. Similar to the simulated case, the performance improves 

asymptotically with the number of measurements, yielding only marginal improvements 

after 100-200 measurements. 
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Figure 5.16 Mean of the squared errors vs number of measurements obtained 
from reconstructions using measurements from the system. 
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Figure 5.17 Structural similarity index vs number of measurements obtained from 
reconstructions using measurements from the system. 

To quantify the effect of our method on the spatial frequencies of the output image, the 

Modulation Transfer Function (MTF)[66] was evaluated by calculating the contrast of line 

pairs in the fan target. As shown in Figure 5.18, we draw circles with different radius from 

the center of the fan target, the bright/dark line pairs versus circle circumference (lp/mm) 

decreases when the circle radius increases. For each circle the contrast was calculated as: 

(𝐼𝑚𝑎𝑥 − 𝐼𝑚𝑖𝑛)/(𝐼𝑚𝑎𝑥 + 𝐼𝑚𝑖𝑛) and 𝐼𝑚𝑎𝑥 and 𝐼𝑚𝑖𝑛are the maxima and minima of the 

bright/dark line pairs matched their locations. Figure 5.19 shows the MTF for each 
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scenarios displayed in Figure 5.12. The MTF plot clearly verifies the super-resolution 

capability of our approach. 

 

 

Figure 5.18 Process of performing MTF analysis on reconstructed target (left) and 
bicubic interploted high-res image (right) 
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Figure 5.19 MTF analysis of super-resolved image, ground truth and bi-cubic 
interpolated image. 

Besides bicubic interpolation, we also tested our results against other super-

resolution methods mentioned in [67], [68]. As shown in Figure 5.20, our approach holds 

its performance comparing with these example/dictionary based super-resolution 

methods on the same FPA image data. 
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Figure 5.20 Comparison of our super-resolution result with other algorithm-based 
super-resolution approachs. 

5.8. Summary and Discussion  

We have demonstrated a novel method for super-resolving an imaging system 

containing an occlusive programmable mask beyond the resolution of both the mask and 

sensor. This is distinct from certain compressive imaging systems such as the single-pixel 

camera where the resolution of the recovered image is maximally bounded by the 

resolution of the modulating element. In our case, this enhancement was enabled by the 

introduction of a simple blur between the mask and sensor. The importance of this work 

remains on accomplishing high resolution imaging beyond the visible wavelength, 

especially in short-wave infrared and mid-wave infrared range. The electromagnetic waves 

in these spectrum regions allow one to image through certain types of materials such as 

plastics, glasses or thin fabrics, which are ideal for inspection, security and detection 

applications. 

Introducing this blur causes each sensor element to measure a different linear 

combination of the sub-pixel intensities in the scene, effectively re-casting the super-
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resolution problem into that of inverting a system of linear equations. It was found that the 

overall linear system obtained in this way can be viewed as a set of many small 

independent linear systems, one for each block in the image we wish to decompose into 

sub-pixels, and that using random measurements then amounts to observing different 

combinations of these smaller linear systems. Choosing a particular blur kernel can then be 

viewed as equivalent to choosing the singular value spectrum of the component linear sub-

systems and thereby (along with the patterns) the overall system matrix. We identified a 

PSF that gives the imaging system a favorable singular value spectrum, allowing us to easily 

super-resolve both the mask and sensor by a factor of 4×. Choosing the type of patterns to 

use for measurements was found to have an influence on the spectrum as well as the SNR, 

with fewer mask elements on/open in each pattern leading to a better spectrum but worse 

SNR. Thus the optimal choice of patterns is to some extent application-dependent, but 

using simple random binary patterns with 50 percent of the mask elements on/open in 

each measurement was found to perform well both in simulations and in practice for a 

reasonable range of SNRs. 

It is possible that in certain applications other alternatives for the PSF could yield 

better results. It was discovered in simulations that certain coded PSFs, obtainable by 

placing a fixed mask between the programmable mask and the second (defocused) lens, 

can have better spectra than a simple circular blur kernel, but that this necessarily lowers 

the SNR. It may be that in either low-noise circumstances or in cases where a lack of strict 

temporal constraints makes many measurements feasible that this trade-off becomes 

``worth it.'' However, a simple disk kernel of a suitable radius produces a favorable 

spectrum without any loss of light, while also being simpler to implement. 
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Chapter 6 

Conclusions and Future Directions 

Computer vision is a broad research topic and crucial technology for its importance 

in both academia research and practical applications. It is growing fast with newer sensor 

technologies and machine learning algorithms being brought into the field. In this thesis, 

the adoption of compressive imaging system in some of the machine vision applications 

through novel sensing schemes and optimizing algorithms was explored. 

A compressive infrared target classification system was described based on single-

pixel camera. We removed the need of high-resolution sensor arrays for precise 

classification applications utilizing the smashed filtering algorithm on compressive 

measurements. Multiple modifications were made both to the hardware and algorithm to 

accommodate different classification scenarios. In addition, a unique hybrid classification 

system which combines compressive imaging setup with convolutional neural network was 

prosed and demonstrated. Robust infrared target classification on both simulation and 

experiment measurements was realized. Going forward, there is much to be explored for 
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the purpose of reducing the input data size and a more non-linearly representation of the 

first convolution layer.  

In some of the most recent convolutional neural network architectures, a 1×1 

convolution kernel is used to reduce the dimensionality of the data before feeding it to the 

following layers[69]. The similar ideas can be achieved in our system as well. Instead of 

displaying patterns and record the individual modulated images, the DMD can operate 

faster than the FPA which allows it to receive signals from several modulated images 

within one frame. Flutter shutters[64] and P2C2[70] adopts the same idea for de-blurring 

and high-speed video recording. Figure 6.1 illustrates the 1×1 implementation compared 

with the originally proposed HOC approach. It can be seen that the FPA data sent to the 

first layer of the convolutional neural network has a smaller channel number (j) than the 

proposed method in Chapter 4 (i). Preliminary results of classification on the MNIST 

dataset are simulated and listed in Table 6. For each frame acquired by the FPA, four DMD 

patterns displayed during the recording period. This leads to a 4× input channel reduction 

with the same classification performance. 
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Figure 6.1 Illustration of implementing the 1×1 convolution kernel concept in the 
HOC-CNN system. The FPA takes signals from several modulated images combined 

and the input data size becomes smaller than the original approach. 
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Table 6 Classification performance before and after adopting the 1×1 convolution 
kernel concept on MNIST dataset. 

Other improvements can be made on the neural network architecture. One such 

improvements includes implementing pruning[44] on CNNs to reduce the size of the neural 

network and accelerate the inference speed. The main idea of pruning is that among the 

many parameters/weights in the network, some are redundant and trivial, which don’t 

contribute a lot to the output. 

If one ranks the neurons in the network according to how much they contribute, 

which could be based on their ℓ1 or ℓ2 values, then the low ranking neurons from the 

network can be removed, resulting in a smaller and faster network (Figure 6.2). The 

pruning affects the performance of the neural network in a very minimal way. After the 

neural network is pruned, one can perform additional training on the neural network to 

improve the performance while still maintaining a smaller architecture size. 
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Figure 6.2 Dense-Sparse-Dense Training Flow. The sparse training regularizes the 
model, and the final dense training restores the pruned weights (red), increasing the 

model capacity without overfitting [44]. 

Our preliminary simulations of the pruning implementations were performed on a 

trained LeNet5[35] neural network with the MNIST dataset. Without pruning we got 

99.23% classification accuracy. The network has 3.2 million weight parameters and 

occupies 13 MB storage space on the hardware. Table 7 shows the classification 

performance and parameter number of the same network architecture after being pruned 

with different percentages of the smallest weights in the neural network depending on 

their absolute value. The results demonstrate we were able to maintain good classification 

performance, while greatly reducing the size of the neural network in both parameter 

number and physical storage volume. 
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Table 7 Result of classification performance and neural network parameter numbers 
after performing pruning on the original trained neural network with 3 different 

percentages.  The percentage stands for how many synapses in the neural network 
have been pruned based on their weights. 

Super-resolution is another demanding area in computer vision studies. A new 

approach of achieving super-resolution by introducing blur to a compressive imaging 

system was designed and implemented. This method enabled reconstruction of an image 

that has at least 4× more pixels than the resolutions of either the DMDs or FPA. Essentially 

we aimed to solve a linear system, which is extremely ill-posed when the imaging system is 

focused. Adding blur or coding the PSF with occlusion masks and together with designed 

illumination patterns using DMDs gave us a better-conditioned system. Optimization 

algorithms were used to reconstruct a super-resolved image that has better MSE, and SSIM 

values to other computationally based image upscale methods. The super-resolve 

capability was demonstrated through both simulation and experiment.  

There are some remaining topics yet to be covered in this thesis. The designing of 

more optimum blur kernels for either 4× or 9× super-resolution applications can be 

studied to further extend the system’s super-resolve capabilities. Besides imaging, this 

super-resolution approach can find its usefulness in other applications such as anomaly 
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detection. Figure 6.3 shows an example of reconstructing sub-pixel information that is 

impossible from computational approaches.  

 

Figure 6.3 An example of recovering sub-pixel information using our proposed 
super-resolution method. The green and red circles highlight the small anomalies in 
the scene intended to be resolved. In the bi-cubic interpolation, the smaller anomaly 

disappears. 

Alternative regularization or reconstruction strategies would likely yield further 

improvements. In Chapter 5, we used a simple ℓ2-regularized least squares recovery 

procedure to obtain the super-resolved image for the proof-of-concept study, but more 

sophisticated recovery methods are possible such as ℓ1 or TV minimization. Thus, it may be 

possible to use this system in a compressive setup, obtaining a super-resolved image from 

a much smaller number of measurements. Additional post-processing could further 

improve the results, if for example something was known a priori about the expected 

structure in the scene being imaged. 
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