


ABSTRACT

Anatomy of a North American Shale Boom:

The Dynamics of Leasing, Drilling, and Learning

by

Mark Agerton

The two main chapters of this thesis study how mineral leasing, drilling decisions,

and learning by �rms interact over time in unconventional U.S. oil and gas plays.

The �rst chapter uses a stylized, theoretical model to study how the paths of aggre-

gate mineral leasing and drilling investment are jointly determined in equilibrium by

forward-looking landowners and �rms. This longer-run, market-level view abstracts

away from the particular geological characteristics and mineral lease-terms of each

location, focusing instead on the dynamics of the general equilibrium and a theory of

how the quantity and price of mineral lease transactions are determined over time.

The model uses search costs to explain the empirical delay between when �rms ac-

quire leases and drill them. Drilling appears to be delayed because �rms accelerate

leasing during early periods when a large supply of unleased acreage makes search

costs low.

The second chapter studies what �rms know and learn about the geological quality

of the particular locations they drill. The paper does this by estimating a dynamic

discrete choice model of �rms drilling decisions that incorporates learning about qual-
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ity over space. Forecasts from the model show how the depletability of oil and gas

deposits, the evolution of �rms' information about geology, and �rms' incentive to

drill better locations �rst a�ect average output per well over time. Results suggest

that �rms may have been able to improve average output of wells drilled by around

25% since 2008 by learning about geological quality over space and then targeting

better locations. Firms will exhaust the most proli�c locations �rst and transition to

drilling less productive areas; however, the model implies that the associated annual

decline in average output per well drilled over the next ten years will be mild�a little

less than 0.5
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Chapter 1

Introduction

In the early 2000s, U.S. oil and gas producers started combining two well-known

drilling and completion techniques: hydraulic fracturing and horizontal drilling. By

doing this, �rms made drilling in unconventional formations�heretofore an unprof-

itable enterprise��nancially viable. The industry's awareness of the new shale plays

opened up by this process innovation grew, and companies rushed to lease minerals

in areas that had seen little, if any, recent drilling activity. In the years following,

the industry rapidly increased the rate of extraction, dramatically expanding domes-

tic supply of oil and gas to record-setting levels. This so-called �shale revolution�

has been a large, positive supply shock, upending the prevailing outlook for North

American energy supply and ushering an era of abundance.

The next two chapters of this thesis study how mineral leasing, drilling decisions,

and learning by �rms interact over time in unconventional oil and gas plays. Both

chapters are concerned with how the �niteness of deposits in a shale play a�ect the

path of investment in the upstream oil and gas sector.

Chapter 2 uses a stylized, theoretical model to study how the paths of aggre-

gate mineral leasing and drilling investment are jointly determined in equilibrium by

forward-looking landowners and �rms. This longer-run, market-level view abstracts

away from the particular geological characteristics and mineral lease-terms of each

location, focusing instead on the dynamics of the general equilibrium and a theory of

how the quantity and price of mineral lease transactions are determined over time.
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The model uses search costs to explain the empirical delay between when �rms ac-

quire leases and drill them. Drilling appears to be delayed because �rms accelerate

leasing during early periods when a large supply of unleased acreage makes search

costs low.

Chapter 3 studies what �rms know and learn about the geological quality of the

particular locations they drill. The paper does this by estimating a dynamic discrete

choice model of �rms drilling decisions that incorporates learning about quality over

space. Forecasts from the model show how the depletability of oil and gas deposits,

the evolution of �rms' information about geology, and �rms' incentive to drill better

locations �rst a�ect average output per well over time. Results suggest that �rms may

have been able to improve average output of wells drilled by around 25% since 2008

by learning about geological quality over space and then targeting better locations.

Firms will exhaust the most proli�c locations �rst and transition to drilling less

productive areas; however, the model implies that the associated annual decline in

average output per well drilled over the next ten years will be mild�a little less than

0.4%.

1.1 Explaining the Land Rush: Optimal Leasing and Drilling

with Costly Search

Before drilling for oil and gas in an area, �rms must purchase or lease the correspond-

ing mineral rights. In Chapter 2, I focus on the institutions and the dynamics of

mineral leasing in U.S. shale plays. In the U.S., private individuals own the mineral

rights to a large share of the country's onshore shale resources. This is in sharp con-

trast to the rest of the world, where the State owns mineral rights. Well-developed
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American legal institutions allow �rms to negotiate directly with landowners for ac-

cess to their minerals. There is no centralized market for shale mineral rights: �rms

must search for prospective locations to lease, �nd the mineral owners, and execute

separate agreements with each. Transactions are bilateral, and the characteristics of

each lease�both its location and terms�are transaction-speci�c. E�cient capital

markets and a clear regulatory structure make for low barriers to entry in the market

and, consequently, healthy levels of competition to lease available minerals.

Leasing is a costly activity that produces no revenue directly: there are both search

and transaction costs, and �rms usually pay mineral owners an up-front, cash �bonus�

payment, in addition to later production royalties. Mineral rights are e�ectively a

constraint on a �rms' ability to extract oil and gas: a �rm cannot drill more than it has

leased. In a frictionless, centralized market, �rms should delay the costs associated

with relieving this constraint by delaying leasing as long as possible�up until they

decide to drill and �nd their activity constrained. However, this is not what we see

empirically. Instead, a land-rush happens long before drilling commences: leasing

activity spikes, but �rms then delay subsequent drilling as long as possible�often

until they face a �use-it-or-lose-it� deadline.

In Chapter 2, I show how these institutional features of the U.S. shale boom�

decentralized mineral ownership, costly search, and low barriers to entry�imply the

early land rush and delayed drilling we see empirically. Intuitively, the prospect of

high future search costs causes �rms to accelerate leasing to take advantage of low

search costs during early periods when unleased minerals are in abundant supply.

As long as early search costs are not too high, leasing will happen long before it is

optimal to drill. In this framework, the value of mineral leases is a direct consequence

of their role as a constraint on �rms' primary economic decision: when to extract oil
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and gas deposits. In extensions to the model I develop, I show how learning-by-doing,

technology spillovers, competition, and capital markets a�ect prices for mineral leases

and the share of resource rents landowners capture. Incorporating these allows the

model to match the key qualitative aspects of U.S. shale development.

The market for privately owned mineral rights is both a unique feature of U.S. oil

and gas development and a key channel through which regional households bene�t

from shale resources. The optimal extraction literature that grew out of Hotelling

(1931) ignores the process of transferring mineral rights and skips ahead to situations

in which the owner and exploiter of a resource are the same. This paper �lls that

gap, incorporating the unique American institutions that characterize shale mineral

rights in the U.S. It provides a theoretically sound framework to understand the joint

dynamics of leasing and drilling, and how technological change a�ects the share of

economic rents mineral owners receive.

1.2 Learning Where to Drill: Drilling Decisions and Geologi-

cal Quality in the Haynesville Shale

Since 2007, US gas production from shale has increased more than tenfold1 even as

we drill fewer wells each month: unconventional oil and gas wells drilled today will

generally produce signi�cantly more over their lifetimes than those drilled 10 years

ago. To date, both industry and the academic literature have focused on the notion

that these dramatic improvements in well-productivity are the result of learning-by-

doing (or, better said, learning-by-drilling) about the production process itself. This

is e�ectively learning about how to drill. For example, operators have learned that un-

1Source: Energy Information Administration website https://www.eia.gov/dnav/ng/ng_

prod_shalegas_s1_a.htm

https://www.eia.gov/dnav/ng/ng_prod_shalegas_s1_a.htm
https://www.eia.gov/dnav/ng/ng_prod_shalegas_s1_a.htm
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conventional formations generally respond well to more intense hydraulic fracturing,

also known as �fraccing.� With this improved knowledge, operators have increased

the volumes of sand and water used per foot of hydraulically fractured well and in-

creased production. There is an alternative, less talked-about explanation: �rms

have been learning-by-drilling about the quality of geology over space, and then fo-

cused their drilling on better geology, also called �sweet-spots,� that produces larger

volumes. This is learning where to drill. Industry players call this focus on better-

quality locations �high-grading.� It is this alternative explanation which is the focus

of Chapter 3.

Learning how to drill and where to drill will both imply that output per well

will increase in the short run. The long-run supply implications, however, are quite

di�erent. Learning how to drill will increase the output of all potential drilling sites,

delaying depletion of the resource. Learning where to drill will not raise the pro-

ductivity of any sites. Instead, �rms will drill the best locations �rst, accelerating

depletion.

Ignoring the possibility that �rms may be learning where to drill may cause long-

run supply forecasts based on historical data to be overly optimistic. There are two

sources of bias. First, initial productivity increases associated with learning where to

drill could be confounded with learning how to drill. That would imply the role of

technology is overstated. Second, if �rms are drilling the best geology �rst, they will

have to start drilling worse locations that produce less as the best are depleted.

The longevity of the shale boom is of �rst-order importance to policy makers at

several levels. Thanks to oil-directed drilling in unconventional formations, within the

last few years, the United States has reversed decades of declining oil production and

is poised to produce record-setting quantities. The country's energy security outlook
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critically hinges on the degree to which these light tight oil plays keep producing

these abundant supplies. An unexpected shortfall in production could expose the

country to signi�cant macroeconomic dislocations. Increasingly abundant natural

gas supplies have depressed domestic gas prices during this same time. This has led

to increased petrochemical manufacturing that uses natural gas as a feedstock. It has

also allowed natural gas-�red electricity generation to replace coal-�red generation,

leading to a substantial decrease in U.S. CO2 and other emissions. The continued

substitution away from coal towards lower-emissions gas-�red generation depends on

the availability of low-cost natural gas from shale.

An emerging discussion of U.S. �energy diplomacy� has accompanied the surge in

domestic production and rising exports, and national policymakers can now consider

the possibility that commercial U.S. energy exports can be a geopolitical tool. For

example, U.S. exports of lique�ed natural gas (LNG) to Europe, particularly in the

Baltic, may provide an antidote to the region's reliance on Russia as the primary, if

not sole, source of natural gas. This would allow the U.S. to reduce Russian in�uence

over the region. Again, the capacity of the U.S. to do this over the long-term depends

on the future productivity of its shale resources.

At the regional level, shale-directed drilling has increased labor demand and, there-

fore, labor incomes. The resulting production has also meant that in aggregate, min-

eral owners receive signi�cant royalty payments, while oil and gas production can pro-

vide signi�cant severance tax revenue to state. Thus, regional and state economies

have bene�ted substantially from shale production. Whether they continue to see

these sources of income depends on �rms' investment and production decisions.

To assess the potential down-side risks to long-run supply from �rms learning

about where to drill, I �rst estimate (1) what �rms know about how productive a
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location will be before they drill it, and (2) how what �rms learn helps them concen-

trate drilling in more productive locations. I then assess the quantitative implications

of �rms' information for the dynamics of productivity and supply: (1) in the short

run, is learning su�cient to increase average output per well, and (2) in the long

run, how severe are the depletion e�ects associated with the transition from better

to worse locations?

My main empirical challenge, of course, is that what �rms know and learn is

not observable to me. Therefore, to identify and estimate �rms' information sets, I

incorporate learning about geological quality into a dynamic discrete choice model of

�rms' investment decisions. To help identify �rms' information, I also augment the

model with information on the royalty rates associated with each well and production

outcomes that result.

To estimate the model, I turn to Louisiana's Haynesville shale, a natural gas-

producing area, during the 2003�2016 period. I assemble a rich, geospatial dataset

that draws on several public and private sources of data. These include each mineral

lease, well, and unconventional natural gas production stream in the Haynesville.

Since learning about how to drill is explicitly not included in this paper, my esti-

mates are best interpreted as a worst-case scenario for long-run supply�just as those

estimates which exclude learning where to drill are best-case scenarios. Preliminary

estimates suggest that learning about where to drill has indeed contributed to in-

creasing output per well, but the long-run decline in output per well associated with

depleting sweet spots are not severe. Speci�cally, companies' initial signals about the

quality of locations before drilling are not very informative: the correlation of these

signals and the actual quality of the locations is around 0.25. This means that while

�rms know fairly little before drilling, an initial well provides a lot of information.
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Speci�cally, a one standard deviation increase in the unobservable quality of a lo-

cation implies a 23% increase in output per well. The parameters I estimate would

explain a 25% increase in output per well during the 2008�2016 period. During the

following 9 years, absent technology gains, the estimates imply a modest 4% decrease

in output per well drilled as �rms exhaust better locations and start drilling worse

ones. These could be readily o�set by annual, technology-driven improvement in well

productivity of a similar magnitude.
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Chapter 2

Explaining the Land Rush: Optimal Leasing and

Drilling with Costly Search1

2.1 Introduction

Private ownership of mineral rights is a unique feature of the United States oil and

gas market. Since the beginning of the shale-boom in the mid-2000s, mineral royalties

have been a substantial source of income for these private owners. (Brown, Fitzgerald,

and Weber 2016) estimate that owners in the largest plays collectively received $39

billion dollars in royalty revenues from their minerals, dwar�ng farm transfers.

The market for privately owned mineral rights, however, is not well understood.

There are a large number of papers on auctions for mineral rights�the typical market

mechanism used by governments to lease mineral rights�but private transactions are

usually done through bilateral negotiations, not formal auctions. The depletable

resource literature usually ignores the process of transferring mineral rights and skips

ahead to situations in which the owner and exploiter of a resource are the same.

These two literatures provide little guidance on what the drivers of a private market

for mineral rights are, how we should expect the market to evolve over the life of a

shale play, or how it should respond to unexpected changes in price or technology.

1Special thanks to Peter Hartley (Rice), Kenneth B. Medlock III (Rice), Xun Tang (Rice),
Martin Stuermer (Federal Reserve Bank of Dallas), Michael Plante (Federal Reserve Bank of Dallas),
Timothy Fitzgerald (Texas Tech), Lyndon Looger (Drillinginfo) as well as seminar participants at
University of Western Australia, Rice University, and The Federal Reserve Bank of Dallas for valuable
feedback. Special thanks also to data-provider Drillinginfo.
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The recent increse in extraction of shale gas and light tight oil is often referred to

as a �boom� because it has been unusually rapid and large in magnitude. First, an

initial land-grab happens in which companies lease up large tracts of land. Then there

is a substantial delay before leases are drilled. I argue that the market for privately-

owned mineral rights can be characterized by decentralized, costly search. I explicitly

link the value of mineral leases to �rms' optimal extraction problem and show how

search costs can match the qualitative features of the leasing and drilling dynamics

that we have seen empirically. The model focuses on the transition dynamics of a

large initial stock of unleased mineral rights to a very small ending stock of unleased

mineral rights, re�ecting what we have seen empirically.

Explaining this delay using a decentralized market in transition contrasts sharply

with a frictionless, centralized market. In such a world, delay will only occur when

prices or costs are random. With decentralized search in a non-stationary environ-

ment, it can be optimal for competitive �rms to accelerate their lease purchases ahead

of their drilling investments because initial search costs are low when the supply of

unleased mineral rights is large. I �nd that forward-looking landowners who lease at

the beginning of the boom should capture a greater share of expected resource rents

compared to landowners who lease later. Prices can rise initially in current-value

terms as unleased mineral rights become scarcer, but they decrease at the end of the

the leasing cycle since the last landowner to be leased is di�cult to locate and �rms

are reluctant to incur large search costs for marginal bene�ts.

In addition to the private ownership of mineral rights by many individuals, the

North American shale boom has also been characterized by a robust oil�eld services

sector, learning, low barriers to entry, and operator heterogeneity (Medlock 2014a;

Medlock 2014b). Since the value of mineral leases is derived from the price of the
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underlying resource and the extraction process, I study how these four factors have

a�ected both the pace and price of leasing minerals through their e�ect on the path of

extraction. In general, factors which lower the cost of extraction or increase recovery

rates increase the value of leases directly by increasing the pro�tability of drilling and

indirectly by speeding up the time to depletion.

In the Section 2.2, I further describe how the market for private mineral rights

works and use one example of a shale boom�South Texas' Eagle Ford Shale�to

illustrate the most important dynamics of the boom. Section 2.3 is a brief literature

review. Motivated by the qualitative features of the dynamics of a shale boom, I set

up an economic model in Section 2.4. Even without any further results, this allows

for important insights into landowners' value of owning a mineral lease. Section 2.5

proceeds to de�ne and characterize the equilibrium using optimal control theory. In

Section 2.6, I make more speci�c assumptions about particular functional forms to

prove several results about the equilibrium. Finally, I discuss numerical simulations

of the model that illustrate how the model qualitatively replicates the important

dynamics of the Eagle Ford shale boom and recent downturn.

2.2 Institutional details and the Eagle Ford

2.2.1 Leasing

In most countries other than the United States, sub-surface oil and gas resources are

owned by the State; however, in the US, property rights include sub-surface minerals.

This has meant private individuals have owned much of the right to develop shale

resources. Before a company can extract minerals, it must purchase or rights to do
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Figure 2.1 : Structure of a mineral lease
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so from the owners, usually by executing a mineral lease.2 Figure 2.1 illustrates a

mineral lease contract. Leases generally require an up-front cash payment (the bonus

bid) plus a percentage of revenues from extracted minerals (the royalty rate). Leases

are usually not perpetual; instead, they specify an initial primary term, usually from

three to �ve years. Activity must commence by the expiration of the primary term,

or the lease is forfeit. Once a lease has been drilled, as long as production continues

in commercial quantities, the lease enters the secondary term, is considered to be held

by production, and can be retained by the lessee (purchaser) inde�nitely.

With government-owned minerals, leases are usually sold through an auction pro-

cess. Though a small fraction of minerals in U.S. shales are government-owned and

sold in this manner, most are not. Instead, companies purchase minerals through

bilateral negotiations with landowners. This decentralized process may present lower

barriers to entry for less sophisticated or smaller operators, increasing market entry

and competition. Because US landowners are direct �nancial bene�ciaries of extrac-

tion through royalty payments, local political resistance to drilling is likely lower

compared to other countries. For example, Europe has seen strong opposition to

2An alternative is for companies to grant mineral owners a working interest in the well, meaning
that the owner shares in the costs of developement as well as revenues.
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shale development.

The process of leasing privately-owned mineral rights is characterized, like the

labor market, by costly search and bilateral negotiations over a heterogeneous good.

No two leases are alike since they are, by de�nition, located in di�erent places. Geol-

ogy, the distance to other leases in a �rm's portfolio, and distance to gathering and

processing infrastructure all change over space (and time, as new facilities are built).

After identifying an area of interest, a �rm must examine historical records, often

housed at the local county courthouse, to determine whether each tract of land has

already been leased, and trace ownership of the mineral rights. Since mineral rights

can be severed from surface rights, the current surface owners often do not own the

sub-surface minerals. The original deed can date back many decades, and the current

mineral owners may live in an entirely di�erent state. Locating and negotiating with

landowners can be especially costly if mineral interests have been split among many

family members.

During a lease negotiation, the opportunity cost for a landowner is the next o�er

she would receive, plus any disruption drilling might impose on her. This cost is her

threat-point in a negotiation and will in�uence the terms of the lease. O�ers arrive

randomly and infrequently, so the threat-point should evolve with expectations about

the tightness of the mineral rights market and the terms of future o�edrs.

I choose to model the amount of lease-able mineral acres as a �nite quantity,

just as models of physical depletion of a resource in the vein of Hotelling (1931)

postulate a �nite quantity of the resource. This is because I am modeling a speci�c

shale play in a speci�c geographic area. Though the economically viable quantity of

shale resources does expand within a �nite geographic boundary as the resource price

increases and technology improves, the quantity of sub-surface rights within the same
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Figure 2.2 : The Eagle Ford shale
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area does not. Assuming a �nite quantity of mineral acres allows us to model the

dramatic increase in scarcity of unleased acreage that we see empirically and to focus

on transition dynamics of a land-rush. Though allowing the stock of mineral rights

to expand may be a better re�ection of the very long-run evolution of shale resources,

a �nite quantity better re�ects the medium-run transition this paper is interested in.

During a leasing boom, the supply of unleased acreage can decrease rapidly and

permanently. Therefore, analyzing the dynamics of a boom cannot be done by study-

ing a steady-state model; rather, one must look at non-stationary transition dynamics.

A good example of such a �land-grab� occurred in South Texas' Eagle Ford Shale (Fig-

ure 2.2). The Eagle Ford covers an area of around 33,000 square kilometers, about the

size of Taiwan or Belgium.3 It contains three windows of di�erent thermal maturity

(in increasing order): oil, wet or rich gas, and dry gas. Though leasing, drilling, and

production began in the Eagle Ford well before the 21st century shale boom, earlier

3The Eagle Ford's geographic extent and division are based on digital maps from Drillinginfo.
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Figure 2.3 : Leasing in the Eagle Ford
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activity had nowhere near the same scale or intensity of the activity that started in

2005. As Figure 2.3a shows, more than 50% of its area was leased during the three

years 2008�2011. As of May 2016, more than 60% of the total area in the Eagle Ford

had been leased in the more than 20,000 separate transactions digitized by Drilling-

info. Figure 2.3b maps the tracts leased in the Eagle Ford by year and illustrates

how densely leases cover the shale. Figure 2.4 shows how mean royalty rates rose

as the supply of unleased acres fell (oil prices also rose signi�cantly during this pe-

riod).4 The plots show that the shale boom has been a period of transition�not a

steady state�so understanding the transition dynamics is critical to understanding

the market.
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Figure 2.4 : Mean royalty rates
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Figure 2.5 : Firms delayed drilling in the Eagle Ford
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2.2.2 Timing: drilling vs leasing

After acquiring a mineral lease, �rms tend to delay drilling the associated location.

Figure 2.5a shows that, in aggregate, most leasing in the Eagle Ford pre-dated the

run-up in drilling rates by a few years. Figure 2.5b shows estimates of the drilling

hazard rate for three-year Eagle Ford leases that did and did not include options to

extend the primary term by two years. The large rise in the probability of drilling

right before three and �ve years suggests that operators delay drilling as much as

possible, but are constrained by the primary term.

Purchasing a lease only to wait years to drill, as we have seen empirically, is costly.

Two economic ideas might explain this behavior: real options theory and search costs.

Real options theory suggests that �rms delay drilling because in a world of uncertain

prices, preserving the option of drilling at a possibly higher price is valuable. This is

probably the most common explanation for delayed drilling. This paper shows that

when �rms know search costs will increase in the future as the market for mineral

rights tightens, it can be optimal to accelerate leasing to take advantage of the present

low search costs. While this explanation does not require stochastic prices, it does

require that the leasing market be in a transition period, not a steady-state. The

oil and gas industry ran at full capacity for much of the shale boom, suggesting that

operators were drilling wells as fast as they could, not delaying drilling to preserve an

option. Figure 2.6 shows that capacity utilization from the Federal Reserve Bank's

industrial production statistics has been very high in the upstream sector. In fact, in

June 2014 at the peak of the boom, it was slightly above 100% for a brief period.

4Mean royalty rates are calculated as an area-weighted average.
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Figure 2.6 : US onshore rigcount and capacity utilization (Jan 1972�Jan 2016)
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2.2.3 Learning

Technological innovation allowed oil and gas to be extracted from shale, and com-

panies have continued to learn as they drill more. Figure 2.7 shows that initial

production (IP) rates in Eagle Ford wells have climbed dramatically over the shale

boom.5 Though some of the increase in IP rates is due to the fact that �rms drilled

longer wells and learned where geologically productive �sweet spots� are, some of

the productivity gains are also due to learning better drilling and completion tech-

niques. This learning may be either private learning-by-doing or may spread through

industry-wide spillovers. Covert (2015), Kellogg (2011), and Seitlheko (2016) all �nd

that learning appears to be company-speci�c. Nevertheless, one might expect some

knowledge spillovers to be present since the technologies developed by shared oil�eld

5Computed from Drillinginfo well-header data as a 50-well moving average of the sum of peak
gas divided by six plus peak oil. This converts gas production into oil production on a rough
energy-content basis.
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Figure 2.7 : Initial production per well
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services providers are available to all operators. One early shale entrepreneur�George

Mitchell�realized that by combining the already understood techniques of hydraulic

fracturing and horizontal drilling, one could pro�tably extract oil and gas from hith-

erto uneconomic formations. The innovation spread quickly throughout the industry

Technological progress and learning have important implications for both landown-

ers and operators. Rational landowners should account for future productivity gains

when negotiating leases. Firms should account for technological progress as well, both

when buying the lease and drilling it. Furthermore, we should also expect private

learning-by-doing and knowledge spillovers to have distinct e�ects, even when costs

are identical. Private learning implies that the �rm captures the gains from learning.

This should increase the value of leases and the pace of drilling by decreasing the

opportunity cost of extraction and making lower initial cash-�ows optimal. On the

other hand, the presence of knowledge spillovers that are not internalized should slow

drilling, at least compared to the case of private learning, since �rms would prefer to

free-ride o� other companies' experience. Though delay to take advantage of learning

will make leases more valuable at the time they are drilled, it may actually increase
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or decrease their value depending on the severity of the delay. The model I set up

can easily accommodate both types of productivity improvements, and I verify the

above intuition mathematically.6

2.2.4 Free entry and �rm heterogeneity

As mentioned earlier, shale leasing and drilling has relatively low barriers to entry.

Though searching for leases and conducting many bilateral negotiations is costly, few

large �xed costs are incurred in entering the market for mineral rights.7 Shale wells

are also relatively inexpensive compared to deepwater or arctic resources, and much

of the drilling is done by third parties�oil�eld services companies. Small companies

therefore do not need to purchase their own drilling rigs and pumping trucks, costly

capital outlays, and need not worry about achieving a large scale to spread out �xed

costs. Table 2.1 shows the number of �rms in the Eagle Ford by percentage of the

leases held in the play and the share of wells operated.8 The large number of small

�rms suggests that the market is quite competitive, though there are a few large

�rms.

Table 2.1 also re�ects wide cross-sectional variation in �rm sizes. The model

6I choose to parameterize learning so that it reduces input costs instead of increasing output;
however, changing this is straightforward. Random learning or Bayesian learning about productivity
would add a considerable complication since the ordinary di�erential equations would all become
partial di�erential equations.

7Landmen who specialize in leasing minerals have training, usually much of it legal in nature, in
�nding, determining ownership, and negotiating leases. Most landmen work for small, independent
companies�a telltale sign of a market with low barriers to entry.

8Acreage share is calculated from Drillinginfo's �leasing analytics� dataset which attempts to
link leases to the �nal company that owns them (not the middleman who may have acquired the
lease on the �rm's behalf). This likely over-estimates the number of operators who hold acreage
positions since not all of the acreage can be assigned. Share of wells operated tabulates the number
of wells per �current operator� in Drillinginfo's �well-header� dataset. This likely under-estimates the
number of �rms with active interests in the Eagle Ford since multiple exploration and development
�rms may participate in a well, but only one is the operator.
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Table 2.1 : Share of leased acreage and wells operated

Share Acreage holders Well operators

6.5�10% 0 3
5�6.49% 2 2
2�4.99% 9 9
1�1.99% 13 9
<1% 1365 432

presented in this paper explains such variation by assuming that companies vary in

their productivity, either getting more out of each well, or being able to drill wells

in a less costly way. For example, EOG is known as a very e�cient operator, able

to coax more than most operators can from its wells and can drill at a lower cost

than other �rms. Applying stochastic frontier analysis to data on well completion

practices and production, Seitlheko (2016) �nds that operators in the Barnett shale

exhibit meaningful di�erences in productivity.

Like Acemoglu and W. B. Hawkins (2014), I assume that �rms are the same before

entering the market, and learn their productivity types once they pay a �xed cost

of entry. Because the payo� to drilling is di�erent, each type values mineral leases

di�erently. Firms that value leases more because they are more productive purchase

more leases and, hence, drill more. Thus, the model generates an endogenous cross-

sectional distribution of mineral lease portfolios and drilling histories. As the cost of

entry drops, the number of �rms that choose to enter should increase. Intuitively, a

larger number of �rms should lead to more competition for leasing and faster drilling.
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2.2.5 Oil�eld services

The �nal enabler of shale has been the oil�eld services industry. Operators owning

mineral lease positions generally contract with an oil�eld service provider to drill

wells. Oil�eld service providers maintain their own labor force, and they own the

rigs, pumping trucks, and other capital equipment required to drill and complete

wells. There are four large, well-known �rms�Schlumberger, Halliburton, Baker-

Hughes, and Weatherford�but also a number of smaller companies. The ability of

the oil�eld service sector to grow rapidly by increasing its labor-force and capital

stock has allowed the oil and gas industry to rapidly increase drilling and production

from shale. During the shale boom, historically low interest rates have allowed �rms

to increase investment. This paper's model shows how low capital costs translate into

low drilling costs, higher pro�ts for operators, and higher lease prices.

Figure 2.8 depicts how the dramatic growth of shale drilling generated a much

sharper increase in employment by oil�eld services (the blue line) than the operators

(the red line).9 Conversely, as Figure 2.9 shows, the drop in drilling from late 2014

has led to an equally dramatic fall in rig-counts and employment in services, but the

fall in extraction employment has been much lower.

Figure 2.9 shows how costs, rig-counts, employment, and wages responded to the

oil price crash of 2014.10 OPEC's November 2014 decision to sustain production,

denoted by the vertical line, started a sharp decline in shale investment. Again,

a highly responsive oil�eld services sector was able to quickly idle rigs and pare

back its workforce. Like employment, costs had risen quickly as demand for oil�eld

9Employment and wage data are from the Bureau of Labor Statistics (BLS) and correspond
to NAICS code 211 (oil and gas extraction) and NAICS 213112 (oil�eld services). Onshore U.S.
rig-counts in Figure 2.9 are from Baker Hughes.

10WTI is taken from the EIA's website. The PPI is taken from the BLS via the FRED website.
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Figure 2.8 : Oil�eld services enabled growth
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services increased,11 and they also fell quickly as the oil price and demand for oil�eld

services declined. Many have cited this drop in costs as a reason that shale investment

remained relatively resilient after the 2014 drop in oil prices. Interestingly, the recent

drop in price and activity coincided with a sharp rise in wages for the extraction

industry. The counter-cyclical movement in extraction wages indicates increasing

labor productivity. This would be consistent with the industry shifting focus to its

most productive wells and terminating employment for less productive employees

while retaining senior, more productive ones. In contrast, the fall in oil�eld services

employment has coincided with a very slight fall in wages.

By separating the extraction and oil�eld services sectors, the model presented

in this paper can mimic the qualitative response of employment and costs to an

unexpected price drop. Drilling rates drop quickly in response to a fall price, but can

11Producers started drilling the longer, more expensive horizontal wells, which is partially re�ected
in the upward trend.
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Figure 2.9 : Price, costs, rig-counts, employment, and wages
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be sustained at somewhat higher levels than they otherwise would have been because

the oil�eld services sector absorbs some of this fall in price.

2.3 Literature review

Empirical research on the market for private mineral rights is limited and generally

treats it in a static framework. Brown, Fitzgerald, and Weber (2016) estimate how

royalty rates vary with geological quality of leases, and Brown, Fitzgerald, Sears, et

al. (2016) study how royalty revenues are distributed geographically�whether they

are paid to local owners or absentee owners in other counties or states. Brown,

Fitzgerald, and Weber (2016) does elaborate a simple, centralized model of mineral

rights allocation in which an upward-sloping supply curve is derived from a cross-

sectional distribution of landowners' opportunity costs (presumably the disruption

from drilling). The authors explain that they choose not to focus on the dynamics

of leasing since leasing has been rapid. Royalty rates in some plays have a clear,

upward trend over time, and landowners' option to walk away from negotiations and

sell to the next �rm is, by its very nature, a dynamic phenomenon. This suggests

that dynamics should be important from a theoretical perspective. Unfortunately,

when taken to a dynamic setting in which the stock of available acreage is leased

up over time and leasing activity has a non-zero up-front cost, the model in Brown,

Fitzgerald, and Weber (2016) makes two strange predictions. First, if the price of

the resource falls, the marginal landowner must recieve a higher share of production

revenues (i.e., a higher royalty rate) in exchange for the disutility associated with

production�a prediction that seems at odds with theory. Second, because the act of

leasing is costly, pro�t-maximizing �rms will delay leasing expenditures as much as
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possible�up until the moment before drilling.12 This is not borne out in the data:

�rms instead delay drilling for years after leasing. The model I propose addresses both

of these issues: landowners' opportunity cost of leasing is endogenously determined

based on their expectations of future supply and demand in the leasing market, and

the presence of search-costs naturally causes �rms to accelerate their leasing compared

to their drilling. The cost of adding these features is added complexity.

Timmins and Vissing (2014) and Vissing (2015, 2016) are purely empirical studies

focused on the non-pecuniary terms of mineral rights. Using data on lease terms in

Texas' Barnett Shale, they �nd that owners with higher socio-economic status are

able to extract higher surpluses in the form of an increased number of costly restric-

tions on drilling that favor the landowner. They also �nd that �rms with geographic

concentrations of leases have higher bargaining power and higher valuations for the

leases. As I do, Vissing (2016) treats leases as the outcome of a one-to-many matching

process and remains agnostic about the exact bargaining process. Like the previous

papers mentioned, however, the framework is a static, partial equilibrium model with

heterogeneneous landowners and �rms. My framework is a dynamic, general equilib-

rium with limited �rm heterogeneity.

Since Hotelling (1931), many papers have considered the problem of optimal ex-

traction of a depletable resource in the aggregate. Most recently, Anderson, Kellogg,

and Salant (2016) adapt the Hotelling framework to better �t the situation of the

oil and gas industry. The authors' model uses geological constraints on well �ow to

rationalize why producers do not choke back production when prices drop, a predic-

tion that previous models had not been able to match. Despite the many papers

12While Brown, Fitzgerald, and Weber (2016) do not include an up-front cost for leasing, they
do acknowledge that most leases specify both a royalty rate as well as an up-front bonus to be paid
to the landowner.
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written on optimal extraction of a depletable resource, most assume that the owner

and exploiter of the resource are the same. None model the initial transfer of explo-

ration and production rights that must occur before exploitation. This paper extends

this literature by incorporating the initial transfer of mineral rights into a depletable

resource framework.

An empirical regularity is that �rms tend to delay drilling wells on their leases.

This is true in not only the Eagle Ford shale, described above, but also o�shore wells

(Hendricks and Porter 1996). One explanation for this is that a mineral lease is a real

option. In a world with random prices, the option to drill has value, and �rms wait

to exercise it (drill the lease). Paddock, Siegel, and Smith (1988) study mineral leases

as a real option from a theoretical point of view. Recently, Smith (2014) and Smith

and Thompson (2008) show how to adapt the real options framework to situations

when geology is uncertain and correlated, and when leases expire within three years

unless a well is drilled. Kellogg (2014) takes real options theory to data on drilling

and �nds that �rms do, in fact, treat leases as a real option.

An alternative explanation presented in this paper is that �rms accelerate leasing

because low initial search costs will rise in the future. This leads to a gap between

when leases are purchased and drilled. This alternative theory may �t better with the

fact that the oil and gas industry as a whole ran at full capacity for much of the shale

boom. Figure 2.6 shows that capacity utilization from the Federal Reserve Bank's

industrial production statistics has been been very high in the upstream sector for

the past several years. In fact, in June 2014, it was over 100%.

A series of seminal papers by Hendricks and Porter on government auctions of

o�shore mineral leases (Hendricks and Kovenock 1989; Hendricks and Porter 1993,

1996; Hendricks, Porter, and Boudreau 1987) examine investment decisions and the
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sale of mineral rights to oil companies. However, the market mechanism and institu-

tional details are very di�erent for these government-run o�shore auctions. Instead

of many smaller �rms competing for many small leases owned by many individuals

in a shale play, the o�shore context involves a handful of companies purchasing large

tracts from a monopolistic seller. Other empirical papers on oil and gas lease auctions

include Kong (2015, 2016), Li, Perrigne, and Vuong (2002), and Porter (1995). Two

theoretical papers that study competition between auctions in an equilibrium setting

are McAfee (1993) and Peters and Severinov (1997).

Since the pioneering work of Diamond, Mortensen, and Pissarides, random search

has been a workhorse of labor economics. The particular �avor of search-model

described in this paper is based on Acemoglu and W. B. Hawkins (2014) as well

as the earlier working-papers Acemoglu and W. Hawkins (2006) and Acemoglu and

W. Hawkins (2010). One computational obstacle to using search-models in empirical

work is that random arrival of matches leads to a distribution of �rm sizes. Acemoglu

and W. B. Hawkins (2014) circumvent this problem by assuming that workers are

atomistic compared to �rms. Thus, though the particular worker-�rm matches are

random, the measure of workers matched is not. Like a law of large numbers, this

turns a stochastic process into a deterministic one. An analog is global hiring by

Walmart. Though the identities of workers are random, the �rm knows that if it exerts

a certain amount of e�ort on hiring, it will be able to contract a deterministic number

of employees. The primary di�erence between my model and that of Acemoglu and

W. B. Hawkins (2014) is in the production process. Where they model a simple

manufacturing process with only labor inputs, I consider a depletable resource and

add an intermediate good (oil�eld services). The depletable nature of the resource

causes my model to be non-stationary (except for the trivial steady state achieved at
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Figure 2.10 : Diagram of economic environment
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depletion), so I limit heterogeneity to be discrete, rather than continuous.

2.4 Model

In this section, I describe an economic model of a shale boom which is motivated

by the institutional characteristics of the market for private mineral rights and the

division of the extraction process between oil�eld services and operators. Figure 2.10

diagrams the economic environment. The three economic actors are in rectangular

boxes, and the two markets in which they interact are represented by ellipses. Inputs

and outputs with their respective prices are represented as ordered pairs.

The central agents in the model are the producers of oil and gas (also called

operators). They lease mineral rights from atomistic landowners, purchase drilling

services from oil�eld service companies to extract the resource, and sell the resource
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into the world market at a constant, exogenous price. Landowners in this model are

passive. These in�nitely-lived, risk-neutral agents cannot monetize mineral rights on

their own: without a buyer, the rights are worthless. Instead, landowners wait for

interested �rms to arrive, then engage in negotiations to lease their minerals. I treat

oil�eld services as a perfectly competitive industry that combines capital and labor

to drill wells. Capital (which one could think of as drilling rigs, pumping trucks, and

midstream infrastructure) is long-lived. It is purchased in a competitive market with

increasing marginal costs and is accumulated over time. In contrast, labor supply

is perfectly elastic, so it can be purchased in any amount at �xed, exogenous price.

Capital stocks lower the short-run marginal cost of drilling but adjust slowly. Thus,

additional capital e�ectively lowers the price of oil�eld services.

In the following discussion, calligraphic capital letters denote market-level counter-

parts of �rms' state variables, in capital letters. For example, A orW are cumulative

aggregate leasing and drilling, and A and W are the �rm-level counterparts. Control

variables, which are optimally chosen by �rms, are lower case letters. State and con-

trol variables are all functions of time, denoted t, and �rm-speci�c variables are also

indexed by type, denoted j. To ease notation, I sometimes drop the explicit time and

type dependence.

2.4.1 Matching and negotiation

There is a �nite mass A < ∞ of homogeneous mineral rights (acres) in the shale.

Acres are homogeneous, and the geology is perfectly understood. However, ownership

of mineral rights is randomly split between a strictly positive mass of identical non-

sellers An > 0 and sellers As > 0, meaning that A = An + As. The mathematical

reason for assuming a positive mass of non-sellers is explained below, but it could
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also be realistic for a number of reasons. A simple motivation is that drilling imposes

a very large disutility on the non-selling landowners who will never sell. The small

blank-spaces in the map of leased area in the Eagle Ford (Figure 2.3b) would be

consistent with the presence of such non-sellers. From this point forward, I will use

the term �landowner� to mean selling landowners.

A continuum of �rms with mass n are indexed by a �nite number of types j ∼ F (j).

At a particular time t, identical �rms of type j each own a portfolio of A(t; j) leases.

The total area leased at any time t is then

A(t) = n

∫
A(t; j)dF (j). (2.1)

The relevant state variable for the �rm is not the aggregate quantity of leased acres,

but the quantity of unleased acres, de�ned as:

U(t) ≡ A−A(t). (2.2)

The quantity of acres that have been leased at any time t must satisfy A(t) ≤ A−An.

Firms cannot distinguish between the two types of landowners during search, so

random matching implies that the probability of matching with a type is proportional

to the share of land owned by that type. The fact that non-sellers never exit the

market means that U(t) ≥ An > 0 ∀t which implies that unleased acreage never

exceeds total acreage: U(t) ≤ A < ∞.The probability that a match will be with a

seller and possibly result in a sale is therefore simply

σ(t) ≡ U(t)−An

U(t)
. (2.3)
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The presence of non-sellers, via their e�ect on σ, causes the matching function to

e�ectively exhibit increasing returns to scale. While unusual in a labor-market con-

text, it is natural for mineral rights. Firms tend to look for larger, contiguous areas

to lease, which they assemble into larger portfolios. This becomes increasingly harder

to do as the share of unleased acres shrinks. Mathematically, the increasing returns

to scale also prevents market tightness from asymptoting to in�nity as the mass of

unleased acres goes to zero.

At time t, each type of �rm j randomly searches for v(t; j) acres, incurring a search

cost κ(v).13 Aggregate searching activity simply sums over all �rms:

V(t) ≡ n

∫
v(t; j)dF (j). (2.4)

The aggregate �ow of matches is determined by an aggregate matching technology

that combines the stock of unleased acres, U(t), and aggregate searching for unleased

acres by �rms, V(t):

M =


M(U ,V) if U > u

0 otherwise

. (2.5)

I assume that when unleased acreage reaches a minimum threshold, U(t) = u, the

�ow of matches drops to zero. I also assume that u > An. When unleased acres are

above the threshold u, the matching function exhibits constant returns to scale in

both arguments jointly and decreasing returns to scale in U and V separately. This

modi�cation ensures that leasing activity stops before drilling does, and it introduces

another form of increasing returns to scale to the matching function (as well as a

non-convexity). If leasing activity does not stop before drilling does, �rms may come

13In a labor-search model, v is vacancy posting.
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to a situation in which they have drilled all of their acreage and immediately drill

new leases. Allowing such a situation does not qualitatively a�ect most of the main

results as long as the matching function exhibits (e�ectively) su�cient increasing

returns to scale as U → 0, and one can make u very small.14 However, setting u = 0

introduces a binding state constraint. This substantially complicates analytical and

computational tractability of the model, since much of the tractability and insight

provided by the model comes from being able to separate the drilling and leasing

problems for all periods except the last one. This separation highlights the notion

that leases are valuable only insofar as they constrain drilling, and they derive their

value at the moment a lack of mineral leases constrains the �rm.

De�ne market tightness in the leasing market as

θ(t) ≡ V(t)

U(t)
, (2.6)

and assume that the �ow of matches generated by a unit of searching as long as U > u

can be written as

q(θ) =
M(U ,V)

V
. (2.7)

Similarly, for both types of landowners with unleased acres (sellers and non-sellers),

during active leasing, matches arrive at a Poisson rate

θq(θ) =
M(U ,V)

U
. (2.8)

14In another, more theoretical paper, I eliminate both the non-sellers and the lease-market shut-
down at u. Numerical simulations of this model suggest that the main di�erence is that lease prices
hit their maximum at the point when all leased minerals are drilled, and then begin to decline as the
last few unleased minerals are acquired and drilled. In the current model, lease prices start declining
before all leased minerals are drilled. The mass of landowners that are a�ected substantially by this
di�erence is small.
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Since σq(θ) and θq(θ) are the respective arrival rates of valid matches for �rms and

landowners when U > u, the corresponding mean waiting-times are simply [σq(θ)]−1

and [θq(θ)]−1.

One of the properties of the matching function is that each participant creates

a positive externality for the opposite side of the market (the thick market e�ect),

and a negative e�ect on its own side (congestion) (Petrongolo and Pissarides 2001).

Intuitively, if there is lots of unleased acreage available, a �rm will be able to quickly

�nd land; however, the presence of many other �rms in the market may decrease the

rate at which a �rm can locate suitable parcels. For example, many �rms �ling leases

may lead to delays in locating records at the courthouse or processing contracts

at the county-level. Alternatively, limited capacity of third-party land-acquisition

�rms might induce delays. The crucial feature of this model is that the e�ects of

congestion and thick-market externalities are dynamic. Forward-looking landowners

and operators will anticipate future market conditions. Firms will lease today to

avoid high search costs tomorrow, and landowners gain leverage when tight markets

in the future mean it will be easy to sell their land should the current negotiation

break down.

Let V u(t) be the selling landowner's value of owning unleased acreage and being in

the market. When landowners sell their mineral rights, they give up V u(t) but recieve

a payment, pa, of equal or greater value. Thus, V u(t) is a landowners' opportunity

cost of leasing. For a �rm of type j at time t, its value of operating in the market

with a stock of A leases and W drilled wells is V (A,W, t). Denote the marginal value

of an additional lease as ψa(t; j) = ∂V (A,W,Q;j)
∂A

.15

15The �rm's value function V will be de�ned later, and ψa will actually be the co-state for the
�rm's stock of mineral rights. Acemoglu and W. Hawkins (2006) gives a formal proof of why the
marginal shadow-value less lease price is the appropriate value for determining match surplus. In
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The potential gains from trade when a �rm of type j matches with a landowner

at time t is the di�erence between the �rm's marginal value of a lease ψa(t; j) and

the landowner's opportunity cost of selling the lease V u(t). This is the match surplus

that the two must choose how (or whether) to split:

S(t; j) = ψa(t; j)− V u(t). (2.9)

I abstract away from the bargaining process by assuming that the price for lease

sales satis�es the solution to a generalized Nash bargaining game:

pa(V
u, ψa(j)) = arg max

p̂a

[p̂a − V u]τ [ψa(j)− p̂a]1−τ . (2.10)

The solution to the generalized Nash bargaining problem, pa, is equal to the landowner's

opportunity cost plus her share of the bargaining surplus16

pa(t; j) = V u(t) + τS(t; j). (2.11)

In the extreme case where the landowner has all of the bargaining power so that

τ = 1, she gets the entirety of the �rm's value for the land, ψa(t; j). However,

because searching is costly and �rms would anticipate having to give up their entire

value for the lease, no �rm would search, and the equilibrium would be degenerate.

the paper, �rms can hire ε times a nonnegative integer of workers. The marginal value is obtained
as the limit where ε → 0. Stole and Zwiebel (1996a) and Stole and Zwiebel (1996b) derive this
bargaining set up as the limit of a multilateral bargaining game in which multiple workers and �rms
split the match surplus.

16To simplify notation, I drop j and t indexes. The �rst-order condition for a maximum is

τ(pa − V uτ−1(ψa − pa)1−τ − (1− τ)(pa − V u)τ (ψa − pa)−τ = 0.

Some algebra gives equation (2.10)
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In the case where the �rm has all of the bargaining power, we have that τ = 0,

and the landowner gets nothing. I assume that leases can only be procured from

landowners by �rms, implying that leases are not transferable between �rms, and the

transactions are irreversible. Thus, a match results in a sale if and only if the surplus

is nonnegative: S(t; j) ≥ 0. The probability that surplus is positive is the probability

that a type's valuation for land is greater than the landowner's opportunity cost of

leasing: Pr [ψa(t; j) > V u(t)].

2.4.2 Landowners transition functions

Selling landowners are identical, in�nitely lived, risk-neutral agents. They own min-

eral rights but cannot monetize them on their own. Therefore, mineral rights are

worthless to the landowner unless there is a possibility that a �rm will purchase

the rights. When a selling landowner is unmatched, �rms arrive at rate θ(t)q(θ(t)).

Should the match surplus with a random �rm of type j be nonnegative, the landowner

will get payo� pa(t; j) and give up her value of staying in the market: V u(t). (The

value of being matched is normalized to zero.) If the landowner does not match in a

particular period or negotiations do not result in a sale, she will receive �ow utility

of zero plus her discounted continuation value.

The equation of motion for the landowner's value of being unmatched while U > u

is17

V̇ u(t) = −θ(t)q(θ(t))E [max {pa(t; j)− V u(t), 0}] + ρV u(t).

For the landowner, the probability of matching with a type j is proportional to the

search-e�ort exerted by this type, v(t; j). The expectation operator over function

17This is derived using dynamic programming in Appendix B.1.
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g(t; j) is therefore:

E[g(t; j)] ≡
∫
v(t; j)

V
g(t; j)dF (j) (2.12)

Equation (2.11) implies that pa(t; j)−V u(t) = τS(t; j). Then we can write a reduced-

form landowner transition equation as

V̇ u(t) =


−τθ(t)q(θ(t))E [max {S(t; j), 0}] + ρV u(t) if U > u

ρV u(t) otherwise.

(2.13)

The equation illustrates that each period, the landowner has some probability of being

matched, θ(t)q(θ(t)), and receiving her expected share of the surplus, τ E [max {S(t; j), 0}].

The surplus term enters with a negative sign because the passage of one period elim-

inates one opportunity for the landowner sell her land. One could view landowners'

transition equation, equation (2.13), as an asset-pricing equation. Then the �rst term

in equation (2.13) takes the place of a dividend, and the second term represents the

foregone return from holding V u units of a risk-free bond.

De�ne the time when �rms stop searching forever as

T0 = {min t|v(t; j) = 0 ∀t > T0, ∀j} .

Since an unmatched landowner will never sell her land after T0, the opportunity cost

of leasing at t = T0 must be zero. This provides the following boundary condition for

V u:18

V u(T0) = 0. (2.14)

18Note that any notion of a steady state requires that V u(T0) = 0 because equation (2.13) becomes
V̇ u(t) = ρV u(t) when v(t; j) = 0 ∀j, ∀t > T0 and V̇

u(t) = 0 if and only if V u(t) = 0.
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Since we have bounded unleased acreage away from zero, U > 0, market tightness

and the arrival rate of matches, θq(θ), will be �nite. Aggregate surplus S̄, will also

be �nite if �rms' lease valuations, ψa(t; j), and landowners' opportunity costs, V u(t)

are �nite. This implies that V̇ u(t) is well-de�ned. Therefore, V u(t) exists and is

continuous.

2.4.3 Operators

Forward-looking, competitive, and pro�t-maximizing operators are in the business of

searching for and purchasing leases, drilling wells on them, and selling the resources

that �ow from the wells. Each operator is characterized by a type j, distributed as

j ∼ F (j), a stock of acres it has leased in perpetuity, A(t; j); a stock of wells it

has drilled, W (t; j); and the current �ow of production Q(t; j) from the wells it has

drilled.

Operators choose a path for the intensity of their search for acreage, v(t; j), which

they purchase at a negotiated price, pa(t; j) (discussed earlier). In choosing their

search intensity, operators take as given the paths of aggregate searching, V(t); the

quantity of unleased acreage, U(t); and landowners' opportunity cost of selling, V u(t).

Each �rm matches with selling landowners at a rate proportional to its search e�ort.

Thus, an individual �rm's �ow of matches with selling landowners, which is also the

quantity of acres it purchases, is

Ȧ(t; j) =


v(t; j)σ(t)q(θ(t)) if ψa(t; j) ≥ V u(t) and U > u

0 otherwise.

(2.15)

Searching must be nonnegative because leasing is irreversible, and �rms cannot sell
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leases to other �rms. This imposes the constraint v(t; j) ≥ 0.

Operators also choose a path for the rate at which they drill wells, w(t; j), on their

stock of accumulated leases,W (t; j). The stock of drilled wells increases at the drilling

rate: Ẇ (t; j) = w(t; j), and drilling is irreversible: w(t; j) ≥ 0. Additionally, the �rm

can only drill wells on land that it has leased, and each lease can hold a single well.

Thus, cumulative leasing must always be at least as large as cumulative drilling: e.g.,

A(t; j) − H(t; j) ≥ 0 ∀j, t.19 The fact that leases are homogeneous is important for

tractability since it means there is only one lease-before-drill constraint. Heterogeneity

of leases in quantity of recoverable resource, cost, or lease expiration date would

imply a separate lease-before-drill constraint for each type of lease. Production from

a well starts at a possibly type-dependent initial production rate q0(j) and declines

exponentially at rate δq. An operator sells its �ow of production, Q(t; j), in the

market at a constant, exogenous price pq.
20

To drill wells at rate w, �rms must purchase (demand) a quantity of drilling ser-

vices cd ≥ c(w,A,W,W ; j) from a competitive drilling services industry at price pc(t),

which operators take as given. The cost function (in terms of drilling services) de-

pends on the �rm's type, j; drilling rate, w; stock of acres, A; cumulative drilling, W ;

and cumulative drilling by the industry as a whole W . I include cumulative leasing,

19One could imagine that leases are sold in �well-sized� tracts, so A is the acreage su�cient for
A wells. This easily generalizes to multiple wells. For example, �rms sometimes re-fracture wells or
drill a second well to a di�erent geological layer, which would appear to contradict the restriction
that A(t; j)−H(t; j) ≥ 0. To incorporate this phenomenon, one can simply rescale A.

20This setup departs from reality in two simple ways. First, it implies that operators cannot
control the rate of production from a well once it is drilled. Though operators can generally choke
back shale production (constrain the �ow from an existing well), as Anderson, Kellogg, and Salant
(2016) shows, it is not optimal to do so in almost all cases. Second, though shale wells do exhibit
production declines, the declines are not exponential, as shown by Patzek, Male, and Marder (2013).
The exponential decline, while being an approximation to the true decline rate, implies a convenient
analytical form for the present value of revenues from drilling a well and could be modi�ed at some
cost in terms of algebraic complexity.
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cumulative drilling, and cumulative aggregate drilling to capture the possibilities of

rising costs due to depletion, learning-by-doing, and knowledge spillovers. In particu-

lar, making cost dependent on acreage, A, captures a negative e�ect on drilling costs

from owning more acreage. This could be a scale e�ect in which larger operators can

take advantage of �xed infrastructure. It could also be part of an economic depletion

e�ect in which resource extraction leads to progressively lower-quality deposits. In

that case, owning more acreage would give access to untouched and low-cost deposits.

Assumption 2.5.3 describes the basic assumptions on the cost function, c(·).

An operator of type j with initial stock of acres A0(j), stock of drilled wellsW0(j),

and production Q0(j), given prices pq and pc(t) as well as landowners' opportunity

costs V u(t) must choose paths v(t; j) and w(t; j) to maximize the present value of

its pro�ts. This is the following dynamic program. (To simplify notation, I omit the

explicit dependence of prices, states, and controls on time, t, and I include type, j,

only when the dynamic program's primitive parameters are type-dependent.)

Ṽ (A0, H0, Q0; j) =

max
w,v

∫ ∞
0

e−ρt
{
pqQ− pcc(w,A,W,W ; j)− κ(v)− pa(V u, V m(j), ψa)Ȧ

}
dt (2.16)
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subject to the constraints

Ȧ = vσq(θ)1 [U > u] (2.15)

Ẇ = w (2.17)

Q̇ = q0(j)w − δqQ (2.18)

A−W ≥ 0 (2.19)

v ≥ 0 (2.20)

w ≥ 0 (2.21)

(A(0; j),W (0; j), Q(0; j)) = (A0(j),W0(j), Q0(j)) (2.22)

ψa ≡
∂V (A,H,Q; j)

∂A
. (2.23)

While equation (2.16) is an in�nite horizon problem, depletability will mean that we

can modify it so that �rms choose a depletion time Tj, after which they simply receive

the discounted present value of their remaining production.

The mass of operators active in a shale is determined by a free entry condition.

Before entry, operators have no leases, wells, or existing production. They pay a

common �xed cost Centry to enter the market, and then they learn their type j. At

time t = 0, the mass of �rms in the market, n, is such that the expected pro�t of

entry is nonpositive:

Centry ≥
∫
Ṽ (0, 0, 0; j)dF (j). (2.24)
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2.4.4 Services

At time t, a unit measure21 of identical, competitive service �rms each supply cs(t)

units of drilling services into a competitive market at a market price pc(t).
22 They

each have a stock of long-lived capital K(t), which they can purchase or sell at rate

i(t). The capital stock depreciates at rate δk. The services company combines labor,

L(t), and capital, K(t), to produce drilling services using a production technology

f(L,K). Labor is purchased in a perfectly elastic labor market with constant wage

pl, and capital is purchased in competitive market at price pk(t). After all drilling

stops at an equilibrium-determined time t = T = max{Tj}j∈J , the remaining capital

stock, K(T ), is sold in the market at price pk(T ) (its scrap value).

Given an initial stock of capital and prices for labor, capital, and services, these

�rms solve the following dynamic program. (As before I omit explicit dependence on

time to simplify notation.)

V s(K) = max
L,i

∫ T

0

e−ρt {pcf(L,K)− plL− pki} dt+ e−ρTpk(T )K(T ) (2.25)

subject to

K̇ = i− δkK (2.26)

K(0) = K0. (2.27)

21As with operators, it is straightforward to determine the mass of service �rms using a free-entry
condition.

22Note, to simplify the problem, one can easily eliminate the services sector and set pc(t) = pc∀t.
This eliminates some interesting dynamics from the problem but reduces the number of di�erential
equations that must be solved.
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2.4.5 Market clearing

In addition to the de�nition of aggregate searching, any equilibrium must satisfy two

market clearing conditions at all times. First, services demand must equal supply:

n

∫
cd(t; j)dF (j) = cs(t). (2.28)

Second, the demand for new capital, i(t), by oil�eld services �rms must equal the

supply of new capital I(t). The price of capital is determined from an increasing

inverse supply function:

pk(t) = pk(I(t)). (2.29)

2.5 Equilibrium

In this section, I de�ne the notion of a dynamic equilibrium. Then I characterize the

ordinary di�erential equations (ODEs) that govern its evolution for the case when all

leasing stops before any �rm ceases to drill.

2.5.1 Equilibrium de�nition

An equilibrium is a tuple

〈
A0(j),W0(j), Q0(j), K0, F (j), V u(T0), i(t), cs(t), v(t; j), w(t; j),

V u(t), pk(t), pc(t),V(t),U(t), pa(t; j), n
〉

that is de�ned for all times t ∈ [0,∞] and types j ∈ J . The tuple includes the

following elements: exogenously given initial stocks for operators and oil�eld ser-

vices, the distribution of �rms, and a terminal condition for landowners' opportunity
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cost of leasing: {A0(j),W0(j), Q0(j), K0, F (j), V u(T0)}; investment and production

paths by oil�eld services, {i(t), cs(t)}; search intensity and drilling paths for each

type, {v(t; j), w(t; j)}; landowners' opportunity cost of leasing, {V u(t)}; market prices

for capital and services, {pk(t), pc(t)}; lease market tightness and unleased acreage,

{V(t),U(t)}; lease prices paid by each type of �rm, {pa(j)}; and the mass of opera-

tors, n such that the following criteria are satis�ed. First, �rms' controls (investment,

production, searching, drilling) solve (2.16) and (2.25) subject to their respective con-

straints (optimality); second, landowners' opportunity cost of leasing satis�es transi-

tion equation (2.13); third, capital and services prices clear their respective markets

(market clearing equations (2.29) and (2.28)); fourth, aggregate searching satis�es

(2.4); and lease-market tightness satis�es (2.6) (lease market); �fth, lease prices, pa,

satisfy generalized Nash bargaining (2.10); and sixth, free entry occurs at t = 0 until

operators' pro�ts are nonpositive (2.24). Several variables have been omitted from

the equilibrium de�nition since they are implied by the equilibrium path: stocks are

implied by the controls plus initial conditions and market tightness, θ(t), is implied

by U(t) and V(t).

2.5.2 Characterization of the equilibrium

This section characterizes the equilibrium path of a shale boom. First, I lay out

several assumptions, mostly on the smoothness of various functions. Under these

assumptions, I argue that unique optimal controls exist for operators and oil�eld

services �rms given prices, states, and co-states. This implies that landowners' value

functions are well-de�ned and continuous. Second, I argue that for every possible

combination of states and landowner opportunity costs, there exist market-clearing

prices in the services and capital markets. Third, I use the de�nition of aggregate
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searching to pin down �rms' equilibrium search e�ort and leasing rates. We are left

with a boundary value problem (BVP) composed of a set of ordinary di�erential

equations (ODEs) and transversality conditions associated with starting and ending

times. The ODEs are well behaved and characterize a unique path given a set of

either initial or terminal state and co-state values. To show existence and uniqueness

of the equilibrium path, all that remains is to show the existence and uniqueness

of starting (or terminal) co-state values corresponding to a particular set of starting

values for the stocks of mineral leases, drilled wells, and capital. Unfortunately, I am

not able to analytically show existence and uniqueness of these values, which would,

together with the ODEs, constitute a unique solution to the BVP and, therefore, the

equilibrium path.23 I am, however, able to obtain what appear to be unique numerical

solutions to the model, suggesting that a unique equilibrium path exists.

Assumption 2.5.1. For all j ∈ J , the leasing constraint A(t; j) −W (t; j) ≥ 0 only

binds after all leasing activity has stopped at t = T0 where T0 = {min t | U(t) = u}.

Assumption 2.5.1 restricts attention to equilibria in which aggregate leasing stops

before �rms are able to drill all of their acreage. Though this is somewhat arti�cial,

it considerably simpli�es analysis and allows for an analytic characterization of the

solution because it implies the drilling and leasing problems do not interact until the

a �rm drills its very last well. While this assumption can be relaxed, doing so comes

at a loss of analytical tractability.

23The competitive problem is not equivalent to the social planner's problem due to search ex-
ternalities, so the usual approach of obtaining existence and uniquenss from the social planner's
problem is not applicable here. It is possible to make the ODEs monotonic in the states by re-
moving the non-selling landowners (setting An = 0), which implies uniqueness of the solution to
the BVP. Unfortunately, this does not guarantee existence. In another paper, I am pursuing this
modi�cation and removing the lease-market shutdown at u.
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I now make several smoothness and monotonicity assumptions on cost and produc-

tion functions. With the cost-function c(w,A,W,W , ; j), I use sub-scripts to indicate

partial derivatives. This is also done later in the paper when the cost-function is

decomposed into constituent components.

Assumption 2.5.2. The cost function κ(·) is strictly increasing, convex, and twice-

di�erentiable. Additionally, limv↓0 κ
′(v) = 0 and limv↑∞ κ

′(v) =∞.

Assumption 2.5.3. c(w,A,W,W ; j) ∈ C2 is well-de�ned and strictly convex over

the the state space

{(w,A,W,W ; j) | w ≥ 0, A > 0, W ∈ [0, A), W ≤ A, j ∈ J}

and, if c(·; j) is not de�ned where A = W , then limA→W c(w,A,W,W ; j) > pqq0(j)

ρ+ψq
.

Drilling costs are strictly increasing and convex in the drilling rate: cww, cw > 0. The

cost of drilling nothing is zero: c(0, A,W,W ; j) = 0, and in�nite drilling imposes

in�nite cost: limw→∞ c(w,A,W,W ; j) = ∞. Adding acreage cannot increase costs:

cA ≤ 0. Finally, if at any point drilling increases costs, cW > 0, then leasing must

decrease them: cA < 0.

Costs per unit of output may increase as a �rm more fully exploits its stock of

mineral rights. For example, a �rm might choose to drill wells more densely on its

leases. This will increase costs, but fracture interference is likely to reduce output

per well. Economic depletion happens when a �rm chooses not to exploit some of its

resource base because the cost of doing so is higher than the resource price. I allow

for economic depletion by allowing the cost function to depend jointly on a �rm's

available acreage, A, and its cumulative drilling to date, W . A �rm increases its

resource base by purchasing mineral rights and decreases it by drilling. Conceptually,
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anytime we have costs rising with drilling, cW > 0, we must also be able to decrease

them by purchasing unexploited acres: cA ≤ 0.

Assumption 2.5.4. The inverse supply curve of capital is strictly increasing: p′k >

0. Also limI→−∞ pk(I) = 0 and limI→∞ pk(I) = ∞. (Note this also implies that

pk > 0∀I > −∞.)

Assumption 2.5.5. The production function is such that fL, fK , fLK > 0 and fLL, fKK <

0. Also, f(·, ·) exhibits constant returns to scale and f(0, K) = f(L, 0) = 0. Further-

more, limL↓0 fL = limK↓0 fK =∞, and limL↑∞ fL = limK↑∞ fK = 0

Assumption 2.5.6. The resource price, depletion rate, initial production rate, and

discount rate are such that zeroth marginal well is pro�table for all �rm types j:

pqq0(j)

ρ+δq
− cw(0, A, 0,W ; j) > 0∀A > 0,W ≥ 0, j ∈ J

Though not necessary, this assumption removes the possibility of a degenerate

equilibrium in which �rms do not drill.

Assumption 2.5.7. The sets of admissible states for operators, {(A,H,Q)}, and

oil�eld services �rms, {(K)} are bounded. Additionally, given any admissible state,

the sets of all admissible controls for operators, {(v, w)}, and oil�eld services, {i},

are bounded.

Assumption 2.5.8. There are a �nite number of discrete types: |J | <∞.

This assumption guarantees that the equilibrium is characterized by a �nite num-

ber of equations.

Existence and uniqueness of optimal controls

We can use optimal control methods to characterize the equilibrium path. Since the

operators' problem involves pure state-constraints, we must turn to slightly more gen-
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eral statements of the Maximum Principle than are generally needed for problems with

constraints on the controls only (Hartl, Sethi, and Vickson 1995). Assumption 2.5.7

together with the fact that operators' and oil�eld services �rms' pro�t functions are

bounded implies that the assumptions of Theorem 3.1 in Hartl, Sethi, and Vickson

(1995, p. 185) are satis�ed. Therefore, given prices and market conditions, paths

for optimal controls and states exist for problems (2.16) and (2.25). Theorem 4.1

in Hartl, Sethi, and Vickson (1995, pp. 186-187) provides necessary conditions for

the optimal path that must be satis�ed by any equilibrium. Assumptions 2.5.2 and

2.5.3 mean that operators' costs are strictly convex in the states and controls (so that

�ow-payo�s are concave) and that state transition functions are linear functions of

the controls. Assumption 2.5.5 implies that the service �rm's production function

is strictly concave. Thus, the Hamiltonians for both operators and service �rms are

strictly concave in both states and controls. Then we can apply Theorem 8.3 and

Corollary 8.2 of Hartl, Sethi, and Vickson (1995, p. 203) to show that the necessary

conditions are su�cient and characterize unique optimal paths.

Though state-constraints can cause discontinuities in the co-states, for the opera-

tors' problem, they do not do so as long as prices and market tightness are continuous

functions of time. Later in this section, we will demonstrate that they must be (ex-

cept for V when leasing stops at T0). Strict concavity of the Hamiltonian implies

that the maximizers v∗ and w∗ are unique. Then, if prices and aggregate variables

are continuous, Proposition 4.3 of Hartl, Sethi, and Vickson (1995, p. 191) implies

that the optimal controls are continuous functions of time as long as prices are, too.

Since the �rst time derivative of the state constraint A−W ≥ 0 depends directly on

controls, the assumptions of Proposition 4.2 are met. So, co-states are also continuous

at the junction time(s) when the constraint just starts to bind or stops binding.
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Operator optimality

Appendix B.2 shows how �rms form a �nite-horizon optimization problem equiva-

lent to the in�nite horizon problem (2.16). In the �nite-horizon formulation, the

production state variable, Q, is removed. Now, instead of explicitly accounting for

production revenues from all past wells in each time period, �rms simply look at the

net present value of revenues from drilling.24 De�ne the net present value of expected

revenues from drilling as

p̂(j) ≡ pqq0(j)

ρ+ δq
. (2.31)

Given initial conditions A0j andW0j, the price of services, pc(t), and conditions in the

lease market, {V(t),U(t), V u(t)}, the �rm's problem is to choose paths for drilling,

w(t; j); searching, v(t; j); the time when drilling stops, Tj = {min t|w(t; j) = 0∀t >

Tj} (possibly in�nite); a terminal lease portfolio, ATj ; and terminal cumulative drilling

WTj to maximize the sum of revenues from existing production plus pro�ts from new

production. This is

Ṽ (A0j,W0j, Q0j; j) =
pqQ0j

ρ+ δq
+ V (A0j,W0j; j)

24The path of optimal production, Q(t; j), can be easily computed by integrating the law of
motion for production, equation (2.18), and using the initial condition Q(0; j) = Q0j :

Q(t; j) = e−δqt
∫ t

0

eδqτq0w(τ ; j)dτ +Q0je
−δqt. (2.30)
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where we can write �rms' optimization problem for its new production as

V (A0j,W0j; j) = max
w(t),v(t),Tj ,ATj ,WTj∫ Tj

0

e−ρt
{
p̂(j)w − pcc(w,A,W,W ; j)− κ(v)− pa(V u, V m(j), ψa)Ȧ

}
dt (2.32)

subject to constraints (2.19), (2.15), (2.21), (2.20), and (2.23).

To solve the problem, we can use optimal control methods. After substituting in

equation (2.15) for the �ow of leases, Ȧ, the current-value Hamiltonian corresponding

to equation (2.32) is

H = p̂(j)w − pcc(w,A,W,W ; j)− κ(v) + (ψa − pa)vσq(θ) + ψww. (2.33)

The current-value Lagrangian is

L = H + λ(A−W ) + λww + λvv.

There are several necessary (and, as argued previously) su�cient conditions for an

optimum (Hartl, Sethi, and Vickson 1995). The �rst-order conditions for the optimal

paths of searching and drilling are

∂L
∂w

= −pccw(w,A,W,W ; j) + ψw + p̂(j) + λw = 0

∂L
∂v

= −κ′(v) + (ψa − pa)σq(θ) + λv = 0.



51

The co-state equations are

ψ̇w = pccW (w,A,W,W ; j) + λ+ ρψw (2.34)

ψ̇a = pccA(w,A,W,W ; j)− λ+ ρψa. (2.35)

The complementarity conditions for the constraints are

w ≥ 0 λw ≥ 0 wλw = 0 Drill irreversibility

v ≥ 0 λv ≥ 0 vλv = 0 Lease irreversibility

A−W ≥ 0 λ ≥ 0 λ(A−W ) = 0. Lease before drill

The optimality condition for Tj is that the maximized current-value Hamiltonian has

a value of zero at Tj:

H∗(A(T ),W (T ), Tj; j) = 0. (2.36)

Initial stocks of leases and drilling are both �xed at zero: A0(j) = W0(j) = 0, but

terminal values, AT (j) and WT (j), are free variables. Neither the acreage portfolio,

A, nor cumulative drilling, W , has any scrap value. Theorem 4.1 of Hartl, Sethi,

and Vickson (1995, pp. 186�187), implies that we must have a multiplier ν for the

state-constraint A−W ≥ 0 such that

ψa(Tj; j) = ν (2.37)

ψw(Tj; j) = −ν (2.38)

ν ≥ 0 (2.39)

ν(A−W ) ≥ 0 (2.40)
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As noted previously, Proposition 4.2 of Hartl, Sethi, and Vickson (1995, pp. 190�

191) implies that the co-states, ψa and ψw, are continuous if and when the constraint

A−W ≥ 0 binds.25 Thus, we do not need to consider jumps in the co-states.

The �rst FOC implies that the present value of revenues from a well must equal

the marginal extraction cost (MEC) plus the opportunity cost of drilling, also known

as the marginal user cost (MUC) (Medlock 2009):

p̂(j) ≤ pccw(w,A,W,W ; j)︸ ︷︷ ︸
MEC

+ (−ψw)︸ ︷︷ ︸
MUC

. (2.41)

The opportunity cost of drilling a well is simply the present value of the pro�ts that

could be obtained were the operator to delay drilling the last well and instead drill it

in the subsequent period. The second FOC shows that the marginal cost of leasing

must equal the producers' share of match surplus:

κ′(v) = (1− τ) max {S, 0}σq(θ). (2.42)

Operators' co-states, ψa and ψw, capture the value of an additional lease and the

opportunity cost of drilling, respectively. Assumption 2.5.1 implies λ(t) = 0 ∀t < Tj

and allows us to integrate equations (2.35) and (2.34) to obtain

ψa(t; j) = e−ρ(Tj−t)ψaT (j)− eρt
∫ Tj

t

e−ρspc(s)cA(s)ds

ψw(t; j) = e−ρ(Tj−t)ψwT (j)− eρt
∫ Tj

t

e−ρspc(s)cW (s)ds.

25Strictly speaking, Proposition 4.2 requires that a rank condition is satis�ed. This technically
fails since we constrain w from above (A − W ≥ 0 =⇒ Ȧ − Ẇ ≥ 0 =⇒ w ≤ 0), as well
as below w ≥ 0. However, we can safely drop the non-negativity constraint on w(t; j) since the
state-constraint, not the control constraint, binds at the very end.
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This shows that the co-states are equal to the present value of their terminal values

less the present value of the marginal change in future drilling costs that adding an

additional lease or well will cause. For example, if learning-by-doing is present, then

drilling an additional well yields marginal bene�ts beyond just the well's accounting

pro�ts. Learning lowers future costs and makes cW < 0. Thus, learning e�ects

will tend to increase ψw. In some ways, learning-by-doing acts exactly like capital

accumulation, which, as we will see, lowers short-run marginal costs of production.

A signi�cant di�erence between the two is that learning does not depreciate, while

capital does.

To fully determine �rms' optimal paths given prices and market conditions, we

require transversality conditions for AT (j),WT (j), Tj, ψaT (j), and ψwT (j). First, note

that the transversality conditions for AT (j) and WT (j), equations (2.37) and (2.38),

together imply that ψaT (j) = −ψwT (j). This means that when costs do not change

with the quantity of acreage purchased, (cA = 0), the only link between the value of

drilling and the value of leasing happens when the �rm exhausts its leased minerals at

t = Tj. The disconnect between �rms' shadow-values for leases and wells is important

because it means that all foreseen technological progress is priced into leases from the

very beginning at t = 0. Thus, even if learning-by-doing impacts the opportunity

cost of drilling, ψw(t; j), along its entire path, learning only a�ects the value of leases

through its e�ect on ψwT (j). In this case, we can write ψa(t; j) = −e−ρ(Tj−t)ψwT (j).

This equation makes it clear that lease valuations are changed both by the time

at which the constraint binds, Tj, and the terminal rent, −ψwT (j). Learning-by-

doing that lowers costs can only a�ect lease-valuations through either hastening the

time of depletion, Tj, and, the discount applied to the terminal rent, or the increasing

opportunity cost of drilling the last well, ψwT (j). Thus, landowners who lease at t = 0
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are still the bene�ciaries of future technological change that increases pro�tability.

Learning will also a�ect lease values in the case of economic depletion by hastening

depletion and changing the cost function; however, these e�ects are more muddied

and less readily apparent.

We will now attack the optimal time of depletion, Tj, which is determined by

equation (2.36) and then classify the problem into two types to �nish characterizing

the transversality conditions. Recall that Assumption 2.5.1 implies that leasing stops

before any �rm drills all of its mineral leases: T0 < Tj∀j. This implies that Ȧ(Tj; j) =

v(Tj; j) = 0. Equation (2.36) then implies that we can set

H = p(j)w − pcc(w,A,W,W ; j) + ψww = 0.

Assume for the sake of contradiction that w(Tj) > 0. Substituting in the FOC for

drilling, equation 2.41 implies that

p(j)w − pcc(w,A,W,W ; j)− [p̂(j)− pccw(w,A,W,W ; j)]w = 0.

In turn, this implies that

c(w,A,W,W ; j) = cw(w,A,W,W ; j)w.

Then marginal drilling cost equals average drilling cost (simply divide both sides by

w). Assumption 2.5.3 that c(·) is strictly convex implies the statement can only be

true when w = 0, which is a contradiction. Therefore, it must be that the optimal

drilling rate at t = Tj is w(Tj) = 0. It is not optimal for the �rm raise the rate of

extraction and to accelerate production so that drilling drops discontinuously from a
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positive value to zero at time Tj. Strict convexity of the cost function implies that such

an accelerated depletion schedule would increase costs and lower pro�t compared to

the case where Tj is free. Having determined w(Tj), we can use the FOC for drilling,

equation (2.41), to see that ψw(Tj; j) = ψwT (j) must be the present value of well

production less the marginal cost of drilling the last well:

− ψw,Tj = p̂(j)− pc(Tj)cw
(
0, ATj ,WTj ,W(Tj); j

)
. (2.43)

We still have yet to determine terminal leasing and drilling, AT (j) and WT (j).

There are two cases to consider: economic depletion and physical depletion. A re-

source is said to be physically exhausted when it is optimal for the �rm to exploit

all of it: AT (j)∗ = WT (j)∗, and it is is said to be economically exhausted when it is

optimal for the �rm leave some leases undrilled: AT (j)∗ ≥ WT (j)∗. Physical depletion

implies that the multiplier on the lease-before-drill constraint, equation (2.19), binds:

λ(Tj) > 0. Economic depletion implies that it does not, so λ(Tj) = 0.

The complementarity constraint for the transversality conditions, equation (2.40),

implies that when we have economic depletion, λ(Tj) = ν(Tj) = 0, which means

ψa,Tj = −ψw,Tj = 0.

In other words, economic depletion is characterized by a situation in which the last

well drilled makes zero pro�t. Because of this and Assumption 2.5.3 about the conti-

nuity of the drilling cost function, c(), there is no opportunity cost for drilling the last

well, and no marginal bene�t to adding enough acreage to drill another zero-pro�t

well. Thus, acreage and cumulative drilling have scrap values of zero. Given AT (j)
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and the convexity assumptions on c(·), we can determineWT (j) from equation (2.43):

0 = p̂(j)− pc(Tj)cw (0, AT (j),WT (j),W(Tj); j) .

With physical exhaustion, we know that the multiplier on the transversality con-

ditions is positive, and λ > 0 =⇒ ν > 0. We then use the fact that AT (j) = WT (j)

and equation (2.43) to determine the values of ν(Tj), ψaT (j), and ψwT (j):

ν(Tj) = ψaT (j) = −ψwT (j) = p̂(j)− pc(Tj)cw (0, AT (j), AT (j),W(Tj); j) > 0.

Finally, ATj is determined not by the �rm in isolation, but by the history of its

previous searching behavior and the history of lease market conditions. The driver of

the �rm's searching is ψa, which is determined by the transversality conditions and

its equation of motion, equation (2.35).

Service �rms' optimal behavior

The optimization problem for oil�eld services �rms is simpler than operators' because

it has only one state variable and no state-constraints. It will be convenient to work

with a labor-demand function instead of a production function. Assumption 2.5.5

implies that we can implicitly de�ne the labor-demand function, L(cs, K), as

f(L(cs, K), K) = cs.

At the terminal time for oil�eld services, the �rm stops providing drilling services and

sells o� its remaining capital stock. The oil�eld services terminal time is determined

by the operator type that �nishes last: T = maxj∈J{Tj}. Oil�eld services �rm take
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this time as given, so it does not require a transversality condition. However, the

terminal capital stock is not exogenously set, just the starting capital stock. So, to

complete the description of the oil�eld services optimal control problem, we require a

transversality condition that incorporates the scrap-value of capital. This is speci�ed

below.

After substituting in the implicit labor-demand function, the current value Hamil-

tonian corresponding to the representative service �rms' problem, equation (2.25), is

Hs = pcc
s − plL(cs, K)− pki+ ψk(i− δkK).

The FOC are

∂Hs

∂cs
= pc − plLc = 0

∂Hs

∂i
= −pk + ψk = 0.

The �rst FOC implies that the short-run marginal cost of providing drilling services

(labor costs) equals the marginal revenue:

pc = plLc(c
s, K). (2.44)

The second FOC implies that the sector purchases capital until the marginal cost of

capital equals its shadow value:

pk = ψk. (2.45)

The co-state equation shows that the shadow-value of capital is derived from the

cumulative reductions in short-run marginal cost (labor costs) that capital provides,
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less depreciation and time-discounting:

ψ̇k = plLk + (ρ+ δk)ψk. (2.46)

If we integrate this equation, the evolution of capital's shadow-value becomes even

clearer:

ψk(t) = e−(ρ+δk)(T−t)ψkT + e(ρ+δk)t

∫ T

t

e−(ρ+δk)splLkds.

The price and quantity of drilling services is determined in equilibrium, as is the

transversality condition for the terminal capital stock. This is a free variable, KT ,

and is all sold o� in the market. The equilibrium condition will be the same as

equation 2.45:

pk(T ) = ψkT .

Market clearing in the capital market will imply that, at the last time of active drilling,

we have

pk(T ) = pk(−KT ).

This completes characterization of the optimal path for oil�eld services.

Markets clear

Lemma 2.5.1. Given any admissible set of states and co-states at time t, we can �nd

a price pc(t) to clear the drilling services market, and pc(t) is a continuous function

of t.

The proof, given in Section B.3 is constructive and makes heavy use of Assump-

tions 2.5.3 and 2.5.5 about the smoothness and convexity of drilling costs and the

smoothness and concavity of the drilling services production function.
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Lemma 2.5.2. Given any demand for capital i ∈ R, there exists a unique market-

clearing price of capital, pk, and pk(t) is continuous.

Proof. This follows immediately from Assumption 2.5.4 that the marginal supply

function is strictly increasing and is de�ned for all real numbers. The Maximum

Principle implies that ψk is continuous, so pk(t) must also be continuous.

Corollary 2.5.2.1. Controls are continuous functions of time.

Since states, co-states, and prices are all continuous, the corollary immediately

follows from the continuity of the di�erential equations characterizing optimal con-

trols.

Lemma 2.5.3. Given the set of match surpluses for all types, {S(t; j)}j∈J and ag-

gregate leasing, U(t), there exists a unique quantity of aggregate-searching V(t) that

satis�es operators' optimality and the de�nitions of aggregate match-�ows.

This constructive proof is given in Section B.3.

Equilibrium equations

The equilibrium is characterized as the solution to a boundary value problem of a

system of 4|J | + 3 �rst-order ODEs (four per �rm-type, two for oil�eld services,

and one for landowners). These are listed along with market-clearing conditions

and transversality conditions in Appendix A on page 164. The system of equations

implies a set of stopping times {Tj}j∈J for each �rm at which the �rm stops drilling,

w(t; j) = 0, and a time T0 when unleased acreage drops to the threshold where

matching is not possible because U(t) = u for all t ≥ T0. The ODEs are all Lipschitz-

continuous as long as K0 > 0, so the Picard-Lindelöf theorem guarantees existence
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and uniqueness of the path of the economy given a set of starting or ending values for

the states, co-states, and stopping times. However, as mentioned previously, we have

a boundary value problem, not an IVP. The presence of non-sellers implies that the

ODEs are not monotonic in the states. Were they to be, uniqueness of the solution

to the BVP (though not existence) would follow automatically. Though I have not

been able to show uniqueness of the equilibrium path analytically, numerical results

suggest that the path is, in fact, unique.

2.6 Analysis of equilibrium

In this section, we make additional assumptions on the speci�c functional forms that

allow for further analysis of the equilibrium path. We �rst examine match surplus

and lease prices. Then we examine the leasing market to understand the evolution

of market tightness, match surplus, and lease prices. This provides some insight into

when we might expect lease prices to rise over time. Next, we turn to the drilling

market. We show that drilling peaks before the capital stock does if learning e�ects

are not too strong; that the inclusion of an oil�eld services sector that must accumu-

late long-lived capital can smooth out the boom�bust cycle; and that heterogeneity

in �rms' IP rates and costs may a�ect �rms' drilling rates and the ordering of �rms'

depletion times di�erently. We discuss intuition for the time-path of prices for declin-

ing drilling services prices and a declining rate of growth in the capital stock. Finally,

we examine a numerical simulation of an unexpected 50% price drop analogous to the

one in 2014 that a�ected the Eagle Ford shale. Throughout the discussion, I show

numerical simulations to illustrate the current topic of discussion.
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2.6.1 Leasing market

There are several things to note about landowners' opportunity cost of leasing. First,

the solution to the Nash bargaining problem, equation (2.10), means that it is always

optimal for a landowner to sell since lease prices are always at least as big as the

opportunity cost of leasing: pa(t; j) ≥ V u(t) ∀t, j.

Second, the transversality condition that the last, unleased landowner has zero

opportunity cost of leasing, equation (2.14), means that landowners' opportunity cost

is falling just before leasing stops: ∃ ε > 0 such that V̇ u(t) < 0 for t ∈ (T0 − ε, T0].

The intuition is that when leasing is about to stop, every period when a landowner

cannot lease reduces her likelihood of monetizing her land in the future and, hence,

lowers her opportunity cost of leasing.

Third, landowners' opportunity cost of leasing is always positive for t < T0 as long

as �rms have non-zero valuations for the land. To see this, integrate equation (2.13)

and use the transversality condition, equation (2.14), to compute landowners' oppor-

tunity cost as

V u(t) =


eρt
∫ T0
t
e−ρs {τθq(θ)E[max{S(j), 0}]} ds if t ≤ T0

0 if t ≥ T0

. (2.47)

The price that the landowner receives from a �rm of type j, pa(t; j) = V u(t) +

τS(t; j), explicitly compensates her for the opportunity cost of leasing. However,

this compensation has nothing to do with any disutility that drilling imposes on the

landowner.

Fourth, since the value of landowners' opportunity cost, V u, rises slower than the

rate of interest, its present value is always falling. The fact that the present-value
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is falling can be easily shown by discounting equation (2.47) and di�erentiating with

respect to time:

d

dt

[
e−ρtV u(t)

]
= −τθq(θ)E[max{S(t; j), 0}] < 0.

This implies that it is optimal for the landowner to sell as soon as she can. This

will hold even when there are future technological improvements because these will be

accounted for in �rms' valuations of the leases, ψa(t; j), as we will see in Section 2.5.2

on page 53. Thus, any ex-post regret landowners have over selling early for a low

price can only be explained by unexpected developments in price or technology.

Fifth, the current-value of a lease is not always falling. In fact, equation (2.13)

shows that V̇ u can be positive if landowners' match rates are low because the leasing

market is loose or the surplus is small. Both will diminish the negative term in the

equation (2.13) for V̇ u and signal that markets may be tighter, and the surplus, larger

in the future.

Recall that �rm-speci�c match surplus is the di�erence between buyers' and sell-

ers values: S(j) = ψa(j)− V u. Using the co-state equation (2.35) and the transition

equation for V u, equation (2.13), we can see that type-speci�c surplus evolves ac-

cording to Ṡ(j) = pccA(j)−λ(j) + τθq(θ)E[max{S(j), 0}] + ρS(j). Assumption 2.5.1

implies that λ = 0 during active leasing. Thus, match surplus evolves according to

Ṡ(j) = pccA(j) + τθq(θ)E[max{S(j), 0}] + ρS(j) (2.48)

Consider the case when costs do not change with the quantity of acreage leased, e.g.,

cA = 0. Under Assumption 2.5.3, this situation is associated with physical depletion.

In this case, �rms' valuation of leases, ψa(t; j) will rise at the rate of interest to ψaT (j).
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However, landowners' opportunity cost grows slower than the rate of interest and must

eventually decline to zero as shown above. The gap between �rms' valuations and

landowners' opportunity cost of leasing their minerals will strictly increase over time,

and it will do so faster than the rate of interest. On the other hand, if costs do change

with leasing, then pccA ≤ 0, and match surplus can be growing or shrinking. In fact,

if we have economic depletion, making ψaT (j) = −ψwT (j) = 0, the price could, in

fact, fall close to zero before leasing stops at t = T0 if leasing continues almost until

the point when �rms stop drilling.

Using equation (2.9), we can re-write equation (2.11) to show that the price of

mineral leases is a weighted average of �rms' and landowners values: pa(j) = τψa(j)+

(1− τ)V u. Whatever changes �rms' lease valuations, ψa, changes pa directly through

the �rst term and indirectly through the second term, V u, via the transition equation,

equation (2.13). Because �rms' shadow-value for leases is based on the pro�tability of

all of their future extraction, initial landowners still receive the bene�ts of all future

technological progress as long as it is expected.

Because landowners' opportunity cost always grows slower than the rate of interest

and �rms' value for leases grows no faster than the rate of interest, prices of mineral

rights must grow strictly slower than the rate of interest regardless of the type of

depletion (since cA ≤ 0). This is evident in the equation for ṗa:

ṗa(j)

pa(j)
= −τ−cA(j) + λ(j) + (1− τ)θq(θ)E[max{S(j), 0}]

pa(j)
+ ρ.

The equation implies that pa will shrink in present-value terms. Thus, barring un-

expected changes, landowners who sell at t = 0 receive higher compensation than

any subsequent landowner regardless of whether depletion is physical or economic
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and regardless of future technological progress.26 Even though pa must decrease in

present-value terms, it can can still rise in current value terms. A maximum in pa(t)

is, in fact, guaranteed if V u is rising at some point. Additionally, a maximum in V u

will always pre-date a maximum in pa(j) (at least under physical depletion) since

�rms' lease-valuations can still be climbing (ψ̇a(t) > 0) when landowners' value crests

and V̇ u(t) = 0.

Assumption 2.6.1. Firms' search-cost function is quadratic: κ(v) = κ
2
v2.

A quadratic search cost allows for a convenient, closed-form characterization of

optimal searching, v(t; j). Under Assumption 2.6.1, the FOC for optimal leasing,

equation (2.42), implies that searching by �rm j is

v(j) =
1− τ
κ

q(θ)σmax{S(j), 0}. (2.49)

Assumption 2.6.2. The aggregate match function is M(U ,V) = mUµV1−µ, and

µ ∈ (0, 1).

The second assumption, when combined with Assumption 2.5.1 that A(t; j) −

W (t; j) > 0 for all t < T0, means we can solve for closed-form equations that charac-

terize equilibrium dynamics in the leasing market. We can write the match-rates per

unit of searching to �rms and match rates for landowners, respectively, as

q(θ) = mθ−µ (2.50)

θq(θ) = mθ1−µ. (2.51)

26This suggests that any �sellers remorse� experienced by Eagle Ford landowners who sold early
for lower prices is primarily due to unexpected changes in their beliefs about the future.
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It will be convenient to de�ne µ as 27

µ =
1− µ
1 + µ

. (2.52)

Also de�ne the mean match surplus as

S̄ ≡
∫

max{S(j), 0}dF (j). (2.53)

Substitute optimal searching (2.49) into the de�nition of aggregate searching (2.4).

After using �rm match rates (2.50), the de�nition of market tightness (2.6), some

rearranging, and the de�nition of µ (2.52), we obtain a closed-form expression for

aggregate searching in terms of state variables:

V = 1 [U > u]U
[(

m(1− τ)

κ

)
σS̄

U/n

] 1+µ
2

. (2.54)

As long as U > u, aggregate searching, V , strictly increases with unleased acreage,

U , as well as aggregate match surplus, S̄. The de�nition of market tightness, equa-

tion (2.6), implies that

θ = 1 [U > u]

[(
m(1− τ)

κ

)
σS̄

U/n

] 1+µ
2

. (2.55)

Just as �rms' co-states re�ect future paths, not contemporaneous state values, fu-

27The following facts are useful:

µ =
1− µ
1 + µ

=⇒ µ+ µµ = 1− µ =⇒ µ(1 + µ) = 1− µ =⇒ µ =
1− µ
1 + µ

Also note that

1 + µ = 1 +
1− µ
1 + µ

=
(1 + µ) + (1− µ)

1 + µ
=

2

1 + µ
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ture market tightness, not current market tightness, will tend to increase landowners'

opportunity cost of selling, V u, and, hence, the price that landowners receive and

their share of the �rms' lease-valuation. We can see this most easily by substituting

landowners' match rates into equation (2.47) and focusing on the de�nition of V u

during the period of active leasing (t ∈ [0, T0]):

V u(t) = eρt
∫ T0

t

e−ρs
(
τmθ1−µ E[max{S(j), 0}]

)
ds.

We can also see how large expected match surpluses in the future, E[max{S(j), 0}],

will tend to increase the current value of V u. Of course, when V u(t) is large relative to

�rms' lease-valuations, the surplus S(j) mechanically shrinks because of its de�nition

in (2.9) as S(t; j) = ψa(t; j)−V u(t). Thus, high opportunity costs of leasing for current

landowners indicate that subsequent landowners are also capturing a signi�cant share

of �rms' values.

Taking a growth rate of the reduced-form equation for market tightness 2.55,

substituting in the growth rate of equation (2.3), which is σ̇
σ

= u̇
u
An

u−An , and using the

fact that 1− An
U−An = U−2An

U−An yields

(
2

1 + µ

)
θ̇

θ
=
σ̇

σ
+

˙̄S

S̄
− U̇
U

=
˙̄S

S̄
+
−U̇
U

(
U − 2An

U −An

)
. (2.56)

As the equation makes clear, the growth rate of market tightness depends on the

growth rate of aggregate surplus and the (negative) growth rate of unleased acreage

(recall that U̇/U ≤ 0 ∀t). When cA = 0, equation (2.48) implies that match surplus

increases faster than the rate of interest during active leasing ( ¯̇S/S̄ > ρ). This
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increasing term will, in turn, imply increasing market tightness: �rms increase search

e�ort as their share of the match surplus increases.

The rate of decrease in the quantity of unleased acreage has an ambiguous e�ect

on market tightness. When most of the shale is unleased and U � 2An, the term in

the parentheses and thus the second term in equation (2.56) will be positive as well:

most matches are with a seller so that σ ≈ 1. However, once non-sellers make up more

than 50% of the remaining acreage, An ≥ 0.5U and decreasing returns to searching

kick in. Now the increasing returns to scale in the (e�ective) matching function keep

�rms from searching and drive market-tightness back down. Note that if cA = 0 and

there are no non-sellers (An = 0), then market tightness increases monotonically. If,

in addition, u = 0, then market tightness will asymptote to in�nity.28

To obtain a reduced-form equation for equilibrium leasing for each type j, begin

with the �rm's leasing rate (2.15). Then substitute in optimal searching (2.49) and

equilibrium market-tightness (2.55). After some algebra and using the de�nition of µ

(2.52) we obtain reduced-form equations for type-speci�c and aggregate equilibrium

leasing when U > u. Aggregate leasing �ows can be obtained by using the de�nition

of aggregate leasing (2.1):

Ȧ(j) = (mσ)1+µ

(
1− τ
κ

)µ( U
S̄n

)1−µ

max{S(j), 0}

Ȧ = nµ(mσ)1+µ

(
1− τ
κ

)µ
U1−µS̄µ.

But for the presence of non-sellers, leasing would be a constant returns to scale

function of unleased acreage, U , and the aggregate match surplus, S̄. However, equi-

28Alternatively, �niteness of market tightness is ensured when the aggregate matching function
exhibits su�ciently increasing returns to scale in unleased acreage, U .
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Figure 2.11 : Leasing vs drilling (physical exhaustion)

librium leasing exhibits increasing returns to scale in U because of σ. The equation

for Ȧ shows how, as available acreage is leased, decreases in U and σ depress leasing

despite a possibly increasing surplus. This is even clearer when we examine the rate

of change in aggregate leasing (again, using the de�nition of σ (2.3)):

Ä
Ȧ

= (1− µ)
U̇
U

(
U + 2µ

1−µA
n

U −An

)
+ µ

˙̄S

S̄
.

Unleased acreage is always non-increasing, e.g., U̇ ≤ 0, which provides a drag on

aggregate leasing, Ȧ. The term
(
U + 2µ

1−µA
n
)
/ (U −An) is due to σ, and when the

quantity of unleased acreage is large at t = 0, it is closer to 1. As U → An, however,

the term goes to ∞, driving Ȧ to zero as acreage is depleted.

To illustrate these dynamics, I simulate the equilibrium path of a shale boom

with physical depletion of resources, oil�eld services �rms, no learning or knowledge
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spillovers, and a unit measure of homogenous operators.29 Figure 2.11 shows the paths

of the stocks and �ows of leasing and drilling (A andW in the top pane, and w and Ȧ

in the bottom). The dashed, vertical line marks the time t = T0 at which leasing stops

because we reach the minimum unleased acreage threshold and the leasing market

shuts down when U(t) = u. The plot shows that �rms race to accumulate a leasing

position, even though they wait a signi�cant amount of time before drilling. Because

�rms are atomistic, they can individually acquire any quantity of leases before t = T0;

however, it is not optimal to delay leasing to match drilling because time-consuming

searching in a tight market would be very costly. The high rates of leasing compared

with low rates of drilling resemble this qualitative feature of actual Eagle Ford leasing

and drilling rates shown in Figure 2.5a.

Figure 2.12 focuses on the details of the leasing market. The top panel shows

the variables relevant to the bargaining problem: �rms' valuations, ψa, landowners'

opportunity cost, V u, and the price, pa. The three are quite close together at the

outset, growing at or near the discount rate, ρ. In fact, the present values graphed in

the second panel show that the �rm's lease valuation remains constant in present value

terms throughout the process. This is the leasing-counterpart to the Hotelling rule

for optimal extraction. During the initial period, landowners appear to be capturing

a large share of �rms' lease valuations. The slower (and eventually negative) growth

29Unless otherwise speci�ed, all numerical simulations use a version of the model that eliminates
any learning or heterogeneity, includes oil�eld services, and sets the mass of �rms to one. Simulations
are done using the method of reverse shooting (Judd 1998, Ch. 10). This involves searching over
terminal stocks of leasing and capital as well as boundary times T0 and all but one of the terminal
drilling times {Tj}J{1} such that stocks all hit their starting values. I used MATLAB's ode45 solver
to integrate the ODEs backwards from t = T to t = 0. Due to the nonlinearity of the model,
tight integration tolerances (10−12) were required. Though the simulations were quite sensitive to
starting values, I was able to hit all target initial conditions within 10−4 (with the exception of
the heterogneous types case, which I hit within 10−3). I did not �nd alternate values for terminal
co-states that satis�ed initial conditions, suggesting that the optimal path is unique.
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in landowners' opportunity cost is due to the fact that the passage of time reduces a

landowners' likelihood of capturing a high share of �rms' values.

The second panel shows that negotiated lease prices and landowners' opportu-

nity cost of leasing are strictly falling in present value terms, despite having a peak

in current-value terms. This illustrates how landowners who lease at the beginning

of a boom obtain the highest share of rents (barring unexpected technological im-

provements). The di�erence between ψa and V u, the match surplus (S), increases

monotonically.

The third panel of Figure 2.12 shows that a widening surplus and decreasing

quantity of unleased acres �rst leads to increasing market-tightness. Firms' return to

searching decreases as they �nd it increasingly hard to locate selling landowners. This

causes the rate of searching to drop faster than the rate at which unleased acreage

shrinks, and market tightness falls. Once U reaches u, matching stops, and leasing

market shuts down. Finally, the fourth panel in Figure 2.12 shows that the aggregate

leasing rate, Ȧ, strictly falls over time.

2.6.2 Analysis of drilling

As explained earlier, the link between the value of leases and �rms' resource extraction

problem is solely via the path of the co-state ψa(t; j), regardless of whether depletion

is physical or economic. Furthermore, ψa(t; j) is entirely determined by the terminal

co-state ψwT (j), the time of depletion, Tj, and the decrease in drilling costs due to

the marginal lease purchase, pccA.

The price of drilling services a�ects landowners by changing �rms' optimal ex-

traction rate and, therefore, the depletion time. If having a larger lease portfolio

reduces costs, it also a�ects the cost reductions provided by the marginal increase in
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the �rm's stock of acreage. Capital markets can a�ect landowners via the price of

drilling services.

We now make some assumptions on the functional forms of operators' drilling costs

and the oil�eld services production function that allow for further characterization

of the equilibrium path of drilling. Assumption 2.6.3 puts more structure on the

way state variables a�ect drilling costs. It allows us to separate out the e�ects of

heterogeneity, depletion, learning-by-doing, and knowledge spillovers while remaining

�exible. Similarly, Assumption 2.6.4 imposes a Cobb-Douglas production function

that allows for a convenient characterization of the price of oil�eld services.

Assumption 2.6.3. The drilling cost function has the form

c(w,A,W,W ; j) = ϕ(j)E(w)G(A,W )D(W )D(W). (2.57)

Also, 0 < ϕ(j) <∞ ∀j, and the component functions have the following character-

istics to ensure the convexity of c(·): E(0) = 0, E ′, E ′′ > 0, and limw→∞E
′(w) =∞;

GA, GAW ≤ 0, GW , GAA, GWW ≥ 0, and G(A, 0) = 1 ∀A > 0; D(0),D(0) ≥ 1,

limW→∞D(W ) = limW→∞D(W) = 1, D′,D′ ≤ 0, and D′′,D′′ ≥ 0.

The �rst component of the drilling cost function, ϕ(j), is a type-speci�c productiv-

ity parameter. The second component, E(w), is a convex function characterizing base

extraction costs. The third component, G(A,W ), is a function that may characterize

geological constraints that cause costs to increase as a larger fraction of the �rm's

acreage is drilled. This term is meant to capture economic depletion e�ects. The

fourth component, D(W ), captures private e�ciency gains from learning-by-doing.

The �nal component, D(W), captures industry-wide knowledge spillovers (like an

industry-wide learning-by-doing e�ect). Though the functions D(·) and D(·) may be
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identical, only the �rst will directly a�ect the �rms' opportunity cost of drilling and

be internalized; the second will not be internalized.

It will be convenient to de�ne a new time-varying state variable capturing the

e�ect of state variables and type on drilling costs:

N(t; j) ≡ ϕ(j)×G(A(t; j),W (t; j))×D(W (t; j))×D(W(t)).

Now we can write demand for drilling services in terms of the control and a single state

variable: cd(t; j) = E(w(t; j))N(t; j). The FOC for optimal drilling, equation (2.41),

becomes quite simple once time and type-subscripts are dropped:

p̂ ≤ pcE
′(w)N + (−ψw).

We are now in a position to make some qualitative characterizations of drilling

rates and pro�ts immediately before depletion occurs.

Lemma 2.6.1. Drilling is strictly declining before depletion: ∃T dj < Tj such that

ẇ(t; j) < 0 ∀t > T dj . Also, resource rents are strictly positive before depletion:

∃T rj < Tj such that −ψw(t; j) > 0 ∀t ∈ (T rj , Tj).

See Appendix B.3 for a proof of Lemma 2.6.1. We can use the FOC for drilling

to see that the impacts of depletion and learning cannot be too strong as the �rm

depletes its resource base. Di�erentiating the FOC for drilling during periods in which

w > 0 implies that

ψ̇w
pc
− ṗc
pc
cw − cwW Ẇ +

(
−cwAȦ

)
+
(
−cwWẆ

)
︸ ︷︷ ︸

≥0

= cww︸︷︷︸
>0

Ẅ .
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When drilling is decelerating (Ẅ < 0) during t ∈ (T dj , Tj), we require that

ψ̇w
pc
− ṗc
pc
cw − cwW Ẇ < 0.

If the price of services is decreasing (the normal case) because the demand for services

decreases faster than the capital stock as drilling declines, this would further imply

that ψ̇w
pc
− cwW Ẇ < 0. We can then bound both learning-by-doing and depletion

e�ects. The increase of drilling services requirements with respect to an additional

well is cW . It can be either positive or negative depending on whether learning

dominates (cW < 0) or depletion dominates (cW > 0). Should we have that ψ̇w ≥ 0,

which corresponds to economic depletion, then it must be that cwW = E ′[GWD +

GD′]D > 0 and depletion dominates learning, e.g., GWD > −GD′. Should we have

physical depletion so that ψ̇w < 0, then we can bound cW . First ψ̇w < 0 =⇒ cW <

−ρψw. Since −ρψw > 0, this means that cW cannot be too positive, i.e., depletion

e�ects cannot be too strong. Second, cW cannot be too negative. Since cW = cwW
E
E′
,

we can write that ψ̇w
pc

(
E′

E
Ẇ
)−1

< cW . This implies that learning e�ects cannot be

too strong; otherwise, drilling would accelerate.

Extracting oil and gas from shale was made possible by dramatic reductions in

the cost of extraction. The initial shale wells drilled by shale pioneer George Mitchell

were experimental, and some likely resulted in negative accounting pro�ts. Never-

theless, these wells were economically pro�table since the experience they provided

allowed Mitchell to lower the cost of future wells. Firms have continued to innovate,

experiment, and reduce the cost per unit of resource extracted. As discussed in Sec-

tion 2.2.3, a number of researchers have found that much of �rm learning is a private

process, but some knowledge spillovers are also likely present.
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The lemma below shows that, all else equal, private learning accelerates depletion

more than public knowledge spillovers. This is because �rms internalize the present-

value of future cost-reductions when we have learning-by-doing, but not when there

are knowledge spillovers. A lower opportunity cost means it is optimal to drill faster,

and accumulated learning further lowers extraction costs. These two e�ects both serve

to accelerate the time to depletion. The subsequent discussion handles a �George

Mitchell� scenario. It shows that only private learning can lead �rms to drill initial,

unpro�table wells and that these unpro�table wells only happen at the beginning of

the boom before drilling rates crest.

Lemma 2.6.2. Suppose that we have no capital, a unit-mass of homogeneous �rms,

and physical depletion: pc = n = G(A,W ) = 1. Now consider two �rms that di�er

only in whether technological progress is through internalized learning-by-doing or

industry-wide knowledge spillovers. Then the �rm that internalizes its costs starts

drilling faster and depletes its resource �rst.

The proof of Lemma 2.6.2 is in Appendix B.3. The fact that the two �rms dif-

fer only in whether they internalize the cost reductions from learning implies that

their terminal rents, −ψwT , are identical. Thus, the only di�erence in �rms' lease-

valuations, ψa(t), will be due to their time of depletion. Since the �rm that internalizes

learning �nishes �rst (shown in the lemma), its lease-valuations are higher. This im-

plies that the landowners in this world receive a higher price for their acreage. It will

also translate into a tighter leasing market. Note that if n is large so that industry-

wide experience accumulates very quickly, the knowledge-spillover �rms may �nish

drilling �rst, and the lemma may not hold.

Lemma 2.6.3. For drilling unpro�table wells to be optimal, learning-by-doing must
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have a private component

The proof of Lemma 2.6.3 is in Appendix B.3. Intuitively, learning through purely

public knowledge spillovers can never induce �rms to drill unpro�table, experimental

wells to accelerate learning because they do not internalize the economic bene�ts of

doing so.

Lemma 2.6.4. Suppose that �rms �nd it optimal to drill unpro�table wells for some

period of time, and that pc ≥ 1 and ṗc ≤ 0. Then −GD′ > 0 and ẇ > 0.

First, this requires that technological progress is, in large part, through private

learning-by-doing. Second, learning e�ects must be dominating depletion e�ects at

the beginning of a shale boom as oil�eld services �rms accumulate capital.

Proof. Unpro�table wells imply that ψw ≥ 0. Lemma 2.6.1 implies that there exists

some time T rj < Tj such that ψw < 0 ∀t > T rj . Continuity of ψw and the existence

of unpro�table drilling implies that ψw(T rj ; j) = 0. Continuity of pc, the fact that

c(·) is twice di�erentiable, and the co-state transition equation (2.34), imply that we

must have cW < 0. Assumption 2.5.3 implies that cW < 0 ⇐⇒ −GD′ > GWD ≥ 0.

Di�erentiate the FOC for drilling, equation (2.41), to get

− ṗc
pc
cw +

cW
E︸︷︷︸
<0

[
E

pc
− E ′Ẇ

]
+
(
−cwAȦ

)
+
(
−cwWẆ

)
︸ ︷︷ ︸

≥0

= cwwẄ .

If prices are high (pc(T
r
j ) ≥ 1) but not rising (ṗc(T

r
j ) ≤ 0), then the assumption that

E(0) = 0 plus convexity implies that 0 ≥ E(Ẇ ) + E ′(Ẇ )(0 − Ẇ ). Then cww from

Assumption 2.5.3 implies Ẅ > 0.

Figure 2.13 shows numerical simulations of three di�erent scenarios: no learning,
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Figure 2.13 : Simulation: no learning, purely private, and purely public learning

purely private learning-by-doing, and public knowledge spillovers.30 The dashed line

in the middle pane marks the time at which pro�ts from drilling turn positive in the

private learning world. The need to learn slows down initial drilling, which helps

smooth the initial ramp-up in drilling and helps the model match the qualitative

dynamics we saw in Eagle Ford drilling. Additionally, we can see that private learning

accelerates drilling and depletion, and this raises lease prices modestly relative to the

public knowledge-spillovers case.

30Learning is modeled as a process of reducing cost in�ators D(W ) ≥ 1 and D(W) ≥ 1. The
no-learning scenario simply sets D(W ) = D(W) = 1, which is what the cost-in�ators asymptotically
approach as W or W get large.
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2.6.3 Oil�eld services and capital

In Section 2.6.3, we consider the oil�eld services sector and the role of long-lived

capital. First, we will see that in a simple model with no learning, drilling hits its

maximum at t = 0 and then declines monotonically. This clearly did not happen in the

Eagle Ford shale, as shown in Figure 2.5a. Instead, drilling has ramped-up gradually.

Including an oil�eld services sector that must accumulate long-lived, inelastically-

supplied capital can help smooth out the boom-and-bust cycle in a depletable resource

model. Like learning e�ects, this allows the model to better match the qualitative

dynamics of Eagle Ford drilling.

I parameterize the inverse supply curve in a simple manner that allows us to

di�erentiate the e�ect of the level and elasticity of the price of capital. A more

elastic capital market will translate into lower drilling costs, faster depletion, and

higher lease prices. Operators in the Eagle Ford shale bene�ted from (1) pre-existing

midstream infrastructure (capital) that lowered the cost of transporting resources to

the coast, and (2) an elastic supply of drilling capital, since this could be constructed

or moved from other parts of the country relatively easily. Both factors have increased

the pro�tability of shale. The feasibility of shale development in other countries like

Mexico, Argentina, and China will be greatly in�uenced by the availability of the

capital and transportation infrastructure required for shale development.

Assumption 2.6.4. The drilling services production function is f(L,K) = L1−αKα,

and α ∈ (0, 1).

Assumption 2.6.4 implies that labor demand and its derivatives are:

L =

(
cs

Kα

) 1
1−α ∂L

∂cs
=

1

1− α

(
cs

K

) α
1−α ∂L

∂K
= − α

1− α

(
cs

K

) 1
1−α

.
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The FOC for labor demand by oil�eld services (2.44) and the capital co-state equation

(2.46) then imply

pc =
pl

1− α

(
cs

K

) α
1−α

(2.58)

ψ̇k = −pl
α

1− α

(
cs

K

) 1
1−α

+ (ρ+ δk)ψk. (2.59)

Assumption 2.6.5. The inverse supply curve of capital is pk(I) = p̄k exp {I/η}

where ∞ > p̄k, η > 0.

The assumption on the supply curve of capital breaks its price into two compo-

nents: a base price, p̄k, which corresponds to zero capital purchases, and a price

elasticity, 1/η. The FOC for oil�eld services capital investment, equation (2.45), im-

plies that capital is demanded until its price equals �rms' value of capital: pk(I) =

ψk. Market clearing, equation (2.29), implies that investment is i = p−1
k (ψk) =

η log (ψk/p̄k) and that the law of motion for capital is

K̇ = η log (ψk/p̄k)− δkK.

The top panel of Figure 2.14 shows labor, capital stocks, and production of oil�eld

services �rms. All three increase initially and then fall. The price of drilling services,

which is a monotonic transformation of the labor�capital ratio, falls in every period,

though it seems to spend a good portion of the shale boom in a moderate range.

Falling prices for oil�eld services allow operators to sustain higher levels of drilling

for longer, even as the opportunity cost of drilling rises. The bottom panel shows

investment, i, net investment, i − δkK, and the change in the labor force, L̇. First,

note that high levels of investment are necessary to sustain capital stock levels, even
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when they are declining. Second, and perhaps more striking, is to note the dramatic

changes in the size of the labor force in oil�eld services. Hiring rates are extremely

high near t = 0. However, reductions in the labor force begin even before drilling

peaks, and continue for well over half of the life of the shale play. These rapid changes

are consistent with the strong nation-wide ramp-up in hiring by oil�eld services that

coincided with the early years of the shale boom (see Figure 2.8). They also imply,

however, that employment in oil�eld services could vary widely over the lifetime of

a play�much more than capital or drilling rates, even absent randomness in the

resource price.

To illustrate the e�ect that oil�eld services and its long-lived capital have on equi-

librium dynamics, we consider two models where the only di�erence is the presence of

the oil�eld services sector. For both, suppose that there are no depletion or learning

e�ects: c(w,A,W,W ; j) = E(w), implying that G(A,W ) = D(W ) = D(W) = |J | =

ϕ(j) = n = 1. In the model without capital, assume p̄c = 1
T

∫ T
t
pc(s)ds, where pc(t)

is determined in the model with capital. Since there is no learning, cW = 0. Positive

drilling rates require that the drilling co-state is negative, ψw(t) < 0, which means

its derivative is also negative: ψ̇w(t) = ρψw(t) < 0. Di�erentiating the drilling FOC

with respect to time for any type implies that

ψ̇w = ṗcE(w) + pcE
′(w)ẇ < 0.

Without capital ṗc = 0. The fact that drilling is decreasing with time, ẇ < 0, follows

immediately. However, if we allow for an endogenously determined price of services,

this is no longer necessarily the case. Di�erentiating equation (2.58) with respect to
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time implies that the change in the price of services is

ṗc = pc
α

1− α

[
ċs

cs
− K̇

K

]
.

Market-clearing for the services industry implies that cs = E(w) and ċs = E ′(w)ẇ.

Using this fact, substituting in ṗc, and some algebra yields the following inequality:

ψ̇w =
pc

1− α

{
E ′(w)ẇ − αK̇

K

}
< 0.

Now consider t = 0. When capital is very small, oil�eld services �rms will purchase

more, making the capital stock growth rate very large. Since the rate of change in

the drilling co-state, ψw, is �nite and negative, a small initial capital stock, K0, will

be associated with an increasing initial drilling rate: ẇ(0) > 0. This implies that

drilling does not hit its maximum at t = 0, so the presence of capital smooths out

the boom. If capital is cheaper (p̄k is smaller) or the market is more elastic (η is big),

we should expect the capital stock to grow faster, and drilling to increase faster. Of

course, if there is a large quantity of capital at t = 0 and the capital growth rate is

either small or negative, then rate of drilling can also be decreasing: ẇ(0) < 0.

Figure 2.15 compares the simulation of drilling rates and the price of oil�eld

services in the baseline model with capital (also shown in Figures 2.11, 2.12, and

2.14) with a model that removes oil�eld services and its long-lived capital. The plot

shows how high initial prices for oil�eld services due to low initial capital stocks slow

initial drilling. In contrast, when long-lived capital does not function as a brake,

drilling immediately hits its maximum and declines thereafter. Figure 2.5a shows

how drilling in the Eagle Ford has a smooth start; it does not have the meteoric

takeo� consistent with the no-capital case.
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2.6.4 Heterogeneity in �rms

To make the model more tractable (analytically and computationally) when capital

and heterogeneity are present, I assume that base extraction costs have a very simple

functional form and that depletion is physical. I provide some intuition about the

qualitative relationship between the paths of aggregate drilling rates and the capital

stock. Then, I provide a simple result that shows how heterogeneity in costs a�ects

lease prices and portfolios across �rm types.

Assumption 2.6.6. Drilling costs are quadratic: E(w) = w2

2
and G(A,W ) = 1.

Assumption 2.6.6 guarantees that we have physical depletion, and it makes an-

alytical characterization of the equilibrium path straightforward since E ′(w) = w.

Additionally, since the marginal cost of drilling no wells is zero, it means �rst that

−ψwT (j) = p̂(j) and second that we can ignore non-negativity constraints on drilling

since they never bind. Finally, the term N(t; j) only captures heterogeneity and
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learning, and it is weakly decreasing over time since D′ ≤ 0,D′ ≤ 0 =⇒ Ṅ
N
≤ 0.

Aggregating over �rm's optimal drilling (given prices) implies that the price of drilling

services, pc, must satisfy

cd = (pc)
−2n

2

∫
(p̂+ ψwj)

2

N(j)
dF (j).

As we would expect, demand for services decreases with price. With the particular

functional form of E(·), technological change implies N decreases, thereby increas-

ing demand for drilling services. Using market-clearing in the services sector, equa-

tion (2.28), and substituting services demand into the FOC for the service production,

equation (2.58), implies that

(pc)
1+α
α =

(
pl

1− α

) 1−α
α n

2

∫
(p̂+ ψw)2

KN(j)
dF (j).

The equation shows that increases in the capital stock reduce the price of services,

but learning increases the price because it accelerates drilling. The growth rate of pc

will be

ṗc
pc

=
α

1 + α

∫ [
− K̇
K

+ 2 ψ̇w(j)
p̂(j)+ψw(j)

− Ṅ(j)
N(j)

]
(p̂+ψwj)

2

KN(j)
dF (j)∫ (p̂+ψw)2

KN(j)
dF (j)

.

The term ψ̇w(j)
p̂(j)+ψw(j)

captures the idea that increasing resource rents (due to ψ̇w < 0)

correspond to falling drilling rates and, hence, demand for services. As the opportu-

nity cost of drilling, −ψw(j), grows in magnitude to p̂(j), the numerator is increasing

as the denominator goes to zero. This causes the fraction to asymptote to −∞ and

drives pc towards zero. We should expect that the capital stock decreases (K̇ < 0) as

we approach the end of the shale, serving to mitigate the price impact of the decrease
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in demand for services. Since capital has positive scrap value (pk(−KT ) > 0), oil�eld

services �rms shouldn't need to reduce ending capital stocks to zero. That means the

cessation of drilling e�ect, ψ̇w(j)
p̂(j)+ψw(j)

, can cause the price of services to keep falling

even as capital is sold o� at the end.

The aggregate drilling rate and its second derivative will be

Ẇ =

∫
p̂(j) + ψw(j)

pcN(j)
dF (j)

Ẅ =

∫
w(j)

[
ψ̇w(j)

p̂(j) + ψw(j)
− Ṅ(j)

N(j)

]
dF (j)− Ẇ ṗc

pc
.

Under the assumption that learning e�ects are minor, so that Ṅ/N ≈ 0 at any point

drilling crests (Ẅ = 0), the fact that ψ̇w ≤ 0 means that the price of drilling services

is still falling (ṗc/pc < 0). Using the production function and the FOC for labor

demand, equation (2.58), we can see that the price of drilling services is related to

the capital-labor ratio as

pc =
pl

1− α

(
K

L

)−α
=⇒ ṗc

pc
= −α

˙(K/L)

K/L
.

This makes it clear that when drilling crests and learning e�ects are minor, the capital-

labor ratio is still rising. Furthermore, the capital stock must also still be increasing.

Nevertheless, if learning e�ects are very strong, capital may crest before aggregate

drilling does.

Lemma 2.6.5. Suppose that �rms are di�erentiated in costs but not initial production

rates: ϕ(j) 6= ϕ(j′) ∀j 6= j′ and q0(j) = q0(j′) ∀j 6= j′. Also suppose that there is

no private learning-by-doing: D(W ) = 1. Then the more e�cient �rms �nish drilling

faster and have a bigger lease portfolio.



86

The proof on Lemma 2.6.5 in Appendix B relies on the fact that �rms' terminal

rents must be the same when each physically depletes its resource because Assump-

tion 2.6.6 means that E ′(0) = 0. The only way one �rm can lease (and drill) more

than the other, is if it values the land more highly than the other, which implies it

�nishes drilling �rst. This must also be the more e�cient �rm. If �rms di�er on the

amount they produce but not on costs (and there are no learning or depletion e�ects),

the more e�cient �rm does not necessarily �nish �rst. In fact, in later simulations,

I �nd that the more productive �rm purchases more land and �nishes drilling later.

These results suggest that increasing well productivity and increasing cost e�ciency

may have distinct e�ects on the time-to-depletion.

Figure 2.16 depicts stocks and �ows of leases under heterogeneity in IP rates,

q0(j), and the cost parameter, ϕ(j). These correspond to the left and right columns,

respectively. Heterogeneous parameters are set so that their mean is the same as the

baseline case. When costs are changed, the low-cost �rm does �nish drilling slightly

earlier, consistent with theory. This requires the �rm to drill at a higher rate. The

di�erence in drilling times is only very slight, meaning leasing-valuations are very

similar, but this still induces a substantial di�erence in the size of their total lease-

portfolios. When IP rates are di�erent, the more productive �rm more because its

lease-valuations are bigger, while it also drills at a higher rate. However, the �rm also

takes longer to deplete its stock of leases.

2.6.5 Competition

I do not provide an analytical characterization of the relationships between the num-

ber of �rms, entry costs, and the path of the equilibrium. However, simulations

show that these relationships tend to behave as expected: more competition increases
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prices, increases leasing and drilling rates, and decreases the value of being in the mar-

ket. Part of the increase in lease prices has to do with tighter markets due to the

larger mass of �rms, and part is due to the fact that earlier depletion times raise

lease-valuations because terminal valuations are discounted less. Figure 2.17 shows

lease stocks, lease-prices, aggregate drilling rates, and the value of entering the market

for n = 1, 2, 5 and, for the last plot only, n = 10. We can conclude that, as expected,

more competition is good for landowners, makes the shale boom more extreme, and

reduces operator pro�ts.
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2.6.6 Simulation of a price drop

Since oil prices dropped more than half in late 2014, Figure 2.18 simulates an unex-

pected 50% price drop midway through leasing in a shale. The simulation resembles

the dynamics in the Eagle Ford post-2014. In the simulation, lease prices drop signif-

icantly because lease valuations do (due to both the fall in p̂ as well as the increase

in Tj). They also drop because of the decline in future market tightness θ. Though

royalty rates do not appear to have dropped dramatically in response to prices in the

Eagle Ford (see Figure 2.4), we should remember that the royalty contracts we see

empirically still pass on the price drop directly to landowners. The royalty rates also

do not include the up-front payments, which may have also declined

Leasing and drilling rates do drop in the simulation, but to a much lesser degree

than lease prices. The smaller drop in drilling and leasing is due to the fact that both

lease prices and oil�eld services prices drop. In the simulation, the price of oil�eld
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services drops by about a third. Figure 2.9 shows that they dropped a similar amount

in practice after the 2014 crash in oil prices. Labor in oil�eld services plummets in

the simulation, just as Figure 2.9 shows it did during the 2015�2016 period. In the

model simulation, declining drilling rates correspond to operators' increasing marginal

productivity. In light of this result, the counter-cyclical increase in wages in the oil

extraction sector following the drop in prices shown in Figure 2.9 is not so surprising.

2.7 Conclusion

To my knowledge, this is the �rst paper in the depletable resource literature to model

lease prices in a decentralized, dynamic equilibrium framework. The mineral rights

market is modeled as a gold rush: mineral rights give �rms the right to a share of

resource rents, and because searching for mineral leases is costly and time-consuming,

�rms race to search early on while it is less costly to do so. This means that the

drilling delay that we have seen in shale in practice plays might be thought of as an

acceleration of leasing rather than a delay in drilling. This explanation contrasts with

a real options explanation that requires stochastic prices to generate such a delay. The

model also explains how di�erences in operators' drilling productivity naturally drive

di�erences in leasing rates and, hence, the sizes of lease portfolios. Lowering barriers

to entry increases competition, driving up lease prices and hastening the exhaustion

of leases and drilling.

Many papers studying mineral leases focus on asymmetric information between

lessors and lessees. I focus instead on the dynamic tradeo� between a �rm's current

o�er with a future one at an unknown date, which may or may not come. Lease

prices are determined by the future paths of �rms' valuations and the arrival rates of

�rms to landowners. At the opening of the shale play, landowners have many future



91

opportunities to lease their minerals and can command a larger share of the resource

rent. However, they know that leasing will slow and �nally stop at some point. As

this happens, they have less leverage. Because �rms' values for leases incorporate the

entire future path of their drilling rates, costs, and technology, lease prices also do so.

This provides a theoretical justi�cation for why it may be rational for landowners to

lease their minerals at the beginning of a boom instead of waiting for higher prices

in the future. Though the model predicts that lease prices drop as the leasing period

comes to a close, we have by no means seen the very end of leasing in any of the U.S.

shale plays, so we have no data on end-of-shale lease prices.

A secondary contribution of this paper is to modify the classic Hotelling (1931)

model in a such a way that it can qualitatively match and explain more of the observed

dynamics of the oil and gas industry. As Anderson, Kellogg, and Salant (2016)

point out, the Hotelling model has lost favor in recent years because its predictions

do not seem to square with the empirical reality. However, as this paper shows,

these criticisms apply only to a very simplistic Hotelling model. Once more realistic

features, such as the e�ects of depletion on costs, learning, and an oil�eld services

sector that uses long-lived capital are added, many features of the industry can be

seen as consistent with forward-looking dynamic optimization, which is the basis of

the �Hotelling� approach. For example, I show that at the beginning of a shale boom,

a competitive oil�eld services sector starts accumulating long-lived capital to reduce

the price of its services. An increasing capital�labor ratio translates into lower short-

run marginal costs and lower prices for oil�eld services, allowing drilling to accelerate

and be sustained higher levels of drilling for longer. When I simulate a 50% drop in

the price of the resource to mimic the 2014 drop in the price of oil, though drilling

does drop, we also see that landowners and oil�eld services �rms share in the pain. In
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both the simulation and empirical data, in fact, we see that labor and prices in oil�eld

services drop sharply. This allows operators to continue drilling at a moderately lower

level instead of the industry experiencing an even more dramatic drop.
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Chapter 3

Learning Where to Drill: Drilling Decisions and

Geological Quality in the Haynesville Shale1

3.1 Introduction

Since the mid 2000s, the combination of horizontal drilling and hydraulic fracturing

has spurred a boom in U.S. oil and gas production. Most of this new production comes

from unconventional shale resources, which have a very di�erent geology and require a

di�erent production process compared to conventional hydrocarbon resources. Over

time, the average productivity of new unconventional wells has steadily increased.

Some of the increased productivity is due to �rms learning about how to drill. This is

the focus of the EIA's Drilling Productivity Report,2 industry analysts who carefully

follow the latest trends in drilling and completion practices, and a recent academic

study by Covert (2015). Shale plays are heterogeneous, however, and possess �sweet

spots� that yield higher production per well. The payo� to drilling a well therefore

also depends in large part on the geological characteristics of well's location, not just

the �rm's engineering decisions about drilling and completion. Thus, some of the

observed productivity gains may also be due to �rms learning where to drill.

1This paper was previously circulated as �Drilling to Learn: Information, Royalty Rates and
Drilling Decisions in the Haynesville Shale.� Special thanks to Edward B. Poitevent II (Stone
Pigman Walther Wittmann L.L.C.), Silas Martin (Drillinginfo), Cullen Amend (Encino Energy),
Jim McBride (QStar LLC), Gregory B. Upton (LSU), Ryan Kellogg, Thomas Covert (University
of Chicago), Peter R. Hartley, Xun Tang, Kenneth B. Medlock III, Mahmoud El-Gamal, and Nick
Frazier (Rice). Thanks also to Drillinginfo and the Center for Energy Studies at LSU for providing
key data on the Haynesville.

2https://www.eia.gov/petroleum/drilling/

https://www.eia.gov/petroleum/drilling/
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While �rms have prior beliefs about the geological characteristics of a location be-

fore they drill it, they cannot know for certain what those characteristics are without

drilling. Drilling an initial, exploratory well resolves some of this uncertainty. It thus

gives �rms better information before deciding whether or not to exercise the option

to continue drilling additional wells after they learn a location's geology.

Whether learning is primarily about how versus where to drill has important

implications for the long-term domestic supply of hydrocarbons extracted from shale

resources. The extent to which �rms can learn about where to drill depends on

the precision of their initial information about geology. If �rms have very precise

knowledge about the geology of a location before drilling, there can be little learning

about where to drill. A greater share of production to date will have come from

the very best locations. This will exacerbate the e�ect of depletion on mean well

productivity as discussed by Smith (2017). Long-run marginal extraction costs will

rise faster as �rms must move to exploiting lower-quality deposits. Furthermore, with

more future U.S. shale production based on lower-quality deposits U.S. supply will

become less elastic over time. This in turn has implications for the ability of the U.S.

to replace OPEC as the world's new �swing producer.�

In contrast, if �rms do not have precise information about geology before drilling,

then the informational value of an initial, exploratory well is very large: �rms must

actually drill to learn about the geology of an area. The implication is that �rms will

exhaust high productivity areas more slowly since they cannot target these as well.

Thus, paradoxically, the less �rms know about geology before exploratory drilling,

the greater the long-term supply of shale resources.

The precision of �rms' information also has implications for the timing of drilling.

If �rms have have imprecise initial geological information and must learn an area's true
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quality through exploration, the payo� from drilling an initial, exploratory well is both

�nancial and informational. The added informational payo� accelerates exploration.

Again, paradoxically, the less �rms know about geology initially, the more likely it is

that they will undertake exploration and do so sooner. This would imply that when

we observe high initial levels of drilling in a new shale play, some of the initial boom

may be due to informational�not �nancial�payo�s.

To understand the role of learning about geology in �rms' investment decisions,

I study three phases of shale investment in Louisiana's Haynesville shale: mineral

leasing, drilling, and production. Each of these should be impacted by �rms' beliefs

about geology or a location's true geological characteristics. High royalty rates and

accelerated exploration are indicators that �rms have positive signals about an area,

that the informational value of initial wells is high, or both. Realized production

outcomes and �rms' additional in�ll drilling decisions reveal the actual geological

quality of a location. I therefore use outcomes from each of these three stages to infer

the precision of �rms' initial beliefs about geology.

The well data that I use ultimately come from government records. Before drilling,

�rms must acquire the right to explore for and produce oil and gas from mineral

owners. Like real-estate transactions, these mineral lease agreements are recorded by

the government. Oil and gas production are a meaningful source of tax revenue, as

well as a possible source of pollution. Thus, states require �rms to report their both

drilling decisions and the resulting production outcomes.

Descriptive statistics from Louisiana's Haynesville shale reveal three statistical

regularities that suggest �rms have good information about locations before they

drill. First, drilling locations with observably better geology see exploration start

sooner and see more wells drilled. Second, �rms also accelerate drilling in locations
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with higher royalty rates compared to locations with lower royalty rates. This is the

opposite of what we should expect if shale quality were homogenous given that high

royalty rates disincentivize drilling. This fact therefore suggests both that quality

is heterogeneous and that �rm have some idea of where the sweet spots may be.

Third, wells in locations with higher royalty rates produce more natural gas, even

after conditioning on observable geological quality. These three statistical regularities

together suggest that both observable geology and �rm's unobservable priors about

drilling locations carry important information about the geological productivity of

drilling locations. Firms seem to have a fairly good idea about the quality of a

location before they lease or drill it, and royalty rates are indicative of geological

quality. At the same time, initial exploratory drilling is accelerated suggesting that

initial wells have an additional informational value.

To test the precision of �rms' initial information, I estimate a statistical model that

combines leasing, drilling and production. The heart of the model is a dynamic dis-

crete choice model of �rms' decisions to drill, which I combine with statistical models

for royalty rates and monthly natural gas production. The three processes�royalty

rates, drilling decisions, and production�are linked by two unobserved components:

the geological quality of a location and �rms' initial beliefs about this quality. The

estimator uses the Rust (1987) nested �xed point algorithm to maximize a simulated

likelihood that integrates out the unobserved geological quality and �rms' signals.

I am able to identify the distribution of unobserved quality and the parameters

of �rms' drilling payo�s using data on actual production from multiple wells and the

timing of in�ll development drilling. Modeling �rms' decisions to drill in�ll wells

accounts for selection bias in realized production. Royalty rates and the timing of

in�ll drilling both depend on �rms' initial priors about a location's quality. I use data
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on these two outcomes to identify the distribution of these priors under an exclusion

restriction positing that factors a�ecting landowners' characteristics do not a�ect

�rms' drilling costs.

I �nd that �rms' prior information about geology is positively correlated with the

true quality of an area, but is also far from precise. The correlation between the

two is just 0.245. The fact that �rms' priors are not precise means that, despite

advances in geological sensing and modeling, there is still no substitute for actually

drilling a well: �rms must learn by drilling. Firms' imperfect information means

that the average well is less productive than it would be were �rms to have perfect

information. However, learning-by-drilling about geology implies rapid increases in

output per well drilled during the �rst few years of a shale boom. The parameters

I estimate imply that the total increase in the productivity of wells drilled could be

up to 25% if �rms instead had perfect prior information. Firms' incentive to drill

better locations �rst, and the depletability of these locations, imply that the average

quality of the locations drilled over time will fall. While this presents a downside risk

for supply forecasts, the parameters I estimate imply such a decline will be mild: the

average productivity of wells drilled will decline at less that 0.5% per year due to an

inevitable transition from deposits of better quality to ones of worse quality.

3.2 Literature review

Growth of the world economy is driven in large part by productivity advances. Some

productivity advances happen through accumulated experience�a more passive way

of learning�while other advances happen through active experimentation. This lat-

ter process is particularly di�cult to study. We rarely observe �rms' prior beliefs,

their decisions, or the outcomes of particular experiments. Nevertheless, the oil and
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gas industry has been a fruitful setting for economists to study learning of both

forms, despite the contrast between the very tangible output of the industry and the

intangible nature of knowledge.

The primary activity of the upstream oil and gas industry in the U.S. is drilling

thousands of wells every year and producing hydrocarbons from them. Each well is

a costly, irreversible investment, as well as a random trial through which �rms ac-

cumulate experience, knowledge about the production process, and knowledge about

the underlying geology.

The tax-value of oil and gas production means that �rms must report information

about their investment decisions and the resulting production outcomes. Kellogg

(2011) uses data on drilling e�ciency to study the �rst kind of learning: how ex-

perience is accumulated within business relationships. He �nds that much of this

experiential learning is not transferrable between partnerships. Covert (2015) stud-

ies the second kind: learning about the production process. Covert leverages data

on well design decisions, production outcomes, and �rms' information sets in North

Dakota's Bakken shale to test whether �rms fully exploit the information available

to them about the production process. He �nds that they do not; instead, �rms

systematically over-weight the information they themselves generate compared to the

information their partners generate.

A working paper by Levitt (2009) studies the third kind of learning: how �rms

learn about geology, which is also the focus of this paper. Levitt examines a panel of

annual drilling data from the period 1930�1968 in the province of Alberta, Canada.

He models drilling as a sampling process that allows �rms to learn about the geological

productivity of an area. After drilling a well, �rms update their priors and choose

whether to drill more. Levitt's area of study is a very large province, and he divides
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this into 90 approximately 2800 square mile blocks to make the problem tractable.

In contrast to Levitt (2009), I focus on a much smaller area over a shorter time-

span. My setting is Louisiana's Haynesville shale during the 2003�2016 period, a

time span where there is much less technological change. The smaller spatial area

also allows me to use a much denser grid, with around 1300 one square mile cells.

Since each cell is much smaller, its geology will also be much more homogenous. With

smaller spatial units and less variation in geology, I can therefore reasonably assume

that �rms' learning is all completed upon drilling the �rst well: additional updating is

not needed. This simpli�es estimation considerably. The much coarser data used by

Levitt (2009) necessitates much more abstraction in terms of the structure of �rms'

problems. Having access to more detailed data from a more homogeneous sample

allows me to model the structure of the �rms' problem in more detail and use this

for identi�cation.

More generally, dynamic discrete choice models with learning have become more

popular over the last 20 years as advances in computational power have made estimat-

ing them more feasible. Both Ching, Erdem, and Keane (2013) and Aguirregabiria

and Mira (2010) survey a number of these studies. One of the primary di�culties

in estimating these models is that beliefs are an unobserved, serially correlated state

variable that must be integrated out in both the calculation of the integrated value

function (Emax function), as well as the likelihood. Stinebrickner (2000) provides a

detailed discussion of techniques that can be used to approximate these integrals, in-

cluding Monte Carlo simulation, used by Keane and Wolpin (1994) and Norets (2009),

and quadrature, used by Reich (2016). To make the presence of learning tractable, I

assume that �rms are rational Bayesians and that learning only happens once�when

the �rm drills its �rst well. Thus, the unobserved information states consist of one
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prior and one posterior. I use quadrature to solve the �rm's value function and am

able to integrate out priors and posteriors by simulation as Ackerberg (2003) do.

My research is also related to a literature that views oil and gas wells as real

call options. Since prices and geology are risky, the �rm can choose to pay a strike

price (the drilling cost) in exchange for the risky asset (the hydrocarbons). Paddock,

Siegel, and Smith (1988) develop an elegant continuous time model describing this.

Consistent with the theory, Kellogg (2014) �nds robust statistical evidence that �rms

delay drilling when volatility is high. Anecdotally, executives in the industry con�rm

that �rms in the Haynesville�the area I study�have been willing to drill at low

natural gas prices because volatility is quite low, and they expect prices to remain

within a narrow band.

To incorporate the fact that volatility in natural gas prices has not been constant

over time, I allow for regime-switches in volatility. This is a coarser characterization

of volatility than Kellogg (2014), but given the large state-space I consider, allowing

for a �ner characterization of volatility is computationally di�cult.

Muehlenbachs (2015) also estimates a detailed real-options model of �rms' deci-

sions to decommission wells. Rather than detailed modeling of the price process, she

includes detailed data on well-types and reserves. One of the modeling contributions

of Muehlenbachs (2015) is allowing for reserves to to change over time in a stochastic

way due to technology.

In my setting, mineral leases have option value in not only the price dimension,

but also the geology dimension. I allow prices to be stochastic and use the Farmer

and Toda (2016) procedure to approximate the price transition matrix as accurately

as possible. Unlike prices, geological information is not revealed by waiting; �rms

must drill to learn. Thus, greater geological risk accelerates drilling while greater
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price risk slows it. Additionally, I �nd that the positive correlation of royalty rates

with unobserved quality implies that naive real options models that assume exogenous

royalty rates will obtain severely biased estimates for well pro�tability.

There is also a growing literature on the �rst phase of the �rm's investment deci-

sion, namely the decision to lease mineral rights. Private mineral leases are an impor-

tant source of income for regional economies with shale activity. Feyrer, Mansur, and

Sacerdote (2017) estimate that local royalty payments are one and a half times in-

creased wages from oil and gas extraction, and Brown, Fitzgerald, and Weber (2016)

estimate that

in 2014 the six major U.S. shale plays generated a total of $39 billion in

royalties.... more than four times the royalty income received by the Fed-

eral government in the same year (O�ce of Natural Resources Revenue,

2015). In the more rural plays, private royalties rival government transfer

income and swamp total farm program payments.

Despite the importance of this source of revenue, we still have limited knowledge

about what drives royalty rates. Timmins and Vissing (2014) and Vissing (2015,

2016) do provide some evidence about the determinants of the non-pecuniary terms

of mineral rights in Texas' Barnett shale, but do not attempt to model the nature

of the game being played. Vissing (2016) in particular sidesteps this prickly issue by

using a cooperative game framework and assuming lease agreements are the outcome

of a one-to-many matching process. This allows her to remain agnostic about the

exact game being played. In all three papers, the two authors use data on mineral

leases and mortgages to �nd evidence that owners with higher socio-economic status

can extract higher surpluses in the form of costly restrictions on drilling that favor

the landowner. The authors also �nd that �rms with geographic concentrations of
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leases have higher bargaining power and higher valuations for the leases.

These papers are primarily focused on connecting the non-�nancial terms of min-

eral leases to either household incomes or the role of �rms' bargaining power in

determining household-protections in leases. In contrast, I aggregate up from the

individual lease level to the drilling unit. I study how �rms' signals about geological

productivity�not economies of scale or monopoly power�and the terms of mineral

leases shape �rms drilling decisions. In this sense, I address the moral hazard issue

present in selling a mineral lease: set the royalty rate too high, and the �rm will not

drill, but set it too low, and the mineral owner has left money on the table. While the

focus of my paper is on �rms, not households, I leverage the insights of Timmins and

Vissing (2014) and Vissing (2015, 2016), namely that household characteristics in�u-

ence lease outcomes, to form instruments for royalty rates that allow me to overcome

the endogeneity between royalty rates and unobserved geological quality.

A di�erent, and very large literature focuses on sales of oil and gas leases through

auctions, not bilateral negotiations. These are primarily government-held mineral

leases, not the private mineral leases prevalent in shale areas. One of the key results

from the literature on auctions is that by making the total price of the lease contingent

upon contractible, post-sale information about risky or unobserved state variables,

sellers can often increase revenue above what it would be in the case of a cash-only

sale (Hansen 1985; Riley 1988). At the same time, however, the introduction of a

royalty rate reduces a buyers' incentive to invest after purchasing the lease. This

distortion is a form of moral hazard.

Private mineral leases, like government mineral leases, use royalty rates to link

production outcomes to landowners' total payment. However, the sales mechanism

usually di�ers greatly from that used by governments. The latter often implement
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formal auctions with rules that make the parties' incentives and information sets

clear. Much less is known about the market for private mineral rights. Gorbenko

and Malenko (2011), McAfee (1993), McAfee and Vincent (1992), and Peters and

Severinov (1997) consider how competition between buyers and sellers in�uences both

the optimal royalty-rate and the equilibrium royalty rate(s). DeMarzo, Kremer, and

Skrzypacz (2005) show that in informal auctions of real options (those in which the

seller does not make preferences over royalty rates and cash known in advance), all

parties pay cash. Given the DeMarzo, Kremer, and Skrzypacz (2005) result and the

lack of data about several aspects of mineral leasing, I choose model royalty-rate

setting in a reduced-form way.3

3.3 Institutional details

Historically, oil and gas extraction �rms have looked for concentrated deposits of

hydrocarbons that have accumulated over millions of years in porous and permeable

rocks �capped� by impervious layers above that inhibit further migration of gases

and liquids. Porosity refers to the capacity of rocks to hold oil and gas within their

pores, while permeability refers to the ease with which these hydrocarbons can �ow

through the rocks. Deposits like these are generally termed conventional oil and

gas deposits. Firms drill wells that target these geologic structures and extract the

associated resources.

Starting in the early 1980s, a program initiated by the U.S. Department of Energy

3Better modeling of this strategic interaction is a promising direction for future work and could
provide another point of comparison between the revenue-e�ciency properties of bargaining versus
auctions in addition to Bajari, McMillan, and Tadelis (2009). While I choose not to model the
strategic interactions between �rms and landowners, the model in this paper could certainly provide
either a basis for such an exercise, or at least a check on the distribution of payo�s such an exercise
might estimate.
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and involving collaborations with private gas companies led to increased extraction

of natural gas from high porosity but low permeability shales. By the early-to-mid

2000s, natural gas producers operating in the Barnett Shale near Dallas, Texas started

combining two well-known techniques. The �rst technique, hydraulic fracturing or

�fraccing,� involves pumping large quantities of sand and water into a well at very

high pressures. This cracks open the rocks deep inside the well, opening �ssures

through which hydrocarbon molecules can more easily �ow. The grains of sand,

called �proppant,� then hold these cracks open after the water pressure declines. The

second technique, horizontal drilling, involves �rst drilling a well to a certain vertical

depth. The wellbore is then turned approximately 90 degrees so that it can remain

within the same shale layer. Firms can do this very precisely, maintaining a wellbore

in a particular shale layer for many thousands of feet.

In 1998, Mitchell Energy demonstrated that the combination of these two tech-

niques allowed operators to economically extract gas from a di�erent kind of geology

in Texas' Barnett Shale that had been, heretofore, unpro�table to develop. These re-

sources were characterized by porous shale formations that contained large quantities

of organic matter trapped by low permeability that prevented �uid �ow. Long, hor-

izontal wellbores allowed a much greater area of contact with hydrocarbon-bearing

shales. Hydraulic fracturing accompanied by proppant to keep fractures open in-

creased permeability and, thus, the �ow of hydocarbons per area of wellbore contact.

The combination allowed su�cient quantities of natural gas, and later oil, to be pro-

duced so as to make the process pro�table. Rather than targeting the smaller, highly

productive conventional reservoirs, �rms were now able to target entire layers of shale

that for years they had known contained large volumes of oil and gas. Compared to

conventional reservoirs, these formations are less productive per foot of well drilled;
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however, they are expansive, containing a volume of hydrocarbons equal to the best

conventional reservoirs.

In the mid 2000s, the U.S. shale boom came to the northwestern corner of Louisiana,

where the Haynesville shale sits deep underground. Gas deposits that �rms had long

known existed but could not economically produce were suddenly very valuable. The

area had seen limited conventional drilling of shallower formations before, but nowhere

near what the shale boom brought to the area. Firms hustled to acquire rights to

develop these minerals, and in 2008, a �land-rush� (actually, a mineral rights rush)

was on.

Drilling began in earnest a couple of years later, but prices had by then fallen o�

their peak. The fact that �rms would be drilling as prices were falling has two ex-

planations. First, they may have been learning about geology by drilling exploratory

wells. Second, �rms faced �use-it-or-lose-it� deadlines with their mineral leases: un-

less they drilled, their rights to develop minerals would revert to the original mineral

owners.

Production of oil and gas resources has two stages. In the �rst, called �explo-

ration�, companies use geological information to form expectations about whether

a su�ciently large deposit of hydrocarbons is present. If geological indications are

favorable, they drill one or more exploratory wells. If these suggest the location does

hold economically viable quantities of oil and gas, they may choose to enter the sec-

ond phase: development, in which additional in�ll wells are drilled to extract the

hydrocarbons.

In conventional oil and gas formations, �rms face higher geological risk: a con-

centrated aggregation of hydrocarbons in rock of suitable permeability and under

su�cient pressure to allow high �ow rates for a long period of time may or may not
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be present, and it may be large or small. In shale known to have organic matter in

its pores, there is very little risk that no resources will be present. Instead, a par-

ticular area of the shale may have an insu�cient volume of hydrocarbons per unit

of volume, or it might have other characteristics that make hydraulic fracturing inef-

fective. Industry discusses the existence of �sweet-spots� in shale, and Covert (2015)

and Montgomery and O'Sullivan (2017) both demonstrate that there is still a high

degree of spatial variability in geological quality that determines production volumes.

Thus, while a �rm may know the general quality of an area, the high degree of spa-

tial variability means that the �rm may need to drill a well to actually learn enough

to know whether an area's geological characteristics will support pro�table exploita-

tion. That means that an initial well has a potentially large informational�not just

�nancial�value.

Empirically, observed well production is the result of both �rms' well-design deci-

sions as well as their decisions of whether to drill. If �rms know about location-speci�c

indicators of quality that an econometrician cannot observe and tend to drill the most

productive locations (�high-grading� in the parlance of industry), then the impacts of

technology and well-design are not separately identi�ed unless the empirical model

also includes the decision to drill.

Operators can only drill wells that originate on surface locations under which they

hold mineral rights.4 These rights are usually leased from the owners, not purchased

outright. Mineral leases are characterized by a few main parameters. First, they

specify an up-front cash bonus payment, usually on a per-acre basis. Second, they

specify a royalty rate. This is a percentage of production revenues that is paid to

4Special thanks to Edward B. Poitevent II (Stone Pigman Walther Wittmann L.L.C.), Silas
Martin (Drillinginfo), and Cullen Amend (Encino Energy) for assistance with the institutional back-
ground of mineral leasing.
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the mineral owner. While a higher royalty rate can raise the landowner's revenue,

higher royalty rates also reduce the �rm's incentive to drill. Royalty rates in the

Haynesville range from 12.5% to 25%, with more recent leases tending to be in the

20�25% range. The third main component of the mineral lease is the �nite primary

term. During this period of time, usually three to �ve years, the �rm has the right�

but not the obligation�to drill. If the �rm takes no action, the lease expires.5 If the

�rm does drill, the lease is considered to be held-by-production as long as production

in commercial quantities continues (Lane, Freund, and McNab 2015). This (possibly)

perpetual regime is called the secondary term. Thus, in addition to providing revenue

and information, drilling the initial well also gives the �rm a very valuable option

to drill more wells in the future. Lease expirations will serve to accelerate drilling

compared to the case where �rms own minerals outright as there is usually a large

opportunity cost to losing the right to drill in the future.

Historically, oil and gas extraction has been beset by common pool externalities.

Since oil and gas are subject to the �rule of capture� and can migrate through rocks,

�rm A may be able to drain an adjacent �rm's B resources. When such a situa-

tion arises, �rms may extract resources too quickly as they race to drain as much of

the reservior as possible. To resolve this ine�cient behavior, many states�including

Louisiana, the focus of this paper�implemented spacing regulations that limited the

density of wells. States will also designate areas as �drilling units.� In Louisiana, all

�rms with mineral interests in a drilling unit must participate in each well, and only

one �rm can make operational decisions about each well (the �operator�). These reg-

ulatory structures have been in existence for many years and reduce the externalities

5The lease may also give the �rm the right to extend the lease for a certain amount of time,
usually in exchange for a payment equal to the initial bonus.
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that cause over-drilling. Since shale formations have very low permeability, resources

cannot migrate very far, and the wells primarily drain the part of the shale they

and their fractures contact. This characteristic complements the regulatory structure

and means that a �rm with interest in unit B need not fear the possibility that a

competitor with interest in unit A will drain unit B as well.

In the Haynesville, units fall along the boundaries of �sections� de�ned by the

Public Land Survey System (PLSS) grid. The PLSS grid was established in Louisiana

in the 19th century, well before shale production. Sections are approximately one

square mile, or 640 acres. This provides a grid that partitions the Haynesville shale

into uniformly-sized locations where there is only one operator making decisions. This

is a very convenient, predetermined unit of analysis for drilling decisions.

Ownership of mineral rights in most 640-acre sections in Louisiana's Haynesville

shale is generally split among multiple private individuals�not the government.

Firms tend to lease as much acreage in a section as possible to maximize their control

and revenue interest. Mineral owners are paid royalties according to the share of the

producing unit they own. Firms are not are not always able to lease the entire section,

however. Nevertheless, all mineral mineral interests in a section, including unleased

minerals, must participate in each well. After the operator has recovered the cost of

the well, these unleased interests are paid their pro-rata share of wellhead revenue

after costs have been recovered. If the mineral interest has been leased by a second

�rm and is not held by the original owner, the second �rm must actively contribute

its share of the well's costs lest a risk penalty equal to 100 or 200% (depending on

the exact circumstances) of the well's cost be deducted from its revenue interest.6

6In some states, such as North Dakota, risk penalties are taken out of private landowners' revenue
shares as well.
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The original, private owners are not subject to risk penalties. The fact that mineral

owners must be paid even if they choose not to lease would, on the surface, suggest a

strong reason for landowners not to lease. However, the operator controls all informa-

tion and accounting related to the well and its costs. While production is veri�able

from public records, costs are not, making it di�cult for these unleased but drilled

landonwers to ensure they recieve the compensation they should. Furthermore, an

unleased mineral owner will receive no bonus and nothing if the well is not drilled or

the �rm does not declare that the well has �paid out� (e.g., revenues have not exceed

costs). Operators also have strong interests in keeping the share of unleased mineral

interests low, since unleased minerals cut into their revenue shares. Anecdotally, they

tend not to drill unless a large majority of minerals are leased.

While operators can lease minerals directly from individuals, they often employ

third party �land-men� to do so. This is for three reasons. First, acquiring acreage

is a specialized, costly process outside of operators' core business. Leasing minerals

requires determining who the current owners are and verifying that they have title

to the minerals. In Texas, for example, this usually requires tracing the chain of

ownership back to the original Mexican or Spanish land grants using county records.

Additionally, there may be multiple parties who hold fractional mineral interests in

the same location. The landman must sign contracts with all of these fractional

mineral owners. Second, local landmen often have specialized knowledge about an

area. Records of mineral leases must be �led at the local county or parish courthouse,

and these documents rarely, if ever, record the bonus bid. Firms can choose to �le

a �Memorandum of lease� in lieu of the lease itself, and these documents are also

allowed to omit the size of the lease and the royalty rate. A local landman may

know the distribution of lease terms in an area while an out-of-state operator may
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not. Third, by leasing through a third party, a �rm can conceal its identity. This

is important since knowing a �rm's portfolio provides information about the �rm's

beliefs about an area's quality. Sometimes smaller �rms will also acquire portfolios of

mineral leases and sell these to larger operators in exchange for an overriding royalty

on top of what the original mineral owners receive.

3.4 Data

Louisiana's Haynesville shale is a good area to study �rms' investment decisions.

First, the Haynesville is a purely gas play, unlike the Permian Basin or Eagle Ford

shales, which produce oil and gas. The fact that Haynesville wells produce a single

commodity simpli�es modeling. A second, related reason to study the Haynesville is

that the domestic benchmark gas spot price�Henry Hub�is set in Louisiana. That

means Haynesville prices are less a�ected by the time-varying pipeline congestion

that especially a�ects regional wellhead prices in Pennsylvania's Marcellus or North

Dakota's Bakken shales. Third, as discussed previously, the state of Louisiana has

divided the Haynesville into square-mile sections. With only one decision-maker per

section, this makes for a ready-made unit of analysis. Texas does not have such a

ready-made grid, and North Dakota drilling units often overlap each other, making

decisions on separate units no longer independent. Fourth, because of its long history

of oil and gas development, the state of Louisiana provides relatively good data on

its drilling and production.

I �rst discuss the geographic element in my data. My unit of observation is the

PLSS 640 acre (one square mile) section (which I also refer to as a �unit�). The

statistical model I describe in Section 3.6 captures the history of leasing, drilling,

and production on a unit. Assembling this history is relatively complex since it re-
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Figure 3.1 : Wells, leases, and sections

quires merging spatio-temporal datasets measured at di�erent spatial resolutions and

temporal frequencies. Figure 3.1 shows an example of how the leasing and drilling

data �t together. The squares with dark outlines are the original 640 acre sections.

Within each, the faint purple outlines represent the outlines of mineral leases, which

generally fall within section-boundaries. Wellheads (the surface location of the ver-

tical wellbores) are marked by round dots, and these are connected via the purple

line-segments to bottom-holes (the end of the horizontal portion of the well).

The Louisiana Department of Natural Resources (DNR) provides shape�les for

the PLSS grid as well as drilling units in the Haynesville. Since not all sections have

been unitized, the �rst step is to merge the two datasets. These spatial polygons

form the unit of observation. Sections are the larger squares with dark borders in

Figure 3.1.
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Since a shale play is de�ned by its geology, I de�ne the universe of Haynesville

units, leases, and wells using the University of Texas Bureau of Economic Geology

(BEG) study on Haynesville shale geology (Browning et al. 2015). In the study, the

authors use a sample of well-logs from the Haynesville shale to estimate the spatial

distribution of geological fundamentals like the thickness and total organic content.

Using this information they calculate a spatial measure of estimated �original gas in

place� (OGIP). In the paper, they provide a map of the Haynesville shale with OGIP

graded on a 1�10 scale. I limit my sample to units, wells, and leases that fall within

the BEG-de�ned boundary of the Haynesville, and take the BEG measure of OGIP

as a (relatively coarse) measure of geological quality. I spatially merge the Browning

et al. (2015) OGIP estimates with my drilling unit polygons.

I match wells to drilling units by merging on a combination of spatial intersections

and name-matching. The spatial merge involves matching the overlap of units with

the line segments connecting wellheads and bottom-holes. There are no rules for

how �rms name their wells, but many name them by their section, so I also use this

information to merge wells and sections. For all but a very few cases, the name

and spatial merges concur, and I examine the others on a case-by-case basis. This

method of merging is more accurate than using the wellhead location alone since,

as Figure 3.1 shows, the vertical portion of a well may sit in one section when the

horizontal wellbore is actually underneath a neighboring section.

Since my focus is on unconventional production in the Haynesville shale, I need

to exclude wells that do not meet that de�nition. I use data from the Louisiana

Department of Natural Resources (DNR) to determine well locations and whether

wells are unconventional. Of the quarter-million wells in the DNR database, 29,700

fall within the my de�nition of the Haynesville. Speci�cally, I limit my sample to
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wells drilled within the period January 2003�October 2016 that the DNR denotes

as a Haynesville well or a horizontal well. I exclude wells shallower than 8700' or

wells drilled into the shallower Fredericksburg or James Lime formations, as these are

likely to be conventional wells with very di�erent production processes and outputs.

I drop the 558 units in which there is initial conventional drilling from the sample.

This is because I am unable to determine whether these early wells held the entire

unit or not, and they target a resource that is qualitatively di�erent than shale. The

set of wells also includes a number of expired well-permits to drill, injection wells,

and abandoned wells, and I exclude these as they will not hold leases by production.

Additionally, I exclude two dry wells from my sample. Though this introduces a small

bias upwards in production estimates, this is small compared to the more than 1000

wells in my �nal sample, and these dry wells cannot hold leases by production.

I use production information from data-provider Drillinginfo and merge it to wells

using the API number. Though the DNR does report production information, it is

not always cleanly matched to wells. Drillinginfo cleans the raw production data from

the DNR, ensuring that production streams are allocated correctly to wells.

Leasing data come from the data provider Drillinginfo, which provides shape�les

for leases in Louisiana starting in 2002. Lease-boundaries are represented by the

smaller purple polygons with fainter borders in Figure 3.1. Drillinginfo sends em-

ployees to parish courthouses to record information from leases and memoranda of

leases stored therein. The information recorded can, but does not always, include

the identities of the counter-parties and their addresses, the royalty rate, the primary

term, whether an optional extension was speci�ed, the size of the lease, and the shape

of the lease.

Working with the leasing data is challenging for several reasons. Drillinginfo poly-



114

Figure 3.2 : Lease weighting method

gons are always 40 acres or bigger, even for very small leases, and actual acreage is

not reported on many leases. This means that many of the lease polygons represented

in Figure 3.1 are actually stacked on top of other lease polygons. Furthermore, since

leases for fractional interests (mineral interests that are split among multiple people,

such as family members) are recorded multiple times, the total area of leases per-

taining to a section�whether one sums up the area listed on all lease contracts in

a section or the areas of the Drillinginfo polygons�is often greater than the area of

the section itself. Thus, it is not possible to perfectly pair a lease with its net royalty

share of a section. To deal with this, I form a measure of lease-size by downweighting

the area of each lease-polygon such that the total area of all lease�section intersec-

tions is equal to the area of the section. Figure 3.2 shows a simple example of how

parts of the surface area of two hypothetical leases would be weighted so as to avoid

double-counting the areas of lease-intersections.

While most leases seem to fall within a single section, occasionally they cross

section boundaries. I make the very strong assumption that each of these leases has a
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horizontal Pugh clause that implies a well in one section does not hold the portion of

a lease falling outside of that section. Additionally, a substantial share of leases are

recorded as a memorandum of a lease and lack royalty information. I assume that

the royalty rates and sizes of these leases come from the same distribution as those

leases where the full lease document with royalty and acreage information is known.

The fact that much leasing is done via third-party landmen obscures the identity of

the �nal purchaser, and for this reason, I choose not to consider �rm-identities.

Each unit can have many leases associated with it (there are 35, on average,

though this number can be in the hundreds), and each lease can have its own set of

signing and expiration dates. Since I do not know which expiration date matters to

the operator, I integrate over the possible primary terms in the set of leases the �rm

may face.

Another complication is that some leases allow the �rm to extend the primary term

by paying an additional fee. Whether a lease is extended or not is not observable.

Furthermore, the �rm's cost to extend the lease is also not observable. Thus, I abstract

from the �rm's decision to extend leases and assume that all leases specifying optional

extensions are, in fact, extended at no cost to the �rm. For each monthly observation

of a lease�unit pair, I compute the number of months remaining on each lease by

subtracting the current month from either the lease expiration or, if an optional

extension is speci�ed, the optionally extended expiration date.

I drop units with leases that are longer than 10 years or which were signed before

January 2003. The vast majority of private leases are less than 10 years long, and

the longer leases tend to be on property owned by the government or other large

institutions. Because these very long leases between institutions are more likely to

have additional requirements, I exclude them. I also exclude the earliest leases as these
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pre-date most shale-related activity nation-wide. Because unconventional drilling was

so uncommon before this time, it is unlikely that �rms who signed these leases were

intending to develop the unconventional resources.

As already noted above, another problem is that the royalty rate is not always

recorded. The decisions of the �rms will be a�ected by the blended royalty rate

for the drilling unit, which is a spatially weighted average of discrete royalty rates.

To compute the blended royalty rate for a particular unit, I take an average of the

observed royalty rates speci�ed by the associated set of leases, weighted by the area

of the intersection between the lease polygons that list royalty rates and the drilling

unit polygon. Where lease polygons overlap, I downweight leases so that I do not

double-count overlapping leases. If there is ever shale drilling on the unit, I limit my

sample to leases which have been signed but not expired before the �rst shale well is

drilled. The blended royalty rates tend to be quite close to the set of discrete royalty

rates listed on the original leases. Thus, I map the continuous, blended royalty rates

to the nearest discrete royalty-rate category. I exclude a single section with a blended

royalty rate of 30%. This is a highly unusual royalty rate, suggesting this section

could be of a di�erent type than the others.

Finally, I merge GIS surface characteristics to sections. These characteristics in-

clude satellite-based land-cover and data from the U.S. 2001 National Land Cover

Database, the urban/rural classi�cation from the 2010 U.S. Census, 2001�2006 av-

erage Census block-group characteristics. I consider these variables as exogenous

sources of variation that a�ect the bargaining power landowners may have, but not

�rm's costs. Figure 3.3 displays the satellite data on land imperviousness. Overlaid

are the outline of the state of Louisiana and the Haynesville shale, as well as the

Census-de�ned urban areas (outlined in blue).
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Figure 3.3 : Imperviousness (pink) and urban areas (blue outline)
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I drop 352 units that intersect urban areas as de�ned by the 2010 U.S. Census.

These urban sections systematically have much higher royalty rates and lower drilling

activity than the rest of the sample. It is possible that drilling in these urban areas

faces a di�erent set of constraints and costs as compared to rural areas. Because of

this heterogeneity, I exclude this part of the sample and focus solely on rural areas.

After dropping units for the various reasons outlined above, I am left with 1332

units in my sample out of around 3000. The history for each unit of observation has

three pieces. The �rst is a single blended royalty observation. The second is a history

of drilling decisions. This is composed of three parts: an initial panel of unit�lease�

month observations for primary terms and exploratory drilling, lease-characteristics

(namely, the area of the lease's associated polygon), and a second panel of unit�month

observations for the secondary term. Into the monthly drilling history data I merge

average monthly futures prices for natural gas, which I obtain from Bloomberg. The

third component is a panel of unit�well�month production data for each well for which

I have data.

3.5 Descriptive evidence

There are three stages to shale development: leasing, drilling, and production. In

this section, I �rst describe the time-series of development. I then analyze descriptive

statistics from these three stages.

Figure 3.4 plots time series of summary statistics from my sample of data for prices

and the �rst two stages. The bottom pane shows the monthly average present value

of revenue per thousand cubic feet (mcf) of expected ultimate production. The gray

and black shading represent the two separate (estimated) volatility regimes. As the

�gure shows, the late 2000s were an especially volatile period for gas prices. Volatility
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Figure 3.4 : Time series of sample
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after 2010 has been much lower. Real options theory suggests that lower volatility

should o�set (somewhat) the lower prices after 2010.

The top pane of Figure 3.4 shows leasing activity�both when leases were signed

and when they expire. Leasing reached its zenith in June 2008 when prices spiked

(marked with the �rst vertical line). When prices dropped, so did the rate of leasing.

I assume that all options to extend leases are exercised.

Finally, the middle pane of Figure 3.4 depicts exploratory and in�ll drilling over

time. Exploratory drilling peaked in Q1 2010 and preceeded the raft of expirations of

the 2008 leases. This was also a period of lower drilling costs and (relative to today)

moderately higher prices.

The timing of drilling in the Haynesville suggests that �rms accelerate initial ex-

ploratory drilling compared to later in�ll development drilling. Speci�cally, Figure 3.5

shows that the hazard rate for drilling the initial well is much higher than for the
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Figure 3.5 : Weekly drilling hazard by well-order for 36-month leases
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second well.7 There are two possible explanations for this. First, �rms face a �use-it-

or-lose-it� drilling deadline speci�ed by their mineral leases. Since the option to delay

drilling loses value as lease expirations draw near, so also does the opportunity cost

of drilling. Firms must incur the cost of drilling an initial well, but gain the option to

drill later. Second, �rms may be drilling to learn about a location's geology. In this

case, the information value of drilling the �rst well supplements its purely �nancial

value. While waiting to drill provides new information about prices, it does not do

this for geology, which is �xed over time.8

The changes in hazard rates around lease expiration dates suggest that leases

do distort �rms' investment decisions. Parsing out the relative contributions of this

distortion versus learning in accelerating drilling, however, requires a structural model

of the value of information and the value of the option to wait.

7The unit of observation for drilling hazards and failure rates is the lease�unit where the initial
time is the date of leasing and the failure time is the date a well is drilled in that unit. Since there
are multiple leases per unit, I downweight each lease�unit overlap by its area so that the shares of
mineral ownership in a unit sum to one.

8I assume that there are no informational spillovers between adjacent sections.



121

Figure 3.6 : Cumulative weekly failure rate by well-order for 36-month leases
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Figure 3.6 plots an estimate of the Kaplan-Meier failure function by well order.

This describes the probability that a random unit will have been drilled by a particu-

lar point in time. The plot shows that around three quarters of units are drilled with

at least one well. Having been drilled once, the probability that a unit is drilled a sec-

ond time is much lower than the unconditional probability of any drilling. However,

if a second well is drilled, a third one is quite likely to be drilled very soon thereafter.

This pattern suggests that �rms have strong incentives to delay in�ll development.

However, whey then do drill in�ll wells in high-quality areas, development is intense.

This could be because exploration revealed the area to be of high quality. Alter-

natively, there may be signi�cant cost savings from using shared equipment to drill

multiple wells at once.

Figure 3.7 shows, as expected, that observed geological quality is positively cor-

related with development since better geology translates into higher revenues. In

particular, the number of wells increases with the geology measure. Figure 3.8 shows

that wells in better geology area also drilled earlier.
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Figure 3.7 : Intensity of drilling (number of wells drilled)
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Figure 3.8 : Failure function for exploratory drilling by geology, royalty
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By a similar reasoning, we should expect that higher royalty rates would translate

into lower drilling intensity since royalty rates reduce the payo� to drilling. Yet this is

not what Figure 3.7 shows. Instead, with the notable exception of the small number of

units with 12.5% royalty rates, the probability of exploratory drilling seems to increase

with the royalty rate. Although in�ll drilling may decline with the royalty rate as

expected, the e�ect appears very weak. Furthermore, Figure 3.8 shows that units with

the highest average royalty rates are drilled earlier than those with middle royalty

rates. A possible explanation for these results is that royalty rates are correlated with

quality anticipated by the �rm (their signal).

Finally, Figure 3.9 shows that the discretized, blended royalty rates are not mono-

tonically increasing with measured geological quality as we might expect. This sug-

gests that royalty-rates are capturing additional information about quality that is not
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closely related to observable geological quality.
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Figure 3.9 : Royalty rates

Reduced form regressions allow us to more formally test for correlations between

drilling, geology and royalty rates. In Table 3.1, I display estimates for a simple probit

model where the outcome is whether any drilling occurs (models (1) and (2)) and a

simple ordered probit model where the outcomes are whether no drilling, exploratory

drilling only, or in�ll drilling has occurred (models (3) and (4)). While higher values

of OGIP are very strong indicators of whether a unit will be drilled, the blended

royalty rate is not. In a more general speci�cation with discretized OGIP and royalty

rates, the same pattern happens: OGIP-speci�c dummies are very signi�cant, but

discretized royalty-rate dummies are not individually or jointly. Since royalty rates

reduce �rms' revenues, we should be seeing higher royalty rates being associated with

lower drilling probabilities. That they are not suggests that royalty rates are not

simply an exogenously set �tax� on production. For example, higher royalty rates

may be indicative of �rms' beliefs about a location's high quality. Another possibility
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Table 3.1 : Ordered probit model for outcome

Any drilling Drilling intensity

(1) (2) (3) (4)

Blended royalty rate 0.516 1.963 -0.338 0.895
(1.383) (1.429) (1.170) (1.199)

Average OGIP category (linear) 0.184∗∗∗ 0.175∗∗∗

(0.0160) (0.0140)

OGIP = 2 0.600∗ 0.471
(0.299) (0.289)

OGIP = 3 0.919∗∗ 0.846∗∗

(0.284) (0.273)

OGIP = 4 1.459∗∗∗ 1.369∗∗∗

(0.282) (0.269)

OGIP = 5 1.605∗∗∗ 1.541∗∗∗

(0.288) (0.272)

OGIP = 6 2.135∗∗∗ 1.891∗∗∗

(0.288) (0.268)

OGIP = 7 1.858∗∗∗ 1.773∗∗∗

(0.279) (0.265)

OGIP = 8 1.649∗∗∗ 1.652∗∗∗

(0.279) (0.266)

OGIP = 9 2.095∗∗∗ 1.947∗∗∗

(0.285) (0.267)

OGIP = 10 1.834∗∗∗ 1.946∗∗∗

(0.344) (0.311)

Constant -0.522 -1.512∗∗∗

(0.301) (0.407)

No drilling | 1 well 0.299 1.199∗∗∗

(0.255) (0.363)

1 well | 2+ wells 1.879∗∗∗ 2.805∗∗∗

(0.259) (0.366)

Observations 1333 1333 1333 1333

Standard errors in parentheses

Models 1 and 2 are probit. Models 3 and 4 are ordered probit.
∗ p < 0.05, ∗∗ p < 0.01, ∗∗∗ p < 0.001
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is that the value of information obtained through exploration dominates the decision

to drill initial wells, so such wells are drilled independent of royalty rates. This

argument would not, however, apply to in�ll drilling.

Table 3.2 shows the results from OLS models where the outcome is either the

logarithm of cumulative gas production in the second through twelfth months of pro-

duction or the logarithm of a well's horizontal lateral length.9 All models include

OGIP-tier speci�c dummies to control for observable geology. Model (1) shows that

exploratory wells produce less gas, on average, than in�ll wells. This would be consis-

tent with selection, whereby �rms use exploratory drilling to learn about geology and

then continue to drill only especially productive locations. The statistical signi�cance

disappears when controls for gas prices, drilling costs, and technology (captured by

a linear time trend) are added in models (2) and (3). These are, admittedly, fairly

crude ways of controlling for selection (�rms may drill only their best locations at low

prices), that �rms might economize on well completions during high-cost periods, and

technological change. Most interesting, however, is that high royalty rates are posi-

tively correlated with production volumes. This suggests that either (1) �rms' lower

post-royalty revenue from high-royalty rate units causes them to drill only the best

locations, or (2) that �rms pay higher royalty rates in locations expected to be more

productive. Without more structure on the problem it is not possible to disentangle

causality from correlation.

In an attempt to shed more light on the issue, I examined the length of well's

horizontal lateral sections. This is a costly well-design decision that is positively cor-

9In Louisiana, production is reported on a monthly basis, but no information is provided about
the number of days per month that a well produces. Thus, if a newly completed well begins producing
on the �fteenth day of the month, the �rst production observation will seem abnormally low. To
avoid this issue, I drop the �rst month of production data for each well.
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Table 3.2 : Production and lateral length

Log production Log lateral length
(1) (2) (3) (4) (5)

Exploratory well -0.118∗∗∗ -0.0563 -0.0684 -0.0233 -0.0236
(0.0328) (0.0413) (0.0414) (0.0270) (0.0272)

Log real average gas price -0.204 -0.197 -0.239∗ -0.230∗

(0.143) (0.143) (0.0933) (0.0938)

Log real drilling cost -0.480∗ -0.517∗ -0.366∗∗ -0.356∗∗

(0.208) (0.207) (0.136) (0.136)

Log lateral length 0.863∗∗∗ 0.824∗∗∗ 0.830∗∗∗

(0.0444) (0.0444) (0.0442)

Time trend 0.0203 0.0175 -0.0112 -0.00972
(0.0246) (0.0245) (0.0161) (0.0161)

Blended royalty 1.256∗ 0.548
(0.549) (0.359)

0.1667 0.170 -0.0143
(0.105) (0.0691)

0.1875 0.266∗∗ -0.0434
(0.0820) (0.0539)

0.2 0.310∗∗∗ -0.0310
(0.0804) (0.0529)

0.225 0.231∗∗ -0.00859
(0.0814) (0.0535)

0.25 0.312∗∗∗ 0.0209
(0.0842) (0.0553)

OGIP Dummies Yes Yes Yes Yes Yes
N 1202 1202 1202 1202 1202
Adjsted R2 0.335 0.352 0.358 0.0284 0.0278
No royalty e�ect 3.942 1.120
Pr(No royalty e�ect) [0.00150] [0.348]
No price, technology 8.684 7.423 7.431 7.029
Pr(no price, tech) [0.000180] [0.000626] [0.000621] [0.000924]

Log production is logarithm of total gas production in months 2�12.

Lateral length measured as lower minus upper perf.

12.5% royalty category is omitted.
∗ p < 0.05, ∗∗ p < 0.01, ∗∗∗ p < 0.001
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related with production as shown in in Models (1)�(3). Models (4) and (5) show that

royalty rates are uncorrelated with lateral length, whether they enter in a continuous

or a discrete way. This suggests that the positive correlation between royalty rates

and production re�ects a higher quality of the underlying geology, not that �rms exert

more drilling e�ort on higher-quality locations.

Taken together, these results suggest that �rms lease acreage based on a noisy

signal that is correlated with true, unobservable quality. The initial well is drilled

relatively quickly due to a combination of learning and lease expirations. Firms then

wait until an opportune moment to drill in�ll development wells arises, either because

of a favorable cost shock, high prices, or low price risk. When they do proceed with

in�ll development, they tend to drill multiple wells. This could be because �rms

decide to proceed with in�ll development only in the best locations where many wells

will be pro�table (selection) or because �xed drilling and infrastructure costs can be

spread over multiple wells (gains to scale). In the next section, I develop a statistical

model that captures these elements and allows me to test each.
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3.6 Model

I assume that before leasing, �rms receive an initial, noisy signal about a location's

quality. This signal is not observable, but it a�ects observable royalty-rates as well

as the observable timing of the �rm's decision to drill an initial, exploratory well.

Drilling the �rst well reveals the true quality of a location. True quality is also not

observable, but it a�ects the number and timing of in�ll drilling decisions, as well as

observed production outcomes.

The corresponding statistical model I describe has three main components: the

primary dynamic decision of interest (drilling), royalty rate-setting, and gas produc-

tion. Royalty rates and production serve as additional measurement equations for

the unobserved signal and the revealed quality of a location.

The unit of observation is a square mile section, i, which the state of Louisiana

determiness based on the Public Land Survey System (PLSS) grid. Wells on a unit

are numbered w = 1, 2, . . . ,Wi, and time (measured in months) is indexed by t. I

assume that drilling in unit i can only pertain to leased acreage overlapping it, and I

index these lease�unit overlaps by j.Where possible, I use lower-case letters to denote

speci�c realizations of random variables and upper-case letters to denote the random

variables themselves. One exception to this is the variableDit, which is the cumulative

number of wells drilled prior to time t.

3.6.1 Information

The true productivity of unit i is denoted ψi1. A �rm's initial, noisy signal of a

location's is ψi0. The noisy signal a�ects initial royalty-rate setting and exploratory

drilling, while the actual quality a�ects both the �rms' in�ll drilling decisions and pro-

duction outcomes. I assume that the signal and true quality are jointly distributed
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as a bivariate standard normal variable with correlation ρ.10 The conditional distri-

bution of ψi1 given ψi0 is simply

F (ψ1|ψ0) = N
(
ρψ0, (1− ρ2)

)
.

3.6.2 Royalty rates

Royalty rates are the outcome of a one-time negotiation between mineral owners and

�rms after which they sign a mineral lease contract. We know little about the exact

rules of the game being played between the two parties, except that the royalty-rate

outcome is discrete. Even though a mineral lease is a real option that de�nes a

dynamic program, writing the contract is a static, one-time decision. While geology

and other factors determining productivity are likely continuous variables, only a

discrete number of royalty rates ever appear in the data. Thus, I make the royalty rate

for unit i a discrete random variable Ri with support R ∈ {r̄1, . . . , r̄L}. We observe

a realization, ri, but royalty rates are determined by a continuous latent variable R∗i

that is a linear combination of a vector of variables, Gi, that directly a�ects a �rm's

pro�ts, a vector landowner-characteristics, Xri, the �rm's signal ψi0, and a latent

shock νi. I assume that landowner characteristics, Xri, a�ect either landowners'

bargaining power or their disutility of drilling but cannot directly a�ect �rms' pro�ts.

This is an an identifying exclusion restriction and rules out, for example, increased

drilling costs due to restrictions on surface land use that also a�ect the willingness of

10Note that the correlation of ψ0 and ψ1 together with the variance of ψ1 fully determine the
distribution of ψ1 conditional on ψ0. The variance of ψ0 is immaterial. One could interpret ψ0 as
ψ1 plus an independent, normally distributed noise term, scaled by the variance of ψ1 plus noise.
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the landowner to lease. We can write a realization of the latent variable r∗i as

r∗i = βψψi0 + β>g gi︸ ︷︷ ︸
Firm WTP

+ β>x xri︸ ︷︷ ︸
Landonwer WTA

+ νi︸︷︷︸
Shock

(3.1)

Royalty rates take a particular value when r∗i falls between two corresponding thresh-

olds:

ri = r̄l ⇐⇒ κl−1 < r∗i ≤ κl

where −∞ = κ0 < κ1 < . . . < κL−1 < κL = +∞.

Assumption 3.6.1. ψi0 and νi are independent: E[νi|gi, xri, ψi0] = E[νi] and E[ψi0|gi, xri] =

E[ψi0].

Given Assumption 3.6.1, the likelihood of observing a particular royalty rate ri =

r̄l given xi is then

Li(Ri = r̄l|ψi0, gi, xri) =

Fν
(
κl − βψψi0 − β>g gi − β>x xri

)
− Fν

(
κl−1 − βψψi0 − β>g gi − β>x xri

)
(3.2)

Many possible bargaining games could lead to an equilibrium solution in which roy-

alty rates take a particular value when a latent variable lies between two cuto�s.

The presence of exogenous regressors Xri will allow for identi�cation of αr when the

royalty-rate model is paired with the drilling-decision model. To simplify estima-

tion, I assume that νi is drawn from the standard normal distribution. Under these

assumptions, we can use an ordered probit regression to model Ri.
11

11While it would theoretically be useful to model lease-speci�c royalty rates with a unit-level
random e�ect, the vast majority of variation in royalty-rates is at the unit level. This means that
the unit-speci�c random e�ect swamps lease-speci�c variation and makes the model numerically
unstable.



132

3.6.3 Drilling decision

The most complex part of the statistical model is �rms' decision to drill a discrete

number of wells each month, dit. The �rm a�ects two endogenous state variables

via its choice of d. The �rst, sit, is a tuple with three components. This variable

determines how many wells the �rm can drill, or if it can drill at all. The second

endogenous state variable is the �rm's current information about the unobserved

productivity of the unit, ψit. There is also a vector of state variables, Zit, which is

exogenous conditional on the �rm's information set. This vector includes time-varying

prices and price volatility, as well as time-invariant geology and the average royalty

rate. Finally, an i.i.d. vector of decision-speci�c, unobserved pro�tability shocks, εit,

is also realized each period.

The drilling-leasing state, sit is a tuple containing the time until the lease expires,

τit, whether there was any drilling last period, d−1,it, and the number of wells in unit

i drilled before t:

sit = (τit, d−1,it, Dit)

The transition rule for sit is deterministic and depends on the transitions of the

individual components. The transition rules for cumulative prior drilling, Dit, and

whether a well was drilled last period, d−1,it, are very simple:

Di,t+1 = Dit + dit

d−1,i,t+1 =


1 if dit > 0

0 if dit = 0

The transition rule for lease-time remaining depends on prior drilling. Before the
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exploratory well is drilled (Dit = 0) the unit is not held by production, and there is

one less month remaining before the lease expires. Once a well is drilled, the unit

is held by production, and τ = ∞, which is an absorbing state. This implies the

following transition rule τ(τit, dit):

τ(τit, dit) =


τit − 1 if dit = 0 and τit <∞

∞ otherwise

The fact that τ decreases by 1 each period in the initial regime makes τ non-stationary,

implying that the associated value function will be non-stationary as well. Once the

unit is held by production, the �rm faces a stationary, in�nite-horizon problem. We

can write the transition rule for sit as

S ′(sit, dit) =

(
τi,t+1 = τ(τit, dit), 1[dit > 0], (Dit + dit)

)

The transition of the �rm's current information about a unit's true productivity,

ψit, is random even conditional on the �rm's drilling decision, d. The �rm receives at

least one and possibly two realizations of ψ. The �rst, which all �rms receive before

leasing, is the noisy one: ψi0. The �rm can elect to receive the second signal by

drilling at least one well. This signal is equal to the true productivity: ψi,{t|Dit>0}.

The conditional distribution of ψi,t+1|ψit is degenerate unless the �rm decides to drill

an exploratory well. This transition rule can be expressed as

ψi,t+1 ∼


N (ρψit, (1− ρ2)) if Dit = 0 and dit > 0

ψit otherwise

.
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The vector of observed state-variables Zit can be broken into two parts. The �rst,

Z1it contains the market price signals, which are assumed to follow an exogenous

Markov-process. Natural gas prices and drilling costs are set in a large national mar-

ket, so I assume that they are not a�ected by individual drilling decisions. The second

set of state variables, Z2i is time-invariant and contains the average royalty-rate Ri

(which may be correlated with ψi0) and observable factors that a�ect production, Gi,

which are exogenous and included in the royalty-rate setting model, Equation (3.1).

In estimation, Gi will be a measure of geological quality based on publicly known

information. Assumption 3.6.2 implies that the transition of Zit is independent of

ψit, but does not rule out dependence between Zit and ψit.

Assumption 3.6.2. The vector Zi,t+1 is conditionally independent of the other state

variables: E[Zi,t+1|zit, sit, ψit, εit, dit] = E[Zi,t+1|zit]

The �rm's choice of the discrete number of wells to drill each month, dit ∈ Γ(sit),

depends on cumulative past drilling, Dit, and the time-remaining in the lease, τit.

Each unit i has capacity for up to D̄ wells, and no more than d̄ wells can ever be

drilled in a month. Since units in the Haynesville are all similarly sized at around

640 acres, I assume that this cumulative drilling limit does not vary by unit. If the

lease has expired (τit < 0) and nothing has ever been drilled (Dit = 0), the operator

cannot drill anything, so inaction is the only possibility, so Γ = {0}. Similarly, if D̄

wells have been drilled, then Γ = {0}. These are two absorbing states. If the lease

has not expired and the �rm has drilled between one and D̄ − 1 wells, the operator

can choose to drill between zero and the lesser of d̄ and the number of well-spots
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remaining: D̄ −Dit. This fully describes the action space:

Γ(sit) =


{0} if τit < 0 or Dit = D̄{

0, 1, . . . ,min
{
d̄, D̄ −Dit

}}
otherwise

.

Finally, each period, the �rm also receives a random, d̄-length vector ε of prof-

itability shocks associated with each choice. These could include, for example, weather

disruptions or availability of a suitable rig in the local area.

3.6.4 The Value Function

The �rm's discount rate is β ∈ (0, 1), and its objective is to choose a sequence of

actions dit to maximize

V (si0, zi0, ψi0, εi0) = max
{dit}∞t=0

E

[
∞∑
t=0

βtũ(dit, Sit, Zit, ψi1, εit)

∣∣∣∣∣si0, zi0, ψi0, εi0
]

subject to

dit ∈ Γ(Sit).

The action-space Γ is compact, so under the assumption that ũ is bounded and

continuous, the maximum exists. The �rm's payo� from well D may be stochastic

since the �rm may only have the noisy signal ψi0 of the unit's true productivity, ψi1,

and the ex-post revenue from the well depends on ψi1. For convenience denote

ud(sit, zit, ψit, εit) = E[ũ(d, sit, zit,Ψi1, εit)|sit, zit, ψit, εit]
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We can now form the problem as a Bellman equation:

V (sit, zit, ψit, εit) = max
d∈Γ(sit)

ud(sit, zit, ψit, εit)

+ β E [V (S ′(sit, d), Zi,t+1,Ψi,t+1, εi,t+1)|sit, zit, ψit, εit, d]

The �rm's problem is incomplete without transversality conditions. Since lease-

expiration and exhausting all drilling opportunities are both absorbing states, I as-

sume that the value of the unit is 0 when the �rm is no longer able to drill:

V (sit, zit, ψit, εit) = 0 if Dit = D̄ or τit < 0.

Solving the value function can be done using backwards recursion starting from D =

D̄ and τ = −1. At the points where D > 0, the problem's horizon is in�nite, but it

is �nite when D = 0 and τ ≥ 0.

I follow the literature on empirical dynamic discrete choice models and make two

standard assumptions about the distributions of the choice-speci�c shocks. Namely,

I assume that they are additively separable and conditionally independent from the

other state variables.

Assumption 3.6.3. Flow payo�s are additively separable with respect to the choice-

speci�c shock:

ud(s, z, ψ, ε) = ud(s, z, ψ) + ε(d)
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Assumption 3.6.4. The joint density of the states can be factored as

f(si,t+1, zi,t+1, ψi,t+1, εi,t+1|sit, zit, ψit, εit) =

fε(εt+1|st+1, zt+1, ψi,t+1)f(st+1, zi,t+1, ψi,t+1|sit, zit, ψit, dit)

Note that Assumption 3.6.4 does not imply that ψit is independent of zit. The

dependence will be accounted for by modeling the royalty-rate and using exogenous

shifters zri. Continuing to follow the literature on dynamic discrete choice models, I

work with the integrated value function, (also called an expected value function or

Emax function):

EV(sit, zit, ψi,t−1) =

E
[

max
d∈(sit)

{ud(sit, zit, ψit) + εit(d) + β E [V (Si,t+1, Zi,t+1,Ψi,t+1)|sit, zit, ψit, dit]}
∣∣∣∣ψi,t−1

]

This function represents the �rm's continuation value when it enters a period with

deterministic leasing-drilling state sit, prior signal ψi,t−1 (which has not yet been

updated), and the current state of the price process, zit. There are three cases,

and we proceed via backwards recursion. First, we address the terminal state. The

integrated value function is a trivial computation:

EV(s, z, ψ) = 0 if τ < 0 or D = D̄.

Second, we solve for the integrated value function in states where at least one well

has been drilled, i.e. Dit > 0. In this set of states, the function EV is the �xed point

of the contraction-mapping T , shown below. Since in�ll drilling implies that the �rm
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has already learned ψi1, no conditional expectation over ψ is required as ψi,t−1 = ψit.

In this set of states, the function EV is the �xed point of the contraction mapping T :

T (W )(s, z, ψ) = E
[

max
d∈Γ(s)

{ud(s, Z ′, ψ) + ε(d) + βW (S ′(s, d), Z ′, ψ)}
∣∣∣∣z] if D > 0.

Suppose �rst that there was no drilling in the prior period, so d−1,it = 0. Choosing

not to drill again will leave the endogenous leasing-drilling state, sit, unchanged, so

the value function is an in�nite-horizon problem. However, if a well was drilled last

period (d−1,it = 1), the �rm cannot remain in the current leasing-drilling state. Either

the prior-drilling state changes if the �rm chooses not to drill, or the number of wells

drilled changes if it does.

Third, we solve for the integrated value function during exploratory drilling (the

set of states {s|τ ≥ 0 and D = 0 and d−1,it = 0}).12 In this region of the state-

space, the horizon of the �rm's problem is �nite since τ decreases by one unit each

period. When the �rm considers the value of drilling one or more wells, it must

take a conditional expectation over ψi1|ψi0 because the �rst well will reveal the true

geological quality, ψi1. To simplify the problem somewhat, de�ne the function ẼV,

which is the conditional expectation of the integrated value function over Ψi,t+1 given

the current realization ψit:

ẼV(s, z, ψ) =


EV(s, z, ψ) if d = 0

E
[
EV (s, z,Ψ′)

∣∣∣ψ] if d > 0

12The second and third conditions that D = 0 and d−1,it = 0, respectively, are implied automat-
ically by the �rst, but I include them for clarity.
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The integrated value function during the exploratory drilling regime is

EV(s, z, ψ) =

E
[

max
d∈Γ(s)

{
ud (s, Z ′, ψ) + ε(d) + βẼV (S ′(s, d), Z ′, ψ)

}∣∣∣∣z]
if (D, d−1) = (0, 0) and τ ≥ 0

We can now de�ne the choice-speci�c (alternative-speci�c) value function vd as

vd(s, z, ψ) = ud(s, z, ψ) + β EV(S ′(s, d), z, ψ).

Should the �rm choose to drill d wells, it will receive vd + ε(d). Thus, we can write

the integrated value function as

EV(s, z, ψ) = E
[

max
d∈Γ(s)

{vd(s, z, ψ) + ε(d)}
]

To form the likelihood, I also assume that choice-speci�c random shocks ε are

drawn from a multivariate Type-I Extreme Value (Gumbel) distribution. Follow-

ing my convention of di�erentiating between random variables and their realizations

where possible, I denote speci�c realizations of ε as ε.

Assumption 3.6.5. ε(d) ∼iid Gumbel(−ec, 1). That is,

fε(ε1, . . . , εd̄) =
d̄∏
d=1

exp {− exp {−[ε(d)− ec]}}

where ec is the Euler�Mascheroni constant.

Assumptions 3.6.4 and 3.6.5 imply that choice-speci�c shocks capture idiosyncratic
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events like a rig or extra materials becoming available nearby. Serial correlation is

explicitly ruled out, so we assume no permanent shifts in the �rm's signal about

productivity from new information. Instead, serial correlation is captured through

ψit.

Given the above assumptions, the integrated value function has a closed-form:

EV(s, z, ψ) = log
∑
d∈Γ(s)

exp {vd(s, z, ψ)} ,

and the probability of observing action d conditional on all state variables except

action-speci�c shocks ε is

Pr (d|sit, zit, ψit) =
exp {vd(sit, zit, ψit)}∑

l∈Γ(sit)
exp {vl(sit, zit, ψit)}

.

One of the di�culties in estimating a model of exploratory drilling decisions is

that there are multiple leases per unit. That means that time-to-expiration, τ , is not

observed. We do, however, see the universe of leases that pertain to a unit, as well as

lease-characteristics, including the expiration date of each. This implies that while

we do not know τ , we know its support. Therefore, we can integrate out τ . I assume

that only one of the lease-expirations is binding to the �rm. Furthermore, I assume

that the probability that a particular lease j is the one that binds is related to a

vector of exogenous lease-characteristics, Yij, and a vector of i.i.d. Type-I extreme

value shocks ζj. The vector Yij includes the size of the lease, as well as the cumulative

share of the unit leased at the time lease j was signed.

Assumption 3.6.6. The lease-choice shocks are independent:

fζ(ζj|yij, zit, εit, ψit) = fζ(ζj) = Gumbel(0, 1)
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and

fζ(ζ1, . . . , ζJi) =

Ji∏
j=1

fζ(ζj)

The probability that lease j binds is therefore just a multinomial logistic regres-

sion:

Pr
(
j
∣∣{yij′}Jij′=1

)
=

exp
{
δ>yij

}∑Ji
j′=1 exp {δ>yij′}

(3.3)

Note that the deterministic transition of sit automatically implies that Yij only a�ects

decisions through the initial sij0:

Pr(sij,t+1|sijt, yij, dit) = Pr(sij,t+1|sit, dit).

Deterministic leasing�drilling state transitions already imply that

Pr(sij,t+1|sit, yij, dit) = Pr(sij,t+1|sit, dit)

The likelihood of observing a sequence of decisions dit for an entire unit given the

noisy signal ψi0 and true ψi1 (as well other variables) can then be written as

Li({di,t+1, si,t+1}|{zit}T̄it=1, {yij}
Ji
j=1, ψi0, ψi1) =[

T̄i∏
t=T1i+1

Pr(di,t+1|si,t+1, zi,t+1, ψi1) Pr(si,t+1|sit, dit)

]

×

[
Ji∑
j=1

(
T1i∏
t=1

Pr(di,t+1|sij,t+1, zi,t+1, ψi0) Pr(sij,t+1|sijt, dit, j)

)
Pr
(
j
∣∣{yij}Jij=1

)]
. (3.4)

Numerically, integrating the likelihood in this way is simply a more sophisticated

version of averaging over possible exploratory drilling histories.
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3.6.5 Production

The next component of the model is production, which functions as a set of mea-

surements of true unobserved productivity, ψi1. Production data are provided at the

well-month level.

Patzek, Male, and Marder (2013) analyzes the physics behind shale well decline

curves and shows that two physical processes determine decline rates. During the

�rst phase, which occurs during the interval t ∈ (0, tint), cumulative production Q(t)

can be modeled as Q(t) = K
√
t. This implies that dQ/dt = 0.5Kt−0.5. After the inter-

ference time (t > tint), the authors �nd that production should follow an exponential

decline where dQ/dt = q0e
−δt.

Male et al. (2015) �nd that the transition point tint is around 12 months. While

I con�rm that the 12-month breakpoint appears to �t the data best, I �nd that the

second regime is best �t using a linear decline rate.13 I therefore assume the following

econometric model of monthly production for well w in section i at time t:

log qiwt = f(t; γ, tint)︸ ︷︷ ︸
decline

+ γ>g gi︸︷︷︸
unit-speci�c

+ γlen log lengthiw︸ ︷︷ ︸
well-speci�c

+ξiwt

ξiwt = γψψi1 + uiw + ηiwt (3.5)

where

f(t; γ, tint) = −γ1 log min{t, tint} − γ2(max{log t− log tint, 0})

13Tests of the Patzek, Male, and Marder (2013) hypothesis strongly reject the null hypothesis
of no break in a time trend using production data from Louisiana's SONRIS database, as well as
Drillinginfo's cleaned version of the SONRIS data. I �nd that a break at 12 months minimizes the
variance of the econometric model, as opposed to breaks in any other of the months 3 to 59, just as
Patzek, Male, and Marder (2013) �nd is the case for Texas' Barnett shale. However, when including
both a linear time trend and log t in a model of the logarithm of monthly production, the linear time
trend is much less signi�cant than log t during the second regime. Thus, I drop the linear term for
regime two and keep only log t in regime two.
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and

uiw ∼iid N(0, σ2
u) ηiwt ∼iid N(0, σ2

η).

The term f(t; γ, tint) captures exogenous, natural production decline over time. The

function f is allowed to have a kink at tint, though it will still be continuous. This

is equivalent to estimating a traditional Arps model of decline in which a well's �ow-

rate is dQ/dt = αtγ and there is a break in γ at t = 12 months. There are two

sets of observed, time-invariant variables that determine production. The �rst, gi,

captures geology and is shared by all wells within the unit. The second, log lengthiw

is well-speci�c and captures the length of the well. The unobserved component, ξiwt,

is decomposed into three parts: the unobserved quality of the unit, ψi1, a well-speci�c

term the �rm cannot forecast, uiw, and a random shock to monthly production, ηiwt.

When there are Tiw months of production data for well w on unit i, the likelihood of

the well-speci�c shock uiw and monthly shocks ηiwt conditional on ψi1 is

L (log ~qiw|ψi1, gi, log lengthiw) =

− 1

2

[
Tiw log(2π) + (Tiw − 1) log σ2

η + log(σ2
η + σ2

uTiw)
]

− 1

2σ2
η

 Tiw∑
t=1

η2
iwt −

σ2
u

σ2
η + σ2

uTiw

(
Tiw∑
t=1

ηiwt

)2
 (3.6)

where the ηiwt is de�ned according to equation (3.5).

3.6.6 Model likelihood

We can write the likelihood conditional on the signal and true quality, ψi0 and ψi1,

as the product of the likelihood of the royalty rate, the history of drilling decisions,
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and production from the wells that may have been drilled:

L(historyi|ψi0, ψi1) = L(rl|ψi0)×L({dit}|ψi0, ψi1)×
Di∏
d=1

L
(
{log qiDt}

TqiD
t=2

∣∣∣ψi1) . (3.7)
Since ψi0 and ψi1 are not observed, I integrate them out by simulation. Given a

correlation ρ, I draw two independent standard normal variables v1i and v2i and form

ψi1 = v1i and ψi0 = ρv1i +
√

1− ρ2v2i. Given M draws of ψi0, ψi1, the simulated

likelihood is then

SL(historyi) =
1

M

M∑
m=1

Li (historyi|ψim0, ψim1) . (3.8)

To form the complete likelihood, I assume conditional independence of unit his-

tories given exogenous prices, observed geology, and lease characteristics.

Assumption 3.6.7. Choice speci�c shocks (εit), royalty-rate shocks (νi), and lease-

shocks (εji) are independent across units.

This rules out within-�rm pro�tability shocks such as a �rm waiting to drill until

a rig on a neighboring unit is free and �rms drilling cross-unit wells. It also rules

out leases that have interest in more than one unit, which is generally the case.

Additionally, I make the following assumption, which rules out spatial dependence:

Assumption 3.6.8. Signals and quality are uncorrelated across units i:

f ((ψ10, ψ11), . . . , (ψI0, ψI1)) =
I∏
i=1

f(ψi0, ψi1).

This rules out spatial correlation between unobserved quality in units and would

imply no bene�ts to aggregating contiguous acreage. These assumptions about spa-
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tial dependence are likely invalid; however, allowing for spatial correlation greatly

complicates the model as �rms' optimal decisions must be made over sets of drilling

units and the order in which they are drilled. With a larger set of data, one solution

would be to draw a sample of drilling units such that no drilling unit touches another.

The full, simulated likelihood of the data is

SL(data) =
∏
i

SL(historyi), (3.9)

and I maximize it to obtain estimates.

3.6.7 Identi�cation

Given the above assumptions, the model is statistically identi�ed. Intuitively, loca-

tions that are drilled quickly and intensely and which have high royalty rates and

very productive wells will tend to correspond to high signals and good quality, and

vice-versa. The royalty-rate equation serves as a single measurement equation for

the �rm's signal during the exploratory drilling problem, and the production equa-

tion provides potentially multiple measurement equations for a location's true quality

during the second, in�ll drilling regime. We have exclusion restrictions for all three

equations, which I now describe.

The �rst set of exogenous variables enters the royalty-rate equation: median hous-

ing values, population density, and the imperviousness of a location's surface, which is

a measure of urbanization. Note that time-varying variables do not enter this equation

because it is the blended royalty rate�an average over all leases in a section�that

matters. Thus the point of time associated with a royalty rate is not well-de�ned.

The set of papers by Timmins and Vissing (2014) and Vissing (2015, 2016) docu-
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ment that higher socio-economic status households have more leverage in negotiations

with landmen. This e�ect is captured in housing values.

I also assume that the disruption to landowners from drilling increases as wells get

closer to population centers, causing landowners to demand higher royalty payments.

At the same time, I assume that this does not raise �rms' costs. This is, of course, not

without limit. Drilling does occur in urban environments, and local city governments

sometimes impose tighter regulations to limit the impact of this industrial activity

on residents.14 For that reason, I exclude all locations marked as �urban� in the 2010

Census. This generally corresponds to the area around Shreveport, Louisiana. (It

should be noted that the vast majority of the urban leases had 25% royalty rates,

and the probability of drilling in this area was quite low.)

The drilling decision is a�ected by exogenous variation in price levels and volatil-

ity. As mentioned, these are determined in a national market, and a single well's

production will not move the market. Changes in prices provide variation over time

and, along with the very strong structure on the deterministic state-transitions in the

drilling decision problem, helps explain time variation in decisions.

Finally, the production equation sees variation in well-length, geology, and time.

Several units have multiple wells, and under the assumption of an additive random

e�ects model for panels of production data, the distribution of ψi1 is immediately

identi�ed, and estimation is possible through generalized least-squares or maximum

likelihood. This pins down the distribution of βψψi1 + ui. The presence of multiple

wells then identi�es βψ (the standard deviation of ψ) and σu.

14For example, the Dallas-Fort Worth metro area regularly sees shale gas wells being drilled into
the Barnett formation, and local city governments have sought to impose regulations on operators
to limit disruption to residents.
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3.7 Estimation

I estimate the parameters of the value function using the standard Rust (1987) Nested

Fixed Point (NFXP) algorithm and maximum simulated likelihood (MSL).15 I �rst

discuss the speci�cs of the royalty-rate and production models and then proceed to

the drilling decision model. Details on discretization of prices, information, and the

transition matrices of each are available in Appendix C.

3.7.1 Royalty rates

The �rst measurement equation, Equation (3.2), is for royalty rates. I assume that

the unobserved idiosyncratic shock, νi follows a normal distribution, making Equa-

tion (3.2) a standard ordered probit model. I estimate the model using aggregated

section-level data on median housing values, population density, how impervious the

ground is, and the OGIP tier. With the exception of OGIP, all three variables should

be positively correlated with the share of revenues paid to landowners since they will

raise the cost of disruption due to drilling.

It would be ideal to include the price of natural gas as a variable that a�ects �rms'

demand; however, this is not possible because multiple leases are associated with most

sections. Thus, the date associated with each royalty rate is not well-de�ned.

Estimates from this partial model alone are given in Table 3.3. The �rst two

columns use a larger sample by including units that experience some initial conven-

15Hotz and Miller (1993)-style CCP estimation can accommodate unobserved heterogeneity by
using the Expectation-Maximization (EM) algorithm and allowing for a �nite mixture distribution
as shown by Arcidiacono and Miller (2011). However, I choose to use NFXP estimation since I do
not have enough observations to observe all combinations of states multiple times. Additionally,
MSL accommodates both the presence of two unobserved variables, ψi0 and ψi1, plus the additional
measurement equations in a very natural way. With the NFXP algorithm, an inner loop solves the
�rm's value function given a trial guess for the parameter vector, and an outer loop searches for the
parameter vector that maximizes the simulated likelihood.
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tional drilling. The second pair of columns includes only the sub-sample of units for

which I estimate the full model. The results suggest that royalty rates are higher in

more developed, wealthier areas, as well as areas with better geology. The inclusion

of all 9 dummies in the full estimation routine renders the Hessian ill-conditioned, so

I use the linear speci�cation for the restricted sample in the full model.

3.7.2 Production

The second measurement equation is for production decline, which a�ects estimates of

well-revenues. I require consistent estimates of well declines before estimating the full

model. Thus, as a preliminary step, I estimate the production decline parameters (γ

in the term f(t; γ, tint)) from Equation (3.5) using a �xed e�ects regression and time-

varying variables. These are consistent estimates even in the presence of unobserved

well-speci�c heterogeneity and quite precisely estimated.

For starting values in the full model, I estimate Equation (3.5) using a multi-

level random e�ects model with e�ects at the well and unit levels. The random-

e�ects speci�cation allows me to control for important time-invariant characteristics

that a�ect production, such as geology and lateral length. Since the OGIP bins in

Browning et al. (2015) are not uniformly sized, I include OGIP as a discrete variable

in the vector of unit-speci�c characteristics, Zqi. As a check on whether my model

is a reasonable one, I con�rm the correlation between royalty rates and production

in model (3) which includes the unit-level blended royalty rate, as well as prices and

costs. As before, wells drilled at lower prices seem to be more productive, but higher

costs are correlated with lower-productivity wells.

Table 3.4 shows estimates for Equation (3.5). Model (1) contains �xed-e�ect

estimates. Models (2) and (3) contain random e�ects estimates, with model (3)
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Table 3.3 : Ordered probit model for royalty-rates

Enlarged sample Restricted sample

Log median house value 0.420∗∗∗ 0.425∗∗∗ 0.469∗∗∗ 0.422∗∗∗

(0.0610) (0.0635) (0.0871) (0.0913)

Log population density 0.0759∗∗ 0.0876∗∗ 0.0966∗ 0.110∗∗

(0.0275) (0.0281) (0.0379) (0.0388)

Share of land with 0 imperviousness -2.208∗∗∗ -2.138∗∗∗ -1.722∗∗ -1.470∗∗

(0.225) (0.225) (0.539) (0.543)

Average OGIP category (linear) 0.0492∗∗∗ 0.0485∗∗∗

(0.0106) (0.0141)

OGIP = 2 0.384∗∗ 0.0646
(0.145) (0.212)

OGIP = 3 0.469∗∗∗ 0.127
(0.139) (0.198)

OGIP = 4 0.402∗∗ 0.107
(0.131) (0.195)

OGIP = 5 0.297∗ -0.0301
(0.135) (0.199)

OGIP = 6 0.276∗ -0.109
(0.137) (0.194)

OGIP = 7 0.445∗∗∗ 0.141
(0.134) (0.190)

OGIP = 8 0.897∗∗∗ 0.539∗∗

(0.135) (0.193)

OGIP = 9 0.684∗∗∗ 0.404∗

(0.136) (0.193)

OGIP = 10 0.199 0.124
(0.165) (0.243)

0.125 | 0.1667 0.973 1.323 1.996 1.634
(0.683) (0.734) (1.101) (1.178)

0.1667 | 0.1875 1.393∗ 1.750∗ 2.429∗ 2.075
(0.684) (0.735) (1.103) (1.179)

0.1875 | 0.2 2.200∗∗ 2.571∗∗∗ 3.275∗∗ 2.934∗

(0.686) (0.737) (1.104) (1.180)

0.2 | 0.225 3.058∗∗∗ 3.443∗∗∗ 4.164∗∗∗ 3.834∗∗

(0.687) (0.738) (1.105) (1.181)

0.225 | 0.25 3.713∗∗∗ 4.110∗∗∗ 4.816∗∗∗ 4.494∗∗∗

(0.687) (0.738) (1.106) (1.182)

N 2222 2222 1332 1332
χ2(9) 88.55 44.53
Pr[χ2(9)] [3.18e-15] [0.00000113]

Standard errors in parentheses. OGIP = 0 is omitted category

Restricted sample drops units with problematic leases or drilling histories.

χ2(9) is test for joint signi�cance of OGIP dummies.
∗ p < 0.05, ∗∗ p < 0.01, ∗∗∗ p < 0.001
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Table 3.4 : Well decline estimates

(1) (2) (3)
Fixed e�ects Simple, RE Endogenous, RE

log min{t, tint} −0.5988∗∗∗ −0.5992∗∗∗ −0.5990∗∗∗

(0.0155) (0.0074) (0.0074)

max{log t− log tint, 0} −1.3607∗∗∗ −1.3600∗∗∗ −1.3598∗∗∗

(0.0131) (0.0049) (0.0049)

Log lateral length 0.9398∗∗∗ 0.8762∗∗∗

(0.0517) (0.0513)

Log real price per mcf −0.3824∗∗∗

(0.0776)

Log real drilling cost index −0.8666∗∗∗

(0.2581)

Blended royalty 4.1136∗∗∗

(0.7708)

OGIP-tier dummies No Y es Y es
Num. obs. 65648 65648 65648
Num. units 879 879
Num. wells 1202 1202 1202
minTi 2 2 2
maxTi 59 59 59
σε 0.5818 0.5818 0.5818
σψ 0.4456 0.4246
σu 0.7268 0.4479 0.4408

Fixed e�ect standard errors clustered on well.

Models 2 and 3 are random e�ects models and use MLE standard errors.

∗∗∗p < 0.001, ∗∗p < 0.01, ∗p < 0.05
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adding royalty rates and price variables. The time-varying decline coe�cients are

quite close across all models. Models (2) and (3) show that OGIP has a powerful

predictive e�ect on production volumes, and they also show that the variance of

unit-level quality ψi1, and well-heterogeneity, uiD, are of similar magnitudes. Finally,

model (3) shows that royalty rates are positively correlated with production volumes

as they were with the simpler model estimates in Table 3.2.

3.7.3 Speci�cs of drilling model

The fundamental driver of drilling decisions is the net �ow from drilling a well. I

assume that this payo� is composed of revenue, cost, and an e�ciency gain from

drilling in consecutive periods. Unobserved heterogeneity enters into the revenue

component, not cost, and makes revenue-coe�cients random. The net (�ow) payo�

to drilling can be written as

u(d, zit, sit, ψit, εit) = E [revenue(d, zit, sit, ψi1)|zit, sit, ψit]− cost(d, sit, εit). (3.10)

The fact that unobserved heterogeneity a�ects revenues, not costs, re�ects the positive

correlation between production volumes and royalty rates.16 Revenues are essentially

the number of wells drilled, d times the value of an additional unit of total production,

pt, times the Expected Ultimate Recovery (EUR) of each well:

revenue(d, zit, sit, ψi1) = d(1− αrri)pαpt Q(gi, ψi1). (3.11)

16This correlation is also re�ected in a long history of papers which analyze oil and gas auctions
in a common-values paradigm.
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EUR is calculated di�erently depending on whether the �rm has drilled (Dit > 0)

and knows ψi1 or whether the �rm has not (Dit = 0) and must take a conditional

expectation given the noisy signal, ψi0:
17

Q(gi, ψi1) = exp {α0 + αggi + αψψi1}

E[Q(gi, ψi1)|ψi0, gi] = exp
{
α0 + αggi + ραψψi0 + 0.5α2

ψ(1− ρ2)
}

When evaluating the �nancial pro�tability of a well, what �rms care about is not

the current price of natural gas, but the present value of the price at which the gas will

be sold when it is produced. Operators often sell gas production forward, hedging

against future price drops and locking in revenues when production commences.18

Thus, I use a weighted average of the forward curve that incorporates both well decline

and time-discounting to capture �rms expected production revenue. Let F (t, t + τ)

be the monthly average futures price at time t for gas delivered at time t + τ where

both t and τ are measured in months. Following Covert (2015), I assume that a shale

gas well produces for 20 years. Then the relevant gas price for the �rm is

pt =

∑240
τ=1 β̃

τ
12 exp{f(τ ; γ̂, tint)}F (t, t+ τ)∑240
τ=1 exp{f(τ ; γ̂, tint)}

(3.12)

where β̃ is the nominal discount factor, f(τ ; γ̂, tint) is the decline curve from Equa-

tion (3.5), with parameter estimates γ̂ taken from �xed e�ects estimates in Table 3.4.

The variable pt then represents the marginal value of an additional unit of expected

ultimate recovery (EUR).

17The joint normality of ψi1, ψi0 and their independence from gi and pt imply the form of the
conditional expectation.

18One could also justify this by assuming that the futures market accurately re�ects �rms' ex-
pectations about future prices.
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Reliable measures of forward prices, F (t, t + τ), are only available for τ up to 5

years. To account for this, I replace F (t, t+ τ) for years 6�12 with the average 5-year

futures price, F (t, 5 year) = 1
12

∑12
m=1 F (t, 48 +m). Rather than attempt to estimate

β, I set it exogenously as is typical in empirical dynamic discrete choice papers. I

follow Kellogg (2014), who assumes a nominal discount rate of 12.5% based on a

survey of the Society of Petroleum Evaluation Engineers. I also compute average

in�ation from the average change in the logarithm of the PPI for all commodities

over the sample period Jan 2003�Oct 2016. This is 2.34%.19 Combining the two, this

gives me an annual nominal discount factor of β̃ = 1/1.125 ≈ 0.89 and an annual real

discount factor of β = 1.0234/1.125 ≈ 0.91, which is close to the value 0.9 used by

Covert (2015) and Muehlenbachs (2015) for similar applications, as well as the real

discount rate used in Kellogg (2014).

The drilling cost function is

cost(d, sit, εit) =



− εit(0) if d = 0

αc1 − αd1[di,t−1 > 0]− εit(1) if d = 1

dαc+ − αd1[di,t−1 > 0]− εit(d) if d > 1

. (3.13)

Allowing for costs to di�er depending on whether the �rm drills one well or multiple

wells and whether drilling is continued over from the previous month re�ects potential

gains to scale and avoided costs associated with moving rigs. This is consistent with

the empirical hazard for wells 3+ shown in Figure 3.5.

19Speci�cally, this is the series �PPIACO� from FRED.
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3.8 Results

Table 3.5 shows estimates for the full model with all three components: royalty rates,

drilling decisions, and production.

The signs of coe�cients from the royalty-rate equation, Equation (3.1), are as

expected. The coe�cient on �rms' �rst willingness to pay variable, which is the noisy

signal, ψi0, is positive, though only signi�cant at the 2% level. This positive coe�cient

implies that royalty rates are positively correlated with �rms' beliefs about quality

and, hence, actual quality. This is re�ected by the acceleration in initial drilling in

high-royalty sections (see Figure 3.8) and the positive correlation between royalty

rates and production outcomes (see Models 2 and 3 in Table 3.2 and Model 3 in

Table 3.4). Similarly, locations with observably better geology (high OGIP) tend

to fetch higher royalty rates. The coe�cients on landowners' willingness to accept

variable also have the expected signs: areas with higher housing values and denser

population require higher royalty payments, and locations with a greater share of

permeable surface (less concrete and development) require lower royalty rates.

The estimated coe�cient δ from the lease-selection process, Equation (3.3) implies

that larger leases tend to be more likely to matter to �rms than smaller ones.

The signs of the parameters characterizing the �ow payo�s of �rms' investment

decisions are as expected, with the notable exception of αp, the price parameter. The

aspect of the data being rationalized by the model is likely the fact that �rms did

not drill at the highest gas prices before 2008, but did drill as prices fell. This can

be readily seen in Figure 3.4.20 The coe�cient on royalty-rates, αr is statistically

20The fact that αp is negative and suggests that �rms prefer low prices, not high prices, is
indeed troubling as it contradicts pro�t-maximization, and I am actively working on resolving this
contradiction. There are several possible omitted factors that cause the model to �nd prices are
negatively correlated with pro�tability. First, technological progress is not included in the model.
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greater than 1.0, which is the value theory suggests it should be. This suggests a

possible misspeci�cation or nonlinearity in the royalty-rate setting model. Firm's

initial beliefs, ψi0 are quite noisy: the estimated correlation between them and the

actual quality, ψi1 is only ρ̂ = 0.245. This implies that the information provided by

the �rst well is quite valuable, which is re�ected in the much higher hazard rates for

well 1 versus later wells (see Figure 3.5). Both the observed component (OGIP) and

unobserved component (ψ1) of geology increase the pro�tability of drilling. However,

the contribution to the pro�t function of OGIP, which only varies from 1�10, is much

smaller than that of ψ1. This implies that unobserved heterogeneity in geological

quality plays a large role in determining the production and pro�t potential of a each

location. The per-well cost for drilling just one well is higher than the per-well cost

for drilling multiple wells, and the di�erence is approximately the same as the cost

e�ciency generated by continuing drilling from the prior month. This cost-e�ciency

helps explain the pattern in Figure 3.6 which shows wells 3+ being drilled within days

or weeks of the prior well.

The signs of estimated parameters in the production equation, Equation (3.5), are

also as expected. The coe�cients on time-trends are statistically indistinguishable

Firms have, indeed, gotten better at extracting gas from shale, and this will serve to �re-in�ate�
revenue in later years when prices are low. A di�culty with this approach is actually measuring
technology-related productivity advances and �rms' expectations about them. Second, volatility and
average prices are positively correlated in the sample, as shown in Figure 3.4, and volatility may be
under-estimated in early years. Real options theory implies that this would cause under-estimation
of �rms' opportunity cost of drilling when prices were higher. Third, in assuming that all leases with
optional extensions are costlessly extended, I have over-estimated the opportunity cost of waiting
during early years, causing the model to under-predict drilling during this time. Fourth, I may be
mis-measuring prices. In early years, �rms may have faced midstream infrastructure constraints to
get gas to market. In this case, early prices would be over-stated by using Henry Hub prices. Fifth,
and related to the technological progress issue, the vector of time-varying variables Zit does not
include a time-varying cost; though including this is computationally di�cult as it increases the size
of the state-space dramatically. Additionally, I do not know of any monthly data on unconventional
well costs. The Bureau of Labor Statistics (BLS) does publish a PPI for drilling; however, this
is at the well-level and combines both conventional and unconventional drilling. This results in a
dramatic under-statement of costs during early years.
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from those in Table 3.4. We cannot reject the null hypothesis that the elasticity of

production with respect to lateral length is 1 at the 5% level. This is a bit larger than

one might expect given that one 50-mile well will not produce as much as 50 one-mile

wells. However, Figure 3.1 suggests that well lengths are often constrained by unit

size. If so, the observed well lengths in the sample may be below the level where de-

creasing returns set in. Excluding the lowest OGIP category, the di�erence between

the minimum and maximum coe�cients on the OGIP indicator variables are around

0.350. This is about 50% larger than a one standard-deviation change in the unob-

served quality component, but smaller than the impact of a one standard-deviation

increase in the well-speci�c shock. The fact that ση is more than twice as large as

γψ implies that well-speci�c heterogeneity impacts �nal well outputs much more than

unit-level quality. One interpretation of this result is that geological quality varies

very fast over space, so knowing the central tendency of the geological within a unit

provides relatively little information about what a particular well will produce. This

interpretation is consistent with a world where �rms' information is always relatively

poor, even if they do learn about geology by drilling. An alternative explanation

is that large within-unit variation well-speci�c productivity re�ects the evolution of

production-enhancing technology over time. For example, if well 1 was drilled early

to hold a lease in 2010, completion technology might have improved signi�cantly by

the time the �rm drilled additional wells in 2015.

Table 3.6 shows the mean of the distribution of cumulative drilling for the entire

sample predicted by the model. This is computed by taking the right hand side

variables (gi, xri, sij0, yij, zit) as given and computing the expected paths of quantities

of interest by integrating out the joint distributions of ψi0, ψi1, εit conditional on the
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Figure 3.10 : Mean ψ1 of all wells, initial wells, and later wells drilled
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royalty rate.21 The model �ts the shares of sections with zero or one well only quite

well. However, the model signi�cantly over-predicts the number of sections that are

exhausted and have 13 wells on them. This suggests that the distribution of ψi1 may

be misspeci�ed or that the sample is not random.

The same procedure used to compute Table 3.6 can be used to compute the mean

unobserved quality, ψi1, of the wells drilled in any given period. Figure 3.10 shows

how the mean unobserved quality of the wells drilled changes over time for all wells

drilled in each period, initial wells only, and wells 2+. Rises in the mean unobserved

quality of well 1 and well 2 generally decline over time because �rms are more likely to

drill better locations in any given period. The overall unobserved quality rises as �rms

learn in aggregate where better locations are. However, after most initial wells are

21Because royalty rates are correlated with ψi0, one must condition the distribution of ψi0, ψi1
on them.
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Figure 3.11 : Expected productivity of all wells, initial wells, and later wells drilled
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drilled, exhaustion takes over, and the unobserved quality declines. Month-to-month

volatility is due to prices and the entry or exit of leases.

Since mean productivity of wells depends on the observed and unobserved compo-

nents of geology, Figure 3.11 shows simulations of E[γψψi1 +γggi|dit > 0]. Because the

logarithm of production is a linear function of this quantity, we can interpret changes

in levels as percentage changes. The relatively small magnitude of γψ implies that

�rms choices of where to drill may have increased production per well by around 25%.

This is an economically meaningful productivity increase. Well productivity analysis

that ignores the contribution of �rms' choices of where to drill risk overstating the

role of technology by a signi�cant margin. The depletable nature of the resource and

�rms' incentive to drill better locations �rst imply that production per well will fall as

better locations are exhausted. The resulting decline in average production per well
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drilled, however, is gentle: from November 2016 to November 2026, the total decline

is only 4%. At less that half of a percent per year, these depletion e�ects could likely

be o�set by technological improvements.

To illustrate the role that learning about geology plays, Figure 3.12 simulates two

counterfactual worlds. The �Fitted� world is the baseline scenario in which �rms'

initial signals are quite noisy but still somewhat informative (ρ = 0.245). The path

of mean productivity is strikingly close to the �Max learning� world in which initial

signals are totally uninformative (ρ = 0), so the value of the information from well

1 is maximal. The second counterfactual world, the �No learning� scenario, assumes

that �rms' initial signals are perfectly informative (ρ = 1). In this world, the onset

of declining productivity per well happens very quickly, and �rms appear to exhaust

the best locations �rst. Once the relatively few locations in the upper tail of the

distribution are exhausted, productivity declines slowly because the bulk of the dis-

tribution of unobserved quality, ψ1, lies in the center. Smith (2017) and Smith and Lee

(2017) makes this point when drilling wells is done at random (sampling without re-

placement); however, the fact that �rms choose to drill better locations (non-random

sampling) exacerbates the change in the rate of productivity decline. In this third

�No learning� world, long-run depletion e�ects are even more mild, suggesting that

geology-driven declines in production per well are not severe concerns.

3.9 Conclusion

It is well understood that operators have improved the productivity of their wells by

learning how to drill and complete their wells better. In this paper, I use a structural

econometric model to estimate the joint distribution of �rms' initial pre-exploration

priors and the true quality of the locations they drill. This requires combining complex
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Figure 3.12 : Expected productivity of all wells drilled with �tted, maximum, and
zero learning
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datasets from all parts of the upstream investment cycle. To identify parameters, I

exploit pre-drilling royalty-rates and multiple post-drilling production outcomes as

measurement equations, using the exclusion restriction that landowner and land-cover

characteristics only a�ect the �rm's pro�ts through landowners' negotiating position.

Model estimates imply that despite advances in seismic sensing technology, �rms

still do not know exactly where to drill without investing in an exploratory well. Their

priors are positively correlated with a location's actual quality, but this information is

still quite noisy. This has important implications for the dynamics of unconventional

oil and gas supply. First, up to 25% of the observed increases in production per well

that we have seen could be due to �rms learning where to drill. Second, depletion

implies that �rms will transition to drilling worse locations. Since the resulting annual

decline in average output per new well is less than 0.5%, the risk of ignoring depletion
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of �sweet spots� when making forecasts seems to be mild. Signi�cant downside risk

is present, however, if analysts mis-attribute learning where to drill to improvements

in technology and then extrapolate these gains forward in a linear way.
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Table 3.5 : Parameter estimates

Parameter Estimate SE t-statistic p-value

Royalty

ψi0 0.384∗ (0.164) 2.34 0.02
Log median house value 0.408∗∗∗ (0.089) 4.58 0.00
Log pop. density 0.098∗ (0.042) 2.35 0.02
Pct impervious -1.981∗∗∗ (0.569) -3.48 0.00
Mean OGIP 0.051∗∗ (0.016) 3.18 0.00

0.125 | 0.1667 0.937 (1.128) 0.83 0.41
0.1667 | 0.1875 1.392 (1.136) 1.23 0.22
0.1875 | 0.2 2.292∗ (1.141) 2.01 0.04
0.2 | 0.225 3.248∗∗ (1.142) 2.85 0.00
0.225 | 0.25 3.948∗∗∗ (1.143) 3.45 0.00

Leasing

Log lease area 2.099∗∗ (0.643) 3.27 0.00

Drilling

αr (royalty) 2.244∗∗∗ (0.480) 4.67 0.00
α0 (constant) 0.768∗∗ (0.289) 2.65 0.01
αp (price) -0.531∗∗∗ (0.076) -7.00 0.00
αg (OGIP) 0.071∗∗∗ (0.013) 5.56 0.00
αψ (ψ1) 1.257∗∗∗ (0.132) 9.56 0.00
αc1 (1 well) 8.114∗∗∗ (0.337) 24.11 0.00
αc+ (2+ wells) 6.226∗∗∗ (0.352) 17.71 0.00
αd (continual drilling) -2.328∗∗∗ (0.123) -18.89 0.00
ρ 0.245∗∗∗ (0.035) 7.10 0.00

Production

ψi1 0.232∗∗∗ (0.021) 10.90 0.00
log min{t, tint} -0.599∗∗∗ (0.003) -176.80 0.00
max{log t− log tint, 0} -1.360∗∗∗ (0.002) -715.71 0.00
Log lateral length 0.993∗∗∗ (0.026) 37.48 0.00
gi = 1 2.624∗∗∗ (0.243) 10.78 0.00
gi = 2 4.288∗∗∗ (0.290) 14.78 0.00
gi = 3 4.356∗∗∗ (0.227) 19.15 0.00
gi = 4 4.474∗∗∗ (0.230) 19.43 0.00
gi = 5 4.354∗∗∗ (0.217) 20.04 0.00
gi = 6 4.441∗∗∗ (0.217) 20.49 0.00
gi = 7 4.509∗∗∗ (0.219) 20.60 0.00
gi = 8 4.613∗∗∗ (0.218) 21.18 0.00
gi = 9 4.561∗∗∗ (0.217) 21.01 0.00
gi = 10 4.644∗∗∗ (0.221) 21.03 0.00
ση 0.582∗∗∗ (0.000) 4094.05 0.00
σu 0.578∗∗∗ (0.011) 51.58 0.00
∗∗∗p < 0.001, ∗∗p < 0.01, ∗p < 0.05

Log lik. = -69137.7425. Standard errors computed by outer product of gradients.
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Table 3.6 : Model �t: Actual vs predicted cumulative drilling in Oct 2016

Share Count
DiT Actual Fitted Actual Fitted

0 0.32 0.30 425 402
1 0.52 0.52 695 690
2 0.06 0.07 77 100
3 0.02 0.02 31 24
4 0.02 0.01 29 11
5 0.02 0.01 24 8
6 0.02 0.00 21 6
7 0.01 0.00 12 5
8 0.01 0.00 12 5
9 0.00 0.00 1 5
10 0.00 0.00 2 6
11 0.00 0.01 2 7
12 0.00 0.01 0 11
13 0.00 0.04 1 52
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Appendix A

Equilibrium equations

First, we must compute the following quantities as functions of state and co-state

variables only:

pc : L−1
c

(
pc
pl
, K

)
= n

∫
c

(
c−1
w

(
p̂(j) + ψw

pc
, A,W,W ; j

)
, A,W,W ; j

)
dF (j)

cs : cs = L−1
c

(
pc
pl
, K

)
S(j) : S(j) = ψa(j)− V u

S̄ : S̄ =

∫
max{S(j), 0}dF (j)

V : V =


n
∫
κ′−1 ((1− τ)σq (θ) max{S(j), 0}) dF (j) if U > u

0 otherwise

U : U = A−A = A− n
∫
A(j)dF (j).

W : W =

∫
W (j)dF (j)

θ : θ = V/U

v(j) : v(j) =


κ′−1 ((1− τ)σq(θ) max{S(j), 0}) if U > u

0 otherwise



165

Then we write a system of ODEs that characterize the equilibrium for each time t in

terms of state and co-state variables and the quantities calculated above:

K̇ : K̇ = p−1
k (ψk)− δkK

Ẇ (j) : Ẇ (j) = w(j) = c−1
w

(
p̂(j) + ψw

pc
, A,W,W ; j

)
ψ̇k(j) : ψ̇k = plLk(c

s, K) + (ρ+ δk)ψk

ψ̇a(j) : ψ̇a(j) = pccA(w,A,W,W ; j) + ρψa

ψ̇w(j) : ψ̇w(j) = pccW (w,A,W,W ; j) + ρψw

V̇ u : V̇ u =


−τθq(θ)E[max{S(j), 0}] + ρV u if U > u

ρV u otherwise

Ȧ(j) : Ȧ(j) = vσq(θ)

Recall that T is de�ned as as the last time where any economic activity occurs:

T = maxj∈J{Tj}. Then the dynamic equilibrium is further characterized by the
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following set of transversality conditions:

V u(T ) = 0

ψk(T ) = pk(−KT )

ψa(Tj; j) = −ψw(Tj; j) = max {0, p̂(j)− pc(Tj)cw (0, A(Tj; j), A(Tj; j),W(Tj); j)}

U(T ) = u

A(0; j) = A0j

W (0; j) = W0j

K(0; j) = K0

U(0) = A−
∫
A(0; j)dF (j)

W(0) =

∫
W (0; j)dF (j)

As mentioned earlier, production is easily computed as

Q(t; j) = e−δqt
∫ t

0

eδqτq0w(τ ; j)dτ +Q0je
−δqt.

Together, this system of equations implies a set of stopping times {Tj}j∈J for each �rm

after which w(t; j) = 0 and a time T0 when unleased acreage drops to the threshold

where matching is not possible because U(t) = u ∀t ≥ T0. Finally, we require a

mass of �rms n such that the free entry condition, equation 2.24, is satis�ed.
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A.1 Parameterization for simulation

This also means that we can write equilibrium match-rates for �rms and landowners

when U > u as

q(θ) = m

[(
m(1− τ)

κ

)
σS̄

U/n

]− 1−µ
2

θq(θ) = m

[(
m(1− τ)

κ

)
σS̄

U/n

]µ
.

We can use landowners' match-rate to write the equilibrium law of motion for landown-

ers' outside values as

V̇ u = −τm1+µ

[
1− τ
κ

(
σS̄

U/n

)]µ
E[max{S(j), 0}] + ρV u. (A.1)
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Appendix B

Mathematical appendix

B.1 Derivation of landowners' transitions

One can derive equation (2.13) via dynamic programming by taking the limit of a

discrete-time problem where the interval between periods shrinks to zero (ε→ 0). In

the derivation below, the expectation operator E is de�ned in (2.12).

V u(t) =

Pr(unmatched)︷ ︸︸ ︷
[1− εθq(θ)]

[
0 +

V u(t+ ε)

1 + ρε

]
+

Pr(matched)︷ ︸︸ ︷
εθq(θ) E[pa(t; j)]

V u(t)(1 + ρε) = εθq(θ)(1 + ρε)E[pa(t; j)] + [1− εθq(θ)]V u(t+ ε)

[V u(t)− V u(t+ ε)] + ρεV u(t) = εθq(θ) {E[pa(t; j)]− V u(t+ ε)}

Divide by ε and then cancel:

−[V u(t+ ε)− V u(t)]

ε
+
ρεV u(t)

ε
= {E[pa(t; j)]− V u(t+ ε)} εθq(θ)

ε

− [V u(t+ ε)− V u(t)]

ε
+ ρV u(t) = θq(θ) {E[pa(t; j)]− V u(t+ ε)}

And take a limit as ε→ 0

−V̇ u + ρV u = θq(θ)E [pa(j)− V u]

V̇ u = −θq(θ)E[S(j)] + ρV u
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B.2 Original-operators-problem

The current-value Hamiltonian corresponding to operators' dynamic optimization

problem, equation (2.16), is

H̃ = pqQ− pcc(w,A,W,W ; j)− κ(v)− paȦ

+ ψavσq(θ) + ψww + ψq(q0(j)w − δqQ)

After substituting in equation (2.15) for the �ow of leases, Ȧ, we can include con-

straints and write the Hamiltonian as

H̃ = pqQ− pcc(w,A,W,W ; j)− κ(v) + (ψa − pa)vσq(θ)

+ ψww + ψq(q0(j)w − δqQ),

and the Lagrangian as

L̃ = H̃ + λ(A−W ) + λww + λvv.

The �rst-order conditions for the optimal paths of searching and drilling are

∂L
∂w

= −pccw(w,A,W,W ; j) + ψw + ψqq0 + λw = 0

∂L
∂v

= −κ′(v) + (ψa − pa)σq(θ) + λv = 0,
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and the co-state equations are

ψ̇w = pccW (w,A,W,W ; j) + λ+ ρψw

ψ̇a = pccA(w,A,W,W ; j)− λ+ ρψa

ψ̇q = −pq + (ρ+ δq)ψq.

The transition equation for ψq only involves constants, so we can solve for a general

solution:

ψq(t) =
pq

ρ+ δq
+ e(ρ+δq)t

(
ψq(0)− pq

ρ+ δq

)
The only stable solution for ψq is when ψq(0) = ψq(t) = pq

ρ+δq
. This means that ψq

must be equal to the present value of revenues from a well:

ψq(t) =
pq

ρ+ δq
∀t. (B.1)

The present value of revenues from the initial stock of producing wells will simply be

Q0jpq
ρ+ δq

,

and the present value of expected revenues from each new well will be

p̂(j) ≡ pqq0(j)

ρ+ δq
.

Substituting ψq into the FOC for drilling, w > 0 implies that λw = 0, so the present

value of revenues from a well must equal the marginal extraction cost (MEC) plus
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the opportunity cost of drilling it, also known as the marginal user cost (MUC):

p̂(j) = pccw(w,A,W,W ; j)︸ ︷︷ ︸
MEC

+ (−ψw)︸ ︷︷ ︸
MUC

.

We can then re-form the original problem as

Ṽ (A0j, H0j, Q0j; j) =
pqQ0j

ρ+ δq
+

max
w(t),v(t),Tj

∫ Tj

0

e−ρt
{
p̂(j)w − pcc(w,A,W,W ; j)− κ(v)− pa(V u, ψa)Ȧ

}
dt.

The solution is unique, and its necessary and su�cient conditions coincide exactly

with the original problem. Thus, the two are equivalent. Finally, with an optimal

path for w in hand, we can then solve for Q(t; j) by integrating forward using the

optimal path for w. Recall that Q̇(t; j) = q0w(t; j)−δqQ(t; j). Given Q0j, the solution

is

Q(t; j) = e−δqt
∫ t

0

eδqτq0w(τ ; j)dτ +Q0je
−δqt.

B.3 Proofs

Lemma 2.5.1. Given any admissible set of states and co-states at time t, we can �nd

a price pc(t) to clear the drilling services market, and pc(t) is a continuous function

of t.

Proof. Equation (2.41) implies that

p̂(j) + ψw
pc

≤ cw(w,A,W,W ; j),

and the equation holds with equality if w > 0. Assumption 2.5.3 implies that the
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short-run marginal services cost of drilling is strictly increasing and di�erentiable so

the function c−1
w (·) is well-de�ned, di�erentiable, non-negative, and weakly increasing

in its �rst argument:

w(j) = c−1
w

(
p̂(j) + ψw

pc
, A,W,W ; j

)

Individual �rm demand for drilling-services as a function of prices and state-variables

is therefore also well-de�ned and di�erentiable. It takes non-negative values and

weakly decreases in pc:

cd(j) = c

(
c−1
w

(
p̂(j) + ψw

pc
, A,W,W ; j

)
, A,W,W ; j

)
.

Equation (2.28) implies that aggregate demand for drilling services will be another

di�erentiable, weakly decreasing function in pc that takes on non-negative values:

cd = n

∫
c

(
j, c−1

w

(
j,
p̂(j) + ψw

pc
, A,W,W

)
, A,W,W

)
dF (j).

Equation (2.44) implies that we can de�ne a services supply function as

cs = L−1
c

(
pc
pl
, K

)
.

This continuously di�erentiable function is well-de�ned for all (pc, K) ∈ R2
+ and

takes values in [0,∞). It is strictly increasing in both arguments. Additionally,

L−1
c (0, K) = 0 and limx→∞ L

−1
c (x,K) =∞.

The equilibrium price of drilling services, pc must satisfy the drilling services
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market-clearing condition:

L−1
c

(
pc
pl
, K

)
= n

∫
c

(
c−1
w

(
p̂(j) + ψw

pc
, A,W,W ; j

)
, A,W,W ; j

)
dF (j)

The left-hand side is strictly increasing in pc ∈ [0,∞) and has range [0,∞). The

right-hand side is weakly decreasing and takes non-negative values. Thus, we can

de�ne an equilibrium services price function that maps all possible admissible states,

e.g., {{A(t; j),W (t; j), ψw(t; j)}j∈J ,A(t),W(t), K(t), t}t∈[0,max{Tj}] such that A(t; j)−

W (t; j) ≥ 0 ∀j, t, into a unique market-clearing price. Moreover, the equilibrium

services prices are a di�erentiable function of t by the implicit function theorem. Since

the states and co-states are all continuous function of time, pc(t) is, too.

Lemma 2.5.3. Given the set of match surpluses for all types, {S(t; j)}j∈J and ag-

gregate leasing, U(t), there exists a unique quantity of aggregate-searching V(t) that

satis�es operators' optimality and the de�nitions of aggregate match-�ows.

Proof. First, use the FOC for searching, equation (2.42), to de�ne a �rm's optimal

searching function as

v =


κ′−1 ((1− τ)σq(θ) max{S(j), 0}) if U > u

0 otherwise

.

Assumption 2.5.2 implies that κ−1(·) is a continuously di�erentiable function of (U ,V) ∈

(u,∞)× (0,∞) Equation (2.4) implies that aggregate searching when U > u will be

V = n

∫
κ′−1

(
(1− τ)σq

(
V
U

)
max{S(j), 0}

)
dF (j).

The LHS is strictly increasing and continuously di�erentiable over the domain V ∈
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(0,∞), and the RHS is strictly decreasing and continuously di�erentiable when V ∈

(0,∞). Then we can �nd a unique V ∈ (0,∞) for all S(t; j)j∈J whenever U > u. We

only have V = 0 in the special case where U = u.

Lemma 2.6.1. Drilling is strictly declining before depletion: ∃T dj < Tj such that

ẇ(t; j) < 0 ∀t > T dj . Also, resource rents are strictly positive before depletion:

∃T rj < Tj such that −ψw(t; j) > 0 ∀t ∈ (T rj , Tj).

Proof. The �rst statement follows immediately from the de�nition of Tj as the ter-

minal drilling time and the continuity of pc(t), ψw(t; j), and N(t; j). For the second

statement, �rst observe that we cannot have that ψw(t; j) > 0 ∀(T rj , Tj) since this

would mean rents are negative, and the �rm could have done better by not drilling.

Now assume for the sake of contradiction that ψw(t; j) = 0 ∀t ∈ (T rj , Tj]. This

implies that ψ̇w = cW ∀t ∈ (T rj , Tj]. That −ψw(Tj; j) = 0 implies we have economic

depletion, so cW > 0 =⇒ ψ̇w > 0. Thus, it must be that ψw(t; j) > 0 for some

positive measure of time after T r. Contradiction.

Lemma 2.6.2. Suppose that we have no capital, a unit-mass of homogeneous �rms,

and physical depletion: pc = n = G(A,W ) = 1. Now consider two �rms that di�er

only in whether technological progress is through internalized learning-by-doing or

industry-wide knowledge spillovers. Then the �rm that internalizes its costs starts

drilling faster and depletes its resource �rst.

We proceed in two steps. First, we show by contradiction that the �rm with private

learning cannot �nish at the same time or after the �rm with spillovers. Then, we

show that the private learning �rm's co-state crosses the spillover-�rm's co-state once

from above. That the private �rm's drilling at t = 0 follows immediately.
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Proof. De�nitions. Denote the cost-function for the internalizing �rm as c(w,W ) =

E(w)D(W ), and the second, as c(w,W) = E(w)D(W). Denote depletion time with

private learning-by-doing as T , and T for the spillovers case. Additionally, assume

that the learning functions are the same: D(x) = D(x). No depletion e�ects implies

that cW < 0. We know that the �rms both lease and drill the same amount, WT ,

and that terminal rents are the same: Ψw(T ) = ψw(T ) = ψwT .

Step 1) The private-learner cannot �nish second. Integrate the co-state equations:

ψw(t) = ψwT e
−ρ(T−t)

Ψw(t) = ψwT e
−ρ(T−t) + eρt

∫ T

t

e−ρs(−cW )ds.

Since −cW > 0, we know that for all ∆ ∈ (0,min{T , T}), the following is true:

Ψw(T −∆) > ψw(T −∆).

The path of cumulative drilling under spillovers must satisfy

WT −W (T −∆) =

∫ ∆

0

(E ′)−1

(
p̂+ ψw(T − s)
D(W (T − s))

)
ds.

The fact that E ′ > 0 and Ψw(T −s) > ψw(T−s) implies that the following inequality

must hold for ∆ ∈ (0,min{T , T}):

∫ ∆

0

(E ′)−1

(
p̂+ ψw(T − s)
D(W (T − s))

)
ds <

∫ ∆

0

(E ′)−1

(
p̂+ Ψw(T − s)
D(W (T − s))

)
ds.



176

Di�erentiate both sides with respect to ∆:

Ẇ (T −∆) = (E ′)−1

(
p̂+ ψw(T −∆)

D(W (T −∆))

)
< (E ′)−1

(
p̂+ Ψw(T −∆)

D(W (T −∆))

)

De�ne t = T −∆, which implies that T −∆ = t+ [T −T ] and assume for the sake of

contradiction that depletion under private learning is after depletion under spillovers:

T ≥ T . Then we can see that

Ẇ (t) = (E ′)−1

(
p̂+ ψw(t)

D(W (t))

)
< (E ′)−1

(
p̂+ Ψw(t+ [T − T ])

D(W (t))

)
≤ (E ′)−1

(
p̂+ Ψw(t)

D(W (t))

)
,

where the second inequality follows from ψ̇w < 0 and Ψ̇w < 0. Thus, we know that

p̂ + ψw(t) < p̂ + Ψw(t) ∀t. Furthermore, setting t = 0 implies that initial drilling

with private learning is larger than initial drilling with public spillovers:

Ẇ (0) = (E ′)−1

(
p̂+ ψw(0)

D(W0)

)
< (E ′)−1

(
p̂+ Ψw([T − T ])

D(W0)

)
≤ (E ′)−1

(
p̂+ Ψw(0)

D(W0)

)
= Ẇ (0).

Continuity implies that ∃ ε > 0 such that ∀t ∈ (0, ε), we haveW (t) > W (t). However,

T > T is true if and only if ∃T ∗ > ε such that W (t) ≥ W (t) ∀t ≥ T ∗. For such

an over-taking to occur, we must have that ψw(t) > Ψw(t). This contradicts the fact

that ψw(t) < Ψw(t) ∀t. Therefore, it must be that case that T < T .

Step 2) The private-learner must start drilling faster.

Since T < T , we know that Ψw(T ) < ψw(T ). We �rst show that if the two

cross, it will be just once. Then we show that they must. Compute the di�erence in
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co-states as

ψw(t)−Ψw(t) = ψwT
[
e−ρ(T−t) − e−ρ(T−t)]+ eρt

∫ T

t

e−ρscW ds

= eρt
{
−ψwT

[
e−ρT − e−ρT

]
+

∫ T

t

e−ρscW ds

}
.

The �rst term inside the brackets is positive, and the last, negative. Taking a deriva-

tive with respect to time leads to

ψ̇w(t)− Ψ̇w(t) = ρeρt
{
−ψwT

[
e−ρT − e−ρT

]
+

∫ T

t

e−ρscW ds

}
+ (−cW )

= ρ [ψw(t)−Ψ(t)] + (−cW )

This implies that at any crossing-point where ψw(t) −Ψw(t) = 0, ψ̇w(t) − Ψ̇w(t) =

−cW > 0. Since the derivative is strictly increasing at any zero-crossing, we can only

have one.

Now assume for contradiction that there is no zero-crossing. Then Ψw(0) < ψw(0).

This implies that Ẇ (0) > Ẇ (0), so ∃ ε > 0 such that W (t) > W (t)∀t ∈ (0, ε). For

us to have that W (T ) <W (T ), it must be that at some point Ψw(t) > ψw(t) so that

W (t) can overtake W (t). Continuity then implies a crossing point, which contradicts

our assumption. Therefore, we must have a zero-crossing point, which will be unique.

The fact that Ψw(0) > ψ(0) implies Ẇ (0) > Ẇ (0).

This implies that with private learning, initial drilling is faster, and depletion is

sooner.

Lemma 2.6.3. For drilling unpro�table wells to be optimal, learning-by-doing must

have a private component

Proof. Suppose not. Purely public spillovers imply that cW ≥ 0, and unpro�table
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drilling implies that ψ̇w < 0. The co-state transition equation, equation (2.34), implies

that ψ̇w = pccW (w,A,W,W ; j) + λ + ρψw0. This means that all future wells will be

even more unpro�table. The �rm could increase its pro�ts by not drilling any wells,

which contradicts that it was optimal to drill a positive measure of wells.

Lemma 2.6.5. Suppose that �rms are di�erentiated in costs but not initial production

rates: ϕ(j) 6= ϕ(j′) ∀j 6= j′ and q0(j) = q0(j′) ∀j 6= j′. Also suppose that there is

no private learning-by-doing: D(W ) = 1. Then the more e�cient �rms �nish drilling

faster and have a bigger lease portfolio.

Proof. Since q0(j) = q0(j′) ∀j 6= j′ and E ′(0) = 0, we know that terminal resource

rents are the same: ψaT (j) = −ψwT (j) = p̂ > 0. All �rms lease during the same

period [0, T0], so the �rm with a bigger portfolio values leases more:

A(T0; j) > A(T0, j
′) ⇐⇒ ψa(t; j) = −ψw(t; j) > −ψw(t; j′) = ψa(t; j

′).

Furthermore, the one with the higher value must �nish drilling �rst:

ψa(t; j) = e−ρ(Tj−t)p̂ > e−ρ(Tj′−t)p̂ = ψa(t; j
′) ⇐⇒ Tj < Tj′ .

Physical depletion implies that A(T0; j) = W (Tj; j), and we can compute W (t; j) as

W (t; j) =
1

ϕ(j)

∫ t

0

p̂+ ψw(s; j)

pc(s)D(W(s))
ds.

If �rm j drills more during [0, Tj], e.g., W (Tj; j) > W (Tj; j
′), and ψw(t; j) < ψw(t; j′),

it must be that �rm j has lower costs that �rm j′: ϕ(j) < ϕ(j′).

Assume for the sake of contradiction that �rm j has lower costs than �rm j′,

ϕ(j) < ϕ(j′), and it leases less: A(T0; j) < A(T0; j′) ⇐⇒ ψa(t; j) < ψa(t; j
′). This
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means that (1) �rm j′ must �nish drilling before �rm j

A(T0, j
′) =

1

ϕ(j′)

∫ Tj′

0

p̂+ ψw(t; j′)

pc(t)D(W(t))
dt >

1

ϕ(j)

∫ Tj′

0

p̂+ ψw(t; j)

pc(t)D(W(t))
dt.

However, this contracts the fact that ϕ(j) < ϕ(j′) and ψw(t; j′) < ψw(t; j).
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Appendix C

Computation

Natural gas prices are generally modeled as having a unit root over the short term,

and the ACF of ∆ log pt, shown in Figure C.1, shows very little structure left in

∆ log pt, suggesting that a random walk is an appropriate way to model log pt. This

does ignore the role of seasonality in natural gas prices. However, the ACF shows

no statistical evidence for it, and it is very important to keep the state-space as

small as possible. Volatility plays an important role in setting the value of an option,

and volatility in natural gas prices has generally declined over time. Rather than

model volatility as a continuous process using a GARCH model, I consider a simple

volatility regime-switching model in which volaltility takes values σt ∈ {σlow, σhigh}.

I estimate volatility regimes and transitions using the R package depmixS4, which

performs estimation via the EM algorithm. I set the regime in each period, kt, as the

Viterbi estimate of the state. Estimates of the parameters are displayed in Table C.1.

This allows me to form the vector zi1t of time-varying exogenous variables.
1

z1t =

[
log pt kt

]>
.

The estimated price volatilities do not enter into a �rm's �ow-payo�s, but they are

extremly important in determining the �rm's value function through the transition

1I also tried including the BLS drilling cost index; however, this does not account for the di�er-
ence in costs between conventional and unconventional wells, and its addition caused the state-space
to mushroom in size, making estimation extremely expesnive.
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Figure C.1 : ACF of ∆ log pt

Table C.1 : Price process estimates

Volatility Transition Πz(k)
σp Pr(State 1 | i ) Pr(State 2 | i )

High volatility 0.08223171 0.91412134 0.08587866
Low volatility 0.05045245 0.02691382 0.97308618

Estimated using the period Dec 2001�March 2017.

matrix for prices, Πz. Since prices are non-stationary, standard discretization methods

for stationary AR(1) processes are less helpful. Thus, I use the procedure outlined

in Farmer and Toda (2016) to form regime-speci�c transition matrices, Πz(k), that

match as many conditional moments of the continuous distribution as possible. As

shown in Figure C.2, I am able to match quite a few moments on the interior of

the state-space, though this number necessarily decreases a the edge of the grid. I

include 51 points in my grid for log pt, and allow it to extend from one-half the smallest

value of prices I observe to twice the largest value. This ends up being a range of

1.20 to 24.00 2009 USD/mcf. Since gas prices vary over a such a wide range during
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Figure C.2 : Number of moments matched for conditional distribution of ∆logpt

the sample, many of the elements are minuscule and can be ignored with minimal

numerical consequences. Thus, I set all elements less than 1e-6 to zero and use sparse

matrices. This saves considerable computational time. I combine the high and low

regime-speci�c price transition matrices, Πz(k), with the regime transition matrix to

form the full transition matrix

Πz =

π11Πz(1) π12Πz(2)

π21Πz(1) π22Πz(2)

 .
Finally, when evaluating the integrated value function, EV, I interpolate between

grid-points using quadratic B-splines.

In addition to discretizing prices, one must also discretize the �rm's information

about geology, ψ. Since F (ψi,t+1|ψit) is an AR(1) process, I use the Tauchen (1986)

procedure to approximate the transition matrix, Πψ.
2 Tauchen (1986) recommends

2While the approximation could be improved by either using quadrature grid-points or optimizing
over the elements of Πψ to match moments, this would require substantial additional computational
overhead when computing the inner loop and its derivatives, as well as the likelihood evaluation if
the grid changes between iterations. Thus, I choose not to do this.
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that the grid be symmetric around the mean of the distribution. I set the upper and

lower limits to ±4.0 and use an evenly-spaced 41-point grid. This covers the vast

majority of the distribution as the corresponding quantile is Φ(−4.0) = 3.2e−5. The

Tauchen (1986) procedure sets the elements of Πψ to be

πij =



Φ (x+) if j = 1

1− Φ (x−) if j = 2Mψ/∆ψ + 1

Φ (x+)− Φ (x−) otherwise

where

x+ =
ψj − ρ2ψi + 0.5∆ψ√

1− ρ
x− =

ψj − ρ2ψi − 0.5∆ψ√
1− ρ

As with prices, when evaluating the integrated value function, EV, I interpolate

between grid-points using quadratic B-splines. This has the added advantage of

providing ∂ EV /∂ψ for minimal additional computational cost.

In the inner NFXP loop, I solve the integrated value function by backwards in-

duction one leasing-drilling state at a time. Recall that the leasing-drilling state sit

is a tuple sit = (τit, d−1,it, Dit). Denote the set of leasing-drilling states as S. These

are sorted lexicographically by −τ , −d−1, and D. The implication of this is that the

integrated value functions at si depend on sj when i < j but not vice versa. The

last element in S, s|S|, is the the terminal state at which the �rm cannot drill, either

because the lease expired or all of the possible wells have been drilled. As stated

previously, this is normalized to zero: EV(s|S|, z, ψ) = 0 ∀z, ψ. Computing EV at

all s involves computing EV at s|S|−1, then computing EV at s|S|−2 using EV at s|S|−1,
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and so on.

At all leasing-drilling states si with i < |S|, the �rm's problem is �nite horizon

if the �rm cannot remain at si by not drilling. Conversely, it is an in�nite-horizon

problem if the �rm can. I solve �nite-horizon problems by value function iteration,

and in�nite horizon problems by a hybrid iteration algorithm that involves a few initial

value function iterations and subsequent policy function iterations until convergence

(see Rust (1994)). The value function for one set of time-invariant variables, e.g.,

geology and royalty-rates, does not depend in any way on the value function for

another set, which enables parallelization over combinations of the 6 observed royalty

rates and 10 geology levels. This considerably accelerates the inner NFXP loops.

The outer NFXP loops involve searching over the simulated likelihoods for a maxi-

mum. The log likelihood of each action depends on the �ow-payo�s and the integrated

value function that correspond to each action in the action space. For each action, I

re-compute the �ow-payo�s given the state variables and evaluate the value function

at the appropriate state values. Because prices and information are continuous state

variables, I use quadratic B-splines to interpolate over the value function in these

dimensions. I use Monte Carlo integration with two Halton (1960) sequences of bases

two and three to integrate out the independent standard normal variables u and v.

After discarding the �rst 5000 observations, for each unit i, I draw 2500 pairs of

shocks. Given my sample size of 1332, this satis�es the requirement thatMψ increase

at a rate faster than the sample-size.3

I obtain starting values by separately estimating each component of the model

and then combining them. Closed-form gradients are available for each component

3Normally this is stated as Mψ increases faster than
√
n + ε, but since I draw two shocks, I

require that Mψ dominate the sample size, n.
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of the likelihood. This allows me to use the BFGS optimization procedure. Con-

veniently, BFGS stores the inverse Hessian, so I compute standard errors using the

BFGS inverse Hessian, as well as the outer product of the gradient. The two are quite

close. Estimating the full model is fairly expensive in terms of computational time;

however, computation of EV and the simulated likelihood are both parallelizable, and

I achieved signi�cant speedups by utilizing Amazon and Microsoft cloud computing,

as well as a relatively new programming language, Julia.
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