


Abstract

Robust Discriminant Analysis and Clustering by a Partial Minimum Integrated

Squared Error Criterion

by

Yeshaya Adam Adler

In parametric supervised classification and unsupervised clustering tra-

ditional methods are often inadequate when data are generated under de-

partures from normality assumptions. A class of density power divergences

was introduced by Basu et al. (1998) to alleviate these problems. This

class of estimators is indexed by a parameter ↵ which balances e�ciency

versus robustness. It includes the maximum likelihood as a limiting case as

↵ # 0, and the special case known as L2E where ↵ = 1 (Scott, 2001), which

has been studied for its robustness properties. In this thesis, we develop

two methods which utilize L2E estimation to perform discriminant analy-

sis and modal clustering. Robust versions of discriminant analysis built on

the Bayesian model usually supplant the maximum likelihood estimates

by plugging robust alternatives into the discriminant rule. We develop

robust discriminant analysis which does not rely on multiple plug-in es-

timates but rather jointly estimates model parameters. We apply these

methods to simulated and applied cases and show them to be robust to

departures from normality. In the second application, we explore the

problem of obtaining all possible modes of a kernel density estimate. We

introduce a clustering method based on the stochastic mode tree, originally



developed in an unpublished manuscript of Scott and Szewczyk (2000).

This method applies the multivariate partial density component L2E esti-

mator, which includes maximum likelihood estimation as a limiting case,

of Scott (2004) to locally probe the data and find all potential modes of

a density. We provide an e�cient implementation of the stochastic mode

tree which is re-purposed to cluster the data according to its modal hier-

archy. We explore the behavior of this clustering method with simulations

and applied data. We develop an interactive exploratory visualization tool

which relates the modal clustering of a density to the optimal weights of

individual partial density components. We show how this method can be

used to interactively prune the stochastic mode tree to obtain a desired

cluster hierarchy. Finally, we show our hierarchical mode clustering to be

useful in image thresholding and segmentation.
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Chapter 1

Introduction

Many methods of supervised classification and unsupervised clustering employ some

metric of similarity (or dissimilarity) between distributions. These metrics seek to

generalize the notion of distance between probability measures. Specifically, a diver-

gence d between functions p(x) and q(x) is non-negative and positive definite, but

need not be symmetric or sub-additive, is defined as

d(p(x), q(x)) � 0 8x

= 0 () p ⌘ q .

The usage of distance estimators has long been recognized for its robustness prop-

erties. In the 1950’s, Wolfowitz pioneered the method of minimum distance estimation

(see e.g., Wolfowitz, 1957). There are generally two types of minimum distance crite-

rion as applied to statistical inference. The first type is that of the distance between

probability distribution functions. The key insight is that the minimum distance

criteria can be used to measure the goodness of fit from the model to the sample

data. Wolfowitz dealt mostly with distances between the theoretical cumulative dis-
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tribution function and the empirical cumulative distribution function, or the distance

between two empirical cumulative distributions, proving their strong consistency and

nice large sample properties. These estimators, in particular the Cramér–von Mises

criterion goodness of fit estimator,

!2 =

Z 1

�1
[Fn(x)� F ⇤(x)]2 dF ⇤(x) , (1.1)

share similarities with the L2E estimator which is heavily featured in this thesis. This

type of minimum distance estimator has been applied to estimation of normal mixture

components (Woodward et al., 1984), which also has an analog to work in this thesis.

Since Huber et al. (1964) generalized the maximum likelihood type estimator,

much attention has been paid to this class of M-estimators. Particularly, Donoho

and Liu (1988) showed how minimum distance estimators possess some ‘automatic’

robustness properties. In an overarching sense, we seek to imbue this automatic ro-

bustness characteristic to both supervised parametric methods as well as unsupervised

non-parametric methods presented in this thesis.

The second class of distance criterion are those between density functions, some-

times called probability density function divergences, or pdf-divergences. This class of

divergences contains many types which are useful in multiple contexts. Members of

this class of divergences include the well-known Kullback-Leibler, L1, and Euclidean

divergences, as well as the lesser known Hellinger, Chi-squared, and Itakura-Saito

divergences. Many of the above fall into the general classes of divergences such as the

f -divergences and the Bregman divergences (Cichocki and Amari, 2010).1 We restrict

our attention to those pdf-divergences which are desirable for their robustness proper-

ties. The first instance of using a pdf-divergence to obtain robust estimates relative to

1
In the literature, the density power divergence (Basu et al., 1998) is often called the �-divergence,

in order to avoid confusion with the family of ↵-divergences. Since we do not deal with these families

in this thesis, we continue using the original notation, which has been in subsequent use by e.g. Scott

(2001) and others.
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the maximum likelihood estimates was that of Beran (1977). Beran used the Hellinger

distance to obtain estimates which were robust while maintaining full asymptotic ef-

ficiency. He suggested choosing parameters ✓ to minimize the Hellinger distance to a

kernel density estimate, and Lindsay (1994) studied the robustness-e�ciency trade o↵

in that setting. A weighted likelihood approach was also used by Basu et al. (2004)

with the Hellinger distance. The Hellinger distance has many desirable properties

such as boundedness over the probability space and has full asymptotic e�ciency,

but it is not computationally e�cient to calculate.

Another component which imparts statistical robustness to several divergences is

that of the power transformation. In much the same way as the Box-Cox transform

remedies departures from the normality assumption in a linear regression context,

power transformations have been placed on divergence measures to provide robust-

ness to model misspecification. Rényi et al. (1961) introduced the Rényi entropy

which utilized a power transformation to generalize several known divergences. A di-

vergence known as the density power divergence was introduced by Basu et al. (1998),

which utilizes a power transform to form a divergence which has extremely powerful

robustness properties. This divergence has been used to provide a robust analog to a

great many non-robust methods and applications. These occur in diverse fields such

as statistics, engineering, computer vision, and finance. Notable examples include

parametric estimation and regression (Scott, 2001), blind source separation (Mihoko

and Eguchi, 2002), point set registration (Jian and Vemuri, 2005, 2011), extreme-value

estimation (Vandewalle et al., 2007), non-negative matrix factorization (Févotte and

Idier, 2011), and many more applications.

In this thesis we will focus on applications of the integrated squared error diver-

gence, also known as the L2 Estimator (L2E), which is a special case of the den-

sity power divergence. This estimator is notable for being robust yet maintaining
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e�ciency relative to the maximum likelihood estimator. In addition to its strong

robustness properties, the L2E is computationally tractable and intuitive to under-

stand. Another desirable feature of the L2E penalty is it can be used to perform local

parameter estimation across the data domain.

An intuitive understanding as to why the L2E is more robust than the MLE can

be gained by inspecting the shape of the loss function. To show this property of

the loss function, we provide a simple example. Consider the problem of estimating

the mean of the standard normal distribution using either L2E or MLE, when the

standard deviation, � = 1, is known. In the MLE case, the penalty has the form

�log(�(x|µ, � = 1)), while the L2E has the form of ��(x|µ, � = 1). If we plot the

shape of the MLE versus the L2E in a region near the minimum value (µ = 0), we

note that the MLE bounds the L2E above, and increases much more rapidly than the

L2E, which in turn is less strict in the area of the minimum. This comparison can be

seen in figure 1.1.

Figure 1.1: Shape of the MLE and L2E penalty in the region of the minimum for
estimating the mean value of standard normal distribution, �(0, 1).
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Further, when we consider the same two penalties over a larger domain, we see

that the L2E solution has a restricted range at values far from the mean. That is, the

L2E penalty truncates values that are far from µ = 0, while the MLE penalty does not.

Specifically, the L2E penalty is bounded above at zero, but the MLE is unbounded.

This feature is what intuitively provides robustness to L2E in the presence of outliers.

Whereas the MLE will retain outlying points with high probability, L2E will assess

those same points a low probability. A plot which details this property is shown in

figure 1.2. We note that the two panes of this figure are plotted on a non-aligned

scale.

The rest of this thesis proceeds as follows: In chapter 2 we will overview some

aspects of L2E which make it favorable both for robust estimation as well as to learn

the local structure of data. We will explore how the L2E criterion is computationally

tractable and is an ideal case of the density power divergence in many ways. In fact,

some methods designed to choose the right parameter ↵ will employ cross validation

on the L2 empirical divergence or use L2E as an intermediate pilot estimator to choose

a better value.

In chapter 3, we develop methods for parametric supervised learning in a discrim-

inant setting. These methods use L2E to provide a robust alternative to MLE-based

classical discriminant analysis when presented with contaminated data. In particu-

lar, we show that our methods can provide robust discriminant rules using a plug-in

method, and compare it to other methods which rely on sub-sampling and trim-

ming the data, which may not be desirable, but which perform well in practice. We

also introduce a criterion which jointly estimates the parameters which describe the

discriminant boundary. We perform a simulation study to assess its performance,

showing it to be more resistant to outlying data and scale contaminations than the

classical discriminant method. Further, we explore variants of these methods which
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might be useful under di↵erent model specifications, such as to detect the percentage

of non-contaminated data generated by di↵erent subclasses. We then o↵er conclusions

and suggestions for future research.

In chapter 4 we will use the L2 divergence to perform local optimization on the

data domain to examine its modal behavior. We will show that by probing the local

data structure hierarchically using a non-parametric L2E criterion, we can determine

both the numerosity and saliency of modes. Our methods will be used to extend the

unpublished work of Scott and Szewczyk (2000, Tentatively Accepted), in which the

stochastic mode tree (SMT) was introduced. This variant of the mode tree allows

numerous methods to assess the importance of modes. Modes provide an interesting

assessment of the most important features of a probability density, but necessarily

su↵ers from the problem of being ignorant to the lower level structure of the data.

To address this problem, We use the information in lower lying modes to construct

a nearest neighbor graph of mode locations which is used to cluster the data. We

employ an inferential criteria to ignore low lying weights of the partial density, and

to address the issue of which weights are associated with true modes. To aid data

practitioners in selecting a cut level to the SMT as well as provide an interactive

visualization tool for data practitioners to learn how hierarchical mode composition

alters the potential cluster formation of the data. We show the use of the SMT in

clustering several toy and example datasets, and discuss how our method is robust

to outlying modes. We show the ability of this method to threshold or cluster image

data, a domain in which mode seeking algorithms are particularly germane. We then

o↵er conclusions and suggest ideas for future work.
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Figure 1.2: (At top): Shape of the MLE and (at bottom) shape of the L2E penalty
over a larger domain of values, showing the restricted or truncated range of the L2E
penalty. The L2E is bounded at 0 while the MLE is not. Note that the y-axis in this
plot uses a non-aligned scale.



Chapter 2

Minimum L2 Divergence Estimation

In this thesis we will use the integrated squared error estimation criterion (termed

L2E) to provide robust methods in both parametric discriminant analysis and in non-

parametric mode estimation and clustering. In the previous chapter we introduced

the basic notion of divergence metrics and their use in robust methods. In this

chapter we provide some details of the density power divergence, and its special

case of L2E, a member of a family of divergences introduced by Basu et al. (1998)

and highly specialized by Scott (2001). We consider parametric models of densities

f✓ : ✓ 2 ⇥ ⇢ Rq. Let f̂✓(x), where x 2 Rp, be a parametric estimate of the unknown

density. We write this unknown density as g(x) because we note that it need not

assume a parametric form. We can write Basu’s density power divergence as follows:

Z 
f̂✓(x)

1+↵ �
✓
1 +

1

↵

◆
f̂✓(x)g(x)

↵ +
1

↵
g(x)1+↵

�
dx (2.1)

This class of divergences is indexed by a meta parameter, which is often restricted

to ↵ 2 (0, 1], but which can take any positive real value, with the MLE the limiting

case as ↵ # 0 and L2E as a special case when ↵ = 1. As ↵ increases from the

MLE solution there is a clear trade o↵ between decreasing statistical e�ciency and
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increasing robustness. The robustness properties of the L2E have been thoroughly

examined by Scott (1999, 2001, 2004) and Besbeas and Morgan (2004).

Setting ↵ = 1, we seek to find the parameters ✓̂ that minimizes an estimate of the

L2 divergence between f̂✓(x) and g(x). This L2 divergence is given in equation 2.2.

✓̂ = argmin
✓

⇢Z h
f̂✓(x)� g(x)

i2
dx

�
(2.2)

= argmin
✓

⇢Z
f̂✓(x)

2dx� 2

Z
f̂✓(x) g(x) dx+

Z
g(x)2dx

�

= argmin
✓

⇢Z
f̂✓(x)

2dx� 2E[f̂✓(X)]

�

= argmin
✓

(Z
f̂✓(x)

2dx� 2

n

nX

i=1

f̂✓(xi)

)
(2.3)

We obtain the third line from the second line by replacing the middle integral

by the expectation of the model against the unknown sampling density and by rec-

ognizing that
R
g(x)2dx can be ignored because it only contains terms which are

independent of the parameter to be estimated, ✓. The final L2E criterion (2.3) can

be obtained by recognizing that the sample average provides an unbiased estimate of

the expectation. Note that the L2E is not fully general in that it requires that both

the underlying density as well as the parametric model be square integrable.

If we assume the probability generating distribution for f✓(x) to be multivariate

Gaussian, then we optimize the following expression over the parameters

✓̂ = argmin
µ,⌃

"
1

(2
p
⇡)p|⌃| 12

� 2

n

nX

i=1


exp {�1

2(x� µ)T⌃�1(x� µ)}
(2⇡)

p
2 |⌃| 12

�#
. (2.4)
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2.0.1 Robustness and Local Learning

An important feature mentioned above that makes the L2E a powerful tool for ma-

chine learning is its ability to be robust to model misspecification but also preserve

local optimization on the data domain. This inherent capability is due to the dual

properties of the L2E being globally non-convex but convex in the neighborhood of

local minima. Consider optimizing over the mean µ of a sample of 200 data points

from a normal �(�5, 1) distribution contaminated with a mean shift of 50 data points

from a �(5, 1) distribution. To illustrate the ability of the L2E to optimize over local

regions of the data, we compare a rug plot of the simulated data in Figure 2.1, against

the negative log likelihood function of the MLE (at top) and that of the L2E loss (at

bottom). We observe that the L2 loss has a minimum at both modes of the bimodal

.75 · �(�5, 1) + .25 · �(5, 1) distribution. The MLE has only one solution, which is

contaminated by the outliers in the right mode. In this example, the MLE attains

its minimum negative log likelihood at µ̂MLE = �3.363, while the L2E provides two

correct solutions, µ̂L2E = {�5.180, 5.241}.

2.0.2 Why Choose ↵ = 1?

Beyond the reasons of robustness and local learning capabilities, one should choose

L2E optimization for a number of reasons. Basu et al. advised using values of ↵ less

than .25, which should be su�ciently robust yet maintain e�ciency. The problem of

selecting a value for this tuning parameter is quite involved, and problem specific.

Fujisawa and Eguchi (2006) estimate ↵ using a leave-one-out cross validation on a

variant of the one-sample Cramér-von Mises empirical divergence. Based on their

simulations, they concur with Basu et al. that values of ↵ � .15 are su�ciently

robust. Hong (2001) suggests another line of reasoning to best select ↵ by choosing

the ↵ which minimizes asymptotic variance. Warwick, J. and Jones, M. C. (2005)
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Figure 2.1: Negative Log Likelihood and L2E loss for a univariate bimodal .75 ·
�(�5, 1) + .25 · �(5, 1) mixture distribution, with known � = 1.

generalize this idea to minimize the asymptotic mean squared error, which sums the

variance and squared bias. In doing so, they performed an exhaustive simulation to

test various “pilot” estimator, finding L2E to be best. That is, in order to select the

asymptotically best tuning parameter, the best initial guess is the L2E. In particular,

they found that in cases where there is a strong contamination which is not well

separated from the data, then L2E is often the best solution. They did not consider

estimators which are more robust, but less e�cient, e.g. those values of ↵ > 1,

although there is some usefulness for these estimators (Silver, 2013).

While the L2E is still reasonably e�cient and has some exceptional robustness

properties, its main strength as we will see is that it can be solved analytically. If we



12

consider Basu’s pdf divergence criterion,

Z
[f✓(x)

1+↵ � (1 +
1

↵
)f✓(x)g(x)

↵ +
1

↵
g(x)1+↵]dx , (2.5)

we note that the first integral requires numerical integration unless ↵ = 1, or ↵ = 3.

An analytical form for this integral is extremely useful, since in practice numerical

integration in higher dimensions is impossible. If we notice that if we set ↵ to zero,

then the second term is undefined. However, since the limiting case of ↵ # 0 is

the MLE, there are many methods available. The L2E criterion can be optimized

using standard non-linear optimization software such as nlm or nlminb in the R

programming language. This is only feasible for the MLE and L2E cases. This

feature, noted by Scott (2001), is of paramount importance in the case of Gaussian

mixture models, a benefit which will be highlighted as we hope to extend this work.



Chapter 3

Robust L2 Discriminant Analysis by Minimum

Integrated Squared Error Criteria

3.1 Motivation and Prior Work

The need for robustness in common statistics and data analysis settings has spawned

an abundance of modifications to common statistical procedures that enforce robust-

ness. First, there is robustness to model misspecifications. In the discriminant anal-

ysis setting, much early research went into measuring the sensitivity of the discrimi-

nant rule to deviations from model assumptions. Lachenbruch et al. (1973) estimated

the discriminant rule when observations came from several non-normal distributions.

Ahmed and Lachenbruch (1975, 1977) studied the e↵ects of scale contamination in

single covariates and concluded minimal e↵ect on the error rates in the quadratic dis-

criminant analysis setting. Clarke et al. (1979) concluded that provided the training

data were not heavily skewed, the normal quadratic discriminant rule was relatively

robust to non-normality. E↵orts have been made to introduce high breakdown esti-

mators into the discriminant rule. In two papers Randles et al. (1978a,b) tried rank

cuto↵s (defining the discriminant rule according to a predictor’s rank score), weighted
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likelihood, and M-estimation in order to provide robustness to the normal quadratic

discriminant rule. Todorov et al. (1990) introduced the use of the minimum covari-

ance determinant (MCD) in a discriminant setting, while Croux and Dehon (2001)

used S-estimators to reduce the influence of outliers in discriminant setting. In order

to understand the e↵ect of robust estimates on discriminant analyses, it is important

first to understand the e↵ect of robustness on individual covariance matrices. That

is, what imparts robustness in a discriminant rule is the assumptions that we make

about the homogeneity across groups and within groups in a dataset.

Consider a multivariate n ⇥ p data matrix X, which contains n observations,

each xi of which is a p-dimensional row vector. A common data analysis task is to

determine whether the data belongs to a homogeneous or heterogeneous distribution.

To do so, the Mahalanobis distance is commonly used. It is a multivariate, unit-less

metric which measures how much each xi di↵ers from an assumed distribution, and is

a generalization of the Euclidean distance for data which are distributed about their

centers by a non-spherical distribution. The Mahalanobis distance for an observation

xi is given by

MD(xi) =
q
(xi � x̄)T ⌃̂�1(xi � x̄), (3.1)

where x̄ is the sample mean of the data matrix, and ⌃̂ is its sample covariance. The re-

lationship between the Mahalanobis distance and the standard Gaussian distribution

is well known, such that the squared Mahalanobis distance follows a �2
p distribution.

This information is often used to determine whether the data is homogeneous. If

many of the data points have a Mahalanobis distance greater than the critical value

of a chi-squared distribution at a particular significance level (often .05 or .025), it is

taken to mean that the data is heterogeneous. Aside, regarding the usefulness of the

Mahalanobis Distance in outlier detection, a related statistic known as the leverage
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statistic is also used to measure the e↵ect of outliers in a regression setting. The lever-

age statistic hii is a rescaled Mahalanobis distance where hii = D2/(N � 1) + (1/N),

which accounts respectively for Bessel’s correction and the intercept term.

One concern in this reasoning is that since the Mahalanobis distance is deter-

mined based on the Maximum Likelihood Estimates, x̄ and ⌃̂ of µ and ⌃, then the

Mahalanobis distance will simply obscure the e↵ects of outliers or departures from

normality. Many papers have been written regarding robust discriminant analysis

techniques which usually involve plugging more robust location and dispersion esti-

mates into the discriminant function. Since we seek to minimize a measure of the

Mahalanobis distance between a datum and its class center, in cases where the MLE

values ⌃̂k and x̄k are unduly a↵ected by outliers, so too are the discriminant bound-

aries. In fact, the finite sample size breakdown is 1
n for a sample of size n. In other

words, a single outlier can cause arbitrarily large di↵erences in the estimates of the

multivariate mean and covariances of a p dimensional dataset. When one considers

only the a�ne equivariant estimator of the multivariate mean and scatter, a robust

breakdown estimator is restricted by a breakdown of 1
2 .

An early work which focused on providing robust covariance matrices for multi-

variate analysis was the Multivariate Trimming method of Gnanadesikan and Ket-

tenring (1972). At each step in an iterative process, the data points with the highest

Mahalanobis distance are trimmed from the dataset. This process is repeated until

convergence, and while e↵ective, su↵ered from low breakdown in higher dimensional-

ity. This trimming of datasets based on a robust estimate of covariance is a frequently

occurring theme in robust methodology, to which we will return to in Section 3.2.

Following this pioneering work, Rousseeuw (1984) and Chork and Rousseeuw

(1992) introduced the Minimum Volume Ellipsoid (MVE) as a robust location es-

timate and as an analog to the regression method known as Least Trimmed Squares.
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The MVE estimates of location and dispersion of a dataset X are those of the center

and covariance of the hyper-ellipse of the smallest volume which contains at least a

certain fraction, h, which is often taken to be equal to half of the data, and which

contains at most p + 1 points on its boundary. Specifically, h can be chosen so that

bn
2 c + 1  h  n, where bvc denotes the floor operator, or the greatest integer less

than or equal to v 2 Rp. Outliers are identified as those points which are on or beyond

the boundary of the minimum volume ellipsoid. Specifically, the MVE estimates of µ

and ⌃ are given by t and ⌃ such that

card{i : (xi � t)T⌃�1(xi � t)  c2} � h . (3.2)

The MVE minimization is di�cult. First, it requires the user to select a value of

c and h, although sensible rules of thumb exist to ensure that ⌃ is a consistent esti-

mator. Additionally, to determine the actual MVE, one would need to calculate the

smallest ellipsoid of all
�
n
h

�
subsets of the data, which is infeasible for large datasets.

As a result, a surrogate algorithm which involves repeatedly sampling a large number

of subsets of size p + 1, and inflating the size of the sub-sampled MVE by a scaling

factor in the order of
q

�2
p,1�↵. After finding the MVE, the multivariate estimate

of scatter, ⌃, is often multiplied by a correction factor to ensure that distances are

appropriately scaled when the observations come from a multivariate normal distribu-

tion (see Rousseeuw and Van Zomeren, 1990, Appendix). Davies (1992) showed that

it su↵ers from a slow convergence, weakly at the rate of n� 1
3 relative to the normal

distribution. Despite these di�culties, Chork and Rousseeuw (1992) used the MVE

to e↵ectively discriminate populations in a geochemical experiment.

In a subsequent paper detailing the MVE, Rousseeuw (1985) introduced another

method for robust estimation called the Minimum Covariance Determinant (MCD).

It seeks the h data points whose covariance matrix have the minimum determinant.
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The location estimate are taken as the mean of those h points, and the dispersion

estimate is the covariance matrix of those h points. Todorov et al. (1990) developed

the use of MCD in the discriminant setting. The MCD method required significant

computation cost, since it computes
�
n
h

�
subsets, but Rousseeuw and Driessen (1999)

developed a fast-MCD algorithm to remedy this problem. Similarly to the MVE

estimator, this surrogate algorithm approximates the MCD by finding subsets of size

p+ 1 and finds corresponding subsets of size h via Concentration-steps, or “C-steps”

to find the h which have the smallest squared Mahalanobis distance, and is shown

to decrease the determinant, det(⌃). It has been shown to be faster that all possible

MVE calculations (Wisnowski et al., 2002), and it also has better statistical properties

since it is asymptotically normal and has faster convergence, at a rate of n� 1
2 relative

to the normal distribution (Butler et al., 1993). The development of the FAST-MCD

algorithm enabled the practical use of the MCD in discriminant analysis (Hubert and

Van Driessen, 2004). Prior to its development, the MCD was less prevalent than the

MVE, since the MVE came with a more computationally e�cient algorithm.

3.1.1 Example: Italian Wine Dataset

We illustrate several methods to estimate the location and dispersion of a dataset

subjected to the presence of outlying data points. To do so, we use the Italian wine

dataset from the UCI machine learning repository (Forina et al., 2012). Consider the

n = 59 observations coming from the first type of wine, along the two dimensions

which contain information about the Malic acid and Proline amino acid content of

various wines of this type. By visual inspection, we observe that there are outliers

along the Malic dimension. To confirm this observation, we compare the Maximum

Likelihood estimates with those of the MCD, MVE, as well as L2E. The MCD and

MVE estimates were calculated using the cov.rob function from the package MASS
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in R, with the default parameters for h and p.

Figure 3.1: A scatter plot of the n = 59 observations of Type 1 from the Wine
dataset, along with the MLE, L2E, MCD, and MVE estimates of the mean, µ̂, which
are shown with a plus sign, and the covariance matrices, ⌃̂, plotted using a 97.5%
confidence ellipse for each method.

The estimates of the mean and covariance structure of all three robust estimates

di↵er from the Maximum Likelihood Estimate, which is greatly influenced by outlying

data along the malic acid dimension. The mean and covariance estimate for this fit, as

well as for the MLE, MCD, and MVE estimates are shown in Table 3.1. We note that

the location and dispersion estimates are particularly influenced by outliers along the

malic acid dimension, confirming our visual inspection of outliers. Notably, the L2E

also produces a weight for the wine dataset of ŵ = .721, thus approximating the non
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outlying component of the dataset as being generated by the partial normal density

f̂(x) = 0.721 · �(µ̂L2E, ⌃̂L2E), where the mean and covariance estimates are given in

the second row below. We note that we do not need an assumed parametric model

for the component or components representing the remaining weight equal to .279.

Method Mean Estimate (µ̂) Covariance Estimate (⌃̂ )

MLE

✓
2.011

1115.712

◆ ✓
0.474 �56.836

�56.836 49071.450

◆

L2E

✓
1.732

1115.712

◆ ✓
0.014 3.917
3.917 37052.280

◆

MCD

✓
1.730

1143.063

◆ ✓
0.0227 �0.839
�0.839 41560.613

◆

MVE

✓
1.765

1141.745

◆ ✓
0.0243 5.757
5.757 38976.759

◆

Table 3.1: Location estimates (µ̂) and dispersion estimates (⌃̂) for n = 59 observa-
tions of type 1 from the Wine dataset. Note the relatively close agreement of the
three robust estimates compared to the MLE estimates.
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3.2 Robust L2 Discriminant Analysis

3.2.1 Problem Formulation

Discriminant analysis seeks to classify labeled data into one of C unique, known

classes. The true labels are determined by a mapping y = y(x) for an unknown

distribution f . Our goal is to produce an estimate f̂ of f , from a labeled training set.

Often, the goal is to use this estimate to predict labels from future unlabeled data.

We observe a random data matrix X = {x1, . . .xn}0, where each xi 2 Rp is sampled

from a p-dimensional subpopulation generated by a probability distribution f✓k(xi).

Here, ✓k denotes parameters of the kth pdf. We also know the class memberships

yk 2 {1, · · · , C}, and that there are nk members of each class in our sample. We

can assume, without loss of generality, that the data are ordered by class. Due to

Bayes’ theorem, the classifier which assigns xi according to the MAP (maximum a

posteriori) principle, i.e. to the class with the highest posterior conditional likelihood

of belonging to that class. This is known as the Bayes’ classifier and is optimal in

that it has the lowest expected misclassification rate. Based on Bayes’ theorem, we

have

p(yk|x) =
p(yk) p(x|yk)

p(x)
.

Usually, the true class prior, ⇡k = p(yk), is unknown and is routinely estimated

from the training samples’ empirical class frequencies,

⇡̂k =
nk

n
.

P [y(x) = j] =
⇡jf✓j(x)PC
i=1 ⇡if✓i(x)

, where
CX

i=1

⇡i = 1 .

We consider samples to be drawn with probability ⇡k from a Gaussian subpop-
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ulation f✓k(x) = Np(µk,⌃k). In this case, the discriminant function is the famil-

iar Fisher-Rao Quadratic Discriminant Analysis (QDA). If we further assume that

⌃i = ⌃j 8 i, j = 1, . . . , p, we have a linear decision boundary and the classifier is

known as Linear Discriminant Analysis (LDA). The QDA classifier minimizes the

squared Mahalanobis distance between the data and the cluster centers o↵set by the

probability of the data belonging to that class. This minimization is given by

argmin
k2{1,...,C}

⇢
(x� µ̂k)

0⌃̂�1
k (x� µ̂k)� 2 log(⇡̂k) + log(|⌃̂k|)

�
.

Without loss of generality, we can restrict our attention to the two-class Quadratic

Discriminant Analysis problem where the true probability generating densities are

given by

f✓1({x1, . . . , xn1}) = Np(µ1,⌃1) with prob. ⇡1,

and f✓2({xn1+1, . . . , xn}) = Np(µ2,⌃2) with prob. 1� ⇡1.

We will produce estimates f̂✓1 and f̂✓2 , and we choose to assign labels to sample xi

based on the likelihood ratio,

⇡1f̂✓1
⇡2f̂✓2

8
>>>>>><

>>>>>>:

> 1, y(xi) = 1

= 1, y(xi) = {?}

< 1, y(xi) = 2 ,

(3.3)

where {?} is non-labeled and denotes the decision boundary. Usually the parameters

✓ = {µk,⌃k|k = 1, . . . , C} are unknown. In this case, we can need to estimate

the parameters of the Gaussian distributions of the two classes, and the Maximum

Likelihood “plug-in” estimates for these parameters are substituted. In well behaved
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datasets, this works well in practice. If the assumption of normality is correct, these

estimates are uniform minimum variance unbiased estimates (UMVUE). If however,

the model contains non-normal or outlying data, then this MLE plug in method will

bias the results and an appropriate robust plug-in method is desired.

In addition to estimating the Gaussian parameters, we will need to estimate the

class proportions, and we choose the empirical class frequencies in each class from

the training set, ⇡1 = n1
n and ⇡2 = n2

n . The decision decision boundary is where

n1f̂✓1 = n2f̂✓2 . If we further restrict the assumption on the class covariance matrices

so that they are equal for each class, then the discriminant problem has a linear

solution. In this case, the decision boundary simplifies to the following expression,

log

✓
⇡1

⇡2

◆
� 1

2
(µ̂1 + µ̂2)

T ⌃̂�1(µ̂1 � µ̂2) + xT⌃�1(µ̂1 � µ̂2) = 0 . (3.4)

In the next section, we will explore a plug-in method using L2E on a partial den-

sity Gaussian model in Equation 3.2.2, which is also capable of learning the true class

frequencies in the event that the empirical class frequencies are biased by contamina-

tion.
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3.2.2 An L
2

E Plug-in Estimator for Robust Discriminant

Analysis

In situations where the Maximum Likelihood Estimates ✓̂ for ✓ = {µk,⌃k|k =

1, . . . , C} are a↵ected by outliers, the discriminant boundary will be as well. For

learning discriminant boundaries using the MAP principle, this occurs where the

likelihood ratio rule is at unity, or where ⇡1f̂✓1 = ⇡2f̂✓2 . If we plug in the L2E

estimates instead of the MLE under the misspecified model, we can obtain a discrim-

inant boundary that is much more robust to model misspecification and outliers in

particular.

Recall the multivariate partial density component,

f✓ = w · �(x|µk,⌃k

) =
w exp {�1

2(x� µk)
T⌃�1

k (x� µk)}
(2⇡)

p
2 |⌃k|

1
2

, (3.5)

to which we can apply the L2E optimization criteria to obtain robust estimators

argmin
w,µk,⌃k

"
w2

(2
p
⇡)p|⌃k|

1
2

� 2w

n

nX

i=1


exp {�1

2(x� µk)
T⌃�1

k (x� µk)}
(2⇡)

p
2 |⌃k|

1
2

�#
, (3.6)

8k = 1, . . . , C. We plug these robust partial density L2 estimates ✓̂k into the discrim-

inant rule, and we term this robust, plug-in L2 discriminant analysis (L2DA).

To observe how these robust estimates will a↵ect the discriminant rule, consider

the Mahalanobis distances obtained from the training set using the MLE compared

to the same calculations obtained using the L2E estimator. In the plot shown in

Figure 3.2, we see how Mahalanobis distances can be used to visually inspect outlying

data. To do so, we compare the Mahalanobis under the estimated distribution to the

critical level of the chi-squared distribution with a significance level of .025. This

critical value, �2
3,.975 = 9.348, is the dashed line in both panes. In the top pane, we

see that the there are 5 values which are considered outliers under the MLE, while
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there are 9 data points which are considered outliers according to the L2E fit. We

note that it is the Chemical diabetes subtype which most obscures the presence of

outliers under the MLE distribution. To better facilitate visual comparison, we omit

one data point in the Chemical group in the lower panel, which had a Mahalanobis

distance of 112.427, corresponding to the observation from the Chemical group with

the largest value of Mahalanobis distance in the upper pane.
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Figure 3.2: A scatter plot of the Mahalanobis distances of the n = 145 observations
from the Diabetes dataset. (At top) The Mahalanobis distances colored by Diabetes
type. (At bottom) The Mahalanobis distances of the same data using robust L2E
estimates for both the location and scatter.
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3.2.2.1 Example: Diabetes Dataset

In this example, we highlight the need for e↵ective computation and estimation of

robust discriminant rules. We show how the estimates of location and scatter di↵er

when using a robust estimate in place of the MLE, and we provide as an example the

Diabetes dataset, obtained from the R package mclust (Fraley and Raftery, 1999).

This dataset was used to estimate the relationship of chemical diabetes, a mild form

of diabetes mellitus, with that of overt (symptomatic) diabetes, and the normal pop-

ulation, in a study of 145 non-obese adults (Reaven and Miller, 1979). These adults

were originally classified into these three populations based on their plasma glucose

levels. Hawkins and McLachlan (1997) used this dataset to introduce a high break-

down linear discriminant analysis algorithm known as the feasible solution algorithm.

Although this algorithm has very good performance, it is computationally ine�cient

due to relying on pairwise swaps to assess the best h data points which minimize the

covariance determinant on a pooled dataset.

To evaluate the performance of the L2DA robust estimates, we estimate the three

class means and covariance matrices and compare their performance against the LDA

obtained with the MLE. These are three dimensional estimates. Two variables, glu-

cose and insulin, measure the area under the plasma and insulin glucose curve after a

three hour oral glucose tolerance test. The third variable, sspg, measures the steady

state plasma glucose.

To examine the results of the optimization, since the dimensionality of the diabetes

dataset it small, we can visually inspect the tolerance ellipses according to both the

MLE and L2E estimates. We plot pairwise scatter plots along each two of the three

dimensions, along with the projections of the ↵ = .68 tolerance ellipses generated by

the MLE and L2E estimates of the covariance matrices onto those pairs of variables.

These are shown in Figure 3.3. We note that the first pairwise plot shows the least
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disagreement between the L2E and MLE estimates of covariance. The dotted ellipses

in the second two panes show the covariance along these two variables is most subject

to outliers, particularly in the Chemical and Normal subpopulations.

In this example, the L2E estimates for the location are nearly identical to those

of the MLE, and are not shown. To obtain estimates for the common covariance

matrix ⌃, it is necessary to pool the covariances. This is generally done in one of two

ways, and has been compared using simulations in the context of robust discriminant

rules based on MCD-type estimates (Hubert and Van Driessen, 2004). These two

methods are useful for robust estimation and each follows a di↵erent reasoning. The

first method is simpler, in which we pool the group covariance matrices based on a

weighted average of their empirical class frequencies,

⌃̂ =

PC
j=1 nj⌃̂j

PC
j=1 nj

=
CX

j=1

⇡̂j⌃̂j . (3.7)

This first method of estimating the pooled covariance is similar to that of the

MLE and it is the one used for comparison. The estimated pooled covariance matrix

produced by MLE or L2E is shown in Table 3.2.

Method Pooled Covariance Estimate (⌃̂ )

MLE

0

@
1391.93 5343.95 �971.24
5343.95 24646.48 �4248.54
�971.24 �4248.54 10656.05

1

A

L2E

0

@
2241.34 9109.67 �1503.27
9109.67 40124.56 �6571.17
�1503.27 �6571.17 8702.26

1

A

Table 3.2: Pooled covariance estimates based on MLE and L2E fits to the three groups
of the Diabetes dataset. Note the reduced estimated variance for the the L2E fit for
the third variable, sspg.
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In Robust Discriminant Analysis using MCD (Todorov et al., 1990), this first

pooled MCD covariance estimate is used to estimate the h points of interest for a re-

weighted estimate of the pooled covariance. Specifically, an initial pooled estimate, ⌃0

is calculated following Equation 3.7. Then, the data points whose Mahalanobis dis-

tances are greater than
q

�2
p,1�↵, where ↵ = .975 is conventionally used, are trimmed

from the dataset. The trimmed dataset is

x
0

= {x
0i,k} = �i,kxi,k ,

for each observation i in each group k, and an initial MCD location estimate µ0,

where

�i,k =

8
>><

>>:

= 0 if (xi,k � µ0j)
T⌃�1

0 (xi,k � µ0j) � �2
p,1�↵

= 1, if (xi,k � µ0j)
T⌃�1

0 (xi,k � µ0j) < �2
p,1�↵ .

This trimmed dataset is provided again to the MCD algorithm to provide a more

robust re-weighted estimate. On the one hand, this style of re-weighting a pooled

covariance matrix is very e↵ective under a well conditioned data setting, or even

where the presence of outliers is distributed across subgroups of the data. On the

other hand, it can degrade robust estimates because it applies the same trimming to

di↵erent classes which may be subject to di↵ering levels of contamination.

The second method, originally investigated by He and Fung (2000), provides a

remedy in the event that a single group contains a disproportionate number of outliers

relative to other groups. This method to calculate a pooled covariance first pools

the observations, rather than the covariances themselves. First, MCD estimates of

location are used to find robust group centers, µk, for each k = 1, . . . , C. These

are swept away column-wise from each group to form a re-centered dataset, z, the
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elements of which are

zi,k = xi,k � µk ,

which is trimmed, after which a final re-weighted MCD estimate is obtained. Those re-

weighted MCD estimates of µ̂k are then shifted back for each group. This procedure

to recenter and trim the dataset can be iteratively performed until both µ̂k and

⌃̂ converge. Hubert and Van Driessen (2004) performed a simulation study that

found that this type of re-weighting produces lower misclassification probabilities,

but that the gains from subsequent re-weighting after the first iteration is performed

are diminishing marginally. They also showed that pooling the covariances performs

similarly in practice to pooling the observations, while needing to estimate one less

covariance matrix for each re-weighting. As a result, we do not make use of this

second method.

To evaluate the performance of the L2DA versus LDA, we compare the misclassifi-

cation probabilities on the training set. We compare without re-weighting or trimming

our dataset, since we do not provide a theoretical justification for doing so. Here,

LDA misclassified 19 of the 145 samples, or 13.103%, while L2DA misclassified 16 of

the 145 samples, or 11.034% of the samples. Tables containing confusion matrices for

both methods are shown in Table 3.3.

MCD fits for the first method of pooled covariance estimate produce misclassi-

fication probabilities larger even than the LDA estimate, at 13.179%, but lower if

using the re-weighted estimate at 12.41%. There are many variants of robust plug-in

methods. For a more comprehensive treatment of the comparison of many di↵erent

MCD-based discriminant analysis methods with those of S-estimates, M-estimates,

and classical discriminant methods, we point the reader to Todorov and Pires (2007),

who showed the feasible solution algorithm to have the highest classification perfor-

mance on this dataset. Of note, many methods described therein perform quite well
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on this dataset.

In the next section, we show how an adaptation of the likelihood ratio decision

boundary can be used to jointly estimate the parameters µk and ⌃k, and thus the

decision boundary, using an L2E criterion.

Chemical Normal Overt
Chemical 27 3 2
Normal 9 73 2
Overt 0 0 29

Chemical Normal Overt
Chemical 26 2 5
Normal 10 74 2
Overt 0 0 26

Table 3.3: (Top) Confusion matrix of correctly classified Diabetes types according
to the L2DA group estimates of location and scatter. (Bottom) Confusion matrix of
correctly classified Diabetes types using MLE estimates of the same.
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Figure 3.3: A pairwise scatter plot of the three variables in the Diabetes dataset. The
dashed ellipses are those of the MLE, and the solid ellipses are those of the L2E. The
Chemical and Overt subgroups contain more outliers than the Normal group, and the
one in which the L2DA most restricts the covariance.
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3.3 Robust L2 Discriminant Analysis by a Likeli-

hood Di↵erence Criterion

3.3.1 Motivation

In traditional discriminant analysis, the parameters which define the decision bound-

ary are class specific, and we have seen that a natural, convenient way to handle

this problem is through usage of plug-in estimators. A perhaps better way to han-

dle this task is by simultaneous estimation of the parameters for all of the classes,

since we will more directly solve the discriminant problem, rather than constructing a

decision rule from a series of intermediate estimations. To jointly estimate the param-

eters of the decision rule, will use a variant of the likelihood ratio decision boundary

which has been used in a non-parametric setting. Traditional non-parametric dis-

criminant analysis historically operated in much the same was as the plug-in MLE,

except with the use of a kernel estimator. This involved producing kernel density

estimates (KDEs) of the two classes along with their respective smoothing parame-

ters. With the density di↵erence, Hall and Wand (1988) used a variant of unbiased

cross validation (Rudemo, 1982) to jointly choose KDEs and smoothing parameters

simultaneously. Rather than choosing the bandwidth h which minimizes the above

ratio, they chose h which produced the minimal L2 distance between f and a kernel

density f̂ . Since KDE tends to produce smooth estimates of the density, earlier mod-

els for non-parametric discriminant analysis performed kernel density estimation on

each density and then took the di↵erence, creating a over-smoothed estimate. Hall

and Wand’s jointly estimated density di↵erence KDE largely solved this flaw, but was

shown by Sugiyama et al. (2013) to still underestimate the true L2 distance where

the distance between densities was large.

This section introduces a method which superficially looks similar to the work of
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Sugiyama et al. (2013), which developed the least squares density di↵erence (LSDD)

criteria in the non-parametric setting. They used kernel regularization to derive the

estimator and proved its consistency. The regularization as well as bandwidth pa-

rameters of the kernel basis functions were chosen via 5-fold cross-validation. They

centered kernel bases on the training data, using all of the data points or, in the large

n case, some suitably large number of bases without significant loss of accuracy. They

estimated the distance between two densities, showing it to be more accurate than

Hall and Wand’s jointly estimated KDE version. They reduced the bias using L2

regularization and considered further bias reductions using a convex combination of

two approximations of the LSDD, although these bias reductions were moderate. The

problem of determining an L2 optimal decision (L2DA) rule is intrinsically related to

the problem of estimating the LSDD, since the sign of the density di↵erence between

weighted densities in equation (3.10) gives Bayes’ classifier. Although the authors

of that paper estimate the L2 di↵erence between densities, they do not consider the

implications of using the LSDD for parametric classification. We find their param-

eterization of the covariance matrix suitable in the parametric case of well formed

spherical clusters due to their use of a single bandwidth parameter � for the nor-

mal kernel bases. It is especially suited for non-parametric modeling with very many

kernel bases. We attempt to solve the parametric L2DA problem using fully parame-

terized covariance matrices for multi-class discriminant problems in a computationally

e�cient manner.

In the next subsection 3.3.2, we relate the non-parametric LSDD to the parametric

L2E solution of the Gaussian mixture in the special case of known mean and covariance

parameters.
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3.3.2 L
2

Estimation of the Weights in a Gaussian Mixture

Model

Suppose that data f(x) are generated by a Gaussian mixture model,

f̂(x) =
KX

k=1

wk �(x|µk,⌃k) , (3.8)

where the parameters (µk,⌃k) are known 8k. Consider the problem of estimating the

proportion of data that arises from each component of the mixture density. Using

the L2E solution given in equation (2.3), and substituting the density from equation

(3.8) we have,

ŵ = argmin
w

X

k

X

`

wkw`

Z

R
�(x|µk,⌃k)�(x|µ`,⌃`)�

2

n

X

k

wk

nX

i=1

�(xi|µk,⌃k)

�

= argmin
w

X

k

wk

X

`

w`�(0p|µk � µ`,⌃k + ⌃`)�
2

n

X

k

wk

nX

i=1

�(xi|µk,⌃k)

�

= argmin
w

X

k

wk

X

`

w`Ak,` �
2

n

X

k

wkbk

�

= argmin
w


w0Aw � 2w0b

�

= A�1b ,

where Ak,` = A`,k is a symmetric non-singularK⇥K matrix, and b is aK dimensional

vector of Gaussian sums. The second line proceeds from the first by application of

the following identity for the product of Gaussian integrals:

Z

Rp

�(x|µ1,⌃1)�(x|µ2,⌃2) dx = �(0p|µ1 � µ2,⌃1 + ⌃2) , (3.9)

This optimization applied to the di↵erence between two kernel densities resembles
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the work of Sugiyama et al. (2013), who estimate the bandwidth by cross validation

rather than optimizing over �, and kernel bases are centered on the known data.

The L2E solution for optimal mixture weights, ŵ = A�1b, produces very accurate

estimates. As n increases, the predicted weights are even closer to the true weights,

with even more accuracy as the mixture clusters become more well separated. In-

terestingly, as the mixture complexity K increases, the accuracy generally does not

diminish rapidly.

In the usual Gaussian mixture modeling, the weights in such an optimization are

constrained to being non-negative and that they must sum to 1. It is interesting to

note that in this optimization the predicted weights are unconstrained. While it is

possible to add the constraint that the weights sum to 1, and still obtain a closed

form solution, adding a non-negative constraint requires a quadratic programming

approach. In our unconstrained approach, sometimes the weights sum to more than

1 and some optimizations even produce negative estimates for some of the weights.

When mixture components are well separated the density will have a gap between

the clusters. This sometimes results in the best fitting curve to the data in a L2

or integrated square error sense integrating to greater than unity (Hall and Wand,

1988; Scott, 2004). While both of these situations are not possible for the generating

density, it warrants to mention that L2E doesn’t mandate that the model f̂ be a

density at all, rather only f needs to be a density.

This concept of unconstrained weighted densities will be a focus of our proposed

research going forward. We will deal with the related question of how to best estimate

the proportion of data coming from a given class in a mixture density. That is, how

do we estimate the mixture weights in a discriminant analysis setting?
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3.3.3 Problem Formulation

An equivalent formulation to the above likelihood ratio decision boundary is given

by the likelihood di↵erence. This formulation appeared in the non-parametric clas-

sification setting, and was called the density di↵erence by Hall and Wand (1988).

Without loss of generality, we can restrict our attention to the two class problem,

and refactor the likelihood ratio into the likelihood di↵erence. We choose to assign

labels to sample xi such that

⇡1f̂✓1(xi

)� ⇡2f̂✓2(xi

)

8
>>>>>><

>>>>>>:

> 0, y(xi) = 0

= 1, y(xi) = ?

< 0, y(xi) = 2 .

(3.10)

where {?} is the unlabeled set denoting the decision boundary. The two-class L2

discriminant analysis criterion is given by inserting the likelihood di↵erence from

Equation 3.10 into the L2 divergence in Equation 2.2. We can produce estimates of

the true parameters {✓1, ✓2} as follows:

{✓̂1, ✓̂2} = argmin
✓1,✓2

Z

Rp

⇥�
⇡̂1f̂✓1(x)� ⇡̂2f̂✓2(x)

�
�
�
⇡1f✓1(x)� ⇡2f✓2(x)

�⇤2
dx

= ⇡̂2
1

Z

R
f̂✓1(x)

2
dx+ ⇡̂2

2

Z

R
f̂✓2(x)

2
dx� 2⇡̂1⇡̂2

Z

R
f̂✓1(x)f̂✓2(x)dx

�2⇡̂1⇡1

Z

R
f̂✓1(x)f✓1(x)dx+ 2⇡̂1⇡2

Z

R
f̂✓1(x)f✓2(x)dx

+2⇡̂2⇡1

Z

R
f̂✓2(x)f✓1(x)dx� 2⇡̂2⇡2

Z

R
f̂✓2(x)f✓2(x)dx
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+⇡1
2

Z

R
f✓1(x)

2dx+ ⇡2
2

Z

R
f✓2(x)

2dx� 2⇡1⇡2

Z

R
f✓1(x)f✓2(x)dx .

The three integrals in the second line are functions only of the estimated density

and can be computed directly. The four integrals in the subsequent two lines are the

expectation of the model against the unknown sampling densities. These integrands

can be written E[f✓1(X|Y = 1)], E[f✓1(X|Y = 2)], E[f✓2(X|Y = 1)], and E[f✓2(X|Y =

2)] respectively. We can provide an unbiased estimate of these four quantities using

the estimated heights of the densities in each class. The fifth line contains three

integrals which do not pertain to the optimization and can be omitted since they are

parameter independent.

Using a Gaussian kernel model and by several applications of Equation 3.9, we

have,

⇡̂2
1�(0p|0p, 2⌃1) + ⇡̂2

2�(0p|0p, 2⌃2)� 2⇡̂1⇡̂2�(0p|µ1 � µ2,⌃1 + ⌃2)

� 2⇡̂1⇡1

n1

n1X

i=1

�(xi|µ1,⌃1) +
2⇡̂1⇡2

n� n1

nX

i=n1+1

�(xi|µ1,⌃1)

+
2⇡̂2⇡1

n1

n1X

i=1

�(xi|µ2,⌃2)�
2⇡̂2⇡2

n� n1

nX

i=n1+1

�(xi|µ2,⌃2) .

We can write this minimization for the more general p-dimensional case with C

classes. In this case, the L2DA criterion amounts to solving the following uncon-

strained minimization,

argmin
✓

⇢
⇡̂0A⇡̂ � 2⇡̂0B⇡̂

�
, (3.11)

where

⇡̂ = (⇡̂1, . . . , ⇡̂C)
0,
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and where A and B are both C⇥C dimensional matrices whose elements are defined

by

Ak,` = ⌘ · �(0p|µk � µ`,⌃k + ⌃`),

Bk,` = ⌘ · 1

ni

niX

i=1

�(xi|Y 2 `,µk,⌃k) ,

where

⌘ =

8
>><

>>:

1 k = `

�1 k 6= ` .

In this problem, we do not optimize over the class priors ⇡̂k, and simply estimate

the priors using the empirical class frequencies in the training set. We return to the

task of estimating the class priors in a later topic.



39

3.4 Quadratic L2DA

The above L2DA optimization is Quadratic, since we are jointly estimating C covari-

ance matrices. Arguably more important than robustness properties is that robust

discriminant methods behave quite similarly to the MLE method when the model is

correctly specified. Additionally, we would like that the Quadratic optimization cor-

rectly learns linear boundaries in the event that the generating densities for each class

have equal covariances. We will illustrate the performance of the Quadratic L2DA

with some simulated examples uncontaminated by outliers, showing the good perfor-

mance of the L2DA classifier against the classical MLE based discriminant classifier.

There are several general types of discriminant problems. Here, we highlight cases

where the classes are: well separated, slightly overlapped, highly overlapped, non-

spherical, spherical but di↵ering variance, and the most general case, where classes

di↵er by both size and shape, with overlapping regions. We will show a simulated ex-

ample of each of these types to display the L2DA performing similarly to the classical

method.

Consider a simple example which displays this capability. In this example, µ1 =

( 3
2 ), µ2 = ( 5

4 ), and µ3 = ( 2
5 ), with diagonal covariance matrices equal to ⌃ = .1·I2 for

all three classes. A plot comparing the Quadratic L2DA and QDA boundaries for this

well separated three class problem with three equal spherical covariances is shown in

Figure 3.4. Both methods of quadratic discriminant analysis e↵ectively learn a linear

boundary. Importantly, the quadratic L2DA produces similar results to QDA, since

there are no departures from the QDA assumptions of normality.

This method also performs equivalently well as the classical method in the event

that there are overlap between clusters. If we randomly sample from the same gen-

erating distributions as the previous example, but allow the covariance matrices to

have larger variances along the diagonal, the result remains the same. In the top
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Figure 3.4: Comparison of Quadratic L2DA with QDA on three well-separated classes
sampled with equal, spherical covariance matrices, where ⌃k = .1 · I2.

frame of Figure 3.5, the data are sampled with a covariance ⌃ = 0.5 · I2, while in the

bottom frame of Figure 3.5, we sample data with a ⌃ = I2 covariance. We can see

that the resulting optimal boundaries for both Quadratic L2DA and QDA are nearly

identical, and they both still resemble linear boundaries.
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Figure 3.5: Simulated three-class problem drawn from the same mean locations as in
Figure 3.4. Here, the variances in each class are increased, at top, to �ii = 0.5, and
at bottom, to �ii = 1.
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Of course, we don’t need to restrict the covariances that they be spherical. We

show a aimulated example of the optimal boundaries in a case the covariances are no

longer diagonal. Consider the three classes from Figure 3.5 but where the covariances

are all set to ( 1 .5
.5 2 ). In this example, the decision boundary should still be linear

since the covariances are equivalent across classes. In Figure 3.6, we begin to see

the behavior of Quadratic L2DA, which is hesitant to assess a linear boundary when

the classes are non-spherical, especially in the event that the classes overlap. As

opposed to the previous examples, the Quadratic L2DA and QDA produce di↵erent

results, with the L2DA attaining a training accuracy of 84.85%, and the QDA correctly

classifying 84.55% of the points.

Figure 3.6: Simulated three-class sample drawn from same mean locations as in Figure
3.5, but where the variances in each class are allowed to be non diagonal, but do not
vary in each class. In this case, the L2DA and QDA produce slightly di↵erent results,
with the L2DA departing from the linear boundary.
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A more general discriminant task is where the covariance matrices di↵er in size

for each class. In this case, the true discriminant boundary will no longer be linear.

In this case, the mean locations are still the same as in the previous examples, but

the covariances are sampled from ⌃1 = .5 · I2, ⌃2 = I2, and ⌃3 = 4 · I2. As before, the

Quadratic L2DA solution is very similar yet slightly di↵erent from the MLE boundary.

We note that the L2DA assigns a slightly larger discriminant space to the lower right

class which has slightly higher variance. As in previous examples, L2DA very slightly

outperforms with 87.25% training accuracy. The MLE based discriminant correctly

classifies 87.15% of the data.

Figure 3.7: Simulated three-class sample drawn from the same mean locations as in
Figure 3.5, where the covariances are spherical but are allowed to di↵er in size in each
class. In this case, the L2DA and QDA produce slightly di↵erent, yet comparable
results.
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The most general properly specified example we can provide is where the sizes

and shapes of the classes are di↵erent for every class. We return to a sample from

the same mean locations but where the covariances are given by ⌃1 =
�

.5 �.5
�.5 1

�
,

⌃2 =
�

.5 �.5
�.5 5

�
, and ⌃3 = ( 1 .5

.5 1 ).

In this example, since the classification region for class 1 is non-contiguous, we

fill the plot background by classification region. This plot is shown in Figure 3.8. In

this case, we can see that the upper left quadrant is classified to class 1. In this case,

the training accuracy for L2DA is 93.85% versus 93.75% for the MLE based method.

Again, as in all the previous correctly specified cases, the Quadratic L2DA performs

at least as well or better at classifying the training data than the classical QDA.

As desired, in all the above well specified simulated examples, the L2DA is shown

to provide a similar boundary to the classical, MLE discriminant boundary. This is

important, but it is on misspecified problems where the L2DA is most useful.
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Figure 3.8: Simulated three-class sample from the same mean locations as in Figure
3.5, but where the the covariances are of di↵erent size and shape for each class. In
this case, the L2DA and QDA produce slightly di↵erent, yet comparable results.
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3.4.1 Linear L
2

DA

The Quadratic L2DA performs generally quite well at assessing linear boundaries.

In the previous section some of the examples shown were cases where the QDA dis-

criminant problem was presented with identical covariance matrices. Even though

the sample covariances created quadratic boundaries for classical discriminant anal-

ysis, we noted that the L2DA solution created more curvature in the discriminant

boundaries than the MLE approach. This may not be desirable in every case.

Often, we may suspect that the class covariances are equivalent. In some situa-

tions, domain specific knowledge provides opportunity to make this assumption. In

other situations, since the training data might be ill-conditioned, we suspect that a

linear boundary might better generalize against the test data than a quadratic bound-

ary. This is often the case, for example, where the sample size is small, or if data

collection is suspect.

Often, one may run one of several well-known hypothesis tests to confirm this

suspicion, such as Bartlett’s test of homogeneity of variances (Bartlett, 1937), which

was extended to the multivariate case of equality of covariance matrices (Bartlett,

1939). It tests the null hypothesis that all C classes have equivalent covariances

H0 : ⌃1,= ⌃2 = · · · = ⌃C , against the alternative that at least two of the class

covariances are not equal, ⌃i 6= ⌃j, for any i, j. The resulting test statistic is,

M =
|⌃̂1|

n1�1
2 |⌃̂2|

n2�1
2 · · · |⌃̂C |

nC�1
2

PC
i=1[(ni�C)⌃i]PC

i=1(ni�C)

which does not reduce to a tractable known distribution, but was approximated (Box,

1949) as,

�2

✓
1�

 CX

i=1

1

ni � 1
� 1

PC
i=1 ni � 1

�
2p2 + 3p� 1

6(p+ 1)(C � 1)

�◆
ln(M) .
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This test statistic is approximately �2 distributed, with 1
2(C � 1)(p2 + p) degrees

of freedom. Values of this test statistic more extreme than the critical value of the

�2
1
2 (C�1)(p2+p)

distribution at a given significance level 1�↵ provide evidence that the

null hypothesis should be rejected. In addition to this chi-squared approximation, Box

also provided an F distributed approximate test statistic as well as rules of thumb

regarding when to use which approximation. Although there exists other tests for

equality of variance, such as multiple F-tests or Levene’s test, many of these tests

are highly sensitive to model misspecification, and may break down even if a single

group is non-normal. In this case, it is often necessary to resort to non-parametric

tests such as a bootstrap test. In fact, robust distance based hypothesis tests have

been developed to allow for testing this hypothesis under departures from normality

assumptions (Anderson, 2006). It is especially useful to have a robust parametric

methods which can deal with such departures from model assumptions.

If we believe that the true discriminant boundary is linear, we can optimize over

a single pooled covariance matrix. Suppose we sample n = 1000 data points from

µ1 = (�5,�5)0, and n = 1000 data points sampled from µ2 = (5, 5)0, with a common

covariance matrix ⌃1 = ⌃2 = I2. In this case, the proper boundary will be linear.

Figure 3.9 shows an example of two class L2DA classifying well separated clusters. As

desired, the L2DA decision rule produces results that are almost identical to the LDA

solution. The dotted line in the figure represents the true discriminant boundary, the

line X2 = �X1. Both methods learn the true, correct boundary.
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Figure 3.9: Simulated example of a well separated two class discriminant problem.
The L2DA and MLE discriminant boundaries are shown to be nearly equivalent. The
dotted line represents the true discriminant boundary.
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3.4.2 Robustness of L
2

DA

Since L2DA jointly estimates the discriminant boundary using L2E, it inherits strong

robustness properties. To display these robustness capabilities, we contaminate sam-

ples with clusters of outliers, such that the classical estimates of location and dis-

persion are altered, and observe the behavior of our robust methods relative to the

classical methods.

Suppose that we return to the previous example from Figure 3.9 and contaminate

the upper right cluster with a 10% of n = 100 points and place them directly on the

decision boundary. The MLE estimates of the mean and covariance will be unduly

a↵ected by the contamination. The results of the L2DA and classical linear discrim-

inant boundaries are shown on top of the previous plot and are shown in Figure

3.10.

We note that the L2DA solution remains almost identical, while the MLE estimate,

shown with a purple line attempts to model the outliers in the pooled covariance.

Here, the MLE estimate for the pooled covariance is,

⌃̂LDA =

0

B@
5.406 0.0120

0.0120 0.991

1

CA ,

while the L2DA estimate is

⌃̂L2DA =

0

B@
1.051 �0.044

�0.044 1.069

1

CA ,

which is almost identical to the L2DA estimate for the uncontaminated sample (accu-

rate to three decimal places as reported), and very close to the I2 pooled covariance

matrix. The 99% tolerance ellipses for both estimates are shown for each class. The
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Figure 3.10: Simulated two class discriminant problem with a cluster of outliers
placed directly on the true discriminant boundary. L2DA ignores the contamination
while LDA adjusts to accommodate it. 99% tolerance ellipses show the location and
covariance estimates of each estimate for each class. The dotted ellipses represent the
classical method, which are skewed while the solid ellipses represent our method.

solid line represents our method, while the dotted line is the classical estimate.

In the previous example, we placed the contamination in an specific low prob-

ability region near the discriminant boundary to show the robustness property of

L2DA, since the posterior probabilities should be close to zero near the discriminant

boundary. What happens when we place the cluster of outliers on the wrong side of

the true discriminant boundary, near the opposite class? In this case, there would

be even stronger posterior evidence under the true model that the data might be

contaminated. In this example, we place the contamination at ( 0
�5 ). A plot of this

contamination is shown in Figure 3.11. Here, the LDA solution again estimates the

contamination, while the L2DA solution is again robust to the presence of this cluster

of outliers.
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Figure 3.11: Simulated two class discriminant problem with a contamination placed
on the wrong side of the true discriminant boundary. L2DA is robust even when the
contamination is near the opposite cluster.
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The Quadratic L2DA also possesses these strong robustness properties. We briefly

show a more general simulation, where the class covariances are allowed to vary.

In this example, the Quadratic L2DA exhibits strong robustness. Similarly to the

previous example with the linear L2DA, we place the contamination directly in the

middle of the classification region of the opposing cluster.

Figure 3.12 illustrates the e↵ect of adding such a contamination to a sample.

Here, we have two major clusters, class 1 is centered at µ1 = ( 3
6 ), with covari-

ance ⌃1 = I2. There also is an uncontaminated cluster, class 2, sampled from

�(µ2 = ( �1
0 ) ,⌃1 = ( .01 0

0 4 )).When classifying using only the clean dataset, we see that

the Quadratic L2DA and QDA discriminants are nearly identical. Afterwards, we con-

taminate class 1 with a 20% contamination of (n = 200) sample from �(
� �2
�7

�
, ( .1 0

0 .1 )).

To demonstrate the strong robustness properties of Quadratic L2DA, we placed this

contamination directly within the classification region according to both QDA and

Quadratic L2DA, and perpendicular to the cluster in class 2. As we see from the

solid line, this a↵ects the placement and curvature of the QDA discriminant, which

is shown with the dark green line. In contrast, it has almost no e↵ect on the L2DA

solution.
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Figure 3.12: Comparison of MLE and Quadratic L2DA on simulated data with di↵er-
ent covariances and a contamination placed near and perpendicular to the opposite
class. Note that the Quadratic L2DA solution doesn’t adjust to accommodate the
20% contamination of the sample by outliers.
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3.4.2.1 Example: Linear Outliers

There are cases where robust discriminant analysis methods may not overcome se-

vere contamination. These occur in situations that LDA almost always fails. These

breakdowns in the classical estimates often occur where the contamination occurs in

a non-separable region, or where the discriminatory information is contained solely

within the covariance and not the mean, or where classes are severely imbalanced, or

where there is considerable overlap between the classes. A particularly di�cult robust

discriminatory task is where the contamination occurs in a non-separable region and

where the contaminated sample means are contained within the wrong classification

region. Consider the case of a two classes of n = 160 points, located at µ1 = ( 0
0 ), and

µ2 = ( 2
2 ). Each class is contaminated linearly by 25% with a cluster of size n = 40,

located at ( 5
5 ) and ( �3

�3 ), respectively. Such a classification problem is depicted in

Figure 3.13. We note that the class mean under the contamination will be in the

wrong classification region, in this case where µ̄1 = ( 1.25
1.25 ), and µ̄2 = ( .75

.75 )

In the top frame, we compare the LDA to linear L2DA. We see that they produce

di↵erent boundaries. The LDA has 50% correctly classified rate the contaminated

data, while the L2DA has a 74.75% correctly classified training accuracy. If we ex-

clude the contamination, the L2DA correctly classifies 93.435% of the training sample.

We note that both MLE classifier learns a boundary which is almost perpendicular

to the true boundary, shown with a dotted line, while the L2DA learns almost the

true boundary. In the bottom frame, we compare classification with Quadratic L2DA

and QDA. We note that since each contaminated class is multi-modal and the out-

lying clusters are placed perpendicularly to the true discriminant boundary, that the

Quadratic L2DA performs quite well in this case, but fails to learn a spherical co-

variance. The QDA correctly classifies 51.25% of the data while the Quadratic L2DA

correctly classifies 74.5%. If we consider only the uncontaminated samples, then the
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Quadratic L2DA correctly classifies 93.125% of the training data. We find it inter-

esting that L2DA classifies the contamination from each class within the decision

boundary of the other, seemingly eschewing the contamination entirely. In both plots

in Figure 3.13 we fill the plot background by the color of the predicted class.

Figure 3.13: Simulated data with two spherical clusters contaminated linearly in non-
separable regions. We note that in QDA solution remains mostly unchanged from
the LDA solution, while the L2DA learns the correct decision boundary. The dotted
line is the true discriminant boundary.
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3.5 Simulation Study

Motivated by the “di�cult” example of linear outliers, we perform a simulation study

to evaluate the performance of L2DA versus the classical approach. Our approach is

similar to He and Fung (2000). This study was repeated by Hubert and Van Driessen

(2004), who compared the various methods of pooling and re-weighting the appro-

priate estimates and later by Todorov and Pires (2007). As a departure, we have

increased the sample size by a factor of 10, to n = 1000. We consider five cases of

a trivariate two-class discriminant problem, four of which are location and/or scale

contaminated. The five cases are generated as follows:

Case A: Class 1: 500 · �((0, 0, 0)T , I3)

Class 2: 500 · �((1, 1, 1)T , I3)

Case B: Class 1: 400 · �((0, 0, 0)T , I3) + 100 · �((5, 5, 5)T , 0.252 · I3)

Class 2: 400 · �((1, 1, 1)T , I3) + 100 · �((�4,�4,�4)T , 0.252 · I3)

Case C: Class 1: 800 · �((0, 0, 0)T , I3) + 200 · �((5, 5, 5)T , 0.252 · I3)

Class 2: 80 · �((1, 1, 1)T , I3) + 20 · �((�4,�4,�4)T , 0.252 · I3)

Case D: Class 1: 160 · �((0, 0, 0)T , I3) + 40 · �((0, 0, 0)T , 25 · I3)

Class 2: 160 · �((1, 1, 1)T , I3) + 40 · �((1, 1, 1)T , 25 · I3)

Case E: Class 1: 580 · �((0, 0, 0)T , I3) + 120 · �((0, 0, 0)T , 0.252 · I3)

Class 2: 250 · �((5, 5, 5)T , I3) + 50 · �((�10,�10,�10)T , 0.252 · I3)

We see that Case A is the uncontaminated distribution, while the remaining four

are contaminated. Case B is location contaminated, and class-balanced. Case C is

location contaminated but class imbalanced. The percentage contamination remains
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Training Testing
LDA L2DA LDA L2DA

µ 0.807 0.806 0.806 0.804
Case A

� 0.013 0.013 0.013 0.013
µ 0.402 0.645 0.245 0.801

Case B
� 0.035 0.012 0.035 0.012
µ 0.909 0.859 0.500 0.514

Case C
� 0.000 0.084 0.000 0.084
µ 0.756 0.757 0.800 0.798

Case D
� 0.022 0.021 0.022 0.021
µ 0.750 0.734 0.501 0.534

Case E
� 0.002 0.040 0.002 0.040

Table 3.4: Mean and Standard deviation of classification accuracies for 5 cases of a
trivariate two-class discriminant problem.

the same across the unbalanced class, at 20%. Case D is class balanced, with a scale

contamination. Case E is location and scale contaminated and class imbalanced.

To evaluate the performance of L2DA, using 100 replications, we compare the

mean and standard deviation of classification accuracy against both the training set,

which may be contaminated, as well as against an uncontaminated test set. In each of

the five cases, the test distribution is the respective uncontaminated distribution with

a sample size of n = 4000. These are class balanced, with n = 2000 generated from

each class. While it may be less interesting to consider the classification accuracy

against the training data, we note that it is not always known a priori that the true

generating distribution is non-contaminated.

A table of classification accuracies for these five cases is shown in Table 3.4. We

see that the accuracy of L2DA is comparable to that of the classical approach against

when the data is non-contaminated, or under balanced dataset with scale contamina-

tion. In the class balanced problem, the L2DA is robust to location contamination. In

the class imbalanced problems of Cases C and E, L2DA su↵ers breakdown but some-

what less so than the classical approach. In case C, we note that the LDA prediction
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estimated by the MASS::lda function is the empirical class prior, with no variation,

since it always predicts class 1.

3.6 Partial Mixture L2DA

Previously, we have modeled the density as f̂✓ = �(µk,⌃) where the mixture centers

were placed at the class means and either a common covariance matrix in the linear

case or class-covariance matrices in the quadratic case. We have shown how the L2DA

imparts robustness to the presence of outliers. Although it is beneficial to learn a

robust discriminant boundary, we do not have diagnostic information which pertains

to how much of the sample is truly contaminated. In the case of L2E estimation of

Gaussian mixture models, we provided a closed form solution which produces accurate

estimates even though the weights of the mixture were unconstrained. We could use

such an approach to determine the proportion within each cluster that is accurately

modeled (i.e., is not generated from the contamination). If we model the density in

each cluster as a multivariate partial density component (PDC) as from Equation 3.6,

f̂(x) = wk · �(µk,⌃k)

where w 2 (0, 1] is a weight parameter to be optimized, we can obtain a local ap-

proximation of the L2 likelihood di↵erence. Scott (2004) showed that the use of such

a partial mixture can be useful as a diagnostic aid in the general Gaussian mixture

model case to realize possible local areas of L2 convergence. That is, with di↵erent

starting values it is possible for many di↵erent local areas of convergence to emerge.

This idea will feature prominently in the second work contained in this dissertation.

Consider the model in Figure 3.9, where each cluster was modeled as �(µk,⌃).

What would happen if we add a contamination and would like to determine what
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percentage of the new labeled class is from the uncontaminated sample? We would

like that at the model, if f(·) is truly modeled by f✓(x), then the optimum weight

for that class would be ŵ = 1. By using the PDC model, we can optimize over the

parameters (µk,⌃k, wk) as follows.

✓̂ = argmin
✓

Z
(wf✓(x)� g(x))2dx

We can extend this to the likelihood di↵erence criteria following a similar derivation

to that which was shown in Section 3.3.3.

✓̂ = argmin
✓

⇢
(w · ⇡̂)0A(w · ⇡̂)� 2(w · ⇡̂)0B⇡̂

�
,

where

Ak,` = ⌘ · �(0p|µk � µ`,⌃k + ⌃`),

Bk,` = ⌘ · 1

ni

niX

i=1

�(xi|Y 2 l, µk,⌃k),

and where

⌘ =

8
>><

>>:

1 k = `

�1 k 6= `

.

We return to the relatively simple robust estimation problem from Figure 3.9,

which was treated quite well already by L2DA. Here, we would like to estimate the

amount of contamination in each of the two clusters. As before, we contaminate class

2 with a sample of size n = 100 drawn from �((�5, 5)0, .25 · I
2

). After fitting the

likelihood di↵erence with the PDC model, we can accurately estimate the proportion

of contaminations. We estimate ŵ1 = .998, i.e., that the contamination in class 1 is

approximately zero, while the estimated weight for the second, contaminated cluster
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ŵ2 = .896. This is very close to the true class weight which is .90%. The dashed

ellipses represents the 95% tolerance ellipses of the MLE pooled covariance matrix,

which was contaminated by the presence of outliers. The solid ellipses are the 95%

tolerance ellipses by partial mixture L2DA estimation of the pooled covariance matrix.

Figure 3.14: Here we see the e↵ects of fitting a PDC at the model in the L2DA
optimization. The partial mixture L2DA is robust to the cluster while accurately
estimating the proportion of data from the uncontaminated sample. It learns the
same boundary as both the L2DA with and without outliers.
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Returning to the di�cult optimization task from 3.13, we can try to fit the same

partial density model to determine the amount of contamination in each class. The

partial mixture L2DA fit is shown in Figure 3.15. Here, the true contamination rate

for each class was 25%, while the estimated weights are ŵ = (0.807, 0.784). Both

estimated weights are slightly higher than the true non-contaminated proportion.

Partial mixture L2DA produces almost identical results to L2DA, as shown in the top

pane of Figure 3.13. This certainly warrants further attention, and in future work,

we hope to continue research on this promising optimization task.

We consider the di↵erence between our joint estimator and the MPDC based plug-

in estimator. In particularly poorly behaved discriminant problems such as this one,

it might be more e↵ective to learn the parameters separately, since joint optimization

of the parameters might undermine individual optimizations. It is di�cult to obtain a

fair comparison here, because to estimate the common covariance matrix in the plug-

in sense, we have to perform two optimizations and then pool the optimized covariance

matrices. We show the discriminant boundary learned from two applications of the

MPDC estimator from Section 3.2. This discriminant boundary is shown in Figure

3.15, and not any closer to the true discriminant boundary. The estimated weights

of each MPDC is ŵ = (.776, .835), which are also not closer to the true parameters

than the joint optimization. The MPDC based estimator correctly classifies 75.25%

of the full sample while the Partial Mixture L2DA correctly classifies 75%, which are

practically identical on this simulation.
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Figure 3.15: Comparison of joint and plug-in L2DA estimators for the simulated
dataset containing linear outliers. Both the MPDC and joint L2DA produce similar
results which are comparable to the true boundary, which is shown with a dotted line.
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3.6.1 Parameter Complexity

In the quadratic discriminant case, we have C ·p mean parameters to estimate as well

as C·p(p+1)
2 covariance parameters. As the dimensionality p increases, the number of

parameters increases exponentially, and as the number of cluster groups C increases,

the parameters increase linearly.

In the linear discriminant analysis case, there are still C · p mean parameters,

and p(p+1)
2 covariance parameters, since we are only estimating a single covariance

matrix, which is square and symmetric. Another gain in e�ciency is that in the linear

discriminant case, we also do not need to estimate the diagonal elements of A, since

the diagonal elementsAi,j satisfy µi�µj = 0p and all the covariances are equivalently

2⌃. Thus, estimating the linear L2DA is significantly less computationally intensive.

We can improve e�ciency if we further assume that the covariances are spherical. In

this case, there would only need C · p covariance parameters, and there would only

be 2C · p total parameters to estimate. We have not considered this last case in our

simulations. Lastly, in the partial mixture L2DA problem, there are an additional C

mixture parameters to estimate.
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3.7 Conclusion and Future Work

In this chapter, we have introduced a method for robust discriminant analysis and

displayed its power to detect outliers. It derives from L2E which has been known

to possess these practical properties in addition to useful theoretic properties such

as asymptotic normality and local convexity. Motivated by the L2E solution to the

multivariate partial density component, we showed how robust plug-in parameters

which describe Quadratic and Linear discriminant boundaries can be learned without

the use of re-sampling procedures which are often not rotationally or permutationally

invariant. The method provided estimates the means, covariances, and weights of

each class. These estimators are useful since they are “automatic”. Our methods do

not rely on truncating or re-weighting the outliers in the dataset, rather it simply

assigns low likelihood to the outlying data.

We also displayed that these methods can be jointly estimated without the need for

plug-in estimation by refactoring the Bayesian likelihood ratio and deriving the L2DA

discriminant optimization criterion. They learn the correct classical discriminant

boundary in cases where the classical assumptions are not blatantly violated, while

provide robust discriminant boundaries where they are. These joint estimators have

been shown to work well on a variety of simulated examples. We have shown that

these methods can learn the discriminant boundary even in the case where the data

are contaminated by outliers in a non-separable classification region.

We have adapted our discriminant method based on the partial density compo-

nent, which allows the discriminant boundary to learn the partial density representing

the non-contaminated data for each class. We consider this to be more useful than

optimizing the weights in the plug-in version of L2DA, which also derives from the

partial density L2E solution. We have only considered the case of unconstrained

weights in both the plug-in and joint partial mixture optimization, but it may be
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useful to consider constraining the weights so that they sum to 1, since we suspect

that joint estimation of the partial mixture L2DA with unconstrained weights will

inflate the mixture estimates.

An obvious area for future work is the extend the L2DA optimization criteria for

the full Gaussian mixture, which would be a robust analog to the mixture discriminant

analysis method of Hastie and Tibshirani (1996),

f̂✓(x) =
KX

k=1

wk �(x|µk,⌃k) .

It is a relatively straightforward derivation which combines the derivations in

3.3.3 with those of 3.3.2, although with very many parameters, such a non-convex

non-linear optimization prove challenging to numerically compute. We have found

convex relaxations of the L2E solution to the GMM di�cult to derive.

Perhaps the most significant adjustment we can make to L2DA is the notion that

fully parameterized covariance matrices is too computationally demanding in high

dimensions. Some way to initialize the density di↵erence at various mixture centers

across the data domain is important in getting a feasible estimator that can be used

in practice. Initializing mixture centers with for example K-means or Learning Vector

Quantization provides a potential savings in computational intensivity.

Another potential area in which the L2DA could be improved is in using the

weighted L2E of Rossell et al. (2008). It solves the following L2E variant,

✓̂ = argmin
✓

Z
f✓̂(x)(wf✓(x)� f(x))2dx

=
w2 exp[�µ̂0⌃̂�1µ̂

2 � µ̂0⌃̂�1µ̂+ m

0V̂ �1
m

2 ]

(2⇡)p|⌃̂ 1
2 ||⌃|V | 12

� 2w

n

nX

i=1

f̂µ̂,⌃̂(xi)fµ,⌃(xi) ,

where m = (⌃̂�1µ̂+ 2⌃�1µ) and V = ⌃̂�1 + 2⌃�1.

This method assumes that the initial estimate was close to the optimal estimate
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and places more emphasis on correctly learning the density in the region near to

the estimate, i.e., with the highest posterior likelihood. This process was shown to

produce better estimates, especially of the weights, than the partial mixture L2E

employed herein. This process can be iterated several times until the parameter

estimates are stable. This process might produce a better analog to the behavior of re-

weighted MCD type estimators, which would more accurately facilitate performance

comparisons. Ideally, this seems promising in the advent of initializing the L2DA with

another algorithm (e.g., K-means) as discussed above.

Another type of robustness to consider other than the “usual” robustness to nor-

mality assumptions is that of robustness to label uncertainty. Labels as provided to

the practitioner may be inadequate for the structure of the data or the evaluated clus-

ter model (Färber et al., 2010). This is the case in linear discriminant analysis and

in mixture discriminant analysis due to the fact that label noise distorts estimates

based on training labels. Bouveyron and Girard (2009) modeled label uncertainty

by estimating the discrepancy between those labels as predicted by an unsupervised

Gaussian mixture model and those labels produced by the training data. It is possible

to adjust the model by assigning an uncertainty variable to the predictions based on

our confidence regarding the noise contained in the labels. We could adapt this model

to compare unsupervised Gaussian mixture L2E given the correct K with the results

of L2DA. This flexible model may aid us in producing a robust discriminant method

which is even more robust to label uncertainty.

Throughout this chapter, we implemented L2DA by applying the MAP principle.

There are two other methods for learning discriminant projections which may serve

as a basis for ongoing work. The second methods is Fisher’s Rule, which calculates

the ratio of between class to within class covariance. The third method is known

as optimal scoring, which recasts the discriminant problem as a linear regression.
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What ties the three methods to solve discriminant analysis together is that they are

all solutions to a generalized eigenvalue problem. A well known result resolves that

Fisher’s discriminant coe�cients can be obtained as a solution to the ordinary least

squares problem, up to a constant of proportionality. This result only holds where

C = 2 but can be shown in the case of C > 2 through a clever method called optimal

scoring.

This idea was first suggested in an unpublished technical report of Breiman and

Ihaka (1984), in which they relate the equivalence between linear regression and

Fisher’s LDA and explain a procedure to perform nonlinear discriminant analysis.

Recognizing that classical discriminant analysis is constrained by the linearity condi-

tion, they produce a nonlinear mapping from the feature space onto the class space

by repeated application of alternating conditional expectation, which is in the class

of generalized additive models. It iteratively smooths to determine the can be used

to perform classification using regression with optimal transformation. Motivated by

this work, Hastie et al. (1994) extended LDA by optimal scoring to use any (poten-

tially non-parametric) multivariate regression. Their method, called flexible discrim-

inant analysis, involves determining the optimal transformed class labels (or scores)

by linear regression on a carefully composed class indicator matrix. Their algorithm

is elegant. First, fit a multi-response regression against a matrix of class indicators

which is designed to be uncorrelated, zero mean, and unit variance. Then obtain an

eigendecomposition of the fitted model. Finally, calculate the discriminant variables

by updating the fitted model with the optimal scores. They showed this method to

be equivalent to classical discriminant analysis up to a diagonal scaling matrix.

This is a promising technique for many reasons. As an extension to regression

it is familiar to many practitioners of applied statistics. Additionally, a breadth of

penalized regression techniques have been developed to provide for the p � n case.
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This is important because when p � n, we cannot apply LDA directly, because the

within-class covariance matrix is singular. Since this method is su�ciently general

to work with a number of regression models, we could apply L2E to the residuals of

a linear model to obtain a robust regression against the class indicator matrix. On

first thought, we considered this approach more promising than the MAP model. We

have not implemented it since robustness may be a problem with regression on a class

indicator matrix since the predictor is discrete. Due to the multi-response nature of

the regression, L2E may have the tendency to completely ignore small classes, which

would undermine the discriminant projections. One possible alternative could be to

blur the response. Another option would be to exploit the fact that L2E is a member

of a class of M-estimators of which there exist a number of iterative schemes to obtain

regression estimates, which may not fall into the trap that global solutions might fall

into.



Chapter 4

The Stochastic Mode Tree: Mode Finding and

Clustering

4.1 Motivation and Prior Work

In the previous chapter, we employed robust methods for supervised learning using an

L2 divergence. These methods help deal with the problem of model misspecification in

the assumed generating densities. In this chapter, we show how we can apply the same

divergence criterion to learn the modal structure of unsupervised data. We develop

a hierarchical clustering algorithm using L2E optimization to extend the unpublished

work of Scott and Szewczyk (2000, Tentatively Accepted) in which the stochastic

mode tree was introduced. We use interactive tools to allow the data practitioner

to explore the modal structure of data. This algorithm is flexible to require little

tuning and addresses several known problems which plague unsupervised learning.

Our methods share much in common with a great many cluster analysis methods.

Cluster analysis, and unsupervised learning in general, is often fraught with di�-

culties. When data do not arrive with labels, many methods are available to determine

the underlying structure of the data. Several examples of such classes of methods are
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connectivity based (often hierarchical), centroid based, density based, or model based

clustering. These first three types of methods often do not rely on probability models

and are relatively assumption free. Connectivity or linkage clusters are inferred based

on some measure of how close data points are to one another. In centroid, or parti-

tion based clustering, the distance is relative to a nearby cluster center. It is often

assumed operationally that the number of clusters K is known a priori, as in the case

of the well-known K-means clustering (MacQueen et al., 1967). It solves the prob-

lem of assigning data x = {x1, . . .xn}0 into one of K clusters based on the squared

Euclidean distance of the data from the individual cluster centers by minimizing

argmin
S

kX

i=1

X

x2Si

kx� µik
2 ,

where µi are cluster centers and k·k denotes the Euclidean norm. These sets, S =

{S1, . . . , SK} rely on an iterative algorithm to reapportion data points into the ap-

propriate sets. That is it selects an optimal partition of the sample space such that

the clustering is given by

Sk = {x 2 Rp : kx� µkk 
��x� µj

�� 8 j 6= k}

for all k = {1, . . . , K}. This partitioning of the sample space is an intuitive method

of clustering. However, algorithms of this type are not guaranteed to uniquely cluster

the data, since they rely on an initial allocation of the data into the original K sets.

Similarly, they may merely attain a locally optimum classification. This problem

is not restricted to centroid based methods such as K-means, but also to linkage

methods. Additionally, the choice of distance metric is critical to the cluster outcome,

and it is common to provide several random starts to the algorithm to assess di↵erent

cluster possibilities.
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Hierarchical, or linkage based clustering fall into two types: divisive and agglom-

erative clustering. In divisive clustering, all data are placed into a single cluster which

is split based on some measure of dissimilarity between sets of points. Common types

of agglomerative clustering are single, complete, and average linkage clustering. Sin-

gle linkage by contrast recursively merges pairs of minimally distant points. Single

linkage agglomerative clustering merges based on minimal distance between individ-

ual pairs. Complete linkage takes all pairwise distances between points and computes

the maximal distance between points within di↵erent clusters. Clusters whose farther

points are closest are then merged. Average linkage is much the same, but ranking

clusters based on average distance of points between clusters. Linkage clustering is

subject to many of the detriments of centroid based clustering. They are sensitive to

initial conditions, transformations, and choice of distance metric. Single linkage clus-

tering su↵ers from the well known “chaining phenomenon” (Blashfield, 1976; Kuiper

and Fisher, 1975). This phenomenon is shared by k-means, and reflects an inherent

lack of robustness. It described a scenario wherein individual outliers merge with

inlier clusters, creating spurious clustering. Also, single linkage clustering is only

weakly consistent in higher dimensions (Hartigan, 1975). The process of recursive

merging can be visualized in a binary tree known as the dendrogram.

While agglomerative clustering doesn’t require knowledge of K, one is challenged

with cutting (pruning) the dendrogram at the appropriate scale to obtain class as-

signments. This is a non-trivial task that may require some knowledge of the data

by a practicing statistician. Much of the time, the tree is pruned so as to produce

a predetermined number of clusters. The Figure 4.1 depicts a dendrogram of the

Silica dataset which details the percentage composition of silica contained in n = 22

chondrite meteors (Ahrens, 1965). This dendrogram has been cut to produce three

clusters according to the largest Euclidean distance. The choice of tree depth at which
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Figure 4.1: Single Linkage Clustering of the Silica dataset, pruned at the three clusters
which are defined by having the highest dissimilarity.

to prune the tree is critical to the final clustering of the data. We would desire for

some diagnostic information about the quality of the clustering produced at various

levels of cut depth to be provided to the statistician.

These hierarchical clustering algorithms are historically important, but were lately

supplanted by density or distribution based methods. In the unsupervised setting,

since parametric formulations are unavailable, a common approach to capture data

structure is the multivariate kernel density estimator (KDE) (Scott, 2015),

f̂(x) =
1

n |H|

nX

i=1

K
�
H�1(x� xi)

�
. (4.1)

The outstanding features of a density are the modes and can be associated with

clusters (Good and Gaskins, 1980), a notion which was originally contemplated by
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Wishart (1969). Wishart’s one-level mode analysis is the basis for much of density

based clustering. It computes a KDE and discards all observations whose density is

less than a given density level, f̂  �. This level set, L(�, f̂) consists of the high

density regions and contain the modes. Wishart’s intuition was that the remaining

low density observations would be separated by the high density region, and that

single linkage clustering of the high density observations would identify classes.

Many such density based methods essentially cluster based on linkages, but only

those observations which satisfy a threshold criterion on the density. A popular

method based on the one-level mode analysis is the DBSCAN algorithm (Ester et al.,

1996). It utilizes a spherical uniform kernel to link the minimum K observations

contained within a ball of size ✏ around each observation. The core set of observa-

tions who have both K components and whose ✏ neighborhoods intersect are classified

alike. It is useful as a flexible algorithm which can learn non-linearly separable re-

gions between data clusters, a task which we have seen in the previous chapter can

doom some parametric methods. Although the DBSCAN algorithm is reasonably

fast and robust to outliers, it is also necessitates setting the parameters K and ✏.

This requirement is especially problematic where there are large di↵erences in the

densities between clusters, since there isn’t a single choice of ✏ that is appropriate for

the di↵erent clusters.

One problem with single level set methods is that the practitioner is left choosing

the level � with which to produce clusters. The level set tree (cluster tree) of Hartigan

(1975) is an extension of this idea, recognizing that the clusters can be recursively

defined as belonging to level sets at a lower �. This mitigates the problem of choosing

�, but increases the computational burden, since in practice, the resolution of � must

be small. The level set tree attempts to model the hierarchy of modes in the true

density, but relies on some single model of the density to accomplish this. The most
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common estimation is kernel based, but other possibilities are also used, such as the

k-NN density. Some level set algorithms have been developed which largely seek

to increase the computational e�ciency, such as Stuetzle and Nugent (2010) which

utilized single linkages of the level sets of a kernel density estimate to estimate the

cluster density. Others, such as Chaudhuri and Dasgupta (2010), have focused on

improving theoretical properties such as consistency and finite sample guarantees.

Level set algorithms describe the mode hierarchy in the sense that binary recursive

partitions at higher level sets relate which child branches emerge from a given parent

mode. That is, conveying the mode locations, as well as their numerosity. As the

level set decreases, so too does the number of modes.

The level set tree directly relates the modes to one another based on information

contained in the high density regions of a single density estimate. The result is a

highly identifiable clustering method defined by the connected components of this

single estimate. One obvious problem with level set algorithms is that there is no

single level set which allows for all possible modes to be identified. Another potential

problem with level set methods is their reliance on a single density estimate. It is

possible for multiple kernel density estimates to induce di↵erent level set clustering,

and to obscure true modes. Both of these problems can be illustrated with a relatively

simple example. Suppose we sample n = 3000 data points from a trimodal univariate

mixture density 1
3�(�5, 1) + 1

3�(5, 1) +
1
3�(10, 1). We compute two kernel density

estimates using a Gaussian kernel and bandwidths chosen at values h = 1 and h = 2.5.

A plot of these two KDEs are shown in Figure 4.2. Clustering the KDE with h = 1

with a level set of � � .039 would capture all three modes along with the correct

modal locations shown by the dotted black and red lines. Any level set lower than

this would obscure the right two modes. The second problem relates to the choice of

bandwidth. If we had chosen to cluster based on the KDE with h = 2.5, we would
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not only obscure the two rightmost modes which are shown by the dotted red lines,

but we would obtain a mode estimate for this single cluster which is precisely the

anti-mode of the true density, shown by the blue dotted vertical line. We see that

the separation of connected high density components learned by level set methods

are subject to selection by the practitioner. Further exacerbating the uncertainty of

using a single density estimate is the well known problem of KDEs to underestimate

modes and overestimate anti-modes of the true density (Scott, 2015). This problem

has spawned e↵orts to sharpen, or correct the density in these critical regions (Choi

and Hall, 1999) by modifying the density estimates to reduce the resulting bias. Due

to these inherent di�culties, it is often beneficial for data-based modal clustering to

use information gleaned from multiple density estimates.

Figure 4.2: Two kernel estimates for a trimodal univariate sample, depicting how
di↵erent bandwidths can obscure modes and learn the wrong mode locations.

Another density based clustering algorithm which utilizes only a single bandwidth
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parameter is the mean shift algorithm. In a well known paper, Comaniciu and Meer

(2002) implemented this mode seeking algorithm, which has become a staple in image

processing. It was based on earlier work by Fukunaga and Hostetler (1975). This

algorithm was known independently in the statistics literature by Fwu et al. (1986),

and was also implemented by Elliott and Thompson (1993) in an algorithm called the

mean-update algorithm. It derives a simple iterative scheme to find modes by equating

the gradient of a kernel density estimate to zero and rearranging terms to define a

update which converges to local modes of the KDE. This method is computationally

e�cient, but utilizes only a single bandwidth level. There have been attempts to

apply mean shift type algorithms hierarchically, such as Paris and Durand (2007),

which recasts mean shift as a Morse theory problem.

Another work which graphically resembles the methods described in this chapter

is the work of Leung et al. (2000). They introduced a gradient dynamical blurring

approach which performs scale-space estimation across a logarithmic array of band-

widths. They propose several methods to determine the cut level, including search

for persistence of modes at various bandwidths and persistence in the cluster assign-

ments. They also propose methods to determine whether a mode is true or pertains

to an outlying mode, based on the size and persistence of said mode.

4.1.1 The Mode Tree

A method similar in spirit to the level set tree is the mode tree (Minnotte and Scott,

1993). The mode tree captures all possible mode locations over the range of pos-

sible bandwidths. By performing many levels of density estimation at successively

larger bandwidths, it is possible to both describes the hierarchy while preserving the

locations of the true modes of the density. To illustrate the motivation behind the

mode tree, it helps to examine kernel density estimates of a dataset with varying
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choice of bandwidth. We return to the silica dataset and show the e↵ect of choice on

bandwidth on the modal locations.

Figure 4.3: We plot many kernel density estimates of the silica data at increasing
bandwidths. Each lighter colored line represents a lower h.

Figure 4.3 shows the silica data at five increasing bandwidths from h = 1 to

h = 5 on a logarithmic scale e.g., h = {1, 1.495, 2.236, 3.344, 5}. The idea being that

as the bandwidth decreases, more modes appear, and we can relate which modes

appear to the nearest mode in the previous higher bandwidth KDE. By the time the

third density is shown, at a bandwidth of 2.236, the smallest mode on the right has

disappeared. At the highest bandwidth shown, the lowest curve, there is only a single

mode.
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The mode tree attempted to solve this problem in univariate and bivariate data

using many kernel density estimation across a wide varying selection of bandwidths.

The resulting mode tree is comprised of the mode location estimations from the

collection of a this suitably large number of KDEs. A suitably small h is chosen so

that most or all of the data reside in singleton clusters, and represent a mode. The

level of bandwidth is subsequently increased by approximately 1� 2% percent and a

new KDE is fit. The modal locations are re-estimated and by careful comparison of

the new modal locations to the lower level mode locations with a matching algorithm,

the original data points are agglomerated to the new modes. We will return to the

notion of this matching algorithm later. Due to the use of a Gaussian kernel, we can

theoretically guarantee that the mode tree will produce binary splits. The Gaussian

kernel possesses a unique property which interestingly is not possessed by many other

kernels. The number of modes of a Gaussian kernel density is monotonically non-

decreasing as the bandwidth of the KDE decreases. However, if we are not careful,

when performing optimization over an array of bandwidth values, this may not be

apparent in the mode hierarchy. This happens because if we chose too few h values,

the step-size between h values chosen may be too large so that the KDE optimization

will result in modes splitting more than once, into several modes. This obscures

the true hierarchy, but generally not the practical number of useful modes. Careful

selection of h prevents the matching algorithm losing the ability to determine a direct

modal hierarchy. This process is iterated until all the data points converge to a single

mode. This mode hierarchy for the silica dataset is shown in Figure 4.4.

One thing that is apparent from comparison of Figure 4.4 to the rug plot in

Figure 4.3 is that the fourth largest mode in the silica mode tree is relatively outlying

at x = 20.77 compared to the rest of the left cluster, yet this mode persists until

h > .6, which is larger than many inlying points. This inability of the mode tree to
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Figure 4.4: A mode tree of the silica data is shown. The lowest bandwidths are chosen
so that all data points are in their own cluster. The highest bandwidth is that which
produces a single cluster.
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distinguish the significance of the modes in an intuitive graphical sense was one of its

detriments. Modes that are “real” are those which persist the longest in the mode

tree. A number of hypothesis tests for the significance of the mode exist, with the

seminal paper by Silverman (1981) measuring the number of reappearances of modes

in a bootstrap procedure. A number of tests based on the excess mass functional,

which is a measure of the volume or the probability mass of the mode above the higher

of the two abutting anti-modes of the density (Müller and Sawitzki, 1991; Minnotte,

1997; Fisher and Marron, 2001). This excess mass functional is intuitively related to

the notion of level sets of the density. Although this method surely identifies modes

correctly, it is very computationally intensive. It is based on the intuition that real

modes have greater excess mass in their neighboring anti-modes. Using tests of this

type, the mode tree can be amended so as to display their significance. This graphical

representation of mode significance relies on binary coloring of the split points of the

mode tree. This does not map to the major perceptual visual cue of the mode tree,

which is to map the height of the modes to their dominance.

Additionally, little work has gone into mode trees in higher dimensions, partly due

to the computational di�culty, and party due to the di�culty in interpreting what

is largely a visual tool. Klemelä (2012) tries to overcome this by using a multi-frame

representation of the mode tree. This allows viewing of more than two dimensional

mode trees, and without the need to rotate the tree. It is limited in usefulness

because it relates the modes in various dimensions to one another via color. The

human ability to perceive color distinctiveness limits the number of possible modes.

Interactive graphical capabilities described later in this chapter may help to elucidate

these di�culties and may serve as an alternative strategy.
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4.1.2 Gaussian Mixture Models

Another method of great importance to clustering are distributional methods, in

particular, Gaussian mixture models (GMM), a type of model based clustering of the

form

f̂(x) =
KX

k=1

wk �(x|µk,⌃k) , (4.2)

where �(·|µ,⌃) is the multivariate Gaussian density with mean µ and covariance ⌃.

Here, we can intuitively associate the cluster centers with µk, cluster shapes with ⌃k,

and cluster sizes by the weights, wk. The weight parameter wk, which is assumed

to be non-negative indicates the mixing proportion for cluster k. It is assumed to

sum to unity across all clusters. In previous work we have seen the Gaussian mixture

model in the supervised learning setting, and treated the weights in an unconstrained

manner.

The parameters of the mixture density are estimated, after which the plug-in

estimators are used to calculate posterior probabilities. These posterior probabilities

are then used to induce a clustering which satisfies the MAP principle,

Sk = {x 2 Rp : ⇡k�k(x|µ̂k, ⌃̂k) � ⇡j�j(x|µ̂j, ⌃̂j) 8 j 6= k}

for k = 1, . . . , K.

In situations where the log likelihood is di�cult to optimize, the EM algorithm is

often used to estimate the GMM parameters (Redner and Walker, 1984). It proceeds

as follows: First we choose appropriate initial values of the weights, mixture centers

and dispersion,

✓(0) = {(w1, . . . ,wK ,µ1, . . . ,µK ,⌃1, . . . ,⌃k)
(0)},
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and for a given update step t, denoted by superscript (·)(t), we iterate the parameters

✓(t+1) for each of the K clusters as follows, until convergence:
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Practitioners are (as usual) stuck choosing the appropriate K, which is often not

possible for high-dimensional data. Sometimes, the parameter complexity is chosen

by some information criterion such as AIC or BIC. As a resort, K may be left to

a range of values for which it is stable. In general, as K increases, the stability of

the parameter estimates decreases. This is compounded in high dimensions by the

curse of dimensionality (Bellman, 1957), a catchall term for a slew of di�culties that

may arise when scaling an algorithm to higher dimensions. This occurs since high

dimensional spaces are mostly empty (Scott and Thompson, 1983) and the space

between mixture components grows exponentially as the dimension increases. A

number of clustering algorithms have been implemented using Gaussian mixtures,

and hierarchical clustering algorithms based on these methods have been implemented

by several authors. Banfield and Raftery (1993) introduced a hierarchical mixture

model which utilized several di↵erent covariance parameterizations. Dasgupta and
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Raftery (1998) used an improved version of this algorithm to cluster seismic data,

and proposed a BIC method to choose the mixture complexity K. An extension

of this algorithm was made by Fraley and Raftery (1998) to jointly estimate the

covariance parametrization as well as mixture complexity. Their parameterization

was based on an eigen-decomposition of class covariance matrices to characterize

their orientation and shape. This includes general forms of spherical, diagonal and

ellipsoidal parameterizations, and is available in the R package mclust (Fraley et al.,

2012).

Compounded with the issue of the emptiness in the high dimensional setting is

the notion of interpretation of modes and clusters by mixture components. In a sin-

gle dimension, the number of modes of a Gaussian mixture density is equivalent to

the number of components, even in the heteroskedastic case (Carreira-Perpiñán and

Williams, 2003). In higher dimensions, even homoskedastic (isotropic) mixtures may

have more than K modes where K is the mixture complexity (Scott and Szewczyk,

1997; Carreira-Perpinán and Williams, 2003). It was shown by Edelsbrunner et al.

(2012) that the resilience, a measure of extra modes, grows relative to the dimen-

sionality at a rate in the order of O(n
1
2 ). Although in general, mixture models can

be used to find many if not all of the sample modes in a density, optimization of

mixture models can be slow, particularly if data does not conform well to the model

assumptions, or if the mixture complexity is misspecified (Fraley and Raftery, 2002).

As a result, a trade-o↵ between model complexity and mixture complexity ensues.

We desire a method which can perhaps identify all modes of a KDE with the minimal

model complexity.

There is one particular mixture model based approach that resembles the methods

described in this chapter. It too uses a kernel method which seeks to estimate the

modes of the data instead of optimizing the likelihood of components in a broader
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extent. This method is the Modal EM method of Li et al. (2007), whose mode finding

algorithm is called modal association clustering. It models the density across an

array of equally spaced increasing bandwidths, or using the notion of pseudo degrees

of freedom (Lindsay et al., 2008). Their hierarchical mode association algorithm is

called HMAC. Similarly to our methods, the optimization is purely data based, and

updates for higher level bandwidths place kernels on the data and seek modes using

a density estimator. This can often create problems wherein at larger bandwidths,

major clusters are agglomerated, but outlying clusters are left alone. To control for

this problem, they present two methods to merge clusters based on separability or

coverage ratio. We propose to use the robust methodology to obtain local, data based

cluster trees which help alleviate this problem.
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4.2 The Stochastic Mode Tree

While any high dimensional data can be represented by an arbitrarily complex mixture

density, we desire to represent the data by the most parsimonious model possible. The

most parsimonious mixture density is the partial density component, which we have

used in Section 3.6 to learn discriminant boundaries as well as the proportion of data

originating from a desired cluster. It was given by

f̂(x) = w · �(µ, �2) ,

in which the weights are often constrained over w 2 (0, 1) to attempt to model the

proportion of outliers, as in our discriminant setting. Here we make no assumptions

over the weights of the PDC. Parsimonious models which are considered best in an

L2 sense, may fit over many components and therefore may sometimes have weights

which are greater than 1. Accordingly, this may result in very small components

being assigned weights that are less than 0. These idiosyncrasies have analogues in

general mixture models. The EM algorithm may fail to converge in the event that

a given component has few data, or if data are collinear within a cluster. We can

obtain individual PDC fits by minimizing the L2E criterion, which is given by,

L2E(µ, �, w) =
w2

2 �
p
⇡
� 2w

n

nX

i=1

�(xi|µ, �2) . (4.3)

Due to the local learning behavior of the L2E criterion, Scott (2004) suggested

fitting PDCs to multivariate data with many di↵erent starting values. Unfortunately

Scott and Szewczyk (2000) noted that oftenK component mixtures will have less than

K possible solutions, and we provide their example. Suppose that data is generated
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from a K = 3 component mixture with parameters.

(µk) = (�1, 0, 3)T (�k) =

✓
1

9
, 1,

1

3

◆T

(wk) =

✓
3

51
,
32

51
,
16

51

◆T

. (4.4)

In this mixture, we can fit many PDCs and only obtain two potential solutions.

A plot of these two fits to the mixture model is shown in Figure 4.5. The first fit,

✓̂ = (.707, 2.066, 1.061) is shown by the dotted blue line. It is the fit to the whole

data. It has a weight which is greater than 1, Although it is a poor fit to any specific

component, it is the best fit to the whole data in an L2 sense, and as an abstraction,

represents the mode of the whole data. We provided many starting values left of the

rightmost mode, and nonetheless most PDCs converged to this global fit. A second

solution, ✓̂ = (2.99, .348, .326), gives a partial solution by fitting the rightmost mode,

and is shown by the purple dotted line.

How can L2E be used to probe the data in a local manner to obtain all three

components? The key realization is that the PDC can be modified to find all possible

modes in a mixture, by recognizing that the L2E minimization allows us to optimize

over a subset of the three PDC parameters, (µ, �, w). This optimization was called

the Stochastic Mode Tree (SMT) by Scott and Szewczyk (2000). They performed a

simulation study which used SMTs fit on both distributions as well as real and simu-

lated data. Naturally, we are primarily interested in cluster location and secondarily

interested in the standard deviation or weight of each cluster. By fitting many PDCs

with random or fixed starts, they determined that the greatest modal information is

represented by minimizing over µ and w with � held constant. We will follow this line

of reasoning and optimize these parameters, although some interesting information

may be gleaned by optimizing over µ and �, with w held constant. For facilitation

of comparison with the mode tree and its non-parametric framework, and due to our
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Figure 4.5: Two PDC fits optimized over the full parameter space ✓, to the mixture
density given in 4.3.1, showing that often, individual PDC fits jointly optimized over
all three PDC parameters will be insu�cient to model all of the mixture components.
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use of a diagonal model for ⌃ = h2 ·Ip in the multivariate p�dimensional case, we will

often use � and h interchangeably. We will deal with the question of how to utilize

this information to accurately assess proper clustering of data.

We can see this optimization with a fixed bandwidths chosen over a logarithmic

sequence from h = 0 to h = 5 in Figure 4.6. One very beneficial reason to optimize

over fixed h is for comparison to the original mode tree. Here we see that the overall

structure of the mode tree from Figure 4.4 is preserved, when optimizing over only

the mean location of PDCs.

Figure 4.6: The stochastic mode tree of the silica dataset. Pairwise plots of each of
the SMT parameters are shown. (At Left) Optimization is performed over µ with
h fixed over a wide range of h. (At middle) Optimization over µ and w. (At right)
Optimization over w with h fixed.

We make some specific heuristic adaptations to the general SMT algorithm. First,

since we are interested in a data-based solution, we only optimize over the data, rather

than random starting values or bootstrapped values. In the original implementation,
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these were occasionally chosen with a smoothed bootstrap, where the means was

blurred by � · Ip. Second, since we are interested in the use of the SMT for clustering,

we perform a careful optimization over a logarithmic sequence of many bandwidths.

The original implementation of the SMT fit each PDC starting at a single low band-

width level, or a random bandwidth uniformly drawn from a suitable range. We

utilize Newton’s method to optimize the PDC fits, rather than standard non-linear

optimization software nlm in R. This allows us to examine the Hessian in the vicinity

of either modes or saddle points to determine whether a component is ready to merge

with a nearby component. In particularly higher dimensional cases, we can use gra-

dient ascent as an alternative. These considerations are all beneficial for using the

stochastic mode tree as a clustering tool. Other useful adaptations are made based

on two inferential notions of noise in the SMT which is used to cluster the resultant

mode traces, and is realized with an interactive tool.

A sample of size n = 1275 is taken from the mixture example 4.3.1. In Figure

4.7 we compare the heuristics described above to the original implementation of the

SMT. In the top row we have the implementation in this thesis, and in the bottom

row, the implementation from the original manuscript. The SMT was fit to the data

in both examples, but the mode locations were only optimized with only a single

starting value for h. We note several behaviors. First, since we are optimizing over a

logarithmic range of h values, we see that there are fewer fits in the highest bandwidth.

This is desired. As we have seen explained, the single PDC fit to the whole density

is a poor fit for either of the three components, yet a great many PDC fits globally

converge to this mode, since it is globally best in an L2 sense. This can be seen by

the relative surfeit of PDC fits in the upper mode levels of the second row in Figure

4.7. Second, since we are optimizing each PDC fit over a range of bandwidths we

can examine the lower levels of bandwidth at a higher resolution to determine initial
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cluster conditions. Note that in the left and middle panes in the top row of Figure

4.7, there is a greater amount of detail in the new heuristic optimization, rather

than the relatively scant information provided in the left and middle frames in the

bottom row. We also note that the right column of Figure 4.7 provide somewhat

greater agreement than the left two columns. Again, we note in this column that our

implementation contains relatively more information in the lower level modes, and

reduces the outcome of global solutions.

Figure 4.7: Comparison of optimization heuristics for the SMT of the sample of
n = 1275 data points from the true density 4.3.1. (Top Row) The SMT according to
the heuristics described above. (Bottom Row) The stochastic mode tree according to
the original implementation.
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4.3 Inference

In general multivariate settings, we construct the SMT by fitting multivariate PDCs,

as given in Equation 3.6,

argmin
w,µk,⌃k

"
w2

(2
p
⇡)p|⌃| 12

� 2w

n

nX

i=1


exp {�1

2(xi

� µ)T⌃�1(x
i

� µ)}
(2⇡)

p
2 |⌃| 12

�#
,

and using a diagonal covariance matrix ⌃ = h2 · Ip. We can consider the lower

bandwidths of the mode tree as being independent of optimization. At low levels

of h, all data points are su�ciently close to their optimal mode, or are in their own

cluster. As a result, we do not need to optimize over the weights of the SMT for these

values. If we consider the limiting case where µ = xi, we have the following formula

for the PDC, assuming no ties among data points,

w2

2p⇡
p
2 |⌃| 12

� 2w

n(2⇡)
p
2 |⌃| 12

,

and if we plug in our model for ⌃ we can take the partial derivative with respect to

the weight,

2w(2
�p
2 )� 2

n
= 0 ,

which we can solve to obtain an optimal lower threshold for the weight,

w⇤ = 2p/2/n . (4.5)

This results in practice for a exponentially larger lower threshold for higher di-

mensions, and linearly smaller threshold for w for increasing observations. This is

desirable for higher dimensions, and we utilize this threshold rule in practice for

both the weights and the bandwidth since the optimal weight is predicated on the

assumption of a small bandwidth.
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4.3.1 Detecting Noise in the Stochastic Mode Tree

Suppose that we are in a small bandwidth near a PDC solution. We can utilize a local

Taylor Series approximation to characterize the behavior or weights in this region.

Suppose a PDC solution, (µ⇤,⌃⇤), exists and h is small. Taking the multivariate

PDC solution and applying a Taylor approximation about the optimal µ⇤, we have,

w2

2p⇡
p
2 |⌃| 12

�2w

Z

x

�(x|µ⇤, h2Ip)


f(µ⇤) + (x� µ⇤)f 0(µ⇤) +

1

2
(x� µ⇤)2f 00(µ⇤) + · · ·

�
dx

for small bandwidth, and a isotropic model for ⌃ = h2 · Ip, then we can plug in µ⇤

and ⌃ to obtain,

w2

(2h
p
⇡)p

� 2w


f(µ⇤) +

1

2
h2f 00(µ⇤) +O(h4)

�
.

Taking the partial derivative with respect to w, we can solve for the optimal weight,

w⇤ =
�
2h

p
⇡
�p

f(µ⇤) +O(hp+2) .

This solution is extremely valuable from a computational perspective, because it

allows us to not have to optimize over the weights jointly with the modes. We can

simply optimize over the modes for a hierarchy of h, and then use this formula and a

density estimate for f(µ) about the mode to approximate the noise inherent in the

leading terms of this Taylor Series approximation.

This is most useful as an interactive inferential tool regarding the saliency of the

modes. Returning to the trimodal mixture, we can use a brushing tool available

from the R package Rbokeh, which provides javascript callbacks from R to the python

package bokeh (Hafen and Continuum Analytics, 2016; Bokeh Development Team,

2014). We can use this information to determine modes of significance of the three
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modes. Letting f̂(µ) be the true density from , we can estimate the significant modes

by noting which weights depart from the linear approximation. By brushing those

PDCs which satisfy the linear approximation, we can eliminate noise in the stochastic

mode tree. This can be done by brushing PDCs which have weights that are both

near the origin, and close to the line w⇤
j ⇡ ŵj. The resulting “real” modes are shown

in gray in Figure 4.8, while the lower level modes are deemed noisy, or insignificant.

Figure 4.8: Brushing the mixture density from Example 4.3.1, we highlight the data
in the noise of the SMT, yielding the remaining upper hierarchies as true modes.

Usually, the generating density is unknown and must be estimated from the data.
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Due to the problems of estimating fully parameterized kernels in higher dimensions,

we will model ŵj using a k nearest neighbor density estimate. In practice, this

algorithm is quite stable, and nearly unbiased in higher dimensions for small values

of k. The k-NN density estimate is given by

f̂knn(x) =
k

n · vp · dp
k+1

. (4.6)

Here, k is the number of neighbors contained in the smallest ball that holds k+1

points including x, vp is the volume of an open, unit p-dimensional hypersphere

centered at xi, given by

⇡
p
2

�(p2 + 1)
,

and dp
k+1 is the radius of the smallest said ball containing the k+1 nearest neighbors

and including xi itself.

To show its use, we employ the k-NN density estimate to compute ŵj for the

Fisher Iris dataset. We compute the stochastic mode tree on the blurred Iris dataset,

where uniform additive noise generated from U(�.5, .5) is used to blur. The plot in

Figure 4.9 shows the outcome of brushing this dataset according to the K = 8 nearest

neighbors. In the first pane, the optimum weights, w⇤
j are plot against the 8-nearest

neighbors density estimates ŵj. We brush the noisy points which satisfy the first two

terms of a Taylor approximation. The remaining mode traces are those which pertain

to significant modes. The plot shows three significant modes projected against the

Sepal Length and Sepal Width variables, two of which are prominent until w⇤ > 1.

The power of this inferential tool is that it provides a bivariate graphical perspective

to the significance of multivariate mode traces, which are often di�cult to observe in

many dimensions.
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Figure 4.9: Brushing the blurred Fisher Iris dataset according to a k = 8 nearest
neighbors density estimate. In the left pane, we have the plot of the optimized weight
against its estimate, coloring the noisy points which satisfy the first two terms of a
Taylor approximation. We also show the SMT along the first two variables against
w⇤

j . We find three significant modes corresponding to the three classes of iris flower.
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4.4 SMT as a Clustering Algorithm

The intended use of the SMT was as a mode seeking algorithm and diagnostic tool

to measure modal importance. The mode tree had the detrimental quality of relating

the mode hierarchy without prejudice to modal significance. Although modes have

an interpretation of clusters, we note that our implementation of the SMT does not

merely represent the significance but also provides a partial clustering of the data.

This partial clustering is seen in Figure 4.10. Consider the two highest modes of the

silica dataset. In the original mode tree, the horizontal connections were provided

by a point matching algorithm whereby mode locations between adjacent levels of

the bandwidth were matched by closeness. By carefully controlling this optimization

we discover an interesting behavior of the SMT if we impose on its convergence a

tight enough bound with small enough gap in the of the bandwidths. Rather than

just storing the final outcome of the PDC convergence, we store the whole paths of

the convergence for the entire range of ✓̂. We note that the SMT already performs a

partial clustering of the modal locations, and that several mode traces agglomerate

to higher clusters.

If we look at the middle mode in the SMT, we note that this represents the data

points (27.08, 27.32, 27.33). If we look at the rightmost mode, we note that there are

another four data points (33.23, 33.28, 33.40, 33.52) which have clustered and continue

to exhibit the exact same solution at higher weights. We can consider these points

already merged. Similarly, the second largest mode clusters to the largest mode at

a level around a bandwidth of 2.5. This partial clustering behavior of the SMT is

useful, but we still desire a complete clustering. In particular, it is very di�cult to

tune PDC optimization across the whole data domain, and there are no optimization

heuristics which yield a complete clustering. In practice, when a PDC agglomerates

to another PDC which attains a mode at a higher bandwidth level, then this PDC
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Figure 4.10: Partially clustered SMT of the silica dataset. Merging with nearby
PDCs is graphically depicted by color striations in higher modes, as smaller PDCs
agglomerate to them.

can be considered clustered and no longer needs to be optimized.

We also note that a similar point matching algorithm to that of the original

mode tree can be used to match the remaining unclustered data points. This point

matching scheme makes several passes over the data to ensure that nearby new modes

are agglomerated to the correct higher level mode. Figure 4.11 shows an example for

the silica dataset of a fully clustered SMT. We note that the silica mode tree and the

stochastic mode tree have the exact same hierarchy when comparing optimization

over h, however the relative heights between clustered components are di↵erent as

provided by the weights. Real modes persist for longer relative to the dominant

modes, and false modes agglomerate to real modes almost immediately.

In higher dimensions, it is not practical to implement a proper matching algorithm

of this type. We use the 1-nearest neighbor directed graph, which has O(pn2) time

complexity. There are very many algorithms for nearest neighbor estimation, almost

all of which are designed to improve on computational e�ciency, such as k-d trees
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Figure 4.11: Fully clustered SMT of the Silica dataset showing 1-NN directed graph.
Horizontal connections on the fully SMT now resemble the original mode tree, pro-
viding a visual hierarchy as well as relative importance of the modes.

or partition based methods, as well as approximate nearest neighbor methods. We

note that for a great many of the data points, across most bandwidths, the PDCs

have either already converged or have merged with another PDC. Additionally, since

we are only checking the closest nearby bandwidth level, we have not explored the

computational gains of using a more e�cient construction of the k-NN graph.

In practice, we construct the directed graph top down, and assign each PDC to

an upper level mode such that the mode at hi�1 is nearest to the mode at hi in

p-dimensional Euclidean space. We do so, since the cluster hierarchy at lower level

modes is intuitively of less interest than the higher level hierarchy. This algorithm

works well in practice, although it requires the practitioner to determine the cut

level. We can choose to cut the tree in much the same way as the dendrogram is cut,

according to a relative change in tree depth. Here, however, we have options of two

di↵erent mode trees with which we can cut to determine mode hierarchy. Often, we
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choose to cut the tree based on the simplest interpretation, that of tree depth along

the (µ̂, h) PDC optimization.

4.4.0.1 Example: Toy Datasets

We provide three toy examples to show some properties of SMT clustering, and

compare its clustering to that of K-means. These toy problems are plotted in Figure

4.12. All three toy problems are quite di↵erent in generation, and in each we attempt

to cluster into the correct K classes. The first toy problem consists of three spherical

well separated clusters of varying sizes which both K-means and SMT are able to

detect. In the second, a non-linear dataset representing two noisy discs. This data

comes from the ModalClust R package (Ray and Cheng, 2014). The SMT correctly

learns a nonlinear boundary, which is something that K-means is unable to learn.

In this third example, we created a bullseye distribution using rejection sampling.

This manifold structure will be very di�cult for most mode seeking algorithms to

determine, since only one mode will exist for a great percentage of the hierarchy. In

addition, there might not be a single bandwidth for which 2 modes exist, even for a

very small step size between h. Here, we note that SMT correctly learns the inner

point cloud, but not the ring, while K-means partitions the inner points as well. Of

note, the HMAC algorithm which is used for comparison in several examples produces

very similar clustering results on all three toy datasets.
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Figure 4.12: SMT clustering on three toy datasets. Each column represents data
which satisfies di↵erent assumptions. The top row is the SMT cluster outcomes,
while K-means is shown at bottom.
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4.4.0.2 Example: Fisher Iris Data

As an example, we show the stochastic mode tree of the Fisher Iris dataset, using

our clustering method. The cluster assignments are colored according to the three

highest modes by bandwidth in Figure 4.13. The clustering is performed on the p = 4

dimensional dataset, and we plot the resulting SMT projected onto the Sepal Width

and Petal Length variables. We note that the first cluster, that of Iris Setosa (shown

in black) is perfectly assigned. The gap between the first points and each mode trace

at the lowest w⇤ is approximately 0.0267, which is determined by Equation 4.5.

An alternative visualization of mode clustering, which is only possible in lower

dimensions, is the mode trace plot. Similar to the mean shift plot, this plot shows

the ascending path of each PDC in the gradient direction to its mode. This gives the

explicit clustering at a particular bandwidth level, but does not express the cluster

hierarchy at lower or higher bandwidth levels. In Figure 4.14 we show an example

mode trace plot of the four variables of the Iris dataset projected onto the Sepal

Length, Sepal Width, and Petal Length dimensions. This amounts to cutting the

stochastic mode tree at the highest h value which retains three modes, and does not

express a cluster hierarchy. In this case, we calculate the mode traces for all four

dimensions but we only rotate and plot the PDC for the first three variables, Sepal

Length, Sepal Width, and Petal Length. It is in this dimension that the PDC mode

trace plot shows separable clusters. We show the mode trace plot with h = .3522,

which is the highest bandwidth level in which the green cluster is distinct from the

red. Any lower on the hierarchy and more splits might occur.

We can compare the outcome of our hierarchical clustering method on the Iris

dataset to that of a similar method, HMAC clustering. Here, we cluster the data ac-

cording to the levels which result in 2, 3 and 4 clusters, and note that without pruning

or merging of modes, the HMAC algorithm will often select outlying data as modes.
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Figure 4.13: Stochastic Mode Tree of the Fisher Iris dataset along the Sepal Width
and Petal Length variables against h, colored by the clusters assignment according
to the 1-nearest neighbor directed graph.
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Figure 4.14: Mode trace plot of the n = 150 partial density components of the Iris
dataset along the Sepal Length, Sepal Width and Petal Length variables optimized
at a bandwidth level of h = .3522.
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We utilize the hmac function from the Modalclust package in R for comparison (Ray

and Cheng, 2014). Here, we see that at the level of HMAC in which there are three

modes, two outlying points in the upper right form their own mode, as shown in the

middle pane of 4.15. In the bottom pane, at the level with four modes, the outlier

at the bottom left forms its own mode. Comparing the results of the three cluster

formation, the SMT correctly assigns 83.33%, which is the same performance as the

mean shift algorithm, while HMAC correctly assigns 64.67% of the data to the true

species. In each cases, all four dimensions were used for optimization, and the default

behavior of hmac was chosen for comparison. Due to this behavior handling outliers,

it is often essential that hierarchical clustering algorithms be able to prune or merge

outlying clusters.
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Figure 4.15: Cluster assignments of the Fisher Iris dataset according to Hierarchical
Modal Association Clustering. We note the assignment of outlying modes as the in
the bottom two panes.
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4.4.0.3 Cutting the SMT by w⇤: Exoplanets Dataset

We explore the problem of outlying clusters being assigned to their own cluster at

high levels of a hierarchical clustering algorithms. This problem a↵ects the stochastic

mode tree as well, if the clustering is performed on the bandwidth level. Here we

show the SMT on a dataset of exoplanets discovered outside our solar system. This

dataset was used to try to classify n = 101 planets according to their Jupiter mass,

period in earth days, and radial eccentricity (Mayor and Frei, 2003). It is available

in the R package HSAUR2 (Everitt and Hothorn, 2017).

The plot in Figure 4.16 shows how if we cluster using only bandwidth levels,

we will sometimes obtain a maximal bandwidth which is an outlier. In this case,

we will obtain a cluster hierarchy dominated by modes. A possible solution to

this problem is to determine the cut level of the SMT according to the maximal

w. In this case, the optimal PDC parameters are given by (µ̂1, µ̂2, µ̂3, h, w⇤) =

(1.709, 15.062, 0.124, 33.039, 0.745). This is shown in the bottom row by the lone

obvious mode, and is seen in the middle row as a mode trace which is moving diag-

onally sideways. The value of h, corresponding to the PDC with the highest w⇤ is

shown by a dotted line at h = 33.039.

In Figure 4.17 we show the clustered Exoplanets data when cut according to the

weights of the SMT. We see two large clusters, two medium clusters, and two clusters

consisting of lone points. The presence of these two outlying clusters belies the fact

that four PDCs had an optimal bandwidth higher than h = 33.039. There are several

options to deal with these outlying modes: We could prune outlying PDCs by merging

them with a lower PDCs which had a higher ŵ. We could ignore them, and cluster

data which agglomerate to the PDC which attained the highest weight. In the next

section we consider another option, which is to cluster the SMT interactively using

information contained in the pair of PDC parameters (ŵ, ĥ).
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Figure 4.16: SMT of the Exoplanets dataset along the modes of planetary mass
against h and w. We see how the highest mode by bandwidth occurs at an outlier,
the red point in the top row. The dotted line represents the value of ĥ, corresponding
to the PDC with the highest ŵ
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Figure 4.17: Pairs plot of Exoplanets Dataset clustered according the maximal ŵ.
Here, we identify six modes.



109

4.4.1 A Tool for Interactive Clustering

Using the methods described in Sections 4.3 and 4.4, we can implement a tool which is

simultaneously interactive and inferential to cluster the dataset. We implement a dy-

namic and interactive application to explore many potential clusterings of multivariate

data. The R package shiny (Chang et al.) is used to construct the application. This

package is useful for allowing R users access to dynamic, interactive sessions which

are web enabled in HTML and Javascript, without the need to program in those

languages. Our interactivity is accomplished through Javascript callbacks enabled

by the Rbokeh (Hafen and Continuum Analytics, 2016) package. It listens to the

shiny server and allows R to utilize the status of dynamic objects. We use a two step

design. First, the inferential brushing tools from Section 4.3 are used to infer which

modes are significant at a given w⇤ scale. The k-NN density is used to predict the

optimal weight, which is brushed to remove the noisy observations in the lower lying

modes. Using this information, we can cluster the data according to the method of

Section 4.4, wherein we complete the partial clustering of the stochastic mode tree

according to the directed 1�NN graph, and cut the SMT at the level of the minimal

h value of the prominent modes traces which satisfy the inferential criteria. Here, in

Figure 4.18, we show the use of our interactive tool to cluster the Fisher Iris data.

A data analyst would observe the weights against the predicted weights and brush

the points which satisfy the linear approximation. These are shown as blue points,

and represent the noise in the lower weights and bandwidths in the top middle and

top right panes. Using this information, our clustering algorithm is performed and

allows the analyst to observe a pairs plot of the data clustered according the mini-

mum bandwidth value which is greater than the noisy weights. In this case, the SMT

algorithm suggests that there are 4 modes, and colors the pairs plot accordingly. We

also provide a download button at the lower left whereby the indices of the brushed
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dataset can be extracted for application of subsequent analyses.

Figure 4.18: Shiny application of the interactive tool brushing the Fisher Iris dataset,
showing the clustering which satisfies an inferential criterion, whereby the number of
modes most likely selected by the practitioner would be four.
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4.4.2 Application: Image Clustering

Modal clustering is particularly well suited for image analysis, since it has many

data points which are inherently local, and few features. Image clustering, filtering,

segmentation, tracking, and scale space estimation all provide areas where the partial

density might be useful. The key insight in many image processing applications is that

the RGB colors or color intensities can be used to cluster an image, and if combined

with the pixel coordinates, can be used to segment an image. Often the goal of which

is image detection of background and foreground images, represented by the modes

of some model of the distribution of pixels.

Prior to the mean shift, much of the work in image clustering involved threshold-

ing, or partitioning histograms (Haralick and Shapiro, 1985). Image clustering has

been applied additionally to color histograms, and some work has been applied to

hierarchical image clustering using histograms Arifin and Asano (2006). Other hier-

archical image analysis by contour detection was performed by Arbelaez et al. (2011).

It is beyond our scope to discuss all the prior literature regarding mode seeking ap-

plications in computer vision, but we provide a brief description of image clustering.

Given an image, we obtain a i⇥ j pixel dimensional representation of its perceptual

range. There are many color schemes designed to describe the color, hue, saturation,

and many other perceptual representations of images. We choose the RGB color scale

because it is has an easy interpretation and is well known. Many other color spaces

are well-suited for a number of di↵erent tasks ranging from compression, to edge de-

tection, to texture segmentation. We equalize the colors between the range of [0, 1]

so that di↵erent colors do not dominate.

In the case of a gray-level image, there is only one perceptual range, representing

the intensity. We employ the stochastic mode tree to hierarchically cluster images

by optimizing PDCs representing individual pixels. An example of foreground and



112

background clustering is by assigning pixels to either of two modes. The basin of

attraction of pixels to its mode is determined by a nearest neighbors of modes at

lower bandwidths. We perform cluster matching as we did in the previous section

to obtain Figure 4.19. It shows the fully clustered SMT of the camera man image

against the weight of each cluster.

Figure 4.19: We show the clustered SMT for the camera image at the left hand
frame of Figure 4.20. Each line in the clustered SMT represents the intensity modes
of a unique pixel measured by grayscale against varying h.

Here, if we cut the SMT to the level at which there are two modes, then we

will threshold the pixels which have intensities into the following two rough sets

{(0, .7), [.7, 1)}. We have the practical choice to make of where to cut each individual

mode trace. For example, for the right mode, any value of h between approximately

.04 and .12 retain this cluster hierarchy, even though the left mode splits at approx-

imately .08. We employ the same decision as earlier, which is to assign each cluster

to the lowest level which retains the desired number of modes, in this case, .08. In
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the case of two cluster image thresholding, we obtain Figure 4.20. In each image

clustering presented, we note additional major features. The top left is the original

image. In the top right pane, the man in the dark coat appears in the foreground,

and is the third mode selected, since this is the third mode to appear in the hierarchy

of bandwidths. In the lower left, at the level of four clusters, the grass and building

shadows appear. In the bottom right, texture on the camera man’s coat are visible.

Figure 4.20: Original 256⇥256 camera man image, and images representing the SMT
thresholding into two, four, and six clusters.

We can also optimize PDCs to perform image segmentation. Image segmentation

allows us to preserve boundaries and discontinuities in images, even in complicated

images. To do so, each PDC has a feature vector which combines the spatial domain

with the image intensities. In gray-level images this feature space is contained in R3,

while in color images, this feature space is contained in R5. This allows modes to be

formed locally using nearby pixels instead of against all the pixels in the image. It

is important that if the image intensities are equalized between (0, 1) then we must
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scale the intensities to match the spatial domain. This allows us to use a common

bandwidth. Previously, we had thresholded the SMT without the spatial range so as

to learn intensity modes across the entire data domain. If we perform segmentation on

the camera man image we will learn modes which are local to the joint spatial-intensity

range of the image. In Figure 4.21, we segment the reduced 64⇥64 cameraman image.

At h = 12 pixels we obtain three cluster regions. These regions represent the man, the

grass, and the sky, and the modes of each cluster are colored in the middle pane of that

figure. The left pane represents the original R3 feature space and the corresponding

clusters,, colored respectively, are shown as points on this figure. Here we rescaled the

gray level intensity by 100 to retain a percentage interpretability although a scale of

64 might make the relationship between spatial features and colorspace features most

coherent. In a more sophisticated image segmentation, a product kernel involving two

bandwidths, one for the scale space and one for the color space could be optimized.

An additional option which we omit is to merge segments which have lesser than a

predefined number of pixels to the modes which surround them in the spatial domain.

Figure 4.21: SMT clustering of the camera man image. (At left) The original 64⇥ 64
camera man image, with mode locations shown by colored points. (In middle) Clus-
tered pixel intensities in the full feature space. (At right) Clustered image representing
the three clusters

We can use PDC optimization to cluster color images contained in R5 feature
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space. Here, we applied the same scaling to each color band, although this is not

necessarily optimal for RGB images as human evolved a greater ability to perceive

and discern green colors. In the 128⇥ 128 colorful image of many peppers shown in

4.22, we show a more di�cult segmentation task. The obtained segmentation with

h = 8 is shown in the right pane of the figure, showing a great large number of modes

are found at this level, since we do not merge small segments in the spatial domain.

At right, we see the segmentation with h = 16, in which 14 modes are found.

Figure 4.22: SMT clustering of the peppers image. From left to right, we show the
original 128 ⇥ 128 pixel peppers image, and the image segmented with h = 8 and
h = 16.
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4.5 Conclusions and Future Work

The original mode tree was limited in that it was not implemented in a multivariate

version. Due to the spherical kernel, multivariate versions of the mode tree could be

performed using projections onto the individual µ dimensions. While this was useful

as a diagnostic tool, it remained as such. The stochastic mode tree, obviated the

need for this costly full kernel density calculation by focusing only on the multivariate

partial density component, yet did not su�ce as a clustering tool due as it lacked in

certain desired heuristics. Starting at the data and at a small bandwidth such that

each data point is in its mode, we showed that we can construct a mode tree over

fixed bandwidths by following each PDC to its mode.

By optimizing over a fixed logarithmic sequence of increasing bandwidths, we are

able to ascertain when a PDC no longer attains a mode at a given bandwidth level

by inspection of the Hessian in the area around the mode, and agglomerates to a

nearby mode. Using a Gaussian kernel we can assure that the mode numerosity is

monotonically non-decreasing for increasing bandwidth. This allows us to construct-

ing a nearest neigbor graph of the Euclidean distances between modes at lower levels

to those at higher levels. In practice, we form the SMT and form the nearest neigh-

bor directed graph in a divisive structure. Thus, we have seen that by determining

the connections between modes to lower lying modes or saddle points we achieve the

dual purpose of mode seeking and hierarchical clustering. We showed this clustering

capable of learning non-linear boundaries between groups.

We considered the use of cutting the SMT according to the bandwidth and ac-

cording to the weights of the individual PDC fits. Clustering according to the level

at which the weights are highest was seen to e↵ectively choose a cut level which is

not particularly sensitive to outliers. An area of future research could be related to

pruning or merging modes which have a high bandwidth but which have a low weight,
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as opposed to simply agglomerating them into several small clusters, as seen in the

exoplanets dataset.

Alternative schemes to select modes with which to cluster are related to two

inferential criteria based on the optimal weights of the PDC components in the lower

lying PDCs. We can use these optimization criteria to characterize noise in the

SMT which can be used in conjunction with our clustering algorithm to alleviate the

problem of selecting the proper levels with which to cut the SMT. We implemented

a dynamic, interactive tool which can be used by a data practitioner to aid in their

selection of a cluster hierarchy. There are many avenues of research with which the

SMT can be advanced. In particular, compared to other mode finding algorithms

which rely on a single bandwidth, it is computationally demanding. There are a

great many available options to explore to speed up this converge. One option to

consider is simply that for large n case, we do not need to use all possible PDCs to

obtain modes. We could bin the low lying modes into some number of initial groups

and optimize the partial density against this initial allocation. K-means or LVQ could

be used to apportion these initial low lying modes, which exist in the noise of the

weights obtained by our inferential criterion. The initial weights could be determined

by the proportion of data assigned to these initial clusters. Although in high p, there

are instances where the curse of dimensionality will necessitate starting at the data,

this is an area of interest.

Currently, we fit each PDC at each level of hierarchy starting with each original

data point. We do this because mode finding algorithms are not inherently nested by

nature. PDCs which are placed at the data may converge to a specific mode which may

be di↵erent from the mode that a PDC at a placed at the previous mode location in the

hierarchy may converge to. To address this issue, a significant computational burden

is placed on essentially repeating the mode traces of PDCs which do not exhibit this
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behavior. Another line of reasoning concerns the optimization parameters. If we

should start a PDC optimization at the previous mode level, we can avoid significant

computational cost if we use the gradient or Hessian (in the case of gradient ascent or

Newton’s method, respectively) to optimize the PDC by providing these values from

the previous mode. For essentially stationary modes, this would be a huge savings.

Another promising avenue of research could be to use stochastic gradient methods as

an alternative. Yet another alternative which seems promising is the use of stochastic

approximation (Robbins and Monro, 1951) which has been used by Hyrien and Baran

(2016) to greatly increase the convergence speed of mean shift algorithms with little

detriment to its performance.

Yet another computational e�ciency gain can be achieved by recognizing that

optimizing over PDCs is inherently local, and could consider only using local infor-

mation in the optimization. We recognize that by using the Gaussian kernel, we

consent to a trade-o↵ between modal monotonicity and infinite support. In many

mode finding algorithms, a kernel with finite support is significantly more e�cient,

and may have finite convergence bounds, which the Gaussian kernel does not. Image

segmentation often uses the Epanechnikov kernel for these very reasons.

Finally, another advancement to consider is our use of the Euclidean distance in

the nearest neighbor graph. This is only suitable for a SMT with a larger number of

levels. If we desire to cluster lower level modes and saddle points to nearby higher

level modes which are traversing in the direction of that mode, some measure of the

local Mahalanobis distance which utilizes information contained in the Hessian matrix

of the converged PDCs should be employed.
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