


ABSTRACT

Cracking the spectrins’ riddle

by

Fernando M. Yrazu

In 2010 Wensley et al.[1] published a Nature Communications article where the

contrasting folding characteristics of three protein segments, each belonging to the

same three-helix bundle family, was described. These proteins (named R15, R16

and R17) are segment repeats from chicken brain ↵-spectrin. The reason behind

the special interest in these three proteins is that, in spite of sharing a very similar

tertiary structure and stability characteristics, their kinetics of folding and unfolding

di↵er significantly. This is a feature which seems to challenge our understanding of

the folding process, and which has puzzled the researchers who have come in contact

with this problem.

In this thesis we describe the successive models and approaches taken to explore

the free energy landscape of these proteins, in a quest to explain their unusual be-

havior. Given the di�culties associated with experimental data acquisition at short

time scales (faster than ms), it would be useful to develop an accurate and reliable

computational model, so that the di↵erences in the overall free energy landscape can

be illustrated. For a protein system with so many exceptional characteristics, this

proved to be an excellent opportunity to test and understand the implications and

possibilities o↵ered by each type of coarse grained model.

This work is structured as follows: in the first chapter, a description of the spec-



trins’ system and the experimental literature findings is given, so as to situate the

reader into the problem. The second chapter describes the application of the pre-

viously existing structure-based models, which had been developed in our lab (Das-

Matysiak-Clementi and Matysiak-Clementi models). In the third chapter, the novel

modifications and extensions of the said models to accommodate the special char-

acteristics of the system in question are discussed. The role of electrostatics is in-

vestigated in the fourth chapter, with the incorporation of all-atom charges onto the

SMOG framework. Finally, the fifth chapter draws conclusions about the di↵erent

strategies applied to the spectrins’ problem and their implications for future studies

in similar types of proteins.
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Chapter 1

The 3-spectrin family folding problem

In 2010 Wensley et al.[1] published an article regarding the possible role of frustration

in the paradoxical folding behavior of a family of three ↵-helical protein domains.

The problem had been the subject of study of Dr. Jane Clarke’s lab for many years:

throughout the last decade di↵erent experiments have been performed in order to find

the genesis of this uncommon behavior[4, 5, 6, 7, 8, 9, 10, 11, 12, 13]. Indeed, proteins

R16 and R17 show a folding rate two to three orders of magnitude slower than R15;

nevertheless, their tertiary structure and stabilities are very similar. That is, the

usual predictors for the kinetics of protein folding and unfolding failed to explain the

stark divergence between these apparently similar systems. The problem would prove

to be a complex one, given the di�culty in finding the cause for the singular behavior

of this trio.

Figure 1.1 : Superimposed ribbon diagrams of spectrin domains R15 (black), R16

(red) and R17 (blue), with pairwise backbone RMSD < 1Å (from [1]).
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1.1 Overview of the problem

We can track the genesis of this problem back to 2004, when Scott et al.[4, 5] presented

the initial studies on the kinetic characterization of the 15th, 16th and 17th domains

of chicken brain ↵-spectrin. These domains are found in cytoskeletal proteins such as

spectrin and dystrophin, as multiple tandem repeats. The particularity of R15, R16

and R17 is that they are composed of three ↵-helices with 8-10 turns per helix, which

is quite long when compared to the 2-3 turn helices in homeodomains[13]. As a result,

these spectrin domains present an elongated instead of the more common globular

structure, which is consistent with their ensemble function as a fibrillar cytoskeletal

protein[14]. The fact that these domains are not globular sets them apart from most

other domains that have been studied; thus, this particular set of proteins represents

an interesting testing ground for folding simulations. In addition to this, the di�-

culties associated with the experimental study of these spectrin domains makes the

application of computational techniques all the more useful[6].

These three proteins have a very remarkable degree of pairwise structural identity

(RMSD < 1 Å) as well as a ⇠ 30% sequence identity. The latter number may not

seem very high for proteins in general, but it is notably higher than the average

16% in the spectrin family within the Pfam database in its 2004 version. Scott et

al.[4] performed equilibrium studies using fluorescence and far-UV circular dichroism

(CD), as well as kinetic determinations using both fluorescence and CD stopped-flow

measurements. Also, these three units share similar thermodynamic stability values.

Despite all these common characteristics, the kinetics of folding and unfolding

show a striking di↵erence (2-3 orders of magnitude) between R15 on one side and

R16 and R17 on the other. This is an uncommon occurrence (usually, thermodynamic

stability and folding kinetics are correlated).
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Figure 1.2 : Ribbon diagram of R16. The structure is colored from blue at the N

terminus to red at the C terminus. The side chains of the three residues that were

mutated in the original work by Scott et al. are displayed (from [4]).

The initial 2004 studies showed that the equilibrium properties are similar for the

three domains, unfolding in a seemingly two-state manner (coincidental far-UV and

CD denaturation curves[7]). Their similar m-values reflect their congruent structure

and thermodynamic stability, and the position of the transition state for folding

in water is also very alike in the three proteins (Tanford �-values ⇠ 0.6). In the

kinetic studies, R16 showed some degree of non-linearity in the relation between the

natural logarithm of the rate constant and the concentration of denaturant[4, 7].

In the case of R15, there was no sign of curvature in the chevron plot; however,

the much faster folding and unfolding rates exceeded the instruments’ measuring

capability for relatively low or high concentrations of denaturant, even if additional

measurements were performed at 10�C (all other experiments were carried out at

25�C ). Therefore, there was a narrower range of data for R15, and although there

was no sign of curvature in the graph, the existence of non-linearity could not be

ruled out. As for R17, it was initially thought to have a simple kinetic behavior just

like R15; however later studies showed that R17 does indeed show some complexity

as well[11].
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Both for R16 and R17, the kinetic and equilibrium values for the change in free

energy between the native and denatured states (�GD�N) di↵er. Additionally, R16

exhibits more than one refolding phase, which Scott et al. ascribe partially to the cis�

trans isomerization of a proline residue at position 60, present only in this domain.

The complex behavior of R16 prompted further studies by Scott and Clarke[7], in

order to probe possible causes for the curvature of the logarithm of the unfolding

kinetic constant plot. According to the literature, three possible explanations were

put forward: a change in the unfolding ground state, a broad transition state or a

sequential transition state model.

The first hypothesis can be seen as either a continuum of native-like species, or a

single native state which transforms into a less structured alternative form (or, from

a kinetic standpoint, coexists in equilibrium with a highly compact intermediate).

There are examples in the literature of such “plasticity” in the native state[15]: basi-

cally, we could summarize this hypothesis by saying that the addition of denaturant

causes the native state to slightly change and become progressively more energetic,

thus making other highly compact but less structured alternative structures more

likely.

The second hypothesis, that of a broad transition state, implies that the folding

process takes place at a relatively constant energy level. This is the protein equivalent

of the Hammond principle for small molecules. Thus, as the level of denaturant

increases, the native and transition states become increasingly isoenergetic, causing

the transition state to move towards the native state in structure. In other words, the

highest point in the transition state ensemble will shift towards the native state, thus

resulting in the downward curvature of the chevron unfolding arm. When as a result

of mutation the curvature changes, this can be attributed to the varying e↵ects of
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Figure 1.3 : Chevron plots for the three wild-type spectrins in 0 M glucose. The

faster kinetics of R15 when compared to R16 and R17 become apparent. The y-axis

is the logarithm of the observed rate constant kobs, while the x-axis represents the

concentration of the denaturant (in this case, guanidinium chloride). (Reproduced

from [1]).

the mutations on di↵erent regions of the transition state ensemble. Scott and Clarke

point out that Hammond e↵ects will occur in all protein reactions, but may pass

unnoticed from the experimental point of view if the transition state is narrow.

The third possible explanation for the curvature in the unfolding arm of the

chevron is the presence of at least two sequential transition states, separated by a

high-energy intermediate. In this case, curvature arises due to the switch between
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transition states, separated by a high-energy intermediate which is situated on an ob-

ligate pathway. The curvature becomes apparent in the region where the transition

states have a similar energy level.

Figure 1.4 : Free energy profile for the three models used to explain the curvature

in the unfolding arm of R16. In all three graphics, the solid line represents fold-

ing conditions, the long-dashed line stands for mild denaturing conditions, and the

short-dashed line represents strong denaturing conditions. (A) Change in the ground

state/population of an unfolding intermediate: N⇤ becomes increasingly stable rel-

ative to N as the concentration of denaturant is increased, thus becoming the new

ground state for folding. (B) In the broad transition model, there is a broad energy

barrier across which the folding process takes place in an approximately isoenergetic

fashion. (C) Narrow transition states are present in the sequential transition states

model. (Reproduced from [7]).



7

1.2 Analysis of R16

Given the clearly defined particularities associated with protein R16, Scott and Clarke[7]

studied both the wild type and several dozen mutated versions. They performed am-

plitude measurements to probe the possible population of a burst phase unfolding

intermediate: given that R16 is an all ↵-helical protein, the deterioration (“fraying”)

of the ends of helices due to denaturation or mutation was plausible. However, anal-

yses using both fluorescence and far-UV circular dichroism measurements did not

yield any evidence for such an occurrence; even if fraying in some mutants cannot be

ruled out, this does not constitute the principal reason behind the observed curvature.

Consequently, the first hypothesis (that of a changing ground state) is not supported

by their data.

The second hypothesis would in principle require fitting the data to a symmetric,

second degree function of the denaturant concentration (urea in their experiments).

Given the small concentrations of denaturant and the small curvature of the refolding

arm of the chevron, Scott and Clarke resorted to mirroring the unfolding curve to

find the value of kf (the folding rate constant). Also, they found the value of ku

(the unfolding rate constant) by extrapolating the quadratic equation used to fit the

chevron. Taking into account these approximations and comparing the equilibrium

and kinetic values for the free energy and m-values, they found a good agreement

for the �GD�N and for the average m-value hmD�Ni across mutations (although

individual m-values do not match that well). It is worth mentioning that each plot

was fitted individually, since global parameters did not provide a good fit.

The third hypothesis (sequential transition states) required fitting the values in

the chevron plot with a single high-energy intermediate, given that there is curvature

in only one arm of the chevron plot. Despite some di�culty given the fact that
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some mutants did not define well the second slope (corresponding to the second

hypothetical transition state), a couple of globally defined m-values were su�cient to

describe all the mutants in the experiment. A reasonably good agreement between

the equilibrium and kinetic values of �GD�N was found.

The conclusion reached by Scott and Clarke was that they were able to find a

better fit for the data using the sequential transition states hypothesis; however,

given all the assumptions and approximations, the validity of the broad transition

state model remained in place.

1.3 Analysis of R17

In 2006 Scott et al.[11] published a study of the folding pathway of R17, with the nov-

elty that this time they used a combination of experiments and MD simulations. The

latter were performed due to the di�culty of characterizing this protein experimen-

tally: although mutational analysis hinted at the presence of more than one transition

state on the folding pathway, they had not been able to determine the characteristics

of the more native-like transition state.

For the wild-type domain, kinetic and equilibrium data coincide for m-values,

while there is some minor disagreement for the free energy change. The authors as-

cribe this di↵erence to the error in extrapolating the unfolding arm of the chevron

plot. The wild-type protein seems to fold following a two-state process; however, some

mutant chevrons show curvature in the unfolding arm just like R16 did, suggesting

a three-state system. In any case, for R17 the curvature appears at much higher

denaturant concentrations, rendering experimenters unable to determine the param-

eters for the putative second transition state. The alternative solution of changing

the temperature and the type of denaturant made the unfolding rates too fast to be
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measured. Therefore, the parameters for only one transition state were determined

from experiments. In water (i.e. no denaturing conditions) a �-value analysis led to

the conclusion that of the three helices A, B and C that compose the domain, both

A and C are well formed and loosely docked together in the transition state, while B

remains poorly structured.

By means of MD simulations, Scott et al. were able to pinpoint an intermedi-

ate state using clustering analysis. In order to find the denatured state, they had

to perform simulations at a much higher temperature (573 K) than usual (498 K

maximum). Initially they probed the use of C↵ RMSD as a reaction coordinate, but

it proved not to be a good choice given that important structural changes -such as

the unwinding of helices- occur without a substantial variation in RMSD. It is also

worth noting that for the representative simulation at a constant temperature of 298

K shown in their paper, which they identified as the native state cluster, RMSD re-

mained in the ballpark of 0.2 nm, without ever returning to a value lower than 0.1

nm throughout the 20 ps trajectory. Scott et al. also mention that they ruled out the

use of the radius of gyration as a reaction coordinate, given the overlap between the

distribution of values of the native and unfolding trajectories. Therefore, they used

a set of ten properties for the clustering analysis, among them the total number of

contacts, the number of native contacts, the percentage of helical structure and the

main-chain solvent accessible surface area.

From the MD simulations, it is clear that for R17 there is a high tendency to form

helices A and C, with even the denatured states retaining an average of 18% helicity in

total. The folding process mainly involves the correct docking of the rapidly forming

core of helices A and C, with helix B more gradually adopting its native structure

through the process.
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Despite some local structural di↵erences between R16 and R17, the preliminary

conclusion is that both share a similar folding mechanism, with the rapidly forming

helical structures A and C searching for a correct interface. Once these two primordial

helices correctly dock, the basic topology of the protein is achieved, with helix B

gradually forming to complete the correct folding of the domain. However, in R17

the formation of helix A is more expedite than in R16, which is probably the reason

why the second transition state of the former had to be resolved via MD simulations

while the latter could be figured out from experiments.

1.4 Analysis of R15

Due to its much faster folding rates, the most di�cult domain to study proved to be

R15. Despite this fact, in their work Wensley et al.[12] point out that it is rather R16

and R17 that comprise the exception, folding exceedingly slowly for a protein of such

a topological complexity.

Given all the similarities among the three domains, it would be sensible to think

on a first approach that R15 has a folding intermediate just as R16 and R17 do.

However, Wensley et al. present the precedent of the homeodomain-like superfamily:

within this group, domain hTRF1 folds through a nucleation-condensation mechanism

with two-state kinetics; while at the other end of the spectrum homeodomain En-

HD displays multistate kinetics, folding via a fast framework mechanism. These

two examples represent boundaries of a continuum, with cases such as the c-Myb-

transforming protein sharing common characteristics with the previous two examples.

The fast-folding En-HD has a high helical propensity[16], which -is believed- leads

to a di↵usion-collision framework mechanism that speeds up folding, while hTRF1

has a low helical propensity, leading to a slower nucleation-condensation mechanism.
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As Nickson and Clarke[17] point out, the lack of a folding intermediate does not

necessarily mean a di↵erent folding pathway, but rather the existence of di↵erent

stabilities of species on the folding pathway.

Therefore, an analog situation could be expected for R15, although in this case

we are presented with the paradoxical result that the domains with the strongest

helical tendency are the slowest folders. This apparent paradox could be due to the

fact that the spectrins have rod-shaped helical segments that are twice as long as

the homeodomains’; thus, there could be a higher amount of entropy associated with

the correct docking of the helices in the former family. Another di↵erence in this

case is that the spectrins exhibit similar free energies of folding �GD�N , therefore

the di↵erent kinetics among them could stem from varying folding mechanisms or the

particular characteristics of the transition states for folding -or both.

The analysis performed by Wensley et al. was carried out using fluorescence meth-

ods at 10�C (due to the fast kinetics of R15); even so, a narrower range of denaturant

concentrations was probed for kinetic stopped-flow determinations (compared to R16

and R17) due to the very fast folding rates which exceeded the system’s measuring

capacity. Consequently, the amount of error due to extrapolation of both the refolding

and unfolding arms was deemed significant.

The results for R15 show that it is two-state at equilibrium, and the wild-type

and many of its mutants exhibit chevron plots with linear arms. However, given that

at 10�C the probed range of denaturant concentration was quite narrow, the presence

of an intermediate could not be ruled out. Indeed, Wensley et al. report what they

perceived as indications of an incipient curvature in the unfolding arm of some of

the mutants, suggesting that a broader denaturant concentration range could yield

the type of behavior already seen in the other two spectrins. In addition to this, the
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m-values for unfolding, although linear, vary substantially between mutants, resulting

in a discrepancy between the equilibrium and kinetic free energy determinations for

those mutations with lower m-values. Yet another indication of a complex folding

landscape is the fact that �-values for folding and unfolding did not match in a large

number of mutants.

In the view of this evidence, the authors conclude that there are grounds to a�rm

that, like R16 and R17, the folding mechanism of R15 can be characterized by either

a broad transition state, or two sequential transition states.

Another important conclusion of the study is that, as opposed to what happens

with the homeodomain family, a higher helical propensity does not correlate with

the speed of folding: in fact, the slower folding R16 and R17 domains have a higher

helical propensity than R15.

Finally, Wensley et al. make two important observations regarding the struc-

ture of the transition state. In the first place, they mention that if the di↵erence

in the (folding and unfolding) rate constants between R15 and R16 were entirely

due to the stability and structure of the transition state, then the one correspond-

ing to R15 should have been significantly more structured than that of R16- which

appeared not be the case. Secondly, the �-value analysis suggests that R15 folds

following a nucleation-condensation mechanism, which allows for a faster alignment

of the long-range contacts between helices A and C. Therefore, the tertiary and sec-

ondary structure forms concomitantly, as opposed to the other two spectrins where

the secondary structure forms faster than the tertiary one. Nevertheless, despite pro-

viding useful information, the �-value analysis does not yield a definitive answer as

to why one protein folds so much faster than the other two.
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1.5 Exploring the role of frustration in the energy landscape

Taking into account the research done up to 2009, researchers realized that they were

facing a particularly complex problem. Indeed, the simple factors which ordinarily

predict the folding behavior were no longer useful to explain the dynamics of the

present system. The first of these predictors is the easiness with which the proteins

form local contacts: usually, this factor produces a reduction in the configurational

entropy and thus accelerates folding. The second predictor is protein stability, which

dictates that a more stable native state will make a faster folder. As we have seen

before in this chapter, both dicta are contradicted in this case; therefore, a more

detailed analysis is warranted given the unusual features of the energy landscape of

this system.

Consequently, Wensley et al.[1] went on to look for possible landscape roughness

or internal friction in the three spectrins. They begin by mentioning that under the

energy landscape theory, the folding process can be described as Kramers-like di↵usion

across the energy landscape. Over smooth landscapes such di↵usion is relatively fast,

and can be generally considered to depend on solvent viscosity and the size of the

free energy barrier. However, in rough landscapes the additional time needed for the

protein to escape the local minima (frustration) will slow down the folding process.

The authors mention that if proven to be the case for the spectrins, this would

constitute the first observed case of roughness in a slow-folding two-state protein.

In order to quantify the relative influence of solvent viscosity and internal friction

in the protein, the empirical definition by Ansari et al.[18] for a 1-dimensional free

energy surface was employed:



14

k =
C

⌘ + �
exp

✓
��G‡

RT

◆
(1.1)

where k is the rate constant for either unfolding (ku) or folding (kf ), ⌘ is the

solvent viscosity, � is a measure of the internal friction of the protein, and C is a

constant. As a result, for a smooth energy landscape the value of � will be very

small, and thus at a given temperature the kinetics of folding and unfolding will

be an inverse function of the viscosity of the solvent. Conversely, if a substantial

amount of friction is present, the e↵ect of changing solvent viscosity will be much

less pronounced. In order to perform the experiments the authors added glucose (a

small-molecule viscogen); however, this solute also tends to increase the stability of

proteins, which is why a chemical denaturant was added concomitantly (isostability

approach).

The data obtained by Wensley et al. show that for R15 there is a strong depen-

dence of the kinetic rate constants on solvent viscosity, while for R16 and R17 such

dependence is feeble (a slope of ⇠ 0.2). In order to correlate the internal friction

with the roughness of the landscape, and assuming a Gaussian roughness distribu-

tion, the correlation given by Zwanzig[19] for the e↵ective di↵usion coe�cient in a

one-dimensional landscape D⇤ was used:

D⇤ = D exp
h
�
⇣ "

RT

⌘i
(1.2)

In this equationD is the di↵usion coe�cient corresponding to a smooth landscape,

and " is the characteristic value of the roughness (measured in terms of energy). The

di↵erence in this magnitude between R15 and each of the two other domains gave
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values of �" ⇡ 1.7RT and �" ⇡ 2.0RT for R16 and R17 respectively. This relatively

small increase in landscape roughness causes a remarkable change in solvent viscosity

dependence. To put these values into perspective, kinetic traps larger than 3-4 RT

would result in the accumulation of intermediates, which has not been observed for

this system.

More than 200 mutants were created, but the individual mutations that they tried

for this work did not significantly a↵ect the folding speed of any of the spectrins.

The next step, therefore, was to tentatively replace entire parts of each spectrin

with a sequence from any of the others. They did so by replacing the so-called

“core” of R16 and R17 with the core of R15, keeping the “outside” of R16 and R17

untouched. Wensley et al. denominated them R16oR15c (for “outside” and “core”)

and R17oR15c. Both core-swapped proteins proved to be faster folders than R16

and R17, and the dependence of the rate constants on solvent viscosity increased.

Therefore, a decrease in internal friction is associated with faster folding. In addition

to this, the core-swapped proteins modified their folding mechanism from framework-

like toward nucleation-like (thus making it more like spectrin R15).

This finding led to further investigation regarding the specific residues in the core

of R16 and R17 which motivate their slower kinetics of folding and unfolding[20],

the results of which were published in 2012. Basically, they found out that five key

residues in the core of R15, when inserted into the core of R16 and R17, produced

three simultaneous e↵ects: reduction of landscape roughness, morphing of the folding

mechanism to resemble that of R15, and an increase in the folding rate. The five

residues act in a synergistic fashion (no single amino acid could achieve the speed

increment of the five combined), but two particular ones yielded the highest improve-

ment in folding speed when combined.
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According to Wensley et al., the two residues in the core of R16 whose replacement

speeds up folding share a particular characteristic: at least part of their charged

portion is buried (i.e. not in contact with the solvent) in the transition state. This

frustration destabilizes the transition state, and it is only when the protein collapses

to its native structure that a denouement is achieved. However, when these two

residues are replaced by their R15 counterparts, the level of landscape roughness does

not reduce significantly as the more extensively core-swapped R16oR15c did. This

would be evidence of the independent e↵ect of internal friction, on the one hand, and

the destabilization of the transition state (change in �G‡) on the other hand. The

former causes only a 5-fold variation in the kinetic constants[20], while the latter is

responsible for a ⇠ 40-fold variation in the folding and unfolding rate constants of

R16.

Borgia el al.[9] conducted experiments to further understand the role and location

across the free energy landscape of internal friction. In order to achieve this they

used a combination of single-molecule Förster resonance energy transfer (FRET), flu-

orescence correlation microscopy, microfluidic mixing and denaturant- and viscosity-

dependent folding kinetics. Their results are quite surprising, in the sense the vast

majority of internal friction is situated in a very narrow vicinity of the first transi-

tion state, whereas the landscape corresponding to the second transition state is very

smooth. In agreement with [20], they find that internal friction is responsible for

approximately a 5-fold and a 7-fold variation in the rate constants of R16 and R17

respectively.
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1.6 Summary

A clear distinction can be made between R15 on the one hand, and R16 and R17

on the other hand. The former is a fast folder, in line with the expectations for a

protein of its characteristics, while the latter pair show unusually slow folding and

unfolding kinetics. Equilibrium and kinetic free energy and m-value determinations

for the wild-type proteins, as well as for a large number of mutants were investigated.

From experimental studies it became apparent that R16 had some complexity to

its folding landscape, suggesting the existence of sequential transition states; although

the existence of a single broad transition state could not be ruled out. In the case

of R17, a similarly complex folding landscape surfaced from experiments, and an all-

atom molecular dynamics simulation suggested the presence of two transition states.

For R15, experiments were performed in a narrower range that for the other two

spectrins due to the limitations of the experimental technique; thus, in the wild-

type and many of the mutants no curvature could be detected in the chevron plots.

However, in some of the mutants the results hinted at a more complex landscape. The

�-value analyses performed on the three spectrins suggests that R15 folds through a

nucleation-condensation mechanism, while the other two do so through a framework

process.

The next step was to probe the possibility of a frustrated energy landscape. It

was found that internal friction accounts for approximately a 5-fold decrease in the

kinetic constants of the slower spectrins. Comparison between core-swapped proteins

showed that inserting the core of R15 in any of the slow folders causes the proteins

to fold significantly faster. On a finer scale, five residues seem to collectively bear the

brunt of the responsibility; although none of these residues on their own can cause

a remarkable slowing e↵ect. In particular, two of them seem to be responsible for a
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concomitant 40-fold variation in the folding rate in R16, causing the destabilization

of the first transition state. In addition to this, changing the core of the slow folders

modified the folding mechanism, from a framework-like to a nucleation-condensation

one, just like R15.

The picture that emerges for the slow folders is that of a very rough landscape

for the first transition state, and a smoother one for the second transition state.

A plausible hypothesis[6] is that in the first transition state frustration is due to

helix misdocking. While it is quite clear that helix A is key to understanding the

origin of this roughness, the mechanism through which this nucleus forms is not yet

understood.
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Chapter 2

Applying the existing toolbox

2.1 Can a coarse grained model explain the kinetic behavior

of the spectrins?

Biological phenomena occur in a wide range of time scales, spanning more than 15 or-

ders of magnitude[21]. While all-atom molecular dynamics simulations have reached a

high degree of development, and in spite of the growing computational power available

nowadays, representing the time scales needed for folding and unfolding of proteins

is still beyond reach except for the smaller systems[22, 23]. The cyclopean amount of

entropy associated with protein folding problems has warranted the projection of the

configurational space onto lower-dimensional subspaces, so as to turn the riddle into

a computationally manageable one. Thus the idea of coarse grained (CG) models

was developed, under the premise that not every degree of freedom is essential to

satisfactorily characterize the evolution of a protein in phase space.

Probably the main assumption behind these models is the existence of a free energy

hierarchy within these degrees of freedom, whereby the energy associated with certain

smaller motions such as side chain rotation are expected to be of order KbT , whereas

more important backbone accommodations can easily surpass many times KbT [24].

Therefore, di↵erent models choose to obviate certain aspects of the motion of the

protein, while retaining those deemed to carry the key characteristics of its trajectory

in phase space. Another way to view this is to consider the separation of time scales
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between the slower dynamics of certain variables, which condition the motion of the

biomolecule over longer time scales, and the faster dynamics of other variables, which

tend to equilibrate around the position determined by the slow variables. Under this

assumption, for example, groups of atoms can be represented by a single bead, and the

combined e↵ect of the omitted elements be accounted for through parametrization

of the model. This way, the faster motions of the system can be glossed over or

averaged out using a statistical mechanical approach (a sort of analog to the Born-

Oppenheimer approximation), in order to concentrate on the slower motions which

are considered more relevant to the evolution of the system[25].

To this date many successful examples show that coarse grained representations

can be considered an exceedingly useful tool for studying the folding behavior of

proteins[26, 27, 28]. The key to building an appropriate model is to properly se-

lect which variables or degrees of freedom to keep, and which ones to overlook and

treat tacitly. Even if some degree of error is added, this type of description has the

advantage of aiming the limelight at the most relevant degrees of freedom, thus sup-

pressing the noise from the less important motions in the system (the so-called energy

landscape view[29]). Therefore, the relevance of coarse-grained models goes beyond

the mere need for a compromise between accuracy and computational cost[30], but

it rather provides yet another tool for a more cogent understanding of the physical

system itself. The challenge thus becomes how to simplify the model without gravely

compromising its predicting power; there is currently no conclusive answer to this

question[25]. It is only very recently that a rigorous mathematical procedure has

been developed in order to understand the most appropriate scaling method[31, 32];

although its application to the protein folding problem has not been successfully

implemented yet.
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In the field of protein folding, the most basic model represents the entire amino

acid as a bead, centered on the position of the C↵. One of the earliest and simplest of

these is the well-known Gō model, named after its developer Nobuhiro Gō[33, 34]. Its

original version was an on-lattice representation, whose non-bonded interactions were

entirely determined by the native structure: beads forming contacts in the native

structure were considered to have an attractive interaction, and repulsive otherwise.

The advantage of confining the chain to a lattice was that all possible configurations

could be computed if a short enough sequence was considered. Also, this proved to

be an excellent test model for the hypotheses drawn from the statistical mechanical

treatment of the problem. However, the structures obtained with these confined

simulations bore little resemblance to the experimentally obtained ones.

Gō models were later redefined as “structure-based” models[35], and this allowed

for their renewed popularity. Indeed, these new models in many instances are able

to correctly reproduce real protein structures, despite the fact that the influence of

non-native contacts is disregarded. This assumption practically eliminates energetic

frustration, and thus results in a very smooth folding funnel, which could strike us as

somewhat artificial at first sight. However, under the tenets of the energy landscape

theory, if non-native contacts are weak enough, their collective influence can be con-

sidered “friction” and disregarded on a first approximation[36]. This hypothesis is in

accordance with the principle of minimal frustration, under which natural proteins

seem to operate (a very insightful analogy[25] states that Gō models are the equiv-

alent of the ideal gas treatment). Proteins that are accurately described by these

models in general belong to the “type zero” category under the classification coined

by Bryngelson et al.[24].

As a side note, there is another important type of coarse graining used for limited
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motions around an equilibrium structure, called Elastic Network Models (ENMs).

Very simply put, these models replace non-bonded interactions with elastic springs.

The interesting feature of ENMs is that they are able to capture the principal modes

(the ones with the largest amplitude), which in turn are the most relevant to the

functionality of the protein[30]. However, we will not further delve into ENMs because

they cannot compute comparatively large configurational changes, and thus are not

useful for modelling folding processes.

One of the simplest types of o↵-lattice CG representation is the homogeneous C↵

structure-based model (SBM) in vacuo. In this type of scheme, every residue is repre-

sented by a single bead centered on the C↵, and all native contacts between residues

(that is, those pairs of residues that have one or more interatomic contacts in the

crystal structure) are considered attractive. Native contacts interact via a Lennard-

Jones-like type potential (although other options such as a Gaussian potential can be

used[37]) with constant strength at the equilibrium distance for every pair. Nonnative

contacts are always repulsive, so that the energy landscape is very smooth and thus

folding is strongly facilitated.

The possible di↵erences arising from this model, if present, would be due to ei-

ther a di↵erent stability (that is, total number of native contacts) and/or a di↵erent

placement or density of contacts along the topology of the protein. In his 2013 work,

Best[38] uses this type of simulation to characterize the spectrins system, but the

model did not show a good correlation between the experimental and simulated free

energy barrier heights of the trio (using the fraction of native contacts Q, as the re-

action coordinate). This is in a certain way expected from topological homologues:

indeed, in proteins the folding barrier arises from the dissimilar variation in entropy

vs. enthalpy along the reaction coordinate[39].
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In a homogeneous SBM, it would be unexpected to find large entropic or enthalphic

di↵erences among homologues along the reaction pathway, because it would require

that minor topological variations give rise to relatively large free energy di↵erences

in the corresponding transition states. Considering a similar number of homogeneous

native contacts, this purported free energy di↵erence then needs to originate from

entropic considerations, which would be di�cult to generate with almost coincidental

topologies as in the case of the spectrins[40]. Given that the homogeneous structure-

based representation does not fully answer the kinetic problem regarding the spectrins,

a more detailed depiction is required. Several di↵erent avenues to enrich the model

can be explored; always having in mind that the addition of complexity translates

into an extra computational overhead.

We could roughly group the ramifications of the basic SBM into increased spa-

tial resolution (i.e. more beads per residue)[41], non-bonded (enthalpic) potential

heterogeneity[42], nonnative frustration[43], inclusion of additional potentials (e.g.

electrostatic[44, 45], many-body[46]) and di↵erent combinations thereof. Despite the

advantages of a higher resolution, each novel inclusion in the model implies tuning

both the new degrees of freedom and their relative contribution vis-à-vis the pre-

viously existing ones. Therefore, the sensible path to take is usually that of least

resistance, which in this case implies starting by the simplest options in terms of

computational demand. At the same time, we need to take into account the picture

yielded by the extensive experimental findings made by the Clarke lab regarding this

system[4, 5, 6, 7, 8, 9, 10, 11, 12].

As mentioned in chapter 1, there are three salient aspects that emerge from the

experiments: firstly, that there is a relatively large amount of mutational data avail-

able. Secondly, as was mentioned in the introduction the mutation of five select amino
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acids in the slow folders, and in particular two charged residues among them, radi-

cally change their folding kinetics. Finally, the apparent role that frustration plays

in the system[9].

2.2 Initial attempts

As mentioned in the thesis proposal, the initial intention was to apply the Das-

Matysiak-Clementi (DMC) model[43] to evaluate the e↵ect of frustration, given that

its role was highlighted as one of the possible sources of the di↵erence between the

three spectrins[1, 9], although probably not the only one[6]. A good way to assess

the impact of the DMC model is to compare it with the homogeneous, unfrustrated

SBM. This simpler representation serves to evaluate the e↵ect of the di↵erent contact

densities along the topology of the three proteins.

In the homogeneous (“vanilla”) structure-based model, the bonded potential is

structure-based; the only external input are the bonds, angles and dihedrals constants

(Kb, K✓ and K�, respectively). In general, SBMs do not stipulate an optimization of

these constants: this is a point to which we will return in the next chapter.

Vlocal =
NX

i=1

Kd (di � d0)
2 +

NX

angles

K✓ (✓i � ✓0)
2 +

X

dihedrals

K� [1 + cos (n (�i � �0))]

(2.1)

The non-bonded component for native pairs is a Lennard-Jones-type potential be-

tween the intervening residues, where the value of the interaction strength parameter

" is constant. In this equation, rij represents the distance between the C↵ residues i

and j, and the equilibrium distances �ij contain the information about the shape of
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the interacting residues.
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For all nonnative contacts between residues, the non-bonded potential is always

repulsive:

Vnon�bonded =
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(2.3)

The LSDMap (locally-scaled di↵usion map) methodology was used to extract

the most relevant reaction coordinates[47]. Briefly, this dimensionality reduction

method relies on two mathematical techniques: the determination of local intrinsic

dimensionality in large sets of coordinates on the one hand, and the map determined

by the di↵usion distance measure (called “di↵usion map”) on the other hand. We

used the first and second di↵usion coordinates to plot the free energy of the three

proteins at the simulated folding temperature. For the homogenous SBM, as can

be seen in figures 2.1a, 2.1b and 2.1c, the free energy plots were very similar, and

no substantial di↵erence could be extracted from the comparison of the free energy

barrier heights along the Q coordinate either (figure 2.2). This is in agreement with

the simultaneously published findings by Best[38].

Once having determined that the original homogeneous (“vanilla”) structure-

based model does not exhibit notable di↵erences that justify the experimental results,

the DMC model was applied. The details of the model were described in the thesis

proposal and can be found in the appendix for a more extensive explanation. Ba-
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(a) R15-SBM (b) R16-SBM

(c) R17-SBM

Figure 2.1 : Free energy plots using LSDMap

sically, the DMC model simulates frustration by grouping non-bonded interactions

according to “flavors” or intervening residue types. Thus, for a protein of i.e. 110

residues, instead of ⇠ 104 possible interaction pair types, we will only have (202)

interaction flavors to be determined. The bonded part of the force field is analog to

that of the homogeneous SBM (that is, fixed bonds, angles and dihedrals constants).

The non-bonded component for native pairs is a Lennard-Jones-type potential be-

tween the intervening residues, defined in the following form for a protein containing
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Figure 2.2 : Comparison of free energy barriers for the Hom-SBM

N residues:

Vnon�local =
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In this equation, rij represents the distance between the C↵ residues i and j. For

each residue i, 8i 2 {i, ..., N}, the “flavor” or specific type of amino acid is indicated

by the parameter ai. The equilibrium distances �ij contain the information about the

“shape” of the interacting residues[43]. The parameter " (ai, aj) is positively defined

and constrained not to exceed a cuto↵ value (which determines the energy scale),

while the parameter � (ai, aj) can only have two values: if it is equal to 1, then then

interaction between residues of types (ai, aj) will be attractive. The other possible

value of � (ai, aj) is 0 and it corresponds to a repulsive interaction between both

residue types. Both " and � are functions of the residue types (ai, aj).
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The DMC model involves an iterative search for the optimal parameters " (ai, aj)

and � (ai, aj). The first step of this iteration consists of the generation (for the initial

iteration) or increment (for subsequent ones) of a set of decoy structures �i, i =

1, ..., Ndecoys. An optimal set of parameters ({"opt}, {�opt}) is then defined, using the

maximum energy gap criterion between the set of decoys �i (with energy E�i
) and

the native structure �nat (with energy E�nat):

�E({"opt}, {�opt}) = max{"},{�}
⇥�
mini2(1,...,Ndecoys)E�i

�
� E�nat

⇤
(2.5)

The next step is to run multiple “heat and quench” unfolding/refolding molecular

dynamics (MD) simulations using the optimized parameter set. The parameter set

is considered e↵ective if the native state of the protein is consistently recovered dur-

ing the unfolding/refolding process, and then the dynamics of the system is further

investigated. Alternatively, the decoy set is augmented with the compact misfolded

structures obtained during the MD simulation, and another iteration is implemented.

The decoys are defined in the DMC model as any protein configuration with rmsd

(root mean square deviation) larger than 0.3 nm from the native structure, and the

simulation is considered successful if the lowest energy configurations in the folded

state have an rmsd smaller than 0.1 nm. In this work, however, those limits were

considered flexible given that a single set of parameters was initially used for three

di↵erent protein segments (see below). The energy landscape thus obtained for each

protein was considered a zeroth-order approximation; additional precision needed to

be achieved through the incorporation of experimental data to refine the model, as

described in the appendix.

In our implementation of the DMC model to characterize the spectrins, in prin-
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ciple, a common parameter set was tried, in order to establish a unified ground onto

which to compare the three spectrins. Using a unique parameter set has the benefit of

maximizing the number of mutational data points available (since the mutations for

the three proteins are considered together) and thus reduce the level of indetermina-

tion in the optimization algorithm. A common set of decoy distances was thus used

for the three proteins, searching to minimize the overall frustration present in them.

The results did not show a substantial di↵erence in the folding barriers of the three

proteins. In view of these results, the next step was to redo the iterative process, this

time with separate parameter sets for each of the proteins. Once again, there was

very little di↵erence between the three of them.

Using the DMC model we can also generate a set of simulated ��G values and

compare them to the experimental mutational data. What we found is that successive

iterations did not yield a good correlation between the simulated and experimental

values. It became apparent that this model was not su�cient to characterize the

di↵erences between the spectrins, nor to reproduce the experimentally obtained �-

values.

One of the possible reasons for the fact that the DMC model was not able to ex-

plain the di↵erences between the free energy barriers of the proteins is that frustration

may not be the principal factor behind these di↵erences. Although at least a factor of

5 (half an order of magnitude) should be appreciated according to Wensley et al.[6],

the projection of this minor barrier di↵erence onto a coarse grained model may be

reduced due to averaging of atomic detail[28]. Another possible explanation is that,

in the light of the substantial influence of the five mutated residues singled out in the

mentioned paper, there could be certain crucial interactions involving those residues

whose strength is masked by lumping with other interactions of the same flavor.
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Therefore, it was decided that the problem would be tackled by starting from

the simplest, homogeneous structure based-model (SBM) approach, and onto this

platform subsequently di↵erent levers of complexity would be added, in order to pin-

point which handles or combination thereof may be able to replicate the experimental

results.

2.3 An incremental approach

As mentioned in the previous section, the primary concern that arose when using

the DMC model was that the influence of particular interactions (specifically, those

involving the five mutations mentioned above) could be masked by grouping the

non-bonded parameters according to interaction type. By averaging out over similar

interactions located in other parts of the protein, there is a chance that specific con-

tacts may have stark departures from the average behavior for a particular “flavor”,

but the model will be unable to single them out.

In order to test this hypothesis, the next step is to add independent heterogene-

ity to the native contacts, given that the spectrins have only around 30% sequence

identity (which, despite being relative high for the spectrins family, it means that

there could be substantial diversity in native contact strengths). The model will

thence need to incorporate a substantial amount of new information (given that each

contact is now independent of the rest), so the question then arises: how to assign

the di↵erent contact strengths? One possible way to do this is to use a statistical

potential (for example, Miyazawa-Jernigan[48] or Kim-Hummer[49]), which has the

advantage of providing complete information for every single contact. The drawback

is that by using average contact strengths, we lose the particularity derived from the

influence of topological surroundings on a given contact.
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Another possible way is to do an iterative optimization of the native contact

strength values, using experimental mutational data as an input to the model. The

advantage in the spectrins’ case is that there is an appreciable amount of experimental

data from the �-value analyses conducted by the Jane Clarke group[4, 5, 11, 7, 14].

This type of approach has the benefit of providing more detailed and exact infor-

mation about the particularities of each protein; the disadvantage is that there is in

principle a large degree of indetermination because the number of available exper-

imental data points is much smaller than the number of individual contacts. This

lack of information is compensated by enforcing the principle of minimal frustration

derived from the energy landscape theory. We decided to use this type of approach

by applying the Matysiak-Clementi (MC) model[42], in the hope of singling out the

contacts made by the few residues which apparently yield the key to the solution of

this problem.

2.4 The Matysiak-Clementi model

The MC model considers each native contact individually, and every such contact

is always attractive. The iterative process starts from the homogeneous (“vanilla”)

structure-based model, and then progresses by comparing the �-values generated

with the simulated ensemble of configurations and the experimental results. The

non-bonded parameters "ij are then optimized via the perturbative methodology

stipulated in the MC model. Then, the newly obtained set of parameters is used

to generate the next ensemble of configurations, from which the simulated �-values

are recalculated for the following optimization of the non-bonded parameters. The

details of the model can be found in the appendix; briefly, the bonded part of the

potential is the same as in the homogeneous SBM (equation 2.1). For the non-bonded
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part, the potential has a similar form as in the DMC model, except for two factors: in

the first place, the non-bonded strength parameter depends on the individual contacts

and not on the residue types involved:
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Nonnative contacts, as in the case of the homogeneous SBM, are always repulsive

(equation 2.3). The iteration process is similar in some aspects to the DMC model

(i.e. the calculation of the ��G values involved is comparable), except that in the

case of the MC model there is no collection of decoys. The absence of this restriction

in the subspace of possible parameter solution sets is compensated by enforcing that

all native interactions be attractive (that is, a strictly structure-based model):
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The other type of restriction, as in the DMC, is the set of equations emanating

from the comparison of ��G values from experimental and simulated mutations (see

appendix for more details):
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The e↵ect of mutations is emulated in the MC model by multiplying the a↵ected

non-bonded interactions by a factor 0  fk
ij  1, which represents the fraction of
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interatomic contacts disrupted by a mutation at position k, in the interactions be-

tween residues i and j. Remembering that all three coarse grained models considered

involve a pairwise additive hamiltonian, the perturbation for a mutation at position

k thus has the form (the factor Qij depends on geometric factors only.):

�Hk = Hk �H0 = �
X

i

fk
i "ijQij (2.9)

The objective of the algorithm is the maximization of the overlap function (equa-

tion 2.10). The solution to each iteration of the algorithm is a change in the non-

bonded parameters vector, represented by �~". This vector is composed by a minimum

norm solution ~x and a nullspace solution
PM

n=1 �n~yn. In other words, maximizing the

overlap function is equivalent to requiring that the smallest component of the change

vector �~" be maximal.
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The iterative procedure starts with the homogeneous structure-based model, where

all the "ij have the same magnitude. We used the Python API of Cplex to perform

a Linear Programming optimization of the overlap function: after a certain number

of iterations, the free energy barriers started to decrease to the level that it was no

longer feasible to continue the iterative process. It is expected that native contact

heterogeneity will result in a decrease in the transition state free energy, even up

to the point of eliminating the free energy barrier[50]. However, we were hoping to

achieve a convergence of experimental and simulated ��G values before the collapse

of the transition state. Figures 2.3 and 2.4 show an example of the evolution of the
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folding barrier along Q, at the beginning of the iterative process and after 3 itera-

tions. The matching between the experimental and simulated ��G improved from

the initial homogeneous parameter set, although a substantial di↵erence remained.

On a closer look, one can see that some experimental ��G values in the slow

folders are very large when compared to the average (reaching up to 10kT in the case

of one mutation for R15). This is quite surprising, because the deletion of one contact

seems to destabilize the protein far beyond what a usual perturbation would. Given

the way mutational perturbations are coded into the MC optimization algorithm

(see equation 2.9), it is very di�cult to replicate a large ��G change for a single

mutation (equation 2.8), since the individual values of the "ij can only depart from

the average by a limited factor. Otherwise, if a certain contact had a substantially

larger non-bonded energy content than the rest, it would not be justifiable from a

physical standpoint.

The other remarkable characteristic of the experimental data is the presence of

negative � values for R16 and R17 (figure 2.5). According to the original methodology

by Fersht[51, 52], the rationale behind the �-value analysis is to probe and understand

the amount of native structure present in the transition state. A value close to zero

implies that the contacts made by a given residue are mostly not present in the

transition state, while a value close to one implies that a native-like structure in

an entourage involving that residue is present. Under the hypothesis of minimal

frustration of the native state, native contacts should be attractive. Thus, if a given

�-value is negative, its interpretation can be challenging[53, 54]. It could mean, for

example, that the native state is made more stable by the mutation than in the wild

type, or that a specific pattern of contacts is required to initialize the folding process.

This would imply that there is a certain type of frustration that SBMs do not account
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Figure 2.3 : Summary plot for R15 - initial set. The top row shows the contact map

with the respective intensities (left) and histogram (right). The bottom row shows

the free energy vs. Q (left) and the comparison of experimental and simulated ��G

values (right)
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Figure 2.4 : Summary plot for R15 - after three iterations

for, which is present in native contacts.
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Figure 2.5 : Comparison of experimental and simulated ��G values for R16 - after

two iterations

2.5 Chapter conclusions

As mentioned at the beginning of this chapter, a coarse grained structure-based model

(CG-SBM) is an approximate representation of the experimental system, projected

onto a reduced number of variables. As such, the problem becomes computationally

tractable at the expense of loss of detail, under the assumption that the folding behav-

ior of the protein can be understood by calculating its average statistical mechanical

properties. A large number of examples in the literature[25, 26, 27, 28] give testimony

to the predicting power of CG-SBMs, specially when such models are refined through

the incorporation of mutational information.

This fact notwithstanding, there are particular types of proteins whose computa-

tional representation seems to be more challenging than the norm; not only for coarse

grained models, but for all-atom, solvated models as well. This is the case for the
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folding and unfolding of alpha-helical segments: the variation in mechanical prop-

erties between the folded and unfolded helices represents an existing hurdle, which

may cause di↵erent force fields to give varying outcomes[55]. This problem projects

onto the lower dimensional CG-SBM models, since there is a bias to keep the helices

formed (in the form of angle and pseudo-dihedral potentials). In the case of proteins

with a heavy component of ↵-helical secondary structure, we might need to incorpo-

rate some degree of optimization of the local potentials, given the relative weight of

local vs. nonlocal non-bonded interactions[56].

In addition to this, by using the methods described in the previous sections (Ho-

mogeneous SBM, DMC and MC), we exhausted the toolbox previously developed in

the lab. These methods, under their standard usage, were not su�cient to explain

the experimental results; yet the examination of their output pointed us in important

new directions. For example, if there are negative ��G0 values in the mutational

dataset, it could mean that some native contacts may be highly frustrated. If so,

this is a feature that traditional SBMs may find very di�cult -if not impossible- to

reproduce (by definition, all native contacts are attractive). The first question that

arises from the results of this chapter is, then, how we can build a representation that

reproduces the negative �-values that are seen in experiments.

In the next chapter we will try to tackle these two problems by introducing var-

ious modifications to the original models, in the quest to emulate the experimental

behavior of the spectrins system.
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Chapter 3

Modifications introduced to previously existing
methods

3.1 The influence of local vs. non local interactions

As was mentioned in the previous chapter, the focus of coarse grained structure-

based models is generally to optimize the strength of non-bonded interactions; while

the bonded interactions (bonds, angles and dihedrals in the case of our C↵ models)

are mostly fixed parameters, which should not vary much between proteins.

The characteristics of the present case, however, put this assumption into question:

the reason for this is that we are dealing with an almost purely alpha-helical protein,

with unusually long segments[57, 58, 59]. The work of Stefano Piana from D.E.

Shaw has shown [55, 60] that di↵erent all-atom force fields can yield di↵erent results

when simulating the folding and unfolding of these secondary structure elements. In

particular, the characteristics of the formation of ↵-helical secondary structure[61] are

mentioned as a likely trouble spot for current force fields. The explanation for this is

that there is a change of mechanical properties as the coil becomes a helix, and this

change is very di�cult to simulate: hence the di↵ering predictions[62]. As a result,

even a full all-atom simulation may present unique challenges for the simulation of

this system.

In structure-based models, the problem with the folding and unfolding of helices

may also be present, although its relative importance may vary according to the rel-
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ative amount of helical secondary structure and its functional relevance. Particularly

for the spectrins, the fact that angles, dihedrals and short range non-bonded contacts

all contribute simultaneously to keeping the helix formed, makes it more di�cult to

determine the correct balance between bonded and non-bonded interactions. This

fact appears to have an even greater importance taking into account that, according

to the experimental papers, one of the di↵erences between the fast and slow folders

is the mechanism by which folding proceeds (framework in the fast folder, di↵usion-

collision in the slow folders[4, 5, 11, 7]).

The di�culties faced with ↵-helical proteins have been the subject of study by

Cho et al.[40], where they find that in comparison �-sheets and ↵/�-proteins are

less dependent, on average, on the energetic parameters. This stems from the fact

that much of the entropic cost of establishing non-bonded contacts is diminished

by the formation of the helical structure (figure 3.1). As a result, the ratio between

entropic and enthalpic variation is much smaller than for other types of proteins: thus,

the model becomes quite sensitive to the choice of non-bonded contact parameters.

Starting from a di↵erent perspective, Prieto and Rey[56] note that for smaller proteins

(i.e. composed by approximately 80 to 100 residues or less), the influence of what we

call the angles and dihedrals component of the Hamiltonian seems to dominate over

the non-bonded part. That is, the bonded component appears to exert a larger

influence on the protein than the non-bonded part, on average.

Therefore, it becomes reasonable that the spectrins’ problem demands a finer

tuning of the bonded constants (mainly, angles and dihedrals) with respect to the non-

bonded ones[63]. Regrettably, the tree of possible combinations of angles, dihedrals

and non-bonded constants becomes too cumbersome to be e�ciently probed; however,

some combinations have been tried to evaluate their influence on the free energy
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Figure 3.1 : Comparison of number of long-range vs. short range non-bonded contacts,

and entropic vs. enthalpic variance for transition state configurations, for di↵erent

types of two-state proteins. (Reproduced from Cho et al.[40])

landscape of the proteins[64] (see appendix). As a result, the angles constant was

increased between 10 and 100x with respect to the values that were used for previous

studies like SH3 and S6. This notwithstanding, it is probably beyond the reach of a

CG-SBM model to achieve a complete representation of the framework mechanism

by which R15 folds, according to experiments.

3.2 An entropically leveraged e↵ect?

Another factor that needs to be mentioned is that, since the entropic cost of mak-

ing a helical turn is relatively low, the folding rate for proteins with a high degree

of helical content is generally higher than, for example, beta sheets of comparable

sequence length[65, 66]. Indeed, many of the fastest folding protein examples are

mostly ↵-helical bundles[67]. The expected folding rates for an ↵-helical protein of

approximately 115 residues are those of R15; the unusually slow folding cases are R16



42

Figure 3.2 : Percentage of non-bonded contacts vs. (angles + dihedrals) contacts as a

function of total number of residues. There seem to be two groups: one dominated by

local interactions (green oval) and another dominated by non local interactions(light

blue oval). The red line corresponds to the size of the spectrins, close to the intersec-

tion of both groups (Adapted from Prieto and Rey[56])

and R17. Thus, our primary focus should be in understanding why the latter fold so

slowly.

Whitford et al.[68] mention that in complicated folds, a small subset of Q (native

contacts) is su�cient to arrange the backbone. Then the latter orders while many

atom-atom interactions remain extended, with side chain packing happening during

and after backbone ordering. Furthermore, they point out that folding mechanisms

in such complicated folds are stable to parametric variations, and that there is a

relationship between function and mobility. In view of these statements, we can posit

that the spectrins are a relatively simple fold because the entire protein is practically

backbone; therefore, this hierarchy of backbone ordering and side chain rearrangement

may be quite di↵erent. Moreover, as was described in chapter 1, the spectrins are
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primarily structural proteins, so in that respect they should not require nor display

much mobility because of this function.

In addition to being ↵-helical proteins, the spectrins also form a bundle, which

can be considered similar to a coiled coil. These are comparatively rigid structures, in

which mechanical properties may transmit information from relatively distant areas

of the protein due to a higher persistence length than in other types of fold[69, 70, 71].

Drawing an analogy from a di↵erent type of molecule which is also a coiled coil, in

Freeman et al.[72] a coarse grained model of DNA finds that the most important

parameter to predict its binding with a protein is the curvature of the coil.

This idea of structural constraints particularly a↵ecting the folding pathways of ↵-

helical proteins would yield a reasonable explanation for the experimental findings[73],

as well as the high variability in the folding rates[63]. In accordance with the hypoth-

esis of a di↵usion-collision folding mechanism for the slow folders, as well as the

fact that 5 particular mutations situated on Helix A (see chapter 1) can change this

mechanism, it would make sense to think that the constraint that motivates this

atypical behavior is related in fact to the five aforementioned residues. Our working

hypothesis for the following simulations is, then, that there is an increased free en-

ergy barrier present in r16 and R17 due to the entropic e↵ects caused by the burial of

hydrophilic residues into the hydrophobic core. These entropic e↵ects are leveraged

by the particular topological constraints of a long three ↵-helical bundle[74].

From all the arguments exposed above, we conclude that our aim should be to

correctly reproduce the di�culties that R16 and R17 experience to find their correct

register when compared to R15.
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3.3 Repulsive native contacts

The question that arose at this point is: how to replicate the e↵ect that the five

mutated residues exert on the slow-folding proteins? A related question is: how to

make the model replicate the existence of negative ��G values? In the light of the

preceding discussion, a possible way to replicate the experimental results would be

to apply the MC model, but this time allowing the native contacts to venture into

negative values. If the 5 residues which cause the speedup establish some repulsive

contacts, then this enthalpic hurdle, leveraged by the entropic constraints inherent to a

suitable matching of the three rod-like protein segments, might be able to generate the

free energy barrier di↵erence. A new kind of frustration would thus be incorporated

into the model: instead of attractive nonnative contacts, it would consist of repulsive

native ones. Additionally, establishing repulsive native contacts allows for a higher

enthalpic di↵erence between the native contacts and the mutated ones. For this

purpose, the parameter fij from equation 2.9 was set to 1.0 in all cases, meaning

that each mutation severs all of the contacts established by the mutated residue. In

this way, the impact of replacing the WT residue is maximized from the enthalpic

point of view: the rest of the impact should come from changes in the configurational

ensemble generated by the loss of the said contacts.

This warrants a little discussion in order to find a physical justification. In the first

place, how can a protein a↵ord to have frustrated (maybe repulsive) native contacts?

The answer to this question may start by remembering that in the five particular

mutations that completely change the folding behavior of the slow folders, there are

two which alone su�ce to explain the majority of the speedup e↵ect (E18F and K25V).

These happen to be a substitution of a charged residue for a hydrophobic one; and as

stated in chapter 1, upon examination of the topology it becomes apparent that these
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residues point toward the hydrophobic core of the protein. Therefore, it would make

sense to think that these charged residues have some di�culty positioning themselves

into the correct register to allow the helical segments to dock into the correct position.

One can think, for instance, that the hydrophobic environment present in the core

rejects the presence of a charge.

Following this rationale, we rerun the dataset obtained with the MC model; this

time allowing the "ij to venture into negative values. We called the repulsive native

contacts “soft”, given that they di↵er from the excluded volume barrier in that the

potential allows for a slow repulsive slope previous to turning into a wall (see figure

3.3). The form of this soft repulsive potential is as follows:
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Additionally, the experimental ��G values were scaled down to the average value

of the simulated ��Gs, so that the model may capture the variation between interac-

tion parameters rather than to force it to achieve high -possibly unattainable- values

in some cases.

3.4 Addition of heterogeneous nonnative frustration

Beyond allowing negative native epsilons, we still wanted to see the e↵ect of internal

friction in non native contacts. In order to replicate this friction, it is necessary to

add nonnative interactions as we did initially with the DMC model, only that in

this occasion we used heterogeneous nonnative frustration (i.e. each pair having its
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Figure 3.3 : Comparison of potentials used. The “soft” repulsive potential allows for

a moderate repulsive force which still permits folding in spite of being an inconvenient

contact.

own interaction strength). The MC model was thus extended to include nonnative

pairs as well. The reason for this was that we wanted to see whether any particular

interaction strengths were present in residues E18, E19, I22, K25 and V29[9, 6]; it

may have been that grouping both native and nonnative interactions according to

flavor (the identity of residues involved in each pair) glossed over particularly intense

or key interactions. The IBM Cplex LP code thus incorporated two objectives: on

the one hand, the original MC goal of maximizing the overlap function (see equation
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2.10). On the other hand, we also needed to minimize nonnative frustration. Both

objectives can be set simultaneously in Cplex; their relative weight was initially set

at 50% each (please refer to the appendix for the details of the Cplex optimization).

The counterpart to this heterogeneous nonnative plan was that the level of inde-

termination became very high. The number of native pairs is around 230, while the

nonnative ones are in the ballpark of 6300. If we take into account that the number

of restrictions stemming from the mutational data is between 22 and 60 (that is, de-

pending on the protein), and that native contacts are no longer required to be only

attractive, the solution space grows substantially. The very large ��Gs involved in

some mutations, in addition to the existence of negative ��Gs made the algorithm

assign unrealistically large interaction intensities to few native pairs, while the rest

of the native pairs were practically not touched (figure 3.4).

In the case of nonnative pairs, these are not directly a↵ected by the mutations,

because the perturbation in the Hamiltonian only takes into account the native in-

teractions (equation 2.9). The way nonnative interactions are a↵ected is through

variations in the configurational ensemble. As a result, the respective "NN moved

towards either boundary of the allowed range.

3.4.1 Binning of nonnative pairs

In figure 3.5, we see an example of how there seemed to be a certain correlation

between the topology and the variation tendency in the nonnative parameter values.

Therefore, a grouping scheme for the nonnative pairs was decided based on topology,

in order to reduce the indetermination of the problem (figure 3.6).

It turns out that the behavior of the algorithm did not depend much on the

selection of the binning scheme, but rather on the upper and lower limits imposed



48

Figure 3.4 : Example histogram of the "ij for the MC model, divided into native and

nonnative pairs. The trends in the new ~" values and the step change ~�" are typical

of this configuration

on the value of the "ij for each iteration. In addition to this, it was important to

set relatively narrow ranges for the value of the "ij, as well as to the change vector

~�", because otherwise the free energy barrier would become too flat in one or two

iterations[50, 75].

What is more, in the Cplex algorithm the onus of the optimization can be dis-

tributed between the two objectives (maximizing the overlap function and minimizing
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Figure 3.5 : Example histogram of nonnative "ij for MC model, after two iterations.

nonnative frustration). When the original 50% relative weight of the maximization

of the overlap function (involving only native contacts) vs. the minimization of non-

native frustration (involving only nonnative contacts) was set, the dispersion of the

��G values (sim. vs. exp.) did not progress significantly. When the weight of the

overlap function maximization was increased to 80%, the dispersion of the values

improved to a large degree. This meant that the most important component of the

model was the optimization of native pairs, rather than frustration (see figure 3.7).

After scaling the experimental values to correct for the slope di↵erence, several it-

erations were perfomed until the best results were obtained for each protein; following
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Figure 3.6 : Binning of nonnative pairs according to pertaining topology

this, subsequent iterations could actually worsen the outcome.

As can be seen in figures 3.8, 3.9 and 3.10, a comparison between the simulated

and experimental �-values yields a very good result for protein R15, which happens

to be the “fast” folder.

The other two proteins (R16 and R17), however, do not fully achieve the proper

correlation between �-values after more than 10 iterations. This seems to be in

line with the notion that the three proteins should behave like the fast folder R15,

given the large proportion of secondary structure and the relatively simple tertiary

structure: the ordinary models work best with the “normal” protein, while the other
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0.5 native/0.5 nonative, before optimization

0.5 native/0.5 nonnative, after optimization

0.8 native/0.2 nonnative, before optimization

0.8 native/0.2 nonnative, after optimization

Figure 3.7 : E↵ect of the weight of the optimization objective of native vs. nonnative-

related objectives in Cplex. The algorithm achieves a much faster convergence when

the native contact optimization is given preponderance.

two cases do not fully converge. Using the corresponding non-bonded parameters

to run MD simulations results in approximately 1 KBT di↵erence in the free energy

barriers between R15 and the other two proteins; that is, not enough to justify a

folding rate di↵erence as high as seen in experiments.

Yet another binning type was tried, this time using the DMC model “flavors”
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Figure 3.8 : Comparison of ��G values after 10 iterations for R15

to bin the nonnative pairs only. The results do not di↵er significantly from the ones

shown above. All in all, we can conclude that the addition of heterogeneous nonnative

frustration was not able, by itself, to account for the experimental results found in

the literature.

3.5 Third chapter-conclusion

The particular topology of the spectrins represents a challenge for their correct simu-

lation, not only for CG models, but probably for solvated all-atom representations as

well. The hurdle resides in correctly representing the characteristics of the backbone
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Figure 3.9 : Comparison of ��G values after 13 iterations for R16

mechanics for an ↵-helical bundle, which is not traditionally a subject of optimization

given that average parameters are usually transferable for most kinds of proteins.

The second and most profound level of di�culty involves the behavior-changing

mutations described by Wesley et al., some of them having a large ��G impact,

including negative ��Gs. In the first place, CG-SBMs represent non-bonded re-

lationships between residues as pairwise interactions, and in order to be physically

sound, these interactions cannot deviate excessively from the average. Therefore, a

single mutation disrupts at the most a few interactions, and its enthalpic cost can-

not be too high; if a large ��G value is encountered, this destabilizing e↵ect needs
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Figure 3.10 : Comparison of ��G values after 13 iterations for R17

to involve the interplay between enthalpic and entropic e↵ects. In a protein with a

di↵erent structural motif (e.g. beta hairpin), the loss of a particular contact may

weaken or diminish the probability of a certain floppy segment establishing a contact

with another part of the protein. As a consequence, the loss of one contact may

impact the ensemble both enthalpically and entropically, since it may subsequently

cause the weakening and loss of other contacts, in addition to the entropic cost of

having a floppy structure unhinged. However, in a long alpha helical bundle, the

interaction between segments is determined by a plurality of contacts[76], which may

have a higher resistance to mutation[77, 78]. Therefore, it becomes harder to form an
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intuition as to what e↵ect may be generating the large ��Gs seen for some muta-

tions, particularly if the folding and unfolding of helices is a↵ected by such mutations

in experiments.

In addition to this, it must be said that the idea of �-value analysis is probing by

comparison the structure of the transition and native states. A �-value closer to one

indicates that the topological environment where the residue sits is already structured

in the transition state like it is in the native state. A value closer to zero indicates that

the surroundings of the protein are not structured in the transition state in the same

way as in the native state (either because of a lack of structure, or a di↵erent one).

As opposed to this, the case of the negative �-values has merited some discussion in

the literature, because it could mean that the mutation brings about a stabilization

of either the transition or the native states[53, 54]. In the latter case, this would run

contrary to the idea of a structure-based model: a conservative mutation stabilizing

the protein means that the native state is not minimally frustrated. The question is

then how to model such a situation, which we have discussed along this chapter. The

fact that we are dealing with alpha-helical bundles means that a few deleted contacts

will likely not change in a substantial way the odds of sticking two segments together;

at least not for traditional SBMs.

When these two factors combine - that is, a predominantly alpha-helical compo-

nent, and more importantly, large or negative ��G values -, modelling the system

becomes quite a challenging feat. While simple models may capture the essence of

the folding mechanisms[79, 80, 38], replicating the kinetics correctly can be arduous.

We have seen in this chapter that using a heterogeneous structure-based model, with

di↵erent options for incorporating nonnative frustration (purely heterogeneous, by

topological clustering or by residue pair type) was insu�cient to replicate experimen-
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tal results.

We conclude then that traditional coarse grained, structure-based models may

need enhancements in order to successfully replicate the behavior of the spectrins

system. Additional features and a combination thereof will then be presented and

explained in the next chapter.
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Chapter 4

Devising novel methods to tackle the problem

4.1 Enhanced coarse grained, structure-based models

In the previous chapter we saw how di↵erent C↵-based models were tried, mostly

focusing on the Lennard-Jones type non-bonded interactions. The ��G values for

R15 were accurately captured by a heterogeneous SBM, while those for R16 and R17

were not entirely matched. At the same time, the free energy barrier di↵erences

between the fast-folding R15 and the slow folders were minor, and not enough to ex-

plain the kinetic contrast between them. As Schug et al. mention in their work on the

Rop dimer[81], structure-based models tend to underestimate free energy barriers be-

cause of being based on pairwise interactions. Nonadditive e↵ects due to the solvent,

side-chain reacommodation or the influence of electrostatics are not considered.

The fact that the mutational behavior of R15 can be determined without much

di�culty leads us to think that the gist of the spectrins riddle lies in correctly sim-

ulating the slow folders R16 and R17, and that the enhancements needed stem from

the particular characteristics of this pair. In chapter 1 we discussed the experimental

findings, among them the fact that the mutation of five particular residues in the slow

folders is enough to speed up their rates by 2 to 3 orders of magnitude. As mentioned

before, in principle a structure-based model will find di�culty in replicating the stark

e↵ect of what would usually be considered a perturbation. Alas, in order to ponder

which way to enhance our SBM, it becomes necessary to question what is singular
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about these five residues, which has not arisen by tweaking traditional Lennard-Jones

potentials only.

Wensley et al.[6] point out that the two most potent mutations replace a charged

residue for a hydrophobic one (E18F and K25V). This leads us to suspect that the

charged nature of these amino acids may play a role, specially taking into account

the di�culty of burying a lysine residue into the hydrophobic core[82]. In addition

to this, entropic and geometric considerations may also be influential, in a similar

fashion as it does for the binding of symmetric dimers: in truth, in the case of R16

and R17, the coming together of the helical segments could potentially be seen as

analog to a binding problem.

Following this reasoning, in this chapter we will describe the enhanced models ap-

plied in order to tackle the two purported causing factors: sterics and buried charged

residues. The former was tackled via the incorporation of an all-atom representation,

firstly via the hybrid Matysiak-Clementi (MC)/Lammert-Wolynes-Onuchic (LOW)

model[2], and then using the SMOG all-atom representation[41, 68]. These models

were incorporated in the first place to add excluded volume information to the sys-

tem. In order to address the second factor, initially we tried using Gaussian “soft”

repulsive contacts or a desolvation barrier on the MC/LOW. Ultimately, we employed

the SMOG-AA representation with all-atom electrostatics, following the conclusions

of a literature review and personal communications with Dr. Jane Clarke.

4.2 Is the spectrins’ case unique?

But before delving deeper into the simulations, it is legitimate to ask ourselves whether

the spectrins’ trio represent a unique, absolutely singular occurrence in nature; or on

the contrary there are other cases where the same phenomenon occurs, albeit with
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a low probability. That is, we would like to know whether we can come up with a

transferrable model that will be useful for analog cases, or rather we are pursuing an

elusive one-of-a-kind oddity.

One of the first peculiarities that occur with R16 and R17 is that there are charged

residues pointed towards the hydrophobic core: we would expect this rather strong

source of frustration not to be present in the native state. The other unusual fact is

that the mutation of just 5 residues is able to radically change the kinetics of folding

in the protein, as we mentioned previously.

Regarding the first question, the literature reveals a surprising number of examples

in proteins where there are one or a few polar or charged residues pointing towards

the hydrophobic core[83, 84, 85, 86, 87, 88]. An analog phenomenon is seen with

hydrophilic residues in membrane proteins[89, 90, 91]. Remarkably, many of these

cases found in the literature refer to ↵-helical or coiled-coil bundles, or other structures

which could be considered relatively rigid and may thus recruit other contacts, to

collaboratively help to place a polar or charged residue into a moiety towards which

it is not preferentially inclined. In proteins in general, this seems to be a widespread

occurrence, albeit with a low frequency in each case. In particular for ↵-helical

proteins, the incidence seems to be much higher[86], while in the special case of

coiled coils, polar or charged residues represent up to 20% of the ‘a’ and ‘d’ amino

acids of the heptad repeat[85]. We can conclude, then, that the inward positioning

of charged residues into the hydrophobic core of the protein is not a fluke, but rather

a consistent pattern which happens more frequently in ↵-helical proteins. In the

latter, it is hypothesized that the presence of these polar or charged residues is due

to functional or structural reasons. In the case of polar residues, their hydrogen

bonding capabilities are not necessarily saturated, which may destabilize the protein
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to a certain degree; an analog situation occurs with the presence of charged residues

and the formation of salt bridges[92]. Considering the case of the spectrins, these

proteins have a predominantly structural role, acting as a network of “girders” by

lining the cell wall on the cytoplasmic side[93, 94, 95]. It is plausible to think that

their coiled structure and oblong shape helps them satisfy the flexibility and tenacity

required for their role, in order to provide support to the cell membrane. Their

function may not require the prioritization of folding and unfolding speed, or even

stability, but rather the fulfillment of certain mechanical and structural properties.

But the answer to the second question is even more interesting: a literature search

reveals numerous cases where a single or a few mutations have a profound e↵ect on

the stability, specificity or kinetics[96, 97, 98, 99, 100, 101, 102, 103]. For example in

Waldburger et al.[97] the mutation of three charged partially buried residues in the

Arc repressor dimer, which in the native state interact via salt bridge and hydrogen

bonds (R31M, E36Y and R40L) for hydrophobic ones, dramatically speeds up the

folding rates by 1 to 3 orders of magnitude[92]. In Cho el al.[96] and Bogin et

al.[104], the mutation of a single charged residue significantly alters the stability of

the protein (K to M and S to K in the second). Quite remarkably, the mutation

of a charged residue can exert its e↵ect on stability without necessarily altering the

folding mechanism[105].

As we can see, the majority of the cases are related to polar or charged residues

and their replacement with hydrophobic ones, or vice versa. In the literature we can

also find the case of the Rop dimer[106], where the tighter packing of Ala-Leu pairs

is syndicated as a driver for faster folding kinetics, up to four orders of magnitude.

The packing of residues and the resulting steric e↵ects can play a role in the folding

process[2, 107].
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4.3 A possible picture: hypothesis

The facts discussed above led us to consider the spectrins problem from a di↵erent

angle: there seems to be in nature a particular class of proteins in which the mutation

of a few polar or charged residues in chosen locations give rise to large e↵ects on the

stability, specificity and/or kinetics of folding. This fact appears to challenge the usual

understanding of the protein folding process, and motivates us to enhance currently

existing models in order to find the answer to the riddle. Traditional structure-based

models, where the topological location and intensity of native contacts are compared,

or even the addition of frustration, do not seem to be enough to explain the kinetic

behavior seen in experiments.

Thus, and based on the fact that steric factors and the presence of charged residues

in key locations of the topology have been mentioned in the literature as possible

cause of similar phenomena in other proteins, the next step is to probe the influence

of excluded volume and electrostatic charges, respectively.

4.4 Hybrid MC/LWO model[2]

The LWO model is an interesting middle point between a C↵-based and an all-atom

CG model, with every bead having the same excluded volume and mass (see appendix

for more detail). Short range non-bonded interactions (distance between residues

|i � j|  8) are Gaussian all-atom, while for long range non-bonded interactions

(|i � j| > 8) only the C� atoms participate in Gaussian attractive pairs[108]. The

advantage of this model is that the steric constraints can be represented, while at the

same time maintaining the long range structure-based components at a simple 1-bead

model. The latter would allow us to potentially use the optimization algorithms seen
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in chapters 2 and 3.

For nonnative contacts, the repulsive wall is as in previous models:

V R (rij) = "NC

✓
d

rij

◆12

(4.1)

Native contacts display an attractive Gaussian basin. The third term on the

right hand side is a correction to avoid a change in the equilibrium distance with the

variation in the interaction strength Aij:

V C (rij) = V R (rij) + AijV
G (rij) + V R (rij)V

G (rij) (4.2)

The Gaussian part has the following form, where rNij refers to the native distance:
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The ultimate goal was to probe whether the combination of frustrated interac-

tions for the charged residues which point towards the core, plus the steric (excluded

volume) constraints could explain the di↵erences seen in experiments. This time we

used an adapted version from Cheng et al.[109] for the repulsive native contacts, in

such cases replacing V G for V tanh:
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◆
(4.4)
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The original idea was to make a hybrid between the LWO representation and the

MC optimization of long range non-bonded interactions. In order to save time, as

proof-of-principle we assigned a certain number of repulsive interactions to residues 18

and 25 (i.e. those contacts involving charges and/or polarization of opposing signs) in

our model of R16 and R17. However, the result was that the system avoided making

the said contacts, but the segments had enough flexibility to slightly arch and avoid

the “uncomfortable” interactions and fold anyway. Thus, the repulsive contacts made

no substantial di↵erence. This observation also made us realize that a repulsive native

contact can make folding more di�cult, but it will actually encourage unfolding by

destabilizing the native state. Contrary to this, experiments show that the stabilities

of the three proteins are approximately similar: it thus appears improbable that the

charged residues pointing towards the core are destabilizing the native state.

Thus, it seems appropriate to think that the charged residues are not rejected by

the hydrophobic core, but rather find a stable “cradle” within it. Another reason to

consider this possibility is that not only the folding, but also the unfolding rates are

increased when these two charged residues (E18F and K25V) are mutated; if their

presence in the core were repulsive, the unfolding rates would decrease upon mutation

because of the higher stability of the native state. Therefore, a desolvation barrier

was tried as a proof of principle (figure 4.1), which would represent a hurdle both

for making and for breaking the a↵ected contacts. As in the previous case, some

desolvation potentials were assigned to the contacts made by residues 18 and 25, to

see whether this would make a definite distinction between the free energy profiles of

the fast and slow folders.

And yet again, the e↵ect on the free energy landscape was not substantial, which
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Figure 4.1 : Types of potentials used for LWO model. Positive "ij correspond to a

Gaussian well. Negative values turn into a repulsive tanh potential. The “double”

potential in yellow includes both an attractive well and a desolvation barrier.

made us move without further ado towards the more detailed SMOG all-atom model.

As a side note, an intermediate option would have been to use a model like AWSEM[110];

that is, a 4-bead model that incorporates both statistical and experimental informa-

tion. From personal communications with Dr. Nicholas Schafer, it became apparent

that this type of model was not able to completely explain the di↵erences between

the proteins.

In spite of not being able to see a substantial di↵erence in the free energy land-

scape, qualitatively speaking one of the interesting results that we were able to see in

the VMD visualization of the preliminary runs of the LWO model (without repulsive
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native contacts), is that the first helical segment acted as a “lid”. This lid folds by

joining the two other segments which formed the berth onto which this first helical

segment found its match. The mentioned residues (indices 18, 19, 22, 25 and 29) all

belong to this first helical segment, and its topological location is at the core of the

protein. In the experimental papers[4, 5, 6, 7, 8, 9, 10, 11, 12] and based on �-value

analysis, they paint a picture where in R15 there is a concomitant formation of the

secondary and tertiary structures; whereas in R16 and R17 the secondary structure

forms first, and then the already formed helical segments need to find their correct

register to fold. The fact that both folding and unfolding rates experience a steep

acceleration upon mutation from R16 to R16m5 (mutations E18F, E19D, I22L, K25V

and V29L), may imply that the original configuration makes it more di�cult for the

protein to fold, but once folded it also makes unfolding more di�cult. We may there-

fore intuit that these residues behave as some sort of latch in the case of the slow

folders (figure 4.2).

4.5 SMOG All-atom model

The final step in this quest to understand the influence of the five particular mutations

in the slow spectrins was to explicitly add electrostatics to the model. The reason

for this is that we saw in the previous models that inconvenient interactions were

mostly avoided by slightly arching the backbone of the proteins. Given the large

number of inter-segment contacts, the bundle reached the folded state by slightly

altering its configuration. Therefore, we inferred that a longer-reaching interaction

type was needed to build a more realistic representation of the purported di�culties

experienced by the slow folders in both making and breaking the contacts involving



66

Figure 4.2 : Top: Location of the two charged residues E18 and K25 which point

toward the hydrophobic core of the protein (in green). Bottom: Configuration taken

from the LWO model. The two residues belong to helix A

those five residues.

We applied the SMOG all-atom (SMOG-AA) model with Gaussian contacts, using

the SMOG2 software[41, 68, 111]. This SBM has the advantage of serving as a sca↵old

to add all-(heavy) atom partial charges to the model, with the objective of evaluating
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the e↵ects of charged residues in the behavior of the proteins. As we said before,

the model consists of a representation of all the heavy atoms in the protein (that is,

not including hydrogen atoms), all of them having the same size or excluded volume.

Native contacts are all attractive with homogeneous strength, whereas non native

contacts are all repulsive.

An all-atom model will incorporate additional bonded constants (related to bond,

angle and dihedral angle energies associated with the supplementary atoms added to

the description). Therefore, it was considered important to use a tool like SMOG2 to

make sure that the values of the bonded and non-bonded parameters represent an ac-

curate description of the real system. This is specially true when, as discussed in chap-

ter 2, we are modeling a three ↵-helical bundle family, where the relationship between

bonded and non-bonded energies can have such an impact on the mechanisms[56]. In

the appendix we describe the specifics of the model parameters.

We compared three cases: the wild-type R15 and R16, and then the five-residue

mutated version of R16 (E18F, E19D, I22L, K25V and V29L), which we called R16m5

following the experimentalists’ nomenclature. The latter was modified using the

MODELLER software package[112]. We started by constructing the model for R16

according to the SMOG2 software, and then for the sake of building a consistent com-

parison, used the same non-bonded interaction strengths "Native for R15 and R16m5

as well.

4.6 Addition of electrostatics

The quantum chemical software MOPAC[113] was used to calculate the partial charges

on each heavy atom of the SMOG-AA representation. The charges were initially com-

puted for the PDB structure with the hydrogen atoms included, and then a net charge



68

for each SMOG-AA bead was calculated adding the value corresponding to the atom

itself plus the charge of the dependent hydrogen atoms. These charges interact via

a Debye-Hückel potential (see equation 4.5), where a strength factor was added: the

value of this factor merits some discussion (see below).

VDH = F ⇤ qi ⇤ qj
4 ⇤ ⇡ ⇤ "0 ⇤ "r ⇤ r

⇤ e
✓
�r/

q
"0⇤"r⇤KB⇤T

2⇤I

◆

(4.5)

The factor F can be used to modify the intensity of the electrostatic interactions,

having a value of 1 for all simulations in this work, unless noted otherwise. A relative

permittivity "r = 80 was used in every case, while the ionic strength I = 0.1M in all

cases. The absolute permittivity "0 and the Boltzmann constant KB complete the

fixed parameters. The partial charges qk correspond to the value assigned to each

atom.

In a structure-based model, all the non-bonded interactions (Van der Waals, hy-

drogen bridges, electrostatic) are lumped into a single Lennard-Jones, or in our case

Gaussian attractive interactions, with a certain excluded volume (in this case, equal

for every atom). When explicitly incorporating electrostatics, additional energy is

included in the system, and in principle it is not trivial to discern whether to re-

duce the non-bonded interaction parameters and by how much. In order to provide

some guidance regarding the relative amount of electrostatic and Van der Waals en-

ergy involved in non-bonded interactions between protein atoms, 3500 frames were

extracted from an array of umbrella sampling simulations (representing the di↵erent

folded states of the protein) for R15 and R17. These frames were then translated into

an AMBER solvated all-atom representation, and after equilibration, a very short

run was produced, in order to extract the energy values using the force field. The
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energy stemming from the Lennard-Jones and electrostatic interactions, only consid-

ering atoms belonging to the protein but not covalently joined, were roughly similar.

This does not provide a definite answer to the question of how to tune the strength

of the electrostatic versus the rest of the non-bonded parameters in the Smog-AA

model, but it does give us an idea that electrostatic interactions within the protein

are very important, at least in this system.

In other models[44, 45], the strength of the electrostatic interactions was the result

of calculating the Debye-Hückel potential with the corresponding parameters (e.g.

temperature, ionic strength), meaning that no modification of the interaction strength

was done manually a posteriori. In the case of Wang et al.[114, 115], it was the

strength of the non-bonded potentials which was reduced to avoid double-counting,

and the guide to making this adjustment was achieving the correct configurations of

the bound and unbound proteins. In our case we do not count on the information

regarding the nature of the unfolded state; however, we know that the stability of

the three proteins is similar. Despite not being an exact guideline for adjusting the

strength of electrostatic interactions, it serves as a valid criterion; after all, it must

be remembered that structure-based models are an approximation which glosses over

many degrees of freedom: a certain degree of leeway is very di�cult to avoid when

conceiving the model. Following the examples found in the literature, we chose to

use a strength of the Debye-Hückel potential that stems directly from the values of

the involved parameters.

We can see that the comparison between the SMOG-AA model without electro-

statics does not yield a di↵erentiation between spectrin R16 and its mutated version

R16m5. The di↵erence between R15 and R16 is not substantial either, with both free

energy barriers standing within 1KBT di↵erence (figure 4.3a). However, when elec-



70

trostatics were added, a clear distinction between R15 and R16m5 on the one hand,

and R16 on the other hand was achieved. This is a strong indication that the addition

of electrostatics is at least one of the factors that contributes to the phenomenon seen

in experiments (figures 4.3b and 4.4).

(a) Without electrostatics (b) With electrostatics

Figure 4.3 : Comparison of free energy landscape, using the SMOG-AA model without

and with electrostatics

4.7 Kinetics determination using TRAM[3]

Since the origin of the spectrins problem resided in the di↵ering kinetics of the homo-

logues, the intention was to search for a consistent approach to estimate the folding

and unfolding constants. We used the TRAM (Transition-based Reweighted Analysis

method) package from PyEmma. The advantage of TRAM is that it does not require
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Figure 4.4 : Comparison of free energy landscape, using the SMOG-AA model with

and without electrostatics

the individual runs to be equilibrated, which is important for an all-atom SBM with

the added burden of electrostatics calculations.

The TRAM methodology serves to integrate both unbiased and biased MD sim-

ulations, which in our case corresponds to trajectories run at di↵erent temperatures.

Without an equilibrated ensemble, we would not be able to calculate a traditional

Markov state model (MSM), and from there estimate the timescales involved in pass-

ing from the folded to the unfolded macrostates, and vice versa. With TRAM, we

only need to satisfy detailed balance; that is, to have sound statistics of the transitions

between states[116].

In short, we generated between 8 and 30 runs at each temperature, starting from

either the folded state or a random unfolded configuration. The temperatures were

chosen in an interval centered on the estimated folding temperature Tf , and this in-
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terval was wide enough so as to have trajectories which contain su�cient folding and

unfolding events. In practice, between 10 and 15 temperatures were chosen, for an

approximate total of 160 to 190 runs for each protein. Each run was either 106 or

4 ⇤ 106 frames long, representing 5 or 20 ns in simulation time. The PyEmma soft-

ware was used to calculate the TICA (time-lagged independent component analysis)

coordinates[117], and then generate 1000 cluster centers according to those coordi-

nates, using the k-means algorithm.

The TRAM multi temperature estimator from PyEmma was used to calculate

the timescales at the optimal lag time for each protein, which generally was between

150 and 200 frames. The timescales in all cases showed a definite separation of

scales corresponding to a distinction between two macro states (interpreted as folded

and unfolded configurations). In figures 4.5a and 4.5b, the folded (small basin) and

unfolded (big basin) minima are separated by a sort of canal, which is broader in

the case of R15. On the contrary, in R16 this canal shows a restriction or “pinch”,

evidencing a more routed free energy landscape. When comparing in turn R16m5

and R16 (figures 4.6a and 4.6b), the di↵erence is more subtle than in the previous

case, but there is still an evident contrast between the more routed R16 and the less

restricted R16m5.

In addition to the results shown in figures 4.5a, 4.5b and 4.6a, we aggregated

clusters into two macrostates using PCCA and then applied transition path theory

(TPT) to estimate the transition rates between the folded and unfolded states. For

both R15 and R16m5, the folding and unfolding rates were of order O(104) steps,

while for R16 the rates were O(105) steps. This serves as further confirmation of the

appropriateness of the chosen model.
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(a) R15

(b) R16

Figure 4.5 : Comparison of free energy landscape along the first two TICA coordinates

using TRAM.

(a) R16m5

(b) R16

Figure 4.6 : Comparison of free energy landscape along the first two TICA coordinates

using TRAM.

4.8 Chapter conclusions

At the beginning of the chapter we set out to put the spectrins’ problem into per-

spective, trying to understand whether the characteristics of this trio were a fluke, or



74

rather part of an unusual but consistent occurrence in nature. The literature shows

that the presence of polar or charged residues pointing towards the hydrophobic core

occurs consistently albeit with a low frequency in many proteins. In some cases like

coiled coils, the probability of such a disposition is much higher that the average. In

addition to this, it turns out that there are several other examples where a single

or a few mutations exert a very large e↵ect on the kinetics, stability and/or speci-

ficity. Many of these cases involve the mutation of a polar or charged residue. These

findings inspired us to investigate whether two particular factors which had not been

tested before (specially, electrostatics) were responsible for the phenomenon seen in

the spectrins.

The SMOG-AA model turned out to be an excellent platform onto which to add

enhancements to our model. By comparing the e↵ect of this model with and without

electrostatics with a Debye-Hückel potential, we were able to distinguish between

the fast folder R15 and the slow folder R16. In addition to this, the model with

electrostatics was able to di↵erentiate the wild-type R16 spectrin from its counterpart

having the five particular mutations R16m5.
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Chapter 5

Conclusions

5.1 Key mutations can have a strong e↵ect

The case of the spectrins represents a challenge to the general understanding of the

folding behavior of proteins, in the sense that what is considered a minor perturbation

(mutation of a few residues) has a very large impact on the kinetics of this family.

However, this rare behavior is not unique, given that there are other cases where one

or a few mutations have a radical e↵ect on protein mechanisms, kinetics or both[99,

100, 98, 102, 96]. It is quite remarkable that in many of the cases that we found in the

literature, either helical bundles, or proteins with a heavy ↵-helical component are

involved. It seems that these helical bundles may achieve relatively fast folding rates

when compared to proteins of similar chain length but with a di↵erent secondary

structure[67]. Alpha helices can be more compact and rigid than other secondary

structure motifs of similar length[118, 119], and helical segments may behave like semi-

flexible rods once formed[120, 121, 122]. Consequently, proteins having a substantial

amount of helical secondary structure may have a lower entropic cost of folding[123],

which results in faster folding rates.

However, that same advantage of having less variegated pathways in order to find

the native state can backfire if a tight non bonded contact pattern between segments

is present in the native ensemble. The analogy would be a zipper line: a normally

very fast zipping and unzipping operation can become slow and di�cult if one tooth
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or a few teeth become dislodged. The same can happen to fast folding bundles if,

for example, a charged residue is placed into the non polar protein core: the relative

change in kinetic rates can be large[97].

5.2 Traditional structure-based models may sometimes need

to be enhanced

The problem arises when trying to reproduce the orders-of-magnitude impact of one

or a few mutations on the thermodynamic or kinetic behavior of a protein. Coarse

grained, structure-based models rely on the assumption that topological detail can be

averaged and glossed over, by replacing it with coarse grained features representing

the slowest degrees of freedom (when di↵usion along the free energy landscape is

considered). Statistical mechanical tools and dimensionality reduction algorithms

can then be used to project the very high dimensional phase space of the all-atom

representation onto a lower dimensional, more tractable space which will capture the

most important aspects of the folding process.

This type of treatment is in agreement with the precepts of energy landscape

theory[24], resulting in a funnel-shaped free energy landscape where the decreases in

enthalpy and entropy intertwine in such a way as to lead the protein to its lowest

energy (native) state in biologically relevant timescales. In these types of models, the

enthalpic gain of making or breaking a given native contact is either homogeneous,

or lies within a certain relatively narrow range with respect of the average. As a

result, the slope of the free energy funnel may experiment mild variations, but the

progressive establishment of native contacts drives the protein towards the native

state with a sure step.
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In experimental cases where just one or a few mutations create a two-to-four order

of magnitude di↵erence in kinetic rates would imply that the free energy overhead

of establishing or breaking a few contacts is very high compared to the rest. This

situation would still behave in accordance with the tenets of the energy landscape

theory (in the sense that the free energy landscape is funneled, and that the native

ensemble is situated at its vertex). However, in this case the bottom part of the

funnel may end up in a bottleneck-type structure, where the native state has to be

found within a relatively restricted area of the free energy landscape. Representing

such a scenario with a SBM, which as said before relies on the collective e↵ect of the

concerted establishment of native contacts, is not trivial. Many-body interactions

have been suggested as a possible way to enhance coperativity[124, 125, 126], which

may help in the simulation of the folding and unfolding of alpha helices.

Thus, in principle more detailed models are required when experimental evidence

shows that one or a few key mutations can have an orders-of-magnitude e↵ect on

experimentally measured variables. Perhaps, it should be pondered whether a specific

type of potential for the folding and unfolding of ↵-helices should be developed.

5.3 Electrostatics play a role in the case of the spectrins

Experiments show that the mutation of five singular residues can substantially al-

ter the kinetics of folding of the spectrins. Within those, two in particular involve

the substitution of a charged residue for a hydrophobic one, and mutational analysis

ascribes to them an important role in the kinetic behavior change[20]. In our simu-

lations, the SMOG-all atom model without electrostatics did not yield significative

di↵erences between the free energy barriers of R15 and R16, whereas the inclusion of

Debye-Hückel electrostatics resulted in a larger contrast between the two.
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What is more, the simulated R16m5 mutant (that is, including the mutations

E18F, E19D, I22L, K25V and V29L), when electrostatics were included, presented

a free energy profile that resembled significantly that of R15. Therefore, in future

models it will be useful to test the inclusion of electrostatics as yet another lever in

the toolbox for deciphering the free energy landscape of proteins. In particular, even

more so when mutations of charged residues are syndicated as causing large e↵ects

on the folding behavior of the protein.

5.4 Future work

Incorporating more features into the model translates into longer simulation times due

to the computational overhead involved. Still, not having to deal with the hydrogen

and solvent degrees of freedom represents an incomparable advantage with respect to

the non-SBM representations. The problem with establishing nonnative pair defini-

tions in an all-atom SBM representation is that it involves a significant increase in the

number of calculations and thus in the computer time required. Therefore, it would

be useful in the future to add nonnative frustration to the SMOG-AA model with

electrostatics, probably building a hybrid with the MC model just for the nonnative

part (in an analog fashion to what was done with the MC/LWO). This way we would

be able to have a combination of steric detail, electrostatics and nonnative frustration

in a most e�cient yet accurate way.

Another useful addition to the model would be to incorporate three-body in-

teractions, which in the case of proteins with a large ↵-helical component could

greatly enhance the representation of the winding and unwinding of the secondary

structure[126].
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Chapter 6

Appendix

6.1 The homogeneous C↵ SBM model

The simplest model that we tried is the homogeneous (”vanilla”) C↵-based model.

This model has fixed parameters both for the bonded and non-bonded potential

components. The bonded components take the form:

Vbonded =
NX

i=1

Kd (di � d0)
2 +

NX

angles

K✓ (✓i � ✓0)
2 +

X

dihedrals

K� [1 + cos (n (�i � �0))]

(6.1)

where parameters di (d0) correspond to the distances between two subsequent residues

(i, i+ 1). The angles formed by three subsequent residues (i, i+ 1, i+ 2) are rep-

resented by ✓i (✓0), while the dihedral angles �i (�0) are formed by four subsequent

residues (i, i+ 1, i+ 2, i+ 3). The non-bonded component for native pairs is a Lennard-

Jones-type potential between the intervening residues, where the value of " is constant.

In this equation, rij represents the distance between the C↵ residues i and j, and the

equilibrium distances �ij contain the information about the shape of the interacting

residues.

Vnon�bonded =
NX

i,j=1
i<j�3

"

"
5

✓
�ij

rij

◆12

� 6

✓
�ij

rij

◆10
#

(6.2)

For all non native contacts between residues, the non-bonded potential is always

repulsive:

Vnon�bonded =
NX

i,j=1
i<j�3

"

"
5

✓
�ij

rij

◆12
#

(6.3)
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6.2 The DMC model

We will introduce in more detail the Das-Matysiak-Clementi (DMC) model[43]. The

DMC is a descendant of structure-based and HT models which further expands the

richness of inter-residue interactions and the consequent amount of frustration. This

is done by defining a specific non-bonded interaction for each residue pair type, in

the following form for a protein containing N residues:

Vnon�local =
NX

i,j=1
i<j�3

"(ai, aj)

"
5

✓
�ij

rij

◆12

� �(ai, aj)6

✓
�ij

rij

◆10
#

(6.4)

In this equation, rij represents the distance between the C↵ residues i and j. For

each residue i, 8i 2 {i, ..., N}, the ”flavor” or specific type of aminoacid is indicated

by the parameter ai. The equilibrium distances �ij contain the information about

the ”shape” of the interacting residues[43]. If these were taken to be constant and

the same for every residue pair, then the protein representation would be reduced to

a chain of spherical beads. Therefore, the value of the equilibrium distance for each

type of residue pair is extracted from a probability distribution P (�; ai, aj, |i � j|),

which in turn stems from a statistical analysis of an extensive (> 4000) database of

non-redundant protein structures. The analysis is made considering the occurrence

of di↵erent values for the C↵- C↵ distance over all native contacts by residue pairs of

type (ai, aj), with the desired separation |i� j| along the protein chain. In fact, three

di↵erent distributions are taken into account according to the relative distance of i

and j along the sequence. Thus, |i� j| = 4, |i� j| = 5 and |i� j| > 5 are considered

as separate instances, given that local steric e↵ects can produce notable deviations

from the overall distribution of contact distances for a given pair of residues.
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The parameter " (ai, aj) is positively defined and constrained not to exceed a cuto↵

value (which determines the energy scale), while the parameter � (ai, aj) can only have

two values: if it is equal to 1, then then interaction between residues of types ai, aj

will be attractive. The other possible value of � (ai, aj) is 0 and it corresponds to a

repulsive interaction between both residue types. Both " and � are functions of the

residue types (ai, aj) and they are both generated through an iterative procedure.

The first step of this iteration consists of the generation (for the initial iteration)

or increment (for subsequent ones) of a set of decoy structures �i, i = 1, ..., Ndecoys.

An optimal set of parameters ({"opt}, {�opt}) is then defined, using the maximum

energy gap criterion between the set of decoys �i (with energy E�i
) and the native

structure �nat (with energy E�nat):

�E({"opt}, {�opt}) = max{"},{�}
⇥�
mini2(1,...,Ndecoys)E�i

�
� E�nat

⇤
(6.5)

The next step is to run multiple ”heat and quench” unfolding/refolding molecular

dynamics (MD) simulations using the optimized parameter set. The parameter set

is considered e↵ective if the native state of the protein is consistently recovered dur-

ing the unfolding/refolding process, and then the dynamics of the system is further

investigated. Alternatively, the decoy set is augmented with the compact misfolded

structures obtained during the MD simulation, and another iteration is implemented.

The decoys are defined in the DMC model as any protein configuration with rmsd

(root mean square deviation) larger than 0.3 nm from the native structure, and the

simulation is considered successful if the lowest energy configurations in the folded

state have an rmsd smaller than 0.1 nm. In this work, however, those limits will

be considered flexible given that a single set of parameters will be used for three
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di↵erent protein segments. The energy landscape thus obtained for each protein will

be considered a zeroth-order approximation; additional precision will be achieved

through the incorporation of experimental data to refine the model.

The local potential is defined as:

Vlocal =
NX

i=1

Kd (di � d0)
2 +

NX

angles

K✓ (✓i � ✓0)
2 +

X

dihedrals

K� [1 + cos (n (�i � �0))]

(6.6)

where parameters di (d0) correspond to the distances between two subsequent residues

(i, i+ 1). The angles formed by three subsequent residues (i, i+ 1, i+ 2) are repre-

sented by ✓i (✓0), while the dihedral angles �i (�0) are formed by four subsequent

residues (i, i+ 1, i+ 2, i+ 3).

6.3 Incorporation of experimental data

Let us assume that the Hamiltonian of the protein can be approximated by:

H0 =
X

" (ai, aj)Qij (ai, aj) , (6.7)

where " (ai, aj) corresponds to the energy associated with the interaction between

residues i and j which belong to types ai and aj respectively. The function Qij (ai, aj)

depends on the C↵ � C↵ distance between amino acids ai and aj. For simplicity,

Qij (ai, aj) will be written Qij from this point on.

A mutation of a residue type ak into type a0k can be treated as a small perturbation

�Hk to the wild-type Hamiltonian H0 if only ”conservative mutations” (from larger

to smaller side-chains, e.g. alanine or glycine) are considered:
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�Hk = H(ak!ak0 ) �H0 =
X

i

[�" (ai, ak)Qik + " (ai, a
0
k)Q

0
ik] (6.8)

The functions Q0
ik and Qik, corresponding to the mutated and original Hamiltoni-

ans respectively, will di↵er in that for each interaction involving the mutated amino

acid k, new equilibrium distances �ik (a0k) are picked from a distribution P (�; ai, a0k, |i�

k|), under the condition that �ik (a0k) � �ik (ak). We can estimate the e↵ect of the

mutation on the free energy landscape (between selected regions) as:

�GX
ak!ak0

RT
= �ln

D
e�

�Hk
RT

EX
wt

(6.9)

where R is the gas constant, and h.iXwt represents the average, restricted to the

ensemble X, on the wild-type folding landscape. From this point on the free energy

di↵erence �GX
ak!ak0

associated with a mutation ak ! a0k will be written as �GX
k .

Thermodynamic quantities stemming from the protein landscape are usually ro-

bust in the face of minor variations in the values of the model parameters[42]. We

assume that the region where the optimal values for the set of e↵ective parameters

{"} can be found is a smooth function of those parameters. Therefore, we can make

use of a first order Taylor expansion around the putative optimal values of those

parameters. A new set of parameters is thus defined, enabling the protein model to

better mimic the experimental data:



84

��G0
exp,k ���G0

sim,k ({"0}) =
X

am,al

@��G0
sim,k

@" (am, al)
|"0 ⇥ ("⇤ (am, al)� "0 (am, al))

��G‡
exp,k ���G‡

sim,k ({"0}) =
X

am,al

@��G‡
sim,k

@" (am, al)
|"0 ⇥ ("⇤ (am, al)� "0 (am, al))

(6.10)

with:

��G0
exp,k ' ��G0

sim,k ({"⇤}) = �GN
sim,k ({"⇤})��GU

sim,k ({"⇤})

��G‡
exp,k ' ��G‡

sim,k ({"⇤}) = �GTS
sim,k ({"⇤})��GU

sim,k ({"⇤})
(6.11)

where the native, unfolded and transition state ensembles are indicated by N , U

and TS respectively. We can express the derivatives in equation 6.10 as functions of

average quantities, with X 2 (N,U, TS):

@��GX
sim,k

@"am,al

=

DP
i

h
Q0

ik� (a
0
k, al) +

P
j Qij� (aj, al) (1� �ik) (1� �jk)

i
� (ai, am) e�

�Hk
RT

E

XD
e�

�Hk
RT

E

X

�
*
X

ij

Qij� (ai, am) � (aj, al)

+

X

(6.12)

The preceding equations (6.10), (6.11) and (6.12) combined give rise to a system of

linear equations, with the unknowns being the desired corrections to the parameters:

�" (ai, aj) = "⇤ (ai, aj)� "0 (ai, aj) (6.13)

Given that in the Hamiltonian in equation 6.4 the parameter " (ai, aj) is positively

defined, if � (ai, aj) = 1, then the product " (ai, aj)⇥Qij < 0, which corresponds to an
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attractive interaction; otherwise " (ai, aj)⇥Qij > 0 (repulsive interaction). Therefore,

if a value " (ai, aj) < 0 is returned as a solution, then its absolute value | " (ai, aj) |

is considered and the said interaction is changed from attractive to repulsive (or vice

versa) by changing the value of the parameter �0 (ai, aj) to �⇤ (ai, aj) = 1� �0 (ai, aj).

Since it is generally possible to estimate the relative change in free energy both at

the transition and native states (��G‡
k and ��G0

k) for each given mutation ak !

a0k at position k, the number n of instances of equation 6.10 is twice the number

of mutations for which experimental data are available. In general the number of

unknowns in 6.10 is larger than the number of equations; thus the optimal set of

parameters will not be uniquely defined a priori. However, the inequalities implicit

in equation 6.5 must also be satisfied in order for the protein model to fold to the

desired native structure, for each decoy structure �i:

E�i
({"}, {�})� E�nat ({"}, {�}) > 0 (6.14)

A solution exists only if a set a parameters ({"}, {�}) can be defined, satisfying

equation 6.10 within the region of the parameter space identified by the above men-

tioned set of inequalities. Any set of �"ij that satisfies all instances of equation 6.10

can be expressed as an L-dimensional vector �~" in the form:

�~" = ~x+
MX

j=1

�i~yj (6.15)

where ~x is the minimum norm solution of the linear system originated by equation

6.10, {~yj} are the eigenvectors corresponding to the null eigenvalue of the matrix

associated with the linear system and {�j} is any set of M real values. The vectors
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{~yj}, i 2 (1, ...,M) define the invariant space of the system, of dimension M = L�N ,

where L is the number of unknowns and N is the number of equations. The optimal

solution to the system, if it exists, must be found in the intersection of the invariant

space and the inequality defined by equation 6.14. If this intersection is not null, we

define the optimal solution ({"⇤, �⇤}) as the set of parameters given by the values of

{�⇤} that satisfy the maximum energy gap criterion:

�E ({�}⇤) = max{�}

h⇣
mini2(1,...,Ndecoys)E�i

(" (�))
⌘
� E�nat (" (�))

i
(6.16)

where the parameters {" (�)} are constrained to be solution of equation 6.10, that

is:

~" (�) = ~"0 + ~x+
MX

j=1

�i~yj (6.17)

The solution to equation 6.16 is obtained numerically by using the IBM Cplex

Linear Programming software.

6.4 The heterogeneous MC model

The Matysiak-Clementi model[42] is a heterogeneous structure-based model, which

has the advantage that mutational information can be incorporated into the model in

order to optimize the non-bonded parameters. The bonded parameters are fixed, just

like in the homogeneous model (see equation 6.1). The non-bonded potential between

non native contacts, in the original version of the model, all non native contacts are

repulsive as in equation 6.2. For the native pairs, in this model we have a value of "ij
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which depends on the specific pair being considered:

Vnon�bonded =
NX

i,j=1
i<j�3

"ij

"
5

✓
�ij

rij

◆12

� 6

✓
�ij

rij

◆10
#

(6.18)

In the original version of the model, the native contacts are always attractive, albeit

with di↵ering contact strengths "ij. These contact strengths are defined positive and

can only attain up to a maximum value (i.e., the energy per contact has an upper

bound):

(�~")l =

 
~x+

MX

n=1

�n~yn

!

l

� �"k (6.19)

The objective in this algorithm is the maximization of the overlap function, defined

as:

� ({�}) = min
1,...,L

 
~x+

MX

n=1

�n~yn

!

l

(6.20)

As in the DMC model, the ~yn represent the eigenvectors of the nullspace generated

by the system which originates from the matching of the experimental and simulated

��G values. For the MC model, the form of the Hamiltonian depends on each

residue pair (and not the pair type):

H0 (q) =
X

i 6=j

"ijQij (qi, qj) (6.21)

Therefore, the perturbation has the form:

�Hk = Hk �H0 = �
X

i

fk
i "ijQij (6.22)
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The coe�cients 0  fk
ij  1 represent the fraction of contacts disrupted by a

mutation at position k, in the interactions between residues (i,j). The form of equation

6.21 results in an estimation of the ��G, analog to equation 6.9 in the DMC model,

which has the following form:

�GX (k)

kBT
= �ln

D
e�

�Hk
RT

EX
wt

(6.23)

Therefore, the analog of equations 6.10, 6.11 and 6.12 in the DMC model turn

into:

��G0
exp,k ���G0

sim,k ({"}) =
X

ij

@��G0
sim,k

@"ij
|{"} ⇥

�
"⇤ij � "ij

�

��G‡
exp,k ���G‡

sim,k ({"}) =
X

ij

@��G‡
sim,k

@"ij
|{"} ⇥

�
"⇤ij � "ij

�
(6.24)

with:

@��G0
sim (k)

@"ij
=

��GN (k)

@"ij
� ��GU (k)

@"ij

@��G‡
sim (k)

@"ij
=

��GTS (k)

@"ij
� ��GU (k)

@"ij

(6.25)

and

��GX (k)

@"ij
=
�
1� fk

ij

� hQijexp
⇣
�
P

ij f
k
ij"ijQij

⌘
iX

hexp
⇣
�
P

ij f
k
ij"ijQij

⌘
iX

� hQijiX (6.26)
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X 2 (N,U, TS) indicates the native, unfolded or transition state ensemble, respec-

tively. Equations 6.24 and 6.26 when combined yield a system of linear equations,

where the unknown is the parameter shift vector �"ij =
�
"⇤ij � "ij

�
.

6.5 Optimization algorithm using IBM Cplex

The Python API of the IBM ILOG Cplex was used to apply a LP algorithm to solve

the system of equations yielded by equations 6.16 and 6.17 in the case of the DMC

model, and by equations 6.19 and 6.24 for the MC model. For simplicity, we will

describe here the procedure followed or the MC model, where we aim at maximizing

the overlap function (equation 6.20).

From equation 6.24, we obtain a set of constraints extracted from the mutational

data available in experiments. For each mutation there are two values (��G‡ and

��G0), thus yielding between between 22 and 60 constraints according to the protein

considered. The equation can be reformulated as follows:

��GX
exp ���GX

sim = M · ~�" (6.27)

Since the number of parameters "ij to optimize (around 240) far exceeds the

number of constraints, the matrix M is rectangular, making ~�" underdetermined.

Therefore, the solution of equation 6.27 has a minimum norm solution xp and a

nullspace solution xn, where:

xp = M+ ·
�
��GX

exp ���GX
sim

�
(6.28)

M+ is the pseudo inverse of matrix M. Given that some of the singular values
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of the latter matrix were usually small (that is, there was some degree of correlation

between the mutational data points), a truncation value for the singular values was

imposed. In general, around 60-75% of the singular values were used. Lowering the

cuto↵ threshold for the eigenvalues translated into a larger norm of ~�", which implied

a higher degree of parameter heterogeneity, and thus a faster decrease of the protein

free energy barrier through the successive iterations. Another important lever in the

use of Cplex is the upper and lower bounds for the values of the "ij, which according

to the case were usually allowed to vary between 0.01 and 10.0 initially, for the case

of native contacts. A better convergence was achieved when the upper value was set

to 3.0; by doing this we allow for a smoother evolution of parameter values across

iterations.

6.5.1 Addition of heterogeneous frustration

When adding heterogeneous frustration, the nonnative parameters were allowed a

di↵erent variation range than the native ones. The optimal range for the "NN was

fount to be [�2.0, 2.0]. An additional objective was added to Cplex, which is the

minimization of the nonnative interactions (similar to the DMC model). Since now

two objectives are present (the other one is the addition to the overlap function), a

relative weight was assigned to either objective. Initially, the frustration minimization

weight was 50%, but better results were obtained assigning only 20% to this objetive.

6.5.2 Repulsive native contacts

When allowing the native contacts to become repulsive, a range of [�2.0, 3.0] was

found to be the optimal one for the native "Nat.
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6.6 Bonded constraints

The angles constants in the MC had been optimized using proteins like SH3, which

posesses less than half the percentage of short range non-bonded contacts found in

the spectrins, and had a value of Kangles = 40. The best results were obtained

for the spectrins when increasing this value to Kangles = 4000. The value of the

dihedrals constant was set to 1. We found that too low a value for these two constants

would make the helices too wobbly, whereas sti↵ening them too much by raising this

constants to higher values caused the free energy barrier to flatten excessively.

6.7 Hybrid MC/LWO model

• The idea of the model is to represent the excluded volume of all the heavy

atoms, while coarse-graining the long range non-bonded interactions. Long

range interactions are those established between residues which are separated

by more than 8 amino acids in the sequence.

• From now on by “atoms” we refer to heavy atoms. All atoms have the same

weight and excluded volume radius.

• Short range non-bonded interactions are all-atom, while long range ones are

coarse grained and established between the C� atom of each residue (with the

exception of glycine, which has no C�).

• The implementation of the model was done by using an adaptation of the

SBM AA+gaussian template from the SMOG2 software package[68, 108].

• The values for the bonded constants are kept from the default SMOG2 setup,

with the exception of the angles constant which is raised from a value of 80 to
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a value of 100 (a 25% increase)

V bonded =

⇢X

bonds

V B +
X

angles

V A +
X

impropers/planars

V I

+
X

backbone

V BB +
X

side�chains

V SC

�
(6.29)

• More specifically, the terms of the bonded potential are mostly harmonic ones,

with the exception of the backbone and side chain dihedrals

V bonded =
X

bonds

"r(r � r0)
2 +

X

angles

"✓(✓ � ✓0)
2

+
X

impropers/planars

"�(�� �0)
2 +

X

backbone

"BBFD(�) +
X

side�chains

"SCFD(�) (6.30)

• The specific function for the backbone and side-chain dihedrals is:

FD(�) = [1� cos (�� �0)] +
1

2
[1� cos (3 (�� �0))] (6.31)

• The SBM AA+gaussian template of SMOG2 gives a list of non-bonded contacts

between all heavy atoms. Our own Smog AA package coarse-grains all contacts

established between residues separated by more than 8 amino acids in the se-

quence. The coarse grained contacts are Gaussian as well, but their equilibrium

distance is that between the corresponding Cbeta atoms.

• The non-bonded potential for non native contacts is purely repulsive and equal

to:

V R = "NC (d/ri,j)
12 (6.32)

• For native contacts we apply a Gaussian potential. The third term is meant to

keep the repulsive wall fixed in place; it tends to zero when taking into account
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the relatively large distances between C� atoms and thus is not needed for coarse

grained contacts.

V C = V R (ri,j) + "i,jV
G (ri,j) + V R (ri,j)V

G (ri,j)) (6.33)

• And the Gaussian is defined as:

V G = exp
h
�
�
ri,j � rNi,j

�2
/
�
2�2

i,j

�i
(6.34)

• The excluded volume for the atoms participating in coarse grained contacts

remains the same (we do not want to modify the steric characteristics of the

protein), but the width of the Gaussian � is enlarged together the corresponding

equilibrium radius r0. As usual, �2 =
�
rij0
�2

/ (50 ln 2). This assures that the

contact potential diminishes to one half within ±20% of r0.

• The value of the nonbonded interaction parameters ("ij) are kept at 0.4 for the

CG long range interactions and at 2.0 for the all-atom short range interactions.

6.8 Smog all-atom model

The SMOG-AAmodel has the same description of the LWOmodel, with the exception

that it is purely all-(heavy) atom for the non-bonded interactions. The angles constant

was not altered from the original SBM AA+gaussian template in SMOG2.

6.8.1 Addition of electrostatics

The MOPAC software package was employed to generate the partial charges, depart-

ing from the pdb file with added hydrogens. Then, a net charge for each heavy atom

was calculated by adding the partial charges of the hydrogen atoms covalently joined
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to the said atom. A table was then generated with a Debye-Hückel potential following

Wang et al.[115]:

Eij
elec =

qiqj
4⇡r"0"r

e�r/
p

"0"rkBT/2e2I (6.35)

The contact potential di↵ers slightly from the original SMOG-AA, because we

cannot define electrostatic pairs in Gromacs: using equation 6.33 would require using

the [ exclusions ] directive in the topology file. Therefore, we use Gaussian con-

tacts without the correction for very short equilibrium distances; since we are dealing

with an all-atom configuration, the atoms are smaller than in a C↵ representation,

and thus this should not introduce an appreciable amount of error.

V C = V R (ri,j) + "i,jV
G (ri,j) (6.36)

For the plots shown in chapter 4, between 12 and 20 runs were generated for each

electrostatic factor value, at temperatures separated by 0.25 to 0.5 K, thus spanning a

range between 5 and 10 K. Each run is 1.5 ·107 frames long, corresponding to 7.5 ns of

simulation time. The plots were generated using the thermo.estimate multi temperature

function from PyEmma, and selecting “wham” as the estimator.

In summary, the values of the bonded and non-bonded constants are the following:

• Bonds "r = 10000

• Angles "✓ = 80

• Dihedrals-improper "� = 10

• Dihedrals harmonic aromatic "� = 40
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• Dihedrals-proper backbone "BB = 10

• Dihedrals-proper side chain "SC = 10

• Repulsive wall constant 4 ⇤ "NC ⇤ d12 = 5.9605 ⇤ 10�10

• All-atom "ij = 7.041116006�1

• Mass of each atom = 1.0

• Permittivity of vacuum "0 = 5.73 ⇤ 10�4(e2.mol)/(kJ.nm)

• Relative permitivity of water "r = 80

• Boltzmann’s constant KB = 1.380648 ⇤ 10�26(kJ/K)

• Number of all-atom non-bonded contacts:

– R15 = 923

– R16 = 908

– R16mut = 901

• Ionic strength = 0.1M

• Charge = units of q (1.6022 ⇤ 10�19C)

(Note: These values yield a Debye length of approximately 30.4 nm for an ionic

strength of 0.1M)
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