ABSTRACT

Decentralized Baseband Processing for Massive MU-MIMO Systems

by

Kaipeng Li

Achieving high spectral efficiency in realistic massive multi-user (MU) multipleinput multiple-output (MIMO) wireless systems requires computationally-complex
algorithms for data detection in the uplink (users transmit to base-station) and beamforming in the downlink (base-station transmits to users). Most existing algorithms
are designed to be executed on centralized computing hardware at the base-station
(BS), which results in prohibitive complexity for systems with hundreds or thousands
of antennas and generates raw baseband data rates that exceed the limits of current
interconnect technology and chip I/O interfaces. This thesis proposes novel decentralized baseband processing architectures that alleviate these bottlenecks by partitioning
the BS antenna array into clusters, each associated with independent radio-frequency
chains, analog and digital modulation circuitry, and computing hardware. For those
decentralized architectures, we develop novel decentralized data detection and beamforming algorithms that only access local channel-state information and require low
communication bandwidth among the clusters.
We first propose a decentralized consensus-sharing architecture. With this architecture, each cluster performs local baseband processing in parallel and then shares
their local results with little amount of data transfer to compute a global consensus
at a centralized processing element; the consensus is then broadcast to each cluster

for another round of local update. After a few rounds of local update and consensus
sharing, a converged global consensus result is obtained. Under this architecture, we
solve uplink data detection and downlink beamforming problems using alternating
direction method of multipliers (ADMM) and conjugate gradient methods in a decentralized manner, and show superb error-rate performance that has minimum loss
compared to centralized solutions.
To reduce the data transfer latency across clusters, we further propose a decentralized feedforward architecture that only requires one-shot message passing among
clusters to arrive at global detection or beamforming results. With this architecture, we
develop multiple variations of detection and beamforming algorithms with non-linear
or linear local solvers, and with partially or fully decentralization schemes, that realize
trade-offs between error-rate performance, computational complexity, and interconnect
bandwidth.
To evaluate the hardware efficiency of our proposed methods, we implement above
decentralized detection and beamforming algorithms on multi-GPU systems using
parallel and distributed programming techniques to optimize the data rate performance.
Our implementations achieve less than 1ms latency and over 1Gbps data throughput
on a high-end multi-GPU platform, and demonstrate high scalability to support
hundreds to thousands of antennas for massive MU-MIMO systems.
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Chapter 1
Introduction
1.1

Motivation

Massive multi-user (MU) multiple-input multiple-output (MIMO) is among the most
promising technologies for realizing high spectral efficiency and improved link reliability
in fifth-generation (5G) wireless systems [2, 3]. The main idea behind massive MUMIMO is to equip the base-station (BS) with hundreds or thousands of antenna
elements, which increases the spatial resolution and provides an energy-efficient way
to serve a large number of users in the same time-frequency resource. Despite all the
advantages of this emerging technology, the presence of a large number of BS antenna
elements results in a variety of implementation challenges. One of the most critical
challenges is the excessively high amount of raw baseband data that must be transferred
from the baseband processing unit to the radio-frequency (RF) antenna units at the BS
(or in the opposite direction). Consider, for example, a 128 BS-antenna massive MUMIMO system with 40 MHz bandwidth and 10-bit analog-to-digital converters (ADCs).
For such a system, the raw baseband data rates from and to the RF units easily exceed
200 Gbit/s. Such high data rates not only pose severe implementation challenges for
the computing hardware to carry out the necessary baseband processing tasks, but
the resulting raw baseband data stream may also exceed the bandwidth of existing
high-speed interconnects, such as the common public radio interface (CPRI) [4].
Recent testbed implementations for massive MU-MIMO, such as the Argos testbed [5,
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6], the LuMaMi testbed [7], and the BigStation [8], reveal that the centralized baseband processing required for data detection in the uplink (users communicate to BS)
and downlink (BS communicates to users using beamforming) is extremely challenging
with current interconnect technology. In fact, all of the proposed data detection or
beamforming algorithms that realize the full benefits of massive MU-MIMO systems
with realistic (finite) antenna configurations, such as zero-forcing (ZF) or minimum
mean-square error (MMSE) equalization or beamforming [9], rely on centralized baseband processing. This approach requires that full channel state information (CSI)
and all receive/transmit data streams and all subcarriers (for wideband systems) are
available at a centralized node, which processes and generates the baseband signals
that are received from and transmitted to the radio-frequency (RF) chains. To avoid
such a traditional, centralized baseband processing approach, existing testbeds, such
as the Argos testbed [5], rely on maximum-ratio combining (MRC), which enables fully
decentralized channel estimation, data detection, and beamforming directly at the
antenna elements. Unfortunately, MRC significantly reduces the spectral efficiency for
realistic antenna configurations compared to that of ZF or MMSE-based methods [9],
which prevents the use of high-rate modulation and coding schemes that fully exploit
the advantages of massive MU-MIMO.

1.2

Contribution

In this thesis, we propose decentralized baseband processing (DBP) architectures,
which alleviate the bottlenecks of massive MU-MIMO caused by extremely high raw
baseband data rates and implementation complexity of centralized processing. Our
main contributions are as follows:
• We propose novel DBP architectures for scalable massive MU-MIMO BS designs,

3

Decentralized baseband processing (DBP) concept for Massive MU-MIMO
Consensus-sharing architecture
(Multi-round data transfer)
Decentralized algorithms based
on distributed optimization
ADMM-detection, CG-detection
ADMM-beamforming

Feedforward architecture
(One-shot data transfer)
Fully decentralized (FD)

Partially decentralized (PD)

Decentralized algorithms based
on feedforward message passing
Det: PD-LAMA, PD-MMSE
Beam: PD-WF,
PD-ZF

Det: FD-LAMA, FD-MMSE, D-CD
Beam: FD-WF,
FD-ZF, D-CD

Performance evaluation and trade-offs: error rate, complexity, data transfer
GPU implementations: design efficiency and scalability
Figure 1.1 : Thesis contributions

which distribute computation across clusters of antennas.
• We develop various decentralized algorithms for data detection in the massive
MU-MIMO uplink and beamforming in the downlink.
• We perform a simulation-based tradeoff analysis between error-rate performance,
data transfer amount, and computational complexity for the proposed decentralized data detection and beamforming algorithms.
• We present implementation results for data detection and beamforming on
multi-GPU systems that showcase the efficacy and scalability of the proposed
DBP approach.
The thesis contribution is summarized in Fig. 1.1 and detailed in the following
Chapters.
Our results demonstrate that DBP enables modular and scalable BS designs for
massive MU-MIMO with hundreds to thousands of antenna elements while avoiding
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excessively high baseband and I/O data rates and significantly reducing the high
computational complexity of conventional centralized algorithms.

1.3

Thesis outline

The thesis is organized as follows:
Chapter 1 introduces the challenge of conventional centralized baseband processing for massive MU-MIMO and our contributions on decentralized baseband
processing.
Chapter 2 provides the background of massive MU-MIMO and GPU computing, and discusses related prior work on low complexity and distributed baseband
processing.
Chapter 3 illustrates the basic concepts and key features of our proposed decentralized baseband processing (DBP) method, and introduce the decentralized
consensus-sharing architecture with multi-round data transfer and the decentralized
feedforward architecture with one-shot data transfer for DBP.
Chapter 4 elaborates our proposed decentralized uplink data detection and downlink beamforming algorithms under the decentralized consensus-sharing architecture,
and discusses their corresponding error-rate performance and complexity trade-offs,
and details the hardware implementations on GPU and CPU clusters to demonstrate
the design efficiency and scalability.
Chapter 5 proposes multiple different decentralized uplink data detection and
downlink beamforming algorithms with non-linear or linear local solvers under the
decentralized feedforward architecture, showcases their superb error-rate performance
and hardware efficacy with multi-GPU implementations, and analyzes their complexity
and performance trade-offs.

5
Chapter 6 summarizes and concludes the thesis. Publications from the thesis are
highlighted along with directions for future work.
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Chapter 2
Background and Related Work
2.1

Massive MU-MIMO systems

Multiple-input multiple-output (MIMO) technology was proposed in recent years to
increase the data rate of wireless communication by exploring the communication
resources at the spacial dimension within the same time and frequency band [2,3,10,11].
MIMO technology has already been widely adopted in many modern wireless standards,
such as IEEE 802.11n and 3GPP LTE-A, etc. By equipping many-antenna array, the
basestation can process the array signals coherently to stream and focus the transmitted
signal to specific mobile terminals or recover the received signal of multiple users
from interference and noise, by performing downlink beamforming or uplink data
detection, respectively. More antenna numbers at BS can result in finer spatial focusing
and signal recovery. Compared to small-scale MIMO systems, large-scale MIMO (or
massive MIMO) systems, where the BS is equipped with hundreds of antennas to serve
tens of users, can further improve the spectrum efficiency, channel capacity and link
reliability. Fig. 2.1 [2] depicts how massive MIMO basestations communications with
multiple users in cellular networks. Several previous massive MIMO testbeds have
been developed to show the feasibility and capability of massive MIMO system, such
as Rice Argos [5, 6] built by WARP boards, LUND basestation by USRP [7, 12, 13]
and Microsoft BigStation based on CPU clusters [8].
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Figure 2.1 : Massive MU-MIMO systems in cellular networks [2].

2.2

Centralized baseband processing

Typical massive MU-MIMO systems rely on centralized baseband processing architecture, where RF chains of all hundreds of antennas connect to a centralized computing
fabric at the basestation, and all baseband processing workload associated with those
antennas should be handled at this single computing fabric in real time, as shown in
Figure 2.2.
In this section, we first introduce the basic uplink and downlink system models
under such centralized processing architecture, and then briefly overview some of the
most computationally intensive baseband processing modules, such as uplink data
detection and downlink beamforming. We consider a TDD massive MU-MIMO system
and we assume a sufficiently long coherence time, i.e., the channel remains constant
during both the uplink and downlink phases. In what follows, we focus on narrowband
communication; a generalization to wideband systems is straightforward.
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Figure 2.2 : Centralized baseband processing.

2.2.1

System models

In the uplink phase, U single-antenna∗ user terminals communicate with a BS having
B ≥ U antenna elements. Each user encodes its own information bit stream using
a forward error correction (FEC) code and maps the resulting coded bit stream to
constellation points in the set O (e.g., 16-QAM) using a predefined mapping rule
(e.g., Gray mappings). At each user, the resulting constellation symbols are then
modulated and transmitted over the wireless channel (subsumed in the “RF” block in
Figure 3.1). The transmit symbols su , u = 1, . . . , U , of all U users are subsumed in
the uplink transmit vector su ∈ OU . The baseband-equivalent input-output relation
of the (narrowband) wireless uplink channel is modeled as yu = Hu su + nu , where
yu ∈ CB is the received uplink vector, Hu ∈ CB×U is the (tall and skinny) uplink
channel matrix, and nu ∈ CB is i.i.d. circularly-symmetric complex Gaussian noise
with variance N0 per complex entry. The goal of the BS is to estimate the transmitted
code bits given (approximate) knowledge of Hu and the received uplink vector yu .
This information is then passed to the decoder, which computes estimates for the data
bits of each user.
∗

A generalization to multi-antenna user terminals is straightforward but omitted for the sake of
simplicity of exposition.
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In the downlink phase, the B BS antennas communicate with the U ≤ B singleantenna user terminals. The information bits for each user are encoded separately
using a FEC. The BS then maps the resulting (independent) coded bit streams to
constellation points in the alphabet O to form the vector sd ∈ OU . To mitigate MUI,
the BS performs beamforming (BF) or precoding, i.e., computes a BF vector xd ∈ CB
that is transmitted over the downlink channel. Beamforming requires knowledge of
the (short and wide) downlink channel matrix Hd ∈ CU ×B and the transmit vector
sd ∈ OU to compute a BF vector that satisfies sd = Hd xd . By assuming channel
reciprocity, we have the property Hd = (Hu )H [2, 3], which implies that the channel
matrix estimated in the uplink can be used in the downlink. The baseband-equivalent
input-output relation of the (narrowband) wireless downlink channel is modeled as
yd = Hd xd + nd , where yd ∈ CU is the receive vector at all users and nd ∈ CU is i.i.d.
circularly-symmetric complex Gaussian noise with variance N0 per complex entry.
By transmitting xd over the wireless channel, the equivalent input-output relation
is given by yd = sd + nd and contains no MUI. Each of the users then estimates
the transmitted code bits from yud , u = 1, . . . , U . This information is passed to the
decoder, which computes estimates for the user’s data bits.
2.2.2

Uplink data detection

In the uplink MIMO system, the basestation receives signal yu . To unmix the received
data streams from different users and recover the transmit signal su , data detection
process is required. There are various data detection methods for MIMO systems with
different arithmetic complexity and detection performance. The maximum-likelihood
(ML) detector achieves optimal detection performance, but entails prohibitive computational complexity for efficient hardware implementation with the increase of antenna
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numbers, especially in the scenario of massive MIMO systems. Some sub-optimal
detectors, such as sphere detection and decoding scheme, are thus adopted in smallscale MIMO systems, but are still impractical for massive MIMO systems. Linear
detectors, such as matched filter (MF), zero-forcing (ZF), or minimum mean square
error (MMSE) detectors, are widely used for massive MIMO detection considering
their manageable complexity for practical implementation. Compared to MF and ZF
detectors, linear MMSE detector can strike better balance between suppressing noise
and suppressing interference in received signals. Specifically, the MMSE equalizer
estimates ŝu = Wu yu where Wu is the equalization matrix:
Wu = ((Hu )H Hu + (2Es /N0 )−1 IU )−1 (Hu )H .

(2.1)

Here, (Hu )H is the conjugate transpose of uplink channel matrix Hu , and IU is the
U × U identity matrix. To avoid redundant computations, we can calculate and reuse
Gram matrix Gu = (Hu )H Hu and regularized Gram matrix Au = Gu + (2Es /N0 )−1 IU
within a certain channel coherence time, and apply them on the matched-filter output
yM F = (Hu )H yu , then:
ŝu = (Au )−1 yM F .
2.2.3

(2.2)

Downlink beamforming

In the downlink MIMO system, the basestation precodes transmit constellation symbols
so that the beamforming vector xd can reach the desired user equipment with finer
spacial focusing. Similar to uplink detection, linear beamformers, such as MF, ZF, and
MMSE beamformers, are widely used in massive MIMO systems considering their good
performance and acceptable complexity. For example, for ZF beamforming xd = Pd sd
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which minimizes user inferences, the beamforming matrix Pd can be written as
Pd = (Hd )H (Hd (Hd )H )−1 = (Hd )H (Gd )−1 ,

(2.3)

where Gd = Hd (Hd )H is the corresponding Gram matrix for downlink ZF beamforming.
From the above formulas, we see that the dominant computational complexity
of typical linear detection and downlink beamforming comes from the Gram matrix
computations and matrix inversions. The computation complexity can scale up quickly
when increasing the antenna numbers at a centralized basestation.

2.3
2.3.1

GPU computing and software-defined radios
General-purpose computing on graphics processing units

Graphics processing unit (GPU) is equipped in most commercial computers and
mobile devices. While the initial usage of GPU is to offer high computing power for
accelerating graphics applications, in recent years, the numerous computing resources of
modern GPUs are better exploited and generalized for some general purpose computing
problems such as digital signal processing, molecular dynamics simulations, machine
learning and data mining, and so on. General purpose computing on GPU (GPGPU)
has become a new trend and hot topic in high performance computing (HPC) and
parallel computing area [14]. For wireless communication applications, some previous
work presents the efficacy of using GPU as baseband accelerators to accelerate some
computationally intensive baseband modules, such as LDPC decoding [15], Turbo
decoding [16], and small scale MIMO detectors [17], etc. Thousands of parallel
computing cores and hierarchical memory resources in modern GPUs are able to
provide TFLOPS peak computing power for a variety of computationally intensive
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problems, but to optimize the acceleration performance on GPU requires both careful
exploration of inherent parallelism and efficient architecture-aware mapping of specific
algorithms.
GPU Hardware Architecture
We introduce the architecture of modern GPUs in this section. Without losing
generality, we discuss the GPU devices produced by Nvidia company, which leads
the trend in GPU computing, as case studies. In 2006, Nvidia released G80 GPU
and GTX 8800 card, bringing the Compute Unified Device Architecture (CUDA)
and better normalization of GPGPU to the world. During the past decade, the
Nvidia GPU architecture has experienced several generations, from Fermi, to Kepler,
Maxwell, Pascal, and to latest Volta architecture, significantly improving the computing
performance and power efficiency.
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Figure 2.3 : GPU Architecture [18]
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Figure 2.3 shows the detailed hardware architecture of a GM204 GPU [18] with
Maxwell architecture representing the general architecture hierarchy of most modern
GPUs. As shown in Figure 2.3, the GPU consists several graphics processing clusters
(GPCs), each containing multiple streaming multiprocessors (SMs), with each SM
composed of hundreds of computing cores. Different GPUs may have different number
of SMs and computing cores. Generally speaking, with more SMs and computing cores,
a GPU can achieve better peak computing power, but the computing performance
can also be affected by the richness and hierarchy of memory resources on the GPU.
In a GPU card, the slowest but largest ( several GBs) memory is global memory,
or device memory, which can directly communicate with CPU memory via PCIe
bus and share the data between different SMs. Within global memory, there is a
special and limited memory area called constant memory, which can be used to store
some constant variables for an application and be fast broadcast when those variables
need to be fetched, achieving lower memory transaction overhead than general global
memory. Furthermore, L2 caches are also used to store frequently used values to
reduce the memory transactions with slower global memory. Inside a SM, as shown in
the zoom-in subfigure of Figure 2.3, the shared memories and L1 caches are used to
realize the efficient data sharing within a SM with higher memory bandwidth than
global memory, and the local registers, which are closest to GPU cores and thus fastest,
are used to store the local variables for a certain thread running on a certain core.
We should also understand that although local registers and shared memories are
faster, they are also a very scarce memory resource ( several tens of KB in a SM), so
usually optimization of the utilization of those resources is essential to obtain high
performance of GPU acceleration.
In Table 2.1, we show the comparison of architectural specifications of two latest

15
Table 2.1 : GPU architecture comparison
GPU
SMs
FP32 CUDA cores
Clock Freq.
Peak FP32 TFLOPS
Memory Interface
Memory Size
L2 Cache Size
TDP
Transistors
Manufacture

Tesla P100
56
3584
1480MHz
10.6
4096-bit HBM2
16GB
4096KB
300Watts
15.3billion
16nm

Tesla V100
80
5120
1530MHz
15.7
4096-bit HBM2
16GB
6144KB
300Watts
21.1billion
12nm

Nvidia GPU cards, the Tesla P100 with Pascal architecture, and the Tesla V100 with
Volta architecture.

GPU Programming Model
A key advantage of GPGPU is that we can program a GPU with high-level programming languages such as CUDA or OpenCL with mature development tools,
formalized programming models and numerous libraries to achieve significant speedup
of computation with low programming efforts. Considering CUDA and OpenCL have
similar programming methodologies, so here we only discuss the CUDA programming
model [19] as illustrated in Figure 2.4.
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Figure 2.4 : GPU Programming Model

The total computational workloads of a specific application usually include several
computational stages, each of which can be designed as a certain kernel function to
represent the computing flow and inherent parallelism of that stage. At runtime,
the CPU process will invoke those kernel functions with thousands of threads to
perform the computations in parallel. For a certain kernel function, those parallel
threads will be grouped into several thread blocks within a whole thread grid for
better thread organization. One can specify the number of the thread blocks within
a grid and the number of threads within a block as directives of kernel function
according to the parallelism degree of the corresponding computation stage. As shown
in Figure 2.4, each thread processes an independent and small portion of the total
computation workloads with related variables stored in corresponding local registers,
different threads within a block can communicate by the shared memories or L1 caches,
and all the threads from different blocks within a grid can share data in the global
memories or L2 caches. When deploying those threads onto GPU cores to execute,
every 32 threads within a block will be grouped into a warp as a workload unit to be
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dispatched onto the GPU cores by warp schedulers in SMs. To fully utilize thousands
of GPU cores, we usually need to have enough computational workload so that we can
generate enough parallel threads to keep high occupancy of GPU cores and achieve
high computing throughput.
2.3.2

Software-defined radios

Software-defined radio (SDR) systems have developed rapidly in recent years with
the ever-growing needs of low cost, high flexibility and high efficiency design for
next generation wireless communication systems. By enabling some or all of the
physical layer functions for a radio in a fully programmable way, SDR systems can
be easily adapted to a variety of wireless communication standards and specific user
requirements by simply reconfiguring the software-defined system parameters, which
allows researchers to fast prototype and test more powerful baseband algorithms for
future wireless communication systems and standards with lower development cost.
SDR systems are believed to be the basis of evolution to future cognitive radio systems
considering the high adaptability and flexibility of SDRs.
In SDR systems, the baseband processing is usually accelerated by modifiable or
programmable hardware, such as field programmable gate arrays (FPGA), general
purpose processors (GPP) such as CPUs, digital signal processors (DSP), or programmable System on Chip (SoC), etc. Some FPGA-based SDRs systems, such as
802.11 reference design on wireless open-access research platform (WARP) developed
by Rice University, are able to achieve real-time baseband processing with the high
computing capability of FPGA. There are also some GPP-based SDR systems, such
as GNU radio [20], Microsoft Sora [21] platform and WARPLab [22], enabling more
flexible baseband design by high level programming language such as C or Matlab
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and efficient data communication with front end platforms such as USRP, WARP
or Sora radios. Recently, general purpose computing on GPU (GPGPU) technology
has been seen an another alternative of baseband accelerator considering the GPU’s
TFLOPS level peak computing capability and high programmability by CUDA or
OpenCL [23]. Some GPU-based baseband components or SDR systems have also
been developed and evaluated, showing the capability and efficiency of using GPU as
baseband accelerators.
As we know, FPGAs are constructed by low level gates and multipliers which can
capture the data path efficiently. With the pre-programmed property, the overhead of
instruction fetching and decoding can be neglected in FPGA, in contrast to CPU or
GPU. Furthermore, the memory resources on FPGA are placed close to the modules
which need them. All above architectural properties contribute to the low latency
and high performance of FPGA. Relatively, GPUs have some different features. For
example, the instruction fetching and decoding on GPU can introduce extra overhead,
and the memory system on GPU is more restrictive than FPGA. Also, the computation
tasks on GPU should have high degree of inherent parallelism, and can be divided
into independent small portions so that they can be processed on thousands of GPU’s
simple computing cores for improving the total throughput. Besides, GPUs are good
at floating point computations rather than fixed point computations, which can offer
higher precision. Another key advantage of GPU is its high programmability, which
enables lower design efforts in the context of SDR systems. Compared to conventional
high performance FPGA-based SDRs which may suffer from high design cost and long
design period, or flexible GPP-based SDRs which may have limited performance on
computationally intensive workloads, GPU-based SDRs have the potential to strike
the balance between the design flexibility and system data-rate performance for fast
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and real-time prototyping of a variety of baseband components which have inherent
arithmetic parallelism and can be mapped in an architecture-aware manner.

2.4

Challenges of practical implementations

In massive MU-MIMO system, the presence of a large number of BS antenna elements
results in a variety of implementation challenges.
2.4.1

Bottlenecks of centralized baseband processing

With typical centralized baseband processing architecture as described in Section 2.2,
one of the most critical challenges is the excessively high amount of raw baseband
data that must be transferred from the centralized baseband processing unit to the
radio-frequency (RF) antenna units at the BS (or in the opposite direction). Consider,
for example, a 128 BS-antenna massive MU-MIMO system with 40 MHz bandwidth
and 10-bit analog-to-digital converters (ADCs). For such a system, the raw baseband
data rates from and to the RF units easily exceed 200 Gbit/s. Such high data rates
not only pose severe implementation challenges for the computing hardware to carry
out the necessary baseband processing tasks, but the resulting raw baseband data
stream may also exceeds the bandwidth of existing high-speed interconnects, such as
the common public radio interface (CPRI) [4].
Recent testbed implementations for massive MU-MIMO, such as the Argos testbed [5,
6], the LuMaMi testbed [7], and the BigStation [8], reveal that the centralized baseband processing required for data detection in the uplink (users communicate to BS)
and downlink (BS communicates to users using beamforming) is extremely challenging
with current interconnect technology. In fact, all of the proposed data detection or
beamforming algorithms that realize the full benefits of massive MU-MIMO systems
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with realistic (finite) antenna configurations, such as zero-forcing (ZF) or minimum
mean-square error (MMSE) equalization or beamforming [9], rely on centralized baseband processing. This approach requires that full channel state information (CSI)
and all receive/transmit data streams and all subcarriers (for wideband systems) are
available at a centralized node, which processes and generates the baseband signals
that are received from and transmitted to the radio-frequency (RF) chains. To avoid
such a traditional, centralized baseband processing approach, existing testbeds, such
as the Argos testbed [5], rely on maximum-ratio combining (MRC), which enables fully
decentralized channel estimation, data detection, and beamforming directly at the
antenna elements. Unfortunately, MRC significantly reduces the spectral efficiency for
realistic antenna configurations compared to that of ZF or MMSE-based methods [9],
which prevents the use of high-rate modulation and coding schemes that fully exploit
the advantages of massive MU-MIMO.
2.4.2

Prior work on low-complexity centralized processing

There are some prior work on reducing the computational complexity of centralized
detection and beamforming by numerical approximation. [24–26] proposed efficient
approximation scheme for matrix inversion relying on Neumann series. [27] also
avoided explicit matrix inversions by iterative conjugate-gradient solution for fast
massive MIMO detection and precoding. [28] further reduced complexity of uplink
detection by eliminating matrix multiplications and inversions using coordinate descent
method. While all above work effectively achieves excellent error-rate performance at
low complexity, they are developed for centralized processing architecture. That is,
when we increase the number of BS antennas, we may still encounter aforementioned
computation and interconnection bottlenecks.
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In this thesis, we propose decentralized baseband processing (DBP) architectures
and algorithms as illustrated in following chapters, which alleviates the bottlenecks of
massive MU-MIMO caused by extremely high raw baseband data rates and implementation complexity of centralized processing.
2.4.3

Prior work on parallel and distributed processing

There are also some prior work on parallel and distributed processing that are related
to DBP: coordinated multipoint (CoMP), cloud radio access networks (C-RAN), and
testbeds that perform parallel and distributed baseband processing across frequencies
(or subcarriers). The following paragraphs discuss these results.
Coordinated multipoint (CoMP)
Coordinated multipoint (CoMP) is a distributed communication technology to eliminate inter-cell interference, improve the data rate, and increase the spectrum efficiency
for cell-edge users [29].
CoMP distributes multiple BSs across cells, which cooperate via backhaul interconnect to perform distributed uplink reception and downlink transmission. CoMP
has been studied for cooperative transmission and reception [30, 31] in 3GPP LTE-A,
and is widely believed to play an important role in 5G networks [32] along with other
technologies, such as massive MU-MIMO [33]. Several algorithms for distributed
beamforming with CoMP have been proposed in [34–36]. The paper [34] proposes
a distributed precoding algorithm for multi-cell MIMO downlink systems using a
dirty-paper coding. The papers [35, 36] propose distributed beamforming algorithms
based on Gauss-Seidel and alternating direction method of multipliers (ADMM). These
methods assume that the BSs in different cells have access to local CSI and coordinate
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with each other with limited backhaul information exchange. While these results are,
in spirit, similar to the proposed DBP approach as detailed in the following chapters,
our architecture (i) considers a decentralized architecture in which the computing
hardware is collocated to support low-latency consensus information exchange, (ii)
takes explicit advantage of massive MU-MIMO (the other results in [34–36] are for
traditional, small-scale MIMO systems), and (iii) proposes a practical way to partition
baseband processing that is complementary to CoMP. In fact, one could integrate
DBP together with CoMP to deal with both intra-cell multi-user interference and
inter-cell transmission interference more effectively, and to realize decentralized PHY
layer processing using our DBP and higher layer (MAC layer, network layer, etc.)
resource allocation and coordination with CoMP schemes. In addition, we propose
more sophisticated algorithms that enable superior error-rate performance compared
to the methods in [35, 36].
Cloud radio access networks (C-RAN)
The idea behind C-RAN is to separate the BS into two modules, a remote radio
head (RRH) and a baseband unit (BBU), which are connected via high-bandwidth
interconnect. The RRHs are placed near the mobile users within the cell, while the
BBUs are grouped into a BBU pool for centralized processing and located remotely
from RRH [37–39]. C-RAN and CoMP both coordinate data transmission among
multiple cells but with different physical realizations. CoMP integrates each pair of
radio heads with associated BBU together and allows low-latency data transfer between
each radio head and its corresponding BBU. Different BBUs are separately placed
across multiple cells, entailing long latency on coordination among BBUs. C-RAN, in
contrast, shifts the BBU coordination latency in CoMP to the data transfer latency
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between RRHs and BBUs, since BBUs are now grouped in a pool and can coordinate
efficiently. Therefore, whether CoMP or C-RAN is more appropriate depends on
whether BBU coordination or RRH-BBU data transfer is more efficient in a real-world
deployment. Analogously to CoMP, we could integrate DBP together with C-RAN
to exploit the benefits of both technologies. For example, each RRH now can be a
large-scale antenna array (requiring higher RRH-BBU interconnection bandwidth).
The associated BBU itself may rely on DBP and perform our algorithms to resolve
intra-cell multi-user interference, while coordinating with other BBUs for inter-cell
interference mitigation.
Distributed processing across frequencies
Existing testbeds, such as the LuMaMi testbed [7,12] and the BigStation [8], distribute
the baseband processing across frequencies. The idea is to divide the total frequency
band into clusters of subcarriers in orthogonal frequency-division multiplexing (OFDM)
systems where each frequency cluster is processed concurrently, enabling high degrees
of parallelism [7, 8, 12]. Unfortunately, each frequency cluster still needs access to
all BS antennas, which may result in high interconnect bandwidth. Furthermore,
the frequency band must somehow be divided either using analog or digital circuitry,
and frequency decentralization prevents a straightforward use of other waveform
candidates, such as single-carrier frequency-division multiple access (SC-FDMA),
filter bank multi-carrier (FBMC), and generalized frequency division multiplexing
(GFDM) [40]. In contrast, our DBP architecture performs decentralization across
antennas, which is compatible to most waveforms and requires data transmission only
between a subset of antennas and the clusters. We emphasize, however, that DBP can
be used together with frequency decentralization—in fact, our GPU implementations
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exploit both spatial decentralization and frequency parallelism.

25

Chapter 3
Decentralized Baseband Processing
In this Chapter, we illustrate the concept, basic architecture and system models of
our proposed decentralized baseband processing (DBP) method, and briefly discuss
some variations extended from the basic DBP architecture.

3.1

Basic concept and key features

In this thesis, we propose a decentralized baseband processing (DBP) architecture
as illustrated in Figure 3.1, which alleviates the bottlenecks of massive MU-MIMO
caused by extremely high raw baseband data rates and implementation complexity of
centralized processing.∗ We partition the B BS antennas into C independent clusters,
each having Bc antennas for the cth cluster so that B =

PC

c=1

Bc . For simplicity, we

will assume clusters of equal size and set S = Bc which implies SC = B. Each cluster
is associated with local computing hardware, a so-called processing element (PE), that
carries out the necessary baseband processing tasks in a decentralized and parallel
fashion. A central fusion node (“F” in Figure 3.1) processes a small amount of global
information that is exchanged among the clusters and required by our decentralized
baseband algorithms (the dashed green lines in Figure 3.1).
Throughput the thesis, we focus on time-division duplexing (TDD), i.e., we alternate between uplink and downlink communication within the same frequency band. In
∗

For the sake of simplicity, the BS illustration in Figure 3.1 only includes the components that
are relevant to the results in this thesis.
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Figure 3.1 : Overview of the proposed decentralized baseband processing (DBP)
architecture. Left: Massive MU-MIMO uplink: U single-antenna users communicate
to the base-station (BS). The B BS antenna elements are divided into C clusters,
which independently perform channel estimation (CHEST) and decentralized data
detection. Right: Massive MU-MIMO downlink: The BS performs decentralized
beamforming; each of the C clusters only uses local channel state information. In both
scenarios, only a minimum amount of data transfer is required among the clusters
(indicated by the dashed green lines).

the uplink phase, U users communicate with the BS. First, CSI is acquired via pilots
at the BS and stored locally at each cluster. Then, data is transmitted by the users
and decoded at the BS. In the downlink phase, the BS transmits data to the U users.
By exploiting channel reciprocity, the BS performs decentralized beamforming (or
precoding) to mitigate MU interference (MUI) and to focus transmit power towards
the users. As for the uplink, the C decentralized beamforming units only access local
CSI.
The key features of the proposed DBP architecture can be summarized as follows:
(i) DBP reduces the raw baseband data rates between each cluster and the associated
RF chains. In addition, the I/O bandwidth of each PE can be reduced significantly
as only raw baseband data from a (potentially small) subset of antennas must be
transferred on and off chip. (ii) DBP lowers the computational complexity per PE
by distributing and parallelizing the key signal-processing tasks. In addition to
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decentralizing channel estimation (CHEST), data detection, and beamforming (or
precoding), DBP enables frequency-domain processing (e.g., fast Fourier transforms
for orthogonal frequency-division multiplexing) as well as impairment compensation
(e.g., for carrier frequency and sampling rate offsets, phase noise, or I/Q imbalance)
locally at each cluster. (iii) DPB enables modular and scalable BS designs; adding or
removing antenna elements simply amounts to adding or removing computing clusters
and the associated RF elements, respectively. (iv) DPB allows one to distribute the
antenna array and the associated computing hardware over multiple buildings—an
idea that was put forward recently in the massive MU-MIMO context [41].

3.2

Decentralized architectures and system models

We now detail the basic DBP architecture illustrated in Figure 3.1 and the system
models for the uplink and downlink. We will further introduce two architecture
variations, i.e., decentralized consensus-sharing architecture and decentralized feedforward architecture, built on the basic DBP architecture in Section 3.3. Chapter 4
and Chapter 5 will discuss suitable detection and beamforming algorithms for decentralized consensus-sharing architecture and decentralized feedforward architecture,
respectively.
We consider a TDD massive MU-MIMO system and we assume a sufficiently long
coherence time, i.e., the channel remains constant during both the uplink and downlink
phases. In what follows, we focus on narrowband communication; a generalization to
wideband systems is straightforward.
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3.2.1

Uplink system model and architecture

Uplink system model
In the uplink phase, U single-antenna† user terminals communicate with a BS having
B ≥ U antenna elements. Each user encodes its own information bit stream using
a forward error correction (FEC) code and maps the resulting coded bit stream to
constellation points in the set O (e.g., 16-QAM) using a predefined mapping rule
(e.g., Gray mappings). At each user, the resulting constellation symbols are then
modulated and transmitted over the wireless channel (subsumed in the “RF” block in
Figure 3.1). The transmit symbols su , u = 1, . . . , U , of all U users are subsumed in
the uplink transmit vector su ∈ OU . The baseband-equivalent input-output relation
of the (narrowband) wireless uplink channel is modeled as yu = Hu su + nu , where
yu ∈ CB is the received uplink vector, Hu ∈ CB×U is the (tall and skinny) uplink
channel matrix, and nu ∈ CB is i.i.d. circularly-symmetric complex Gaussian noise
with variance N0 per complex entry. The goal of the BS is to estimate the transmitted
code bits given (approximate) knowledge of Hu and the received uplink vector yu .
This information is then passed to the decoder, which computes estimates for the data
bits of each user.
Decentralized architecture
Consider the left-hand side (LHS) of Figure 3.1. The proposed DBP architecture
u T
partitions‡ the receive vector y into C clusters so that (yu )T = [(y1u )T , . . . , (yC
) ]

with ycu ∈ CBc and B =

PC

c=1

Bc . By partitioning the uplink channel matrix (Hu )T =

†

A generalization to multi-antenna user terminals is straightforward but omitted for the sake of
simplicity of exposition.
‡

Other partitioning schemes may be possible but are not considered here.
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[(Hu1 )T , . . . , (Huc )T ] row-wise into blocks of dimension Huc ∈ CBc ×U , c = 1, . . . , C, and,
u T
analogously, the noise vector as (nu )T = [(n1u )T , . . . , (nC
) ], we can rewrite the uplink

input-output relation at each cluster as follows:
ycu = Huc su + ncu ,

c = 1, . . . , C.

(3.1)

The goal of DBP in the uplink is to compute an estimate for su in a decentralized
manner: each cluster c only has access to ycu and Huc .
As shown in LHS of Figure 3.1, each antenna element is associated to local RF
processing circuitry; this includes analog and digital filtering, amplification, mixing,
modulation, etc. As a consequence, all required digital processing tasks (e.g., used for
OFDM processing) are also carried out in a decentralized manner. Even though we
consider perfect synchronization and impairment-free transmission (such as carrier
frequency and sampling rate offsets, phase noise, or I/Q imbalance), we note that
each cluster and the associated RF processing circuitry would be able to separately
compensate for such hardware non-idealities with well-established methods [42]. This
key property significantly alleviates the challenges of perfectly synchronizing the clocks
and oscillators among the clusters.
Channel estimation
During the training phase, each cluster c must acquire local CSI, i.e., compute an
estimate of Huc . To this end, U orthogonal pilots are transmitted from the users prior
to the data transmission phase. Since each cluster c has access to ycu , it follows from
(3.1) that the associated local channel matrix Huc can be estimated per cluster. The
estimate for the channel matrix (as well as ycu ) is then stored locally at each cluster
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and not made accessible to the other clusters; this prevents a bandwidth-intensive
broadcast of CSI (and receive vector data) to all clusters during the training phase.
Data detection
During the data transmission phase, decentralized data detection uses the receive
vector ycu and the associated CSI Huc to generate an estimate of the transmitted data
vector su . This estimate is then passed to the decoder which computes estimates for
the information bits of each user in a centralized manner.
3.2.2

Downlink system model and architecture

Downlink system model
In the downlink phase, the B BS antennas communicate with the U ≤ B singleantenna user terminals. The information bits for each user are encoded separately
using a FEC. The BS then maps the resulting (independent) coded bit streams to
constellation points in the alphabet O to form the vector sd ∈ OU . To mitigate MUI,
the BS performs beamforming (BF) or precoding, i.e., computes a BF vector xd ∈ CB
that is transmitted over the downlink channel. Beamforming requires knowledge of
the (short and wide) downlink channel matrix Hd ∈ CU ×B and the transmit vector
sd ∈ OU to compute a BF vector that satisfies sd = Hd xd . By assuming channel
reciprocity, we have the property Hd = (Hu )T [2, 3], which implies that the channel
matrix estimated in the uplink can be used in the downlink. The baseband-equivalent
input-output relation of the (narrowband) wireless downlink channel is modeled as
yd = Hd xd + nd , where yd ∈ CU is the receive vector at all users and nd ∈ CU is i.i.d.
circularly-symmetric complex Gaussian noise with variance N0 per complex entry.
By transmitting xd over the wireless channel, the equivalent input-output relation

31
is given by yd = sd + nd and contains no MUI. Each of the users then estimates
the transmitted code bits from yud , u = 1, . . . , U . This information is passed to the
decoder, which computes estimates for the user’s data bits.
Decentralized architecture
Consider the right-hand side (RHS) of Figure 3.1. Since the partitioning of the BS
antennas was fixed for the uplink, the BF vector xd must be partitioned into C
clusters so that (xd )T = [(x1d )T , . . . , (xCd )T ] with xcd ∈ CBc . By using reciprocity and
the given antenna partitioning, each cluster c has access to only Hdc = (Huc )T . With
this partitioning, we can rewrite the downlink input-output relation as follows:
yd =

PC

c=1

Hdc xcd + nd

(3.2)

The goal of DBP in the downlink is to compute all local BF vectors xcd , c = 1, . . . , C
in a decentralized manner: each cluster c has access to only sd and Hdc .
As shown in the RHS of Figure 3.1, each antenna element is associated to local RF
processing circuitry. Analogously to the uplink, the required analog and digital signal
processing tasks (e.g., used for OFDM modulation or impairment compensation) can
be carried out in a decentralized manner, which alleviates the challenges of perfectly
synchronizing the clusters.
Beamforming
In the downlink phase, decentralized BF uses the transmit vector sd and decentralized
CSI Hdc in order to generate BF vectors xcd that satisfy sd =
that transmission of the vectors xcd removes MUI.

PC

c=1

Hdc xcd . This ensures
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3.3

Variations of decentralized architectures

We now introduce two variations of DBP architectures, decentralized consensussharing architecture and decentralized feedforward architecture, built on the basic
DBP architecture illustrated in Figure 3.1. Both architectures share the key features
of DBP which divides the antenna array into separate antenna clusters and enables
decentralized processing with local transmit or receive signals and local CSI. The
difference between the two lies at how the required data transfer is realized among
the clusters to obtain the global result.
3.3.1

Decentralized consensus-sharing architecture

In decentralized consensus-sharing architecture, each cluster performs local computation and consensus sharing in multiple rounds until the consensus get converged. For
example, in the uplink transmission, each cluster of BS uses local receive signal ycu
and local CSI Huc to compute intermediate local detection vectors, and the centralized
fusion node then gathers those local vectors to form a global consensus vector, and
broadcast it back to each cluster. Each cluster then update their results base on
the new consensus. After a few rounds of local updates and consensus sharing, we
can obtain a converged global detection consensus at the centralized fusion node.
Similarly, a few rounds of data transfer is also needed for decentralized downlink
beamforming with the consensus-sharing architecture. We detail suitable decentralized
consensus-sharing detection and beamforming algorithms in Chapter 4 and show their
fast convergence to the performance of centralized solution within only a few iterations.
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3.3.2

Decentralized feedforward architecture

In decentralized feedforward architecture, instead of multiple rounds of message
passing, we only feedforward the data once to arrive at global results among clusters
with minimum amount of data transfer. In Chapter 5, we propose multiple suitable
decentralized feedforward detection and beamforming algorithms with non-linear or
linear local solvers, and with partially or fully decentralization schemes, that realize
trade-offs between error-rate performance, computational complexity, and interconnect
bandwidth.
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Chapter 4
Decentralized Consensus-sharing Detection and
Precoding
In this Chapter, we detail novel decentralized data detection and precoding algorithms
built on the decentralized consensus-sharing architecture aforementioned in Chapter
3, and discuss their associated error-rate performance, complexity and reference GPU
implementation results.
Notation
Lowercase and uppercase boldface letters designate column vectors and matrices,
respectively. For a matrix A, we indicate its transpose and conjugate transpose by
AT and AH respectively. The M × M identity matrix is denoted by IM and the
M × N all-zeros matrix by 0M ×N . Sets are denoted by uppercase calligraphic letters;
the cardinality of the A is denoted by |A|. The real and imaginary parts of a complex
scalar a are <{a} and ={a}, respectively. The Kronecker product is ⊗ and E[·] denotes
expectation.

4.1

Decentralized Consensus-sharing uplink detection

We now propose two decentralized data detection algorithms for the massive MUMIMO uplink. We start by discussing the general equalization problem and then,
detail our novel ADMM and CG-based data detection algorithms. To simplify notation,
we omit the uplink superscript

u

in this section.
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4.1.1

Problem formulation

In order to arrive at computationally efficient algorithms for decentralized data detection, we focus on equalization-based methods. Such methods contain an equalization
stage and a detection stage. For the equalization stage, we are interested in solving
the following equalization problem
(E0) x̂ = arg min g(s) + 12 ky − Hsk22
s∈CU

in a decentralized manner. Here, the function g(s) is a convex (but not necessarily
smooth or bounded) regularizer, which will be discussed in detail below. For the
detection stage, the result x̂ of the equalization problem (E0) can either be sliced entrywise to the nearest constellation point in O to perform hard-output data detection
or used to compute approximate soft-output values e.g., log-likelihood ratio (LLR)
values [43].
For zero-forcing (ZF) and minimum mean-squared error (MMSE) data detection,
we set the regularizer to g(s) = 0 and g(s) = N0 /(2Es )ksk22 , respectively, where
Es = E[|su |2 ] for u = 1, . . . , U , is the expected per-user transmit energy.∗ The
generality of the equalization problem (E0) also encompasses more powerful data
detection algorithms. In particular, we can set g(s) = χ(s ∈ C), where χ(s ∈ C) is the
characteristic function that is zero if s is in some convex set C and infinity otherwise.
Specifically, to design data-detection algorithms that outperform ZF or MMSE data
detection, we can use the convex polytope around the constellation set O, which is
∗

For the sake of simplicity, we assume an equal transmit power at each user. An extension to the
general case is straightforward.
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given by
C=

nP
|O|

i=1

αi si | (αi ≥ 0, ∀i) ∧

P|O|

i=1

o

αi = 1 .

For QPSK with O = {±1 ± i}, the convex set C is simply a box with radius 1 (i.e.,
side length of 2) centered at the origin. In this case, (E0) corresponds to the socalled box-constrained equalizer [44] which was shown recently to (often significantly)
outperform linear ZF or MMSE data detection [45, 46]. In addition, box-constrained
equalization does not require knowledge of the noise variance N0 , which is in stark
contrast to the traditional MMSE equalizer. The decentralized equalization algorithm
proposed next enables the use of such powerful regularizers.
4.1.2

ADMM-based decentralized detection

To solve the equalization problem (E0) in a decentralized fashion, we make use of the
ADMM framework [47]. We first introduce C auxiliary variables zc = s, c = 1, . . . , C,
which allow us to rewrite (E0) in the equivalent form
(E00 ) x̂ =

arg min

s∈CU , zc =s, c=1,...,C

g(s) +

PC

1
c=1 2 kyc

− Hc zc k22 .

Note that the added constraints in (E00 ) enforce that each local vector zc agrees
with the global value of s. As detailed in [47], these constraints can be enforced by
introducing Lagrange multipliers {λc }C
c=1 for each cluster, and then computing a
saddle point (where the augmented Lagrangian is minimal for s and z, and maximal
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for λ) of the so-called scaled augmented Lagrangian function, which is defined as
L(s, z, λ) = g(s)
+

PC

c=1



1
kyc
2

−

Hc zc k22

+

ρ
ks
2

− zc −

λc k22



for some fixed penalty parameter ρ > 0. Here, we stack all C auxiliary variables into
the vector zT = [zT1 · · · zTC ] and stack all C scaled Lagrange multiplier vectors into the
vector λT = [λT1 · · · λTC ], where zc , λc ∈ CU .
The saddle-point formulation of (E00 ) is an example of a global variable consensus
problem [47, Sec. 7.1] and can be solved using ADMM. We initialize s(1) = 0U ×1 and
λ(1)
c = 0U ×1 for c = 1, . . . , C, and carry out the following iterative steps:
(E1)

z(t+1)
= arg min 12 kyc −Hc zc k22 +
c

(E2)

s(t+1) = arg min g(s) +

(E3)

zc ∈CU

s∈CU



ρ
c=1 2

PC

(t+1)
λ(t+1)
= λ(t)
− z(t+1)
c
c −γ s
c

ρ
2

s(t) −zc −λ(t)
c

− λ(t)
s − z(t+1)
c
c

2
2

2
2



for the iterations t = 1, 2, . . . until convergence or a maximum number Tmax of iterations
has been reached. The parameter ρ > 0 controls the step size and γ = 1 is a typical
choice that guarantees convergence. See [48] for a more detailed discussion on the
convergence of ADMM.
Steps (E1) and (E2) can be carried out in a decentralized and parallel manner,
i.e., each cluster c = 1, . . . , C only requires access to local variables and local channel
state information, as well as the consensus vectors s(t) and s(t+1) . Step (E2) updates
the consensus vector. While the vectors {z(t+1)
} and {λ(t)
c
c } for every cluster appear
in (E2), it is known that this can be computed using only the global average of these
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vectors, which is easily stored on a fusion node [47]. The decentralized consensussharing architecture can compute these averages and perform this update in an efficient
manner. We next discuss the key details of the proposed decentralized data detection
algorithm.
Step (E1)
This step corresponds to a least-squares (LS) problem that can be solved in closed
form and independently on each cluster. For a given cluster c, we can rewrite the
minimization in Step (E1) in more compact form as




zc(t+1)





  Hc 

−
zc
= arg min 
  √
 √

U
zc ∈C
ρ(s(t) − λ(t)
ρ IU
c )

2

yc

,
2

which has the following closed-form solution:
(t)
z(t+1)
= ycreg + ρB−1
− λ(t)
c
c (s
c ).

(4.1)

H
−1
H
−1
Here, ycreg = B−1
c Hc yc is the regularized estimate with Bc = (Hc Hc + ρIU ) . To

reduce the amount of recurrent computations, we can precompute B−1
and reuse
c
the result in each iteration. For situations where the cluster size S is smaller than
the number of users U , we can use the Woodbury matrix identity [49] to derive the
following equivalent update:
−1
(t)
z(t+1)
= ycreg + (IU − HH
− λ(t)
c
c Ac Hc )(s
c ).

(4.2)
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Algorithm 1 Decentralized ADMM-based Data Detection
Input: yc , Hc , c = 1, 2, . . . , C, ρ, γ, N0 , and Es
Preprocessing:
if S ≤ U then
H
−1
A−1
c = (Hc Hc + ρIS )
reg
H
−1
yc = Hc Ac yc
else
H
−1
B−1
c = (Hc Hc + ρIU )
reg
−1
H
yc = Bc Hc yc
end if
ADMM iterations:
−1 PC
(1)
(1)
(1)
N0
Init: λc = 0, zc = ycreg , s(1) = ρE
+
C
( c=1 zc )
s
for t = 2, 3, . . . , Tmax do
(t)
(t−1)
(t−1)
λc = λc
+ γ(zc
− s(t−1) )
if S ≤ U then
(t)
(t)
−1
(t−1) − λ(t) )
zc = ycreg + (s(t−1) − λc ) − HH
c
c Ac Hc (s
else
(t)
(t−1) − λ(t) )
zc = ycreg + ρB−1
c
c (s
end if
(t)
(t)
(t)
wc = zc + λc
P
(t)
// Consensus
w(t) = C
c=1 wc
−1 (t)
N0
(t)
21:
s = ρEs + C
w
22: end for
23: Output: x̂ = s(Tmax )
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:

−1
−1
Here, ycreg = HH
c Ac yc is a regularized estimate of the transmit vector with Ac =
−1
(Hc HH
c + ρIS ) . This requires the inversion of an S × S matrix, which is more easily

computed than the U × U inverse required by (4.1). We note that whether (4.1)
or (4.2) leads to lower computational complexity depends on U , S, and the number of
ADMM iterations (see Section 4.4).
Step (E2)
This step requires gathering of local computation results, averaging the sum in a
centralized manner, and distributing the averaged consensus information. To reduce
the data that must be exchanged, each cluster only communicates the intermediate
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variable wc(t) = z(t+1)
+ λ(t)
c
c , and only the average of these vectors is used on the fusion
node. This simplification is accomplished using the following lemma; a proof is given
in Appendix A.1.
Lemma 1 The problem in Step (E2) simplifies to

s(t+1) = arg min g(s) +
s∈CU

with v(t) =

1
w(t)
C

=

1
C

PC

c=1

Cρ
2

s − v(t)

2
2

(4.3)

+ λ(t)
wc(t) and wc(t) = z(t+1)
c .
c

Computation of (4.3) requires two parts. The first part corresponds to a simple
averaging procedure to obtain v(t) , which can be carried out via sum reduction in a
tree-like fashion followed by centralized averaging. The second part is the minimization
in (4.3) that is known as the proximal operator for the function g(s) [50]. For ZF,
MMSE, and box-constrained equalization with QAM alphabets, the proximal operator
has the following simple closed-form expressions:
(E2-ZF)
(E2-MMSE)
(E2-BOX)

s(t+1) = v(t)
s(t+1) =

CρEs
v(t)
N0 +CρEs

s(t+1)
= sgn(<{vu(t) }) min{|<{vu(t) }|, r}
u
+ i sgn(={vu(t) }) min{|={vu(t) }|, r}

for u = 1, . . . , U . Here, (E2-BOX) is the orthogonal projection of the vector v(t) onto
the hypercube with radius r that covers the QAM constellation. For BPSK, the
proximal operator corresponds to the orthogonal projection onto the real line between
[−r, +r] and is given by s(t+1)
= sgn(<{vu(t) }) min{|<{vu(t) }|, r}, u = 1, . . . , U .
u
After computation of (4.3), the consensus vector s(t+1) needs to be distributed to
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all C clusters. In practice, we distribute w(t) as soon as it is available, and the scaling
steps to get s(t+1) from w(t) are computed locally on each cluster after it receives w(t) .
This way no cluster waits for the computation of s(t+1) on a central/master worker
(fusion node) before ADMM iterations proceed.
Step (E3)
This step can be carried out independently in each cluster after s(t+1) has been
calculated.
We summarize the resulting decentralized ADMM procedure for MMSE equalization in Algorithm 1. The equalization output is the consensus vector x̂ = s(Tmax ) .
Note that Algorithm 1 slightly deviates from the procedure outlined in Section 4.1.2.
Specifically, Algorithm 1 performs the steps in the following order: Step (E3), Step
(E1), and Step (E2); this is due to the fact that the global equalizer output x̂ results
from Step (E2). We note that re-ordering the steps as in Algorithm 1 has no effect on
the convergence and the equalization result.
We will analyze the algorithm’s complexity† in Section 4.4; a GPU cluster implementation will be discussed in Section 4.5.
4.1.3

Conjugate gradient-based decentralized detection

If the regularization function g(s) of (E0) is quadratic, as in the case for MMSE
equalization where g(s) = N0 /(2Es )ksk22 , then we can solve (E0) with an efficient
−1
The operataion HH
c Ac Hc on line 15 of Algorithm 1 could be computed once in a preprocessing
stage to avoid recurrent computations during the iterations. Instead, in Algorithm 1 we directly
(t)
−1
(t−1)
compute HH
− λc ) in each iteration because this approach requires only three matrixc Ac Hc (s
−1
vector multiplications per iteration; precomputing HH
c Ac Hc requires two costly matrix-matrix
multiplications. Hence, our complexity analysis in Section 4.4 refers to the procedure detailed in
Algorithm 1.
†
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decentralized conjugate gradient (CG) method [51–53]. Our method builds on the
CG algorithm used in [51] for centralized equalization-based data detection in massive
MU-MIMO systems. Our idea is to break all centralized computations that rely
on global CSI and receive data (i.e., H and y) into smaller, independent problems
that only require local CSI and receive data (Hc and yc ). The centralized CG-based
detector in [51] involves two stages: a preprocessing stage for calculating the MRC
output yMRC and a CG iteration stage to estimate x̂.
In the preprocessing stage, we rewrite the MRC vector yMRC = HH y as yMRC =
PC

c=1

HH
c yc , which decentralizes the preprocessing stage. Specifically, each cluster

computes HH
c yc ; the results of each cluster are then summed up in a centralized
manner to obtain the MRC output yMRC .
For the CG iteration stage, we need to update the estimated transmit vector and a
number of intermediate vectors required by the CG algorithm (see [51] for the details).
While most operations are not directly dependent on global CSI H but on intermediate
results, the update of the following vector




e(t) = ρI + HH H p(t−1) ,

(4.4)

requires direct access to the global channel matrix H and thus, must be decentralized.
Here, ρ = N0 /Es for MMSE equalization and ρ = 0 for zero-forcing equalization. It is
key to realize that the Gram matrix can be written as HH H =

PC

c=1

HH
c Hc . Hence,

we can reformulate (4.4) as
e(t) = ρp(t−1) +

PC

c=1

(t−1)
HH
.
c Hc p

(4.5)

(t−1)
Put simply, by locally computing wc(t) = HH
at each antenna cluster, we can
c Hc p
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Algorithm 2 Decentralized CG-based Data Detection
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:

Input: Hc , c = 1, . . . , C, and yc , and ρ
Preprocessing:
ycMRC = HH
y
// Decentralized
PcC c MRC
MRC
y
= c=1 yc
// Centralized
CG iterations:
Init: r(0) = yMRC , p(0) = r(0) , x(0) = 0
for t = 1, . . . , Tmax do
Decentralized (each cluster c performs the same operation):
(t)
(t−1)
wc = HH
c Hc p
Centralized (consensus on a centralized processing unit):
P
(t)
w(t) = cc=1 wc
// Consensus
Decentralized (each cluster c performs the same operations):
e(t) = ρp(t−1) + w(t)
α = kr(t−1) k2 /((p(t−1) )H e(t) )
x(t) = x(t−1) + αp(t−1)
r(t) = r(t−1) − αe(t−1)
β = kr(t) k2 /kr(t−1) k2
p(t) = r(t) + βp(t−1)
end for
Output: x̂ = x(Tmax )

obtain the result in (4.5) by performing the following centralized computations that
do not require global CSI: w(t) =

PC

c=1

wc(t) and e(t) = ρp(t−1) + w(t) .

The decentralized CG-based data detection algorithm is summarized in Algorithm 2.
The computations of e(t) , x(t) , r(t) , and p(t) do not require access to the (global) channel
matrix H and can be carried out in a centralized processing unit. We must, however,
broadcast the vector p(t) to each antenna cluster before the decentralized update of
wc(t+1) in the next iteration can take place. Alternatively, we can directly broadcast
the consensus vector w(t) , so that each antenna cluster can simultaneously compute
their own copy of e(t) , x(t) , r(t) , and p(t) in a decentralized manner to ensure the
local existence of p(t) for updating wc(t+1) . With this alternative approach, we can
completely shift the complexity from the centralized processing unit to each cluster,
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leaving the calculation of w(t) as the only centralized computation in a CG iteration.
This approach also enables the concatenation of data gathering and broadcasting,
which can be implemented using a single message-passing function (see Section 4.5 for
the details).‡

4.2

Decentralized Consensus-sharing downlink beamforming

We now develop a decentralized beamforming algorithm for the massive MU-MIMO
downlink. We start by discussing the general beamforming (or precoding) problem,
and then detail our ADMM-based beamforming algorithm. To simplify notation, we
omit the downlink superscript d .
4.2.1

Problem formulation

We solve the following beamforming problem
(P0) x̂ = arg min kxk2
x∈CB

subject to ks − Hxk2 ≤ ε.

which aims at minimizing the instantaneous transmit energy while satisfying the
precoding constraint ks − Hxk2 ≤ ε. By defining the residual interference as e =
s − Hx̂, we see that transmission of the solution vector x̂ of (P0) leads to the inputoutput relation y = s + e + n with kek2 ≤ ε. Hence, each user only sees their dedicated
signal contaminated with Gaussian noise n and residual interference e, whose energy
can be controlled by the parameter ε ≥ 0. By setting ε = 0, this problem has a
The Gram matrix Gc = HH
c Hc can be precomputed to avoid recurrent computations (line
9 in Algorithm 2). However, practical systems only need a small number of CG iterations, and
(t−1)
HH
at line 9 is computed using two matrix-vector multiplications, which avoids the expensive
c Hc p
matrix-matrix multiplication needed to form Gc .
‡
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well-known closed-form solution and corresponds to the so-called zero-forcing (ZF)
beamformer, which is given by x̂ = HH (HHH )−1 s assuming that U ≤ B and H is full
rank. Our goal is to develop an algorithm that computes the solution of (P0) in a
decentralized fashion.
4.2.2

ADMM-based decentralized beamforming

By introducing C auxiliary variables zc = Hc xc , c = 1, . . . , C, we can rewrite (P0) in
the following equivalent form:
(P00 ) x̂ = arg min kxk2

subject to s −

x∈CB

PC

c=1

zc

2

≤ε

and zc = Hc xc , c = 1, . . . , C.
Here, Hc is the downlink channel matrix at cluster c. The solution to the beamforming
problem (P00 ) corresponds to a saddle point of the scaled augmented Lagrangian
function:
L(s, z, λ) = 12 kxk22 +

ρ
c=1 2 kHc xc

PC

− zc − λc k22 + X (z) ,

where X (z) is the characteristic function for the convex constraint of the beamforming
problem (P0), i.e., X (z) = 0 if ks −

PC

c=1

zc k2 ≤ ε and X (z) = ∞ otherwise. The

problem (P0) corresponds to a sharing consensus problem with regularization [47,
Sec. 7.3].
In order to arrive at a decentralized beamforming algorithm, we now use the
ADMM framework to find a solution to (P00 ). We initialize§ z(1)
c = max{U/B, 1/C}s.
§

This initializer is a properly-scaled version of the MRC beamforming vector and exhibits good
performance for the considered channel model.
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We then perform the following three-step procedure until convergence or a maximum
number of iterations has been reached:
(P1) xc(t+1) = arg min 12 kxc k22 +
xc ∈CS

(P2) z(t+1) = arg min

C
P
ρ
2

zc ∈CU c=1

ρ
2

(t)
Hc xc − z(t)
c − λc

2
2

2

Hc xc(t+1) −zc −λ(t)
+X (z)
c
2





(t+1)
(P3) λ(t+1)
= λ(t)
− z(t+1)
.
c
c − γ Hc xc
c

Here, zc is the local beamforming output and z is the consensus solution of (P2). The
parameter ρ > 0 affects the step size and γ = 1 ensures convergence of the algorithm.
While both the Steps (P1) and (P3) can efficiently be computed in a decentralized
manner, it is not obvious how Step (P2) can be decentralized. We next show the
details to transform Step (P2) into a form that requires simple global averaging.
Step (P1)
Analogous to Step (E1), this step corresponds to a LS problem that can be solved in
closed form and independently in every cluster. For a given cluster c = 1, . . . , C, we
can rewrite the minimization in (P1) as


xc(t+1) = arg min 



xc ∈CS

√

ρ(z(t)
c

+

λ(t)
c )

0S×1







√
  ρHc 
xc
−
 

IS

which has the following closed-form solution:
H (t)
(t)
xc(t+1) = A−1
c Hc (zc + λc ).

2

,
2
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Algorithm 3 Decentralized ADMM-based Beamforming
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:

Input: s, Hc , c = 1, 2, . . . , C, ρ, and γ
Preprocessing:
if S ≤ U then
H
−1
−1
A−1
c = (Hc Hc + ρ IS )
else
H
−1
−1
B−1
c = (Hc Hc + ρ IU )
end if
ADMM iterations:
(1)
(1)
Init: zc = max{U/B, 1/C}s, λc = 0
(1)
H (1)
H −1 (1)
xc = A−1
c Hc zc (S ≤ U ) or Hc Bc zc (S > U )
for t = 2, 3, . . . , Tmax do
(t−1)
(t−1)
mc
= Hc xc
(t−1)
(t−1)
(t−1)
wc
= mc
− λc
P
(t−1)
// Consensus
w(t−1) = C
c=1 wc
(t)
(t−1)
−1
(t−1)
zc = wc
+ C (s − w
)
(t)
(t−1)
(t−1)
(t)
λc = λc
− γ(mc
− zc )
if S ≤ U then
(t)
(t)
H (t)
xc = A−1
c Hc (zc + λc )
else
(t)
(t)
−1 (t)
xc = HH
c Bc (zc + λc )
end if
end for
(T
)
(T
)
(T
)
Output: x̂ = [x1 max ; x2 max ; · · · ; xC max ]

H
−1
−1
Here, A−1
requires the computation of an S ×S matrix inverse. If
c = (Hc Hc +ρ IS )

the cluster size S is larger than the number of users U , then we can use the Woodbury
matrix identity [49] to derive the following equivalent update:
−1 (t)
(t)
xc(t+1) = HH
c Bc (zc + λc ).

H
−1
−1
Here, B−1
requires the computation of an U × U matrix inverse.
c = (Hc Hc + ρ IU )

We note that U , S, and the number of iterations can determine which of the two
xc(t+1) variations leads to lower overall computational complexity.
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Step (P2)
The presence of the indicator function X (z) makes it non-obvious whether this step
indeed can be carried out in a decentralized fashion. The next results show that a
simple averaging procedure—analogously to that used in Step (E1) for decentralized
data detection—can be carried out to perform Step (E2); the proof is given in
Appendix A.1.
Lemma 2 The minimization in Step (P2) simplifies to

n

z(t+1)
= wc(t) + max 0, 1 −
c
with v(t) =

1
w(t)
C

=

1
C

PC

c=1

ε
ks−v(t) k2

o

1
s
C

− v(t)



(4.6)

wc(t) ; wc(t) = Hc xc(t+1) − λ(t)
c .

For ε = 0, we get an even more compact expression
z(t+1)
= wc(t) + C1 s − v(t) , c = 1, . . . , C
c
Evidently (4.6) only requires a simple averaging procedure, which can be carried out
by gathering local computation results from and broadcasting the averaged consensus
back to each cluster.
Step (P3)
This step can be performed independently in each cluster after distributing w(t) and
getting local z(t+1)
.
c
The resulting ADMM-based decentralized beamforming procedure is summarized in
Algorithm 3, where we assume ε = 0. To facilitate implementation of the decentralized
(1)
(1)
beamforming algorithm, we initialize z(1)
c , λc , xc and then update the variables in the
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(t)
(t)
order of z(t)
c , λc , xc realizing that the final output of the local beamformer is simply

xc(Tmax ) . Note that Algorithm 3 slightly deviates from the step-by-step beamforming
procedure in Section 4.2. Specifically, we carry out Steps (P2), (P3), and (P1), as
the beamforming output results from Step (P1). This re-ordering has no effect on
the algorithm’s convergence or beamforming result. We will analyze the algorithm
complexity¶ in Section 4.4 and show the reference implementation of Algorithm 3 in
Section 4.5.
Remark 1 Although we propose a decentralized scheme using CG for uplink data
detection in Section 4.1.3, a similar decentralization method of CG is not applicable
in the downlink. Since we partition the uplink channel matrix H row-wise into C
blocks, we should similarly partition the downlink channel matrix column-wise into
blocks due to the channel reciprocity; this prevents an expansion analogously to (4.5).
Consequently, we focus exclusively on ADMM-based beamforming.

4.3

Systematic simulations and error rate performance

We simulate our decentralized data detection and beamforming algorithms in an
LTE-based large-scale MIMO system.‖ For both the uplink and downlink simulations,
we consider OFDM transmission with 2048 subcarriers in a 20 MHz channel, and
incorporate our algorithms with other necessary baseband processing blocks, including
16-QAM modulation with Gray mapping, FFT/IFFT for subcarrier mapping, rateH
H −1
The matrices Pc = A−1
c Hc or Pc = Hc Bc could be precomputed to avoid recurrent computations within the ADMM iterations (at line 18 or 20 in Algorithm 3). Instead, we directly compute
(t)
(t)
H −1 (t)
H (t)
A−1
c Hc (zc + λc ) or Hc Bc (zc + λc ), which only requires two matrix-vector multiplications;
precomputing Pc requires costly matrix-matrix multiplications. Hence, our complexity analysis in
Section 4.4 refers to Algorithm 3.
¶

‖

A simplified MATLAB simulator for DBP in the uplink and downlink is available on GitHub at
https://github.com/VIP-Group/DBP
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5/6 convolutional encoding with random interleaving and soft-input Viterbi-based
channel decoding [54]. We generate the channel matrices using the Winner-II channel
model [55] and consider channel estimation errors, i.e., we assume a single orthogonal
training sequence per user and active subcarrier. For the sake of simplicity, we avoid
rate adaptation, the use of cyclic redundancy checks, and (hybrid) ARQ transmission
protocols.
We show the coded bit error-rate (BER) performance against average SNR per
receive antenna for decentralized ADMM detection (Figure 4.1), for decentralized
CG detection (Figure 4.2) in the uplink, and for decentralized ADMM beamforming
(Figure 4.3) in the downlink. We consider various antenna configurations. We fix the
number of users U = 16, and set S = 8 (for S ≤ U case) or S = 32 (for S > U case),
and scale the total BS antenna number B = S × C from 64 to 512 by choosing C = 8
and C = 16.
We see that for all the considered antenna and cluster configurations, only 2-to-3
ADMM or CG iterations are sufficient to approach the performance of the linear
MMSE equalizer. For the S > U case, even a single ADMM iteration enables excellent
BER performance for detection and beamforming without exhibiting an error floor,
which outperforms CG with one iteration. We note that the amount of consensus
information that must be exchanged during each ADMM or CG iteration is rather
small. Hence, our decentralized data detection and beamforming algorithms are able
to achieve the error-rate performance of centralized solutions (such as MMSE and
MRC data detection or ZF beamforming) without resulting in prohibitive interconnect
or I/O bandwidth—this approach enables highly scalable and modular BS designs
with hundreds or thousands of antenna elements.
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Figure 4.1 : Bit error-rate (BER) performance of decentralized ADMM data detection;
we use the notation U − S − C − B (representing the number of users U , antennas
per clusters S, clusters C, and BS antennas B) as subtitle of each figure to indicate
the corresponding system configuration.
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Figure 4.2 : Bit error-rate (BER) performance of decentralized CG data detection; we
use the notation U − S − C − B (representing the number of users U , antennas per
clusters S, clusters C, and BS antennas B) as subtitle of each figure to indicate the
corresponding system configuration.
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Figure 4.3 : Bit error-rate (BER) performance of decentralized ADMM beamforming;
we use the notation U − S − C − B (representing the number of users U , antennas
per clusters S, clusters C, and BS antennas B) as subtitle of each figure to indicate
the corresponding system configuration.
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4.4

Complexity analysis and trade-offs

In Table 4.1, we list the number of real-valued multiplications∗∗ of our decentralized
ADMM-based downlink beamforming (ADMM-DL), ADMM-based uplink detection
(ADMM-UL) and CG-based uplink detection (CG-UL) algorithms. We also compare
the complexity to that of conventional, centralized ZF downlink beamforming (ZF-DL)
and MMSE uplink detection (MMSE-UL). For all decentralized algorithms and modes,
for example, the “S × S mode” when S ≤ U and the “U × U mode” when S > U ,
we show the timing (TM) complexity and arithmetic (AR) complexity. We assume
that the centralized computations take place on a centralized PE while decentralized
computations are carried out on multiple decentralized PEs. For the centralized
computations, both the TM and AR complexities count the number of real-valued
multiplications on the centralized PE. For the decentralized operations, the TM
complexity only counts operations that take place on a single local processing unit
where all decentralized local processors perform their own computations in parallel at
the same time, thus reflecting the latency of algorithm execution; in contrast, the AR
complexity counts the total complexity accumulated from all local processing units,
thus reflecting the total hardware costs. The complexity of our methods depends on
the number of clusters C, the number of users U , the number of BS antennas S per
antenna cluster, and the number of iterations Tmax to achieve satisfactory error-rate
performance. We also divide the complexity counts into three parts: preprocessing
before ADMM or CG iterations, first iteration, and subsequent iterations. The
complexity in the first iteration is typically lower as many vectors are zero.
Table 4.1 reveals that preprocessing for ADMM exhibits relatively high complexity,
∗∗

We ignore data-dependencies or other operations, such as additions, division, etc. While this
complexity measure is rather crude, it enables fundamental insights into the pros and cons of
decentralized baseband processing.

Centralized

CG-UL

ADMM-UL

ADMM-DL

Algorithm
2U S 2 + 10
S 3 − 13 S
3
C(2U S 2 + 10
S 3 − 13 S)
3
10 3
2
2SU + 3 U − 13 U
C(2SU 2 + 10
U 3 − 13 U )
3

Preprocessing

TM
AR

4SU + 2U
4CSU + 2U

2U
2U
2U
2U

4SU + 4S 2
C(4SU + 4S 2 )
4SU + 4U 2
C(4SU + 4U 2 )

1st iteration

10 3
U
3
10 3
U
3

+ 4CSU − 43 U
+ 4CSU − 13 U

8SU + 6U
C(8SU + 4U ) + 2U
6CSU 2 +
6CSU 2 +

TM
2U S 2 + 10
S 3 + 4U S + 4S 2 − 13 S
3
AR C(2U S 2 + 10
S 3 + 4U S + 4S 2 − 13 S)
3
10 3
2
TM
2SU + 3 U + 4SU + 4U 2 − 13 U
AR C(2SU 2 + 10
U 3 + 4SU + 4U 2 − 31 U )
3

TM
AR
TM
AR

ZF-DL
MMSE-UL

U ×U

S×S

U ×U

S×S

Mode

8SU + 12U
C(8SU + 10U ) + 2U

8SU + 4S 2 + 4U
C(8SU + 4S 2 + 2U ) + 2U
4U 2 + 6U
C(4U 2 + 4U ) + 2U

8SU + 4S 2 + 6U + 1
C(8SU + 4S 2 + 2U ) + 4U + 1
8SU + 4U 2 + 6U + 1
C(8SU + 4U 2 + 2U ) + 4U + 1

Subsequent iterations (each)

Table 4.1 : Computational Complexity of Centralized and Decentralized Data Detection and Beamforming.
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whereas CG-based detection is computationally efficient. The per-iteration complexity
of ADMM is, however, extremely efficient (depending on the operation mode). Overall,
CG-based data detection is more efficient than the ADMM-based counterpart, whereas
the latter enables more powerful regularizers. Centralized ZF or MMSE beamforming
or detection, respectively, require high complexity, i.e., scaling with U 3 , but generally
achieve excellent error-rate performance [3].
The amount of data passed between the centralized processing unit and the
decentralized local units during ADMM or CG iterations scales with the dimension of
the consensus vector w(t) . For a single subcarrier, w(t) is a vector with U complexvalued entries. If we perform detection or precoding for a total of NCR subcarriers,
then in each ADMM or CG iteration, we need to gather U × NCR complex-valued
entries from each local processing unit for consensus vectors corresponding to NCR
subcarriers, and broadcast all NCR consensus vectors to each local processor afterwards.
Such a small amount of data exchange relaxes the requirement on interconnection
bandwidth among decentralized PEs, and avoids the large data transfer between the
entire BS antenna array and BS processor in a conventional centralized BS. However,
as we will show with our GPU cluster implementation in Section 4.5, the interconnect
latency of the network critically effects the throughput of DBP.
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Figure 4.4 : Performance/complexity trade-off of decentralized data detection and
beamforming in an LTE-like massive MU-MIMO system with U = 16 users.

Figure 4.4 illustrates the trade-off between error-rate performance and computational complexity of our proposed methods. As a performance metric, we consider
the minimum required SNR to achieve 1% BER; the complexity is characterized by
the TM complexity and depends on the number of ADMM or CG iterations (the
numbers next to the curves). As a reference, we also include the BER performance of
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centralized MMSE data detection and ZF beamforming (dashed vertical lines).
For the uplink, Figures 4.4(a) and 4.4(b) show the trade-offs for ADMM-based
and CG-based data detection, respectively. We see that only a few CG iterations
are sufficient to achieve near-MMSE performance whereas ADMM requires a higher
number of iterations to achieve the same performance. CG-based data detection
exhibits the better trade-off here, and is the preferred method. However, for scenarios
such as U < S, ADMM-based detection exhibits no error floor, even for a single
iteration, while CG-based data detection performs rather poorly at one iteration. In
addition, our ADMM-based method supports more sophisticated regularizers (such as
the BOX regularizer).
For the downlink, Figure 4.4(c) shows our proposed ADMM-based beamformer.
We see that only a few iterations (e.g., 2 to 3 iterations) are necessary to achieve
near-optimal performance. In addition, for small antenna cluster sizes (e.g., S = 8),
the complexity is comparable to CG-based detection; for large antenna cluster sizes,
the complexity is only 2× higher.

4.5

GPU implementations and data rate performance

General purpose computing on GPU (GPGPU) is widely used for fast prototyping of
baseband algorithms in the context of reconfigurable software-defined radio (SDR)
systems [52, 56, 57]. We now present reference implementation results of the proposed decentralized data detection and beamforming algorithms on a GPU cluster to
demonstrate the practical scalability of DBP in terms of throughput. We consider
a wideband scenario, which enables us to exploit decentralization across subcarriers
and in the BS antenna domain. Fig. 4.5 illustrates the mapping of our algorithms
onto the GPU cluster, the main data flow, and the key computing modules. For
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all our implementations, we use the message passing interface (MPI) library [58] to
generate C independent processes on C computing nodes in the GPU cluster, where
each process controls a GPU node for accelerating local data detection or beamforming
using CUDA [59]. Data collection and broadcasting among GPUs nodes can be
realized by MPI function calls over a high-bandwidth Cray Aries [60] or Infiniband [61]
interconnect network. We benchmark our implementations for a variety of antenna
and cluster configurations to showcase the efficacy and scalability of DBP to very
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Figure 4.5 : Mapping of the algorithms on the GPU cluster. Each GPU node performs
local data detection (uplink) or beamforming (downlink) on C CUDA GPUs using
CUBLAS or customized kernel blocks as detailed in Algorithms 1, 2, and 3. The
bottom part illustrates the dot product kernel, in which we use a warp shuffle [59]
approach to minimize the processing latency.
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4.5.1

GPU platform specifications

We implemented our algorithms on a Navy DSRC Cray XC30 cluster [62] equipped
with 32 GPU nodes connected by a Cray Aries network interface. Each node has a
10-core Intel Xeon E5-2670v2 CPU and an Nvidia Tesla K40 GPU with 2880 CUDA
cores and 12 GB GDDR5 memory. The Cray Aries network uses a novel Dragonfly
topology that enables fast and scalable network communication with a peak all-to-all
global bandwidth of 11.7 GB/s per node for the full network [60]. The hybrid MPI
and CUDA designs are compiled by Nvidia’s nvcc compiler and the Cray compiler,
and linked with CUDA’s runtime library, the cuBLAS library, and the Cray MPICH2
library. Our software implementations can be easily reconfigured with new design
parameters, such as number of BS antennas, modulation schemes, etc, and recompiled
in a few seconds to enable high design flexibility.
4.5.2

GPU implementation details

We next discuss the implementation details and optimizations that achieve high
throughput with our decentralized algorithms.
Optimizing kernel computation performance
The local data detection and beamforming computations in each cluster are mapped
as GPU kernel functions, which can be invoked with thousands of threads on each
GPU node to realize inherent algorithm parallelism and to exploit the massive amount
of computing cores and memory resources. All of our decentralized algorithms mainly
require matrix-matrix and matrix-vector multiplications. The ADMM methods also
involve an explicit matrix inversion step. Such computations are performed efficiently using the cuBLAS library [63], a CUDA-accelerated basic linear algebra
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subprograms (BLAS) library for GPUs. We use the cublasCgemmBatched function
to perform matrix-matrix multiplications and matrix-vector multiplications, and use
cublasCgetrfBatched and cublasCgetriBatched to perform fast matrix inversions
via the Cholesky factorization followed by forward-backward substitution [64]. For
these functions, “C” implies that we use complex-valued floating point numbers and
“Batched” indicates that the function can complete a batch of computations in parallel,
which are scaled by the batchsize parameter of the function with a single function
call. Since the local data detection or beamforming problems are solved independently
for each subcarrier, we can group a batch of subcarriers and process them together to
achieve high GPU utilization and throughput. For each data detection or beamforming
computation cycle, we define Nsym OFDM symbols, each including Nsc subcarriers, as
the total workload to be processed by such Batched kernel function calls. We assume
that the channel remains static for Nsym symbols.
For the preprocessing stage, the matrix-matrix multiplications and matrix inversions, which only depend on Hc , can be calculated with batchsize = Nsc for Nsc
subcarriers in an OFDM symbol, and then broadcast to all Nsym symbols inside GPU
device memory to reduce complexity. For the matrix-vector multiplications, we invoke
cuBLAS functions with batchsize = Nsc × Nsym , because these computations depend
on transmit or receive symbols as well.
For all other types of computations, such as vector addition/subtraction and inner
product calculations, we use customized kernel functions. In this way, we can combine
several vector computation steps into a single kernel, and take advantage of local registers or shared memories to store and share intermediate results instead of using slower
GPU device memories and multiple cuBLAS functions. Vector addition/subtraction
for Nsc × Nsym number of U -element vectors exposes explicit data parallelism and can
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proceed with Nsc × Nsym × U GPU threads in parallel. However, the dot product for
each pair of U -dimensional vectors requires internal communication among a group
of U threads, each thread controlling an element-wise multiplication, to be reduced
to a sum. A typical way for such a reduction is to resort to the shared memory, an
on-chip manageable cache with L1 cache speed, where a certain group of U threads
associated with a vector sums up their element-wise multiplication results to a shared
variable atomically, for example, using the atomicAdd CUDA function call. However,
shared memory typically suffers from higher latency (compared to that of local registers) and also from possible resource competition among multiple threads. In the
CG-based data detector, we utilize the warp shuffle technique, which is supported by
Kepler-generation GPUs for efficient register-to-register data shuffling among threads
within a thread warp [59], for faster parallel reduction. As shown in Fig. 4.5, we
use the __shfl_xor(var,laneMask) intrinsic, which retrieves the register value of
variable var from a certain thread with lane ID source_id for the calling thread with
lane ID dest_id within the same warp, where source_id satisfies: source_id XOR
dest_id = laneMask, XOR indicating bitwise exclusive or. In this way, the parallel
sum reduction for the inner product of two U -element vectors can be realized by
var=__shfl_xor(val,laneMask)+var in log2 (U ) iterations on a reduction tree with
initial laneMask = U , and laneMask reduced to half in each iteration. Finally, as
shown in Fig. 4.5, each of the U threads will have a copy of the inner-product result
stored in its own var, i.e., the above process is actually an operation of allreduce
rather than reduce, which facilitates downstream computations in which each thread
requires the value of the inner product. Here, we assume that the number of user
antennas satisfies U ≤ warpsize = 32 and is a power of two, for example, U = 8 or
U = 16. Otherwise, we can resort to the alternative vector inner product solution
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Table 4.2 : Parallelism Analysis and Mapping Strategies.
Module
Mat. mult.
Mat. inv.
Vec. +/-/scale
Vec. dot prod.
GPU comm.
1 g:

Strategy

Parallelism

Memory1

batch cuBLAS
batch cuBLAS
multi-threading
warp shuffle
MPI, RDMA

Nsc × Nsym
Nsc × Nsym
Nsc × Nsym × U
Nsc × Nsym × U
Among C GPUs

g,c,s,r
g,c,s,r
g,c,r
g,c,r
g

global (device) memory; c: cache; s: shared memory, r: register

by atomicAdd using shared memory. The optimizations described above enable the
computation of each iteration using Nsc × Nsym × U threads using fast on-chip memory
resources and efficient inter-thread communication schemes that avoid blocking.
Improving message passing efficiency
Message passing latency is critical to the efficiency of our design. For our decentralized
algorithms, the consensus operations require data collection and sharing among C
GPU nodes. This can be realized by MPI collective function calls for inter-process
communication among C controlling processes with messages of size Nsc × Nsym × U
complex samples. More specifically, we choose the MPI_Allreduce function to sum
(and then average) vectors across nodes. We then broadcast the resulting consensus
vector w to all local nodes within this single collective MPI function call. Typically,
MPI_Allreduce operates on the CPU’s memory and requires GPU arrays to be copied
into a CPU memory buffer before calling MPI_Allreduce. To eliminate redundant
memory copy operations, we take advantage of CUDA-aware MPI [65] and GPUDirect
remote device memory access (RDMA) techniques [66], which enable the MPI function
to explicitly operate on GPU memories without using a CPU intermediary buffer.

64
This results in reduced latency and higher bandwidth. Table 4.2 summarizes the key
mapping strategies, degrees of parallelism, and associated memory usage for both
intra-GPU computing modules and inter-GPU communication mechanisms of our
GPU implementations.
4.5.3

Data rate performance

In what follows, we benchmark the latency (in milliseconds) and throughput (in Mb/s)
of our implementations based on CPU wall-clock time.
Table 4.3 summarizes the latency and throughput performance of ADMM-based
decentralized data detection, CG-based decentralized data detection, and ADMMbased decentralized beamforming, depending on the number of iterations Tmax . We
also include the performance of centralized MMSE data detection and ZF beamforming
designs based on our previous results reported in [52] as a baseline.†† We consider a
scenario with 64-QAM, a coherence interval of Nsym = 7 symbols, and Nsc = 1200
active subcarriers, which reflects a typical slot of a 20 MHz LTE frame. We fix the
number of users to U = 16 and show results for three scenarios: (i) U > S with
S = 8, (ii) U = S = 16, and (iii) U < S with S = 32. For each scenario, we vary the
number of BS antennas as B = CS for different cluster sizes C ∈ {8, 16, 32}. The
measured latency includes both kernel-computation and inter-GPU message-passing
latencies. The computation latency scales up with local computation workload, while
the average message-passing latency is approximately 1 ∼ 2 ms in each ADMM or CG
iteration and remains nearly constant for C ≤ 32 thanks to the scalable Dragonfly
topology of Cray Aries.
††
Centralized data detectors and beamformers for massive MU-MIMO have been implemented on
FPGAs and ASICs in, e.g., [67–69]. A direct and fair comparison with our GPU implementations is,
however, difficult.
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Table 4.3 : Latency (L) in [ms] and Throughput (T) in [Mb/s] for Decentralized Data Detection and Beamforming
(U = 16).
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We see that by increasing the number of clusters C, and hence the total number
of BS antennas B, the achieved throughput degrades only slightly; this demonstrates
the excellent scalability of DBP to large antenna arrays. In stark contrast, centralized
MMSE and ZF methods suffer from an orders-of-magnitude throughput degradation
when increasing the number of BS antennas; this clearly shows the limits of centralized
data detection and beamforming methods. We also note that for MIMO systems with
a relatively small number of BS antennas, such as, when B = 64 or B = 128, we see
that centralized data detection and precoding is able to achieve a higher throughput
than decentralized schemes. We emphasize, however, that centralized processing
assumes that one is able to get the raw baseband data into the single, centralized
computing fabric at sufficiently high data rates. We furthermore we see that for a
given number of clusters C, the throughput for the S = 32 case is smaller than that
of the S = 8 case. The reason for this behavior is the fact that having a large number
of antennas per cluster S leads to a higher complexity associated with larger Gram
matrix multiplications in each local processing unit while supporting more total BS
antennas. For example, for C = 32 and S = 32, we have B = 1024 BS antennas
and achieve relatively high throughput. We also see that the CG detector achieves
comparable or higher throughput than the ADMM detector for most cases due to
its lower computational complexity. Quite surprisingly, the ADMM beamformer can
enable even higher performance than both ADMM and CG detectors. In the S = 8
case, for example, over 1 Gb/s of beamforming throughput can be achieved using
a single ADMM iteration. This behavior is due to the fact that a single ADMM
beamforming iteration (Algorithm 3) only requires local computations but no message
passing, while ADMM and CG detectors require message passing. This indicates that,
despite the optimizations described above, message passing latency still has a crucial
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effect on performance and further improvements in messaging may yield even higher
data rates.
Remark 2 We emphasize these GPU cluster implementations serve as a proof-ofconcept to showcase the efficacy and design scalability of DBP to large BS antenna
arrays. The achieved throughputs are by no means high enough for 5G wireless systems,
which is mainly a result of the relatively high interconnect latency. Nevertheless, we
expect that DBP achieves throughputs in the Gb/s regime if implemented on FPGA or
ASIC clusters, which offer higher computing efficiency and lower interconnect latency
(e.g., using Xilinx’s GTY [70] or Aurora protocols [71]) than that of GPU clusters.
Remark 3 Power efficiency is another key aspect of practical BS designs. The thermal
design power (TDP) of the Tesla K40 GPU used in our implementation is 235 W,
leading to a maximum power dissipation of C × 235 W with C fully-utilized GPUs.
While this is a pessimistic power estimate, we expect that dedicated implementations
on FPGA or ASIC will yield orders-of-magnitude better performance per watt.

4.6

Case study on alternative CPU implementations

As a case study on alternative CPU implementations, we now describe the implementation details of our DCG algorithm on a Xeon Phi cluster. To achieve high computing
efficiency, we explore the parallelism of DCG for our implementation on the Phi cluster
using parallel programming techniques and realize efficient data communication, such
as data gathering and broadcasting for consensus calculation. We start by introducing
the Intel Xeon Phi processor and then show our design mapping strategies.
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Introduction to the Intel Xeon Phi Processor
The Intel Xeon Phi Knights Landing (KNL) processor [72], the second-generation
Phi following previous Knights Corner (KNC) coprocessor, is a shared-memory computer containing tens of x86 cores organized with Intel many integrated core (MIC)
architecture on a single chip. Each Phi core supports simultaneous multithreading
with four hardware threads, and is equipped with a vector processing unit (VPU)
and vector registers to enable 512-bit wide single instruction multiple data (SIMD)
operations besides scalar processing. Every two cores with two VPUs and 1 MB L2
cache construct a tile, and all tiles are interconnected in a 2D mesh on the chip with
a total of over 30 MB L2 cache. A high-speed MCDRAM is installed around the 2D
mesh on Phi package for fast memory access besides the use of conventional off-chip
DDR4 memory. The KNL Phi processor can run a self-boot operating system without
the need of a host Xeon CPU, which leads to more efficient workload deployment
within the chip. A Phi cluster can be constructed by connecting multiple such KNL
Phi processor nodes via Intel high-bandwidth Omni-Path network interconnection, in
which we will realize our proposed decentralized algorithm.
Design Mapping on a Xeon Phi Cluster
We start by analyzing the inherent parallelism of our proposed data detection algorithm.
As discussed before, data detection in OFDM systems can be performed independently
for each subcarrier. Therefore, some previous work [7, 8] has addressed decentralized
processing for downlink beamforming or uplink detection across subcarriers, i.e., the
processing workloads for different subset of subcarriers are deployed on different
independent processors; this approach, however, still requires high-throughput data
transfer from all antennas to all processors. Our proposed decentralized architecture
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introduces an additional level of parallelism across antenna clusters in the spatial
dimension (beyond subcarriers in the frequency dimension): data detection for C
antenna clusters can be performed in parallel, while maintaining the parallelism across
subcarriers within each local antenna group. For local data detection at each subcarrier,
the matrix and vector operations described in Algorithm 2, such as matrix-vector
multiplication, vector addition/subtraction, multiplication and norm, involve further
data-level parallelism across data elements.
In our implementation, we first generate C message passing interface (MPI)
processes on the Phi cluster across a total of C Phi processors, each process controlling
the data detection associated with an individual antenna group of S antennas on a
single Phi processor. The local data detection workloads for a batch of Nscr subcarriers
can be processed in parallel using multiple cores and VPUs on each Phi processor.
Specifically, we implement the matrix-matrix or matrix-vector multiplications with the
Intel Math Kernel Library (MKL), which automatically optimizes the computation
efficiency on Intel processors using multithreading techniques and SIMD instructions for
fast math processing. Here, we use the cblas_cgemm_batch MKL library call, which
performs a batch of, for example, Nscr subcarriers, matrix-matrix or matrix-vector
multiplications in a single function execution. By setting a large Nscr number, we can
keep high occupancy of Xeon Phi computing resources. For vector addition/subtraction,
multiplication and norm computations, we resort to our customized multithreading
and SIMD implementations for higher design flexibility. In particular, on each Phi
processor, we invoke Nt OpenMP threads to be deployed evenly across computing
cores, where each thread independently handles local vector operations for Nscr /Nt
subcarriers using VPUs. Here, at each thread, we perform vector computation by
taking advantage of 512-bit advanced vector extension (AVX) SIMD intrinsics of
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Phi, which can process sixteen 32-bit floating-point elements in a single instruction
on VPUs with 512-bit vector registers. While vector addition/subtraction can be
executed element-wise on a pair of vectors, vector multiplication and norm, especially
for complex-valued vectors, should be broken into multiple SIMD intrinsics including
extra data shuffling and packing intrinsics for efficient vector operation on interleaved
real and imaginary elements.
The collective centralized computations indicated at lines 4 and 11 of Algorithm 1
require data communication across all of the C processors. By performing the interprocess communication using MPI_Allreduce MPI function call, we can efficiently
gather the local results generated at each Phi computing node for the sum reduction
and then broadcast the calculated consensus back to every Phi node over the OmniPath network.
Implementation Results
Our design is implemented on the Stampede KNL cluster of the Texas Advanced
Computing Center (TACC) [73], which consists of 508 Intel Xeon Phi 7250 KNL
68-core compute nodes. Each KNL node runs a self-hosted CentOS 7 with a KNLcompatible software stack, including Intel compiler and Intel MKL, OpenMP and
MPI libraries. The KNL nodes are connected with 100 Gb/s Omni-Path network with
a fat-tree topology. We measure the timing characteristics using CPU wall-clock time
by running our design compiled with the -O3 compiler optimization setting.
Table 4.4 summarizes latency and throughput performance for various antenna
configurations indicated by U , S, C, and B for 64-QAM modulation. We perform
measurements on processing a total of Nscr = 1200 × 14 subcarriers as detection
workloads, corresponding to a 20 MHz LTE subframe which contains 14 OFDM

C = 8, B = 64
L/T

7.801 / 206.7
11.18 / 144.2
14.52 / 111.1

Iter.

1
2
3

8.512 / 189.5
12.29 / 131.2
16.08 / 100.3

S=8
C = 16, B = 128
L/T
9.182 / 175.6
13.05 / 123.5
17.16 / 93.97

C = 32, B = 256
L/T
8.925 / 180.7
12.35 / 130.6
15.65 / 103.0

C = 8, B = 256
L/T

9.613 / 167.8
13.38 / 120.5
17.18 / 93.88

S = 32
C = 16, B = 512
L/T

10.40 / 155.1
14.26 / 113.1
18.26 / 88.32

C = 32, B = 1024
L/T

Table 4.4 : Latency (L) in [ms] and throughput (T) in [Mb/s] at U = 16 on Xeon Phi clusters.
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symbols with each symbol including 1200 subcarriers. For each antenna configuration,
we show the data rate performance for up to three CG iterations, which are sufficient
to achieve near-MMSE BER performance. We can see that for a given S, there is little
performance degradation when we scale up the number B of BS antennas by increasing
the number C of clusters. This observation demonstrates the high scalability and
modularity of our proposed decentralized method for supporting hundreds or even
thousands of BS antennas. For example, our reference Phi implementation can achieve
over 110 Mb/s throughput for a very large 1024 × 16 massive MU-MIMO system at
two CG iterations for a near-MMSE BER performance. We finally emphasize that,
with possible lower message passing latency and higher computing capability, our
approach would achieve throughputs in the Gb/s regime, e.g., by using FPGA or
ASIC implementations.
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Chapter 5
Decentralized Feedforward Detection and
Precoding
In this Chapter, we detail several decentralized data detection and precoding algorithms
built on the decentralized feedforward architecture aforementioned in Chapter 3, and
discuss their associated error-rate performance, complexity and results on multi-GPU
implementations.

5.1

Decentralized feedforward uplink detection

In this section, we propose two distinct feedforward architectures for partially decentralized (PD) and fully decentralized (FD) equalization, which mitigate the interconnect,
I/O, latency, and computation bottlenecks. For both of these architectures, we investigate the efficacy of MRC, ZF, L-MMSE, and a nonlinear equalization method that
builds upon the large-MIMO approximate message passing (LAMA) algorithm [74].
Notation
Lowercase and uppercase boldface letters designate vectors and matrices, respectively;
uppercase calligraphic letters denote sets. The transpose and Hermitian of the matrix
H are represented by HT and HH . We define hxi =

1
N

PN

k=1

xk . The multivariate

complex-valued Gaussian probability density function (pdf) with mean m and covariance K is denoted by CN (m, K). EX [·] and VarX [·] represent the mean and variance
with respect to the random variable X, respectively.
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5.1.1

Decentralized uplink detection architecture

We start by proposing two feedforward architectures depicted in Figure 5.1 that enable
decentralized equalization and achieve (often significantly) higher spectral efficiency
than MRC-based architectures that naturally enable distributed processing [75].
System model for decentralized equalization
We model the input-output relation of a massive MU-MIMO uplink system by y =
Hs0 + n. Here, y ∈ CB is the receive vector and B denotes the number of BS antennas,
H ∈ CB×U is the known MIMO system matrix where each element of H is distributed
CN (0, 1/B) and U ≤ B denotes the number of users, s0 ∈ OU contains the transmit
symbols for each user, O is the constellation set (e.g., QPSK), and n ∈ CB is i.i.d.
circularly symmetric complex Gaussian noise with variance N0 per complex entry. We
assume an i.i.d. prior p(s0 ) =

QU

`=1

p(s0` ) and each symbol is distributed as:

p(s0` ) =

1
|O|

P

a∈O

δ(s0` − a),

(5.1)

where |O| is the cardinality of O and δ(·) is the Dirac delta function. The average
symbol energy is Es = E[|s0` |2 ].
As in [76, 77], we partition the B BS antennas into C ≥ 1 independent antenna
clusters. The cth cluster is associated with Bc = wc B BS antennas so that wc ∈ (0, 1]
and

PC

c=1

wc = 1. Each cluster contains local radio-frequency (RF) components and

only requires access to local channel state information (CSI). Hence, the receive
vector for cluster c can be written as yc = Hc s0 + nc with yc ∈ CBc , Hc ∈ CBc ×U ,
and nc ∈ CBc . Without loss of generality, we assume the following partitioning:
T T
T T
y = [y1T · · · yC
] and H = [HT
1 · · · HC ] .

CHEST

RF

preprocessing
...

...

RF

+

RF

preprocessing

RF

CHEST

equalization

...

...

...

...
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RF
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RF
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CHEST
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(a) Partially decentralized (PD) equalization.

(b) Fully decentralized (FD) equalization.

Figure 5.1 : Partially decentralized (PD) and fully decentralized (FD) equalization
architectures for the massive MU-MIMO uplink with C clusters. (a) PD performs decentralized channel estimation (CHEST) and preprocessing; equalization is performed
in a centralized fashion and operates on low-dimensional data. (b) FD performs
CHEST, preprocessing, and equalization in a decentralized manner. The ⊕ operator
in (a) denotes matrix/vector-additions and • in (b) denotes a weighted vector addition
(see Section 5.1.3 for the details).
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Partially decentralized equalization architecture
The partially decentralized (PD) equalization architecture is illustrated in Figure 5.1(a)
for C clusters. Each cluster c independently preprocesses the partial received vector yc
and channel matrix Hc by computing the partial MRC vector ycMRC = HH
c yc and
the partial Gram matrix Gc = HH
c Hc . A feedforward adder tree is used to compute
the complete MRC vector and Gram matrix, i.e., computes yMRC =
G=

PC

c=1

PC

c=1

ycMRC and

Gc . Since the MRC output is a sufficient statistic for the transmit signal [78],

we perform (linear or non-linear) equalization in a centralized manner and compute a
soft symbol z ∈ CU and variance σ 2 ∈ CU vector, which can be used to either compute
hard-output estimates or soft information (e.g., in the form of log-likelihood ratios)
of the transmitted bits [79]. In Section 5.1.4, we will analyze the performance of PD
equalization for ZF, L-MMSE, and a novel LAMA-based equalization algorithm all of
which directly operate on the combined MRC vector yMRC and Gram matrix G.
Fully decentralized equalization architecture
The PD architecture requires a summation of both the partial MRC vector and the
partial Gram matrices, which involves the transfer and processing of large amounts
of data in the adder tree. The fully decentralized (FD) equalization architecture
illustrated in Figure 5.1(b) often significantly reduces the overhead of data fusion at
the cost of lower performance. Specifically, each cluster c independently performs
CHEST, preprocessing, and equalization, and directly computes a soft symbol zc ∈ CU
and variance σc2 ∈ CU vector. The fusion tree optimally combines the resulting soft
symbols zc and variance σc2 vectors in order to generate the final output tuple {z, σ 2 }
used for hard- or soft-output detection; see Section 5.1.3 for the details.
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5.1.2

Partially decentralized equalization

We start by presenting a decentralized LAMA algorithm suitable for the PD architecture and the associated SE framework. We then adapt the well-known Tse-Hanly
equations [80] to characterize the performance of PD equalization with linear equalization algorithms, such as MRC, ZF, and L-MMSE.
LAMA for PD equalization
The LAMA algorithm [74] operates on the conventional input-output relation y =
Hs0 + n. We next propose a novel variant that directly operates on the MRC output
yMRC and the Gram matrix G, i.e., the outputs of the fusion tree of the PD architecture
shown in Figure 5.1(a). Note that since the antenna configuration in massive MUMIMO systems typically satisfies U  B, the LAMA-PD algorithm summarized next
operates on a lower-dimensional problem while delivering exactly the same results as
the original algorithm in [74].
Algorithm 1 Initialize s` = ES [S] for ` = 1, . . . , U , φ1 = VarS [S], and v1 = 0. Then,
for every algorithm iteration t = 1, 2, . . . , compute the following steps:
zt = yMRC + (I − G)st + vt

(5.2)

st+1 = F(zt , N0 + βφt )
φt+1 = hG(zt , N0 + βφt )i
vt+1 =

βφt+1
(zt
N0 +βφt

− st ).

The functions F(s` , τ ) and G(s` , τ ) correspond to the message mean and variance,
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respectively, and are computed as follows:

F(z` , τ ) =

R

G(z` , τ ) =

R

s`

s` f (s` |ẑ` )ds`

2
s` |s` |

(5.3)

f (s` |ẑ` )ds` − |F(z` , τ )|2 .

Here, f (s|z) is the posterior pdf f (s|z) =

1
p(z|s)p(s)
Z

with p(z|s) ∼ CN (s, τ ), p(s) is

given in (5.1), and Z is a normalization constant.
To analyze the performance of LAMA-PD using the SE framework, we need the
following definition.
Definition 1 (Large-system limit) For a MIMO system with U user antennas and B
BS antennas, we define the large-system limit by fixing the system ratio β = U/B and
letting U → ∞.
We also need the following decoupling property of LAMA. In the large-system
limit and for every iteration t, (5.2) is distributed according to CN (s0 , σt2 IU ) [74];
this shows that LAMA decouples the MIMO system into U parallel and independent
AWGN channels each with noise variance σt2 . The SE framework in Theorem 3 with
proof in [81] allows us to track the decoupled noise variance σt2 in each iteration t.
Theorem 3 Fix the system ratio β = U/B and the signal prior in (5.1). In the largesystem limit, the decoupled noise variance σt2 of LAMA at iteration t is given by the
recursion:

2
σt2 = N0 + βΨ(σt−1
).

(5.4)
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Here, the mean-squared (MSE) function is defined by

2
Ψ(σt−1
)



= ES,Z F(S +

2
σt−1 Z, σt−1
)

−S

2



,

(5.5)

where F is given in (5.3), S ∼ p(s) as in (5.1), Z ∼ CN (0, 1), and σ12 is initialized by
σ12 = N0 + β VarS [S].
2
For t → ∞, the recursion (5.4) converges to the fixed-point equation σPD
=
2
2
N0 + βΨ(σPD
). If there are multiple fixed points, then we select the largest σPD
,

which is, in general, a sub-optimal solution [82]. Since in the large-system limit the
2
MIMO system is decoupled into AWGN channels with noise variance σPD
for each

user, we will use this fixed-point equation to analyze the error-rate performance of
decentralized equalization in Section 5.1.4.
Linear algorithms for PD equalization
As for the LAMA-PD algorithm, linear data detectors are also able to operate directly
with the MRC output and the Gram matrix. For MRC equalization, we can directly
use the MRC output yMRC . For ZF and L-MMSE equalization, we first compute a
U × U filter matrix W = (G + αIU )−1 , where α is set to 0 and N0 /Es for ZF and
L-MMSE, respectively. The final linear estimate z is then computed by z = WyMRC .
In the large-system limit, the output of MRC, ZF, and L-MMSE-based equalization
2
is also decoupled into AWGN channels [80] with noise variance σPD
for each user U .

Closed-form expression for the noise variance have been developed by Tse and Hanly
in [80], and are as follows.
Theorem 4 Fix the system ratio β = U/B. In the large-system limit, the decoupled
2
2
noise variance σPD
for MRC, ZF, and L-MMSE is a fixed-point solution to σPD
=
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2
N0 + βΨ(σPD
), where Ψ(σ 2 ) equals to VarS [S], σ 2 , and

VarS [S]
σ2
VarS [S]+σ 2

for MRC, ZF, and

L-MMSE equalization, respectively.

5.1.3

Fully decentralized equalization

We now discuss the algorithm aspects of the FD architecture and then analyze its
performance.
Algorithm procedure for FD architecture
Recall from Section 5.1.1 that each cluster c in the FD architecture independently
computes the vectors zc and σc2 . Once equalization for all C clusters is completed,
then the vectors zc and σc2 must be fused to compute the output {z, σ 2 }. Since the
input-output relation from each cluster is decoupled into an AWGN system with i.i.d.
noise in the large-system limit, optimal fusion corresponds to computing a weighted
sum of

PC

c=1

2
νc zc that minimizes the output noise variance σFD
.

Equalization performance in FD architecture
The following result characterizes the performance of FD for each cluster c; the proof
is given in Appendix A.2.
Theorem 5 Let cluster c have a system ratio of βc = U/Bc = β/wc . In the large-system
limit, the input-output relation is decoupled into AWGN channels with noise variance
σ̄c2 given by a solution to the fixed-point equation σ̄c2 =

1
N
wc 0

+ βc Ψ(σ̄c2 ). Here, Ψ(σ̄c2 )

is the MSE function of the equalizer in cluster c.
Due to the decoupling property in the large-system limit, cluster c is decoupled
into AWGN channels with noise variance σ̄c2 for each user. Hence, fusion relies on
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zc and σ̄c2 for all C clusters and computes a weighted sum that minimizes the final
2
noise variance σFD
. Lemma 6 summarizes the optimal fusion rule; the proof is given

in Appendix A.2.
Lemma 6 Assume the large-system limit. Let σ̄c2 be the noise variance for each cluster
c = 1, . . . , C. Then, the input-output relation of the FD architecture is decoupled into
AWGN channels, where the optimal fusion rule is given by

2
σFD
=

with νc =

1
σ̄c2

P

C
c0 =1

1/σ̄c20

−1

−1
C
1
=
c=1 σ̄c2

P

N0 + β

PC

c=1

νc Ψ(σ̄c2 )

(5.6)

for each c = 1, . . . , C.

We also have the following intuitive result that FD cannot outperform PD equalization; the proof is given in Appendix A.2.
Lemma 7 Let N0 > 0. In the large-system limit, the decoupled noise variances for the
2
2
FD and PD architectures satisfy σFD
≥ σPD
. Equality holds for β → 0 or if MRC is

used.

5.1.4

Numerical simulation results

We now investigate the performance of decentralized equalization.
Uncoded Error-rate Performance
We use an interference-free AWGN channel as the baseline and compare the performance loss (in terms of achievable rates) of FD and PD equalization with MRC, ZF,
L-MMSE, and LAMA compared to this baseline. We define the signal-to-noise ratio
(SNR) as SNR = βEs /N0 and the SNR loss as the additional Es /N0 that is required by
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these equalizers to achieve the same performance as that given by the interference-free
AWGN system.
We simulate an uncoded 96 × 16 massive MIMO system under QPSK modulation
and plot the symbol error-rate performance (SER) of LAMA and L-MMSE for the PD
and FD architectures with C = 3 clusters and wc = 1/C, c = 1, . . . , C. Fig. 5.2 shows
the simulation results. We observe that the numerical error-rate simulations (shown
with solid lines) closely match the asymptotic predictions (shown with dashed lines
for the corresponding color). We also simulate LAMA-PD for an uncoded 32 × 16
MIMO system as a baseline for comparison with the proposed architectures.
We see that LAMA-FD outperforms L-MMSE-FD and performs close to MMSEPD. Furthermore, LAMA-FD performs within 1 dB of LAMA-PD, which achieves
individually-optimal performance in the large-system limit [74]. In addition, LAMA-FD
with C = 3 in the 96 × 16 system exhibits significant performance improvements over
LAMA-PD in the 32×16 system, which showcases the benefit of the fusion operation in
finite-dimensional systems. In summary, LAMA-FD delivers near-optimal performance
while reducing the interconnect and chip I/O bottlenecks, which demonstrates the
efficacy of LAMA and the proposed feedforward equalization architectures.
Coded Error-rate Performance in Realistic Systems
Since our theoretical analysis relies on the large system limit and Rayleigh fading
channels, we now investigate the efficacy of our work in a more realistic scenario.
Specifically, Figure 5.3 shows the coded packet error-rate (PER) in a realistic LTE-like
massive MU-MIMO system with B = 64 BS antennas and U = 16 UEs. We consider
C = 2 clusters with uniform antenna partitioning. We use OFDM with 2048 subcarriers
(1200 used for data transmission) with 16-QAM, 14 OFDM symbols per packet, and
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Figure 5.2 : Uncoded symbol error-rate (SER) performance for decentralized feedforward equalizers with B = 96, U = 16, C = 3.
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Figure 5.3 : Packet error-rate (PER) of an LTE-like massive MU-MIMO-OFDM
system with B = 64, U = 16, and 56 k bits per OFDM packet. LAMA for the PD and
FD architectures clearly outperforms L-MMSE while meeting the 10% LTE minimum
PER requirement. LAMA-PD or L-MMSE clearly outperform the consensus-based
ADMM method from [1] (which suffers from transfer latency), whereas LAMA-FD
closely approaches the performance at minimal lower latency overheads.
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use a weak rate-5/6 convolutional code with soft-input Viterbi decoding. We consider a
WINNER II channel model in an outdoor-to-indoor scenario. For LAMA-PD and FD,
we use 10 iterations and perform message damping to mitigate performance loss for
finite-dimensional systems with correlated MIMO channel matrices [83]. We observe
that LAMA-FD exhibits an error floor near a PER of 10−2 due to the small effective
system dimension compared to that given by LAMA-PD. Nevertheless, LAMA-FD
still outperforms L-MMSE-FD for the LTE minimum PER specification of 10%.
We also compare LAMA and L-MMSE to the consensus-based ADMM method
for DBP proposed in [1], where we use 10 iterations. First, we see that LAMAPD outperforms all other equalization algorithms by a significant margin, when
considering the LTE minimum PER specification of 10%. Second, we observe that the
consensus-sharing ADMM method performs slightly better than that of LAMA-FD.
The ADMM-based method, however, requires iterative consensus exchange among
the clusters which results in low throughput; see our GPU implementation results in
Section 5.1.5.
5.1.5

GPU implementations and data rate performance

We now present implementation results of our algorithms and architectures on a
multi-GPU system to validate the scalability, throughput, and latency in a realistic
scenario. We furthermore provide a comparison to existing consensus-based DBP
algorithms and centralized equalizers. In order to fully utilize the available GPU
resources, we consider an OFDM-based system as in Section 5.1.4, which enables us
to not only parallelize across antennas but also across subcarriers.
Remark 1 As in [1], the provided multi-GPU implementations serve as a proof-ofconcept to assess the efficacy and scalability of our solutions when implemented on real
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Figure 5.4 : System architecture overview of the multi-GPU experimental platform.
The system consists of eight Tesla Volta GPUs with high-bandwidth NvLink GPU-toGPU interconnect. The master GPU (highlighted) gathers local equalization results
and performs all centralized computations. For (a) C = 1, (b) C = 2, and (c) C = 4
clusters, we use a single CPU that controls the GPUs via PCIe; (d) for C = 8 clusters,
we use two CPUs for control purposes.
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hardware. In practice, we expect that our solutions will be implemented on clusters
consisting of field-programmable gate arrays (FPGAs) or application-specific integrated
circuits (ASICs), which offer higher computing efficiency and lower transfer latency.

GPU platform specifications
In Fig. 5.4, we show the used Nvidia DGX-1 multi-GPU system [84] consisting of eight
Tesla V100 Volta GPUs with 300 GB/s bi-directional NvLink interconnect and two
20-core Intel Xeon E5-2698 v4 CPUs. Each GPU provides 5120 CUDA cores and 16 GB
high bandwidth memory (HBM). In what follows, we use C GPUs when processing C
antenna clusters; other partitioning schemes are possible. Our equalization algorithms
and architectures are implemented with the CUDA 9.2 toolkit [59] and the Nvidia
collective communications library (NCCL) v2.2 [85] software stack. The NCCL uses
the message passing interface (MPI) library, which improves the efficiency of interGPU collective communication over NvLink [86] by leveraging the CUDA-aware MPI
technology [65] for direct GPU-to-GPU memory copy.
GPU implementation details
All decentralized feedforward equalizers proposed in Sections Section 5.1.1 are processed
in the following three steps: (i) calculate local intermediate results at each antenna
cluster, (ii) fuse local results at the centralized processor, and (iii) perform necessary
centralized computations to obtain the final equalization outputs. We use the available
CPUs to schedule the workload and initialize C MPI processes, each process supervising
an individual GPU for design decentralization. The proposed decentralized algorithms
were implemented on the multi-GPU system using the following procedure: (i) We
accelerate local computations at the C antenna clusters, each using a dedicated GPU
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with multi-threaded CUDA kernel functions. (ii) We utilize collective inter-process
communication among the C GPUs via NCCL over NvLink to realize low-latency
gathering of the local results at the master GPU. (iii) We complete the centralized
computations at the master GPU for high efficiency. We note that equalization with
the PD architecture generally requires fewer local computations, but more data for
fusion and computations at the centralized master GPU, compared to equalization
with the FD architecture. We now describe the PD and FD architectures in detail.
To keep the discussion of the FD architecture short, we only discuss the procedure
for LAMA, as the same methodology is used for the linear equalization algorithms.
In order to minimize the complexity of computing the post-equalization variance
and SINR [79], our implementations resort to the low-complexity approximation put
forward in [87].
PD Architecture
The local computations at each GPU include the partial MRC output ycMRC = Hc yc
and the partial Gram matrix Gc = HH
c Hc . To maintain high GPU occupancy, we
aggregate these workloads across a batch of subcarriers and process them in parallel. To
process the batched matrix-matrix or matrix-vector multiplications required for partial
MRC and Gram computations efficiently, we take advantage of the cuBLAS library,
a collection of CUDA-accelerated basic linear algebra subprograms (BLAS), and
specifically, the cublasCgemmBatched library function for fast matrix multiplications
with complex-valued floating-point entries. In a single invocation of the batched
function call, we calculate Gc for Nsc active subcarriers (batchsize = Nsc ) associated
with a certain OFDM symbol, and reuse them across Nsym OFDM symbols within
the channel coherence time to reduce complexity. In contrast to the Gram matrix
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calculation, we compute ycMRC for a total of Nsc × Nsym subcarriers (batchsize =
Nsc × Nsym ) in a function call. This is necessary because ycMRC also depends on receive
vector yc , which varies for each OFDM symbol. We finally fuse the local Gc and ycMRC
that results in a total message size mPD = U 2 × Nsc × C + U × Nsc × Nsym × C at the
master GPU with the ncclReduce NCCL function.
For LAMA-PD shown in Algorithm 1, each iteration mainly involves matrix-vector
multiplication and vector operations, which include vector addition, subtraction, and
dot-products. Although matrix-vector multiplications can be efficiently computed by
the batched cuBLAS function with batchsize = Nsc ×Nsym , as done for preprocessing,
we also designed customized multi-threaded kernel functions for the vector operations
to fully exploit the on-chip memories of GPU. Specifically, for certain kernels, we
combine multiple vector operations which can share intermediate results using fast
local registers. Since the intermediate vectors within each LAMA iteration, such as s, v,
and z, scale with the UE number U , multi-threaded computations for vector additions,
subtractions, and scaling are straightforward; we launch a kernel with Nsc × Nsym × U
threads to process each of U entries in a vector for a total of Nsc × Nsym subcarriers
in parallel. For the vector dot-product operations, as an example, when we update φ
in Algorithm 1, we resort to the warp shuffle technique, where a thread can directly
retrieve register values from another thread efficiently, to obtain a sum reduction of U
vector entries across U threads in the same warp. If U > warpsize = 32, then we can
also use the on-chip shared memory for the necessary inter-thread communication.
After the last LAMA iteration Tmax , we finally calculate the global LAMA-PD output
at the master GPU.
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FD Architecture
Preprocessing and equalization is computed in a decentralized manner at each of the C
GPUs. We reuse the cuBLAS library and customized kernel functions for those local
computations in LAMA-FD, and fuse the local result zc at the master GPU using the
NCCL ncclReduce function with a smaller total message size mFD = U ×Nsc ×Nsym ×C
than that of LAMA-PD. We implement optimal fusion at the master GPU.
Data rate performance
We now present measured latency and throughput of our decentralized feedforward
equalizers. In Table 5.1, we list results of different equalizers with PD and FD architectures. Those results are obtained via CPU wall clock timing that is synchronized with
the start and end of all GPU computations. In what follows, we consider 16-QAM,
and we fix the number of UEs to U = 16 and BS antennas per cluster to Bc = 32 We
simulate an LTE-like system as in Section 5.1.4 with Nsym = 14 OFDM symbols per
packet and Nsc = 1200 active subcarriers (out of 2048 subcarriers), which corresponds
to a 20 MHz LTE subframe. To compare the scalability of our proposed feedforward
equalization architectures, we scale the total number of BS antennas B = CBc by
increasing the number of clusters from C = 2, C = 4, to C = 8.
We see from Table 5.1 that all our proposed decentralized feedforward equalizers
achieve throughput in the Gb/s regime with latencies of 1 ms or less. Specifically, the
non-linear LAMA-PD and LAMA-FD equalizers are able to reach higher throughput
for a small number of iterations (Tmax = 1 or Tmax = 2). We note that for more
LAMA iterations, our decentralized linear equalizers are able to outperform LAMA in
terms of the throughput. This is due to the fact that linear equalizers can reuse both
local Gram matrix multiplication and matrix inversion results across Nsym OFDM
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Fully Decentralized (FD) Feedforward Equalizers

Table 5.1 : Latency (L) and throughput (TP) performance of decentralized feedforward equalizers (U = 16, Bc = 32, L in
ms, TP in Gb/s) on GPUs
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Table 5.2 : Performance of decentralized consensus-sharing equalizers developed in
our earlier work [1] (U = 16, Bc = 32, L in ms, TP in Gb/s)
B
C
Performance
ADMM, Tmax = 2
ADMM, Tmax = 3
CG, Tmax = 2
CG, Tmax = 3

64
2

128
4

256
8

L / TP

L / TP

L / TP

0.783
0.982
0.808
0.997

/
/
/
/

1.47 0.789 / 1.45 0.858 / 1.34
1.17 0.995 / 1.15 1.075 / 1.07
1.42 0.815 / 1.41 0.880 / 1.30
1.15 1.010 / 1.14 1.098 / 1.04

symbols, which effectively reduces complexity. Among all those feedforward equalizers,
MRC (which is equivalent for MRC-PD and MRC-FD) has the highest throughput
and lowest latency, but entails significant loss of error-rate performance; see the
simulation results in Section 5.1.4. Furthermore, we see that equalization with the FD
architecture generally achieves higher throughput than that of the PD architecture,
mainly caused by smaller message sizes and lower data-transfer latency during the
data fusion process. This advantage, however, comes at the cost of reduced error-rate
performance for the FD architecture. Put simply, there exists a trade-off between
throughput and error-rate performance for the FD and PD architectures.
Interestingly, the latency and throughput of our decentralized feedforward equalization implementations degrades only slightly when we increase the number of BS
antennas (with a larger number of clusters C) as our designs benefit from direct
GPU-to-GPU communication with efficient NCCL over NvLink. This observation
demonstrates that our proposed decentralized feedforward equalizers have excellent
scalability to support hundreds to even thousands of BS antennas while maintaining
high throughput.
We now compare our proposed decentralized feedforward architectures to the
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Table 5.3 : Performance of centralized equalizers (U = 16, C = 1, Bc = B, L in ms,
TP in Gb/s)
B
Performance
LAMA, Tmax = 2
L-MMSE [87]
ZF [87]
MRC

64

128

256

L / TP

L / TP

L / TP

0.766
0.710
0.682
0.457

/
/
/
/

1.50 1.182 / 0.97 2.004
1.62 1.125 / 1.02 1.947
1.68 1.095 / 1.05 1.917
2.51 0.859 / 1.34 1.650

/
/
/
/

0.57
0.59
0.60
0.70

decentralized consensus-based methods proposed in [1]. In Table 5.2, we show reference
latency and throughput results measured on the same multi-GPU platform. As
discussed in our earlier work [1], consensus-sharing methods, such as ADMM-based
and decentralized CG-based equalizers, rely on iterative update of local variables and
global consensus, which requires the data gathering for consensus calculation and
consensus broadcasting in each iteration. In contrast, the decentralized feedforward
equalizers proposed in this thesis significantly reduce the data transfer latency with
only one-shot (feedforward) message passing, which leads to (often significantly)
higher throughput. More specifically, both LAMA-PD and LAMA-FD achieve higher
throughput than D-ADMM or D-CG for the same number of iterations; the same
trend continues to hold for a larger number of iterations.
In Table 5.3, we show the latency and throughput performance of several centralized
equalizers. We see that the throughput of centralized equalizers decreases quickly when
increasing the number of BS antennas; this demonstrates that centralized solutions
exhibit poor scalability to large BS antenna arrays. Also note that centralized solutions
suffer from high interconnect and chip I/O data rates, which is not visible in this
comparison.
The key advantages of the proposed decentralized feedforward architectures are as
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follows: (i) They reduce the raw front-end baseband transfer rate by a factor of C
at each antenna cluster compared to that of centralized architectures and (ii) they
minimize the back-end message passing data among clusters. For example, given
Nsc = 1200, Nsym = 14, U = 16 and C = 4, the total message passing data across C
GPUs with the PD architecture is mPD = 17.58 MB while the FD architecture requires
only mFD = 8.20 MB. In contrast, the decentralized consensus-sharing (CS) equalizers
in [1] require multiple iterations of message passing. Furthermore, in each each iteration
the message passing data of both data gathering and consensus broadcasting doubles
compared to that of the FD architecture, i.e., we have mCS = 2mFD = 16.40 MB per
iteration.
While our multi-GPU implementations exceed 1 Gb/s throughput, the estimated
total power dissipation of C Tesla V100 GPUs with 300 W thermal design power
(TDP) each can be as high as C × 300 W. To reduce the power consumption in practice,
one can resort to FPGA or ASIC implementations. In fact, some of the latest massive
MU-MIMO testbeds, such as the LuMaMi [7, 88] testbed, are built with FPGA-driven
software-defined radios and PXIe switches, and demonstrate 0.8 Gb/s throughput for
a B = 100 antenna U = 12 user system. However, the LuMaMi testbed processes the
entire workload for different sub-bands (a small portion of the entire frequency band)
on different FPGA co-processors, while each sub-band still connects to all BS antennas.
Thus the PXIe switches can be saturated when further scaling up the antenna number.
In contrast, the proposed feedforward architectures divide the processing workload
across antennas, which yields improved scalability and modularity. In practice, one
can combine antenna domain and frequency domain decentralization to combine the
best of both approaches.
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5.1.6

Case study on alternative FPGA implementations

We now describe the VLSI architecture of FD-LAMA. As a proof-of-concept, we
implement our algorithm on a single Xilinx Virtex-7 FPGA to demonstrate its modularity and scalability. Our design can be distributed to multiple FPGAs in order to
enable true DBP as is required by massive MU-MIMO systems—the implementation
of such a design is part of ongoing work. We implemented FD-LAMA via high-level
synthesis (HLS) using Xilinx Vivado HLS (v2017.3), which provides high design reconfigurability, supports numerous compiler directives for performance optimization, and
often requires lower design effort than traditional RTL-based design using Verilog or
VHDL. The HLS code is written in C++ and synthesized to RTL using Vivado HLS.
To optimize the hardware efficiency, we rely on fixed-point arithmetic. We use the
ap_fixedh16, 5i data type for most values in our design in order to support 16-bit
precision fixed-point numbers with 5-bit integer bits.

Architecture Overview
Fig. 5.5 shows the proposed architecture and the data flow. We implement a total
number of C decentralized processing elements (DPEs) on a single FPGA fabric for
local FD-LAMA equalization to compute local estimates. The results are fused at a
centralized processing element (CPE) to calculate the final estimate, i.e., a weighted
sum of local estimates. Each local DPE uses the local channel matrix Hc and local
receive vector yc and performs preprocessing to obtain the local Gram matrix Gc and
the local MRC output ycMRC . The DPE then calculates the local equalization estimate
ẑc according to Algorithm 1. After Tmax LAMA iterations, all the local estimates
ẑTc max are passed from DPEs to the CPE which computes ẑ. Since all DPEs and the
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Figure 5.5 : Overview of the proposed VLSI architecture. In the context of a
decentralized design on a single FPGA fabric, we implement C decentralized processing
elements (DPEs), and each DPE serves as a local baseband processor for local FDLAMA equalization at each of C clusters; local equalization estimates are fused at a
centralized processing element (CPE), which emulates the centralized BS processor in
a decentralized architecture.

CPE are integrated on a single FPGA, the transfer of local estimates between the
DPEs and the CPE can be realized with on-chip memory and buses with very short
latency (using only a few clock cycles). We note that a multi-FPGA design would
require substantially higher transfer latencies, which will reduce the throughput.
We now focus on the key computations carried out within the DPEs and the CPE.
Preprocessing at DPE
To calculate the local Gram matrix Gc and the MRC output ycMRC at high throughput
and low latency, we implement efficient matrix-matrix multiplications and matrix-
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vector multiplications using a systolic architecture. Concretely, to compute Gc =
HH
c Hc , we partition Hc into the column vectors h1,c , h2,c , . . . , hU,c by using the
#pragma HLS ARRAY_PARTITION directive; the row vectors of HH
c are given by
H
H
H
h1,c
, h2,c
, . . . , hU,c
. We partition the Gram matrix Gc into isolated entries gu,v,c =

Gc (u, v), u, v = 1, 2, . . . , U . By adding the #pragma HLS PIPELINE directive at the
H
top-level loop for this matrix-matrix multiplication, the computation of gu,v,c = hu,c
hv,c

for all values of u, v can be pipelined via HLS and is executed in a systolic manner
with U × U operations performed in parallel. Similarly, to compute the local MRC
MRC
MRC
vector ycMRC = HH
into single entries yu,c
, u = 1, 2, . . . , U ,
c yc , we partition yc
MRC
H
and exploit loop pipelining to perform U vector multiplications yu,c
= hu,c
yc for all

u = 1, . . . , U in parallel.
The above explained array partition directives are necessary for efficient scheduling
and pipelining of memory read and write operations. Arrays, as required to store
the matrix Gc , if not partitioned, are implemented as BRAMs that have two data
ports, limiting the throughput of intensive read/write operations. By partitioning
such arrays into smaller banks, we can synthesize them to multiple smaller distributed
BRAMs and flip-flops on the FPGA, which increases the memory bandwidth and
enables multiple parallel read/write operations.
LAMA Iterations at the DPE
In each LAMA iteration, we need to compute hyperbolic tangent functions and
divisions. Specifically, for QPSK modulation, the F function in Algorithm 1 for
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updating sc is given by
F(x̂c,` , τc ) =



Ex
2

1/2 

tanh

√
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2Ex <

+ j tanh
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o
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}
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.

Here, <{·} and ={·} extract the real and imaginary parts of a complex value, respectively. While the square-root values are constants for a given constellation set, the
F function requires tanh and division operations. In HLS, we could simply use the
division operator “/” and use tanh(·) from the math library∗ for hyperbolic tangent
computation in C++. However, such a naïve approach would be synthesized to
complicated logic with excessively high latency and resource utilization. We therefore
implement the hyperbolic tangent function and reciprocal unit using FPGA look-up
tables (LUTs).
The hyperbolic tangent unit (“tanh unit” in Fig. 5.5) takes a real-valued input p
and generates an output q, which is an approximate value of tanh(p). We first detect
the range of p: if p ≥ 4, then q = 1; if p < −4, then q = −1. If p ∈ [−4, 4), we use
a LUT to get the corresponding approximate tanh(p) value. Specifically, we create
a 2048-entry LUT with a BRAM that stores the pre-computed tanh results for a
certain set of values {a0 , a1 , . . . , a2047 } which are evaluated at equidistant points in
the range [−4, 4), i.e., ai = (−4) + 8i/2048. Given an input p ∈ [−4, 4), we identify
the value am that is closest to p, and fetch tanh(am ) from the LUT to generate an
approximate value of tanh(p). This approach entails only a small approximation error
while avoiding the need for costly tanh functions.
∗

The tanh(·) function from the math library supports 32-bit and 16-bit floating-point values, but
not fixed-point values. Nevertheless, one could perform type conversions between fixed-point and
floating-point values before and after calling the tanh(·) function.
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The reciprocal unit (“recip. unit” in Fig. 5.5) first normalizes the input value
to the range [0.5, 1) by a leading-zeros detector and a bit shift. Similarly to the
tanh LUT, we use a 2048-entry LUT with a BRAM to store pre-computed reciprocal
values for a certain set of 2048 inputs {b0 , b1 , . . . , b2047 } where bi = 0.5 + 0.5i/2048.
Given a normalized input d ∈ [0.5, 1), we identify the value bm that is closest to d,
fetch the reciprocal value of bm in the LUT, and denormalize this reciprocal value by
compensating for the initial bit shift to get the final output.
In addition to the above operations, each LAMA iteration requires matrix-vector
multiplications and vector additions/subtractions. The matrix-vector multiplication required for computing ẑc is realized by a systolic array as discussed above.
The vector addition/subtraction is performed for U entries in parallel with the
#pragma HLS PIPELINE directive for entry-wise loop pipelining.
Result fusion at CPE
The CPE collects C local equalization estimates, i.e., U -entry vectors ẑc , performs
weighted sum of C results for each user entry in parallel with loop pipelining, and
computes the final estimate ẑ.
Implementation Results
We now show implementation results for the proposed FD-LAMA architecture on a
single Xilinx Virtex-7 XC7VX690T FPGA. We benchmark the latency, throughput,
and resource utilization, and compare our design with existing FPGA implementations
for centralized massive MU-MIMO equalizers.
Table 5.4 shows implementation results of FD-LAMA for various antenna configurations with Tmax = 3 iterations and QPSK modulation. We fix the number of users
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Table 5.4 : Resource utilization, latency, and throughput for various system configurations at K = 32, U = 8, and Tmax = 3 on a Xilinx Virtex-7 XC7VX690T
FPGA.
Clusters C
BS antennas B
LUTs (%)
FFs (%)
DSP48s (%)
BRAM18
Clock freq. [MHz]
Latency [cycles]
Throuhgput [Mb/s]

1
32

2
64

11739 (2.7) 22789 (5.3)
16429 (1.9) 35080 (4.1)
219 (6.1)
497 (13.8)
2
6
429
310
22.2

427
336
20.4

4
128
44420 (10.3)
76270 (8.8)
1197 (33.3)
10
427
384
17.8

U = 8 and number of antennas per cluster K = 32, and increase the total number of
BS antennas B = CK by increasing the number of clusters C. For example, when
C = {1, 2, 4}, we have a total number of B = {32, 64, 128} antennas. We see from
Table 5.4 that the resource utilization increases roughly linearly with the number of
clusters C, which is also the number of DPEs in our FPGA design. In contrast, the
throughput degrades only slightly when increasing C, which indicates that the FD
equalization architecture enables one to maintain the throughput when increasing B
simply by increasing the number of computing fabrics. The use of multiple instances
of our FD-LAMA design on multi-FPGA systems has the potential to further increase
the throughput, which will be affected by the FPGA-to-FPGA transfer latency and
bandwidth.
Table 5.5 compares the FD-LAMA design with recently proposed centralized
data detectors for massive MU-MIMO [89–92]. All of the referenced designs are
implemented using RTL with HDL, while our FD-LAMA HLS design is directly

412
951
20
6017
2036

Throughput / LUTs
Normalized at QPSK

3324 (0.8)
3878 (0.4)
33 (0.9)
1

LUTs (%)
FFs (%)
DSP48s (%)
BRAM18

Clock [MHz]
Latency [clock cycles]
Throughput [Mb/s]

CGLS [89]
3
64-QAM

Algorithm
Iterations
Modulation

4173
1391

317
196
621

148797 (34)
161934 (19)
1016 (28)
16

Neumann [90]
3
64-QAM

2530
783

309
–
48

18976 (4.3)
15864 (1.8)
232 (6.3)
6

Gauss-Seidel [91]
1
64-QAM

3629
3629

225
72
50

13779 (3.2)
6857 (0.8)
163 (5.7)
0

TASER [92]
3
QPSK

1186
1186

429
496
14

11673 (2.7)
15943 (1.8)
213 (5.9)
2

FD-LAMA
3
QPSK

Table 5.5 : Comparison of centralized data detectors for a B = 128 BS antenna system with U = 8 UEs on a Xilinx
Virtex-7 XC7VX690T FPGA.
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synthesized from C++ code; this enables us to easily reconfigure the parameters C,
K, U , and LAMA iterations Tmax as C++ variables. To arrive at a fair comparison,
we set C = 1 for our design resulting in a centralized equalizer. We see that compared
to the existing RTL-based FPGA implementations, our HLS-based design achieves
competitive hardware efficiency in terms of throughput/LUTs normalized at QPSK
modulation, while enabling higher design flexibility, shorter design cycles, and improved
design scalability with the proposed decentralized architecture for supporting larger
numbers of BS antennas.
While all of our above results are for a centralized version of our HLS design
measured on a single FPGA, a fully-decentralized implementation on a multi-FPGA
system using high-speed serial interconnect is part of ongoing work.

5.2

Decentralized feedforward downlink beamforming

In this section, we propose two new feedforward architectures and corresponding
algorithms for decentralized precoding in the massive MU-MIMO downlink. Both
architectures are compatible with the ones proposed for the uplink in Section 5.1 and
prevent the repeated exchange of consensus information to effectively reduce latency
and throughput. For both architectures, we propose linear precoding algorithms that
build upon the WF precoder that minimizes the mean-square error (MSE) at the UE
side. We show that the WF precoder for the partially decentralized (PD) architecture
achieves the same performance as the centralized WF precoder; the WF precoder for
the fully decentralized (FD) architecture further reduces the interconnect bandwidth at
a small loss in error-rate performance. We demonstrate the efficacy of our feedforward
architectures and precoding algorithms using real-world implementations on a multi
graphics processing unit (GPU) system. Our implementation results reveal that
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decentralized precoding with feedforward architectures reaches throughputs in the
Gb/s regime while achieving (near-)optimal error-rate performance.
Notation
In this section, lowercase and uppercase boldface letters denote column vectors and
matrices, respectively. The transpose and Hermitian transpose of the matrix A are
dentoed by AT and AH , respectively. The M × M identity matrix is denoted by IM .
We use tr(A) to denote the trace of the matrix A and Ea [·] to denote expectation
with respect to the random vector a.
5.2.1

Downlink system model and architecture

We now introduce the downlink system model and discuss the basics of centralized
precoding and decentralized feedforward precoding for massive MU-MIMO systems.
Downlink System Model
We focus on the massive MU-MIMO downlink. The system consists of a base-station
(BS) with B antennas serving U single-antenna user-equipments (UEs) in the same
time-frequency resource. We consider a block-fading and narrowband† scenario modeled
as follows:
y[k] = Hx[k] + n[k],
h

k = 1, . . . , K.

Here, the U -dimensional vector y[k] = y1 [k], . . . , yU [k]

iT

(5.7)

contains the signals received

at all U UEs with yu [k] ∈ C corresponding to the signal received at UE u in time
†

An extension to wideband systems that use orthogonal frequency division multiplexing (OFDM)
is straightforward and considered in Section 5.2.5.
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slot k. The matrix H ∈ CU ×B represents the downlink MIMO channel and is assumed
to remain constant for K time slots. The vector n[k] ∈ CU models additive noise and
is assumed to be i.i.d. circularly-symmetric complex Gaussian with variance N0 per
complex entry. We assume the channel matrix H and noise variance N0 to be known
perfectly at the BS. The precoded vector x[k] ∈ CB at time slot k is given by the
function
x[k] = P(s[k], H, N0 , ρ2 ),
which depends on transmit signal vector s[k] ∈ OU , where O is the constellation set
(e.g., 64-QAM), the channel matrix H, the noise variance N0 , and the power constraint
ρ2 . The precoded vector is assumed to satisfy the average power constraint
h

i

Es kx[k]k2 ≤ ρ2 ,
h

iT

and the vector s[k] = s1 [k], . . . , sU [k]

k = 1, . . . , K,

(5.8)

contains the information symbols su [k] ∈ O

to be transmitted to UE u in time slot k. In what follows, we omit the time-slot index
k.

Linear Wiener Filter (WF) Precoding
Since the UEs are unable to perform joint signal processing, the BS has to precode
the information symbols with the goals of mitigating multi-user interference (MUI)
and focusing power towards the UEs. The literature describes numerous optimization
criteria for precoding, such as sum-rate throughput or error probability [93]. In
what follows, we focus on linear precoders of the form x = Ps that minimize the
mean-square error (MSE) between the estimated symbol vector ŝ and the transmit
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signal vector s. Since coherent transmission with a multi-antenna BS leads to an array
gain, we assume that the UEs are able to scale the received signals yu , u = 1, . . . , U ,
by a precoding factor βu ∈ C, i.e., the UEs compute estimates of the transmit symbols
as follows:
ŝu = βu yu .
While each UE u would able to estimate their own precoding factor βu , we design
precoders that minimize the MSE for a joint‡ precoding factor β ∈ C defined as [94]
h

i

h

MSE = Es,n ks − ŝk2 = Es,n ks − βyk2
h

i

i

= Es ks − βHxk2 + |β|2 U N0 .
The resulting MSE-optimal linear precoding matrix P ∈ CB×U can be designed by
solving the following optimization problem

{PWF , β WF } =






minimize
P,β





Es [ks − βHPsk2 ] + β 2 U N0

(5.9)

subject to Es [kPsk2 ] ≤ ρ2 .

The solution to this optimization problem is known as the Wiener filter (WF) precoder [94] and is summarized by the following result; a short proof is given in
Appendix A.3.
Theorem 8 The Wiener filter (WF) precoding matrix PWF is given by PWF =
‡

1
QWF ,
β WF

Designing precoders for the case of having individual precoding factors βu , u = 1, . . . , U , is left
for future work.
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where we define the matrix



QWF = HH H + κWF IB

−1

(5.10)

HH .

The associated regularization parameter κWF and precoding factor β WF are defined as

κWF =

U N0
ρ2

and

β WF =

v 

u
u tr (QWF )H QWF Es
t

ρ2

.

(5.11)

A straightforward computation of the precoding factor β WF in (5.11) involves the
inversion of a B × B matrix followed by a number of matrix-matrix multiplications.
We propose a computationally-efficient alternative that can be implemented efficiently
given the U × U whitening matrix A−1 has been precomputed; a short proof is given
in Appendix A.3.
Lemma 9 The precoding factor β WF of the WF precoder in (5.11) can be computed
efficiently as follows:
s

β

WF

=

Es
(tr (A−1 ) − κWF kA−1 k2F ).
2
ρ

(5.12)
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(a) Partially decentralized (PD) precoding architecture.
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Figure 5.6 : Partially decentralized (PD) and fully decentralized (FD) precoding
architectures for the massive MU-MIMO downlink with C clusters. (a) PD performs
decentralized channel estimation (CHEST) in the uplink and averages the partial Gram
matrices Gc while feeding them to the centralized whitening unit; the ⊕ operator
denotes matrix addition. In the downlink, precoding is performed in two steps:
centralized whitening followed by decentralized precoding in each cluster. (b) FD
performs decentralized CHEST in the uplink. In the downlink, precoding is performed
locally at each cluster in a fully decentralized manner.
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System Model for Decentralized Precoding
We extend the feedforward architecture put forward in [95] for the uplink by the
capability to perform downlink precoding. In contrast to the centralized processing
architecture, we partition the BS antenna array into C ≥ 1 clusters. This decentralized
architecture alleviates the chip-I/O bottlenecks, as shown in Figure 5.6. Each cluster is
associated with Bc = wc B ∈ N+ BS antennas so that wc ∈ (0, 1] and

PC

c=1

wc = 1, and

contains local RF circuitry and requires access to only local channel state information
(CSI) acquired in the uplink via reciprocity. By omitting the time-slot index k, we
can rewrite the downlink system model in (5.7) as
y=

C
X

Hc xc + n,

(5.13)

c=1

h

i

h

i

where H = H1 , . . . , HC with Hc = CU ×Bc and xT = x1T , . . . , xCT with xc ∈ CBc ,
we see that each cluster c = 1, . . . , C has to generate a precoding vector xc with
information of the per-cluster channel matrix Hc , the noise variance N0 , the power
constraint ρ2 , and the transmit symbol vector s, i.e., the precoding functions are as
follows:
xc = Pc (s, Hc , N0 , ρ2 ),

c = 1, . . . , C.

(5.14)

Since each of these functions only depends on local CSI contained in Hc , the exchange
of CSI is reduced significantly—the vector s is the only signal that must be broadcast
to all clusters. We now present two distinct feedforward architectures that perform
decentralized precoding, differing in the amount of CSI that must be exchanged during
the training phase.
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5.2.2

Partially decentralized beamforming

The first feedforward architecture is illustrated in Figure 5.1(a) and called partially
decentralized WF (PD-WF) architecture. The operating principle can be derived
directly from (A.9), which results in the precoding rule
x=

1
β WF

HH A−1 s.

The idea of PD-WF precoding is to first whiten the transmit vector s at a centralized
whitening node as follows:
z=

1
β WF

A−1 s.

The whitened transmit vector z is then transmitted to each cluster, which independently
compute xc = HH
c z.
Clearly, this PD-WF architecture requires the whitening matrix A−1 as well as
the precoding factor β WF to be calculated at the centralized whitening node—both
of these quantities require the computation of the Gram matrix G. To compute this
matrix in an decentralized architecture, we follow the approach for PD equalization
put forward in [94], where each cluster c = 1, . . . , C, first computes the local Gram
matrix Gc = Hc HH
c after estimating the channel in the uplink phase, followed by
computing the (centralized) Gram matrix G =

PC

c=1

Gc in a feedforward adder tree;

see the blue feedback path in Figure 5.1(a). The centralized whitening node then
computes the whitening matrix A−1 and the precoding factor β WF as detailed in
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Section 5.2.1. Since we have that
C
X
c=1

Hc xc =

C
X

−1
−1
WF
Hc HH
s,
c A s = GA s = HP

c=1

the PD-WF architecture implements exactly the centralized WF precoder from Theorem 8 but in a decentralized fashion.
5.2.3

Fully decentralized beamforming

The second feedforward architecture, called fully decentralized WF (FD-WF) architecture, is illustrated in Figure 5.1(b) and avoids transmitting partial Gram matrices to
the centralized whitening node. The key idea of this architecture is to first broadcast
the transmit vector s to each cluster, and then compute the local precoding vector
as follows xc = Pc s. In order to adhere to the (total) power constraint in (5.8), we
have to define a per-cluster power constraint E[kxc k2 ] ≤ ρ2c for which

PC

c=1

ρ2c = ρ2 . In

what follows, we allocate the same amount of power§ to each cluster, i.e., ρ2c = ρ2 /C,
which results in the following precoder carried out at each cluster
xc =

v
u
u
t

ρ2c
Qc s.
tr(QH
c Qc )Es

The remaining piece is to identify a suitable choice of the regularization parameters κc
that are used to calculate the matrices Qc . A straightforward way would be to assume
that each cluster operates independently and to set the regularization parameter
to U N0 /ρ2c . In practice, however, it turns out that this choice of the regularization
§

We investigated a number of strategies that allocate different power levels to each cluster. Such
methods did not provide significant performance advantages in massive MU-MIMO, but may, for
example, be critical for cell-free massive MU-MIMO systems in which the clusters are spread over a
large area [96].
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parameter is overly pessimistic. Since computing an optimal set of regularization
parameters is difficult in the decentralized scenario, we simply set
κc = τc

U N0
,
ρ2c

c = 1, . . . , C,

(5.15)

and tune the parameters τc ∈ [0, ∞) for best error-rate performance via numerical
simulations. Specifically, we use

Qc =





 HH H
c





c

+ κc IBc



−1

HH
Hc HH
c
c + κc IU

HH
if Bc < U
c
−1

if Bc ≥ U,

which further reduces the computational complexity depending on the number of
antennas per cluster.
5.2.4

Numerical simulation results

We now show uncoded bit error-rate (BER) simulation results for a Rayleigh fading
massive MU-MIMO system with 64-QAM. Figs. 5.7 (a), (b), (c) show the BER for
B = 256 BS antennas, with varying cluster sizes Bc = 128, 64, 32, and number of
clusters C = 2, 4, 8. Figs. 5.8 (a), (b), (c) show the BER for a fixed cluster size
Bc = 32, with a varying number of BS antennas B = 64, 128, 256, and number of
clusters C = 2, 4, 8. For each antenna configuration, we compare the performance of
the proposed decentralized solutions PD-WF and FD-WF, as well as existing methods
including centralized WF precoding, fully-distributed MRT, and the fully-decentralized
ADMM-based WF precoder from [97].
Evidently, PD-WF achieves the same BER as the centralized WF precoder for
all antenna configurations. In contrast, FD-WF suffers a moderate BER loss if Bc
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(a) B = 256, Bc = 128, C = 2
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(b) B = 256, Bc = 64, C = 4
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PD-WF: 0.678 ms / 1.270 Gb/s
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(c) B = 256, Bc = 32, C = 8
100
10−1
10−2
10−3

MRT
WF
PD-WF
FD-WF
ADMM-WF

10−4
−10
0
10
20
30
normalized transmit power [dB]

PD-WF: 0.607 ms / 1.418 Gb/s
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Figure 5.7 : Uncoded bit error-rate, latency, and throughput results for decentralized
baseband processing with U = 16 users. Fixed number of BS antennas B = 256,
varying cluster size Bc and number of clusters C.
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(a) B = 64, Bc = 32, C = 2
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(b) B = 128, Bc = 32, C = 4
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(c) B = 256, Bc = 32, C = 8
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Figure 5.8 : Uncoded bit error-rate, latency, and throughput results for decentralized
baseband processing with U = 16 users. Fixed cluster size Bc = 32, varying number
of BS antennas B and number of clusters C.
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is small. To minimize the performance loss of FD-WF precoding, we have tuned
the parameter τc in (5.15). Concretely, we found that τc = 0.125 performs well for
a broad range of antenna and cluster configurations; a corresponding theoretical
analysis is left for future work. In addition, we see that the fully decentralized ADMMbased WF precoder proposed in [97] is able to outperform FD-WF precoding but
requires multiple iterations of consensus exchange (we use two ADMM iterations) that
dramatically reduces the throughput due to the typically high interconnect latency
between computing fabrics; see [97] for the details.
5.2.5

GPU implementations and data rate performance

As a proof-of-concept, we now present a multi-GPU implementation of PD-WF and
FD-WF precoding, and show corresponding throughput and latency results.
We implemented PD-WF and FD-WF precoding on an Nvidia DGX-1 multi-GPU
system [98], as illustrated in Figure 5.9.
For PD-WF and FD-WF precoding, we use the message passing interface (MPI)
library OpenMPI to generate a total of C processes in the multi-GPU system, where
each process controls a GPU for accelerating the decentralized local workload using
CUDA [59] with CUDA v9.1. While FD-WF only requires broadcasting of transmit
signals s[k] across GPUs prior to the precoding computations, PD-WF necessitates
gathering of the local Gram matrices from all GPUs via sum reduction at the centralized
whitening unit (in the master GPU as shown in Figure 5.9), and broadcasting of the
whitened vectors z[k]. These message passing operations are implemented using the
NVIDIA Collective Communications Library (NCCL) [85] v2.1 that builds on MPI
for high efficiency over NvLink.
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GPU implementation details
To increase the throughput on the multi-GPU system, we need to feed the GPU a
sufficient amount of workloads to fully exploit the available resources. In what follows,
we assume the downlink transmission with orthogonal frequency division multiplexing
(OFDM) with Nsc subcarriers. Each OFDM subcarrier corresponds to an independent
narrowband block-fading downlink system as in (5.7), where we assume that the
channel remains constant across K OFDM symbols. The vector sw [k] indicates
the transmit vector s[k] on subcarrier w in time slot k. In our implementations,
we aggregate the precoding workloads for K OFDM symbols, each including Nsc
subcarriers, and process them together in parallel to improve the GPU occupancy and
throughput. In what follows, we omit the superscript

w

as well as the OFDM symbol

index k.
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V100 GPU

RF
RF

CPU

CPU
QuickPath
Interface
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V100 GPU
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Figure 5.9 : Overview of the experimental platform with up to eight Tesla Volta GPUs
and high speed NvLink GPU-to-GPU interconnect [98]. The uppermost GPU is the
master GPU that collects results from other GPUs, performs centralized computations
for PD-WF, and broadcasts the transmit vectors s[k] for FD-WF or the whitened
vectors z[k] for PD-WF to other GPUs.

115
PD-WF Implementation
For PD-WF, we invoke C MPI processes that control C GPUs, and each process
initializes computation of the local Gram matrix Gc using the local channel Hc on
a certain GPU. Within each GPU, we calculate Nsc such Gc matrices to achieve
high throughput. These matrix multiplications can be efficiently implemented using
the cuBLAS [63] library; specifically, we use the cublasCgemmBatched function for
complex-valued floating-point arithmetic. Once all local Gc matrices have been
computed, we gather Gc from all C GPUs to a reduced sum (resulting in the global
Gram matrix G) at the master GPU using the NCCL ncclReduce function. The
NCCL library leverages CUDA-aware MPI [65] for direct GPU-to-GPU memory copy
over high-speed NvLink interconnect.
We compute A = G + κWF IU for Nsc subcarriers (corresponding to a given OFDM
symbol k) at the master GPU in parallel. We then invert this matrix using the cuBLAS
cublasCgetrfBatched Cholesky decomposition, followed by cublasCgetriBatched
that implements forward and backward substitution operations to obtain A−1 . Since
the local channel matrix Hc is assumed to remain constant for K OFDM symbols,
we store A−1 for a given OFDM symbol k, and reuse this matrix for all K OFDM
symbols. To compute the whitened vector z =

1
A−1 s,
β WF

we first multiply the transmit

vector s with the matrix A−1 using the cublasCgemmBatched function for a total of
Nsc × K subcarriers. We then calculate the precoding factor β WF . As shown in (5.12),
β WF depends on tr(A−1 ) and kA−1 k2F , which involve sum reduction operations across
the diagonal entries or all entries of matrix A−1 . To resolve such data dependencies
efficiently, we design a customized kernel function to calculate β WF , where we take
advantage of fast local registers and shared memories for inter-thread communications.
Specifically, we invoke this kernel with Nsc thread-blocks to calculate Nsc different β WF
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values in parallel. In each thread-block, we generate U × U threads to access each entry
of the U ×U matrix A−1 , and perform inter-thread shuffle of local register values within
a warp using warp shuffle [99], and inter-thread communication across different warps
within this thread-block using shared memory, to realize the sum reductions required to
compute tr(A−1 ) and kA−1 k2F . Analogously to the computations for A−1 , we can reuse
the parameter β WF across K OFDM symbols, and compute the whitened vector z. For
PD-WF, whitening happens at the master GPU in a centralized manner, and therefore
we need to broadcast the whitened vector z to all GPUs using NCCL ncclBcast.
We finally compute the local precoding vector xc = HH
c z by cublasCgemmBatched
function for all Nsc × K subcarriers at each GPU in a decentralized fashion.
FD-WF Implementation
For FD-WF, we use cuBLAS and customized kernels as for PD-WF in order to
implement the local WF precoder corresponding to Bc BS antennas with the power
constraint ρ2c =

ρ2
.
C

To invoke the FD-WF precoder, we broadcast the transmit vectors

s to the C MPI processes, each running a local WF precoder on a separate GPU to
compute the local precoding vectors xc in parallel.
Data rate performance
Figure 5.7 and Figure 5.8 show the latency and throughput results of PD-WF and
FD-WF measured on the multi-GPU system for various BS antenna configurations
and U = 16 UEs. For all configurations, we set Nsc = 1200, K = 7 corresponding to a
slot-frame of 20 MHz LTE signal with OFDM and 64-QAM transmission.
In Figure 5.7 , we fix the number of BS antennas to B = 256, and increase the
number of clusters C = 2, 4, 8 (and, hence, the number of used GPUs) while decreasing
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the cluster size Bc = 128, 64, 32. By decreasing Bc , the throughput of PD-WF and
FD-WF precoding increases as less local workload is processed in parallel. FD-WF
achieves higher data rate than PD-WF, since FD-WF only requires to broadcast the
transmit vector s which scales with Nsc × K × U , while PD-WF requires a higher
amount of message passing, which includes (i) gathering of local Gram matrices Gc
(scaling with Nsc × U × U ) and (ii) broadcasting of whitened vector z (scaling with
Nsc × K × U ).
In Figure 5.8, we fix the number of antennas per cluster to Bc = 32, and increase
B = 64, 128, 256 by scaling the number of clusters C = 2, 4, 8. We observe that the
throughput only degrades slightly with increasing B and C for both PD-WF and
FD-WF, indicating that the message-passing latency remains nearly constant; this is a
result of the direct GPU-to-GPU gathering/broadcasting communications realized by
NCCL. This observation also implies that we can increase the number of BS antennas
with only a small loss in throughput using the proposed decentralized feedforward
architecture. For all configurations show in Figure 5.7 and Figure 5.8, our designs
achieve throughputs in the Gb/s regime with latencies below 1 ms. We also see that
FD-WF outperforms PD-WF in terms of throughput due to the reduced amount of
message passing, while PD-WF achieves superior error-rate performance.
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5.3

Further acceleration on data rate performance
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Figure 5.10 : Fully-decentralized feedforward architectures for massive MU-MIMO.

We propose new coordinate descent (CD)-based data detection and precoding algorithms that leverage fully-decentralized feedforward architectures as illustrated in
Fig 5.10. In the uplink (UEs transmit to BS), we perform linear minimum mean-square
error (L-MMSE) equalization using CD at each cluster, and fuse the local estimates
from all clusters to form a global detection result. In the downlink (BS transmits to
UEs), we perform zero-forcing (ZF) precoding using CD at each cluster and allocate
the power per local clusters under a global power constraint. Our decentralized CDbased data detector and precoder avoid computation of the Gram matrix and matrix
inversion, which yields significant complexity savings while maintaining near-optimal
error-rate performance. To showcase the efficacy of our methods in practice, we
implement our algorithms on a multi-GPU system using both single-precision (32-bit)
and half-precision (16-bit) floating-point formats. Our implementations outperform
existing centralized and decentralized methods, and show that multi-Gbps throughput
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at sub-1ms latency can be achieved for realistic massive MU-MIMO systems.
5.3.1

Decentralized coordinate-descent detection

In the uplink, the BS estimates the transmit signal x̂ul based on yul and Hul . In what
follows, we omit the superscript

ul

and we focus on the L-MMSE data detector by

solving the following convex optimization problem:
x̂ = arg min ky − Hxk22 +
x∈CU

N0
kxk22
Ex

.

(5.16)

Here, Ex represents the per-user transmit energy. To solve this problem efficiently,
reference [28] proposed to use coordinate descent (CD), which avoids computation
of the Gram matrix and matrix inversion, and effectively recovers x̂ with only a few
iterations for massive MU-MIMO systems. We propose to decentralize this CD-based
detector by leveraging the fully-decentralized feedforward architecture in Fig. 5.10(a).
At each antenna cluster, we calculate a local estimate x̂c given yc and Hc using CD as
in [28]. We then fuse the local estimates x̂c to form a global estimate x̂ via a weighted
sum: x̂ = ΣC
c=1 λc x̂c , where λc =

1 −1
1
(ΣC
c0 =1 σ 20 )
σc2
c

is the optimal fusion rule proposed

in [100]; σc2 is the post-equalization noise variance at cluster c. The decentralized CD
data detector is summarized in Algorithm 4. As seen from Algorithm 4, the CD based
detector does not require computationally-intensive Gram matrix computations and
matrix inversions; instead, the algorithm mostly relies on vector operations, which
significantly reduces the complexity of L-MMSE data detection.
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Algorithm 4 Decentralized L-MMSE Detection using CD
Input: Hc , yc , c = 1, . . . , C and N0 , Ex
Preprocessing (decentralized):
N0 −1
) , u = 1, . . . , U, c = 1, . . . , C
mu,c = (khu,c k22 + E
x
2
nu,c = mu,c khu,c k2 , u = 1, . . . , U, c = 1, . . . , C
CD iterations (decentralized):
(0)
Init: rc = yc , xc = 0
for t = 1, . . . , Tmax do
for u = 1, . . . , U do
(t)
H r + n x(t−1)
xu,c = mu,c hu,c
c
u,c u,c
(t)

(t)

(t−1)

δxu,c = xu,c − xu,c
(t)
rc = rc − hu,c δxu,c
end for
end for
Data fusion and averaging (centralized):
(Tmax )
Output: x̂ = ΣC
c=1 λc x̂c

5.3.2

Decentralized coordinate-descent beamforming

Coordinate Descent (CD)-based Precoding
In the downlink, the BS precodes the transmit signal s using the matrix Hdl to generate
a beamforming vector xdl . In what follows, we omit the superscript

dl

and focus on

ZF precoding which minimizes MU interference. ZF precoding can be formulated as
the following convex optimization problem:
x̂ = arg min 12 kxk22
x∈CB

subject to s = Hx,

(5.17)

which has a closed form solution x̂ = HH (HHH )−1 s. We next derive a CD-based ZF
precoder that avoids the need of matrix multiplications and inversions. To simplify
the derivation, we normalize H so that the uth row of H̄ is h̄uH = huH /khu k2 . We also
scale s accordingly so that the uth entry of s̄ is s̄u = su /khu k2 . We note that the
scaled beamforming constraint s̄ = H̄x can be used in (5.17) without altering the
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solution. We first reformulate (5.17) to its Lagrangian dual
ẑ = arg min f (z) :=
z∈CU

1
2

H̄H z

2
2

− s̄H z

(5.18)

for which the primal solution x̂ is given by x̂ = H̄H ẑ. We solve (5.18) using CD by
updating z iteratively. Specifically, we update z across each of its U coordinates in
the opposite direction to the gradient component of that coordinate, respectively, in
round-robin fashion. For coordinate u, we update z as
z ← z − ∇f (z)u eu = z − (h̄uH H̄H z − s̄u )eu ,

(5.19)

where eu is the uth unit vector. Given x̂ = H̄H ẑ, we have:
x ← x − (h̄uH H̄H z − s̄u )h̄u = x − (h̄uH x − s̄u )h̄u ,

(5.20)

which is the update formula for the uth coordinate. We iteratively update x with (5.20)
across all U coordinates in a cyclic fashion until convergence. Once x is computed, we
transmit x ← ρx/kxk2 to satisfy the transmit power constraint ρ2 .
Decentralized CD-based Precoding
The proposed decentralized CD precoder is suitable for the fully-decentralized feedforward architecture depicted in Fig. 5.10(b). Given a transmit power constraint ρ2 , we
first broadcast the transmit signal s to each cluster, and solve the local ZF precoding
problem using CD as described above. We then scale the beamforming vector xc at
each cluster to the local power constraint ρ2c = ρ2 /C so that xc ← ρc xc /kxc k2 . The
decentralized CD precoder is summarized in Algorithm 5. As for data detection, Gram
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Algorithm 5 Decentralized ZF Precoding using CD
Input: Hc , s, ρc , c = 1, . . . , C
Data broadcasting (centralized node → all clusters): s
Preprocessing (decentralized):
pu,c = khu,c k−1
2 , u = 1, . . . , U, c = 1, . . . , C
h̄u,c = pu,c hu,c , u = 1, . . . , U, c = 1, . . . , C
s̄u = pu,c su , u = 1, . . . , U, c = 1, . . . , C
CD iterations (decentralized):
Init: xc = 0
for t = 1, . . . , Tmax do
for u = 1, . . . , U do
H
xc = xc − (h̄u,c xc − s̄u )h̄u,c
end for
end for
xc = ρc xc /kxc k2 (decentralized)
Output: x̂ = [x1 ; . . . ; xC ]

matrix computation and matrix inversion are avoided, which reduces complexity.
5.3.3

Numerical simulation results

We now show uncoded bit error-rate (BER) results of the proposed decentralized
CD-based data detection and precoding algorithms for a Rayleigh fading massive
MU-MIMO system with 16-QAM. We fix the number of local BS antennas Bc = 32,
and the numbers of UEs U = 8. Figs. 5.11(a) and 5.11(b) show the results of data
detection for a total number of BS antennas B = {128, 256} divided into C = {4, 8}
clusters, respectively; Figs. 5.11(c) and 5.11(d) show the results for precoding. We see
that for data detection and precoding, the proposed decentralized CD-based methods
effectively approach the performance of centralized methods with Tmax = 3 or 4
iterations and with negligible performance loss. For example, our methods suffer only
a 1 dB SNR loss at 10−3 BER, while outperforming the fully-decentralized matched
filter (MF) by a significant margin.
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Figure 5.11 : Uncoded bit error rate (BER) performance for U = 8 users and
Bc = 32 antennas per cluster. Figs. 5.11(a) and 5.11(b): Uplink data detection
performance comparison between decentralized CD, MF, centralized CD and L-MMSE
data detectors. Figs. 5.11(c) and 5.11(d): Downlink precoding performance comparison
between decentralized CD, MF, centralized CD and ZF precoders. We scale the total
BS antenna number B by increasing the cluster size C.

To illustrate the effect of arithmetic precision on the BER, we show results using a
half-precision floating-point format (fp16). Fig. 5.12 reveals that the decentralized
CD detector for Bc = 32, U = 8, C = 2, and B = 64, with fp16 has virtually
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no BER performance loss when compared to the double precision. This indicates
that we can implement the proposed decentralized algorithms in hardware with low
precision to reduce transfer bandwidth and complexity, without sacrificing the BER.

uncoded bit error rate (BER)

The throughput results shown in Section 5.3.4 support this claim.
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Figure 5.12 : BER of 16-bit vs. double precision floating-point uplink detectors.

5.3.4

GPU implementations with low precision

We now present a multi-GPU implementation of the proposed decentralized CD data
detector and precoder.
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GPU implementation details
We invoke C MPI processes from the CPU controller, each process supervising the
local CD detection or precoding computations on a GPU. The fusion of local detection
results x̂c in the uplink and broadcasting of the transmit signal s in the downlink
are realized by inter-process communication over the NvLink. Specifically, we use
the ncclReduce function in NCCL for efficient data fusion and reduction, and use
the ncclBcast function for fast broadcasting, both leveraging direct GPU-to-GPU
memory copy for low latency.
The local CD computations on each GPU are implemented by multi-threaded
customized kernels. According to Algorithm 4 and Algorithm 5, the dominating
operations of CD are vector operations instead of matrix operations. For vector
scaling, addition, and subtraction operations, which have native parallelism, we
straightforwardly generate multiple GPU threads to compute each element in parallel.
Our algorithms also involve vector dot product and vector norm computations, which
require aggregation, i.e., inter-thread communication, of element-wise product results
in a pair of vectors. Here, we resort to the warp shuffle technique to realize direct
register-to-register copy among threads within a warp [59], which significantly improves
inter-thread communication efficiency compared to conventional solutions based on
slower shared memories or global memories. To reduce high-latency global memory
transactions, we combine multiple vector operations into a single kernel function, so
that intermediate computation results are shared with fast on-chip memories within
the kernel. To fully exploit the GPU computing resources for high throughput, we
process local detection or precoding workload for a large amount of OFDM subcarriers
together with thousands of threads in parallel to keep high GPU occupancy.
To further improve throughput, we explored fp16 implementations supported by
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Table 5.6 : Latency (L) and Throughput (TP) performance of decentralized CD data
detection
Uplink data detection
U = 8, Bc = 32
L [ms] / TP [Gbps]
Tmax = 2
Tmax = 3
Tmax = 4

C = 4, B = 128
fp32
fp16
0.465/1.23
0.540/1.06
0.617/0.93

0.259/2.21
0.298/1.92
0.341/1.68

C = 8, B = 256
fp32
fp16
0.502/1.14 0.295/1.95
0.585/0.98 0.331/1.73
0.665/0.86 0.370/1.55

Table 5.7 : Latency (L) and Throughput (TP) performance of decentralized CD
precoding
Downlink precoding
U = 8, Bc = 32
L [ms] / TP [Gbps]
Tmax = 2
Tmax = 3
Tmax = 4

C = 4, B = 128
fp32
fp16
0.414/1.38
0.499/1.15
0.577/0.99

0.228/2.52
0.267/2.15
0.305/1.88

C = 8, B = 256
fp32
fp16
0.440/1.30 0.233/2.46
0.525/1.09 0.275/2.09
0.601/0.95 0.311/1.84

the latest CUDA release. Taking advantage of single-instruction multiple-data (SIMD)
operations realized by CUDA fp16 intrinsic functions [59], in a single thread, we can
simultaneously operate on two fp16 values packed inside a 32-bit half2 type data,
which leads to higher parallelism and computation efficiency. In addition, fp16 reduces
the message size of inter-GPU data transfer to half of the fp32 message, decreasing
transfer latency in our decentralized designs.
Data rate performance
Table 5.6 and 5.7 report the latency and throughput of our CD data detector (DCD-D)
and precoder (DCD-P), respectively, for various antenna configurations and both fp32
and fp16 implementations. We fix U = 8 and Bc = 32, and measure the performance of
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Table 5.8 : Performance comparison between different Massive MU-MIMO data
detectors (-D) and precoders (-P)

Fabric
Archtecture
Antenna
Modulation
Iteration
Throughput (TP)
TP/UE @ 16-QAM

Neumann-D [69]

OCD-D [28]

FD-LAMA-D [101]

ASIC (fixed-point)
Centralized
128 × 8
64-QAM
3
3.8 Gbps
317 Mbps

FPGA (fixed-point)
Centralized
128 × 8
64-QAM
3
0.38 Gbps
31 Mbps

GPU (fp32)
Decentralized
128 × 16
16-QAM
3
1.34 Gbps
84 Mbps

DCD-D

FD-WF-P [102]

DCD-P

GPU (fp16)
Decentralized
128 × 8
16-QAM
3
1.92 Gbps
240 Mbps

GPU (fp32)
Decentralized
128 × 16
64-QAM
N/A
1.91 Gbps
80 Mbps

GPU (fp16)
Decentralized
128 × 8
16-QAM
3
2.15 Gbps
269 Mbps

Fabric
Archtecture
Antenna
Modulation
Iteration
Throughput (TP)
TP/UE @ 16-QAM

our decentralized designs on C = {4, 8} GPUs, which corresponds to B = {128, 256}.
To characterize the performance of our implementations in a more practical setup,
we assumed an LTE scenario in which we used batched processing workload with
1200 OFDM data subcarriers. For all antenna configurations, the data rate of fp16
based designs significantly outperforms the fp32 ones. If we scale up the total number
of BS antennas by increasing C, then the throughput degrades only slightly; this
demonstrates the scalability of our decentralized designs in systems with a large
number of BS antennas.
Table 5.8 compares the throughput performance of existing algorithms implemented
on different computing fabrics, such as ASIC [69], FPGA [28], and GPU [101,102]. The
proposed decentralized fp16 CD implementations achieve 2.5× to 3.5× improvements
compared to existing fp32 fully-decentralized detectors and precoders in terms of
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ADMM
10-3BER

FD-LAMA
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SNR[dB]

Figure 5.13 : Error-rate performance comparison for different decentralized detectors.

per-user throughput where the throughput is normalized to 16-QAM¶ .

5.4

Performance comparison and complexity analysis

In this section, we compare the error rate performance between different feedforward
detectors and beamformers, and analyze their computation complexity and data
transfer sizes.
Fig. 5.13 compares the error-rate performance of different decentralized detectors
for a system with U = 16, C = 4, Bc = 32, B = 128 antenna configurations. We
record the minimum SNR to achieve 10−3 error rate, and clearly see that PD detectors
¶

Scaling the modulation scheme to 16-QAM for architectures supporting higher-order constellations
may penalize these designs as they were optimized for a different target rate; the penalty, however, is
expected to be rather small.
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Table 5.9 : Computation complexity and data transfer sizes comparison for uplink
detectors
Algorithm
Decentralized ops
Centralized ops
Data transfer
2
3
C-LMMSE
0
O(BU + U )
0
C-LAMA
0
O(BU 2 ) + Tmax O(N L)
0
2
3
PD-LMMSE
O(SU )
O(U )
O(U 2 )
2
3
FD-LMMSE
O(SU + U )
O(CU )
O(U )
2
PD-LAMA
O(SU )
Tmax O(N L)
O(U 2 )
FD-LAMA
O(SU 2 ) + Tmax O(N L)
O(CU )
O(U )
FD-CD
O(SU + Tmax SU )
O(CU )
O(U )
2
3
2
ADMM
O(SU + U + Tmax U )
0
Tmax O(U )

outperform FD detectors; non-linear detectors, such as LAMA detectors, achieve better
performance than linear MMSE and CD detectors. The ADMM-based consensussharing detector performs better than FD detectors but not PD detectors. Table 5.9
compares their computational complexity (real-valued multiplications or non-linear
operations) and data transfer sizes per cluster. We see that PD detectors require
more centralized computations and more data transfer (O(U 2 )) compare to that of FD
detectors (O(U )). LAMA detectors even require non-linear operations (O(N L)) such
as exponential calculations which entail higher complexity, while decentralized CD
detector realizes lowest complexity at the cost of BER performance. While all above
PD and FD detectors only feedforward message once, ADMM-based consensus-sharing
detector necessitates multiple rounds of data transfer among clusters, leading to higher
message passing overhead and latency.
Fig. 5.14 compares the error-rate performance of different decentralized beamformers with the same antenna configuration. Table 5.10 compares their computational
complexity (real-valued multiplications) and data transfer sizes per cluster. We see
from the error-rate performance comparison plot that WF detectors perform better
than ZF detectors at the cost of higher computational complexity, and PD detectors
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Figure 5.14 : Error-rate performance comparison for different decentralized beamformers.

Table 5.10 : Computation complexity and data transfer sizes comparison for downlink
beamformers
Algorithm
Decentralized ops
Centralized ops
Data transfer
C-ZF
0
O(BU 2 + U 3 )
0
2
3
C-WF
0
O(BU + U ) + O(β)
0
PD-ZF
O(SU 2 )
O(U 3 )
O(U 2 )
FD-ZF
O(SU 2 + U 3 )
O(CU )
O(U )
2
3
PD-WF
O(SU )
O(U ) + O(β)
O(U 2 )
2
3
FD-WF
O(SU + U ) + O(β)
O(CU )
O(U )
FD-CD
O(SU + Tmax SU )
O(CU )
O(U )
2
3
2
ADMM
O(SU + U + Tmax U )
0
Tmax O(U )
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achieve better BER than FD while entailing more data transfer. Again, ADMM-based
consensus-sharing beamformer sits in the middle between PD and FD detectors in
terms of BER performance but exposes higher data communication overhead.
Therefore, the selection of an appropriate decentralized algorithm is based on our
preference and trade-off on error rate performance, complexity, and data communication sizes.
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Chapter 6
Conclusion
6.1

Summary of contributions

We have proposed novel decentralized baseband processing (DBP) architectures for
massive MU-MIMO BS designs that mitigate interconnect and chip I/O bandwidth as
well as complexity and signal processing bottlenecks. DBP partitions the BS antenna
array into independent clusters which perform channel estimation, data detection,
and beamforming in a decentralized and parallel manner by exchanging only a small
amount of information among the computing fabrics. Specifically, we have proposed
a decentralized consensus-sharing architecture that exchanges consensus vectors in
multiple rounds, and a decentralized feedforward architecture that realizes one-shot
message passing for lower data communication latency among clusters. For both
architectures, we have developed various suitable data detection and beamforming
algorithms and explored their error-rate performance, complexity and communication
requirements, and design trade-offs. Our simulation results reveal that our data
detection and beamforming algorithms achieve superb error-rate performance at low
complexity with minimum data transfer requirements. Our multi-GPU implementation
shows that the proposed method scales well to BS designs with thousands of antenna
elements, and demonstrates that DBP enables the deployment of modular and scalable
BS architectures for realistic massive MU-MIMO systems. Fig. 6.1 provides a general
guideline for selection of decentralized detection and beamforming algorithms according
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to their error-rate performance and throughput performance on our GPU platform.
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FD-CD FD-LMMSE FD-LAMA ADMM-D PD-LMMSE PD-LAMA
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FD-CD

FD-ZF
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Error-rate performance
FD-WF
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Throughput performance on GPUs
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ADMM-B

PD-WF

FD-LAMA PD-LMMSE FD-LMMSE
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FD-ZF

PD-WF
Best
FD-CD
FD-CD

Figure 6.1 : Performance comparison of decentralized detection and beamforming
algorithms

The thesis work has contributed to the following publications.
Decentralized consensus-sharing detection and beamforming:
• Decentralized Baseband Processing for Massive MU-MIMO Systems [1], IEEE
JETCAS 2017
• Decentralized Beamforming for Massive MU-MIMO on a GPU Cluster [76],
IEEE GlobalSIP 2016
• Decentralized Data Detection for Massive MU-MIMO on a Xeon Phi Cluster [77],
IEEE Asilomar 2016
Decentralized feedforward detection and beamforming:
• Decentralized Coordinate-Descent Data Detection and Precoding for Massive
MU-MIMO [103], IEEE ISCAS 2019
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• Decentralized Equalization with Feedforward Architectures for Massive MUMIMO [101], IEEE TSP 2018
• Feedforward Architectures for Decentralized Precoding in Massive MU-MIMO
Systems [102], IEEE Asilomar 2018
• Decentralized Equalization for Massive MU-MIMO on FPGA [104], IEEE Asilomar 2017
• On the Achievable Rates of Decentralized Equalization in Massive MU-MIMO
Systems [95], IEEE ISIT 2017
We have released part of our source codes on Github: https://github.com/VIPGroup/DBP [105].

6.2

Summary of numerical methods

In this thesis, we have taken advantage of various numerical methods to solve the uplink
detection and downlink beamforming problems efficiently. Specifically, the detection
and beamforming problems discussed in this work can be classified as (1) least squares
problem, such as downlink ZF beamforming, or (2) regularized least squares problem,
such as uplink MMSE detection or downlink WF beamforming, or (3) maximum a
posteriori (MAP) estimation problem, such as uplink LAMA detection. For least
squares or regularized least squares problems, we have developed low complexity
algorithms that rely on either direct linear methods such as Cholesky decomposition
to arrive at closed-form solutions, or iterative linear methods such as coordinate
descent and conjugate gradient methods for approximation of exact solutions. For the
maximum a posteriori (MAP) estimation problem, we have used iterative non-linear
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method based on approximate message passing algorithm to approach the optimal
solution. To solve above problems in a decentralized manner, we have explored
distributed optimization schemes that either require iterative multi-round consensus
sharing, such as ADMM-based detection and beamforming, or perform feedforward
one-shot data transfer, such as partially decentralized algorithms (PD-MMSE, PDLAMA for uplink and PD-ZF, PD-WF for downlink) using partitioned matrix, and
fully decentralized algorithms (FD-MMSE, FD-LAMA, FD-CD for uplink and FD-ZF,
FD-WF for downlink) using near-optimal fusion weights. For fully decentralized
algorithms, we have solved each sub-problem similarly with direct or iterative linear
methods or iterative non-linear methods.

6.3

Future work

We see numerous avenues for future work. The integration of our intra-cell decentralization schemes with inter-cell CoMP and C-RAN frameworks is is an interesting
extension to pursue in the future. The development of decentralized algorithms for
other 5G waveform candidates, such as SC-FDMA, FMBC, or GFDM, is left for future
work. The experimental verification and system integration of DBP with real-world
massive MU-MIMO testbeds, such as ArgosV3 [106] in NSF PAWR project [107]
is also promising future work. Finally, an implementation of DBP on clusters with
computing fabrics that have low interconnect latency and power consumption, such as
FPGA or ASIC clusters, or heterogeneous or hybrid processors and accelerators for
optimized workload deployment is part of ongoing work.
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Appendix A
Appendix
A.1

Proofs for decentralized ADMM detection/precoding

Proof of Lemma 1
We start by reformulating Step E2 as follows:
s(t+1) = arg min g(s) +

ρ
c=1 2

PC

s∈CU

s − wc(t)

(t)
where we use the shorthand wc(t) = z(t+1)
+ λ(t)
=
c
c . Let v

2
2

(A.1)

,

1
w(t)
C

=

1
C

PC

c=1

wc(t) . Then,

we can complete the square in the sum of the objective function of (A.1), which yields

PC

c=1

s − wc(t)

2
2

= Cksk22 − sH Cv(t) − (v(t) )H Cs
+

where we define the constant K =

PC

c=1

PC

c=1

wc(t)

wc(t)

2
2

2
2

= C s − v(t)

2
2

+ K,

2

− C v(t) . Since K is independent of
2

the minimization variable s in (A.1), we obtain the equivalent minimization problem
in (4.3).
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Proof of Lemma 2
We start by reformulating Step (P2) as follows:
z(t+1) =

arg min

z∈CU C ,ks−Dzk2 ≤ε

1
2

(t)

wall − z

2
2

(A.2)

,

(t)

(t)

(t)

where we define D = 11×C ⊗ IU , zT = [zT1 · · · zTC ], and (wall )T = [(w1 )T · · · (wC )T ]
with wc(t) = Hc xc(t+1) − λ(t)
c . Now, observe that the minimization problem (A.2) is
(t)

the orthogonal projection of wall onto the constraint ks − Dzk2 ≤ ε. We have the
following closed-form expression for z(t+1) [108]:


(t)

wall +max 0, 1−

ε
(t)
ks−Dwall k2



(t)

DH (DDH )−1 (s−Dwall ).

We can simplify this expression using the identity
(DDH )−1 = ((11×C ⊗ IU )(11×C ⊗ IU )H )−1
= (C ⊗ IU )−1 = C −1 IU
and DH D = 1C×C ⊗ IU . With these results, we obtain the following equivalent
expression for z(t+1)
(t)



wall + max 0, 1 −

ε
(t)
ks−Dwall k 2



×


1  H
(t)
D s − (1C×C ⊗ IU )wall ,
C
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which can be written using the per-cluster variables as
n

z(t+1)
= wc(t) + max 0, 1 −
c
with v(t) =

A.2

=

1
w(t)
C

1
C

PC

c=1

ε
ks−v(t) k2

o

1
s
C

− v(t)



wc(t) ; wc(t) = Hc xc(t+1) − λ(t)
c .

Proofs for decentralized feedforward detection

Proof of Theorem 5
As each entry of the partial matrix channel Hc is distributed as CN (0, 1/B), we first
√
normalize the system by 1/ wc , which amplifies the noise variance by 1/wc . The
result follows from Theorems 3 and 4 for LAMA and linear equalization.
Proof of Lemma 6
Since in the large-system limit, each input-output relation for cth cluster is statistically
equivalent to AWGN with noise variance of σ̄c2 , the output of fusion will also be AWGN.
If we define the fusion stage to perform z =
z=

PC

c=1

where (a) follows from

νc zc =

PC

c=1

PC

c=1

νc s 0 +

PC

c=1

PC

c=1

νc zc , we have
(a)

νc σ̄c nc = s0 + σFD n̄,

νc = 1 and nc ∼ CN (0, IU ) are independent for all

2
=
c = 1, . . . , C. Here, we have that σFD

PC

c=1

νc2 σ̄c2 and n̄ ∼ CN (0, IU ).

2
We minimize the noise variance σFD
subject to the constraint

gives νc =

1
σ̄c2

P

C
c=1

1/σ̄c2

−1

PC

c=1

νc = 1, which

for all c = 1, . . . , C. Obtaining the first expression in
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(5.6) is straightforward; the second expression is obtained as follows:

β

PC

c=1

=

νc Ψ(σ̄c2 ) =

−1 P
C
C
1
c=1
c=1 σ̄c2

P

−1 P
βΨ(σ̄c2 )
C
C
1
c=1 σ̄c2
c=1
σ̄c2

P


wc −

N0
σ̄c2



=

−1
C
1
−
c=1 σ̄c2

P

N0 .

Proof of Lemma 7
2
We first show when equality holds. The case for β → 0 is trivial because σ̄c2 = σFD
=
2
2
σPD
= N0 . For MRC, we have σFD
= N0 + β

PC

c=1

2
νc VarS [S] = N0 + β VarS [S] = σPD
.

2
Let us now assume that β > 0. We show σ̄c2 > σPD
by re-writing the fixed2
point solutions as [109]: σ̄c2 = sup{σ 2 : N0 + βΨ(σ 2 ) ≥ wc σ 2 } and σPD
= sup{σ 2 :
2
N0 + βΨ(σ 2 ) ≥ σ 2 }. Note that N0 > 0, so both σ̄c2 and σPD
are strictly positive.
2
2
2
2
It is easy to see that σPD
=
6 σ̄c2 because σPD
= N0 + βΨ(σPD
) > wc σPD
. Since
2
Ψ(σ 2 ) → VarS [S] as σ 2 → ∞ and Ψ(σ 2 ) is continuous [110], there exists a σ̄c2 > σPD

that satisfies N0 + βΨ(σ̄c2 ) = wc σ̄c2 by the intermediate value theorem.
Finally, we use [110, Prop. 9] to see that Ψ(σ 2 ) is strictly increasing for σ 2 > 0 for
LAMA. For ZF and MMSE, this also holds by computing dΨ(σ 2 )/dσ 2 > 0. Thus, the
2
2
result σFD
> σPD
follows directly from Lemma 6 since

2
σFD

= N0 +β

C
X
c=1

νc Ψ(σ̄c2 )

> N0 +β

C
X
c=1

2
2
νc Ψ(σPD
) = σPD
.
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A.3

Proofs for decentralized feedforward precoding

Proof of Theorem 8
The precoder resulting from Section 5.9 is known as the Wiener filter (WF) precoder [94]
and can be derived as follows. Let us first form the Lagrangian
h

i

L(P, β, λ) = Es ks − βHPsk2 + β 2 U N0
h

i

+ λ(Es kxk2 − ρ2 ).
We can now formulate the optimality conditions for P and β by using the Wirtinger
derivative as follows. For the precoding matrix P, we have the following optimality
condition:
δ
L(P, β, λ) = 0 =⇒ β 2 HH HP + λP = βHH .
H
δP
For the precoding factor β, we compute

δ
L(P, β, λ)
δβ ∗

(A.3)

= 0 and obtain the following

optimality condition:
β tr(PH HH HP) + β

U N0
= tr(HH PH ).
Es

(A.4)

From the power constraint, it follows that
h

i

Es kxk2 = ρ2 =⇒ tr(PH P) =

ρ2
.
Es

(A.5)
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To derive the optimal value for the Lagrange multiplier λ, we apply the following steps
the optimality condition in (A.3):
β 2 HH HP + λP = βHH
β 2 HH HPPH + λPPH = βHH PH
β 2 tr(HH HPPH ) + λ tr(PPH ) = β tr(HH PH )
β 2 tr(PH HH HP) + λ

ρ2
= β tr(HH PH ),
Es

(A.6)

where the last step results from (A.5). We now multiply both sides of the optimality
condition in (A.4) with β to obtain
β tr(PH HH HP)Es + βU N0 = tr(HH PH )Es
β 2 tr(PH HH HP) + β 2

U N0
= β tr(HH PH ).
Es

(A.7)

Subtracting (A.7) from (A.6) yields the Lagrange multiplier
λ=

U N0
.
ρ2

(A.8)

From (A.3) and (A.8), it follows that the WF precoding matrix is given by PWF =
1
Q
β WF

with the matrix
U N0
Q = HH H + 2 I
ρ

!−1

HH .
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The remaining piece is to identify the WF precoding factor β WF . To this end, we plug
PWF into (A.5), which leads to
1
1
ρ2
ρ
H
=⇒ WF = q
.
tr(Q
Q)
=
2
β
Es
β
tr(QH Q)Es
Proof of Lemma 9
To reduce the complexity of computing β WF in (5.11), we first use the matrix inversion
lemma [49] to arrive at an equivalent expression of (5.10) given by


QWF = HH HHH + κWF IU

−1

,

which requires the inversion of an U × U matrix. By precomputing the U × U
Gram matrix G = HHH and inverting the regularized Gram matrix defined as
A = G + κWF IU , we have
QWF = HH A−1

(A.9)

and consequently, tr(QH Q) = tr (A−1 GA−1 ). A direct evaluation of this expression
still requires two matrix-matrix multiplications of dimension U × U . We can further
reduce complexity by noting that the following equivalence holds








tr A−1 GA−1 = tr A−1 − κWF kA−1 k2F ,
where we used a Searle-type identity and a matrix version of partial fraction expansion
to finally arrive at (5.12).
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