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ABSTRACT 

THE EFFICIENT EVALUATION 

of 

ATTRIBUTE GRAMMARS 

by 

Scott K. Warren 

Knuth's attribute grammars are a powerful, natural way of specifying 

translations such as those involved in compiling programming languages, 

but until now efficient implementation has been possible only for re¬ 

stricted classes of attribute grammars. We present a method of construct¬ 

ing, for any attribute grammar, a recursive procedure which performs the 

specified semantic evaluation. These "treewalk evaluators" are produced 

by analysing the data dependencies of the attribute grammar to find an 

acceptable evaluation strategy. The resulting evaluators are efficient 

in the sense that they make no use of nondeterminism or searching through 

the parse tree and may be generated as directly executing machine code 

rather than requiring an interpreter. Our construction is therefore 

suitable for use in a practical compiler-writing system. 
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0. INTRODUCTION 

This work is a contribution to the art of automatically generating 

practical compilers.. Knuth's attribute grammar formalism is a natural, 

powerful way of specifying translations such as those involved in com¬ 

piling programming languages, but until now efficient implementation has 

been possible only for restricted classes of attribute grammars. We 

present a method for mechanically constructing an evaluator which per¬ 

forms the translation described by any given attribute grammar. 

The compilation process may be divided into a syntactic phase and 

a semantic phase. During syntactic analysis a source text is examined 

to discover whether it is a well-formed program and, if so, what its 

underlying structure is. Context-free grammars can be used to define 

the set of syntactically correct programs in a formal yet descriptive 

and intuitively appealing way. Many techniques are now known for auto¬ 

matically constructing parsers from given CF grammars. As a result, 

compiler writers are no longer required to implement the syntactic 

phase manually. 

Attribute grammars offer the prospect of similarly automating the 

implementation of the semantic phase. The CF grammar specifying syntax 

is augmented with "attributes" for each grammar symbol and "semantic 

rules" for each production. The attributes can be such things as data • 

types of expressions, symbol tables for interpreting variable names, 

register usage information, or the machine code generated for a state¬ 

ment; the semantic rules determine the relations between these things 

as a function of syntactic structure. Using an attribute grammar to 

specify the translation performed by a compiler offers these advantages: 
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the semantics is given in a descriptive rather than algorithmic notation, 

independent of any parsing scheme; the description is modular, given on 

a production-by-production basis, so that it is easier to understand and 

modify; and the notation naturally expresses the idea of context depen¬ 

dence as well as the relation of a whole to its parts. 

Despite the advantages, attribute grammars have not been widely 

used because of the difficulty of obtaining implementations efficient 

enough for practical use. Once a parse tree has been constructed, the 

semantic rules must be applied to find the values of all attributes of 

tree nodes. However, attribute grammars leave the order of evaluation 

of the semantic functions largely unspecified, requiring only that a 

function's arguments be computed before the function is evaluated. A 

suitable evaluation order must take into account both the data dependen¬ 

cies of the semantics and the shape of the particular parse tree. Until 

now, automatic evaluation has been possible only through the use of a 

nondeterministic algorithm or by severely restricting the class of ac¬ 

ceptable attribute grammars. 

In this thesis we present a method of constructing, for any attri¬ 

bute grammar, a recursive procedure which performs the specified semantic 

evaluation. These "treewalk evaluators" are produced by analysing the 

data dependencies of the attribute grammar to find an acceptable evalu¬ 

ation strategy. The resulting evaluators are efficient in that they make 

no use of nondeterminism or searching through the parse tree and may be 

generated as directly executing machine code rather than requiring an 

interpreter. Our construction is therefore suitable for use in a prac¬ 

tical compiler-writing system. 

Our presentation is relatively informal» We do not discuss the 
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use of attribute grammars to specify compilers, concentrating instead 

on how to evaluate an attribute grammar once it is given. In Chapter 1 

we lay the groundwork for subsequent exposition, providing some histori¬ 

cal background, an attribute grammar example, and the basic definitions 

and notation that will be needed later. Chapter 2 describes the notion 

of a treewalk evaluator informally, then closes with a formal definition. 

The evaluator construction is presented in Chapters 3, 4, and 5. Using 

dependency analysis to choose an evaluation order is the subject of 

Chapter 3, while Chapter 4 gives the constructionlitself. In these 
? 

chapters we make a simplifying assumption which restricts the class of 

attribute grammars which can be handled; Chapter 5 shows how to elimi¬ 

nate this restriction. In Chapter 6 we compare our method to previously 

known techniques for implementing attribute grammars, tentatively con¬ 

cluding that ours offers significant advantages. Finally, Chapter 7 

contains a summary and discussion of some promising ideas for further 

investigation. 
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1. ATTRIBUTE GRAMMARS AND THEIR EVALUATION 

In this chapter we introduce the basic concepts and terminology 

that will be used in the rest of the thesis. After a brief survey of 

their historical development, we discuss attribute grammars informally 

with the aid of an example. We then give definitions and notation for 

talking about attribute grammars. Next, we consider the subject of 

dependency constraints in an attribute grammar. Finally, we introduce 

the notion of "evaluating" an attribute grammar, describe the defining 

model of evaluation, and look at an implementation of attribute grammars 

based on that model. 

Historical background. 

The twin problems of the formal definition and automatic implemen¬ 

tation of programming languages have been the subject of continuing 

investigation since at least the early Sixties, and many different 

approaches have been taken (4). Three general techniques have emerged: 

the denotational method, in which each program is assigned a mathematical 

formula expressing its meaning; the operational method, in which a formal 

description is given of the steps involved in executing a program; and 

the translational method, in which a mapping is given which takes each 

program into an equivalent one in another language with "known" semane.' . 

tics. The last of these relates most naturally to the automatic imple¬ 

mentation of programming languages, since it provides a model for the 

compilation process. 

It is natural to base such translations on the syntactic structure 

of the source programs, and much has been made of this connection with 

the well-understood context-free grammars. A variety of techniques 
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have been used to introduce the idea of semantics into CFGs. Many of 

these were attempts to represent context-dependency within the framework 

of CFGs, such as indexed grammars (1), property grammars (21), program¬ 

med grammars (20), two-level grammars (22), and scattered-context 

grammars (11). These efforts were concerned primarily with limiting the 

set of terminal strings generated by a grammar, and only secondarily 

with specifying the meaning of those strings. 

Irons (12) introduced the idea of syntax-directed translation; his 

scheme essentially allowed a single synthesized attribute to be associ¬ 

ated with each nonterminal. Generalizations of this idea to allow 

multiple synthesized attributes were studied extensively by Lewis and 

Stearns (19) and by Aho and Ullman (2,3). Knuth (15) extended this 

formalism in an important way by allowing attributes to depend on the 

context surrounding a grammar symbol as well as on its constituents. 

Such "inherited" attributes pass information down the parse tree from a 

node to its sons, in contrast to Irons’ synthesized attributes which 

convey information from the bottom up. Knuth's "attribute grammars" 

have attracted widespread interest (5)(6)(9)(10)(13)(18)(23)(24) as a 

means of specifying syntax-directed translations because of their 

naturalness, "declarative" nature, and expressive power. 

Shortly after Knuth’s 1968 paper, Culik (8) discussed a generaliza¬ 

tion of attribute grammars in which rules to compute attributes were 

not given, but only relations which must hold between them. In 1971 

Foster (17) described "affix grammars" in an attempt to reformulate 

van Wijngaarden's two-level grammars in a way more suited to practical 

use. Affix grammars are essentially attribute grammars in which the 

attribute values themselves have a syntactic structure. Crowe (7) has 
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shown how to build recognizers for a limited class of affix grammars 

using modified Floyd-Evans productions. 

An attribute grammar example. 

An attribute grammar is an ordinary context-free grammar extended 

to specify the "meaning" of each string in the language. Each grammar 

symbol has an associated set of "attributes", and each production rule 

is provided with a corresponding semantic rule expressing the relation¬ 

ships between the attributes of the symbols in the production. To find 

the meaning of a string, first we find its parse tree and then we deter¬ 

mine the values of all the attributes of symbols in the tree. 

As an example we consider how to define the meaning of binary 

notation for integers - (10). Figure 1.1 gives a CF grammar for this 

language. The nonterminal N can be read as "number", S as "sign", L as 

"list of bits", and B as "bit". In Figure 1.2 is shown a parse tree for 

the typical binary integer -10. Figure 1.3 shows an attribute grammar 

for binary integers. Observe that the notation 'X.a' stands for the 'a' 

attribute of nonterminal 'X'. We have adopted the viewpoint that the 

meaning of a binary integer is the numerical value it represents. Accord¬ 

ingly we have invented the attribute 'val' for the start symbol N. 'val' 

is also an attribute of the bit-lists (L) and the individual bits (B). 

However, in positional notation the value of a 1-bit depends on how many 

places to the left it appears; the attribute 'scale' is introduced to 

express this. For instance, the semantics for production 7 says that 

the value of a 1-bit is the power of two corresponding to the bit's 

position. On the other hand, rule 6 says that the value of a 0-bit is 

always 0. In this attribute grammar 'val' is a synthesized attribute 

carrying information up the tree toward the start symbol, while 'scale' 
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FIGURE IJ 

Binary Integers 

G = (VN, VT, P, N) 

VN = {N, S, L, B) 

VT - { + , -, 0, 1} 

P 

Z” 1: N -»■ S L\ 
2 : S -*■ + 
3: S + - 
4 : L -► B 
5 • LQ -*■ Li B 
6: B ->• 0 

V7: B 1 J 

FTGURE 1.2 

Parse Tree for '-10' 

7 



FIGURE l.2> 

Binary Integers with Semantics 

VN - {N, S, L, B), VT = { + , -, 0, 1} 

I (N) = 0 
I(S) =0 

S(N) = {val} 
S(S) = {neg} 

I(L) = {scale} S(L) = {val> 
1(B) = {scale} S(B) = {val} 

Production Semantics 

1; N -*■ S L L.scale 0, 
N.val i£ S.neg 

then -L.val 
else L.val 
fi 

2: S + S.neg «- false 

3: S - S.neg «- true 

4: L ->• B B. scale «- L. scale, 
L.val B.val 

5 : LQ •> B L^.scale LQ.scale+1, 
B.scale «- LQ.scale, 
LQ.val ■*- L^.val+B.val 

6: B -*• 0 B.val 0 

7i B + 1 B.val + 2+B.scale 
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is an inherited attribute carrying information down the tree from above. 

We can think of each node in the parse tree as a structured variable 

whose fields are its attributes. Figure 1.4 shows the parse tree for 

-10 redrawn to indicate this. The fields have been filled in as pre¬ 

scribed by the semantic rules. The effect of our attribute grammar in 

this case is to specify that the meaning of *-10' is -2. It is a matter 

of taste whether the meaning of a string is taken to be all the attribute 

values in its parse tree, or only those of the root. 

When an attribute grammar is used to specify the translation activ¬ 

ity of a compiler, the attributes will be such things as data types of 

expressions, symbol tables for use in translating identifiers, and ma¬ 

chine code generated for statements. The property of locally-defined 

semantics makes it easy to construct, understand, and modify code gen¬ 

erators written using attribute grammars. 

Attribute grammars. 

In this section we make precise the term "attribute grammar" and 

introduce some notation and terminology which will be useful later. 

Where possible we attempt to motivate the definitions informally. Most 

of this is taken directly from (5). 

Definition: An attribute grammar is an ordinary CF grammar agumented 

with attributes and semantic functions as described below. 

Grammar : A reduced context-free grammar G = (V^, Vj, P, S). We write 

V for VJJ u Vçj,. A production p e P is written as 

P
:
 XQ "*■ Xi X£ . . . 

where n ^ 1, e VJJ, and e V for k=l,2,...np. We write p[k] to 

9 



FIGURE 1.4 

Evaluation complete. 

1 0 
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mean for k=0,l,...np. We assume the grammar is standardized with a 

O-th production 0:S S’ so that the start symbol S occurs in no other 

production. A parse tree of G is a finite ordered tree whose nodes are 

labelled with symbols from V, satisfying that 

(a) Each interior node is labelled with an element of and 

each leaf node is labelled with an element of Vj; 

(b) For each interior node t, there is a production p e P such 

that t is labelled with the symbol p[0], t has tip sons, and 

the k-th son of t is labelled with the symbol p[k3. We say 

that p applies at t, or equivalently that t is a type-p node. 

Attributes: For each X e V, there aire disjoint finite sets I(X) and 

S(X) of inherited and synthesized attributes respectively. For X=S, 

the start symbol, and for X e V^., we require that I(X) « 0. We write 

A(X) for I(X) u S(X). The attributes of a symbol X identify the various 

components of its "meaning", A production p:X^ -*■ Xj X2 ... Xn has the 

. P 
attribute occurrence (a,k) if a e ACX^) for k=0,l,...np. Attribute 

occurrences are to be understood as variables which are used in writing 

the semantics for a production. Inherited attributes transmit informa¬ 

tion down the parse tree toward the leaves, while synthesized attributes 

transmit information up the tree toward the root. The start symbol may 

not have inherited attributes since it can have no ancestor. Terminal 

symbols may have no inherited attributes because they have no associated 

semantics. The values of a terminal symbol's synthesized attributes are 

given initially; in a compiler, this is the job of the lexical scanner. 

The term "attribute" is often used ambiguously to mean some a e A(X), as 

in "an attribute of a nonterminal"; to mean some occurrence (a,k), as in 

"an attribute of production"; or to mean a field of the tree, as in "an 
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attribute of a node". It should always be clear from the context which 

sense is intended. 

Semantic functions: For each production p e P, there is a set of seman¬ 

tic functions as follows: for every synthesized occurrence (a,k) with 

k=0, and for every inherited occurrence (a,k) with k=l,2,.. .np, there 

is a semantic function f^(a,k) mapping certain other attribute occur¬ 

rences of p into a value for (a,k). The dependency set of f^(a,k) *s 

denoted DP(a>k) and contains those attribute occurrences of p used in 

the definition of the semantic function. The semantic functions specify 

the meanings of parse trees locally, in terms of only a node and its 

immediate descendents. We do not consider the language in which the 

functions are written; we assume only that we can identify the attri¬ 

bute occurrences referenced in a function and that the function can be 

translated into machine code to do the evaluation. 

Dependency constraints. 

Naturally a semantic function cannot be evaluated before the 

occurrences in its dependency set have been computed. This is the only 

constraint on the order of evaluation imposed by an attribute grammar. 

The object of this thesis is to propose a way to find a specific evalu¬ 

ation order which obeys this constraint. We therefore need some concepts 

and notation for studying the dependencies of an attribute grammar. 

The dependency graph of a production p e P denoted Dp, is a con¬ 

venient representation of the constraints imposed locally by the 

semantics of the production. The nodes of Dp are the attribute occur¬ 

rences of p; there is a directed arc from (a',k') to (a,k) if 

(a',k*).e DP(a>k), i.e. if (a’,k’) is used in the evaluation of (a,k). 
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The arcs of Dp may be thought of as data flow paths. Figure 1.5 shows 

one of the rules of our example grammar and two ways of drawing its 

dependency graph. The more elaborate picture is intended to suggest a 

portion of a parse tree and provide a clearer picture of the data flow 

up and down the tree. 

If we have a parse tree of an attribute grammar, we can construct a 

dependency graph which represents all data flow paths in the tree. This 

graph is the result of "pasting together" copies of the Dp's for pro¬ 

ductions occurring in the tree, as illustrated in Figure 1.6. If a 

subtree is detached from the rest of the parse tree, some data flow paths 

through the root of the subtree will be interrupted. Data flows into 

the subtree through inherited attributes of its root, and out of the 

subtree through synthesized attributes of the root. For this reason 

these attributes are sometimes referred to as input attributes and output 

attributes respectively. In a production, the input occurrences are 

those of the form (i,0) where i e I (XQ), and the output occurrences 

are those of the form (s,0) where s e S (XQ). 

If the dependency graph of a parse tree contains a directed cycle, 

some of its attributes cannot be determined. In this case the tree is 

said to be circular semantically. An attribute grammar is circular if 

it can generate a circular parse tree. Circular semantics is obviously 

undesirable, in that we would like an attribute grammar to specify the 

meaning of every string in the language. Knuth (15)(16) has given an 

algorithm to test an attribute grammar for circularity, but the task is 

not easy (13). 

Evaluation of attribute grammars. 

A semantic tree of an attribute grammar is a parse tree in which 
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FIGURE 1.5 

The dependency graph of a production. 

Production Semantics 

5: LQ -*■ B L^,scale LQ.scale+l, 
B.scale LQ.scale, 
LQ.val «- L^.val+B.val 

(val,0) (scale,0) 
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FIGURE 1.6 

The dependency graph of a parse tree. 

15 



each node labelled with X e V is a structured variable whose field selec¬ 

tors are the elements of A(X). In order to determine the meaning of a 

string, we parse it and build a semantic tree, and then we fill in the 

fields of each node in accordance with the semantic rules. The latter 

process is called evaluating the semantic tree. An evaluator for an 

attribute grammar is a program which accepts a semantic tree and evalu¬ 

ates it. The time during which an evaluator is operating is referred to 

as run-time in this thesis, since the evaluators are our focus of inter¬ 

est. Since an evaluator is likely to be a part of a compiler, this is 

also "compile-time" with reference to the programs being compiled; do 

not be confused by this. 

The significance of the attribute grammar formalism is specified 

by a definitional evaluator which provides a conceptual model for evalu¬ 

ating semantic trees. Evaluation begins with all fields of the semantic 

tree undefined. At each step, some attribute of a node is chosen whose 

semantic function can be evaluated; that is, all of whose argument occur¬ 

rences are already defined. The chosen semantic function is executed 

and the corresponding field of the tree node is defined by setting it 

to the computed value. The process continues until all attributes in 

the tree have been defined. The definitional evaluator is nondetermin- 

istic, since at each step any attribute can be chosen which is ready. 

The first actual implementation of attribute grammars was done by 

Isu Fang, a student of Knuth's. Fang's system (10) called FOLDS, was 

a more or less direct implementation of the definitional evaluator. The 

semantic functions were written in SPINDLE, an ALGOL-like language 

which allowed parallelism and the manipulation of VDL-like structured 

objects. Semantic trees were evaluated by an interpreter, MUTILATE, 
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which created a separate parallel process for each attribute in the tree. 

Each process was an incarnation of a semantic function, which attempted 

to compute the value of its attribute. Any reference by a process to an 

attribute not yet computed caused "passivation" of the process. Its 

processing was suspended, and it was placed in a list of processes wait¬ 

ing for the attribute in question. Whenever an attribute was success¬ 

fully computed, all processes on its waiting list were re-activated. A 

process which depended on several attributes might be awakened from one 

waiting list only to be placed on another. 

The MUTILATE interpreter used a routine called DEVELOP to create 

new processes. When no existing processes were ready to run, DEVELOP 

would be called on to select an attribute and create an incarnation of 

its semantic function. DEVELOP simply processed the semantic tree in 

depth-first left to right order. 

Fang's system could evaluate any attribute grammar, but it was not 

a practical method of evaluation. As Fang himself noted, "a nondeter- 

ministic approach such as this is bound to be inherently less efficient 

than deterministic approaches." The remainder of this thesis is devoted 

to capitalizing on that remark. 

Conventions. 

In what follows, we assume that "the" attribute grammar is under¬ 

stood; that is, a particular attribute grammar is given once and for 

all, unless otherwise noted. Our method is oriented toward the conven¬ 

tion that the meaning of a string is given by the attribute values of 

the root of its semantic tree. If it is desired to enforce the evalu¬ 

ation of all attributes in the tree, the attribute grammar must be modi¬ 

fied slightly: a special 'done' attribute, synthesized, is added to 

17 



each nonterminal's set S(X). A dummy semantic rule is added to each 

production defining the (done,0) occurrence in terms of all other occur¬ 

rences defined within the production, as well as all of the (done,k) 

occurrences of sons. The point is that the sets D^(done,0) should 

contain every, attribute occurrence whose computation is to be enforced. 

In this way, ensuring that the root's attributes are computed automati¬ 

cally ensures that every other attribute has been evaluated. Of course 

the 'done' attribute can be ignored at run-time; it serves only to cause 

the construction of a certain kind of evaluator. 
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2. TREEWALK EVALUATORS 

Given any attribute grammar, it is possible to construct a program 

which evaluates its semantic trees and which is efficiently implementable 

on today's computers. This chapter is intended to give the reader an 

intuitive understanding of these "treewalk evaluators" and how they are 

produced, so that he may better follow the detailed exposition of later 

chapters. To motivate our discussion we begin by examining the defi¬ 

ciencies of an implementation based on the definitional evaluator for 

attribute grammars. Then we describe the notion of a treewalk evaluator 

in some detail. Next we give a short "guided tour" of the evaluator 

construction procedure which will be presented in full in Chapters 3, 4, 

and 5. Finally, we give a formal definition of the class of treewalk 

evaluators that will be constructed. 

Deficiències'of the definitional evaluator. 

The nondeterministic evaluation procedure used to define the mean¬ 

ing of attribute grammars is hopelessly inefficient when implemented on 

currently available machines. The main causes of this inefficiency are 

the reliance on a great many parallel processes, the analysis of depen¬ 

dency constraints at run-time, and the wasted effort due to working 

blindly without any knowledge of the possible dependency relationships. 

Today's computers are oriented almost exclusively toward sequential 

processing with a single locus of activity. With the exception of a few 

special-purpose machines, they generally consist of a single processing 

unit; and even those systems designed to facilitate multiprocessing have 

only a few processors and only the most rudimentary provisions for the 
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coordination of their activity. On the other hand, a system such as 

Fang's, which treats each occurrence of an attribute in the tree as a 

separate parallel process, creates hundreds or thousands of processes, 

the number increasing with the size of the tree. No machine exists 

which can take advantage of parallelism on this scale; the multiproces¬ 

sing has to simulated by software, with the attendant overhead of sched¬ 

uling. Not only must a time penalty be paid for the execution of the 

scheduling routine, but there is also an enormous space penalty because 

of the long lists of ready and waiting processes which must be kept. 

Indeed, the latter problem seems to have been the limiting factor in 

Fang's implementation, which could evaluate SIMULA programs no larger 

than 100 lines. 

Even aside from the expense of multiprocessing, the run-time analy¬ 

sis of dependency constraints is redundant and wasteful. The use of 

waiting on undefined attributes to synchronize parallel semantic func¬ 

tions amounts to using the scheduler to decide what to do next. This 

means that the semantic dependencies of a production are reconsidered 

at each use of the production in the tree, each time a tree is evaluated. 

As we shall see, practically all of this analysis can be done once and 

for all when the attribute grammar is specified, rather than over and 

over again during evaluations. 

Another expense incurred by run-time dependency analysis is the 

need to check whether an attribute is defined before accessing it in a 

semantic function. Since Fang's system was interpretive anyway, these 

checks probably did not add appreciably to the running time of his eval¬ 

uator. But in a practical system which compiled the semantic functions 

into machine code, the need for such checking code could be burdensome. 
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It is widely known that similar checks, such as for subscript range 

errors, add considerably to the size and execution time of programs 

compiled with them. This is especially significant since experience 

(Wilner 24) has shown that most semantic functions are quite simple, so 

that the cost of checking is proportionately larger. If the dependency 

analysis is performed in advance of evaluation, these checks can be 

avoided. 

The third deficiency to be found in implementations of the defini¬ 

tional evaluator is that there is a great deal of wasted effort due to 

the system's proceeding blindly with no idea of what it is doing. The 

problem is that since no prior analysis of dependencies has been done, 

the evaluator doesn't know where to look for the next attribute to be 

evaluated. In Fang's system, for instance, a routine called DEVELOP is 

used to initiate new processes (semantic functions) when none of the 

existing ones is ready to execute. DEVELOP processes tree nodes in a 

fixed depth-first left-to-right order without regard to whether any of 

the new semantic functions can possibly be ready to run. Jazayeri (13) 

has pointed out the difficulty with this scheme and has suggested that 

some combination of breadth-first and depth~first development might be 

better. It should be clear that no such blind strategy is a substitute 

for precise knowledge about dependencies that would enable the evaluator 

to go directly to the next evaluatable node. 

The vast number of parallel processes, the repetitive analysis of 

dependencies at run-rtime, and the wasted effort caused by the lack of 

prior knowledge that run-time analysis implies, combine to rule out the 

definitional evaluator as a practical tool. In contrast, analysis of 

the dependency constraints when the attribute grammar is specified can 
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yield deterministic sequential evaluators free of these defects. 

Characteristicsof treewalk evaluators. 

As the name suggests, a treewalk evaluator is a recursive routine 

that traverses the semantic tree performing attribute evaluations. As 

defined by Knuth (14) a tree traversal is "a method of examining the 

nodes of the tree systematically so that each node of the tree is visited 

exactly once", but we have in mind something a bit more general; in 

particular, we allow multiple visits to the same node, and different 

nodes may be visited different numbers of times. More specifically, a 

treewalk evaluator is a recursive routine taking a tree node as a param¬ 

eter j in execution it is said to be "visiting" its parameter node. 

While at the node, the evaluator may take two kinds of actions. It may 

execute semantic functions of the production applying at the node, there¬ 

by evaluating some attributes of the tree; or it may call itself recur¬ 

sively with one of the node’s sons as a parameter. It may perform any 

combination of such actions before returning. 

It is very natural to turn to recursive procedures to find deter¬ 

ministic sequential evaluators, since as Knuth (14) says, "recursion is 

an-innate characteristic of tree structures". The problem of evaluating 

a subtree with a given root symbol may be expected to be the same wherev¬ 

er it occurs in the tree. During evaluation, while one node is being 

visited the control stack of the recursive routine automatically keeps 

track of what was going on at higher nodes of the tree. 

Our treewalk evaluators will have a particularly simple control 

structure: upon reaching a node, the evaluator will assess the situation 

and choose one of a fixed set of instruction sequences, which it will 

then execute before returning. Each of these instruction sequences, or 
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"plans”, will be a straight-line sequence of actions of the two kinds 

mentioned above; there is no branching within a plan (except possibly 

inside semantic functions, which we consider atomic)* Within a plan no 

tests are necessary to determine whether an attribute can be evaluated, 

since all such analysis has been performed during evaluator construction* 

To select the proper plan for execution at a node, our evaluators will 

have up to three types of information available* First, the evaluator 

will receive a control parameter from above when it is called; this 

"current-input-set" parameter summarizes the activity that has taken 

place above since the last visit, and is used to allow evaluation at a 

node to depend on the context in which it occurs* Second, there is the 

situation at the node itself, represented by the value of a "flag" field 

present in each node; the flags are used by the.evaluator to remember 

information between visits to a node. Third, the flags may also encode 

information about the structure of the node's subtrees; ordinarily such 

information is not used, but certain attribute grammars cannot be evalu¬ 

ated deterministically without it (see Chapter 5, "Look^down"). 

In operation, the evalüator moves from node to node performing 

attribute evaluations until evaluation is complete or it is apparent 

that evaluation cannot be completed (because of a circularity in the 

semantics of the tree)* Initially, the evaluator is called with the 

root of the semantic tree as its argument. In general, a recursive call 

is made when some new input attributes to the son have been made avail¬ 

able; the effect of the call is to accomplish as much more evaluation of 

the subtree as the new inputs permit. This may involve deeper recursive 

calls. During a visit, the evaluator may make multiple visits to a 

subtree of the node, each time performing a partial evaluation. Thiis 
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a visit may contain multiple passes over the subtrees of the visited 

node. If all goes well, the evaluator will eventually terminate by 

returning from its initial call, at which time all attributes in the 

semantic tree will have been evaluated. However, some plans are only 

selected when a situation indicates circular semantics; when executed, 

these plans print an error message and abort the entire evaluation. 

It is useful to understand the relationship between the actions of 

a treewalk evaluator and those of the definitional evaluator. The 

difference may be summed up as "one process, not many". In the defini¬ 

tional evaluator, each occurrence of a semantic function is an active 

entity, ready to jump in and begin executing as soon as its arguments 

are available. In a treewalk evaluator the semantic functions have been 

rendered passive; nothing can happen until the active process, the evalu¬ 

ator, comes to a node and executes one of its functions. It is as if 

the single active entity were always "at" some node. Evaluations can 

occur only at that node. When the next evaluation is to occur at some 

other node, the entity must move along the arcs of the tree to reach the 

new node and cause the computation. In a treewalk evaluator, the most 

recent incarnation of the recursive routine is the active entity, and it 

is "at" the node it is visiting. To move down a tree arc it calls itself 

recursively with the chosen son as parameter; to move up, it simply 

returns to its caller. Because of prior dependency analysis, our evalu¬ 

ators always "know" where to go next; they do not have to search around 

looking for an attribute which can be evaluated. They are deterministic; 

they always evaluate the same tree in the same way. 

In summary, treewalk evaluators are recursive routines "tailor-made" 

for specific attribute grammars by analysing the grammar's dependency 
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constraints. They traverse semantic trees performing attribute evalua¬ 

tions, possibly making multiple visits to a node, until evaluation is 

complete or cannot be completed. At a node, they use information stored 

there and a parameter from above in order to choose an appropriate plan 

or straight-line sequence of instructions for execution. The built-in 

knowledge of dependency constraints allows them to go directly to the 

next point of evaluation without searching or analysing dependencies, 

and once there to evaluate semantic functions without testing whether 

their arguments are defined. 

Overview of the construction. 

This section attempts to give the reader a general understanding 

of the evaluator construction process. We begin by describing the ap¬ 

proach taken in the construction. Then, after making a few remarks 

about the language in which evaluators are generated, we discuss the 

construction itself. 

Our approach differs from previous work (5)(13) in that we "compile" 

an attribute grammar into a tailor-made evaluation algorithm rather than 

propose a general-purpose algorithm a priori. We do so by a method 

which involves the simulation, in a limited sense»of events which could 

take place during an evaluation. In this way we are able to do all 

necessary dependency analysis in advance, thereby eliminating the over¬ 

head of run-time analysis and avoiding blind search through the tree. 

At first we make the assumption that the evaluator's action at a node 

can be independent of the structures of the node's subtrees. This 

assumption is motivated by the conception of grammar nonterminals as 

abstractions with definite interpretations of their own; the idea of 

locally-defined semantics suggests that it should be possible to 
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understand the semantics of a construct without any further knowledge 

of the abstractions it is built of. We believe this is a reasonable 

assumption and we expect that practical attribute grammars will satisfy 

it. However, in Chapter 5 we show how our construction can be extended 

to include all attribute grammars, even those specifying potentially 

circular semantic definitions. 

The language in which the resulting evaluators are written is not 

of great importance. It must be capable of expressing the semantic 

functions of the attribute grammar and of referencing attributes in the 

tree; however, these are not strenuous requirements. In a practical 

system the evaluators would be generated in machine code; it should be 

clear that this presents no great difficulties. 

The evaluator construction itself is presented in three parts. 

"Planning" is the process of building an instruction sequence to be used 

in a certain situation by simulating, step by step, the obeying of 

dependency constraints. "Making a complete set of plans" involves en¬ 

suring that there is a plan for every situation that can arise during 

evaluation; this is done by simulating the effect on a node’s subtrees 

of executing an existing plan at the node, to see whether any new 

situations may arise. As plans are added to the set a "GOTO-table" is 

built up which the evaluator will use to select the proper plan for 

execution at a node. The third part of the presentation extends our 

construction to apply to all attribute grammars by taking into account 

the structure of a node’s subtrees. It is shown that only a finite 

amount of information about each subtree is needed, and that this infor¬ 

mation may be obtained by treating it as an ordinary synthesized attri¬ 

bute. 
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Definition of a treewalk evaluator 

In this section we make precise the idea of a treewalk evaluator 

and its operation, as well as some subsidiary concepts. 

A treewalk evaluator is a 5-tuple (Q, E, J, GOTO, PLAN), 

where 

Q is a finite set of quiescent states; for each production p e P 

there is an initial state qQ (p) e Q. 

E is a finite set of entry states. 

J is a finite set of current-input-*sets; there is a distinguished 

member of J denoted 0. 

GOTO: Q x J E is a partial function assigning an entry state to 

certain quiescent-state/current-input-set pairs. 

PLAN: E {plans} is a total function assigning a "plan" to each 

entry state. 

A plan is a pair (sjS2...sn, q) where s^S2>«>sn is a sequence of 

"instructions" and q e Q. 

An instruction is either 

(a) a semantic function fP(a,k) of the grammar, or 

(b) a symbol of the form VISIT (k,I) where k is an integer and 

I e J. 

A semantic tree with root r is evaluated as follows: 

1. Each node of the tree is 'flagged* with its initial state 

qp(p) where p is the production applying. 

2. The algorithm EVALUATE (r,0) is performed. 
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Algorithm EVALUATE (t,I), where t is a node and I e J: 

1. Let q be the flag of t. 

2. Let e = GOTO(q,I). 

3. Execute PLAN(e) at t. 

mhtlroglA 

To execute the plan (sjS2*.*sn, q ) at node t: 

1. For i = 1, 2, ... n, execute at t. 

2. Set the flag of t to q. 

To execute the Instruction f^(a,k) at no^e t: 

Evaluate the semantic function and set the field corresponding to 

attribute occurrence (a,k) to the resulting value. 

To execute the instruction VISIT(k,I) at node t : 

1. Let t* he the k-th son of t . 

2. Perform the algorithm EVALUATE(t',1). 

? 

Comments : It should be clear that the evaluation process does not make 

any use of the structure of members of Q$ Ef or J; therefore these 

elements may be encoded as integers at run-time. Similarly, since the 

functions GOTO and PLAN have finite domains, they may be implemented by 

a suitable form of table lookup. For this reason we sometimes use the 

term "GOTO-table" to refer to the GOTO function considered as a set of 
« 

pairs; we say ((q,I),e) is a "GOTO-table entry" if GOTO(q,I)=e. 

Finally, each plan (sj^. • -s^q) may compiled into machine code 

and directly executed at run-time. 

Summary. 

Evaluation of attribute grammars by direct implementation of their 

definition is impractical because of the vast number of parallel 
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processes, the overhead of repeatedly analysing dependency constraints 

at run-time, and the wasted effort caused by blind searching of the 

semantic tree. Practical evaluators can be built within the framework 

of recursive treè-traversal algorithms with built-in knowledge of the 

attribute grammar’s dependency constraints; these treewalk evaluators 

never perform dependency checks and always know where to go next. The 

construction of such an evaluator from an attribute grammar involves a 

limited simulation of possible run-time events. Treewalk evaluators 

are most easily constructed if the structure of a node’s subtrees may 

be ignored, but if necessary the relevant information about this struc¬ 

ture may be taken into account. 
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FIGURE 2.1A 

Example of a treewalk evaluator. 

Production Semantics 

0:S+A S.r«-A.z, A.c-f-1 I(S)=0 S (S)={r} 

l:A-»-aB A.z«-B.y, B.a«-A.c, B.b*-B.x I(A)={c) S(A)={z} 

2:A-»-aaB A.z^-B.x, B.a«-B.y# B.b«-A.c I(B)={a,b> S(B)={x,y) 

3:B-»-b B.x«-B.a, B.y-«-B,b 

4 :B+bb B. x-*-B. a t B. y-*-2 

Do = 

âBk 
x B 

a b X y B D4 = a b X y 

ab abb aab aabb 



FIGURE 2. IB 

Treewalk evaluator for the attribute grammar. 

(Q, E, I, GOTO, PLAN), where 

Q = {ql/ q2, ... ql4> 

and q0(0)=ql, q0(l)=q3, 

E — {el, e2, ... ell} 

J = {0, il, i2, i3, i4) 

GOTO = 

0 il i2 i3 i4 

ql el 

q2 

q3 e2 

q4 

q5 e3 

q6 

q7 e4 e6 

q8 e5 

q9 e7 

qlO 

qll e8 elO 

ql2 e9 

ql3 ell 

ql4 

q0(2)=q5, q0(3)=q7, q0(4)=qll 

PLAN = 

e sls2*•*sn q 

el A.c-<-l; VISIT(1,il); 
S. r«-A. z q2 

e2 B.a-f-A.c; VISIT(2*i2) ; 
B.b^-B.x; VISIT(2,i4); 
A•z^B•y q4 

e3 B.b«-A.c; VISIT(3,i3) ; 
B.a-*-B.y; VISIT(3,i4); 
A. z-«-B.x q6 

e4 B.x-«-B.a q8 

e5 B.y+B.b qlO 

e6 B. y-«-B. b q9 

e7 B. x-*-B. a qlO 

e8 B.x-«-B.a; B.y-*-2 ql2 

e9 skip ql4 

elO B. y-*-2 ql3 

ell B. x-«-B. a ql4 
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3. PLANNING FOR A VISIT 

Planning is a method of deciding in advance what sequence of actions 

the evaluator will take duting a visit to a node. A partial simulation 

of the visit is conducted which maintains the set of attributes known to 

be available at each step. This is enough information to allow depen¬ 

dency analysis to decide which semantic function should be evaluated 

next. By considering the possible dependencies between synthesized and 

inherited attributes of each son, the method is also able to decide when 

a recursive visit to a sub-node should be made. For a given initial 

situation, the simulation produces a "plan" or instruction sequence which 

may be immediately executed upon encountering that situation. The need 

for run-time dependency analysis and blind searching of the semantic tree 

are thus avoided. 

Simulation. 

Out intention is to avoid considering dependencies at run-time by 

doing this work during evaluator construction. To accomplish this we 

make use of imcomplete representations of run-time situations and actions, 

containing only the information needed to see that dependency constraints 

are obeyed. The simulation process then involves "executing" this simpli¬ 

fied model and noting the sequence of actions "performed" so that this 

same sequence may be followed, when appropriate, at run-time. 

The completed evaluator will be equipped with a plan for each situ¬ 

ation it can ..encounter upon visiting a node. The plans are so construc¬ 

ted that when execution of a semantic function is called for, its 

arguments will be available, and when a visit to a subtree is called 

for, some evaluations will take place below. By selecting the appropriate 
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plan the evaluator is able to carry out its visit without the need to 

examine dependency constraints* 

Plans are constructed by a process of partial simulation in which 

only enough information is manipulated to allow the scheduling of actions. 

The situation at a node is characterized by the set of attributes which 

have been evaluated; their actual values are not of interest. Similarly, 

executing an instruction is simulated by adding any computed attributes 

to the available set, without performing any actual computation. 

Definition: An evaluation state is a pair (p>A) where p e P and A 

is a set of attribute occurrences of p. 

An evaluation state represents the situation at a node at some 

instant during evaluation. If a node is in state (p,A), then produc¬ 

tion p applies at the node and A is the set of attributes which are known 

to be available. An evaluation state is the minimum amount of information 

about a nodefs situation with which we can carry out dependency analysis. 

We must know what production applies in order to know what semantic 

functions are involved, and we must know which attributes are available 

in order to decide whether a function can be evaluated yet. Note that 

an evaluation state does not capture the entire situation at a node: 

the structure of its subtrees, the attributes available in its subtrees, 

and its context in the tree are some other facts which could be relevant. 

We are assuming, however, that the structure of subtrees is irrelevant 

(until Chapter 5), and it turns out that under that assumption the evalu¬ 

ation state is sufficient. 

The elements of a treewalk evaluator*s sets Q and E will be evalua¬ 

tion states. If a node is flagged with q e Q, this will mean that 
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<l=(p»A) described the node's situation at the end of the last visit to 

it. If upon arriving at a node, GOTO-table lookup yields the entry state 

e, this Will mean that e=(pA') describes the node's situation after 

taking into account any new input attributes made available since the 

last visit. 

For planning purposes, an instruction is characterized completely 

by the dependency relations between the attributes it uses and the attri¬ 

butes it computes. For a semantic function this is specified by the 

attribute occurrence (a,k) which it defines and the set of 

occurrences which it references. For a VISIT instruction the question 

is more complicated. The subtrees of a node may be viewed as semantic 

functions of a sort; given some input attributes, a son may be visited 

to yield some output attributes. Unlike true semantic functions a sub¬ 

tree may be capable of "partial evaluation". That is, not every..oufput 

has to depend on every input; it may be possible to visit a subtree with 

only some of its inputs available and return with some of its outputs 

available. A subtree may be visited several times before its evaluation 

is complete. This subject is the topic of the next section. 

A plan for some entry state is constructed iteratively, giving rise 

to a sequence of intermediate evaluation states. At each step, some 

semantic function is chosen which is ready to evaluate. It becomes the 

next instruction in the plan, and the attribute it defines is added to 

those available to yield a new state. Decisions to visit a subtree are 

made the same way; if the son's dependency relations indicate that given 

the currently available inputs, a visit would result in new outputs 

being defined, then a VISIT becomes the next instruction and the new 

evaluation state is determined. If no next instruction is permitted, the 
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planning must stop. 

This iterative computation is a simulation in incomplete detail of 

an actual visit to a node during evaluation. Choosing a semantic func¬ 

tion in the simulation corresponds to executing it in evaluation. When 

the treewalk evaluator executes a plan, the visited node will go through 

a sequence of states corresponding to those generated in simulation. 

The important point is that all analysis of dependency constraints 

is done during the simulated execution. When the evaluator is running 

all that remains to be done is to execute the instructions of a plan in 

their pre-scheduled order. 

Treatment of subtrees. 

For the purpose of planning, the subtrees of a node are viewed as 

special semantic functions with multiple inputs and outputs which admit 

the possibility of partial evaluation. Each nonterminal of the grammar 

is characterized by an "i/o graph" which specifies the relationships 

that may exist between the inputs and the outputs of a subtree having 

that nonterminal as its root symbol. We will state an algorithm for 

computing the i/o graphs of the grammar's nonterminals. Then we will 

show how to use the i/o graphs tô tell whether the grammar is adequate 

for evaluation under the assumption that substructure is irrelevant; if 

not, the "look-down" technique of Chapter 5 must be used. 

Definition: The i/o graph of a nonterminal X e VN, denotèd D^, is a 

directed graph whose nodes are the attributes A(X) which has an 

arc from i e I(X) to s e S(X) iff input i must be available 

in order for output s to be evaluated. 

In order to compute the graphs for each X e we first show 
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how the input-output dependencies for a type-p node are related to the 

dependency graph of production p and the i/o graphs of symbols occurring 

in p's right side. This allows us to establish a recursive definition 

of the D^'s. This in turn leads to an iterative algorithm for finding 

them. What follows is adapted from Knuth's (15) original, erroneous 

circularity test for attribute grammars. 

Recall that for each p e P there„is a directed graph Dp, the depen¬ 

dency graph for production p. Suppose that for k=l,2...np we have a 

directed graph whose nodes are a subset of A(Xk). Then let 

Dp[Gi»G2,..»Gnp] be the directed graph obtained from Dp by adding an arc 

from attribute occurrence (a,k) to occurrence (a',k) whenever there is 

an arc from a to a* in Gk. Figure 3.1 illustrates this idea. 

Definition; By Dp we mean the graph DpCD^, D^» • • • I>xn where 

p:Xg -*■ X£ ... XJJ , and D^ is taken to be the empty graph if 
P k 

Xk e VT. 

The graph Dp is the dependency graph for production p augmented by arcs 

representing input-output dependencies of the subtrees. This graph de¬ 

picts all the dependencies that must be considered by the planning 

process. 

Now let XQ be the left side of production p. Then any path in Dp 

from an input of XQ to an output of XQ represents an input-output depen¬ 

dency of the nonterminal XQ. Naturally this dependency should be 

reflected in the i/o graph of XQ. Thus we have the following require¬ 

ment which must be satisfied by the set of i/o graphs: 

For every production p:Xg -»■ X^ X2«.. X^, if there is a path 

from attribute occurrence (i,0) to occurrence (s,0) in the graph 

Dp then there is an arc from i to s in the graph Dy^. 
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FfGURE 3.1 

p; XQ + X1 X2 

D - 
P 

J1 = 

x y x y 
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As a matter of fact, we could make the requirement an if-and-only-if, 

since the only way for there to be an input-output dependency from i to 

s is by some path in a demanding it. If no Dp has such a path then 

there is no subtree with root symbol XQ whose evaluation requires i in 

order to produce s, and so there should be no arc from i to s in V 
We may, then, make the following recursive definition. 

Definition: The set of i/o graphs is a set {D^} of directed 

graphs indexed by % satisfying 

(a) the nodes of the graph are the attributes A(X), and 

(b) there is an arc from i to s in the graph D^ iff 

there is a path from (i,0) to (s,0) in the graph Dp 

from some production p whose left side is X. 

The following algorithm may now be used to compute the set of i/o 

graphs. Initially let each graph have nodes A(X) and no arcs. Then 

repeat until no more arcs can be added to any Dx: if there is a produc¬ 

tion p with left side X such that Dp has a path from (i,0) to(s,0) but. 

DJJ has no arc from i to s, add the missing arc to Dx* The algorithm 

must terminate since there are only a finite number of arcs possible at 

all. It is clear that the resulting graphs satisfy the definition 

above; (a) is trivial, the "if" part of (b) follows from the algorithm's 

termination condition, and the "only if" part of (b) is true because 

only such arcs are ever added to any DX. 

The arcs in D^ reflect all the actual input-output dependencies 

that could exist in a subtree with root symbol X, but not every arc 

necessarily represents a possible i/o dependency. The Dx
fs may be overly 

pessimistic, asserting i/o dependencies that no subtree could actually 

38 



exhibit. The example computation of Figure 3.2 illustrates this. The 

reason is that the Dx
fs attempt to represent in a single graph all the 

i/o relationships that can be exhibited by any subtree with a given root 

symbol, even though different such subtrees may exhibit different input- 

output dependencies. Two arcs in a may have been "contributed" by 

two different subtrees, so that no actual subtree could exhibit both 

dependencies at the same time. Later in the computation of the i/o 

graphs, some Dp may have a path from (i,0) to(s,0) which includes both 

of these arcs; the result will be to add an arc from i to s in the i/o 

graph of p’s left side nonterminal even though no such dependency could 

ever be found in a semantic tree. 

The Dxfs are not erroneous. They merely reflect the behavior of 

our treewalk evaluators without look-down. The potentially overpessi- 

mistic behaviour is inherent in our assumption that we can ignore the 

structure of a nodefs subtrees when deciding what to do. For many attri¬ 

bute grammars this assumption is acceptable. 

Definition: An attribute grammar is adequate (for evaluation without 

look-down) if no graph Dp contains a directed cycle. 

An adequate grammar contains no circular dependencies in its semantics 

even assuming that the Dx’s are to be obeyed. A grammar may be inadequate 

either because it is actually circular or because the Dx’s are too 

pessimistic to permit evaluation. In the latter case the method of 

Chapter 5 must be used to take into account extra information concerning 

the structure of a node’s subtrees. 

The planning algorithm. 

We now make some preliminary definitions, then give an algorithm to 
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FIGURE 3.2A 

Example computation of the set of i/o graphs. 

Production Semantics 

0 : S-*-A A. a-«-A. x 

1 : AQ-^Aj^a . A^. a-«-Ag. a, A]L • b-«-Ai. y, 
AQ-X+A^.X, Ag.y«-1 

2 :A->b A.y-«-A.a, A.x-^1 

3:A-*-bb A.x-«-A.b, A.y-*-l 

, a b ; * y 

i 

v 

i 

a b x y A1 

a b X y A D3 - a b X y 
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FIGURE 3.2B 

Computation: 

chosen 
prodn new D. new arc for Di 

a b x y 
o o o o 

a -► y 

a b x 
o o 

X 

XT7 
b x 

a x 

(spurious) 

a b x y none 

Hence DA 

a b x y 

Then 

Since DQ contains the cycle a-*-x->-a, 
the grammar is not adequate. 
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construct a plan for some entry state. 

Definition: The semantic function f^(a,k) *s ready to evaluate in 

the current evaluation state (p,A) if (a,k) l A, but DP(a,k)c A 

Definition: The yield of the k-th subtree in the current evaluation 

state (p,A) is the following set of attribute occurrences: 

{(a,k) I (a,k) M, a s S(Xk)> and for every i with an arc from 

i to a in , (i,k) e A } 
k 

That is, a visit to the k-th son will yield those outputs of which 

were not already available and which depend (in Dv ) on only available 
Ak 

inputs. 

Algorithm Construct a plan for entry state (p,A) : 

1. [Initialize] Let S be the empty sequence .of instructions, 

and let A' = A. 

2. [Repeat] The current evaluation state is (p,A’). 

3. [Evaluate?] If some semantic function f^(a,k) rea<ty to 

evaluate, then append the instruction '^(ajk)* to ac^ (a»k) 

to A', and go to Step 2. 

4. [Descend?] If there is a k-th subtree whose yield Y is nonempty 

then: append the instruction 'VISIT(k,I)’ to 5, where 

I = { (a,0) I a e ICX^) and (a,k) e A’}.r; let A* = A' u X; 

and go to step 2. 

5. [Done] Let q be the evaluation state (p,A*). 

The algorithm is complete and the resulting plan is (<S,q). 

mhtiroglA 
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In the algorithm, A' is the set of attributes available at each step in 

the simulation. The approach is just to do all evaluation permitted by 

the dependency constraints. The heuristic used is to evaluate all possi¬ 

ble semantic functions before visiting any subtrees. This makes as many 

inputs available as possible so that a lot of evaluation of the visited 

subtree can be done. This tends to reduce the number of visits which 

must be made to each node, although not necessarily optimally. We do 

not consider the question of which subtree it is best to visit if more 

than one have nonempty yields. Note that although semantic functions 

are evaluated only once, a plan may contain several visits to the same 

subtree. 

Remark: The current evaluation state (p,i4') at a step in the simulation 

does not correspond precisely to the situation that will exist at that 

point in the execution of the plan at run-time. In any particular exe¬ 

cution, there may be some attributes available which are not in A* \ these 

would be outputs of subtrees which were not guaranteed to be in the 

yield. Since a particular subtree may not exhibit all the dependencies 

in its DJJ, sometimes a VISIT instruction will result in evaluating some 

"extra” attributes. The plan is able to count on only the attributes 

in .A', however; this is why in defining an evaluation state (p,A) we said 

that A represented the set of attribute occurrences known to be available. 

Summary. 

To make a plan for a given entry state, we conduct a limited simu¬ 

lation of the events that could take place during the visit at run-time. 

We represent the situation at a node by an evaluation state, and simulate 

instruction executions by updating the set of attributes known to be 
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available. The effect of a visit to a subtree is characterized by the 

i/o graph of its root symbol; the set of i/o graphs can be calculated 

iteratively. If the attribute grammar is adequate for evaluation with¬ 

out look-down, every plan we construct will succeed in yielding the 

outputs promised by the corresponding i/o graph. 
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4. MAKING A COMPLETE SET OF PLANS 

A treewalk evaluator is constructed by an iterative process which 

ensures that every possible situation during evaluation has been planned 

for. Recall that when EVALUATE is called to visit a node, it first 

consults the GOTO-table to find this visit's entry state, and then exe¬ 

cutes the plan corresponding to that state. Thus evaluator construction 

must ensure two things: the GOTO-table must have an entry for every 

combination of quiescent-state flag and current-input-set which can be 

encountered, and PLAN must associate a plan with every entry state. 

To start things off, a GOTO-table entry is made corresponding to the 

initial visit to the root of the semantic tree, and a plan is made for 

the resulting entry state. By examining the plans made so far we can 

determine what GOTO-table entries a particular VISIT instruction may 

cause to be looked up. If not already present this must be added to the 

GOTO-table; and if the entry state does not already have an associated 

plan, a new one must be made for it. This process is repeated until no 

new GOTO-table entries can be found. At this point the evaluator con¬ 

tains provisions for every situation that may arise. 

This chapter presents the complete treewalk evaluator construction. 

First, we discuss in detail how new GOTO-table entries are found. We 

then present the evaluator-construction algorithm and sketch a proof of 

its correctness. 

Finding new GOTO-table entries. 

In this section we discuss how to determine what GOTO-table lookups 

can be caused by a particular VISIT instruction in some plan. Whenever 

a VISIT(k,I) instruction is executed, the recursive call to EVALUATE 
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will perform the lookup GOTO(q,I)=e, where q is the state flag found on 

the k-th son. It is convenient to say.that a node is "in" the state it 

is flagged with. If we know that the k-th son could he in state q, we 

can use q and I to compute the resulting entry state e. The entry 

((q,I),e) must then be added to the GOTO-table if not already present. 

The topic of the first subsection is how to discover what states the 

visited subtree could be in at the time a VISIT instruction is executed. 

After considering that, we show how to compute the appropriate GOTO- 

table entry. 

States a subtree can be in: The state that a subtree is in at any point 

in a plan is simply the state it was left in the last time it was visi¬ 

ted (or in its initial state if it hasn't been visited yet). In order 

to determine that state, we must be able to locate the most recently 

executed VISIT to the subtree, and we must be able to decide what states 

that VISIT could have left the subtree in. We now treat each of these 

in detail. 

Given a point in some plan, we wish to find the most recent VISIT 

instruction referring to the k-th subtree. This instruction may not be 

in the considered plan at all, but in some previously executed plan. We 

will therefore have to introduce some mechanism to keep track of the 

order in which plans may be executed at a node. 

Definition: A history graph is a directed graph whose nodes are 

labelled with evaluation states, such that 

(a) the nodes are partitioned into two disjoint sets called the 

q-nodes and the e-nodes ; 

(b) an arc from a q-node to an e-node is called an arrival arc, 
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and is labelled with a current-input-set; 

(c) an arc from an e-node to a q-node is called a visit arc, and 

is labelled with a sequence of instructions; 

(d) there are no other kinds of arcs. 

A path through the history graph represents a sequence of events which 

could happen during the evaluation of a node. An arrival arc represents 

the arrival of the evaluator at the node, while a visit arc represents 

the execution of a plan at the node. That is, 

depicts what happens at the k-th son when a VISIT(k,I) is executed. The 

son is initially in quiescent state q. The evaluator arrives bringing 

the current-input-set I and finds that the corresponding entry state is 

e. It then executes the plan for e, which consists of the instructions 

Sj, S2,...sn followed by setting the son's flag to quiescent state q'. 

Note that q-nodes are drawn as circles, e-nodes as squares. Naturally, 

q-nodes and e-nodes will alternate along any path of the history graph. 

The history graph of an evaluator contains the same information as 

its formal definition in terms of GOTO and PLAN. Each arrival arc 

I 

corresponds to the GOTO-table entry 

GOTO(q,I) = e 

and each visit arc 
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corresponds to the PLAN entry 

PLAN(e) = (s^.. >sn»q) 

This suggests that a q-node may have several distinctly-labelled arrival 

arcs leaving it, since each arc corresponds to a different GOTO-table 

entry, while an e-node may have only a single visit arc leaving it be¬ 

cause PLAN assigns a unique plan to each entry state. On the other hand, 

any node in the history graph may have multiple arcs entering it; this 

is necessary because no two q-nodes or e-nodes are labelled with the 

same evaluation state. 

A history graph is not a connected graph; it will have one connected 

component for each production in the grammar. The component correspon¬ 

ding to p e P will contain all nodes with labels of the form (p,A), 

and represents all possible sequences of events at a node where p applies. 

Figure 4.1 shows the history graph for the example evaluator of Chapter 2. 

The history graph is useful because it makes explicit the order in 

which things can happen at a node, even across the boundaries of single 

plans. If we take any path through the history graph, we can get a 

corresponding instruction sequence by concatenating, in order, the labels 

of the included visit arcs. This allows us to consider the history graph 

as putting a partial order on the occurrences of instructions in the 

graph; instruction occurrence i^ precedes occurrence i2 if there is a 

path whose corresponding instruction sequence includes i^ and i2» and 

i^ is to the left of i2 in that sequence. 
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FIGURE 4.1 

History graph of example evaluator from ch. 2. 

(instruction sequences not shown) 

Quiescent states 

ql = (0/0) 
q2 = (0,ALL) 
q3 - (1/0) 
q4 = (1/ALL) 
q5 = (2,0) 
q6 «* (2,ALL) 
q7 = (3,0) 
q8 = (3,{a,x}) 
q9 = (3,{b,y}) 
ql0= (3/ALL) 
qll= (4,0) 
ql2= (4,{a,x,y}) 
ql3= (4,{b,y}) 
ql4= (4/ALL) 

Entry states 

el = (0,0) 
e2 - (l/{c>) 
e3 = (2,{c}) 
e4 - (3/{a>) 
e5 = (3/{a,b,x}) 
e6 - (3,{b}) 
e7 = (3/{a/b/y>) 
e8 = (4,{a>) 
e9 - (4/ALL) 
el0= (4/{bJ) 
ell= (4,{a,b,y)) 

Current-input-sets 

0 
11 = {c} 
12 = {a} 
13 - {b} 
14 - {a,b> 
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We can now say what we mean by "most recently executed". At an 

instruction in the history graph, a "most recently executed" visit to 

the k-th subtree is a VISIT(k,I) which precedes the instruction such 

that there are no other-VISIT(k,I') instructions intervening. Notice 

that there may be several "most recent" VISITs, since they may lie on 

different paths to the point in question; there may also be no "most 

recent" VISIT at all. If there is a maximal path to the instruction 

such that there is no VISIT(k,I) at all, we say that the "initial visit" 

is "most recent". 

In order to determine what states the k-th subtree may be in at 

some point in a plan, we observed that it must be in the state left by 

a previous visit (or in its initial state). We have just seen how to 

find such "most recent" VISIT instructions using the evaluator's history 

graph. We must now see how to decide what states a VISIT(k,I) instruc¬ 

tion may leave the k-th subtree in. 

The state that the k-th subtree is in after execution of a VISIT 

(k,I) instruction is uniquely determined by I and the production which 

applies at the k-th son. That is, the set of attributes available after 

visiting a node depends only on the set of inputs that were .available 

during the visit. The details of earlier visits to the node are of no 

consequence. This means that we can determine what states a subtree may 

be in just by examining the set of "most recent" visits to the subtree. 

The reason for this lies in the way plans are constructed. In the 

previous chapter we saw that a plan performs all attribute evaluations 

permitted by the dependency constraints. The amount of evaluation that 

can be done at a node is limited only by the availability of inputs to 

the node; in other words, if an attribute cannot be evaluated during a 
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visit, it is because it depends at least indirectly on an unavailable 

input (barring inadequacies such as discussed in chapter 3). It follows 

that the set of attributes available at the end of a visit is determined 

only by the available inputs, regardless of how many attributes were 

already available at the start. 

Another way of saying this is that the effect on a subtree of a 

succession of visits 

VISIT(k.lj)...VISIT(k,I2)...VISIT(k,If) 

where If c l2 c ... c 1^, is the same as that of the single visit 

VISIT(k,If) performed initially. (Of course, the succession of partial 

evaluations may be necessary in order to actually make all the If avail¬ 

able.) 

Definition: The quiescent state corresponding to production p and 

current-input-set I, denoted Q(p,I), is q, where (s^^.• »sn,q) *-s 

the result of constructing a plan for the entry state (p,I). 

Thus the set of states that VISIT(k,I) can leave the k-th subtree in is 

{Q(p»I) I ptD] “ 

To sum up, we needed to know what states the k-th subtree could be 

in at a given point in some plan. We observed that it could be in any 

state that a "most recent" visit could have left it in. The "most recent" 

visits can be found with the help of the history graph, and the states 

that such a VISIT(k,I) could leave the subtree in can be computed I. If 

there is no "most recent" visit, the subtree must be in an initial state. 
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Specifically, at a given point the k-th son can be flagged with state q 

if: 

(a) q = Q(p,I) where pCO]*^ and some VISIT(k,I) is "most recent", 

or 

(b) q = qg(p) where p[0]=Xjc and the "initial visit" is "most 

recent". 

GOTO-table entries required by a visit: We are concerned with whether 

a given VISIT(k, I) instruction can cause the lookup of a GOTO-table entry 

not yet included in our partially constructed evaluator. The particular 

entry looked up will depend on the state q in which it finds the k-th 

subtree and on I, the current-input-set. Given q and I, we can compute 

the corresponding entry state e as follows: 

e = (p,4') where A1 « A u I 

and q = (p,/l) 

That is, the corresponding entry state is just the old quiescent state 

augmented with any newly available input attribute occurrences. We see 

that the GOTO-table is merely a device to avoid the explicit use of at¬ 

tribute sets and set union at run-time by saving the answers to those 

computations that will be needed. 

Definition: The GOTO-table entry ((q,I),e) is required by an occurrence 

of a VISIT(k,I) instruction if the k-th subtree could be in state q 

at that instruction, and e is the entry state corresponding to q 

and I. 

This is the definition we need to find new GOTO-table entries; any entry 

52 



required by an existing VISIT instruction must be added if not already 

present. 

Evaluator construction. 

In this section we present the complete treewalk evaluator construc¬ 

tion. The main data structure is the history graph discussed above. 

Initially the history graph consists of one q-node per production, la¬ 

belled with the initial state for that production, and no arcs. The 

functions GOTO and PLAN, considered as sets, are empty. A first GOTO- 

table entry is made corresponding to the evaluator's visit to the root of 

the semantic tree. After that, an iterative process of making plans and 

finding new GOTO-table entries is carried out until no further additions 

to the evaluator can be made. 

Initialization: When evaluation begins, each node in the tree will be in 

an initial state in which the only attributes available are those given 

in advance, the synthesized attributes of terminals. 

Definition: The initial State for p e P, denoted qg(p), is the state 

(p,A) where A = {(a,k) | e and a e ACX^)}. 

Initially, let the history graph consist of a q-node for each p e P la¬ 

belled with qg(p)« Let GOTO and PLAN be empty. 

First GOTO-table entry: Evaluation will begin when the treewalk evalu¬ 

ator is called on the root of the semantic tree; since the start symbol 

has no inherited attributes, the current-input-set will be 0. 

Add an arc labelled 0 from the q-node labelled qg(0) to a new e-node 
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with the same label. Let GOT0(qQ(0),0)=qQ(O). 

Closure of the history graph: The evaluator so far constructed is unsatis¬ 

factory because there is an entry state to which PLAN does not assign a 

plan. This is one way our evaluator can be incomplete; the other is for 

a VISIT instruction to require nonexistent GOTO-table entries. As long 

as the evaluator is still incomplete, we will continue adding plans and 

GOTO-table entries. 

Perform either step until no more arcs can be added to the history 

graph: 

A. If there is an e-node labelled e with no arc leaving it, then: 

A.1. Construct a plan for e (chapter 3). 

Let the result be (s.s0...s ,q). 
i ^ n 

A. 2. Add an arc labelled SjS2***sn from e to the q-node la¬ 

belled q (add the q-node if necessary). 

Let PLAN(e) = (sj^* • *sn»q) • 

B. If some instruction VISIT(k,I) requires a GOTO-table entry 

((q,I),e) not already present, then: 

B. l. Add an arc labelled I from the q-node labelled q to the 

e-node labelled e (add the nodes if necessary). 

B.2. Let GOTO(q,I) = e. 

The algorithm must terminate since the potential size of the history 

graph is finite. There are a finite number of evaluation states, and 

hence of nodes in the graph. Each e-node has only one out-arc, and for 

each q-node only a finite number of distinct labels are available for 

out-arcs. 
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Resulting evaluator: When the closure process is finished, the history 

graph and the functions GOTO and PLAN are complete. To complete the 

evaluator itself, we need only specify the sets Qt Et and J. 

Let Q be the set of all evaluation states labelling q-nodes of the 

graph. Let E he the set of all evaluation states labelling e-nodes of 

the graph. Let I be the set of all labels of arrival arcs in the graph. 

Then (Q, Et J, GOTO, PLAN) is the constructed treewalk evaluator. 

Correctness. 

In this section we sketch a proof that the construction is correct. 

It is felt that a formal proof is unjustified since the notational prob¬ 

lems would obscure what is basically a simple intuitive proof. There are 

four things to be proved about the constructed evaluator: that it is well- 

defined, that it obeys dependency constraints, that it halts, and that it 

completely evaluates the semantic tree. 

The evaluator is well-defined if every GOTO-table lookup results in 

one and only one entry state, and PLAN associates exactly one plan with 

each entry state. It is trivial to observe that PLAN does so and that 

GOTO has at most one entry for each (q,I) pair by inspection of the clo¬ 

sure steps. More difficult is to prove that every lookup in GOTO yields 

an entry state (remember that GOTO is a partial function). The obj ect is 

to show that whenever a VISIT(k,I) instruction is executed, the visited 

node is flagged with an expected state. The argument is essentially a 

recital of our reasoning above in defining the GOTO-table entries required 

by a VISIT. 
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The evaluator obeys dependency constraints if it never calls for the 

evaluation of a semantic function until the attributes in its dependency 

set have been computed. The key to this proof is the assertion that every 

attribute occurrence mentioned in a node's state flag has been evaluated. 

Initially this is so by definition of the initial states used to flag the 

unevaluated tree. By recursion induction, we then prove that execution 

of EVALUATE at a node preserves this assertion. In the proof we are 

allowed to assume that the assertion is true before execution of EVALUATE, 

and that each recursive call (i.e. each VISIT instruction) preserves the 

assertion. In any execution of EVALUATE, some one plan is executed. It 

is easy to see, by construction of the plans, that if the attributes in 

a plan's entry state are available initially, the instructions of the 

plan obey dependency constraints; and then setting the node's flag to the 

outcome state of the plan is seen to preserve the assertion. Since every 

attribute evaluation is performed during the execution of a plan, we have 

shown that the evaluator obeys dependency constraints. (Actually, an 

easy recursion induction proof based on the properties of the D^'s is 

needed to show that each VISIT really produces its promised outputs.) 

The evaluator must terminate when applied to any semantic tree. 

Since recursive calls are in 1-1 correspondence with successively lower 

nodes in the (finite) tree, infinite recursion cannot occur. Since plans 

are loop-free, each visit to a node can perform only a finite number of 

visits to subtrees, and evaluation during a visit is finite. Therefore the 

evaluator must halt (in fact in time linear in the number of tree nodes, 

if semantic functions are taken as unit cost). 
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To show that the evaluator always completes evaluation (computes 

every attribute occurrence), we use the easy recursion induction based on 

the Vs mentioned above. The hypothesis is that every execution of 

EVALUATE results in the computing of all attributes promised by the 

graphs and the given inputs. Since the initial application of EVALUATE 

to the root of the tree brings all of the root's inputs (none), all of the 

root's outputs will be computed, as guaranteed by the adequacy of the 

grammar and the induction. Since this includes the special 'done' attri¬ 

bute (chapter 1), all attribute occurrences must have been computed. 
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5. LOOK-DOWN 

Look-down is a technique allowing a treewalk evaluator to take into 

account the structure of a nodefs subtrees when choosing a plan of action. 

The construction of chapters 3 and 4 used an approximation in lieu of 

specific information from below; however, we saw by example that not ev¬ 

ery attribute grammar can be evaluated this way. Although we believe the 

simplification is a reasonable one for practical purposes, in this chapter 

we show how evaluators can be constructed for any attribute grammar at 

all. For any nonterminal X there are a finite number of actual i/o graphs 

that a subtree with root X can exhibit. By extending the concept of eval¬ 

uation state to include the actual i/o graph of each subtree, we can use 

essentially the construction of chapters 3 and 4 to build evaluators with 

look-down. To simplify the exposition we initially describe look-down as 

applied uniformly to the grammar. At the end of this chapter we discuss 

ways to reduce the cost of look-down by using it only where necessary. 

Actual i/o graphs. 

Different subtrees with the same root symbol may exhibit different 

dependencies between inputs and outputs of the root. We saw that the 

information loss due to merging all these possibilities into a single 

graph 
Dx for each nonterminal X could prevent construction of an evalu¬ 

ator. We will now preserve them all separately in a set D-% of i/o graphs 

which may be exhibited by a subtree with root X. We present an algorithm 

for computing the sets D-%, and then show how each node in a semantic tree 

can be labelled with the actual i/o graph of the subtree beneath it. 

58 



Definition; The actual i/o graph of a subtree with root X is a directed 

graph whose nodes are the attributes A(X), and which has an arc from 

i e I(X) to s e S(X) iff the dependency graph of the subtree has a 

path from X.i to X.s. 

Definition: For any X e V^, D^ is the set of all actual i/o graphs of 

subtrees with root symbol X. 

The actual i/o graph of a subtree provides a precise description of 

which inputs are required to produce a given output, in contrast to the 

approximate graphs D^ which may be overpessimistic. It is clear that the 

actual i/o graph of a subtree is the only information about its structure 

which is relevant to making plans. There are only finitely many graphs 

in each D-%, because only a finite number of graphs with node set A(X) are 

possible at all. It follows that for planning purposes the structure of 

a subtree is characterized by a finite amount of information independent 

of the size of the subtree: namely which element of D^ is its actual i/o 

graph, where X is its root symbol. To apply this fact, we must use the 

actual i/o graphs of subtrees when we plan, and we must be able to deter¬ 

mine which i/o graph is exhibited by the subtree under each node in a 

semantic tree to be evaluated. 

We can compute the sets using the following algorithm due to 

Knuth [16], Initially let P^ = 0 for all X e VJJ, and let Pconsist of 

the single graph with nodes A(X) and no arcs for all X e V^. Then repeat 

until no graph can be added to any P: Pick a production 
A 

P:XQ-KXJ X^ ... X , and for each X^, k=l,2,...n , choose a graph 

“p P 

Dk e CY ; let D° be the graph whose nodes are the attributes A(X~) and Ak U 
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which has an arc from i to s iff Dp[D*-, D^, . ..Dnp] has a path from 

(i,0) to (s,0); add to the set Z)v if not already present. The itera^ 

tion terminates because the sets D^ must remain finite. See Knuth's 

paper for more details. 

The actual i/o graph of a tree may be computed from the i/o graphs of 

its subtrees and the production applying at its root. For 

P:XQ-»- XJ X2 ... X^, define the map 

IOp : x ^XJJ D. 
x0 

so that I0p(Dl,D2,...Dnp) is the element of corresponding to 

Dp [D*, D2,... Dnp0 . We can add to the attribute grammar a synthesized 

attribute ' io' for each nonterminal, and a semantic rule fP(io,0) for 

each production p which is written 

XQ . io + IOp (Xj . io, X2 « io, ... Xjjp . io ) 

in our usual notation. Since these functions have finite domains, they 

may be implemented by some form of table lookup; the graphs in a set 

may be numbered and represented by these numbers in the implementation, 

because no use will be made of the graphs themselves at run-time. For 

the moment we assume that a pre-pass over the semantic tree is made to 

compute the 'io' attributes before evaluation proper is begun. 

Constructing evaluators with look-down. 

The construction of previous chapters needs only minor modifications 

in order to build evaluators with look-down. We extend the structural 

information in an evaluation state to include not only the production 
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which applies but also the actual i/o graphs of the subtrees. The plan¬ 

ning algorithm is altered to make use of this extra information, and the 

construction itself is changed to make a plan for all possible structural 

variants of a situation. As a result the new "adequacy" condition is 

simply that the attribute grammar be noncircular. By adding error plans 

we can even build evaluators for circular grammars, which evaluate a 

semantic tree if it happens to be noncircular and print an error message 

otherwise. 

In an evaluation state (p,A ), the production p specifies the local 

structure at thé node concerned. We now augment this description with 

relevant information about deeper structure. 

Definition: An extended production p+ is a tuple 

(p, D*, D2,...DnP), where p:Xg -*• X2... Xnp and 

e for k=l,2,...iip. 

Definition: An extended evaluation state is a pair (p+,A ) 

where p"*" is an extended production and A is a set of attribute oc¬ 

currences of p. 

Extended evaluation states are used to represent situations when build¬ 

ing evaluators with look-down. By splitting each production into a 

number of extended productions, we enable the construction to make dif- 

ferent plans for situations which differ only in the structure of subtrees 

without look-down such situations cannot be distinguished. 

The planning algorithm is easily modified to make use of the extra 

information in an extended state. The only change required is to deter- 
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mine the "yield" of a subtree using its actual_i/o graph rather than the 

approximation Dx. 

Definition; The yield of the k-th subtree in the current extended eval- 

• . 

uation state (p+, A) is the following set of attribute occurrences; 

{(a,k) I a e SCX^), (a,k) i A, and for each i 

with an arc from i to a in the graph D^, 

(i,k) e A } 

where p+ = (p, D^, D^, ... Dnp). 

This re-definition eliminates the possibility of inadequacy due to over- 

pessimistic Dx’s. 

The construction algorithm of chapter 4 needs only an obvious ex¬ 

tension to use extended states and some minor modifications to its initial 

steps. In most cases the adaptation to extended states is accomplished 

by just using p+ instead of p uniformly; for instance, the initial state 

qo(p+) for an extended production is simply (p+, A ) where (p, A) is 

q0(p). To avoid confusion, we state explicitly that at a given point in 

a plan, the k-th son can be flagged with extended state q if; 

(a) q = Q(p+,I) where p[0]=Xjc and some VISIT (k,I) is "most recent", 

or 

(b) q = qo(p+) where p CO] =Xjc and the "initial visit" is "most 

recent". 

The initialization of the history graph must créât a q-node for each 

extended production, and a first GOTO-table entry must be made for each 

extended production 0+, i.e. for each structural variant of the 0-th 

production. The remainder of the construction need not be altered. 

62 



However, when the evaluator is to be operated, each node of the semantic 

tree must be flagged with the proper initial extended state correspond¬ 

ing to the extended production applying there. This may be done during 

the pre-pass which computes the new 'io' attributes. 

The extended version of the "adequacy" test is just Knuth's circu¬ 

larity test (16) . If any directed graph 

DpCD1, D2, ... DnP] where Dk £ 

contains a directed cycle, then the attribute grammar is circular and 

the look-down construction will fail. Specifically, any subtree for 

which the extended production (p,D^, ...DnP) applies at the root will 

have circular semantics. To allow the treatment of circular grammars, 

we can modify the planning algorithm to produce a plan containing only 

the instruction error when asked to plan for (p+, A) where p+ is an ex¬ 

tended production which fails the circularity test. An evaluator contain¬ 

ing such plans will evaluate noncircular semantic trees, but will execute 

an error instruction if applied to a circular tree. 

In summary, the treewalk evaluators of chapters 3 and 4 can be ex¬ 

tended to use information about the structure of subtrees by replacing 

productions by extended productions in the construction. An extended 

production includes not only the local structure at a node but also the 

actual i/o graphs of each subtree. The planning algorithm is made to use 

these actual i/o graphs instead of the approximations Dx, and the con¬ 

struction's initialization is altered to treat each structural variant 

of an initial state separately. Essentially the same construction given 

before then builds evaluators which are able to select different plans 
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for execution depending on the structure of a node's subtrées. This 

look-down information is encoded into the sets Q and E and the GOTO-table, 

and held at run-time in the state flags on each node. 

Reducing the cost of look-down. 

Look-down as described in the previous section is more expensive 

than generally necessary. Each production has been split into a number 

of extended productions, so the effort of construction and the size of 

the resulting evaluators is greatly increased. Actually only those pro¬ 

ductions which fail the adequacy test of chapter 4 need to be split, 

since the others can be handled as they are. Further savings can be 

realized by adding the 'io' attribute only to those nonterminals which 

require it. It is also possible to do away with the pre-pass for com¬ 

puting the 'io' values by doing it as the tree is built. 

Only those productions p need be split for which the graph 

DP[DXi» DX2* * * *DXnp ] contains a cycle. No structural information is 

added to the remaining productions. The construction is easily modified 

to make use of both ordinary and extended evaluation states. Planning 

for ordinary entry states uses the D^’s, while planning for extended 

states uses the actual i/o graphs provided. This optimization avoids 

increasing the evaluator’s size unnecessarily by building in knowledge 

of substructure only in those situations which require it. 

If only certain productions are split, not every nonterminal may 

have to have a synthesized fiof attribute. Only those nonterminals which 

occur in the right side of a split production or which can occur beneath 

such a nonterminal in a tree need an fiof attribute. This can reduce 
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the size of the tree slightly and decrease the time spent evaluating the 

IOp functions. 

If the semantic tree is constructed from the bottom up, as is the 

case with most automatically generated parsers, the evaluation of ' io* 

attributes can be done as the tree is built so that a separate pre-pass 

is not necessary. 
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6. COMPARISON WITH PREVIOUS WORK 

In this chapter we relate the foregoing material to the previously 

known methods of deterministic evaluation of attribute grammars. The 

essential difference between that work and the present effort is in the 

way that the problem of "partial evaluation" is handled. At the end of 

this chapter we make an informal comparison of the merits of these 

techniques, considering the scope of applicability, difficulty of eval¬ 

uator construction, and efficiency of the resulting evaluators. 

Previous methods of evaluation. 

Three authors have studied the problem of evaluating attribute 

grammars. The first, Fang, implemented a general system based on 

parallel processes. Bochman proposed evaluating certain attribute 

grammars in a fixed number of left-to-right passes over the tree, and 

Jazayeri suggested extending this idea to a fixed number of alternately 

left-right, then right-left passes. 

We discussed Fang's system in Chapter 1. It was applicable to any 

attribute grammar, but was not a practical method of evaluation. The 

major limitation was the space required: using 280K bytes of core, 

FOLDS could handle SIMULA programs of only about 100 lines. This was 

due in part to the voluminous lists of processes that had to be kept 

because of the use of a run-time scheduler to determine evaluation or¬ 

der. We will not consider Fang's system any further. 

Bochmann (5) was the first to propose a deterministic approach. 

He began by considering the possibility of evaluating an attribute 

grammar in a single left to right pass through the semantic tree. A 

recursive routine, evaluate-subtree, traversed the tree in depth-first 
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left to right order performing evaluation of attributes. To ensure that 

all the semantic functions of a node could be executed it was necessary 

to compute all of the node's inherited attributes before visiting it. 

The body of evaluate-subtree thus performed the following algorithm: for 

each subtree in left to right order, first evaluate all its inherited 

attributes, then call evaluate-subtree on it to finish its evaluation; 

finally, compute the current node's synthesized attributes and return. 

Not every attribute grammar can be evaluated this way. Bochmann stated 

the condition that the semantic functions' dependencies must satisfy: no 

inherited attribute of a son can depend on any of its synthesized attri¬ 

butes or on any attributes of sons to its right. This represented a very 

strong condition on the attribute grammar. 

To increase the number of attribute grammars that could be evalu¬ 

ated, Bochmann proposed to allow the evaluation to occur in several left 

to right passes. On each pass, all attributes evaluated on previous 

passes could be used. He gave an algorithm to determine whether an 

attribute grammar could be evaluated in this way and to find the attri¬ 

butes which could be evaluated on each pass. The iterative algorithm 

assumed initially that all remaining attributes could be evaluated on 

the next pass. The one-pass dependency condition was checked; if any 

attribute failed the check (could not be evaluated) it was eliminated 

from the current pass and the condition checked again. If the condition 

was satisfied, all attributes not eliminated were assigned to the cur¬ 

ent pass, and the process wag repeated. The algorithm terminated when 

all attributes had been assigned to a pass or when it was found that 

the next pass could not evaluate any of the remaining attributes. In 

the latter case the attribute grammar could not be evaluated in a fixed 
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number of left to right passes. 

Jazayeri (13) suggested a modification of Bochmann's method in 

which on alternate passes the direction of traversal was reversed. Ob¬ 

serving with Fang that "the left-to-right bias is not all-pervasive" in 

programming language semantics, he described an Alternating Semantic 

Evaluator that made every other pass from right to left. Jazayeri showed 

that certain left-recursive situations could be evaluated in a single 

right-to-left pass even though no fixed number of left-to-right passes 

was sufficient. However, this proposal did not remedy the difficulty 

with evaluation in passes, as we shall see below. 

Two approaches to partial evaluation. 

The major difference between this work and previous deterministic 

evaluator constructions is in the methods used to handle partial evalu¬ 

ation of tree nodes. The difference is a consequence of choosing an 

evaluation order by examining dependencies rather than fixing the order 

in advance (e.g. left to right). In what follows we will try to provide 

some insight into how the two methods really work and how the resulting 

evaluators differ. 

Partial evaluation occurs when only some of a node's attributes 

are evaluated during a visit, so that several visits are required to 

complete the node's evaluation. In syntax-directed translation involv¬ 

ing only synthesized attributes, information flows only up toward the 

root of the tree. Attributes of a node may only depend on attributes 

of its subtrees, and consequently any node can be completely evaluated 

in one visit. The situation is similar if only inherited attributes 

are involved. When both kinds of attributes are present, though, there 

can be information flow both into and out of a subtree, and the semantics 
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may cause these inputs and outputs to interact. An input to a subtree 

may depend on one of its outputs. This will require at least two visits 

to the node: a first one to make the output available, and then when 

the input has been computed, a second visit to make use of it. Partial 

evaluation can be much more complicated than this, since the interaction 

between inputs and outputs of a subtree may depend on the context in 

which it occurs, and the inputs needed to produce an output may vary 

with the details of the subtree’-s structure. 

Evaluation in passes, the strategy used by Bochmann and Jazayeri, 

handles this problem by reducing it to a sequence of one-pass evalua¬ 

tions. In a one-pass evaluation no partial, evaluations ever take place; 

each node is visited just once, with all its inputs available, and the 

visit makes all its outputs available. The reduction strategy is a 

natural consequence of starting out with a traversal order given in 

advance. The attribute grammar is checked for one-pass adequacy, and 

if it fails it is simplified by deleting the offending attribute and 

its semantics. If repeated simplification yields a one-pass grammar, 

then the first pass has been constructed. All pass-1 attributes are 

now treated as constants, and the original grammar as so reduced is 

submitted again to this process. If successful, this construction 

results in the decomposition of the original attribute grammar in such 

a way that each sub-grammar is evaluatable in a single pass provided 

that attributes of previous passes are treated as constants. 

The resulting evaluator visits each node several times, but in a 

highly constrained fashion. Each node of the tree is visited once 

before any is visited a second time; each gets a second visit before 

any gets a third; and so on in lockstep. Evaluation is done uniformly 
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throughout the tree; all occurrences of X.a in the tree must be evaluated 

"at the same time", on one sweep through the tree. Evaluation in passes 

runs into trouble when "nested passes" are required, as in the example 

of Figure 6.1. The attribute grammar shown there is easily understood 

if one knows that, for B'nodes, the first visit brings B.a and yields B.x, 

the second visit brings B.b and yields B.y. Any semantic, tree of this 

grammar can be evaluated by making two visits to each B node. The catch 

is in the semantics for rule 2: because of the definition 

B^.a Bg.b + 1 

the first visit to the son (B^) cannot be made until the second visit to 

the father (BQ), since Bg.b is not available until then. Neither 

Bochmann's nor Jazayeri's evaluators can handle this grammar, because 

there is no attribute of B all of whose occurrences can always be evalu¬ 

ated in the first pass. 

In our construction we treat partial evaluation directly instead of 

reducing the attribute grammar to eliminate it. Just as evaluation in 

passes is a natural outgrowth of a. priori traversal order, our direct 

approach arises naturally from the idea of choosing a traversal order by 

examining dependencies. We view the subtrees of a node as semantic func¬ 

tions of a sort; unlike ordinary semantic functions they may be partially 

evaluated, yielding some of their outputs when some of their inputs are 

available. The i/o graph of a nonterminal expresses the relationship 

between available inputs and yielded outputs. We use the i/o graphs to 

schedule visits to subtrees just as we use the dependency sets of seman¬ 

tic functions to schedule their executions. A natural consequence of 

this is that a plan may contain more than one instruction to visit the 
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same subtree; that is, a visit to a node may result in several visits to 

a subnode. This is just what is required to deal with "nested passes", 

and our construction has no trouble with the example above. 

In short, the method of evaluation in passes treats partial evalu¬ 

ation by reducing the attribute grammar to a sequence of simpler ones 

that can each be evaluated in a single pass. Out method, on the other 

hand, determines the conditions for partial evaluation in a set of i/o. 

graphs, then proceeds with planning as if the subtrees were special 

semantic functions. The result is that our evaluators are able to move 

around in the tree in a more general way and can therefore handle a 

larger class of attribute grammars. 

Relative merits of the techniques. 

We will now compare our evaluator construction to those of Bochmann 

and Jazayeri regarding suitability for practical use. The difference 

will be seen to be mainly a trade-off between ease of evaluator construc¬ 

tion and number of attribute grammars handled. This makes a definitive 

judgment difficult for two reasons. First, the theoretical complexity 

of a construction is of less practical interest than its actual running 

time on problems of interest;, however, as far as we know, none of the 

methods discussed here have been implemented. Second, little is known 

about the kinds of attribute grammars that will arise in practice; the 

few applications to date of attribute grammars to real problems (9)(10) 

(23) have not been processed to determine their acceptability to any of 

these constructions. Nevertheless, we will discuss the techniques with 

respect to scope of applicability, difficulty of evaluator construction, 

and efficiency of the resulting evaluators. 

Any attribute grammar which can be evaluated by the evaluation-in- 
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passes constructions can be handled by our construction without the use 

of look-down. This is easy to see because any evaluation in a fixed 

number of passes can be performed by a treewalk evaluator produced by 

our construction; when a grammar evaluatable in passes is submitted to 

our construction, at the least a Bochmann-Jazayeri evaluator would 

result. Moreover, our construction without look-down is able to handle 

attribute grammars requiring nested passes, which cannot be evaluated by 

their methods. As shown in the previous chapter, if look-down is used 

our construction can handle any attribute grammar at all, even one with 

circular semantics. The practical significance of all this depends on 

what kinds of semantics naturally arise in real problems. One-pass 

evaluation is certainly too restrictive. If nested passes are not gen¬ 

erally needed or if it is acceptable to require the grammar-writer to 

alter his definition to eliminate the need (Bochmann (5) gives an.-example 

of this), then evaluation in passes is probably sufficient. It should 

be remarked that understanding the interplay of dependencies in a large 

attribute grammar is quite difficult, and may be a heavy burden for 

the grammar-writer to make the required adjustments. For this reason 

it may be desirable to use our more general construction so that, as 

far as practical, whatever semantics the grammar-writer chooses will be 

acceptable to the compiler generator. 

It is easier to estimate the relative difficulties of evaluator 

construction. The methods of Bochmann and Jazayeri are straightforward 

to implement, and are probably 0 (n3) or so in the size of the attribute 

grammar. This estimate comes from the observations that on each itera¬ 

tion all grammar productions must be checked for conformity with the 

one-pass constraint, an iteration must be made for each attribute 
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eliminated from the current pass, and the whole process must be repeated 

for each pass generated. Whatever the complexity, it is certainly poly¬ 

nomial. Our construction, on the other hand, is more trouble to imple¬ 

ment, and is probably potentially exponential in the size of the grammar. 

This seems likely because the evaluation states contain subsets of attri¬ 

bute occurrences, and so the number of entry states that are generated 

for a production could be as large as 2^, where A is the number of in¬ 

herited attribute occurrences in the production. The impact of this 

potential combinatorial explosion is reduced by the fact that the con¬ 

struction actually creates only as many entry states as required, and 

thus performs much better on well-structured grammars that can be evalu¬ 

ated simply. For instance, a one-pass attribute grammar will result in 

the generation of only one entry state per production. Probably our 

construction will behave reasonably well on practical attribute grammars, 

where we expect considerable uniformity in the semantics; but until it 

is implemented it is hard to say what the cost of our more complicated 

processing will be. 

All of the constructions being considered should yield evaluators 

of roughly the same efficiency. All the evaluators can be compiled into 

directly executing code which does not do any dependency analysis. The 

GOTO-table lookups in our evaluators could introduce a slight penalty 

in overhead; however, for small tables the lookup cost can be quite low 

if care is taken in the implementation. A possible more significant 

difference is that the evaluators of Bochmann and Jazayeri will tend to 

make more visits to tree nodes than will ours. The reason is that in 

each pass, every node is visited once whether it needs further evaluation 

qv not; thus if a portion of the grammar requires many passes, all of the 
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tree and not just the affected nodes will receive extra visits. Our 

evaluators are more flexible in the way they move around the tree, and 

will visit each node only as many times as required. This difference 

also results in different patterns of memory reference during evaluation. 

Evaluation in passes makes repeated sweeps through the tree, making it 

suitable for serially processing a linearized form of the tree from 

backing storage in the classical manner. On the other hand, our evalu¬ 

ators work on a node's subtrees as long as possible before leaving the 

node; they tend to stay in one part of the tree for a while, exhibiting 

the "locality of reference" desirable in a virtual memory system. Eval¬ 

uation in passes exhibits worst-case behavior for paging, and in view 

of the modern trend to virtual memory this may be important. 

We may summarize this section by saying that in return for a more 

expensive construction, our technique offers the ability to handle an 

appreciably larger class of attribute grammars than evaluation in passes, 

with evaluators of comparable or higher efficiency. Considering the 

difficulty of understanding dependency interactions so as 'to obey the 

demands of an evaluator constructor, and the fact that evaluator con¬ 

struction is a one-time cost while evaluator execution will be frequent 

(since it will be a compiler), we believe that it will be advantageous 

to use our construction in practical work. However, until it is imple¬ 

mented and comparative experience is gained in using it and other 

systems, a final judgment will have to wait. 
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7. SUMMARY AND SUGGESTIONS FOR FURTHER RESEARCH 

We are interested in the automatic implementation of attribute 

grammars because of their suitability for specifying the semantic actions 

of compilers. The translation from source language to target language 

may be described by an attribute grammar in a natural, modular, and non¬ 

procedural way, just as syntactic analysis may be specified via a context- 

free grammar. Our result is a method for converting the nonprocedural 

semantic description into an efficient procedure for performing the 

translation. The method should be useful in a practical compiler-writing 

system. 

Three main ideas are presented in this thesis. The first is the 

choice of generalized tree traversal algorithms as a framework for con¬ 

structing evaluators. Evaluation is done after a semantic tree has been 

built by the parser. A treewalk evaluator is a recursive routine re¬ 

ceiving as a parameter a tree node to visit; while at a node it may 

evaluate semantic functions or call itself recursively to visit sons. 

These sequential evaluators avoid the expense of simulating parallelism 

on today's computers. The second idea is using dependency analysis to 

choose evaluation orders. The body of a treewalk evaluator is construct¬ 

ed by scheduling attribute evaluations in an order which will satisfy the 

dependency constraints when executed, enabling the evaluator to do its 

work without considering data dependencies at run-time. Eliminating the 

overhead of a run-time scheduler greatly improves the efficiency of 

evaluation. The power of this approach is enhanced by the third main 

idea: the use of i/o graphs of nonterminals to schedule visits to sub- 
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trees. The sons of a node are treated as special semantic functions 

which may be partially evaluated to yield certain output attributes when 

only some of the son's input attributes are available. With the relation¬ 

ship between each nonterminal's inputs and outputs being given by its 

i/o graph, the process of dependency analysis is able to determine at 

which points recursive calls should be made. This built-in knowledge of 

dependency constraints allows the evaluator to always go directly to the 

next point of evaluation, so that nondeterminism or searching through 

the semantic tree is unnecessary. 

The principle of our construction is to make a plan of action for 

every situation that can arise during evaluation. The notion of evalua¬ 

tion state is introduced to model the relevant aspects of the situation 

at a node. The planning algorithm performs dependency analysis in order 

to find a sequence of instructions that may be executed upon encountering 

a given situation or entry-state. Evaluators are constructed by an itera¬ 

tive process which repeatedly discovers new situations which can arise 

and makes plans to deal with them. At the same time a GOTO-table is 

built up which the completed evaluator will use to select plans for 

execution. The main data structure during construction is the history 

graph, which gives all possible evaluation sequences at a node in the 

form of a flowchart. The resulting evaluators may easily be generated 

directly in machine code. 

We presented the construction under the assumption that an evalua¬ 

tor's action at a node did not have to depend on the structure of the 

node's subtrees. We believe that most attribute grammars of interest 

can be handled this way. However, if necessary the evaluation state 
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can be extended to include information about the structure of subtrees. 

Using this "look-down" technique a trivial modification of our construc¬ 

tion can be used to build an evaluator for any attribute grammar at all, 

even ones specifying potentially circular semantics. 

There are a number of promising areas for extension of this work. 

One possibility is to look at simpler versions of the construction given 

here, in the hope of finding a substantially cheaper construction still 

handling a useful subset of attribute grammars. For example, the plan¬ 

ning algorithm of Chapter 3 might be used with Bochmann's evaluation- 

in-passes approach to partial evaluation replacing the relatively expen¬ 

sive method of Chapter 4. Some easier-to-compute approximations to the 

graphs Dy might be used; if the planning algorithm is modified to verify 

that promised outputs are really produced by a plan, the construction 

will either produce correct evaluators or report failure. 

Another possibility is suggested by the similarity between a history 

graph and a flowchart. A coroutine model of evaluation can be adopted, 

in which a single incarnation of a coroutine is associated with each node 

of the tree. The point of evaluation moves around the tree by coroutine 

swaps between nodes; only one coroutine incarnation is active at a time, 

so a sequential implementation is possible. Each connected component 

of the history graph can be viewed as the flowchart for one such coroutine. 

It seems that a construction based on this model might solve the look- 

down problem in a cleaner and more economical way. We hope to report on 

these ideas more fully in a later writing. 

Much work remains to be done on the problem of optimizing attribute 
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grammar evaluation. A way should be sought to minimize the space wasted 

by the semantic tree, many of whose fields are used only to compute 

other attributes and so need not be retained. A proper choice of son 

to visit when two or more subtrees have nonempty yields might reduct the 

number of visits to nodes. Perhaps the most difficult and potentially 

significant optimization problem is how to actually rearrange the seman¬ 

tic functions — rewrite the attribute grammar — to make cheaper eval¬ 

uation possible. Until this problem is solved, automatic implementations 

of attribute grammars will probably remain somewhat less efficient, though 

much cheaper, than careful manual implementations. 
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