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ABSTRACT 

This thesis deals with the relation between computer 

languages and computer architecture. In particualar, it deals 

with SETL, a very high level set oriented language, and its 

implementation on a machine suitable for executing it. 

Architectural features which aid in implementing SETL are 

discussed. A machine which directly executes a preprocessed 

version of SETL source code is described and microprograms 

for the execution of a few typical SETL operators are 

presented. This machine is a stack machine with tags which 

enable the hardware to distinguish between the data types 

of SETL. The preprocessing required for this machine 

consists of rearranging the tokens of the source program 

into Polish form. Three different representations of sets 

on this machine are compared. Simplified versions of the 

SETL machine which are comparable to some microprogrammed 

systems in existence today are also described. 

The problem of implementing SETL on the R-2 is 

discussed and a method for effectively utilizing the 

hierarchical memory segmentation provided by the R-2 

addressing system is presented. 
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Chapter I 

Introduction 

The first electronic computers had only a few instruc¬ 

tions and programming was done in machine language (1). 

Programming experience soon demonstrated the need for new 

instructions and other machine features leading to machines 

which were not only faster hut which had larger instruction 

sets as well. For example, index registers were incorporated 

into machines because computers were often used for process¬ 

ing long lists of data. Status words and several conditional 

branching and looping instructions were built into the hard¬ 

ware. Because programming in machine language was tedious 

and time consuming, assemblers were introduced and machine 

language programming gave way to assembly language program¬ 

ming (1,2). Experience in assembly language programming 

suggested other useful features such as macros and address 

expressions which were incorporated into later assemblers. 

The next big step was the invention of high level 

programming languages, first FORTRAN (3) and then ALGOL (2). 

High level languages made programming much easier because 

they took the programmer one step closer to the problem and 

relieved him of the concern with machine dependent details 

of registers and addresses. The high level language prog¬ 

rammer could also use features like double precision and 

floating point arithmetic as if they were built into the 

machine, even though these features were actually provided 

by software routines in many cases. Since these languages 

-1- 



took the programmer one step away from the machine and 

insulated him from the hardware by a layer of sortware, the 

resulting code tended to be relatively inefficient. Even 

with the development of optimization techniques, code prod¬ 

uced by compilers remains less efficient than the best hand¬ 

written assembly code. However, the use of high level 

languages was economically justified because the reduced 

cost of programming labor more than compensated for the 

increased cost of running the programs. Besides, the rapid 

advances in semiconductor technology were making hardware 

costs lower while software costs continued to rise. 

The hardware developments which followed can be class¬ 

ified into two categories»- (1) language related and (2) 

efficiency related. The first category consists of hardware 

features which bring the machine closer to the language, 

such as double precision and floating point hardware and 

hardware stacks. Machines with these features did in hard¬ 

ware what was formerly done in software. The reason for 

incorporating them into hardware was the shift in the rela¬ 

tive cost of hardware and software. The second category of 

hardware developments enabled a better utilization of the 

system, resources. This category includes memory interleaving 

and direct access memory channels for the better utilization 

of main memory, a fast register file for the better utili¬ 

zation of the arithmetic hardware and so on. 

The experience obtained with FORTRAN, ALGOL and other 

such languages has led to the development of better and 
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more useful language features and to the development of a 

new class of languages called 'very high level' or 'non¬ 

procedural* languages which are discussed in a survey paper 

by Leavenworth and Sammet (4). The advantages that such 

languages have over FORTRAN-like languages are much the 

same advantages of high level languages aver assembly lang¬ 

uage, i.e, they move the programmer one step closer to his 

problem and releive him of unnecessary detail (2), They also 

have the same disadvantages, i.e. they result in lower 

efficiency in the utilization of the machine. However, as 

hardware costs decline, they will increase in popularity, 

at least in some areas of application such as the develop¬ 

ment of new programming techniques and algorithms and the 

writing and debugging of new kinds of programs i.e. the 

kind of programming usually done at universities and 

research institutions. The very high level languages may 

eventually be replaced by even higher level language systems 

or artificially intelligent automatic programming systems 

(5). 

We have seen that previously hardware features have 

followed software development. A feature useful to the 

programmer is discovered through experience in programming. 

This feature is then made available to the user via software 

routines in a compiler and then, when it is in widespread 

use, it is implemented in hardware on some machines. Hard¬ 

ware developments such as floating point registers and 

stacks resulted from the popularity of FORTRAN and ALGOL. 
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These developments have teen followed by machines which are 

closer to high level languages such as Iliffe's BLM (6,7) , 

the R-2 (8,9,10) and the B6700 (11) and by machines which 

execute FORTRAN-like languages with little or no pre¬ 

processing* the SYMB0L-2R (12,13*l^#15»l6) at Iowa State 

University, the 'Aerospace Computer for Direct HOL 

Execution* (17) at the Air Force Avionics Laboratory, the 

'Direct High Level Language Processor' (18) at the Univer¬ 

sity of Maryland and the 'Microprogrammed Implementation of 

Euler' (19). Others, like the IPL-VI machine (20) , the 

FORTRAN machine (21) and the APL machine (22) have been 

designed and simulated but not actually built. 

It can be seen that the next step might be the develop¬ 

ment of machines suited for the very high level or non¬ 

procedural languages. In this thesis we shall examine some 

of the architectural features that would be useful for the 

implementation of SETL (23,2*0 , a set theoretic language 

under development at New York University, The features 

described herein may well facilitate the implementation of 

other set theoretic languages which are similar (25) . 

The following chapter contains a description of SETL, 

with particular attention to those features which affect 

the architecture of a machine suitable for it. Chapter 3 

describes a machine for directly executing a preprocessed 

version of SETL. Arguments in favor of the architectural 

features of this machine are presented, along with micro¬ 

programs for some typical instructions. Chapter 4 contains 
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contains a description of the architectural features of the 

R-2 and how these can he utilized for implementing SETL. 
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2.0 

Chapter II 

SETL 

SETL is a set oriented very high level language devel¬ 

oped at New York University by Schwartz and others. The goal 

of the design was to produce a language which provides the 

user with great expressive power without regard to efficiency. 

This chapter contains a description of the important features 

of SETL, particularly those which relate to specific problems 

in the architecture of a machine suitable for SETL. For a 

more complete introduction see (24-) or (23) . 

2.1 

The aim in developing SETL, just like the aim in 

developing any very high level language, was to reduce the 

gap between the mathematical solution to a problem and a 

running program. This gap is primarily due to the myriad 

efficiency and machine considerations involved in going 

from algorithmic concept to implementation. Hence any attempts 

to narrow this gap will result in a loss of machine efficiency 

unless automatic optimization techniques are developed which 

in whole or in part recover some of the inefficiencies 

automatically introduced by the use of such a language. 

However, wholly effective optimization techniques are not 

available at present. It was nevertheless considered worth¬ 

while to sacrifice machine efficiency for the sake of 

providing a language which increased the productivity of 

the programmer by releiving him of tedious details. 
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There is a limit to the complexity of problems that can 

he handled by the human mind. The difficulty in choosing the 

correct 'program element' depends upon the local complexity 

which in turn depends upon the representation of the problem. 

Thus a language which provides a representation which hides 

unnecessary details reduces the local complexity. This 

extends the programmers capability and enables him to solve 

more complex problems or to solve the same problems with 

less debugging effort. 

For certain types of programming such as development 

and testing of new algorithms, it is desirable to have a 

very high level language even at the expense of a great loss 

in efficiency. In the case of algorithmic development, 

programs are written which will be discarded after the 

correctness or incorrectness of an algorithm has been 

determined. Here a program is required to run correctly only 

once, hence the speed of execution of the final program is 

much less important than the speed of obtaining a running 

program i.e. the number of debugging runs and the amount of 

time spent by the programmer. 

SETL encourages a two stage programming style which is 

well suited to the development of new kinds of programs 

where it is desirable to try different methods before the 

final choice is made. The first stage produces an abstract 

algorithm in which low level efficiency considerations are 

ignored. The second stage converts the abstract algorithm 

to a concrete algorithm by the addition of data structuring. 
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The proposed SETL system will permit the programmer to 

specify data structures by means of optional DSEL ( Data 

Structure Elaboration Language ) statements. These statements 

can be added to a SETL program after it has been debugged. 

They will only affect the efficiency and will not affect the 

results of the program. 

The preceeding arguments indicate that a language should 

provide a representation which is convienent for the problem 

to be solved. Hence, the language should be suited to the 

application. The designers of SETL wanted a language suitable 

for mathematical programming i.e. a language close to mathe¬ 

matics. From this point of view a programming language based 

on set theory has great attraction since such a language is 

bound to encourage a simple yet fundamental view of data. 

Specifically, a set theoretic programming language will tend 

to view data as constituting sets of objects and mappings 

defined on these sets. For example, in such a language a 

linked list will be a set of nodes, together with a mapping 

•next* which chains the list together. Therefore, from the 

many variants of formal mathematics set theory was chosen 

and was adapted by the designers of SETL to be implementable 

on a real machine. 

SETL is not the only language of its kind. Other set 

oriented languages are MADCAP (25,26) and ABSET (27) . 

Goldsmith (28) describes an unnamed set oriented language. 

Set oriented languages are a sub-class of the class of 

languages called 'very high level' or 'non-procedural'. 
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Other kinds of non-procedural languages are business appli¬ 

cations languages, nonsequencing languages, artificial 

intelligence languages and simulation languages. An overview 

of such languages appears in (4). 

2,2 

Since SETL is based upon set theory, the set is a 

primitive data type in SETL. Pure set theory is developed 

only in terms of sets and there is a reluctance to have any 

primitive types other than sets. However, for reasons of 

efficiency and convienence, SETL departs from pure set theory 

and contains as its basic objects or data types (1) atoms, 

(2) sets and (3) tuples. 

SETL atoms are of several types* integers, reals, 

boolean values, bit strings, character strings, labels, 

subroutines and functions. In addition, there are two special 

types of atoms* blank atoms and the undefined atom. 

Unlike APL, MADCAP and some other non-procedural 

languages, SETL does not have a single numeric type but 

distinguishes between integers and reals. This was probably 

carried over from FORTRAN. However, integers and reals cam 

be intermixed within SETL expressions. 

SETL variables, like those of APL, are dynamic in nature 

i.e. the type of a variable may change during execution and 

may even change within a single statement. Similarly, the 

sizes of sets and tuples can also change within a statement. 

SETL provides the standard arithmetic operators for 
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TABLE 2.1 

Integer 

Real 

Boolean string 

Character string 

Label 

Blank atom 

Subroutine 

Function 

Set 

Tuple 

Undefined atom 



integers» addition, subtraction, multiplication, division 

and remainder along with the dyadic operators max and min 

and the monadic operator abs. Integer values may be compared 

to produce boolean values using the operators eg, ne, It, 

gt, le and ge , The same operators, except for remainder, are 

provided for reals along with exp, log, sin, cos, top 

( ceiling ) and bot ( floor ). 

Boolean values are produced by the comparison operators. 

SETL contains the standard boolean operators and, or, not, 

imp and exor. Boolean values are considered identical to bit 

strings of length 1, All the boolean operators apply on a 

bit-by-bit basis to bit strings. If these operations are 

performed on two strings of unequal length,the shorter is 

extended by leading zeros to the length of the longer. The 

special symbol nulb denotes the empty bit string and nulc 

denotes the empty character string. 

The string operators in SETL are concatenation, repeti¬ 

tion and extraction. Strings may be tested for equality by 

using the operators eg and ne . is a monadic operator 

which yields the length of a string. 

The operators available for tuples are the same as for 

strings except for repetition. 

The operators available for sets are union, intersection, 

difference, symmetric difference, number of members, power 

set, addition of an element, removal of an element, member¬ 

ship test, arbitrary element, inclusion and equality test. 

Sets may be formed in two ways»- (1) by enumeration e.g. 
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s = fl, 2, 3, 4j 

and (2) by using a general 'set former’ construction. A 

simple set former has the form 

S = fe(x) , xc s|c(x)J 

The set is evaluated as followsi- the expression s is eval¬ 

uated to produce a set; then, for each x in this set such 

that C(x) is true, e(x) is evaluated and is made a member of 

S. 

A variation of this form is 

S = £e ( i ) , min ^ i ^ max | C ( i ) } 

This is evaluated as follows;- for each integer between min 

and max such that C(i) is true, e(i) is evaluated and made 

a member of S. 

The general form of the set former is 

S = {eUj. » x2 , xn)« Xjfi Sj, x2es2(x1)  

 xne sn(xl’x2» xn_1)|c(x1,x2. xjj 

The range restrictions 

x.£S.(Xl, x2, — Xj.p 

may also have the forms 

min(xlfx2, 
xj-l) ^ x-j 4 maxU^x^ xj-l^ 

Labels may be tested for equality and inequality. Labels 

may be members of sets and tuples and the result of applying 
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a function may be a label. A label-valued expression may 

appear in a 'go to' statement to obtain a 'calculated go to' 

effect. 

Subroutines and programmed functions are legitimate SETL 

atoms. Thus they may be assigned, tested for equality, appear 

as members of sets and tuples and be produced as the results 

of other functions. All subroutines and programmed functions 

are recursive 

2.4 

SETL has various special syntactic forms which allow 

important operations on sets and tuples to be invoked con- 

vienently. The universal and existential quantifiers of the 

predicate calculus are valid operators in SETL. They have 

the usual form 

3xe s j c(x) 

V X eS I C(x) 

They yeild a boolean value and imply a hidden search or 

verification loop. These quantifiers can also be used in 

expressions of the form 

min< 3k<max | C(x) 

min<Vk^max | C(x) 

where min and max are integer expressions which specify the 

range of the search. More generalized forms such as 

3*^ Sx, Vx2e s2( xt) |c(xi, x2, xn) 
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are also provided. 

The compound operator is another SETL expression form 

which can he used to avoid the use of loops. Its form is 

where op is any dyadic operator. This construct is evaluated 

as followsi- the set 

is formed; a member of s^ is selected; then for each 

remaining element x^ in s^ » op is applied to y and x^ to 

produce a new value for y. The result is the final value of 

y when s^ is exhausted. The compound operator can also have 

other forms like 

The SETL compound operator is similar to the reduction 

operator of APL. 

SETL also permits fuctions to be defined in the set 

theoretic way i.e. as a set of ordered pairs. SETL permits 

functions to be multiple valued as well as single valued. 

Since these tabular functions are sets, all the operators 

for sets are applicable to them. In the case of multiple 

valued functions, the application of a function yields a set. 

Three forms of functional evaluation are provided in 

SETL. The form f(x) yields the unique image of x, if it 

exists; else it yields the undefined atom. yields the 
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set of all images of x. f[s] is defined as 

i.e. the union of f{xj for all x in s. 

Examples f = [<a,x> ,<a,y>,<a,z>, <b>x>,<b,y>, <c, z>] 

s = {b,c] 

f[a} = fx,y,z} 

hut f(a) = -CL t where a. is the undefined atom 

f(c) = z 

and f{cj = {z} 

f(x) = XI 

f[s] = {x,y,z} 

Functions can be applied to sets of ordered tuples of 

any length. For examples 

Many SETL statement forms resemble those of PL/l or 

ALGOL, SETL contains assignments, transfers of control, 

subroutine calls, etc, SETL also provides iteration forms 

which allow iterations over sets to be written easily. 

SETL assignments differ from assignments in PL/l,etc. 

in that SETL permits fairly general constructions to be used 
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on the left hand side of assignments. For example, if t is 

a tuple whose value is 

<1. 2, 3> 

then 

hd t = 5 ; 

changes t to 

<5, 4, 3> 

If f ={<1,5>,<2,6>,<3,7>] 

then the statement 

f(2) = 5 » 

changes f to f <'1»5>,<2,5>,<3.7>] 
Go to's are legal in SETL but are rarely appropriate 

because of the generality of other control structures 

provided. The form of the 'go to' statement is 

go to labelexpr j 

where labelexpr is any expression which produces a label as 

its value. 

SETL provides ALGOL-like conditional statements of the 

formj- 

if bool^ then block^ else if bool£ then block2   

-—   else blockn j 

SETL permits other forms of terminators for conditional 

statements in order to improve the readability of programs. 

Two forms of iterators are provided in SETLi set 

theoretic iterators and while iterators. The first type has 

the basic form 

(Vxe S | C(x)) block ; 
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This has the effect of executing the collection of statements 

*block' once for each x of the set s for which C(x) is true. 

The second type has the form 

(while C) block ; 

This executes 'block' repeatedly until the boolean condition 

C becomes false. Several forms of iteration escapes are 

available and iteration scopes may be terminated in different 

ways to improve readability. 

2,6 

SETL, like ALGOL, PL/l and many others, is a block 

structured language i.e. a SETL program consists of nested 

blocks. The block structured nature of SETL permits a top- 

down programming style in which a program is first written 

in terms of blocks, which are then written in terms of inner 

blocks and so on until the program is completely specified. 

In ALGOL and PL/l the block structure specifies the 

namescoping except for the explicitly declared attribute 

' external’. But in SETL namescoping and block structure are 

not tied together so rigidly. The namescoping conventions 

of SETL are much more complex than those of ALGOL or PL/l 

and they have been designed into the language to provide 

greater flexibility, especially in very large programs. 

However, the complexity of these conventions can lead to 

confusion. Because namescoping has little effect on the 

execution of SETL programs, we will not dwell further on it. 

2*2 

Because of the block structured nature of SETL, storage 
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for each block must be allocated when a block is entered and 

it may be deallocated upon block exit. Since block entry and 

exit occur in a last-in-first-out fashion, a natural storage 

allocation scheme consists of using a stack. In ALGOL, PL/l, 

etc. the storage requirements of arrays and structures are 

fixed during the execution of a block. These requirements can 

be determined and space allocated when a block is entered. 

But in SETL the sizes of sets and tuples vary during the 

execution of a block. Hence a simple stack cannot be used 

except by allocating storage for the maximum size. But this 

cannot be done either because the maximum size cannot be 

determined in advance. 

One solution to this problem is to allocate space on 

the stack only for one word items and for fixed length 

descriptors of sets and tuples. Actual storage for these 

data aggregates can then be allocated elsewhere. This is the 

method used at New York University, Data areas for sets and 

tuples are allocated linearly from a 'heap' which coexists 

with the stack in a linear address space. When the heap and 

the stack overlap, a garbage collector is invoked to reclaim 

space from the heap and move the useful data items away from 

the stack. 

2.8 

Leavenworth and Sammet (4) specify five characteristics 

of non-procedural languages. This section contains a discus¬ 

sion of how these characteristics are present in SETL. 

The first characteristic, associative referencing, 
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(Allocated linearly, 
deallocated by a 
compacting garbage 
collector) 

't 

STACK 

Figure 2,1 Storage allocation in SETL, 



refers to the accessing of data based on some intrinsic 

property of the data. This is provided in SETL through the 

generalized set former which selects members from previously 

defined sets and creates new sets from old ones using some 

property of the members. Because associative referencing is 

built into the language, the programmer does not have to 

specify access paths explicitly or write an algorithm to 

conduct a search for a specific data item. The second charac¬ 

teristic is the availability of aggregate operators which 

make it possible to avoid writing loops for sequencing 

through data aggregates. The set former and the set operators 

like + ,*,-,/ provided by SETL are aggregate operators. 

The third characteristic is the elimination of arbitrary 

sequencing. By providing sets as a data type and by providing 

aggregate operators for sets, SETL eliminates, to some 

extent, arbitrary sequencing within SETL statements. The 

members of a set are processed conceptually in parallel and 

the programmer does not see the sequencing and search within 

a statements. 

However, sequencing accross statements is present in 

SETL. SETL statements are executed in an order specified by 

the programmer i.e. the programmer explicitly specifies the 

flow of control. SETL programs which consist of essentially 

one statement defining an output set are, like APL 'one- 

liners', functional programs which contain no explicit 

sequencing. These functional programs are 'ways of describing 

things in terms of other things' (4). 
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Some languages permit only this kind of statement and, 

unlike SETL, contain no assignments or jumps. A set oriented 

language of this kind is described in (28). A program in 

this language consists of a number of set formers appearing 

in arbitrary order. An output set is defined in terms of a 

set of input data or in terms of sets which are directly or 

indirectly defined in terms of a set of input data. The 

compiler performs an analysis to determine the order of 

execution of the statements. This consists of building a 

relation on the set of variables in the program and then 

performing a topological sort on this relation. This language 

has no explicit sequencing and hence is less procedural than 

SETL. 

The fourth characteristic, non-deternimistic programming 

and parallelism, is found in artificial intelligence lang¬ 

uages. SETL provides conceptual parallel processing of all 

the members of a set but does not have specific provisions 

for non-deterministic programming. However, because of its 

set operators and the generalized set former, it is much 

easier to implement non-deterministic programs in SETL than 

in languages like PL/l or FORTRAN. 

The last characteristic is pattern matching and pattern- 

directed structures, SETL was not explicitly designed for 

these, unlike SNOBOL or LISP 70. 

At least one of these five characteristics must be 

present for a language to be considered very high level. 

Different types of high level languages have been designed 
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with differing aims and hence exhibit these characteristics 

to different extents. As discussed above, SETL possesses 

many of these characteristics. 

This section contains two SETL programs which demonstrate 

the power of SETL and also illustrate the language features 

discussed earlier. 

1. Calculation of primes 

/* THIS PROGRAM CALCULATES ALL THE PRIMES UPTO 100 */ 

PRIMES ={"i, ««100, l<Ki**0.5| (i//j ne 0)] 

2. Knuth*s topological sort(29.2k) 

This program performs a topological sort i.e. given a 

partially ordered set, it produces a total order which 

contains the given partial order. The SETL algorithm presen¬ 

ted here assumes that the partial order is represented by a 

set of ordered pairs PART0RD. A pair a,b belongs to 

PART0RD iff a precedes b in the partial order. 

Knuth defines the method to be used* 

"There is a very simple way to do topological 
sorting. We start by talcing an object which is not 
preceded by any other object in the ordering. This 
object may be placed first in the output. Now we 
remove this object from the set S. The resulting 
set is again partially ordered, and the process 
can be repeated until the whole set has been sorted." 

In implementing this method we use two functions, which 

respectively produce the domain (DOM) and range (RANGE) of a 

tabular function f. 

definef D0M(f); return hd [f] j end DOM } 
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definef RANGE(f)} return f DOM(f) ; end RANGE j 

The set of all nodes in the partial order can then he 

computed by 

NODESET = DOM(PARTORD) + RANGE(PARTORD) j 

After initializing the output tuple ORDER, we loop 

through NODESET, selecting an element which is not preceded 

by any other node in the partial order. Such an element will 

always exist if NODESET is not empty. Then the element x is 

placed at the end of ORDER and eliminated from NODESET. 

definef TOPSORT (PARTORD) ; 

/* create NODESET and initialize ORDER */ 

NODESET = DOM(PARTORD) + RANGE(PARTORD) i 

ORDER = nuit ; 

/* loop while there are elements in NODESET, 

choosing a maximal element */ 

(while 3x e NODESET | (Vy e NODESET | not(<y,x> e PARTORD ) ) ) 

/* the existential test will also find x */ 

NODESET = NODESET - {xj ; 

/* add x to ORDER */ 

ORDER = ORDER + <x> ; 

end while ? 

return ORDER j 

end TOPSORT ? 

This program, while appearing relatively simple, con¬ 

tains hidden inefficiencies. But for someone writing a one- 

shot program this would suffice. However, if one were 
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designing a production system one qould want to eliminate 

sources of algorithmic inefficiency. This can he done as 

discussed in (2^f). 
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Chapter III 

A Machine for Executing SETL 

2i° 

SETL, like any other language, can he implemented on 

different machine architectures, ranging from a machine with 

just two instructions (subtract and jump on zero) to a mach¬ 

ine which directly executes the language without any pre¬ 

processing. In between these two extremes lie a wide variety 

of machine architectures requiring different amounts of pre¬ 

processing. Any machine features other than those in the 

minimum machine with two instructions are for the purpose of 

efficiency. They essentially consist of factoring out what 

is performed most often and incorporating it in hardware. 

The proper balance between hardware and software implementa¬ 

tion depends upon the relative costs of hardware and soft¬ 

ware. Hence this balance will continue to shift as long as 

hardware costs continue to decline relative to software 

costs. 

In this chapter we will discuss some hardware features 

which are suitable for a machine designed to execute SETL 

and similar set theoretic languages. The hardware capabilities 

which should be implemented in an actual configuration will, 

as stated previously, depend upon the relative costs of hard¬ 

ware and software and will also depend upon the limits 

imposed by system cost on one hand and system performance on 

the other hand. 
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In this section we discuss the advantages of tagged 

architecture and the justification for the inclusion of hard¬ 

ware tags in a machine for executing SETL, A more complete 

discussion of tagged architecture appears in (8). 

In the classical von Neumann architecture program and 

data are indistinguishable; the data which the program 

operates on may be the program itself. Meaning is not inher¬ 

ently represented in the contents of a memory word; rather 

it is assigned to the contents by the program manipulating 

them. 

On the other hand, in a machine with a tagged archi¬ 

tecture some bits of every memory word are used to indicate 

the type of data residing in a memory location. The contents 

of a memory location can only be interpreted in one way e.g. 

a fixed point integer can only be interpreted as such and 

not as an instruction. An attempt to misinterpret a memory 

location would result in an error trap. With n tag bits it 

would be possible to distinguish 2n different types such as 

fixed point integer, floating point real, floating point 

complex, double precision fixed point, fixed point decimal, 

bit string, character string, etc. Besides numeric data, 

instructions and pointers (addresses) would be a distinct 

hardware recognizable type. 

The tag bits are used by the control hardware to modify 

the operation codes according to the type of data. If the 

types of the two operands do not match, one of them is 
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converted, if possible; otherwise an error trap occurs. For 

example, a tagged machine would have just one 'ADD* instruc¬ 

tion. The hardware would interpret it as an 'ADD INTEGER' or 

'ADD COMPLEX' or 'ADD DECIMAL' according to the type of data. 

If the two operands are not of the same kind e.g. if one is 

floating point complex and the other is floating point real, 

one of them would be converted (in this case the real operand 

would be converted to complex) and then the operation would 

be performed. This would be invisible to the programmer. If 

conversion is not possible e.g. if one operand is an integer 

and the other is an instruction, an error trap would occur. 

In contrast to this type of machine, the IBM J60 has 

14 different add instructions, one for each type of data. The 

IBM 360 can be divided into two hexadecimal digits, the first 

of which specifies the operation e.g. ADD, and the second 

specifies the data type. Conversion to a tagged machine would 

mean taking the second hexadecimal digit of the instruction 

and attaching it to the data. If this were the only change, 

the length of programs (in bits) would be reduced and that of 

data would be increased. In the case of short programs which 

operate on large amounts of data (as in business data pro¬ 

cessing) this would increase the total length of programs 

plus data. In the case of long programs which operate on 

small quantities of data, the total length would be decreased. 

Consider a machine with n tag bits (typically n would be 

3,4 or 5). This machine could distinguish between 2n distinct 

2n 

types. The number of possible binary operations is 2 , A 
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2n 

section of memory addresses 2 words long can be reserved 

for handling all possibilities. These locations can contain 

pointers to conversion routines or to error handling routines 

which may print error messages. Some of the conversion rou¬ 

tines may be implemented in hardware while others may cause 

emulator traps. Thus machines which appear identical to the 

programmer may be implemented with different amounts of hard¬ 

ware. 

When a language with many data types is executed on a 

machine without tags, the type of each variable must be kept 

track of by means of software. For languages in which var¬ 

iables do not change their types during execution, this can 

be handled entirely at compile time and is usually taken 

care of by semantic routines and during code generation. 

Even in this case tags afford several benefits. For example, 

in pl/l a built-in function like SIN or ABS can be called 

with any data type as its argument. Unlike FORTRAN, there 

are no seperate SIN, DSIN functions for different types of 

data. This is handled by using a’template' (30)* which is a 

software tag which the called routine examines and uses to 

call a conversion routine, if required. If hardware tags are 

available templates are not required because data insensitive 

programs can be written and executed on data sensitive hard¬ 

ware. 

In a language in which variables can change types and 

have varying storage requirements during execution, it is 

-26- 



necessary to keep a record of the type of each variable 

during execution. The CDC 6600 implementation of SETL at 

New York University uses a memory word called a ’root word' 

to store a software tag and a value or a pointer to the value. 

When an operation is to be performed, the software tags of 

both operands are examined (by software routines) and the 

appropriate routine is called to perform the operation. Since 

this type determination must be done for every operation, it 

seems well worth implementing in hardware. 

It should be noted that almost every machine built for 

direct execution of a high level language uses hardware tags, 

either direct or indirect. The SYMBOL 2-R (12,13»lzl',15»l6) 

uses tags to distinguish between 3 data types. This machine 

consists of 4 special purpose processors, one of which, 

called the ’Instruction Sequencer’ checks the tags of the 

operands and calls the ’Format Processor’ for type conversion 

when it is required. The ’Aerospace Computer for Direct HOL 

Execution’ (17) uses 3 bit tags which are called ’descriptor 

bits’. The ’All Applications Digital Computer’ (31) also has 

3 bit tags. The ’Aerospace Multiprocessor’ (32) uses 3 tag 

bits to distinguish between different data types and also has 

tags for protection and other information. The ’PL/EXUS' 

virtual machine (33) uses 8 bit tags. 

The CDC 6600 implementation of SETL at New York Univer¬ 

sity uses a 5 bit software tag to distinguish between differ¬ 

ent data types. In that system character and bit strings can 

exist in two forms, long and short. When hardware tags are 
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used it may be better to have just one type, the long form, 

in order to reduce hardware complexity. For short strings it 

would mean an additional memory word for storage and one more 

memory reference for processing, but this would be compensated 

by simpler hardware. With this simplification the number of 

distinct data types in the NYU implementation would be reduced 

to 14. However, since more than one type of set is needed if 

the compiler is to be allowed to choose an efficient represen¬ 

tation and since the tags must distinguish instructions, 

addresses and special types for system functions, 5 tag bits 

will be required for our SETL machine. 

2±2 

Table 3.1 shows how SETL operators are interpreted 

according to the operand. If the hardware were to detect the 

SETL data types by means of tags, the semantics of the lang¬ 

uage would be carried in the control hardware instead of in 

the compiler as is usual. This can be done to different 

extents. A computer may have only the simpler SETL operators 

built into the hardware and may have other general purpose 

instructions such as load ,store, shift, etc. all of which, 

along with the simpler operators, enable a compiler to gener¬ 

ate code for the complex operations. On the other hand, a 

computer can be built to recognize all the operators of the 

language and may execute some of them in hardware and others 

by the use of emulator traps. 

As discussed in the previous chapter, SETL has several 

powerful operators which enable one to replace, say, several 
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FORTRAN statements with just one statement. What would appear 

as loops or nested loops in other languages often reduces to 

a single statement in SETL. Thus, SETL contains operands 

capable of implicit iteration. Many machines have special 

instructions for loops. These instructions usually test some 

register, increment or decrement some register by one and 

conditionally branch to another location depending upon the 

results of the test. A machine which directly performs all 

SETL operations must have one such instruction for every SETL 

operator which implies an iteration. 

Several machines have instructions for processing 

vectors of data. However, all such machines built so far 

process homogenous vectors of data. Besides, such machines 

process simple structures of data e.g. the CDC STAR-100 (34) 

has instructions for processing linear lists of data? the 

B67OO (35) has an instruction for processing linked lists? 

several machines like the IBM 360 and the MODCOMP II-CP have 

instructions for processing character strings. A machine for 

executing SETL must be capable of processing the more complex 

data types of SETL. Since SETL has operators for processing 

inhomogenous aggregates of data, data types must be checked 

and properly interpreted during each step of the iteration 

implicit in a set operator. Since this is always done in a 

tagged machine it presents no complications if sets and tuples 

contain only atoms. However, in SETL sets and tuples may 

contain sets and tuples nested to (theoretically) any level. 

In other words,the SETL machine must be inherently capable 
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of recursion. Hardware for performing set operations must 

keep track of the nesting level and store a marker for each 

level of nesting, A simple and natural way of doing this is 

by means of a stack. 

If there is a machine instruction corresponding to every 

operator in a language, the process of translation from source 

program to machine code becomes much easier. The translator 

is more of an assembler than a compiler in the sense that it 

is not a program writer. There is no complex code generation 

to be done. There is no semantic checking (type checking, 

bounds checking, etc.) because that is done by hardware during 

execution. Such a machine must have, besides the instructions 

already discussed, instructions corresponding to procedure 

call, assignment, nested conditional branching as well as 

instructions for 1-0 and system functions like opening a file, 

closing a file and so on. 

hi 
So far we have discussed two architectural features 

suitable for a SETL machines hardware tags and a stack. Now 

we consider the different machine representations of sets and 

tuples. 

Sets can be represented in different ways such as arrays, 

sorted or unsorted, linked lists, hash tables or by structures 

combining all these methods. Some representations do not per¬ 

mit sets as general as those conceived in set theory. If sets 

themselves were to be stored immediately following a'set 

header', the size of a set which was declared in a block 

-30- 



external to the one being executed could not be increased. 

This is because the data area for the external block would 

have been allocated on the stack before the inner block was 

entered. If a new area were allocated for that set, it would 

not be in the proper data area. 

Sets are really 'Lists' (29) in which the order of the 

members is hidden. This is not surprising since Lists are 

the most general data structures and anything else can be 

considered as a special case of a List. Although the SETL 

programmer cannot see any order in the members of a set, the 

system has to impose some order upon the members for the pur¬ 

pose of storage and access. Hence, any representation for a 

set must be a valid representation for a List e.g. a linear 

list or a linked list whose elements are either atoms or 

Lists. A tuple is just another name for a List. Thus we see 

that SETL is a List processing language in some sense. The 

SETL functions 'hd' and 'tl' are the same as the Lisp (36) 

functions 'CAR' and 'CDR', 

Therefore, sets and tuples can be represented just as 

Lists are represented by Knuth (29). However, this is not the 

representation chosen for SETL at New York University. Instead, 

hash tables are used in order to make the membership test, a 

common operation, faster. The representation suggested by 

Knuth is quite good when the operations to be performed on a 

List are 'removal of the first element', 'adding an element 

to the beginning of a List* and so on, but it is not efficient 

for searching through long Lists. 
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The proper representation depends upon the operations to 

be performed. For each representation the cost of performing 

each operation can be determined in terms of time (machine 

cycles) and space(memory words) required. If the frequency of 

all the operations were known à priori, it would be possible 

to determine which representation would be the least expen¬ 

sive, where cost is some function of space and time. If the 

probility distribution of the occurance of the different 

operators were known, it would be possible to determine the 

representation which had the least expected cost. However, 

such data is usually not available and is not even explicitly 

estimated. Besides, it is subject to change because prog¬ 

rammers will adapt their style and will try to use whatever 

is faster or easier to write. Usually a representation is 

chosen which is convienent for the operations which are 

expected to occur most often. This means that the probabilities 

of occurance are estimated implicitly and the estimate is 

simplified by considering the frequency of some operations 

negligible compared some others. 

Often, a system permits more than one representation 

for a data type. The one chosen for a particular program must 

depend upon the frequency of occurance of the operators in 

that program. These may differ a lot between programs and 

for some programs they may be vastly different from the 

frequency at the installation as a whole and that is the 

reason for providing more than one representation. In such 

cases the representation may be chosen entirely by the 
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compiler by keeping a count of the operands or it may be 

chosen by the programmer by using DSEL. 

The first step in choosing the proper representation is 

the evaluation of the ease of performing each operation for 

different representations. In the machine discussed in the 

following sections we see how some SETL operations can be 

performed for three different representations of sets and 

tuples. 

isk 
We will describe a machine which directly executes 

preprocessed SETL. The translation process required to convert 

SETL to the Polish strings accepted by this machine is similar 

to the language processing done for the execution of SPL on 

the SYMB0L-2R (14) and SPL/Mark IV on the 'Aerospace Computer 

for Direct HOL Execution'(1?). These machines, like the SETL 

machine, the 'All Applications Digital Computer'(31) and the 

'Direct High Level Language Processor'(18) have instructions 

corresponding to every operator in the one language they are 

designed to execute. 

The translator for the SETL machine has to perform the 

following functionsi- 

1. Removal of comments and redundant blanks from the 

source program. 

2. Translation of operators, delimiters and keywords into 

internal codes. 

3. Replacement of constants by their internal form. 

k, Conversion of symbolic names into internal machine 
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addresses. This means building a name table according 

to the SETL namescoping conventions and replacing every 

identifier with a (name scope,offset) pair. 

5. Macro expansion» SETL permits macros which must be 

processed by textual substitution. Macro expansion 

yields a modified SETL program. 

6. Syntax checking and converting the source program to 

Polish prefix notation. This consists of rearranging 

the tokens produced from the source program. Only the 

operators have to be rearranged so that they appear in 

the order they are to be executed. 

This preprocessing does not include two steps present in 

conventional compilers. One of them is semantic analysis and 

type checking. This is done at run-time instead of at compile¬ 

time. Secondly, there is no real code generation i.e, there 

is no program writing. 

On conventional machines translation and execution are 

accomplished on the same general purpose processor. But the 

SETL machine to be described is tailored only for execution 

of SETL. Thus, there are three ways of performing the trans¬ 

lation. 

1, Write a translator in preprocessed SETL and execute it 

on the same processor. This method is necessarily 

inefficiently because SETL is not a language designed 

for writing translators. 

2, Extend the SETL machine by adding instructions to 
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facilitate the translation process. This is the conven¬ 

tional method where character string manipulation 

instructions are added to an arithmetic processor. 

3. Use a seperate processor as in the SYMB0L-2R (14), the 

DHLLP (18), etc. 

hi 
The SETL machine described here is a stack machine. The 

operands required by an instruction (or pointers to them) 

can be found on the stack in a pre-determined order. At the 

end of the instruction the operands are deleted from the 

stack and the result is placed on the stack. The advantages 

of such a machine are discussed in (37) and (38). 

Data storage for this machine consists of a single 

linear address space in which a stack and a heap coexist 

(fig.3.1). The stack pointer (SP) points to the current top 

of the stack. The heap pointer (HP) points to the next 

empty word to be allocated. When the microprogram makes a 

request for storage, the HP and the SP are automatically 

compared and, if they are equal, a garbage collector is 

called. 

Table 3.2 contains a list of the instructions of this 

machine, some of which are described in the next section. 

Some SETL operators can be taken as primitive operations 

and others can be described in terms of them. For example, 

equality of atoms can be taken as a primitive and equality 

in general can be defined in terms of it. 
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Heap pointer (HP) 

Stack pointer (SP) 

Figure 3.1 



TABLE 3.2 

SETL Machine Instructions 

eg equal 

ne not equal 

le less than or equal 

gt greater than 

It less than 

ge greater than or equal 

+ addition, concatenation, set union 

subtraction, set difference 

* multiplication, repetition 

/ division, symmetric difference 

// remainder 

max maximum 

min minimum 

abs absolute value 

exp exponential 

log logarithm 

sin sine 

cos cosine 

AND logical product 

OR logical sum 

IMP implication 

NOT negation 

dec decimal 

oct octal 

£ membership test 



TABLE 3.2 (continued) 

3 arbitrary element 

# length 

incs inclusion 

with insertion 

less deletion 

hd head 

tl tail 

atom 

pow power set 

npow subset of power set contining sets with 

n members 

T(k) k'tk component 

T(iij) substring or subtuple 

tuple former 

set former 

assignment 

conditional branch 

function evaluation 

push contents of - - - 

push address of - - - 

block entry 

block exit 



This definition of set and tuple equality is recursive 

because set members and tuple elements may themselves be 

sets or tuples. 

Membership test, insertion (with) and deletion (less) 

can be defined using 'eq', the equality test. Set inclusion 

(incs) can be defined using the membership test. Similarly, 

set union, difference and intersection can be defined using 

insertion, deletion and the membership test. 

Three different data representations are considered for 

the SETL operations to be discussed. They are described below. 

1. Linear lists 

In this representation all the members of a set are 

stored in a linear list (one dimensional array). Each set 

has a header which contains (a) a tag which denotes 'set', 

(b) the number of members and (c) a pointer to the first 

word of the list. Tuples are also represented in the same 

way except that the tag indicates 'tuple'. It is not 

necessary to have more space in the array than currently 

required because copy optimization39) is not being 

considered. 

2, Linked lists 

In this representation the members of a set or the 

elements of a table are stored in a linked list. Each item 

in the list contains a set member and a link to the next 
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member. A special address indicates the null link. Each set 

and tuple has a header as described earlier 

3. Hash tables 

Only one method of hashing will be considered here, viz. 

the one used at New York University. Hash codes are computed 

as follows«- 

(a) Atoms one word long are combined with an object-type 

dependent quantity and then divided by an appropriate 

constant to obtain a remainder which is the hash code. 

(b) Strings are reduced to word-length quantities by 

forming the exclusive or of all their words. These are 

then treated the same as one word atoms. 

(c) The hash code of a set is the exclusive or of the 

hash codes of all its elements. 

(d) The hash code of a tuple is the hash code of its 

first component. 

Hash codes of atoms are computed on demand and no attempt 

is made to save them. But the hash code of a set is computed 

as a set is built and is modified when new members are added 

to a set or when a member is removed from a set. The hash 

code of a set is saved in the set header* The set header 

also contains a tag which denotes 'set', the number of 

members, the size of the hash table and a pointer to the 

beginning of the table. Collisions in the hash table are 

handled by chaining. Thus, associated with every hash table 

entry is a link to the next member of the chain, which will 

often be the null link. 
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The density of the hash table is kept within certain 

fixed limits. The density is computed every time a member is 

either addes or deleted from a set. If it is not within the 

specified limits, the table size is doubled or halved. The 

density limits are set so as to prevent small fluctuations 

from causing repeated halving and doubling of the table. 

Doubling is an expensive operation; space must be allocated 

and hash codes for each member must be computed to obtain 

an additional bit. Halving is less expensive because new 

hash codes can be obtained by dropping the leading bit of 

the old hash code. However, halving the size of a hash table 

consists of more than just folding it on itself because the 

collisions caused by folding must be properly linked. 

All the members of a tuple are not stored in a hash table. 

Rather, a tuple is represented by a chain of hash tables. 

This makes function evaluation faster. 

Note that in all cases enequal hash codes imply unequal 

objects. 

lA 
Microprograms for a few typical SETL operators are 

presented here. The notation used in these microprograms is 

shown in Table 3.2. 

The routine for equality testing is recursive as well 

as iterative. It uses the level (L) register to record the 

nesting level of sets and tuples. Iteration through the 

members of sets and tuples is accomplished by updating the 
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headers on top of the stack. If two variables are equal, 

their tags must be equal with one exception viz. if one 

variable is a real number and the other is an integer, the 

integer is converted to real before the values are compared. 

This is not shown in the figures and neither is the compari¬ 

son for strings which proceeds until either the strings 

terminate or unequal bits are encountered. 

In the case of sets represented by unordered linear 

lists, each member of 0P1 must be tested for equality with 

successive members of 0P2 until (a) a match is found or (b) 

all members of 0P2 have been tested. This means that there 

are two nested loops within which the routine may call itself. 

Since the routine modifies the set headers at every step of 

the iteration and finally deletes them, it must save the 

original form of the header of 0P2, a copy of which is 

modified in the inner loop. 

The routine is the same in the case of unordered linked 

lists, except that instead of incrementing the address by 1 

at each step of the iteration, the new address must be 

fetched from the link field. The same is true in the micro¬ 

programs for the other SETL operators. Therefore, other 

microprograms using linked lists have been omitted. 

When hash tables are used only corresponding entries 

need be compared. This constitutes the outer loop of the 

iteration. The inner loop consists of comparing within 

the chain of members which collide in the hash table. This 
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chain is ordered in terms of the binary value of the word, 

except for the link. Since these chains will typically be 

short, the comparison process will be much faster with hash 

tables. If the table sizes of the two sets are different , 

the smaller must be converted to the size of the larger. 

In the case of tuples only corresponding elements are 

compared, hence there is just one iteration through the 

corresponding elements. 

The microprogram for the membership test consists of 

iterative application of the equality test. In the case of 

sets represented by linear lists, the iteration is through 

successive members of the list but in the case of hash tables 

the iteration is only through the chain of members which 

collide in the hash table. When indexing into the table only 

the correct number of bits of T1 must be used. This is done 

by masking T1 down to the table size, which is indicated in 

the set header. 

The microprogram for set inclusion consists of iterative 

application of the membership, each member of 0P2 being 

tested for membership within 0P1. This iteration is performed 

for both the linear list and the hash table representation. 

The difference is that the members of 0P2 may be chained 

together in the hash table representation! hence each member 

in the chain must be tested for membership within 0P1 before 

proceeding to the next entry in the hash table. 

'0P1 with 0P2' means 'inset 0P2 into set 0P1', This 
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routine begins with testing 0P2 for membership within 0P1, 

If it is not already a member it must be inserted into the 

set. In the case of linear lists, space must be allocated 

for the resulting set, 0P1 must be copied into it and 0P2 

must also be placed in the list. In the case of hash tables, 

the hash code of 0P2 must be computed and used to index into 

the table. If a collision occurs, the chain must be followed 

until the appropriate place in the chain is encountered. The 

table density must then be checked and doubling the table 

size may be necessary. 

The operator '+' is interpreted as addition for numbers, 

concatenation for strings and tuples and union for sets. The 

different cases are shown in seperate figures. In the case 

of numbers, if one operand is real and the other is an integer, 

the integer must be converted to real before the addition is 

performed. In the case of strings, space is allocated on the 

heap for the new string, the first string is copied into the 

new space and the second string is copied after it. The 

concatenation of tuples using the linear list representation 

is very similar except that each entry in the list occupies 

one word. Set union consists of iterative use of the inser¬ 

tion routine after copying one set on the heap. Micro¬ 

programs for both the linear list and the hash table 

representations are presented. In the first case, the itera¬ 

tion proceeds through consecutive entries in the linear 

list but in the case of hash tables the chain is followed 
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till the null link before proceeding to the next entry in 

the hash table. 

We here describe how some of the other operators can be 

handled in the SETL machine. 

1. T(k) - kth component of a tuple or kth element in a 

string. 

0P1, which is on the stack TOP, must be a tuple or a 

string. 0P2, which is in (TOP+1), must be a positive integer. 

The first step consists of checking that the length of 0P1 

is not less than k. If tuples are stored in a linear list, 

"til. 
the k component can be accessed by adding (k-1) to the 

address stored in the header. The k1'*1 element of a string 

can be accessed in a similar fashion. In other representations 

an iterative procedure must be used while incrementing a 

counter and comparing it to k. When the required item is 

fetched, it is placed on the stack. 

2. T(iij) - substring or subtuple 

This operator has 3 operands, a string or tuple T and 

integers i and j. The machine checks that i is positive and 

that j is greater than i but less than the number of 

components or length of T. Space is allocated on the heap 

and the required elements are copied into it. At the end, a 

new header is created and pushed on the stack, 

3. As described in the previous chapter, SETL provides 

three types of functioal evaluation, 
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where f may "be a set of tuples or a programmed function. This 

is handled by having fifferent opcodes for the 3 cases. 0P1 

may be a set header or an entry to a procedure. In the first 

2 cases x may have any type, but in the last case x must be 

a set and the function is invoked for every member of the 

set. The result is a set formed out of the returned values. 

This implies iterative procedure call or iterative search, 

with the result set being built at each step. 

4. Tuple formers are of the form 

^ 
= ^^* ***** ^ 

Since only this simple form is allowed and no conditional 

expressions are allowed within it, this operation is not 

complicated. It consists essentially of creating a tuple 

header in the R register, allocating space and copying the 

values of the components of the tuple. There is a seperate 

operation code for tuple formation and and this operator is 

supplied with the length of the new tuple and the components 

of the tuple. 

There is not much difference in the microcode used when 

sets are represented by unordered linear lists and when they 

are represented by unordered linked lists. The only difference 

is that incrementing the address by one is replaced by 

fetching the link address and bounds checking is replaced by 

checking for the null link. However, the linked list repres¬ 

entation uses a lot more space because there must be a link 

address associated with every item in the list and this may 
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require the use of an additional word for every item in the 

list. 

The microcode for the hash table representation is quite 

different. The microinstructions in this case are more 

complex but the search is faster. In many cases, iteration 

through all the members of a set is replaced by iteration 

through the linked list of members which collide in the hash 

table. This will usually be very short. Most of the complexity 

in the case of hash tables is caused by the linked list. This 

can be avoided if a linear quotient hash is used instead. 

However, this causes new problems. Since the table size must 

be a prime number, the tables cannot be halved or doubled. 

Instead, there must be a list of permissible table sizes and 

routines must be written to convert from one table size to 

another. Computation of the table index is more complex in 

this case. 
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TABLE 3.3 

T = t = tag 

1 = length 

p = pointer 

L = level of recursion or nested iteration 

SP = stack pointer 

HP = heap pointer 

push = push on top of the stack; SP SP + 1 

pop(n) = pop the top n items on the stack; SP SP - n 

pop = pop(l) 

TOP = top of the stack 

TOP + 1 = second item from the top of the stack 

1(T0P) = length field of the top of the stack 

T(TOP) = tag of the top of the stack 

v(TOP) = value of the top of the stack 

CC = condition code (a register) 

eq = equal 

ne = not equal 

C( ) = contents of ( ) 

R = result register (a word length register used for 

partial results) 

Tl 
word length registers used for temporary storage 

T2 

h = hash code of an atom 

H = hash code of a set (stored in the set header) 

TOP I . = bits 0 through j of stack top 
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The microprograms just discussed are quite complex 

compared to those of most conventional machines. They have 

"been developed for the sake of directly performing the 

operations in SETL in the manner of SYMB0L-2R, AADC and the 

Aerospace HOL computer. However, the instructions of the 

SETL machine are more complex because of the higher level of 

SETL compared to the languages executed by those machines. 

The greater complexity results from the aggregate data types 

and from the recursion and iteration implied within some 

SETL operators. 

Many existing machines have instructions which imply 

iteration and conditional terminations. Such instructions 

can be found on vector machines like the CDC STAR-100. The 

B5500 has an instruction for iteration through linked lists. 

The IBM 3^0 has instructions for iterating through character 

strings. But the SETL machine has instructions for nested 

iteration. This nested iteration is kept track of by using 

the stack to store information about each suspended level 

so that the outer iteration can be resumed by popping the 

stack at the end of the inner iteration. A level (L) register 

is used to record the nesting level. This means that pushing 

and popping of the stack, with processing at every step, 

takes place within an instruction. The R-2 'return to mark' 

instruction involves (possibly) several levels of unstacking 

with examining of the stack top at every step. Some R-2 
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instructions may traverse several segments of the stack with 

address computation and comparison at each step. But none of 

the R-2 instructions involves several levels of stacking or 

a combination of stacking and unstacking. It is pushing and 

not popping which really poses a problem, because it may 

cause the stack and the heap to overlap during the execution 

of an instruction. When this happens a garbage collector must 

be called. However, usually interrupts are processed after 

the completion of the current instruction i.e. instructions 

are not stopped in the middle because if this were done it 

would be necessary to store information regarding where to 

continue executing the instruction. Instead, the current 

instruction is completed before the interrupt is handled. 

Thus, sfter the interrupt is handled, the next instruction 

can be executed. This can be done by saving the contents of 

the program counter. 

Some special purpose microprogrammed machines do permit 

vector instructions to be interrupted. For example, the 

MODCOMP-II Communications Processor has vector instructions 

which operate on character strings. These instructions have 

an ’interrupt window' which permits interrupts to be handled 

after each character has been processed. After all enabled 

interrupts have been handled, execution of the suspended 

vector instruction continues from the next character in the 

vector operand. 

A conventional machine would have a software routine to 
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check for the existence of one free word above the stack top 

and, if required, call the garbage collector. After this, the 

instruction which required space on the stack would be 

executed. A possible method of handling this in the SETL 

machine is to increment the control counter at the end of 

the instruction. Then, if an interrupt were caused by 

(HP=SP) , the garbage collector would be called and after 

return from the garbage collector the same instruction would 

be executed again from the beginning. The problem with this 

method is that the operands are modified during execution. 

This problem can be overcome by keeping unchanged copies of 

the operands on the stack. 

Another method is to write microcode with 'interrupt 

windows' which are specific points in the microcode where 

the execution of an instruction can be suspended to handle 

an interrupt and then resumed as if it were the beginning 

of the instruction. This means that the program counter 

must be incremented at the end of the instruction. This is 

the way the MODCOMP-II Communications Processor handles 

interrupts during vector instructions. However, in the SETL 

machine, a call to the gargage collector is an internal 

interrupt which can only be generated at specific points in 

the microcode. Therefore, interrupt windows must be provided 

at these points. 

2i8 

A look at the microcode of the SETL machine shows that 
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extensive copying of tables occurs during the evaluation of 

SETL expressions. This is usually necessary because SETL is 

a value-oriented language, not a pointer oriented language. 

Thus, an assignment of the type 

A = B ? 

means that a fresh copy of B must be created and assigned to 

A. In a pointer-oriented language, A's pointer would be made 

to point to B, But in SETL, if B is a set, it means allocating 

storage and copying the entire table of B and placing a 

pointer to this table at the address associated with A. 

However, it is not always necessary to create a fresh copy, 

e,g, in the statement 

A = A with X » 

the original value of A may be destroyed immediately prior 

to the assignment. This means that instead of making a new 

table for the set ’A with X’, X can be inserted into the old 

table of A and A's pointer left unchanged. This is called 

copy optimization and it is the most important optimization 

in the NYU implementation. This and other optimization tech¬ 

niques are discussed in (39). 

Copy optimization is accomplished by keeping a run-time 

reference count for every variable and by means of compile¬ 

time live-dead analysis. Reference counts can be implemented 

in the SETL machine by attaching a reference count field to 

each data item. This reference count field would be a 2 bit 

tag. However, in order to make use of the reference counts, 
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the microcode would have to be modified and would become even 

more complex. Besides, the SETL machine was designed to 

simplify translation from source program to machine code. The 

addition of live-dead analysis to the compilation process 

would make the compilation considerably more complex and 

would undo some of the advantage gained. 

Besides copy optimization, other miscellanous optimiza¬ 

tions have also been suggested in (39). These involve global 

analysis and re-structuring of the source code or the gener¬ 

ation of different types of machine code to handle special 

cases. This cannot be done in the SETL machine since there 

is no real code generation and there is only one way of 

executing any one SETL operand. One of the optimizations 

consists of moving subexpression evaluation out of implicit 

loops. This involves the detection of special cases and 

their compilation in different ways. This cannot be done in 

the SETL machine either, because again there is only one 

way of performing every operation. 

The other major optimization at NYU consists of the 

analysis of the structural types of variables occuring in 

SETL programs. Since object types are dynamically variable 

in SETL, many of the routines of the SETL run-time library 

at NYU begin with tests which determine the type of their 

arguments, subsequent to which a transfer is made to one or 

another inner procedure which handles objects of a given 

kind. Compile time analysis of variables aims at removing some 
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of this overhead by the elimination of certain possibilities. 

For example, compile-time analysis may reveal that a certain 

variable may only be an integer or a label. In this case code 

need not be generated to test whether this variable is a tuple 

or a set. Since in a tagged machine, type checking and 

interpretation of an instruction according to the type of the 

operand is always done automatically in hardware, this kind 

of optimization is not necessary. 

There are many alternatives to the SETL machine described 

in the previous sections. They consist of either (1) bringing 

the machine even closer to the language by reducing the pre¬ 

processing required or (2) taking the machine farther away 

from the language and therefore simplifying the hardware at 

the expense of the software. 

Let us consider the first alternative. Computers have 

indeed been built which execute languages with less pre¬ 

processing than the SETL machine of the previous sections. 

Such machines include the FORTRAN machine(21) and the 

DHLLP(31). However, these machines deal with languages much 

simpler than SETL. Most of the additional complexity of SETL 

occurs in the execution process and not in the compilation 

process. This makes the SETL machine more complex but does 

not affect the preprocessing. But two features of SETL make 

preprocessing more complex viz. nested macro expansion and 

the SETL namescoping conventions. 
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It is not necessary to convert the source program to 

Polish form before execution. Instead, a machine can be built 

which executes infix expressions containing parentheses. One 

such machine is the DHLLP. The Polish form possesses the 

property that operators are executed in the order they are 

encountered. A program in the usual infix form is converted 

to Polish form by rearranging operands by using a stack and 

by associating with each operator a priority derived from 

the grammer of the language. A machine which evaluates infix 

expressions performs this task in parallel with execution. 

It defers the execution of lower priority operators by 

pushing them onto an operator stack when the next operator 

has a higher priority. When the incoming operator has a 

lower priority , it executes the operator on top of the 

stack. Thus, when the translator would place an operator 

into the Polish string, this machine executes the instruction 

instead. 

It is possible to eliminate step (4) of the preprocessing 

by using an associative memory lookup but this has only been 

done for the simple languages. However, because of the complex 

SETL namescoping conventions it would be necessary to make 

a complete pass of the source code to build the associative 

tables before any execution could begin. In this pass the 

source program would be examined but would not be altered. 

During execution the associative memory system would return 

an address when given an identifier. 
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Machines have been built which execute a high level 

source program either with (a) no preprocessing scan or with 

(b) one scan in which the program is examined but not altered. 

Languages which can be processed by the first kind of machine 

are severely restricted in that there can be no forward 

jumps and labels must be defined before they are referenced. 

Machines of type (b) do not impose this restriction on the 

languages they execute. One such machine is the DHLLP. 

However, such machines cannot beused for SETL because 

of its nested macros which imply textual substitution. Thus 

it is necessary to modify SETL source programs before 

execution. 

It should be noted that machines for direct execution 

like the Aerospace HOL Computer, SYMB0L-2R and others which 

perform the preprocessing discussed earlier have been built 

with the aim of reducing the total system cost. On the other 

hand, machines which attempt to eliminate this preprocessing 

by using associative memories,etc. have been built to 

demonstrate that it can be done and to show how it can be 

done. 

Let us consider the second alternative of simplifying 

the hardware by taking it further away from the language. 

This results in a machine which performs a few basic SETL 

operations and provides instructions which make it convienent 

to write routines to perform the other SETL operations. The 

microprograms of the SETL machine presented earlier enable 
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one to see what these instructions should be. 

Twç types of simplified SETL machines will be discussed 

here* (1) a machine with a specific dedicated register 

structure and (b) a machine with a general register structure. 

A machine with a register structure specifically designed for 

executing SETL would have a programmer accessible L (level) 

register, an.R (result) register, two other word length 

registers (T1 and T2) which could be used for temporary 

results and a stack, the top few levels of which would be 

fast hardware registers and the rest would be in main memory. 

Since the microcode needs to access the top 4 elements of 

the stack, it would be advantageous to have at least these 4 

elements in fast registers. The other registers it would have 

would be the heap pointer, the control counter and the 

condition code register. The instructions of this machine 

would recognize the different fields in a word and would 

operate on specific fields. Instructions would push an item 

on the stack would result in autoincrementation of the stack 

pointer and a comparison of the stack pointer and the heap 

pointer. If they were equal, it would generate a trap. 

Some of the instructions of this machine are shown in 

Table 3*4. Some of these instructions do not have any address 

but the address of an operand is implicitly specified. Others 

have an explicit address which is a level of the stack. The 

deepest level addressed is TOP+3* Therefore, one of 4 levels 

can be addressed. Thus two bits of an instruction can be used 
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TABLE 3 A 

L by 1 

L by 1 

eq 

ne 

tags equal 

L-*-L + 1 

L-*-L - 1 

L-^0 

CC—eq 

CC-^ne 

T(TOP) = T(TOP + 1) 

tags unequal T(TOP) ^ T(TOP +1) 

length field = 0 l(TOP) = O 

length field / 0 l(TOP) / 0 

link field = null link li(TOP) = A 

link field ^ null link li(TOP) / A 

length fields equal l(TOP) = 1(T0P +1) 

length fields equal l(TOP + 1) = 1(T0P +2) 

CC = eq 

Increment 

Decrement 

Clear L 

Set CC to 

Set CC to 

Branch on 

Branch on 

Branch on 

Branch on 

Branch on 

Branch on 

Branch on 

Branch on 

Branch on 

Branch on CC = ne 

Branch on 1 = 0 

Decrement length field 

Decrement length field 

Increment address field 

Increment address field 

Increment length field 

Pop 

Push address 

Push C( ) 

Copy top item of stack 

1(T0P)^“1(T0P) - 1 

l(TOP+l)-«-l(TOP+l) - 1 

p(TOP)^-p(TOP ) + 1 

p(TOP+l)—p(TOP+l) + 1 

1 ( TOP )*^*1 ( TOP ) + 1 

SP-^SP - 1 

C ( TOP )-*»push 



TABLE J A (continued) 

C(p(TOP) ) push 

C(p(TOP+1)) ^-push 

Branch if T(TOP) = 'set' 

Branch if T(T0P+1) = 'set' 

Branch if T(TOP) = 'tuple' 

Branch on value equal v(TOP) / v(TOP+l) 

Copy length field l(TOP)-*-l(TOP+l) 

Copy address field p(TOP)*^—p(TOP+l) 

Branch if hash codes equal H(TOP) = H(T0P+1) 

ADD 

SUB 

MPY 



to specify this. However, since only some instructions 

address the stack, it may be preferable to use different 

operation codes instead of extending the length of every 

instruction by two bits. 

This machine will perform instructions like ADD, SUB, 

etc. for atoms, but will trap to a routine when the tag of 

the operand is 'set' or 'tuple'. A certain section of memory 

can be reserved for the addresses of entry points to these 

routines. Since these routines will be invariant they can 

be stored in a ROM. This machine is really a microprogrammed 

version of the previous machine and one may wonder if there 

is any real difference other than nomenclature. The difference 

between the hard-wired version and the microprogrammed 

version is really one of speed. Part of the difference in 

speed is due to the fact that in a microprogrammed version 

the microinstructions must be fetched from the ROM. The other 

part of the difference arises from the fact that in a hard¬ 

wired version some of the microinstructions can be performed 

in parallel or can be overlapped. Consider the following 

group of microinstructions from the 'eq' routine. 

L -*-L + 1 

ne —► CC 

C( TOP)-*- push 

A hard-wired version can do all of these in parallel 

but a microprogrammed version would do them sequentially. 
4 

This would require 3 instruction fetches from the ROM plus 
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at least 3 clock cycles of the CPU. 

Consider another group which also occurs in the ' eq' 

routine t 

(1) l(T0P+2)-*-l(T0P+2) - 1 

(2) C(p(T0P+2) )—*- push 

(3) p(T0P+2)-*—p(T0P+2) + 1 

This group cannot he performed entirely in parallel 

because p(T0P+2) in the second step and modified in the 

third step. Therefore, it seems that step 3 cannot be 

performed before step 2 is complete. However, it is possible 

to overlap execution of the 3 steps. p(T0P+2) can be sent to 

the MAR in the first cycle and then steps 1 and 3 can be 

overlapped with the memory access, after which the word 

obtained from memory can be put on the stack. 

Such groups occur throughout the microcode. In general, 

the book-keeping operations of updating length fields and 

pointers can be overlapped with the processing of data. 

The other simplification of the SETL machine has n 

general purpose registers, numbered XQ through Xn ( n may be 

8, 16 or 32). By programming convention, one of these will 

be used as the L register and others can be used for temporary 

storage of partial results. Addressing one of them, say XO, 

will in effect address the stack. 

Such a machine would have register to register and 

memory to register instructions for simple SETL atoms. These 

would include the usual arithmetic and logical operations. 
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Besides, it would need various load and store instructions. 

It would recognize the hardware tags and interpret the 

instructions according to the data type, performing operations 

on atoms and trapping to routines for set operations. Such 

a machine would have instructions which recognize the differ¬ 

ent fields of a word and interpret them accordingly. Examples 

of such instructions would be* 

(1) Increment the length field of register X by 1 if its 

contents are tagged as a set or a tuple, else generate 

an error trap. 

(2) Increment the length field of register X by the contants 

of register Y if X contains a set and Y an integer, 

else generate an error trap. 

Also, it would be desirable for this machine to have 

instructions which recognize the representation of sets and 

tuples. Examples of such instructions would be* 

(1) Fetch the next member of the set whose header is in 

register X and put it in register Y. 

(2) Fetch the Y component of the tuple whose header is 

in register X. 

(3) Compute the hash code of the content of register X and 

put it in register Y. 

(4)Branch if the link field is null. 

(5) Branch if the set whose header is in X has no members. 

Such a machine has some capabilities which will never 

be utilized while executing SETL. These are a waste while 
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executing SETL but they provide flexibility which may be 

utilized for other purposes. An example is the fact that one 

register is only used as the L register. This machine has the 

ability to perform all kinds of operations on the contents 

of this register, but the only operations which will be 

performed are incrementing by one, decrementing by one and 

clearing. Even this will be done inefficiently because it 

will be done by sending the contents of that register and the 

contents of a location containing one to an adder and bringing 

the result back to the L register. What is actually required 

is just a counter whose contents can be incremented or 

decremented by one by sending a control signal. 

Since in this machine the stack is implemented entirely 

in main memory, stack accesses are slower than in the previous 

machine. However, the stack would not be used for intermediate 

results unless these were to be used by another routine or 

by an inner execution of the same recursive routine. The 

general purpose register file would be used instead for 

temporary values. 

If this machine were provided with instructions capable 

of addressing all levels, the stack could be used for 

allocating data areas for nested procedures and for routines 

which perform set operations. The general register file could 

then be used to hold a pointer to every data area currently 

accessible. If the length of the data area were also stored 

along with the pointers, address computation and bounds 
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checking could be done efficiently by instructions similar 

to those which manipulate set and tuple headers. 

The routines for performing set and tuple operations 

can be grouped together into protected code segments which 

can only be accessed by a trap invoked by the hardware tags. 

We have seen that some SETL operators can be defined in terms 

of others. This defines a partial order on the set of SETL 

operators. This partial order can be used to define levels 

of SETL operators. This level can be stored in words 

(called control words) which point to the protected code 

segments for set operators. User written code can also be 

assigned levels. These control words can be stored on the 

stack for every interrupted execution of a routine for 

performing a set operation. If control words are linked 

together, the links and the levels can be utilized for 

efficient entries to and exits from routines for set 

operations. They can also be used for entries to and exits 

from blocks in user programs. 
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Chapter IV 

Implementing SETL on the R-2 

4.0 

In this chapter we discuss the problem of implementing 

SETL on a specific tagged architecture machine viz. the Rice 

Research Computer or the R-2. We describe the important 

features of the R-2 and show how these can be used effectively 

to implement a language with the features of SETL. A more 

complete description of the R-2 can be found in (10). 

4.1 

The R-2 consists of 24K 64 bit words of core memory, a 

DEC PDP-11 1-0 controller and the CPU complex, as shown in 

Fig.4.1 . 

Of the 64 bits of an R-2 word, 54 constitute the 'value' 

portion of the word and the remaining 10 bits specify 'type' 

in one way or another. Four of these 10 bits are used for a 

hardware tag, two for a software tag, one for write lockout 

and one for parity. The four hardware tag bits enable the 

hardware to recognize 16 different types. The R-2 hardware 

recognizes four major classes, each of which has sub-types. 

The major classes are (1) instruction words, (2) numeric 

words, (3) control words and (4) address words. Their format 

is shown in Fig. 4.2. 

Each instruction word holds two machine instructions. 

Each instruction has a software tag bit attached to it. This 

bit can be set in order to cause an interrupt when that ins¬ 

truction is about to be executed. This can be done by setting 
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Figure 4.1 Subsystems of the R-2 Computer 
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a bit in the 'mode register'. These interrupts can be used 

to jump to a trace routine during the program debugging stage. 

Thus a program can have a control regimen superimposed on it 

without altering the program itself. 

Numeric words contain data items. The R-2 hardware rec¬ 

ognizes seven types of numeric words as shown in Table 4.1. 

Numeric words have a two bit software tag which enables the 

programmer to create his own data types. These two bits can 

be used to vector to one of three fixed locations depending 

on the value of the tag ('00' is considered untagged) and a 

set of three bits in the mode register. These three locations 

can contain pointers to routines to process the programmer 

defined data types. 

4.2 

A comparison of the R-2 data types listed in Table 4.1 

and the SETL data types discussed earlier shows some 

correspondences and several differences. The R-2 was not 

designed for a specific high level language, but for high 

level languages in general. Hence its data types must be 

broad enough for a variety of applications and are not 

exactly matched to SETL. 

Both the R-2 and SETL have integers and reals. Since 

complex numbers are not a primitive SETL data type, the R-2 

complex data type is not of any use unless SETL is modified 

to include complex as a primitive data type. Character and 

bit strings, which are primitive SETL data types are treated 

the same as integers within the R-2, However, for a SETL 
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DATA TAG ASSIGNMENT 

TAG NUMBER 

0000 
0001 

• 0010 
0011 
0100 
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ABSOLUTE ADDRESS, UNCHAINED 

RELATIVE ADDRESS, CHAINED 

ABSOLUTE ADDRESS, CHAINED 

Table 4,1 



implementation it is necessary to distinguish between these 

types because in SETL '+' means addition for integers and 

concatenation for strings. The software tag bits can be used 

to distinguish between these types. However, this results in 

far slower processing than built-in hardware operations for 

character strings. This is because the hardware detects the 

presence of the software tags and traps to a location which 

contains a pointer to a software routine to process this 

special data type. 

The special undefined atom of SETL corresponds to the 

R-2 undefined type. Both are similar in that any arithmetic 

or logical operation on an undefined type is illegal. This 

type was included both in SETL and in the R-2 in order to 

detect bugs caused by illegal operations. For example, over¬ 

flow or attempted division by zero will generate an undefined 

result. Subsequent operations on this datum will result in 

the generation of more undefined atoms until an interrupt is 

generated. 

0*1 
R-2 control words are pointers to instruction words. 

Instruction words are grouped into code segments which can 

only be written in system mode. All transfers between 

instruction segments must br made via control words. Thus 

code segments can only be entered and exited through control 

words. This enhances the security of the system. Further 

protection for code segments is provided by means of the 

write lock-out bit. Control words contain a 21 bit address, 
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thus making it possible to address either of the two instruc¬ 

tions in an instruction word. A mode field of 11 bits indi¬ 

cates the processing mode the segment referenced by the 

control word is to operate in. Each bit in the mode field 

represents a condition which may or may not be invoked. For 

example, one bit in the mode field indicates interrupt on 

instructions which have the software tag bit set. 

Control words also contain a four bit mark field and a 

chain field. The mark field is used to indicate the level of 

the control word in a hierarchy of control words. The chain 

field contains a pointer to another control word. As 

described later, the mark and chain fields are used with the 

control stack for exiting blocks and re-establishing the 

proper environment. 

Address words are pointers to arrays of numeric words, 

address words or control words. Since they point to words in 

memory, they contain a 20 bit location field which points to 

the first word of the array. They also contain a length and 

initial index field, each 14 bits long. The initial index 

field permits the first physically present item of the array 

to have any index. The initial index and length fields are 

used by the address calculator in the CPU to perform bounds 

checking for every reference to an array. Thus out of bounds 

references are automatically detected by the hardware and 

cause an interrupt. This is especially useful when the lengths 

of arrays vary dynamically during execution. 
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Address words also contain an indirect tag field which 

contains the tag of the items in the array pointed to by the 

address words. This field may be zero for indicating mixed 

arrays; otherwise the indirect tag must agree with the direct 

tags in the array. Control words do not need such an indirect 

tag because they only point to one type of array,viz. an 

array of instruction words. 

All memory references must be made through address words, 

except for references to system routines at the lower end of 

core. Thus, by arranging address words into nested arrays 

which reference data and instructions through control words 

it is possible to create a hierarchical memory segmentation 

suited for block structured processes. This is possible 

because address words can be chained to provide multiple 

level indirect addressing. 

An address word can be used to point to the data area 

created at each invocation of a block, A display for each 

procedure can be made out of an array of such address words. 

Each active procedure can have an address word on the stack 

which points to its display. A procedure can also have 

associated with it an address word which points to an array 

of control words which point to all the procedures which 

can be called. Address words can be used for parameter 

passing by having the calling procedure place on the stack 

an address word which points to an array of parameters or 

an array of address words which point to parameters. This 

enables procedures with different number of parameters to 
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have the same calling conventions. It also enables the same 

code to handle parameters of different types as well as para¬ 

meters having varying storage requirements i.e. dynamically 

varying arrays or sets and tuples. Since address words can 

point to control words, labels can be passed as parameters 

as in SETL, 

Fig. 4.3 and 4.4 show how address words can be used to 

access variables in nested blocks. Block D is contained in 

B. Blocks B and C are contained in A. Variables X,Y,S and T 

are declared in A? P and Q are declared in B* M and N are 

declared in C; R and W are declared in D. The template of D 

contains address words pointing to all the data areas which 

can legitimately be accessed within D i.e, the data areas of 

blocks D, B and A. But the data area of block C cannot be 

accessed, which is as it should be. The pointers associated 

with variables S,T and W will be discussed later. 

Address words also make it possible to write data 

insensitive algorithms for processing arrays. For example, 

,1ust one routine for finding the average of the elements of 

an array can be used for arrays of any length and containing 

any type of elements. 

All this provides proper hierarchical control at the 

expense of memory locations required to store all the address 

words and memory accesses required to follow the chain of 

address words, 

The R-2 addressing system has been designed to facilitate 

the processing of arrays. It is at its best when successive 
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X, Y? . 

S = {0,1,0.01} 

T = <1,2> 

P» Qï 
B 

W = <1,2,3,4) 

M, N; 
C 

Figure 4.3 An example of nested blocks. 



Figure 4,4 Storage allocation for nested blocks 



references are made to the same array because the entire 

chain of address words can be brought into a fast register 

file and after this is done the whole array can be processed 

rapidly. This is because when elements of arrays are accessed 

the hardware performs automatic bounds checking and updating 

of the length and address fields of address words held in a 

fast register file. 

R-2 routines can be written to process arrays whose 

lengths are variable and unknown at compile time. This does 

not involve any of the run-time instruction modification 

that would be necessary with some machines. Hence these rou¬ 

tines are reentrant and can be used to process arrays of 

dynamically varying length. 

Multidimensional arrays are represented in the R-2 as 

described in (9). The first index is used to determine an 

element in a vector composed of address words. The second 

index is used with this address element to select an element 

from a second vector which is an address word and so on until 

the last index which is used to select the desired element. 

This kind of an array is illustrated in Fig.^.5. An advantage 

of such a representation is that arrays may be non-uniform 

in shape because of the fact that each address word carries 

with it the length of the vector it addresses. Another 

advantage is that only some of the vectors of the array may 

be in core at one time. 

itiI 

R-2 address words will be the counterparts of the set 
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FORMATS 

ADDRESS INTEGER REAL 

Figure 4.5 Tree Structured Storage for a Three Dimensional 
Nonuniform Array 



and tuple headers discussed in the previous chapter. For 

convienence, the initial index index (I) field will always 

he zero when handling sets and tuples. Since the length field 

of an R-2 address word is 14 hits, this implementation will 

restrict the sizes of sets and tuples to i6K members, large 

enough for most practical programs. Since the R-2 hardware 

can handle arrays of dynamically varying lengths, this 

representation will permit the sizes of sets and tuples to 

vary during execution. The R-2 method of storing multidimen¬ 

sional arrays is well suited to storing nested sets and tuples 

because these will, in general, require irregular multi¬ 

dimensional arrays. Fig. 4,6 shows an example of the method 

used to store sets and tuples. 

Fig. 4.3 and 4.4 contain another example of the 

representation of sets and tuples, S and W are sets and T is 

a tuple. Their headers are in the data areas of the respec¬ 

tive blocks but the actual storage for these data aggregates 

is on the heap. 

The tree structure representation of tuples, manipulated 

by the R-2 instruction set, makes function evaluation easier 

because address words can be brought to the scratchpad regis¬ 

ters until the desired depth in the tree is reached. Unfor¬ 

tunately, the R-2'chain break load’ can only break the chain 

at the beginning and not at the second or third level. This 

would have been useful for the evaluation of functions of 

two or three variables. The R-2 hardware permits 32 levels 

of indirection. Therefore, tuples and sets may be nested 
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x = {2, 3. «1>, 1> . <0.1. <1. 2».{<0>,{<-l,-2,-3>}}} 

Figure k,6 Representation of sets and tuples. 



32 levels deep, which should be sufficient for most practical 

problems. 

Since sets will,in general, have mixed types, the 

indirect tag field of address words pointing to sets and 

tuples must denote •mixed' type. Since both sets and tuples 

must be accessed via address words with an indirect tag of 

'mixed' type, they can only be distinguished by means of 

software tags. These tags would initiate a jump to a routine 

to perform set or tuple operations as required. Thus the tags 

'S* (for set) and 'T' (for tuple) in Fig. 4.4 and 4.6 really 

consist of the tag of an address word plus a software tag. 

As stated earlier, the routines to perform set and tuple 

operations will be reentrant and hence capable of performing 

operations on nested sets and tuples. The stack can be used 

to keep track of the nesting level as described later. 

4.6 

The R-2 instruction set facilitates sequential processing 

of array elements. Hence, of the three representations for 

sets discussed earlier, the linear list representation is 

easiest to implement on the R-2. A linked list representation 

on the R-2 would require an additional address word for every 

link and would increase the time required for accessing 

each element. Hence a linked list representation would not 

be suitable for the R-2, 

Sets may also be represented by hash tables which are 

stored as arrays pointed to by address words. However, the 

hash code of the set cannot be stored in the address word as 
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was done in the set header in the previous chapter. Hence 

another word, e.g. the first word of the array, must he used 

to store the hash code of the set. In general, the use of 

hash tables on the R-2 results in much more complex code. 

itsi 
The R-2 has 16 program addressable registers, designated 

XO through X15» XO and XI are designated by the hardware for 

special use. XO contains an address word maintained as a 

stack pointer. Storage to XO results in autoincrementation 

to push the item onto the stack and fetching automatically 

pops the stack. A transfer to a control word on the stack 

automatically frees the temporary working storage allocated. 

XI is the accumulator for arithmetic and logical operations. 

It consists of two halves, each of which can be addressed 

seperately. U, the first half, is used for high order operands 

and quotients. R, the other half, is used for low order 

operands and remainders. Registers X2 through X15 are general 

purpose registers which appear capable of holding double 

word operands. The CPU also contains a mode register and a 

control number (program counter) register. 

R-2 instructions are 30 bits long. They contain a 6 bit 

operation code. A 4 bit x/V field specifies a variation of 

the opcode in the case of arithmetic and logical instructions 

for which XI is the implied first operand. A 4 bit Y field 

specifies the X register to be used to obtain the second 

operand. The 'a' bit is used along with the N and X/V fields 

to determine variations on the addressing modes for obtaining 
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operands. The one hit software tag can he used for causing 

interrupts. Operands may he resident in the X registers or 

may he accessed through chains of address words beginning in 

an X register. 

4.8 

The special combination a=0, Y=0000 is used to designate 

the stack domain. The stack is fully resident in core memory 

and is accessed through an address word stored in XO. If the 

offset N is 0, the top of the stack is addressed with auto¬ 

matic popping and pushing of one or two words, depending upon 

the mode. For other values of N, the element from the top 

of the stack is addressed. This combines the advantages of a 

stack with the flexibility of conventional addressing. 

The stack can consist of several segments in memory 

which are chained together in a doubly linked list by means 

of a special hardware recognizable word type called a parti¬ 

tion word. A partition word appears at both ends of each 

memory segment belonging to the stack domain, except for the 

top. Partition words contain pointers to adjacent segments 

of the stack. 

The stack can be used with control words for an elegant 

implementation of block structured languages. When a trap, 

interrupt or procedure call causes a transfer out of an 

instruction segment, a return control word is automatically 

created and placed on the stack. The mark field is loaded 

with a priority level from the instruction and the chain 

field points to the next control word on the stack. Return 
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through several levels of nesting can be achieved by a single 

instruction*'return to mark' or 'RET'. This instruction 

examines the mark fields of the linked list of control words 

on the stack until a mark of the proper priority is found and 

a return is made. At this point, the stack pointer is set to 

the position of the return control word, thus restoring the 

environment without popping each item seperately. 

The SETL machine of chapter 3 can access the top four 

elements of the stack. R-2 instructions can access any 

element of the stack, not just the top. This makes it easier 

to modify the microcode of the SETL machine for implementing 

SETL on the R-2. 

Simple SETL operations on atoms can be performed using 

the scratchpad registers and without using the stack. This 

is faster because the R-2 stack is entirely in core memory. 

However, the routines for performing set and tuple operations 

must use the stack because sets and tuples may be nested. 

The stack can be used for storing address words pointing to 

sets and tuples being processed and also for storing control 

words. These control words will contain a pointer to the next 

instruction to be executed in the interrupted or outer 

execution of the routine. Thus for each nesting level of sets, 

there will be a control word stored on the stack. The mark 

field in the control word can be used to indicate the level 

of the interrupted routine. When the inner execution is 

complete an RET instruction can be used to reestablish the 

environment of the outer execution. 
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For example, the compiler will generate an 'ADD' instruc¬ 

tion for all '+' tokens in the source program. At run-time 

this would he interpreted according to the data types. In 

the case of integers and reals, the R-2 hardware would per¬ 

form the correct operation by using the hardware tags. In the 

case of bit or character strings, the software tag would 

generate an interrupt. In the case of sets and tuples, the 

operands will be accessed via address words which have a 

software tag and this will generate an interrupt. This will 

initiate a jump to a routine to perform the appropriate 

operation. 

The extensive use of software tags makes execution of 

SETL on the R-2 much slower than on a machine specifically 

built for the language but executing SETL on the R-2 is still 

much more efficient than on a conventional machine. This is 

because the R-2 hardware detects the software tags and ini¬ 

tiates a jump, whereas in a conventional machine a software 

routine would have to be used to mask and extract the soft¬ 

ware tags and initiate a branch depending upon these soft- 

eare tags. 

4.9 

We will illustrate the use of software tags and the 

stack by a simple example* equality testing of two variables 

which, at the time of comparison, happen to be both tuples. 

X = <0, <1.0 , 1» 

Y = <0, < 1 , 2» 
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X 

Y 

Figure 4.7 Comparison of two tuples 



These are stored as shown in Fig.4.7. The equality test 

proceeds as followsi- 

(1) The headers of X and Y are brought into the scratch¬ 

pad registers via address words reflecting the block 

structure in which these variables are contained. 

(2) At this point the software tags are detected and 

this causes a trnsfer to a routine to handle tuples. This 

routine compares the software tags of both operands and 

finds that the tuple operation to be performed is eqality 

testing. It then calls the recursive routine to perform 

this operation after placing the headers of X and Y on 

top of the stack. Note that it is necessary to have fresh 

copies of these headers becuse they will be modified 

during execution of the routine and the equality operation 

must leave the original operands unchanged. Although copies 

of address words in scratchpad registers are modified 

automatically for serial processing, this routine must 

use copies of headers which are placed on the stack because 

the routine is recursive. 

(3) The equality routine compares the first elements of 

the tuples and finds them to be equal. It fetches the next 

elements to the scratchpad registers and finds that they 

have software tags. The routine then indirectly calls 

itself in the fashion described above after placing the 

headers of the new tuples on the stack. A control word is 

also placed on the stack. Note that at this point the 
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headers of X and Y on the stack are pointing to the 

second elements of the respective tuples. 

(4) The inner execution of the routine fetches the second 

elements to the scratchpad registers. Since one is real 

and the other is an integer, the TEST instruction auto¬ 

matically converts the the integer to real before comparing 

the values. Only the copy in the scratchpad register is 

modified, leaving the original in core memory in its 

original integer form. The headers of the inner tuples 

are updated and the second elements of the inner tuples 

are compared. This time no conversion is necessary. 

(5) A JL (jump if last) instruction detects that the 

inner tuple has no more elements. A return from the inner 

execution of the routine is accomplished using the control 

word on the stack, 

(6) The outer execution is terminated similarly, causing 

a return to the procedure which contained the equality 

test of the two variables. The condition code is explicitly 

set to •equal'. 

Although an RET instruction can be used to return through 

several levels of a block structure, it cannot be used to 

return through several levels of nesting of data structures. 

This is because block structure is static and known at 

compile time. A single statement may terminate several blocks 

and during compilation an RET instruction can be generated 

to handle this efficiently. But data structures in SETL are 
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dynamic and not known at compile time. Thus it cannot be 

known at conpile time that a specific data item, such as *2' 

in tuple Y, terminates multiple nesting levels of the data 

structure. 
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Chapter V 

Summary and Conclusions 

Architectural considerations for implementing SETL, a 

set theoretic programming language, have been investigated. 

Since SETL has dynamic variables whose storage requirements 

may vary during execution and operators which are interpreted 

according to the data type, we find that in order to 

implement SETL it is necessary to use tags in some form, 

either hardware or software. Our contention is that, since 

these tags must be examined for every SETL operator, they 

should be built in the hardware of a machine for executing 

SETL. If this is done several other advantages are also 

gained for passing parameters, bounds checking and writing 

data insensitive algorithms. 

Several SETL operators imply recursion and nested 

iteration and they have complex microprograms. But these 

microprograms can be simplified by defining some operators 

in terms of others, thus defining different levels of SETL 

operators leading to a high degree of structure in the 

microprograms. In the SETL machine described here, recursion 

and nested iteration are handled by the use of a stack to 

store intermediate results and other information about 

suspended levels of recursion and outer iterations. 

Three different representations of sets have been 

compared. There is not much difference in the microprograms 

for linked lists and linear lists; therefore, since linked 

lists require more space and more processing time, linear 
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lists should he considered superior. The microprograms for 

the hash table representation are considerably more complex 

but they lead to faster processing. The choice between these 

two representations depends upon how often operators like 

function evaluation are used, upon the amount of hardware 

complexity that can be afforded and upon the processing 

speed desired. 

In the proposed microprogram implementation, optimization 

methods used at NYU are either unnecessary or unusable 

without extensive modification of the microprograms which 

would undo some of the advantages gained from modularity. 

Two simplifications of the SETL machine have been describedi 

the first is a stack machine with a specific dedicated 

register structure and the second is a machine with general 

register structure similar to the R-2, 

For implementing SETL on the R-2 the difference between 

the data types can be taken care of by using the software 

tags. The R-2 addressing scheme for multidimensional arrays 

is well suited for storing and processing sets and tuples 

as linear lists} however, the R-2 is not well suited for 

the linked list representation. The use of hash tables on 

the R-2 leads to considerably more complex code. Routines 

for set operations can be written in protected code segments 

with the mark field of control words containing the level 

of the operator. The use of control words on the stack leads 

to an elegant implementation of set operators. A by-product 
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of this scheme is efficient implementation of the block 

structure of user programs. 
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