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ABSTRACT 

DEADLOCK FREE STORAGE ALLOCATION STRATEGY 

by 

Ay-fang E. Yang 

This thesis is concerned with the problem of 

determining optimal storage allocation strategies that are 

sensitive to the nature of the processes that request 

storage. It is intuitively obvious that such a strategy 

would be better than one which has been decided upon a 

priori, and does not take into account the local behavior 

of the entities it deals with. Efforts have been made to 

characterize the storage usages of computer users. Based 

on the techniques of Time Series Analysis [3], stochastic 

modles are constructed for the VSLM, SLRUM and IRM models 

of Denning and Spirn [15], It was found that the storage 

requirements of processes essentially stay on a certain 

level most of the time. An entity, called holding proba¬ 

bility, is defined for a process to denote the probability 

that this process will change its storage need. Most pro¬ 

grams under our studies have holding probabilities between 

.05 to .20. Also, experience from the experiments has 

shown us that the mean working set size of process can be 



determined quite accurately. 

In the second part of the thesis, a storage 

allocation policy called DFSA is discussed. The assumption 

that WS size as a function of time is normally distributed 

has been corroborated by our study of program behavior, 

GPSS/360 simulation has been used for the purpose of pro¬ 

viding information about the performance of DFSA as compared 

with the currently used policies [7], The results show that 

roughly speaking, wè need only half as much as channel 

activity while achieving a throughput rate not worse than 

the currently used strategies. The user's response time, 

under DFSA, however, is larger by 30%. 
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CHAPTER ONE 

INTRODUCTION 

1.1 Concerning this thesis 

First, there is a description of the research 

that constitutes this thesis. Next, we give the justifi¬ 

cation for this research (i.e. why we study these topics). 

The work that was done for this thesis falls 

naturally into two groups. First, the time-dependent pro¬ 

perties of intrinsic models for program memory reference 

behavior ( hereafter referred to as program behavior) were 

studied. Specifically, the Very Simple Locality Model 

(VSLM), the Simple Least Recently Used stack Model (SLRUM), 

and the Independent Reference Model (IRM) of Denning and 

Spirn [15]were analyzed. For each of these models, a memory 

reference sequence was genera ted.From, these strings, the 

working set size [13] as a function of time was determined 

for each of these models. The working set size, as a function 

of time, was analyzed using the techniques of Time Series 

Analysis [3], and a stochastic model for the time-dependent 

behavior of each of these modieis was created. The purpose 

of these stochastic modles was to predict the future working 

set size, given the past history of storage usage. The 

analysis part of the research is done later on in this chapter 

and in chapter two. 
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The second part of the research consists of a 

dynamic storage allocation strategy, called the Deadlock 

Free Storage Allocation (DFSA) policy. This is a modifi¬ 

cation of Denning's working set strategy [11, 13]. One 

fault with Denning's strategy and at least one practical 

implementation of it [28] is that there is a distinct 

possibility of deadlock. The way out of such a situation 

is to swap out the working information of a process. This 

is contrary to the WS management policy. The DFSA ensures 

that there is never any deadlock in the system. Simulation 

work has been done, and the results have shown that compared 

to the fixed partitioning strategy [7] currently used in 

many systems, there is increased storage utilization and 

reduced channel activity. 

In the most general sense, the intent behind this 

work is to discover storage allocation strategies that are 

sensitive to the nature of the processes that require 

storage. It is intuitively obvious that such a strategy 

would in some sense be better than one which has been deci¬ 

ded upon a priori, and does not take into account the local 

behavior of the entities it deals with. As a first step, 

we must find out about the memory requirement of processes. 

In the context of storage allocation, we are particularly 

interested in the manner in which memory requirements change 

with time 
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To make the analysis of program behavior 

tractable, one makes assumptions that give rise to models 

of program behavior. Some such models have been formulated 

in Denning and Splrn [15], They have shown these models to 

be faithful to real programs, as far as the window size 

dependent properties are concerned. However, we have been 

ignorant of the behavior of these models as time progresses. 

The techniques of Time Series Analysis applied to these 

models have helped us in characterizing the WS size behavior 

of these models in time. Now we shall be able to say, given 

a program, whether these models will be faithful to it as 

far as behavior in time is concerned. The results of this 

effort are given in Chapter two. . 

The central assumption of the storage allocation 

strategy, that WS size as a function of time in normally 

distributed has been corroborated by the first part of the 

research. This strategy should be considered as a first 

attempt at the ideal strategy, and is by no means satisfac¬ 

tory in all aspects. The reason, as explained later, is 

that the models for program behavior are of very little 

help in making decisions regarding when to allocate storage 

to processes. In chapter four, we suggest a new approach 

at modeling program behavior. This approach, we feel, will 

lead to better storage allocation strategies. 
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1.2 Background 

1.2.1 Virtial Memory 

Virtual memory is a means for dynamic storage 

allocation in multiprogrammed computer systems., The compu¬ 

ting system has only a finite amount of main core, but, 

through this implementation of virtual memory mechanism, 

each user of the system is given the illusion that he has 

much more storage for his need. 

Obviously, the 

(VSCS) achieves this by 

each moment of time, one 

control over a given sto 

of the VSCS to determine 

this information on a hi 

users reference their pr 

however, decodes this vi 

The user's information i 

called pages. The physic 

blocks. Information not 

storage devices. A pull 

from external storage to 

the inverse of a pull. 

virtual storage computer system 

sharing the core among users . At 

and only one of the users can have 

rage unit. It is the responsibility 

when, where and how to distribute 

erachy of storage devices. Computer 

ogram in a name-space. The VSCS, 

rtual address into the memory space, 

s grouped into equal-sized units 

al storage is partitioned into 

in central memory is kept on external 

operation moves an information unit 

ceitral memory. A push operation is 

Page fault is the term for describing 

the absence of a page from main core. Paging traffic is the 

activity of page movement between central memory and second- 
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ary storage. Finally, the replacement policy takes charge 

of making decisions on when and what to replace, and simul¬ 

taneously does the book-keeping required. 

It is very easy to see that both when to change 

the memory state and what information is to be replaced 

are important factors affecting the VSCS's performance. 

For the first problem, it certainly would be nice if some 

kind of information can be procured in advance that helps 

in moving the to-be-referenced pages to main core. This 

policy is termed prepaging. The criticism made about it is 

that it is impractical. Even preprocessing the program still 

will not ensure exact knowledge about a process's storage 

requirements. The other extreme is called demand paging. 

Information will be pushed into main core only at the 

time it is demanded by the program, without any advance 

notice. This mode of storage allocation attracts much att¬ 

ention and is more understood by researchers. 

Theoretically those pages that will not be 

used for the longest time in the future shall be subjected 

to removal first. The difficult problem is how to make this 

decision. Two schools of thought exist, in this matter. Some 

people think that decisions on page replaceability are 

incompatible with the objectives of current planned computing 

systems, namely, programming generality and system avail¬ 

ability. Other people think that memory availability and 



program behavior can be determined to some extent by- 

obtaining a Bayesian statistical characterization of the 

program behavior conditionally based upon its usage* demand 

and processing history. Most replacement policies fall into 

the first category* the second being used only by people for 

theoretical studies. 

The replacement policies currently in use include 

random selection (RAND), round-robin (FIFO), least-reently- 

used (LRU), and working set (WS) policy. It is a generally 

accepted belief that minimizing the number of page faults 

generated will ensure good performance of the VSCS. 

A final comment is that the performance of a 

VSCS depends in decreasing order of importance, on 

i. hardware chacteristics 

ii. program load mix 

iii. software strategies 

This amounts to saying that given a well-mannered load 

program, a simple management policy will suffice the VSCS 

to perform satisfactorily. 

1.2.2 Program Behavior 

In order to decide about optimal paging policies, 

it is necessary to study the program reference sequences 

of processes. The term program'behavior delineates the 
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general referencing structure exhibited by a program. 

Conceptually, high level languages were constructed in 

such a manner that program context tads to have looping 

and modularity. The locality of a program is, generally 

speaking, the set of those pages which have a considerably 

higher probability of being referenced than other pages. 

A well-behaved program will have a small locality, and the 

locality changes very slowly, while an ill-behaved program 
- S ' ' f 

has a large locality, or the locality changes quickly. 

People have bean interested in studying the 

properties and chareteristics exhibited by real programs, 

in setting up mathematical models for program locality, 

in studying intrinsic locality models and in relating them 

to observed programs. It is generally believed that by 

providing this kind of analytic approach, a better under¬ 

standing of a programfs working information can be obtained. 

At this point, the working set model for program 

behavior will be described. This model is based upon the 

principle of locality, which states that 

i. a program distributes its reference nonuni- 

formly over its pages, some pages being favored 

over others; 

ii. the density of references to a given page 
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tends to change slowly in time; 

iii . two reference strings segments are highly 

correlated when the interval between them 

is small, and tend to become uncorrelated 

as the interval between them becones large 

The working set W(t,T) of a program at time t 

is defined to be the set of distinct pages referenced among 

the T most recent intervals. If r^, x^, •••>rt-l*rt *s a 

reference string, the working set of a process consists 

of those pages referenced in rt_T+1> 
r
t_T+2» *••»

r
t-1» 

rt‘ 

The parameter T can be regarded as' the backward window size. 

It is a design parameter, and deserves further attention 

of researchers and designers. 

The working set management policy requires that 

any page belonging to the working set of some process 

is not subject to swapping. If the working set of a process 

is in central memory, one is sure that the processing 

efficiency will stay high. 

1.2.3 Dynamic Storage Allocation for VSCS 

The storage allocation problem is generally 

concerned with distributing the information of a process 

over a hierachy of storage devices subject to the audition 
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that cost or some other objective functions is minimal. 

It is easy to see that the problem of dynamic 

storage allocation in multiprogrammed computing system 

is not at all a trivial matter to comprehend. The reason 

for its complexity lies in its dependence upon an exceed¬ 

ingly large number of parameters. These factors range from 

system design objectives, hardware characteristics, resour¬ 

ce management policy, resources availability, to the load 

program behavior, etc. The interlocking relationships 

among many of these parameters is still unknown. 

1.2.4 Deadlock 

In a VSCS, a large number of processes request 

computing resources of different types from the system. 

The resource allocator has to be wise enough, otherwise 

resources may be allocated in such a manner that some users 

will be unable to proceed, due to conflicting resources 

requirements. To enable the system to carry on, varying 

degrees of backup has to be done. This is surely not 

a happy situation to get into since the system performance 

is degraded. 

For deadlock to exist, there are four necessary 

conditions 
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i. Mutual exclusion condition: 

each process has complete control 

over the resources it has claimed; 

ii. Wait for condition: 

processes hold resources already 

allocated to them while waiting for additional 

resources they further request; 

iii. No preemption condition: 

resources cannot be forcibly removed 

from the processes holding them until these 

processes do not want them; 

iv. Circular wait condition: 

a process waits for resources current¬ 

ly held by a second process, which waits for 

resources held by another process, etc., in 

such a way that a closed path exists. 

Deadlock preventive schemes try to make sure 

that not all of the abovè conditions can be operative. 

This implies that we are willing to pay the price of not 

having deadlock by sacrificing resources utilization 

efficiency or system design generality. 

Detection (and recovery) schemes are designed 

to reveal the deadlock situation by examining periodi¬ 

cally the distribution of system resources. Decisions 



are made to abort those blocked states that might lead 

to deadlock so that the resultant system configuration 

i§ free from potential deadlocks. Criterions for choosing 

the subset of deadlock states to be aborted are based on 

cost. 

The problem of avoiding deadlock has interested 

most people in this field simply because first, preventive 

schemes get out of hand when the number of processes and 

the types of resources become large and second, detection 

schemes introduce large unnecessary overhead. Avoidance 

scheme make an effort to decide each time there is a 

user request, whether to grant this request or not. A safe 

request is defined to be such that even if it is granted, 

there will not be a potentia1 dead lock threat. The system 

is deadlock free if safe requests alone are granted. 

Usually certain assumptions are made regarding 

the resource usage behavior of a piocess, in order to make 

avoidance scheme workablè. The task-step model [10, 22], 

and the maximum-request model [19] are two models that 

make such assumptions. The first model assumes that full 

knowledge about the resource usage requirements of process© 

is available, and avoids deadlock by finding out in advance 

which requests are safe, and consequently granting only 

these safe requests. The second model requires knowledge 

about the maximum resource usage requirements of processes. 



13 

Hence, the second model is more general than the first 

one . ; 

It is a difficult task to determine figures of 

merit for these models. It would be desirable to determine 

how the assumptions in each model about resource require¬ 

ments cause changes in strategy. It would also be desirable 

to get figures about the running time of processes, re¬ 

sources utilization achieved, and system overhead intro¬ 

duced, with these two models. 

1.3 Related Work 

Research as related to this thesis is commented 

upon, in the following order: virtual memory, dynamic 

storage allocation, program behavior modeling, and deadlock 

The key paper explaining segmentation and paging 

concepts was given by Jack B. Dennis [16]. The motivation 

behind segmentation and paging is given as a result of 

experience gained in the evolution of MIT Multics. 

Denning [12] in his "Virtual Memory" paper, 

provides the motivation for virtual memory concepts. Seg- 



mentation and paging as a means for implementing VM are 

delineated, memory fragmentation problem and replacement 

algorithms are discussed, working set principles explained, 

hardware support and its importance in improving the VSCS 

performance shown. 

The working set strategy was described in Denning1 

dissertation [11], and another paper [13]. In [11], the 

resource allocation problem was defined and was viewed as 

a general supply-and-demand process. À solution resembling 

dynamic programming was suggested. System demand was introdu 

ced, and system balance policy studied. In [13], there was 

further discussion on replacement policies. Also, a hardware 

implementation scheme for working set policy was suggested. 

The properties of working set were given in [14]. 

Numerous papers have reported the viability of 

the working set policy [1, 5, 24]. Systems reporting success 

include RCA SPECTRA 70/46, TSS/360, TENEX and MULTICS. Also 

a hardware implementation with moving window capability has 

been provieed in the MANIAC II machine [28]. 

Coffman and Ryan [7, 8]have done excellent work 

on storage allocation for mu Itiprogramméd *systerns. In [7], 

the memory requirements of processes were taken to be a 

stationary Gaussian process. TV o ways of allocating main 

memory - fixed partioning, and dynamic partitioning were 
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examined and compared. The latter was shown to provide a 

substantial increase in storage utilization and operating 

efficiency. In [8], they were interested in finding out 

an effective procedure for optimal utilization of resources. 

They provide three models, based on Markov analysis. They 

were able to measure the tradeoffs among the degree of mul¬ 

tiprogramming, stationary rate of over flow-under f low events., 

and operating efficiency. 

Most work on modelling p 

mental in nature. Trace simulation 

showing their paging behaviors are 

[2, 4, 5, 9, 20, 24, 25], 

Recently, Denning and Spirn published an exce¬ 

llent paper on modeling program behavior [15]. Intrinsic 

and extrinsic locality models [30] for program behavior 

were introduced. Three intrinsic models - Very Simple Lo¬ 

cality Model (VSLM), Simple LRU stack Model (SLRUM) [27, 

30], and the Independent Reference Model (IRM), were sugges¬ 

ted. Their capability to fit real program was discussed. 

Experimental results in terms of charts and diagrams were 

explicitly given. 

rogram behavior is experi- 

results for real programs, 

the most they can report 

Dead lock phenomenon 

systems were presented nicely 

exhibited in asynchronous 

in a survey paper by 
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Coffman, Shoshani and Elphick [6]. As regards to the present 

status.of deadlock avoidance algorithms, Habermann [19] 

investigated the avoidance of deadlock where only maximum 

resource usage of process are known; Helbakar [22], and 

Coffman [10] independently studied the task-step model. 

Helbakar's approach consists of representing resource 

requests in terms of a digraph, making the analysis easier. 

R.C. Holt [23], in his dissertation, presented a unified 

way of investigating the deadlock problem. The graph model 

was constructed for interacting processes. The blocked, 

deadlocked and safe states of process were defined in terms 

of the graph model. A necessary and sufficient condition 

for a system state to be deadlock-free was given. 

1.4 Thesis Organization 

In chapter two, stochastic models for program 

behavior are set up. First, the general class of models for 

time series is described [3]. Then using VSLM, SLRUM, and 

IRM of Denning and Spirn [15], a trace of WS size as a 

function of time is generated for each of the models. These 

are the time series upon which we will focus our attention. 

Using the trace, the form of the stochastic model is first 

identified. Next, there is a preliminary estimetion of the 
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parameters of the model. Then, using maximum likelihood 

function, a precise estimation of these parameters is made, 

and the validity of the models checked. Lastly, we give 

the conclusion and applications. 

In chapter three, we present the Deadlock Free 

Storage Allocation (DFSA) policy. First of all, general 

storage allocation problem is discussed, and efforts made 

to distinguish a page replacement policy from a storage 

allocation policy, followed by descriptions of DFSA. Section 

3 contains simulation results; in particular, the reduced 

channel activity and increased storage utilization is 

noted. 

Chapter four gives conclusions, and suggestions 

for further research. 
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CHAPTER TWO 

STOCHASTICAL MODEL FOR PROGRAM BEHAVIOR 

2.1 Introduction 

Our interest in studying program behavior, and 

in particular, the memory usage of processes, has two 

reasons. First, it helps our effort to determine optimal 

storage allocation policies. Second, as commonly visualized 

by researchers, a knowledge of program properties facilitates 

our experiments with system software strategies. To give 

an example, if we assume that a process' memory usage 

approximates a certain normal distribution, we can predict 

system performance as a function of its work load. Our 

main area of interest is the first one, i.e. storage allo¬ 

cation policies. 

Since we are concerned with storage allocation 

policies^ we are mostly interested in studying the time 

dependent behavior of processes' storage requirements. A 

process may be considered to have long-term ans short-term 

storage requirements. In our study of long-term requirements, 

we attempted to characterize the distribution of a process' 

memory usage in time. The short-term storage need refers to 

the storage requirements in the immediate future. 

Our study will be confined to three of the 
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intrinsic models of program behavior, described in Denning 

[15]. These are the VSLM, SLRUM, and IRM models. The purpose 

of this analysis is to determine the long-term behavior of 

these models, and to decide how accurately one can predict 

theri short-term behavior. These analysis will be done using 

the techniques of time series analysis. 

Time series analysis considers the process1 past 

memory requirements as a time series and tries to identify 

a stochastic model for the process. This model can be used 

to predict the process1 future storage requirements. The 

stochastic model is such that the mean square of the deviations 

between the forecasted and the actual storage requirement is 

as small as possible. 

In addition to calculating the forecast, we also 

specify the accuracy of the forecast, so that we are aware 

of the risks associated with the decision based on this 

forecast. The forecast accuracy is given as a deviation on 

either side of the forecast, and a probability, such that 

the actual value of the time series when it eventually is 

determined lies within the deviation with the etated pro¬ 

bability. 

Time series analysis is described in section 2. 

Section three is devoted to a description of intrinsic 

models of program behavior. Section four contains a descrip- 
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ti on of our experiments and results. Section five gives 

conclusions and a discussion. 

2.2 Time Series Analysis 

The idea of using a mathematical relation for 

the description of a physical phenomenon is well established. 

A deterministic model gives us exact knowledge of the future 

behavior of the phenomenon, while a stochastic model usually 

allows a certain degree of randomness in the predicted be¬ 

havior by associating with each possible decision a certain 

probabi lity . 

A stochastic model will be either stationary or 

nonstationary. Mathematically, stationaritÿ means that the 

probability cumulative density function is a constant with 

respect to time. Hence any stationary process shall have a 

fixed mean and variance in time. The c.d.f. of a nonstationary 

process changes with time. Hence a nonstationary process has 

no fixed mean . 

Before the general class of models is introduced, 

the steps for building a stochastic model for sampled data 

are stated below. 

i. Identify a specific model from a class of 
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models by observing the nature of the sampled data. 

In our case, we assume that the referencing structure 

of a computer program is time invariant. So the time 

series for the storage requirements will be considered a 

stationary process. 

ii. Deduce the form of the model and a preliminary 

estimation of parameter values from the autocorrelation 

and the partial autocorrelation functions of the time 

series . 

iii. An exact estimation of parameter values can 

be made using the maximum likelihood function. When 

the number of data points is large, the method of least 

mean square errors will give a close approximation. 

iv. Perform a validity check on the model, and if 

inadequacy is found, repeat the whole process. 

2.2.1 General classes of stochastic models 

The general classes of models that could be used to 

predict the behavior of a time series are, 

1. Autoregressive Models 

2. Moving Average Models 
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3. Mixed Autoregressive and Moving Average Modles 

4i Nonstationary Models 

A brief explanation for each of these models is given. 

Let the partial history of a process at time t 

be denoted by . . . ,£ , £ . . , . . . -, where each term t-n t-n + 1 t-1 

" jU. > where z
t_^ is the valie of the process at 

time t-i, and ^ is the mean of the process. 

A process is an Autoregressive process of order 

p, or is AR(p) , if there exist ^ > ^3 »••••» » such 

tha t 

*t = tl^t-1 + $2*t-2 + + *p*t-p + at 

where is the white noise term at time t. The white noise 

can be considered to be a random draw from a fixed distri- 

2 
bution, usually n(0,çr ). Thus, an AR(p) predicts the current a 

value of the process in terms of a finite linear aggregate 

of previous values, and a white noise term. 

A process is a Moving Average process of order q, 

or a MA(q) , if z is dependent only upon a finite member 

of previous white noise terms, and a current white noise 

term, i.e. if there exist 0^, > ^3 » • • • > &q> such that 

zt - a
t ' »iat-i V t-q 
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A Mixed Autoregressive and Moving Average process 

is a generalization of the two mentioned above: i*e. the 

equation characterizing such a process is 

rt-*iS-i+fcSt-2*- • •+4’pSt-p+at+Vt-1
+- • -+Vt-< 

Sometimes, time-sampled data contain so much noise 

that they do not in particular vary about a fixed mean. 

However, such a series may nevertheless exhibit homogeneity 

of a kind when differences in level are considered. Most 

Nonstationary time series can be described by the following 

mode 1. 

••• *#PbP) /"t =(1-<5iB----Vq) “t 

th 
In other words, the d difference of such a process are, 

in some sense stationary.. 

2.2.2 Model Identification 

This is a preliminary procedure to decide the 

general class of processes that will model the time series 

by determining the autocorrelation and partial autocorrelation 

functions of the time series. 

Consider an AR(p) 
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t = ^l^t-1 + f2^t-2 + *** 
. + £ z 

P t-P + 3t 

Multiplying both sides by z taking the expected value 

of each of these terms, and dividing both sides by 

E[z^], we get, 

f k +^2^k-2 +*** + ? p ? k-p 
for k>0 

where is the autocorrelation function with lag k. 

It may be shown [3] that the solution to this 

difference equation is 

« , ^k , ^.k „k â -,k 
?k = A1G1 +A2G2 +A3G3 +*’* +ApGp 

where A ^, A2, ..., Ap are constants. Also | | < 1, for 

all i, 1 £ i £ p, if the process is stationary. may 

be real, or complex. 

k 
(i) . If is real, then the term A^G^ decays 

exponentially to 0, as k increases. 

(ii) . If G^, Gj are complex conjugates, then 

they together contribute a damped sine wave 

to k- 

So, we conclude that the stationary autoregressive 

process has an autocorrelation function which tails off 



exponentially. We may also make the following conclusions 

[3]: 
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The partial autocorrelation function of an AR(p) 

process always cuts off after lag p; the autocorrelation 

function of an MA(q) process cuts off after lag q and 

its partial autocorrelation function decays exponen¬ 

tially; and both the autocorrelation and partial auto¬ 

correlation functions of an ARMA(p,q) exhibits damped 

oscilia tory behavior. 

So, we can plot the autocorrelation and partial 

autocorrelation functions of a time series against lag 

and decide whether the series can be modelled by an AR(p) 

or an MA(q) or an ARMA(p,q). Further, the values of p or q 

or both can be determined from these plots. 

2,2,3 Preliminary parameter estimations 

Earlier, the autocorrelation function with lag 

k has shown to have the form 

^ k ” $ 1 P k-1 + ^2 fk-2 +  +^p fk-p 

for k >0 
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If we substitute k - 1, 2, .... p in the 

equation above, we get a set of simultaneous linear equations 

for flt f2> ...., in terms of P^ 2, ... ^>p : 

^1 = £ 1 ^ 0 + ^ 2 ^ 1 + * ’ * ’ +^p ^ p -1 

^2_= ^1 f 1 + ^2 f 0 + +£p f p-2 

fp = flfp-1 + lMp-2 +-’-- +^p /p 

By estimating f ^ , -f^, ...., «pp from the time series, 

we can obtain a rough estimation of the parameters fl- #2. 

 » $ p • 

In the case of moving average process, the expre¬ 

ssion for the autocovariance function can be written as 

I»tSt-k] = qE[atVt-k] 

Hence, the autocorrelation function is 

&x9 k+l 
+ Qf , 0 
  q-k q 

1 +0" + 

for k =1, 2, q 

0 for k > q 



27 

Visualize the above set of equations as q non¬ 

values of p^s estimated from the time series. We thus are 

able to solve these moving average parameters in terms of 

the autocorrelations . 

2.2.4 Exact estimation of parameters using Maximum 

Likelihood Principle 

better point estimation for the parameters obtained from 

the preliminary step. This is done by maximizing the like¬ 

lihood function. The idea of maximum likelihood estimation 

is given below. 

that models the time series^, we can determine the white 

At this point, we are interested in getting 

estimate of the set of parameters 

Given a time series z^, z z and an 
n 

the process 

noise terms ( Z), for 1 £ t £ n« Since the a^s 

are normally distributed, we can write 

P<al’ a2’ • • • • , 

Taking the logarithm on both sides 
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where S(^,Ô|z) = a?($>élz) 
1 

In(p(a^,a^,...»a
n)) is known as the likelihood 

function [3] and is written as L( £ , ô , (F). The following 

interpretation may be given: 

The more the likelihood that ^ and 0 are the 

correct parameters of the given process, the smaller 

is the mean square error of the white noise. Observe 

tha t 

min & 

Hence the name likelihood function. 

Precise point estimation of ^ and & may be done 

by determine the ^ and & for which the likelihood function 

is a maximum. 

2.2.5 Validating the Model 

We have hypothesized that the random white noise 

terms can be considered as drawings from a normal distri- 

2 
bution n (0,(Ta). Thus, the diagonostic check for the merit 

of fit of a stochastic model is facilitated by studying 
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propert : ies of a^s, In parti Leu la r, the check cons is t s of 

making sure that the es tima ted autocorrela ti ons of the 

a's should 
t 

be uncorre lated and distributed n orma lly about 

0 with va ri ance 1/n, where n is the number o f da ta points 

o f the samp le. 

2.3 Intrinsic program models 

In the absence of experimental data on the memory 

utilization of processes, we have to adopt some models for 

program behavior, that closely approximate real program 

behavior. Using these, a study of the memory utilization 

of processes can be made. We*have chosen three of the models 

of Denning and Spirn [15]. 

2.3.1 The Very Simple Locality Model 

In VSLM, two parameters £ and A are assumed. At 

any time, the program favors a subset of its n memory pages 

in its referencing structure; i.e. a certain subset of its 

memory pages are referenced more often than other pages. 

This favored subset of program is called the locality of 

program. The cardinality of this set, £ , is the locality 
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size, and is one of the parameters of VSLM. The other 

parameter is \ , th e probability for referencing pages 

not in the locality. At each moment of time, the probabi¬ 

lity of referencing pages not in locality is A and the 

probability for locality pages is 1- A . A page in the 

locality of the program has the same probability of being 

referenced as any other pages in the locality. Similarly, 

a page not in the locality of the program has the same 

probability of being referenced as any other page not in 

the locality. Thus, any interior page will have a probabi¬ 

lity (1-A)/JL of being referenced. The probabiltty of an 

exterior page being referenced is A/(n- t ). We assume 

that the probability of an interior page being accessed 

is greater than that of an exterior page being accessed, 

i • e . 

(l-M/jl * */(n-£) 

Table 1 has listed five real programs. The 

description of the programs, and their VSLM parameter 

values as determined by Denning and Spirn were given 

there . 

2.3.2 The Simple Least-Recently-Used stack Model 

In this model, the set of n pages of a process 
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Table 1 

program 

1 

2 

3 

4 

5 

: VSLM for programs under our studies 

machine description size(in pages) & A 

PD P-8 As semb1er ii 4 .025 

3 60 Fortran G. 35 5 .014 

compi1er 

3 60 small Fortran 20 3 .030 

job 

3 60 Fortran G. 38 7 .022 

compiler 

3 60 Assembler, 12 4 .027 
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are placed in a stack. Before the process begins its memory 

references, its pages are in some arbitrary order. Each t 

time a page that is not on the top of the stack is referen¬ 

ced, it is taken out of the stack, the pages above it are 

each pushed down one position, and this page placed on the 

top of the stack. Thus, the most recently referenced page 

is on top of the stack, the next most recently referenced 

page is on the next position, and so on. 

With each position in the stack, there is an 

independent probability of the position being referenced 

next. These probabilities a^, i = 1, 2, ..., N, are the 

stack distance probabilities. Certain restrictions are 

placed on these stack distance probabilities. For instance, 

in order for SLRUM to display locality, we assume that 

a- ^ a ^ ^ a 
12 N 

2.3.3 The Independent Reference Model 

This model assumes that a given page of a 

process will be referenced next with a fixed stationary 

policy. The probability that page .£ will be referenced 

next is c^, where c^ is a constant, for 1 < £ £ N . 

There is no restriction on the probability cons- 



tants . They could be randomly selected or be equal to 

one another. 
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2.4 Experiments and Results 

Five page reference strings were generated using 

VSLM. The parameters of the VSLM corresponding to each of 

the strings were obtained from Table 1. These reference 

strings, then, are representatives of real program beha¬ 

vior. 

Next, the SLRUM for each of these strings was 

determined. This was done as follows. The pages of a program 

were put in a stack in arbitrary order. Corresponding to 

th 
each position, there was a counter. If the i reference 

in the string was to page g^ , and g^ was ih position h^ in 

the stack, then the counter associted with h^ was incremen¬ 

ted by 1, page g^ was put on top of the stack, and pages 

in positions 1 through h^-1 were pushed down one position, 

t h 
Then the i + 1 reference was ocnsidered in the same manner 

th 
as the i reference, for all i 1. We also experimented 

with an IRM for each of the programs in Table 1. If a 

program has N pages, then the progability of referencing 

any page next was assumed to be 1/N. Thus, corresponding 

to each program in Table 1, we have three models of pro- 
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gram behavior. Our further studies have concentrated upon 

these models. We studied the working set of each of these 

models as a function of time for given working set para¬ 

meters. We also studied the long-term storage requirements 

for these models. 

The working set size as a function of time deter¬ 

mined from each of these models was input to algorithms 

that performed time series analysis. A stochastic model, 

in the form of a difference equation, was generated for 

each of the three models of the five programs in Table 1. 

Each of the models thus obtained was found to be an Auto¬ 

regressive process of order 2. 

The results of the time series analysis have been 

tabulated in Table 2. The leftmost column shows the program 

number* as taken from Table 1. The second column gives the 

autoregressive process that represents a particular model 

of program behavior. Column 3 gives the white noise variance, 

which is a measure of randomness associated with the 

stochastic model for the working set time series. Column 

4 and 5 give the 95% and 50% confidence region; i.e. the 

interval around the predicted value in which the actual 

value in which the actual value will be, with 95% and 50% 

probability. The sixth column gives the holding probability 

for the working set size, corresponding to each model of 

program behavior. This is the probability that the working 
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set as obtained from the program behavior model, will not 

change its size in the next instant of time. 

In the second part of the experiment, the lont- 

term behavior of the working set size was studied. The ob¬ 

ject of the study was to determine the distribution of the 

working set size. In particular, we wanted to find evidence 

for the assumption often made by researchers, that the workiig 

set size has a normal distribution. In order to check this 

assumption, we fitted the observed distribution against t 

the normal distribution as follows. The observed distribu¬ 

tion was normalized, and the absolute difference between 

the c.d.f. of n(0,l) and that of the observed normalized 

distribution was found, for WS size =r 1, 2,  The sum 

of these differences is defined as the goodness of fit fac¬ 

tor ^ . This has been calculated and entered in Table 2. 

2.5 Conclusions and Discussions 

Most programs under our study exhibit uniform 

behavior of one kind - the probability that a program will 

change its storage requirements is quite small, under the 

WS management policy. Even in the case of IRM, which is com¬ 

pletely ignorant of human programs, the probability that 

the working set size would change is about 5-20%. 
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The variance of the working set size is very 

small. Since U-1.96(T ^ |IL ^ W+1.96(T with 95% certainty 

(W is the observed average US size), mean level estimation 

can be done with great accuracy. Even for IRM, the uncer¬ 

tainty in the value of JX was 0.1. Also, the transients in 

the working set size die down very quickly ( the order of 

first 20 referencings) . So, by preprocessing a given pro¬ 

gram and obtaining a few hundred references, (if possible), 

we can determine its average storage requirements pL quite 

accurately. 

Lastly, the less well formed a program reference 

structure is, the more the working .^set size tends to have 

a normal distribution. 
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CHAPTER THREE 

DEADLOCK-FREE STORAGE ALLOCATION POLICY 

3.1 Introduction 

Current computing systems, such as Multics, have 

been designed with machine-independent storage, information 

sharing and programming generality as the designers primary 

objectives. Under such system, a computer user is provided 

with a large address space for use, and he can address other 

users’ data aid programs as long as he is allowed to. The 

way to achieve this is through the virtual memory mechanism. 

Computer programs are paged and segmented. Some pages of a 

user are in core, and the remainder of his program are 

stored in secondary storage. A big file system is maintained 

through which the system operates. 

Our goal - to provide users with the above 

mentioned conveniences - is achieved at a cost. The operation 

of a VSCS may be very inefficient, due to bottlenecks. 

For instance, CPU utilization might be low, if the central 

memory to secondary memories channel capacity is too limited. 

A method to achieve our goal must be scrutinized carefully 

before its cost can be justified. 
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To evaliate a VSCS effectively, the allocation of 

system resource among users should be examined first, since 

there is no doubt that resource allocation policies affect 

the performance of a VSCS. For instance, resource sharing 

can lead to deadlock [6], a phenomenon where the mutual 

progress of a set of processes is blocked. Or, excessive 

sharing, by letting too many processes compete for a limited 

amount of resources, can. lead to thrashing [11], characterized 

by too little CPU usage, and heavy channel traffic. 

Most research work that has been done in this 

field is limited to either experimental data obtained from 

simulation runs, or observations made on systems. Page 

replacement strategies have been studied a lot, and experi¬ 

mental data for their evaluation is easily available in the 

literature [1, 2, 5, 12]. Deadlock has attracted the atten" 

tion of researches but their approach is abstract, and can 

not be put Lnto practical use [6, 10, 19, 22, 23], Most 

systems have used ad hoc approaches of their own instead 

of having a systematic solution. Thus, there is a need for 

a unified approach to this problem. 

In this chapter, we analyze a few resource allo¬ 

cation policies that have been proposed recently [7, 8, 13]. 

We concentrate on such measures as resource utilization, 

system throughput, response time, degree of multiprogramming 
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etc. In section two, we propose a Deadlock-free allocation 

policy (DFSA policy) that provides low channel activity 

and equally good throughput. In section three, there is a 

report on the simulation of this policy, and the results 

obtained. Section four contains conclusions. 

3.2 Deadlock-free Storage Allocation Policy 

First, there is a study of different policies 

that make decisions concerning the allocation of central 

memory to system users. 

Under a multiprogramming systems, a user's 

information is distributed among a hierachy of storage 

devices. For the sake of processing speed, information will 

be brought into core every time it is used. Where and when 

to move this information, and in particular, if no spare 

apace is available, what to replace are all interesting 

problems to contemplate. These are also the questions that 

storage allocation policies have to answer. 

We first elaborate on the concept of procès s. 

This is considered as the basic entity that request resources 

from the system. Thus, for instance, a program in execu¬ 

tion will dynamically request different amounts of space 
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during its life time, in order that execution progresses. 

Since a process does not need all of the program's instru¬ 

ctions and data in core, only the important information 

will be retained, and the information not in current use 

is removed from core when required to do so. A page repla¬ 

cement policy,makes decisions for individual processes on 

what pages of a program to replace every time there is a 

page fault generated. Here we constrained a page replace¬ 

ment policy to be a local policy in that no process inter¬ 

actions are dealt with. 

We make a distinction between a page replacement 

policy and a storage allocation policy. A storage allocation 

policy is held responsible for determining the partitioning 

of core storage among processes. In other words, processes' 

interactions with one another are implicitly defined here. 

Hence, in case that no free space is available in the sys¬ 

tem, the storage allocation policy decides on which pages 

to replace, and the candidates for removal may belong to 

any process. In this thesis, we will consider the working 

set policy as a page replacement policy. It only updates 

working information for individual processes. We feel by 

imposing this constraints, our discussion will be consistent, 

since it is not possible to implement a global fixed window 

size working set policy for the following reason. 
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At a given instant, the sum of the US size of 

the processes in core can exceed the space available, 

but according to the US policy, no pages belonging to 

the US of some process can be removed. This is our 

justification for considering the US policy as a local 

policy . 

Current systems allocate (and hence partition) 

their storage to processes in two different ways. 

Under the first category, every process is allo¬ 

cated a fixed amount of storage for its use during its li¬ 

fetime. This is called the fixed-partioning allocation policy. 

Obviously, the simplicity of implementation makes it 

attractive. Its drawbacks are that, first, storage will 

not be occupied all the time due to fragmentation, and 

secondly, incorrect information about a process1 storage 

usage will be decrimental to system performance, because 

a small program will have poor storage utilization if it is 

given a large amount of storage, while a large program will 

suffer from processing efficiencies if only a small amount 

of space is given to it. 

À storage allocation in the second category 

allocates a variable amount of storage to processes based 

upon the processes' usage. For example, only the US infor¬ 

mation of each process is allocated space in core. Thus 
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monitoring more closely the real storage requirements of 

processes, the pure dynamic storage allocation policy 

provides substantial increases both in storage utilization 

and processing efficiencies. This has been shown in [7]. 

As explained previously, the WS policy does not 

resolve the deadlock problem, when the number of pages 

available is less than the sum of the working sets of the 

processes. The best we can do when this happens is to swap 

out some WS information, though it is against WS policy to 

do so. This undesirable event can be avoided if we allocate 

storage to processes wisely. We describe the situation that 

the WS information of some processes has to be swapped out 

from core in order that other processes make progress as 

an occurence of dead lock. Thus, we cai prevent the occurence 

of deadlock if we prevent the swapping out of the WS infor¬ 

mation of some processes. We now describe the DFSA policy 

which allocates storage to processes dynamically, while 

preventing deadlock by implementing a deadlock avoidance 

s cheme. 

DFSA Policy 

This policy allocates storage to processes on the basis 

of the WS policy, (i.e. at any time, a page not in the WS 

of a process is subject to removal) Moveover, a request from 



a process for additional storage will not be granted, 

unless and until this request becomes safe, according 

to Habermann [19]. 
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It is easy to see that under the DFSA policy there 

is indeed no deadlock. We state the proof of this statement 

as f o Hows : 

We know that the storage requirements of processes 

under the DFSA policy are expressed in terms of their 

working set sizes because the DFSA policy is a WS policy 

in a local sense. Thus we could expressed 

0 * WSt(t, Tty * min 

This says that the working set size of process f, at time 

t is less than the minimum of process i's program size 

and its window size. 

Since Habermann's deadlock avoidance scheme is 

implemented in the DFSA policy, if we take the maximum 

requirements of process t as min | , T^, there is indeed 

no deadlock. 
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Remark Habermann's scheme has been described 

in Appendix A. For those who need further details, we 

suggest [19]. 

How to approximate the maximum reauirements for 

an i ndividual process is an interesting and importa n t 

prob lem. Note that the average storage requirement s o f a 

typi cal process is abo ut N/5 for medium valued wind ow 

size , wh ere N is the t otal program size (Observe that for 

the typi cal programs under study, N << T .) Thus, if we 

take the maximum reque st of a process a s N, we cons tra in 

ours elf too much, The resulting storage allocation sch erne 

is much less efficient than it should b e. However, the sys - 

tern is n ot completely deadlock free if we assume a val ue 

smaller than N for the maximum request. 

Our objective here is to make an approximation 

for the maximum demand of a process such that most of the 

time the WS size of the process is less than this hypothe¬ 

sized quantity. Approriate steps are taken, if the working 

set size grows to be larger than this quantity. 

Recall that in our studies in Chapter two, strong 

evidence has been presented that the distribution of WS size 
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is close to the normal distribution. Thus approximating 

the maximum demand of a process to be jjl + 3 (T ^ where 

|L is the observed average working set size, and (f is the 

variance over the observed working set sizes, we are 

guaranteed that the probability of the WS size being 

larger than jji + 3T is less than 1% . In case this rare 

situation does occur, we will limit ourself to either re¬ 

ducing the window size parameter of this process of equi¬ 

valently swapping out the least recently used page of this 

process . 

Lastly, it would appear that the DFSA policy is 

an inefficient way to allocate resources simply because 

a module.that implements the deadlock avoidance scheme will 

be executed every time there is a request for additional 

storage. However, we claim that the short-term uniform 

stationary behavior that most computer programs exhibit 

leads to the implementation of a fast and efficient deadlock 

avoidance scheme. The overhead, we think, is much less than 

that for the background WS policy. 

The next section contains the results of the 

simulation of the DFSA policy. The purpose of this simulation 

is to evaluate this policy, by comparing it to other policies. 
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3 *3 Simulation 

In order to evaluate the performance of the 

DFSA policy, simulation models were developed. These models 

simulate a simple two level memory system serving a stream 

of processes. The system performance under different stor¬ 

age allocation policies is compared. 

The simulation models were coded in GPSS/360. 

Because the random number generators could be reset after 

each run, we are sure that the simulation produced the 

same load stream for each run. 

Next, we describe the basic computer system we 

used as our background, and then the policies that were com¬ 

pared. Finally, numerical results for the evaluation of the 

performance of different policies are presented. 

3.3.1 Environment 

Figure 1 describes the basic system configuration 

operational in our simulation model. The available resources 

consists of a CPU, 200 pages of core storage and an I/O 

channe1 



Information 

Control 

Figure 1: Basic two level storage system (BTSS) 



Figure 2: Transaction logic flow in BTSS 
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Figure 2 depicts the logic flow of a transaction 

through ,the basic system. The program (transaction in GPSS) 

parameters are determined by random drawings from some 

distributions. In our simulation, the program storage re¬ 

quirement was determined by a drawing from a normal distri¬ 

bution with a given mean and variance. The number of sessions 

to be made for this transaction is a random variable from 

a negative exponential function. Also, the interarrival 

statistics for transactions have a Poisson distribution 

with mean 100 . 

3.3.2 Storage Allocation Policy Modules 

Different simulators were set up for the fixed 

partitioning policy and the DFSA policy. Figure 3 gives the 

implementation details of a fixed-partitioning policy, and 

figure 4 of the DFSA policy. For those interested in obtaining 

information about the deadlock scheme used in the DFSA 

we refer to [19], and to Appendix A. 

3.3.3 Performance Evaluation 

The following variables have been carefully 

observed in our investigation: 



Transaction 
enter 

cur_hold «- 200/X 
(core acquisition) 
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X 

cur hold«-new need 

end of qua 
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cpu queue * 1 
n turn 

fu ti lize channe l| 

]utilize cpuj ■ I/0  ^channel queue 

Figure 3: Fixed partitioning allocation policy 



Figure 4: Deadlock free storage allocation strategy 
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(1) Throughput rate: 

defined as the number of processes serviced per 

unit time. An equivalent measure of this could be 

the total amount of time to finish a selected set 

of processes . 

(2) Channel utilization: 

defined as the portion of the time the channel 

is busy moving information from one level of 

storage to another, 

(3) CPU utilization: 

defined as the portion of the time CPU is in. use. 

(4) Storage utilization: 

defined as the average percentage of the main 

storage that is occupied by active users during 

the simulation run. 

(5) Àveragé response time: 

defined as the average time measured from user 

request to a reply by the system completing 

reques t , 

(6) Channel activity: 

defined as the number of page turnings done 
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(7) Degree of multiprogramming: 

defined as the number of users active in the 

sys tem. 

3.3.4 Results 

We assumed, that the storage requirements of 

processes were normally distributed, and that all processes 
L 

had the same working set size mean and variance. With these 

assumptions, the simulation was conducted in two ways. 

First, we determined the performance of the two storage 

allocation policies under different values of oring set 

size variance, assuming that the mean of the working set 

size was constant at 24. The relative merits of the two 

storage allocation strategies under different variances of 

program storage needs is reported in figures 5-10. 

Figure 5 shows that the throughput rate of DFSA 

is greater than that of the fixed-partitioning strategy, 

for all values of WS sizes variances used in the experi¬ 

ment. For processing the same number of jobs, the fixed 

partitioning strategy required about 5% extra time when 

the variance in WS size was small, and as much as about 

50% extra time when the variance was 1/2 to 2/3 of the 

mean. This is to be expected, since the fixed-partitioning 
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Figure 5: Throughput rate VS program size variations 
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strategy is highly inefficient when the variance is large - 

when the actual storage required is much less than that 

alloted, a lot of storage is wasted, and when much more 

storage is required than is alloted, processing efficiency 

suffers from page swapping. 

Figure 6 shows the dramatic effect of DFSA on 

channel activity. The fixed partitioning strategy requires 

roughly twice as much channel activity as compared to DFSA. 

This holds for all values of variance of WS size. There is 

a slight increase in channel activity with increase in WS 

size variance, but this is to be expected. 

Figure 7 shows that the CPU utilization stays at 

0.999 for both strategies. This is an indication of the 

fact that in the BTSS, there is no bottleneck at the CPU. 

Figure 8 shows that storage utilization tends to 

be much higher under DFSA than under the fixed partitioning 

strategy. This explains why the throughput rate improves 

under DFSA. 

The mean system response time to the user has 

been recorded in Figure 9. The system responds, on the 

average, about 30% slower under DFSA. This can be attributed 

to the very high storage utilization under DFSA. 
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Figure 6: paging traffic VS program size variations 
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Figure 8: Storage utilization VS program size variations 
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Figure 9: User's response time VS program size variations 
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From figure 10, it follows that the degree of 

multiprogramming with DFSA is less, compared to that under 

fixed partitioning policy. The reason again is that the 

high storage utilization under DFSA causes a larger number 

of processes to be blocked due to lack of storage. 

The second experiment was aimed at providing 

information about the behavior of the two storage allocation 

policies, as the number of interacting users in the system 

changed. This was done by holding the variance of the WS 

size fixed at 2, and changing its mean. By varying the 

mean from 28 to 4, we get the effect of having 7 to 50 

users in the system. 

Figure 11 shows that the throughput rate using 

DFSA is higher when there are a small number of users in 

the system. When the number of users goes beyond 35 (app¬ 

roximately), the throughput rate using DFSA is less than 

that using the fixed allocation strategy. This loss can 

be explained by noting that as the number of users rises, 

the deadlock avoidance scheme algorithm has to search a 

large table every time ther is a request for additional 

storage is made. Also, there is going to be a larger num¬ 

ber of such requests. Both these factors contribute to 

an increase in overhead. 
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Figure 10: Degree of multiprogramming VS program size 

variations 
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Figure 12 through 15 gives essentially the same 

kind of results that figure 6-9 give: The DFSA requires 

only half the channel acitvity that the other strategy 

requires; the CPU utilization, at 0.999 is extremely high 

for both policies; storage utilization under DFSA is higher 

than that under the fixed partioning strategy; and the mean 

response time using DFSA is 30% more than that under the 

other strategy. 

According to figure 16, the degree of multipro¬ 

gramming is larger with DFSA when the number of users in 

the system is large, and when this number is small, the 

degree of multiprogramming is slightly smaller, with DFSA. 

This result is consistent with that of the figure 11. 

3.4 Cone lus ion 

In this chapter, there has been a discussion 

of the Deadlock Free Storage Allocation policy, and of an 

experiment whose purpose was to compare this policy to 

the fixed partitioning policy [7]. 

We have shown that storage utilization is higher 

under DFSA than under the fixed partitioning policy, even 

though channel acti ity is considerably less. The increased 

storage utilization is the reason for the larger throughput 



rate under DFSA, but correspondingly, there is a decrease 

in the mean response time of the system to user requests 

for extra memory. 

We suggest that DFSA be used when the number of 

users in a system is not large, because when there are a 

large number of users, the efficiencies of DFSA can not 

compensate for the increased overhead. Also, it may be 

used in situations where the channel between central and 

secondary memory tends to be saturated. 
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Figure 12: Paging traffic VS changes in the number of 

processes 
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Figure 13: CPU utilization VS changes in the number of 

processes 
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Figure 14: Storage utilization VS program size 
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Figure 15: User's response time VS the changes in number of 

processes 
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Figure 16: Degree of multiprogramming VS changes in the 

number of processes 
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CHAPTER FOUR 

CONCLUSION AND SUGGESTIONS FOR FURTHER RESEARCH 

The investigations reported in this thesis 

were in two directions. At our starting point, we acknow¬ 

ledged that the resource allocator of a computer system 

must have some information regarding the nature of a pro¬ 

gram's present and future storage needs. We assumed that 

the present and future WS size is a good estimation of 

future storage requirements of a program. With this as our 

assumption, we performed time series analysis upon the 

memory reference strings obtained from three models for 

program behavior. In Chapter two, a stochastic model, namely 

the autoregressive process of order 2, was set up for the 

purpose of predicting a program's future storage usage. 

According to this model, the future storage usage essentilly 

stays at the mean level of the program. More important, 

we conclude, using the techniques of interval estimation, 

that the probabilityof a program changing its working set 

size in the next instant of time is 0.05 to 0.20. This 

result seems to be much more reliable than the results from 

time series analysis. Time series analysis helped us in 

understanding how these models behave in time. The results 

of this analysis did not aid us in determining optimal 

storage allocation strategy because the three models are 
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inherently unsuitable for modeling program behavior in 

the time domain. A simple and efficient storage allocation 

strategy is to give each program a fixed amount of storage 

which is the mean WS size under a specified window size. 

In chapter three, we discuss a more sophisticated 

method, the DFSA policy. This strategy guarrantees that 

the channel activity can be cut down by 50%. 

We discovered that there are many areas in which 

fruitful research can be carried out. 

1. The holding probability of a program could 

be used as a measure of its short-term behavior. This 

could be of help in determining more optimal allocation 

s tra tegies . 

2. To our knowledge, no one has successfully 

formalized the storage allocation problem with the intent 

of determiiing good efficient allocation strategies. The 

DFSA policy, or similar ones certainly deserve formalization. 

Such a theorectical approach will hopefully yield some 

insight into the factors that are critical in determining 

optimal allocation strategies. Ths simulation approach did 
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give us some insight, but it was comparatively super¬ 

ficial. 

3. The VSLM, SLRUM, IRM are inappropriate for 

the representation of a process' storage usage in the time 

domain. We feel that a suitable class of random walks would 

be a more appropriate models of program behavior. Basically 

the internal structure of the random walk would be the 

analog of the internal reference structure of the program. 

Thus, the random walk would be confined to the integers 0, 

1, . « * , N . 

4. In order to be able to construct toward a 

theory of resouces allocation, we think this is essential 

that program behaviors be taken into account when allocating 

resources. How to exploit program behaviors, what aspects of 

behaviors are important to characterize, and what is the 

correct way to correlate these process' properties to 

the allocation strategy are both worthwhile researches. 
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APPENDIX A: 

"A SURVEY ON HABERMANN1S DEADLOCK AVOIDANCE SCHEMES’1 

1. Prelimina ry 

Our system consists of n sequential processes 

Pi* P29 ••••* Pn> and resources of m different types, 

where n, m ^ 1, m being fixed, but n is subject to changing. 

Each process p^ must state, before any request is 

made, its maximum need for each type of resources. Also it 

might be that p^. will need all its claimed resources 

concurrently. 

The allocation state is dertermined by a vector 

a, and two matrices B, and 

describes the resources available in the system, where a^ 

is the number of resources of type i; 
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B = ( h ^9 ^2 » ••• • ) — 

describes the claim on the system resources ,and b ^ denotes 

the maximum number of resources of type i that will be 

needed at ont time by process p^ and the resources allocated 

to it; 

Q = 9 £_2 9 • • • • 9 ) 

/ c 11 C12 cln 

C21 c22 c2n 

c , c „ . . . . c 
ml m2 mn 

describes the allocation to the processes, and c ^ is the 

number of resource of type i allocated to p^ or to the 

resources allocated to p^» 

Thus a pair ( b^, c_^) describes the allocation state 

of process p^. 

A realizable states is a allocation state such that 

the following three conditions hold: 

Rl: V k » —k s — 
(no process claims more resources 
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R2 : C £ B 

R3 : jfc c. <: a 
1 K 

than are available) 

(no process will try to seize 

more resources than it has 

claimed) 

(at most all resources are allo¬ 

cated) 

denote r(t) thus R3 becomes 

R3 ’ : jr (t) £ 0 (r(t) describes the amount of free 

resources of each types remained 

in the sys tern) 

2 . S a fe State 

Let S be an ordered set of processes, and let 

s(k) represents the ordinal number of p^€ S; S is called a 

full sequence if it contains all the n processes that claimed 

resources . 

Defini tion A realizable state (a^, B^, £(t)) 

is called a safe state if there is a full sequence S 

such that 

R4: V Pk € S bk S r(fc) + Z-'' C4(fc) 
s(i)ss(k) 



75 

Condition R4 says that the claim by process p 
K 

must not exceed the sum of the free resources and those 

resources which will become free in due time, when the 

processes preceding p^ in S have released theirs. 

The significance of the concept "safe" lies in 

the fact that starting from a safe state there is at least 
» 

one way to allocate the claimed resources to each process 

p^, even in the worst case, i.e. when each process p^ asks 

for all the resources it has claimed and does not release 

any resources until it has been allocated its claimed re¬ 

sources . 

3. Deadlock avoidance algorithms 

The following three theorems have been proved in 

[19]. They all lend themselves to implementation of deadlock 

avoidance schemes. The efficiency of the resulting algorithms 

is in increasing order. 

Theorem 1 When no process will release its 

resources until it has been allocated its claimed resources, 

the process will not get into a deadlock if and only if the 

allocation state is safe. 

Since the processes can be arranged in n! ways 
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an algorithm to check whether a given state is safe 

according to R4 will be quite inefficient. The following 

theorem gives better efficiency in terms of time. 

Theorem 2 If the allocation state is safe 

and a subsequence S fulfills condition R4 , S can be extended 

into a safe sequence. 

Thm 2 says that any subsequence fulfilling R4 

can be extended into a safe sequence, so that tracking is 

not required. The task of searching has been reduced from 

ni/2 to n(n+l)/2. 

In practice it is even more important to know 

whether a transition from one state to another can be per¬ 

mitted without introducing the deadlock danger. Theorem 3 

solves this problem. 

Theorem 3 If a safe state is transformed by 

allocating resources to process p^ and if any sequence S - 

not necessarily a full sequence - can be found containing 

Pk and fulfilling condition R4, then the transformed state 

is also a safe one. 

Thus a further reduction of the state inspection 

task is allowed under this theorem. An algorithm that decides 
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whether a state transition is safe can use theorem 3 by 

trying to extend the sequence first with , If the exten¬ 

sion is successful, the future state is safe and this request 

is granted; if not, extension with another process can be 

tried. Thus every scan for a new extension begins with p^, 

and as soon as p^ is found to be an element of the sequence, 

the repititions can be stopped. 
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