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ABSTRACT 

AN IMPLEMENTATION MODEL FOR MADCAP VI 

ON THE RICE RESEARCH COMPUTER 

by 

Larry N. McMahan 

An implementation model is specified for the MADCAP VI program¬ 

ming language on the Rice Research Computer. The features of the 

language and machine are examined and a theoretical model is devel¬ 

oped based on the Contour Model of Johnson and Berry. The model 

is then expanded and detailed for the expression node structure of 

the language. A multienvironment access and control scheme is worked 

out using the features of the machine, and a working unit is described. 

A hybrid stack-access tree is used for the value implementation, and 

a tree of control word addressed segments for the algorithm. Finally 

some questions regarding language and machine design are considered 

and areas for future research presented. 
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0.1 

INTRODUCTION 

This thesis is based on the relationship of programming language 

to hardware design; or more generally, on the relationship between 

the nature of computations and the physical devices used to carry 

them out. If a long term goal of computer science is the realization 

of intelligent machines capable of carrying out large complex tasks, 

then it is clçar that one of the first major steps in that direction 

should be the unification of hardware and software design. Providing 

a well defined and elegant formalism between the statement of a prob¬ 

lem and its implementation will obviate much of the distinction be¬ 

tween what the user wants and the way it is done; allowing time and 

energy now spent fitting a problem to a particular machine to be 

utilized formulating concepts pertinent to the solution of that prob¬ 

lem. 

Historically, our present concept of computer oriented problem 

solving began with the classic von Neumann article [1] on machine 

design. At this time the user was required to state his problem in 

terms of the available machine language and manage all of the physi¬ 

cal resources himself. As computing capability and complexity in¬ 

creased the necessity for being able to symbolically formulate tasks 

succinctly became evident. Thus with the advent and widespread ac¬ 

ceptance of FORTRAN 12] and other higher level languages, hardware 

and software design emerged as independently pursued processes. 

Presently, a computing system is assembled by building a ma¬ 

chine, usually by the use of simulation and other means intended to 
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determine ways of effectively utilizing resources and maximizing 

computing power. The techniques used are generally chosen to increase 

data throughput; for example, pipelining of data and instructions, 

interleaving memory, wideband parallel transfer, and the use of mul¬ 

tiple processors. Simeltaneously, a language is chosen or designed, 

with both the goals of providing the user with a natural mode of ex¬ 

pression and exploiting the power of the machine (which is in turn 

designed to exploit the power of the language). A compiler is then 

written to run the language on the machine built, thus supplying an 

effective mapping from the computational process to the physical 

device used. 

This set of techniques has sufficed to bring us from the days 

of one user, one machine systems to the large multiprogramming, 

multiprocessing installations capable of handling a multitude of 

applications; yet it suffers several serious drawbacks. First, as 

the complexity of the machines being built and the problems to which 

they are applied increase, the ad-hoc techniques used become increas¬ 

ingly insufficient. The high degree of independence in machine and 

language design causes the correlation between the two to exist only 

on a very primitive level. For example, given the occurence of A+B 

in a programming language, there is a physical (hardware) ADD instruc¬ 

tion which corresponds on a one to one basis, but there is generally 

no direct equivalent to many structural concepts such as iteration, 

conditional evaluation, or function invocation, and these must be 

transformed to (possible varying) instruction streams, or in some 

cases to software operating system routines. But in the case of our 
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primitive function given above it may not be that easy. The IBM 

System/370 has fourteen ADD instructions [3], all of which may not 

be used to implement a particular language. Further, the instruction 

used will depend on the meaning of a particular usage of + (complex 

add, real add, integer add, etc.). Hence it is necessary to design 

a great deal of redundency into both the machine and the language to 

achieve a desired level of generality. For these reasons efficiency 

considerations become an important part of the problem in modeling 

the computational process. Since the correlation between the machine 

and the computation exists primarily at the instruction set level, 

the question becomes one of finding acceptable code sequences and 

data structures to do the computation. Hence good coding techniques 

must be found by trial and error and optimization myst be performed 

in an ad-hoc manner by looking for familiar code sequences and replac¬ 

ing them with improved versions. Thus programs written in higher 

languages are almost uniformly unable to employ the full power of 

the machine which they use. For example, programs written in FORTRAN 

generally tend to run three to four times slower than programs 

written in assembly language, and programs written in more general 

languages such as PL/I are a factor of ten to one hundred times 

slower, depending on the type of operations required. 

Second, as computational problems become more involved, the 

lack of a clear formalism hinders comprehensive understanding. Given 

a machine - language combination, there is no precise description of 

what computations can be effectively performed. The lack of a rigor¬ 

ous formalism precludes the establishment of necessary and sufficient 
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conditions for a solution. Thus, to determine if a problem can be 

approached using a digital computer it is necessary to spend time and 

energy attempting to formulate the problem with no real guarantee of 

success. But even when a problem lends itself to computational methods 

its statement and solution require multiple formulations. First, 

to understand what needs to be done, the problem must be written in 

terms of a mathematical description. Then to develop a method for 

solution, this must be translated by the user into a programming lang¬ 

uage formulation. Finally, to interpret the answer and determine its 

validity and feasibility, the user must understand what machine for¬ 

mulation was used in the actual calculation. Thus, in order to solve 

a problem, the user must be able to state it in two formulations, on 

a mathematical and a programming level, and understand it on a third, 

the actual machine implementation. Further, he must relate each of 

these to the others intuitively, since the transformations between 

them exist in an ad-hoc manner. There are several areas in which 

problems of this nature may be attacked. 

The computational process for solving problems as it now exists 

may be represented by the block diagram in Figure 1.1. Of the three 

steps shown, only the first, that of formulation, is a natural pro¬ 

cess intrinsic to the need to be able to comprehensively state the 

problem. Both the second and the third steps, translation and com¬ 

pilation, are required only because the language of solution for the 

problem is different from the language of statement. If it were pos¬ 

sible to devise a complete mathematical model for computation, write 

a programming language to implement it, and build the hardware which 
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could directly execute the constructs, then the whole problem would 

have been solved. This is equivalent to reducing each of translation 

and compilation to the identity transformation, or at least to a sim¬ 

ple, well defined rule to which heuristics need not apply. Therefore, 

it is clear that if the overall efficiency of the computational pro¬ 

cess is to be improved, then these are the areas for which a more 

rigorous formalism must be developed. 

The first question, that of translating mathematical statements 

into programs corresponds roughly to the problem of developing nota¬ 

tion and methods for specifying algorithms and developing programming 

languages suitable for both this task and for the computation of re¬ 

sults. This area is being dealt with by Jack Schwartz of NYU in the 

development of SETL [4] as a programming language capable of execut¬ 

ing "set theory" and by the development at Los Alomos of the MADCAP 

series of programming languages. The latest, MADCAP VI, with which 

my present research is concerned, is being developed by Mark Wells 

and James Morris as both a powerful and conceptually natural program¬ 

ming language. 

The second question, that of program compilation, corresponds 

to a broad area, ranging from the formal specification and design 

of programming languages to that of hardware architecture. The for¬ 

mal specification of ALGOL 60 [5], which overlaps both translation 

and compilation, and the design of the Burroughs B-5500 [6] as the 

implementation machine for that language are examples of the extreme 

ends of this field. Taking a closer view of the question, we are 

interested in formally stating what a programming language can do 
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and how it is to be accomplished, then developing a mathematical 

model of a machine which can implement it. Johnson and Berry [7,8] 

have developed a theoretical approach to the language - machine map¬ 

ping with their contour model. Each of these examples illustrate a 

point where the need for a better formal specification is recognized. 

By developing more rigorous formalisms for programming language imple¬ 

mentation, it will be possible to create better hardware realizations. 

My own interest is in specifying the machine implementation of 

a mathematical model for MADCAP VI on the Rice Research Computer (R2). 

MADCAP VI has been chosen as the implementation language because of 

its close adherence to standard mathematical notation and its power 

as a programming language, thus satisfying the requirement of a natu¬ 

ral algorithm to program mapping. The R-2 has been chosen as the 

machine because of its flexibility as a research computer and because 

of the programming features designed into the hardware, thus facili¬ 

tating language implementation. Hence, by development of a mathe¬ 

matical model for the language - machine mapping it will be possible 

to determine the feasibility of both language and machine design and 

to recommend the best direction for the improvement of each. 
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CHAPTER I 

The decision to choose MADCAP VI as the implementation language 

was dictated by reasons falling in two general categories: 1) com¬ 

patibility of use for algorithmic specification and programming capa¬ 

bility , and 2) usefulness as an implementation method for problem 

solving. These categories correspond to the computational process 

areas of translation from mathematics to programming language, and 

compilation from programming language to machine language respective- 

1.. The purpose of this chapter is to illustrate how the design of 

MADCAP VI attains objectives in the first category. The second cate¬ 

gory is dealt with in the exposition of the implementation model given 

in later chapters. 

If a programming language is to unify algorithmic specification 

and programming capability, then there are several criteria that it 

should meed. It should provide a mathematically natural mode of ex¬ 

pression, making the differences in algorithm and program as minimal 

as possible; it should also provide for a natural usage, with stan¬ 

dard operators having the same meaning in various contexts, thus re¬ 

ducing the incidence of special cases. It should be a powerful tool 

for computation, lending itself to a wide range of problems, and it 

should incorporate advanced programming concepts, making it useful 

for research into language design. The following paragraphs describe 

the design features of MADCAP VI and how they contribute to these 

criteria. 

MADCAP VI is a block structured language for which each exprès- 
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sion returns a value. The block structure concept, which was intro¬ 

duced with ALGOL 60 allows for top down programming through the mod¬ 

ularization of tasks. Since each expression in MADCAP VI returns a 

value and since inner blocks may be regarded as subexpressions of 

outer blocks, the unification of these concepts makes it quite a sim¬ 

ple matter to write programs in a functionally compact notation. 

Allowing such constructs as set theoretic expressions, vector expres¬ 

sions, and generalized iterative expressions and described in later 

paragraphs facilitates the specification in standard mathematical 

notation of programs to perform a wide variety of tasks. Thus, the 

unification of block structure and valued expressions extend the range 

and depth of programming for which a natural notation can be used. 

Data types in MADCAP VI provide for a maximum of programming 

flexibility. They are divided into two classes, primitive data types 

and composite data types. Primitive data types are those recognized 

by the language as single units. In MADCAP VI these are reals, bool- 

eans, strings, and expressions. In addition, for the present imple¬ 

mentation complex is included as a primitive data type since it is 

recognized by the R2 hardware. In MADCAP VI there is no integer 

type and integers are taken as a subclass of real numbers. This is 

done to unify arithmetic and obviate the artificial distinction be¬ 

tween fixed point and floating point numbers that does not exist in 

notational mathematics. Booleans are defined in the normal manner, 

returning a value of TRUE or FALSE. The syntax for strings in MADCAP 

VI is: 

string: "Dstring.symbolQ..." 
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string.symbol: string.control.element 

: 'Estring.elementQ... ' 

: character other than " or ' 

string.element : string.control.symbol 

: "Estring.symbol!]..." 

: character other than " or * 

where (D,Q denote optional Inclusion and ... denotes repetition. Thus 

by the alternation of double and single quote marks it is possible 

to have quoted strings within quoted strings to any arbitrary level 

of nesting. This makes it possible to create programs within programs 

as quoted strings and in turn compile the created programs which may 

have quoted strings within them. The final primitive data type is 

expressions. This is equivalent to the procedure data types of Algol 

68. This allows the assignment of evaluatable expressions as variables 

and their deferred evaluation. For example, it is possible to do the 

assignment f-<~fa+b:§, where |,:§ are the expression delimiters for defer¬ 

red evaluation, and at some time later in the program evaluation the 

assignment y-*-tf will return in y the present value of a+b in the en¬ 

vironment in which it exists. The t indicates function evaluation. 

This construct allows the equivalent of both procedure calls and func¬ 

tion definition statements. 

In addition to its primitive data types, the language provides 

two composite data types, sets and sequences. A set is an unordered 

collection of elements, and a sequence is an ordered collection of 

elements, where an element is any item of primitive or composite data 

type. Thus it is possible to have sets of sequences and sequences 
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of sets. In fact, vectors (in the APL sense) are merely sequences 

of real numbers. For computational purposes sets are required to be 

homogeneous. That is, they must be constructed of elements of the 

same data type or compound data structures of the same size and shape. 

This is a consequence of the fact that sets are unordered collections. 

Since it is not possible to pick elements of a set by subscription, 

and since the useful operations on a set are of the type V (forall), 

3 (there exists), and ANY (pick an element), each element of the set 

must be a valid data type for the operation being performed. This 

requirement is not necessary for sequences, since their being an or¬ 

dered collection allows for the selection of elements by subscription. 

In addition to subscription by index MADCAP VI allowsjfor the naming 

of sequence fields and selection of elements by field reference. For 

example, the statement c+-(a*-1.5,h*-6.3) defines c as a sequence of two 

numbers which are referenced by the field variables a and b respec¬ 

tively. Declarations in MADCAP VI are denoted by underlining the 

defining occurrence of a variable. Thus either c+b (equivalent to 

PL/I c.b) or b+c (equivalent to the Cobol or Algol 68 b of c) obtains 

the element c2*6.3. 

In addition to the data types given above, MADCAP VI allows for 

their combination into generalized data structures. For example, the 

declaration: 

POLYNOMIAL-*-( (1.... )■*• (coeff<-REAL,exp*-( (x,£,£)«-REAL)) ) 

would provide for the declaration of a polynomial of arbitrary degree 

in the three variables x, y, and z. Thus with the declaration 

^POLYNOMIAL and given that i=l, the expression: 
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while i<|p| 

if x+exp+p“3 : 

numb^-coeff+p 

i^-|p|+l 

else; i**-i+l 

assigns to numb the value of the first term of the polynomial con¬ 

taining a factor of x3, Thus, MADCAP VI assists programming general¬ 

ity by providing many useful data types and allowing their expansion 

into structures of arbitrary complexity. 

Full utilization of the rich data structures of MADCAP VI could 

only be accomplished by providing an equivalently powerful control 

structure with a set of operators capable of maintaining the level 

of generality that the data set provide. For the primitive data types 

this could be accomplished by providing an adequate number of suffi¬ 

ciently powerful operators; for the composite data types, in partic¬ 

ular for set data, with which there had been little previous experi¬ 

ence, it is necessary to examine the manner in which control is to 

apply. In this case, and also in the case of generalized data struc¬ 

tures, it is necessary to consider not only the operations to be per¬ 

formed on the elements, but the manner in which the structures them¬ 

selves are created and altered. 

Each of the primitive data types has associated with it a set 

of primitive operators. The reals, in addition to the usual arith¬ 

metic operators, floor L*J» ceiling fx"|, square root /x, modulo arith¬ 

metic, and exponentiation x^, provide for a number of combinatorial 

operators to facilitate number theoretic and set theoretic calcula- 
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x 
tions. These are factorial x!, binomial coefficient (y), and Sterling 

numbers of the second kind {*}. Relationals, when applied to reals 

yield booleans. In addition, the boolean algebraic operators apply 

to boolean values. For strings concatenation, character and substring 

indexing and tests for string equality and lexigraphical ordering 

are primitive operators. 

For the composite data types, sets and sequences, there are 

special operators to choose, count, and manipulate the elements. 

Cardinality is denoted by #X or |X|. E, II, u, and n denote sum, 

product, union and intersection respectively for valid data types. 

MAX and MIN return the greatest and least elements of a sequence; 

V, 3, and ANY are used for logical searches. Since assignment is 

by reference for composite data types, the operator • denotes the 

copy rule, (value assignment); thus, if A and B are vectors A*-B will 

put.ua pointer in À tô B; while. A+4B will assign to A an identical 

copy of B. 

Since the question of set formation is an important part of set 

theoretic operations, two methods have been provided in MADCAP VI. 

The first is that of tabulation. This is essentially writing down 

each of the elements to be used by listing in the set braces as by 

A«-{3,5.1,9}. The second, quite useful in combinatorial work is the 

set former notation. The basic form is {x^:P(x)}, where P(x) is a 

property that each of the elements of the formed set must have. Note 

that in order to be meaningful, P(x) must specify the set from which 

the X£ are to be chosen. Thus if A is the set indicated above, the 

notation {x^jxeA A X£7) will be a valid MADCAP VI expression return- 
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lng the value {3,5.1}. This notation provides for conditional subset 

formation, one of the most powerful set theoretic tools available. 

Thus we have seen that MÂDCAP VI has a powerful set of operators for 

manipulating its data structures. 

Finally, in addition to its rich data structures and powerful 

operators, MADCAP VI aids programming generality through mathemati¬ 

cally natural notations. The first is a two-dimensional operational 

notation that allows multiple subscription and superscription, dis¬ 

played division and simeltaneous subscription and superscription of 
N2 x 

iterative operands. Thus I T7 a valid expression. The second 
i-1 

is the outline format of program specification. MADCAP VI is a ter¬ 

minal based language for use with a keyboard with tabs. A subexpres¬ 

sion is denoted on the same line by opening and closing parentheses 

or on subsequent lines by indentation one additional tab setting. 

Thus the expression: 

if A-«-3 : (i«-2,j-«-3) ; b+2 is equivalent to 

if A+3 : 

i«-2 

j^3 

b+2 

Note also that the semicolon between expressions corresponds to tab 

alignment. Thus it is possible to write programs in a natural outline 

form without the use of superfluous punctuation. Expressions too long 

to fit on one line are accomodated by allowing a line ended with an 

unmatched operator to be continued on the next. 

Thus we have seen that MADCAP VI is a natural and powerful lang- 
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uage for both algorithmic specification and programming computation. 

It provides power and flexibility through its block structured orga¬ 

nization and expression evaluation. It has a useful set of primitive 

data types which can be grouped into composite data types and extended 

into user defined data structures to meet programming needs; and it 

has a powerful set of operators with which to manipulate these struc¬ 

tures. In addition, it provides a naturally conversant notation for 

programming, its two-dimensional notation and outline format allowing 

a natural mode of expression. 
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CHAPTER II 

The model chosen for the implementation of MADCAP VI on the R2 

is based on the contour model of Johnson and Berry. An implementa¬ 

tion model has been designed based on their theoretical constructs 

with appropriate modifications and refinements useful for the pre¬ 

sent application. The model developed satisfies several requisite 

requirements. 1) The model is a useful formal description for the 

hardware implementation of a programming language. 2) It provides 

a sufficiently powerful mathematical description of MADCAP VI to 

handle such notions as its recursive tree structure, procedure as¬ 

signments, and set theoretic notions. 3) It is well adapted to the 

tagged nature of R2 and its hierarchical memory addressing through 

addresswords. This chapter will present a theoretical discussion 

of the contour model and its expression mode implementation for MAD¬ 

CAP VI. The following chapter (Chapter III) will discuss the control 

structure of the R2 and its correspondence to the expression mode 

model. 

The contour model is based on the idea of formalizing the imp¬ 

lementation of a programming language in such a way that it is pos¬ 

sible to develop machine implementations of the actual language 

constructs. Following the discussion in the introduction and 

Chapter I, the execution of a valued expression block structured 

program can be viewed as the evaluation of a mathematical function 

and the program itself as a statement of the function. Given the 

program features described in Chapter I used to achieve this goal, 
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it is desired to develop a model which will facilitate the incor¬ 

poration of these features into the machine implementation. This 

is the objective of the contour model. 

In order to produce a coherent description of the contour 

model and its application to a programming language, it is neces¬ 

sary to discuss the meaning of several forms as they are used in 

the context of this exposition. A program is the written statement 

of an algorithm. It is in fact itself an expression to be evaluated, 

and in our usage will denote the outermost of a nested hierarchy 

of expressions. The only access environment outside the domain of 

a program will be the system or, from the user’s point of view, 

the null environment, and the only actions allowed will be enter 

program (start evaluation) or terminate (finish evaluation). A pro¬ 

cess is the execution of a program. It is not a static entity, but 

is time-variant in a limited span. A process is created when eva¬ 

luation is requested; it then proceeds to evaluate the program, and 

it terminates when finished. Thus a process associated with a pro¬ 

gram exists between times t-start and t-finish and has the structure 

given by the state of the program at that point. Thus for the pre¬ 

sent purposes a process consists of a time invariant algorithm cor¬ 

responding to the program and a time varying record of execution 

corresponding to the dynamic state of the program at a particular 

phase of evaluation. To formalize the structure of a process it 

is useful to define a processor as a locus of control within the 

process. It has two attributes, an access environment and a point 
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of control. The access environment represents the state variables 

of the process in the record of execution for the point in time 

at which the processer exists. This includes the accessible data 

and the identity and location of any sub-expressions and the parent 

expression of the one being evaluated. The point of control corres¬ 

ponds to the instruction counter in the algorithm of an executing 

program and provides a basis for the continuity of flow of the 

process. With these concepts in hand, we may now proceed with the 

contour model. 

The contour model is itself a formal model for a process; that 

is, the dynamic execution of a program. Its primary attribute is 

that it is designed to model block structured processes. Thus both 

the algorithm and execution record of the modeled process have the 

underlying topographical structure of contours of nested blocks. 

For this reason the basic structural unit in the model is the con¬ 

tour, which corresponds to the program notion of a block. Thus 

with nested blocks of the form given in Fig* 2.1a the contour re¬ 

presentation of the static template would be as shown in Fig* 2.1b. 

Thus the underlying topographical structure is clearly preserved. 

Each contour contains the information necessary for the evaluation 

of the corresponding program block. This includes data declaration 

for defining the variables local to the block, environmental access 

information for external variables, a return pointer to the point 

of control and environment of the parent block, and code to evaluate 

the block. Just like the process being modeled, the contour model 

is composed of a static algorithm and a dynamic execution record for 
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the process. In particular the static template contains the con¬ 

trol information and a guide for constructing the record of exe¬ 

cution at this level. The record of execution contains the working 

storage and environmental access information. The rule for the 

nesting of contours in the record of execution is that a copy of 

the contour for block B is nested in A in the dynamic model when 

it is in the static model. This is accomplished by assigning to 

each block contour of the algorithm a nesting level, starting with 

level 1 for the program (thus making the system level 0. Hence the 

rule becomes that in the execution record a contour of level i must 

be nested in one of level i-1. Thus, the notion of a processor as a 

locus of control becomes directly applicable to the contour model. 

It has two components, an environment pointer to the proper contour of 

the dynamic execution record to obtain environmental access infor¬ 

mation, and an instruction pointer into the code of the static algo¬ 

rithm giving the necessary control information. 

An example will serve to illustrate the structure of the con¬ 

tour model and show how environmental access is handled. Consider 

the incompletely specified Algol-like program and illustrated 

nesting levels given in Fig. 2. 2a. The static algorithm of the 

contour model is shown in Fig«i 2.2b. To illustrate the creation 

of the execution record and the access of information a series 

of snapshots of the contour model during execution of the program 

will be shown. Since the algorithm is invariant only the execu¬ 

tion record will be shown. Pointers into the static model will 

be denoted by the corresponding line numbers of the algorithm. 
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The processer will be denoted by II. A plus mark on a line number 

indicates the next following instruction. 

Fig. 2.3a. The processer has been created but has not begun exe¬ 

cution. The environment pointer (e.p.) is null so that the only 

valid action is program entry. Hence the instruction pointer (i.p.) 

points to line 1 (begin). 

Fig. 2.3b. On entry the contour B1 has been created and data areas for 

N and X created. In addition a return address containing the pro¬ 

per environment and control point for the processer to follow on 

block exit has been created. The processer is shown executing line 

11; hence N is assigned the value 1. 

Fig. 2.3c. The processer has executed the statement at line 11 causing 

a procedure call on P and the corresponding contour creation. Again 

the proper return pointer is stored. 

Fig. 2.3d. Again block entry is done. The new variable N is allo¬ 

cated and a return pointer to the previous environment is constructed. 

The processer is shown executing line 6 assigning a value of 2 to N. 

At this point any references to N from within B2 will return a value 

of 2 while any references outside of B2 will return 1. 

Fig* 2.3e. The processer has executed the procedure call at line 7 

causing a second P contour to be created. Note that since in the 

static model P lies directly within B1 the creation rule requires 

this also be the case in the execution record. Note also that 
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since the calling environment is block B2 that the e.p. of the 

return pointer points to B2 in the execution record and that the 

i.p. points to an instruction in block B2 of the static model, 

thus preserving the proper return path. 

Fig. 2.3f. The processer is executing the assignment x + N in 

procedure P. Although P was called from B2 the P contour lies 

immediately in block Bl; thus the value used is 1 not 2. Hence 

the proper access environment is maintained. 

Fig. 2.3g. After completing execution of P the processer uses the 

return pointer to get to block B2.Since no pointers remain to the 

second P contour it is inaccessible to the program, hence it is 

deleted. Figures h and i show the same action for return from B2 

and P respectively. 

Fig. 2.3j. At this point the main block has been exited. Note 

that the environment pointer is now null, indicating completion of 

the program. At this point the entire program space is deleted 

and returned to the system and the processer is terminated. 

Thus we see from the example that the contour model provides 

a natural construct for the expression of block structured processes. 

The contour nested regions permit a straightforward representation 

of the block structure. Its algorithm and execution record are an 

excellent method for representing pure procedures and data areas; 

and the processer definition as an(instruction pointer, environment 

pointer) pair allows full generality of access and flow of control. 
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As stated in Chapter I MADCAP VI is a block-structured expres¬ 

sion valued language, thus making it a natural candidate for the 

mathematical formalization provided by the contour model. The basic 

structural building block for MADCAP VI is the compound expression. 

Intuitively a compound expression is a series of expressions within 

parentheses or braces, separated by semicolons and with an optional 

declaration at the open parenthesis. The parentheses (braces) are 

equivalent to the algol begin-end pairs. Hence the compound expres¬ 

sion can be equivalent to a block or procedure. In fact, Program, 

the head of the language tree, is defined as compound expression. 

Formally, the syntax for compound expression is 

compound expression; {expression.body} 

: (Cformal.part extsep[]expression.body) 

where expression.body : expressionOextsep expression]]#.. 

formal part: DLnput.parameter.listQ->|Doutput parameter^! 

and where extsep is ; or , . 

Thus each compound expression has an expression node which is 

a block nesting level of the contour model. Corresponding to each 

compound expression is a structure node and a value node. The struc¬ 

ture portion contains control informâtion,constant values, a template 

for constructing data structures, and pointers to subexpression in 

each node, hence is the algorithm as defined for the contour model. 

The value model contains a variable value region and return and ac¬ 

cess information. The graphical notation for an expression node is 

shown in Fig. 2.4. The representation for a constant or variable 
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item of Figure 2.4 is given in Figure 2.5. For constant items the 

value is invariant, and is thus a part of the structure model and is 

shown connected in the graphic representation. For variable items 

the value is a part of the execution record. The identifier field 

is used for the graphical representation only and is converted to an 

index for implementation. The type field corresponds to the types 

allowed in the language. The type is shown as part of the structure 

model; in the implementation the use of tagged data allows types to 

also be carried in the value model. For reals, booleans, and complexes 

the representation is the actual value of the items. The exception 

to this is output parameters. Since the assignment of a value to an 

output parameter from a called expression causes a value to be stored 

to the actual parameter in the calling routine, a reference to a formal 

output parameter causes an access chain through a formal parameter vec¬ 

tor to the location of the actual parameter. For set, sequences, strings, 

and general data structures it is a pointer to the data structures. 

For expression variables the representation of a value is an instruc¬ 

tion pointer, expression pointer) ordered pair. Since the environment 

of a constant expression is the node containing it, an instruction poin¬ 

ter is sufficient to represent it and since the active environment 

pointer can be copied as its access environment an expression entry- 

For expression variables (equivalent to procedure variables) the 

i.p. points to the node of the structure model which contains the code 

for the expression; the e.p. points to environment in which the 

original assignment of the expression to a variable was made. The 

access control information contains three items, an access environ- 
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ment link, a return pointer (i.p., e.p. pair) and a result pointer. 

The result pointer references the variable value region of the ex¬ 

pression node to which it belongs. The return pointer provides a 

path to the node from which the active expression was invoked. It 

is identical to the return pointer of the contour mode. The access 

environment link correspond to an implicit definition in the contour 

model. The rule that nesting of contours in the record of execution 

correspond to the nesting in the algorithm requires this information 

be available regardless of call and return sequences. Whenever an 

expression variable is invoked a new active environment will be 

created; the present active environment will be stored as the return 

environment, and the environment pointer value of the expression vari¬ 

able is used as the access environment pointer. This assures full 

data access throughout the dynamic runtime process tree. The format 

for the control and access information is given in Figure 2.6. A 

sample MADCAP VI program will serve to illustrate the use of the 

structure and value model. Fig. 2.7 shows the structure model 

of the program Test. The value cell shown is a system entity iden¬ 

tifying the Presence of Test and giving its location. This is the 

master node for Test. Figure 2.8 shows the record of execution of 

the program. Pointers into the structure model are denoted by the 

nesting level followed by the line number in the program. Empty 

cells represent null values (variables to which no assignment has 

been made). 
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Fig. 2.8a. Program entry into Test is shown, the access infor¬ 

mation space is allocated, and return pointers and an access poin¬ 

ter is constructed to the next outer level (system). The variable 

value region is allocated and a pointer to it from the access region 

is constructed. The assignments N 1 and P {^expression 3 are 

shown. Note here that since P is being assigned a constant expres¬ 

sion, the e.p. value used points to the currently active process. 

The processer is shown at this point of execution. The access in¬ 

formation blocks have been labeled with their static nesting level and 

the variable cells with their name to maintain clarity. 

Fig. 2.8b. A call is performed on the expression (N) to evaluate the 

parameter for P. Access and return information is constructed to 

level 1 and the variable value region allocated. N is then evaluated 

and the value is stored. Note that the reference to N is up level. 

The access environment pointer is followed up one level and the 

variable region is indexed into to obtain N. 

Fig. 2.8c. Exit from (N) is shown. A pointer is placed to the value 

of the expression in a temporary for passing to the calling environ¬ 

ment; a return is made, and the access information for the expression 

is deleted. 

Fig. 2.8d. A call on procedure P is performed. The pointer is passed 

to the called routine, which then creates its access and variable regions 

and copies the actual parameter list into the formal parameter list. 

This results in call by value for simple variables and call by refe¬ 

rence for compound variables. 
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Fig. 2.8e. A=1 is tested, found true, and the compound expression 

(N 2, P(N)) is entered. Access and variable regions are allo¬ 

cated as before and the assignment N +■ 2 is performed. Next (N) will 

be evaluated and a return will occur the result will be a temporary 

pointer to the value 2. This is not shown but is identical to the 

actions taken in steps b and c. 

Fig. 2.8f. A call on P is performed from within. Since the return 

and access environments differ in this case more detail will be given. 

The access region is allocated. The return address is then copied, and 

the return pointer is constructed by using the value of the processer 

e.p. in the calling environment. The expression name is then found 

(2 levels of up-level addressing is required since P exists on level 

1) and the value of Pfs access e.p. is copied. Note at this point that 

the return e.p. points to level 3 while the access e.p. points to 

level 1. A jump is then taken to P’s i.p. The variable region is 

then allocated and the result pointer constructed. The actual para¬ 

meter list is then copied and the call is complete. Test A^l is 

performed and found false and no action is taken. Test A=2 is then 

performed and the assignment X*- N is performed. Since the access 

e.p. points to level 1 the value of N on that level is used. 

Fig. 2.8g. P is exited and deleted and the result is stored. Note 

that since A was declared as an input parameter it is not part of 

the result vector. 

Fig. 2.8h,i. Similarly the compound expression (N «-2 , P(N)) is 

exited, test A=2 is found false and P is exited, storing each value 
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in its respective place. Step i shows Test after the completion 

of P(N). The last node points to the data structure produced. 

Fig. 2.8j. Program Test is exited back to the system. Since the 

environment pointer is now null the processer is terminated. 

The expression node model has been designed as a contour model 

implementation of MADCAP VITs tree structure of compound expressions. 

The block structured design of the model and the access paths defined 

by the nesting conventions provide a mathematically elegant forma¬ 

lization for analysis of the languages and implementation of the 

constructs. The representation as a segment-indexed tree is highly 

suited for the implementation of this model on the tagged archi¬ 

tecture of the R2. 
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CHAPTER III 

The Rice research computer, R2 [9], has been chosen as the 

implementation machine for the expression node model of MADCAP VI 

given in Chapters I and II. Its data tags provide an excellent 

vehicle for the value types of MADCAP VI, and its address word 

and control word structure facilitate the construction of a hard¬ 

ware accessible expression node structure. In particular the mul¬ 

tiple level segment-index addressing using address and control words 

provides a powerful tool for the construction of nodes and the 

traversal of access paths between them. This chapter will detail 

the features of the R2 useful for this implementation and indicates 

application methods appropriate to the expression node model. 

Words in R2 storage are divided into four major categories: 

1) instruction words, 2) numeric or data words, 3) control words, 

and 4) address words. Instruction words hold actual machine instruc¬ 

tions packed two to a word. This class of words is grouped into 

control word addressed segments. Instruction segments can only be 

written in system mode. This provides user protection by requiring 

programs to be pure procedures; thus code is immune to damage from 

an inadvertent store. Numeric words contain actual data items such 

as real numbers, bit strings, boolean variables, character strings, 

etc. Hence they represent the actual value space of a computation. 

Control words may be viewed as reference variables pointing to pro¬ 

gram entry points. These are the only points at which code segments 

may be entered. Each instruction segment has a control word refe¬ 

rencing it which resides in a register or memory. Also, instruction 
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segments contain control words addressing internal locations or 

external segments, thus facilitating nesting of control and com¬ 

munication with other processes. Control words are half-word ad¬ 

dressable. 

Address words reference words in storage of classes two through 

four. Thus address words may be viewed as a reference to a value 

if it points to a numeric word, to name if it points to another ad¬ 

dress word, and to a procedure if it points to a control word. Ac¬ 

cess into storage for such words may be made only through address 

words ; thus by arranging address words into nested arrays which also 

reference data and instructions through control words it is possible 

to create a hierarchical memory segmentation which provides a natural 

implementation for any block structural process. Further, chained 

addressing and indexing of address words allows efficient addres¬ 

sing through multiple segments. Figure 3.1 depicts a simple program 

structure illustrating the use of each data type. 

Words types two through four are further divided into subclasses 

through the use of data tags. Each word has a direct tag field which 

identifies the class and subclass of word being addressed. Figure 

3.2 shows the tag assignments and their meanings. Data words, which 

will be discussed later in connection with MADCAP VI values, may be 

divided into seven subcategories according to representation. Control 

words can be created only by the system. They can only be copied 

and stored by the user. Control words are relatively and absolutely 

addressable. Absolute control words refer to permanently resident 
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(non-relocatable) segments. Relative control words address relocatable 

segments. They have the advantage that when moved from one address 

to another or into a register their location field is automatically 

altered to maintain the correct relative address. This allows code 

to be loaded in any location alloted and allowes procedure assign¬ 

ments to be made during execution. 

User addressing is by hierarchical segment-index using control 

and address words. Address words have an additional feature, making 

four subclasses. Indirection can be achieved on multiple levels using 

chained address words. Since address words are reference variables they 

have an indirect tag field which must agree with the tag of the data to 

which they point. Address words referencing mixed segments have a tag 

value of 0 meaning untagged. Either an address word or the item it 

references must be tagged, and if both are, then the tags must agree. 

Else a program exception will occur. In addition there are two 

special tags. The first indicates an undefined result. It has an 

indirect tag field giving its data type. This word may be used to 

denote undefined value or invalid result. The second, a stack par¬ 

tition word, provides for the physical arrangement of stack storage. 

It has the same format as an address word and is used to delineate 

physical stack regions. 

The R2 has 16 general purpose registers, numbered XO through X15 

which are capable of holding double word operands. These are used 

for the storage of temporary results and parameters, and as will be 

explained in connection with addressing, are instrumental in imple¬ 

menting the segment-index addressing scheme. Two registers XO and 
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XI are designated by the hardware for special use. XO is a special 

address word maintained as a stack pointer. Storage to XO causes 

autoincrementation to push the item onto the stack and fetching auto¬ 

matically pops the stack. Further, a transfer to a control word 

on the stack automatically frees the temporary working storage allo¬ 

cated by that control segment. XI is the accumulator for arithmetic 

and logical operations and either half may be addressed separately. 

U, the first half, is used for high order operands and quotients; 

R is used for low order operands and remainders. Both are addres¬ 

sable. Registers X2 through X15 provide fourteen words of fast 

access storage if single word operands are used. 

Addressing or operand access on the R2 is controlled by two 

criteria, the access path as determined by the chain of address or 

control words through which access must flow, and the addressing 

rule, as determined by the instruction being executed. The access 

path may be defined by the rule for an operand fetch through a 

control word or address word. The format for these words is shown 

in Figure 3.3. In addition to the tags and protection bits a con¬ 

trol word contains 5 fields: chain, mark, condition, code, location, 

and mode. The mode field indicates the the processing mode the seg¬ 

ment referenced by the control word is to operate in. Each bit in 

the mode field represents a condition which may or may not be invoked. 

For example, a bit may control creation of control or address words, 

or double or single word stacking. The modes allowed during a pro¬ 

gram segment are stored in the control word referencing that segment. 

When an involuntary jump (trap or interrupt) is taken a return control 
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word is automatically constructed and placed on the stack. The 

test result register (CC) is saved in the condition code field so 

that conditionals will not be affected by interrupts. The chain 

and mark field are used to impose a hierarchical arrangement of 

program sequencing in the stack domain. When a jump instruction 

is executed which places a return control word on the stack, the 

mark field is loaded with a priority level from the instruction, and 

the chain field is linked to the next control word on the stack. 

Return through several levels of nesting can be achieved through a 

return to mark. The mark field of each of the control words in 

the stack is examined until a mark is found of proper priority and 

a return is taken. At this point the stack pointer is set to the 

position of the return control word automatically restoring the en¬ 

vironment without the necessity of individually popping off each 

item. Otherwise, these fields are null. Finally, the location field 

indicates the program entry point. This will be given relative to 

the program counter for internal segments and absolute for segments 

linked by the system. 

Address words contain a length, location, and initial index field. 

The length field gives the number of locations in the segment refe¬ 

renced by the address word. The initial index field gives the logical 

index value of the first physical word of the segment. Hence for an 

array of length L and initial index iQ, subscripts run from i to L 

+1-1. The location field references the first physical word of 

storage. Address words may then be viewed as two types of quantities. 

Unindexed they can be used as simple reference variables pointing to 
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a single location. In this case the initial index field is zero and 

the length field is one. Alternatively, they may be indexed by the 

contents of a register (or the location it references, if it is an 

address word) for array reference. In this case the hardware checks 

bounds or indexing. If an array is indexed into with subscript N, 

the quantity N - iQ is calculated; if it falls between 0 and L, then 

the reference is valid and this quantity is added to LOC and the 

word is fetched. Indirection is provided through the use of chained 

address words. The access rule is that at most one unchained address 

word may be used in a sequence of address calculations for any one 

access. Thus if an unchained address word is encountered on an ac¬ 

cess, its location field will be used and a fetch performed. If, how¬ 

ever, a second address word is found, addressing terminates and that 

word is taken as the operand. In order to obtain the value of a refe¬ 

rence variable (which is itself an address word) special load and 

store instructions are used which ignore chaining. Address words, 

like control words, may reference absolute locations or relative 

to the program counter. Absolute address words refer to permanent 

system tables and values. Allocated storage is referenced by rela¬ 

tive address words. Figure 3.4 illustrates an addressing sequence. 

The second criterion affecting address calculation is the ad¬ 

dressing methods permitted by the access instruction. The types of 

addressing utilized by the MADCAP VI implementation along with the 

constructs using them are as follows. For small integers and boolean 

constants, literal addressing is allowed; thus improving space usage 

and access time. Direct references relative to the program counter 
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are allowed for internal program branching and for accessing con¬ 

stants. Program branching for if constructs and iterative expres¬ 

sions use addressing relative to the program counter. Note that the limi¬ 

tations that relative addresses be read only or execute only and be 

within the active control segment provides protection by preventing a 

program from inadvertently writing or executing an arbitrary memory 

location outside its sphere of control. Jumps for procedure calls and 

returns are executed through control words, thus preserving strict super¬ 

vision over flow of control. Data access for named variables is per¬ 

formed through address words held in registers or memory. Addres¬ 

sing through address word chains provides for the tree structured 

access system required for multienvironment addressing. Finally, working 

temporaries are held in registers or on the stack. These are ad¬ 

dressed directly or through the address word in XO. 

Since the memory organization of the R2 is so completely based on 

the use of address words, their creation, modification and use are of 

paramount importance. Hardware tag assignments can be made only in 

system mode. Thus a request for storage allocation is passed to a 

system routine, which returns an address word referencing the area 

allocated in register XO. Once an address word is created, the R2 

provides for the ability to copy or do a number of modification 

operations to facilitate addressing. In addition to the usual subscrip¬ 

ted indexing, instructions allow for the truncation of a segment refe¬ 

rence either from the beginning or end, thus allowing the creation of 

an address word pointing into the central portion of an existing 
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segment. This can be useful in constructing parameter lists and refe¬ 

rence pointers. Also, two instructions exist which increments an 

array pointer by 1 and jump relative either when the end of the 

segment is reached or vice versa. This provides for iterative in¬ 

dexing through arrays. Also, an address can be tested to determine 

if it falls in a given segment. 

Each of the primitive MADCAP VI data types has a direct cor¬ 

respondence to the tagged data values of the R2. Items of MADCAP VI 

data type KEAL are given the data tag integer if they are integers less 

than 247 -1; otherwise they are given a data tag real. Whenever 

numbers of both types are combined by arithmetic operations the hard¬ 

ware automatically performs a fixed to floating point conversion 

and gives the result a tag of real. Otherwise the combination and 

tagging of the result is the same as the operands. The data type 

COMPLEX corresponds to a complex tag in the R2. When such a word is 

fetched from memory to a register in an addressing operation, the 

appearance of the complex tag causes the imaginary point to also be 

fetched and placed in the second half of the register; when an attempt 

is made to combine two such operands, a trap occurs to software 

routine which accomplishes the task. BOOLEAN values share the same 

data tags as integers; however, a different set of operation codes 

denotes the combination of boolean values. The STRING data type has 

a character tag. Strings are stored six characters per word. 

Since the R2 does not contain string hardware, any attempt to operate 

on a character operand will cause a trap to a system location where 

a software routine examines the instruction code and performs the 
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proper operation. The last data type EXPRESSION is represented 

by a control word-address word pair corresponding to the contour 

model instruction pointer and environment pointer. The control 

word points to the program entry point of the expression and 

the address word to the appropriate access environment. 

Thus, the R2 is a powerful and flexible machine for research in 

language implementation. Its categorization of word types provide 

programming protection by distinguishing between instructions and 

data and by allowing run time tape checking of operands. Also, 

its powerful addressing structure is well suited to MADCAP Vi’s 

block structure. It allows for the construction of nested segments 

with efficient access and for storage protection, not only between 

jobs, but also between the segments of a single job. Hence the R2 

is well suited to the MADCAP VI implementation. 
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CHAPTER IV 

This chapter contains the actual machine implementation of 

the expression node model specified for the R2 and based on its 

tagged architecture. A control word tree is constructed for the 

structure portion of the model and an address word tree for the 

value portion. A practical implementation is specified which uses 

a stack domain for flow of control information and a linked list 

of address words for access information. Also, a processor is 

defined containing the information necessary for the evaluation 

of a node including a control pointer, a data access pointer, and 

temporary working storage. First the structure and access paths 

for the composite data types will be examined. Next, the value 

model will be presented, given first the address tree for data 

environment access, and second the stack domain for controlling 

environmental process flow. The physical realization will then 

be sketched, outlining its static representation. Next, the 

processor will be defined, indicating the constructs necessary 

to communicate between the various expression environments and 

maintain a proper locus of control. The structure and value models 

will then be further outlined as a working unit, indicating how the 

processor uses the structure model for construction of the value 

model. Lastly, an example will illustrate the functioning of the 

model. 

Composite structures, of the type set, sequence or general 

data structure, may be divided into two classes; those which have 
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a determinate number of members at run time, and those which do 

not. Note here that a vector A of variable dimension N is a 

definite structure because N will have some finite value when 

A is allocated. For example, the POLYNOMIAL data type defined in 

Chapter II consists of an indefinite sequence of elements, each 

of which in turn consists of a definite sequence of two members, 

a real number and a sequence of three elements. Clearly, the 

problems inherent in assigning and removing members becomes para¬ 

mount with indefinite structures. For this reason, a separate 

data structure model is used with each class. Definite struc¬ 

tures are built as control word addressed arrays, while indefi¬ 

nite structures are constructed as linked lists. Since all sets 

are by nature indefinite structures, they are built as linked 

lists. Figure 4.1a and 4.1b show the structure for a real mat¬ 

rix and a set of real numbers, respectively. 

The value types outlined in Chapter III and the structures 

for the composite values given above may be regarded as the leaf 

nodes of the value tree. The questions remaining are how to struc¬ 

turally represent the environments in which they occur and the 

access paths between them, and how to implement control flow 

through the environments efficiently without loss of information. 

Sufficient techniques may be found by noting the structure of 

the MADCAP VI programming language; and hence the requirements 

it imposes on the expression node model. The strict tree struc¬ 

ture of expression nesting and the lack of parallel processes 
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(coroutines) assure that procedure calling will be on a first en¬ 

tered, last exited basis. Thus the control information could be 

adequately implemented in a stack domain. However, this is not 

true of access information. Expression assignment requires that 

the environment of an expression retained for as long as the variable 

to which it is assigned is allocated. Hence, for access a linked 

list of pointers is required. 

Due to the foregoing considerations, the implementation of the 

value portion of the expression node model uses a method which em¬ 

ploys the efficiency of the stack for calls and returns, and the 

generality of the tree for access. Referring back to the expres¬ 

sion node model described in Chapter II we note that conceptually 

the value portion consists of two parts, variable values and con¬ 

trol and accès information. The implementation of the variable 

value region corresponds directly with the model. The physical 

representation is an address word with zero initial index pointing 

to a sequence of variables. This address word is called the variable 

pointer. Each variable is either a primitive data value or an 

address word referring to a composite data structure. When the ex¬ 

pression has been executed this address word is returned as the 

result pointer. It is modified not to include formal parameters. 

If an output parameter is specified, a second "parameter pointer" 

is used permitting direct reference from within the expression. 

During execution of the expression the variable pointer provides 

the final access path from other environments to the one which 

it represents. The physical representation of the control and 

access information is a hybrid one composed of an address word 
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tree for access of data and a control word-address word stack for 

control of flow. The access environment pointer and result poin¬ 

ter are chained in a linked list with the access expression poin¬ 

ter carrying a link to the next access level. This structure forms 

an address word tree in a block structured recursive process. Up- 

level addressing is permitted through the access environment poin¬ 

ter. The control word stack contains the return environment ad¬ 

dress word and the return address control word. When an expression 

is entered by a control jump, the R2 hardware automatically stacks 

the return control word and sets the accessible stack length to zero 

for the new environment. Program exit is by a jump to the control 

word at the bottom of the accessible stack. Figure 4.2. shows a 

typical access tree structure. 

At this point a slight digression will be made on the choice 

of the proper access environment pointer. As noted in Chapter II, 

the question in assigning this pointer arises from expression 

variable assignment. When a variable is assigned an expression 

as its value, it is given a control word referencing the program 

entry point and an address word referring to its proper access 

environment. Since the environment of an expression constant 

is the nesting level in which it occurs, the environment assigned 

an expression variable is the one in which the original assign¬ 

ment of the expression constant occurred. This provides the ra¬ 

tionality for access environment pointer choice: when transfer¬ 

ring control to a constant expression, the active expression pointer 
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is used to construct the access environment pointer of that ex¬ 

pression; when invoking an expression variable, its access envi¬ 

ronment value is used. This allows access to any necessary ex¬ 

pression environment, even though it may not be accessible on a 

return path. 

The physical realization of the structure portion is a control 

word addressed tree of expression segments.* Each segment corres¬ 

ponds to a node of the structure portion of the expression model. 

Again recalling the expression node model of Chapter II, we note 

that the structure portion of the model consists of variable item 

names, constants and code. Variable item names are defined in 

terms of a segment-index address, thus a reference to that name 

will create an instruction referring to that location of the vari¬ 

able value portion of the value model. For named items the imple¬ 

mentation is a (segment number, index) pair followed by any sub¬ 

script or field references in order (note the POLYNOMIAL example 

in Chapter I). For references to the active environment the seg¬ 

ment number is null; for others it is the number of up level accesses 

required. The constants fall into two classes, primitive constants 

and expression constants. The primitive constants are those which 

can be represented by values carrying a numeric tag designation. 

Small integer and boolean values can be represented by literal ins¬ 

tructions. All other constants are represented by negative indices 

in the expression segment. Complex numbers require two locations. 

Constant expressions are represented by control word pointers to 

the next expression level. These are used for expression functions 
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and compound data structures. It is this item that forms the tree 

structure of expression segments. Each control word references a 

segment at the next higher nesting level. The code portion of the 

segment may be divided into three categories: opening and closing 

protocol, expression call and return, and evaluation and assign¬ 

ment. Each of these will be examined in connection with the working 

model. The code part of the segment occupies locations starting at 

zero. Entry is at location zero for all segments. 

The processor is defined in terms of an instruction pointer 

and active environment pointer as a locus of control in a process, 

and a set of working resources as an evaluation tool. The instruc¬ 

tion pointer is the value of the memory location in the instruction re¬ 

gister. This defines the control point for the present invocation of 

a particular expression. The active environment pointer is a dedi¬ 

cated register address word pointing to the currently active access 

environment. This defines the names created on this nesting level 

and names at higher levels accessible to the program. The working 

resources, implicit as computation rules in the expression node 

model, are the values needed for processor continuation at any given 

point of a program. Of the sixteen general purpose registers one, 

X15, is used by the system. XO refers to the stack, which is used for 

expression return control words and active temporary storage of unnamed 

values. The return address pointer for the active environment is 

the first control word on the stack. It references the parent 

process of the active one. XI is used as a general purpose work 

register. Operations are performed in XI and it is used to trans¬ 

fer and temporarily store information. X2 through X5 are dedicated 
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registers used to implement the value model. X2 holds the 

active environment pointer address word. This is an address 

word of length two. The first element is the access environ¬ 

ment pointer. It references the parent process of the active 

one. The second element is the variable value pointer. A copy 

of the variable value pointer is in register X3 for the active 

process. This is used for indexing of names within the active 

segment. X4 is the output parameter register. If an expression 

has a formal output parameter, it is directly referenced through a 

chained address word in X4. Otherwise X4 is used in the same 

manner as X5. X5 is used to hold the names and subscript indices 

of values used in XI while the expression is in the evaluation 

phase of execution. While return protocol is in effect X5 holds 

the result pointer which references the variable value region of 

the value model. This address word is modified at return time to 

delete the formal parameters used by the expression. Registers 

X6 through X14 are used as working storage for unnamed temporaries 

arising from the evaluation of a function. If storage requirements 

exceed register capacity addition work space is taken on the stack. 

Expression call and return will be transparent to these locations. 

The active execution of the processor provides the direction 

of function evaluation in an expression. The working implementation 

of the structure-value model is based on the evaluation of expres¬ 

sions and the protocol required to evaluate subexpressions and 

return results. The working model communicates with one external 

routine which services memory requests. An address word is re- 
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turned in XI referencing the segment allocated. All address words 

created by the process will be modifications of the address words 

allocated. This provides memory protection by only allowing refe¬ 

rences within the constructed access tree. 

The analysis of the working unit will consist of the start 

protocol for constructing the value model from the null environ¬ 

ment at program entry, expression evaluation, the call and return 

protocols for subexpression evaluation and the termination of a 

process upon completion. When a processor is allocated to a pro¬ 

gram, it has an active expression pointer in X2 pointing to a 

null access environment. All other values are null except the 

return address which is the expression exit to the system. A 

segment is allocated for the variable value region. The variable 

value pointer is copied into register X3 and into the corresponding 

field of the active expression pointer. At this point expression 

evaluation begins. Registers X6 through X14 and the stack are used 

to hold local unnamed temporaries arising from the evaluation pro¬ 

cess. On each level the registers are saved as they are allocated; 

hence on return only as many need be restored as were used. If a 

formal output parameter is specified for an expression, any assign¬ 

ment to that quantity will be made through the parameter pointer 

address words in X4. Fetching and address calculations are done 

in X5, which is volatile to subexpression invocation. It serves 

as a working name register in much the same way as XI serves as a 

working value register. Since the value of a compound expression 

is a sequence of values, each expression in the segment is assigned 

to an index in the variable value region of the segment. The 
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evaluation of a compound expression causes transfer to a segment 

with different access environment. 

The expression node call and return protocol forms the basis 

for transferring between environments. The active environment 

pointer for the called expression is allocated and the environment 

pointer field of the expression value is copied into the access 

pointer field. For expression variables this is stored in the 

value portion of the model. For expression constants the active 

environment is the environment of the expression, hence the ac¬ 

tive expression pointer is used. Next, the active expression 

pointer is stored on the stack. The new active expression pointer 

is then copied into X2 and a jump which automatically stacks the 

return control word is taken. At this point the new active seg¬ 

ment executes the start protocol. Now all environment pointers 

are in place for the new environment and expression evaluation 

can begin. When execution is completed, the return protocol 

passes control back to the calling environment. Any temporary 

registers saved for expression execution are restored from the 

stack. The variable value pointer is modified to exclude formal 

parameters and placed in X5 as the result pointer. A return is 

then taken to the top control word on the stack. The calling ex¬ 

pression on return immediately copies its active expression poin¬ 

ter from the stack to X2 and the variable value pointer is copied 

from X24*l (the second element of the array pointer to by X2; in¬ 

dexing begins at 0) into X3. The value in X5 is then stored as 

the expression result. Now the expression has completed the 
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return protocol and is ready to resume evaluation. Table 4.1 

shows the call and return protocol that is used to maintain flow 

of control and access throughout the evaluation of a program. 

When evaluation of an entire program terminates, control 

transfers to the system return at the bottom of the control word 

stack. The system then terminates the process and returns the 

entire structure and value space allocated to free storage. 

Figure 4.3a gives a sample MADCAP VI program. Figure 4.3b 

shows the structure portion of the expression node model developed 

in Chapter II with the code outlined in a general form. This has 

been expanded into the full implementation model in Figure 4.3c. 

Register allocation, construction of the value model and accessing 

techniques are dealt with in detail. References to the value model 

are denoted as (segment number, index) pair, where segment number 

is the number of up level addresses required and index is the 

variable name value. A segment number of zero denotes a reference 

to the active environment. Constants are referenced as (0,-index). 

Figure 4.3d shows a snapshot of the value model during execution of 

the assignment X+N in Second. Note the structure of the access and 

return paths at this point. 

This chapter has dealt with the actual machine implementation 

of the expression node model on the R2. The structure and value 

portions of the model have been examined, indicating the constructs 

used for their implementation. In particular, a control word ad¬ 

dressed tree of code segments has been proposed for the structure 

portion and a hybrid access tree, control stack has been developed 
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for the value portion. An R2 data tag representation of MADCAP VI 

types has been developed. The processor has been defined in terms 

of the above constructs and the working registers of the R2 to pro¬ 

vide a straightforward and efficient implementation. The use of 

the working model has been indicated and an example of a typical 

MADCAP VI program has been used to illustrate its functional opera¬ 

tion. The model provides a clearly defined mapping from MADCAP VI 

to the R2 which is highly compatible with the structure of each 

and which offers a means of making a critical assessment of their 

joint usefulness. 
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Call and Return Sequence 

Calling : 

Build parameter list 
Stack old parameter pointer 
Put new parameter pointer in X4 

* Allocate next access and control block 
* Put access environment pointer in block 
* Stack active expression pointer 
* Copy new active expression pointer 
* Jump to expression 

Called: 

* Allocate variable value region 
* Copy variable value pointer 

Save registers as used for temporary storage 

Returning: 

Restore temporary registers 
Remove formal parameters from variable value pointer 

* Copy result pointer into X5 
Copy output parameter into X4 

* Return Jump 

Returned: 

* Unstack active environment pointer 
* Copy variable value pointer into X3 

Store output parameter 
Restore X4 

* Always Required 

Table 4.1 
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Matrix address word 

a. real matrix. 

Set address word 

E letnent 

Note: A word with undefined direct tag (U) and 
address indirect tag denotes the null address 
word (last element). 

b. set of real numbers. 

Figure 4.1 
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Figure 4.2 
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Test 

Start 
Assignments 
Call (A) 
Re turned 
Call First 
Assignment 
Terminate 

-4 EXPR < 

-3 REAL 1 

-2 EXPR Q— 

-1 EXPR « > 

0 First EXPR 

,2 Second EXPR 

4 N REAL 

5 A REAL 

6 SEQ 

iàL 
Calied 
Assign 
Re turn 

Second 

Called 
Assign 
Return 

REAL 

0 X REAL 

First 

Called 
Assign 
Call Second 
Returned 
Return 

-1 REAL 

0 N REAL 

1 REAL 

Expression Node Model 
S trueture 

for program Test 
portion 

Figure 4.3b 



4.17 

Test 

Allocate 7 words 
X3 ,X2 4l«-Xl 
(0,0)-(0,-l) 
(0,1)-X2 
(0,2)*-(0, -2) 
(0,3)-X2 
(0,4)-(0,-3) 
Allocate 2 words 
XlJ 0*-X2 
X0*-X2 
X2-X1 

*Jump (0,-4) 
X2-X0 
X3-X2;1 
X4«-X5 
Allocate 2 words 
Xl|0-(0,1) 
X0-X2 
X2«-X1 
Jump (0,0) 
X2-X0 
X3-X2H 
(0,5)^X4 
(0,6)-X5 
Re tu rn 

(A) 

Allocate 1 word 
X3,X2 U-Xl 
(0,0)«-( 1,5) 
X5-X3 
Re tu rn 

Second 

Allocate 1 word 
X3,X2i 1*-X1 
(0 »0)*-( 1,4) 
X5-X3 
Return 

First 

Allocate 2 words 
X3,X2J1 XI 
(0,0)-(0,-l) 
Allocate 2 words 
Xli0-(1,3) 
X0-X2 
X2-X1 
X3-X2*1 
(0.D-X5 
X5-X3 
X4*"X5U 
Return 

Instruction section of Structure Model 

Nores: 
*A return control word is automatically placed on stack 

X2 0 - access environment pointer 
X2 1 - variable value pointer 

Figure 4.3c 
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Figure 4.3d 
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CHAPTER V 

My research has dealt with the problem of utilizing a physical 

device for problem solving. In particular, I have been concerned 

with providing a well defined formalism between the statement of a 

problem and the corresponding machine computation. The need for such 

a formalism has been clearly evidenced as an aid in developing a pow¬ 

erful and notationally natural programming language for algorithmic 

specification and to provide an efficient and useful machine imple¬ 

mentation. Further, such a formalism provides a useful tool to ana¬ 

lyse the actual performance of the machine - language system by es¬ 

tablishing a clear correspondence between hardware and software me¬ 

thods used. 

This thesis has focused on the area of developing a model for 

the hardware implementation of a powerful and natural language as a 

tool for further improving language specification and implementation. 

The choice of MADCAP VI as the language was made because its power 

and naturality gave it excellent consideration as a specification 

language, and because its well developed block structure made pos¬ 

sible a mathematically precise implementation model, and its opera-' 

tional power enhanced programming generality. Similarly, the R2 

was selected because of its advanced architectural design an a proces¬ 

sing unit, with data tags providing a natural means of type identi¬ 

fication and the R2 addressing facilitating the valued expression 

structure. 

The model was designed to provide a mapping from the MADCAP VI 
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program structure in operation to the physical hardware of the R2 

In particular, the model was quite useful in mapping the language 

to the machine, and provided a great deal of structural information. 

The value portion was found to be a useful and informative method 

of mapping the MADCAP VI data structure to the R2 address word ad¬ 

dressing scheme, and the structure portion effected the control word 

addressed segment representation of MADCAP VI quite well. As expected, 

the model provided an excellent indication of the compatibility and 

usefulness of both the MADCAP VI and R2 design goals, as well as 

illustrating their most salient qualities. 

One purpose of the model was to provide an analytic tool for 

the evaluation of the language - machine implementation. In the 

course of the construction of the model several shortcomings were 

noted, both in the language and in the machine. The recognition of 

these areas establish the intrinsic value of a formalized approach 

to program implementation and provide the greatest practical benefit 

to be dérived from this research. They are summarized in the follow¬ 

ing paragraphs: 

Parentheses: Parentheses are used in MADCAP VI as both grouping 

symbols and as compound expression delimiters. This has the unfor<* 

tunate effect of causing an environment change during the arithmetic 

evaluation of complicated expressions. Since this is the most expen¬ 

sive construct in the language processing for numbers can be unduly 

hindered. The simplest solution would be to provide two sets of de¬ 

limiters to distinguish the alternative meanings. Alternatively, 

the syntax could be revised to preclude the ambiguity. This would 



5.3 

also obviate the necessity for making two calls and returns to eval¬ 

uate functions with formal parameters. 

Boolean tags: The sharing of boolean and integer data tags was 

an unfortunate design decision for the R2. In addition to hindering 

validity checking, extra operational instructions are required 

for booleans, and no clear handling of the condition code assignment 

is provided for booleans as it is for numeric values. It is sugges¬ 

ted that one of the unassigned data tags be employed for booleans, 

that the same operation codes be used for each with boolean or arith¬ 

metic results and condition code settings according the data type 

operated upon. For example, the same instruction would multiply two 

integers or perform an and on two booleans, setting the condition 

code numerically in the first case and according to boolean result 

in the second. 

Word types: perhaps the most innovative and powerful of the 

R2's features is the differentiating of word types through the use 

of data tags. However, there is no way of differentiating instruc¬ 

tions from the other word types, and tags are assigned to all classes 

from a fixed number of data types (16). This allows the possibility 

of executing values contained in codeword addressed segments and re¬ 

stricts freedom of design for value types. An alternative proposal 

would be to have four major tag classes defined according to the types 

in Chapter III, thus including instructions in the recognizable types. 

Each type would then have its own set of subtags identifying the work¬ 

ing category of the item. This would provide a greater degree of 

memory protection and implementation power. 
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N - level chaining: In spite of chained address words multiple 

addressing on the R2 was often found clumsy. If it were necessary 

to address part way into an address word chain, a program would have 

to address through the chain one level at a time. By the inclusion 

of a chain length register and level option on the instruction, address 

ing N levels into a structure would allow more efficient pointer 

access. 

Multilevel indexing: At present multiple indexing of address 

words can by clever programming be done to two levels, out of the 

instruction literal field and out of a register. This problem can 

be allieviated in one of two ways. First, the Indexing control could 

be put on the access path, with each address word denoting the regis¬ 

ter it is to be indexed from. Alternatively, an index register 

stack could be built allowing index values to be stacked and access 

to be made by the instruction. 

Program relocation: The MADCAP system will be run on the R2 

in a timesharing environment, however the hardware of the R2 does 

not permit easy multiple program relocation. Whenever codeword ad¬ 

dressed segments are moved any control words pointing to these seg¬ 

ments from the data value area are no longer valid. A solution would 

be obtained by the inclusion of an active process control word regis¬ 

ter. This register would address the segment of the currently active 

process and all control word addressing from memory would be rela¬ 

tive to this pointer. This would allow MADCAP VI program areas, as 

well as data areas to be swapped in a timesharing environment. 

Parameter passing: Neither MADCAP VI nor the R2 provided an 
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exceptionally beneficial method of passing parameters, hence this 

was the most difficult aspect of the Implementation to model. The 

implementation of a parameter stack register would probably provide 

the best improvement. A stack structure could be designed with 

enough registers at. the top of the stack to hold a moderate number 

of parameters for the active segment. 

The results of this thesis have suggested a number of apparent¬ 

ly diverse research fields, but all of which seem intimately connec¬ 

ted. The design of MADCAP VI is a excellent experiment in mathema¬ 

tically precise program design and provides a great deal of informa¬ 

tion for directions of research. The generalization of the model 

for use by a number of languages would increase insight into lang¬ 

uage design. The memory requirements of the structure and value 

portions of the model would provide a nontrivial problem, and the 

allocation system needed could be examined. Finally, the concepts 

of computer architecture used could be examined. The innovations 

of the R-2 made an unprecedented addition to programming power. It 

is not excessive to believe that information gained from the close 

examination of this model could suggest improvements in computer 

design equalling or surpassing those made already. 
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