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ABSTRACT 

Evaluating tne performance of a system is of central concern in 

making engineering decisions. When direct measurement of performance 

is not possible or feasible, evaluation consists of two phases: 

specification of an appropriate performance model, and evaluation of 

the model to obtain the performance measures. Broadly, a performance 

model can be evaluated fcy exact or approximate analysis, or by simu¬ 

lation. 

A class of models popular for evaluation of a number of systems, 

computer systems in particular, is that of Extended Queuing Network 

(EQN) Models. Software tools are typically used for building EQN 

models for evaluation through analyses or simulation. This thesis 

describes an effort in experimenting with an approach to the design 

and implementation of a tool for performance evaluation of EQN models 

via simulation. The objective in this effort is to design a tool 

that is easy and intuitive to use, yet versatile and powerful in its 

modeling capabilities. 
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îhe tool we have implemented is called Graphical Input Simula¬ 

tion Tool (GIST). GIST meets its design .objectives by (1) providing 

a pair of user interfaces that are capable of accepting the abstract 

EQN model specification directly, are easy and intuitive to learn and 

use, and are helpful in quick model specification with reduced likel¬ 

ihood of semantic and syntactic specification errors, and (2) incor¬ 

porating into the set of EQN objects it provides, the capabilities 

perceived necessary for realistic modeling of activities that charac¬ 

terize the systems of interest. 
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1. Introduction 

1. Motivation 

Performance considerations are central to almost all engineering 

decisions. During the design, development, sale, and usage of a sys¬ 

tem, different people evaluate its performance from various 

viewpoints to confirm that the system provides the anticipated qual¬ 

ity of service. Evaluation of a system's performance is usually 

accomplished using one or more of four methodologies: empirical meas¬ 

urement, exact analysis, approximate analysis, and simulation. 

In the empirical measurement technique, one builds a prototype 

that has all the important characteristics of the system whose per¬ 

formance is to be evaluated. Performance is measured fcy subjecting 

the prototype to real or simulated workloads. This technique has two 

significant drawbacks: (a) building a prototype can be expensive, and 

(b) a prototype cannot be altered easily to study the effects of 

modifying the system design, making it necessary to build a prototype 

for each candidate design. 

Exact analysis can be employed when a system can be represented 

ty a model that permits one to deduce the performance measures as 

computable functions of system parameters. Exact analysis is a quick 

and cost-effective method of evaluating system performance. It is, 

however, of limited applicability. Frequently, it is possible to 
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represent a systan by an analytical model that, though not exact, can 

give near-accurate results. An alternative to exact analysis of an 

approximate model is the approximate analysis of an exact model. 

A limitation of ary analysis technique is that it is applicable 

only to models that conform to a specific characterization. Often a 

system is of such complexity that the need to represent its behavior 

realistically prevents choice of a model to which kncwn exact or 

approximate analysis techniques are applicable. In such a case, one 

must build a model at the appropriate level of detail, and execute 

the model to simulate the system. While simulation has large compu¬ 

tational requirements, it has several advantages. Small modifica¬ 

tions to the model can be made quickly. Different aspects of the 

system can be modeled at different levels of refinement. 

A model often employed for performance studies of computer and 

communication systems is the Queuing Network (QN) model. It consists 

of a number of objects, termed queues, that are interconnected by 

paths over which entities called jobs are routed. At each queue, a 

job requests service and joins a waiting-line of other jobs that have 

entered the same queue. Eventually, the job becomes eligible to 

receive the requested service. After receiving the service, the job 

leaves the queue and may join another queue or leave the system. The 

QN model can be expanded to include other types of objects with each 

type modeling a specific kind of activity. This is called an 

Extended Queuing Network (EQN) model. An EQN model is also referred 

to as a Generalized Queuing Network model. It facilitates modeling 
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of such activities as simultaneous resource possession, concurrency 

and synchronization, and state-dependent job generation and routing, 

that characterize many systens of interest. 

Many software tools for simulation are reported in the litera¬ 

ture [1-11, 13-191. They fall into one of two categories: language- 

oriented and transaction-oriented tools. Language-oriented tools are 

either programming languages with primitives to support simulation, 

or software packages that augment programming languages to include 

such primitives. A transaction-oriented tool permits specification 

of a model in terms of blocks, with each block associated with a 

specific body of code that represents a transaction. The entities 

involved in the transactions are a set of processes that invoke these 

blocks as procedures. Since a language-based tool can offer the gen¬ 

erality of a programming language, its modeling power is usually 

greater than that of a transaction-oriented tool, the latter being 

limited by the number of distinct block types. On the other hand, 

transaction-oriented tools are usually directed at applications that 

to a large extent guide the design of their modeling capabilities and 

user interfaces, and are therefore easier to use. 

In what follows, we restrict our attention to simulation as the 

performance evaluation methodology. A question we consider is, what 

would be a "good" tool to offer the system investigator for evalua¬ 

tion of performance? The process of system evaluation through simu¬ 

lation on a model is generally a two-phase activity. In the first 

phase, the systan designer or investigator constructs an abstract 
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model of a system. In the second phase, this model is translated 

into an appropriate computer program for execution, perhaps by a dif¬ 

ferent person who is more familiar with programming aspects but who 

has little or no knowledge of the system being modeled. This is par¬ 

ticularly true in language-oriented systens. This separation of 

tasks introduces delays and potential errors. Ideally, tne system 

designer should be able to work with a "smart" tool that is easy to 

use, even for a novice, has features that are powerful enough to per¬ 

mit accurate modeling of relevant system characteristics, and is 

capable of automatic code generation from the model specification. 

Input to such a tool should also correspond closely to the employed 

abstract models, reducing the time spent in translation from a par¬ 

ticular model specification to an input appropriate to the tool. 

2. Goal 

This thesis concerns a design and implementation effort we have 

been involved in over the last year and a half, directed at building 

a high level performance evaluation tool for simulation of EQN 

models. The system we are constructing is the Graphical Input Simu¬ 

lation Tool (GIST). The principal goal of this work has been to 

develop and experiment with an approach to the design of a perfor¬ 

mance evaluation tool that is (1) easy to learn, (2) intuitive to 

use, (3) powerful in modeling capabilities, (4) flexible, and (5) 
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portable. 

The tool consists of a software package that includes a graphics 

interface (GI). GI permits a system designer or analyst to specify a 

model by creating a pictorial representation of the model in which 

objects are represented by nodes, and the inter-object routing paths 

by directed edges between the nodes. A translator converts the 

specifications produced by GI into code for CSIM, a C-based simula¬ 

tion compiler developed at Rice. GI is presently implenented on the 

Macintosh personal computer. A screen-oriented textual input inter¬ 

face allows model specification through an interactive dialogue edi¬ 

tor for non-graphics terminals. 

We feel tnat the high level specification capability that GIST 

provides to a performance analyst is a "natural" mechanism for speci¬ 

fying EQN models. The design of GIST was developed as part of the 

investigation of several issues. First, what modeling capabilities 

should a tool like GIST have? In answering this question, we must 

look at systans that we hope to model using GIST, and identify the 

features necessary for modeling than. Ongoing research at Rice in 

the areas of computer architecture, parallel processing, multi-stage 

interconnection networks, and computer networks provides paradigms of 

systans whose modeling requirements helped guide the decisions we 

have made in this regard. Second, what are the fundamental limita¬ 

tions of anpldying EQN models for performance evaluation of computer 

systems? That is, how easy is it to formulate models for new and 

different types of systans? Third, what tradeoffs must be made 
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between providing an easy-to-use tool and one that is flexible and 

has "good" modeling power? 

2.» Thesis Overview 

In chapter 2 of this thesis, we present a discussion on modeling 

and performance evaluation of systems and introduce the QN and the 

EQN models of systems. We motivate the need for the features GIST 

offers to a systan designer or analyst. We present a survey of 

related work. 

Chapter 3 gives an overview of the modeling features of GIST. 

It describes the features of GIST that make it possible to model (1) 

passive resource management, (2) concurrency and synchronization, (3) 

statistics collection, (4) state-dependent, static, or stochastic 

routing, and (5) contention for services. Each of the object types 

from which an EQN model can be constructed in GIST is described. 

Chapter 4 presents the software organization of GIST. It 

discusses the process view of simulation adopted by CSIM and 

describes the procedures and processes, built using the features CSIM 

provides, that are used to conduct the transactions associated with 

each of the GIST objects. Chapter 5 deals with the GIST user inter¬ 

face. GIST graphics interface and the textual interface are 

described in this chapter, and examples illustrating the use of the 

textual interface are given. Example usage of GIST appears in 
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Finally, chapter 7 presents a status report, conclusions, and 

ideas for future work on GIST. 
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2. Performance Modeling 

Given (1) the growing complexity and increased sophistication of 

several engineering systems that designers and users must confront 

nowadays, (2) the necessity to assess accurately the quality of ser¬ 

vice these systems provide, and (3) the interest in determining the 

conditions under which these systems function optimally according to 

a number of different optimality criteria, the motivation for inquiry 

into performance evaluation techniques is obvious. Hus chapter con¬ 

cerns modeling and evaluation techniques, queuing models, and tools 

available for performance studies with queuing models. Section 1 of 

this chapter establishes the need for performance evaluation, 

presents a description of the evaluation techniques commonly 

anplqyed, and compares them. This section also includes system 

modeling in the discussion of evaluation techniques. Section 2 

introduces the queuing models used in computer simulation of systems. 

Section 3,which deals with tools used for performance evaluation of 

systems with queuing models, motivates the need for the features that 

performance evaluation tools such as GIST should offer to its users. 

It also includes a survey of related research. 

X» Performance Evaluation 

The term performance refers to the quality of service that a 

systan provides its users. Depending upon the user, seme features of 
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the same service are more important than others. Measuring a 

system's performance involves evaluating the quality of service, 

measured for each of a number of different performance indices. 

Measurement, calculation, or estimation of performance indices is 

termed performance evaluation. 

Almost all engineering decisions concerning a system are based 

on the measured or expected performance of that system. At different 

stages in a system's design, implementation, or use, various people 

evaluate its performance, from possibly divergent viewpoints, to ver¬ 

ify that the system meets tne anticipated quality of service. This 

is particularly true when the system is expensive, or when it must 

meet critical performance requirements during its operation. Sane of 

the main uses of performance evaluation are in (1) system design, (2) 

choice of system components, (3) improvement of system performance, 

and (4) planning for future system expansion. 

Apart f ran controlling or improving service quality, performance 

evaluation has an important economic function. Most engineering con¬ 

siderations must recognize financial constraints, sometimes favoring 

a system with a good perf ormance-to-oost ratio over one with better 

performance. One objective of performance evaluation is to identify 

the factors that significantly affect performance. This knowledge 

can be applied to fine-tune the system to improve its performance, 

without significantly increasing the cost. 
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1.1. Evaluation Techniques 

Broadly speaking, evaluation techniques fall into four classes. 

They are: (1) analysis, (2) approximate analysis, (3) simulation, and 

(4) empirical measurenent. Application of the first three of these 

techniques involves formulation of an appropriate abstraction of the 

system under study. 

When performance predictions for each of a number of different 

design alternatives for a system are required, it is usually neces¬ 

sary to build a model capable of reflecting the differences. This 

is because a system whose performance is evaluated is not always 

available in its entirety. Even when the complete system exists, 

direct performance measurement can be expensive. Models are consid¬ 

erably easier to study and they expedite the evaluation process. It 

is easier and cheaper to modify a model of a system than to modify 

the system itself. 

A model may be a formal representation of theory or a formal 

account of an onpirical observation that enables an analyst to 

represent his perception of hew entities in a system interact. It 

also reflects the analyst's assumptions about the stochastic nature 

of the entities themselves. 

When the model used for studying a system enables us to deduce 

the dependent parameters — including performance indices — as 

directly-computable functions of the independent parameters, it is 

called an analytic model, and the techniques emplcyed in computing 
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them are called analysis. Analysis is a highly efficient method of 

evaluation since it describes system performance over broad parameter 

value ranges with relatively little effort and cost. Often an ana¬ 

lytic model, even when it is not accurate, yields a quick understand¬ 

ing of the overall system behavior, before more elaborate and accu¬ 

rate performance evaluation techniques are employed. 

As an evaluation technique, however, analysis suffers from two 

shortcomings. Analytic models almost always involve assumptions 

about the system modeled which are made on the basis of mathematical 

tractability. These assumptions are often only approximately valid. 

Frequently, analysis-based predictions agree closely with actual 

observations of the system performance only because certain perfor¬ 

mance measures are insensitive or robust with respect to errors in 

modeling. There is usually no kncwn bound, however, on tne errors 

introduced by imperfect assumptions. The second problem is that a 

system may be of such complexity that no reasonable analytic model 

can be formulated. 

When a model cannot be adequately analyzed, approximate analysis 

techniques are frequently applied. These are often iterative in 

nature, in which case they are expected to converge to the exact 

solution. A variety of approximate analysis techniques can exist for 

each type of model. Seme of the popular techniques for the kind of 

models that computer systems performance analysts use are (1) approx¬ 

imate mean value analysis, (2) diffusion approximations, and (3; 

decomposition methods. Approximate analysis techniques also provide 
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quick, easy, and inexpensive solutions over wide ranges of parameter 

values. 

Due to the comparative economy of the effort involved, analytic 

and approximately analytic solutions are very desirable. The need to 

realistically reproduce system behavior, however, calls for con¬ 

sideration of details that analytic methods cannot accommodate. Con¬ 

sideration of such details can often be addressed by simulation. 

Simulation is a technique of statistics sampling under artifi¬ 

cial and controlled experimentation on a model of the system of 

interest. The model is a realization of the system, in the sense 

that certain aspects of the system are literally reproduced in the 

model. Often simulations employ probability distribution functions 

for generation of data which is not directly available but which is 

believed to have a known stochastic nature. An important difference 

between analysis and simulation techniques in this regard is tnat in 

the latter, the choice of functions is not limited by considerations 

of analytical tractability. Simulations also permit the use of trace 

data as input to the model. A simulation method can generally 

represent or reproduce the behavior of a system with much greater 

precision than the schana of an analytic model; the conclusions 

derived from it are therefore more reliable than those derived fran 

analysis. If the factors affecting a system's performance can vary 

dynamically, or if the system is adaptive in character, simulation is 

a particularly useful technique for studying its behavior. 
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Computers are used extensively for simulation, and their use has 

made simulation a viable technique for performance evaluation. Yet, 

simulation is an expensive alternative to analysis, due in part to 

the typically large computational resources required. When com¬ 

ponents of a model have analytic properties, but the model as a whole 

does not, a combination of simulation and analysis can be used for 

studying its performance. This is called a hybrid approach. 

Analysis and simulation use models to represent systems. The 

accuracy of results from these techniques is dependent on the accu¬ 

racy with wnich the models can describe the systems, and on hew sen- 

sitive the final measures are to any errors in modeling. If a system 

is designed to perform a critical function, even simulation may not 

be sufficient to ensure user confidence in the system's capabilities. 

Also, in some cases an analyst may simply not have a satisfactory 

model for a system, and therefore he cannot specify a simulation pro¬ 

cedure. An actual study of the real system may be the only answer in 

such cases. A method of evaluation that uses a system (or a proto¬ 

type) directly for computing its performance indices is called empir¬ 

ical measurement. In many instances, a potential user prefers or 

requires measured performance values rather than model derived 

values. This is particularly true when a system is expensive. 
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1.2. Comparison of Evaluation Techniques 

We canpare the four main evaluation techniques according to the 

following criteria: 

UJ Cost and Time 

Analysis, exact or approximate, is the least expensive and the 

quickest. Simulation demands more computation time, and is 

therefore more expensive to perform. Empirical measurement is 

usually the costliest. 

12) Range of parameter variations 

An analytic technique can be used to compute performance indices 

over a large variation in parameter values, as long as the 

underlying assumptions are not violated. The range over which 

simulation can be conducted is determined by how much computa¬ 

tion one can afford; this usually restricts a study to a snail 

set of possible values. This limitation applies even more 

strongly to empirical measurement, because of the relative 

inflexibility of a physical system to modification. 

[c] Reliability/Accuracy of results 

Analysis generally requires very restrictive assumptions, leav¬ 

ing greater room for error in results derived. Extensive simu¬ 

lation with the most accurate model possible usually yields 

results that are highly reliable. Constructing accurate, 

error-free simulation models can be a problan. Results frcm 
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empirical observations are the most accurate. 

2* Discrete And Continuous Systems 

A system can be characterized by a set of attributes, whose 

values collectively describe its condition or state at any instant in 

time. These attributes are termed its state variables. When ary of 

the state variables of a system are modified, the system is said to 

undergo a state transition. 

A state transition is composed of one or more events, each 

occurring in one indivisible step, at an instant in time. If state 

transitions in a system occur continuously as time evolves, it is a 

continuous-event system* else it is a discrete-event system. If the 

inter-event times in a discrete event model are drawn f ran a continu¬ 

ous set of values, the model is a continuous time one. Otherwise, it 

is a discrete time model. 

2..1. Computer Simulation 

Ccmputer simulation is concerned with modeling and simulation of 

systems on a computer. It is a very attractive approach because of 

the flexibility and speed of modern computers. Well-established 

methodologies exist for studying both continuous-event and discrete- 

event systems through ccmputer simulation. Special purpose tools 
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such as SIMULA [1], GPSS [2], SLAM [31, and CSMP [4] offer users 

high-level specification capabilities for computer modeling. SIMJLA 

and GPSS are discrete-event simulation tools; CSMP deals with 

continuous-event models; and SLAM can be used for both types of simu¬ 

lations. 

Techniques for the two types of simulations on computers have 

little cannon ground. On the one hand, continuous-event simulations 

are usually numerically oriented and involve techniques for solutions 

of linear and nonlinear differential equations. Discrete-event simu¬ 

lations, on the other hand, employ seme form of a virtual time-flow 

mechanism for enforcing a time-order on event sequences. In general, 

discrete-event simulations are partially distinguished by their use 

of extensive manipulations of discrete data structures like lists, 

trees, and stacks. 

Throughout the thesis, we will use the term simulation in the 

sense of modeling and simulation using computers. 

2.2. Queuing Models 

One important type of discrete event simulation is a queuing 

network simulation, enplcyed for modeling "waiting line" systens. In 

a waiting line system, one type of event, an arrival, occurs repeti¬ 

tively, resulting each time in a service request. The system 

responds to each request by performing the service, or by suspending 
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the request until it can perforai the service. Such situations occur, 

for example, at post offices, banks, restaurants, and other places 

where oust oners with specific needs request services. If the staff 

on duty are not busy, the customers' service needs are attended to 

immediately. Otherwise, they have to wait for their turn. 

A queuing model consists of objects or nodes interconnected by 

paths along which entities called jobs may be routed. Objects of 

type QtMJE have tne capability to delay jobs tnat request a service 

that is not immediately available. Ttoo types of queuing models 

exist: (1) queuing network (QN) models, and (2) extended queuing 

network (EQN) models. QN models permit modeling of contention for 

services. EQN models augment the set of object types available in QN 

models with types which model activities that include contention for 

passive resources and concurrencies between tasks. The structures of 

QN and EQN models are discussed in chapter 3. 

Queuing models provide a natural representation for interactions 

between different entities in many systems of practical interest. 

These include industrial production systems, information processing 

systems, and conmunication systems. Queuing theory has been a sub-* 

ject of substantial research for this reason. A number of software 

tools have been developed that compute performance measures (1) by 

analyzing a queuing network model, by exact or approximate tech¬ 

niques, (2) by simulating a queuing model, or (3) by using integrated 

analytic and simulation capabilities. 
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2L. Performance Evaluation of Queuing Networks 

1.1. Goal 

As models become more complex, their specification becomes more 

difficult. While a conventional programming language such as FORTRAN 

or PASCAL can be used to formulate a queuing model, it is an arduous 

task for the programmer to specify the model and an environnent in 

which it can be executed. One alternative to this approach is to 

provide the programmer with a programming language that augments the 

features of a standard language to include primitives to support 

simulation. Another, more attractive alternative is to provide a 

tool with a capability to accept a high-level specification of the 

model directly. 

Our objective is to offer a simulation-based tool that is easy 

to use, flexible, and powerful in its modeling capabilities. 

Knowledge of a particular programming language or of implanentation 

details of the tool itself should not be necessary for using the 

tool. To accomplish this objective, we : 

(1) Use EQN model to permit representation of the activities that 

characterize many systems of practical interest. We model these 

activities as transactions associated with the appropriate 

objects. 
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(2) Provide a graphical interface that allows the system analyst to 

directly specify the EQN model as a graph. In the graph 

representation, each object be canes a node. The nodes are 

interconnected by edges representing inter-object routing paths- 

for jobs. 

(3; Provide also a textual, dialogue-editor interface for specifica¬ 

tion of EQN models via terminals without graphics capabilities. 

(4) Make available with each of GIST EQN objects types, a capability 

to collect directly the object-related statistics. A special 

object type, PRCBE, can be used for collection of certain 

model-wide statistics. 

(5) Construct automatically, a run-time environment for the execut¬ 

able version of the model. 

2.2. Survqr of Related Research 

A number of performance evaluation tools that employ exact or 

approximate analysis, simulation, or both are available. Of these, 

the RESearch QUEuing package (RESQ), developed by IBM [5,61, is 

perhaps the most significant. It offers both types of evaluation 

methods. If a model is not analytic, RESQ employs simulation. An 

important feature of RESQ is that it offers the user a choice of a 

number of different methods tor confidence interval determination. 
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These are (1) independent replications, (2) regeneration, and 

(3) spectral analysis. Another RESQ feature is the capability to 

include parametric submodels in a main model routine. It can also 

create a simulation trace for detailed inspection. Simulation stop¬ 

ping rules can be based on output analysis. A RESQ user can run 

simulations under an interactive model this feature enables one to 

continue or terminate a simulation in a controlled manner. 

STEP-1 is an analysis and simulation package developed at the 

University of Maryland [71. It allows the user to specify the compu¬ 

tational algorithm to be used for analytical solution. An interest¬ 

ing feature of STEP-1 is a user interface that can interact with the 

user in three modes : (1) a hierarchically-organized, menu-driven 

mode, designed for the average user, (2) a catmand mode for the 

experienced user, and (3) a tutored input mode for the beginner or 

inexperienced user. 

Another package that offers both the simulation methods is the 

QNAP2 modeling environment [81. The impressive feature of this pack¬ 

age is the variety of different solution algorithms available for 

conducting analysis. These include convolution algorithms, mean- 

value analysis (MVA), hybrid MVA/convolution algorithms, and certain 

heuristic or approximate algorithms. It also has a "Markovian" 

solver which generates a state representation for the model and com¬ 

putes stationary-state probabilities for each model state. When 

simulation is employed for performance evaluation, QNAP2 has the 

capability of estimating confidence intervals for the results. COPE 
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[9], developed at the Universitaet Dortmund, West Germany, is another 

analysis and simulation package. The analysis package includes con¬ 

volution and M/A methods. 

Seme packages offer only analysis methods, including (1) QNA, 

developed by Bell Laboratories [10,11] , (2) XL, built by Amdahl Cor¬ 

poration [12], (3) SNAP, constructed by the Institute for Applied 

Computer Science, University of Stellenbosch, South Africa [13], (4) 

SuperNet, developed by the Computer Science Department of University 

of Minnesota (14], and (5) PERFORMS, built by NEC Corporation [15]. 

QNA is an approximate analysis paacage. It conducts an indepen¬ 

dent analysis of each node in the model by a procedure called 

"Parametric Decomposition". XL is used for capacity-planning at 

Amdahl. Its user interface shields the user from the underlying 

mathanatical models by using objects like CEU, DRUM, and DASD. SNAP 

is a PL/l-based tool and uses a high level language, SNAEL/1, for 

model specification — unlike most other tools that use an interac¬ 

tive dialogue or a model specification file created by a text editor. 

Calls to SNAP routines can be made from a PL/1 program. 

Supernet is an M/A based package. It uses two different M/A 

algorithms, one of which deals with potential numerical instabilities 

of standard M/A. Supernet uses dynamic storage allocation for 

space-efficient solutions. PERFORMS uses a performance forecasting 

package and a workload synthesizer. 

The Performance Analyst's Workbench System (PAWS) is a commer¬ 

cially available tool for simulation [16,17]. It has certain 
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interesting modeling features. One of them is a "USER" node, which 

permits a user to escape the modeling restraints of tne package by 

including a user-defined body of code into the simulation setup 

created by the package. It has also an "INTERRUPT" node that enables 

a job to force sane other waiting job at a queue node to cease wait¬ 

ing and leave the queue node. Another useful feature of PAWS is the 

"SET" node, which allows dynamic modification of a parameter — the 

"service rate" of a node — during the execution of a simulation 

model. 

These tools differ in the ways in which a user specifies simula¬ 

tion models, in the techniques employed to analyze/simulate the 

model, and in the execution-time control of simulation. They also 

differ in modeling capabilities offered to the user. Many of them 

are aimed at specific applications that to a large extent guide their 

design. RESQC18] and PAWS[19] have considered a graphics interface 

for model specification. In the case of RESQ, the initial experience 

with a prototype graphics interface on an IBM PC was not satisfac¬ 

tory, since the models constructed by IBM users were often large. 

Also, the graphics interface itself is used only to specify the 

structure of a model# the information about each object in the model 

is conveyed through standard RESQ statements. 
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3. Extended Modeling Using GIST 

1. Introduction 

One of the objectives of GIST is to provide its users witn a 

high-level specification capability. GIST attempts to meet this 

objective through (1) provision of a graphics interface and a tex¬ 

tual, dialogue-editor interface for model specification and (2) 

implementation of the modeling features, through its object types, 

that can be used for realistic and detailed representation of 

relevant properties of systems of interest, The user interfaces of 

GIST are the subject of chapter 4. This chapter discusses the model-- 

ing goals that we attempt to achieve as part of our experiment with 

the design of a performance evaluation tool. 

In section 2, we review queuing network models briefly. Section 

3 deals with extended queuing network models, and defines the key¬ 

words we use thereafter. It also discusses the modeling capabilities 

GIST makes available to the user. In section 4, we present a 

detailed description of each of the object types fran which an BQN 

model can be built in GIST. 
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2.. Queuing Network Models 

Frequently, performance of a system is affected largely by tne 

ability of the system to provide its services to entities that con¬ 

tend for the use of these services. Queuing Networks (QNs) have long 

been used to model such systems. Queuing theoretic research has pro¬ 

duced characterizations of QN models to which exact or approximate 

techniques can be applied for deriving performance measures. 

A QN model consists of a set of objects interconnected ty rout¬ 

ing paths. Each object in a QN model is of one of three types: 

(l)QQEDE, (2)SOURCE, and (3) SUR. SOURCE objects generate entities 
m 

called jobs. A job is characterized by its jobclass. Jobs are 

routed from one object to the next along the interconnecting path 

between the objects. SINK objects rénové jobs fran the queuing net¬ 

work. Jobs cannot be routed to a SOURCE object, nor can tney be 

routed frcrn a SINK object. If the number of jobs in a QN model is 

constant, it is a closed QN model ; else it is an open one. Closed QN 

models do not have SOURCE or SINK objects. 

A job that joins a QUEUE requests an amount of service fran the 

QUEUE. ' It then waits, by joining a waiting-line of other jobs at the 

same QUEUE, until the service it requested can become available. 

Receipt of the requested quantity of service involves a further 

delay. After receiving service, the job leaves tne QUEUE. Each 

QUEUE is thus associated with two functions: (1) distribution of ser¬ 

vice to jobs that request it, and (2) management of the waiting-line 
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of jobs and enforcing a schedule according to which each of them may 

receive service. 

2. Extended Queuing Network Models 

Queuing Network models have been successfully employed in per¬ 

formance evaluation of many systems. However, they cannot be used to 

accurately represent those systems in which factors other than con¬ 

tentions for system services influence performance. New object types 

can be added to QN models to make this possible. The augmented QN 

models are called Extended Queuing Network (EQN) models. Composition 

of GIST EQN models and the modeling capabilities they provide are the 

subject of this section. 

The object types from which a GIST EQN model can be constructed 

are listed below. The icons used by the graphics interface for the 

object types are shown in figure 3.1. 

1. SOURCE : 

Jobs of a specific jobclass are created at this object. 

2. SINK : 

Jobs arriving at this object are removed from the network. 

3. AEJJOCATE : 

An ALLOCATE object assigns units of a specific resource to the 
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visiting jobs that request it. Sane times, a request fran a job 

cannot be satisfied immediately due to an insufficiency of the 

resource. In that case, the job is delayed until its request is 

met in accordance with an allocation policy that is followed at 

the object. 

4. DEALLOCATE : 

At this object, units of a specific resource allocated to jobs 

are reclaimed and returned to the pool of available resources. 

5. CREATE : 

A CREATE object produces a specified amount of a particular 

resource when visited by jobs. 

6. DESTROY : 

A DESTROY object removes all units of a specific resource fran a 

visiting job but does not return then to the pool of available 

resources. 

7. FORK : 

When a job visits this object, a new job is created. The new 

job may either be in a child-parent relationship with the visit¬ 

ing job or it may be independent. 

8. JOIN : 

When a job that has a parent or child relationship with ary 

other job reaches a JOIN object, it waits there until its child 
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or parent readies there. When the two meet, the child job ter¬ 

minates and the parent job continues through the network. 

9. IHQBE : 

PRCBE objects collect certain user-specified statistics fran the 

jobs that reach them. The jobs themselves are unaffected. 

10. SWITCH : 

SWITCH objects perform job routing. 

11. USER : 

A USER object is associated with a user-defined procedure. The 

procedure is executed when a job reaches the object. 

12r 13. QUEUE, SERVER : 

The two functions — queuing and service — of a QUEUE object in 

a QN can be performed separately by QUEUE and SERVER objects in 

a GIST EQN model. QUEUE objects perform only the queuing func¬ 

tion (without service) • Jobs joining a QUEUE object wait there 

while service is unavailable. Only when jobs reach a SERVER 

object does service be cane available. 

Jobs at a QUEUE object conform to that object's queuing discip¬ 

line, a policy which determines the order in which jobs can 

leave the object. The next job eligible to leave is said to be 

at the head of the QUEUE. 
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14. QSER/ER : . 

A QSEEVER is an object where both the queuing and service func¬ 

tions are performed. It is computationally economical to use a 

QSEEVER if the generality provided by separate QUEUE and SERVER 

objects is not required. 

Use of the term QUEUE in all future discussion is in the context 

of EQN models. If the discussion concerns a QUEUE object type as in 

a QN model, we make the context explicit. 

The objects fall into the following categories based on the 

modeling capabilities they provide. 

1. Arrivals .and departures in open networks. 

In an open network, seme of the jobs originate externally, flew 

through the network, and may eventually leave it. Mechanisms 

necessary for simulation of an open network model are available 

through SOURCE and SINK objects. Generation of jobs can be 

state-dependent. 

2. Management .of passiye resources. 

Resources in an EQN model fall into two categories, active and 

passive. 

Service facilities in a system are modeled by QUEUE objects in a 

QN model of the system. A service facility is, in abstract, a 

resource for which jobs may contend. It is common to model a 
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central processor or a file server in a computer system as such 

a resource. These resources are actively engaged in providing 

service to jobs, and are termed active resources. Since a job 

cannot physically be at two distinct QUEUE objects at the same 

timer it cannot receive service from more than one of than 

simultaneously. That isr more than one active resource cannot 

be allocated to the same job at any time. 

A job can also acquire resources it can continue to hold/ 

without having to give than up when no/ resources are acquired. 

In a computer system, for example, processes acquire a primary 

memory allocation, and can continue to hold it during the time 

they are in execution. One may view such resources as forming a 

resource pool from which varying quantities of the resource are 

borrowed and to which they are returned after use, by different 

jobs. The resources thonselves are not actively engaged in pro¬ 

viding any service, and they are termed passive resources. Jobs 

may possess units of different passive resources simultaneously. 

A passive resource is conservative if its total quantity in the 

network remains constant. If the quantity of a resource can 

vary, then it is a non-conservative resource. Acquisition and 

release of passive resources takes place at ALLOCATE and DEALLO¬ 

CATE objects, respectively. CREATE and DESTROY objects can be 

used to vary the total quantity of a non-conservative resource. 
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3. Concurrency and synchronization. 

Seme concurrency of activities is exhibited by almost all sys¬ 

tems of practical interest. Concurrent processes may perform 

explicit synchronization fran time to time or be totally asyn¬ 

chronous. Sane programming languages allow specification and 

explicit synchronization of concurrent procedures. For 

instance, AIGGL68 has the ."collateral" and "parallel" statements 

that allow specification of actions that may be initiated at the 

same logical execution point in a program, and that must all 

terminate before execution of the program can continue. 

At specific points in its execution, a process in a computer 

system may create new processes. The new processes are either 

related to their creator process by a child-parent paradigm and 

can influence their future, or they are independent and unre¬ 

lated to their creator. As an example of a situation where 

there is complete dissociation between the creator and the 

created entities, consider packet transmissions in a computer 

communication network. Each packet has a sender and a receiver. 

When a receiver gets and accepts a packet, it notifies the 

sender by transmitting an acknowledgement. Acknowledgements are 

packets too, though typically much smaller than the data pack¬ 

ets. What happens to an acknowledgement packet does not affect 

the future of the data packet. Thus a data packet, and the ack¬ 

nowledgement packets it causes, have independent and asynchro¬ 

nous behavior. 
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An EQN model can create a new job when seme job visits an object 

of type FORK. A job created at a FORK object can be a child or 

a peer in relation to the visiting job. When a child-parent 

relationship is defined between two jobs, they wait for each 

other upon reaching a JOIN object, where the child job then ter¬ 

minates. This feature permits modeling nested synchronization 

of jobs, illustrated in figure 3.2. In the figure, job B is 

created as a child of job A, and job C as a child of job B. 

Jobs B and C rendezvous at one of the JOIN objects, where C ter¬ 

minates. Jobs A and B then rendezvous at the second JOIN 

object, where B terminates. 

4. Routing specification. 

If jobs at an object in an EQN model can be routed along each of 

several routing paths to different objects, it is necessary to 

define a routing policy. ïhe policy can be (1) jobdass-based, 

(2) probability-based, or (3) state dependent or condition- 

based. 

Under a jobdass-based policy, for each jobclass, a next object 

is specified. In a probability-based or stochastic policy, a 

routing probability is assodated with each choice of next 

object. Each routing decision is made randomly and indepen¬ 

dently. In a condition-based policy, a boolean expression is 

assodated with each option. The expressions are evaluated in a 

specific order. When an expression evaluates to TRUE, the 
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routing option associated with it is taken. 

One approach to incorporating routing policies into an EQN model 

is to make the routing policy a part of the specification for 

each object. GIST uses an alternative approach, which is to 

allcw all types of objects (except SWITCH and QUEUE) to have at 

most one output. Route selections are performed by SWITCH 

objects. Allowing each object its own routing capability is 

more appealing, but abstracting the capability into a separate 

object makes implementation easier. A mixed routing policy — 

i.e., one that uses a combination of the above policies — is 

easily implanented ty cascading SWITCH objects. 

5. Network-wide statistics collection. 

Statistics collection is a very important part of executing 

simulation models. Sane of the common statistics defined for 

EQN models are queue length, utilization, throughput, and tur¬ 

naround time. Queue length is the number of jobs at an object 

where jobs may contend for an active or passive resource (eg. a 

QUEUE or an ALLOCATE object) • Utilization of an object is the 

percentage of the time that there is at least one job at the 

object. Throughput, generally measured along an interconnecting 

edge, is the rate at which jobs traverse the edge. Turnaround 

time, in a closed system, is the time a job spends in the net¬ 

work after starting frem a particular object before reaching it 

again. In an open system, it is the time the job spends after 
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leaving a SOURCE object before it reaches a SINK object. 

Statistics may pertain to a specific object or they may be 

network-wide. For instance, measures like queue length and per¬ 

cent utilization are statistics defined for an object. Tur¬ 

naround time, on the other hand, is defined for the model as a 

whole, or for a part of it. With most object types, mechanisns 

for collecting object-specific statistics are locally available. 

When the statistics of interest are network-wide, a convenient 

mechanism to collect than is needed. GIST provides an object of 

type PROBE, which collects data on specific jobs or jobdasses 

as they pass through it. 

6. Management s£ active resources. 

TVo distinct types of resources, active and passive, are shared 

by jobs in an EQN model. Active resources are modeled by SEWER 

or QSERVER objects. A characteristic of active resources is 

that no job can simultaneously hold more than one of than. 

There is potential for contention between jobs for obtaining 

active resources from SEWER objects, and this contention is 

modeled by QUEUE objects. A job that visits a QUEUE object is 

held there until a SEWER can be assigned to it. A queuing dis¬ 

cipline is enforced on the jobs that form a waiting line at a 

QUEUE object. 

GIST differs frem other simulation packages in that it allows 
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the separation o£ the two related but different activities of 

waiting for and receiving service into the two object types 

QUEUE and SEEWER respectively. Within certain restrictions, it 

permits interconnections of a number of QUEUES witn a number of 

SEEVERs. Obis allows easy specification of complex systans. 

The separation of functions is more costly in terms of tne time 

required for execution of simulation code. Often a user does 

not need the flexibility that separate QUEUE and SERVER objects 

offer. Frequently, the contentions for each of a number of dif¬ 

ferent service facilities in a system are independent. In such 

cases, there is no real need for separation of functions. GIST 

makes provision for modeling such situations through an object 

type QSER7ER. At present, the QSER7ER object has only one queu¬ 

ing discipline, PCES. That is, the first job to join the 

QSEWEK object is the first one to receive service. 

One may view a job* s behavior in a GIST EQN model as a sequence 

of transactions, each transaction being the set of activities that 

occur between the time the job reaches an object and the time it 

leaves the object. Each type of object has a specific kind of tran¬ 

saction associated witn it. The impi orientati on details of each of 

the object types and the details of the underlying CSIM implorienta¬ 

tion are completely transparent to the user, and this makes GIST 

"user-friendly" and convenient to use. 
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Any transaction-oriented simulation tool must lose sane of the 

generality of a language-based simulation tool such as CSIM and 

SIMULA, since the modeling capabilities available to the user are 

limited fcy the repertoire of its transaction types* This is rarely a 

handicap, however, if the objective is to provide the capabilities 

necessary for simulating a class of models (e.g. EQN models). An 

important feature it should offer is ease of use when it is applied 

to any member of the class of models for which it is designed. GIST 

achieves this objective, while providing an escape mechanism for 

specifying non-standard transactions. This is done witn USER 

objects. A user-defined C routine is associated with each USER 

object, and the routine is invoked whenever a job reaches the object. 

Use of this object, however, requires a familiarity with CSIM 

features, and sane understanding of GIST software. 

A* Object Descriptions 

In the previous sections, we introduced the various object types 

of GIST and discussed the modeling needs they satisfy. This section 

describes each of the object types in greater detail. Specifically, 

for each object type, a subsection describes (1) the object attri¬ 

butes that can be specified, (2) the available options in the specif¬ 

ication of these attributes, (3) any policy decisions that have been 

taken in respect to the operations pertinent to the object type, (4) 

the terminology used in object description, and (5) the statistics 
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that can be collected during simulation. 

1.1. SOURCE 

A SOURCE object creates jobs or customers of a specified job- 

class for an open system. Die pattern of job generation at a SOURCE 

can either be (a) distribution-driven or (b) condition-driven. 

Distribution-driven SOURCE : 

The time between two successive generations of jobs (intergen¬ 

eration time) is drawn from a specified probability distribu¬ 

tion. 

Condition-driven SOURCE : 

A condition is a boolean expression composed of state variables 

and logical operators. Whenever a user-specified condition 

becomes truer the SOURCE object creates a job. The act of gen¬ 

erating a job does not necessarily cause the condition to 

automatically become false again. The user must ensure that the 

condition is such that it becomes false after one or more jobs 

are generated by the SOURCE object. 

A SOURCE object can collect statistical information on (1) the total 

number of jobs created, and (2) the intergeneration time. 
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4.2. SINK 

A SINK object removes jobs as they arrive. GIST recovers the 

internal simulation resources (such as data structures and process 

identifiers) it devotes to jobs when they reach SINK objects, so that 

they may be used again by jobs created in the future. This is tran¬ 

sparent to the user and does not affect the model semantics. 

A SINK object does not reclaim the passive resources that may 

have been ccmmitted to a job in the course of simulation. A job is 

expected to perform explicitly the deallocation of any passive 

resource it holds, or destroy the resource before entering a SINK. 

Should a job reaching a SINK object be found to hold any resource, 

the simulation is considered to be in error and is halted. 

A SINK object does not have capabilities for collecting statis¬ 

tics. 

4.2. ALLOCATE 

The ALLOCATE object type provides the mechanism for allocation 

of a specific passive resource to jobs. 

Allocation may not be instantaneous ; a job may need to wait for 

the requested amount of resource to be cane available. It may also 

have to wait for its turn when there are other jobs waiting. Jobs 

that do not request the resource pass through an ALLOCATE object 

without delay. 
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Each ALLOCATE object is characterized by (1) an allocation pol¬ 

icy/ and (2) resource request distributions. 

Resource allocation among waiting jobs is governed by an alloca¬ 

tion policy that determines the order in which the waiting jobs are 

granted their requests. The allocation policy may be (1) PCFS, (2) 

First Fit (FF) r or (3) PRIORITY. 

PCFS s 

Jobs receive their requested quantity of resource in tne strict 

time order of their arrivals to the ALLOCATE object. The quan¬ 

tity of resource requested and the job class do not affect the 

order. 

First Fit s 

This policy chooses the job that has been waiting the longest 

from among all jobs whose requests can be satisfied. 

PRIORITY : 

The waiting jobs are divided, based on job class, into priority 

classes. Jobs in a higher priority class receive allocation 

before jobs in a lower class. Witnin each priority class, the 

order of allocation is PCFS. 

Resources are requested in integer amounts. The amount of 

resource a job requests is determined by the resource request distri¬ 

bution defined for its jobclass. A resource request distribution can 

be (1) uniform or (2) approximate exponential. Other distributions 

may be added in the future. 
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Each ALLOCATE object is capable of collecting statistics on (1) 

queue length (number of waiting jobs) in each jobdassf (2) waiting 

time for each jobclass, and (3) quantity of resource allocated. 

1.1. DEALLOCATE 

A DEALLOCATE object releases the entire quantity of a specific 

passive resource held ty a visiting job. A job that does not possess 

the particular resource is not affected. No delay results f ran a 

visit to a DEALLOCATE object. 

Limited statistics collection capability is available at this 

object type. At present, it can collect information on the quantity 

of resource released. More capabilities can be added in the future. 

l^L. CREATE 

The total amount of a resource available in a system can vary if 

the resource is non-conservative. Hie available quantity of a 

specific non-conservative resource can be increased by an integral 

amount each time a job (of any jobclass) visits a CREATE object. 

This amount is drawn f ran a jobclass-independent distribution that 

can be (1) constant, (2) uniform, or (3) approximate exponential. It 

is possible to add other distributions. 

A CREATE object can collect statistics on the quantity of 

resource created. A job is not delayed by a visit to a CREATE 

object. 
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A.£. DESTROY 

A DESTROY object decreases the total quantity of a specific 

non-conservative resource in the network by destroying the amount 

held by each visiting job. 

Statistics on the quantity of resource destroyed can be col¬ 

lected at a DESTROY object. 

AJ_. FORK 

When a job visits a FORK job, a new job is created. The new job 

can be a child job or a peer job. A peer job is a completely 

independent job and -no relation exists between it and the creator 

job. On the other hand, a child job may eventually meet its creator 

job (its parent) at a JOIN object and terminate. 

In the current implenentation, jobs of only a specified jobclass 

can create new jobs at a FORK object. Other jobs pass through it 

unaffected. The newly created job at a FORK object can have a job- 

class different from that of its creator. It is possible, further¬ 

more, for the new job to visit a FORK object and create a child or a 

peer job. When child jobs create child jobs, a hierarchy of jobs 

results. By enplcying a corresponding hierarchy of JOIN objects, a 

user can model nested synchronization. 

Statistics can be collected on the number of jobs created at a 

FORK object. Jobs are not delayed as a result of visit to a FORK 



42 

object. 

4.2. JOIN 

When a job visits a JOIN object, it waits for the arrival of its 

parent or its most recent child (job), if they exist. When a parent 

and its most recent child rendezvous at a JOIN object, the child job 

is terminated and the parent job leaves the JOIN object. Any 

resources held by the child job are deallocated. 

What happens if a job J with a parent P and a child C, reaches a 

JOIN object? If C reaches the JOIN object, C will terminate and J 

will leave the JOIN object. Should P reach the JOIN object, where J 

is waiting for G, the simulation is considered to be in error. Simi¬ 

larly, if a job J has children GL and C2, and C2 is the more recent 

of the two, then J and C2 are expected to rendezvous before J and Cl. 

Otherwise, the simulation is considered to be in error. 

Statistics on waiting time can be collected at a JOIN object. 

4.2. SWTKB 

A SWITCH object performs job routing. GIST allows specification 

of one next-object for every object type except for QUEUE, SWITCH, 

and SINK object types. Where necessary, that next-object can be a 

SWITCH, through which, jobs may be routed to a number of objects 

according to a routing policy. The routing policy at a SWITCH object 

can be one of three: (1) probability-based, (2) condition-based, or 
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(3) static/ jobdass-based. It is possible to perform complex job 

routing by cascading SWITCH objects that have different routing poli¬ 

cies. 

Probability-based routing : 

Each choice of next-object has an associated probability coeffi¬ 

cient which determines the relative frequency with which the 

SWITCH object takes that choice. 

Condition-based routing : 

Each choice of next-object has an associated boolean expression. 

Hie expressions are evaluated in a specified orderr and that 

choice is taken for which the associated expression evaluates to 

TRUE. If all the expressions evaluate to FALSE/ the visiting 

job is routed to a specified "default" next-object. 

Jobclass-based routing : 

In this scheme/ for each jobclass there is exactly one next- 

object to which jobs can be routed. 

Jobs are not delayed at a SWITCH object. A SWITCH object cannot 

be used to route jobs between QUEUE and SEWER objects for the fol¬ 

lowing reason. Before a job can leave a QUEUE object/ it must go 

through a SEWER-selection procedure so that a SEWER object may be 

assigned to it. QUEUE and SEWER objects share the information on 

the basis of which the QUEUEhto-SEWER routing decisions can be made 

(see section 4.13.1) • The routing decision in this case cannot be 
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assigned to a SWITCH object since (1) the SWITCH object does not have 

the necessary information to do SERVER assignments, and (2) it cannot 

delay jobs while they must wait for SEFVER assignments. 

A SWITCH object can collect statistics on the number of jobs 

routed to each of its next-objects. 

HBCBE 

A PRCBE object makes available a mechanism for collecting 

statistics not collected by object specific statistics collection 

mechanisms. It does not delay visiting jobs. 

lhe statistics that can be collected at a ERCBE, on a jobclass 

basis, are (1) inter arrival times for jobs, (2) number of job 

arrivals, (3) transit time between an object and the ERCBE object, 

(4) number of visits by a job to a specific object between visits to 

the ERCBE object, and (5) values of specific job variables. 

An important caveat is in order here. Transit time and visita¬ 

tion frequency statistics involve high amputation overhead during 

simulation. 

4.11. USER 

A USER object provides the user an escape mechanism fran the 

constraints of using only GIST objects identified with specific BQN 

model abstractions. This object maintains a reference to a user- 
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defined function, which is executed by the jobs that visit the 

object. 

A.12.. QSEWER 

A QSEKVER object is an PCFS QUEUE object followed by its own 

SEWER object. It is characterized by a service time probability 

density function. The functions that are supported currently are (1) 

exponential, (2) uniform, and (3) constant. The set of functions can 

be expanded in the future. 

A QSERVER object can collect statistics on (1) queue-length, (2) 

waiting time in the QUEUE object, (3) waiting time including service, 

and (4) SERVER utilization. 

A.12. QUEUE and SEWER 

QUEUE and SERVER object types are discussed together because 

they are intimately related; many relevant issues cannot be discussed 

with respect to either object type in isolation. Together, the two 

object types afford the user a mechanism to model active resource 

contention. A SERVER object is used to model a service facility in a 

system. Tasks or processes that contend for the use of a service 

facility must form waiting lines and conform to sane kind of access 

regulation policy. These waiting lines are modeled by QUEUE objects. 

A job may be delayed at a QUEUE object until it can access a SERVER 

object. At a SEEVER object, a job must delay until it has received 
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the requested service. 

In tne discussion that follows, we drop the qualifier "object" 

when referring to SERVER and QUEUE objects if there is no ambiguity. 

In a QN model, a service facility and the waiting-line of jobs 

that request service from it are both modeled by the same object, a 

QUEUE. QN models can therefore be used to model situations in which 

contention for various service facilities occurs independently. 

Parametric modeling techniques can avoid this restriction by describ¬ 

ing both the cumulative service received by all the jobs at a QUEUE 

ana that received by each job at the QUEUE as seme function of the 

overall network state. For a complex system, however, such modeling 

techniques cannot be applied easily since it is not always clear as 

to hew a "distribution of service" function can be defined when 

shared facilities are involved. 

GIST does not restrict a QUEUE to modeling contention for 

exactly one SEEDER, nor does it restrict the modeling of contention 

for a SERVER to exactly one QUEUE. Thus, a QUEUE in the network may 

have more than one SEWER to which to route its jobs. In this case, 

we say that the QUEUE has more than one SERVER available to it. 

Similarly, a SEWER may receive jobs for service frem more than one 

QUEUE. Each of the QUEUE objects that can route their jobs to a 

SERVER is called an input QUEUE for that SERVER. 'Oius, in figure 

3.3, objects Q1 and Q2 are "input" QUEUES for SERVER S2, and SERVERS 

SI and S2 are “available" to QUEUE object Ql. It is an important 

distinguishing feature of GIST that QUEUE and SERVER are permitted to 
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be distinct, independent objects, with only a few restrictions which 

enforce consistency in the specification of properties of the 

objects. To the best of our knowledge, other queuing network simula¬ 

tion packages do not have this feature. 

Owing to the separation of queuing and service functions, jobs 

at a QUEUE can have a choice of SERVER objects, and similarly, a 

SEFVER may have a choice of input QUEUE objects at any instant. To 

perform routing of jobs between QUEUE and SERVER objects, user- 

specified selection rules are employed. Specification of QUEUE-to- 

SERVER routing is discussed in the following subsection. 

* 

A.12..JL. Routing Specification 

QUEUE-to-SERVER routing cannot be specified using SWITCH 

objects. A QUEUE holds jobs for all the SEFVER objects with which it 

is associated. A job can be permitted to leave a QUEUE only when an 

available SEFVER can accept it. This requirement leads to a sharing 

of information between QUEUE and SERVER objects on the basis of which 

jobs can be routed frcm a QUEUE to a SEFVER. This information varies 

dynamically, and would have to be available to the SWITCH object if 

it were to perform routing. Also, a SWITCH object does not have a 

buffering capabilityt i.e., a job cannot be delayed at a SWITCH 

object. Hence, a routing decision cannot be deferred to a SWITCH 

object, and must be made at the QUEUE itself. 
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Figure 3.3 QUEUE- -SERVER Interconnection 
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We now describe the selection rules that determine QUEUE-to- 

SEKVER routing. 

Probability-based or Stochastic : 

For ja QUEUE - For each jobdass, a probability is associated 

with each available SEFVER. This is used to make a randan, 

independent SERVER selection for each job at the QUEUE. Each 

job joining the QUEUE selects a SEFVER and then waits at the 

QUEUE until it reaches the head of the QUEUE. The job then 

waits until its selected SKIVER, is assigned to the QUEUE. 

For .a SERVER - A probability is associated with each input 

QUEUE. This is used by the SEFVER, whenever it becomes idle, to 

choose an input QUEUE from which to receive a job. 

Priority Based : 

For .a QUEUE - For each jobdass, the QUEUE has an ordered 

preference list of SKIVERS for the purpose of SERVER selection. 

For a SERVER - A server's input QUEUE objects are grouped into 

sets and each set is assigned a priority rank or level. Queues 

within the same priority level are selected equiprobably. 

In a situation anplcying priority-based selection rules at both 

a QUEUE and ary of its assodated SERVERS, preference conflicts 

are possible. In GIST, a stable-pair resdution is first 

employed to form QUEUE-SERVER pairs, and then SERVERS are 
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assigned to the QUEXJEs with which they are paired. 

4.13.2. Properties and Parameters 

Having discussed routing between QUEUE and SERVER objects in tne 

previous section, we can complete the description of the attributes 

that characterize QUEUE and SERVER objects in the two subsections 

that follow. 

A.12..2.1. -QUEUE: 

A QUEUE is characterized by (1) a queuing discipline, (2) a 

server selection rule, and (3) the initial conditions at the QUEUE. 

(1) Queuing Discipline. 

A queuing discipline is the rule that determines the order in 

which the waiting jobs depart f ran the QUEUE. The time order of 

job arrivals to a QUEUE is commonly used as the basis for formu¬ 

lating a rule. For example, PCES uses the time order of 

arrivals, and the rule by which it applies the order is that 

jobs leave in the same order in which they arrived. Another 

common basis for ordering jobs is jobclass. Generally, 

jobclass-based ordering (called a priority scheme) is superim¬ 

posed on a time-of-arrival-based ordering in formulating a queu¬ 

ing discipline. Jobclasses are grouped into priority classes. 

When a priority scheme exists at a QUEUE, it may either be a 
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preemptive or a non-preemptive scheme. Under a preemptive 

schsne, a job of a higher-priority jobclass is permitted to dis¬ 

place a lcwer-priority job fran the same QUEUE at any available 

SERVER. 

We currently have provisions for the following queuing discip¬ 

lines at any QUEUE: 

[a] FCES (first come first served) : 

Jobs within each priority class leave the QUEUE in the order of their 

arrival. Jobs in a higher priority class leave the QUEUE before 

those in a lower one do. 

[b] LCES (last cane first served): 

A jch that has most recently joined the QUEUE becomes the first in 

its class to leave. Again, jobs in higher priority classes leave the 

QUEUE earlier. 

[c] LCES - IR (last ccme first served with preemptive resume) : 

The jobs follow an LCES ordering. In addition, a job can interrupt 

the service of any prior job fran the same priority class at any 

available SEWER. This is an order-based preemption, as dis¬ 

tinguished from a possible priority-level-based preemption that may 

be defined at the QUEUE. 

[d] PS (processor-sharing): 

Only one priority class is defined for all jobclasses. The jobs at 

the QUEUE share the service available, at whatever SEWER to which 
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they are routed. A restriction GIST applies to a processor sharing 

QUEUE is that all jcbclasses follow the same routing pattern at the 

QUEUE; this makes it possible to uniquely choose a SEWER for an 

entire batch of jobs at any time. This is not a serious limitation, 

as will be shewn ty examples in chapter 6. 

We intend to add a Round Robin (RR) queuing discipline in the near 

future. In RR, jobs reach the head of a QUEUE in PCFS order, but 

receive service only in quanta (each quantum is a service interval of 

a certain maximum length), and must rejoin the QUEUE as many times as 

necessary to meet their service needs. PS can be used to approximate 

RR queuing discipline. The reason we provide PS for use in simula¬ 

tions is that it is possible to implement it with much greater effi¬ 

ciency than RR for a model in which the RR time quantum is much less 

than the average job service time. PS is considerably more expensive 

in terms of computation time however than the PCFS queuing discip¬ 

line. 

(2) Secyec Selection £ule« 

This is the policy ty which SERVERS are chosen for the jobs in 

the QUEUE. The selection rule can be one of the two types: 

probability-based and priority-based. Whatever the selection 

rule, it is the same for all the jobclasses that visit the 

QUEUE. 
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(3) Initial Conditions» 

The initial conditions define the set of jobs at the QUEUE at 

the beginning of a simulation. Hie initial conditions are 

specified by giving (a) the jobclass of each initial job, and 

(b) the order in which the jobs are assumed to have joined the 

QUEUE. The initial jobs hold no resources. 

1.11.2.2. SERVES: 

A SERVER is characterized by (1) service time distribution func¬ 

tions, and (2) a queue selection rule. 
m. 

(1) Service Time Distribution Functions. 

A service time distribution (STD) is the probability density 

function f ran which service time values are drawn. The STD can 

be different for each jobclass, thouçh presently only one STD 

can be defined for all jobclasses. At present, the probability 

distribution functions supported are exponential, normal, and 

uniform. 

(2) Queue Selection Rule. 

The queue selection rule is the policy employed to select an 

input QUEUE when a SEEVER becomes idle. The selection rule may 

be probability-based or priority-based. If a job from a higher 

priority QUEUE is permitted to interrupt service of a job from a 

lower priority QUEUE under the priority-based scheme, we shall 
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additionally refer to the selection rule as being inter_queue 

preooptive. Use of this feature, however, slews simulation down 

considerably, and an alternative way of modeling should be con¬ 

sidered when possible. 

Certain restrictions are imposed on the permitted combinations 

of selection rules at SEFVERs, and on queuing disciplines at 

QUEUES, in order that decisions to assign SERVERS to QUEUES can 

be made unambiguously. These rules are summarized here. 

[a] If the selection rule at a SERVER is probability-based, then 

either its input QUEUES all have a queuing discipline character¬ 

ized by sharing of available service (as in PS or any batch dis¬ 

cipline) , or they all have nonsharing (as in FCFS or LCFS), 

nonpreanptive disciplines. 

[b] If the selection rule at the SERVER is priority-based, then 

either (i) there is only one QUEUE at each priority level, or 

(ii) in each priority level with more than one QUEUE , all the 

QUEUES have nonpreemptive disciplines, and either the QUEUES all 

have nonsharing disciplines or they all have sharing discip¬ 

lines. 

A.H.i. Statistics : 

The statistics that can be collected are queue length and wait_time 

distributions for QUEUES and utilization for SERVERS. 
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£. Summary 

GIST object types permit its users to define models character¬ 

ized by (1) state-dependent or stochastic generation of jobs, (2) 

allocation, deallocation, ' creation or destruction of passive 

resources, (3) parallelism and synchronization between jobs, (4) sto¬ 

chastic, deterministic, or state-dependent routing of jobs, and (5) 

generalized contention for services including contention for the same 

service fran different QUEUE objects and for different services fran 

a single QUEUE object. Each GIST object can collect statistics 

related to the object's operation, some on a jobclass basis. 

GIST differs fran other performance evaluation tools in several 

respects. First, it allows independent specification of QUEUE and 

SEEVER objects, with seme restrictions on hew various types of QUEUE 

and SEEVER objects may be interconnected. Second, it provides an 

object type, the PRCBE, to measure specifically the job-related 

aspects of performance. Third, it uses a hierarchical approach to 

PCRKing and subsequently JOINing jobs. In this respect, it differs 

fran RESQC5], where even jobs that are not directly related (i.e. not 

related by a parent-child relation) may be forced to synchronize upon 

visits to the same or different "EUSION nodes" (A EUSION node is the 

RESQ equivalent of the JOIN object). The RESQ approach cannot 

guarantee modeling of nested synchronization. Fourth, GIST allows 

routing decisions to be made on basis of evaluation of conditions 

that may contain references to ary global variables. Finally, GIST 
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provides an escape mechanism, via the USER object type, f rati the con¬ 

straints of a transaction-oriented tool with only predefined transac¬ 

tions. 
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4. GIST Overview 

1. Introduction 

A user interacts with GIST to create a high-level model defini¬ 

tion. Hie model definition is converted into an executable simula¬ 

tion program by GIST. This chapter presents an overview of the 

entire process of conversion, which is achieved by a division of 

labor between the different GIST components. 

The overall GIST organization is presented in section 2. Sec¬ 

tions 3,4,5, and 6 describe respectively the four components of GIST, 

namely, CSIM, the object library, the user interfaces, and the trans¬ 

lator. The particular schane for simulation of EQN models that we 

choose to follow, that of modeling jobs as language level processes, 

is explained in section 4. 

2. Overall GIST Organization 

GIST is organized as shewn in figure 4.1. The principal com¬ 

ponents of GIST are (1) CSIM and the CSIM library, (2) the object 

library, (3) the translator, and (4) the user interfaces. A fifth 

component of GIST, not currently implanented, is the report genera¬ 

tor. The report generator would organize the simulation results into 

appropriately formatted output. 
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Figure 4.1 
Organization and Components of GIST 
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Input to GIST is accomplished by either of the two user inter- 

faces, the graphics interface or the textual interface. The two user 

interfaces have nearly identical output file formats, and it would be 

possible in the near future to create a program that converts files 

of one format to those of the other. This would make it possible to 

edit using either one of the interfaces, a model that is specified 

through the other. 

The user interfaces convert the abstract model specification 

into data structures, appropriately defined and initialized, and 

stored according to a specific format in a file that the translator 

can examine. The translator scans the data file, and constructs the 

data declaration statements, initialization statements, and the 

statanents for invocation of the object routines stored in the object 

library. The translator thus "writes" a C program, which is the 

input to CSIM. The object library consists of procedures that 

correspond to activities at each of the GIST object types. These 

procedures are written as CSIM procedures, and are linked in at com¬ 

pilation time. Activities at the ALLOCATE and the SOURCE object 

types are, however, more easily modeled as processes; and the GIST 

object library contains the code templates for these processes. 

The translator output is compiled by the CSIM compiler, and an 

execution environment for the compiled code is created by seme of the 

library procedures from the CSIM library. The results of the execra¬ 

tion consist of the statistics directly collected by the CSIM pack¬ 

age, and any specific statistics collected by the object library 
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code. Diese results are currently output directly. In the future, 

results may be organized according to a desired format using tne 

report generator, which is not implemented at present. 

2. CSIM and CSIM library 

CSIM is a discrete event simulation language designed at Rice 

University [20], Input to CSIM is C-language code, with procedure 

calls to the CSIM library procedures. CSIM compiles this input, and 

links in the necessary library procedures to create an executable 

image for simulation. Die execution environment within which the 

simulation can be conducted is provided by a collection of procedures 

from the CSIM library. CSIM may therefore be alternatively called a 

C-based simulation canpiler. 

CSIM employs a process interaction approach for discrete event 

simulation. This approach is an enhancement of the event scheduling 

approach that most other systems use for simulation. In the event 

scheduling approach, changes in systan state occur only as results of 

atomic, instantaneous occurrences called events. Events are associ¬ 

ated with a schedule, and the simulated (virtual) time is advanced 

from the time of one event to the time of the next scheduled event. 

In the process scheduling approach, state changes are still performed 

fcy events, but groups of related events may be collected together in 

an entity called a process. This implies that processes, unlike 

events, may have a non-zero time duration. 
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A process refers to a unique instance of a user defined pro¬ 

cedure. By a user defined procedure, we mean one that is not a part 

of the CSIM library. CSIM provides the mechanism for conditional 

suspension and activation of process executions, and preserves for 

each process the process descriptor, the reactivation point, and the 

local environnent. Each CSIM process is thus a "language level" pro¬ 

cess, and CSIM functions like a snail operating system. Logically 

related sets of events can be encapsulated in a single process. This 

increases the conceptual ease of modeling actions of specific com¬ 

ponents or entities in a system. 

A. The GIST Object Library 

The GIST object library is a collection of procedures, each of 

which models activities that occur at a specific object type. A job 

in an EQN model can be modeled fcy an entity that invokes the 

appropriate object related procedures to represent "visits" to the 

objects. These procedures are written as C subroutines, but are 

actually executed as coroutines under the control of the CSIM execu¬ 

tion environnent. 

There are two basic approaches for building a CSIM program that 

simulates an EQN model. In the first approach, activity at each 

object in the model is represented by one process. Flow of jobs 

between objects is represented ty an exchange of tokens between the 

corresponding processes. In the second approach, each job is 
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represented by a proœss. The objects are represented by procedures 

or processes according to convenience. When a job visits a certain 

objectr the job process invokes the related procedures. The first 

approach typically results in fewer process suspensions, and this is 

a significant advantage since there is considerable computational 

overhead associated with context switches in CSIM. However, the 

second approach is conceptually easier to understand, because of the 

natural correspondence between the journey of a job through an EQN 

model and the flow of control within the execution of a process. We 

have elected to follcw this approach. 

All GIST object types except SOURCE and ALLOCATE are associated 

with specific procedures. SOURCE and ALLOCATE objects, and all the 

jobs are modeled by processes. The expected structure of CSIM input 

is described in [21]• Briefly, the code for a job process looks like 

the following: 

job (joh_id, initial_obj ect) { 

int nextu-Object $ 

next_object = ini tiaL_obj ect $ 

while ( type (next_obj ect) 1= SINK ) { 
next_object = 

visit_object( next^object ) i 
) 

} 

The code scheme for the visit_object procedure appears as fol¬ 

lows. All object types except the SOURCE are included in the case 

list. 
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visit-object ( object-identifier ) { 

switch ( type (object-identifier) ) { 
case QUEUE s 
  /* Tÿpe-specific */ 
••••• /* procedure invocations */ 
break t 

case FORK : 

break % 

• • • 

• • • 

case PRCBE : 

break % 

> 

next-Object-id = 
prooedur^_to_get_next_obj ect_identif ier (. ) ? 

return ( next-object_id ) * ; 
} 

The code produced by the translator contains an initialization 

phase that contains the stat orient s for scheduling all the initial 

processes, in accordance with the model specification. For example, 

if the initial conditions of the model require that there be two jobs 

at a specific object, then in the initialization phase, two job 

processes are scheduled, with the object identifier as a process 

parameter. 

A job that visits an ALLOCATE object invokes a procedure which 

sets the flags and data structures that are associated with the par¬ 

ticular object and are used by the process that models the ALLOCATE 

object. The SOURCE object creates new jobs. It is conveniently 

modeled by a process of the form: 
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source ( s_id ) 
int s_id /* source_object_identifier 
{ 

while ( TRUE ) { /* do forever 
switch ( type_of_source( S-id ) ) 
case distribution_based : 

delay_time = 
draw fran the appropriate distribution 

delay this process for delay_time 
break 

case conditioiubased : 
delay this process until the appropriate 
condition is true 
break 

} 

*/ 

*/ 
{ 

t 
f 
f 

# 
* 

/* Now ready to generate a new job */ 

Create a new process descriptor for a new job and 
initialize it $ 
Schedule the new process for execution with zero 
time delay t 
Collect the specified statistics, if any t 

} 

A detailed description of the object library software appears in 

[22]. Ohe code tonplates for all the objects are stored in the 

object library. They are linked in as needed, during the compilation 

phase. 

5.. User Interfaces 

The features provided by the twin user interfaces — the graph¬ 

ics interface and the textual interface — will be described in 

chapter 5. The graphics interface is imploriented on the Macintosh 

PC, and can be used for a pictorial, block-diagram specification of a 
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model into which the remaining details can be fitted. The textual 

interface can be used on non-graphics terminals. Both the interfaces 

permit the user to specify an EQN model directly. That is, the user 

can specify the model by itemizing its constituent objects, specify¬ 

ing each object's pertinent attributes, and describing the object 

interconnections. Completed or partially completed specifications 

can be saved for later editing. Use of menus, overlapping windows, 

and reasonable defaults render the user interfaces easy and intuitive 

to use, even for a novice. 

Both user interfaces produce a file that contains the model 

specification. The model specification is stored in a number of dif¬ 

ferent arrays of data structures. The data structures that appear in 

the translator output (that is, the data structures used in the CSIM 

input) are very similar to these arrays. As a result, the transla¬ 

tion becomes easier. 

&. The Translator 

The translator acts as a link between the model specification 

and object implementation parts of GIST. It processes the specifica¬ 

tion file produced by the user interfaces to create the final CSIM 

source code. 

The translator produces four files: (1) a main file, (2) a 

definitions file, (3) a make file, and (4) an optional report file. 
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The main file contains the initialization code and the invocation 

statements for the necessary object routines. The definitions file 

contains the declarations of the special CSIM constructs such as 

semaphores, state variables, processes, and conditions, that are used 

by the object routines and the main file. The make file specifies 

the sequence of command executions that result in the creation of the 

final executable image. The command executions include compiling and 

linking in both the precompiled GIST code and the CSIM packaged pro¬ 

cedures. The report file contains a brief description of the BQN 

model, and can serve as a concise documentation of the model. 

2. Summary 

GIST enplcys CSIM, a process interaction simulation package that 

provides the constructs and the execution environnent for discrete 

event simulation. The user's interaction with GIST creates a high- 

level model definition, which is converted to a program for CSIM by 

three separate GIST components: (1) its user interfaces, (2) the 

translator, and (3) the object library. As a result of interaction 

with the user, the user interfaces produce data files that serve as 

input to the translator. The translator processes the model specifi¬ 

cation file to create code for CSIM, and links in the object library 

routines through a make file. Jobs are modeled as processes that 

invoke the object library routines. The object library contains the 

procedures that represent activities at each object type. 
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This partition of tasks between the GIST components should make 

GIST a package that is modular, and hence easy to maintain and 

update. The decision to completely separate the model specification 

part of GIST from the objects library facilitated independent 

development of the two components. Also, since the user interfaces 

are responsible only for creating a data file of the appropriate for¬ 

mat from the model definition, it is possible to use them, with a few 

modifications, to accept model definitions for a tool like R1SQ [5]. 

A different "translator" program can then be used to produce from the 

data files, the type of input that is appropriate for the tool —for 

example, a model specification file for RESQ. 
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5. GIST User Interfaces 

Performance evaluation tools based on simulation techniques per¬ 

mit system modelers to represent the significant system characteris¬ 

tics at appropriate levels of detail, without imposing the modeling 

restrictions typically required by analytic tools. Simulation models 

therefore have the freedom to become quite complex. As the complex¬ 

ity of a model increases, so does the difficulty of specifying the 

model in terms of the features provided by the tool. It is desirable 

to equip the tool with a user interface that can accept a high-level 

model definition. Such a user interface permits easy use of the 

modeling capabilities of the tool by shielding the user frcm the 

issues stemming frcm the mechanics of the tool itself. It also sim¬ 

plifies the model specification task by reducing the number of oppor¬ 

tunities for the user to introduce modeling errors into the specifi¬ 

cation. 

In this chapter, we examine GIST'S user interfaces. We describe 

the design and implementation decisions that we have taken, as part 

of the overall GIST design goals, in building the user interfaces. 

Section 1 describes the graphics interface, designed to provide a 

pictorial editing mechanism for model specification. Section 2 con¬ 

cerns the textual interface, designed for model specification on 

non-graphics terminals. Example usage of the textual interface is 

presented in section 3. 
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1. GIST Graphics Interface 

Performance analysts who work with QN or BQN models usually 

represent these models as graphs, in which each object is represented 

by a node and each inter-object routing path by an edge between 

nodes. These graph representations are then manually translated into 

inputs appropriate for a given performance evaluation tool. Graphi¬ 

cal model representation, then, is the most direct specification 

mechanism a tool can offer for description of queuing models. A 

graphical representation specifies the structure or layout of the 

model as a whole, and must be accompanied by a description of the 

attributes of each of a model's constituent objects. 

The graphical interface of GIST, called GOUX (Graphical User 

Interface and Dialogue Editor), is implemented on the Macintosh per¬ 

sonal computer. Some of the reasons for choosing a Macintosh com¬ 

puter are: (1) it offers a sophisticated set of graphics primitives 

that match with our requirements well, and (2) it is a cost-effective 

alternative to a graphics terminal, since the model specification 

phase causes no additional loading of the machines that will actually 

execute the simulation models. Also, it has a mouse for convenient 

interaction. 

The desirable features of a good graphics interface include pro¬ 

visions that allow the user to (1) select the appropriate nodes and 

place them at desired positions in the drawing area, (2) interconnect 

the nodes to represent object interconnections, (3) define, view, or 
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edit the attributes of ary particular object at will by performing 

the appropriate operations on its representative node, (4) reorganize 

a layout by selecting a node and moving the selected node f ran its 

current position to a new one without having to redefine the inter- 

nodal connections, (5) save completed specifications, or partially 

completed ones, for later modification or updating, and (7) use rea¬ 

sonable defaults in specification of object attributes. GUIDE meets 

these goals, partially through adoption of a number of features pro¬ 

vided as part of the user interface standards supported on the Macin¬ 

tosh. These features include provision of pull-dcwn menus with 

option bars at the top of the screen, representation of objects by 

distinctive icons, and provision for scrolling and cut-and-paste 

operations. 

Each of the object types of an EQN model is represented by a 

distinctive icon in GUIDE. The icon representing an object is 

selected by positioning the cursor over it with the mouse and press¬ 

ing (or ."clicking") the mouse button. A selected icon can be placed 

anywhere in the drawing area. The graph of an EQN model is built by 

selecting and placing the desired icons in the drawing area and then 

connecting them by selecting another distinctive type of icon, the 

."connector"• That is, the user selects the connector icon, and indi¬ 

cates the two objects between which the connection must be set up by 

selecting their icons. An icon already in the drawing area can also 

be selected and moved. To view, edit, or specify the attributes of 

an object, the corresponding icon is selected and opened. Opening an 
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object is done by positioning the cursor over its icon and pressing 

the mouse button twice in rapid succession (double clicking). When 

an object is thus opened, GUIDE enters the dialogue-editor mode. 

Figures 5.1 through 5.4 illustrate the user interaction with 

GUIDE. Figure 5.1 shows how the screen appears when the user has 

moved two objects, one of type SOURCE and other of type QSEFVER, into 

the drawing area, and has just selected a third object, of type SINK, 

to be also moved. Figure 5.2 is an intermediate point in setting up 

a connection between the SOURCE and the QSER7ER objects. In figure 

5.3, the user has completed the interconnection specification, and is 

about to begin specification of the QSEFVER object. Mien the 
» 

dialogue-editor mode is entered, the screen appears as in figure 5.4. 

When the user wishes to get out of the dialogue-editor mode, he can 

do so ty selecting the option "OK" shewn in the bottom right corner 

of the screen. Ary modifications made by the user after entering the 

dialogue-editor mode can be undone by selecting the "CANCEL" option 

at the bottom left corner. 

Commands pertinent to the editing procedure are available 

through pull-down menu bars at the top of the screen. A number of 

default attributes exist, and these simplify the editing procedure. 

A detailed description of GUIDE appears in [231. 

A feature we intend to add to GUIDE in the near future is a 

sophisticated report generator for display of simulation results 

through tables and plots of various statistics. A longer range goal 

is to provide a means of displaying seme of the statistical 
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information dynamically as simulation proceeds. Results related to a 

specific object should be available as part of the overall informa¬ 

tion about that objectr either dynamically during a simulation or at 

the end of it. 

After a model is specified on the Macintosh, the specification 

is transferred to a larger machine (a VAX) for translation, canpila- 

tion, and execution. One alternative to using a Macintosh as a 

graphical front end is to use a more powerful machine, such as a SUN 

Microsystems workstation. This has the advantage that the entire 

simulation package can reside on one machine. The SUN also has a 

larger screen with higher pixel resolution, which permits a larger 
* 

number of object^ to be displayed simultaneously in the drawing area. 

The SUNQORE graphics package conforms to the C30RE [24] graphics stan¬ 

dard, which might make the graphical interface more portable. We 

plan to i investi gate this in the future. 

2.* GIST Textual Interface 

The graphics interface described in the previous section 

requires the use of the Macintosh personal computer as the front end 

to a system (such as a VAX) on which the remaining GIST software is 

executed. The GIST textual interface, called Textual Interface and 

Dialogue Editor (TIDE), is built for users who may wish to use a 

character-oriented terminal for model specification and editing. 
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One approach to building such an interface is to construct a 

"parser" for a description language designed for model specification. 

The user creates a model specification file according to certain 

rules, and the file is translated by the parser for the generation of 

simulation code. RESQ follows such an approach to model specifica¬ 

tion. A more user-friendly approach is to build a dialogue-editor 

that is easy to learn, intuitive to use, and tailored for interactive 

use, much like the graphics interface. Such an interface would not 

force the user to learn a specific language for using GIST. This is 

the approach we have taken in building TIDE. TIDE offers the follow¬ 

ing capabilities: 

1. The user can add new objects or delete previously defined 

objects at will. 

2. The user can view or edit the specification of attributes of ary 

object in the model. The attributes can be specified in any 

desired order. Thus, the user can specify seme of the attri¬ 

butes of an object, end the session, and complete the object 

specification in a later session. 

3. A list or menu of alternatives available at any point in the 

editing procedure are displayed on the screen, and the user 

makes a choice by requesting the desired option with a key¬ 

stroke. Also, at each point in the interaction with the user, 

TIES! provides a default action if the user responds by entering 
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only a carriage-return. For example, when the value of an 

integer parameter is to be specified, if the user types a 

carriage-return, then that parameter is defined to be 0. Simi¬ 

larly, when a menu-based choice is to be made, TIDE chooses a 

specific (highlighted) option in the menu if the user responds 

with only the carriage-return. 

4. Specification of a list of properties is frequently performed in 

a sequence of overlapped windows on the screen. Each of these 

overlapped windows appears as a part of the window within which 

specification of the object attributes begins. These overlapped 

windows are termed subwindcws in the discussion that follows. 

As an example, consider the specification of an ALLOCATE object. 

An ALLOCATE object has jobclass-based resource request distribu¬ 

tion functions. These can be specified for each jobclass by 

opening a subwindow, choosing a specific distribution function, 

and defining its paraneters. This feature simplifies the screen 

format by reducing the amount of information on screen, yet 

allowing the user to view or edit the information in a specific 

subwindow by traversing through a sequence of subwindcws. 

5. Mien a user specifies the attributes an object, most of the 

details concerning the object are retained for view on the 

screen, except the information in subwindcws. 
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6. 'Oie model specification can be interrupted at any time and the 

details stored into a desired file. This file can be read and 

the underlying data structures reconstructed automatically at a 

later time for continued specification or editing. 

7. Each object in an EQN model is identified by a name. When the 

user adds a new object, a template for that object is brought up 

on the screen. Hie user is expected to specify the name of the 

new object before he can quit the specification session, so that 

the object can be identified for later revision. The intercon¬ 

nections between objects are specified by entering the name of 

the next object to which jobs can go fran the current object. 

All objects except SWITCH and QUEUE have only one entry for the 

next object name. There is no template for a SINK object. The 

default next object is a SINK object. Limited syntactic check¬ 

ing can be done at the end of model specification to verify that 

object names do correspond with objects defined at sane time by 

the user. Also, sane checks can be made to find illegal inter¬ 

connections as between a QUEUE object and a SWITCH object, or 

between a QUEUE object and an ALLOCATE object. 

We intend to add a report generator to TIDE, with the same 

objectives as the report generator for GUIDE except for the graphical 

display of results. That is, the report generator will display the 

simulation results in appropriately formatted tables, and as parts of 

the information about the objects where the statistics are collected. 
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Here too, a longer tern goal is to be able to provide dynamic display 

of collected statistics during simulation runs. 

Die textual interface is built using the screen updating and 

cursor movanent optimization package [25] • This package is available 

as the curses library on Unix. An important feature of this package 

is the terminal independence it allowed us in building TIDE, it 

should thus be possible to run TIDE on a number of standard terminals 

that the curses library recognizes. 

2.» Example Usage of TIDE 

In this section, we specify an object with the GIST TIDE to 

illustrate its interaction with the user. The object we will specify 

is of type ALLOCATE, and is characterized by the following details. 

1. The name of the ALLOCATE object is "UEM -ALC". 

2. The name of the resource that is allocated at the object is 

"MEMORY*1. 

3. The allocation policy followed at the object is FIRST FIT. 

4. Jobs of two different jobclasses, 0 and 5 , are allocated the 

resource at the object. Jobclass 0 is allocated tne resource 

according to an exponential distribution with a mean of 5.2 . 

For jobclass 5 , the resource request distribution is normal, 
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with a mean of 3.9 and a standard deviation of 0.7 . 

5. Statistics on the wait time must be collected separately for 

each of the two jobdasses at the object. Furthermore, statis¬ 

tics on the amount .of resource allocated must be collected for 

both jobdasses together. 

6. After leaving "MEM ALC", jobs enter an object named "CPU QUE". 

One sequence of interaction that the user might follow in speci¬ 

fying these is illustrated by figures 5.5 through 5.12. We present a 

brief description of this sequence below. 

1. The initial TIDE screen appears as in figure 5.5 Tb resume work 

on a file with the stored specification of a model, a user can 

read in that specification by specifying the file name, and con¬ 

tinue with editing. Otherwise, a carriage-return ( <CR> ) starts 

a new model specification session. The lower-most box on the 

screen is the area in which messages for the user appear. 

2. Once the session is begun, the display is as shewn in figure 

5.6(a). Of the actions possible at this level, we shall choose 

"ADD” as an example. The user scrolls using the downward cursor 

movement key until he reaches that line, as indicated by the 

arrew and the highlighting (letters in a background mode). At 

this point, he types in a <CR>. A menu of object types new 



Open GIST file : _ 

If no old files, enter <CR> 

Figure 5.5 
TIDE: Initial screen. 
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GIST 
-♦ LIST 

MODIFY 
ADD 
DELETE 
GLOBALS 
SIM. SET UP 
SAVE 
QUIT 

j 

Elgure.5.,fi(fl). 
TIDE: GIST too level options 



1. SOURCE 
2. ALLOCATE 
3. DEALLOCATE 
4. CREATE 
5. DESTROY 
6. SWITCH 
7. OTHER 

-> 2 

GIST 
LIST 
MODIFY 

-» ADD 
DELETE 
GLOBALS 
SIM. SET UP 
SAVE 
QUIT 

Figure 5 6(b) 
TIDE: Selecting an object tgoe for addition. 
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appears, frcra which he selects the ALLOCATE object type, as 

shown in figure 5.6(b). 

3. Mien the ALLOCATE option is selected, an OBJECT WINDOW for 

specification of this object type appears as shewn in figure 5.7 

The currently active line is indicated by the arrow and by 

highlighting. The user can move up or down, with the appropri¬ 

ate cursor movement keys, to select the line that he wishes to 

edit. For many of the lines, a menu may appear, as shown in 

figure 5.8 for the ALLOCATION POLICY specification. 

The line "SPECIFICATIONS" corresponds to editing jobclass-based 

information, and this is done in a subwindew. The options 

available at this line, indicated in a menu, are shewn in figure 

5.9. To enter the details for a jobdass, the user must select 

the "DEFINE" option. 

4. As a result of choosing the "DEFINE" option in the previous 

step, a subwindow appears for specification of jobclass-based 

information, as shown in figure 5.10. After all details for 

jobdass 0 are entered, and the user leaves the last line in 

the subwindow, he has the same options as at the end of step 3. 

To enter the details for jobdass 5 , he selects the "DEFINE" 

option again. Figure 5.11 shews the specification for this job¬ 

dass. The "GO BACK" option at this point will take us to the 

subwinoow for jobdass 0 . We choose the "QUIT" option, to 

condude the jobclass-based specification. 



GIST 

ALLOCATE 

-♦ NAME OF ALLOCATE ? 
NEXT OBJECT NAME : Ÿ 

ALLOCATION POLICY FCFS 
RESOURCE NAME ? 
WAIT TIME ST AT NO 
RESOURCE ST AT 

SPECIFICATIONS 
NO 

Enter name of the object 

‘y i 

Figure 5.7 
TIDE: Window for object specification 
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NAME OF ALLOCATE 
2. FIRST FIT 

NEXT OBJECT NAI1E 
-+ ALLOCATION POLICY - 2 
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SPECIFICATIONS 
» 

Enter option number 

 / 

Figure 5.8 
TIDE: Menu-guided specificotion. 
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Figure 5.9 
TIDE : Jobcloss bused specification 

for ALLOCATE object tgoe 
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Enter job class 

Figure 5.10 
TIDE: Subwindow for jobclass-based specification. 
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RES. DEMAND DIST 
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WAIT TIME STATS : YES 
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Enter option number 

Figure 5.11 
TIDE: A representative view of screen. 
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5. Electing to QUIT, we cane back to the OBJECT WINDOW. The 

subwindow disappears f ran the screen. If desired, we may con¬ 

tinue editing the specifications here by scrolling to the 

appropriate lines. For example, figure 5.12 shows a situation 

where we have scrolled to the "NEXT OBJECT NAME" line. A down¬ 

ward scroll at the "SPECIFICATION" line or choosing tne "QUIT" 

option in the menu at that line, will end the specification of 

ALLOCATE object. 

6. When we quit specifying the ALLOCATE object, the screen would 

again appear as in figure 5.6(a). We can continue the model 

specification by adding, deleting or modifying objects. Simula¬ 

tion set-up can be defined by selecting the line "SIM. SET UP", 

and typing a <CR>. This permits us to define the simulation 

period, the initial conditions at sane of the objects, and the 

initial resource amounts. "SAVE" will save the current specifi¬ 

cations in the named file, and "QUIT" will end the session. 

A. Summary 

The design objectives of GIST are met, in part, by the sophisti¬ 

cated user interfaces that permit high-level specification of the 

abstract models. We have implonented two user interfaces for GIST. 

One is the graphics interface (GUIDE), which is implemented on the 

Macintosh and allows a pictorial EQN model specification. The other 
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GIST 

ALLOCATE 

NAME OF ALLOCATE : MEM ALC 
-* NEXT OBJECT NAME CPU QUE 

ALLOCATION POLICY FIRST FIT 
RESOURCE NAME MEMORY 
WAIT TIME ST AT NO 
RESOURCE ST AT YES 

SPECIFICATIONS 

Enter name of next object 

v J 

Figure 5.12 
TIDE: Back to the object window. 
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is the textual interface (TIDE) that is designed for use with ASCII 

terminals. 

The user interfaces of GIST offer features desirable from a 

number of perspectives. First, the interfaces follow a style of user 

interaction that is easy and intuitive to learn and use. In both 

interfaces, the specification of object attributes can be carried out 

in a menu-guided fashion. Also, the user controls the interaction, 

and can easily access the previously defined details of the model. 

Second, the interfaces make transparent the details of the 

underlying implsnentation of the tool. Third, they reduce the possi¬ 

bility of errors that can occur during the model specification pro¬ 

cedure. Fourth, they permit quick construction of simulation models. 

And finally, the graphical representation of the model makes the pro¬ 

cess of model specification partially self-documenting. 
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6. GIST Example Usage 

1. Introduction 

In this chapter, we present three modeling situations as example 

applications of GIST, each illustrating a collection of GIST modeling 

features. The collections, respectively, are (1) condition-based job 

generation, class-based and probability-based routing, and passive 

resource management, (2) synchronization, and (3) separate modeling 

of queuing and service activities through use of QUEUE and SEWER 

objects. 

This chapter is not intended to be a detailed GIST usage 

tutorial. Rather, it is intended to be merely illustrative of the 

modeling capabilities of GIST. We present examples which are only 

suggestive of complete EQN models, and have excluded such details as 

numerical values of object parameters. Also, in each example, the 

EQN model represents only the features of interest in the example, 

and would typically be a part of a more detailed model that 

represents all the activities in the system. 
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2. Example 1. Condition-Based Job Generation 

Consider a computer system in which processes dynamically 

acquire manory. Specifically, each process goes through the follow¬ 

ing cycle. (1) After activation, the process acquires a certain 

amount of memory. (2) It is then placed on a list of ready-to-run 

processes, and awaits execution at the CPU. (3) After receiving ser¬ 

vice at the CPU, the process may either terminate, or it may request 

more manory frcm the system before execution can continue. We assume 

that a process, upon termination, does not explicitly relinquish the 

manory it has acquired f ran the system. (4) The system activates a 

garbage collection process whenever the available amount of memory 

falls belcw a certain critical value. The garbage collector is 

assigned a high execution priority over other processes at the CPU. 

Some of the performance measures of interest may be the amount of 

time a process spends in the system, or the frequency with which the 

garbage collector is invoked. 

The EQN model for this system is shewn in figure 5.1. The 

details of the various objects are as follows. 

(1) SI and S2 are SOURCE objects. SI creates the jobs tnat model 

user or syston processes. Generation of jobs at SI is governed 

by an inter generation-time distribution function. S2 generates 

the garbage collection processes, and is condition-based. S2 

also collects the statistics on intergeneration time, fran which 
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Figure 6.1 Example 1. 
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the frequency of garbage collection process can be determined. 

The GIST state variables used in formulating the condition under 

which a garbage collection process is created at S2 are the 

statistics collected at the PRCBE and CREATE objects in the 

model, as explained below. 

(2) A1 and A2 are ALLOCATE objects. Acquisition of manory by 

processes is modeled by allocation of a passive resource at 

these objects. 

(3) D is a DESTROY object. Since a process does not explicitly 

relinquish the memory it holds when it terminates, the system 

"loses" this manory. This loss is modeled by the DESTROY 

object. While it is true that the total amount of memory in the 

system does not vary, and hence that it is a conservative 

resource, we find it convenient to model the temporary unavaila¬ 

bility of unused manory by rmoving it f ran the system. Analo¬ 

gously, reclamation of the resource can be modeled by a CREATE 

object, Cf that the garbage collector visits after leaving S2. 

(4) CTUQ is a QUEUE object, with two priority classes. Jobs frcm S2 

join the higher priority class at CHJQ. CHI is a SERVER object. 

SWL and SK2 are SWITCH objects. SHI performs a jobclass-based 

routing to send the garbage collector jobs to the PRCBE F4. SH2 

performs a probability-based routing, so that sane of the jobs 

may return to CHJQ for further execution. 
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(5) PI, £2, P3, and P4 are ERŒE objects. PI counts the number of 

jobs leaving Al. P2 counts the number of jobs routed back to 

the CPU queue, ŒUQ. The ALLOCATE objects collect statistics on 

the resource allocation to the visiting jobs. P3 counts the 

number of jobs leaving the system along the path through the 

DESTROY object D. P3 also measures the lifetimes of the visit¬ 

ing jobs. D collects statistics on the amount of resource des¬ 

troyed. P4, likewise, monitors the garbage collector jobs that 

are routed to it at the SNITCH SHI. The statistic on the amount 

of resource created at C is collected at C itself. 

It is thus clearly possible to canpute the total amount of 

resource allocated, created, and destroyed in the system, and 

hence the amount of resource available in the system. This can 

then be used to specify the condition for the activation of S2. 

This example illustrates a number of GIST capabilities, chiefly 

the ability to perform condition-based job generation at a SOURCE 

object. Other GIST features illustrated here include the capability 

of SWITCH objects to perform routing based on different policies, the 

use of cascaded SWITCH objects to realize canplex routing policies, 

and the statistics collection capability of FRŒE objects. Manage¬ 

ment of passive resources is also danonstrated. 
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2.. Example 2. Synchronization 

This example suggests a way of modeling a layered communication 

architecture. In a layered architecture such as the ISO reference 

model [26], communication between processes at the same layer is 

achieved through use of services provided by the processes in the 

layer below. The policies and protocols followed witnin each layer 

are transparent to the layers above or below it, except when they 

affect the inter-layer interfaces. 

Figure 6.2 presents a scheme to model the synchronization 

between processes in adjacent layers. Carmuni cation packets are 

modeled fcy jobs. Job arrivals to layer L+l typically result in the 

execution of sane layer-specific activities such as error detection, 

and allocation and deallocation of buffers at both the sender and 

receiver. Hie ellipses in the figure represent regions of the 

overall EQN model that represent these activities. These are not 

necessarily disjoint regions, and are shown as being separate only 

for ease of illustration. The objects of interest in the example are 

the FORK objects Fl and F2, and the JOIN objects Jl and J2 in the two 

layers L+l and L. 

Once the layer-specific activities at layer L+l are finished, 

the packet is presented to layer L across an intern-layer interface. 

Sane concurrency may be possible between activities in the two 

layers, depending upon the caimuni cation protocol in each layer. 

Canmunication at layer L+l, however, can be considered completed only 
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after that at layer L completes. This "blocking" of a higher layer 

activity on the awaited completion of a lower layer activity is 

modeled through the use of FORK and JOIN objects. The relation 

between the jobs created at each of the FORK objects is a parent- 

child relation, which implies that the jobs must rendezvous at the 

JOIN objects. Thus, nested synchronization is achieved. 

A. Example 3. Queue-Server Separation 

In this example, we consider the performance of a shared 

resource multiprocessor y stem with attention to reliability con¬ 

cerns. The multiprocessor y stem consists of a number of heterogene¬ 

ous processors, each with limited, private resources (such as 

memory), and sharing sane global resources (shared monory and disks) • 

The computation tasks that arrive for execution are organized into 

one or more groups, with possibly different processor assignment pol¬ 

icies followed for each group of tasks. The decision to assign a 

certain computational task to a particular processor may be based on 

such considerations as the capabilities of the particular processor, 

or on the communication overhead of assigning tasks to it. We assume 

that these factors can be stochastically modeled for each job group 

by assigning probabilities to the event that a particular processor 

is selected for the execution of a particular job. Furthermore, the 

processors are associated with certain reliability characteristics. 

We can characterize the multiprocessor y stem with an overall failure 
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rate, and each processor with an individual failure rate. 

Figure 6.3 shews an EQN model representation of this system. 

Hie QUEUE objects JCBQ1 and JCBQ2 represent groups of jobs. SEEDER 

objects SERVI, SERV2, SERV3 represent the processors. Jobs of a spe¬ 

cial type model failures, and these jobs join a third QUEUE object, 

EAILQ. Jobs in the EAILQ object select each of the SERVER objects 

with certain probabilities. The SERVER objects select input QUEUE 

objects in a priority-based manner, with the EAILQ selected with a 

higher priority than the other two. JOB1Q and JOB2Q have the same 

priority at all the SERVER objects, and are selected equiprobably. 

Hie jobs fran all the SERVER objects are routed via a SWITCH to a 

PRCBE object that measures the throughputs over all the jobs, except 

for those fran the EAILQ QUEUE object. 

Since the jobs from EftTIfl have the highest priority in server 

assignment, they make the servers unavailable to the other jobs in 

the system. They in effect model the unavailability of a failed pro¬ 

cessor. It is possible to vary the probabilities used in selection 

of SERVER objects ky jobs fran the two QUEUE objects JŒ1Q and JCB2Q, 

and to then study the resulting effect on the overall throughput of 

the multiprocessor. 
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Figure 6.3 Example 3. 



104 

JL. Conclusion 

The examples presented in this chapter illustrate the ease with 

which GIST can model systsns of practical interest. We are planning 

a number of extensions to GIST modeling capabilities, including both 

the addition of new object types and extensions to the capabilities 

of the present ones. One planned extension is to provide the capa¬ 

bility of associating jobs with private variables that can be manipu¬ 

lated at a new object type, and that can be used in routing specifi¬ 

cation. Another extension will make it possible to perform explicit 

synchronization between unrelated jobs rather than only between 

parent-child jobs. A more detailed description of the planned 

enhancements to GIST is part of the subject of the next chapter. 
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7. Conclusion 

We conclude the thesis with a status report and an evaluation of 

GIST, and suggest sane of the future directions this work may take. 

Section 1 gives the present status of GIST, and outlines sane of the 

future applications we envision. Section 2 examines extensions that 

may be undertaken as either short or long-term research and implmen¬ 

tation programs. In section 3, we conclude with a discussion of the 

accomplishments and perceived strengths and shortcomings, both of the 

tool itself and of the particular design philosophy that our approach 

embraces. 

I. Present Status and Applications 

The CSIM simulation compiler has been in use at Rice for almost 

a year and a half, and has undergone extensive testing. Hie other 

components of GIST — the object library, the translator, and the 

user interfaces — are currently implemented. These have been exten¬ 

sively tested in isolation. The integration of the three components 

into one functional package is nearly complete. As part of this 

integration, a limited testing of the tool as a whole has also been 

done. In the near future, extensive testing of the entire package 

will be carried out. After the initial testing phase is complete, we 

will release GIST for use in both classroom and research environ- 
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ments. Class projects for courses in computer systons performance 

evaluation advanced computer architecture, operating systems, com¬ 

puter network design and analysis, and digital systons will be able 

to use GIST. The features of the tool will be continually evaluated, 

and will either be modified or enhanced as shortcomings in the model¬ 

ing capabilities or implementation are identified. 

We identify two broad areas — research and education — for 

applications of GIST. The educational use of GIST will be as a simu¬ 

lation tool for many curricular projects. In research programs, GIST 

can be employed both for evaluation of systems witn EQN models, and 

for continued experimentation in the design of performance evaluation 

tools. Since GIST already provides many of the modeling features 

that are offered by other commercially available packages like RESQ 

[5] and PAWS [17], the applications we envision for GIST include the 

representative uses to which these tools have been put. Typical uses 

are modeling of (1) packet-switched interprocessor communications 

[271, (2) large CCCI (caanand, control, carmunication, and intelli¬ 

gence) hardware and software systems [28], (3) disk subsystems [29], 

and (4) distributed systons [30]. Also, faculty and graduate stu¬ 

dents in active research prograns at Rice, in the areas of computer 

architecture, parallel processing, multistage interconnection net¬ 

works, and computer networking, already make extensive use of simula¬ 

tion models, and their work will provide opportunities for using and 

testing the suitability of GIST as a performance evaluation tool for 

research. Furthermore, performance evaluation is an area in which 
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faculty in the electrical and canputer engineering department at Rice 

are investing considerable research effort. Hie design and implemen¬ 

tation of CSIM, on which GIST is based, is one such effort. Another 

research project under way is the design and implementation of a 

high-performance simulation engine [31] for hardware support of dis¬ 

tributed discrete-event simulation. GIST can be employed to signifi¬ 

cantly reduce the time and effort spent in evaluating the alternative 

designs that may evolve in the course of this project. 

2.. Extensions and Fixture Work 

In this section, we present some suggestions for the future 

directions the work undertaken in this thesis may take. We organize 

these suggestions into four categories. The first, in section 2.1, 

discusses the extension of the approach adopted in designing GIST to 

the design of performance evaluation tools that may use abstract 

models other than EQNs. The second category contains the enhance¬ 

ments that can be made to GIST over the short term, perhaps under a 

year, that should significantly improve its modeling capabilities. 

These suggestions appear in section 2.2. Section 2.3 outlines the 

enhancements to GIST that should make its usage more convenient. 

Seme long term projects that can be considered are outlined in sec¬ 

tion 2.4. 
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2.1. Ollier Discrete-Event Models 

GIST is designed for performance evaluation of systems that can 

be modeled as EQNs. However, most of the discussion about the 

features desirable in a performance tool based on EQN models (that 

- appeared in chapters 1, 2, and 5) applies equally to the design of 

ary performance tool. In particular, a tool must allow the user to 

work with the abstract models thonselves and render transparent ary 

internal details without loss of flexibility or modeling power in 

evaluating the particular class of systems for which the tool is 

built. Other transaction-oriented abstract discrete-event models 

have been used successfully for performance evaluation of a number of 

systems. Examples of these models include timed Petri nets [32], and 

Information Processing Graphs [161. One extension of the approach 

itself, then, is in building evaluation tools for these models. 

Different abstract models permit various aspects of a system to 

be represented at different depths of detail, The need to represent 

conveniently the activities in a system at different levels of the 

system* s organization may be successfully met by employing "mixed" or 

hybrid models, i.e. models that may borrow formalisons from different 

modeling schemes and integrate them usefully. Also, performance 

evaluation of computer systems is in particular an area of consider¬ 

able research interest and a prime motivation for GIST. The feasi¬ 

bility of a tool that can directly accept (1) a suitable description 

of hardware and architecture details, and (2) real or simulated work¬ 

loads, or a stochastic characterization of the workload, to evaluate 
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the performance of proposed architectures, can be investigated. 

2*2.. Modeling Enhancements 

A number of enhancements could be made to the modeling capabili¬ 

ties of GIST in the near future, lhe list we present in this section 

is not exhaustive, and additional ideas for extensions to GIST can be 

expected as the modeling needs of the users bring GIST deficiencies 

into focus • 

1. Frequently, each of the entities that jobs in an EQN model 

represent has certain attributes that affect the transactions or 

activities the entity undergoes in the system. These attributes 

characterize the particular entity itself, and are in addition 

to ary characterization the entity may have due to its atfilia- 

tion to a particular class of entities. These attributes could 

be represented, to a limited extent, by associating certain 

job-class dependent job-variables with each job. One could 

think of these as analogous to the private variables of 

processes in a computer system. 

Job-variables would be manipulated at a new object type, SET, 

and could be used in a number of ways. Actions that a job performs 

or undergoes at an object could be influenced by the values of its 

job-variables. Objects could collect statistics on job-variables. 

SWITCH objects could perform job-variable-based routing. 
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2. The variables allowed in CSIM condition expressions must be 

declared as model state-variables. We do not include the avail¬ 

able quantities of passive resources in the category of STATE 

variables. This would need to be changed so that condition 

specification could include passive resource amounts. Without 

such a facility, one has to collect statistics on the resource 

amounts, and use these statistics in the condition expressions, 

as described in the first example in chapter 6. Statistics are 

declared to be state variables in the translator-generated code. 

Also, a nimber of GLOBAL variables could be defined as GIST 

state variables, and manipulated at SET objects. 

3. The USER object type described in chapter 3 is not implemented 

at present, but it should be in the near future. 

4. Three new object types, WAIT, SIGNAL, and EELAY, should be 

added. Jobs visiting a WAIT object type would be delayed there 

until a condition associated with the object became TRUE or 

until a semaphore associated with the object became nonzero. At 

a SIGNAL object, jobs would signal a condition or a semaphore 

associated with sane WAIT object. At a DELAY object, jobs would 

be delayed for a specified duration. WAIT and SIGNAL objects 

would allow modeling of synchronization between jobs that are 

not necessarily parent-child jobs. 

5. Capabilities of sane of the present GIST object types should be 

augmented. The set of queuing disciplines at a QSERVER object 

should be expanded. The SERVER object type should be 
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generalized to allow different service time distributions for 

different jobclasses, and to collect statistics on a jobclass 

basis. At present, the ALLOC object type uses the jobclass 

attribute itself as the priority class for the job. This could 

be modified to allow specification of the priority classes into 

which jobs from different jobclasses would be placed. 

All the units of a resource that a job possesses are removed 

from the job at DEALLOCATE and DEsTOOY objects. This could be 

modified so that a fraction of the amount of resource held is 

taken away, and this fraction could be determined in accordance 

with one of a number of available probability distribution func- 
* 

tions. 

6. The probability coefficients that one may specify for all 

probability-based functions in GIST are constant values. Exten¬ 

sion to dynamically varying probabilities, specified as func¬ 

tions of GIST state variables, could be considered. 

7. With a number of GIST object types, we have the provision to 

specify probability distribution functions for seme of the 

object-related functions. The set of functions from which these 

are selected could be augmented. Thus, for example, one could 

provide hyperexponential, erlangian, pareto, and other functions 

at the SEEVER and QSEEVER objects for service time distribution 

specification. Functions that provide values by interpolation 

f ran tables could also be added. 
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2*2.. Usage Features 

Additional features can be added to GIST in the future for 

improving its usability. For example, one important feature to be 

added to GIST is a report-generator. The statistics collected in the 

course of a simulation are currently output directly. The report- 

generator would organize the collected statistics as appropriately 

formatted tables or plots. 

Another important feature that should be added to the user- 

interfaces is the capability to define and use submodels. A submodel 

is either an EQN model or a part of an EQN model that can itself be 

used as a unit in composition of other EQN models. In this respect, 

a submodel is a new "object" type. The provision of submodels could 

greatly reduce the effort required on the part of the user since it 

would speed up model development by allowing him to create and use 

EQN submodel libraries. 

A help feature could be added to the user interfaces to provide 

inexperienced users with an on-line manual. Another feature that 

could be added is trace collection. With such a feature, a trace 

mode of operation could be defined for the FRCBE object type, and a 

trace on the collected samples for a particular statistic could be 

collected. 
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ZJL» Long Term Extensions 

Model solution in GIST is via simulation. In addition, analyti¬ 

cal capabilities such as convolution algorithms, Wh, and algorithms 

for approximate analysis, which are provided by seme of the other 

performance evaluation tools [6, 7, 8, 9, 10], could be developed for 

GIST as well. Another possible project is to make GIST available as 

a stand-alone package on the Macintosh computer, on which the graph¬ 

ics interface runs. This would require creation of a package which 

provides the kind of simulation support on the Macintosh that is 

currently provided on VAX and SDN machines by CSIM. 

Another project that one could undertake is that of building a 

graphics interface for GIST on the SDN workstation. This proposal is 

attractive for a number of reasons. The SDN workstation has larger 

memory and screen sizes, with a high resolution bit-mapped display. 

The graphics support on the SUN is in the form of a SUNCCRE graphics 

package, which conforms to the SIGOQRE graphics standard. A graphics 

interface built atop the SDNOORE might therefore be portable. Furth¬ 

ermore, hardware floating point capabilities will be available on the 

SDN workstation inminently. The entire package, and not just the 

graphics interface, can be put on the SDN, since CSIM already runs on 

the SDN. 
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i. Assessments 

An assesanent of GIST as a performance evaluation tool, or as an 

experiment with the design of one, should be conducted by first 

recognizing the strengths and weaknesses of the transaction-oriented 

approach that is adopted in the design of GIST. 

2*1. The Transaction-Oriented Approach 

A tool such as GIST, built according to a transaction-oriented 

approach, provides the user with a set of modeling abstractions that 

can be used to compose models, typically, the choice of these 

abstractions is guided ty the applications envisaged for the tool and 

is therefore tailored to a particular class of models. Such a tool 

offers its users the capability to construct models at much reduced 

cost in effort and time, relative to a general-purpose tool. Since 

it is hoped that the uses of such a tool are well understood ahead of 

time, it is possible for the designer of the tool to incorporate in 

the abstractions the specialized knowledge appropriate to the appli¬ 

cations of the tool. Also, a knowledge of the class of models for 

which the tool is designed allows the implementors to design a user 

interface that can enforce a limited form of consistency regarding 

the manner in which models will be specified to the tool. This 

reduces the probability of erroneous specifications or incorrect 

usage. 
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The main shortcoming of a transaction-oriented approach is its 

lack of flexibility compared to general purpose tools. The user is 

limited to the set of abstractions the designer of the tool chooses 

to provide. This may make it difficult or inpossible to model a 

nunber of systans. Also, it may be difficult to reflect in a model, 

a small change to the system that the model represents. One other 

disadvantage of this approach is that models built from predefined 

abstractions may not be efficient. This is because the tool must 

offer as much generality as possible within each of the abstractions 

it provides. The user can only attempt to reduce the cost of model 

execution by carefully selecting the abstractions from which to build 

the model. 

Frequently, careful design of a transaction-oriented tool can 

partly overcome these deficiencies. With feedback from the users, 

the implenentors can add new abstractions and modify existing ones. 

This process can also be helpful in identifying new abstractions from 

which efficient models can be built. 

2.2. An Evaluation of GIST 

Since GIST follows a transaction-oriented approach, the discus¬ 

sion in the previous subsection is applicable to its evaluation. 

GIST shortcomings include a relative lack of generality and flexibil¬ 

ity in comparison with a general discrete-event simulation tool such 

as CSIM. In addition to the limitations inherited f rcm the 
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transaction-oriented approach, other limitations arise from the lack 

of certain object types and inadequate modeling capabilities of 

existing ones. With continuing experience in the usage of GIST, the 

identity of these shortcomings will become clearer, and it will be 

possible to make the appropriate extensions. Sane of the extensions 

suggested in section 2.2 of this chapter should alleviate a number of 

the deficiencies presently perceived. 

The strengths of GIST, we feel, outweigh its weaknesses. GIST 

differs from other performance evaluation tools in a number of 

respects. The first of these is the user interfaces, which are 

sophisticated, yet easy and convenient to use. The graphics inter¬ 

face accepts specifications in a manner that is natural and intui¬ 

tive. The textual interface, while less intuitive to use than the 

graphics interface, is still a very convenient alternative when a 

Macintosh is not available. Both the interfaces deal directly with 

abstractions commonly used in EQN models. 

In chapter 3, we presented the modeling capabilities of GIST, 

and discussed the manner in which these differ fran those offered by 

other performance evaluation tools. The capability to model systems 

that do not fit into the traditional notion of a combined waiting- 

and-service center, afforded by the separate QUEUE and SEEVER 

objects, is one of the most inventive. Second, GIST uses a hierarch¬ 

ical approach to PQRKing and subsequently JOINing jobs, that allows 

convenient modeling of nested synchronization. Third, GIST allows 

condition-based routing and generation of jobs. Fourth, the provi- 
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sion of the ERCBE object type, explicitly for statistics collection, 

permits measurement of job-related aspects of performance. With the 

additional objects and capabilities suggested in section 2.2, GIST 

should become a highly capable and versatile tool. 

4. Conclusion 

The principal theme of this thesis has been to experiment with 

an approach to the design of performance evaluation tools. A primary 

goal of this effort was to prove the feasibility and utility of a 

high-level user interface for specifying EQN models. Another impor¬ 

tant goal was to implorient a tool which offered the modeling capabil¬ 

ities perceived as necessary for systans performance evaluation, with 

onphasis on computer systems. 

We feel that we have achieved our stated goals. While there are 

seme limitations to the applicability of GIST that stem frem its 

transaction-oriented nature, its evolution, through a process of user 

feedback should render it a highly capable tool. We are optimistic 

that GIST will serve as a valuable aid in both research and classrocm 

applications which use EQN models for evaluating the performance of 

existing and proposed systems, and as a vehicle for continued 

research efforts in the design of performance evaluation tools. 
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