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ABSTRACT 

Performance Analysis of Data Skewing in Parallel Memories 

by 

David T. Harper III 

Processor execution speeds have increased dramatically in tbe 

last few years while memory speeds have failed to keep pace. This 

has caused the bandwidth of the memory subsystem to become the system 

bottleneck. The problem is particularly critical in a vector pro¬ 

cessing environment- where high speed processors perform computations 

involving large quantities of data. 

This thesis investigates the technique of data skewing to bring 

about an increase in throughput of vector accesses over that obtained 

with the use of conventional interleaving techniques. Several ana¬ 

lytic results are shown including a closed form expression for the 

periodicity of the sequence of module references generated during a 

vector access. Simulation techniques are used to show the relation¬ 

ship of several parameters, of both the physical architecture of the 

memory system and of the load presented to the system, to the system 

throughput. Finally. it is shown that through the use of 

recurrences, feasible implementations of data skewing techniques can 

be realized. 
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CHAPTER 1 

Introduction 

1.1. Motivations 

Matching memory speeds with processor speeds has long been a 

problem in the field of computer architecture. In the increasingly 

common high performance multiprocessor architectures, this problem 

has been compounded by the much higher effective processor speeds 

that are possible. Two general approaches that have been considered 

for the solution of this speed mismatch are presented. In the first 

approach the processor/memory bandwidth is decreased by restructuring 

algorithms as is discussed by Volf and Jump [1]. Central to this 

technique is the concept of a high-level operation, or HLO, in which 

processors perform multi-instruction operations on a set of data 

using only local memory. Because the operations do not use global 

memory and because inter-processor communication is eliminated or at 

least kept to a minimum, the traffic on the processor/processor and 

processor/memory interconnection networks is reduced [2]. 

The second approach is to modify the memory architecture by 

using parallel memories and other techniques such as super-word 

accessing to increase the effective memory speed. The second 

approach has the advantage of being applicable to a more general set 

of problems than the first approach. This thesis will consider one 

of the architectural techniques that can be used to increase memory 
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performance» namely data skewing across parallel memories. 

1.2. Definitions 

For convenience, varions terms are defined for those who have 

not done work in the area of skewed data storage schemes. This sec¬ 

tion will state definitions of those terms used in past work along 

with some which have been developed as a result of the work presented 

here. 

A memory module is an random access memory which, when given an 

address and a read signal, will produce the data that had been previ¬ 

ously stored at the location referenced by the address. The produc¬ 

tion of the data subsequent to the presentation of the address and 

the read signal is delayed by a length of time which will be called 

the read cycle time of the memory. If an address is presented to the 

memory module along with data and a write signal then the data will 

be stored at the indicated address. The time required for this 

operation to be performed will be called the write cycle time of the 

memory. When the read cycle time and the write cycle time are equal, 

this time will be called the memory cycle time. Either a read or a 

write may be in progress at a given time but not both. 

A number of memory modules grouped together such that they all 

receive a read address from a common address bus, send read data to a 

common data-out bus, and accept write data from a common data-in bus, 

will be called a parallel memory system. Addresses are partitioned 

into two fields. The first field of the address indicates which 
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memory module within the memory system is referenced by that address» 

the other field of the address indicates which location within the 

module is being referenced. All addresses reference one and only one 

memory module. Each memory module is able to operate concurrently 

with each of the other modules. This means that once a module 

receives an address and the appropriate control signals it may begin 

processing that address regardless of the status of the other 

modules. The obvious advantage here is the memory speed-up due to 

the ability to overlap memory operations in several modules. Each 

address sent to the system must be accepted by a module before the 

next address may be submitted. 

Memory collisions occur when an address is presented to a paral¬ 

lel memory system and the module that it references is still busy 

processing a previous address. This degrades the system's perfor¬ 

mance because no future addresses can be processed until the current 

address is accepted which in turn cannot be accepted until the module 

referenced by the address finishes its current task. 

One measure of a parallel memory system's performance is the 

throughput which is defined as the number of data accesses (fetches 

and stores) performed during a time interval, divided by the length 

of that interval. Normalized throughput will refer to the throughput 

divided by the number of memory modules in the system, this measure 

is a good indicator of how well the system is performing relative to 

its theoretical maximum throughput. Another performance measure to 

be used is the inter-access time which is simply the reciprocal of 
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the throughput. The inter-access time measures the time between the 

initiation of successive memory accesses. In an ideal system with no 

conflicts this time will be equal to the memory's cycle time. 

An interleaved memory system [3] is a parallel memory system in 

which* if there are N modules in the system* an address A will refer¬ 

ence module number m^ = A mod N. This type of memory structure has 

the advantage that for any N consecutive addresses all of them are in 

different modules. The result of this is that if a stream of refer¬ 

ences are made to consecutive addresses then the minimum number of 

memory collisions will occur. 

The analysis in this thesis will be restricted to the memory 

performance of one particular type of architecture. The architecture 

considered will be a stream-oriented architecture as proposed by 

Ahuja [4] and refined by Jump et al[ 5]. Characteristic features of 

this architecture include an interleaved memory system with N modules 

and a set of P processors capable of operating in both SIMD and MIMD 

modes* as defined in [6]. The architecture is also a modular archi¬ 

tecture. in that the values of N and P can be varied according to the 

levels of performance that are desired by the user. If the user 

desires a larger memory with a greater throughput then the value of N 

can be increased without modifications to other parts of the system 

or to the software that runs on the system. Similarly* if greater 

processing rates are needed then the value of P can be increased 

without modifying the rest of the architecture. Each processor has a 

local instruction memory so that the N module parallel memory is used 
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solely as a data memory. The memory/processor interconnection net¬ 

work consists of two high speed buses. One bus is used to fetch data 

and the other bus is used to store data. 

The stream architecture presented by Jump et al. [5] is targeted 

for an environment where the primary class of computing task involves 

extensive numerical computation. The architecture has been optimized 

for this type of environment by integrating software and hardware to 

detect and perform high-level vector operations or HLVOs. An HLVO is 

an HLO which is performed component-wise on a set of vectors. The 

term vector is used to describe a one-dimensional array. By con¬ 

catenating rows it is possible to describe two and higher dimensional 

arrays as vectors. Component-wise indicates that the HLO is a func¬ 

tion of the components of the vectors (one component from each vec¬ 

tor) rather than a function of the entire vector. An implication of 

this is that the result of a HLVO is itself a vector of the same 

length as the operand vectors. Because the elements of a HLVO result 

vector often can be computed independently of each other, a large 

degree of parallelism can be extracted from these operations when a 

multiprocessor system is used. Wolf and Jump [1] provide more detail 

about the relationships between HLVOs and an increase in algorithm 

performance. 

The potential parallelism of such an architecture can be real¬ 

ized only if data can be supplied to the processors at a rate suffi¬ 

cient to prevent the processors from becoming idle. The components 

of a vector used in the HLVOs are determined by an initial offset. 
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which selects the first element to be used» and by a stride» which 

selects the spacing between components used. Both the stride and the 

initial offset associated with a given vector may vary. Their values 

depend on which of perhaps several HLVOs being executed is referenc¬ 

ing the vector. Because the HLVOs are restricted to using a constant 

stride when referencing vectors, but not restricted to using a stride 

of one, interleaved memories may suffer serious performance degrada¬ 

tions due to memory collisions. An obvious case of this performance 

degradation can be seen by considering an HLVO which operates on one 

vector with a stride equal to the number of memory modules, N. In 

this case all of the memory references are to the same module and the 

normalized throughput is reduced to 

One method of alleviating the problem of memory collisions is to 

use a data stewing scheme to distribute the components of a vector 

over the N modules. A stewing scheme is a function F(t) that maps 

til 
the t vector element, V^, into some module nip,^)» nip^j<N. An 

interleaved memory system implements a simple stewing scheme such 

that F(t) can be expressed as F(t) = (t + base) mod N, where base is 

the address of the initial element of the vector. The optimum stew¬ 

ing scheme will be the one which performs the mapping from to 

mp^j such that the stream of memory references generated by access¬ 

ing the vector will cause a minimal number of collisions. 

1.3. Thesis Overview 

The previous sections in this chapter have given a short intro¬ 

duction to the problem being investigated and to sane of the 
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terminology that will be used in the thesis. This section will give 

a brief outline of the remainder of the thesis. 

The next chapter will present the analytical results that have 

been obtained. Use of some simple number theory and combinatorial 

analysis is the basis of most of the results. The analytic results 

pertain primarily to characteristics of the equation which generates 

the module addresses during a vector access. The other part of the 

address, the location of the access within the module, is of little 

concern because its value does not affect the memory system's perfor¬ 

mance. In this chapter specific results will be obtained to show the 

periodic nature of module references generated when performing vector 

accesses and to show the distribution of these addresses over the set 

of modules. The periodicity of module references will be considered 

for both the case where a single vector is being accessed and for the 

case where multiple vectors are being accessed in an interleaved 

manner. 

The third chapter is concerned with numerically calculated per¬ 

formance measures. This chapter investigates throughput values for 

various architectural configurations, and results will be shown which 

indicate that implementing a simple data skewing scheme under the 

architecture being considered increases the performance of the memory 

system when compared with an interleaved system. This performance 

increase is achieved by reducing memory conflicts. Specific results 

shown will demonstrate the effect of memory request buffer size, vec¬ 

tor stride, vector length, and the choice of the skewing scheme, on 
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the throughput of the memory. The effect of interleaving accesses to 

multiple vectors in a time-division type scheme vill also he dis¬ 

cussed. Sufficient conditions to operate the memory system at its 

maximum speed given a set of vector accessing parameters will also he 

sta ted. 

Chapter four shows how skewed storage schemes have actually been 

implemented. Two different architectures will he considered, the 

BSP, developed by Burroughs, and the RAP, an array processor 

currently under construction at Rice University. Central to this 

discussion are the mechanisms used to calculate the addresses. Both 

the algorithms used to reduce address calculation complexity and the 

hardware used to implement the algorithms are discussed. 

The final chapter presents the conclusions and insights reached 

as a result of the work done for the thesis as well as some paths 

that seem likely to be worthy of further investigation. 



CHAPTER 2 

Analytic Results 

2.1. 

This thesis is motivated by the failure of interleaved memory 

systems to perform adequately in certain situations. The problem 

specifically addressed in this work is that of accessing the elements 

of a vector in parallel when it is accessed with different strides. 

First the cause of the interleaved system's performance degrada¬ 

tion is presented. Figure 2.1 is an example of how conventional 

interleaved memories are organized. This system has six modules. 

The numbers within the modules represent the sequence in which a 

vector's elements are stored. That is. the k**1 element is placed in 

module m. « ,. The position of elements within the module is of no 
k mod o 

concern at this time. 

Some vector operations do not use every element of their operand 

vectors. For example, suppose that a vector operation uses every 

sixth element of the vector. The stride in this case is said to be 

six and Figure 2.2 shows boxes around the elements selected. For 

this stride, all of the elements accessed reside in one module and 

now the six way interleaved memory's performance level has been 

reduced to that of a single module system. If A denotes the number 

of modules in an N module interleaved system that are referenced by 

accessing a vector with a stride of S then A is given by: 
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Data-In Bus 

Data-Out Bus 

6-Way Interleaved Memory 
Low Order Interleaving 

Figure 2.1 
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Data-In Bus 

Data-Out Bus 

Interleaved Memory Vector Access 
Stride = 6, Low Order Interleaving 

Figure 2.2 

A = -N_ • A ( S. N) * 

Inspecting the expression for A it is seen that by selecting a 

value for N which is prime, the sole situation where vector accesses 

fail to distribute over all modules is the case when the stride is an 

integral multiple of the number of modules. This is an improvement 
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but the gain is achieved at the cost of reduced flexibility in choos¬ 

ing the value of N. It is desirable that improved performance be 

obtained without restricting the choice of N. To this end. discus¬ 

sion is returned to the original storage scheme for the vector as is 

shown in Figure 2.1. 

It is the regularity with which the elements are placed in the 

modules that leads to the reference distribution problem. If a 

method can be found to redistribute the elements across the modules 

while maintaining a simple method of calculating which module con¬ 

tains which set of elements then perhaps increased performance can be 

obtained with little or no additional cost. 

Again consider Figure 2.1. One of the simplest transformations 

that can be applied to the matrix formed by the element numbers is to 

view module 5 as being adjacent to module 0 and to perform a circular 

rotation of each of the rows. If each row is rotated one module to 

the right with respect to the previous row then the mapping shown in 

Figure 2.3 results. To see an obvious example of performance 

improvement consider the vector access shown in Figure 2.2. If the 

same operation is performed on the transformed system then a much 

different accessing pattern emerges. Figure 2.4 shows the elements 

accessed. The performance of the system is at the optimal level 

because the access is collision-free. Unfortunately, the expression 

to calculate the module address for the k**1 element is now more com¬ 

plex than it was before. To determine what this expression is. it is 

necessary to consider what happens to an element's module number. 
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Data-In Bus 

Data-Out Bus 

6-Module Skewed Memory 
Skew = 1 

Figure 2.3 
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Data-In Bus 

Data-Out Bus 

Skewed Memory Vector Access 

Stride = 6, Skew = 1 

Figure 2.4 

The element's row number has been added to its module number using an 

addition modulo the number of memory modules. In an N module system 

this can be expressed as: 

m (k) = (k + [ ^ J ) mod N . 

m^(k) is the number of the module that contains the 

(Ml) 

th 
element whe re 
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of the vector. 

Equation (Ml) accesses a vector with a stride of one. For a 

vector with a stride other than 1, this expression is incorrect. 

Using an argument that runs parallel to the argument presented in the 

justification of equation (Ml), an expression can be found to calcu¬ 

late module numbers for arbitrary strides. Let S denote the stride 

of the access, then the equation used to access a vector with stride 

S is equation (M*). 

m (k) = (kS + I *7 I ) mod N (M') 

Clearly equation (M') is consistent with equation (Ml) when S = 1. 

There are two other constraints in the skewing scheme that can be 

relaxed. First, to this point the analysis has assumed that the vec¬ 

tor has its initial element residing at location 0. Obviously this 

will not always be true. This factor is accounted for in equation 

(M* '). The base address is represented by I. 

mg(k) = (kS + I + [ J ) mod N (M' ') 

The second constraint is the type of mapping applied to Figure 

2.1, specifically the number of modules that each row is rotated when 

performing the storage transformation. This factor has been termed 

the skew of the memory system by Budnik and Kuck[7]. The skew can 

take on any integer value, but all values of skew that are congruent 

to each other modulo N will produce identical storage patterns. The 

skew of the system is represented by the symbol w. Equation M' * 

represents a class of skewing schemes that has been termed linear 



16 

skewing schemes by Shapiro [8], Shapiro characterizes two types of 

skewing schemes, linear and periodic. A skewing scheme, S, is linear 

if and only if there exist constants a, b, and N such that 

til 
S(i,j) = (ai + bj )mod N, that is the (i,j) memory location in the 

skewing scheme is mapped to module ®(a£ + j)mod. N* ^ skewing 

scheme, S, is periodic with period P if and only if for all (i,j) and 

*1' *2* S(i,j) = S( i + k^P , j + k^P). In the previous example the 

skewing scheme is linear with a = b = 1. 

Shapiro defines a valid skewing scheme as one which, in an N 

module system, allows N elements of a given vector to be accessed in 

a single cycle. A skewing scheme is considered to be valid or not 

valid for a specific set of strides. He then shows that if there 

exists a valid periodic skewing scheme then there also exists a valid 

linear skewing scheme. For this reason only linear skewing schemes 

are considered in the thesis. 

Combining all of these factors, a general expression for the 

module referenced on the k access can be written as: 

m (k) - (kS + I + j --7-~ w ) mod N (M) 
S L N J 

Equation (M) will be the foundation for the analysis presented 

in the remainder of this chapter. 

2.2. Single Vector Accesses 

The goal of the analysis in this thesis is to demonstrate the 

increased throughput of skewed storage schemes when compared with the 

throughput of conventional interleaved systems. This section 
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discusses the accessing of a single vector. The performance of 

multi-vector accesses is discussed in a later section. 

One factor contributing to the degradation of performance in 

memory systems is that all references can cluster in a subset of the 

memory modules during some vector accesses. In the introduction of 

this chapter it was stated without proof that in an interleaved 

memory the number of modules referenced during a vector access with 

N _ 
stride S was A = "(s~N)* ^he Pro°^ of this result is given in section 

2.2.3 along with a generalization for the case where the memory 

storage policy involves data shewing. 

2.2.1. Periodicity of m(k) 

It will be shown that equation (M) is periodic. The fact that 

module addresses are periodic can then be used to calculate the value 

of A for a shewed system. Hence, it is desirable to know the value 

of P, the period of nig(k). in terms of S and N. 

Consider an N module system with a shew of w. A vector access 

with stride S will generate a stream of module addresses and the h^ 

address generated is given by equation (H). If a temporary assump¬ 

tion is made that the base address of the vector. I. is zero then 

this stream is periodic as shown in the following theorem. 

Theorem: 

, N2 
If I = 0 and (w.N)| ~z~, then equation (M) is periodic with a 

(s M) 
minimus period given by 
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P = 
N2 _ 

(S. N2) (w,N) 
(P) 

It is necessary to begin by showing that equation (H) is indeed 

periodic with a period given by equation (P), and then that any other 

period, P', of M is a multiple of P. First demonstrate that m<g(k) is 

periodic with period P: 

Show: 

m —ji2—| 
(S.N2) (w, N)J 

= ms(k) 

Proof : 

V + ~/“ 1 2 L
 (S.*T)(w,N)J N 

kS + 
(S.N2) (w.N) 

^S 
kS + 

iS^ljw^Nl 
N 

(1) 

Let s =  X = ,-“KI7, and W = 7~W'MT . 
(S.N2) (w'N) (w'N) 

r 
Ik + 

/ 1 

1 vs 
kS + tXN + + 

*L (S.N2) (w.N)J N 
L N 

U / 1 kS + swX + *? 1 
sL ( S, w ) (w, N)J N 

L N J 
(3) 
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k + ] = mg(k) 
(S.IT) (w.N)-» N 

+ swX (4) 

Expanding and rearranging the quantity swX gives: 

m L +  j~ ] = mg(k) + [ -jr-jjj  w | 

>■ ( S, (w.NH N S L (S.N2) J 

L +   1 = (k) 
L ( S, N ) (w, NH N 

+ sWN 

f N2 I n>„ k + r ’I = m_(k) mod N 
SL (S, «) (w.NH S 

m. k + 
N2 1 

<M?)(w.J = 

(k) 

(5) 

(6) 

(7) 

(8) 

Therefore mg(k) is periodic with period* P = Next 
(S.N2) (w.N) 

it will he shown that any period of mg(k) will be an integral multi¬ 

ple of P. That is for all k and P', show that: 

if for all k: m^k) = m<j(k + P') then 
N2 

(S.N2) (w.N) 
I P» 

To this end. let 

mg(k) = mg(k + P' ) (1) 

Expand the expressions for mg(k) and mg(k + P') to get: 

I kS I . _ A A I kS Pis I 
nr J * = ts *p,st L7+ ~ J w IS + W (2) 
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kwS kS mod -N 
N N 

_,0 wkS wP^S 
w = P'S + + -N“ (3) 

(kS + P'S) mod N 
N w + c^N 

-(kS mod N) 7. = P'S + c„N + —— 
N IN 

(4) 

- (kS mod N) 7 - P'S mod N 7 + c„N 
N N 2 

P-S ♦ O3N ♦ 
P' S mod N 

N 
w = 0 (5) 

Let P* = q 
N2 

(S, N2) (w,N) 
+ r and show that r = 0, 

SN wSN n + rwS q - + rS + e ,N + q — . 

(S,îO(w,N) * (S.IT) (w.N) " 

- w 

[q -,Sn2-V"1 mod N 
-L—LS,N.2.1w>Nij  

N 
rS mod N 

N 

(6) 

mod N = 0 

SN2 wSN 
4 5 + rS + c,N + q ~ « 

( S, «) (w.N) (S, Nj (w.N) 
(7) 

. rwS rS mod N + T 5 * ^ 0 
N 

rwS rS mod N 
rS + — -  — . = 0 

N 
(8) 
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I r<5 I rS + L M J W ^ 0 <9> L N J N 

By definition: 

r = P' - qP 

nigtr) = mg(P' “ qP) 

- ms(P* - qP + P') 

= ms(P* - qP + P' - qP) 

= ms(2P' - 2qP) 

= nig(2r) 

Then by induction it is true that nig(r) = nig(nr) for all integer 

values of n. 

*s<r) = tS + i f j 

m^rN) = rSw 
S N 

m_(-rN) = -rSw 
S N 

From equations (10) and (11) it is seen that r = c'N. 

m_(r) = c’Sw 
S N 

m_(2r) = 2c'Sw 
S N 

From equations (12) and (13) it is clear that c' = 0 
N 

(10) 

(11) 

(12) 

(13) 

This fact 
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indicates that r = c N . The constant c must be zero because r is 

   
restricted to range over the vaines 0 < r <  r . The proof 

(S.lO (w,N) 

is then complete and it is established that P|P'. 

2.2.2. Non-Zero Initial Address 

The proof stated above assumes that the initial address of the 

vector being accessed is zero. Now, that restriction is removed by 

showing that an arbitrary value of I has no effect on the length of 

the period of m^(k). 

Theorem: 

The address, I, of the first element referenced in a vector 

access has no effect on the periodicity of the module references gen¬ 

erated for that access. 

Proof : 

Assume that the expression derived for the periodicity of mg(k) 

with a zero initial address does not hold for a non-zero initial 

address and then show a contradiction. 

nig(k) = [ kS + I + | “ * j w J mod N (1) 

In a previous result it was shown that the periodicity of a stream of 

module addresses in a single vector access with I = 0 is given by 

P = 
N2 

(S, N2) (w,N) 
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Assume that there is some period, P', of mc(k), I £ 0, different from 
ü 

P, such that: 

me(k + P') * m0[k+   1 
(S, N )(w,N) 

m„(k+P' ) * f [k+     1 
L L (S,N )(w,N) -1 

I 

S + I 

(2) 

(3) 

.a2 . 
k+ Ÿ S + I 

N mod N 

mg(k+P* ) 4 kS + 
I^S 

S,N ) (w.N) 
+ I (4) 

kS + + I 

N mod N 

Let s = r~ 
(S.fO 

mg(k+P') fi 

m (k+P') £ 
•J 

m (k+P' ) * 

m (k+P' ) * 
s 

and X = 
N 

<w, N)* 

[ IS ♦ 1 + [ if t ^ J ,] .od N 

[ kS + I + [ “ j w + sXw] mod N 

{" , O , T I fcS + I I | kS + I + L — j w 

f . , . T J kS + I I A 

1“ 1 1 » 1 

 S N  I . M IT t IT w| mod N 
(S.N2) <W'N) J 

S W
 N] mod N 

(5) 

(6) 

(7) 

(8) 
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(9) 

ms(k+P') = ms(k) (10) 

Equation (10) shows a contradiction. The initial address of the 

vector has no effect on the periodicity of m^(k). 

For the remainder of the thesis an initial address of I = 0 will 

he assumed when discussing results derived using periodicity argu¬ 

ments. No loss of generality results from this. 

If addresses are calculated using equation (M), then using a 

skew of w - 1 eliminates the need to perform a multiplication. Later 

it will be seen that the optimal performance is obtained by maximiz¬ 

ing P. A necessary and sufficient condition for this to occur, given 

arbitrary values for S and N, is to choose w such that (w,N) = 1. 

Using w = 1 insures that this condition holds for all values of N. 

Hence a skew of 1 is assumed in the following sections. 

2.2.3. Number of Modules Accessed 

In a parallel memory system with N modules, the module refer- 

th 
access, with stride equal to S, is given by 

I iS I m^( i) = ( iS + |_ j) mod N. Let A be the number of modules refer¬ 

enced as i varies through all of its values. Then the following 

theorem gives the value of A. 

Theorem; 

Let P ■ 

equation (M) 

N2 

II-Ù 
Then A, 

min(P, N) ♦ 

the number of modules referenced by 
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Proof: 

The proof will be in two parts. First it will be shown that 

P < N implies A = P. Then it will be shown that P > N implies A = N. 

Assume that P < N, then by the definition of P, 

The assumption is made that the skew of the memory system is one. as 

was stated previously. 

It is clearly true no more than P modules can be referenced in 

one period. Thus A < P. 

To show that A is exactly equal to P it will be assumed that 

A < P and a contradiction will be shown. 

Assume A < P. Then at least two of the references within a sin¬ 

gle period must be to the same module. That is* at least two of the 

integers generated in a period by nig( i) must be equal to each other. 

till 
Let these two integers be generated by the i1, and the j accesses. 

(1) 

where 0 < j < i < 
-.N2 

(S.N2) 

m^( i) = mg( j) (4) 

(5) 

Let k = i - j. By equation (4) k > 0. 
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iS + 

kS . 

kS . 

kS ; 

kS ; 

kS = 

kSN 

If] = 

, I ü-r-kjS I I is I 
^ L N J L N J 

(i ~ k) S IS (i - k)S mod N 
- N “ N N 
IN 

N 

N 

kS kS mod N 
'N + N 

I kS I 
L N J 

I kS | 
L N J 

+ cN 

-kS + kS mod N + cN 

iS mod N 
N 

(6) 

(7) 

(8) 

(9) 

(10) 

(11) 

(12) 

Let kS = qN + r where 0 ,< r < N. 

kSN = -qN + cN (13) 

Now divide equation (13) by the greatest common factor of S and N2. 

kSN _ -qN C 

Let o = 

as : 

N2 

(S.N2) (S.N2) (S, N2) 

S N2 

and p = r~. 
(S.N4) (S.tO 

(14) 

Equation (14) can then be rewritten 

okN = ~qIÜ + pc 
(S.N2) 

Equation (15) implies that (S.N2)! qN. Let qN = ^(S.N2). 

(15) 

kS = y ( S, N2 ) + r (16) 
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_ k&« - y + 1 

(S,N2) (S,N2) 

r 
ak = y + r- 

(S.N2) 

(17) 

(18) 

Both sides of equation (18) oust be integers and because y is an 

x 
integer,  T~ must also be an integer. Noting that r < N and 

(S,JT) 

(Mft > N it is seen that r must be zero. Using this fact, kS can 

be written as kS = qN. Additionally, by substituting for kS in equa¬ 

tion (14) and rearranging terms, it is true that q = -r and thus 
N 

q = 0. 
N 

It is obvious that S I kS and because q = 0, N^lkS as well. 
N 

These facts allow kS to be written as the product of an integer and 

2 
the least common multiple of S and N as shown in equation (19). 

kS = 5[S, N2] (19) 

An elementary result of number theory [9] states that the least com¬ 

mon multiple of a pair of integers can be expressed as the quotient 

of their product and their greatest common factor. 

kS 

k = 

6_SNL 
( S, N2) 

t N2 

( S, N2 ) 

(20) 

(21) 

Equation (21) states that k is equal to an integral multiple of the 

period. Due to the restrictions placed on the range of k, the only 

value 6 can have is zero. This forces k to be zero as well and the 



28 

assumption that i ^ j is contradicted. The first part of the proof 

is complete. If the period. P, is less than the number of modules in 

the system, then exactly P distinct modules will be referenced. 

The second part of the proof will show that 

P 2 N implies A = N. This part of the proof is preceded by an 

argument that will show for all strides S, P 2 N and S > N, there is 

an equivalent stride g, g < N such that the equations describing the 

accessing patterns for each stride will reference equivalent sets of 

modules. This statement will allow the remainder of the proof to 

consider only those strides which are less then N. 

The argument shows that for all S and P, such that P > N and 

S > N, there exist integers ■ g and p such that 0 < g <. N and 

mg(pi) = iDg(i). The argument is as follows: 

P > N 

Remembering the assumption that w = 1, it is seen that: 

N2 

(S.N2) 
> N 

N> (S.N ) (1) 

Let g = (S, N2) , this implies g < N. By Euclid's Theorem!9], g can 

2 
also be written as g = pS + <rN where p and <r are integers. 

mg(i) = (iS + [ ~ J ) mod N (2) 

m^ip) = (ipS + [ j ) mod N (3) 
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mg* ip) - (ig - krN2 + ^ -J* 
ioN? 

I 
ioN_ | 

N j ) mod N 

nig(ip) = (ig + [ j ) mod N 

m ( ip) = m ( i) 
o g 

(4) 

(5) 

(6) 

The argument is complete. This allows the second part of the 

proof to consider only those values of S such that S < N. 

It now will be shown that for all values of S, 0<S^N, i) 

references all modules. This is equivalent to showing that nig(i) 

generates a complete residue system over N. This is expressed as: 

3 i ,Oii<P: mg(i) = n, V n, S : 0 <n< N. 0<S<N 

Let p = (S,N). Again using Euclid's Theorem, p can be expressed 

as p == oS + fJN where a and 0 are integers. 

m_(-i + k) = (~i + k)S + 
s M „ , 

«-A + k) - -IN + kS * [ ^ J (2) Sp J^p 1-nNJ 

m (-i + k) = kS + ~ + [ J (3) 
S p P L N J 

N 
Clearly if mg(~i + k) generates a complete residue system then 

nig(i) will generate one as well. Now the problem further reduces to 

(-i + k)S 
_ü  

N (1) 
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N 
showing that mg(“i + k) generates a complete residue system. 

It will he shown that there exist some i, and k, such that for 

all n: 0< n < rN 
N, mg(“i + k) = n. 

N 

S I kS I 
Since 0< ~ <1, there exists some k such that I ~~ I = n. Choo 

N ~ L N J se 

this value of k. Now show that: 

kS + + n = n (4) 
11 N 

kS + = 0 (5) 
11 N 

Equations (4) and (5) are true if there exists some c such that: 

“ + cNe n 

kS 
kS = ~ n (6) 

kS 
kS = — US + PN) (7) 

P 

kS = okS ~ + (8) 
P p 

A solution 
6kS 

for c is then c = and a solution for i is 
P 

-i = ukS. 

It is therefore shown that for all S such that 0< S < N, there 

exists an integer i such that for all values of n, (K n < N, 

Big( i) = n. 

This result combined with the argument stated at the beginning 

of this part of the proof shows P > N implies A = N with no addi¬ 

tional restrictions on S. Both parts of the theorem have now been 



31 

proven and therefore it is shown that A = min(P, N). 

2.3. Multinle Vector Acce sses 

The preceding section analyzed the simple case of single vector 

accessing. In an actual environment it is probable that the refer¬ 

ences to memory will involve several vectors being accessed con¬ 

currently. The analysis required in this case is much more complex, 

therefore, most of the results must be obtained by simulation and are 

presented in a later chapter. 

One analytic result has been obtained for this class of 

accesses. This result is an expression for the periodicity of a 

stream of module numbers generated to perform a multiple vector 

access. 

Theorem: 

If n vectors, V., V, ,..., V ,, are accessed in an interleaved 
0 1 n-1 

fashion with strides S_, S...., S ., then the periodicity of the 
0 1 n-1 

stream of module references generated to access the components of the 

vectors is 

P = n[P0' Pl'***' Pn-lj 

where [ a, b ] denotes the least common multiple of a and b, and 

where is the periodicity of the references generated for the 

vector. 

Proof: 
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Let M be the sequence of module references generated during the 

th. 
vector operation with the j element in the sequence indicated by 

M(j), and let be the sequence of module references generated by 

accesses to vector V, . 
k 

Clearly since R^, is periodic for all k, then M is also periodic 

with some period P. An obvious upper bound on the value for P is the 

number of vectors multiplied by the product of all of their periods. 

max 

n-1 
= n n Pv 

k=0 * 

If M is periodic with some period P less than P , then P I P . 
max max 

It will now be shown that P = n£P^ P^ Vi] 
Let L 

- lP0. .-l]' 

M<j) - R. . ( l1! ) j mod n LnJ 

+ P> - “(i . P)..d nl L11^' > 

M(j + nL) = R 
(j + nL)mod n 

!il 

< L 
l(i + nL)I 

j > 

M(j + P) = R. . . , 
j mod n Ln < L„J * L > 

The problem is reduced to showing that R^(q + L) = R^(q), V i.q. 

Using the definition of mg developed earlier: 

R (q + L) = m (q + L) 
1 s. x 

R^q + L) = mg (q + CjP^ = mg ( q) = R.(q) 

Therefore 
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M(j) = M(j + P) 

P - n[P0, Pj..... • 

At til is point it can be shown that P is the minimum period. The 

sequence of module numbers generated during a multiple vector access. 

M, must have the following two properties. 

(1) The sequence must contain an equal number of elements from each 

of the n vectors. 

(2) The number of elements referenced in each vector. V^, must be 

equal to a positive integral multiple of the period of the 

sequence of module numbers generated during a single vector 

access of with stride S^. 

The combination of these conditions implies that the number of 

references from must be a common multiple of all single vector 

periods. 

[ P0 • 
P1 

V 
The minimum value of this multiple is 

P „ ]. From this fact and 1). it is seen that 
n-1 

P . - n [ Pft . P, min 0 1 
P , 1. 
n-1 

Coniecture: 

It has not been rigorously proven but an examination of existing 

cases has shown that the periodicity of the module references in a 

multi-vector access, when w = 1 is also given by: 

  SN? — 

(S0'VS2 Sn-1*^> 

This formulation of the period shows more clearly the relationship 



between the strides of the vectors and the periodicity of the stream 

of module addresses. 

2.4. Summary 

This chapter shows how the relationship between the stride and 

the number of memory modules affects the periodicity of the function 

which generates the module addresses. The periodicity of this func¬ 

tion then determines the fraction of modules which are referenced 

during a particular vector access. A greater number of modules 

referenced implies a greater degree of parallelism and therefore a 

greater system throughput. The next chapter investigates the system 

throughput in a more quantitative manner. 



CHAPTER 3 

Simulation Results 

3.1. Introduction 

The analytic results obtained in the previous chapter identify 

several properties of memory systems that affect their performance. 

These are: 

(1) (w,N), the greatest common divisor of the skew and the number of 

modules in the system. 

2 2 
(2) (S, N ), the greatest common divisor of N and the stride, and 

(3) the periodicity of the function m^ which generates module 

addresse s. 

The proper selection of w will maximize memory performance, but 

the results stated in the previous chapter provide little quantita¬ 

tive performance information; this information has been obtained 

using simulation techniques. The use of a discrete event simulator 

will also allow parameters of the system such as vector length, 

packet size, request buffering, and bus bandwidth to be examined. In 

some sense simulation provides the dynamic analysis of the system 

contrasted to the static analytic analysis. The simulation package 

used to perform this analysis was the CSIM package developed by Cov¬ 

ington [10]. 
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3.2. Memory System Model 

The model used in this chapter is the parallel memory system 

described in Chapter 1. Figure 3.1 shows a block diagram of this 

memory system with N modules. Addresses are transferred from the 

address source to the memory modules along an address bus* and data 

is moyed from the memory modules to the data sink along the memory 

output bus. The data sink models the processor subsystem. This sub¬ 

system is assumed to contain a sufficient number of processors such 

that the processor/memory bus interconnection becomes the system 

bottleneck. That is* the data sink can accept data from the memory 

output bus as fast as the memory can load the bus. The address 

source is assumed to be capable of generating addresses at a rate 

equal to the maximum bandwidth of the address bus. Actual designs of 

the hardware required to generate the addresses and of the bus inter¬ 

faces haye shown that this is a good assumption. 

The model operates in the following manner: 

(1) An address is generated to access the first (next) vector com¬ 

ponent involved in the BLVO currently being performed. This 

address is then placed on the fetch address bus* FA. 

(2) When the addressed module is available to perform the access* 

the receipt of the address is acknowledged by the memory module. 

This frees the address source to begin the previous step again. 

If addresses are buffered as they are received, then the module 

can acknowledge the address immediately if the buffer is not 

full. 
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Memory System Model 
Figure 3.1 
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(3) The module performs the read operation and arbitrates for access 

to the fetch data bus. FD. If data is buffered while waiting 

for access to the FD bus and the data buffer is not full then 

the module is not required to wait for the arbitration to occur 

before initiating the next read cycle. 

(4) The data sink removes the data from the FD bus and an ack¬ 

nowledgement is sent to the memory module. 

(5) The process continues until all vector components needed to per¬ 

form the HLVO have been fetched. 

3.3. System Load Effects 

The parameters affecting the memory system's performance can be 

divided into two classes, those which characterize the physical 

architecture of the system and those which characterize the load 

presented to the system. This section discusses the parameters 

related to the system load, namely, the effect of the stride of the 

access, the length of the access, and the number of vectors being 

accessed simultaneously. Unless specifically stated otherwise, the 

skewing scheme considered in this chapter will be the same as the one 

th. 
developed in Chapter 2. That is. the module containing the k com¬ 

ponent of the vector is given by 

nig(k) = (kS + [ J w) mod N , (M) 

with w = 1. The term non-skewed storage will refer to the case where 

w - 0 above. This is the conventional interleaved mapping of vector 

components to memory modules. 
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Throughout this section, unless otherwise noted the simulations 

have been performed using the following parameters: 

N: The number of modules in the system is 6. 

R: The ratio of the memory cycle time to the bus cycle time is 6. 

Q: The depth of the buffers on the address inputs and the data out¬ 

puts is 6. 

L: The number of components being accessed from each vector is 360. 

n: The number of vectors being accessed in an interleaved manner is 

1. The only exception to this is the simulations discussed in a 

later section of the thesis titled Packet Size. An interleaved 

manner means that elements are accessed from the vectors in a 

round robin fashion. 

3.3.1. Access Stride 

This section discusses two facets of the stride's effect on 

throughput. The first question is one which is related to individual 

accesses: how does the memory perform on a single access with a par¬ 

ticular stride? The second question is related to the load presented 

to the system: how does the distribution of single vector access 

strides, over a large number of accesses, affect the throughput of 

the system? 

3.3.1.1. Effeets of the Stride 

The stride of an access is a critical factor in determining the 

throughput of the memory. By inspecting the expression for m^, it 
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can be seen that the module numbers generated for a given stride S, 

are equivalent to those generated by the stride S', where 

S' - S mod N2. This fact eliminates the need to consider the access 

patterns for strides greater than N2. Figure 3.2 shows the normal¬ 

ized throughput (NIP) of a parallel memory system plotted against the 

stride of a single access. 

Recall the expression for the the periodicity of mc which was 
b 

developed in the previous chapter. 

The lower values for the NTP are found when the period is not a mul¬ 

tiple of N. These lower performance values are caused by the fact 

that either not all modules are accessed, which occurs if P < N, or 

the references are not uniformly distributed over all modules. Both 

of these cases lead to collisions in the system that cannot be buf¬ 

fered if the vector is long. When the period is less than N, six in 

this case, and not all of the modules are referenced, a degradation 

in performance occurs because of the reduced value of A, the number 

of modules accessed. 

The shewed system has an obvious performance advantage. The 

reason for this may be seen in the expression for the period. In the 

skewed system, w = 1, so that (w,N) = 1. This means that the (w,N) 

term in the denominator of expression P cannot decrease the period. 

In the non-skewed system, w is equal to N. This causes the 

2 
period of m_ to be less than N whenever the stride and N are not 

P = N2 

(P) 
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Effects of the Stride Value ou the NTP 

Figure 3.2 
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relatively prime. This type of performance degradation in the non- 

skewed system increases as-the value of N becomes more composite. 

3.3.1.2. Distribution of Strides 

In Figure 3.3 the graphs show the performance of a 

skewed system relative to a non-skewed system for a range of stride 

distributions. These graphs were obtained by accessing a vector with 

2 
strides ranging from 1 to N and recording the values of the NTP in 

each case. The points plotted represent a weighted average of the 

NTP values. The weighting function assigns a given weight, 

p ,0 < p < 1, to the S *» 1 case and then assigns the remaining 

weight, 1 - p, equally to the other cases. These results show how the 

long term distribution of strides affects the throughput levels of 

the two architectures. Results shown in this section are of impor¬ 

tance in an architecture in which single vector accesses occur, such 

as in the Burroughs BSP which is discussed in the next chapter. In 

an architecture where multiple vector accesses occur, the stride dis¬ 

tributions are more difficult to characterize. 

The first point shows the relative performance of the systems 

with a weighting of the S = 1 term. The last data point, uses a 

75% weighting factor for the S = 1 term. These two weighting func¬ 

tions will be used throughout the remainder of the chapter. The 

increase in performance observed in the skewed memory is gained by 

performing accesses with S ^ 1. When S = 1 the two systems show 

equivalent levels of throughput. 
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Effects of the Stride Distribution on the NTP 
Figure 3.3 
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3 .3.2. Vector Length 

This set of simulations vas performed to determine when the 

effects of initiating a vector access can be neglected. It is seen 

from Figure 3.4 that the transient effects in the non-skewed system 

are negligible for all lengths of vector accesses. The data is a 

result of simulations of accesses in a six module system. All 

strides vere used and a uniform weighting function was applied to the 

NTP values of each stride. 

This statement is not true of the skewed system. In this case 

the breakpoint of the NTP plot does not occur until the vector length 

is approximately 50. This is true because the distribution of module 

references is uniform over a single period, but within the period the 

distribution may be quite irregular. The effects of accessing short 

vectors becomes more pronounced as the value of N grows. This is 

true because the throughput of an access is not dependent on the 

absolute number of elements which are accessed, but rather on the 

nnnber of elements relative to the period of the stream of addresses. 

This fact can be seen in Figure 3.5 which shows the throughput of a 

constant number of elements accessed in systems with varying numbers 

of modules. 

The graph shows a definite decrease in performance as N grows. 

The point at N - 3 is an anomaly caused by the particular choice of 

stride for this simulation. The stride was chosen to be 9 which 

causes all accesses to reference the same module in a 3 module sys¬ 

tem. 
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Effects of Vector Length on the NTP 
Figure 3.4 
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Effects of Relative Vector Length on the NT? 
Figure 3.5 

3.3.3. Pa eke t Size 

It is difficult to analyze this parameter because no information 

is available that describes how applications would be implemented on 

this architecture. That is, there is no known distribution of packet 

sizes. Because of this, the analysis in this section is based on the 

observation that the architecture is well suited to perform linear 

algebra algorithms and that these types of algorithms represent a 

typical application. This assumption allows an approximation to the 

packet size distribution to be made. 
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Linear algebra functions typically involve several types of 

matrix subparts. These snbparts are rows, columns, diagonals, and 

reverse diagonals. The most common operations involve a function of 

a row and a column. This situation is explored in Figure 3.6 which 

shows the throughput of the interleaved access of two vectors. One 

vector is accessed with a stride of 1, modelling the accessing of a 

matrix row, and the other vector is accessed with a stride that 

varies over all values of S. The second vector models the accessing 

of a column. 

Several things are observed from this figure. The stride of the 

second vector accessed plays the primary role in determining the 

throughput of the access. The NTP of both architectures is increased 

over the single vector access case and the shewed system continues to 

have a significantly higher throughput than the non-skewed system. 

When averaged over all strides, the NTP of the skewed system shows 

more than a 3 5)b improvement over the non-skewed system. 

Figure 3.7 shows the throughput of three vectors being accessed 

together. In this case one vector is accessed with a stride of one, 

modelling a row access, the second vector is accessed with a stride 

of S, modelling a column access, and the third vector is accessed 

with a stride of S + 1 which models the access of a forward diagonal. 

Figure 3.7 continues the trends seen in the the two vector case. 

The system throughput is higher in this case than in the two vector 

case for both memory architectures but the skewed system continues to 
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Interleaved Access of Row and Column 
Figure 3.6 



Interleaved Access of Row, Column, and Diagonal 
Figure 3,7 



50 

show better performance than the non-skewed system. The performance 

improvement of the skewed system relative to the non-skewed system in 

the three vector case is better than 55%. The oscillations seen in 

the single vector access case are smoothed out due to the less regu¬ 

lar access patterns caused by the different strides of the accesses. 

Figure 3.8» shows the throughput of vector accesses with a 

packet size of 4, the first three vectors are accessed with the same 

strides as in the previous graph. The fourth vector is accessed with 

a stride of S - 1, this access models a reverse diagonal. 

The 4 vector access case shows a more uniform throughput over 

different strides for the skewed memory architecture. The perfor¬ 

mance of the non-skewed system has dropped considerably from its per¬ 

formance level in the three vector access. This is partly explained 

by the fact that with three of the vectors being accessed with 

strides of S, S - 1. and S + 1, at least two of those strides have 

common factors with N that are greater than 1. This causes colli¬ 

sions and degraded levels of throughput as has been discussed previ¬ 

ously. The performance of the skewed system has maintained its aver¬ 

age throughput level, and due to the drop in performance of the other 

system, now shows more than a 70% increase in throughput. 

The results presented in this section strongly suggest that a 

system which uses a data skewing scheme will achieve a far greater 

throughput during concurrent vector accesses than will a system which 

uses a conventional interleaved storage scheme. 
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3.4. Memory System Structure 

This section investigates the memory system parameters which are 

more directly related to the architectural implementation than to the 

workload which is presented to it. The specific parameters are: the 

number of modules in the system, the skewing scheme used to map the 

vectors into the modules, and the depth of the buffers on the address 

inputs and the data outputs. 

3.4.1. Number of Modules 

The number of modules in a memory system is its most obvious 

architectural parameter. In previous parallel memory systems the 

number of modules is fixed at the time the system is designed. Usu¬ 

ally the number of modules has been chosen to be a power of two to 

simplify address generation. 

The architecture being analyzed in this thesis takes advantage 

of the concept of modularity, described in Chapter 1, to allow any 

number of modules to be present in the system. In this analysis the 

number of memory modules, N, is restricted to range between 2 and 15, 

inclusive. All of the analysis in this section will be for the sin¬ 

gle vector access case and the length of the vector will be O(N^). 

This length of vector is chosen so that initial transients in the 

performance levels of the systems become negligible. This requires 

that longer vectors be accessed as the number of modules in the sys¬ 

tem grows. 
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3.4 .1.1. Matched Systems 

Let S indicate the ratio of the memory cycle time to the bus 

cycle time. For a matched system, R equals the number of modules in 

the system. This type of system is said to be matched because, if 

the memory operates in a conflict-free manner, then the effective 

memory cycle time will equal the bus cycle time. Simulation results 

shown in Figure 3.9 illustrate the relationship of the number of 

modules in the system to the NIP. The graphs in the figure display 

throughput information for a uniformly weighted average of all 

strides. 

The irregularities observed in the graphs of Figure 3.9 are 

caused by the fact that some of the numbers of modules are composite 

while others are prime. An earlier section of this chapter showed 

that when accesses are performed using a composite number of modules, 

performance degradation can occur. Note that if just the points that 

correspond to a prime number of modules are considered, the NTP 

increases slightly for larger values of N and in all cases the per¬ 

formance of the skewed system is superior to that of the non-skewed 

system. The weighting function used in Figure 3.9 to model the 

stride distribution associates uniform weights with all strides. 

Figure 3.10 shows the same set of simulation results 

except that a stride weighting function more favorable to the non- 

skewed system is used. In this figure a 75% weight is assigned to 

the S - 1 case, with the remaining 25% of the weight equally distri¬ 

buted over the other stride values. The data in this case oscillates 
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Effects of the Number of Modules 
Matched Systems, Uniform Stride Weighting 

Figure 3.9 

1 • ï 1 



Effects of the Number of Modules on the NTP 
Matched System* 75% S=1 Weighting 

Figure 3.10 
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in the same places as the previous case, although the oscillations 

have decreased amplitudes. This shows that the oscillations are 

inherent in the non-skewed method of data storage. 

3.4.1.2. Fired Bus Speed 

An alternative view of the system's performance with respect to 

the number of modules in the system is to consider the effect of 

adding modules past the number required to match the system. In an 

ideal system, when extra modules are added no increase in performance 

will be observed. In the following investigation, R is fixed at 6 

and N is varied from 2 to 15. The graphs in Figure 3.11 show the 

results of this simulation using a 75% weighting of the S - 1 case. 

It is seen from the figure that the breakpoint of the two graphs 

is at N = 7. This is only slightly worse than in an ideal system 

which would have its breakpoint at N = 6. Fran this observation it 

is concluded that there is little advantage in using more than 7 

modules except perhaps to provide a larger physical memory. The dips 

in the non-skewed plot are caused by the poor performance of this 

architecture on strides which have common factors with N. 

The improved performance of the skewed system is highlighted in 

Figure 3.12 which uses the same simulation results but applies a uni¬ 

form weighting scheme to the strides. 

The effects of the conmon factor between the stride and the 

number of modules is so pronounced that the performance of the non- 



Effects of the Number of Modules 
Fixed Bus Cycle Time, 75% S=1 Weighting 

Figure 3.11 



Effects of the Number of Modules 
Fixed Bus Cycle Time, Uniform Stride Weighting 

Figure 3.12 
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skewed system is better with 7 modules than with 10. The skewed sys¬ 

tem remains insensitive to the value of the stride with the exception 

3.4.2. Memory Skew 

To this point in the analysis only a single method of data skew¬ 

ing has been investigated, that of w = 1. As previously stated, the 

thesis restricts consideration to linear skewing schemes. The 

expression for the period of the sequence of module numbers in a sin¬ 

gle vector access, developed in Chapter 2, shows that common factors 

between the skew and the number of modules causes the period to 

decrease. Previous analysis has shown that a decrease in the period 

generally causes a decrease in throughput as well. Figure 3.13 shows 

plots of the NTP against the stride of the access for different skew¬ 

ing schemes. 

The figure illustrates two previous observations. First, if 

(w,N) > 1 then reduced performance does result. The second observa¬ 

tion is that skews which are relatively prime to the number of 

modules generate equivalent levels of throughput. Thus, a skew of 

one allows a maximum level of throughput for a vector accessed with a 

general set of strides while also forming the least computationally 

expensive expression for nig. 

3.4.3. Buffer Deoth 

The buffers on the inputs and outputs of the memory modules play 

an important role in the memory architecture. Lawrie [11] and Budnik 
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and Kuck [7] have shown that no skewing scheme exists that will allow 

conflict-free access to a vector which is accessed with an arbitrary 

set of strides. This means that buffering must be provided on the 

input address bus if the throughput of the memories is to be fully 

exploited. Buffering will allow transient non-uniformities in the 

distribution of references over the set of modules to be processed 

without blocking the bus. To a large degree it is this technique 

which allows the skewed system to perform well when the stride of the 

access is not 1. This section investigates the relationship between 

buffer depth and the performance of the memory systems. 

Figure 3.14 shows the performance of the two architectures using 

the depth of the buffers as the independent variable. In 

these simulations 6 modules were used with a matched bus. The uni¬ 

form stride weighting scheme is used in this figure. 

The plots show a large increase in NIP when the buffer depth is 

increased from 1 to 2. In the non-skewed case* no further improve¬ 

ment is observed as the buffer depth is increased. In the skewed 

system, increased performance is obtained as the buffer depth 

increases until the depth is equal to the number of modules, after 

that point, no further increase is observed. 

It should be noted that for a buffer depth of one, the systems 

perform nearly equivalently. This apparent contradiction of the pre¬ 

vious paragraph is caused by the fact that the distribution of module 

accesses within a period is not "nice". By a "nice" distribution, it 

is meant that all modules that are to be referenced by the access 
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will be referenced once before any of those modules are referenced a 

second time. The degradation of performance caused by the bus block¬ 

ing in the skewed system is sufficient to counter the performance 

increase gained by generating references to a larger set of the 

modules. When the buffer depth is increased to 2. the time wasted by 

bus blockages drops and the performance level of the skewed system 

rises significantly. 

When the stride weighting function is changed to the 75% weight 

on S = 1, in Figure 3.15» little change is observed other than the 

NIP increases for all cases. The skewed system performance changes 

somewhat, the performance gained by adding buffer depth beyond 2 

becomes almost undetectable. 

The non-skewed system is inherently unable to utilize buffering 

techniques to improve performance. This can be understood by consid¬ 

ering the expression for the period of m in a non-skewed system 
d 

stated in equation P'. 

 l___ 
(S.N2) (w.N) 

- N 

(S.N2) 

(P') 

In Chapter 2, it is established that the number of modules 

referenced is given by A = min(P.N). Since P cannot exceed N, in a 

non-skewed system there will never be more than one reference to a 

given module within one period. If the period is N then each module 

will be referenced once during each N bus cycles and always in ident- 
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ical order. The memory is thus always finished with an access as the 

next request arrives. If P is less than N then not all modules are 

referenced» hut those which are referenced experience an arrival rate 

in excess of their service rate. This is an unstable situation and 

no buffer depth will be sufficient to prevent the address bus from 

blocking. 

In a skewed system P can exceed N. Given a matched system» if» 

over P bus cycles» each module is not referenced an equal number of 

times* then buffering is of no use except in the trivial case where 

the number of elements accessed is insufficient to fill the buffers. 

The advantage of the buffers comes when each module is referenced 

equally over P accesses. In this case, unlike in the non-skewed sys¬ 

tem, a module may not be referenced exactly once during every N 

cycles. While the number of accesses to each module is equal, the 

accesses to a given module may not occur at equal intervals. These 

transient reference distributions can be buffered. The buffering 

allows the system to function as if the modules were accessed exactly 

once during the N bus cycle period. The cutoff in improvement at a 

buffer depth of N is caused by the fact that there are never more 

than N - 1 consecutive references to the same module within a single 

period. 

3.S • Sntnmflry 

The simulation data presents a more qualitative analysis of the 

performance of a skewed system relative to that of a non-skewed sys¬ 

tem. Tbe analysis done in Chapter 2 was used to explain the behavior 
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of the systems simulated in this chapter. Using the model presented 

in the first section of this chapter* the performance of the skewed 

system is consistently higher than that of the non-skewed system. 

The increase in performance is directly related to the percentage of 

vectors accessed with strides which are not relatively prime to the 

nnmber of memory modules in the system. This is an important factor 

leading to the superior performance of the skewed system in multiple 

vector accesses. It is this type of access which will occur most 

frequently in the architecture proposed by Jump et. al [5]. 



CHAPTER 4 

Address Generation 

4.1. Overview 

One of the more critical problems involved in using a skewed 

storage scheme is the generation of addresses at a rate that will 

match the maximum processor/memory interconnection transfer rate. If 

addresses cannot be generated at this maximum rate then the gain in 

throughput achieved by the use of data skewing will not be realized. 

The generation of addresses for a skewed storage scheme is more 

complex than in a non-skewed scheme for two reasons. First, the 

expressions for computing an arbitrary address are more complex in 

the skewed scheme, and second, the number of memory modules in the 

memory system is not likely to be a power of 2. The advantage to 

having a number of modules which is is a power of two is that divi¬ 

sions and multiplications by the number of modules, a common opera¬ 

tion in address calculations, can be performed as computationally 

inexpensive shift or masking operations. The disadvantage of having 

a highly composite number of modules is that parallel accesses to 

rows, columns, and diagonals of matrices cannot all be performed 

without memory collisions. These three cross-sections of matrices 

account for a sizable percentage of accesses during most linear alge¬ 

bra algorithms, so schemes which do not perform well in this area 

should be avoided if possible. This problem was described by Budnik 
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and Kuck [7]. 

4.2. Borroughs Scientific Processor 

Lawrie and Vora [12] describe the method used to generate 

addresses in the Burroughs Scientific Processor* BSP. The BSP has 

both a fixed number of processors, P - 16, and a fixed number of 

memories, N - 17, which allows the necessary indexing hardware to be 

designed for more specific calculations than in the architecture con¬ 

sidered in this thesis. 

4.2.1. Descriptors 

Each array to be manipulated in the BSP has associated with it 

an array descriptor, or AD, which contains two values, the base 

address of the array and the size of the array. The AD is used to 

check array bounds during vector instruction execution. The vector 

instructions can refer to a maximum of six vector operands. Each of 

the vector operands is described by a vector set descriptor. VSD. A 

VSD may describe multiple vectors which have some common parameters. 

The structure of a VSD is shown in Figure 4.1. 

4.2.2. BSP Index Equations 

The parameters in the VSD are used in the index equations to 

generate the address streams. There are two index equations, p(k) 

which specifies the module address, and a(k) which specifies the 

address within the module. These equations specify the storage pat¬ 

tern within the memory system and have been chosen to allow matrix 
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b: Address of the superword containing the initial element of the 
first vector described by the VSD. 

B: Address of the initial element of the first vector described by 
the VSD. 

d: Displacement from the n^ element in a vector to the n + l**1 

element in the vector. 
tlx tlx D: Displacement between initial elements of the j and j + A 

vectors. 

L: Initial length of the vectors. 

LL: Length of vectors that remains to be generated. 

K: Number of vectors described by the VSD. 

BSP Vector Set Descriptor 
Figure 4.1 

subsets to be accessed with a minimal number of conflicts. The 

storage schemes used in the BSP function correctly if the number of 

memory modules is a prime number. The number of processors is also 

constrained to be the largest power of two that is less than the 

number of memory modules. Given these restrictions, the scheme works 

as follows. 

For an array A, dimensioned I x J. and a vector described by 

V(k) =A(i,j). i = ak + b, j = ck + e, the equations can be written 
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as : 

p(k) = [ (ck + e)I + (ak + b) + base ] mod N (BSP-m) 

= (dk + B)mod N 

where d * a + cl and B = b + el + base. 

o(k) = ±. >aie.)_ (BSF-r) 

m (dk + B1 
P 

Figure 4.2 shows the storage map for a square matrix with three rows 

when it is stored in row-major form in a 5 module system. The minus 

signs indicate that the memory location is not occupied. Lawrie and 

Vora claim that this unused space can be filled with constants and 

M-.— P 
scalar data, the unused space accounts for — of the total memory. 

1 th 
In this example 20% of the memory is unused, in the BSP of the 

memory is unused. 

4.2.3. Address Generation 

The BSP operates in an SIMD mode. Each vector operation with a 

length longer than 16 is decomposed into a set of length 16 opera¬ 

tions with a final operation that may be shorter than length 16. The 

variable length of the final operation provides for operation lengths 

which are not multiples of 16. This decomposition allows memory 

operations to be performed as superword accesses of length 16, one 

word of the superword for each processor. By using a crossbar con¬ 

nection between processors and memories, individual words are routed 

to the correct processor. The crossbar routing is determined by 
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BSP Storage Scheme 
3x3 Matrix, M = 5, P = 4 

Figure 4.2 

calculating p(p^) for each processor p^. These calculations are done 

in the Central Index Unit, or CIU. 

The computation of the index equation p(p), is expensive in 

terns of hardware complexity. To decrease this cost, p(p) can be 

calculated through a recursive generation technique. Addresses gen¬ 

erated through this technique will be called secondary addresses as 

opposed to addresses generated directly from p(p) which will be 

temed primary addresses. 

If (p + k) and (p - k) are substituted for p in p(p) it is seen 

that : 

|i(p + k) = ^B+d*p+k] mod N 
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- £p(p + k + l) 
+ dj mod N 

This allows the CIU to make a speed/hardware trade-off by calculating 

four of the values of p(p J, p^ = 2, 6, 11, and 15, directly and then 

using the recursive generation technique to calculate the other 

values necessary to configure the crossbar. This two-level address¬ 

ing technique is illustrated in Figure 4.3. Note that values of 

p(p^) for p^ = 0, 4, and 13 are computed by two independent mechan¬ 

isms. The BSP makes use of this to check hardware integrity. 

0 Î 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 0 

+ : Address is generated by addition from a primary address. 

- : Address is generated by subtraction from a primary address. 

BSP Address Generation 
Figure 4.3 
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Hie modulo arithmetic operations are performed in ROM look-up 

tables so tbe hardware required to generate the secondary addresses 

is minimal. In work subsequent to Lawrie and Vora. Teng [13] showed 

an alternative method for performing modulo operations using simple 

hardware if the value of the modulus is prime. 

4.3 . Rice Array Processor 

Address calculation in the RAP architecture is much simpler than 

that in the BSP. This simplicity arises from the fact that the 

interconnection network between the source of addresses and the 

memories is a bus which obviates the need to do several parallel 

address calculations. One complexity that is present in the RAP 

architecture that is not present in the BSP is that the streams of 

addresses for each of the vector operands must be interleaved to 

allow the formation of the HLVO packets* 

An HLVO packet is a set of data and addresses sufficient for a 

processor to perform a complete high-level operation. In general 

this will be one component from each of several vectors. This 

implies that unlike the BSP where parallel address computations are 

performed to access several elements of a single vector or array, the 

RAP must interleave accesses to elements of each vector involved in 

the HLVO. An example of this interleaving is shown in Figure 4.4. 

The technique used to solve this problem on the RAP is to perform 

time-multiplexing of all of the vectors on a common set of hardware. 

It will be seen in the next section that addresses are generated 

through the use of a recurrence, so all that is necessary in this 
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Multi-Vector Packet Iaterleaving 
Figure 4.4 
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solution is to save the state of each recurrence when the next vector 

is ready to use the address generating hardware. 

4.3.1. RAP Indexing Equations 

The throughput of the bus interconnection network is not as high 

as that of a crossbar or multistage network so the time required to 

compute the next address to be put on the bus can be longer. Con¬ 

sider the computation involved in determining the value of 

mg(k) = (kS + I + [ Jw^ m°d the module address of the k**1 

component of the vector operand. Two integer divisions are required 

to compute the module address for each component of 'the vector when 

the skewing scheme is used. Even for a relatively slow* bus organ¬ 

ized* architecture the time required to perform these operations is 

prohibitive. One solution to this problem is to manipulate the equa¬ 

tion into a recurrence so that the next address can be generated from 

the current address. It will also be advantageous if the computation 

required to generate an address from the recursion is less expensive 

than that required to generate the address directly. 

4.J.I.I. Generation of m(k) 

Consider the expression for the k+1**1 module address in an N 

module system using a skew value of w = 1: 

mg< k+1 > - [ <k + 1>S + I + [ ** -- ^-S-— j ] mod N (1) 

mg( k+1 ) = [ kS + I + S + ~ | ] mod N (2) 
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"S< 1+1 >-[ kS + I + S + 
kS +1 + S 

N 
(kS + I-+ S) mod N 

N 
mod N 

(3) 

mg( k+1 ) -t 
_ (kS -+ I + S) mod N 

N 
J mod N 

(4) 

mg( k+1 ) 
-[ 

kS + I + S + 
kS +1 

N 
S (kS + I) mod N S mod N 

+ _ _ -x — 

(kS + I) mod N + S mod N 
N 

(kS + I + S) mod N 1 
N J 

mod N 

(5) 

mg( k+1 ) 
I (kS +1) I I S I 

mod N 
(6) 

Define Hie quantity X(k) = (kS + I) mod N + S mod N. Then 

I X(k) I I (kS + I) mod N S mod N I 
L N J “ L N + N J* 

mg( k+1 ) = [ kS + I + 

+ 

st [ntiji j 
(7) 

Reorganizing the terms gives: 

v i* l^“J 
+ S + l N J + l ^ J 3 mod N (8) 



ms( k+1 ) " [ ®s(k) + S + l N J + L ^ J ] mod N 
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(9) 

I S I 
Notice that the term S + |_ ~ J is independent of k and therefore is 

constant over the entire sequence of addresses. Define 

ms< k+1 ) -u (k) + S + mod N (10) 

4.3 .1.2. Generation of X(k) 

The generation of the module address sequence has now been 

reduced to one modulo addition and whatever computation is required 

to find the value of [ J. The computation of J is now 

explored. 

X(k) » (kS + I) mod N + S mod N 

X(k + 1) - [ (k + 1)S + I ] mod N + S mod N 

X(k + 1) = [ ( kS + I) mod N + S mod N J mod N 

+ S mod N 

(1) 

(2) 

(3) 

X(k + 1) = X(k) mod N + S mod N (4) 

The computation of X(k) can be performed as a recursion and the 

only operation that needs to be performed is an addition. Also it is 

noted that the quantity [ J can only take on the values zero or 

[ j to be implemented as one. This fact allows the addition of 

a carry-in to an adder 
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4 .3 .1.3. Generation of r(k) 

The last address calculation to he considered is the expression 

for the address within the module. This equation will be denoted by 

r(k). This is the most straight-forward equation of the three 

required to perfozm address calculations. ' 

The memory of the machine is viewed as a two-dimensional array 

of storage locations. A column of the array is represented by the 

addresses within a single module. A row is represented by a common 

location in each of the modules. Ve are interested in finding the 

row number of an address. Because all rows have identical numbers of 

elements the row number can be calculated simply by dividing the 

address by the number of elements in a row. This is stated as: 

*»> ■ i ^ 1 
The similarity to the equation for nig(k) can be seen. It is likely 

that a recursion will again be useful to decrease the amount of com¬ 

putation required to compute the row address. 

,L I [ (k + 1>S,+ I 1 I 
r(k + 1) = L 4 N J 

I kS + I + S I 
r(k + 1) = L N  J 

,, kS + I S ( kS + I + S.) mod N 
r(k + 1) = + JJ   N  

(1) 

(2) 

(3) 

r(k + 1) J kS + I I (kS + I) mod N I S I 
” t N J N L N J 

. S mod - N - kS + I + S ) mod N 
N ” N 

(4) 
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r(k + 1) 
I kS + I | 
L N ' J 

I s I +
 LNJ 
+ (kSi+ IV mod N * S mod N 

N 
_ ( kS + -1 -.+ S ) mod N 
“ M 

(5) 

r(k + 1) I kS + I I I S I 
L N J 

+
 L N J 

(kS H> IV mod .N-+ S mod 
+ N 

(6) 

( kS + I -h S ) mod N 

Note that the last tern is merely 

ous section. 

as defined in the previ- 

r(k + 1) 

r(k + 1) 

I kS 
L 

I mi I 
L N 

J 

I S I I Xiki 1 + L M J + L N J 

(7) 

(8) 

Equation (8) shows the simple recurrence for the row address. It 

should be noted that the value of X(k) is used in both indexing equa¬ 

tions. 

4.3.2. Operand Parameter Lists 

Now that the expressions to perform the address calculations 

have been developed it is necessary to consider what parameters of 

the vectors are needed to perform the address computations. The 

parameters required to evaluate the expressions are specified by an 

operand parameter list or OH,. The OFL is the RAP's analog to the 

BSP's vector set descriptor. An example OH is shown in Figure 4.5. 

The initial values, in terms of S. N. and I, of m. r. and X, and the 
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dm dX dr 

m X r 

N I 

RAP Operation Parameter List 
Figure 4.5 

constant values of dm. dr, and dX are given in Table 4a. 

Now the recurrences previously developed can be written in terms 

of the OPL parameters. 

X(k+1) = X(k) mod N + dX mod N 

m(k+l) = [ m(k) + dm + {_ j ] 

r (k+1) = r (k) + dr + [ j 
Note that if the additions performed in computing r(k+l) are two's 

complement additions then the use of negative strides is permitted. 
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yi - -, - ^ ~ *» 

^QPL Fields J 

r IV 
J ] mod N J m I I+ l N 

X I mod N + S mod N | 

dr IS j 
J ] mod N J dm [■♦is 

dX S mod N 
J 

Table 4a 

4.3.3. RAP Implementation 

A block diagram of the required hardware is shown in Figure 4.6. 

The address generation hardware works as follows. First the OPL 

is loaded into the registers named R, DR, X, DX, N, H, and DM. Then 

the generation cycle is repeated once for each component of the vec¬ 

tor that needs to be accessed. The k^ cycle begins by concurrently 

doing three things: 

(1) The value of r(k) is latched into a pipeline register. 

(2) The value of X(k) is combined with the value of N and used as an 

address into a ROM. The ROM produces S output bits, 1 bit is 

the quantity j !» and the other 4 bits are X mod N. These L N J 

5 bits are latched into another pipeline register. 



ROW ADDRESS MODULE ADDRESS 

RAP Address Generation Hardware 
Figure 4•6 
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(3) The value of m(k) is combined with the value of N and used as an 

address into another ROM. This ROM produces 4 bits which are 

the value of m(k) mod N. 

The values of m(k) and r(k) can now be placed on the address 

bus. The next part of the cycle computes the k + l**1 set of values. 

Again there are three concurrent operations. 

(1) The value of r(k + 1) is computed by adding the values of r(k), 

dr, and the 1 bit quantity, [ ]• resillt i* stored in 

the R register to await the next cycle. 

(2) The value of X(k + 1) is computed by adding dX with X(k + 1). 

The result is stored in the X register. 

(3) The value of m(k + 1) is partially computed by adding dm to 

m(k). This value is stored in the M register. 

Through the use of a recurrence the addresses required to access 

vectors in a skewed memory can be generated at high rates with simple 

hardware. The extension of this hardware to perform interleaved 

accesses to multiple vectors is also simple. The registers R, DR, X, 

DX, M, and DM are replaced by register files, and a mechanism is 

added to address the register files. The address into the register 

files will specify which vector is having a component accessed. 



CHAPTER 5 

Conclusions 

5.1. Summary 

The thesis has shown that, within the context of vector accesses 

and the RAP architecture, the use of simple data skewing schemes 

increases memory throughput over the throughput that can be obtained 

by the use of conventional interleaving. This increase in perfor¬ 

mance occurs regardless of the number of modules in the system or the 

degree of buffering on the modules themselves. Analysis of several 

access patterns which occur in linear algebra applications shows an 

increase of more than 50% in memory throughput when data skewing is 

used rather than an interleaved scheme. 

In some cases, the limiting value of the NTP in the skewed sys- 

disadvantage of the skewed system which is not observed in the non- 

skewed system. The other inherent disadvantage of the skewed system 

is the increased complexity of address generation. 

It was also shown that the difficulty of generating addresses at 

rates sufficient to saturate the bus can be overcome by using a 

recursive generation technique. The hardware used for the address 

generation is then quite simple. Some aspects of this technique are 

similar to the address generation mechanisms used in the BSP. 

tem was not reached until the vector length This is one 
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5.2. Futnre Research 

The simulation results in the thesis are more combinatorial than 

stochastic in nature. This is due to the fact that system load 

characteristics are modelled in a rather simplistic manner. The 

simulations will produce more meaningful results if a more accurate 

and sophisticated model of the load can be developed. Unfortunately 

no data exists to aid in the development of this model. Statistical 

information describing the following parameters is needed: 

Vector Length: 

What distributions of vector lengths are expected in practice? 

Stride : 

What distribution of strides are expected in practice? In con¬ 

ventional linear algebra codes the predominant stride is 1 but 

what is the distribution of strides in other types of codes? 

Number of Vectors: 

How many vectors are likely to be accessed concurrently? What 

is the distribution of this parameter? 

Vector Acceas Request Rata: 

In the simulations, it is assumed that a request to access one 

set of vectors does not overlap with a request to access another 

set of vectors. To what degree is this assumption accurate? Do 

the buffers in' the modules actually empty before the next set of 

vector accesses are requested? 
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The simulation analysis in the thesis tends to emphasize methods 

to maximize the throughput of the memory over relatively long* O(N^) 

length* vectors, where N is the number of modules in the system. If 

statistical data supports the fact that vectors are less than O(N^) 

components in length then work can be done to determine if the pro¬ 

posed skewing scheme is effective for the shorter vectors. In par¬ 

ticular* the concept of cycles should be explored. If the sequence 

of module addresses generated by m^ is denoted by Sp and by recalling 

that Sp is periodic, then a cycle is defined as a subsequence* S^, of 

Sp which has the following properties: 

(1) Sç must have the same distribution over the set of module 

numbers as Sp does. 

(2) | Lp, where is the length of the cycle subsequence and Lp 

is the length of the period of m^(k). The development of the 

concept of cycles should lead to a more accurate understanding 

of the transient behavior of the memory system, particularly 

with respect to the buffer length parameter. 

A third area of future study is in the area of interconnection 

networks. The bus connecting the address source to the memories and 

the bus connecting the memories to the processors can be replaced by 

more sophisticated networks. In this case* is the performance of the 

memory system increased in proportion to the increase in cost of the 

system? What type of interconnection is best suited to the applica¬ 

tion? Lawrie [11] has done some work in this area. 
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A final suggestion for research is the investigation of systems 

with large numbers of memory modules. The work done for the thesis 

investigates relatively small numbers of modules. It may be of 

interest to determine how systems that have very large numbers of 

modules behave. 
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