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ABSTRACT 

On Implementing APL in a 

Language Pre-processing Environment 

Robert Luckett Shuler, Jr. 

An interactive computing system using APL is considered. 

This system is distinguished by having lexical scanning, 

symbol table construction, and number conversion removed 

from the CPU and performed at a remote terminal by a terminal 

processor. An implementation schema for the CPU support 

software is presented, and the characteristics of the 

resulting system are examined. It is shown that the CPU 

load can be lessened to some degree, as hoped, but that 

several conceptual difficulties with the functional division 

tend to reduce the expected level of performance as well as 

to change some basic system attributes. General system 

goals and economics are reviewed, and topics for further 

investigation are cited. 
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CHAPTER 1 

INTRODUCTION AND BACKGROUND 

Early computing systems were highly centralized, 

usually having only one element, the CPU, which possessed 

to a significant degree the "intelligence" to execute a 

stored algorithm. The storage was similarly concentrated 

in "central memory." Cheaper, faster hardware and increas¬ 

ingly complex software brought about capabilities such as 

multiprogramming, use of high-level languages, and time¬ 

sharing via remote terminals, but did not immediately 

change the concept of centralized intelligence. Radical 

innovations in hardware, such as large scale integration 

(LSI), have made small amounts of processing capability 

increasingly feasible and economical, thus making it 

possible to add such capability at multiple points within 

a system. We now have the basic question of how to 

improve system performance by the addition of intelligence 

at some point, perhaps other than the CPU. 

The particular goal of this research is to improve the 

performance of a system for using an interactive language, 

such as APL [11], from a remote terminal. It will usually 

be the case that several users with their separate terminals 

1 



will attempt to use the system simultaneously. The 

implementation scheme described in this thesis will 

treat only the special case of a single user, but results 

will be extrapolated to multi-user systems. 

Traditional terminal systems are typified by the 

transmission of characters between a central computer 

and a typewriter-like terminal. The terminal does no 

processing other than to print or display the characters 

received and transmit the characters typed. More 

recently some systems have employed terminals which 

also process the data they handle. Cotton [5] gives 

three types of such terminals: 

(1) point of sale 

(2) text oriented 

(3) interactive graphics. 

The system presented in this thesis introduces a 

fourth type: 

(4) language pre-processor. 

The same reference [5] also gives three important 

considerations for systems employing terminals with 

processing capability: 

(1) What is the most efficient division of 

labor between terminal and CPU? 

2 



(2) What are the limits to the useful processing 

power which may be placed at the terminal? 

(3) Does the system lead to a wheel of reincarnation 

in which new terminals appear surrounding the 

old ones, and these become intelligent, etc.? 

Conceptually, there is no new capability that would 

be provided by a processor at the terminal which could not 

also be provided by a remote processor and an adequate 

communication link; however, system performance and 

economics might be dramatically affected. For example, 

a system employing complete processing capability at each 

terminal would be possibly more costly, but would provide 

fast response and immunity from global failures. One 

can list many characteristics that would be affected by 

various configurations, but many items on the list will be 
T 

seen to be directly related to others, thus, motivating 

the selection of only the two expected advantages given by 

Hobbs [10] : 

(1) offloading of CPU 

(2) reduced line rental costs. 

Conflicting definitions in the literature confuse the 

terminology to be applied to this work. Cotton's position 

paper [5] states simply that intelligent terminals 

are those which, by means of stored logic, are able to 
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perform some processing on data which passes through them. 

From the same conference [18] comes also the definition of 

intelligent satellites as being programmable by the user, 

whereas terminals are not. Conflicting with this, another 

article [10] defines intelligent terminals as being user 

programmable, and specifically excludes those which do 

fixed processing preset by the manufacturer as being 

"unintelligent." For purposes of this work, three classes 

of terminal systems will be defined and referred to by 

number in order to avoid ambiguous terminology. Each class 

could include either interactive or batch terminals, but 

only interactive keyboard-oriented types are of interest 

here. Terminal classification follox^s: 

(1-A) only transmit, receive, and display processing 

(1-B) additional text-independent processing, such 

as buffering and polling to reduce line costs 

(2-A) text dependent but unchangeable processing 

(2-B) like (2-A) but reprogrammable by user, 

perhaps by changing a ROM 

(3) general programming capability directly 

through the keyboard. 

The machine with which this thesis is concerned (the 

terminal processor) fits class (2-A), though the same effect 

can be achieved with class (2-B) or (3) machines. The 
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actual experimental work reported here involved only 

emulation of a (2-A) terminal by a class (1-A) device and 

appropriate CPU software. The emulation is based closely 

on the characteristics of an actual class (2-A) terminal 

which is reported by Bohlmann [3]. 

Language pre-processing at a remote terminal is a 

scheme for adding intelligence at the terminal in order to 

improve the performance or economics of a specialized 

language-based computing service. The language chosen 

was APL [11] in order to be compatible with the terminal 

by Bohlmann mentioned above. 

Seen in figure 1.1 is a comparison of language 

pre-processing and traditional systems. Essentially, the 

terminal processor, which is interposed on the terminal 

side of the CPU-terminal link, performs many of the 

functions formerly handled in the CPU by that portion of 

the compiler or interpreter known as the lexical scanner 

[9]. Condensed descriptions of Bohlmann’s terminal 

processor, of APL, and of the computer supporting the 

implementation are given in the next chapter. This thesis 

will present an implementation schema for the CPU support 

software, as well as some general conclusions concerning 

such systems, and will indicate promising areas for future 

investigation. 

5 
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CHAPTER 2 

BASIC ELEMENTS 

APL 

A Programming Language CAPL) is a conversational 

timesharing system based on the formal mathematical notation 

described by Iverson [11]. The language is characterized 

by simplicity, orthogonality, and a large collection of 

primitive functions which apply directly to vectors and 

arrays as well as to scalars. The only explicit 

input/output is with a typewriter-like terminal. The user's 

programs and variables, which constitute a workspace, may 

be saved on disk between sessions. 

Some familiarity with APL is helpful to the under¬ 

standing of this thesis. The interested reader will find 

many excellent publications on the subject. In particular, 

the language definition for purposes of the implementation 

schema presented in this thesis is taken to be that given 

by Pakin [14]. The following discussion gives the nature 

of some of the important features of the language which are 

relevant to this work. 

APL DATA STRUCTURES 
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All variables are either scalars or rectangular arrays. 

Data types (preferred to as the domain of a variable) are 

real, integer, boolean, and character (with one character 

per array element). There are no explicit declarations 

of the shape or domain of a variable; rather, when an 

assignment is made, such information is taken from the new 

value. This, of course, requires some form of dynamic 

storage allocation. All arrays must be homogeneous, and 

an element of an array must be a scalar (this restriction 

has recently been removed by some implementations, enabling 

arrays to have a very complex structure [8]). 

APL PRIMITIVE FUNCTIONS 

A large number of primitive functions work directly 

on scalars and arrays. For a complete list see Pakin [14], 

Scalar functions are extended elementwise to arrays 

of the same shape. For example: 

5 7 9 = 1 23 + 4 5 6 

4 10 18 =123x456 

2 4 6 = 2x1 2 3 

Notice this does not correspond to algebraic definitions, 

which are achieved in APL by an expression such as X+.xj , 

or more generally Xo.ox where o represents any primitive 

scalar dyadic function, and X and X are arrays 
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to be manipulated in the algebraic sense. In some recent 

work [8] the elementwise and algebraic extensions have been 

applied to primitive mixed functions and user-defined 

functions as well as the primitive scalar functions. 

The primitive mixed functions are those which have 

special meaning when applied to arrays. For example, Z\X 

takes the first three elements of the vector X, and p7 

gives the size (i.e.: shape or dimension) of Y : 

'BELLO' = 5 + 'HELLO THERE' 

7 = p »EXAMPLE' 

There are many other mixed functions providing great 

flexibility. The selection operator subscripting) 

is the only one not written in infix notation: 

xzn 
2 = 4 9 2 7 [3] 

49 = 4927 [12] 

4 = (22pl234)[2;2] 

Operators take functions as arguments and produce 

new functions, one of which is the point used to define 

matrix operations as already discussed. Another is the 

reduction operator, which conveniently forms sums: 

4 = +/l l 2 

8 = X / 2 2 2 

The relationals are treated as propositions having 
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boolean values: 

1 = ( 2 < 3 ) 

0 = ( 4 = 5 ) 

101= (274)^(073) 

1 = ( 5 2: 5 ) 

Note that the use of the equal mark as an assertion in these 

and previous examples is for purposes of illustration only. 

In APL it is used only as a proposition. 

The symbol ■«- is used to assign the value of the 

expression on the right to the variable on the left. The 

symbol -»■ followed by a vector may cause a conditional 

branch or may exit a user function: 

-*■3 (go to line 3) 

-*-(X >Y) /LOOP (go to line LOOP if Y>Y) 

■+•0 (exit from the function) 

There are no keywords or block constructs (although 

a modification has been proposed having both these charac¬ 

teristics [12]). 

APL SYNTAX 

Functions, including those defined by the user, are 

written in infix notation when used in an expression. 

Primitive (or intrinsic) functions can be monadic (having 

only a right argument), or dyadic (having a left and a 
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right argument), and always return a value. A user function 

may be either of these, and may also be nyladic (having no 

arguments),and in any case either may or may not return a 

value. More than two arguments must be achieved by lumping 

them all into an array, or by passing them as global 

variables. All variables not explicitly defined otherwise 

are global. 

The order of execution within a statement or expression 

is strictly right to left, except as modified by paren¬ 

theses. There is no operator precedence. Imbedded assign¬ 

ments may occur. Multiple assignments into an array 

may occur: 

A[ 1 4 2>25 34 7 

Newer versions of the language (not treated in this imple¬ 

mentation) even allow multiple assignments such as: 

(A tB, C)-«-4 7 2 

(2tP)-«-4 5 (same as Dll 2]«-4 5) 

A number appearing by itself in a statement is treated 

as a scalar. Its domain (boolean, integer, real) is 

determined by the most restricted class into which it fits. 

Adjacent numbers separated only by blank spaces are treated 

as a vector constant. The high minus (“) is used to 

denote a negative constant, and does not mean the same 

thing as the negation function (-). Character strings are 
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enclosed in single quotes. Comments are preceeded by the 

character n . A number of characters are made by over¬ 

striking two symbols. 

Symbolic reference to a statement for purposes of 

branching is achieved by beginning the statement with a 

label followed by a colon. The label is then a local 

constant having an integer value equal to the line number. 

The system operates in either execution mode or def¬ 

inition mode. In execution mode each statement which is 

entered is executed immediately. In definition mode the 

user enters a series of statements to be stored as a fûnc- 

tion. Editing allows the addition and deletion of lines in 

a function and of characters in a line. 

Whenever the last function to be executed within a 

statement is not an assignment, then the value of the 

expression is printed. A value may be printed at any time 

by writing O-expression. Input is requested by □ or H 

appearing in an expression (except for output as just noted)* 

The symbol □ gets the literal value of a character string, 

while □ gets the value of the expression which is entered. 

Note that this implies the input routine within the imple¬ 

mentation must be recursive. 

Function definition mode is entered by typing 7 fol¬ 

lowed by a function header which determines: 
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(1) name of the function 

(2) number of arguments and their internal names 

(3) result, if any, and its internal name 

(4) names of local variables, if any. 

Execution mode is resumed by typing a second 7 . 

ARGUMENT PASSING AND THE EXECUTE FUNCTION 

When the name of a user defined function is encoun¬ 

tered in an expression, the arguments are evaluated, local 

variables are created, and the function is executed. 

Global variables may be changed by the function, but the 

arguments, though they may be changed internally by the 

function, are not externally modified. Iverson has resolved 

the problem of providing more flexibility in argument 

passing for newer versions of the language by providing an 

execute (or unquote) function which effectively places the 

contents of a character variable into the statement at exe¬ 

cution time [6]. This function, along with the format func¬ 

tion (inverse of execute over some domains) pose a 

nontrivial conceptual problem for language pre-processing 

systems (further discussion in chapter 4). 

APL functions are completely recursive and may invoke 

themselves or any other function with unambiguous results. 
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SYSTEM ENVIRONMENT AND WORKSPACE MANAGEMENT 

An APL workspace is a collection of simultaneously 

available functions and variables. Each APL user has a 

library in which he may save one or more workspaces. Facil¬ 

ities are provided for controlled access to the libraries of 

other users. A workspace can be loaded into use in its 

entirety or individual functions or variables may be copied 

into another workspace. The saving, restoring, and merging 

of workspaces pose problems to the language pre-processing 

system since the symbol table must be referenced. 

Newer implementations [13J provide mechanisms for 

sharing variables with other APL routines or with system 

routines. The absence of the conventional symbol table 

poses problems in this area also. 
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TERMINAL PROCESSOR 

BASIC SYSTEM STRUCTURE AND CAPABILITY 

The terminal processor concept was used to expand 

the capabilities of a conventional terminal, making 

it suitable for use as a language pre-processor. The 

concepts of language pre-processing and the implementa¬ 

tion by means of a terminal processor were developed in 

an earlier work by Bohlmann [3] which forms the basis 

for the work described in this thesis. 

Figure 1.1 gives a basic system block diagram 

for a terminal processor system. On the terminal side, 

the terminal processor presents the same sort of inter¬ 

face to the terminal that was formerly presented by 

a communications coupling device (or by the CPU in 

the case of direct connection). The terminal processor 

then presents the same sort of physical characteristics 

to the communications coupler or CPU as were formerly 

presented by the terminal. Thus the terminal pro¬ 

cessor is an electrically transparent insertion making 

the terminal appear to have additional processing 

capability from the standpoint of the CPU. Of course, 

from the terminal side of the interface, the system 

15 



appears the same as it did before the insertion of the 

terminal processor. 

Information passing between terminal and terminal 

processor is in the normal character mode in which the 

terminal normally operates. Between terminal processor 

and CPU, however, there flows a (hopefully) more 

condensed stream of specialized tokens. 

The processing functions to be performed by the 

terminal processor are essentially those which were 

formerly performed by the scanner phase of a compiler 

or interpreter: 

(1) operator classification 

(2) name (symbol) table manipulation 

(3) number conversion. 

For APL this presents particular problems since due to 

its dynamic nature and lack of fixed declarations the 

interpreter must in some sense re-scan a statement 

each time it is executed. Statements cannot be 

tied to fixed data shapes and in some cases not even 

to fixed meanings, especially if the execute function 

is allowed. 

It is seen that the requirements of the terminal 

processor are not trivial. It must have: 

(1) the capability to execute a complex 
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algorithm Clerical analysis) 

(2) memory for a name table with possibly 

several hundred entries. 

With present day technology these requirements could 

probably best be met with a microcomputer, but that 

is a recent development and at the time the terminal 

processor was designed economics dictated hard-wired 

logic mixed with microprogramming techniques. 

TERMINAL CHARACTERISTICS 

The CRT terminal employed in this project was 

manufactured by Ontel Corporation (formerly Sugarmann 

Labs) and is described in reference [12] which also 

appears as an appendix in [3]. A few items related to 

it need to be mentioned here. 

The graphic representations of characters used by 

the terminal were modified for use with APL. The APL 

overstrikes were treated as special characters by 

mechanisms already existing within the terminal logic 

for displaying more characters than appear on a 

standard keyboard. 

A CRT terminal can, of course, store an entire screen 

full of characters. In addition to the normal mode of 

transmitting a character each time a key is pressed, the 
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entire screen or any part of it could be transmitted by 

the terminal. 

TERMINAL PROCESSOR SPECIFICATIONS 

The best way to define precisely the capabilities of 

the terminal processor is to present the specifications for 

communication between it and the CPU. All communication 

is asynchronous. Unsolicited transmissions from terminal 

processor to CPU are termed input. Transmissions from 

CPU to terminal processor which result in data being 

transmitted to the terminal for display are termed output. 

Other actions or transmissions resulting from transmissions 

of a command token from the CPU are termed special commands. 

The basic unit of transmission is one eight bit byte. The 

transmission of a group of related information bytes is 

always preceeded by an identifying byte called a token 

header. Table 2.1 gives a description of various token 

types. 

The codes for operators (really functions) and 

separators as well as token headers and trailers for 

literals and comments are the same as the codes used 

by the terminal to represent those characters, so that 

these items have been simply classified and transmitted 

without modification. End of line is transmitted as a 
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HEADER TYPE INFORMATION FOLLOWING 

INPUT 3 
4 
5 
6 

113 

312 

name 1 byte integer 
number 4 byte special form number 
operator 1 byte operator code 
separator 1 byte separator code 
literal literal characters until unpaired 

quote mark (113) 
comment comment characters until end of 

line (15) 

OUTPUT 3 
5 
6 

113 
312 

same as for input 

SPECIAL 1 
2 
7 

reset none 
save entire name table 
reload 12 byte name, terminal returns 

1 byte integer 

Table 2.1 TERMINAL PROCESSOR TOKEN TYPES 

19 



separator except when part of a comment. 

Names, which may be variables, user functions, or 

keywords, are limited to twelve characters and are 

stored in the terminal processor. A unique integer 

identifying each name is transmitted to the CPU. The 

reset command clears both terminal and name table. 

The save command causes the entire name table to be 

transmitted to the CPU. The reload command causes the 

terminal to accept a twelve character name from the CPU, 

assign an integer to that name, and transmit the integer 

back to the CPU. 

The special form of numbers used by the terminal 

processor consists of an eight bit exponent coded in 

two's complement, but representing a power of ten, 

followed by a twenty four bit two's complement man¬ 

tissa with an implied radix point following the least 

significant bit. This rather unusual form will usually 

be processed further by the CPU before use in computation. 

There is no provision for number tokens on output, mean¬ 

ing that output conversion must be accomplished by the 

CPU. This was not provided because of the complexity 

arising from: 

(1) context dependent formatting problems, such as 

neatly displaying array data 
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(2) requirement for otherwise unnecessary 

arithmetic power at the terminal in 

duplication of that at the CPU. 

A terminal processor could be built which would 

perform a complete number conversion, both input and 

output. This is illustrated later by an emulation of 

such an idealized terminal in software. A microprocessor 

implementation would perhaps make such things a bit 

easier. 

The distinction made by the pre-processor between 

operators and separators is later shown to be redundant; 

that is, this distinction did not really change the im¬ 

plementation of the CPU software. Additionally, it was 

deemed necessary to perform extensive syntax checking in 

the CPU software even though some checking might be done 

by the terminal processor. Especially in a timesharing 

environment there should not be any chance that erroneous 

action on the part of the CPU software would jeopardize 

the integrity of other workspaces. Either correct input 

must be guaranteed or the CPU software must be designed to 

function with integrity regardless of input. There may be 

many terminals, and no matter how reliable they may be made, 

reliance upon them for correctness can only increase the 

probability of total system failure. Even on efficiency 
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considerations it is questionable as to whether the cost 

of storing error messages in duplicate among all the 

terminals would be outweighed by what would in this 

writer's opinion, based on an actual system design, be 

only small savings in CPU cycles. 

We have seen that the terminal processor performs 

certain functions normally performed by the CPU, and a 

communication interface has been presented which will allow 

this division of function. Certainly this is not the 

only functional division possible, and a few others will be 

dealt with in chapter four. 
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PDP-11 

Since the implementation schema was worked out with 

reference to a particular computer (Digital Equipment 

Corporation PDP-11/20) and since perhaps the implementation 

was influenced by the somewhat limited arithmetic capa¬ 

bility and memory space available, a short description of 

some relevant aspects of the PDP-11 is included here. 

This information is largely taken from references [15] 

and [16]. 

The PDP-11 has a single-bus architecture in which there 

are no specialized I/O instructions. I/O is accomplished 

entirely by the shared variable concept [13] in which con¬ 

trol and buffer variables for various devices are referenced 

by addresses just as though they were core memory. I/O 

with conversational terminals is done one character at a 

time in an asynchronous fashion. Interrupts may be used 

to signal completion of a transfer, or the program may 

simply test the proper shared variable. 

The stack in the PDP-11 is not used as an execution 

stack, but merely for subroutine and interrupt linkage and 

for temporary variable storage. A stack of this sort is 

essential for recursion and it is of course fortunate 

that it already exists in the hardware. One of the machine's 
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eight general registers serves also as a stack pointer 

for subroutine calls and interrupts, and is usually used 

in explicit stack operations. The other registers may also 

be used as specialized stack pointers through the auto¬ 

increment and auto-decrement addressing modes. Sub¬ 

routine arguments or their addresses may be passed on the 

stack, in registers, in-line following a jump-to-subrou- 

tine instruction, or through other pre-defined shared 

variables. Indirect and indexed addressing modes are 

provided. No special load register or store register 

instructions are required since instructions such as move 

and add may use the full range of addressing modes for 

both operands, which also implies that the length and 

speed of instructions may vary widely according to the 

combination of addressing modes used. In spite of the 

stack and the variety of addressing modes, it is still 

somewhat cumbersome to write efficient recursive 

subroutines on a large scale, expecially since words can 

be moved only one per instruction and double-indexing 

within an instruction is not possible. 

Hardware multiply and divide are not provided, neither 

are multiple shifts. However, these operations turned out 

to be a smaller portion of the total workload than expected, 

so that the performance lost was not as great as the 
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inconvenience incurred. Special format numbers and 

character string manipulation were both greatly facilitated 

by provisions for 8-bit byte manipulation and multiple- 

precision carry propagation. 

A disk-based operating system was available for 

program file creation and editing, assembly, and 

linking, but the small eight-thousand word by 16 bit 

memory forced the physical implementation described 

here to operate without system support and with only 

a limited subset of the APL primitive functions. 

Due to the concurrency of this work with the 

construction of the terminal processor, a special set 

of routines were written to emulate the terminal 

processor system using a selectric typewriter 

terminal. 
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CHAPTER 3 

IMPLEMENTATION SCHEMA 

This chapter presents a program structure, various 

data structures, and a collection of basic algorithms, 

all of which constitute a system for implementing APL in 

conjunction with a language pre-processing system. In 

principle the implementation can be carried out on any 

general purpose digital computer having sufficient storage. 

However, some aspects, particularly the data structures, 

have been heavily influenced by their intended application 

to a particular computer as described in the previous 

chapter. 

Various factors affecting design choices are pointed 

out, and the final result is presented. The historical 

development of the implemention and the details of 

actually programming the implementation are generally 

excluded. 

BASIC PROGRAM STRUCTURE 

Figure 3.1 illustrates the access paths among the 

system modules. The control module waits for the user to 

type a line and then decides whether the input is a special 
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Figure 3.1 SYSTEM MODULES AND ACCESS PATHS 
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command, an entry into function definition mode,or an 

expression to be evaluated. 

The input interface accepts tokens from the pre¬ 

processor and converts them into the final form required 

by the implementation. This includes the completion of 

number conversion and creation of the statement data 

structure described later. The arithmetic processor 

which is shown in the figure as being referenced by all 

the modules would be unnecessary in a computer having 

built in floating point arithmetic capability. 

The pre-processor module represents either the 

terminal processor or a software emulation. In the case 

of emulation of the terminal processor and use with a 

selectric typewriter, the terminal control module handles 

the selectric in such a way that it appears to have the 

characteristics of the CRT terminal with which the 

pre-processor is designed to operate. 

When the control module recognizes that the input 

line is an expression to be evaluated, the execute 

module parses the APL expression, invokes appropriate 

functions to be performed, and establishes their operands. 

To perform a user-defined function, the user function 

execute module is invoked. This module sets up labels 

and local variables and evaluates each line of the 

28 



function by calling the execute processor module. These 

two modules may call each other recursively to any depth 

permitted by available storage. 

To evaluate a mixed primitive function the execute 

module invokes the appropriate member of the mixed 

primitive functions module. These routines have the 

responsibility for determining operand conformity, 

executing the function, and detecting any errors. The 

data storage management module is used to allocate 

storage for all results. 

Evaluation of a scalar primitive function is 

somewhat different in that each member of the scalar 

primitive functions module is defined only for scalar 

operands with conformity checks, data type coercion, and 

extension to vectors being handled by the scalar primitive 

control module. Access methods and coercions for various 

types of arrays are provided in a separate module so that 

they are also accessible to the mixed primitives module. 

Assignment into a subscripted occurrence of a variable 

is handled by the mixed primitive function for sub¬ 

scripting. Simple assignments are handled by the execute 

processor. 

The I/O module handles an input request by reading 

a line through the same mechanism which reads statements 
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(or expressions) and calling recursively upon the execute 

processor to evaluate the input. This allows variable 

names, functions, and other complex expressions to be used 

as input. The output routines in the I/O module pass the 

numbers to be printed along with spacing information to 

the output interface, which then converts the numbers to 

characters and sends them to the terminal processor. 

When the control module encounters a command to 

enter the function definition mode, the function definition 

module is called upon to direct all activities until the 

function is closed. It uses the function storage management 

module and the input and output interface modules to 

provide facilities for entry, editing, and listing of lines 

within a function. It is assumed that a facility for 

editing characters within a line is provided by the 

terminal; thus, no such capability exists in the function 

definition module. 

The special commands module handles such requests as 

loading and saving workspaces, deleting variables 

or functions, and copying variables or functions from 

other workspaces. In order to perform these functions 

it must have access to the name table within the terminal 

processor, as well as the auxilliary storage medium used 

for keeping inactive workspaces. 
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Whenever a new control mode is entered, as for 

example when the execute or function definition modules are 

activated, a special error packet is updated, and the 

old contents of the packet are saved. A routine detecting 

an error then performs any specialized recovery needed 

(usually very little), indicates what message is to 

be printed, and passes control to the error processor 

which prints the message and restarts using the infor¬ 

mation in the special error packet. 
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DATA STRUCTURES 

In the previous section the activities of the 

implementation were modularized and briefly outlined. 

Before presenting more detail on the actual policies 

and algorithms employed, it is appropriate to examine 

the data structures upon which those policies and 

algorithms are operative. 

BASIC DATA ELEMENTS 

The basic addressable unit of storage is taken to be 

a byte which contains eight bits. Low numbered bytes 

and low numbered bits, are treated as the least significant 

portions of stored numbers; thus, in order to view numbers 

in the conventional way, one must imagine the bytes in 

storage to be numbered from right to left. 

Floating point numbers and integers consist of four 

byte fields. The low order 24 bits represent the mantissa 

using two's complement notation. The implied radix point 

follows the least significant bit rather than preceeding 

the mantissa as in more common representations. This 

creates an asymmetrical exponent range, but allows a 

precise representation of integers by setting the exponent 

field equal to zero. Floating point numbers other than 
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zero are normalized in such a way that the two most sig¬ 

nificant bits are different. Integers are stored in true 

form without normalization. The high order byte of the 

four byte field is a two's complement representation of 

the exponent, which expresses a power of two. Zero 

exponent indicates that the number is an integer. 

Numbers from about 10” to about 104,i can 

be represented with approximately six digits of accu¬ 

racy. The low accuracy is not really consistent with 

the design philosophy of APL, but was chosen primarily 

to reduce storage requirements. 

All user numerical data is stored in normalized 

floating point form, and all elementary computation is 

carried out by floating point routines. Numbers are 

converted to integer only when their use explicitly 

requires it (e.g., indexing) . To the user, this treatment 

of numerical data appears to handle integers and reals en¬ 

tirely separately, but within the implementation it signifi¬ 

cantly simplifies the problems of data type coercion. The 

number format is illustrated in figure 3.2 . 

Character strings are stored with one character per 

byte. The character codes are those given by 

Bohlmann [3] . Eight boolean variables are stored in each 

byte. This allows maximum compaction while making access 
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more difficult, but the large amount of interpreter over¬ 

head renders access complexity unimportant anyway. 

ARRAY STRUCTURES 

The implementation must be able to represent and 

manipulate array structures of arbitrary dimensionality 

and of either character, numeric, or boolean type. Figure 

3.3 diagrams a self-identifying array structure. 

The first two bytes (one word) give the type and 

dimensionality of the array. The low order 14 bits give 

dimensionality (in APL notation: pp). Scalars have zero 

dimensionality, vectors have one, matricies have dimen¬ 

sionality of two, etc. The upper two bits are effectively 

tags which identify the data type as indicated in the 

figure. 

An APL implementation can make good use of the tag¬ 

ging idea in many areas, especially in conjunction with 

the generalized array concept mentioned earlier. For a 

thorough discussion of tags see Feustel [7]. 

Following this first word there is one word for each 

axis of the array giving the size of the axis. Fol¬ 

lowing that there is the data itself. To compute the 

relative position of a member of an array using 1-origin 
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FLOATING POINT 

3 2 1 0 
byte 
index 

8 bit 2's complement y 
exponent, power of 2 ' 

J L , radix 

/24 bit 2's complement 
mantissa 

CHARACTER 8 bit ASCII/APL characters 

BOOLEAN 1 bit (8 per byte, padded to word boundary) 

Figure 3.2 BASIC DATA FORMATS 

00 - floating point /10 - character 
11 - boolean 

dimensionality 

dimensions (may be 
empty) 

Figure 3.3 ARRAY STRUCTURE 
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indexing the formula would be 

Vs 
no¬ 

where i^, i2 .. 

size of axis j. 

l+snsn-lin-2+-"t<siisn-l"-s2)il 

. i„ is the index vector and s. is 
n i 

the 

DATA CONTROL STRUCTURES 

As stated earlier, the language pre-processor 

performs a symbol table type mapping between names and 

integers. This allows the data control structure for 

the implementation to be a simple vector with one word 

for each name (see figure 3.4). The vector is partitioned 

into two regions. The first, which is of fixed length, 

provides a current or active definition for each name. The 

second region has the same format for each entry, but 

operates as a stack and provides definitions for temporaries 

and for names which have been shadowed by use as a 

local variable in a function. Each entry in the data 

control structure is sixteen bits, with the high order 

bit indicating whether the name is a variable or a 

function, and the lower fifteen bits containing the 

address of the appropriate data structure referenced 

by the name. 

The data control stack is separated from other stacks 

primarily to provide easy access to the temporaries and 
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data control 
structure 
(des) 
beginning 

active names ^ 

V- 

temps 5 shadowed ^ 
names (des stack) ' 

des stack top  ► 

entry format: 
16 

bits 

Î 
absolute address 
of data/function 

0 - variable/temp. 
1 - function 

Figure 3.4 DATA CONTROL STRUCTURE 



shadowed names by the storage management routines. The 

data control structure, with its stack, constitutes a 

display, which is described by gries [9], 

INTERNAL TOKENS 

The internal token system, which is not to be confused 

with the tokens used in communicating with the pre-processor, 

provides a compact but readily useable representation of an 

APL expression or statement. The system is presented in 

tables 3.1 and 3.2. 

Each token is a sixteen bit integer representing 

the displacement of a data item or of a word in a jump- 

through table. The various types of tokens are 

distinguished by employing an excess notation with 

differing bases and non-overlapping ranges. 

STATEMENT STRUCTURE AND LITERALS 

The form for representing an APL statement or 

expression is shown in the right portion of figure 3.5. 

The token string constitutes the text of the statement. 

Numbers or character strings appearing in a statement are 

put in standard array format and placed in the literal 

data area, with only tokens referring to them in the 

token area. No attempt is made to recognize duplicate 
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token value interpretation 

0 

2 

4 

6 

8 

10 

12 

14 

16 

18 

>18 

£32 

*256 

£1024 

end of statement, left or right (eos) 
also used as a stack separator 

left parenthesis ( 

right parenthesis ) 

left bracket t 

right bracket ] 

quad □ 

quote-quad □ 

semicolon ; 

colon : 

function definition v 

special commands 

primitive functions, excess 32 

identifier, excess 256 displacement 
in the data control structure (des) 

literal, excess 1024 displacement 
from the statement break 

Table 3.1 INTERNAL TOKEN SYSTEM 
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mixed functions scalar functions 

32 + 128 «- 
34 - 130 * 
36 X 132 o 
38 A 134 / 
40 * 136 / 
42 • 138 \ 
44 o 140 
46 t • 142 » 
48 r 144 p 
50 L 146 1 
52 i 148 € 
54 < 150 T 
56 £ 152 X 
58 = 154 9 

60 156 4> 
62 > 158 $ 
64 * 160 e 

66 A 162 f 
68 V 164 
70 * 166 -*■ 
72 V 168 i 
74 170 

172 
174 

t 
i 
X 

Table 3.2 INTERNAL PRIMITIVE FUNCTION TOKENS 
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literals since the additional complexity in deleting 

a statement from the workspace would far outweigh 

any saving. Recognizing vectors within a statement and 

placing literals into array format ahead of time 

simplifies the work of the routines which will evaluate 

the statement. 

The pointer from the function statement table 

addresses the logical right-hand end of the statement 

because of the right-to-left APL evaluation rule. This 

means, however, that to find the left end of the statement, 

as when it is to be moved, a scan must be made. It is 

anticipated that the number of times a statement is moved 

will be very small in comparison to the number of times 

it will be executed. 

The zero tokens denote the ends of the token string. 

The pointer to the end of the literal data area is used 

to facilitate calculating the length of the statement 

when it is moved in storage management operations. 

FUNCTION STRUCTURE 

A user-defined function is stored as a contiguous 

area of storage having the structure given in figure 3.6. 

The first word of the function gives the highest 

statement number. This is followed by a statement table 
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(also illustrated in figure 3.5) giving the relative 

displacement of the statements. Absolute addresses 

are completely avoided so that the function may be moved 

as a unit without complicated relocation algorithms. 

Following the statement table the statements (or 

lines) of the function are stored in their natural 

order. The information in the function structure 

allows easy computation of the storage area used 

by the function and provides quick entry into any 

statement. 

GENERAL UTILITY STACK 

In addition to the data control stack, a more 

general purpose stack is maintained for other recursive 

items, such as subroutine linkages and local implementation 

variables (i.e., quantities internal to the implementation 

and not part of the APL workspace). 

The expression evaluating routines also use this 

stack as an execution stack. When so used it contains 

the internal token types described in tables 3.1 and 

3.2, with the exception that all function tokens, 

both primitive and user defined, have the high order 

bit set to one for easy identification. 
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Figure 3.5 STATEMENT AND STATEMENT TABLE FORMAT 
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O ■function heading pointer from des 
heading word, highest statement number 

statement table 

body of function (statements) 

Figure 3.6 FUNCTION FORMAT 
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OVERALL STORAGE LAYOUT 

All the data structures plus the working code must 

be mapped onto a vector corresponding to the main 

memory of a computer (no attempt is made at segmentation 

or disk overlay schemes since they are irrelevant to 

this research). With two stacks and two dynamic 

storage areas, some compromises will have to be made. 

Figure 3.7 gives the mapping choice which was used. 

Since on the computer for which the implementation 

was intended the general utility stack was implemented 

in hardware, and since the only overflow check conveniently 

possible was that of going below a very low minimum 

value, the general utility stack had to be implemented 

in low storage, expanding downward, and having a fixed 

upper limit. 

Since the data control stack is a relatively small 

structure, it was allocated a fixed maximum space. The 

data area and function area were then allocated the entire 

remainder of storage, one being placed at either end 

with free space in betvreen which gives the most effective 

utilization of storage by two regions having one 

moving boundary each. 
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moveable 
boundaries 

Figure 3.7 STORAGE LAYOUT 
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SUMMARY 

In this section data structures have been presented 

which are capable of representing an arbitrary APL 

workspace. The previous section described basic functions 

to be performed on a workspace. The next section will 

complete the implementation schema by outlining 

procedures used in conjunction with the various structures. 
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POLICIES AND ALGORITHMS 

The basic control flow for the implementation 

schema is given in figure 3.8. Special commands rela 

ting to workspace management are identified by their 

first token, which is a right parenthesis. The 

beginning of a function definition is also easily 

identified by its first token. Anything else is 

assumed to be an expression to be evaluated. If 

there is an error in the expression it must be de¬ 

tected by the expression evaluation routine, whose 

basic logic is given in figure 3.9. The language is 

recognized with a simple finite state scheme, which 

is simplified by APL's lack of operator precedence, 

but also complicated by such things as reduction and 

matrix operators. 

In general, when each part of the expression is 

recognized, it is evaluated immediately, and the 

result placed in an array temporary. A more ele¬ 

gant approach given by Abrams [1], which takes ad¬ 

vantage of selection and reduction operators to 

reduce storage requirements, was not employed since 

it was felt that the significant added complexity 

was not relevant to this research. 
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Figure 3.8 BASIC CONTROL FLOW 
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Figure 3.9 EXPRESSION EVALUATION ROUTINE (cont'd next page) 
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decode special token. 

>>push 

->push 

get token 

*T .c, 
from stack t 

> V § remove V 

11^ II 

-t>decode 

functi6n,t>monad:Lc operation 

other .. , 
———->push 

•Fnnr.t.i on ^monadic operation 

other 
check 

£j proper 
stack 
termination 

□ 

error 

call expr 
-t>| eval to |—>decode 

obtain 
value 

print 
result if 
required 

return ptr 
to result 

if 
required 

Figure 3.9 cont'd next page also 'return fro> 
.evaluation; 
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indexing .operation 

decode 

Figure 3.9 cont'd on next page also 
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Figure 3.9 cont'd on next page also 
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nyladic operation 

Figure 3.9 cont'd on next page also 
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execute 

user func. 
execute 
module 

allocate 
space for 
result 

coerce 
operand 
types 

call scalar 
routine 
for each 
element pr. 

-t>«- 

X7 
result 
becomes 
next 
token 

decode 

Figure 3.9 final page 

special 
routine 
for ea. 
mixed fn. 
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Many details are ommitted from figure 3.9 since 

the primary purpose here is only to show that this 

portion of the interpreter is substantially similar to 

comventional implementations. 

STORAGE MANAGEMENT AND EDITING 

When storage for a data array is requested it 

is obtained from the free storage region (see figure 

3.7). If there is not sufficient space, then a 

garbage collection operation is performed on the 

workspace data using the data control structure. 

The workspace function area remains fixed during 

execution, and the data area remains fixed during 

function definition and editing. During editing, the 

statement table within the function is abolished, and 

an associative table is created with explicit floating¬ 

point line numbers. The relative ordering of statements 

is always maintained. 

When a statement is sent to the terminal, the 

line number is placed in brackets and appended to the 

front of the statement. Statements transmitted back 

to the CPU must also take this form. If a statement 

transmitted to the CPU has the same line number as 

a statement in the function, then replacement occurs. 

56 



If there is a negative line number, then that statement 

is deleted. The user may specify a set of lines to be 

transmitted to the screen by giving upper and lower 

line number limits. 

The CPU can only delete, replace, or add lines, 

but character editing within a line may be performed 

at the terminal and then the entire line replaced. 

TERMINAL INTERFACE ROUTINES 

These routines, corresponding roughly to the scanner 

in conventional implementations, operate on the token 

string from the pre-processor to convert it to the 

internal statement format of figure 3.5, operate on 

that internal statement format to produce an output token 

string, and operate on data arrays to produce an appro¬ 

priate output string. 

The first of these phases is outlined in figure 

3.10 . Notice that the need for maintaining a name 

table is conspicuously absent. Other parts of the 

scanner, especially number handling, remain disappoint¬ 

ingly complex, however. 

The routine for printing data arrays consists of an 

algorithm for generating the array indices in the proper 

order, and subroutines for converting boolean and numeric 
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(input req.J 

initialize 

V 

get next add token 
token fr. to the 
terminal statement 

type 

insert 
literal 
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statement 
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7 
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insert 
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comment (samiiar t0 quote) 

c ± return 

end of line 

jure 3.10 INPUT REQUEST ROUTINE Ccont'd next page) 
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get mumber 

Figure 3.10 cont'd 
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data types to character strings. The conversion routines 

are treated as though they were part of the terminal 

processor, even though they are not, meaning that effec¬ 

tively an idealized terminal processor is being 

emulated. 

The routine to print statements uses the data printing 

routine for literals, and a simple table look-up for 

special characters. It too is lacking any requirement 

for symbol table manipulation. 

TERMINAL PROCESSOR EMULATOR 

For purposes of development, testing, and compari¬ 

son, a collection of routines was developed to perform 

those functions which were supposed to be performed by the 

pre-processor. 

For input there is a single subroutine which provides 

one eight bit unit of information each time it is called 

in the same manner as the actual terminal processor. 

This routine differs functionally from the pre-processor 

in only two respects: 

(1) a complete number conversion to internal form 

(2) an abridged name table space (to conserve 

storage). 

For output there are seperate subroutines for each 
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token type, except that no distinction is made between 

operators and separators. For use with the actual pre¬ 

processor, each of these subroutines would be replaced 

with a subroutine that passed information to the terminal 

eight bits at a time. Special commands used for reset 

and name table transfer operations are also treated as 

seperate subroutines. 

The terminal processor emulator may be used directly 

with the CRT terminal with which the actual pre-processor 

is to be used, or it may be used in conjunction with a 

routine which simulates the characteristics of that ter¬ 

minal using an ordinary typewriter terminal. 

WORKSPACE MANAGEMENT COMMANDS 

To save an active workspace on a mass-storage device, 

the name table is transmitted in a block from the terminal 

and included with the workspace. When the workspace is 

reloaded, the terminal is reset and the entire name table 

transmitted to it. 

When a request is made to copy a variable from another 

workspace, the name table for the other workspace must be 

referenced in order to find the variable. If a group of 

variables or a function is copied, the names involved must 

be entered in the name table for the active workspace. 
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Corresponding integers will be assigned by the terminal 

processor. In the case of copying functions, the integers 

used within the function to refer to names will have to be 

changed to whatever value is assigned to the corresponding 

name. A scheme for reformatting a saved workspace was 

considered in which the name table would disappear and 

names would be recorded in-place in the functions. This 

was rejected as being equally complex and having the disad¬ 

vantage of introducing a new and unecessary data structure. 

Some of the requirements for manipulation of the 

name table by the workspace management routines would 

disappear if the workspace were saved on a storage unit 

at the terminal instead of at the CPU. In this way the 

power of the terminal could be used to resolve the 

problems, since the information accessed would pass 

through the terminal anyway. Other problems are likely 

to appear, however, such as that of sharing workspaces 

among different users. 

When a name is deleted from a workspace it is not 

dropped from the name table in the terminal. If the 

accumulation of garbage in the name table becomes too 

great, then the user can issue a special command which 

causes the CPU to force the reformatting of the name table 

by reading it, renumbering all the names in the workspace, 
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and transmitting the revised name table back to the 

terminal. 

Such extensive manipulation of the name table by the 

CPU is not desirable in this implementation, not because 

conventional implementations would not require it (any 

schema not having names imbedded in the code would require 

it), but because the inclusion of storage for names at 

the terminal was supposed to have reduced the storage 

and complexity required at the CPU by virtue of its not 

having to deal with these entities. 

One further point having to do with the name table 

and the workspace management commands is that in order 

for the interpreter to recognize key words these must be 

pre-loaded into the name table. 

SUMMARY 

This completes the description of a schema for 

implementing APL in a language pre-processing environment, 

but by no means are all the problems solved nor has any 

evaluation been made. The next section compares this 

with conventional implementations, to point out some 

relative merits and demerits, and to suggest some direc¬ 

tions which may prove fruitful to further investigation. 
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CHAPTER 4 

RESULTS 

CHARACTERISTICS OF THE INTERPRETER 

The implementation described in this thesis was 

programmed on a PDP-11 computer. Some restrictions 

were imposed, mostly with regard to the presence and 

generality of primitive functions, in order to complete 

the task within the storage and time available. The 

figures given in this section are based on either actual 

measurements of that program or on this author's intimate 

knowledge of the program. 

Table 4.1 gives the approximate number of eight bit 

bytes used by each major segment of the program. Upper 

and lower estimates are given for the space required by 

primitive functions and workspace management, based on 

the partial completion of these sections. The upper limit 

on workspace size is roughly that available with com¬ 

mercial systems, such as those developed by International 

Business Machines Corp. The name table space is approx¬ 

imately the amount which \\ras to be provided in the actual 

hardware implementation of the pre-processor. 

Not even counting the workspace storage, the savings 
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program section 
code 

bytes 
data 

terminal emulator 

number output conversion 

name table 

I/O interface 

control and execution 

general stack 

primitive functions 

workspace management 

workspace storage  

totals 

grand total (code+data) 

1250 

500 

1500 

4250 

7500-15000 

2500-5000 

17500-27500 

19750 

Table 4.1 PROGRAM STORAGE REQUIREMENTS 

2000 

250 

0-52000 

3250-54250 

61750 
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from using a terminal processor would at best be about 

fifteen per-cent (terminal emulator plus name table), and 

realistically this is probably less than five per-cent. 

Considering that the name table periodically has to be 

loaded into main storage by the workspace management 

routines, this becomes less than about two per-cent. 

Table 4.2 examines the approximate relative times, 

based on number of instructions executed, for the program 

to execute some simple command, such as the addition of 

two numbers. The savings realized by remotely implementing 

the terminal processor functions are certainly not 

negligible, but neither are they overpowering. For 

complex expressions involving exotic operations the 

savings will be even less than one or two per-cent. 

If number conversion for output were included in the 

terminal processor functions, the savings could rise 

as high as twenty five or thirty per-cent when printing 

arrays. 

If time sharing is contemplated, so that there will 

be one interpreter and many workspaces, the most impor¬ 

tant consideration becomes storage saved by the removal of 

the name table. This could amount to five or ten per¬ 

cent of the total storage involved. On the other hand, 

some storage pooling could possibly produce savings 
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per-cent 
min max 

terminal processor functions 10 20 
(if performed by CPU) 

I/O interface functions 15 30 
(incl. number conversion) 

interpreter overhead 30 60 

actual operation 5 15 

Table 4.2 TIME TO EXECUTE A SIMPLE COMMAND 
Cas per-cent of total command time) 
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more economically by taking advantage of partially full 

name tables. Another point worth noting is that when the 

terminal is not in use, its storage is not in use, whereas 

conventional systems could use the space to process other 

tasks. 

Thus far the comparative requirements for storage 

and time have been examined. Another area in which some 

gains were expected was in the utilization of communi¬ 

cation channels between the CPU and terminals. This has 

already been discussed briefly in the context of function 

editing. The area in which savings were expected was 

that of transmitting names, which under the new system 

would always require exactly two bytes: a token header 

and an integer. This is, of course, only significant 

if users consistently use very long names. In actual 

practice, it is likely that the pre-processor will make 

even heavier demands than before upon the channels. 

Operators and separators now require two bytes instead of 

one; numbers require five bytes even if they are only 

one or two digits long, and periodic transfers of name 

table information must now occur. One interesting point 

for further investigation might be to better utilize 

the token header to convey information in a slightly 

higher density by having special tokens for short items. 
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CAPABILITIES AND LIMITATIONS 

In general, all the capability expected of an APL 

system has been provided, but sometimes the provision of 

a capability has not been trivial. Most systems have some 

problem areas, and the following discussion bears upon 

those problems which must be met when attempting to imple¬ 

ment APL under the constraints imposed by having the name 

table and a few other functions removed from the CPU while 

other functions remain in the CPU. 

It has been indicated earlier that some additional 

savings at the CPU could be realized if complete number 

conversion facilities were available at the terminal. 

Providing these facilities was thought to require too 

much unnecessary duplication of the pox^rer of the central 

processor at too great a cost when the pre-processor in 

question was designed. An implementation centered around 

a microprocessor might solve that problem, but if the CPU 

loses control of the numeric output process a problem of 

formatting will arise. Arrays must be uniform for reada¬ 

bility; yet, simple numbers must be given simple repre- 

sentaions if one is going to adhere to the philosophy of 

APL. Futhermore, if the format function [6] is to be impie 

mented, some provision for CPU control over the conversion 
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still has to be provided, and will either result in 

increased channel traffic or duplication of capability 

between CPU and terminal. 

It is easily possible to do extensive syntax checking 

at the terminal, but an earlier chapter pointed out that 

for reasons of system integrity and because of the small 

added cost, the CPU must do its own error checking of all 

sorts. This does not necessarily mean that error checking 

should not be done at the terminal. If the user-computer 

error detection and correction dialogue can take place 

entirely without consulting the CPU, and if this dialogue 

can be shown to require a significant amount of resources, 

then it would definitely be worthwhile to include this 

function at the terminal. 

Recognition of keywords was to be provided by pre- 

loading these into the name table, which works fine as long 

as the number of such names remains small. Some schemes, 

however, such as the one proposed by Kelley [12] , would 

increase the number of keywords so as to make this 

approach entirely out of reason. 

The execute (or unquote) function is now considered 

by Iverson and others [6] to be essential. It certainly 

provides attractive power and control, especially with 

respect to parameter passing. The execute function 
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operates on a character string in a data array as if it 

were an APL expression, implying that the CPU has ready 

access to all aspects of scanning, number conversion, and 

name table manipulation. At the very least, this poten¬ 

tially requires frequent channel activity, such as would 

be involved in transmitting the data item to the terminal 

for scanning. 

No provision has been made in the present system 

for inputting literal data, such as is required by the 

quote-quad symbol. All character strings processed by the 

terminal must be enclosed in single quotes. Some may 

argue that this is only a minor inconvenience, while others 

contend that this is asthetically unappealing and the 

capability of directly reading literal data should be 

provided. 

The enormous complexity of merging parts of 

workspaces has already been discussed. Of course, any 

implementation in which the name tokens were not imbedded 

in-place in the functions would have this problem. The 

unfortunate aspect is that full-scale name table 

manipulations must be included in the CPU when it had 

been hoped that they would be avoided. The name erasing 

problem, which has also been discussed, is closely 

related and has much the same ill effect. A problem 
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more serious than any of.these would be created if 

implementation of shared variables as described by 

Lathwell [13] were attempted. They would not be more 

serious in concept, but in magnitude, since program loops 

which shared variables could cause unforgivable channel 

traffic or outright duplication of the name table, much 

in the same manner as the execute function. 

Essentially, it does not seem that an ideal dividing 

line between CPU and terminal functions has been chosen. 

The terminal must still present every trivial computation 

to the CPU, while having inappropriately witheld 

information which the CPU frequently needs for the 

proper execution of its task. 

Finally, the present terminal processor has 

no flexibility. The user is not only locked in to 

APL, but to a particular version of it. This is not 

intrinsically bad, since certainly one who buys a 

pocket calculator is similarly locked to the capabilities 

of the calculator, but what is bad is that the user 

has apparently lost capability while incurring additional 

expense. Presumably a programmable implementation would 

provide flexibility, but cost is not so easily justified. 

72 



CONCLUSIONS 

In the beginning it was speculated that by adding 

intelligence at some point other than the CPU there could 

be numerous possible advantages, two of which were cited 

as being in some sense basic: 

(1) offloading of the CPU 

(2) reduced line rental costs. 

It has been shown that the language pre-processing 

approach to APL implementation using the type of terminal 

processor described in the early part of this thesis gives 

rise to definite but unfortunately small gains in the 

first area, and little or no gains in the second area. 

The gains are order of one tenth reductions in the storage 

and CPU cycles required by the interpreter, and they are 

had at the price of a fairly complex piece of hardware 

and some limitations upon certain exotic but desireable 

features of the language. One of the more important 

aspects of this research then becomes the insight gained 

into the problem of dividing the task of implementing a 

language between the CPU and a remote terminal; that 

is, what other system configurations are likely to pro¬ 

duce good results. 

It has been shown that removing only the name table 
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from the CPU causes several problems. One must then either 

return the name table to the CPU and accept conventional 

systems, or proceed to remove other functions until a 

stable point is reached. It seems safe to say that any 

system which always submits something, but not everything, 

to the CPU for judgement, is going to have a problem 

somewhere with incomplete information. One can attempt 

to minimize the problem either by submitting as much as 

possible or as little as possible to the CPU, the latter 

of which is of interest here. 

It has been suggested several times in this work 

that a programmable terminal would alleviate several 

problems. Of course, once the terminal becomes program¬ 

mable it is mostly a matter of storage in adding additional 

capability. Some precedent in this respect has been set by 

the introduction for commercial use of a complete APL 

processor for thirty-five hundred dollars [2]. Such a 

device would dramatically reduce the load on the CPU 

since the CPU would not be used at all. Neither would a 

large number of users be inconvenienced by the failure 

of a single CPU. Another example of availability of 

processing power at a low price is a CRT terminal for 

less than a thousand dollars, and a computer with four 

thousand words of memory at the same price [4], But 
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while such capability approaches that used for this 

project, there will be many applications which will require 

the resources of a much more powerful system, an 

attempt should be made to devise a system for occasionally 

invoking the power of a full scale computer while 

completely solving a large number of problems independently. 

Such an approach will not be without difficulties similar 

to those described here, but if a sufficient threshold 

of capability can be reached at the terminal so that 

the CPU no longer must be called upon for each trivial 

evaluation, then significant gains could result. 

Thus far there has been an arbitrary restriction 

to the consideration of adding processing power to a 

terminal, but long term storage, such as cassettes or 

floppy-disks, may also prove useful in off-loading the 

CPU. But not only would the requirement for high per¬ 

formance storage at the CPU be alleviated; also there 

would be some easing of the requirement that the name table 

be transmitted to the CPU for workspace manipulation and 

storage. 

SUMMARY 

The principal contribution of this work has been to 

show that: 
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Cl) APL can be successfully implemented in a 

language pre-processing environment, although 

several problems reduce the expected level 

of performance 

(2) some as yet unknown threshold of capability 

must be reached before the addition of 

intelligence at a terminal can be made to 

significantly reduce the CPU load. 

Further work could include application of language 

pre-processing to other languages, which might not have 

the problems caused by some of APL's more exotic 

capabilities, and the definition of some protocol for 

using a large processor to support the work of a smaller 

but functionally complete APL terminal. 
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