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Abstract 

Incorporating Annotation Data in Quantitative 
Trait Loci Mapping with mRNA Transcripts 

by 

James Blair Christian 

Microarrays allow measurements of the quantity of every mRNA transcript in a 

subject and of the particular versions of their genes. Understanding the relationship 

between a particular genetic location and its expression is fundamental to elucidating 

the relationships among genes, other genes' transcripts, and proteins translated from 

those transcripts. Currently, few statistical labs have developed models that use all 

available biological information. This research helps develop the knowledge base used 

by the 21st century's pioneering researchers in oncology, metabolic engineering and 

pharmacogenetics. 

To strengthen the available models, I introduced a biological distance based co-

variance matrix. Using simulated data, I examined the incorporation of biological 

distance in statistical genetics, specifically into expression quantitative trait loci map

ping. I used receiver operator characteristic curves to compare these approaches, and 

generated recommendations for when it is advantageous to include annotation infor

mation into gene mapping. The greatest benefit arises in pleiotropic relationships 

where each transcript has low heritability, although using excessively noisy annota

tions is disadvantageous. These tools fill a small part of the gap in our understanding 

of the complex dynamical system that is molecular or systems biology. 
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Chapter 1 

Introduction 

The 'holy grail' of computational biology is the elucidation of the interactions among 

genes, RNA and proteins. The growth of the variety and quantity of biological data 

has outpaced the development of statistical methodology to achieve this goal. Never 

before has there been such a massive amount of highly related data changing at 

such a fast pace. The goal of this thesis is to make one small step towards the 

'holy grail' of elucidating the inner workings of cells. Specifically, the small niche 

targeted in this work is the improvement of the statistical methodology for estimating 

interactions between genes. More generally, the term "interaction" refers to any type 

of relationship between at least one form of one gene, its genotype, RNA or protein, 

to that of another gene. In the context of this work, an interaction is when the 

expression level of one gene varies based on genetic variations in that gene or in one 

or more other genes. This is also known as expression quantitative trait loci mapping 

(eQTL), and the unique contribution of this work is to increase the estimates of these 

links by incorporating biological annotation data. Generally, the goal of eQTL is to 

estimate how versions of genes affect themselves and others. Instead of treating genes 

as mathematically independent units, I incorporate known and inferred biological 

relationships between genes and their products into the modeling process, bringing 

together a potpourri of statistical tools and biological data. The biological context of 

1 
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this work includes RNA measurements (gene expressions), SNP genotypes (versions 

of a gene), gene ontology (GO) information, and the annotation mappings of genes 

to the ontology. 

Historically, countless tedious experiments have been performed to understand 

the relationships between genes, RNA and protein. This has yielded a very small 

amount of very high quality estimates of interactions between one gene's genotype 

and another gene's expression. The fruit of this labor is seen in graphs such as the 

protein to protein interactions in the KEGG database. While the KEGG database 

is not explicitly showing relationships between genotypes and gene expressions, there 

are implicit relationships, and the display of the interactions between the proteins For 

example, KEGG pathway 4110 which shows the signaling pathway for the cell cycle 

and shown in figure 1.1, which shows the estimated pathways involved with signaling 

pathways in the cell cycle (mitosis). Note that this is prior information about possible 

relationships between genes and gene transcripts in the cell cycle. Note genes p53 

and Cdc25A, as their variants could affect multiple gene expressions, an instance 

of pleiotropy. Furthermore, the new technologies have changed the paradigm from 

encouraging high quality estimates about a few components to one of lower quality 

estimates about very many components. In statistical language, one approach used 

to estimate very many relationships at once falls into the dimension reduction class 

of methodology for high dimensional problems with sparse data, and a theme of this 

thesis is dimension reduction. One such contribution integrates biological annotation 

information to reduce the number of phenotypes tested, reducing it from the number 

of gene expressions to the number of multivariate gene expression phenotypes. 

The statistical genetics origin of this methodology is known as quantitative trait 

loci (QTL) mapping with gene expression transcripts, which is explained in chapter 

2. The statistical genetics methodology deals primarily with two questions, (1) Is 

there a genetic component to a phenotype? and (2) If so, what amount of the pheno-

typic variance can be explained by the genetic component? This thesis extends this 
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methodology by using the primaxy products of genes- their expression as RNA- as 

the phenotype. Further, another primary goal is to understand the basic properties 

incorporating annotation information into the eQTL context. The applications of this 

methodology for incorporating biological annotation information into QTL mapping 

are varied and powerful. It is useful in fields as diverse as cancer genetics and ge

nomics, metabolic engineering and pharmacogenetics, among others. (Chesler et al. 

2005, Zhu et al. 2007) 

From a philosophical perspective this thesis represents a paradigm shift from an

alyzing genes and their products independently to analyzing them in biological units 

of one or more parts when appropriate, such as analyzing the two proteins in a dimer 

together, or analyzing a signaling pathway as a unit. With this change in mind, we 

heed the advice of the late, great John Tukey: 

Far better an approximate answer to the right question, which is often 

vague, than an exact answer to the wrong question, which can always be 

made precise. (Tukey 1962) 

Cells are complex dynamical systems with high levels of correlation in certain 

units; for example, there are groups of genes whose proteins are primarily involved in 

immune response signaling, cellular division or cellular repair. Thus, there is both a 

biological motivation to make inference on "biological units", in addition to the statis

tical motivation of dimension reduction to make inference when the data are sparse. 

Previous methods treated the smallest units and generally ignored the correlation 

between them. Statistical genetics has a stronger legacy of using correlation between 

genetic locations, however, neither bioinformaticians nor statistical geneticists have 

fully joined the data linking their respective fields. 
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1.1 Data 

The types of data used in this thesis are constantly changing in quantity, quality and 

type. Further, these different types of data are all related by referring to common 

genomes, or to common homologies. The primary data used here consists of four 

types: (1) RNA (gene expressions) observations on each subject; (2) SNP genotype 

(gene version) observations on each subject; (3) a gene ontology, which is a structured 

description of various biological contexts; and (4) the annotations of genes and their 

products to the ontology. For this work, all four of these depend directly on the current 

estimated version of the genome. Without loss of generality, I have chosen to use the 

human genome, which is updated quarterly. The relationships within and between 

some common data is described as follows. Specifically, there are many dependencies 

in the biological data. The lowest level data is that of the human genome. The Human 

Genome Project (HGP, (Lander et al. 2001)) created and maintains draft copies of 

the currently known human genome, and is "akin to primary literatiure" according to 

the description at NCBI. It is stored and accessed via the publicly available GenBank. 

GenBank describes itself in the following quote: 

NCBFs GenBank database is a collection of publicly available annotated 

nucleotide sequences, including mRNA sequences with coding regions, seg

ments of genomic DNA with a single gene or multiple genes, and ribosomal 

RNA gene clusters. 
GenBank is specifically intended to be an archive of primary sequence 
data. Thus, to be included, the sequencing must have been conducted by 
the submitter. NCBI does some quality control checks and will notify a 
submitter if something appears amiss, but it does not curate the data; 
the author has the final say on the sequence and annotation placed in 
the GenBank record. Authors are encouraged to update their records 
with new sequence or annotation data, but in practice records are seldom 
updated. 

http://www.ncbi.nlm.nili.gov/books/bv.fcgi7rid~haiidbook.section.GenBaiik.ASM 

This human genome is essentially a list of all sequenced parts of the 24 distinct 

human chromosomes (chromosomes 1-22, and the X and Y sex chromosomes) in 

http://www.ncbi.nlm.nili.gov/books/bv.fcgi7rid~haiidbook.section.GenBaiik.ASM
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basepair order. As a product, it has no information about the actual locations of 

genes or variation in the genome in a strict sense. 

Once this standard human genome was established, it was possible to begin the 

arduous task of defining and identifying genes in the human genome, including in

formation about the variation, such as SNPs, repeats and gene splice variants. The 

information about genes is located in the Entrez Gene database. (Maglott et al. 2005) 

Entrez Gene depends on GenBank, and other data sources depend on Entrez Gene, 

such as protein databases, and protein function databases. Data that depends on 

other data is known as metadata. In this thesis, all of the data is dependent on a 

genome version. Note that all of the data changes every quarter as the human genome 

changes. However, for data collected based on previous versions of the genome- such 

as gene expression or genotype data- issues arise because genes which existed in at 

the time of collection may no longer exist in the current version in the worst case, 

and in many cases information about the gene and its metadata have changed. This 

has led to observations such as the following: 

The meta data used to prepare this report will likely be out of date in less 

than one year. (Gentleman 2006) 

This thesis uses data which was tied to a particular version of the human genome 

and includes microarray RNA, rnicroarray SNP and literature curated annotation 

data. Ideally protein concentrations would be measured, but in general this measure

ment is time consuming and expensive. Thus the precursor to protein, RNA data, 

is measured and treated partly as a proxy for protein measurements and partly for 

its own interest. Unfortunately, the mRNA-protein correlation is far from perfect. 

There are many situations where the reported transcript levels for a gene are not 

correlated with the amount of protein translated. Due to the noisy nature of RNA 

transcript measurements, RNA data can be very poor. This is due to a myriad of 

technical and biological issues such as non-specific hybridization, spatial artifacts due 

to printing bias not corrected in normalization, micro-RNA interference, alternative 
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splicing, and the fact that RNA is only a crude proxy for the measurement of interest, 

protein. The ability to use external information to improve the quality of an analysis 

including RNA is thus a high priority. This thesis focusses on finding associations 

between SNP genotypes that are associated with gene expressions. The idea is that 

by incorporating gene annotation information we are able to improve the quality of 

our estimates of these SNP-RNA associations. 

1.2 Models 

Currently, the relative paucity of subjects with comprehensive data limits the scope of 

analyses that can be performed. Due to the small number of noisy covariates in high 

dimensional spaces, basic approaches ignore the multivariate nature of the data and 

proceed to analyze it as if it were a large number of independent covariates. There 

is not enough data to fit the desired complicated models, so the current pragmatic 

approaches have centered around performing a large number of univariate analyses. 

There have been more complicated models introduced recently for eQTL mapping. 

This work inherits the basic eQTL mapping problem from the statistical genetics 

community and the use of annotation information in inference in the bioinformatics 

community, and fuses them together. 

1.3 Overview of Thesis Contribution 

The unique contribution of this thesis is the addition of external metadata about 

the biological context of the gene expressions to better estimate associations with 

SNP genotypes. There are two parts to the incorporation of metadata. First a 

covariance matrix is constructed using functional biological distances. The biological 

foundation of this thesis depends on the dynamical systems basis (Kacser and Burns 

1973) which results in genes with similar function having similar expressions. This 
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creates the scenario where one gene may affect more than one other gene expression, 

or pleiotropy. Thus, this thesis rests on a "pleiotropy hypothesis," which posits that 

there is enough quality annotation and meta data available that it is possible to group 

these affected genes into their biologically meaningful units which are then analyzed 

as a multivariate phenotype. 

Thus, changing biological perspective to groups of related transcripts, the mul

tivariate phenotypes, instead of treating them as if they were independent leads to 

a change in statistical perspective. This grouping of transcripts or genes motivates 

the shift from univariate to multivariate analyses, creating new issues. For example, 

the number of statistical tests changes. This thesis evaluates whether the ability to 

identify accurately the correct multivariate phenotypes is sufficient to allow the the

oretical benefits of multivariate approaches to be realized. While there may not be 

enough high quality annotation meta data available today, there will be soon- it is 

not a question of if but when these methods will have the high quality annotation 

they need to achieve the theoretical improvements. In the past, incorporating ex

ternal data correctly has improved inference, as seen in the work of Huang and Pan 

(2006), Huang et al. (2006). Incorporating incorrect external data and incorporating 

external data incorrectly can damage the quality of the inference. 

This thesis begins by explaining the background in more detail in chapter 2. The 

two main contributions of this thesis, generating biological distance annotations to 

create a biological covariance matrix as well as its use in a non-parametric eQTL 

method are presented in chapters 3 and 4. In chapter 5, the non-parametric model is 

analyzed in a series of examples of increasing complexity. A discussion of the results, 

possible problems, and potential extensions closes this thesis. 



Chapter 2 

Background 

This thesis incorporates annotation information into the eQTL mapping context. 

Thus, in addition to the usual SNP and RN A data from the fields of statistical genetics 

and bioinformatics respectively, this thesis presents a methodology for incorporating 

annotation information. Annotation data is comprised of both (1) an ontology and (2) 

annotations of genes to the ontology (a one gene to many annotation mapping). The 

goal is to use annotation data to improve the inference in mapping SNP to transcript 

associations by incorporating external biological information. This chapter describes 

both (1) the data used in my annotation based eQTL mapping method and (2) 

current approaches to the eQTL mapping problem. The data used in eQTL mapping 

is a collection of genotype and transcript data, and this thesis extends the modeling 

framework to incorporate annotation data, which are described in section 2.1. The 

QTL mapping problem is introduced in section 2.2, and the current approach to the 

eQTL mapping problem, a basic one-way ANOVA. is described in section 2.3. The 

new contribution can extend this model directly. An empirical Bayesian approach 

also exists, but the discussion of incorporating external biological information into 

that approach is beyond the scope of this work. In chapter 5 the results of the new 

hybrid algorithm and a basic ANOVA are presented on simulated datasets. 

9 
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2.1 Data Context 

The data used in eQTL mapping for this thesis is comprised of three types- genotypic 

markers, mRNA transcripts and annotation- and can come from any organism, with 

common experimental organisms including mouse (Mus musculus), fly (Drosophila 

melanogaster) or yeast (Saccharomyces cerevisiae). A comparison of eQTL mapping 

in "maize, mouse and man" can be found in Schadt et al. (2003). A discussion of the 

genetic data is found in section 2.1.1, while the mRNA transcript data is discussed in 

2.1.2. Finally, in section 2.1.3 the annotation data is presented from both the biologi

cal perspective with respect to ontologies, and then from a mathematical perspective 

with respect to graph theory. Specifically, the data begins with a population of naub 

subjects. From these subjects a particular tissue is sampled for genotypes and gene 

expression (transcript) levels. The annotation information comes from databases built 

by the research community (Ashburner et al. 2000, Kanehisa and Goto 2000, Mewes 

et al. 2004) and is dependent on the lower level genome information. It is the goal of 

this thesis to improve the mapping of associations between the genotypic markers and 

the mRNA transcripts by incorporating annotation information to improve inference. 

2.1.1 SNP/Marker Data 

Markers are the locations in the genome where there is variation in the population 

above some minimum threshold. Markers are also known to as loci. Marker measure

ments are the independent variables in eQTL mapping; the goal of eQTL mapping is 

to find the genetic markers that are associated with gene expressions. Only biallelic 

SNPs are used in the genotype data in this thesis. It is possible to extend the models 

to multi-allelic markers, but that is outside the scope of this work. The marker data 

is obtained by sequencing a set of markers throughout the genome, in as dense a 

mapping as possible, as in a typical association study. 

For each subject, genotypes at each marker are estimated. Error in this process 
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is ignored here. Further, the markers are (1) measured for correlation with adjacent 

markers in the form of linkage disequilibrium (LD), (2) they are examined to see if 

they are in Hardy-Weinberg equilibrium (HWE), and (3) the minor allele (MAF) is 

estimated. The informative markers have at least 2 observed genotypes and satisfy 

screens for having LD below a threshold, being in HWE and having a MAF above a 

certain threshold. These markers are analyzed, while the other markers are excluded 

or analyzed separately. We have meta data for each marker, which includes the 

location of this marker for a particular build of the genome, which gives the estimated 

physical location (chromosome, strand, base pair) of the marker for the genome build. 

Frequently markers have a unique identifier such as a SNPdb or Entrez gene (formerly 

Locus Link) number allowing access to much meta data including, but not limited to: 

the gene where the marker is located, if applicable; the protein coded by that gene; 

and the particular amino acid in the protein possibly affected by the biallelic SNP. 

The other primary source of information used is transcript data. Note that a gene 

typically yields one set of RNA transcript splicing variants but has many markers 

where there is variation in the population. 

2.1.2 RNA/Transcript Data 

The measured transcripts are the dependent quantitative variables in eQTL mapping. 

They are also referred to as mRNA, mRNA transcripts, gene transcripts or gene 

expressions. Any measure of mRNA levels may be used, with popular choices tied 

to current technologies, including measures based on Affymetrix products, Illumina 

products or two color arrays. These measures include positional dependent nearest 

neighbor (PDNN) of Zhang et al. (2003), robust multichip average (RMA) of Irizarry 

et al. (2003), dChip of Li and Wong (2001), Affymetrix's default output from the 

microarray analysis suite (MAS) v4 and v5, log ratios (log(Cyb/Cy3)), and others. 

The transcripts measure the amount of currently transcribed mRNA. Sometimes the 

mRNA itself is of interest, but other times it is used as proxy, albeit a poor one, for 
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the amount of protein being translated. The transcripts measured come from across 

the genome, but not necessarily at the same scale or locations as the SNPs. As is 

the case with the marker data, the transcripts are reported with a unique identifier 

such as a probe ID, probeset ID or a unigene number yielding access to meta data 

including, but not limited to, the physical location of the gene (including promoter 

region, introns, exons, 5' UTR and 3' UTR), the protein which is coded by that 

gene, and more. In the future, the availability of improved transcript measurements 

and protein measurements will eventually supplement or replace these crude mRNA 

measurements. This thesis uses the annotations for each gene's trascribed RNA 

transcript to improve performance of eQTL mapping. 

2.1.3 Annotation Data 

Annotation data is information about a gene derived from a particular context. To 

avoid further confusion, "annotation data", is a general term and in this thesis refers 

to a pair of data: (1) a graph or ontolgy and (2) a set of mappings from another 

dataset to this graph. In this thesis, I use the gene ontology biological process graph or 

ontology and annotations to it for each transcript. Each transcript can be annotated 

to zero or more nodes of the graph. Independent of the marker and transcript data at 

hand, there are relationships inside the cell that are being described. One formal way 

of describing this relationship is through the use of an ontology, which is a taxonomy 

for describing relationships in a structured way. This is presented using the language 

of graph theory in section 2.1.3.1, and then presented from a biological perspective 

in section 2.1.3.2. 

Before explaining the annotation data in great detail, I will use terminology from 

graph theory (Diestel 2005). Graphs are fundamental to this thesis because they are 

the mathematical representation of the relationships between biological concepts in 

different domains. One domain is the cellular component or components where a 

particular protein is found. In this case, places where a protein can be found in a cell 
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are the nodes in the graph, such as "cytoplasm", "cell membrane" or "golgi body". 

What makes this an ontology is the way in which these nodes are connected. An edge 

is a connection between two nodes. In an ontology, the edges have a direction, which 

is used to create the structure between nodes. The standard used in this thesis is 

that edges join two nodes that are involved in hierarchical relationship. For example, 

given two nodes, "cell" and "nucleus", the ontology has an edge connecting them, 

"cell" «— "nucleus", which can be read as a cell has a nucleus. Further, we can add 

an edge for "chromosome" to indicate that a nucleus has a chromosome, and so we 

denote this "cell" <— "nucleus" <— "chromosome". 

Annotation data are any data about the biological context of the marker or gene. 

Current databases of annotation information include: the gene ontology (GO), which 

annotates genes on: the cellular components (CC) where the protein is expressed; the 

biological processes (BP) the expressed protein is involved in; and the molecular func

tions (MF) of the expressed protein (Ashburner et al. 2000); the Kyoto Encyclopedia 

of Genes and Genomes (KEGG) providing information about "Wiring diagrams of 

molecular interactions, reactions, and relations" (Kanehisa and Goto 2000, Kanehisa 

et al. 2006); and Munich Information Center for Protein Sequences (MIPS) which 

provides "analysis and annotation of proteins from whole genomes" (Mewes et al. 

2004). 

There are different types of biological ontologies, corresponding to different bio

logical domains. As mentioned above, the three main biological domains described by 

the gene ontology consortium are: cellular component/location, molecular function 

and biological process. These three domains are known collectively and individually 

as the ontology portion of the annotation data. The other portion of the annotation 

data is the collection of the gene's annotations. For a given ontology, each gene may 

or may not have available information for mapping it to nodes on the GO graph. If 

information is available, a gene will map to one or more nodes in the GO graph. An 

example is seen in figure 2.1, which begins with the terminal node GO:0019475 (top), 
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Figure 2.1: This is the graph induced by the single node GO:0019475, "L-lysine 
catabolism to acetate" (top) from the GO BP graph. The 3 parents of this node 
are: (1) GO:0019665, anaerobic amino acid catabolism (2) GO:0019477, L-lysine 
catabolism and (3) GO:0006083, acetate metabolism. It was built using Rgraphviz 
(Gentry 2007). Note that this is a subgraph of Figure 2.3. 
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whose definition is "L-lysine catabolism to acetate". If a transcript were annotated 

to this node, it would also be biologically related to the ancestor nodes shown in the 

ontology, referred to as the ontological subgraph induced by node GO:0019475. This 

terminology is further explained in the following section. 

Without loss of generality, we use an ontology graph from the GO consortium 

in this thesis. The GO data is described by a directed acyclic graph made of three 

components: CC, BP and MF. The nodes may have more than one parent edge per 

node, and the descending edges indicate either "is a", "part of a" or "has a" relation

ships. For example L-lysine catabolism to acetate "is a" type of anaerobic amino acid 

catabolism (GO:0019665), "is a" type of L-lysine catabolism (GO:0019477) and "is 

a" type of acetate metabolism (GO:0006083). Note that this graph is independent of 

a particular organism; the ontology graph describes the relationships for the relevant 

category for all organisms. Thus, to get the GO data for a subject organism, one 

refers to its annotations, the mapping of the particular meta data for a gene ID onto 

the GO graph. Typically there will be many nodes on the GO graph to which no 

gene is annotated- for example photosynthesis nodes on the GO graph when annotat

ing mammilian cells. These are GO nodes are ignored, as well as some genes whose 

annotations are not known. 

2.1.3.1 Mathematical Description of Annotation Data 

To represent the biological relationship mathematically, we use the language of graph 

theory. Specifically, we have a graph G, which is represented as a set or collection 

of nodes and edges, denoted G = {N,E}. The relationships described above have 

further notation. The node at the head of the arrow is called a parent of the node 

at the base of the arrow. Similarly, the node at the base of the arrow is referred 

to as the child of the node at the head of the arrow. A node may have more than 

one parent or child. Other commonly used terms include the ancestors of a node, 

indicating the recursive collection of parents of the node. Similarly the offspring 
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Figure 2.2: An example of an induced graph generated from 20 BP nodes at random, 
built using Rgraphviz (Gentry 2007). This graph is used to simulate data in chapter 
5. Note that this is a subgraph of Figure 2.3. 
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of a node indicate the recursive collection of the "children" of the node's children. 

There is exactly one node in an ontology that has no parent, the root node. Nodes 

with no children are referred to as either terminal nodes or leaves. Further, given 

two graphs, we can perform set operations, such as the union or intersection of two 

graphs. See Gentleman (2004) for more information. Now, we explain the biological 

representation of the nodes and edges. 

In the GO domain, the nodes are given unique identifiers. An example is seen 

in figure 2.1 where we see the unique identifiers consist of "GO:" followed by a 7 

digit number. This unique identifier can then be referenced in the GO database to 

find the biological meaning of the node. For the gene ontology, the nodes are the 

set N = {GO : 0000001, • • • , GO : 9999999}, however, the current set of nodes is a 

subset of this. 

As indicated before, the edges are directed, implying that direction is important 

in the edge and denoted by one headed arrows. The convention used here is that 

all edges point towards the parent. For example, the ith edge in the GO graph is 

c, = {GO : 0008150 <- GO : 0007582), indicating that node 8150 is a parent of node 

7582. Nodes may have multiple edges, and a property of the GO graph is that it is 

acyclic, meaning that the (directed) edges from children always terminate at the root, 

without repeating any edge more than once in a node's ancestors. These edges can 

be represented mathematically in a connectivity matrix, also known as an adjacency 

matrix. An adjacency matrix is a square graph of dimensions nnodes x nnodes. Entry 

[i,j] is either 0, indicating that node i is not a parent of node j , or 1, indicating that 

node i is a parent of node j . 

Finally, the last graph notation concept needed for this thesis is a subgraph induced 

by a set of nodes from a larger graph. In this thesis, it is only necessary to describe 

the special case of subgraphs induced by a set of nodes of a complete directed acyclic 

graph, G = {N, E}, where AT is a set of nodes and E is a set of edges between 

those nodes. The subgraph of G induced by a set of nodes Ns — {ni, • • • , nfc} is 
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constructed by collecting the union of all ancestors of each node in Ns. For a more 

thorough description of subgraphs and ontologies, see Gentleman (2004). 

2.1.3.2 Biological Description of Annotation Data 

Without loss of generality, I have chosen GO as the annotation ontology to use in 

this thesis. It is more universal and more complete than MIPS or KEGG which may 

be preferable to GO in some contexts. The gene ontologies consist of 3 ontologies: 

cellular component (CC), metabolic function (MF) and biological process (BP). For 

an introduction to working with GO data, Gentleman (2006) is a good place to start, 

as well as the Bioconductor annotation vignette: 

ht tp: / /bioconductor .org/packages/bioc/html/annotate .html 

The GO tree is updated monthly and archives are available at 

f tp: / / f tp .geneontology.org/pub/go/ontology-archive/ 

A node in a GO ontology has seven components that define the ontology graph. 

1. A unique identifier ("GO:" followed by a 7 digit number) 

2. A term describing the biological concept at this node 

3. A secondary biological concept at this node 

4. The definition of the GO term 

5. The ontology it is located in; one of {CC, BP, MF} 

6. A list of its children's GO identifiers 

7. A list of its parent's GO identifiers 

When a gene or gene product is labeled with a GO ID, the annotation of the gene 

or gene product to a given node is given an evidence code to denote the origin of the 

http://bioconductor.org/packages/bioc/html/annotate.html
ftp://ftp.geneontology.org/pub/go/ontology-archive/
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IC inferred by curator 

IDA 

IEA 

IEP 

IGI 

IMP 

IPI 

ISS 

NAS 

ND 

TAS 

inferred from direct assay 

inferred from electronic annotation 

inferred from expression pattern 

inferred from genetic interaction 

inferred from mutant phenotype 

inferred from physical interaction 

inferred from sequence similarity 

non-traceable author statement 

no biological data available 

traceable author statement 

Table 2.1: The GO evidence codes, adapted from Gentleman (2006). Evidence codes 
are separate from the GO DAG; they classify the quality of the GO ID annotation of 
a transcript. 
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annotation, an indication of its quality. The possible evidence codes to label proteins 

are presented in table 2.1. 

Finally, note than all edges indicate either "is a", "has a" or "part of a" rela

tionship relative to the parent and child of the edge. A query of the GO database 

revealed that as of April 9, 2007 at 6:00 Pacific time, there were 22945 terms, 96.5% 

with definitions, including 13446 biological process nodes, 1936 cellular component 

nodes, and 7563 molecular function nodes. 

2.2 Methodological Context 

Quantitative Trait Loci mapping, or QTL mapping, is a genetics technique used 

to estimate the genetic location(s) of the genetic component(s) of a quantitative 

trait (Klug and Cummings 1997). For example, one might have a one dimensional 

quantitative trait, such as the yield of corn in kilograms per plant. The genetic goal 

is to find the loci (the gene or genes in the genome) that are associated'with the trait. 

Note that there are both genetic and environmental components that may affect the 

trait, and the relative contribution of the genetic components is given by h2. (Klug 

and Cummings 1997) 

Statistically, the basic approach is to consider the phenotype as a quantitative 

response, and in single point mapping to ask if each genetic marker is associated 

with the trait. This approach begins with the collection of nsub subjects from the 

population of interest. For example, if there are TISNP independent markers in the 

genome measured for each subject, the statistical geneticist could begin by performing 

up to TISNP one-way ANOVAs, as seen in 2.3.1. Note that there are data quality checks 

for Hardy- Weinberg Equilibrium (HWE), minor allele frequency (MAF), missing 

data, and other factors. Typically, a data matrix of genotypes of size nsub x USNP 

is collected, as well as the set of quantitative traits on each subject, represented by 

a vector of length nsut,. It is possible to have a multivariate quantitative trait: for 
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Figure 2.3: The GO BP graph from the January 2007 build (11048 nodes, 18775 
edges). Its root node, GO:0008150, is in the bottom left.Note that figures 2.1 and 2.2 
are subgraphs of this graph induced by 1 and 20 nodes respectively. 
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example, in a cardiovascular study this could be [triglycerides, HDL cholesterol, LDL 

cholesterol]. In this example, the quantitative trait data are represented by a matrix of 

size nsub x 3. It has been shown that using correlated multivariate responses increases 

the statistical power of quantitative trait loci mapping in linkage studies (Evans 2002, 

Korol et al. 2001, Allison et al. 1998, Martin et al. 1997, Boomsma 1996). 

2.3 Expression Quantitative Trait Loci Mapping 

The defining feature of expression quantitative trait loci mapping (eQTL) is the use of 

mRNA transcripts or expressions as the multivariate trait. In most cases, this is a very 

high dimensional quantitative trait, which creates both computational and statistical 

issues that are the focus of this thesis. Note that the nomenclature of this problem is 

not static; eQTL is the moniker used by Kendziorski et al. (2006), while it has also 

been referred to as "ETL" (Kendziorski et al. 2004), "genetical genomics" or other 

less creative names such as "quantitative trait loci mapping using gene transcripts". 

Techniques for eQTL mapping are an active area of research and begin with the 

collection of both marker and transcript data on the same subjects. Thus the mea

sured data is typically represented as two matrices, URNA transcripts measured over 

each of nsub subjects, as well as TISNP biallelic SNPs measured over each of the same 

naui, subjects. Brem et al. (2002) published the first eQTL mapping paper in the 

bioinformatics literature, describing a collection of two channel RNA measurements 

and genotypes from a yeast study. Interest in this problem has been growing ever 

since (Cheung et al. 2003, Schadt et al. 2003, Broman 2005, Li and Burmeister 2005, 

Kendziorski et al. 2006; 2004), with no decline in sight. 

The data in eQTL mapping consists of the following. It begins with a population 

of nsub subjects. From each subject, we observe URNA transcripts and USNP pairs of 

biallelic SNP markers. Thus, our genotype matrix X is nsuf, x USNP and the transcript 

matrix Y is nsu;, x URMA- For the moment, I ignore all biological meta data related 



23 

to the markers and transcripts. 

In this thesis, eQTL methods are developed and applied to sets of simulated data. 

Note that these methods ignore all annotation information, and their extensions are 

the subject of this thesis. Currently the limitation to performing more complicated 

eQTL mapping techniques is the lack of data. These more complicated techniques 

include testing multiple SNPs or transcripts simultaneously, estimating covaxiances 

between transcripts, identifying epistatic interactions or other interactions. In all 

cases to date both naub <C TIRNA and nsub *C IT>SNP- More specifically, nsub is typically 

in the 100's, while URNA and USNP are in the 10,000's. This situation has led to the 

primary use of simple, basic models with fewer variables than those that would be 

used if nsuf, » TIRNA + KSNP- These models motivate the use of techniques such as 

dimension reduction and other methods for sparse data. 

2.3.1 ANOVA Approach 

Treating each marker and transcript independently leads to the most basic approach 

to eQTL mapping. This approach performs many one-way ANOVAs. Specifically, 

nsNP x URNA one-way ANOVAs are performed, and their results may or may not have 

been corrected for multiple testing, using techniques such as the false discovery rate 

(FDR) of Benjimini and Hochberg (1995). This approach is described in algorithm 

1. 

Algorithm 1 Obtaining the p-values from the ANOVA Model 
Begin with URNA, TISNP, snp.mat, exp.mat 

for i = 1 : URNA do 

for j = 1 : nSNP do 

aov.pval[i,j] — aov(exp.mat[,i] ~ snp.mat[, j]) 

end for 

end for 

Correct p-values for multiple testing using BH FDR at a = .05 
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2.3.2 Conclusion 

Thus, these three types of data, SNP, RNA and annotation, are all relevant, related, 

and are not currently combined in any model. The first task is to quantify "biological 

distance" from these annotations, seen in chapter 3, and then to use that distance to 

improve inference in chapter 4. 



Chapter 3 

Quantifying Annotat ion Based 

Biological Distance 

This chapter presents the first novel contribution of this thesis, the construction of a 

covariance matrix from distance between biological annotations. Chapter 4 presents 

the use of this covariance matrix in an extension of methods in section 2.3. The pur

pose of this chapter is to formally describe the creation of the covariance matrix from 

biological annotations. It also provides motivation for the novel method presented in 

chapter 4. 

3.1 Outline of New Contributions 

There are two main contributions in this thesis. The first is the construction of 

a biological distance based covariance matrix, which in described in section 3.2.1. 

The second is the incorporation of this biological distance into an eQTL mapping 

algorithm, described in chapter 4. The effect of using the annotation information 

correctly is an improvement in the receiver operator characeteritic curves. In the 

non-parametric implementation, the area under the curve statistic is increased first 

by clustering the transcripts in a biologically meaningful way and second by creating 
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a covariance matrix for clusters based on the biological distance between them. The 

result is a reduction in the number of tests, which are performed over biologically 

related groups of RNA transcripts- a multivariate phenotype- instead of over each 

RNA transcript. This begins with the creation of a biological distance metric over 

the subgraphs induced by the each gene's annotation. 

As mentioned previously, the nature of the statistical hypothesis must be discussed 

here. Currently, transcripts are being analyzed independently from one another. 

While this may be appropriate when the true correlation structure is unknown and 

there is insufficient data to estimate it, it does not reflect the underlying biological 

processes. 

3.1.1 Biological Motivation 

Consider a marker in the coding region of an active site of p53. The biological role 

of p53 is shown in the cell cycle regulation pathways seen in figure 1.1. The role of 

p53 is well established in oncogenesis- it even has at least one website devoted to it: 

h t t p : / / p 5 3 . f r e e . f r 

In this case there is a set of transcripts with common promoter motifs whose ex

pressions will be very correlated with the alleles of p53. Note that there are several 

mutations needed for oncogenesis, and that p53 is a key player in this complex pro

cess. Subjects with correctly functioning p53 will have have proper levels of Cipl, 

GADD45, 14-3-3-cr throughout the cell cycle. Their direct graphical children, cyclins, 

will all be affected by mutations in p53. The pathways shown in KEGG are incom

plete, but do provide a summary of known and inferred biological pathways. If we 

are able to identify the relevant biological units, the methods presented here can be 

part of a larger effort to elucidate the fine scale details of biological pathways. 

http://p53.free.fr
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3.2 First Contribution: From Annotation to Co-

variance matrix 

The primary contribution of this thesis is the construction of a covariance matrix 

derived from genes' annotations with respect to an ontology. This proceeds first 

by constructing a distance matrix between the subgraphs induced by each gene's 

annotations. The second part is to create a covariance matrix from the gene distance 

matrix. In the eQTL context, we consider only the biological distance between the 

transcripts, not the markers. It is much more complicated with the markers, as some 

are not located in genes, and there is a confounding with correlation due to linkage 

disequilibrium. 

3.2.1 Creating Distances Between Annotated Transcripts 

The first step in moving from biological annotations to a notion of biological distance 

is the formal creation of a distance metric between the subgraphs induced by the 

annotations of two transcripts. Figure 3.1 shows a simple example where each gene 

has exactly one annotation, each is a special case of a subgraph induced by one 

node. Two distance matrices are shown which were adapted from similarity scores 

of Gentleman (2004). Zhou et al. (2002) was the first to discuss the concept of a 

distance matrix in relation to transcript data, but it was in a different context and 

only implicit. Zhou et al. (2002) estimated the GO annotations for different organisms 

by using sequence homologies to annotated genes in other organisms. 

The distance between two subgraphs Gi = {Ni,Ei} and G2 = {N2,E2} of a 

graph G = {N,E} can be defined in many ways. The two metrics we consider 

here are motivated by their biological relevance (Gentleman 2004). The first metric 

used is based on the "union intersection" (UI) similarity metric. The UI distance is 
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Figure 3.1: This figure shows [a] an example graph, imagine one and only one gene 
is annotated to each node on the graph, [b] The biological distances between them 
using hierarchical clustering are shown using both the "longest path" graph distance 
metric as well as the "union intersection" graph distance metric. 
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constructed in the following way: 

n \r r\-^ ^ W W 
Dui{GuGi] = 1~oard(NlUNi) 

which creates a distance between zero and one. The second distance metric is easier 

to explain than to formalize. The "longest path" (LP) similarity between two directed 

acyclic graphs (DAGs), G\ and G2 is defined as the longest path shared by both of 

the graphs. The LP similarity between two graphs, LP (Gi, G2) is constructed in this 

way: 

Algorithm 2 Calculating Longest Paths Between Two Graphs 
Begin at the root node; set LP = 0 

for each of the root node's children n* G children (nroot) do 

set LPC = 0 , the number of edges both graphs share from the current node to 

the root node 

if both rii e Ni and rij e N2 then 

then LPC + +, repeat for rij € children (n^) 

if LPC > LP then 

LP = LPC 

end if 

end if 

end for 

Prom this LP similarity, we can create a distance metric in several ways. The 

most natural way to create a distance in [0,1] is: 

n l r r 1 _ -, LP(Gi,G2) DLP[G1,Gi] = l - Lp{GG) 

Note that both distances have an unnormalized version that is equivalent (just 

multiply by the denominator). In order to take into account other factors, it may be 

worth normalizing distances by either longest shortest path or other ways, normaliz-

ing by any of min {LP (G1; Gi) , LP (G2, G2)), max (LP (Gu Gx), LP (G2, G2)), 

mm (card (Ni), card (N2)), or max (card (Ni), card (N2)). Biologically, the UI dis-
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tance is intuitive for genes with many annotations, and thus very large induced sub

graphs. This gives a general idea of their similarities. The LP distance seems intuitive 

for comparing genes with singleton annotations, as it is directly proportional to the 

depth of the deepest shared node between two nodes. The deeper the shared nodes, 

the more specific the biological functional similarity. 

Formally, a distance metric must satisfy three properties. One, it is non-negative 

and d(x,y) = 0 iff x = y. Two, the metric is symmetric, d(x,y) = d(y,x). Three, it 

satisfies the triangle inequality, d(x, z) < d{x, y) + d(y, z). It is left to the reader to 

verify that these properties hold. 

3.2.2 From Distance to Covariance 

Fundamental to this work is the creation of a covariance matrix from annotation in

formation. This is still an open area of research, and here I present one approach. 

There are two types of annotation data that I consider here: First there is a directed 

acyclic graph (DAG) as seen in figures 2.1 and 2.3. This graph is a "universal" graph 

describing the biological relationships in cells using "is a" and "has a" relationships 

between parent and child nodes as described in section 2.1.3. In the previous sec

tion, two distance metrics were defined. Construction of a covariance matrix from a 

distance matrix is straightforward. However, it is important to examine the assump

tions of the creation of a covariance matrix. In particular, the main assumption is 

that there is a spatial process underlying the estimated covariance function. Since 

nothing has been published on the properties of biological distance, I begin by as

suming stationarity. See Schabenberger and Gotway (2005; chap. 4) for a lengthy 

description and explanation of necessary assumptions. 

To estimate the covariance function of a particular biological domain, one of many 

state spaces, I consider the Matern class of covariance functions as described in Sch

abenberger and Gotway (2005). Formally one can imagine the biological dynamical 

system in different domains, each with its own ontology and its own covariance func-



31 

tion. Now I describe the process for creating a co-variance function for one domain, 

the biological function domain. In particular, the co-variance of biological units lo

cated d units apart is denoted C(d). For a full description of co-variance functions, 

consult chapter 4 of Schabenberger and Gotway (2005). At the advice of Williams 

(2007), the family of co-variance functions used is limited to the Gaussian model, 

C{d) = a2exp {-6d2} 

and the Exponential model 

C(d)=a2exp{-6d}. 

The parameters can be estimated from true annotations. Note that 9 is related to 

the biological distance at which there is no longer covariance. 

3.3 Incorporating Annotation Data into eQTL Map

ping 

Here I begin with a statistical motivation for analyzing multivariate biological units, 

then proceed to describe both parametric and non-parametric ways in which annota

tion data can be incorporated into eQTL mapping. 

3.3.1 Theoretical Motivation 

The theoretical motivation is as follows. Suppose we have a bivariate variable (xi, x^) ~ 

MVN ((0,0)', I). If we analyze x\ and x% independently of each other and without 

correcting for multiple testing, we lose power. This loss is related several factors. 

This is shown in figure 3.2, where rejection regions at a type I error level are for 

points falling outside of the circle or square for a multivariate or two univariate tests, 

respectively. Of course this is only an example, and actual approaches from various 

multiple testing corrections, meta-analysis or other methods could be applied to the 
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univariate tests. In our context, the actual statistics we are comparing are the F-

statistic from univariate one-way ANOVAs and either the Pillai or Wilkes' A statistic 

from multivariate one-way MANOVAs. 

[right way to say this?] There are four panels in figure 3.2, all of which are borders 

for the previous example under different multiple testing scenarios. Panel one (upper 

left) is the scenario where there is no multiple testing correction leading to rejections 

of a null hypothesis that x\ or x^ are from iV(0,1) at a type I error level of a = .05 

when either \xi\ > 1.96, i = 1,2 for two univariate tests, or for the multivariate 

test when x'x > 5.99. In panel 2, the univariate bounds are corrected for multiple 

testing using the Bonferroni correction. Panel 3 shows how the rejection region change 

when there are 4 univariate or 2 multivariate tests, while panel 4 shows the change 

when there are 20 univariate or 10 multivariate tests. These plots were created using 

Xi ~ AT(0,1) to get the contour for a two sided test at a = .05 for the univariate 

contours. For the multivariate contours, the fact that x'x ~ xi (Mardia et al. 1979) 

was used to get a contour related to a one sided test test at a = .05. Note that this 

example could loosely be interpreted as considering clusters of size 2 being compared 

in either a univariate or multivariate fashion. 

3.3.2 What is a Biological Unit? 

There is frequent and ambiguous reference to "biological units" in this thesis. The 

basic explanation is that it is a collection of transcripts which form a multivariate 

phenotype. The most concrete example is figure 1.1. However, being a new area of 

study, I have an analogy. Just as supervised and unsupervised learning have assump

tions about prior knowledge, the description of "biological units" in this thesis is as 

follows. Given a "biological unit", I can find the distance between each component, 

and, based on that implicit set of distances, I can apply that standard to other units. 

However, it is an open question to find biological units in an unsupervised fashion. 
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Figure 3.2: The rejection regions for both univariate tests for x\ and x2 which 
generates a square rejection region; and a multivariate test for (£i,£2)' which gen
erates a circular rejection region. They are shown under 4 scenarios as described in 
section 3.3.1. Both rejection regions in each panel are at the a — .05 level. The de
tails are: [upper left] 1 multivariate test (no MTC) and 2 univariate tests (no MTC) 
[upper right] 1 multivariate test (no MTC) and 2 univariate tests (Bonferroni correc
tion) [lower left] 2 multivariate tests (Bonferroni correction) and 4 univariate tests 
(Bonferroni correction) [lower right] 10 multivariate tests (Bonferroni correction) and 
20 univariate tests (Bonferroni correction). As the number of tests increases, both 
rejection regions grow. 
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Dimension (p) 

2 

4 

5 

10 

25 

50 

f g (1 MV test) 
1.1 

1.4 

1.7 

6.0 

1250 

87825897 

V$%$ (100 MV tests) 

1.2 

2.5 

3.7 

48 

657688 

53139261926993 

Table 3.1: The ratio of rejection region volumes is shown over various dimensions 
between univariate and multivariate tests, as discussed in section 3.3.1. The second 
column shows the volume of the rejection region generated by univariate tests with a 
Bonferroni correction for p tests, compared to the rejection region for one multivariate 
test in p-dimensions. The third column shows the volume of the rejection region 
generated by univariate tests with a Bonferroni correction for lOOp tests, compared 
to the rejection region for 100 multivariate tests in p-dimensions. 

3.4 Conclusion 

This chapter has laid a framework for the two novel contributions of this thesis, (1) 

the construction of a covariance matrix from distance between biological annotations 

and (2) the use of this in the extension of methods in section 2.3. It detailed the 

construction from annotation to biological distance to covariance matrix. With this 

information, we can now apply our new method in the following chapter. 



Chapter 4 

Biological Annotat ion Based eQTL 

Mapping 

This chapter incorporates biological annotation data into the hybrid ANOVA-MANOVA 

method for eQTL mapping based on biological distance. The purpose of this method 

is to provide the next logical step in eQTL mapping- to address the statistical motiva

tion of dimension reduction and to address the biological motivation of pleiotropy in 

eQTL mapping. If, instead of performing nexp x nsnp ANOVAs, we reduce the dimen

sion of the number of expressions by clustering the transcripts into cohesive biological 

units, the multivariate phenotypes, affected by a common SNP, then we perform only 

f^unit x nsnp tests, where a test is a MANOVA if the biological unit has more than one 

transcript, and is an ANOVA if the biological unit has exactly one transcript. This 

approach creates several inconveniences, such as that different estimation methods 

may find different numbers of biological units, meaning the number of tests differs for 

each estimate of biological units. This is dealt with using the AUC statistic. Previ

ously, in chapter 3, a covariance matrix was constructed from biological annotations. 

While the non-parametric method presented in this chapter does not explicitly use 

the covariance matrix- it uses the distance matrix only- the covariance matrix is used 

to simulate the data used in the examples in Chapter 5. I now proceed with several 
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related methods to take annotation information into account when mapping eQTL. I 

begin by clustering RNA transcripts over biological distance alone, followed by clus

tering over RNA transcripts alone and conclude by clustering over both transcripts 

and their biological distances. These clusters, the multivariate phenotypes, are then 

tested for eQTL, yielding a novel class of eQTL mapping methods. 

4.1 Estimating Biological Units 

This thesis addresses the biological "pleiotropy hypothesis", where one gene, via its 

SNP, can affect more than one other gene's expression. Given that the pleiotropy 

is unknown, and are combinatorially large in number, this indicates that biological 

units making up candidate pleiotripic transcript groups, or biological units, must 

be estimated. Very little is known about these pleiotropies in the eQTL mapping 

context, however the work of Kendziorski, Morley and Schadt resulted in a small 

amount of data. In the related field of bioinformatics, it has been shown (Pan 2006) 

that the incorporation of annotation data can improve the biological quality of the 

results. Further, Pan (2006) used model based clustering on microarray data, yielding 

best results when combining annotation information with the transcript data. Thus, 

if the biologically meaningful clusters are estimated accurately and they are indeed 

part of a pleiotropy, then inference is improved and the AUC increases, as seen in the 

motivation in section 3.3. 

4.1.1 Clustering Over Expression 

The first set of approaches are clustering the transcripts by themselves. Clustering 

can be done either parametrically or non-parametrically, and there are at least two 

distances which are natural to use when clustering, one set based on Lp distances, and 

another based on correlations. These approaches ignore all annotation information. 

In chapter 5, one parametric and one non-parametric method are used to cluster 
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transcripts into candidate multivariate phenotypes. The model based approach used 

here is presented in section 4.2.1, and later expanded to incorporate annotation data. 

4.1.2 Clustering Over Annotation 

Another approach to estimating biologically meaningful clusters is to cluster over the 

annotation distance alone. Note that there has not been an adequate parametric 

model derived to cluster over annotations to an ontology, so the clustering methods 

presented here are non-parametric. The most basic non-parametric approaches to 

clustering involve using distance based algorithms, such as hierarchical clustering 

or partitioning around medoids (PAM). In this case, it is straightforward to cluster. 

However, an issue at hand is that of practical cluster sizes. In an ideal biological world 

with perfect knowledge, a great number of small, meaningful clusters would result. In 

the real world, this is not the case. The small number of observations constrains the 

number of transcripts which can be analyzed at once. Thus, in practice the decision 

of how many clusters to include is limited by the number of observations and not by 

the annotation data. 

4.1.3 Clustering Over Both Annotation and Expression 

Finally, I estimate biological units by combining both annotation and expression data. 

(Pan 2006) There are both parametric and non-parametric approaches to achieve this. 

However, this thesis uses the results of Pan (2006), specifically his two stage method. 

First it is non-parametric clustering step, then parametric model based clustering 

step, which is shown superior to known non-parametric methods for co-clustering in 

the literature. First, the annotation is clustered in a non-parametric fashion, creating 

prior information for the stratified EM algorithm which fits a stratified mixture of 

normals, a common assumption in the literature (Kendziorski et al. 2003; 2006). Pan 

(2006) first stratifies the transcripts by assigning them to biologically meaningful 

clusters. In the following section, the EM algorithm used to estimate parameteres 
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in the mixture models is introduced, and then the stratified EM algorithm (SEM) is 

introduced. 

4.2 Model Based Clustering 

Clustering is the cornerstone of the hybrid method, and model based clustering has 

performed well in similar applications. This section is devoted to two mixture mod

els. One is a plain vanilla multivariate normal mixture model for clustering over 

transcripts. The other is the variation of Pan to the multivariate normal mixture 

model which uses annotation based clusters as the priors, resulting in a powerful 

clustering algorithm. 

4.2.1 Estimating a Mixture Model 

This model based clustering algorithm is presented for two reasons. First, it is a 

detailed description of the use of the EM algorithm to estimate parameters in a 

multivariate mixture model, and second because it is the basis of the extension in the 

following section. This description standardizes the notation used in the following 

section to make it easier to follow. 

This section describes the implementation of the EM algorithm, and uses the 

following naming conventions. The data to cluster, X is n x q. There are G mixture 

components in the model. Thus, this implies /} is G x q , a2 is q x 1, r is G x n, n is 

G x l . 

In the mixture model framework, the mixture distribution which I am trying to 

estimate is 
G 

f (x; 0 ) = ^2 71-;/* (x; 6i), 
i= i 

where 0 = {(#;, 7Tj) : i = 1, • • • , G} and 0 < 7T; < 1 and Ylf=i ^ = 1- Each of the 
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multivariate normal distributions is parameterized as follows 

fi {x; 6i)=(2^Vi^exp H{x ~ ̂  v~l {x • ^ ) 
where V = diag (a2,a2, • • • ,cr2) and |V| = ITJ=i °f • Thus, we have laid the frame

work to describe the maximization and expectation steps, and the EM algorithm is 

described in algorithm 3. 

Algorithm 3 EM Algorithm for Multivariate Normal Data 
Generate random starting points for jl and a2 

for m = 2 : nem + 1 do 

for j = 1 : n do 
(m) __ «i-1 ) /«(»^-1 ) ) 

T y E £ = i ^ m - , ) / . ( * i ^ ( m : i ) ) 
end for 

for i = 1 : G do 
("0„ (m) = £ ? = 1 T ^ » J 

r*i v-"1 _(m) 

end for 

for A; = 1 : q do 

*2,(m-l) _ 1 V G V n (m-1) / . / • " " ^ V 

end for 

for i = 1 : G do 
- (m) _ £"= 7X —C" 1 - ! ) 

7T, i T t j 

* n 

end for 

end for 

The number of mixture components is chosen using the BIC. In this model, 

BIG = -21ogL ( 0 ) + log (n) (q + Gq + G-1). 

Note that the q + Gq + G — 1 come from estimating a2, //, 7r and from the constraint 
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4.2.2 Estimating a Stratified Mixture Model 

In the previous section the multivariate normal mixture model was presented, and 

an EM algorithm was shown. Here we present an implementation of the stratified 

multivariate normal mixture model described by Pan. The change which makes it 

stratified is the introduction of K biological clusters. Before implementing the EM 

algorithm on the stratified model, each of the transcripts must be assigned to exactly 

one of the K biological clusters. This is accomplished using non-parametric clustering 

over the biological distances between the transcripts. Now 

G 

/(*) (xJ'i °(fc)) = X I *(*>)*& (xi> 0*)' 

7r is now of dimension K x G and so 

BIC = -21ogL ( e ) + log(n) (q + Gq + K (G - 1)). 

This change in the formulation of the likelihood results in several changes to the 

EM algorithm shown below in algorithm 4. 

4.3 Hybrid ANOVA/MANOVA Annotation Based 

Algorithm 

To improve the performance of eQTL mapping, a non-parametric approach is intro

duced here as the "hybrid algorithm" which both incorporates annotation information 

ignored in current approaches and reduces the dimension of the data being tested, re

sulting in fewer, yet more powerful tests. There are a large percentage of pleiotropies 

in eQTL mapping which are highly correlated to biological units, and the approach 

here is to exploit this hitherto ignored correlation. This "algorithm" is very simple. 

If the estimated biological unit contain more than one transcript, the transcripts are 

tested for eQTL mapping using a MANOVA. If the biological unit contains only one 

transcript, then there is no improvement over a regular one way ANOVA. 
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Algorithm 4 EM Algorithm for Stratified Multivariate Normal Data 
Generate random starting points for ji, and o2 

for m = 2 : nem + 1 do 

for j = 1 : n do 
( m - l ) ,/• a ( m - l ) \ 

(TO) _ *(»,< 'f[*ifi ) 

^i=l1r(fe),i / ^ ' ° i y 
end for 

for i = 1 : G do 

E?= i T » , j 

end for 

for k = l: q do 

-2,(m-:L) _ 1 ^ G Y^n T - ^ - 1 ) f~ „ ( m _ 1 ) V 

end for 

for i = 1 : G do 
~ (TO) _ 2 ^ g G f c Tij 

n(k),i ~ nk 

end for 

end for 

4.3.1 Implementation of Hybrid Algorithm 

The approach begins by clustering the transcripts into biological units based on the 

distance between their annotations. In this case, the biological and statistical hy

potheses change. Biologically, the hypotheses change from asking about the relation

ship of a transcript to a marker to asking about the relationship between a multivari

ate phenotype and a marker. When there are biological units with more than one 

transcript, I use MANOVA to test for associations, otherwise we treat the transcripts 

as singleton clusters and perform ANOVA on them. This is presented in algorithm 5. 
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Algorithm 5 Hybrid Algorithm 

INPUT: pleiotropies, cists, rna.mat, Y, snp, X 

Divide the transcripts into those in pleiotropic relationships and those not 

for Transcripts not in pleiotropic relationships do 

Map eQTL using one way ANOVA 

end for 

for Transcripts in pleiotropic relationships do 

Map eQTL using MANOVAs 

end for 

Note there are different ways to correct for multiple testing, however controlling 

the false discovery rate was chosen here. 

4.3.2 Use of ROC Curves to Compare Performance 

Although there is great potential to increase the quality of eQTL mapping by incor

porating biological annotation data, it comes at a price. As with every change of 

paradigm shift, the "no free lunch theorem" must be invoked. In exchange for an 

increase in quality, one must do a good job in identifying the multivariate biological 

units, otherwise we expose ourselves to inflated type I error or other problems. Fortu

nately the amount of biological knowledge is increasing exponentially, and it is not a 

question of if but when the amount of quality biological annotation needed to make 

this approach work well will be available. Before proceeding, note that the measure 

of 'quality' of the results is quantified using the area under the curve statistic. 

When changing paradigms from many univariate tests to fewer multivariate tests, 

the hypothesis are no longer consistent. To accommodate this change in dimension, I 

compare the receiver operating characteristic (ROC) curves for each method. Specifi

cally, I compare the area under each ROC curve (AUC), and use this as a benchmark. 

Also, the meaning of a false negative and false positive changes when moving to the 

multivariate setting. In the statistical genetics context, false negatives are "more 
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expensive" than false positives. Thus, a multivariate phenotype is defined to be an 

eQTL pleiotropy if one or more of its members are eQTL. The null hypothesis for 

the ANOVA setup at transcript i and SNP j is that mRNA i is not associated with 

a particular SNP j . However, when testing multivariate phenotypes, the null hy

pothesis is that for transcripts {i\,..., inclu3t} and SNP j that none of the transcripts 

{̂ 1, • • • > inclust} are associated with SNP j . 

Formally, the ROC is a plot of the true positive rate (y-axis) by the false positive 

rate (x-axis), which is equivalent to sensitivity by (1-specificity). The ROC curve 

is estimated, so there is some error in the AUC. The AUC is calculated using the 

Wilcoxon U-statistic. The standard error for the AUC is estimated using a normal 

approximation. 

4.4 Conclusion 

This chapter began with a concept of biological distance, and incorporated it into the 

current ANOVA framework, improving the quality of inference in the best 

shown in chapter 3. This method is guaranteed to work better when the pleiotropic 

biological units are correctly estimated, however chapter 5 explores the boundaries be

tween theory and practice, showing how AUC suffers when biological units- members 

of the pleiotropy- are poorly estimated. Thus we have introduced a new methodology 

for finding associations between markers and RNA transcripts by incorporating an

notation data. The performance of this method on a variety of examples is examined 

in chapter 5. This is the first time that covariance functions over functional biological 

spaces have been used in eQTL mapping. 



Chapter 5 

Performance Comparison 

While theory guarantees the superiority of the hybrid method when biological units 

are known, this chapter establishes practical bounds for the performance of the hy

brid method when the biological units are estimated. Of particular interest to the 

user of eQTL mapping methods are the parameter ranges where the method will be 

superior or inferior to the ANOVA benchmark. In order to evaluate the strengths 

and weaknesses of this hybrid method against one way ANOVA at each SNP, I imple

mented several simulations. These simulations are structured in order of increasing 

complexity to examine the effects of various factors including: heritability; correlation 

within biological clusters which is related to the number of annotations per transcript; 

correlation between biological clusters. Since the estimation of the biological clusters 

results in different dimensioned tests, I compare performance in terms of both true 

and false positive rates using Receiver Operating Characteristic (ROC) curves, which 

are conveniently summarized by the 'Area Under the Curve' (AUC) statistics. 

The examples begin with the scenario where the true annotations are known, then 

progress to the situation where they are unknown. By altering the heritabilities and 

the biological distances, it is possible to where the method works the same or better 

than ANOVA before examining the role of biological correlation within and between 

biological units. In example 1, given the true annotations for each transcript and that 

44 
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the multivariate phenotypes are known: How do (1) the correlation within multivari

ate phenotype and (2) the heritability of the eQTL affect performance? In example 

2, example 1 is extended by fixing the heritability and correlation within multivari

ate phenotypes, and varying the correlation between transcripts in the multivariate 

phenotype and those that are not. Example 3 If the true annotations are unknown 

and must be estimated, what factors in the estimation of the annotation structure 

affect performance most? This tests the hypothesis that the distance effect is more 

important than clustering effect. 

In order to compare performance of the annotation based method, I proceed by 

describing the simulated data. Section 5.1 describes the high and low level details 

of each of the three examples. Then I present the results of each of these examples 

using ROC curves in section 5.2. 

5.1 Simulated Data Description 

In order to validate and examine the methodology I constructed a series of examples 

with increasingly complex scenarios to examine the behavior of the model under 

various assumptions. This is needed so that the scenarios where the model works well 

and works poorly can be determined. While no simulated data can ever match the 

complexity of a real data set, the simulated data allow us to examine the behavior 

of our model under various assumptions. Further, simulated data yields a controlled 

experiment, and its assumptions can be changed as new biological information is 

incorporated. Figure 5.1 shows the main dependencies in the creation of the simulated 

data. The general construction of the simulated data follows this outline. I begin 

by defining a directed acyclic graph (DAG) of the ontology. Then the nodes of the 

ontology are clustered using UI distance with each transcript assigned to exactly one 

annotation. Then the number of observations (nsub) and the number of measurements 

of RNA and SNPs are defined (URNA, nsNp)- Pleiotropic relationships are defined and 
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referred to alternatively as the eQTL. 

Annotation 

Figure 5.1: This is a flowchart showing the dependencies when simulating the data. 
In the upper left is the eQTL which defines the pleiotropic relationships. These 
pleiotropic relationships then determine the distances between the biological anno
tation. In the upper right are the SNP genotypes for each individual. Given the 
annotations for each transcript, the pleiotropic relationship between RNA transcripts 
and the SNP genotypes and the SNP genotypes for each subject, then RNA observa
tions can be simulated. 
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5.1.1 Genetic Assumptions 

The simulated data represent a series of decreasing assumptions for eQTL mapping, 

and can be further expanded by the enthusiastic reader. The assumptions apply to 

both the mRNA measurements and the genetic context. Without loss of generality, 

I use the following genetic assumptions: an additive model for eQTL; a two allele 

setting in Hardy-Weinberg Equilibrium, p = q = .5, where p and q are the population 

frequencies of the major/minor alleles; independent genetic markers; no interaction 

between the genotypic and the environmental variances COV(VG, VE) = 0; and no 

dominance or epistatic effects, Vb = Vj = 0. When interacting with mRNA, I assume 

that the distributions for each transcript are normally distributed for ease of imple

mentation, not the more commonly used lognormal. The covariance structure in the 

simulated data is non-trivial and is explained in detail in section 5.1.8.2. Understand

ing performance in this basic context is necessary before examining more complicated 

scenarios. 

5.1.2 eQTL Mapping Assumptions 

In order to create a useful simulation, I must be explicit with the assumptions related 

to biological annotation and eQTL mapping. I make the highly restrictive assump

tion that the multivariate phenotypes have both a common biological similarity with 

respect to one or more ontologies as well as being coexpressed. Another is the as

sumption that heritability is independent of annotation effects. It is requisite that 

the biological annotation distances are related to covariance. These assumptions cre

ate the scenario where one gene may affect more than one other gene expression, 

or pleiotropy. Thus, this thesis rests on a "pleiotropy hypothesis," which posits that 

there is enough quality annotation and meta data available that it is possible to group 

these affected genes into their biologically meaningful multivariate phenotypes which 

are then analyzed as a unit instead of independently. This is known as "distant regu

latory variation" (Rockman and Kruglyak 2006). It is an open question as to exactly 
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what percentage of eQTL are pleiotropic, but it is far from zero and one. 

5.1.3 Heritability for Univariate and Multivariate Traits 

Heritability is one of the most influential quantities in QTL mapping in general, 

and the eQTL mapping context is no different. Thus, assumptions regarding the 

variances relating to heritability largely determine the conditions where the hybrid 

method works and does not work well. First I begin with a formal description of 

heritability for univariate traits by defining variance of phenotype following the no

tation of Strickberger (1985). In this notation, Vp is the total phenotypic variance, 

the observed mRNA variance in this thesis; VG is the variance due to the eQTL; 

VE is the variance due to environmental effects; VD is the dominance variance; and 

Vj is the epistatic or genetic interaction variance. This yields a phenotypic variance 

formulation of VP = VG + VE + 2Cau(VG, VE) where VG = VA + VD + Vj and h2 = | £ . 

Again, for the examples here, I make the assumption that VD = Vj = 0. 

There is no standard definition for multivariate heritability. While a multivariate 

analog is straightforward to construct as shown by Korol et al. (2001) for example, 

it is not unique, and thus does not have a biologically meaningful interpretation. 

While it is not totally useless, I leave the complicated waters of multivariate notions 

of heritability for further research. 

5.1.4 Motivation for Simulated Data 

This first example is a proof of concept as well as a prototypical example. Biologically, 

imagine a signaling pathway or a non-specific transcription factor, such as the nuclear 

hormone receptor superfamily where 1 protein affects the transcription of many genes. 

In the nuclear hormone receptor superfamily, the Peroxisome Proliferator-Activated 

Receptor Gamma (PPAR7) is one such protein whose variants have different effects 

on the production of a large group of transcripts (Bush 2007). 
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There are many cases where the reported transcript levels for a gene do not corre

spond with the amount of protein made. Due to the imprecise and inaccurate nature 

of the RNA transcript measurements for reasons such as: non-specific hybridization; 

spatial artifacts due to printing bias which are not corrected in normalization; micro-

RNA interference; alternative splicing; and the fact that RNA is only a crude proxy 

for the measurement of interest, protein. In this case, the expression of many genes 

is affected by alleles of another gene. Without loss of generality, we focus on additive 

models in these examples. 

As a motivation for example 2, consider the following: How different should the 

biological distance within biological units and between biological units in order for 

either of these methods to work well? In example 1, there was no correlation between 

transcripts within the biological unit and those outside of it. Now this correlation, 

denoted Pbetween, is manipulated to examine its effects. Finally, as a motivation for 

example 3, consider the following: What quality of annotation data is needed in 

order to improve the quality of eQTL inference, and what properties of the covariance 

function affect performance? 

5.1.5 Technical Details of Simulated Data 

The purpose of the data simulation is the construction of vectors of both RNA and 

SNP measurements for each subject so that the performance of the methodology can 

be examined in a controlled setting. The details of each example's construction are 

in the following subsections. Specifically, the purpose of the simulation is to generate 

both an nsn& x URNA matrix of transcripts exp.mat, and an n3u(, x USNP matrix of 

genotypes, snp.mat, where nsub is the number of subjects; URNA is the number of 

RNA transcripts measured for each individual; and USNP is the number of biallelic 

SNPs genotyped on each individual. This simulated data is an opportunity to use 

the annotation based covariance matrix presented in section 3.2. In order to perform 

a controlled experiment, it is necessary to have data where the truth is known. After 
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exploring five datasets over five years, I decided that simulated data was the best 

option for this. I now provide the notational base for the construction of examples 

1-3 in sections 5.1.6-5.1.8. 

• naub: The total number of subjects over which we observe both SNP genotype 

and RNA expression data 

• nsNP'- The number of biallelic SNP genotypes which are measured 

• nRNA'- The number of genes whose RNA is measured 

• nruns: The number of times to repeat the simulation 

• eqtl: The true relationship between the SNPs and transcripts which is used to 

generate the simulated data and to evaluate the results of the methodology, also 

known as defining the pleiotropies. The eQTL and pleiotropies are not known 

by the eQTL mapping methods, and the multivariate phenotypes defined by 

the pleiotropies are estimated in hybrid method. It is a mapping of SNPs to 

RNAs, which indicates the genetic basis of the gene expression, specifically, a 

list of RNAj, j = 1,.. .,URNA, for subject k which depends the genotype of 

SNPi, i — 1 , . . . , nsNP of subject k. This is the same mapping over all subjects, 

k = 1 , . . . ,n3Ub. This then defines the biologically meaningful groups, aka the 

multivariate phenotypes. 

• distann: The annotation based distances between the biological annotations of 

each transcript using the UI distance, a distance matrix of size TIRNA X URNA-

• h2: The univariate heritability (same for all eQTL). 

• p,q: p is the allele frequency of the minor allele. The major allele frequency is 

then defined as q = 1 — p 

• a2: the variance component due to genetic variation 
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• a\: the variance component due to error 

• a: the SNP effect is a matrix of size nsut, x URNA, and each entry is determined 

by two factors. First, if the transcript is not affected by a SNP, then it is 

zero. If the transcript is affected by a SNP, then the value is determined by the 

subject's genotype. This is further explained in the low level description of the 

simulation for each example, sections 5.1.6.2, 5.1.7.2 and. 

Now that the notation has been laid out, I proceed to describe the construc

tion of each example. Once the prior structure - the eQTL, pleiotropies, and multi

variate phenotypes - between the simulated expressions is defined, the number of 

observations, nsub, and the number of measurements of RNA and SNPs are de

fined, riRNA,nsNP- Before the expressions can be simulated, the simulated SNP 

genotypes are fixed and the pleiotropic associations are defined with an example 

{SNP3 -> RNA21,SNP3 -> RNAir,...}. 

5.1.6 Construction of Example 1 

This section describes the implementation of the simulation for example 1. As a 

motivation for example 1, consider the following: What is the best case scenario 

for the hybrid method? Specifically, when does it work better than, worse then, or 

about the same as many one way ANOVAs? Thus, I begin by assuming that perfect 

information about the biological annotation is known for each gene, and that there is 

a perfect relationship between biological distance and pleiotropic effects. That is, I 

assume that when more than one RNA are affected by variation in a SNP, that all of 

these RNA are "close" in the biological distance sense. This is a large assumption, and 

almost certainly not true, but it provides a basic starting point for further analyses. 

After these questions are answered, then I begin to introduce uncertainty into the 

biological distances between RNA. 
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5.1.6.1 High Level Description of Example 1 

The purpose of example 1 is to establish some baseline ideas about absolute and 

relative performance of the methods. To achieve that end, the following framework 

was used. First, for each of 1000 runs, an experiment is conducted over 100 subjects. 

Each subject has one SNP measured and eight RNA transcript levels measured. Fur

ther, the biological distance between the RNA is known. There is a pleiotropy, so the 

four biologically distant RNA transcripts are generated independently of each other, 

and of the SNP. The four biologically close RNA transcripts are affected by the same 

SNP, and they are correlated. This SNP is the eQTL for the four pleiotropic RNA. 

Two factors were altered for each set of 1000 experiments, heritability and bio

logical distance within the pleiotropic RNA. Without loss of generality, the genetic 

variance is set to one, ag — 1, so that any changes to heritability are reflected only in 

the non-genetic variance, and the SNP effect is always the same. Since h2 = J*^ , 

then when heritability is altered, only ae is affected. Note that instead of altering the 

biological annotations and the parameters/pararnetrization of the covariance func

tion, only the correlations were altered. Thus, any combination of annotations, and 

therefore biological distance and covariance function which produces the correlations 

is covered by the simulation. The correlation due to annotation distance within the 

biological units are in {0, .25, .5}, and the levels of heritability used are in {0, .25, .5}. 

Note that the correlation due to the annotation distance between the transcripts in 

the pleiotropy and those outside of it is set to 0. This is examined in detail in example 

2. 

For each set of experiments, the results were produced using two methods. The 

base analysis consists of eight one way ANOVAs, to which the hybrid method is 

compared. For this setting, when the eQTL and pleiotropy are known as described 

below, this yields one 4-dimensional MANOVA and 4 one way ANOVAs, with 8 and 5 

tests respectively. In both cases, the results were corrected for multiple testing. After 

1000 runs, this resulted in 8000 p-values for the one way ANOVAs, and 5000 p-values 
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for the hybrid method. For each, the false negative and false positive rates were 

calculated and ROC curves were calculated. Further, estimates of the areas under 

the curve (AUC) were estimated for each triplet of heritability, biological distance, 

and analysis method. 

5.1.6.2 Low Level Details of Data Simulation 

Example 1 is simulated using a multivariate fixed effects model with the genotype 

effect as the fixed effect, and the error terms are correlated according to the biological 

distance between the transcripts. In this case, using the notation of Mardia et al. 

(1979), so to generate the transcript j of subject i, it is necessary to have the mean 

of transcript j , the SNP effect of individual i for transcript j , as well as an error term 

rna.matij = fj,j + a^ + e^ 

In this case // € Rn™A and both e and a € R»KA"xn„t_ The exact details of the 

construction follow. 

First, the SNP genotype data is constructed using an additive model, with all SNP 

genotypes in Hardy-Weinberg Equilibrium with minor allele frequencies of p = .5. 

Thus for i in 1 , . . . , USNP and j in 1 , . . . , nsub 

snp.mat[i,j] — < 

AA wp p2 

AB wp 2pq 

BB wpq2 

Next, the eQTL is defined which also defines the pleiotropic relationships. For ex

ample 1, the relationships between the SNPs and RNA transcripts is: {SNPi —> 

RNAuSNPi -+ RNAi^NPt -+ RNA^SNPi -> RNAA}. Note that the indices 

for the SNP genotypes and RNA transcripts do not indicate the same gene, but rather 

the ordering of the genotype and expression measurements, respectively. Also, to sim

plify the setting, assume that the genes where the SNP genotypes are measured do 

not include any genes where RNA transcripts are measured. 
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Now the annotations are created for each transcript. The pleiotropy has been 

defined, showing SNPi affecting RNAi,..., RNA4. The annotations are constructed 

as follows. First, an ontology is needed. The goal is to create annotations which 

are biologically close for transcripts in the pleiotropy which are biologically far from 

transcripts not in the pleiotropy. There is no unique way to do this, and the approach 

taken here is to make the assumption that each transcript will be assigned exactly 

one annotation on the ontology. Then the distances between all of the ontology nodes 

is calculated and clustered using hierarchical clustering. Specifically, the clustering 

algorithm continues until a group of 10 biologically close annotations are found. For 

each iteration, the annotations for the RNA transcripts in the pleiotropy are sampled 

without replacement from this set. The transcripts not involved in the pleiotropy have 

their annotations sampled without replacement from outside of the 10 biologically 

close annotations. This ensures that the annotation for the pleiotropy follows the 

assumption of coexpression within the pleiotropy. 

Now that both the annotations and SNP genotypes have been created, the RNA 

transcript data can be generated. The main issue was ensuring that both the covari-

ance in the transcripts and the relevant genotype effects are implemented correctly. 

This is done by setting o2 = 1, which defines the eQTL effect a. The relationship 

between a2 and alpha under the assumption of HWE and an additive genetic model 

is shown in its definition: 

a2 = Vai(a)=p2(a)2 + q2(-a)2 

To simplify the process, since p — q — | by assumption, and by fixing a2 = 1, then 

the eQTL effect is \JZoZ = \/2. In the simulation, the eQTL effect is calculated: 

y/2 wp p2 

0 wp 2pq 

wp q2 

(Xij 

-y/2 — "2 

file:///JZoZ
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Now, the remaining component needed to calculate the RNA transcript values 

is the error term for each each subject at each transcript. In order to do that, it 

is necessary to calculate the covariance between the error terms which reflects the 

biological distance in the annotations. The covariance structure is due to distances 

between each transcript's annotation. Recall that h2 is an input, and that a2 was set 

to 1 as a reference. Thus, a\ is then determined by 

^e 
2_)ti-°i = 1ir whf in t f>0 

1 when h2 = 0 

but since the transcripts are not iid, the correlation due to the biological information 

must be taken into account when generating the transcript measurements for each 

subject. This is done first by creating a correlation matrix based on the annotations, 

then transforming that into a covariance matrix using the variance of each transcript, 

°l 
The correlation structure is determined by the distances between each transcript's 

annotation. Specifically, it is created by applying either the Gaussian or Exponen

tial covariance function to the biological distances between the annotations for each 

transcript, yielding a URNA X "URNA correlation matrix, R. 

{1 when i = j 

C(d) when i ^ j 

where C{d) is the covariance function discussed in section 3.2.2. Given the correlation 

matrix and the variance, the covariance matrix is created using the relationship 

Y, = alR 

Finally, the expression data for transcript j of subject i is constructed 

exp.matij = fij + Q-ij + ê -

where the error terms are generated for all transcripts for each individual to create 

the correct covariance structure using e* ~ NnRNA (0, E). 
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5.1.7 Construction of Example 2 

This second example expands the first example by varying the correlation between 

transcripts in the multivariate phenotype and those outside of it. This is important 

because it establishes practical bounds for usage for the effectiveness of eQTL mapping 

between close and distant biological distances between biological annotations for each 

transcript. In order to examine this role of correlation between transcripts in the 

biological unit and those outside it, the correlation matrix is adjusted accordingly 

before being transformed into a covariance matrix. With this information, effects of 

changes to the covariance function can be examined in an efficient way. 

5.1.7.1 High Level Description of Example 2 

The purpose of example 2 is to extend the ideas about absolute and relative per

formance of the methods by perturbing the correlation between the transcripts in 

the multivariate phenotype and those outside of it. The structure of the simulation 

follows, and is very similar to example 1. First, for each of 1000 runs, an experiment 

is conducted over 100 subjects. Each subject has one SNP genotype measured and 

eight RNA transcript levels measured. Further, the biological distance between the 

RNA is known. There is a pleiotropy, so the four biologically distant RNA transcripts 

are generated independently of each other, and of the SNP. The four biologically close 

RNA transcripts are affected by the same SNP, and they are correlated. This SNP is 

the eQTL for the four pleiotropic RNA. 

One factor was altered for each set of 1000 experiments- the biological distance 

between the pleiotropic RNA and the other RNA. Again, without loss of generality, 

the genetic variance is set to one, ag = 1, so that any changes to herit ability are 

reflected only in the non-genetic variance, and the SNP effect is always the same. 

Since h2 = a°° , then when heritability is altered, only ae is affected. Note that 

instead of altering the biological annotations and the parameters/parametrization of 

the covariance function, only the correlations were altered. Thus, any combination 
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of annotations, and therefore biological distance and covariance function which pro

duces the correlations is covered by the simulation. The levels of annotation distance 

between the multivariate phenotype are in {0, .1, .2}, while the annotation distance 

within the multivariate phenotype was .25, and the level of heritability used was .2. 

These values of correlation within multivariate phenotypes and heritability were cho

sen because these settings had the effect of producing the most variation in example 

1. 

As in example 1, for each set of experiments, the results were produced using two 

methods. The base analysis consists of eight one way ANOVAs, to which the hybrid 

method is compared. For this setting, when the eQTL and pleiotropy are known as 

described below, the hybrid method yields one 4-dimensional MANOVA and 4 one 

way ANOVAs, producing 8 tests for the original one way ANOVA approach and 5 

tests for the hybrid method. In both cases, the results were corrected for multiple 

testing. After 1000 runs, this resulted in 8000 p-values for the one way ANOVAs, and 

5000 p-values for the hybrid method. For each, the false negative and false positive 

rates were calculated and ROC curves were calculated. Further, estimates of the 

AUC were estimated for each triplet of heritability, biological distance, and analysis 

method. 

5.1.7.2 Low Level Details of Data Simulation 

Data for example 2 is simulated almost exactly the same as example 1, using a 

multivariate fixed effects model with the genotype effect as the fixed effect, and the 

error terms are correlated according to the biological distance between the transcripts. 

However, the biological distances vary differently than they did in example 1. Just as 

in example 1, using the notation of Mardia et al. (1979), to generate the transcript 

j of subject i, it is necessary to have the mean of transcript j , the SNP effect of 

individual i for transcript j , as well as an error term 

rna.matij — ^ij + ay + ey 
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In this case p, € RnRNA and both e and a G W*RNA*naub The exact details of the 

construction follow. 

First, the SNP genotype data is constructed using an additive model, with all SNP 

genotypes in Hardy-Weinberg Equilibrium with minor allele frequencies of p = .5. 

Thus for i in 1 , . . . , USNP and j in 1 , . . . , nSub 

t 

snp.mat[i,j] = < 

AA wp p2 

AB wp 2pq 

BB wp q2 

Next, the eQTL is defined which also defines the pleiotropic relationships. For ex

ample 1, the relationships between the SNPs and RNA transcripts is: {SNPi —• 

RNA1,SNPl - • RNA2,SNP! - • RNA^SNPi - • RNA4}. Note that the indices 

for the SNP genotypes and RNA transcripts do not indicate the same gene, but rather 

the ordering of the genotype and expression measurements, respectively. Also, to sim

plify the setting, assume that the genes where the SNP genotypes are measured do 

not include any genes where RNA transcripts are measured. 

Now the annotations are created for each transcript. The pleiotropy has been 

defined, showing SNPi affecting RNAi,..., RNA4. The annotations are constructed 

as follows. First, an ontology is needed. The goal is to create annotations which 

are biologically close for transcripts in the pleiotropy which are biologically far from 

transcripts not in the pleiotropy. There is no unique way to do this, and the approach 

taken here is to make the assumption that each transcript will be assigned exactly 

one annotation on the ontology. Then the distances between all of the ontology nodes 

is calculated and clustered using hierarchical clustering. Specifically, the clustering 

algorithm continues until a group of 10 biologically close annotations are found. For 

each iteration, the annotations for the RNA transcripts in the pleiotropy are sampled 

without replacement from this set. The transcripts not involved in the pleiotropy have 

their annotations sampled without replacement from outside of the 10 biologically 
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close annotations. This ensures that the annotation for the pleiotropy follows the 

assumption of coexpression within the pleiotropy. 

Now that both the annotations and SNP genotypes have been created, the RNA 

transcript data can be generated. The main issue was ensuring that both the covari-

ance in the transcripts and the relevant genotype effects are implemented correctly. 

This is done by setting a2 — 1, which defines the eQTL effect a. The relationship 

between a2 and alpha under the assumption of HWE and an additive genetic model 

is shown in its definition: 

a2 = Var(a) = p2(a)2 + q2(-a)2 

To simplify the process, since p = q = § by assumption, and by fixing a2 = 1, then 

the eQTL effect is sjla2. = \/2- In the simulation, the eQTL effect is calculated: 

( 

OLij 

\/2 wp p2 

0 wp 2pq 

wp q2 
• y/2 — ~ 2 

Now, the remaining component needed to calculate the RNA transcript values 

is the error term for each each subject at each transcript. In order to do that, it 

is necessary to calculate the covariance between the error terms which reflects the 

biological distance in the annotations. The covariance structure is due to distances 

between each transcript's annotation. Recall that h2 is an input, and that a2 was set 

to 1 as a reference. Thus, a2 is then determined by 

2 _ i ^ - < 7 s 2 = 1 # when/^X) 
ae = 

when h2 = 0 

but since the transcripts are not iid, the correlation due to the biological information 

must be taken into account when generating the transcript measurements for each 

subject. This is done first by creating a correlation matrix based on the annotations, 
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then transforming that into a covariance matrix using the variance of each transcript, 

< * 

The correlation structure is determined by the distances between each transcript's 

annotation. Specifically, it is created by applying either the Gaussian or Exponen

tial covariance function to the biological distances between the annotations for each 

transcript, yielding a URNA X URNA correlation matrix, R. 

f 

R[iJ] = < 
1 when i — j 

C(d) when i ^ j 

where C(d) is the covariance function discussed in section 3.2.2. Given the correlation 

matrix and the variance, the covariance matrix is created using the relationship 

E = atR 
e 

Finally, the expression data for transcript j of subject i is constructed 

exp.matij — fj,j + a^ + e^ 

where the error terms are generated for all transcripts for each individual to create 

the correct covariance structure using e* ~ NnRNA (0, E). 

5.1.8 Construction of Example 3 

The third example expands the previous two examples by introducing uncertainty 

into the hybrid mapping method. By making the pleiotropies unknown, their esti

mation is required. Example three also examines the differences in results with two 

covariance functions. By using estimated pleiotropies, this provides the user with cru

cial information about the amount and quality of annotation data which is needed to 

increase the quality of eQTL mapping. Also, the example improves the understand

ing of the covariance function. Specifically, it improves the understanding of the class 

of covariance function, either exponential or Gaussian, and its parametrization on 

mapping performance. 
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5.1.8.1 High Level Description of Example 3 

The main topics of interest in example 3 are both the estimation methods of pleiotropies 

and the type of covariance function used. Specifically, two covariance functions from 

the Matern class, the exponential and Gaussian covariance functions, are compared 

as well as the effect of the sill in covariance function. The structure of the simulation 

follows, and is very similar to examples 1 and 2. First, for each of 1000 runs, an 

experiment is conducted over 100 subjects. Each subject has one SNP measured and 

eight RNA transcript levels measured. However, the biological distance between the 

RNA is known, but the pleiotropy is not known, and must be estimated. To simulate 

this scenario, the four biologically distant RNA transcripts are generated indepen

dently of each other and of the SNP. The four biologically close RNA transcripts are 

affected by the same SNP, and they are correlated. This SNP is the eQTL for the 

four pleiotropic RNA. Further information is provided is section 5.1.8.2. 

The biological distance and pleiotropy is created in the following way. The eQTL 

defines the pleiotropy- the multivariate phenotype. In this case, the four biologically 

close transcripts dependent on the eQTL form the pleiotropy while the other 4 tran

scripts are independent from it. For each run of the experiment, annotations are 

generated which reflect the relevant biological distances. This is done by randomly 

sampling annotations from areas of the ontology that are biologically close or far, 

as defined in the pleiotropy. Specifically, all of the annotations in the ontology are 

clustered, then the four close transcripts are assigned annotations which are close to 

each other, while the other four transcript's annotations are assigned to elsewhere 

on the ontology. From this annotation information, four methods are used to esti

mate the original pleiotropy: a non-parametric annotation based clustering method; 

a parametric expression based clustering method; a non-parametric expression based 

clustering method; and the mixed semi-parametric expression and annotation based 

clustering method of Pan. 

In each experiment, there are four estimates of pleiotropies. Each estimate may 
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contain a different number of transcripts. This creates several issues which must be 

dealt with including defining false negatives and false positive. There are two parts 

which are confounded- the first is accurately estimating the biological units, and the 

second is defining if a unit is affected by an eQTL. For each experiment, we have 5 

sets of p-values, one set of 8 one way ANOVAs, and four sets of varying dimensional 

MANOVAs from each of the methods for estimating biological units. 

5.1.8.2 Low Level Details of Data Simulation 

Example 3 is also simulated using a multivariate fixed effects model with the genotype 

effect as the fixed effect, with the error terms are correlated according to the biological 

distance between the transcripts. In this case, using the notation of Mardia et al. 

(1979), so to generate the transcript j of subject i, it is necessary to have the mean 

of transcript j , the SNP effect of individual i for transcript j , as well as an error term 

rna.matij = fj,j + ctij + e^ 

In this case \x G W1™* and both e and a € W1™*™*^. T n e e x a c t details of the 

construction follow. 

First, the SNP genotype data is constructed using an additive model, with all SNP 

genotypes in Hardy-Weinberg Equilibrium with minor allele frequencies of p — .5. 

Thus for i in 1 , . . . , TISNP and j in 1 , . . . , nsub 

snp.mat [i, j] = < 

AA wp p2 

AB wp 2pq 

BB wp q2 

Next, the eQTL is denned which also defines the pleiotropic relationships. For ex

ample 1, the relationships between the SNPs and RNA transcripts is: {SNPi —• 

RNAuSNPi -* RNA^SNPi -»• RNAs,SNPi -> RNA4}. Note that the indices 

for the SNP genotypes and RNA transcripts do not indicate the same gene, but rather 
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the ordering of the genotype and expression measurements, respectively. Also, to sim

plify the setting, assume that the genes where the SNP genotypes are measured do 

not include any genes where RNA transcripts are measured. 

Now the annotations are created for each transcript. The pleiotropy has been 

defined, showing SNPi affecting RNA\,..., RNA4. The annotations are constructed 

as follows. First, an ontology is needed. Here, an subgraph of the GO BP ontology 

is used. The subgraph was induced by randomly sampling 50 nodes from the BP 

ontology. As before, the goal is to create annotations which are biologically close for 

transcripts in the pleiotropy which are biologically far from transcripts not in the 

pleiotropy. There is no unique way to do this, and the approach taken here is to 

make the assumption that each transcript will be assigned exactly one annotation on 

the ontology. Then the distances between all of the ontology nodes is calculated and 

clustered using hierarchical clustering. Specifically, the clustering algorithm continues 

until a group of 10 biologically close annotations are found. For example, in figure 5.2, 

the annotations for the pleiotropy were randomly sampled from a colored group of 

nodes. For each iteration, the annotations for the RNA transcripts in the pleiotropy 

are sampled without replacement from a set of the same color. The transcripts not 

involved in the pleiotropy have their annotations sampled without replacement from 

outside of the 10 biologically close annotations. This ensures that the annotation for 

the pleiotropy follows the assumption of coexpression within the pleiotropy. 

Now that both the annotations and SNP genotypes have been created, the RNA 

transcript data can be generated. The main issue was ensuring that both the covari-

ance in the transcripts and the relevant genotype effects are implemented correctly. 

This is done by setting a2 = 1, which defines the eQTL effect a. The relationship 

between a2 and alpha under the assumption of HWE and an additive genetic model 

is shown in its definition: 

a2 = VSa(a)=p2{a)2 + q2{-a)2 

To simplify the process, since p = q = | by assumption, and by fixing a2 = 1, then 
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the eQTL effect is y/2a2 = \/2. In the simulation, the eQTL effect is calculated: 

y/2 wp p2 

0 wp 2pq 

wp q2 

oy = < 

- V 2 — "2 

?? 
W W 

Figure 5.2: In example 3, color indicates biologically close annotation nodes. When 
1 annotation per transcript is used, transcripts in the same pleiotropic relationship 
are sampled from the same set of nodes of a given color. Note that this is the same 
graph as figure 2.2 on page 16, however the biologically close nodes have been color 
coded. 

Now, the remaining component needed to calculate the RNA transcript values 

is the error term for each each subject at each transcript. In order to do that, it 

is necessary to calculate the covariance between the error terms which reflects the 
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biological distance in the annotations. The covariance structure is due to distances 

between each transcript's annotation. Recall that h2 is an input, and that a2 was set 

to 1 as a reference. Thus, o\ is then determined by 

2 J#-S2 = 1 # whentf>0 
°e = 

when h2 = 0 

but since the transcripts are not iid, the correlation due to the biological information 

must be taken into account when generating the transcript measurements for each 

subject. This is done first by creating a correlation matrix based on the annotations, 

then transforming that into a covariance matrix using the variance of each transcript, 

< * 

The correlation structure is determined by the distances between each transcript's 

annotation. Specifically, it is created by applying either the Gaussian or Exponen

tial covariance function to the biological distances between the annotations for each 

transcript, yielding a URNA X KRNA correlation matrix, R. 

{1 when i = j 

C(d) when i ^ j 

where C(d) is the covariance function discussed in section 3.2.2. Given the correlation 

matrix and the variance, the covariance matrix is created using the relationship 

E = o\R 

Finally, the expression data for transcript j of subject i is constructed 

exp.matij = \ij + a -̂ + e^ 

where the error terms are generated for all transcripts for each individual to create 

the correct covariance structure using e« ~ NnRNA (0, E). 
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5.2 Simulated Experiment Results 

Once the experiments have been conducted, they yield triplets of heritability, biolog

ical distance, and ROC curves for each mapping method. By comparing the AUC for 

each ROC curve, the hybrid method can be described as statistically better worse, 

or no different than the use of one way ANOVAs. This resulted in sets of scenarios 

where both methods work poorly, both methods work well, and where one method is 

better than the other. In this section I discuss the results of both the ANOVA and 

hybrid methods on the simulation described in section 5.1. 

5.2.1 Results for Example 1 

For each of the 9 sets of experiments, the results were produced using two methods, 

eight one way ANOVAs, and the hybrid method- one 4-dimensional MANOVA and 

4 one way ANOVAs, yielding 8 and 5 tests respectively. The 9 experiments are 

all combinations of three within cluster annotation correlations, {0, .25, .5} and three 

heritabilities,{.01, .1, .2}. In both cases, the results were corrected for multiple testing. 

After one set of 1000 experiments, this resulted in 8000 p-values for the one way 

ANOVAs, and 5000 p-values for the hybrid method. For each, the false negative and 

false positive rates are calculated and ROC curves are calculated. Further, estimates 

of the areas under the curve (AUC) are estimated for each triplet of heritability, 

biological distance, and analysis method. 

The goal of example 1 is the analysis of the simplest case. The analysis serves 

several functions: 1) it verifies that the output corresponds to the theoretical expec

tations; 2) estimates the best case performance, when annotation is known exactly 

and 3) examines the variables which affect the performance of the new method at the 

most basic levels of heritability and correlation related to biological distance. 

The following settings were compared for naub = 100 subjects simulated, and 

reruns — 1000 runs performed at each setting of heritability, {.01, .1, .2}, and cor-
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relation within the pleiotropic multivariate phenotype, {0, .25, .5}. The results for 

ANOVAs and the hybrid method are identical at high and low heritabilities. When 

heritability is too low, below .01 in this simulation, both methods fail to find the 

eQTL for any level of within phenotype correlation. This yields ROC curves which 

are linear showing that neither method is better than random chance, as seen in Fig

ure 5.3 and in Table 5.1. Table 5.1 shows that the confidence intervals overlap for all 

of the areas under the curves. 

0 0.25 0.5 

AOV AUC 0.499 0.494 0.502 

AOVSE 0.006 0.006 0.006 

MAOVAUC 0.500 0.493 0.501 

MAOVSE 0.010 0.010 0.010 

Table 5.1: Example la, h2 — .01, and the columns represent different levels of 
annotation correlation. With heritability this low, neither method is able to find 
eQTL better than random chance, yielding near linear ROC curves with AUCs whose 
confidence intervals include one half. 

The true gains from the hybrid method are seen in situations where the heritability 

is low. When heritability is low, and there is low within cluster correlation, the hybrid 

method works best. One interesting note is that the type of MANOVA statistic- such 

as Pillai's or Wilk's Lambda- which is used has a huge effect on the performance, 

reflected in the eigenvalues used in the test statistic. Note that performance decreases 

as within biological cluster correlation increases. Results for this case are shown in 

example lb in Table 5.2 and in Figure 5.4. 

As the heritability increases, so does the effect of correlation. Compare the dashed 

red curves in figures 5.4 and 5.5 and the corresponding AUCs in tables 5.2 and 5.3. 

While the trend of decreasing performance as within cluster correlation increases is 

still true, the threshold where this occurs shifts to higher correlation levels. Results 

for example lc are shown in Table 5.3 and in Figure 5.5. Finally, for heritabilities 
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Figure 5.3: Exl a, h2 = .01, and the colors represent different levels of annota
tion correlation. In this case, the hybrid method ROC curves are dashed, while the 
ANOVA ROC curves are solid lines. Annotation correlations are {0, .25, .5}, and are 
colored black (0), red (.25), and green (.5). With heritability this low, neither method 
is able to find eQTL better than random chance, yielding near linear ROC curves. 
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Figure 5.4: Exl b, h2 — .1, and the colors represent different levels of annotation cor
relation. In this case, the hybrid method ROC curves are dashed, while the ANOVA 
ROC curves are solid lines. Annotation correlations are {0, .25, .5}, and are colored 
black (0), red (.25), and green (.5). 
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0 0.25 0.5 

AOVAUC 0.607 0.598 0.597 

AOVSE 0.006 0.006 0.006 

MAOVAUC 0.695 0.603 0.576 

MAOVSE 0.008 0.010 0.010 

Table 5.2: Example lb, h2 = .1, and the columns represent different levels of 
annotation correlation. 

above .5, both methods work well almost all the time, yielding AUCs above .99. 

0 0.25 0.5 

AOVAUC 0.867 0.856 0.852 

AOVSE 0.004 0.004 0.004 

MAOVAUC 0.980 0.896 0.823 

MAOVSE 0.002 0.004 0.006 

Table 5.3: Example lc, h2 = 0.2, and the columns represent different levels of 
annotation correlation. 

5.2.2 Results for Example 2 

Example 2 fixed the heritability and biological distance within biological units, and 

varied the correlation between the transcripts in and out of the pleiotropy. For each 

of the 3 experiments with varying levels of correlation between transcripts within the 

pleiotropy and outside of the pleiotropy, results were produced using two methods, 

eight one way ANOVAs, and the hybrid method- one 4-dimensional MANOVA and 

4 one way ANOVAs, yielding 8 and 5 tests respectively. The results were corrected 

for multiple testing. After 1000 runs, this resulted in 8000 p-values for the one way 

ANOVAs, and 5000 p-values for the hybrid method. For each, the false negative and 
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Figure 5.5: Example lc, h2 = .2, and the colors represent different levels of annota
tion correlation. In this case, the hybrid method ROC curves are dashed, while the 
AN OVA ROC curves are solid lines. Annotation correlations are [0, .25, .5], and are 
colored black (0), red (.25), and green (.5). 
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false positive rates are calculated and ROC curves are calculated. The results for 

correlation between transcripts within the biological unit and outside of it are shown 

in in Table 5.4 and in Figure 5.2.2. 

0 0.1 0.2 

AOVAUC 0.868 0.869 0.862 

AOVSE 0.004 0.004 0.004 

MAOVAUC 0.908 0.905 0.904 

MAOVSE 0.004 0.004 0.004 

Table 5.4: Example 2, h2 = .2, Pmthin = -25 and the columns represent different 
levels of correlation between the transcripts in biological units and other transcripts, 
Pbetween 

€{0,.1, .2}. 

Again, these results reflect the settings of nsub — 100 simulated subjects over a 

set of nruna = 1000 experiments performed at each setting of correlation between 

transcripts inside and outside the biological unit, {0, .1, .2}. This yields very similar 

ROC curves for each class of mapping method as seen in Figure 5.2.2 and in Table 5.4. 

The levels of correlation show no significant effect between either the hybrid method 

or one way ANOVAs. However, as in example lc, there was a significant difference 

between the hybrid method and one way ANOVAs. 

5.2.3 Results of Example 3 

Example 3 introduced uncertainty into the process by making the true biological 

units unknown. Then it became necessary to estimate them. For the experiment, 

four methods were used to estimate the biological units, two covariance functions 

were used, and the sill parameter was also varied. This resulted in eight one way 

ANOVAs for each experiment, and four sets of p-values of varying dimensions from 

the hybrid method. The results were corrected for multiple testing. After 1000 

runs, this resulted in 8000 p-values for the one way ANOVAs, and varying numbers 
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Figure 5.6: Example 2, h2 = .2, pwuhin = -25 and the columns represent different 
levels of correlation between the transcripts in biological units and other transcripts, 
pbetween £ {0, .1, .2}, and are colored black (0), red (.1), and green (.2). Compare this 
with figure 5.5 on page 71. 
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of p-values for the hybrid method. For each, the false negative and false positive 

rates are calculated and ROC curves are calculated. The analysis used the fact that 

false negative and false positive rates are not interpreted equally in the statistical 

genetics context. Specifically, the statistical geneticist typically has relatively "few" 

true eQTL, and is willing to deal with false negatives in order to avoid false positives. 

Thus, if a biological unit has one or more transcripts affected by the eQTL in it, it is 

a "positive", and is a "negative" if it has no transcripts affected by the eQTL. 

The various methods of estimating biological units were compared for nSU6 = 

100 simulated subjects replicated for nruns = 1000. The results were run over two 

covariance functions- the Gaussian and the Exponential model, and were run with 

different sill settings. Shown below, are the output of the two covariance functions 

run over the data simulated with a heritability of .005, and a sill of .4. All biological 

distances used were based on the union-intersection metrics. This yields similar ROC 

curves as seen in Figures 5.2.3-5.2.3 and in Tables 5.5-5.5. In this case, there is more 

separation between the methods when using the Gaussian model covariance function. 

Also, it is interesting to note that the variance of the ROC curves is higher for the 

annotation based methods, reflected in the fact that poor estimates of biological units 

can have very large negative impacts on performance. 

5.3 Conclusion 

By applying the methodology to simulations of increasing complexity, several char

acteristics are obvious. In both theory and practice, the hybrid method outperforms 

ANOVA when the heritability is low, and when pleiotropies are correctly estimated. 

However, as the pleiotropy estimates become increasingly noisy, the quality of the 

hybrid method declines. Further discussion of the results follows in the conclusion. 
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Figure 5.7: Example 3 with h2 = 0.005, 6 = 0.4 using a Gaussian covari-
ance function, showing ANOVA ROC curve (black), hybrid with annotation based 
pleiotropy estimates (red), hybrid with parametrically estimated expression based 
pleiotropy estimates (green), hybrid with non-parametrically estimated expression 
based pleiotropy estimates (dark blue), and hybrid with annotation and expression 
estimated pleiotropy estimates (light blue). 
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AUC SE 

ANOVA 0.535 0.0118 

annotation based pleiotropy estimates 0.516 0.019 

parametrically estimated expression based pleiotropy estimates NA NA 

non-parametrically estimated expression based pleiotropy estimates 0.598 0.016 

annotation and expression estimated pleiotropy estimates 0.574 0.019 

Table 5.5: Example 3 with h2 = 0.005 with a sill parameter 9 — 0.4 using a Gaussian 
covariance function, showing the AUC and SEs for ANOVA ROC curve, hybrid with 
annotation based pleiotropy estimates, hybrid with parametrically estimated expres
sion based pleiotropy estimates, hybrid with non-parametrically estimated expression 
based pleiotropy estimates, and hybrid with annotation and expression estimated 
pleiotropy estimates. 

AUC SE 

ANOVA 0.55 0.01 

annotation based pleiotropy estimates 0.54 0.02 

parametrically estimated expression based pleiotropy estimates NA NA 

non-parametrically estimated expression based pleiotropy estimates 0.59 0.01 

annotation and expression estimated pleiotropy estimates 0.56 0.02 

Table 5.6: Example 3 with h2 = 0.005, 0 = 0.4 using an Exponential covari
ance function, showing the AUC and SEs for ANOVA ROC curve, hybrid with an
notation based pleiotropy estimates, hybrid with parametrically estimated expres
sion based pleiotropy estimates, hybrid with non-parametrically estimated expression 
based pleiotropy estimates, and hybrid with annotation and expression estimated 
pleiotropy estimates. 
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Figure 5.8: Example 3, h2 — 0.005 with a sill parameter 9 — 0.4 using an Ex
ponential covariance function, showing ANOVA ROC curve (black), hybrid with 
annotation based pleiotropy estimates (red), hybrid with parametrically estimated 
expression based pleiotropy estimates (green), hybrid with non-parametrically esti
mated expression based pleiotropy estimates (dark blue), and hybrid with annotation 
and expression estimated pleiotropy estimates (light blue). 



Chapter 6 

Conclusion and Discussion 

The main contribution of this thesis is the quantification of biological distance and its 

use eQTL mapping. This has many implications for integrating external information 

in both biology as well as other fields with ontologies, such as the NAICS, GICS or 

ICB in econometrics. The main finding of this thesis is that incorporating external 

annotation data correctly can greatly improve the quality of the eQTL mapping, but 

incorporating either incorrect external data or incorporating external data incorrectly 

can greatly reduce the quality. This was shown by using the MANOVA based hybrid 

algorithm which used biological annotation information to estimate multivariate phe-

notypes also known as pleiotropies, when compared to independent one way ANOVAs 

which do not take any annotation information into account. With the limited scope 

of this work, several limitations are evident, but there are also very many possible 

extensions for future work. 

6.1 Discussion 

The hybrid method shows proof of concept results that correctly incorporating anno

tation information can increase the quality of eQTL mapping, although it is suscep

tible to several pitfalls. The main discussion points relate to: the biological distances 
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between transcripts within the pleiotropy; the biological distance between the tran

scripts in the pleiotropy and those not in the pleiotropy; the heritability of the eQTL; 

and the covariance function used to generate the covariance matrix from the biolog

ical distances and its parameters. These points are relevant to both the simulated 

data as well as the eQTL mapping methods. 

6.1.1 Discussion of Simulated Data 

As with any open problem, all results depend on the unknown truth. With that 

in mind, I used an appropriate fixed effects model to generate data to examine the 

general properties of the hybrid method. This fixed effects model depended on both 

SNP genotypes and pleiotropies with their effect on biological annotations. The 

SNP genotypes were easy to generate under the assumptions of an additive model, 

Hardy-Weinberg Equilibrium and a minor allele frequency of one half. However, the 

true biological knowledge concerning the pleiotropies and their relationships is not 

well understood. It is likely that the literature contains new information to improve 

the fidelity of these pleiotropic relationships. This will have a big impact on the 

underlying model in addition to the knowledge and use of biological distance. 

6.1.2 Discussion of Examples 

The examples established bounds where the inclusion of biological annotation data 

into eQTL mapping with the hybrid method increases, decreases or does not change 

performance with respect to independent one way ANOVAs. The first example 

showed that there were two basic situations where there is no change using the hybrid 

algorithm- when heritability is very large, above .5, or very small, below .01. These 

values are specific to the set of parameters in the simulations. Example one also 

demonstrated issues relating to correlation in the transcripts within the pleiotropies. 

Having highly correlated traits is detrimental to mapping quality, and performance 

gains relative to one way ANOVAs is optimal with very small biological distances, 
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a possibly troubling finding. However, as the heritability increases, this flaw is mit

igated. Example two extended example one by showing that biological distances 

between the pleiotropic transcripts and those outside the pleiotropy did not seriously 

affect the performance of the eQTL mapping. Finally, the final example showed that 

the estimation of the pleiotropic transcripts is paramount. As error is introduced 

to the estimated pleiotropic transcripts, the variance of the AUC estimate increases 

greatly. This is due to the definitions of false positives and false negatives for mul

tivariate phenotypes. It also showed that use of the Gaussian covariance function 

with its decreased correlation between distances relative to the exponential covari

ance function was preferable over the exponential covariance function. 

6.2 Possible Limitations 

Potential pitfalls are ubiquitous in the biological realm. This is due to the sparseness 

of data, the fact that we are attempting to estimate one small set of interactions inside 

a cell- the associations between RNA transcripts and SNP genotypes, leaving out all 

information about proteins and their interactions, for example. The sparseness of the 

data comes from the fact that the number of subjects on which data is collected is 

vastly smaller than the number of RNA transcripts measured or the number of SNP 

genotypes measured, eg n3Ub «C URNA and nsub <• KSNP, and the poor quality of 

high throughput data. That is, there is a great deal of faith that must be used when 

treating mRNA as a proxy for protein measurements. The biological assumptions are 

almost surely violated somewhere due to phenomena such as silencing, alternative 

splicing, microRNA interference, copy number variation, etc. Finally, one of the most 

dangerous limitations is that these eQTL mapping methods have been used on a very 

small handful of real datasets. Most of the knowledge about their performance is 

circular to some degree, in that the methods used to generate data are then used for 

mapping. 
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Prom a genetics perspective, I used a relatively common set of assumptions. I 

only considered the the additive case, no linkage disequilibrium, I assumed all SNP 

genotypes were in Hardy-Weinberg Equilibrium, and that the minor allele frequency 

was .5. This was the only practical way to proceed given the exponential number of 

possibilities to choose from in the creation of the simulation. Starting simple allows 

the fundamentals to be explored, which provides a great deal of insight for future 

investigations in this virgin field. 

6.2.1 Limitations due to Annotation 

The first and most important issue is that of annotations. New annotations are added 

on a daily basis, and these annotations change with every version of the human 

genome. The first issue means that an analysis is not static; it changes by small 

amounts on a daily basis, and can change a great amount when the quarterly human 

genome update is released. This has been a problem in the past, and one approach is 

to focus the analysis on unigene clusters which are "stable" from one genome build 

to the next (Coombes 2004). It is an open question to compare the stability of the 

unigene clusters with the quality of annotation evidence. The annotation used is a 

huge deal, as the addition or removal of nodes from an ontology could have huge 

effects. 

6.2.2 Limitations due to Estimating the Pleiotropies 

Most of the problems with the estimation of pleiotropies are due to poor quality 

inputs. It is a garbage in garbage out situation. The lack of true biological knowledge 

combined with the small number of noisy expression levels is the culprit. The effects 

of this are straight forward- it leads to a high number of false negatives. Another 

side issue is the arbitrary nature of expression methods, and the issues these changes 

in scale can cause, as different clusters will result from a dChip measure than from a 

PDNN measure. Another issue is estimating the right number of clusters, especially 
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when there are few observations. 

6.3 Possible Extensions 

The lack of research in this area means that there are a great number of low hanging 

fruit. These extensions are primarily focused on the use of univariate expression data, 

however they apply equally well to the unexplored area of eQTL mapping with time 

course data. 

6.3.1 Estimating Pleiotropies 

Correctly estimating the pleiotropies is imperative to producing quality results from 

the hybrid method. The most obvious first approach to improving clustering per

formance is to use the evidence codes. For example, when working with GO data 

one could begin by using only the most well trusted evidence codes, like TAS, then 

compare those results to a weighted use of evidence. It might be useful to restrict 

annotations to the single annotation with the highest quality or deepest node on the 

ontology. Further, incorporation of multiple annotation sources including KEGG, 

MIPS, and other GO data as appropriate, although this is more abstract. 

The approach suggested by Coombes (2004), of weighting annotations by their 

stability through builds, has a great deal of potential. Related to this, as annotations 

change with each update of the genome each quarter, it may be possible to use these 

changes in some constructive way, as a new IES evidence code in the gene ontology 

coded annotation doesn't mean much, but the change of an evidence code from IES 

to TAS is significant, and more meaningful than a regular TAS. 

Using more biological knowledge to predict the size of biological units is another 

open question. It may be possible to use the structure of the graph to estimate 

the size or characteristics of cliques or fc-plexes in the graph. (Balasundaram et al. 

2006) Further, restricting analysis only to SNPs in functionally important codons may 
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provide the most immediate benefits from a dimension reduction perspective. Using 

sequence data (Lord et al. 2003), and a homology argument may further improve the 

quality of the metadata. 

If the number of observations increases with respect to the number of SNPs and 

transcripts (the opposite seems to be occurring), it would be practical to use these 

new degrees of freedom to either use different variances in the stratified EM algo

rithm, or to attempt to use the data in a mixed model approach. Further approaches 

could attempt to quantify the distances between individual nodes, perhaps weighting 

relative to the depth of the node. 

6.3.2 Other 

There are many other extensions which may be of interest. As discussed previously, 

analyzing the graph structure of the nodes, using information about their distribu

tion to improve the quality of the annotation information. There is something special 

about highly connected and highly isolated nodes in a biological context. Also, as 

more data becomes available, it will be important to plan for more complex rela

tionships from transcripts affected by more than one SNP to epistasis, interactions, 

environmental factors, etc. Another data reduction which has shown promise in other 

areas of genetics is the use of estimated haplotypes or tagging SNPs. To combat the 

noisiness of the data, robust methods may be fruitful. Another possible extension 

would be to incorporate the use of LD among SNPs to better use metadata about 

the correlation between SNPs. 

Another issue which ought to be further examined is the concept of biological 

distance. Specifically, a rigorous, wet lab approach to biological distance over different 

domains is necessary to examine the behavior of the underlying spatial process(es). 

It is not absolutely clear how statistical concepts such as stationarity translate into 

biological concepts. To account for nonstationarity in the co-variance structure, a 

regime switching approach similar to Ensor and Davis (2005) would be a good place 
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to start. More important are the biological implications and complications which 

result from making the statistical assumptions. It is not clear how the effects of 

distance change within or between tissues and organisms. 

Without loss of generality, I used annotations to the BP gene ontology as this was 

suggested to be the ontology which was most relevant to gene-transcript associations. 

It is possible that some other ontology or domain may better explain gene-transcript 

associations and the correlation in microarray data. It is also possible that other 

ontologies may be preferable for annotations of different types of data, such as protein 

data. Further, another question is what do we lose by using a DAG? Are there other 

representations of biological domains with more natural biological distance metrics 

which we can use? 

Another natural setting in which to use annotation information is with hypotheses 

based on the KEGG pathways (Kanehisa et al. 2006), one of which is shown in figure 

1.1. Formally, KEGG is focused on protein interactions, so as protein data becomes 

more widespread, it could be possible to perform QTL mapping with protein as the 

quantitative trait. In this case, the biological units can be rigorously defined in 

a graph distance, such as the transcripts of proteins whose longest path from the 

protein of the SNP of interest is of length k or less. In this case, KEGG pathways 

could be considered prior information and the results would serve to update KEGG. 

6.4 Future Work 

The most useful methodological work will depend on the change in the type, quality 

and amount of data. Two scenarios which we ought to be prepared for include the 

case when annotation information grows faster than the number of subjects observed 

which depends on the cost of chips. It is not clear how heavily annotation data 

depends on chip data. In the case of observations growing faster than annotation, 

then a natural approach is to use the ontology information as the basis of a dynamic 
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systems approach. This could be equally fruitful with a structural equation approach 

as shown by Li et al. (2006). A hierarchical model which takes into account prior 

information about pathways for eQTL would we another way to leverage the available 

biological data. The potential effects of using biological distance are great and impact 

a great many fields from statistical genetics to metabolic engineering. 



Appendix A 

Reference for Acronyms 

ANOVA analysis of variance 

BH I Benjamini and Hochberg method for FDR 

BP Biological Process (GO category) 

CEPH Centre d'etude du polymorphisme humain 

CC Cellular Component (GO category) 

DAG directed acyclic graph 

EBarrays Kendziorski et al. (2004) empirical bayes method for 

eQTL 

EM expectation maximization algorithm 

eQTL expression QTL, using mRNA as a very high dimensional 

QT (term not fully accepted) 

FDR false discovery rate, type of MTC 

GAW genetics analysis workshop 

GLS generalized least squares 

GO gene ontology 

GOA gene ontology association 

KEGG Kyoto Encyclopedia of Genes and Genomes 
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LD 

LP 

MANOVA 

MAF 

MAS 

MF 

MIPS 

MTC 

PAM 

PDNN 

Linkage Disequilibrium (spatial correlation between ad

jacent markers) 

Longest Path (graph distance metric) 

multivariate analysis of variance 

minor allele frequency 

Microarray Analysis Suite Version 5, a method (unit) for 

measuring mRNA 

Molecular Function (GO category) 

The Munich Information Center for Protein Sequences 

multiple testing correction 

partitioning around mediods, a clustering algorithm 

positional dependent nearest neighbor, a method (unit) 

for measuring mRNA 

QT quantitative trait, response in gene mapping a quantita

tive phenotype (mRNA in this work) 

QTL quantitative trait loci, the marker(s) affecting a qt 

RMA 

RNA 

SEM 

SNP 

UI 

UTR 

robust multichip average method (unit) for measuring 

mRNA 

ribonucleic acid (implicitly messenger RNA, (mRNA) a 

gene transcript) 

Stratified EM algorithm 

single nucleotide polymorphism, type of marker (this 

work concerns methods for biallelic snps) 

union intersection (graph distance metric) 

un-translated region (of a gene) 

Table A.l: Common acronyms used in this thesis. 



88 



Bibliography 

D.B. Allison, B. Thiel, P. St Jean, R.C. Elston, M.C. Infante, and N.J. Schork. 

Multiple Phenotype Modeling in Gene-Mapping Studies of Quantitative Traits: 

Power Advantages. The American Journal of Human Genetics, 63(4): 1190-1201, 

1998. 

M. Ashburner, CA Ball, JA Blake, D. Botstein, H. Butler, JM Cherry, AP Davis, 

K. Dolinski, SS Dwight, JT Eppig, et al. Gene ontology: tool for the unification of 

biology. The Gene Ontology Consortium. Nat Genet, 25(1):25~9, 2000. 

B. Balasundaram, S. Butenko, I.V. Hicks, and S. Sachdeva. Clique Relaxations in 

Social Network Analysis: The Maximum k-plex Problem. Working paper, 2006. 

Y. Benjimini and Y. Hochberg. Controlling the False Discovery Rate:a practical and 

powerful approach to multiple testing. J. R. Statist. Soc. B, 57(l):289-300, 1995. 

D.I. Boomsma. Using multivariate genetic modeling to detect pleiotropic quantitative 

trait loci. Behavior Genetics, 26(2):161-166, 1996. 

R.B. Brem, G. Yvert, R. Clinton, and L. Kruglyak. Genetic dissection of transcrip

tional regulation in budding yeast. Science, 296:752-755, 2002. 

KW Broman. Mapping expression in randomized rodent genomes. Nat Genet, 37(3): 

209-10, 2005. 

89 



90 

C.R. Bush. Nuclear hormone receptor superfamily comments, personal communica

tion, April 2007. 

E.J. Chesler, L. Lu, S. Shou, Y. Qu, J. Gu, J. Wang, H.C. Hsu, J.D. Mountz, N. Bald

win, M.A. Langston, D.W. Threadgill, K.F. Manly, and R.W. Williams. Genetic 

dissection of gene expression reveals polygenic and pleiotropic networks modulating 

brain structure and function. Nature Genetics, 37:233-242, 2005. 

V.G. Cheung, L.K. Conlin, T.M. Weber, M. Arcaro, K.Y. Jen, M. Morley, and R.S. 

Spielman. Natural variation in human gene expression assessed in lymphoblastoid 

cells. Nature Genetics, 33:422-425, 2003. 

K. Coombes. Discussion on stability of unigene clusters, personal communication, 

November 2004. 

R. Diestel. Graph Theory. Springer, 2005. 

K.B. Ensor and G.M. Davis. Evolving structure in multivariate time series with 

application to financial systems. Submitted, 2005. 

D.M. Evans. The Power of Multivariate Quantitative-Trait Loci Linkage Analysis Is 

Influenced by the Correlation between Variables. The American Journal of Human 

Genetics, 70(6): 1599-1602, 2002. 

R. Gentleman. Using GO for statistical analyses. In Jaromir Antoch, editor, Compstat 

2004 - Proceedings in Computational Statistics, pages 171-180, Heidelberg, 2004. 

Physica Verlag, Heidelberg, Germany. 

R. Gentleman, annotate: Annotation for microarrays, 2006. R package version 1.12.1. 

Jeff Gentry. Rgraphviz: Provides plotting capabilities for R graph objects, 2007. R 

package version 1.12.3. 



91 

D. Huang and W. Pan. Incorporating biological knowledge into distance-based clus

tering analysis of microarray gene expression data. Bioinformatics, 22(10): 1259, 

2006. 

D. Huang, P. Wei, and W. Pan. Combining Gene Annotations and Gene Expres

sion Data in Model-Based Clustering: Weighted Method. OMICS A Journal of 

Integrative Biology, 10(1), 2006. 

R.A. Irizarry, B.M. Bolstad, F. Collin, L.M. Cope, B. Hobbs, and T.P. Speed. Sum

maries of Affymetrix GeneChip probe level data. Nucleic Acids Res, 31(4):el5, Feb 

2003. 

H. Kacser and J.A. Burns. The control of flux. Symp. Soc. Exp. Biol, 27:65-104, 

1973. 

M. Kanehisa and S. Goto. KEGG: Kyoto Encyclopedia of Genes and Genomes. 

Nucleic Acids Research, 28(l):27-30, 2000. 

M. Kanehisa, S. Goto, M. Hattori, K.F. Aoki-Kinoshita, M. Itoh, S. Kawashima, 

T. Katayama, M. Araki, and M. Hirakawa. From genomics to chemical genomics: 

new developments in KEGG. Nucl. Acids Res., 34(suppl l):D354-357, 2006. 

C. Kendziorski, M. Chen, M. Yuan, and A.D. Attie. Statistical methods for expres

sion trait loci (etl) mapping. Technical report, University of Wisconsin, Dept. of 

Biostatistics and Medical Informatics, Technical Report 184, Madison, WI, 2004. 

C. Kendziorski, M. Chen, M. Yuan, H. Lan, and A.D. Attie. Statistical methods for 

expression quantitative trait loci (eQTL) mapping. Biometrics, 62:19-27, 2006. 

CM. Kendziorski, M.A. Newton, H. Lan, and M.N. Gould. On parametric empiri

cal bayes methods for comparing multiple groups using replicated gene expression 

profiles. Statistics in Medicine, 22:3899-3914, 2003. 



92 

WS Klug and MR Cummings. Concepts of genetics. Pearson Education, Inc New 

Jersey, USA, 1997. 

A.B. Korol, Y.I. Ronin, A.M. Itskovich, J. Peng, and E. Nevo. Enhanced Efficiency 

of Quantitative Trait Loci Mapping Analysis Based on Multivariate Complexes of 

Quantitative Traits. Genetics, 157(4): 1789-1803, 2001. 

E.S. Lander, L.M. Linton, B. Birren, C. Nusbaum, M.C. Zody, J. Baldwin, K. Devon, 

K. Dewar, M. Doyle, W. FitzHugh, et al. Initial sequencing and analysis of the 

human genome. Nature, 409(6822) :860-921, 2001. 

C. Li and W.H. Wong. Model-based analysis of oligonucleotide arrays: model val

idation, design issues and standard error application. Genome Biology, 2(8): 

research0032.1-research0032.11, 2001. 

J. Li and M. Burmeister. Genetical genomics: combining genetics with gene expression 

analysis. Human Molecular Genetics, 14:R163~~R169, 2005. 

R. Li, S.W. Tsaih, K. Shockley, I.M. Stylianou, J. Wergedal, B. Paigen, and G.A. 

Churchill. Structural model analysis of multiple quantitative traits. PLoS Genet, 

2(7):ell4, 2006. 

PW Lord, RD Stevens, A. Brass, and CA Goble. Investigating semantic similar

ity measures across the Gene Ontology: the relationship between sequence and 

annotation. Bioinformatics, 19(10):1275-1283, 2003. 

D. Maglott, J. Ostell, K.D. Pruitt, and T. Tatusova. Entrez Gene: gene-centered 

information at NCBI. Nucleic Acids Research, 33(Database Issue):D54, 2005. 

K.V. Mardia, J.T. Kent, and J.M. Bibby. Multivariate analysis. Academic Press New 

York, 1979. 

N. Martin, D. Boomsma, and G. Machin. A twin-pronged attack on complex traits. 

Nature Genetics, 17(4):387-392, 1997. 



93 

HW Mewes et al. MIPS: analysis and annotation of proteins from whole genomes. 

Nucleic Acids Research, 32:D41-D44, 2004. 

W. Pan. Incorporating gene functions as priors in model-based clustering of microar-

ray gene expression data. Bioinformatics, 22(7):795, 2006. 

M.V. Rockman and L. Kruglyak. Genetics of global gene expression. Nature Reviews 

Genetics, 7:862-872, 2006. 

O. Schabenberger and C.A. Gotway. Statistical methods for spatial data analysis. 

Chapman & Hall/CRC, 2005. 

E.E. Schadt, S.A. Monks, T.A. Drake, A.J. Lusis, N. Che, V. Colinayo, T.G. Ruff, 

S.B. Milligan, J.R. Lamb, G. Cavet, P.S. Linsley, M. Mao, R.B. Stoughton, and S.H. 

Friend. Genetics of gene expression surveyed in maize, mouse and man. Nature, 

422:297-302, 2003. 

M.W. Strickberger. Genetics. Macmillan Publishing Co., New York, third edition, 

1985. 

J.W. Tukey. The future of data analysis. Annals of Mathematical Statistics, 33:1-67, 

1962. 

T. Williams. Choice of co-variance function for biological distance, personal commu

nication, April 2007. 

L. Zhang, K. Coombes, and L. Xia. Methods of Microarray Data Analysis III, chapter 

Quantifications of Cross Hybridization on Oligonucleotide Microarrays. Klewer, 

New York, 2003. 

X. Zhou, M.C.J. Kao, and W.H. Wong. Transitive functional annotation by shortest-

path analysis of gene expression data. Proceedings of the National Academy of 

Sciences, 99(20): 12783-12788, 2002. 



94 

J. Zhu, M.C. Wiener, C. Zhang, A. Pridman, E. Minch, and et al. Increasing the 

Power to Detect Causal Associations by Combining Genotypic and Expression Data 

in Segregating Populations. PLoS Computational Biology, 3(4):e69, 2007. URL 

doi:10.1371/journal.pcbi.0030069. 


