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Enhancing Ethernet's Reliability and Scalability 

Khaled Elmeleegy 

Abstract 

Ethernet is pervasive. This is due in part to its ease of use. Equipment can be added 

to an Ethernet network with little or no manual configuration. Furthermore, Ethernet is 

self-healing in the event of equipment failure or removal. Unfortunately, it suffers from 

significant reliability and scalability problems. 

Ethernet's distributed forwarding topology computation protocol - the Rapid Spanning 

Tree Protocol (RSTP) - is known to suffer from a classic count-to-infinity problem. How

ever, the cause and implications of this problem are neither documented nor understood. In 

this dissertation, we identify the exact conditions under which the count-to-infinity prob

lem manifests itself, and we characterize its effect on forwarding topology convergence. 

Also, we have discovered that a forwarding loop can form during count to infinity, and we 

provide a detailed explanation. In addition to count to infinity induced forwarding loops, 

Ethernet is known to suffer from other types of forwarding loops. A forwarding loop can 

cause packet loss and duplication, which in some cases may persist indefinitely. 

To address these reliability problems, we propose two solutions. First, we introduce 

the EtherFuse, a new device that can be inserted into an existing Ethernet. In the event 

of failures, the EtherFuse speeds the reconfiguration of the spanning tree and suppresses 

packet duplication. EtherFuse is backward compatible and requires no change to the exist

ing hardware, software, or protocols. We describe a prototype EtherFuse implementation 

and experimentally demonstrate its effectiveness. Specifically, we characterize how quickly 

it responds to network failures, its ability to reduce packet loss and duplication, and its ben

efits on the end-to-end performance of common applications. Second, we propose a simple 



yet effective modification to the standard RSTP protocol called RSTP with Epochs. This 

solution guarantees that the forwarding topology converges in at most one round-trip time 

across the network and eliminates the possibility of a count-to-infinity induced forwarding 

loops. 

In addition to the reliability problems, Ethernet also faces scalability challenges due 

to broadcast traffic. We studied and characterized broadcast traffic in Ethernet networks 

using real traces. In these traces, we found that broadcast is mainly used in Ethernet for 

service and resource discovery. For example, the Address Resolution Protocol (ARP) uses 

broadcast to discover a MAC address that corresponds to a network layer address. 

To avoid broadcast requests for service and resource discovery, we propose that the 

network caches this information, then serves those requests from the cache. To this end, 

we introduce a new device, the EtherProxy* that uses caching to suppress broadcast traffic. 

EtherProxy is backward compatible and requires no changes to existing hardware, soft-
' i 

ware, or protocols. Moreover, it requires no configuration. In our evaluation, we used 

real and synthetic workloads. The synthetic workloads try to simulate broadcast traffic in 

very large Ethernet networks. They are constructed with the aid of our characterization of 

broadcast traffic in real traces. Using both workloads, we experimentally demonstrate the 

effectiveness of the EtherProxy. 

*Not to be confused with Proxy ARP [40] 
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Chapter 1 

Introduction 

Ethernet* is the dominant networking technology in a wide range of environments, includ

ing home and office networks, data center networks, and campus networks. By far the most 

important reasons for Ethernet's dominance are its high performance-to-cost ratio and its 

ease of use. Equipment can be added to an Ethernet network with little or no manual config

uration. Furthermore, Ethernet is self-healing in the event of equipment failure or removal. 

Unfortunately, Ethernet faces significant reliability and scalability challenges. 

1.1 Motivation 

1.1.1 Reliability Challenges 

Ethernet's ease of use is due in large part to its ability to flood packets. Flooding is used 

to deliver a packet to a new destination address whose topological location in the network 

is unknown. As an optimization, an Ethernet switch can observe the flooding of a packet 

to learn the topological location of an address. Specifically, a switch observes the port at 

which a packet from a particular source address S arrives. This port then becomes the 

outgoing port for packets destined for S and so flooding is not required to deliver future 

packets to S. 

"In this dissertation, Ethernet always refers to the modern point-to-point switched network technology as 

opposed to the legacy broadcast network technology. 
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To support the flooding of packets for new destinations and address learning, an Eth

ernet network also dynamically computes a cycle-free active forwarding topology using a 

spanning tree protocol. This active forwarding topology is a logical overlay on the under

lying physical topology. Cycles in the underlying physical topology provide redundancy in 

the event of a link or switch failure. However, it is essential that the active forwarding topol

ogy be cycle free. Because Ethernet packets do not include a time-to-live field, broadcast 

packets will persist indefinitely in a network cycle, causing congestion. Moreover, unicast 

packets may be misforwarded if a cycle exists. Specifically, address learning may not func

tion correctly because a switch may receive packets from a source on multiple switch ports, 

making it impossible to build the forwarding table correctly. Finally, when a link or switch 

failure disrupts the active forwarding topology, the network suffers from a period of packet 

loss. This packet loss lasts until the active forwarding topology is recomputed to bypass 

the failed component. 

The dependability of Ethernet therefore heavily relies on the ability of the spanning 

tree protocol to quickly recompute a cycle-free active forwarding topology upon a partial 

network failure. However, under each of the standard spanning tree protocols [25,24], 

there are scenarios in which a local event can lead to a count-to-infinity behavior in the 

network which can cause up to tens of seconds of network convergence time. In other 

scenarios, local events can lead to the formation of forwarding loops. Those failures can 

lead to network-wide packet loss and duplication. 

Detecting and debugging the causes of these problems is challenging. This is because a 

simple local failure can bring down the whole network. Moreover, finding this local failure 

can be labor intensive. For example, Cisco's prescribed way for troubleshooting forward

ing loops is to maintain a current diagram of the network topology showing the blocked 

ports. Then, check the state of each of these ports. If any of these ports is forwarding, then 
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a failure at this port is the likely cause for the forwarding loop [10]. However, for many 

reasons this technique is not foolproof. First, even if the network administrator keeps track 

of the network topology by tracking all network upgrades, it is difficult to keep track of au

tomatic network reconfigurations in response to failures. The administrator may not know 

or notice those failures promptly as failures can get masked by Ethernet's fault-tolerance 

features. Second, even if a current network diagram is available, the network administrator 

may have to walk to the bridges with the suspect ports to check their state, which can be 

time consuming. This is because the administrator may not be able to check the states of 

the suspect ports remotely if the network is unavailable. The network disruption at the Beth 

Israel Deaconess Medical Center in Boston illustrates the difficulty of troubleshooting Eth

ernet failures [2,3]. In this incident, the network suffered from disruptions for more than 

three days due to problems with the spanning tree protocol. 

A variety of approaches have been proposed to address the reliability problems with 

Ethernet. Some researchers have argued that Ethernet should be redesigned from the 

ground up [37,31,42]. In contrast, others kept the basic spanning tree model but added 

their proprietary solutions to a few specific spanning tree problems. This includes Cisco's 

LoopGuard [8] and Unidirectional Link Detection (UDLD) protocol [11]. However, alto

gether these proprietary solutions still do not address all of Ethernet's reliability problems. 

In this dissertation, we propose two approaches to overcome Ethernet's reliability prob

lems. First, we take a fully backward compatible approach to mitigate the problems by in

troducing a new device that is to be plugged into the network. The second approach is at the 

protocol level. We augment the RSTP protocol to eliminate the count-to-infinity problem 

and substantially reduce the convergence time. 
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1.12 Scalability Challenges 

In addition to Ethernet's reliability problems, Ethernet also faces scalability challenges. In 

Ethernet networks, many higher level protocols rely on broadcast for service and resource 

discovery. For example, ARP [39] uses broadcast to discover a MAC address that corre

sponds to a network layer address. A Dynamic Host Configuration Protocol (DHCP) [13] 

client also relies on broadcast to find the DHCP server. 

Broadcast traffic poses a scalability problem to Ethernet networks. This broadcast traf

fic increases with the increase of number of hosts in the network. This can reach a point 

where broadcast traffic consumes a significant part of the network bandwidth. Moreover, 

the CPUs of end hosts can get overloaded by processing broadcast packets received from 

the network. 

To handle this, a large Ethernet network is partitioned into smaller segments. Those 

Ethernet segments are connected together using layer 3 routers. This is because a router 

does not forward broadcast traffic. Hence, an Ethernet segment is called a broadcast do

main . To limit the amount of broadcast traffic in a broadcast domain, the number of hosts in 

the domain needs to be limited. Table 1.1 shows Cisco's recommendation for the number 

of hosts in a broadcast domain based on higher level protocols used in the network [33]. 

Those values are very modest, because of the scalability problem due to broadcast traffic. 

An Ethernet network can be segmented physically into separate physical networks, or 

logically using Virtual Local Area Networks(VLANs) [24]. Using VLANs offers more 

flexibility over physical segmentation of the network. This is because in the VLANs case, 

segmentation is logical and thus configurable. This is useful, for example, if a user con

nected to a segment S wants to change her location while remaining connected to S. In 

this case, a network port at the new location can be configured to belong to S, allowing the 

user to move while remaining connected to S. 
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Although segmenting Ethernet networks alleviates the scalability problem, it does not 

come without a cost. In a large network, this would require plenty of error-prone manual 

labor. First, if VLANs are used, they must be created and configured. Second, subnets need 

to be created too. Third, address assignment needs to be managed. Fourth, routers connect

ing network segments need to be configured. Moreover, this approach is costlier than using 

Ethernet alone. This is because layer 3 routers are significantly more expensive than layer 2 

Ethernet switches. Their high cost is due to their complexity compared to layer 2 switches, 

e.g. they may be required to handle different protocols like IP, IPX, and AppleTalk. Further, 

there are protocols that are not routable at the network level, e.g. the Network Basic In

put/Output System (NetBIOS) [32] and the Maintenance Operations Protocol (MOP) [12]. 

Furthermore, in data centers, virtual machines are migrated across physical machines for 

load balancing purposes. However, migrating virtual machines across physical machines 

lying on different Ethernet segments is problematic. This is because they need to change 

their IP address at runtime, which is problematic for many software applications. From 

all this, we argue that it is desirable to build large LANs by exclusively relying on layer 2 

technology (e.g. Ethernet) rather than using layer 3 (e.g. IP routing). 

To scale Ethernet, Myers et al. have proposed to eliminate the broadcast service from 

Ethernet entirely [31]. They proposed to rely on a directory service for address resolution 

and boot strapping a new system. In this approach, a host joining the network needs to 

first register with the directory service via its local switch. Then, it can receive the boot 

strapping information by querying the directory service. This approach is not backward 

compatible. It requires changes to end hosts, network services and infrastructure. 

In contrast, we take a backward compatible approach to address Ethernet's scalability 

problem. In our approach, the network caches the information hosts used to discover via 

broadcast. Then, broadcast requests are served using the cached information. 
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Protocol 

IP 

Netware 

AppleTalk 

NetBIOS 

Mixed 

Recommended maximum number of hosts 

500 

300 

200 

200 

200 

Table 1.1: Recommended maximum size of a broadcast domain by Cisco based on the protocols 
running in the broadcast domain. 

12 Thesis Statement 

My thesis is thai Ethernet has significant reliability and scalability problems. The reliability 

problems arise from flaws in the current Ethernet spanning tree protocols. For scalability, 

broadcast traffic is a major limiting factor. The reliability problems can be addressed in two 

ways. First, protocol level fixes can be introduced. Second, a completely transparent and 

backward compatible solution can be used, where a device can be introduced in the net

work to monitor the traffic, observe anomalies to deduce failures, and then take corrective 

actions. For the scalability problems, broadcast traffic for resource and service discovery 

can be substantially reduced via caching. A new device can be introduced into the network 

that transparently caches protocol information and then serves this information from its 

cache instead of having to broadcast for it. 

To support this thesis, I've designed and implemented the proposed solutions. Using 

these implementations and realistic workloads, I experimentally show that Ethernet's reli

ability and scalability can be substantially improved. 
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13 Thesis Summary 

The goal of this dissertation is to study Ethernet's reliability and scalability problems, and 

to propose solutions to these problems. 

For the reliability problems, the dissertation characterizes the causes and effects of the 

count-to-infinity problem. It then proposes two approaches to handle different Ethernet 

reliability problems. 

In the first approach, we introduce the EtherFuse [15], a new device that can be inserted 

into an existing Ethernet to speed the reconfiguration of the spanning tree and suppress 

packet duplication. The EtherFuse is inserted at redundant links in the network. It is com

patible with any of Ethernet's standard spanning tree protocols and requires no change to 

the existing hardware, software, or protocols. We describe a prototype EtherFuse imple

mentation and experimentally demonstrate its effectiveness. 

In our second approach, we propose a simple yet effective solution called RSTP with 

Epochs [14,16]. This solution relies on the fact that the count to infinity is due to Ethernet 

switches caching stale information, then using this information in the future. RSTP with 

Epochs augments the RSTP protocol, introducing a mechanism that identifies and kills stale 

information. This guarantees that the forwarding topology converges in at most one round-

trip time across the network. RSTP with Epochs does this while maintaining backward 

compatibility with the legacy spanning tree protocols, i.e. STP and RSTP. 

For the scalability problems, with the aid of real network traces, the dissertation char

acterizes the broadcast traffic workloads. The vast majority of this broadcast traffic was 

used for service and resource discovery. Then, the dissertation proposes a new device, 

the EtherProxy, that can be inserted into an existing Ethernet to suppress broadcast traffic 

due to service and resource discovery. For protocols that use broadcast for discovery, an 

EtherProxy caches protocol information carried by protocol messages passing through it. 
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Then for each of those protocols, the EtherProxy employs an algorithm that can suppress 

subsequent broadcast protocol messages with the aid of the cached protocol information. 

For example, an EtherProxy can cache the ARP response to an ARP request. Subsequent 

ARP requests for the same IP address can be served directly from the EtherProxy's cache 

rather than broadcasting the request over the network. EtherProxy is backward compat

ible and requires no changes to existing hardware, software, or protocols. Moreover, it 

requires no configuration. This allows a single Ethernet network, with a single broadcast 

domain, to scale to much larger sizes than before. Consequently, a large network can be 

built exclusively using layer 2 technology, i.e. Ethernet. 

1.4 Thesis Contributions 

For Ethernet's reliability work, the contributions include: 

• Characterize the exact conditions under which the count-to-infinity problem occurs 

inRSTP. 

• Identify the specific aspects of the RSTP specification that allow the count-to-infinity 

problem to occur. 

• Uncover harmful race conditions between the state machines defined in the RSTP 

specification. These race conditions in combination with a count to infinity can lead 

to a temporary forwarding loop. 

• Provide a study of the count-to-infinity problem in RSTP under simple network 

topologies, and different protocol parameter settings, demonstrating that protocol 

parameter tuning cannot adequately improve RSTP's convergence time. 



• Characterize the effects of the count-to-infinity problem, and the count-to-infinity-

induced forwarding loops on real applications. 

• Propose and evaluate a new transparent device, EtherFuse, that can be inserted into 

an existing Ethernet to speed the reconfiguration of the spanning tree and suppress 

packet duplication. 

• Propose and evaluate a simple yet effective solution, RSTP with Epochs, that elimi

nates the count-to-infinity problem and dramatically improves the convergence time 

of the spanning tree computation upon failure to roughly one round-trip time across 

the network. 

For enhancing Ethernet's scalability, the contributions include: 

• Characterize the broadcast traffic in Ethernet Networks. 

• Propose and evaluate a new transparent device, EtherProxy, that can be inserted into 

exiting Ethernet to substantially suppress broadcast traffic, allowing the network to 

grow to much larger sizes. 

1.5 Organization 

The rest of this dissertation is organized as follows. Chapter 2 gives a background about 

Ethernet operation and the RSTP protocol. Chapter 3 presents different challenges Ethernet 

networks currently face. Chapter 4 provides an in-depth analysis of the count-to-infinity 

problem. In Chapter 5, the EtherFuse, which a solution to Ethernet's reliability problems, is 

presented and evaluated. Chapter 6 proposes RSTP with Epochs, which provides a solution 

to the count-to-infinity problem at the protocol level. Chapter 7 describes the EtherProxy's 
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design and implementation. Then, it evaluates the effectiveness of the EtherProxy. Finally, 

Chapter 8 concludes the dissertation. 
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Chapter 2 

Background 

2.1 The Rapid Spanning Tree Protocol (RSTP) 

The Rapid Spanning Tree Protocol (RSTP) is defined by the IEEE 802.1D (2004) stan

dard [25]. It is the current Ethernet spanning tree protocol and the successor to the Span

ning Tree Protocol (STP). It was created to overcome STP's long convergence time that 

could reach up to 50 seconds [9]. In STP, each bridge maintains a single spanning tree 

path. There are no backup paths. In contrast, in RSTP, each bridge computes alternate 

spanning tree paths using redundant links that are not included in the active forwarding 

topology. These alternate paths are used for fast failover when the primary spanning tree 

path fails. Moreover, to eliminate the long delay used in STP for ensuring the convergence 

of bridges' spanning tree topology state, RSTP bridges use a hop-by-hop hand-shake mech

anism called sync to explicitly synchronize the state among bridges. 

2.1.1 The Spanning Tree 

RSTP employs a distributed Spanning Tree Algorithm (STA) that computes a unique span

ning tree over the network of bridges and connecting links. Each bridge is required to have 

a unique ID. The spanning tree is rooted at the bridge with the lowest ID in the network. 

The path through the spanning tree from any bridge to the root bridge is guaranteed to be 

of minimum cost. 

A bridge port, which connects a link to a bridge, has two main attributes, a role and a 
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state. The port's role describes the port's place in the constructed spanning tree. Only three 

roles are relevant to this document. First, a root port connects a bridge to its parent in the 

spanning tree. Second, a designated port connects a bridge to one or more children in the 

spanning tree. Thus, a bridge's parent is sometimes called its designated bridge. Third, an 

alternate port is not a part of the spanning tree. It connects a bridge to a redundant link that 

provides a backup path to the root. 

A port's state is either forwarding or blocking, depending on whether the port forwards 

data packets or blocks their flow. Generally, ports that are a part of the spanning tree 

are forwarding. However, during changes to the spanning tree, such ports may become 

blocking. An alternate port is always blocking. 

2.12 Bridge Protocol Data Units 

Bridges exchange topology information using messages called Bridge Protocol Data Units 

(BPDUs). Each bridge constructs its BPDUs based on the latest topology information 

that it has received from its designated bridge. Bridges send BPDUs to announce new 

information. In the absence of any new information, bridges still send a BPDU every 

HelloTime as a heartbeat. Heartbeat BPDUs are called hello messages. 

A BPDU includes the ID of the root bridge and the cost of the bridge's path to this 

root. It also contains MessageAge and MaxAge fields. The MessageAge field is initialized 

to zero by the root bridge. When a non-root bridge sends a BPDU, it sets the MessageAge 

field to one more than the MessageAge of the BPDU that it last received from its designated 

bridge. When the MessageAge exceeds the MaxAge, the message is dropped. 

Each bridge uses a token-bucket algorithm to limit the rate of BPDU transmission per 

port. The bucket size is given by the bridge's Transmit Hold Count, abbreviated TxHold-

Count. Specifically, each port has a counter, TxCount, that keeps track of the number of 
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transmitted BPDUs. If TxCount reaches TxHoldCount, no more BPDUs are transmitted by 

the port during the current second. The token-bucket algorithm uses a token rate of one. In 

other words, the TxCount is decremented by one every second, unless its value is already 

zero. 

A bridge needs to compare the BPDUs that it receives, based on the information that 

the BPDUs carry, so that it accepts and uses the best of these BPDUs. According to the 

IEEE 802.1D (2004) standard, BPDU Ml is better than BPDU M2 if: 

1. Ml is announcing a root with a lower bridge ID than that of M2, or 

2. Both BPDUs are announcing the same root but Ml is announcing a lower cost to 

reach the root, or 

3. Both BPDUs are announcing the same root and cost but Ml was last transmitted 

through a bridge with a lower ID than the bridge that last transmitted M2, or 

4. Both BPDUs are announcing the same root and cost, both BPDUs were last trans

mitted through the same bridge, but Ml was transmitted from a port with a lower ID 

than the port that last transmitted M2, or 

5. Both BPDUs are announcing the same root and cost, both BPDUs were last transmit

ted through the same bridge and port on that bridge, but Ml was received on a port 

with a lower ID than the port that last received M2. 

2.13 Building and Maintaining the Spanning Tree 

The STA uses the information in the BPDUs to elect the root bridge and set the port roles 

on each bridge. The port that has received the best information for a path to the root 

becomes the root port. Ports that receive worse information than they are sending become 
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designated ports. A port becomes an alternate port if it is not the root port and receives 

better information than it is sending. 

If a root or alternate port has not received a BPDU in three times the HelloTime, the STA 

concludes that the path to the root through this port has failed and discards the information 

associated with this port. Physical link failures are detected even faster. If a bridge detects 

failure at its root port, it falls back immediately to an alternate port if it has any. 

To avoid creating temporary forwarding loops, the blocking and unblocking of bridge 

ports during spanning tree reconfiguration must follow a particular order. Specifically, in 

the common case, before a designated port connecting a parent to a child can become for

warding, the child's designated ports must first be blocked. To impose this order, RSTP 

relies on a hand-shake operation, called sync, between a parent and its children. When a 

blocked designated port wants to become forwarding, it requests permission from its child 

first. This is done by sending its child a BPDU with the proposal flag set. In response, 

its child typically blocks all its designated ports then responds to its parent with a BPDU 

with the agreement flag set. This operation cascades down the spanning tree because the 

blocked designated ports want to become forwarding again. For example, in Figure 4.2(a), 

if the link connecting bridges 2 and 3 did not initially exist, all the ports in the network 

would be forwarding as root or designated ports. If a link is added between bridges 2 and 3 

and the sync operation is not performed, both ports at the two ends of the link can become 

forwarding simultaneously and a temporary forwarding loop is formed. The sync opera

tion allows only one port to become forwarding at a time. This sync operation cascades 

downwards until it reaches a port that should be permanently blocked, which in the figure 

would be the port at bridge 4 connecting it to bridge 3. 
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2.1.4 Maintaining Forwarding Tables 

Each bridge maintains location information for end hosts in its forwarding table. A topol

ogy change can require the invalidation of a bridge's learned address location information. 

This is because a topology change can result in the reconfiguration of the spanning tree. 

In particular, from the perspective of some bridges, some network segments may appear to 

have moved. This requires the flushing of the forwarding database that caches end hosts' 

locations. The STA implements this by making a bridge send a Topology Change (TC) 

message whenever it detects a topology change event. A topology change event is when a 

port that was not forwarding switches to be forwarding. The bridge sends such messages 

on all of its ports participating in the active topology. A bridge receiving a TC message 

forwards this message on all of its ports participating in the active topology except for the 

one that it received the TC message on. Whenever a bridge receives a TC message on one 

of its ports, it flushes the cached forwarding information at all of its other ports. 

22 RSTP Protocol Vulnerabilities 

In this section, we identify a series of vulnerabilities in the RSTP protocol that allow a local 

event to create network-wide packet loss and duplication. 

22.1 Ports Caching Alternate Paths to the Root Bridge 

When the root port of a bridge fails, RSTP can transition an alternate port into a new root 

port to heal the network. Unfortunately, the use of an alternate port to heal the network 

amounts to using cached topology information. Such cached topology information can be 

stale and confuse RSTP. 
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222 Maximum Age for RSTP Control Messages 

A BPDU gets dropped if its message age exceeds the value of MaxAge, where MaxAge 

is an RSTP parameter. According to the IEEE 802.ID (2004) specification, the MaxAge 

value has a permissible range of 6 to 40, with a default value of 20. MaxAge imposes an 

upper bound on the height of the spanning tree which in turn limits the size of the overall 

network. Unfortunately, Ethernet does not behave gracefully when the network size has 

exceeded the MaxAge limit. 

223 Assuming Failures Are Bi-Directional 

For RSTP to function correctly, it is assumed that if a link fails, it fails in both directions 

simultaneously. However, this is not always true in practice. For example, for a fiber optic 

link, a failure of one transceiver can make the link uni-directional. RSTP does not detect 

uni-directional links automatically. The presence of a uni-directional link can have serious 

repercussions. 

22.4 Missing BPDUs Makes a Port Forward Data 

One behavior of RSTP is that, if a port misses three consecutive periodic BPDUs from its 

peer, the bridge automatically assumes that the port should become a part of the spanning 

tree and gives the port a designated port role. Unfortunately, this implies that heavy BPDU 

loss can cause a bridge to allow a port to start forwarding data packets and can have serious 

repercussions. 

225 Races Between RSTP State Machines 

RSTP is specified as a set of concurrent state machines. Specifically, there are 8 state 

machines with a total of 58 states per bridge port. In addition, there is one state machine 
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with 2 states that is common to all ports. The state machines execute concurrently and 

communicate with each other via 34 shared variables per port. The transitions between 

states are controlled by Boolean expressions that often involve multiple variables. 

As stated in the specification, "the order of execution of state blocks in different state 

machines is undefined except as constrained by their transition conditions." Thus, many 

races naturally occur between the RSTP state machines and some of them can be harmful. 

2.2.6 Non-Determinism within RSTP State Machines 

As noted above, the transitions between states within an RSTP state machine are controlled 

by Boolean expressions that often involve multiple variables. In some cases, the Boolean 

expressions that control the transitions from a state are not mutually exclusive. This can 

contribute to operational problems in Ethernet. 
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Chapter 3 

Challenges in Ethernet 

In this chapter we present different challenges facing Ethernet networks. The first sec

tion presents different reliability challenges in Ethernet. The second section presents the 

scalability challenges. 

3.1 Ethernet Failures 

This section describes problems that can occur under the three IEEE standard Ethernet 

spanning tree protocols, STP, RSTP (presented at Chapter 2),and the Multiple Spanning 

Tree Protocol (MSTP) [24]. MSTP is defined by the IEEE 802.1Q-2003 standard. It was 

created to support load balancing within networks having multiple VLANs. Specifically, in 

contrast to RSTP and STP, MSTP allows for the creation of multiple spanning trees within 

the network and the assignment of one or more VLANs to each of these spanning trees. 

Many of its basic mechanisms are derived from RSTP. 

3.1.1 Count to Infinity 

The RSTP and MSTP protocols exhibit count-to-infinity behavior under some failure con

ditions [31,14]. Specifically, count to infinity can occur when the network is partitioned 

and the root bridge of a spanning tree is separated from one or more physical cycles. During 

count to infinity, the spanning tree topology is continuously being reconfigured and ports 

in the network can oscillate between forwarding and blocking data packets. Consequently, 
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many data packets may get dropped. 

The count to infinity problem is explained and evaluated in details in Chapter 4. 

3.12 Forwarding Loops 

Having forwarding loops in Ethernet can be disastrous. A forwarding loop can cause pack

ets to keep circulating inside the network. Also, if broadcast packets get trapped in a loop, 

they will generate broadcast storms. Moreover, multiple forwarding loops can cause the 

trapped packets to multiply exponentially. In the following, we explain how forwarding 

loops can form under each of the spanning tree protocols. In some cases, the forwarding 

loops are only temporary. In other cases, the forwarding loops are permanent. However 

even for a temporary forwarding loop, the resulting heavy network load may still disrupt 

the operation of a spanning tree protocol and turn a temporary problem into a much longer 

lived one. 

Count-to-Infinity Induced Forwarding Loops 

All of the spanning tree protocols are specified as a set of concurrent state machines. We 

discovered that in RSTP the combination of the count-to-infinity behavior, a race condition 

between RSTP state machines, and the non-determinism within a state machine can cause 

an Ethernet network to have a temporary forwarding loop during the count to infinity/This 

problem is explained in detail in Chapter 4. 

BPDU Loss Induced Forwarding Loops 

If a blocked port fails to receive BPDUs from its peer bridge for an extended period of time, 

it may start forwarding data. For example, in RSTP, this period is three times the interval 

between regular BPDU transmissions. 
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A subtle case of BPDU loss causing a forwarding loop can result from a uni-directional 

link. Although Ethernet links are normally bi-directional, the failure of a transceiver on an 

optical fiber link can cause the link to become uni-directional. In this case, if BPDUs are 

transmitted in the failed direction, they will be lost. Such BPDU loss can cause a port that 

was previously blocked to suddenly start forwarding data packets in the direction that is 

still functional and create a forwarding loop. Thus, a single transceiver failure can lead to 

a permanent forwarding loop. 

MaxAge Induced Forwarding Loops 

In all of Ethernet spanning tree protocols, the maximum height of the spanning tree is lim

ited. In STP and RSTP, the limit is given by the MaxAge. Whereas, in MSTP, the limit 

is given by the TTL in the BPDUs from the root bridge. If a network is too large, the 

BPDUs from the root bridge will not reach all bridges in the network. Suppose bridge A 

sends a BPDU to bridge B but the BPDU arrives with a message age equal to MaxAge or 

a TTL equal to zero. Under RSTP and MSTP, B would block its port to A, partitioning the 

network. However, under STP the BPDU with the maximum message age is completely 

ignored by B. The end result is as if B is not connected to A at all, and the port connecting 

B to A will become forwarding by default. Moreover, those distant bridges that do not 

receive BPDUs from the true root bridge will try to construct a spanning tree among them

selves. The two spanning trees in the network can be conjoined at the leaves and lead to a 

forwarding loop. 

Unfortunately, such a forwarding loop can form as a result of a single, localized failure. 

For example, a single link failure can cause a perfectly functional Ethernet network to 

violate the maximum spanning tree height limit, leading to a sudden, complete network 

breakdown. Figure 3.1 gives an example of such a problem. Bl is the root bridge of the 
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network. Assume that the value of MaxAge is set to 6. Figure 3.1(a) shows the network 

before the failure, and Figure 3.1(b) shows what happens after the link connecting bridge 

Bl to bridge B8 fails. 

Before the failure, all bridges are within 4 hops of the root bridge Bl. The blocked 

ports at B5 and Bl l cut the physical cycles to create a spanning tree. However, after the 

failure, B8 becomes 7 hops away from Bl. As a result, the message age of BPDUs from 

Bl will have reached MaxAge when they arrive at bridge B8 and so they are dropped by 

B8. Without receiving any valid BPDUs from its neighbors, bridge B8 believes that it is 

the root of the spanning tree and makes the ports that connect it to bridges B7 and B9 

designated ports. On the other hand, both B7 and B9 believe that that Bl is the root of 

the spanning tree as the BPDUs they receive conveying this information have message age 

below MaxAge. B7 and B9 both believe that B8 is their child in the spanning tree and thus 

they make their ports connecting them to B8 designated ports. All the ports in the network 

are thus forwarding data packets, and a permanent forwarding loop is formed. 

In networks with more complex topologies, this problem can easily create multiple 

permanent forwarding loops. Figure 3.1(c) generalizes the previous example to illustrate 

the formation of multiple permanent forwarding loops after the failure of the link between 

bridges Bl and B8. In this network, broadcast packets will be replicated at the junctions 

at Bl and B8. This creates an exponentially increasing number of duplicate packets in the 

network that may render the entire network inoperative. 

Control CPU Saturation 

A temporary forwarding loop can result in the saturation of a bridge's control CPU, poten

tially causing a long-lived forwarding loop. Normally, Ethernet frames circulating around a 

forwarding loop are handled by the bridge's line cards in hardware and would not affect its 
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(a) Before link failure. (b) After failure. (c) Multiple loops. 

Figure 3.1 : Examples of permanent forwarding loops forming under STP when the spanning tree height 
exceeds the MaxAge limit due to a link failure. In the figure, only blocked ports are not forwarding data 
packets. The network has the MaxAge value set to 6. 

control CPU. However, sometimes bridges need to snoop on Ethernet frames for protocol 

processing. For example some switches do Internet Group Management Protocol (IGMP) 

snooping to optimize IP multicast [6]. Since IGMP packets are indistinguishable from 

multicast data at layer 2, a switch running IGMP snooping must examine every multicast 

data packet to check whether it contains any pertinent IGMP control information. If IGMP 

snooping has not been implemented in hardware, the switch's CPU can get overwhelmed 

by multicast packets spinning around the loop. When the control CPU is overloaded, it 

may no longer be able to process and transmit BPDUs in a timely fashion. The result is 

heavy BPDU losses, which can lead to a long-lived forwarding loop. 

3.13 Pollution of Forwarding Tables 

Forwarding tables in Ethernet are learned automatically. When a bridge receives a packet 

with a source address A via a port p, p automatically becomes the output port for packets 

destined for A. This technique works fine in a loop-free topology. However, when a for

warding loop occurs, a packet may arrive at a bridge multiple times via different ports in 

the loop. This can cause a bridge to use the wrong output port for a destination address. 
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(a) Before failure. (b) After failure of the root bridge. 

Figure 3.2 : Forwarding table pollution caused by a temporary forwarding loop. 

Moreover, the effects of such forwarding table pollution can be long lasting. 

Figure 3.2 shows an example of how forwarding tables can get polluted. Figure 3.2(a) 

shows the forwarding path, B5-B3-B2-B4-B6, between end hosts HI and H2 in the absence 

of failure. The death of the root bridge, B1, can lead to a temporary forwarding loop among 

B2, B3, B4 as explained in Section 3.1.2. Figure 3.2(b) shows how the forwarding table of 

bridge B5 can get polluted in the presence of a forwarding loop among B2, B3, B4. Initially 

B5 believes HI is connected to port P2. However after the forwarding loop is formed, a 

packet from HI can reach B3 then spin around the loop to reach B3 again, which can send 



24 

a copy back to B5*. Thus, bridge B5 receives a packet with source address HI via port PI 

and believes that port PI should be the output port for HI. Once this mistake is made by 

B5, there is no way for H2's data packets to reach HI even after the temporary forwarding 

loop has ended because those packets will be dropped by B5 as they arrive on port PI. This 

problem will only get fixed when the incorrect forwarding table entry at B5 times out, or 

when HI transmits a data packet. 

3.2 Ethernet Scalability challenges 

In this section we introduce diffrent Ethernet scalability Challenges. We argue, providing 

evidence, that broadcast traffic is the most significant scalability challenge. 

3.2.1 Broadcast Traffic In Ethernet 

The ability to broadcast packets is an important feature of Ethernet networks. Broadcast 

packets are usually used in Ethernet by many protocols or network services for two main 

purposes. First purpose is to allow one host to reach another without knowing the desti

nation's address. Second purpose is to allow one host to disseminate information to many 

hosts in the network. 

Examples of protocols using broadcast packets to reach a destination with an unknown 

address include ARP, and DHCP. Also, some network services use it as well for the same 

reason like the Portmap [45], the Network Information Service (NIS) [46], and NetBIOS. 

* The reason B3 may send a copy to B5 is either because this is a packet with a broadcast destination, or 

B3 does not have an entry for the destination of the packet in its forwarding table and thus it falls back to 

flooding the packet on all its ports. B3 may not have an entry for the packet's destination in its forwarding 

table either because this is the first time it hears of this destination, or because its forwarding table entry has 

timed out or has been flushed due to the reception of RSTP control messages instructing it to do so. 
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ARP is used to find a host's MAC address when only the network layer address is 

known. In this case, a host sends a broadcast ARP request for the network layer address in 

question. The host having this network address receives the ARP request and replies to the 

host that sent the request with its MAC address. 

DHCP is used to initialize a client and provide it with its configuration information. 

Initially, the client does not know the DHCP-server's address so it uses broadcast packets 

to reach the server. Also, during its conversation with the server, the client does not yet have 

a network layer address. Thus, the server addresses the client with the broadcast network 

layer address, which gets translated into the MAC broadcast address. 

Portmap is a service that runs on nodes in the network that allows a Remote Procedure 

Call (RPC) caller to find its corresponding RPC callee in the network. It is designed to 

establish a dynamic binding between an RPC service and the port number it uses on the 

server. Hence, a relatively small range of port numbers on the server can accommodate 

numerous RPC services. When an RPC server is started, it tells the portmap, running on 

the same machine, what port number it is listening to, and what RPC program numbers it is 

prepared to serve. When a client wishes to make an RPC call to a given program number, 

it first contacts portmap on the server machine to determine the port number where RPC 

packets should be sent. Since the client may not know the address of the server's portmap, 

it contacts portmap using an RPC request with a broadcast destination address. 

The Network Information Service is now essentially the industry standard to centralize 

the administration of UNIX systems [46]. It allows a group of machines to share a common 

set of configuration files. This permits a system administrator to control most of the con

figuration data of all the NIS client systems from a single location. For a client to use NIS, 

it needs first to find an NIS server to bind to. To do so, it sends a broadcast bind request 

to discover NIS servers in the network. This forces NIS servers to respond and the client 
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chooses one of them. 

NetBIOS is an API used by application programs on a PC LAN, providing application 

developers with a uniform set of commands for requesting lower-level network services. 

For example, NetBIOS over TCP/IP is used to map host names to the corresponding IP 

addresses [29]. NetBIOS can operate in a mode similar to ARP, the B-node, where nodes 

send broadcast queries to map computer names to the corresponding IP addresses. In an

other mode, the P-node, nodes query a prespecified server that maintains a directory of 

mappings between computer names and IP addresses. Moreover, NetBIOS may operate in 

a mode hybrid of the two modes described above, that is fall back to broadcasting requests 

if the server is unavailable. 

Example protocols that use broadcast to disseminate information to other hosts in the 

network include: the Routing Information Protocol (RIP) [21], the Network Time Protocol 

(NTP) [30], and the Service Advertisement Protocol (SAP) which is part of Internetwork 

Packet Exchange (IPX) protocol [7]. A router using RIP uses broadcasts to periodically 

broadcast its routing tables to other routers in the network. In NTP, the server can use 

broadcast messages to periodically broadcast time information to synchronize clocks of 

computers on the network. Finally, SAP provides a way for servers to advertise their ser

vices on a NetWare internetwork. When using SAP, a server sends periodic broadcasts 

announcing its services. 

Although broadcast is useful due to all the functionality it offers, it also poses a sig

nificant scalability problem. Broadcast traffic is forwarded on all Ethernet links and to all 

end hosts in the network. Hence, it can exhaust the links' bandwidth. Moreover, it can 

overwhelm the processing capacity of end hosts. In Chapter 7 we propose a solution to 

Ethernet's scalability problem due to broadcast traffic. 
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3.2.2 Flooding Due to Address Learning 

Ethernet uses flooding to deliver a packet to a new destination address whose topological 

location in the network is unknown. An Ethernet switch can observe the flooding of a 

packet to learn the topological location of an address. Specifically, a switch observes the 

port at which a packet from a particular source address S arrives. This port then becomes 

the outgoing port for packets destined for S and so flooding is not required to deliver future 

packets to S. This information is recorded by a switch in an entry in its forwarding table. 

A forwarding table entry expires after a timeout if it is not used. This timeout has a default 

value of 5 minutes. If an entry expires for an address, flooding is used again to relearn the 

address's topological location. 

To study the effectiveness of the address learning in eliminating flooded packets, we 

used a network trace from Rice University used at Section 7.3. This trace was collected 

using tcpdump on a host connected to the Rice network. We configured the host's network 

card to run in promiscuous mode. This directs the card to not only accept packets des

tined to this host, via unicast or multicast, but also accept unicast packets destined to other 

hosts. Thus, it will accept unicast packets destined for other hosts, but flooded through the 

network for address learning purposes. 

In the trace, we counted 10859 packets that are neither multicast packets nor destined 

for the host where we collected the trace. Thus, those were flooded packets through the 

network. We note that, in the same trace, the ratio between measured flooded packets 

and broadcast packets, from Table 7.1, is 1:25. Hence, one can conclude that address 

learning is highly effective in alleviating Ethernet's scalability concern due to address-

learning-induced flooding. 
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323 Forwarding Table Size in Ethernet Switches 

Ethernet switches store learned host locations, along with the corresponding MAC ad

dresses in their forwarding tables. Since MAC addresses are flat and nonhierarchial, the 

forwarding table size may need to scale with the number of hosts in the network. However, 

if there is locality in the communication patterns between hosts in the network, forwarding 

tables will not need to scale with the number of hosts in the network. In fact, a study of 

enterprise traffic shows that communication between hosts exhibit a significant amount of 

locality [34]. Most hosts only communicate with few other hosts in the network. Conse

quently, a commodity switch that can handle 8000 MAC addresses, can serve a medium 

sized network. Moreover, with improvements in silicon technologies, switches that can 

handle 512,000 MAC addresses already ship today [18]. 

32.4 Traffic Concentration at the Root of the Spanning Tree 

The forwarding topology in an Ethernet network is a spanning tree. Thus, traffic from 

hosts on both sides of the root of the tree will have to pass through the root. This may 

become a bottleneck and thus a scalability problem. However, again, if there is locality in 

the communication patterns between hosts in the network, it will not be common for hosts 

on both sides on the tree to communicate. Also, links towards the root of the tree could be 

designed to have more bandwidth. 
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Chapter 4 

Count to Infinity in Ethernet Networks 

4.1 Count to Infinity in RSTP 

A count to infinity can occur in RSTP when there is a cycle in the physical topology and 

this cycle loses connectivity to the root bridge due to a network failure. Figure 4.1 gives a 

simple example of a vulnerable topology. The path between bridge 1, the root, and bridge 

2 does not have to be a direct link. A failure anywhere in this path can result in a count to 

infinity. 

Specifically, the problem is bridges cache topology information from the past at their 

alternate ports, then use the information indiscriminately in the future if the root port loses 

connectivity to the root bridge. This topology information may be consistent or inconsistent 

with the current topology; we call it fresh or stale information respectively. A bridge using 

its cached information indiscriminately may end up using stale information. Then, the 

bridge may spread this stale information to other bridges via its BPDUs potentially resulting 

in a count to infinity. 

To illustrate how a count to infinity occurs in RSTP, we first present an example. Then, 

we present a general proof. 

4.1.1 An Example 

First, we state four rules from the RSTP specification that are relevant to our example. 

1. If a bridge can no longer reach the root bridge via its root port and does not have an 
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Figure 4.1 : A simple topology vulnerable to count to infinity. 
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alternate port, it declares itself to be the root. (Clause 17.6) 

2. A bridge sends out a BPDU immediately after the topology information it is an

nouncing has changed, e.g. when it believes the root has changed or its cost to the 

root has changed. (Clause 17.8) 

3. A designated port becomes the root port if it receives a better BPDU than what the 

bridge has received before. That is, this BPDU announces a better path to the root 

than via the current root port. (Clauses 17.6 and 17.7) 

4. When a bridge loses connectivity to the root bridge via its root port and it has one or 

more alternate ports, it adopts the alternate port with the lowest cost path to the root 

as its new root port. (Clauses 17.6 and 17.7) 

Now consider the example in Figure 4.2 showing a network of bridges. A box rep

resents a bridge. The upper number in the box is the bridge ID. The lower two numbers 

represent the root bridge ID as perceived by the current bridge and the cost to this root. 

Link costs are all arbitrarily set to 20. Figure 4.2(a) shows the stable active topology at 

time t l . Figure 4.2(b) shows the network at time t2 when the link between bridge 1 and 2 

dies. Bridge 2 declares itself to be the root since it has no alternate port (rule (1)). Bridge 2 

announces to bridges 3 and 4 that it is the root (rule (2)). At time t3 bridge 3 makes bridge 

2 its root as it does not have any alternate port. However, bridge 4 has an alternate port 

caching a path to bridge 1 and incorrectly uses this alternate port as its root port making 

bridge 3 its designated bridge to, the now unavailable, bridge 1 (rule (4)). This is because 

bridge 4 has no way of knowing that this cached topology information at the alternate port 

is stale. At time t4, bridge 4 announces to bridge 2 that it has a path to bridge 1, spreading 

the stale topology information and initiating a count to infinity (rule (2)). Bridge 2 makes 

bridge 4 its designated bridge and updates the cost to bridge 1 to 80 (rule 3). At time t5 
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bridge 3 sends a BPDU to bridge 4 saying that bridge 2 is the root. Since bridge 3 is bridge 

4's designated bridge, bridge 4 accepts this information and sets its cost to bridge 2 to be 

40. At time t6 bridge 2 sends a BPDU to bridge 3 saying that it has a path to bridge 1. 

Bridge 3 makes bridge 2 its designated bridge updating its cost to bridge 1 to be 100. The 

stale topology information about bridge 1 continues to go around the cycle in a count to in

finity until either it reaches its MaxAge or it gets caught and replaced by the fresh topology 

information. 

4.12 The General Case 

We now give a general proof that whenever a network is partitioned, if the partition that 

does not contain the root bridge has a cycle, there exists a race condition that can result in 

the count-to-infinity behavior. The proof proceeds by first demonstrating that at least one 

bridge in the partition without the previous root bridge must declare itself the new root and 

start transmitting BPDUs. Its BPDUs will race with stale BPDUs, announcing the previous 

root, around the cycle. This race may lead to a count to infinity. 

Claim 1 

If a network is partitioned, the partition without the previous root bridge must contain a 

bridge that has no alternate port. 

Proof 4.1 Consider the general network scenario illustrated in Figure 4.3(a). A dotted 

line represents a network path that may contain unknown intermediate hops. A solid line 

represents a direct bridge-to-bridge connection. Before the partition, R is the root bridge 

in the network. Every bridge Nx has a certain shortest path to R with a cost of cx. Upon 

the partition, bridges No to Nk form a partition that has no connectivity to R. 

The proof is by contradiction. Let us assume that bridges N0 to Nk all have one or more 

alternate ports to R immediately after the partition. Consider bridge N0. Since N0 has at 
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least one alternate port, it must be directly connected to another bridge in the partition, say 

Ni, which has an alternate path to R that does not include N0. Without loss of generality, 

assume the BPDU sent by JVi is better than the BPDU sent by N0. Thus, N0 has an alternate 

port through N\. Similarly for iV1; it must have an alternate port to R via another bridge, 

say JV2, and iV2's BPDU is better than Ni's so N\ has an alternate port through N2. This 

argument applies till bridge Nk-i. However, since there is a finite number of bridges, Nk 

must obtain an alternate port to R via one of the bridges N0 to iVfc_2. However, this is 

impossible because Nk's BPDU is better than the BPDUs from all other bridges. Thus, we 

have a contradiction. 

Because there exists at least one bridge in the partition that does not contain the previous 

root that has no alternate port, by RSTP (rule (1)), this bridge, when it detects that its root 

port is no longer valid, it must declare itself as the new root and begin sending BPDUs 

announcing itself as the root. These BPDUs will be flooded across the partition. The 

next claim shows that if the partition contains a cycle, then there exists a race condition 

such that if the BPDU arrives at a bridge with an alternate port via its root port first, stale 

topology information cached at its alternate port about the previous root will be spread into 

the network, creating a count to infinity. However if the fresh BPDU arrives via the bridge's 

alternate port, it will replace the stale information cached at the alternate port preventing 

the count to infinity from occurring. 

Claim 2 

If a network is partitioned, and the partition without the previous root bridge contains a 

cycle, a race condition exists that may lead to count to infinity. 

Proof 42 From Claim 1, in the partition containing the cycle, one or more bridges with

out alternate ports must eventually declare themselves as root bridges and send their own 
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Figure 4.3 : Illustrations for conditions necessary for a count to infinity. 

BPDUs to the rest of the bridges in the partition. In addition before the partition, the cycle 

must contain one or more bridges with an alternate port to the root. This is because before 

the partition, assuming no forwarding loop exists, the cycle must be cut in the active for

warding topology by RSTP. An alternate port therefore exists at the link where the cycle is 

cut. 

Now consider Figure 4.3(b) where the link between bridges i and j is where an alternate 

port exists in the cycle. Bridge i is connected to the rest of the loop with a root port on its 

left and has a designated port that links it to bridge j . Bridge j is connected to the loop by 

its root port on its right and connected to bridge i by an alternate port. After the partition, 

BPDUs from one or more bridges declaring themselves to be root will race around the 

cycle. 

If such BPDUs are received by bridge j on its root port before its alternate port, bridge 

j will find that its alternate port has better cached topology information. Such information 

suggests a path to a superior root that is no longer reachable. Based on this stale infor

mation, bridge j will adopt its alternate port as its new root port. Then bridge j will start 

sending BPDUs conveying the stale information it has cached to bridges on its right. This 
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is because bridge j believes that the topology information it has cached is better than the 

information it received from its neighbor bridge at its right. Afterwards, bridge j would get 

BPDUs on its new root port through bridge i from bridges declaring themselves to be root. 

Bridge j will then know that the topology information at its root port is stale and will accept 

the new topology information and also forward such new information to its right. This will 

result in a situation where fresh BPDUs chase stale BPDUs around the loop resulting in a 

count-to-infinity situation. 

On the other hand if bridge j receives the fresh BPDUs from other bridges declaring 

themselves to be root on its alternate port first before receiving them on its root port, the 

stale topology information at the alternate port will be discarded and no count to infinity 

would occur. 

Count to infinity may even occur without a network partition. For example if the loop 

in the physical topology loses its cheapest path to the root and picks another path with a 

higher cost. This new topology information will race around the loop until it reaches an 

alternate port caching stale, but better, information. Again this stale information will chase 

the new information around the loop in a count to infinity. This will keep going until the 

stale topology information reaches its Max Age, or the cost reported by the stale information 

increases to exceed that of the new information. This is because the cost reported by the 

stale information increases while it is circling around the loop in a count to infinity. 
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4.2 Count to Infinity Induced Forwarding Loops 

The three key ingredients for the formation of a count to infinity induced forwarding loop 

are: First, count to infinity occurs around a physical network cycle. Second, during count 

to infinity, the fresh topology information stalls at a bridge because the bridge port has 

reached its TxHoldCount and subsequently the stale information is received at the bridge. 

As a result, the fresh information is eliminated from the network. BPDUs carrying stale 

information continue to propagate around the network cycle, and the count to infinity lasts 

until the stale information is aged out. Third, the sync operation that would have prevented 

a forwarding loop is not performed by a bridge because of a race condition and nondeter-

ministic behavior in RSTP, allowing the forwarding loop to be formed. 

In the following, we first precisely characterize the race condition and nondeterministic 

behavior in RSTP. Then, we provide a detailed RSTP event trace for an example network 

that serves as an existential proof of the formation of a forwarding loop during count to 

infinity in RSTP. 

42.1 Race Condition 

The RSTP specification contains a collection of state machines. RSTP state machines ex

ecute concurrently and communicate with each other via shared variables. The transitions 

between states are controlled by boolean expressions that often involve multiple variables. 

As stated in the specification, "The order of execution of state blocks in different state ma

chines is undefined except as constrained by their transition conditions." Thus, many races 

naturally occur between the RSTP state machines and some of them can be harmful. 

In the following discussion, we refer to three of the RSTP state machines. First, the 

PORT INFORMATION state machine, a per port state machine, is responsible for handling 

the topology information arriving with new incoming BPDUs. Second, the PORT ROLE 
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SELECTION state machine, a per bridge state machine, is responsible for checking if 

there are changes that need to be made to the port roles based on the new information 

received. Third, the PORT ROLE TRANSITION state machine, a per port state machine, 

is responsible for transitioning into the newly selected port role. 

Claim 3 

There exists a race condition between the PORT INFORMATION state machine and the 

PORT ROLE TRANSITION state machine that allows a bridge to respond to a BPDU with 

a BPDU carrying the agreement Bag without doing a sync operation. This race condition 

occurs in two cases: 

(a) This case occurs when a bridge receives, from its designated bridge at its root port, a 

BPDU that: (1) has the proposal flag set, (2) carries worse topology information than 

what the root port currently has, and (3) does not cause the bridge to change its root 

port. 

(b) This case occurs when a bridge receives, from its designated bridge at its root port, 

a BPDU that: (1) does not have the proposal flag set, (2) carries worse topology 

information than what the root port currently has, and (3) does not cause the bridge 

to change its root port. 

The complete proof for Claim 3 is in the appendix. The proof for case (a) proceeds as 

follows: When a new BPDU arrives at a bridge's root port it gets handled by the PORT 

INFORMATION state machine. Then, the PORT ROLE SELECTION state machine gets 

executed. If the received BPDU has the proposal flag set and conveys worse topology infor

mation, like announcing a higher cost to the root, and that information does not change the 

port roles, a race condition occurs. Different executions are possible after the PORT ROLE 

SELECTION state machine completes execution, either the PORT ROLE TRANSITION 
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state machine can execute at the root port or the PORT INFORMATION state machine can 

execute at designated ports. If the execution of the PORT INFORMATION state machine 

at the designated ports takes place first as intended, the ports' states are updated and the 

sync operation is performed. On the other hand, if the PORT ROLE TRANSITION state 

machine executes at the root port first, it will use a stale state of the other designated ports 

that allows the bridge to immediately respond with an agreement without doing the sync 

operation. This will allow a forwarding loop to form. The proof for case (b) is similar. 

4.22 Formation of a Forwarding Loop: An Example 

In this section, using a trace of protocol events, we show that the count to infinity in RSTP 

can lead to the formation of a forwarding loop. Table 4.1 shows a trace of protocol events 

after the failure of the root bridge, bridge 1, in the network shown in Figure 4.2. The first 

column of the table shows the time of occurrence for each event in increasing order. The 

second and third columns are used if the event is a BPDU transmission. The second column 

shows the bridges sending and receiving the BPDU. The third column shows the contents 

of the BPDU. The fourth column shows additional comments describing the event. Rows 

in the table are grouped into rounds, where events in each round are triggered by either 

messages from the previous round or a clock tick. We use the notation ipj to name the port 

at bridge i connecting it to bridge j . We also use a fixed-width font to refer to state machine 

variables and a fixed-width font with all capital letters to refer to state names. 

Assume that bridge 1 has died right after bridge 2 has sent out a hello message but 

before its clock has ticked. Thus, the TxCount is one for ports 2p3 and 2p4 and zero for 

ports 3p2, 3p4, 4p2, and 4p3. Also assume that bridges use a TxHoldCount value of 3. 

Thus, each port can transmit at most 3 BPDUs per clock tick. 
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Time | BPDU Direction | BPDU Contents (Root, Cost[, Hags]) | Comments 
Round 1 

tl 
t2 

B 2 - > B 3 
B 2 - » B 4 

2,0 
2,0 

Round 2 
t3 
t4 
t5 
t6 
t7 
t8 
t9 

B 3 - » B 2 
B 3 - > B 4 

B 4 - > B 2 

B 4 - » B 3 
B 4 - » B 2 

2,20, Agreement 
2,20 

1,60, Proposal 

1,60, Topology Change, Agreement 
1,60, Topology Change, Proposal 

Claim 3(b) 

Block 4p2, B4 changes its root port, sync operation. 

Unblock 4p3, new root port goes forwarding. 

Round 3 

no 
t i l 
tl2 
tl3 
tl4 
tl5 

B 4 - > B 2 
B 4 - » B 3 

B 2 - . B 3 
B 2 - + B 4 

2,40, Topology Change, Proposal 
2,40, Topology Change, Agreement 

1,80, Proposal 
1,80, Agreement 

Claim 3(b) 
Block 2p3, proposal arrives from B4, sync operation at B2. 

Topology Change/Agreement arrives at B3 but with a better 
priority vector than the port's priority vector. 
Invalid agreement, ignored. (Clauses 17.21.8 & 17.27) 

Round 4 
tl6 
tl7 
tl8 

tl9 

B 3 - » B 2 
B 3 - > B 4 

1,100, Topology Change, Agreement 
1,100 

B2 updates its state to be the root bridge, cannot propagate 
the information through its designated ports, 2p3 and 2p4, 
as they have reached their TxHoldCount. 
Agreement arrives at B4 but with a better priority vector 
than the port's priority vector. Invalid agreement, ignored. 
(Clauses 17.21.8 & 17.27) 

Round 5 
t20 

t21 

Agreement arrives at B2 but with a better priority vector 
than the port's priority vector. Invalid agreement, ignored. 
(Clauses 17.21.8 & 17.27) 
BPDU from bridge 3 arrives at bridge 4, but no BPDU is sent 
to bridge 2 since 4p2 has reached its TxHoldCount. 

Round 6 
t22 | B4—*B2 | 1,120, Topology Change, Proposal | Occurs after a clock tick at B4 decrementing TxCount. 

Round 7 
t23 Reroot at B2,2p4 is the new root port; 

sync, 2p3 is already blocked. 
Round 8 

t24 
t25 

B 2 - » B 3 
B 2 - + B 4 

1,140, Topology Change, Proposal 
1,140, Topology Change, Agreement 

Occurs after a clock tick at B2 decrementing TxCount. 
Also occurs after a clock tick at B2 decrementing TxCount. 

Round 9 
t26 
t27 
t28 

B 3 — B 2 
B3 — B 4 

1,160, Topology Change, Agreement 
1,160, Topology Change 

Unblock 4p2, agreement arrives. 
Claim 3(a) 

Round 10 
t29 | | | Unblock 2p3, agreement arrives. 

Table 4.1 ; An example sequence of events, after failure of the root bridge in Figure 4.2, mat leads to a forwarding loop. 
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Round 1 

After the death of bridge 1, bridge 2 will declare itself to be the new root and propagate 

this information via BPDUs at tl and t2. 

Round 2 

At t3, bridge 3 will send back an agreement to bridge 2 as the information received by 

bridge 3 is worse than the information it had before (Claim 3(b)). At t4, bridge 3 will pass 

the information it received from bridge 2 to bridge 4. Since bridge 4 has a cached path 

at its alternate port to the retired root, bridge 1, it will believe this stale information to be 

better than the fresh information it received at 4p2 from bridge 2. Thus, bridge 4 decides to 

use this stale information and make its alternate port its new root port. This change of the 

root port involves a sync operation that temporarily blocks 4p2 until a proposal/agreement 

handshake is done with bridge 2, as described in Clauses 17.29.2 & 17.29.3 of the RSTP 

specification. The temporary blocking of 4p2 occurs at t5. Then bridge 4 sends a BPDU 

to bridge 2 at t6 informing it that bridge 4 has a path to a better root bridge, bridge 1, with 

cost 60 and proposes to be bridge 2's designated bridge. After blocking 4p2, it is now safe 

for bridge 4 to unblock its new root port so it unblocks 4p3 at t7. Since a new port, 4p3, 

has become forwarding, this constitutes a topology change event and thus bridge 4 sends a 

topology change message to bridge 3 at t8. Bridge 4 also sends another topology change 

message to bridge 2 at t9. 

Round 3 

At tlO, the information from bridge 3 announcing bridge 2 to be the root arrives at bridge 

4. Bridge 4 then passes this information to bridge 2. Since 4p2's p r o p o s i n g flag is 

still set, the new message is sent along with a proposal flag. Now port 4p2 has reached its 
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TxHoldCount limit. 4p2 has sent three messages at t6, t9 and tlO. Thus this port can not 

send any more BPDUs during this clock tick. Then bridge 4 sends back an agreement to 

bridge 3 at tl 1 for the information it received since this information is worse than what it 

had (Claim 3(b)). At t l2 bridge 2 receives the proposal along with the new information 

from bridge 4 and makes 2p4 its new root port in response to the new information. This 

leads to bridge 2 performing a sync operation blocking 2p3. Then at t l3 , bridge 2 passes 

on the new information to bridge 3 proposing to be bridge 3's designated bridge. At tl4, 

bridge 2 responds to bridge 4's proposal with an agreement, notifying bridge 4 that it agrees 

to bridge 4 being its designated bridge. Note that now both ports 2p3 and 2p4 have reached 

their TxHoldCount limit. 2p3 has sent a hello message before bridge 1 died, then two more 

messages at tl and t l3 . 2p4 has sent a hello message as well and two more messages at 

t2 and tl4. Thus, both ports cannot send any more BPDUs during this clock tick. At t l5 , 

bridge 3 receives the topology change/agreement sent by bridge 4 at t8. However, this 

received BPDU is sent through a root port with better information than that stored at 3p4. 

Thus the message is discarded based on Clauses 17.21.8 & 17.27 of the RSTP specification. 

Round 4 

When bridge 3 receives the proposal sent by bridge 2 at t l3 , it replies with an agreement at 

tl6. This is because the information bridge 3 received is better than what it had before, so 

the a g r e e flag does not get reset by b e t t e r o r s a m e i n f o ( ) (Clauses 17.21.1). When 

3p2 enters the SUPERIOR ̂ DESIGNATED state in the PORT INFORMATION state ma

chine when it receives the new information (Clause 17.27). Note that the agreement sent at 

tl 1 sets the synced flag of 3p4 to true. Bridge 3 also passes on the information to bridge 

4 at tl7. Then at tl8 bridge 2 receives the information sent at tlO which makes it believe 

that it is the root bridge. However, it can neither pass the information to bridge 3 nor send 
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back a response to the proposal that came along with the new information from bridge 4. 

This is because both 2p4 and 2p3 have reached their TxHoldCount limit. As a result, the 

fresh information that conveys that bridge 2 should be the root is stalled at bridge 2. At t l9, 

bridge 4 receives the agreement sent by bridge 2 at t l4. However, this received BPDU is 

sent through a root port with better information than that stored at 3p4. Thus the message 

is discarded based on Clauses 17.21.8 & 17.27 of the RSTP specification. 

Round 5 

Similarly at t20,bridge 2 receives a stale agreement sent at t l6 and thus the stale agreement 

gets discarded. At t21, bridge 4 receives the BPDU sent at t l7. But since 4p2 has reached 

its TxHoldCount limit, BPDU transmission to bridge 2 is not allowed. 

Round 6 

When bridge 4's clock ticks at t22, bridge 4 passes the information it received from bridge 

3 to bridge 2. Bridge 4 also includes the proposal flag as it never received a valid agreement 

from bridge 2 and thus the p r o p o s i n g flag is still set at 4p2. 

Round 7 

At t23, the stale information from bridge 4 conveying that bridge 1 is the root arrives at 

bridge 2 and eliminates the only copy of the fresh information stalled at bridge 2 that 

conveys bridge 2 is the root. Subsequently, only the stale information conveying bridge 1 

is the root remains in the network until it is aged out. This stale information causes bridge 

2 to believe again that bridge 4 is its designated bridge and that port 2p4 is its new root 

port, this causes bridge 2 to do a sync operation. Port 2p3 is already blocked, and the sync 

operation does not change that. Since 2p3 has reached its TxHoldCount limit, it cannot 
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send the new information along with the proposal BPDU until the clock ticks. 

Round 8 

When bridge 2's clock ticks at t24, it sends the proposal along with the new information to 

bridge 3. Also after bridge 2's clock ticks, it sends the agreement to bridge 4 at t25 for the 

proposal sent at t22. 

Round 9 

Bridge 4 receives the agreement from bridge 2 at t26 causing it to unblock 4p2. At t27, 

bridge 3 sends the agreement to bridge 2 responding to the proposal sent at t25 by bridge 

2. Although the received information is worse than the information bridge 3 had earlier, it 

sends the agreement right away without doing a sync operation (Claim 3(a)). Bridge 3 also 

passes the new information to bridge 4 at t28. This makes port 3p4 reach its TxHoldCount 

limit based upon messages sent at t4, tl7 and t28. 

Round 10 

The agreement sent at t27 reaches bridge 2 at t29 causing bridge 2 to unblock 2p3. All 

ports in the network cycle are now forwarding. Thus a forwarding loop is created. 

From this point on until the end of the count to infinity, the BPDUs will all convey that 

bridge 1 is the root. None of them will have the proposal flag set. No bridge will perform 

any sync operation. Thus the forwarding loop will persist until the count to infinity ends 

when the stale information conveying that bridge 1 is the root is aged out. 
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43 How Long Does Count to Infinity Last? 

One may think that count to infinity can last for at most a few milliseconds as the stale BP-

DUs are dropped after they traverse at most Max Age number of bridges around the loop. 

Unfortunately BPDUs may traverse bridges slowly. It is difficult to predict the duration 

of a count to infinity as many factors are involved. However, bounds for this duration can 

be given. Count to infinity can terminate very quickly, if the fresh topology information 

catches the stale information and eliminates the stale information from the network. Oth

erwise if the stale information is allowed to persist till it reaches its MaxAge, then a count 

to infinity would terminate after (MaxAge x time to cross a single bridge). 

43.1 Maximum Duration of Count to Infinity 

A count to infinity must end when the stale information is discarded due to reaching the 

MaxAge. Thus the stale information can cross at most MaxAge hops. Topology informa

tion in a BPDU can reside in memory at a bridge for at most (3 x HelloTime) unless it gets 

refreshed by a new incoming BPDU (Clauses 17.17.6 & 17.21.23). Therefore the theoreti

cal upper bound for stale information to stay in the network is (3 x HelloTime x MaxAge). 

Since a count to infinity can last as long as there is stale information in the network, then 

the maximum lifetime of a count to infinity is (3 x HelloTime x MaxAge). For example, 

by default HelloTime is 2 seconds and MaxAge is 20. With these values, a count to infinity 

could last for 120 seconds. 

4 3 2 Slow Count to Infinity Termination 

The duration of a count to infinity can approach the theoretical maximum because of three 

factors. First, BPDUs may stall at bridges because of the TxHoldCount limiting their rate of 

transmission. Second, BPDU packet loss can slow the propagation of topology information. 
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Third, when bridges have multiple alternate ports, stale information can persist longer. 

When a bridge loses connectivity through its root port to the retired root bridge, it fails-

over to each of its alternate ports one at a time. Each fail-over to an alternate port lasts until 

the bridge realizes that the information cached at the new root port is stale. For a bridge 

to recognize that its root port is not valid, it needs to receive fresh information at its root 

port. Then, it will fail-over to an alternate port. The TxHoldCount slows the arrival of 

fresh information because it rate limits BPDU transmission. Thus it takes a long time for a 

bridge to try all its alternate ports. 

While the bridge uses this stale cached information, it also transmits the stale infor

mation to its children. When stale information is received by a bridge, it is assumed to 

be fresh. Hence, it is allowed to be cached for (3 x HelloTime) seconds at the receiving 

bridge. This further perpetuates the lifetime of the stale information in the network. 

433 Measured Duration of Count to Infinity 

In the previous section we presented an upper bound for the count to infinity. In this section 

we measure the actual duration of the count to infinity under several simple network topolo

gies using simulations. We simulate a network of 16 bridges that is initially configured in a 

ring topology. Then we randomly add redundant links to increase the topological complex

ity until we reach a fully connected graph. After adding each link we simulate the failure 

of the root bridge and measure the convergence time. What we mean by convergence time 

is the time, measured in seconds, after which all the bridges in the network have agreed 

on the same correct forwarding topology. The network converges after a count to infinity 

has ended. Since the simulator has global knowledge about the network topology, it can 

accurately measure the convergence time. 

In our experiments in this chapter we use a simulator we wrote that is based on the 
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simulator used by Myers et al. [31], but implements the IEEE 802.ID (2004) specification. 

The simulator uses a MaxAge value of 20, HelloTime of 2 seconds and a TxHoldCount of 

3 unless otherwise stated. The simulator has desynchronized bridge clocks that is not all 

bridges start together at time zero. Instead each bridge starts with a random offset from 

time zero that is a fraction of the HelloTime. Bridges are connected to each other by links 

with 100 microseconds of total delay (propagation and transmission delay). Only protocol 

BPDU packets are simulated. No user data packet traffic is simulated. 

Figure 4.4 presents the convergence times measured. For every number of links we re

peat the experiment 10 times and report the measured convergence times under the count to 

infinity. We note that adding more redundant links dramatically increases the convergence 

time, to reach 50 seconds in one of the experiments. This is because adding more redundant 

links results in more alternate ports per bridge. Those alternate ports extend the duration of 

a count to infinity as explained in Section 4.3.2 and increase the convergence time. 

4 .3.4 Effects of Tuning RSTP Parameters on the Convergence Time 

From Sections 4.3.1 and 4.3.2, we see that RSTP's convergence time during a count to 

infinity is mainly influenced by three parameters: HelloTime, MaxAge, and TxHoldCount. 

HelloTime cannot be decreased below one second according to the IEEE 802.ID (2004) 

specification and decreasing it would result in bridges transmitting more BPDUs making 

ports reach their TxHoldCount more quickly. Decreasing the MaxAge can reduce the du

ration of the count to infinity but it would also reduce the maximum spanning tree height 

reducing Ethernet scalability. Finally, one may think that by increasing the TxHoldCount, 

the duration a stale BPDU can persist in a network should be proportionally reduced. Un

fortunately, this is not the case in reality. 

To illustrate why tuning the TxHoldCount does not reduce the the convergence time to 
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Figure 4.5 : Convergence time after failure of the root varying the TxHoldCount. 

satisfaction, we simulate a fully connected network of 4 bridges and measure the conver

gence time after the death of the root bridge. Figure 4.5(a) shows the convergence times for 

ten runs when varying the TxHoldCount according to the value range allowed by the RSTP 

standard. For every value of the TxHoldCount we repeat the experiment 100 times and 

report the measured times. We can see that the convergence time exhibits a multi-modal 

behavior. Even when the TxHoldCount is increased to 10, the worst case convergence time 

is still 8 seconds, not the 10 times improvement one might expect when comparing to a Tx

HoldCount of 1. Clearly, the benefit of increasing TxHoldCount is non-linear and limited. 

This is because once the TxCount reaches the TxHoldCount limit, it gets decremented by 

one every second allowing for only one BPDU to be transmitted per second irrespective of 

the TxHoldCount value. 

Figure 4.5(b) shows the measured convergence times for a simpler topology, namely 

the topology in Figure 4.2(a). Even in this simple topology, increasing the TxHoldCount 

does not dramatically improve convergence time. 
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4.4 Effects of Count to Infinity on Applications 

In this section, we show that the count-to-infinity problem can have a significant negative 

impact on higher level applications. In particular, we show that forwarding table pollu

tion resulting from the count to infinity induced forwarding loops can significantly disrupt 

higher level applications operation. In our study, we use applications running on top of 

TCP like HTTP. We also use the Network File System (NFS) which uses RPC and relies on 

UDP as its underlying transport. Moreover, we study the effects of the interplay of Ethernet 

failures with other layer 3 protocols, namely ARP. 

4.4.1 Experimental Setup 

Hardware Platform 

For our experiments we used the Emulab test bed [1,49]. In such test bed, we used ma

chines with 3.0 GHz Xeon processors having 2GB of physical memory. Each machine 

had 6 Network Interface Cards (NIC), one of them is used for the control network. In our 

experiments the machines were connected by Gigabit links. The machines are connected 

together via Cisco 6500 series high end switches. However to emulate direct physical links 

between machines Emulab uses Virtual LANs (VLANs). 

Software Components 

All nodes in the experiments done were running Linux Red Hat with kernel 2.4.20 as then-

operating system. Ethernet switches were implemented in software using the Click modular 

router [23]. We used the configuration in Figure 4.6 which is similar to the prescribed con

figuration in [23] for an Ethernet switch. The block diagram in Figure 4.6 shows the config

uration and the modules involved in building the RSTP switch. The FromDevice module 
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is responsible for receiving data from a NIC into the Ethernet switch. The C l a s s i f i e r 

module is responsible for classifying Ethernet frames based on their contents. In this con

figuration, it classifies them into either BPDUs which are sent to the EtherRSTP module, 

or regular data Ethernet frames which are sent to SI a S u p p r e s s o r module. The suppres

sors are responsible for enabling or disabling input or output from switch ports and they 

are controlled by the EtherRSTP module. The E t h e r S w i t c h module is responsible 

for forwarding the data packets guided by its forwarding table which it maintains. Each 

ToDevice module is connected to a NIC and is responsible for outputting packets to this 

NIC. Those packets are drained from the output queue it is connected to. The configuration 

in Figure 4.6 has two differences from that in [23]. The first difference is that we replaced 

the E t h e r S p a n T r e e module which implements the STP protocol with EtherRSTP 

module which we wrote to implement the RSTP protocol. The RSTP module is based on 

our simulator used in 4.3.3. It is responsible for maintaining the spanning tree of bridges 

enabling or disabling switch's ports based on their roles in the spanning tree. The second 

difference is that we updated the E t h e r S w i t c h module to support the complete func

tionality required for maintaining the switch's forwarding tables, including flushing and 

updating the tables in response to topology change events reported by the EtherRSTP 

module. We implemented the basic technique that flushes all forwarding tables in response 

to topology change events, not the optimized technique which does not flush the forwarding 

table for the port where the topology change event is received. 

4.42 Results 

Effects on Web Requests 

In this experiment we use the topology in Figure 3.2. We run a web server on one of 

the end hosts and simulated web clients on the other end host. We used apache 2.2 as 
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Figure 4.6 : Block diagram of a RSTP switch implemented with the Click modular router 

the web server and we used a simulated client that fires requests at the web server with 

constant rate of 1 request every 100 ms. The client issues a HTTP GET request requesting 

the index file which is of size 44 bytes. Each of the request and the response fit in an 

Ethernet frame. A request/response web request takes 10 TCP packets. Three for the TCP 

connection establishment, three more for the connection tear down, a request packet, an 

acknowledgment for the request, then response and an acknowledgment for the response. 

We measure the response time of every request and also collect tcpdump traces to track 

the progress of every request. We repeat this experiment 5 times, during every run we kill 

the root bridge in the middle of the run. Figure 4.7 shows the timeline of web requests 

that suffered the Ethernet failure for the 5 runs. It shows the progress of each request 

until it has completed going through the 10 TCP packets. We note that requests have very 

large response time during failure, some go above 17 seconds. This is due to packets lost 

during the failure and TCP back-offs. TCP back-offs are specially bad during connection 

establishment, as TCP does not have an estimate for the round trip time (RTT) to construct 
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its retransmission timeout (RTO) and thus it uses a default value of three seconds. So if 

the initial syn packet or the acknowledgment for this syn gets dropped, TCP waits for three 

seconds until it retransmits and exponentially backs off its RTO to 6 seconds and so on. 

Thus connections establishment during an Ethernet failure can lead to substantial backoffs 

causing very large response time. 

0 2 4 6 8 10 12 14 16 18 
Time (s) 

Figure 4.7 : Web request timeline under failure 

Effects on TCP Streams 

In this experiment we study the effects of the forwarding table pollution on a unidirectional 

TCP stream flowing between the end hosts in the network topology shown at Figure 3.2. 

We use iperf to generate the TCP stream and measure the achieved bandwidth before, dur

ing, and after the failure. Figure 4.8 shows the measured bandwidth, where the count to 

infinity starts at time 75. We note that during the failure the forwarding table gets polluted 

preventing TCP packets from getting through and the TCP stream idles for over 100 sec

onds. The idle period lasts until the TCP-client's ARP cache expires. Then, the client sends 

a broadcast ARP request for the server, which gets flooded throughout the network to find 

its way to the server. This makes the server send the ARP response fixing the forwarding 
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table. The other factor that contributes to this long idle period is the TCP back-off. After 

the forwarding table is fixed and the back-off has ended the TCP stream resumes. 

andwtdtti 

i i 1 • 
Bandwidth under forwarding table pollution 

„ „ i i i • • 
0 50 100 150 200 250 300 

Time (8) 

Figure 4.8 : Bandwidth of a TCP stream, count to infinity occurs at time 75 leading to 
forwarding table pollution. 

To isolate the effects of ARP, we used static ARP entries that do not expire from the 

ARP cache. Figure 4.9 shows the measured bandwidth in this case, where the count to 

infinity starts at time 75. We note that this time the idle period lasts for over 5 minutes. 

This is because the polluted entries in the bridges' forwarding table last until they are 

timed out as there are no ARPs to fix them. The timeout for forwarding table entries in an 

Ethernet bridge is set to the default value of 5 minutes. After an entry expires, TCP is able 

to continue its transmission as bridges relearn the MAC address's location and not rely on 

a polluted entry. 

To study how the measured bandwidth would look like under count to infinity but in 

absence of forwarding table pollution, we doctor the learning in our software bridges such 

that they do not learn wrong locations. This was done by using a shadow forwarding table 

that contains the correct information, any modification to the real forwarding table is first 

checked against the shadow table. If the modification is valid it is allowed to proceed, else 

it is dropped. Figure 4.10 shows the measured bandwidth in this case. 
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Figure 4.9 : Bandwidth of a TCP stream, count to infinity occurs at time 75 leading to 
forwarding table pollution, with ARP cache maintenance disabled. 

Figure 4.10 : Bandwidth of a TCP stream, count to infinity occurs at time 75 but no for
warding table pollution occurs. 
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Finally, we disable learning in our software bridges where they always resort to flooding 

to forward packets. In this case, no pollution occurs. However, under a count to infinity 

induced forwarding loop, flooded packets get trapped in the loop causing congestion until 

the loop is broken. This is the reason for the observed drop in bandwidth in Figure 4.11. 

Figure 4.11 : Bandwidth of a TCP stream, count to infinity occurs at time 75 but no for
warding tables are used, bridges always flood. 

Effects on Network File System 

In this experiment we study the effects of the forwarding table pollution on NFS writes 

between the end hosts shown at the topology in Figure 3.2. We use NFS2 on UDP with 

synchronous writes, so that we can accurately measure the response times of write requests. 

The client issues 10 write requests every second. Each write request is 4KB. 

Figure 4.12 shows a timeline of the measured response times for the writes, where the 

count-to-infinity starts at time 75. In this experiment we measure response times from 

the network perspective based on RPC requests and responses measured by tcpdump at 

the client. We note that during the failure the forwarding table gets polluted preventing 

an RPC request from getting through to the server. Although the application is issuing a 
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new write request every tenth of a second, NFS does not issue new RPCs as long as there 

is a pending RPC request. Instead, it batches them until the network becomes available 

again and keeps retrying this failed RPC request until it succeeds. This explains this long 

period of idleness during the failure. The request that precedes this idle period and has he 

long response time is the request stuck during the network failure. We also note a higher 

rate of requests right after the network gets healed, this is because of the queued requests 

behind the request that was stuck. In this experiment the pollution was fixed because not all 

the fragments of the UDP packet of the RPC request has reached the server, so the server 

suffers from a fragment reassembly timeout after 30 seconds of missing a fragment. This 

triggers the server to send an ICMP Fragment Reassembly Time Exceeded message. This 

message fixed the forwarding table pollution and connectivity is restored. 

Time Timeline 

Figure 4.12 : Timeline of NFS write RPCs over UDP and their corresponding response 
times from the network perspective, before, during and after the count to infinity. 

Figure 4.13 shows a timeline the measured response times for the writes from the ap

plication's perspective for the same experiment described above. 

In the following experiment we use 1KB writes which fit into a single Ethernet frame 

so no fragmentation takes place. We also use static ARP caches so that no ARP requests or 

responses are sent. Figure 4.14 shows a timeline of the measured response time from the 
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Figure 4.13 : Timeline of NFS write RPCs over UDP and their corresponding response 
times from the application perspective, before, during and after the count to infinity. 

network perspective, while Figure 4.15 shows a timeline of the measured response times 

from the application perspective. We note that in this experiment, the network unavailabil

ity period is extended to over 5 minutes which is the time it takes entries in the forwarding 

database at the bridges to expire. 

Response Time TimeBne 

NFS writes response time under failure (Ffcc response time)' -

700 800 900 1000 

Figure 4.14 : Timeline of NFS write RPCs over UDP and their corresponding response 
times from the network perspective, before, during and after the count to infinity. Exper
iments done using static ARP cache at end hosts and the write RPC requests fit in one 
Ethernet frame (no fragmentation). 
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Figure 4.15 : Timeline of NFS write RPCs over UDP and their corresponding response 
times from the application perspective, before, during and after the count to infinity. Ex
periments done using static ARP cache at end hosts and the write RPC requests fit in one 
Ethernet frame (no fragmentation). 

4.5 Summary 

The dependability of Ethernet heavily relies on the ability of RSTP to quickly recompute 

a cycle-free active forwarding topology upon a partial network failure. In studying RSTP 

under network failures, we find that it can exhibit a count-to-infinity problem. In our ex

periments, we show that in some scenarios the count to infinity can extend the convergence 

time to reach 50 seconds. During the count to infinity, bridges transmit a lot more BPDUs 

than during its normal operation. Those extra BPDUs cause bridge ports to reach their 

transmission rate limit, which contributes to extending the convergence time. 

In this chapter, we characterized the exact conditions under which the count-to-infinity 

problem manifests itself. Then, we showed that protocol parameter tuning cannot ade

quately improve RSTP's convergence time. Also, we uncovered races between the state 

machines in the RSTP specification. Those races when compounded with the count to in

finity can cause a temporary forwarding loop. Finally, we characterized the effects of these 

failures on real applications. Specifically, we showed that the effects of Ethernet failures 
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could be significantly amplified when interacting with higher level protocols, e.g. TCP. 
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Chapter 5 

EtherFuse: An Ethernet Watchdog 

5.1 The Design of the EtherFuse 

The EtherFuse is a device that can be inserted into the physical cycles in the network to 

improve Ethernet's reliability. It has two ports and is analogous to an electric circuit fuse. If 

it detects the formation of a forwarding loop, it breaks the loop by logically disconnecting 

a link on this loop. The EtherFuse can also help mitigate the effects of the count to infinity 

inRSTPandMSTP. 

5.1.1 Detecting Count to Infinity 

Count to infinity occurs around physical loops in Ethernet. The way that the EtherFuse 

detects a count to infinity is by intercepting all BPDUs flowing through it and checking 

if there are 3 BPDUs announcing an increasing cost to the same root R. The EtherFuse 

maintains a counter that is incremented every time the EtherFuse receives a BPDU with 

increasing cost to the same root. The counter is reset to one if the EtherFuse receives two 

consecutive identical BPDUs. If this counter reaches the value of 3, it signals that a count 

to infinity is taking place. This means that there is stale information about R that is circling 

around the loop and will keep doing so until it is aged out. The reason for checking for 3 

consecutive BPDUs announcing increasing costs is that BPDUs are sent out if the bridge 

has new information to announce, or periodically every hello time, which is typically 2 

seconds. Thus, it is unlikely that a path cost to the root will increase twice between two 
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consecutive hello messages due to any reason other than a count to infinity. However, false 

positives can happen when the network reconfigures twice during a single hello time period 

leading to two legitimate root path cost changes. In the unlikely event of a false positive, 

EtherFuse may drop legitimate BPDUs thinking they carry stale information due to count 

to infinity. This can lead to a short period of network disruption due to spanning tree 

misconfiguration. However in this case, after the network reconfigures, following BPDUs 

will announce nonchanging root path cost. Thus, the EtherFuse will realize that no count 

to infinity is taking place and it will not take any further action, leaving the BPDUs to pass 

through unchanged and the network then immediately heals to resume its normal operation. 

The EtherFuse does the BPDU monitoring independently for each of its 2 ports. It uses 

a BPDU cache (BCache) that maintains the state of BPDUs it has received at each port. 

Figure 5.1 shows a flow chart explaining how the EtherFuse detects a count to infinity. 

Since fresh information can chase stale information around the loop announcing two dif

ferent roots during a count to infinity, the cache has two entries per port to record both the 

fresh and the stale information. Only two entries are used in the cache because during the 

count to infinity there can be BPDUs announcing at most two different roots [14]. Both 

the fresh and the stale information are cached because the EtherFuse can not distinguish 

between them. Thus, it monitors both copies in the cache checking if either of them exhibit 

two consecutive increases in cost. The details about maintaining two cache entries per port 

in the BCache are omitted from Figure 5.1 for simplicity. 

5.12 Detecting Forwarding Loops 

The key idea for detecting forwarding loops in Ethernet is by detecting packets that are 

circling around the loop. The EtherFuse takes a hybrid approach of passively monitoring 

traffic in the network to infer the existence of a forwarding loop, and actively probing 
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Figure 5.1 : Flow chart of how the EtherFuse detects and mitigates a count to infinity. 

the network to verify the loop's existence. Passive monitoring is preferred as it does not 

introduce extra network traffic. Moreover, because passive forwarding loop detection takes 

advantage of the data packets flowing through the network, it is likely to be faster than any 

practical method based on periodic active probing. 

To monitor the network for forwarding loops, EtherFuse checks for duplicate packets. 

This is because if there is a forwarding loop, a packet may spin around the loop and arrive 

again at the EtherFuse. The EtherFuse checks for duplicates by keeping a history of the 

hashes of the packets it received recently. Every new incoming packet's hash is checked 

against this history. If a fresh copy of the packet's hash is found, then the packet is a du

plicate signaling a potential forwarding loop. A hash in the history is fresh if its timestamp 

is less than the current time by no more than a threshold. This threshold should be no less 

than the maximum network round trip time. Otherwise, a packet's hash may expire before 

the packet completes a cycle around the loop. If no fresh copy of the received packet's 
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hash is found in the history, the hash is recorded in the history along with its timestamp. 

As an optimization, the Ethernet frame's Cyclic Redundancy Check (CRC) can be used as 

the hash of the packet's contents. 

By itself, this forwarding loop detection technique may have false positives due to col

lisions between hashes of different packets or a malicious end host intentionally injecting 

duplicate packets into the network to trick the EtherFuse into thinking that there is a for

warding loop. To avoid false positives in such cases, the EtherFuse uses explicit probing 

once it suspects the existence of a forwarding loop. These probes are sent as Ethernet 

broadcast frames to guarantee that if there is a loop they will go around it and not be af

fected by forwarding tables at the Ethernet switches. The source address of the probe is the 

EtherFuse's MAC address. If the EtherFuse receives a probe it has sent then this implies 

that there is a forwarding loop. However, the probe may get dropped even in the presence 

of a forwarding loop. In this case, the fuse will receive more duplicate packets forcing it 

to send more probes until one of those probes will make its way around the loop and back 

to the EtherFuse again. Duplicate packets in the network can lead to congestion, increas

ing the chance of probes getting dropped. Hence, EtherFuse drops all duplicate packets it 

detects. Figure 5.2 presents a flow chart of how loops are detected. 

Building the Duplicate Detector 

The EtherFuse's duplicate detector maintains the history of received packets in a hash table. 

However, it is desirable for the duplicate detector's hash table not to use chaining in order 

to simplify the implementation of the EtherFuse in hardware. In the following discussion, 

we assume that the range of the hash function that is applied to received packets is much 

larger than the size of the hash table. For example, the Ethernet packet's 32-bit CRC might 

be used as the hash code representing the packet. However, a hash table with 232 entries 
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Figure 5.2 : Flow chart of how the EtherFuse detects and stops forwarding loops. 

would be impractical due to its cost. In such cases, a simple mapping function, such as mod 

the table size, is applied to the hash code to produce an index in the table. Since packets are 

represented by a hash code, the duplicate detector can report false positives. However, it is 

acceptable to have collisions with low probability since the EtherFuse will send a probe to 

verify that a forwarding loop exists. 

There are two design alternatives to construct a duplicate detector with less entries than 

the hash function's range. The first alternative is to only store the timestamp in the hash 

table entry. In this case, two packets having different hash values may be mistaken as 

duplicates. This is because their two distinct hashes may map into the same location in the 

table. For this design alternative, false positives occur when detecting duplicate packets 

if two different packets with identical or different hashes map into the same location of 

the table. Assuming a uniform hash function, an upper bound for the probability of false 

positives occurring for a particular packet is given by Equation 5.1, where N is the number 
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of entries in the duplicate detector, T is the time the packet's entry is kept in the duplicate 

detector before it expires, B is the network bandwidth, and F is Ethernet's minimum frame 

size. Equation 5.1 computes the complement of the probability that the packet's entry in 

the hash table does not experience any collisions during its valid lifetime. 

Pr = 1-{—) <5,) 

The second design alternative to constructing the hash table is to include the packet's 

hash value in every entry along with the timestamp. In this case, two packets can be mis

taken as duplicates only if they share the same hash value. An upper bound for the proba

bility of false positives detecting duplicates for a particular packet is given by Equation 5.2, 

where K is the number of bits in the packet's hash. Similar to Equation 5.1, Equation 5.2 

computes the complement of the probability that the packet's entry in the hash table does 

not experience any collisions during its valid lifetime. 

Pr = 1 - (1 - 2~K)([X^J) (5.2) 

However using this approach, EtherFuse can miss some duplicates. For example, if 

there exists a forwarding loop and a packet Pi arrives at the EtherFuse, its hash will be 

recorded. Then by the time Pi spins around the loop and before it arrives again at the 

EtherFuse, another packet, P2, arrives first at the EtherFuse. If Pi and P2 have different 

hashes that hash into the same location in the hash table, the duplicate detector entry storing 

Pi's hash is replaced by P^'s hash. Since the duplicate detector records the packet's hash 

it will detect that P2 is different than Pi and not a duplicate. Later, when Pi arrives again 

at the EtherFuse, its hash will replace P2's hash in the duplicate detector without detecting 

a duplicate. Consequently, the EtherFuse will not detect that there is a loop. However, 

the probability of such a false negative is very low. An upper bound to this probability is 
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Figure 5.3 : Plot of equations 1,2 and 3 illustrating the probability of false positives and 
negatives for the two design alternatives of the duplicate detector. Equation parameters 
were set as follows: T = 100ms, F = 64B, B = lOGb/s, K = 32, and L = 10ms 

given by Equation 5.3, where L is the latency around the loop. Equation 5.3 computes the 

probability that (1) packet Pi's hash gets replaced by one or more other packets' hashes 

before Pi arrives again at the EtherFuse after cycling around the loop, and (2) the last 

packet of those which replaced Pi's hash entry in the duplicate detector has a different 

hash than that of Pi. 

Figure 5.3 plots the probabilities in Equations 5.1,5.2 and 5.3 with conservative values 

of the equations' parameters. The parameters were set as follows: T = 100ms, F = 64B, B 

= lOGb/s, K = 32 and L = 10ms, where T is set to an order of magnitude more than L as 

a safety margin to minimize the chance of missing duplicates. In summary, the trade-offs 

between the two design alternatives are the following: Not including the packets' hashes in 

the hash table prevents false negatives when detecting duplicates. Thus, a forwarding loop 

is more likely to be detected as soon as the first duplicate is received. The down side of this 

alternative is that it suffers from a higher false positive rate when detecting duplicates. This 

leads to more non-duplicate packets getting dropped than in the second design alternative. 
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However, for a duplicate detector with a sufficiently large number of entries, the false 

positives rate can be very low. For the second design alternative that includes the hash in 

every duplicate detector entry, it achieves a lower rate of false positives when detecting 

duplicates. However, this comes at a cost. First, false negatives occur when detecting 

duplicates. Thus, forwarding loop detection may get slightly delayed if a duplicate arrives 

at the EtherFuse but is not detected. Second, more memory is needed to store the hashes in 

the duplicate detector. Third, more per-packet computation is performed by the EtherFuse, 

specifically to compare the packet's hash to the corresponding hash in the hash table entry. 

5.13 Mitigating Count to Infinity and Forwarding Loops 

After detecting a count to infinity or a forwarding loop, the second phase is mitigating the 

problem and its effects. 

For the count to infinity, if the EtherFuse detects BPDUs announcing increasing costs 

to a root R, it expedites the termination of the count to infinity by altering the MessageAge 

field of any BPDUs announcing R to be the root. Specifically, it sets their MessageAge 

field to MaxAge. However, this may not instantaneously terminate the count to infinity as 

Ethernet bridges may be caching other copies of the stale information. If there are other 

cached copies of the stale information, they will eventually reach the EtherFuse again, 

which in turn will increase their message age until eventually the count to infinity is termi

nated. Figure 5.1 shows how the EtherFuse handles a count to infinity. For handling the 

count to infinity, having more than one EtherFuse in a loop in the physical topology is not 

a problem as every EtherFuse can handle the count to infinity independently without side 

effects. 

On the other hand, having more than one EtherFuse in the same loop in the event of a 

forwarding loop is problematic. Only one of those EtherFuses should cut the loop otherwise 
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a network partition will occur. To handle this, EtherFuses collaborate to elect an EtherFuse 

that is responsible for breaking the loop. To do this, a probe carries the identities of the 

EtherFuses it encounters during its trip around the loop, that is, whenever an EtherFuse 

receives a probe originated by another EtherFuse, it adds its identifier to a list of EtherFuse 

identifiers in the probe .The EtherFuse's MAC address is used as its identifier. Also, the 

EtherFuse checks for its identifier in the list of identifiers in the probe. If it finds its own, 

then this probe has been through a loop. The EtherFuse drops such a probe as it is not the 

probe's originator. If the EtherFuse receives its own probe, it checks the list of EtherFuse 

identifiers attached to the probe. It drops the probe if its identifier is not the smallest in the 

probe's list of EtherFuse identifiers. On the other hand, if its identifier is the smallest in 

the list, the EtherFuse is elected to break the loop. It cuts the loop by blocking one of its 

ports that connects the loop. This way the network can continue operating normally even 

in the presence of a forwarding loop. However since physical loops exist in the network 

for redundancy and fault tolerance reasons, cutting them leaves the network vulnerable 

to partitioning due to future failures. So the EtherFuse tries to restore the network to its 

original topological state by unblocking its blocked port after a timeout period has passed. 

It does this hoping that the loop was a temporary loop formed due to ephemeral conditions. 

If the EtherFuse detects a loop again right after it tries to restore the network, then it knows 

that the loop still persists so it cuts the loop again. It retries this until it eventually gives 

up assuming this is a permanent loop. It then notifies the network administrator to take 

appropriate measures to fix the problem. Figure 5.2 shows how an EtherFuse handles a 

forwarding loop. 

Since a forwarding loop may persist for a small duration until it is detected and cor

rected, forwarding table pollution may still occur. To speed recovery from forwarding 

table pollution, the EtherFuse sends BPDUs on both its ports with the topology change flag 
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set. This will make bridges receiving this topology change information flush their forward

ing tables and forward this topology change message to their neighbor bridges until it has 

spread throughout the network. This technique has its limitations though. This is because 

the IEEE 802.ID (2004) specification suggests an optimized technique for flushing entries 

from the bridge's forwarding table. This technique flushes entries for all the ports other 

than the one that receives the topology change message on the bridge. This technique is 

not mandatory but if it is implemented, there will be some cases in which the EtherFuse 

will not be able to eliminate the forwarding table pollution if the loop was not shutdown be

fore pollution occurs. For example, the pollution shown in Figure 3.2(b) at port PI cannot 

be fixed by an EtherFuse sitting along the loop B2-B3-B4. This is because B5 will receive 

the topology change messages at PI, the port with polluted forwarding table entries. Con

sequently, it will flush forwarding entries for port P2 and not PI. However, even if B5 does 

not flush the entries at PI, the polluted entries will be invalidated as soon as the end host 

HI sends any packets or when those polluted forwarding table entries expire by reaching 

their timeout value. 

5.2 EtherFuse Implementation 

This section describes our prototype implementation of the EtherFuse. Then, it discusses 

the EtherFuse's memory and processing requirements, arguing that the EtherFuse can scale 

to large, high-speed Ethernets. 

52.1 The EtherFuse Prototype 

We implemented EtherFuse using the Click modular router [23]. Figure 5.4 shows how the 

different modules are put together to compose the EtherFuse in the Click modular router. 

The FromDevice module is responsible for receiving packets from a NIC into the Ether-
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Fuse. The C l a s s i f i e r module is responsible for classifying Ethernet packets based on 

their contents. In this configuration, it classifies them into either RSTP control packets 

which are sent to the CTlChecker module, or regular Ethernet data frames which are 

sent to the LoopChecker module. The CTlChecker module is responsible for han

dling count to infinity in the network, while the LoopChecker module is responsible for 

handling Ethernet forwarding loops. Ethernet frames are then pushed by the CTlChecker 

and the LoopChecker modules to the other NIC of the EtherFuse using the ToDevice 

module. The suppressors, SI and S2, allow the EtherFuse to block input and output ports, 

respectively. They are used by the EtherFuse to block both input and output traffic going 

through one NIC when a forwarding loop is detected. 

In our implementation we used a packet's CRC as the hash of the packet's contents. 

We store the CRC in the duplicate detector hash table to reduce the number of dropped 

packets because of false positives. Timestamps in the duplicate detector have millisecond 

granularity. Thus, a timestamp is stored in 4 bytes. 

522 Memory Requirements 

The primary memory requirement for the EtherFuse is that of the duplicate detector which 

records the timestamps of frames it has received recently. The duplicate detector may also 

store the hashes of the packets. Every entry in the duplicate detector contains a hash with 

size C bytes, where C is equal to zero if the hash is not stored in the table, and a timestamp 

with size S bytes. The duplicate detector should have at least as many entries as the number 

of frames that make up the product of the maximum network bandwidth B and the latency 

L. Thus the minimum memory requirement M can be given by Equation 5.4, where F is 

the minimum Ethernet frame size. 

M=([^T^j)x(c + 5) (54) 
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The minimum frame size F is 64 bytes. Assuming the CRC is used as the packet's 

hash and a timestamp is 4 bytes, then C and S will be 4 bytes each. Using generous values 

of 100 milliseconds for L, and 10 Gbps for B would lead to M equal to 16MB. Thus the 

EtherFuse can easily scale to a large 10 Gbps Ethernet network. 

5 2 3 Processing Overhead 

The processing overhead of the EtherFuse is low. This is true even if the packet's hash 

is maintained in the duplicate detector along with the packet's timestamp, which would 

require more processing due to storing, loading and comparing hashes. Assuming the 

packet's hash is precomputed like if the CRC is used, then in the common case to han

dle a data packet one memory access is required to check whether the packet's hash exists 

in the duplicate detector, another memory access is required to write the hash into the du

plicate detector, and another one to write the timestamp. This is assuming that at least 4 

bytes can be read in a single memory access. In the unlikely event that the hash is matched, 

another memory access is needed to fetch the timestamp to check whether this hash is fresh 

or not. However, in conventional processors with data caches, fetching the hash from mem

ory would lead to prefetching the timestamp as well if both are within the same cache line. 

In such cases, the access to the timestamp would have trivial cost. For BPDUs, they arrive 

at a much lower frequency than data packets, roughly on the order of 10 BPDUs per second 

even during a count to infinity. To handle a BPDU, the EtherFuse compares it against the 2 

cached entries in the BCache. If a count to infinity is suspected, the BPDU is written into 

the BCache. Since a BPDU is 36 bytes, this requires at most 9 memory accesses for the 

comparisons and 9 memory accesses for the write. Since BPDUs arrive at a low rate, these 

operations can be easily handled in practice. 
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Figure 5.4 : Block diagram of the EtherFuse implemented with the Click modular router 

53 Experimental Setup 

This section describes the experimental settings used for the evaluation of the EtherFuse. 

53.1 Hardware Platform 

For our experiments we used the Emulab testbed [1,49]. Specifically, we used machines 

with 3.0 GHz Xeon processors having 2GB of physical memory. Each machine had 6 NICs. 

However, one of these NICs is used for the Emulab control network. In our experiments 

the machines were connected by 100 Mbps links to Cisco 6500 series switches. 

The network topologies shown in Figure 5.5 are used for all of our experiments. In the 
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(a) Topology I. (b) Topology II. 

Figure 5.5 : Network topologies used used in the experiments. 

figure, B's are Ethernet switches, F's are EtherFuses and H's are end hosts. For analysis, 

the EtherFuse collects statistics about the number of duplicate packets in the network. In 

the experiments where an EtherFuse is not used, a simplified device is substituted for the 

EtherFuse to collect the same statistics. 

53.2 Software Components 

All nodes in our experiments were running Fedora Core 4 with Linux kernel 2.6.12. Ether

net switches were implemented in software using Click. To build those switches, we used 

the same configuration used in Section 4.4.1. 
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5.4 Evaluation 

In this section we evaluate the effects of different Ethernet failures on software applications 

and show the effectiveness of the EtherFuse at mitigating these effects. For every class of 

failures, we study the fundamental effects using packet level measurements. Then, we use 

HTTP and FTP workloads to study the overall effects of the failures. The HTTP work

load does not use persistent connections so the effects of the failures on TCP connection 

establishment can be studied. The FTP workload is used to study the effects of failures on 

TCP streams. We conduct multiple runs of each experiment because there is non-negligible 

variance between runs. This variance is due to non-deterministic interactions between the 

applications, the transport protocols, and the spanning tree protocols. However, in the cases 

where we characterize the network's behavior by a detailed timeline, it is only practical to 

present the results from one representative run. Results of the other runs are qualitatively 

similar. 

The evaluation is organized as follows. Section 5.4.1 studies the effects of the count to 

infinity problem. Section 5.4.2 studies the effects of a single forwarding loop. Section 5.4.3 

studies the effects of multiple, simultaneous forwarding loops. In both Sections 5.4.1, 

and 5.4.2 we use the topology shown in Figure 5.5(a) for our experiments, while in Sec

tion 5.4.3 we use the topology shown in Figure 5.5(b). Section 5.4.4 concludes with a 

discussion. 

5.4.1 Effects of Count to Infinity 

For the experiments in this section we modified the RSTP state machines such that its races 

do not lead to a forwarding loop in the event of a count to infinity. This is because we want 

to study the effects of the count to infinity in isolation without the forwarding loop. 
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With EtherFuse 

0 5 10 15 20 25 30 35 40 0 5 10 15 20 25 30 35 40 

Time (s) Time (s) 

(a) Without EtherFuse (b) With EtherFuse 

Figure 5.6 : Timeline of packets loss for a 90 Mb/s UDP stream during count to infinity. 
Count to infinity starts at t=10 and no forwarding loop is formed. 

Fundamental Effects 

In this experiment, we characterize the packet loss in the network during the count to in

finity. We use iperf to generate a 90 Mb/s UDP stream between the end hosts, which 

maintains high link utilization. Then, we measure packet loss at the receiving side of the 

UDP stream, iperf includes a datagram ID in every packet it sends and we instrumented 

it to maintain a history of the IDs it received to detect packet loss. Figure 5.6 presents a 

timeline of packet loss. The periodic heavy packet loss is caused by the oscillations of the 

network ports between blocking and forwarding during the count to infinity. It shows that 

during the count to infinity the network suffers from extended periods with near 100% loss 

rate. The EtherFuse substantially reduces these periods by terminating the count to infinity 

quickly. 

Detection and Correction Time 

In this section, we study the time it takes the EtherFuse to detect and terminate a count to 

infinity using different network topologies. These experiments are based on simulations. 

This allows us to have global knowledge about the network and thus we can determine 
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when the count to infinity has actually ended and the network has converged. We define 

convergence time as the time it takes all bridges in the network to agree on the same correct 

active topology. In our simulations, we use the simulator used at Section 4.3.3. We have 

also added to it an EtherFuse implementation. For each setting, we repeat the experiment 

100 times and report the maximum, average, and minimum convergence times measured. 

We use a Max Age of 20, a TxHoldCount of 3, and a HelloTime of 2 seconds. 

In the experiment shown in Figure 5.7(a), we measure the convergence time in complete 

graph topologies after the death of the root bridge. For experiments with the EtherFuse, we 

used an EtherFuse for every redundant link. Notice that using EtherFuses for complete 

graph topologies cuts the average convergence time after a count to infinity by more than 

half. 

Figure 5.8(a) shows the time it takes for the count to infinity to be detected by any 

EtherFuse in the network. We see that the EtherFuses detect the count to infinity very 

quickly. This is because for a count to infinity to be detected a bridge needs to transmit 2 

consecutive BPDUs with increasing path cost that is higher than the cost it was announcing 

before the count to infinity. In this topology, all the bridges are directly connected to the 

root bridge and thus all bridges can detect the root's failure instantaneously. Hence, they 

immediately start using stale cached BPDU information, and start announcing different 

paths to the root which have higher cost. This constitutes the first increase in the path cost 

to the root. These stale BPDUs will trigger bridges to update their information and forward 

it to their neighbors. This constitutes the second increase in the path cost to the root, which 

is immediately detected by an EtherFuse. Thus, it takes two BPDU transmissions for some 

EtherFuses in the network to detect the beginning of the count to infinity. However it takes 

a much longer period of time for the network to converge. This is because bridges in the 

network have many redundant links and thus many alternate ports caching many copies of 
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Figure 5.7 : Convergence time with and without the EtherFuse after the death of the root 
bridge. 

the stale information. Thus it takes time to replace all those stale copies of the information. 

Also ports in Ethernet switches quickly reach their TxHoldCount limit due to multiple 

transmissions of the stale information. This further slows down the process of eliminating 

the stale information and makes the convergence time longer. 

In the experiment shown in Figure 5.7(b), we measure the convergence time in "loop" 

topologies after the death of the root bridge. A loop topology is a ring topology with the 

root bridge dangling outside the ring. For these topologies we use a single EtherFuse. The 

EtherFuse connects the new root (the bridge that assumes root status after the death of the 

original root) to one of its neighbors. We note that for small loops, the EtherFuse is able 

to detect and stop the count to infinity quickly. However for larger loops, the EtherFuse 

becomes ineffective in dealing with the count to infinity. This is because the EtherFuse 

relies on observing two consecutive increases in the announced cost to the root. For loop 

topologies, this means the stale information must traverse around the loop twice. If the 

loop is large, the stale information will have reached its MaxAge before it gets detected by 

the EtherFuse. 

Figure 5.8(b) also shows that the count to infinity is detected fairly quickly in the "loop" 
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Figure 5.8 : Detection time of count to infinity for EtherFuse. 

topologies. However, the termination of the count to infinity takes longer. This is because 

by the time the count to infinity has been detected, most of the bridges' ports have reached 

their TxHoldCount limit. Thus they are allowed to transmit only one BPDU per second 

and the convergence process is slowed down substantially. 

Impact on HTTP 

In this experiment we study the effects of count to infinity on web requests. We run the 

apache web server 2.2.0 on one of the end hosts and a program simulating web clients at 

the other end host. The client program generates HTTP requests to the web server with a 

constant rate of one request every 100 ms. The HTTP requests are HTTP GETs that ask for 

the index file which is 44 bytes. We kill the root bridge, Bl , at time 10 to start the count to 

infinity. We repeat this experiment twice, once with the EtherFuse and another time without 

it and measure the response times of the web requests. Figures 5.9(a) and 5.9(b) show 

timelines of the measured response times of each web request before, during, and after the 

count to infinity with and without the EtherFuse. Note that before and after the count to 

infinity the response time is on the order of one millisecond. During the count to infinity, 
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Response Time Response Time 

Time (s) 

(a) Without EtherFuse 

10 15 20 25 30 35 40 
Time (s) 

(b) With EtherFuse 

Figure 5.9 : Timeline of response times of HTTP requests generated every tenth of a second 
under count to infinity. Count to infinity starts at t=10 and no forwarding loop is formed. 

many requests have response times of 3 seconds and some even have response times of 

9 seconds. This is due to TCP back-offs triggered by the packet loss during the count to 

infinity. TCP back-offs are especially bad during connection establishment, as TCP does 

not have an estimate for the round trip time (RTT) to set its retransmission timeout (RTO). 

Thus it uses a conservative default RTO value of three seconds. So if the initial SYN 

packet or the acknowledgment for this SYN gets dropped, TCP waits for three seconds 

until it retransmits. This explains the three second response times. If the retransmission 

is lost again TCP exponentially backs off its RTO to 6 seconds and so on. Thus we are 

able to observe requests having 9 second response times that are caused by 2 consecutive 

packet losses during connection establishment. In Figure 5.9(b), we note that the EtherFuse 

substantially reduces the period with long response times. This is because the EtherFuse is 

able to quickly detect and stop the count to infinity and thus reduce the period for which 

the network suffers from extensive packet loss. No connection in this experiment suffers 

consecutive packet losses during connection establishment. 



79 

No failure 

Failure with EtherFuse 

Failure without EtherFuse 

Transfer time 

35.9s 

36.1s 

42.1s 

Table 5 .1 : Transfer times for the FTP transfer of a 400MB file. 

Impact on FTP 

In this experiment we study the effects of count to infinity on a FTP download of a 400MB 

file from a FTP server. The root bridge is killed during the file transmission and the total 

file transmission time is recorded. Table 5.1 shows the measured transmission times under 

count to infinity with and without the EtherFuse. We again note that transmission time in 

the presence of the EtherFuse is better as it ends the count to infinity early. 

5.4.2 Effects of a Single Forwarding Loop 

In this section, we study the effects of a single forwarding loop on applications and the per

formance of EtherFuse in mitigating those effects. We only focus on temporary forwarding 

loops because of two reasons. First, since the loops are temporary, they lead to transient in

teractions with the applications, which are often not obvious. Conversely, permanent loops 

render the network unusable leading to the unsurprising result of preventing applications 

from being able to make forward progress. Second, EtherFuse handles permanent loops 

the same way it handles temporary loops, so presenting the temporary loops case suffices. 

We use count to infinity induced forwarding loops as an example of temporary for

warding loops. We modified the RSTP state machines such that its races always lead to a 

forwarding loop in the event of a count to infinity. 
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Packet Loss 
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(a) Without EtherFuse (b) With EtherFuse 

Figure 5.10 : Timeline of packets loss using a 90 Mb/s UDP stream under a count to infinity 
induced temporary forwarding loop. Count to infinity starts at t=10. 

EtherFuse 

No EtherFuse 

2 

40815 

Table 5.2 : Number of duplicate frames detected in the network for the UDP stream work
load in event of having a forwarding loop. 

Fundamental Effects 

Figure 5.10 shows a timeline of packet loss during the count to infinity induced forwarding 

loop. In this experiment a stream of UDP traffic flows from one host into another. Since the 

count to infinity reconfigures the network leading to the flushing of the bridges' forwarding 

tables and since the receiving end does not send any packets, bridges do not re-learn the 

location of the receiving end host. Thus, bridges fallback to flooding packets destined to 

the receiving end host. Thus, those packets end up trapped in the loop leading to network 

congestion and packet loss. This can be seen in Table 5.2. This massive packet loss leads 

to BPDU loss, extending the lifetime of the count to infinity. Consequently, this extends 

the duration of the forwarding loop leading to a longer period of network instability. When 

the EtherFuse is used the problem is corrected quickly. 

To study the effects of having a temporary forwarding loop on a simple request/response 
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workload we used ping between the two end hosts with a frequency of 10 pings per second. 

We ran this test for 50 seconds and introduced the count to infinity at time 10. Without 

the EtherFuse, we observed a 81% packet loss rate reported by ping. Note that there is no 

congestion in this test as the data rate is very low, and both end hosts are transmitting data so 

packets do not get trapped in the loop as in the experiment above. The main reason for the 

packet loss in this test is forwarding table pollution explained in Section 3.1.3. Specifically, 

in Figure 3.2 if a ping response from HI causes the pollution, packets from H2 will not be 

able to reach HI anymore. The pollution is fixed when the affected end host, HI, transmits 

a packet fixing the polluted forwarding table entry in B5. Thus, the pollution problem can 

last for a much longer period of time than that of the temporary forwarding loop. When 

the EtherFuse was used for the same experiment above, less than a 1% packet loss rate 

was reported by ping. This is because the EtherFuse quickly detects the forwarding loop, 

shutting it down and fixing any potential pollution by sending the topology change message 

that flushes the forwarding tables. 

Impact on HTTP 

In this section, we repeat the experiments in Section 5.4.1, except that a forwarding loop is 

formed. Figure 5.11 shows a timeline of measured response times of web requests before, 

during and after the count to infinity induced forwarding loop. In the case of not having the 

EtherFuse, although the traffic in the network is minimal we note that having a forwarding 

loop hurts the response times of web requests. This is because although the connectivity 

is still available between the server and the client, packets coming from the client and the 

server into the forwarding loop pollute the bridges' forwarding tables. This leads to packet 

drops due to packet misforwarding and blackholing. Packet drops compounded with the 

TCP backoffs, especially during TCP connection establishment, lead to very high response 
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Response Time 

- i 1 1 1 1 1 
With EtherFuse J 

0 5 10 15 20 25 30 35 40 0 5 10 15 20 25 30 35 40 
Time (s) Time (s) 

(a) Without EtherFuse (b) With EtherFuse 

Figure 5.11 : Timeline of response times of HTTP requests generated every tenth Of a 
second under a count to infinity induced temporary forwarding loop. Count to infinity 
starts at t=10. 

times. In the case of EtherFuse, it detects and shuts down the forwarding loop very quickly 

so the disruption to the network operation is minimal. Note that for this workload pollution 

does not last for very long. This is because if a packet of an end host H causes pollution, the 

acknowledgment for this packet will not arrive, causing H to retransmit the packet fixing 

the pollution. If an acknowledgment packet from the server to the HTTP request causes 

the pollution, the server will send the response which will fix the pollution. Also, if the 

acknowledgment packet from the client to the HTTP response causes the pollution, either 

the next request or the connection tear down packet will fix the pollution. 

Figure 5.12 shows the effects of having background broadcast traffic. We introduce 

a low rate broadcast stream of 100 Kb/s. Notice that in the no EtherFuse case, response 

times suffer substantially due to packet loss because of network saturation. This is because 

the broadcast packets get trapped in the loop leading to congestion. Also note that some 

web requests suffer from a 21 second response time. This is due to three consecutive packet 

drops in the connection phase leading to 3 exponential backoffs. When using the EtherFuse, 

it quickly detects both the count to infinity and the forwarding loop and cuts the loop to 

recover from this failure. 

Response Time 

i:i Without EtherFuse • " I 
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Response Time 
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(a) Without EtherFuse (b) With EtherFuse 

Figure 5.12 : Timeline of response times of HTTP requests generated every tenth of a 
second under a count to infinity induced temporary forwarding loop. Count to infinity 
starts at t=10. A background broadcast traffic of 100 Kb/s is injected into the network. 

EtherFuse 

No EtherFuse 

Broadcast 

9 

57481 

No Broadcast 

1 

2 

Table 5.3 : Number of duplicate frames detected in the network for the HTTP workload in 
the event of having a forwarding loop. 

To further understand the scenario, Table 5.3 shows the number of duplicate packets 

detected in the network. Note that a massive amount of duplicate packets are detected 

when there is background broadcast traffic and in the absence of the EtherFuse. 

Impact on FTP 

Table 5.4 shows the transfer times for a 400MB file over FTP when having a count to in

finity induced forwarding loop. We note that when background broadcast traffic exists and 

in the absence of an EtherFuse many duplicate packets persist in the network as quantified 

in Table 5.5. 

The main reason for the very long transfer time when the EtherFuse is not used is. 
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No failure 

Failure with EtherFuse 

Failure without EtherFuse 

Broadcast 

37.2s 

141s 

No Broadcast 

35.9s 

36s 

140s 

Table 5.4 : Transfer times or a 400MB file over FTP. 

forwarding table pollution. Forwarding table pollution causes the FTP client to be cut off 

from the network for an extended period of time. In this case the pollution is very long 

lasting because it is caused by an acknowledgment by the client to a data packet sent by 

the server. The client then waits for the rest of the data packets to arrive for the rest of the 

file, but the server's packets cannot get through because of the forwarding table pollution. 

This causes TCP at the server to keep backing off. The problem only gets fixed later 

when the ARP cache entry for the FTP client expires at the FTP server forcing the server 

to send an ARP request for the client. Since ARP request packets are broadcast packets, 

they get flooded through the network and are not affected by forwarding tables. When the 

ARP request reaches the client, it makes the client send back an ARP reply which fixes 

the pollution and restores the connectivity to the client. When using the EtherFuse, this 

problem does not take place because after the EtherFuse detects and cuts the loop, it send 

the topology change message forcing bridges to flush their forwarding tables, including the 

polluted entries. 

5.43 Effects of Multiple Forwarding Loops 

Multiple forwarding loops can occur due to the Max Age induced forwarding loops as pre

sented Section 3.1.2, or having two or more simultaneous failures of the failure types dis

cussed in Section 3.1.2. In this section we choose the MaxAge induced forwarding loops as 
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EtherFuse 

No EtherFuse 

Loop/Broadcast 

3 

65578 

Loop/No Broadcast 

1 

19 

Table 5.5 : Number of duplicate frames detected in the network for the FTP workload in 
event of having a forwarding loop. 

an example of multiple forwarding loops. To demonstrate the seriousness of having mul

tiple forwarding loops, we construct an experiment using the network topology shown in 

Figure 5.5(b) that uses the STP protocol. We use a value of 2 for the MaxAge of the bridges 

in the network. This value is outside the prescribed range stated in the IEEE specification, 

but we use it so that we can generate the forwarding loops using only a few Emulab nodes. 

We connect an end host to B3 that sends a single broadcast packet. Then we measured the 

number of duplicate packets observed in the network every millisecond. We repeated this 

experiment twice, once with the EtherFuse, and another without. In the later case we see in 

Figure 5.13 that the packets exponentially proliferate until they saturate the network. This 

is because the CPUs of the Emulab nodes running network elements are saturated due to 

the processing of all the duplicate packets. When the EtherFuse is used we notice that the 

duplicates are eliminated from the network in 3 milliseconds. Roughly, one millisecond 

is spent on detecting duplicate packets, another millisecond for sending and receiving a 

probe, then another millisecond for the in transit duplicates to drain after the loop has been 

cut. 

In summary, multiple forwarding loops can quickly render the network unusable due to 

exponential proliferation of duplicates. The EtherFuse is highly effective at detecting and 

correcting the problems. 
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Figure 5.13 : Timeline of number of duplicate packets observed by a network monitor after 
the formation of two forwarding loops and injecting an ARP request into the network. 

5.4.4 Discussion 

The EtherFuse is very effective at reducing the effects of a forwarding loop. Between the 

onset of a forwarding loop and its detection, the network may suffer from a very brief period 

of packet duplication. However, the EtherFuse is able to quickly stop packet duplication 

before it escalates into network congestion and packet loss. These benefits are achieved 

without changing the spanning tree protocols. 

In contrast, while the EtherFuse is able to mitigate the effects of the count to infinity 

by reducing the spanning tree convergence time, the effects of the EtherFuse on count to 

infinity are not as immediate as for forwarding loops. The EtherFuse's ability to quickly 

end the count to infinity is constrained by the rate limit on BPDU transmission in the 

spanning tree protocols. Solutions that change the spanning tree protocols can eliminate the 

count to infinity and achieve much faster convergence. For example, in all of the scenarios 

discussed in Section 5.4.1, RSTP with Epochs, presented in Chapter 6, is able to converge 
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in one round-trip time across the network. 

5.5 Related Work 

The focus of this work is on mitigating the effects of Ethernet failures without changing the 

existing Ethernet infrastructure, including software, hardware, and protocols. In contrast, 

most previous work has focused on changing Ethernet's protocols to improve its scalability 

and performance. However, some hardware vendors employ techniques that try to enhance 

Ethernet's reliability. 

Cisco employs two techniques to guard against forwarding loops, Loop Guard and the 

Unidirectional Link Detection (UDLD) protocol. None of these techniques is a part of the 

standard spanning tree protocols. Thus, not all vendors have these techniques implemented 

in their switches. Even Cisco does not have them implemented in all of their switches [8, 

11]. Also, all those techniques require manual configuration which is error prone. For 

example both techniques are disabled by default on Cisco switches, so they need to be 

enabled first. Hence, having a single switch in the network that does not have or does not 

enable those features can leave the whole network vulnerable. This is because a single 

blocked port, erroneously transitioning to the forwarding state can make a forwarding loop 

that can render the whole network unavailable. Moreover, each of those techniques is 

limited in scope to a specific problem, so having one technique does not eliminate the 

need for the other. Finally, some kinds of forwarding loops can not be handled by any of 

those techniques, like the Max Age induced forwarding loops and count to infinity induced 

forwarding loops. 

The Loop Guard technique protects a network from BPDU loss induced forwarding 

loops. It prevents a blocked port from erroneously transitioning to the forwarding state 

when the port stops receiving BPDUs. In addition to the shortcomings of this technique 
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listed above, Loop Guard only works on point-to-point links. Thus, networks with shared 

links can be vulnerable to having forwarding loops even if the Loop Guard is used. 

To guard against broadcast storms, broadcast filters are used in some Ethernet switches 

to suppress broadcast traffic to a certain level [5]. However, broadcast suppression sup

presses broadcast packets indiscriminately once it reaches its maximum allowable level of 

broadcast traffic during a particular interval. Hence, duplicate broadcast packets may be 

allowed to get through before this cap is reached, saturating the filter, and then after the cap 

is reached legitimate broadcast traffic may get dropped. 

UDLD is used to detect failures in which bidirectional links become unidirectional. 

The UDLD protocol disables the link to appear as if it is disconnected as the spanning 

tree protocol does not handle unidirectional links. UDLD relies on ports on both ends of a 

link exchanging keep-alive messages periodically. Missing keep-alive messages from one 

direction signal a failure in that direction. The inter-keep-alive message interval is manually 

configured by the network administrator. Again, in addition to the general shortcomings 

listed above this technique has a set of its own shortcomings. First, it needs ports on both 

ends of a link to support the UDLD protocol. Second, the keep-alive messages can get 

dropped in case of network congestion which can mislead the protocol to think that the link 

has failed. 

Ethernet Automatic Protection Switching (EAPS) described in RFC 3619 [43] is a fail

ure protection technology designed specifically for ring topologies. The EAPS domain has 

a single designated master node. All other nodes in the ring are referred to as transit node. 

The master node has two ports, a primary port and a secondary port. During normal opera

tion, the master blocks its secondary port to avoid having a loop in the network. However, 

if the master detects a ring fault, it unblocks its secondary port. EAPS uses both a polling 

and notification mechanisms to detect failures. This technique though has a single point 
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of failure which is the master. Moreover, the master is solely responsible of tracking the 

state of the network which is not scalable. Finally, it requires a restricted network topology 

which is a ring topology. 

In Per-Destination Multiple RSTP (PD-MRSTP) [48], each bridge creates a spanning 

tree with itself as root. Since spanning tree provides shortest path between the root and all 

the nodes in network, then packets are transported cost efficiently in the network. Also, 

having a failure in one of the spanning trees, i.e. due to a count to infinity, does not affect 

other spanning trees, thus providing some fault isolation. However, having a forwarding 

loop can saturate the links in the network which can be shared by multiple spanning trees. 

Thus, fault isolation is not complete. Moreover, bridges need to maintain state and handle 

multiple spanning trees, which may saturate their control CPUs if a large number of span

ning trees are used. Thus, this approach is not scalable with respect to number of bridges 

in the network. 

Resilient Packet Ring (RPR) [26] is an IEEE 802.17 standard that provides SONET 

like reliability for Ethernet by using dual ring topologies. RPR ring nodes exchange point-

to-point control messages to learn about link state. During normal operation, data is dis

tributed among the two rings. However, when failure is detected in one of the rings, data is 

shifted onto the other ring. This leaves the network vulnerable to congestion. To alleviate 

this problem, RPR uses quality of service to give priority to the more important packets. 

Moreover, this technique restricts the network topology to a ring topology. 

Perlman [37] also argued that Ethernet has poor scalability and performance and pro

posed Rbridges to replace the current Ethernet protocols. Routing in Rbridges is based on 

a link state protocol to achieve efficient routing. Rbridges also encapsulate layer 2 traffic in 

an additional header that includes a TTL field to guard against problems from forwarding 

loops. 
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Several other previous works have addressed the inefficiency of spanning tree routing 

in Ethernet. SmartBridges [42] offers optimal routing using source specific spanning trees. 

LSOM [19] proposes using link state routing for Ethernet as well. Viking [44] delivers data 

over multiple spanning trees to improve network reliability and throughput. 

RSTP with Epochs [14,16], presented at Chapter 6, modifies RSTP to eliminate the 

count to infinity problem and consequently eliminates count to infinity induced forward

ing loops. That work studies the cause of count to infinity and the convergence time of 

RSTP and RSTP with Epochs in simulations. However, it does not consider consider other 

protocol vulnerabilities presented in Chapter 3,e.g. forwarding loops. 

5.6 Summary 

Although Ethernet is a pervasive technology, we have shown that it can suffer from se

rious problems due to simple local failures. These problems include extended periods 

of network-wide heavy packet loss, and in some cases complete network meltdowns. To 

address these problems, we introduced the EtherFuse, a new device that is backward com

patible and requires no change to the existing hardware, software, or protocols. We imple

mented a prototype of the EtherFuse and used this prototype to demonstrate the effective

ness of the EtherFuse. 

We have shown that the EtherFuse is very effective at reducing the effects of a for

warding loop. Between the onset of a forwarding loop and its detection, the network may 

suffer from a very brief period of packet duplication. However, the EtherFuse is able to 

quickly stop packet duplication before it escalates into network congestion and packet loss. 

The EtherFuse is also able to mitigate the effects of the count to infinity by reducing the 

spanning tree convergence time. However, the impact of the EtherFuse on count to infinity 

is limited by the design of the spanning tree protocols. Nevertheless, EtherFuse is able to 
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provide its benefits in a way that is fully backward compatible. 
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Chapter 6 

RSTP with Epochs: Extending RSTP to Eliminate Count 
to Infinity 

6.1 The RSTP with Epochs Protocol 

RSTP with Epochs is an extension to RSTP. It relies on introducing sequence numbers in 

the BPDUs. The root bridge adds a sequence number to each BPDU it generates. Then, 

designated bridges generate and transmit their own BPDUs based on the latest root's BPDU 

and including the root's latest sequence number. The purpose of these sequence numbers 

is to identify stale BPDUs or stale cached topology information from a retired root. 

Sequence numbers by themselves are not sufficient. For example, consider in a network 

of bridges where there is the old root bridge A and a new bridge B with lower bridge ID 

than A that has just joined the network. Bridge B is now eligible to become the root, so 

when it receives a BPDU from A, it starts sending out its own using a sequence number 

higher than the one in A's BPDU. This is to override A's BPDUs and assert itself as the 

new root causing A to back-off. However, by the time B's BPDU reaches A, A may have 

sent out one or more BPDUs having higher sequence numbers. Hence, A will view B's 

BPDUs as stale. Consequently, A will not back off, and the network will not converge. 

Using epochs solves this problem. An epoch is an interval starting when the true root 

bridge achieves root status and ending when another bridge contending for root status. 

Another bridge will contend for root status because it did not hear from the previous root 

or because it finds its bridge ID to be lower than that of the previous root. A bridge may not 
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hear from the previous root if the previous root has retired, or the root may still be reachable 

but the contending bridge has lost its path to the root without having any other alternate 

ports. A bridge may find it has a lower bridge ID than the root because it has just joined the 

network and its bridge ID is lower than the current root's bridge ID, making it eligible to 

be the new root. If the previous root has retired and the contending bridge is eligible to be 

the root, the new root will use a sequence number higher than the highest sequence number 

it received from the retired root signaling a new epoch with a new root bridge. If the old 

root is reachable and is still eligible to be the root, it pumps up its sequence number to 

override the contending bridges' sequence numbers to re-take the network and this signals 

a new epoch as well but with the same root bridge as in the previous epoch. Each bridge 

has a local representation of an epoch with an interval of sequence numbers it heard from 

the same root bridge. The interval is represented by two sequence numbers, FirstSeqno 

and CurrentSeqno. FirstSeqno is the first sequence number this bridge has heard from the 

current root. CurrentSeqno is the current or latest sequence number the bridge has heard 

from the root. Back to the example given above, epochs allow the new root B to catch up 

with the old root's sequence numbers to eventually be able to take over the network. When 

B's BPDU reaches A, A may have already sent BPDUs with higher sequence numbers, but 

since B's BPDU sequence number lies within the interval representing the current epoch, 

A realizes that B coexists with it in the same epoch and thus it backs away. Section 6.1.1 

presents RSTP with Epochs. Then Section 6.1.3 further discusses the operation of the 

protocol. 

6.1.1 Protocol Definition 

The periodic BPDUs sent by the root have increasing sequence numbers (BPDU.Seqno), 

where the period is typically a HelloTime. The sequence number is incremented by the root 
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bridge at the beginning of each period. Non-root bridges generate their BPDUs including 

the root's latest sequence number. 

Each bridge records two values, FirstSeqno and CurrentSeqno, the first and last se

quence numbers, respectively, that it has received from the current root bridge. These two 

sequence numbers define the current epoch. The purpose of this epoch is to identify stale 

BPDUs. A BPDU with a sequence number less than the recorded first sequence number 

must be a stale BPDU belonging to an earlier epoch. 

As shown in Figure 6.1, when a bridge detects disconnection from its designated bridge, 

it first checks to see if it has any alternate ports. If it does, it adopts one of these alternate 

ports as its new root port. However, if the bridge does not have any alternate ports, it 

declares itself as the new root and starts broadcasting its own BPDUs that have a sequence 

number larger than the last sequence number that it received from the old root. 

Figure 6.2 explains the handling of the receipt of a BPDU for RSTP with Epochs. 

Bridges disregard the sequence numbers when comparing BPDUs declaring the same root. 

However, if a BPDU arrives declaring a different root than the one perceived by the bridge, 

the bridge checks if the BPDU's sequence number is larger than the last recorded sequence 

number for the perceived root. If this is the case, it signals the beginning of a new epoch. 

The new epoch has a different root declared by the received BPDU. The first and last 

sequence numbers are set to the sequence number reported by the received BPDU. On the 

other hand, if the sequence number reported by the BPDU is larger than or equal to the 

first recorded sequence number but smaller than or equal to the largest recorded sequence 

number of the current root, the bridge with the lowest ID, among the ones declared by the 

BPDU and the current root, is deemed superior; and it is the one accepted by the bridge as 

the current root. 

If a bridge receives a BPDU declaring another bridge with an inferior bridge ID to 
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Figure 6.1 : Handling the death of the designated bridge. 

its own as the root, the bridge starts sending BPDUs declaring itself as the root. These 

BPDUs are given a sequence number that is larger than that received from the bridge with 

the inferior ID. When one of these BPDUs reaches the old root bridge with the inferior ID, 

it will stop declaring itself as the root. 

Sequence numbers can wrap around. The way to deal with that is to consider zero as 

bigger than the largest sequence number. A side effect of doing that is when a new bridge 

joins the network starting off with sequence number zero, it may be able to temporarily take 

over the network, asserting itself as the new root, although it has a bridge ID higher than 

the legitimate root. When the legitimate root receives the new bridge's BPDU, it can then 

increase its sequence number and re-take the network. This may result in a brief period of 

disconnectivity. A solution to this problem is to make a new bridge joining the network 

listen for BPDUs for a random period. If it receives a BPDU from a superior root, it should 

not send its own BPDU. If no better BPDUs are received the new bridge can then start 

sending its own BPDU declaring itself to be the new root. 
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Figure 6.2 : Handling the reception of a BPDU in RSTP with Epochs. 
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6.12 Interoperability with Legacy Bridges 

The basic mechanism for RSTP with Epochs to interoperate with RSTP and STP is similar 

to that used by RSTP to interoperate with STP. First, RSTP with Epochs should be assigned 

a new protocol version number. A BPDU sent by a bridge carries the version number of the 

corresponding protocol used. A BPDU with an unknown version number will be discarded 

by the receiving bridge. At start up, a RSTP-with-Epochs bridge will try sending RSTP-

with-Epochs BPDUs. If the network peer is a legacy bridge, these BPDUs will be ignored. 

Eventually, the RSTP-with-Epochs bridge will receive legacy BPDUs from the legacy peer 

bridge, at such time it can recognize the protocol used by the peer and fall back to the 

appropriate legacy protocol. To translate a RSTP-with-Epochs BPDU into a legacy BPDU, 

the epoch sequence number is simply stripped from the BPDU. 

6.13 Discussion 

In absence of a count to infinity, both RSTP and RSTP with Epochs generate the same 

topology change events and thus generate the same number of BPDUs signaling the topol

ogy change events. This is because a topology change event occurs when a port becomes 

forwarding and both protocols converge to the same topology, switching the same ports to 

forwarding. Thus, both protocols generate the same topology change events. In case of a 

count to infinity in RSTP, some ports may become forwarding temporarily generating some 

extra topology change events as in Figure 4.2. 

The disadvantage of RSTP with Epochs when compared to RSTP is the small overhead 

that can result from its comparative pessimism. To elaborate, let us reconsider the topology 

in Figure 4.1. Suppose the link between bridge 2 and 3 dies/Under both protocols, bridge 

3 will emit a new BPDU. The difference is, in RSTP, the propagation of this BPDU will be 

stopped once it reaches bridge 5 because bridge 5 has an alternate port to the root via bridge 
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6. In effect, by default RSTP assumes that the root bridge is still alive. In contrast, in RSTP 

with Epochs, this BPDU creates a new epoch and thus is better than the cached information 

at the alternate port at bridge 5. Consequently the propagation will not be stopped until it 

reaches bridge 1. In effect, RSTP with Epochs pessimistically assumes that the root bridge 

is inaccessible. 

6.2 Evaluating RSTP with Epochs 

To evaluate RSTP and RSTP with Epochs we used the simulator described in section 4.3.3. 

We extended it to include the RSTP-with-Epochs implementation. 

We first evaluate the convergence times of both protocols. Then, the packet overhead 

of both protocols is studied. Finally, we study how count to infinity can saturate a bridge's 

maximum BPDU transmission rate limit (i.e. the TxHoldCount), thus preventing the timely 

announcements of other BPDUs. 

62.1 Comparing Convergence Times of Both Protocols in the Event of Failure 

In this section we compare the convergence times of RSTP and RSTP with Epochs in the 

event of failure in three families of topologies. For each family of topologies we vary 

the number of bridges in the network and measure the corresponding convergence time. 

For each data point we repeat the experiment 100 times and report the range of values 

measured. 

In the first experiment we simulate a set of complete graphs, varying the number of 

bridges in the network. In each run we kill the root bridge and measure the time it takes 

for the network to converge under both protocols. Figure 6.3 shows the convergence times 

measured. It presents bars representing the range of values measured for each network size. 

The x-axis is shifted downward to show that the convergence times for RSTP with Epochs 
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is negligible compared to those of RSTP. In fact the highest convergence time observed for 

RSTP with Epochs is only 100 microseconds. This is because RSTP with Epochs does not 

suffer from the count-to-infinity problem and its convergence is only limited by the inherent 

network delay. On the other hand, RSTP takes a much longer time to converge. The 

variance in the convergence times for RSTP is due to the variability in the race conditions 

when count to infinity occurs. 

In the second set of experiments we use simpler "loop" topologies, similar to the topol

ogy in Figure 4.2(a) where we vary the total number of bridges in the loop. For example, a 

network with 10 bridges means the loop has 9 bridges and the loop is connected to the root 

bridge that does not lie on the loop. Like in the previous experiment we kill the root bridge 

and measure the convergence time for both protocols. Figure 6.4 shows the convergence 

times measured. Again, RSTP with Epochs can converge in at most 400 microseconds in 

these experiments, but RSTP takes seconds to converge even under this simple network 

setting. 

In the third set of experiments we use simple "ring" topologies where the bridges form 

a simple cycle. We take down the link connecting the root bridge bridge R to a neighbor 

bridge N. In RSTP, since N does not have any alternate ports, it will declare itself as root 

and start broadcasting its BPDU. The BPDU will flow through its descendants, invalidating 

the topology information at their root ports, until it reaches a bridge with an alternate port to 

the root. Since the alternate port caches better information, the bridge will pick the alternate 

port as its root port and will send this new information back to N so it will eventually know 

that R is alive and accept it as its root. This means that iV's BPDU will travel half way 

around the ring to reach the bridge with the alternate port, then the bridge with the alternate 

port will send a BPDU that will travel back to N, until N knows that R is alive. 

Conversely in RSTP with Epochs, N will detect disconnection from the root, so it will 
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Figure 6.3 : Convergence time after failure of the root in complete graph topologies of 4 to 
10 bridges. Each experiment is run 100 times and the range of convergence times is shown. 

send a BPDU with a higher sequence number than the last BPDU it has received from 

the root R. This will signal a new epoch to all bridges in the ring and they will accept 

JV's BPDU as it has a higher sequence number. Eventually JV's BPDU will reach R after 

traveling all the way around the loop. R, knowing it is the legitimate root, will in response 

increase its sequence number and send a new BPDU to assert itself as the root. R's BPDU 

with the higher sequence number will make its way to N after traveling all the way back 

around the network. At this point, N will accept R as its root. 

The effect of these different behaviors can be observed in Figure 6.5 where RSTP with 

Epochs takes roughly twice the amount of time to converge compared to RSTP. Note that 

the convergence times for both protocols are very small in this set of experiments. In these 

experiments there is no variance in the results as there are no race conditions and thus the 

results are deterministic. 
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Convergence Time 

Figure 6.4 : Convergence time after failure of the root in "loop" topologies of 4 to 10 
bridges. Each experiment is run 100 times and the range of convergence times is shown. 
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Figure 6.5 : Convergence time after failure of a link connected to the root in ring topologies 
of 4 to 10 bridges. Each experiment is run 100 times and the range of convergence times is 
shown. 
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622 Comparing BPDU Overhead of Both Protocols 

In this set of experiments, we present histograms plotting the total number of BPDU packets 

transmitted in the network within every tenth of a second for both RSTP and RSTP with 

Epochs using the three families of topologies as used in Section 6.2.1. We exclude the 

BPDUs transmitted to or from the root bridge as the root bridge dies at time 20. Thus, 

we want to factor out the fact of having a different number of BPDUs transmitted in the 

network before and after the death of the root bridge. Each histogram presents the packet 

transmissions in the network in a single experiment run. 

In the first experiment we simulate a complete graph of 10 nodes. We kill the root bridge 

at time 20. Figures 6.6(a) and 6.6(b) show the histograms of BPDUs transmitted for RSTP 

and RSTP with Epochs respectively during a 100 second time span. For both protocols we 

observe a spike in the BPDUs transmitted at startup time. This is because at startup each 

bridge sends out its BPDU and keeps sending out any new better topology information it 

receives until the bridges in the network agree on the same root and converge to the final 

spanning tree. After that the network goes into steady state where bridges only send the 

periodic hello message every HelloTime. At time 20, when the root bridge dies, the two 

protocols start behaving differently. RSTP suffers from the count-to-infinity problem and 

sends out a lot of BPDUs during a time span that exceeds 30 seconds until the network 

converges. RSTP with Epochs reacts differently to the failure of the root. There is an initial 

spike in the BPDUs transmitted as the new topology information - of the death of the root 

and a new bridge asserting itself as the new root - flows throughout the network. Then the 

network converges almost instantaneously and BPDU transmission returns to steady state. 

In the second experiment we simulate a topology similar to that in Figure 4.2(a) with 

10 bridges, 9 of them are in the loop. We kill the root bridge at time 20. Figures 6.7(a) 

and 6.7(b) show the histograms of BPDUs transmitted for RSTP and RSTP with Epochs 
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Figure 6.6 : Histogram of BPDU packet transmissions in a 10 bridge fully connected graph 
topology, each bin is 0.1 second. The root bridge dies at time 20. 
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Figure 6.7 : Histogram of BPDU packet transmissions in a 10 bridge "loop" topology, each 
bin is 0.1 second. The root bridge dies at time 20. 

respectively during a 100 second time span. Again, for both protocols we observe a spike in 

the BPDUs transmitted at startup time. After that the network goes into steady state where 

bridges only send the periodic hello message every HelloTime. At time 20, when the root 

bridge dies, the two protocols start behaving differently. Similar to the first experiment, 

RSTP suffers from the count-to-infinity problem and sends out a lot of BPDUs until the 

network converges. RSTP with Epochs converges almost instantaneously requiring much 

fewer BPDUs to converge. 

In the third experiment we simulate a 10 bridge ring topology. Similarly, we kill the 
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Figure 6.8 : Histogram of BPDU packet transmissions in a 10 bridge ring topology, each 
bin is 0.1 second. A link connecting the root bridge to a neighbor dies at time 20. 

link connecting the root bridge to a neighbor at time 20. Figures 6.8(a) and 6.8(b) show 

the histograms of BPDUs transmitted for RSTP and RSTP with Epochs respectively dur

ing a 100 second time span. In this experiment we observe that RSTP with Epochs uses 

more BPDUs than RSTP to recover from the failure. This is because as explained in Sec

tion 6.2.1, in RSTP with Epochs the disconnected bridge sends a BPDU that traverses more 

hops than in the case of RSTP. 

In the three sets of experiments we note a short period of time after convergence where 

there is higher rate of BPDUs being transmitted. This is because of the topology change 

events that result in an extra BPDU getting transmitted through each bridge's root port 

every HelloTime and this lasts throughout the duration of the topology change timer. 

6.23 Effect of Count to Infinity on Port Saturation 

A port is said to be saturated if it has reached its TxHoldCount limit but still has more 

BPDUs to transmit. We present a time sequence of the number of saturated ports in the 

whole network in the three experiment scenarios presented in Section 6.2.2. 

In the first experiment simulating a complete graph of 10 nodes we observe in Figure 6.9 
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Figure 6.9 : Time sequence of number of ports that have reached their TxHoldCount limit 
while still having more BPDUs waiting for transmission. This experiment is for a 10 bridge 
fully connected graph topology where the root bridge dies at time 20. 

a spike in the number of saturated ports at startup due to the spike in transmitted BPDUs 

at startup by both protocols. However starting from time 20 when the root port dies, we 

find a long period of time that is close to 20 seconds in RSTP where the network has many 

saturated ports. This is due to the count-to-infinity problem where BPDUs spin around the 

loop causing the ports to quickly reach their TxHoldCount limit. RSTP with Epochs does 

not suffer from the count-to-infinity problem, thus the ports do not get saturated after the 

failure. 

Similarly, in the second experiment - simulating a topology like that in Figure 4.2(a) 

with 10 bridges - we observe in Figure 6.10 a spike in the number of saturated ports at 

startup. We also observe in RSTP a period after the failure of the root bridge where there 

are several saturated ports. Again this is because of the count-to-infinity problem. 

In the third experiment simulating a ring topology, failure of the root cuts the loop so 

there is no count to infinity. Thus, for both protocols virtually no ports get saturated after 

the failure as can be seen in Figure 6.11. 
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Figure 6.10 : Time sequence of number of ports that have reached their TxHoldCount limit 
while they still have more BPDUs waiting for transmission. This experiment is for a 10 
bridge "loop" topology. The root bridge dies at time 20. 
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Figure 6.11 : Time sequence of number of ports reaching their TxHoldCount limit while 
still having more BPDUs waiting for transmission. This experiment is for a 10 bridge ring 
topology where a link connecting the root bridge to a neighbor dies at time 20. 

63 Related Work 

The count-to-infinity behavior of RSTP was mentioned in [31]. However no thorough 

analysis was provided on the problem and its causes and no solution was provided. 

The EtherFuse [15], presented at Chapter 5 provides a solution to the count-to-infinity 

problem. However, since it does not change the RSTP protocol, it does not eliminate the 

problem. Instead, it mitigates the effects of the count-to-infinity problem. 

STP and RSTP implement a variant of Distance Vector (DV) routing. RSTP with 
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Epochs extends RSTP to eliminate the count-to-infinity problem. Other variants of DV 

routing have been proposed in the literature that are loop-free. For example Garcia-Lunes-

Aceves [20], Merlin et al. [28], and Jaffe et al. [22] employ diffusing computations as 

well when they make modifications to their routing tables to guarantee that their modifi

cations are correct. This requires complex internodal coordination mechanisms. Perkins 

et al. proposed Destination-Sequenced Distance-Vector (DSDV) [36], where every node 

in the network periodically advertises a monotonically increasing sequence number. The 

latest sequence number received from a destination is included in its route information in 

the routing table. A route with a higher sequence number is always preferred over another 

route to the same destination with a lower sequence number. This is similar to RSTP with 

Epochs except that in RSTP with Epochs there is only one sequence number that is mod

ified by the root bridge. If the root bridge retires the sequence number is inherited by the 

new root bridge. Also RSTP with Epochs only considers sequence numbers across the 

boundary of two epochs. Within the same epoch sequence numbers are not considered. 

The use of epochs is not new, it has been used before in the literature, for example 

in [4,17]. Birman et al. [4] include epoch numbers in messages to control the order of 

delivery of messages. Elnozahy et al. [17] call an epoch as an incarnation number though, 

where it is used to identify stale messages. 

6.4 Summary 

We have proposed a simple yet effective solution to the count to infinity problem, RSTP 

with Epochs. RSTP with Epochs augments RSTP by introducing a mechanism that identi

fies, and consequently kills stale protocol information. This stale information is root cause 

of the count-to-infinity problem. We show that RSTP with Epochs eliminates the problem 

and dramatically improves the convergence time of the spanning tree computation upon 
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failure to at most one round-trip time across the network. This solution can therefore sig

nificantly enhance the dependability of Ethernet networks. 
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Chapter 7 

EtherProxy: Scaling Ethernet By Suppressing Broadcast 
Traffic 

As we have seen in Chapter 3, Ethernet suffers from a scalability problem due to broadcast 

traffic. In this chapter, we introduce a solution that can remedy this problem. 

7.1 The Design Of The EtherProxy 

EtherProxy is a device that can be inserted into an existing Ethernet to improve its scala

bility by suppressing broadcast traffic. It is preferable to deploy EtherProxies close to the 

edges of the network to quickly intercept and suppress broadcast traffic before it floods the 

network. Figure 7.1 shows an example deployment of EtherProxies, where Bs are bridges, 

Hs are end hosts, and Ps are EtherProxies. 

At a high level, the EtherProxy intercepts broadcast packets it recognizes then it either 

(1) responds to a host's query, sent via a broadcast packet, itself using its cached informa

tion and without forwarding the request packet to the network, (2) replaces the broadcast 

destination address in the packet with the appropriate unicast destination address, cached 

at the EtherProxy, and then sends the packet over the network, or (3) passes on the broad

cast packet as is, if it contains information that needs to be disseminated to all hosts in the 

network. If the EtherProxy does not recognize the broadcast packet's protocol and has no 

rule for handling it, then the packet is just allowed to pass through. 

Every protocol using broadcast packets can be handled by one of the approaches men-
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Figure 7.1 : An example deployment of EtherProxies in an example topology. 

tioned above. For example, the EtherProxy can cache responses to ARP requests, portmap 

requests, NetBIOS requests when it operates in the B-node mode, and ypbind requests to 

the NIS server. Then, using its cached responses, the EtherProxy can directly respond to re

quests coming from hosts, instead of forwarding the request to the network. For protocols 

like DHCP and NetBIOS in the p-node mode, the EtherProxy can replace the broadcast 

destination address of broadcast packets with the appropriate unicast destination address it 

has cached. Similarly, for RIP, the EtherProxy can replace every broadcast packet from a 

router, with multiple packets each with a unicast address of one of the neighboring routers. 

For protocols like NTP, if packets need to be disseminated to all hosts in the network, the 

EtherProxy does not intervene and just passes those packets through. 
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7.1.1 Modules in the EtherProxy 

For every protocol the EtherProxy handles, it uses a specific software module that handles 

packets of this particular protocol. More modules can be loaded at runtime into the Ether

Proxy to allow it to handle more protocols. For every packet arriving at the EtherProxy, 

the packet is inspected to detect the protocol it belongs to. Accordingly, the packet is for

warded to the corresponding EtherProxy module to handle this packet. The EtherProxy 

also informs the module with the port that this packet arrived at. If no module is found to 

handle the packet's protocol, the packet is allowed to pass through the EtherProxy without 

further processing. In this section we will present the design of three modules that are rep

resentative of modules handling different protocols and services using broadcast packets. 

The ARP Module 

This module is responsible for handling ARP requests and responses. In this module, 

the EtherProxy maintains an ARP cache of MAC address to IP address mappings. This 

cache can be viewed as an aggregate of every local ARP cache of every host behind the 

EtherProxy, maintained by every host's operating system. When the EtherProxy receives 

an ARP request from a host A querying about the MAC address of another host with an IP 

address X, the EtherProxy checks its ARP cache. If a mapping is found, then a response is 

constructed and directly sent back to A without having the request flooded into the network. 

Otherwise if no mapping is found, then the request is broadcast through the network and 

also is recorded in the EtherProxy's ARP cache as an incomplete cache entry. If more ARP 

requests arrive for the address X from other hosts before the EtherProxy has received a 

response from the host with the address X, the EtherProxy suppresses those subsequent 

requests and maintains a list of the hosts issuing these requests. When the request sent by 

the EtherProxy reaches the host with the address X, it will respond. The EtherProxy will 
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Figure 7.2 : A flowchart of how received ARP packets are handled by the ARP module. 

intercept the ARP response, the same way it intercepted the ARP request. Consequently, 

the EtherProxy includes the response in its ARP cache and thus the complete mapping is 

recorded in the cache. Then, the EtherProxy constructs and sends responses to all hosts 

with pending requests for the address X. If the EtherProxy does not receive a response 

from the host with the address X within a timeout, it can choose to retry sending the host 

another request, but eventually it would give up dropping this incomplete cache entry. 

Figure 7.2 shows a flow chart of how a received ARP packet would be handled by 

the ARP module in an EtherProxy. In the general case, the EtherProxy can receive ARP 

requests and responses from either upstream or downstream. Requests from downstream 

are only served by information received from upstream and vice versa. Thus, for every 

entry in the ARP cache, the EtherProxy needs to record the port the ARP reply arrived at. 

Those details are omitted from the flow chart for simplicity. 
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Mappings in the cache expire after reaching a timeout, REFRESH-TIMEOUT. This 

is to handle the case when a mapping for a host becomes invalid because, e.g., the host 

becomes unavailable. This is analogous to the local ARP cache at hosts maintained by 

their operating systems. Thus, the EtherProxy does not change the semantics of ARP. To 

try to prevent those mappings from expiring at the EtherProxy cache, the EtherProxy sends 

a unicast ARP request to every host corresponding to every mapping that is about to expire. 

If the host responds, the mapping is then given a new timeout and is allowed to remain in 

the cache. Otherwise, the mapping will expire and will be dropped from the cache. 

It is guaranteed that invalid mappings will be flushed out of the network and never 

persist because of three things: (1) using the REFRESH_TIMEOUT to expire stale cache 

entries, (2) an EtherProxy only serves upstream ARP requests from information obtained 

downstream and vice versa, and (3) Ethernet's forwarding topology is loop free. Thus, a 

stale mapping at an EtherProxy P I can not bounce to other EtherProxies to rearrive again 

at P I . 

Although the unicast ARP requests that are used to maintain the ARP cache are sent 

at a very low rate, they can still add noticeable extra traffic in the network. This will be 

especially true in a large network with a large number of hosts and a large number of 

EtherProxies. Thus, it is preferable to eliminate unicast ARP requests used to maintain 

cache entries that are no longer being used. To detect unused entries, an EtherProxy uses 

another per ARP cache entry timeout, DROP-TIMEOUT, that is reset whenever the ARP 

cache entry is used to serve an ARP request. This DROP-TIMEOUT can have a very large 

value, i.e. measured in hours. When this timeout expires, the cache entry is marked as 

unused and no more unicast ARP requests are used to maintain it. Later, if an ARP request 

arrives from a host requesting the mapping at this unused entry, the EtherProxy sends a 

unicast ARP request to refresh the entry. If no response is received for this unicast ARP 
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request within a timeout, the EtherProxy sends a broadcast ARP request to reconstruct the 

cache entry. 

Another optimization to reduce unicast ARP requests used to maintain the ARP cache 

at the EtherProxy is to try to allow cache entries to last longer in the cache without the 

REFRESH-TIMEOUT expiring. To do so, the EtherProxy can use the data packets arriving 

from a host as an implicit indication that this host is alive and having the same MAC and IP 

addresses cached in the EtherProxy's ARP cache. Consequently, the EtherProxy can reset 

the REFRESH-TIMEOUT timer in its ARP cache for each cache entry corresponding to a 

host it receives a data packet from. Thus, cache entries will last longer in the cache without 

the need of sending explicit unicast ARP requests. The downside of this approach is that 

the EtherProxy now needs to inspect every data packet that flows through it. 

It is likely that the ARP cache will be able to accommodate all IP addresses in the 

network and thus no cache replacement would be required, as we will see in Section 7.2.2. 

However, if the cache size is not sufficient to accommodate all addresses, a least recently 

used replacement policy can be employed among all cache entries. 

The Portmap Module 

When a client wants to know the address of an RPC service, it sends a portmap request with 

a broadcast destination address querying the address of the server. Portmap running on the 

server will reply to this request giving the server's address and port number. To identify a 

particular RPC service, the portmap request includes the RPC program ID, its version, and 

the transport protocol this program uses. The client may receive more than one response 

for its broadcast portmap request as there could be multiple servers in the network offering 

the requested RPC service. 

The portmap module is similar to the ARP module as it caches mappings between RPC 
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services and addresses of servers offering those services. A mapping includes the RPC 

program ID, its version, the transport protocol this program uses, and a list of addresses of 

machines running this RPC service along with the corresponding port numbers they use. 

In the portmap module, similar to the ARP module, the EtherProxy intercepts the 

portmap broadcast RPC requests. If it has a cached response for the request, it sends 

the response directly to the client. If the EtherProxy has a list of more than one server 

offering the requested RPC service, it goes about the list in a round robin when choosing 

which server to include in its response to the client. This is to balance the load among 

the available servers. On the other hand, if the EtherProxy does not have a response in 

its cache, it falls back to broadcasting the request to the network. When the EtherProxy 

receives responses from one or more portmap servers giving addresses of the RPC service 

in question, it caches those responses and sends one of them back to the client that sent the 

request. The EtherProxy will periodically poll the RPC services it has in its cache to check 

their liveness. This polling is done via unicast portmap requests to the servers hosting the 

RPC services. This polling can be done with a low frequency as the arrivals and departures 

of servers into the network are infrequent events. Moreover for every RPC service with a 

cached address, the EtherProxy can periodically, with a low frequency, send a broadcast 

portmap request to try to discover new servers hosting this service that have recently joined 

the network. 

The DHCP Module 

DHCP allows a server to dynamically distribute IP addressing and configuration informa

tion to clients on a TCP/IP network. This simplifies network administration because the 

software keeps track of IP addresses rather than requiring an administrator to manage the 

task. 
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In DHCP, when a client is initialized it goes through the following conversation with the 

DHCP server to receive its configuration information. First, the client sends a DHCPDIS-

COVER message with a broadcast destination address to discover a DHCP server. The 

DHCPDISCOVER message includes the client's MAC address and a broadcast flag. If 

this flag is set, the DHCP server replies to the client's messages via broadcast, else the 

client's unicast address is used. This flag is needed because some clients can not receive 

unicast IP packets before their TCP/IP stack is initialized, i.e. before finalizing the trans

action with DHCP server to receive their IP address. Second, after the server receives the 

DHCPDISCOVER message, it responds with a DHCPOFFER message to offer an IP along 

with configuration information to the client. Depending on the value of the broadcast flag 

in the DHCPDISCOVER message, the DHCPOFFER message is sent to the client using 

either a broadcast or an unicast address. If the message has a broadcast IP address, it auto

matically gets a broadcast MAC address. The DHCPOFFER message includes the client's 

MAC address, received in the DHCPDISCOVER message, along with the DHCP server's 

IP address. Third, the client responds to the server with a DHCPREQUEST message in

dicating that it wants to accept the offered IP address. The DHCPREQUEST message is 

sent to a broadcast address. This is because there could be more than one DHCP server in 

the network and it is possible that more than one offered IPs to the client. When the other 

DHCP servers receive the DHCPREQUEST message they know they can now release their 

offered IP addresses. Similarly, the DHCPREQUEST message includes the client's MAC 

address, along with the DHCP server's IP address received in the DHCPOFFER message. 

Finally, the DHCP server responds to the DHCPREQUEST with either a DHCPACK or 

a DHCPNACK if some error occurs, thus completing the initialization cycle. Again, de

pending on the broadcast flag, the DHCPACK/DHCPNACK message will have either a 

broadcast or a unicast address. The DHCPACK/DHCPNACK message also includes the 
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client's MAC address, received in the DHCPREQUEST message, along with the DHCP 

server's IP address. 

In the DHCP module, the EtherProxy intercepts the DHCP messages. It maintains a 

list of both the MAC and IP addresses of the DHCP servers in the network. When the 

EtherProxy receives a broadcast DHCPDISCOVER message from a client, it picks one of 

the DHCP servers in its list and forwards the DHCPDISCOVER message to the server as 

a unicast packet. For load balancing, the EtherProxy selects DHCP servers from its list of 

servers in a round robin fashion. When the message reaches the DHCP server, it replies 

with a DHCPOFFER message. The EtherProxy intercepts the DHCPOFFER message. If 

the message has a broadcast address, the EtherProxy replaces the MAC broadcast address 

with the client's MAC unicast address and then sends the message to the client. The client 

address is found in the DHCPOFFER message itself. The client then responds with a 

broadcast DHCPREQUEST message. The DHCPREQUEST message includes, in its body, 

the IP address of the DCHP server that have sent the DHCPOFFER message. Given the 

server's IP address, the EtherProxy can get its MAC address as it maintains those mappings. 

The EtherProxy intercepts this message and replaces the broadcast destination address with 

the DHCP server's address. Finally, the server responds with either a DHCPACK, or a 

DHCPNACK message that includes in its body the IP offered to client along with the 

client's MAC address. This message is also intercepted by the EtherProxy. If it has a 

broadcast destination address, the EtherProxy replaces the broadcast MAC address with 

the client's MAC address. 

Initially, for the EtherProxy to construct the list of the DHCP servers in the network, it 

broadcasts the first DHCPDISCOVER message it receives from a DHCP client. This makes 

all the DHCP servers in the network respond with DHCPOFFER messages. Consequently, 

the EtherProxy learns both the MAC and IP addresses of all DHCP servers in the net-
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work. If more DHCPDISCOVER requests arrive from other clients before the EtherProxy 

receives a DHCPOFFER, it buffers these requests until a DHCPOFFER message arrives. 

Then, pending DHCPDISCOVER requests are sent as unicast packets to the DHCP server's 

address that was learned from the received DHCPOFFER message. The EtherProxy main

tains the list of DHCP servers by periodically pinging them. If a server does not respond, 

it is removed from the list. Moreover, the EtherProxy periodically, with a low frequency, 

broadcasts a DHCPDISCOVER message, it received from a client, through the network. 

This forces all the DHCP servers to respond, allowing the EtherProxy to update its list of 

DHCP servers, adding any new DHCP servers in the network. Figure 7.3 shows a flow 

chart of how a received DHCP message would be handled by the DHCP module in an 

EtherProxy. For simplicity, we only show the case where the DHCPOFFER, DHCP, and 

DHCPNACK messages have a broadcast address. If any of these messages have a unicast 

address, the EtherProxy leaves the destination address unchanged. 

The DHCP module is similar in functionality to the DHCP relay agent [35], which 

allows a client running in one broadcast domain to reach a DHCP server running in another 

domain by relaying the DHCP messages. However, unlike the DHCP module, a DHCP 

relay agent must be configured with the IP addresses of DHCP servers in the network. 

Conversely, since the EtherProxy runs in the same broadcast domain of the DHCP server, 

it can discover the address of the DHCP server using broadcast. Hence, the EtherProxy 

achieves the best of both worlds. It substantially suppresses broadcast traffic to achieve 

scalability. Yet, it can configure itself using broadcast as it allows the whole network to run 

in the same broadcast domain. 
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Figure 7.3 : A flowchart of how received DHCP messages are handled by the DHCP module. 

7.12 Discussion 

As we have seen in this section, EtherProxy's modules are straightforward and easy to 

implement. Moreover, as we will see in Section 7.3.1, the vast majority of broadcast traffic 

in a network comes from only a handful set of protocols. Hence, it is simple to build an 

EtherProxy that suppresses most of the broadcast traffic in the network. The rest of this 

section discusses different issues concerning the EtherProxy. 

Handling Misbehaving Hosts 

A malicious or a misconfigured host can flood the EtherProxy with broadcast packets. 

These packets could be recognized by the EtherProxy forcing it to process them, e.g. ARP 

requests, hence overwhelming the EtherProxy. Conversely, these broadcast packets can 

be unrecognized by the EtherProxy, forcing it to let them pass to the network, which can 
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flood the network. To counter this threat, an EtherProxy should employ broadcast filters 

that are common in many Ethernet switches [5]. A broadcast filter limits the number of 

broadcast packets received per unit time to a threshold. This threshold can be configurable, 

but should be preset to a default value. An EtherProxy should impose a broadcast filter 

per host. Moreover, it can have different filters for different protocols, hence handling 

different protocols in different ways. This can limit both the recognized and unrecognized 

broadcast packets flowing into the EtherProxy, protecting it from getting overwhelmed and 

also guarding the network against broadcast storms. 

Interplay Between Multiple EtherProxies 

Many EtherProxies may reside in a single network. Hence, a packet may cross more than 

one EtherProxy during its trip from the source to its destination. An EtherProxy only 

interferes with broadcast packets. It either (1) responds to the broadcast packet directly 

from its cache without forwarding the packet to the network, (2) forwards the packet to the 

network but after changing the packet's destination address to a unicast one, or (3) forwards 

the packet upstream as is, if it did not recognize the packet's protocol or if it has no cached 

information to help in handling the packet. Thus, after a broadcast packet is handled by one 

EtherProxy, i.e. its broadcast address is changed to a unicast one, if the packet crosses other 

EtherProxies in the network, they will not modify the packet. This because the packet will 

no longer have a broadcast address. Also, a broadcast packet may cross many EtherProxies 

unchanged until it can reach an EtherProxy that can handle this packet. This is because 

only the last EtherProxy has cached information that allows it to handle this packet. 

Note that since EtherProxies only forward broadcast packets upstream, and since an 

Ethernet network is loop free, then broadcast packets can not loop in the network. 
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7.2 Implementation 

The functionality of an EtherProxy can be implemented in Ethernet switches without the 

need for an extra device. However, to be able to take advantage of the benefits of an 

EtherProxy without having to change the existing infrastructure, it would be useful to have 

the EtherProxy as a stand-alone device. Hence, it can be simply added to existing Ethernet 

networks. 

In this section we describe our prototype implementation of the EtherProxy. Then, we 

discuss the EtherProxy's memory requirements, arguing that the EtherProxy can scale to 

large Ethernet networks. 

72.1 The EtherProxy Prototype 

We implemented an EtherProxy using the Click modular router [23]. Figure 7.4 shows how 

the different modules are put together to create the EtherProxy in the Click modular router. 

The FromDevice module is responsible for receiving packets from a NIC into the Ether

Proxy. The C l a s s i f i e r module is responsible for classifying Ethernet packets based on 

their contents. In this configuration, it classifies them into either ARP packets which are 

sent to the ARPProxy module, portmap packets which are sent to the Por tmapProxy 

module, DHCP packets which are sent to the DHCPProxy module, or other packets which 

are pushed back to the network through the other NIC of the EtherProxy. The ARPProxy, 

the Por tmapProxy , and the DHCPProxy implement the ARP, the Portmap, and the 

DHCP modules respectively that were explained in Section 5.1. Then, the Ethernet packets 

are pushed to the ToDevice module which pushes the packets to the network through the 

NIC. 
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Figure 7.4 : Block diagram of the EtherProxy implemented with the Click modular router 

722 Memory Requirements 

The memory requirements of an EtherProxy depend on the modules it includes and the size 

of the network it serves. In this section, we discuss the memory requirements of each of 

the three modules presented in Section 7.1. 

The ARP module's memory requirements scale with the number of entries in its cache. 

Thus, at the maximum, they scale with the number of hosts in the network. The portmap 

module's memory requirements scale with the product of the number of RPC services of

fered in the network and the average number of servers offering each service. On the other 

hand, the DHCP module just needs to maintain a list of DHCP servers. In conclusion, the 

memory requirements of an EtherProxy are limited even if they need to operate in a huge 
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13 Evaluation 

In this section we first characterize broadcast traffic in Ethernet networks. Then, we evalu

ate the effectiveness of the EtherProxy in suppressing this broadcast traffic. 

73.1 Characterization of Broadcast Traffic in Ethernet Networks 

To study the broadcast traffic in Ethernet networks, we collected 24 hour packet traces 

from two different networks on weekdays. We collected traces from a network in the 

Computer Science Department at Rice University and from the Emulab control network. 

Each trace is collected from a single VLAN, i.e. a single broadcast domain. Table 7.1 

shows a breakdown of the broadcast traffic observed in both networks. We notice that the 

vast majority of the measured broadcast traffic is ARP. ARP traffic constitutes 87.4% and 

85% of the whole broadcast traffic in the Rice trace and the Emulab trace respectively. The 

next biggest amount of broadcast traffic comes from NetBIOS in the Rice trace, but it is an 

order of magnitude less than the ARP traffic. For the Emulab trace, DHCP comes as the 

second largest amount of broadcast traffic, but again it is an order of magnitude less than 

the ARP traffic. 

In the Rice trace, in addition to the ARP and NetBIOS traffic, we also observe broad

cast traffic from Netware IPX/SPA, portmap using broadcast Sun Remote Procedure Call 

(SUNRPC), DHCP, the Internet Printing Protocol (IPP), the Microsoft SQL server, the X 

Window System protocol (XI1), the X Display Manger Control Protocol (XDMCP), and 

the Open System Interconnection (OSI) protocol. 

For the Emulab network, in addition to the ARP and the DHCP, we only see NetBIOS 

as the other source of broadcast traffic. 
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Rice Network 

Emulab Network 

ARP 

235735 

110586 

IPX/SAP 

405 

0 

NetBIOS 

19560 

328 

SUNRPC 

9590 

0 

DHCP 

1272 

19154 

IPP 

3014 

0 

MS-SQL 

4 

0 

Xll 

8 

0 

XDMCP 

4 

0 

OSI 

122 

0 

Table 7.1 : Breakdown of broadcast traffic measured in different Ethernet networks over a 24 hour 
interval on a weekday. 

Since ARP was the major source of broadcast traffic in both of the networks we stud

ied, we extracted the ARP traffic and studied it further. From both ARP traces, we counted 

the number of source and destination addresses observed. Those numbers are shown in 

Table 7.2. Figure 7.5 shows per second timelines of ARP traffic in both the Rice and the 

Emulab networks for a duration of 24 hours on a weekday, normalized by the number of 

source addresses observed in every network. Table 7.3 shows the per second per source 

peak and the average ARP traffic in the network for both traces. The average load is mea

sured by dividing the total amount of ARP traffic observed in the network by the total 

duration of the experiment, while the peak load is measured using a one second sliding 

window over each trace. Then for every trace, the peak and average loads are divided by 

the number of sources in that trace. We note that the peak load in the Rice trace, 6.23 

request/second/source, is about 300 times more than the average case. In the Emulab trace, 

the peak load, 2.1 request/second/source, is over 500 times more than the average case. 

Those loads are small as VLANs have divided the network into small broadcast domains, 

hence limiting the amount of broadcast traffic per domain. 

Figure 7.6 shows the rankings of destination addresses in ARP requests in the Rice 

and the Emulab traces along the measured requests count for each address. An address's 

rank is based on how many ARP requests were querying this address in the trace. We note 

that number of requests per address follow a heavy tailed distribution, where few addresses 
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Figure 7.5 : Timeline of ARP traffic "measured at two networks, normalized by the number of 
source addresses observed in each network. 

Rice Network 

Emulab Network 

# source addr. 

128 

303 

# destination addr. 

1216 

2604 

Table 7.2 : Count of distinct addresses observed in ARP traces of different networks over a 24 hour 
interval on a weekday. 

receive a lot of ARP requests. 

732 Effects of Large Volume Broadcast Traffic on Saturating Links' Capacity 

Broadcast traffic is forwarded on every link in the Network. Thus, a large amount of broad

cast traffic can saturate links, especially the slow ones. From Tables 7.2 and 7.3 we see that 

at peak load, 128 clients can send 398.7 Kb/s of ARP traffic. Extrapolating this result and 

assuming that the total amount of ARP traffic grows linearly with the number of hosts, then 

less than 32,000 hosts in the same broadcast domain can saturate 100 Mb/s network links 

with their peak load ARP traffic. 
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Figure 7.6 : Rankings of destination addresses in ARP requests based on counts of ARP requests 
for each of these addresses and their corresponding requests count in both traces. Note that the 
Y-axis has a logarithmic scale. 

Rice Network 

Emulab Network 

Average Load 

0.021 req/s/source 

0.004 req/s/source 

Peak load 

6.23 req/s/source 

2.1 req/s/source 

Table 7.3 : Characterization of ARP traffic measured in different networks over a 24 hour interval 
in a weekday. 

733 Effects of Large Volume Broadcast Traffic on End Hosts 

In this experiment we studied the effects of having a lot of broadcast traffic on end hosts. 

To conduct this experiment, we used two Emulab nodes having 3 Ghz Xeon processors. 

On one machine, we ran an ARP traffic generation tool arp-sk [41], which we optimized to 

send ARP requests with a higher rate. The machine generating ARPs was sending ARPs, 

to an unknown IP, as fast as it could, which was 300,000 ARP requests/second. On the 

other machine, we ran different operating systems and measured the corresponding CPU 

utilization, when subjected to this high volume ARP traffic. Table 7.4 shows the measured 

CPU utilizations for Linux Fedora Core 4 with kernel 2.6.12, FreeBSD 6.2, and Windows 

XP with service pack 2. We note that under Windows XP, the CPU is completely utilized 
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CPU Utilization 

Linux FC4 

23% 

FreeBSD 6.2 

35% 

Windows XP 

100% 

Table 7.4 : CPU utilization of a 3 GHz Xeon machine running different operating systems when 
receiving 300,000 ARP requests/s. 

under this load. 

Again, extrapolating the result from Tables 7.2 and 7.3, we can conclude that less than 

50,000 hosts in the same Ethernet network can produce 300,000 ARP request/second at 

peak load. Thus, having an Ethernet network with a single broadcast domain and less 

than 50,000 hosts can saturate the CPUs of machines with 3 Ghz Xeon processors running 

Windows XP from just processing ARP requests. 

Since hosts with different CPU speeds can be connected to the network, then the net

work should accommodate machines with the slowest speeds. This could be orders of 

magnitude slower than the 3 Ghz Xeon. Thus, much less than 50,000 hosts can saturate the 

CPUs of those slow machines. This explains Cisco's conservative recommendation for a 

broadcast domain size given in Table 1.1. 

73.4 Effectiveness of the ARP Module 

To study the effectiveness of the ARP module in suppressing broadcast ARP requests, 

we studied the hit rates of the ARP cache in the ARP module achieved under different 

workloads. A cache hit corresponds to a suppressed broadcast ARP request as the request 

will be served from the cache instead of being flooded throughout the network. Hence, the 

cache hit rate corresponds to the broadcast suppression rate. 

We did experiments using the configuration shown in Figure 7.7. In this configuration, 

we connected an EtherProxy having the ARP module to a client machine running an ARP 
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Figure 7.7 : The experimental setup to evaluate the effectiveness of the ARP module in the Ether-
Proxy. 

generator at one side. The ARP generator represents the hosts behind the EtherProxy that 

send ARP requests for the other hosts in the network in front of the EtherProxy. On the 

other side of the EtherProxy, resides an ARP responder, which responds to ARP requests by 

sending back the corresponding ARP responses. The ARP responder represents the other 

hosts in the network in front of the EtherProxy. 

In our experimental setup, the client machine was running the ARP traffic generation 

tool arp-sk. We modified arp-sk to choose the target IP address in the generated ARP 

requests based on either a trace file or according to a random distribution. This distribution 

follows the distribution given in Figure 7.6(a). The EtherProxy was implemented using the 

Click modular router and was configured such that entries in its ARP cache expire after 5 

minutes; the same value used by Sun Microsystems in Solaris [47]. The ARP responder 

is implemented using the Click modular router as well. We ran our experiments on the 

Emulab testbed [49]. In the experiments, we measured the warm cache hit rate at the ARP 

module under different workloads. To study the effects of sending unicast ARP requests to 

refresh expiring cache entries on the cache's hit rate, we repeated the experiments with this 

optimization switched on and off. 

Evaluation Using Real Workloads 

For the first set of experiments, we used real workloads using the ARP traces we collected 

for the Rice and the Emulab networks. Table 7.5 shows the measured hit rates for both 
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Rice Network 

Emulab Network 

No refresh 

61.4% 

79.6% 

Refresh 

100% 

100% 

Table 7.5 : Hit rates of the ARP cache in the ARP module for the Rice and the Emulab traces. 

Probability 

ii=1.6% 

0.267 

12=18.1% 

0.475 

j3=50.2% 

0.209 

i4=24.7% 

0.0472 

j5=5.4% 

0.002 

Table 7.6 : Approximate probability distribution function of an IP being selected as the destination 
of an ARP request. in is a relative subrange of IPs, where IPs in this subrange are selected with 
probability Prn. Note that in is a percentage of the whole range of IPs and not an absolute subrange. 
This table is constructed with the aid of Figure 7.6(a), where the knees in the figure are used to 
construct the intervals above. 

traces with the optimization switched on and off. 

In those experiments, the ARP cache is large enough to accommodate mappings for 

every IP in the network, i.e. there are no capacity misses. Hence, when cache entries are 

refreshed the cache does not suffer from any misses and all broadcast ARP requests are 

eliminated from the network. We notice that when the cache entries are not refreshed there 

is a significant cache miss rate. 

Evaluation Using Synthetic Workloads 

To study the effectiveness of the ARP module in very large networks we concocted syn

thetic workloads using the measurements presented in Section 7.3.1. This is because in 

practice large networks are segmented into smaller broadcast domains. Hence, it is diffi

cult to get real traces for very large networks with a single broadcast domain. 

In our synthetic workloads, we assumed that there are 500 hosts sitting behind the 
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EtherProxy sending ARP requests. We chose the relatively small value for the number of 

hosts behind the EtherProxy, 500, as a broadcast packet from a host behind an EtherProxy 

can reach all other hosts behind the EtherProxy. Hence, we used Cisco's recommended 

value for a broadcast domain in Table 1.1,500. 

We varied the rate at which hosts send ARP requests representing different traffic loads. 

An ARP request is sent for an IP address selected from a range of IPs. This range is fixed 

for every experiment, but can change across different experiments. For every ARP request, 

its destination IP address is chosen to fall into a subrange of the permissible range of IPs 

based on the probability distribution function in Table 7.6. Table 7.6 approximates the 

probability distribution function of an IP, in the Rice trace, to be chosen as the destination 

address of an ARP request. The table is constructed by breaking the range of address 

ranks in Figure 7.6(a) into subranges. A subrange starts and ends at knees in the graph in 

Figure 7.6(a). Table 7.6 gives the probability corresponding to an IP falling into one of the 

subranges. This table was used to try to make the probability distribution of requested IP 

addresses in the synthetic workloads follow that of the trace of the Rice network. 

In different experiments, we varied the size of the pool of destination IPs representing 

networks with different sizes. For a host sending ARP requests for other hosts in the net

work with a given rate, the more hosts in the network, the less ARPs will be sent for the 

same host. Thus, the bigger the network size, the less reuse of ARP cache entries in the 

EtherProxy. Consequently, we varied the network size to study the effects of the number 

of hosts in the network on the cache hit rate, when cache entries are not refreshed. 

Tables 7.7, 7.8, and 7.9 show the measured cache hit rates using different configura

tions of the synthetic workload. Table 7.7 shows the hit rates measured when hosts send 

ARP packets with a rate of 1 ARP request/second, which is close to the peak load measured 

in the network traces. Table 7.8 shows the hit rates measured when hosts send ARP packets 
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50000 end hosts 

10000 end hosts 

100 end hosts 

No refresh 

81.7% 

94.2% 

99.99% 

Refresh 

100% 

100% 

100% 

Table 7.7 : Hit rates of the ARP cache in the ARP module with hosts sending 1 ARP re
quest/second. In this experiment, we switch on and off the refreshing of cache entries via unicast 
ARP requests. The experiment was repeated for networks with different sizes. The ARP cache entry 
expires after 5 minutes. 

with a lower rate of 10 ARP requests/minute. Table 7.9 shows the hit rates measured when 

hosts send ARP packets with a lower rate of 1 ARP request/minute, which is close to the 

average load measured in the network traces. 

Similar to the experiments using real world traces, the ARP cache is large enough 

to accommodate mappings for every IP in the network. Hence, when cache entries are 

refreshed the cache does not suffer from any misses. We notice that when the cache entries 

are not refreshed there is a significant cache miss rate. This is especially true when requests 

arrive at a slow rate at the EtherProxy. This is because mapping reuse increases with high 

request rate, which increases the cache hit rate. 

Sensitivity Analysis of the ARP Cache Size 

In this experiment, we study the effects of varying the ARP cache size on the hit rate. 

We use a synthetic workload that was used in Section 7.3.4. The workload represents 500 

hosts behind an EtherProxy sending ARP requests at the rate of 1 request/second. The 

hosts send those requests to destinations based on the probability distribution in Table 7.6. 

The network has 50,000 hosts in front of the EtherProxy, which are the targets for those 

ARP requests. In this experiment, the EtherProxy's ARP cache uses the least-recently-used 
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50000 end hosts 

10000 end hosts 

100 end hosts 

No refresh 

55% 

78.7% 

99.7% 

Refresh 

100% 

100% 

100% 

Table 7 .8 : Hit rates of the ARP cache in the ARP module with hosts sending 10 ARP re
quests/minute. In this experiment, we switch on and off the refreshing of cache entries via unicast 
ARP requests. The experiment was repeated for networks with different sizes. The ARP cache entry 
expires after 5 minutes. 

50000 end hosts 

10000 end hosts 

100 end hosts 

No refresh 

17.2% 

42.3% 

96.1% 

Refresh 

100% 

100% 

100% 

Table 7.9 : Hit rates of the ARP cache in the ARP module with hosts sending 1 ARP re
quest/minute. In this experiment, we switch on and off the refreshing of cache entries via unicast 
ARP requests. The experiment was repeated for networks with different sizes. The ARP cache entry 
expires after 5 minutes. 

replacement policy. Figure 7.8 shows the measured cache hit rates at the EtherProxy's ARP 

cache, when varying the cache size. We note that since the workload has a heavy-tailed 

distribution, a relatively small cache size can achieve high hit rates. 

73.5 Effectiveness of the EtherProxy as a Firewall 

This experiment studies the effectiveness of the EtherProxy as a firewall blocking spurious 

ARP requests. We use the topology in Figure 7.9. Boxes with labels Bs are software 

Ethernet bridges. P is an EtherProxy. HI and H2 are hosts, where HI runs a Click ARP 

responder and H2 is a client that sends ARP requests. HI represents the rest of the network 
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Figure 7.8 : Measured ARP cache hit rates, when varying the cache size. In this experiment, there 
were 50,000 sources sending ARP requests with the rate of 1 request/s. Destination IPs in the ARP 
requests were chosen based on the probability distribution shown in Table 7.6. 

that may have many end hosts sitting behind the EtherProxy. HI responds to ARP requests 

arriving at it representing these hosts responding to the ARP requests. We use Emulab to 

run this experiment. In this experiment, we create a temporary forwarding loop by killing 

the bridge B1, which causes the bridges to count to infinity, causing a temporary forwarding 

loop. This temporary loop lasted for 5 seconds. At the beginning of the forwarding loop, 

H2 sends a single ARP request for an IP that the ARP responder responds to. Since the ARP 

request is a broadcast packet, when it gets trapped in the forwarding loop, it proliferates. 

Hence, it floods the network with duplicate ARP requests. The first of those ARP requests 

arrives at the EtherProxy causing it to send an ARP request to the ARP responder at HI. 

This is because the EtherProxy does not have a mapping in its cache for the IP requested 

by the ARP request. After the ARP responder responds to the EtherProxy, a cache entry is 

formed at the EtherProxy. Subsequent duplicate ARP requests arriving at the EtherProxy 

are not forwarded to HI, as the EtherProxy sends back a response from its cache directly. 



134 

Packet Count 

Behind EtherProxy 

1 

Infront of EtherProxy 

47477 

Table 7.10 : Number of ARP packets measured on both sides of the EtherProxy, when an ARP 
request is injected in the network at the beginning of a 5 seconds temporary forwarding loop in the 
network. During the forwarding loop, the ARP request spins around the forwarding loop, flooding 
the network with duplicate ARP requests. 

This protects HI, or the rest of the network, from the extra spurious ARP requests in the 

case of this failure. Table 7.10 shows the number of ARP requests measured at both sides 

of the EtherProxy. We note that HI only receives a single ARP request, the first request. 

Other end hosts in the network - H2 in this case, where we measured the duplicate ARP 

request packets received - received 47477 ARP request packets. 

73.6 Effectiveness of the Portmap Module 

The portmap module's primary task is to maintain a list of servers offering RPC services 

in the network. The portmap module responds to broadcast portmap requests with infor

mation from its cache. At steady state, it can deterministically do this for virtually all 

portmap requests as explained in Section 7.1.1. Hence, it can virtually eliminate all broad

cast portmap requests from the network. However for every RPC service with a cache entry 

in the portmap module, the module periodically sends broadcast portmap requests to the 

network to discover new servers offering this service. Those broadcast requests can be sent 

with a very low frequency (e.g. once a day), and it can be scheduled at times when the 

network is under utilized, for example at midnight. 
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Figure 7.9 : Topology used to study the effectiveness of the EtherProxy as a firewall blocking 
spurious ARP requests. 

73.7 Effectiveness of the DHCP Module 

Similar to the portmap module, the DHCP module deterministically eliminates all DHCP 

broadcast traffic from the network. Also like the portmap module, the DHCP module only 

adds a very low frequency broadcast DHCP requests to discover new DHCP servers joining 

the network. 

7.4 Related Work 

Previous work has argued for the need for scaling Ethernet. Broadcast was identified as 

a source of the scalability problem and some solutions were proposed. Myers et al. [31] 

argued that the scalability of Ethernet is severely limited because of its broadcast service 

model. In order to scale Ethernet to a much larger size, they proposed the elimination of 
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the broadcast service from Ethernet and its replacement with a new control plane that does 

not perform packet forwarding based on a spanning tree and provides a separate directory 

service for service discovery. In this approach, a host joining the network needs to first reg

ister with the directory service via its local switch. Then, it can receive the boot-strapping 

information by querying the directory service. Hence, unlike the EtherProxy, this approach 

is not backward compatible. 

Several other previous works have addressed the inefficiency of spanning tree routing in 

Ethernet. Perlman etal. [38] also argued that Ethernet has poor scalability and performance 

and proposed Rbridges to replace the current Ethernet protocols. Routing in Rbridges is 

based on a link state protocol to achieve efficient routing. However, Rbridges do not address 

the scalability problem due to broadcast. EtherProxies can complement Rbridges. They 

can be adapted to work in concert with Rbridges to alleviate this scalability problem due 

to broadcast. SmartBridges [42] offer optimal routing using source specific spanning trees. 

LSOM [19] proposes using link state routing for Ethernet as well. Viking [44] delivers data 

over multiple spanning trees to improve network reliability and throughput. 

Using caching for network protocols is not new. It is commonly used for higher level 

protocols. Web caching is one of the most prominent examples of this [27]. Many Internet 

service providers and enterprises use web caching to save network bandwidth. 

7.5 Summary 

Broadcast traffic is a major limiting factor in Ethernet's scalability. Broadcast is widely 

used by many protocols running on top of Ethernet. Although segmenting an Ethernet 

network into separate broadcast domains alleviates the scalability problem, it does not come 

without a cost. It requires a lot of error prone manual labor. Moreover, it is not cost 

effective. 
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We studied the broadcast traffic in Ethernet networks using real and synthetic work

loads. The vast majority of this broadcast traffic is used for service or resource discovery, 

e.g. ARP. 

To address Ethernet's scalability problem without having to pay the cost of network 

segmentation, we introduce the EtherProxy. The EtherProxy is a new device that relies 

on caching to suppress broadcast traffic used for discovery. It is backward compatible and 

requires no change to the existing hardware, software, or protocols. 

To evaluate the effectiveness of the EtherProxy, we built a prototype implementation of 

it. Using the prototype along with real and synthetic workloads, we performed experiments 

demonstrating the EtherProxy's effectiveness in suppressing broadcast traffic. 
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Chapter 8 

Conclusions 

The dependability of Ethernet heavily relies on the ability of RSTP to quickly recompute 

a cycle-free active forwarding topology upon a partial network failure. In studying RSTP 

under network failures, we find that it can exhibit a count-to-infinity problem. In our ex

periments, we show that in some scenarios the count to infinity can extend the convergence 

time to reach 50 seconds. During the count to infinity, bridges transmit a lot more BPDUs 

than during their normal operation. Those extra BPDUs cause bridge ports to reach their 

transmission rate limit, which contributes to extending the convergence time. 

In this dissertation, we characterize the exact conditions under which the count-to-

infinity problem manifests itself. Then, we show that protocol parameter tuning cannot 

adequately improve RSTP's convergence time. Also, we uncover races between the state 

machines in the RSTP specification. Those races when compounded with the count to 

infinity can cause a temporary forwarding loop. 

In addition to characterizing the effects of the count-to-infinity problem and forwarding 

loops in Ethernet networks, we also characterized the impact of the these problems on the 

applications running on the network. 

After explaining the different Ethernet failures and characterizing their effects, we in

troduced two techniques to overcome these failures. 

The first technique we proposed to remedy those problems is the EtherFuse, a new 

device that is backward compatible and requires no change to the existing hardware, soft

ware, or protocols. We have built a software prototype of the EtherFuse to experimentally 
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evaluate its effectiveness. Using the emulab experimental testbed, we showed how quickly 

EtherFuse responds to network failures, its ability to reduce packet loss and duplication, 

and its benefits on the end-to-end performance of common applications. 

The second technique we proposed is RSTP with Epochs which is an extension to 

RSTP. RSTP with Epochs is backward compatible and uses the concept of epochs to iden

tify messages carrying stale information and kills this information. This allows RSTP 

with Epochs to eliminate the count-to-infinity problem. Our simulations show that RSTP 

with Epochs substantially reduces network convergence time from tens of seconds down to 

network-round-trip time. 

Since the set of problems each technique addresses are not the same, then for maxi

mum reliability both techniques should be used simultaneously. However, since the RSTP 

with Epochs would require modifications to switches firmware which may not be available 

to network administrators the EtherFuse can be solely used. The shortcomings of this is 

that the network can be vulnerable to the count to infinity problem but the EtherFuse will 

mitigate its effects by reducing the convergence time. 

For Ethernet's scalability, broadcast traffic is a major limiting factor. Broadcast is 

widely used by many protocols running on top of Ethernet. Although segmenting an Ether

net network into separate broadcast domains alleviates the scalability problem, it does not 

come without a cost. It requires a lot of error prone manual labor. Moreover, it is not cost 

effective. 

We studied the broadcast traffic in Ethernet networks using real workloads. We ob

served that the vast majority of this traffic comes from a handful of protocols used for 

service or resource discovery, e.g. ARP. 

To address Ethernet's scalability problem without having to pay the cost of network 

segmentation, we introduced the EtherProxy. The EtherProxy is a new device that relies 
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on caching to suppress broadcast traffic used for discovery. It uses a separate module to 

handle every protocol that uses broadcast. Since only a limited number of those protocols 

produce the vast majority of the broadcast traffic, then building a per-protocol module is 

a realistic approach. EtherProxy is backward compatible and requires no change to the 

existing hardware, software, or protocols. 

Using real and synthetic workloads and a software prototype we implemented for the 

EtherProxy, we performed experiments demonstrating the EtherProxy's effectiveness in 

suppressing broadcast traffic. 

8.1 Future Research Directions 

In this dissertation, we have studied the causes of different Ethernet failures. We also 

characterized their effects on different applications running on the network. It would be 

interesting to study the effects of those layer 2 failures on layer 3 routing protocols. For 

example, RIP messages are delivered via broadcast. Hence, in the event of a forwarding 

loop or other Ethernet failures, the delivery of these RIP messages may be disrupted. Fur

ther work is needed to study the effects of this failure on the RIP protocol in general. Then 

quantify its effects on higher level applications using the network. 

Moreover, in our experiments we used simple network topologies. Our work can be ex

tended to include studies using real world network topologies. Furthermore, prototypes of 

EtherFuse and EtherProxy can be used in real networks, not just the emulab testbed. Then, 

for the EtherFuse, failures can be injected and then we can characterize how the network 

and the applications running on top of it behave. For the EtherProxy, it can be deployed 

in a real Ethernet network. Then we can vary the number of hosts in this network, i.e. 

increase the subnet size. Then, using real networks, the new scalability limits of Ethernet 

using EtherProxies can be determined. 
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Finally, the approach of deploying middle boxes in the network to monitor traffic 

anomalies, deduce failures, and then take corrective actions can be generalized. Similar 

to using it in Ethernet networks, its usage in other layer 2 or layer 3 networks can be ex

plored. 



142 

Chapter 9 

Appendix 

While reading the following proofs we expect the reader to have the IEEE 802.ID (2004) 

specification handy. In our proofs, we use the same notation used in Section 4.2.2. We also 

use T and F to refer to values 'True" and "False" respectively. 

Proof 9.1 (Claim 3(a)) Suppose bridge 1 in Figure 4.2 dies, causing the start of a count to 

infinity. In addition, suppose bridge 2 is currently bridge 3's designated bridge, and bridge 

2 proposes topology information to bridge 3 that is worse than the information currently 

at bridge 3 but this does not result in a change of the root port of bridge 3. The following 

sequence of events shows how an agreement can be sent by bridge 3 in response to the 

proposal without bridge 3 performing a sync operation. 

First, the PORT INFORMATION state machine (Clause 17.27) is run on 3p2 when the 

new information with the proposal from bridge 2 is received in a BPDU. The information is 

worse than the port priority vector, but it is S u p e r i o r D e s i g n a t e d l n f o. The relevant 

outcomes for 3p2 are: r e s e l e c t = T , s e l e c t e d = F and a g r e e = F . 

Second, the PORT ROLE SELECTION state machine (Clause 17.28) must be run 

next, and the relevant outcomes for 3p2 are: r e s e l e c t = F , s e l e c t e d = T , ag ree=F 

and u p d t l n f o=F; the relevant outcome for 3p4 is: u p d t l n f o=T. 

Third, two possible executions can happen depending on which of the two state ma

chines runs next: (a) run the PORT INFORMATION state machine on 3p4, or (b) run the 

PORT ROLE TRANSITION state machine (Clause 17.29) on 3p2. Suppose (b) runs first. 
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Because the s y n c e d flag for 3p4 is only reset in the PORT INFORMATION state machine 

when (a) runs, running (b) first allows ( a l l S y n c e d && ! a g r e e ) and ( p r o p o s e d 

&& ! a g r e e ) to both be true. Thus, this nondeterminism in the PORT ROLE TRANSI

TION state machine allows it to enter the ROOT-AGREED state, instead of the presumedly 

intended transition into the ROOT-PROPOSED state. The relevant outcome from this tran

sition is that ag ree=T at 2p3. Thus, an agreement can be sent to bridge 2 immediately 

(Clause 17.21.20). Moreover, s e t S y n c T r e e ( ) never gets executed, so the sync flag re

mains false for 3p4, Now (a) runs and the UPDATE state is entered. The relevant outcomes 

for 3p4 are: a g r e e d = F , synced=F and u p d t I n f o = F . 

Fourth, since ( s e l e c t e d & & ! u p d t I n f o) is true for 3p4, the PORT ROLE TRAN

SITION state machine runs for 3p4. Since (b) was run first and the transition to ROOT-AGREED 

is taken instead of the transition to ROOT-PROPOSED, s e t S y n c T r e e ( ) never executes. 

Consequently, sync remains false for 3p4. This means none of the transitions in the PORT 

ROLE TRANSITION state machine for 3p4 can be taken. The machine does nothing in

teresting. In particular, it does not transition to DESIGNATED_DISCARD as presumedly 

intended because the sync flag is false. Note that the synced flag at 3p4 gets set to true 

as soon as bridge 3 receives a BPDU with the agreement flag from bridge 4. 

Proof 92 (Claim 3(b)) We will again provide an existential proof similar to that given for 

Claim 3(a). Suppose that bridge 1 dies, causing the start of a count to infinity. In addition, 

suppose bridge 2 is currently bridge 3's designated bridge, and bridge 2 transmits worse 

topology information than what bridge 3 currently has. Also suppose that this information 

is transmitted without a proposal to bridge 3 and this information does not result in a change 

of the root port. The following sequence of events shows how an agreement can be sent by 

bridge 3 in the absence of a proposal. 

The first two events are identical to the first two steps from the proof of Claim 3(a). 
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Now, two possible executions can happen depending on which of the two state ma

chines runs next: (a) run the PORT INFORMATION state machine on 3p4, or (b) run the 

PORT ROLE TRANSITION state machine on 3p2. Suppose (b) runs first. Because the 

synced flag for 3p4 is only reset in the PORT INFORMATION state machine when (a) 

runs, running (b) first allows ( a l l S y n c e d && ! a g r e e ) to be true. Thus, the PORT 

ROLE TRANSITION state machine enters the ROOT-AGREED state. The relevant out

come for this transition is that ag ree=T at 2p3. Thus, an agreement can be sent to bridge 

2 immediately (Clause 17.21.20). Now (a) runs and the UPDATE state is entered. The rel

evant outcomes for 3p4 are: a g r e e d = F , synced=F and u p d t l n f o = F . Also note 

that the s y n c e d flag at 3p4 gets set to true as soon as bridge 3 receives a BPDU with the 

agreement flag from bridge 4. 
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