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Abstract 

Statistical Models in Protein Structural Alignments 

by 

Viacheslav Fofanov 

Recent advances in protein structure determination techniques have greatly 

increased the rate at which high-resolution protein structures become available. 

However, experimental protein function identification techniques are still expensive and 

time consuming. This makes computational approaches of functional determination, 

which can be classified into two major groups: sequence- or structure-based, a 

particularly attractive alternative. One limitation of traditional sequence-based methods 

is the need for functional landmarks: when proteins do not have sequence orthologues of 

known function, traditional methods become unreliable. Protein's structure, on the other 

hand, contains functionality information that is not recoverable from sequence alone, 

making local structural comparison methods a possible computational alternative, 

particularly when little or nothing is known about protein's potential function. 

Many computational tools have been developed to search for structural similarity, 

but they alone are not enough: effective statistical models are necessary for accurate 

predictions. In order to assess the quality of a structural match, a successful statistical 

model needs to be able to take into account individual properties of the search query 

(motij), such as geometry, size, and residue composition. Statistical significance scores 

should also be independent of parameters used by the structural comparison algorithm, 

such as heuristics used to speed up the search process. Finally, the model needs to take 
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into account properties of the match itself, such as surface accessibility and structural 

conservation of the matched residues. 

Herein, we develop a statistical framework that is not affected by the parameters 

used in the structural comparison process, and which takes into account the individual 

properties of the query motif. We test our statistical model, coupled with a successful 

structural search and comparison algorithm (Match Augmentation), on a dataset 

consisting of 20 structural motifs representing a range of distinct enzymatic active sites in 

un-mutated protein structures. We find that our approach exhibits high sensitivity and 

reasonable specificity. We also apply the approach to a real biological problem in an 

effort to predict a possible function of a protein, called Rad21, involved in chromosome 

segregation. 
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Tables 

4.1 EC classifications and residues chosen for motifs used. Motifs 49 
containing functionally documented residues are indicated by *. 1 -
(Bernstein et al, 1997; Davies et al, 1994; Watson and Littlechild, 
1990), 2 - (Aberg et al, 1996; Belrhali et al, 1994), 3 - (Coleman, 
1992; Wilson et al, 1964; Rim and Wyckoff, 1991; Ma et al, 1995; 
Simpson and Vallee, 1968; Anderson et al, 1975), 4 - (Reshetnikova et 
al, 1999; Cavarelli et al, 1994; Belrhali et al, 1995), 5 - (Collyer and 
Blow, 1990; Collyer et al, 1990), 6 - (Crane et al, 2000; Adak et al, 
2000; Crane et al, 1998), 7 - (Arnez et al, 1999;Logan et al, 1995), 8 
- (Holland et al, 1992,1995; Hausrath and Matthews, 2002). 

4.2 The proportion of correctly identified True Positive matches and how it 51 
is affected by the choice of the geometric thresholds. Only 4 out of 20 
motifs did not exhibit changes (lower part of the table). 

4.3 Effect of the point-weight correction on average proportions of True 52 
Positive and False Positive matches for various levels of geometric 
thresholds. 



Illustrations 

Example distribution of RMSDs for a typical query used by PINTS 
structural comparison method, reproduced from Stark et al. (2003). Plot 
of a number of matches versus RMSD for a search with random pattern 
of Ca atoms (A15, 130, D60 from PDB entry la6m) against SCOP 
database version 1.55 (Murzin et ah, 1995). In the inset is the portion of 
the distribution of matches that is modeled by the authors, with the rest 
of the distribution discarded. 

Cumulative frequency (y-axis) against RMSD (x-axis) of candidate sites 
found when the reference population R is probed using a 3D template 
consisting of five atoms in two residues derived from the functional site 
in ribulose-l,5-biphosphate. Shown is a unimodal normal model fit to 
the distribution at p > 0.3 from Kolmogorov-Smirnoff test. In this 
setting, the Null Hypothesis states that the observed cumulative 
frequency distribution follows a given unimodal normal model, while the 
Alternative Hypothesis states that it does not. (large p-vahxe for a 
Kolmogorov-Smirnoff test implies that there is no sufficient evidence 
against the Null Hypothesis). Reproduction from Barker and Thornton 
(2003). 

Cumulative frequency (y-axis) against RMSD (x-axis) of candidate sites 
found when the reference population R is probed using a 3D template 
consisting of seven atoms in two residues derived from the functional 
site in micrococcal nuclease. Shown is a bimodal normal model fit to the 
distribution at p > 0.3 from Kolmogorov-Smirnoff test. In this setting, 
the Null Hypothesis states that the observed cumulative frequency 
distribution follows a given bimodal normal model, while the Alternative 
Hypothesis states that it does not. (large /?-value for a Kolmogorov-
Smirnoff test implies that there is no sufficient evidence against the Null 
Hypothesis). The best unimodal normal model fit at only/? < 10"5 (small 
/j-value here implies that there is significant evidence against the Null 
Hypothesis of unimodality). Reproduction from Barker and Thornton 
(2003). 

A diagram of motifs representing active sites from (a) Nitric Oxide 
Synthase, PDB ID ldww, (b) D-xylose isomerase, pdb id ldid, and (c) 
Argininosuccinate synthetase, pdb id lkp3. Motif coordinates are those 
of the backbone Ca atoms of the highlighted residues. 



1 Quality of sampling the reference population. The curves delimiting the 
confidence band are not themselves true density functions, but rather 

points specifying 2.5 and 97.5 percentiles of the values of fh(x) for all 24 

5000 realizations (random samples of the full PDB) and a given value of 
x. 

2 Favorable and unfavorable HA and Ho distributions. In panel A, HA and 
Ho are supported by two distinct curves, showing that there is a high 
probability that only one hypothesis holds. This indicates a powerful ~6 
test. In panel B, HA and Ho follow overlapping curves making it difficult 
to assert that only one hypothesis holds. Here the power of the test is 
low. 

3 Comparison of an ideal hypothesis comparison and real-world Ho and 
HA- In comparison to an idealized separation of Ho and HA curves in 
panel A, the difference in the distributions of RMSDs in panel B for 
functionally related and unrelated proteins demonstrates that it is ~« 
possible to differentiate between matches of functionally related 
proteins, and unrelated proteins. The HA distribution was obtained by 
aggregating homologous matches for all motifs of size 6 in the dataset 
used in Chen et al. (2005). 

4 Distributions of matches for a motif derived from 31zt protein for e = 4A 
(dark line) and 8 = 7A (light line). Vertical hashes (bottom of graph) ~Q 
represent the RMSD scores of matches eliminated when e = 4A but 
found when using relaxed geometric thresholds of 8 = 7A. 

5 Simulation-based studies of asymptotic behavior of the point-weight 
estimator derived in section 3.2.2.1. Simulations were performed for 
several values of the point-weight: true pwt = 0.01 (top panel), true pwt = 
0.50 (middle panel), and true pwt = .99 (bottom panel). In all cases, the 
asymptotic distribution of MLE estimators of the pwt were roughly 
Normal, as visible from the normal QQ plots. 

6 The width and coverage of theoretical (top panel) and bootstrapped 
confidence intervals (bottom panel) from 1000 simulation-based studies. 4 6 

The total size of the population was set at 20000, with the true value of 
the point-weight set at 0.5. 

7 The width and coverage of theoretical (top panel) and bootstrapped 
confidence intervals (bottom panel) from 1000 simulation-based studies. 4 7 

The total size of the population was set at 20000, with the true value of 
the point-weight set at 0.1. 



1 The original (a) and the Gaussian kernel smoothed (b) distributions of 
matches to lkpg-based motif at 3 A, as well as the original (c) and 5 0 

Gaussian kernel smoothed (d) distributions for the same lkpg-based 
motif at 7 A. 

2 Effect of the point-weight correction on the sensitivity, expressed in 
terms of the proportions of True Positives identified by the Match 53 
Augmentation method with geometric thresholds, s, set at 3 A. 

3 Effect of the point-weight correction on the specificity, expressed in 
terms of the proportions of False Positives identified by the Match 54 
Augmentation method with geometric thresholds, s, set at 3 A. 

4 Effect of the point-weight correction on the sensitivity and specificity. 
The ROC curves based on sensitivity and specificity values averaged 55 
over all 20 motifs (a), with a more detailed look (b). 

5 Match RMSD distributions using full PDB (darkest line), NRPDB90 
(medium dark line), and CATH H (lightest line) databases. (A) lady 57 
derived motif and (B) 16pk derived motif . 

6 Effect of the choice of representative set on the proportion of correctly 
identified homologs, for PDB, NRPDB90, and CATH H protein 58 
structure databases at s= 3 A. 

7 Clustering based on RMSD distances (y-axis) between motifs generated 
from every member of EC class 6.1.1.20 (lb7y motif). Correctly 
identified homologs are denoted by the bounding box. Ib7y is a dimer 
consisting of non-symmetric chains A and B, with the entire complex ™ 
assigned the same EC classification number. Since the motif chosen for 
this work to represent this EC class was chosen from chain A, our 
method was unable to identify homologs of non-symmetric chain B 
leading to low sensitivity scores. 

8 Clustering based on RMSD distances (y-axis) between motifs generated 
from every member of EC class 6.1.1.20 (lb7y motif). Correctly 
identified homologs are denoted by the bounding box. Ib7y is a dimer 
consisting of non-symmetric chains A and B, with the entire complex fi1 

assigned the same EC classification number. Since the motif chosen for 
this work to represent this EC class was chosen from chain A, our 
method was unable to identify homologs of non-symmetric chain B 
leading to low sensitivity scores. 
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4.9 Clustering based on RMSD distances (y-axis) between motifs generated 
from every member of EC class 2.7.2.3 (16pk motif). Correctly 
identified homologs are denoted by the bounding box. Upon binding 
both a diphosphate sugar (1,3-bis-phosphoglycerate) 16pk protein 
undergoes a drastic hinge bending motion. We presume that low 62 
sensitivity scores in this case are due either to drastically changing 
conformations of the protein or sub-optimal motif design (i.e. our 
original motif definition fails to accurately capture the nature of 16pk's 
active site). 

5.1 (Reproduction from Nasmyth and Haering, 2005). Effects of ATP 
binding and hydrolysis by SMC1 (left chain) / SMC3 (right chain) 
dimmers. SMC1 and SMC3 heads are thought to dimerize by fifi 

sandwitching ATP to form dimering rings independent of their 
connection by Rad21 (bottom chain). Hydrolysis of ATP would drive 
the heads apart to form trimeric SMC1/SMC3/Rad21 rings (right). 

5.2 (Reproduction from Nasmyth and Haering, 2005). Models of how 
cohesin could hold sister chromatids together, (a) The ring model (left) 
proposes the passage of the two sister chromatids (gray cylinders) thru 
the same ring structure, and the major DNA-cohesin interaction is 
topological. A DNA double helix and a nucleosome core bound to DNA 
are shown in scale to the SMC ring structure (right), (b) An alternative fi7 

model proposes that SMGl's head binds to one crhomatid while SMC3's 
head binds to its sister, possibly in conjunction to Rad21. The DNA-
cohesin interaction is solely physical, (c) Two cohesin rings, each 
binding one sister chromatid, might interact at their hinges. 
Alternatively, Rad21 might connect the head domains of different 
Smcl/Smc3 dimers to form a large dimeric ring. 

5.3 Phylogenetic tree for a sequence-based evolutionary trace analysis of the 
residues 1-170 of Rad21 (N-terminal). The outgroup, containing 
proteins very closely related to rec8 protein was removed from 69 
consideration. These proteins were more closely related to rec8 than 
rad21 and, as such, were not included in the ET analysis. 

5.4 The DNA sequence of Rad21 protein, with residues highly conserved 
during the course of evolution highlighted as green. Residues 1-170 
correspond to the N-terminal of Rad21, where as highlighted residues 70 
171-450 correspond to the coiled-coils region and remaining residues 
451-631 are the C-terminal of Rad21 protein. 
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5.5 The cartoon of the C-terminal of Rad21 (dark) complexed with the N-
terminal of SMC1 (light) in Saccharomyces cerevisiae. Rad21: chain E 71 
of the PDB entry lwlw. SMC1: chain A of the PDB entry lwlw. 

5.6 The cartoon of the C-terminal of Rad21 (dark) complexed with the N-
terminal of SMC1 (light) in Saccharomyces cerevisiae. The Rad21 
active residues, as identified by Evolutionary Trace, are represented as 71 
lightly colored spheres. The SMC1 active residues, as identified by 
Evolutionary Trace, are represented as dark colored spheres. 

5.7 Structure of the Rad21 protein. Residues identified as evolutionarily 
conserved are denoted as spheres. 

5.8 The 210 distributions that have been obtained through the Geometric 
Sieving algorithm. The distributions for the most geometrically unique 
and the least geometrically unique sub-motifs are denoted by dark lines, 
with medians for each 210 distributions plotted as a rug plot. 

5.9 The motif points (spheres) selected by the Geometric Sieving algorithm 
as the most geometrically unique. This motif serves as the 78 
representation of Rad21 's active site in this work. 

5.10 One of the top matched to Rad21 derived motif. The matches residues 
were in a similar conformation, had similar solvent accessibility, and 80 
were highly evolutionarily conserved. 

5.11 ATPase activity of Rad21. Here + indicates ATP added to the solution. 
As a negative control, ATPase assay was performed on several solutions 
which should not exhibit APTase activity. These included buffer, a 
"mock" (w/o Rad21), and solution containing Sororin protein. 

» 
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Chapter 1 

Introduction 

Understanding the exact biological function of all proteins and the ability to 

predict and avoid potential side effects of drugs are the areas of molecular biology on 

which great effort has been expended over the last decade (Brenner, 2001; Burley, 2000). 

Unfortunately, experimental methods for protein function identification and small ligand 

cross-reactivity assays remain expensive and time consuming, especially when little is 

known about the protein. Computational biology techniques, both sequence- (Altschul et 

al, 1990; Thompson et al, 1994; Brown et al., 2005) and structure-based (Barker and 

Thornton, 2003; Chen et al., 2005; Stark et al, 2003) can, at least in theory, guide or in 

some cases replace wet-lab experimental approaches (Hermann et al, 2007). Recent 

advances in the techniques of protein structure determination have greatly increased the 

number of high-resolution protein structures, making protein partial structural alignment 

methods particularly promising, as the majority of the protein's structure is not directly 

responsible for its function. This allows structural methods to identify functional 

relationships even when sequence identity would be too low for traditional sequence-

based methods (Kristensen et al, 2008; Hermann et al., 2007; Blundell et al., 2002; 

Heinemann et al., 2001). 

A number of partial structural alignment methods have been developed to date. 

These methods seek to identify functional similarity by seeking instances of chemical and 

geometric similarity (matches) between substructures of functionally uncharacterized 

proteins (targets) and sub-structural motifs representing known functional sites. 

However, because of the wide array of biological structures considered by these methods, 
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identification of areas of sub-structural similarity is not enough. A statistical model is 

needed to establish a baseline degree of chemical and structural similarity sufficient to 

imply functional similarity. 

Herein, we propose a statistical framework that assigns statistical significance 

scores to partial structural alignments by incorporating in the model (a) structural and 

chemical properties of the query motif, (b) structural and chemical properties of the 

matched residues, and finally (c) properties of the structural alignment approach used to 

obtain the match. Failure of the model to consider any of these can lead to systematic 

bias in assignment of statistical significance to matches and thus lead to functional 

misclassification. On the other hand, an appropriate statistical model, coupled with a 

successful structural alignment procedure, can yield a method that is both sensitive and 

specific. Such procedure will identify functional similarity relationships if they exist (i.e. 

it will have a high true positive rate), while at the same time it will reject query-target 

pairs that are not functionally similar (i.e. it will have a low false positive rate). Potential 

applications of such a method include providing guidance for experimental functional 

prediction, assisting in drug design by identifying potential binding sites that may 

interfere with action of gene-therapy drugs (typically small organic and synthetic 

ligands), and finally developing sensitive and specific methods of pathogen identification 

for use in biodefense. 
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Chapter 2 

Background and Previous Work 

Functional annotation of proteins has been attempted with various degrees of 

success by a variety of computational methods. These methods range from sequence-

based approaches, briefly described in section 2.2, to protein structure-based approaches 

described in section 2.3. This chapter outlines some of the background concepts 

important to problem of protein function determination, as well as describes some of the 

methods that have advanced this field. 

2.1 Protein basics 

Proteins are un-branched chains made of up to several hundred amino acids linked 

together by strong peptide bonds (Campbell, Reece, and Mitchel, 1999). Amino acid 

sequence of the protein is encoded in the DNA, the basic blueprint of the organism, 

which is later transcribed into messenger RNA and then translated into polypeptide 

chains, normally several hundred amino-acids long. These polypeptide chains are formed 

by the sequence of covalent bonds that anchor the amino-acids onto the backbone of the 

polypeptide chain by an alpha Carbon (Ca), the first carbon atom of the amino-acid. The 

proteins are formed when one or more of such chains fold to form three dimensional 

structures with certain geometric and electrochemical properties. 

Proteins perform the majority of functions necessary for homeostasis, 

functionality, and proliferation of the living cell. The sequence and structure of the 

polypeptide chain determines the biological function of the resulting protein molecule. 

These functions range from transporting specific molecules or ions (for example 
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hemoglobin), to modifying activity of cells (hormones), providing protection from 

invading bacteria or viruses (antibodies), regulating expression of other proteins 

(regulatory proteins), and even initiating programmed cell death (apoptosis proteins) 

(Clark and Russeil, 2005). 

The evolution of proteins is caused by mutations that alter the DNA sequence of 

the gene that encodes the protein's amino acid sequence. These mutations can be as 

small as single nucleotide substitutions, or as large as insertions or deletions of hundreds 

of amino acids (Clark and Russeil, 2005). However, not all mutations impact the 

function of the protein. Harmful mutations are usually quickly eliminated from the 

population because they are lethal to their carriers. On the other hand, while some small 

mutations can severely impact the functionality of the protein (for example causing the 

polypeptide chain to fold improperly) many substitution-type mutations do not lead to 

phenotype changes. The abundance of such "neutral" mutations leads to the biological 

hypothesis that is at the core of many functional annotation methods described in this 

work. 

Hypothesis: For a large portion of proteins, functionality can be traced to a few 

active residues, with the majority of proteins structure not being directly involved in its 

function. 
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2.2 Sequence-based method of functional annotation 

2.2.1 Overview 

The DNA sequence-based approaches to functional annotation rely on the 

observation that functionally similar proteins also tend to be sequentially similar. 

Because, for many proteins the DNA sequence data is easier and cheaper to obtain than 

high-resolution structural information, and because reliable sequence information for 

many genes has been available for several decades, these approaches are among the most 

widely studied and used to date. These approaches work well for establishing functional 

associations between proteins with high sequence identity, but become increasingly 

unreliable when there is little relationship in DNA sequence to orthologues of known 

activity (Brenner, 1999; Devos and Valencia, 2001). 

Sequence-based approaches can be widely categorized into whole-sequence 

comparison approaches, local-sequence comparison approaches, and phylogenetic / 

evolutionary analysis-based approaches. Whole sequence-based approaches, such as 

FASTA (Lipman and Pearson, 1985) and ClustalW (Thompson et al, 1994), as well as 

local sequence-based approaches, such as BLAST (Altschul et al,. 1990) and PSI-BLAST 

(Altschul et al,. 1997) and many others, have produced a number of successful functional 

classification paradigms, such as for example Enzyme Classification (EC) scheme 

(Nomenclature Committee, 1992). Phylogenetic / evolutionary entropy-based approaches 

(Livingstone and Barton, 1993; Zvelebil et al., 1987; Krogh et al, 1994; Eddy, 1998) use 

evolutionary conservation information in addition to phylogenetic tree-based information 

to infer functional similarity between proteins and portions of proteins. Because this 
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class of sequence-based methods is particularly relevant to our work, it will be separately 

reviewed in Section 2.2.2. 

2.2.2 Evolutionary Trace basics 

In the last 10 years, new strides have been made to improve upon the basic 

sequence identity / sequence alignment methods, such as BLAST, FASTA, and 

ClustalW. Hybrid methods, such as Evolutionary Trace (Mihalek, Res, and Lichtarge, 

2004), use protein sequence information supplemented with additional evolutionary and 

structural information to improve upon functional classification abilities of sequence-only 

methods (Kristensen et al, 2008). Because evolutionary significance ranks computed by 

the Evolutionary Trace method (ET) play a prominent role later in this work, a brief 

description of the method is in order. 

The general premise behind the Evolutionary Trace Method is that amino acid 

residues that are functionally important (responsible for carrying out protein's function) 

or structurally important (responsible for the correct folding of protein's structure) are 

kept totally or partially invariant by natural selection. Mutations in these residues are 

often deleterious and as such selected against during the course of evolution. This 

biological observation allows ET to identify functionally important regions of the protein 

by ranking residues in terms of evolutionary conservation via multiple sequence 

alignment of known and assumed sequential homologs and phylogenetic information. 

Evolutionary Trace achieves this by identifying up to 500 homologs to the 

original query sequence with BLAST, using NCBI's non-redundant protein sequence 

database, with BLOSUM62 substitution matrix and default parameters. Then, using 
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ClustalW, a multiple sequence alignment is generated for the regions of homology 

overlapping the query sequence. Using phylogenetic information, based on the multiple 

sequence alignment, evolutionary outliers and sequence fragments are pruned from the 

trace. 

As described in Yao et al. (2003), the trace rank of a given residue is the 

minimum number of branches into which the protein family tree must be partitioned for 

that residue to be invariant within each branch. Thus a residue of rank i is invariant 

within each of the first / branches of the tree (starting from the root), but variable within 

one of the first (i - 1) branches (Lichtarge, Bourne, and Cohen, 1996). After identifying 

all residues ranked at most /, as i varies from 1 to the maximum number of sequences, the 

ranked residues are clustered for each rank. The sizes of clusters at each rank are 

compared to the number and size expected if trace residues were randomly drawn and 

thus assigned statistical significance scores against the null hypothesis of randomly 

chosen residues (Madabushi et al., 2002). 

A more accurate real-value ranking ET has been developed on the basis of integer 

value Evolutionary Trace outlined above. In this way, Evolutionary Trace combines 

sequence, phylogenetic, structural, and statistical information in order to identify 

functionally important residues and infer functional similarities with much greater 

accuracy than would be possible with sequence only methods (Kristensen et al., 2008). 

2.3 Protein structure-based methods 

Unlike many DNA sequence-based methods, functional annotation methods based 

on protein structure do not require high degree of sequence identity to infer potential 
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functional associations (Kristensen et al, 2008, Hermann et al, 2007). The general 

premise behind the particularly promising and relevant to this work subset of structure-

based methods, the partial structural comparison methods, is that high degree of 

geometric / chemical / electro-static similarity between active sites of two proteins may 

imply functional homology. As such, these methods approach the problem of functional 

annotation by concentrating mainly on functionally active portions of protein's structure 

and searching for instances of significant chemical and geometric similarity (matches) 

between 3D characterizations of known active sites (motifs) and substructures within 

functionally uncharacterized proteins (targets). 

There are three basic components in a structure-based functional annotation approach: 

1. Effective motif design. A query motif that successfully captures the 

important structural and chemical properties of the protein's active site. 

2. Geometric comparison method. A structural alignment / search algorithm to 

find and identify instances of structural and chemical similarity (matches) 

within a target protein of interest. 

3. Statistical model of geometric similarity. A statistical model to evaluate the 

significance of matches by establishing a baseline degree of similarity 

expected of matches. 

We will briefly review the state of existing knowledge in each of these components as it 

is relevant to the development of our statistical model. 
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2.3.1 Effective motif design 

The search for effective motifs has led to many different geometric 

representations of protein active sites. Active sites have been represented as sets of 

points in three dimensions, representing evolutionary significant amino acids (Chen et al, 

2005), "pseudo-centers" representing protein-ligand interactions (Shatsky et al, 2005), 

atoms in catalytic sites (Barker and Thornton, 2003; Wallace et al, 1996), points on the 

Connolly surface (Connolly, 1983) with labels representing electrostatic potentials 

(Kinoshita and Nakamura, 2003), and even atoms in flexible motifs (Shatsky et al, 

2004). Designing structural motifs that are both highly sensitive (identify as many 

functionally homologous proteins as possible) and highly specific (identify as few 

spurious, i.e. non-homologous, matches as possible) is a complicated task. Although we 

made some progress in this area (Chen et al, 2006; Kristensen et al, 2006; Chen et al, 

2007; Chen et al, 2007b), design of motifs is not the main focus of this work. 

2.3.2 Geometric comparison method 

A number of algorithms exist for identifying matches between structural motifs 

and targets. They largely differ in that they were designed and optimized for comparing 

different types of motifs. These include atom coordinate (Barker and Thornton, 2003; 

Chen et al, 2005; Stark et al, 2003; Wolfson and Rigoutsos, 1997;), cavity comparison 

(Binkowski et al, 2004; Chen et al, 2006), and graph-theoretic (Artymiuk et al, 1994) 

approaches, to name a few. Several of the most relevant approaches, such as JESS 

(Barker and Thornton, 2003), PINTS (Stark et al, 2003), and Match Augmentation 
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(Chen et al., 2005), and statistical models of structural similarity associated with them, 

are described in detail further on. 

2.3.3 Statistical models of protein structural similarity 

One common metric for measuring geometric similarity between a motif and a 

target substructure in optimum alignment is the Root Mean Squared Deviation (Cohen 

and Sternberg, 1980), hereafter abbreviated as RMSD. It is measured in angstroms, A, 

and defined here as the minimum RMSD over all possible motif-target substructure 

alignments, where Ax, Ay, and Az are deviations between coordinates of each of m 

corresponding residues (atoms) in the motif and target: 

It has been noted that geometric similarity as measured by RMSD alone is not 

sufficient to infer functional similarity (Chen et al, 2005; Barker and Thornton, 2003; 

Stark et al., 2003). The scores cannot always be compared as the significance of a given 

RMSD score varies with number, types, and the geometry of amino acids used. For 

example, an alignment of 2 A over 150 Cas, normally implies homology, while the same 

value over two catalytic triads (3 C"s) could easily occur by chance (Russell, 1998). 

Furthermore, different motifs have different frequencies of appearances in proteins, as 

well as in common protein secondary structures such as, for example, an a-helix. A 

motif containing common secondary structure elements, such as an a-helix, generally 

matches targets at a lower RMSD than would otherwise be expected of a motif of such 

size. These considerations make it difficult to determine a single RMSD threshold, 
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applicable to all motifs, which would be capable of separating matches in functionally 

similar proteins from false positive matches (Chen et al., 2005). In order to address this 

problem, several statistical models have been developed to establish RMSD thresholds 

based on statistical significance of matches on a per-motif basis, by taking into account a 

motifs distinct 3D geometry (Chen et al., 2005; Barker and Thornton, 2003; Stark et al, 

2003). 

2.4 Related and previous work 

Hundreds of protein structures are added to the Protein Data Bank (Berman et al., 

2000) each month, many with unknown function (Brenner, 2001; Burley, 2000). This 

abundance of data is both an advantage, in that we have a better understanding of the 

space of possible protein structures, and a disadvantage, in that with more proteins 

structures chances of observing accidental geometric similarity between proteins are now 

increased. As it was mentioned in the previous section, statistical models are needed in 

order to establish a degree of geometric and chemical similarity necessary to imply 

functional homology. Here we outline several of the most relevant statistical models that 

have developed in order to address this issue. Notably these are statistical models 

associated with PINTS, JESS, and our own Match Augmentation geometric comparison 

methods. 

2.4.1 PINTS 

One partial structure search and comparison method, together with an associated 

statistical model, that bears a particular relevance to the model developed later in this 

work is Patterns in Non-homologous Tertiary Structures (PINTS) (Stark et al, 2003; 
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Russell, 1998). The geometric model employed in PINTS allows estimating the 

significance for any local structural similarity with a particular RMSD a priori, based on 

the Extreme Value Distribution (EVD) theory. Because only the matches with lowest 

RMSDs tend to be biologically relevant, the authors pay close attention to the 

distributions of matches as RMSD score tends to zero. This allows the calculation of ap-

value from an expectation function (EF) that predicts the probability of observing 

matches with an equally good or better (i.e. lower RMSD) score to be found in a database 

(i.e. cumulative distribution (CD) of scores): 

P(x) = \-eEFM , 

where P(x) is the probability of finding a match with RMSD score equal or lower than x 

by chance. 

There are only three possible models for the asymptotic behavior of the EVD, and 

these can be expressed by the double exponent function and exponents of power function 

of differing sign respectively (Aldous, 1989; Gumbel, 1958; Kendal, Stuart and Ord, 

1977). After careful examination of EFs typical of protein structural motifs (see 

reproduction in Figure 2.1), the authors determined that the expectation function should 

be modeled with power functions. In order to alleviate one of the principal limitations of 

the partial structural comparison methods, namely that it is exceptionally time consuming 

to identify the match of greatest geometric and chemical similarity, when the only 

existing matches have very little similarity overall, the authors introduced a parameter 

specifying the allowed volume V, beyond which no comparisons would be made. This 
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allows great improvements in the run-time of the search algorithm without great 

sacrifices in the ability of the method to find biologically relevant matches. 
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Figure 2.1. Example distribution of RMSDs for a typical query used by PINTS 
structural comparison method, reproduced from Stark et al. (2003). Plot of a number of 
matches versus RMSD for a search with random pattern of Ca atoms (A15, 130, D60 
from PDB entry la6m) against SCOP database version 1.55 (Murzin et ah, 1995). In the 
inset is the portion of the distribution of matches that is modeled by the authors, with the 
rest of the distribution discarded. 

Model assuming independence of atoms 

Under the independence model, where only one atom per residue is considered 

and it is assumed that atoms are independent and identically distributed in space, the 

probability of a residue from a database to match a residue from the query increases with 

allowed volume V(defined above) and is proportional to the database size (Z)). Thus, the 

form of the expectation function for a query with Af residues is given by: 
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N 

EF{RM) = ARB
M = DAYlfor, ™*h 

A = DQ>pN and B = 

i=2 

N , n fl forN = 2 

3N-6 forN>3 

Here, V, is the allowed volume for the z-th residue, <I> is the product of all residue 

abundances and p is a constant. The constants D and p have been empirically determined 

from the data and are database specific. 

The authors have also extended the above model to account for the dependencies 

due to covalently linked atoms, which are introduced when multiple atoms per residue are 

used to define the query motif. However, because all of the motifs used in our work are 

defined with only one atom per residue, the description of the extended model will be 

omitted in this work. Further details can be found in Stark et al. (2003). 

2.4.2 JESS 

The JESS algorithm has been developed in 2003, as a fast and flexible algorithm 

for searching protein structures for small groups of atoms, such as catalytic active sites. 

This method typically represents the catalytic sites as atom coordinates (up to 9) of about 

2-4 functionally documented residues. Because each residue is represented by several 

atoms, the residue amino-acid label information is not necessary. JESS has demonstrated 

its ability to successfully identify a number of catalytic sites and residues (Porter, 

Bartlett, and Thornton, 2004). 

Unlike PINTS and Match Augmentation partial structural comparison methods, 

JESS does not use a sequentially non-redundant version of the PDB. Instead, it generates 
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its own structurally non-redundant reference population R. The reference set R is derived 

from CATH, a multilevel nested categorization of increasingly specific sequence and 

structure classifications. Each member protein of the CATH database represents a single 

structural domain, resulting in roughly 1500 structural members (Barker and Thornton, 

2003), as opposed to approximately 14000 members of the 95% sequentially Non-

Redundant (structures with more than 95% pair-wise sequence identity are removed from 

the PDB) version of the Protein Data Bank (NRPDB95) used by PINTS and Match 

Augmentation methods. 

JESS uses as input a template T and a protein structure M. The template T is 

specified by a set of n atoms satisfying a set of geometric constraints C, constructed by 

measuring pair-wise distances between atoms. In order to reduce the number of potential 

alignments and comparisons, JESS also includes a parameter specifying a maximum 

allowed distance for mismatches (similar to parameter Fused by PINTS and parameter e 

used by Match Augmentation methods). Thus, given the set of atoms {ml,m2,...,mk} 

comprising the target structure M and a set of atoms \tx, t2,..., tn } comprising the query 

template T, JESS finds all possible assignments 

{/«! <- tvm2 <- t2,...,mk <- tk\ 

such that the RMSD distances between matched atoms are minimized. 
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Figure 2.2. Cumulative frequency (y-axis) against RMSD (x-axis) of candidate sites 
found when the reference population R is probed using a 3D template consisting of five 
atoms in two residues derived from the functional site in ribulose-l,5-biphosphate. 
Shown is a unimodal normal model fit to the distribution at p > 0.3 from Kolmogorov-
Smirnoff test. In this setting, the Null Hypothesis states that the observed cumulative 
frequency distribution follows a given unimodal normal model, while the Alternative 
Hypothesis states that it does not. (large/7-value for a Kolmogorov-Smirnoff test implies 
that there is no sufficient evidence against the Null Hypothesis). Reproduction from 
Barker and Thornton (2003). 

The reference population is scanned with each template and the resulting 

distribution of matches is modeled using a single normal distribution or a bimodal 

mixture of two normal distributions. In each case the Marquardt-Levenberg algorithm 

was used to fit the theoretical distributions to cumulative frequency data of match RMSD, 

with the Kolmogorov-Smirnoff test used to assess the quality of the fit. In each case, the 

Kolmogorov-Smirnoff test corresponded to a hypothesis test in which the Null 

Hypothesis stated that the observed cumulative frequency distribution followed a given 
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unimodal (or bimodal) normal distribution, while the Alternative Hypothesis stated that it 

did not. In this framework, low /p-values indicate evidence against the Null Hypothesis 

(i.e. lower /?-values indicate inappropriateness of the fit). Reproductions (Barker and 

Thornton, 2003) of two typical cumulative frequency distributions and their fits using 

multi-modal normal distributions are presented in Figures 2.2 and 2.3. 
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Figure 2.3 Cumulative frequency (y-axis) against RMSD (x-axis) of candidate sites 
found when the reference population R is probed using a 3D template consisting of seven 
atoms in two residues derived from the functional site in micrococcal nuclease. Shown is 
a bimodal normal model fit to the distribution at/? > 0.3 from Kolmogorov-Smirnoff test. 
In this setting, the Null Hypothesis states that the observed cumulative frequency 
distribution follows a given bimodal normal model, while the Alternative Hypothesis 
states that it does not. (large p-value for a Kolmogorov-Smirnoff test implies that there is 
no sufficient evidence against the Null Hypothesis). The best unimodal normal model fit 
at onlyp < 10"5 (small />-value here implies that there is significant evidence against the 
Null Hypothesis of unimodality). Reproduction from Barker and Thornton (2003). 
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The authors justify their selection of a multimodal parametric model as follows: 

"Consider the case of a template which consists of a set of atoms in a relatively rare 

conformation and another subset of atoms in a more common conformation. The set of 

atoms in a more common conformation will generate one distribution of matches {most 

often with a mean of the distribution shifted to the left toward 0 A}, while the set of 

atoms in a rare conformation will produce its own distribution {with the mean shifted to 

the right}". It should be noted that according to our own observations this behavior is 

further amplified when the template size is increased to contain more than 2-4 distinct 

amino-acid residues (such as the 5-8 used by Match Augmentation), complicating the 

already notoriously difficult problem of fitting a mixture of normal distributions to the 

data. 

2.4.3 Match Augmentation 

Match Augmentation (MA), a geometric search and comparison algorithm used as 

the basis of our work, defines query motifs as sets S - {Si,...JS\s\} of }*Ŝ| points in 3D 

space, whose coordinates are taken from the backbone Ca atoms (see, for example, 

Figure 2.4). In order to include into consideration residue substitutions, such as 

substitutions which have been tolerated in the course of evolution (Lichtarge et al, 1996; 

Lichtarge and Sowa, 2002), each S, is assigned a set of possible alternate residue labels 

lSj = {GLY, ALA, PRO,...}, that were identified using the Evolutionary Trace method. 

This definition of the motif increases the sensitivity of the approach by performing 

searches for many closely related (chemically or evolutionarily) functional sites at. once; 

however, the computational cost also increases. 
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Figure 2.4 A diagram of motifs representing active sites from (a) Nitric Oxide Synthase, 
PDB ID ldww, (b) D-xylose isomerase, pdb id ldid, and (c) Argininosuccinate 
synthetase, pdb id lkp3. Motif coordinates are those of the backbone Ca atoms of the 
highlighted residues. 

In order to identify potential matches for motif S, in a target protein, the target 

also needs to be represented as a set of |T| points T = {tj,..., t\j\}, where each /,• stands for 

Ca coordinates, and the label set l(t,) contains only one amino acid. A bijection of 

corresponding motif points in S to a subset of points in T is defined as: 

In order to consider the bijection a match, it must meet two criteria: 

Criterion 1. V*', s and ta are label compatible: l(ta)el(sa); 

Criterion 2. V/, \\ A(sa )-tb \\<e, our threshold for geometric similarity, 
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where \\A(s )-tb || stands for the Euclidean distance between saj and tb , and motif S is in 

least root mean square deviation alignment with a subset of target points, via a rigid 

transformation A 

The first criterion requires all labels (amino acids) in the target to match amino 

acids in the corresponding motif labels lists l(sa). The second criterion rejects low 

quality matches without completing full motif-target alignment, by applying the 

threshold criteria to less computationally expensive partial motif-target alignments). 

The parameter, s, is the geometric threshold used to discard potential matches with pair-

wise distances greater than what is deemed biologically or algorithmically acceptable. 

This parameter performs a function similar as the parameter V used by PINTS (section 

2.4.1) and the parameter used by Jess (section 2.4.2) to specify a maximum distance 

allowed for mismatches. The effect of excluding a large number of matches from the 

consideration is discussed later. 
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Chapter 3 

Statistical Approaches 

Partial structural comparison methods, introduced in the previous chapter (JESS, 

PINTS, and MA), approach functional annotation by focusing their attention on protein 

active sites and identifying instances of greatest geometric and chemical similarity 

(matches) between models of known active sites (motifs) and substructures within 

functionally uncharacterized proteins (targets). Finding a match in a target protein, 

however, does not guarantee functional similarity. Partial structural comparison methods 

can identify spurious matches with similar atoms but geometrically dissimilar 

configurations, which are thus unlikely to be biologically relevant. In order to separate 

matches to functionally related proteins from spurious matches that were found by 

chance, statistical models of sub-structural similarity are coupled with partial structural 

comparison methods (Chen et al, 2005; Barker and Thornton, 2003; Stark et al., 2003). 

These models establish, for each motif, a threshold of baseline geometric similarity 

necessary to imply functional similarity, based on the statistical significance score of a 

match. 

In this chapter we develop the theory behind the statistical framework necessary 

to model protein sub-structural similarity. Unlike the previous parametric statistical 

approaches applied to this problem (Barker and Thornton, 2003; Stark et al, 2003), our 

non-parametric data-driven model accounts not only for individual motif geometry, but 

also for major sources of information lost during the geometric matching phase of 

structural comparison (section 2.4.3). 
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3.1 Basic non-parametric model 

For each motif, the RMSD cutoff separating statistically significant (structurally 

similar) matches from the rest of the matches depends on the frequency of motifs 

appearances in proteins, the number of points constituting the motif, and bias caused by 

incomplete knowledge of all protein structures. We seek to assess the statistical 

significance of a given match m with RMSD r between motif S and target T, by 

computing the p-value associated with the match. The statistical model can be 

formulated in the terms of a hypothesis test, where the Null Hypothesis (Ho) asserts that 

the motif and matched substructure are not structurally similar, and the Alternative 

Hypothesis (HA) states that the motif is structurally identical with the matched 

substructure. 

The definition above represents a reversal of the usual setup in which Ho is simple 

and HA is composite (Casella and Berger, 2002). With all the known reservations, this 

setup is shown to work effectively in our framework. This setup allows the significance 

level of the test (a) to be interpreted as the probability of observing a match with equal or 

lower RMSD, under the assumption that H0 is true. The /rvalue is the lowest ("best") 

significance level a attainable given the data. As such, the p-value is a statistic, i.e. a 

function of the data sample. 

In order to compute the p-value of a match, the Null Hypothesis distribution must 

be obtained. Ideally, this distribution is based on the set of all possible protein structures 

that are not similar to the query motif. However, because our knowledge of the space of 

all possible protein structures is at best incomplete, reference sets representing all known 

protein structures are used instead. For this reason, rather than hypothesizing about 
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unknown proteins, we use a set of known structures Z, and accept that our p-value 

reflects only this concrete set. 

A number of different reference sets have been used to date. For example, JESS 

uses CATH (Orengo et al, 1997), a multi-level nested categorization of increasingly 

specific sequence and structure classifications, while PINTS utilizes a sequentially non-

redundant version of the Protein Data Bank (NRPDB) (Berman et al., 2000). While in 

this work, we mainly use a 95% sequentially non-redundant PDB (NRPDB95) as the 

reference set Z, we have noted that the effect of the reference set is largely superficial 

(see section 4.4), and with our statistical model these sets can be used interchangeably, 

without a substantial impact on the sensitivity and specificity of the method. 

In order to make the statistical model applicable to a wide range of active sites, 

we have chosen to reconstruct the distribution of matches using a non-parametric Kernel 

Density Estimation Technique. In terms of the cumulative density function, Fh(x), of 

RMSD distances X, we can represent the distribution under Ho as: 

where fh\x)\s the Gaussian kernel density estimate of the distribution of geometric 

matches, and h is the optimal bandwidth of the kernel chosen by the Sheather-Jones 

method (Jones et al, 1996; Silverman, 1986). 

3.1.1 Estimating Ho distribution 

Obtaining a match between motif S and every member of the reference set is 

possible, but can be time consuming if large reference sets are used, such as the 

NRPDB95 (roughly 14,000 potential targets as of 12/22/2007) or the full PDB (roughly 
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90,000 potential targets as of 12/22/2007). In practice it is possible to randomly sample 

the targets in the reference set to obtain an estimate of fh (x), without substantial losses 

in accuracy. 

In our previously published work (Chen et al., 2005), we demonstrated the 

effectiveness of sampling a reference population. We used a snapshot of the PDB from 

8.17.2003. PDB files with multiple chains were split into individual files, generating 

55,305 structures. A handful of non-parseable files were removed, and certain 

degeneracies were fixed, such as negatively indexed residues. The entire PDB was 

scanned using MA. 

&> CO 

"0:. 
U ' • 

<£> * 

• & . . • 

Confidence Band 

J ^̂  
.1: i i. . i 

0 1 2 5 

mam 

\Vi 

i 
4 

^ 97.5 pei^entite 

— / * ( * ) 

^•2,5 peirceiitile 

Figure 3.1. Quality of sampling the reference population. The curves delimiting the 
confidence band are not themselves true density functions, but rather points specifying 

2.5 and 97.5 percentiles of the values of fh\x) for all 5000 realizations (random samples 

of the full PDB) and a given value of x. 
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Exhaustive sampling of the PDB generated a reference distribution fh (x). To 

verify sampling stability, fh (x) was obtained by randomly sampling the PDB (without 

replacement) until either 5000 matches were obtained (roughly 10% of the full reference 

distribution), or the PDB was exhausted. This process was repeated 5,000 times, in order 

to obtain simulation-based confidence bands about the true reference distribution, fh \x). 

The confidence bands were represented by plotting 2.5 and 97.5 percentiles of the 5000 

realizations of fh{x), over the entire range of RMSDs. The confidence band, Figure 3.1, 

graphing frequency to RMSD for a motif derived from the 31zt (PDB ID) protein, is 

typical of how tightly the sampled reference distribution approximated the true fh{x). It 

should be noted that in Figure 3.1, the curves delimiting the confidence band are not true 

density functions themselves, but rather points specifying the 2.5 and 97.5 percentiles of 

the values of fh\x) for all 5000 realizations and a given value of x. 

3.1.2 Estimating the HA distribution and evaluating power of the hypothesis test 

While fh(x), and our kernel density-based estimate fh(x), describes the 

probability distribution of matches under Ho, another distribution describes the alternative 

hypothesis. Consider the set of proteins with functional similarity to the motif. Naturally, 

they are not necessarily geometrically identical to the motif, but have their own 

distribution of geometric similarity. 
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Figure 3.2 Favorable and unfavorable HA and Ho distributions. In panel A, HA and Ho 
are supported by two distinct curves, showing that there is a high probability that only 
one hypothesis holds. This indicates a powerful test. In panel B, HA and Ho follow 
overlapping curves making it difficult to assert that only one hypothesis holds. Here the 
power of the test is low. 

The reason obtaining the HA distribution is important is illustrated in Figure 3.2. 

Here we see two possible scenarios in a hypothesis test: a match with a low p-value will 

yield a test with a high power for the picture on the left and low power for a picture on 

the right. Thus, the test corresponding to a scenario on the right will not be very useful. 

Because the p-value is a statement about the match under the null hypothesis only, it is 

necessary to consider the power of the test as well in evaluating our technique. Ideally, 

our geometric matches should have small p-vahxes, meaning that it is unlikely to see a 

match with similar RMSD under the null hypothesis. Also, the power of the test should 

be large, meaning that it is very likely to observe a match with similar RMSD under the 

alternative hypothesis. 

Whereas the estimation of the Ho distribution enjoys a data rich setting, with 

numbers of observations numbering in the thousands, estimation of the shape of HA 

distribution relies on rather scarce data due to the fact that few proteins are known to 

have similar function to any particular motif. In practice, the number of the known 
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structural homologs to any given motif is often as small as several homologs, and 

although some classes of proteins have as many as several hundred homologs, that is 

generally not the case. 

Since many motifs do not have large numbers of functionally homologous 

proteins, especially in comparison to the number of proteins available for the Ho curve 

(i.e. all 90,000+ structures within the PDB), we have experimented with a conservative 

estimate for the HA: instead of having a separate HA curve for each motif 5,-, we combined 

the distributions across all motifs Si with the same number of points, such as all motifs of 

6 residues. This increases the variance of the resulting distributions, but is a conservative 

method for demonstrating the separation of the distribution under the Null and 

Alternative hypotheses. It is conservative because the variance of conglomerate HA 

distribution is greater than the variances of any individual motif that are included in it. 

If conglomerate HA distribution with broader variance are still separate from the 

Ho distribution, then the power of the test is large. The separation between the Null and 

Alternative hypothesis distributions for a dataset used in Chen et al. (2005), is illustrated 

in Figure 3.3. However, it should be noted that such aggregation is not always possible: 

we often have to deal with motifs on an individual basis, and in a real application setting 

it is possible to have NO known structural homologs to the query motif. For this reason, 

we proposed an alternative (outlined in chapter 4) to validating our approach. 
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Figure 3.3 Comparison of an ideal hypothesis comparison and real-world Ho and HA. In 
comparison to an idealized separation of Ho and HA curves in panel A, the difference in 
the distributions of RMSDs in panel B for functionally related and unrelated proteins 
demonstrates that it is possible to differentiate between matches of functionally related 
proteins, and unrelated proteins. The HA distribution was obtained by aggregating 
homologous matches for all motifs of size 6 in the dataset used in Chen et al. (2005). 

3.2 Point-weight model 

One common limitation of partial structural comparison approaches is that it is 

exceptionally time consuming to identify the match of greatest geometric and chemical 

similarity when the potential matches have low overall similarity (Shatsky, 2006). For 

the purpose of identifying biologically relevant matches, heuristic-based structural 

searches (Kristensen et al, 2006; Barker and Thornton, 2003; Chen et al, 2005; Stark et 

al, 2003) have been employed to eliminate matches with so little geometric similarity 

that functional similarity is biologically unlikely. For example, after establishing 

chemical compatibility of matched residues, JESS (Barker and Thornton, 2003), PINTS 

(Stark et al., 2003), and Match Augmentation (Chen et al, 2005) use geometric 

thresholds to rapidly eliminate potential matches if pair-wise distances between residues 

in optimal alignment exceed specified thresholds. 
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As expected, eliminating matches based on geometric thresholds, while greatly 

reducing computing time, can have an adverse impact on the accuracy of statistical 

significance scores. Statistical models of sub-structural similarity rely on the partial 

structural comparison technique to provide an unbiased representation of the reference 

set. Specifically, any systematic bias introduced into RMSD scores of matches by the 

geometric comparison procedure will distort the estimate of the Ho distribution and by 

extension may negatively impact the statistical significance scores. 

3.2.1 Definition of the point-weight correction 

Recall the criteria used by Match Augmentation to successfully identify a match: 

Criterion 1. Vi, sa and ta are label compatible: l{ta )el(sa); 

Criterion 2. V*°, y A (sa.)-tt \\<e, our threshold for geometric similarity, 

From these, it can be seen that the distribution of matches that pass the search criteria 

depends on the geometric threshold, s. However, ideally, the statistical significance score 

of a match should not reflect the parameters of the geometric comparison algorithm. To 

eliminate this dependence, we define in this section a correction that re-incorporates 

eliminated matches into the existing statistical model of sub-structural similarity. 
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Figure 3.4. Distributions of matches for a motif derived from 31zt protein for 8 = 4A 
(dark line) and e = 7A (light line). Vertical hashes (bottom of graph) represent the 
RMSD scores of matches eliminated when 8 = 4A but found when using relaxed 
geometric thresholds of e = 7A. 

The proposed correction is based on the observation that increasing the geometric 

threshold parameter (e) leads to non-random appearances of new (previously discarded) 

matches. Because the eliminated matches failed the geometric thresholds (criterion 2), 

they tend to appear in the right tail of the RMSD distribution (Figure 3.4). This fact 

permits modeling the proportion of eliminated matches as a point-weight (pwi) at RMSD 

= oo, with the details presented below. 

Let X be the RMSD of a match between a motif consisting of N points and a 

substructure within a target protein, and let Y be the maximum pair-wise distance 

between the matched residues. The joint probability density function of X and Y 
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variables is given by (X ,Y) ~ <fi(x, y) . The marginal distribution of X is 

X ~ fx(s) = J + <fi(x,y)dy, and the marginal distribution of Y is given by 
JR 

Y ~ £r M = J ^ f e y ) ^ . The distribution we ideally would like to employ is fx (x). 
R+ 

However, due to matches eliminated in the course of partial structural alignment, what 

we observe is the distribution of X conditional on the event \Y < s\. The distribution 

fx\y<e\x)> c a nbe derived as follows: 

X\Y<s~fx,Y<e(x) = 
dx 

)]for,)dT,d$ 
0 0 

\\4fetT,)dtd4 
0 0 

00 £ E 

Note that the denominator integrates to 1 — pwt£ , whereas 
o o 

-7 

the numerator — J J tf(g, Tj)drj d£, = J (j){x, rj)dTj. In other words, 
x 0 

X\Y<£~f.<£(x) 
\(f>(x,y)iy 
0 

\-pwt£ 

The proposed corrected distribution fs \x) is given by: 

fs (X) = fx\Y<e ( * ) X ft - PWte ) + $ » (x)pWte , 

where Sas{x)pwts includes matches eliminated by the partial structural alignment with 

threshold £ as a point-mass at oo. 
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When the corrected distribution is placed into the non-parametric density 

estimation setting we get: 

fe M = f"x\r<s (x) x (l - pwte ) + Sx (x)pwts 

where / x\r<*(x) is the Gaussian kernel density estimate of the distribution of geometric 

matches, the optimal bandwidth of the kernel (/?) chosen by the Sheather-Jones method 

(Jones etal., 1996; Silverman, 1986). 

Because the correction proposed above shifts the eliminated matches to point-

weight at oo, for some x (see Figure 3.4) the corrected and desired distributions of Xwill 

not coincide. In other words: FE \x) # Fx {x), Vx. To establish the range of x values 

for which the corrected model is exact, consider the following inequality: 

(!) 
or 1 

•JN 

1 M N \ 
'max(A) < — Y^t 

-IN 
Y, 

where ,Vs are the pair-wise distances between matched points. 

Let us assume x < -^=. Now let us consider the event {X <x\. Under the assumption 
VvV 

of x < —p=, we get: 
4N 

\*^{x<js\ 
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However, from the above inequality (1) we know that Y< X-JN , which under our 

assumption implies Y < —=-JN = s. This implies that {X < x}cz {Y < s}. Therefore 

also: 

F£(x) = P(X < x,Y < s) = P(X < x)= Fx(x), when x< 
<JN' 

This means that in the lower RMSD range, which contains the most biologically relevant 

matches, the /j-values obtained using the corrected model will be exact for matches with 

RMSD < -j=. For example, when considering matches to a 6-point motif with e cutoff 

of 3A, our/?-values are exact for all matches < 1.225A. 

3.2.2 Estimating the point-weight 

The correction, defined in the previous section, models matches eliminated due to 

geometric thresholds as a point-weight at RMSD = oo. These are the matches that would 

have been identified if the geometric thresholds were relaxed. Thus, it is important to 

separate target proteins capable of producing a match from targets in which no match is 

possible due to incompatibility of the set of target labels to any set of labels in the motif. 

We employ an algorithm based on the Hall's marriage theorem (Deistel, 1996) to a priori 

identify and exclude target proteins that do not have appropriate labels. This ensures that 

the point-weight represents only the proportion of matches eliminated due to geometric 

constraints. A brief description of Hall's Marriage Theorem-based algorithm can be 

found in Appendix B. 
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If the reference protein population can be exhaustively sampled, the point-weight 

is computed as: 

NP 
pwt = —— > 

where N is the total number of proteins in the reference population and NP is the total 

number of eliminated matches in the population. In practice, only N is known and Â , is 

obtained by subtracting from N the number of targets in which a match was found. 

Furthermore, sampling the entire reference population is not necessary and the point-

weight can be estimated using the maximum likelihood estimation (MLE) paradigm. 

There were two approaches that we have attempted in order to obtain estimates of the 

point-weight consistent with our sampling scheme. These approaches and the benefits / 

disadvantages associated with them are outlined below. 

3.2.2.1 MLEs under assumption of finite population size 

In order to accurately estimate the distribution of matches (to obtain sufficient 

number of observations for a reliable kernel density estimate fh(x)), the reference 

population needs to be sampled until a specified number of geometric matches, Gs , has 

been obtained. Under the assumption of finite population size, which is consistent with 

the nature of protein structural databases like PDB, the likelihood function based on this 

sampling process is defined as: 

(Gp)\ (Np)\ 

L(NP,GP\GS,NS)=^—'j±f—'-L, 

(N-G,-N,)\ 
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where Gp, Np are the unknown total numbers of geometric and eliminated matches in 

the reference population and Gs, Ns are the known counts of geometric and eliminated 

matches in the sample. Since Gp+Np=N, with N known, there is only one degree of 

freedom in the likelihood, and thus it can be rewritten as: 

(Np)\ (N-Np)\ 

L{N-Np,Np\Gs,Ns)=-l ' ' ( j y ) 1 ' *— = f(Np). 

{N-G,-N,)\ 

Furthermore, the value of N maximizing the likelihood must conform to the following 

criteria: 

f{Np-\)<f{Np)>f{Np+\) 

In some cases, the sharp inequalities have to be replaced by "<" or ">". The detailed 

discussion is left out of this work. To obtain the maximum likelihood estimate the 

following system of equations must be solved: 

vK)>/K-i) 

/K)>/K+i) 

Solving the second inequality, /(N )> f(N +l), we obtain 

(Np)l (N-Np)\ (Np+l)\ ^ (N-Np-1)1 

(Np-NS)\
X(N-Np-Gs)\

> (Np-Ns+iyX(N-Np-Gs-iy' 

or, 

(N-Np-Gs)
 > (Np-Ns+l)' 
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which can be solved for N : 

v>JL^.. G-
Ns+Gs Ns+Gs 

Similarly, solving f[Np )> f{Np - l ) , we obtain: 

«<-^-N+
 G 

' v . __ , . . . . 
.$ s s ^*s 

N.+G. N.+G. 

Finally, the maximum likelihood estimate of Np is the integer satisfying: 

N G ~ N N 
Lb =—^— N ——<NP< S—N+ s— = Ub 

Ns+Gs Ns+Gs
 p N.+G, Ns+Gs 

Np = ceiling(Lb) = floor{(Jb ) , 

with appropriate modifications in the case when Lb and Ub are integers themselves. Thus, 

the final maximum likelihood estimate of the point-weight can be computed using only 

quantities already determined in the course of the sampling process, and is given by: 

floor{Ub) / pwt = - ^_*Z. 

It should be noted that when the value of the point-weight is particularly large, it 

may be impossible to sample the population until Gs geometric matches have been 

obtained (keep in mind that Gs is set a priori). In such cases, the population (PDB, in 

our case) is sampled exhaustively before the pre-set number of geometric matches is 

obtained, such that Gs = Gp and Ns = Np. This implies that: 
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. floor(Ub) . pwt = ± i-Ai = floor 
N 

Ntx(N + l) 

N.+G. 

= floori 
Npx(N + l) 

NP+GP 
x — = floor 

N 

1 x — = 

N 

(N^N + l) 1 1 N ) N 

If N is large, which is the case for almost all practical applications of our 

N+l . 
approach, —— is approximately equal to 1, meaning the MLE point-weight estimate 

reduces to pwt = —-. Thus, this estimation procedure is simultaneously capable of 
N 

handing both the cases of the population sampled exhaustively and the cases of the 

population sampled partially. However, due to the discrete nature of the parameter space 

(we are estimating the integer value: Np), the analytical derivation of confidence 

intervals about the point-weight estimate becomes difficult. Many theoretical results 

regarding the asymptotic properties of MLEs (outlined in section 3.2.3.1) are not 

applicable to the discrete parameter spaces. 

3.2.2.2 MLEs under assumption of infinite population size 

The computation of Maximum Likelihood estimates of the point-weight becomes 

more analytically tractable if one can assume that matches, both geometric and 

eliminated, are drawn from an infinite population. In this case, our strategy of sampling 

the PDB (without replacement) until a given number of successful matches have been 

obtained can be described by a well studied Negative Binomial distribution. 

The Negative Binomial distribution models the number of Bernoulli trials (binary 

events) required to get a fixed number of successes. Here the success represents a match 
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that has been found by the partial structural comparison method, while the failure 

represents an eliminated match. Therefore the probability of success in this case equals 

to \-pwt (recall that in our definition pwt represents the proportion of eliminated 

matches). Recall that Ns is the number of failures until Gs successes have been obtained, 

and so the probability mass function for Negative Binomial is given by: 

P{Ns\Gs,pwt)JNs+°s %-pwif'(pwty'r> JVS=0,1,.... 

In this case, obtaining the Maximum Likelihood estimate reduces to maximizing 

the following log likelihood function (note that the terms that do not affect maximization 

of the likelihood with respect to the pwt parameter were removed as a simplification): 

logL(pwt\Ns,Gs)=Gslog(l-pwt)+Nslog(pwt). 

Taking a first order derivative of the above log likelihood function and setting it to 0, we 

can obtain that the MLE estimate of the pwt is given by: 

pwt- s 

Ns+Gs 

However, because we are sampling without replacement the above estimate will 

not always be appropriate. In particular, when Gs > Gp, it would be impossible to obtain 

Gs successes with our sampling procedure. As such, let us define the estimate for pwt as 

follows: 

file:///-pwt
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pwt = 

N s , if GS<GP (Neg. Binomial MLEestimate) 
Ns+Gs 

N 
——, if GS>GP (relative frequency estimate) 

In other words, when Gs < Gp we compute an MLE estimate from the Negative Binomial 

model as defined above, and when Gs > Gp the pwt is estimated by relative frequency. 

It should be noted that the MLE estimate under the assumption of infinite 

population is essentially equal to the MLE estimate under the assumption of finite 

N+l 
population, with the only difference being that the latter is multiplied by -. The 

disadvantage of assuming infinite population size is that we have to introduce a 

composite estimate. The advantage however, is the ease with which confidence intervals 

about the estimate can be constructed. 

3.2.3 Confidence intervals about the point-weight estimate 

In this section we outline some of the theory with regard to Maximum Likelihood 

estimates, which allows us to define confidence intervals about the point-weight estimate 

and control the error introduced by estimating the point-weight. We then proceed to 

derive theoretical confidence intervals and the data-driven bootstrapped confidence 

intervals. Finally, we conclude with a brief performance comparison between these two 

approaches for deriving confidence intervals (CIs), for various values of the point-weight 

parameter. 
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3.2.3.1 Asymptotic properties of MLEs (overview) 

Maximum Likelihood estimates enjoy a number of asymptotic properties which 

make them particularly attractive in the data-rich setting, with the observations 

numbering in thousands. Before we outline them, let us first define several properties 

that we would like our estimator to exhibit, such as consistency and efficiency (Cassella 

and Berger, 2002). 

Definition: A sequence of estimators Wn = W„(X1,...,Xri)is a consistent sequence of 

estimators of the parameter 0 if, for every s > 0 and every 0 e 0 , where © is the space 

of all possible values of 0, 

Kmn^Pg{\W„-e\<e) = \. 

This means that the probability that the estimator is arbitrarily close to the parameter it is 

estimating tends to 1, as the sample size becomes infinite. More concisely, the sequence 

of estimators converges in probability to the true parameter 0. 

Definition: A sequence of estimators Wn = Wn(X1 Xn) is asymptotically efficient for a 

parameter T(6) if -Jn \W„ - r(o)} •-> Normal [o, v(#)] in distribution and where 

v(*) = -

E, -

—r{e) 
_de . 

U>l08/ 

2 

{x\e) 

On the other hand, while the property of consistency, defined above, is concerned 

with the asymptotic accuracy of the estimator (whether it converges to the true parameter 
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ff), the property of efficiency is concerned with asymptotic variance of the estimator. It 

should be noted that v(#) is a special quantity in statistics, called the Cramer-Rao Lower 

Bound, making an asymptotically efficient estimator Wn also the unbiased estimator with 

the lowest variance. 

Theorem 3.1: Consistency and asymptotic efficiency of MLEs. Let Xl,X2,... be 

independent identically distributed variables with probability density function defined by 

f{x 10), and let lip \ x)= J I M / ( * I Ie)» w n e r e % i s a v e c t o r o f xi>->x
n»

 b e t n e 

likelihood function. Let 0 denote the MLE of 6, and let T{0) be a continuous function 

of 6. Under the regularity conditions, outlined in Appendix B, on f(x 19) and hence on 

L[0 j X), for every s > 0 and every 0 e © , 

That is, T\OJ is a consistent estimator of r(#). Furthermore, 

4^[r{e)-r{e)]-^ Normal {d,v{e)), 

where v(#) is the Cramer-Rao Lower Bound. That is, T[&) is a consistent, asymptotically 

efficient, and asymptotically Normal estimator of r{0). 

The Maximum Likelihood estimates, as stated in Theorem 3.1 above, are both 

asymptotically consistent, asymptotically efficient, and asymptotically Normal, allowing 

for ease of theoretical derivations of confidence intervals for large samples. The outline 

of a proof, as well as the regularity conditions required of f(x 16), can be found in 

Casella and Berger (2002). This result allows for derivation of theoretical confidence 

intervals outlined in the next sub-section. 
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3.2.3.2 Theoretical ML-based confidence intervals 

Here we will derive the confidence intervals based on the MLE estimates of the 

pwt. Recall that the likelihood function for Negative Binomial in our setting is given by: 

L{pwt\Ns,Gs) = 
(Nv+Gv-l) 

{\-pwt)Gs{pwt)N\ Ns=0,l,. 

Removing the terms that do not affect maximization of the likelihood, the first two 

derivatives of the log-likelihood function are given by: 

—2—logL(pwt\Ns,Gs) = -& - ^ ~ 
d(pwt) I-pwt pwt 

d{pwt)' 
•logL(pwt\Ns,Gs)=-

Gv N, 

(l-pwt) {pwtf 

Recalling that E , (Ns) = 5 —-, we can now derive the value of variance v{0) from 
I- pwt 

theorem 3.1: 

v{pwt)= E --
d(pwt2) 

logL{pwt\Ns,Gs) 
(l - pwt)2 x {pwt) 

Based on asymptotic normality, the 95% confidence interval about the ML estimate of 

the point-weight is given by: 

CI, 0.95 pwt±l.96x. 
|(l - pwtf x {pwt) 
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3.2.3.3 Asymptotic behavior of point-weight estimates 

In order to evaluate the bias and variance associated with the point-weight 

estimator procedure outlined in section 3.2.2.1, we have performed simulation-based 

studies for a wide range of point-weights. We assumed a total population size N = 

20,000 of target proteins (order of magnitude consistent with the 90 or 95% sequentially 

non-redundant versions of the Protein DataBank). This population was randomly 

sampled, without replacement, until either 5000 geometric matches were obtained or the 

entire population was exhausted. The resulting quantities (N, Ns, Gs) were used to 

estimate the value of the point-weight. To obtain simulation-based estimates of variance 

of the estimator, this procedure was repeated 1000 times for several scenarios (true point-

weight = 0.01, 0.50, and 0.99). 

Graphical summary of the simulations is presented in Figure 3.5. As can be 

observed from both the shapes of the histogram and the normal QQ-plots, the resulting 

MLE estimates are roughly normal and centered about the true values of the point-

weight. This is not unexpected, as the two estimators are numerically essentially 

equivalent, and the normality of MLEs was derived for one of them in section 3.2.3.2. 
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True, pytf value :=o:ti:l 

• h 
0.009 0.010 0B11 0.012 

pwt proportion 

Trueipwt value = 0,50: 

0.485 0,490 0.4S5 0.500 OSQS 0.510 

Qwt proportion 

I t 

True pwt value .=039 

•L. 
iiilllBli 

0.988 0.989 0.990 0.991 0.992 

pwrt proportion : 

- 2 , 0 2 

QuaritiJe^of Standard. Normal 

-2 0 2 

Quartiles-of Standard Normal 

•2 0 2 

Quantiles bi .Standard Normal: 

Figure 3.5. Simulation-based studies of asymptotic behavior of the point-weight 
estimator derived in section 3.2.2.1. Simulations were performed for several values of 
the point-weight: true pwt = 0.01 (top panel), true pwt = 0.50 (middle panel), and true pwt 
= .99 (bottom panel). In all cases, the asymptotic distribution of MLE estimators of the 
pwt were roughly Normal, as visible from the normal QQ plots. 

3.2.3.4 Bootstrapped confidence intervals 

In addition to the asymptotic ML-based confidence intervals derived in section 

3.2.3.2, we have proposed and tested bootstrap-based confidence intervals. These 

intervals are constructed in the following fashion: the population of proteins (PDB or 

NRPDB) is sampled without replacement, in the usual manner, until Gs geometric 

matches are obtained (5000 is the default), at which point the sample is bootstrapped 

1000 times by sub-sampling (this time with replacement) until a certain number of 

geometric matches (we chose 1000) is obtained. At each bootstrap step an MLE estimate 
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of the point-weight is computed. The 2.5th and the 97.5th percentiles of the resulting 1000 

estimates of the point-weight serve as the lower and upper bounds (respectively) of the 

bootstrapped 95% confidence interval. 

We have tested the coverage of the bootstrapped confidence intervals via several 

simulation studies (for various values of pwt), where the total population size, N, was 

chosen to be equal to 20000 target structures. This population was sampled until 5000 

geometric matches were obtained, with this sample being bootstrapped to obtain the 

confidence intervals. This experiment was repeated 1000 times. 

In addition to testing bootstrapped CIs, we have also tested the coverage of the 

theoretical confidence intervals. As before, we have assumed the population size, N, to 

be equal to 20000 proteins. Consistent with our sampling technique, this population was 

sampled until 5000 geometric matches were obtained (successes in our Negative 

Binomial setting). The 95% CI was computed as derived above (section 3.2.3.2). This 

experiment was repeated 1000 times. Figures 3.6 and 3.7 present the comparison of 

width and coverage of both theoretical and bootstrapped confidence intervals for various 

values of the point-weight. 
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Theoretical 95% Confidence Intervals 

Bootstrapped 95% Confidence Intervals 

Figure 3.6. The width and coverage of theoretical (top panel) and bootstrapped 
confidence intervals (bottom panel) from 1000 simulation-based studies. The total size 
of the population was set at 20000, with the true value of the point-weight set at 0.5. 

In these simulations, the theoretical confidence intervals exhibited -99% coverage 

(i.e. 99% of the confidence intervals covered the true value of the point weight. The 

bootstrap confidence intervals exhibited -100% coverage, but were, on average, twice the 

width of their theoretic counter parts. In fact, the average widths of the bootstrapped 

confidence intervals were 4.4% (for tme pwt = 0.5) and 3.5% (for true pwt = 0.1), while 

the average width of the theoretical confidence intervals were 2.0% and 1.6% (for true 

pwt = 0.5 and 0.1 respectively). 
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Theoretical 95% Confidence Intervals 

Bootstrapped 95% Confidence Intervals 

Figure 3.7. The width and coverage of theoretical (top panel) and bootstrapped 
confidence intervals (bottom panel) from 1000 simulation-based studies. The total size 
of the population was set at 20000, with the true value of the point-weight set at 0.1. 
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Chapter 4 

Testing the model 

In this section we first demonstrate that geometric thresholds may significantly 

impact the sensitivity of the functional annotation method. Next, we show that the point-

weight correction procedure removes systematic bias and greatly reduces 

misclassification rates of functionally related proteins, without greatly impacting the 

method's specificity. Finally, we examine in detail the misclassification rates of 3 cases 

in which neither the original nor corrected model was able to improve performance. 

4.1 Dataset specifications 

The dataset used to illustrate effects of our model consists of 20 motifs 

representing a range of distinct enzymatic active sites in non-mutated protein structures. 

The Enzyme Commission (EC) functional classification (Nomenclature Committee, 

2003) was used to identify proteins homologous to each motif (Table 4.1). Amino acids 

used to define motifs were selected by choosing those with function documented (see 

Table 4.1) and predicted (Chen et ah, 2005; Chen et ah, 2006) using the Evolutionary 

Trace Method (Lichtarge et ah, 1996; Lichtarge and Sowa, 2002; Mihalek et ah, 2004). 

For additional information on functionality of documented sites see Appendix A. 
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Table 4.1 EC classifications and residues selected to represent motifs. 

PDBID EC Class Amino Acids Chosen 
Total # of 
members 
in the EC 

class 
16pk*[l] 
lady*[2] 
lani*[3] 
layl 
lb7y[4] 
lczf 
ldid*[5] 
ldww*[6] 
lepO 
lggm*[7] 

Ijgl 
ljuk 
lkp3 
lkpg 
llbf 
lnsk 
2ahj 
7mht 
8tln*[8] 

2.7.2.3 
6.1.1.21 
3.1.3.1 
4.1.1.49 
6.1.1.20 
3.2.1.15 
5.3.1.5 
1.14.13.39 
5.1.3.13 
6.1.1.14 
2.1.1.77 
4.1.1.48 
6.3.4.5 
2.1.1.79 
4.1.1.48 
2.7.4.6 
4.2.1.84 
2.1.1.73 
3.4.24.27 

R39,P45G376,G399,K202 27 
E81,T83,R112,E130,Y264,R311 22 
D51,D101,S102,R166,H331,H412 82 
L249,S250,G251,G253,K254,T255 19 
W149,H178,S180,E206,Q218,F258,F260 20 
D180,D201,D202,A205,G228,S229,R256,K258,Y291 21 
F25,H53,D56,F93,W136,K182 153 
C194, V346, F363, W366, Y367, E371, D376 239 
8 5 3 ^ 6 1 ^ 6 4 ^ 7 3 ^ 0 , 0 1 7 2 39 
E188,R311,E239,E341,E359,S361 11 
E97,G99,G101,D160,L179,G183, 17 
E51,S56,P57,F89,G91,F112,E159,N180,S211,G233 12 
R106,F139,E202,L286,R288,Y331 36 
D17,G72,G74,W75,G76,F200 13 
E51,S56,P57,F89,G91F112,E159,N180,S211,G233 12 
K12,P13,Y52,R105,N115,H118 203 
P53,L120,Y127,V190,D193,I196 39 
P80,C81,S85,E119,R163,R165 11 
M120,E143,L144,Y157,H231 61 

Motifs containing functionally documented residues are indicated by *. 1 - (Bernstein et 
al, 1997; Davies et al, 1994; Watson and Littlechild, 1990), 2 - (Aberg et al, 1996; 
Belrhali et al, 1994), 3 - (Coleman, 1992; Wilson et al, 1964; Kim and Wyckoff, 1991; 
Ma et al, 1995; Simpson and Vallee, 1968; Anderson et al, 1975), 4 - (Reshetnikova et 
al, 1999; Cavarelli etal, 1994; Belrhali et al, 1995), 5 - (Collyer and Blow, 1990, 
Collyer et al, 1990), 6 - (Crane et al, 2000; Adak et al, 2000; Crane et al, 1998), 7 -
(Arnez et al, 1999;Logan et al, 1995), 8 - (Holland et al, 1992,1995; Hausrath and 
Matthews, 2002). 

4.2 Basic model and the influence of geometric thresholds 

We computed the distribution of matches at geometric thresholds of e= 3, 4, 5, 6, 

and 7 A using 95% sequentially non-redundant version of the Protein Data Bank (as of 

12/22/2007) as a reference population. We chose to consider a target match statistically 

significant, and thus potentially homologous, if its/j-value was less man 0.001. For each 

of the 20 motifs used, we define a match as a True Positive (TP), if it is both statistically 

significant under our model and it matches one of the members of the EC class 
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corresponding to this motif. A match is considered a False Positive (FP) if it is 

statistically significant, but it is not among the members of the EC class. For each 

motif, the entire reference set (NRPDB95) was scanned in order to obtain the Ho 

distribution. Since the purpose was to only evaluate the effect of geometric thresholds 

and minimize confounding factors, no sub-sampling was performed. A non-parametric 

kernel density procedure was used to estimate and smooth ihe distribution, with 

bandwidth chosen as described in Chapter 3. The distributions exhibited complex 

multimodality, such as for example the distribution of the lkpg motif, especially for strict 

geometric thresholds (Figure 4.1). 

a) Distribution of 1 kpg motif at 3A b) Smoothed distribution of 1kpg motif at 3A 

c) Distribution of 1 kpg motif at 7A d) Smoothed distribution of 1kpg motif at 7A 

Figure 4.1. The original (a) and the Gaussian kernel smoothed (b) distributions of 
matches to Ikpg-based motif at 3 A, as well as the original (c) and Gaussian kernel 
smoothed (d) distributions for the same lkpg-based motif at 7 A. 
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As seen from Table 4.2, the effect of the matches eliminated due to geometric 

thresholds can be substantial. In fact, of the 20 motifs used in this work, 16 exhibited a 

change in the proportion of correctly identified True Positive matches. On average, the 

more relaxed thresholds of 7 A, yielded as much as 45% improvement in sensitivity of 

the method, resulting in a 0.03% drop in specificity (data not shown). However, this 

improvement in the sensitivity of the method comes with the added computational cost. 

On the average, scanning the NRPDB95 with geometric thresholds of 7 A resulted in 

approximately 200% increase in computing time, compared to 3 A. 

Table 4.2. Effect of the geometric thresholds on the proportion of True Positive matches. 

PDBID 
lady 
layl 
lb7y 
lczf 
ldid 
ldww 
lepO 
Ijgl 
ljuk 
lkp3 
lkpg 
llbf 
lnsk 
lucn 
2ahj 
7mht 
8tln 
16pk 
lani 
lggm 
Average TP% 

e = 3A 
90.91% 
21.05% 
10.00% 
0.00% 
0.00% 

25.52% 
17.95% 
88.24% 
16.67% 
8.33% 

30.77% 
8.33% 
0.49% 
4.43% 

30.77% 
18.18% 
95.08% 
11.11% 
75.61% 
81.82% 
31.76% 

Proportion of identified TPs 
e = 4A 

95.45% 
68.42% 
40.00% 

0.00% 
0.00% 

25.52% 
25.64% 

100.00% 
41.67% 

8.33% 
30.77% 

8.33% 
21.18% 

4.43% 
30.77% 
90.91% 
95.08% 
11.11% 
75.61% 
81.82% 
42.75% 

£ = 5A 
100.00% 
100.00% 
40.00% 

0.00% 
0.00% 

27.20% 
87.18% 

100.00% 
91.67% 

100.00% 
69.23% 

8.33% 
41.38% 

4.43% 
35.90% 
90.91% 
95.08% 
11.11% 
75.61% 
81.82% 
57.99% 

e = 6A 
100.00% 
100.00% 
40.00% 

0.00% 
0.00% 

86.19% 
94.87% 

100.00% 
100.00% 
100.00% 
84.62% 

8.33% 
47.29% 
46.80% 
35.90% 
90.91% 
95.08% 
11.11% 
75.61% 
81.82% 
64.93% 

e = 7 A 
100.00% 
100.00% 
40.00% 
71.43% 
71.90% 
87.45% 

100.00% 
100.00% 
100.00% 
100.00% 
84.62% 
91.67% 
61.58% 
54.19% 
35.90% 
90.91% 
95.08% 
11.11% 
75.61% 
81,82% 
77.66% 

Only 4 out of 20 motifs did not exhibit changes (lower part of the table). 



4.3 Evaluating the effect of the point-weight correction 

As it was shown in the previous section, the geometric thresholds chosen for 

computational convenience during the matching phase of functional annotation, can 

significantly distort the distribution of matches that serves as the basis for computing 

statistical significance scores. We have also observed that using more relaxed thresholds 

produces significance scores that result in improved sensitivity, with minor losses in 

specificity. Ideally, the geometric thresholds should be set at oo to guarantee the most 

accurate inference. However, for many applications this is not feasible because of 

excessive computation required. To determine if using the point-weight correction 

outlined in chapter 3 leads to elimination or reduction of the bias introduced by 

eliminated matches, we repeated the computational experiments described above, 

incorporating the point-weight correction into the statistical model. 

Table 4.3 Effect of the point-weight correction. 

Threshold level 

3A 
4A 
5A 
6A 
7A 

Average Proportion of True Positive 
Matches 

No point-weight 
model 
31.76% 
42.75% 
57.99% 
64.93% 
77.66% 

Point-weight 
Model 
82.00% 
82.00% 
82.29% 
82.29% 
82.29% 

Average Proportion of False 
Positive Matches 

No point-weight 
model 
0.01% 
0.02% 
0.03% 
0.04% 
0.04% 

Point-weight 
Model 
0.06% 
0.05% 
0.06% 
0.06% 
0.06% 

Shown are the effects of the point-weight correction on the average (over all 20 motifs in 
the dataset) proportions of True Positive and False Positive matches for various levels of 
geometric thresholds. 

We observe that the beneficial effects of the point-weight correction, in terms of 

proportions of both TPs and FPs, are strongest when the geometric thresholds are strict 

(Table 4.3). At 3 A, the corrected model exhibited improvements in sensitivity for 16 out 
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of 20 motifs (Figure 4.2). The corrected model was unable to improve upon the same 

motifs {8tln, 16pk, lani, lggm}, which exhibited no improvement due to relaxed 

geometric thresholds by the basic model. This was not unexpected, as the point-weight 

addresses bias caused by eliminated matches only. We investigate the possible causes for 

this lack of improvement later in this chapter. Nonetheless, even at 3 A, 9 motifs 

achieved 100% sensitivity even at a restrictive p-value cutoff of 0.001. 

120% 

100% 

Mpwt model 
no pwt model 

Figure 4.2 Effect of the point-weight correction on the sensitivity, expressed in terms of 
the proportions of True Positives identified by the Match Augmentation method with 
geometric thresholds, s, set at 3 A. 

The loss of specificity associated with the point-weight correction (Figure 4.3) was 

not substantial in comparison with improvement in sensitivity. In fact, the corrected 

model for £=3A, on average, identified 36 more TP matches, corresponding to roughly 

50% increase in sensitivity of the method, while introducing on average only 7 FPs, 
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corresponding to 0.05% drop in specificity. The effect of the correction decreases as the 

geometric thresholds are relaxed, which is due to fewer potential matches being 

eliminated by the geometric comparison algorithm. In general, the point-weight 

corrected model outcompetes the non-corrected models even if they are based on more 

relaxed geometric thresholds (Figure 4.4). 

0.12% 

0.00% 

m pwt model 
• noj^mode|j 

<§• H | M £ •£ $ 

Figure 4.3 Effect of the point-weight correction on the specificity, expressed in terms of 
the proportions of False Positives identified by the Match Augmentation method with 
geometric thresholds, e, set at 3 A. 
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Figure 4.4 Effect of the point-weight correction on the sensitivity and specificity. The 
ROC curves based on sensitivity and specificity values averaged over all 20 motifs (a), 
with a more detailed look (b). 

However, it should be noted that while we provide an ROC curve (Figure 4.4) in 

order to evaluate the performance of our methods, the ROC curves in this context can be 

misleading. Specifically, the set of True Positive matches (62 proteins on average) is 

much smaller than the set of False Positive matches (15000 proteins on average). Thus, 

the ROC curve, which evaluates the performance of a method based on percentages is not 

sufficiently sensitive. Even a small percentage reduction in the rate of FP matches due to 

the point-weight correction can be extremely beneficial, as it translates to large numbers 

of proteins. 

Our statistical correction allows us to achieve sensitivity and specificity previously 

possible only for large geometric thresholds, while simultaneously reducing computation 

time. On the average, running Match Augmentation at 3 A followed by point-weight 

correction resulted in a 46% reduction in computing time when compared to 7 A, with 

little effect on prediction quality. Motifs defined with more points (residues) and higher 



56 

number of alternate labels received the most benefit; as much as 70% reduction in run 

time for some cases {1 gj 1,16pk, 8tln}. 

4.4 Effect of the reference distribution on prediction quality 

In addition to the geometric thresholds used during the matching phase of the 

functional annotation method, the choice of the reference distribution may have an 

impact on the accuracy of statistical significance scores. It is well accepted that the PDB 

contains a number of biases. This includes over-represented structures submitted as a 

part of mutagenesis experiments, or the fact that some proteins are easier to crystallize 

than other, and more. In an attempt to reduce the bias caused by non-random 

representation of the space of all possible protein structures by the PDB, a number of 

refinements have been made. These are the sequentially non-redundant versions of the 

PDB, such as NRPDB used by Match Augmentation and PINTS methods, or reference 

sets in which each entry corresponds to its own unique protein fold, such as CATH used 

by JESS, to name just a few. These reference sets (PDB, NRPDB90, and CATH H) have 

very different sizes. As of 12/22/2007, the PDB contains roughly 90,000 protein chains, 

the 90% sequentially non-redundant version (NRPDB90) contains only 14,000 structures, 

and the CATH H level of the CATH fold classification database contains only 1500 

protein structures. 

In order to examine how the quality of homolog identification can be affected by 

biased representation of proteins in PDB we compared match distributions for each of the 

20 motifs using the full PDB, a subset of the PDB with protein structures having at most 

90% pair-wise sequence similarity (NRPDB90), and three sets of protein structures, 
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generated using various levels of CATH fold classification database (CATH H, CATH T, 

andCATHS35). 

Surprisingly, the differences between distributions of matches do not appear to be 

drastic, especially for lower RMSD ranges (Figure 4.5), with slightly larger differences 

appearing for the most restrictive levels of CATH database (only CATH H is shown) 

caused probably by lack data points needed to obtain a reliable kernel density estimate. 

RMSD RMSD 

Figure 4.5 Match RMSD distributions using full PDB (darkest line), NRPDB90 (medium 
dark line), and CATH H (lightest line) databases. (A) lady derived motif and (B)16pk 
derived motif. 

Figure 4.6 shows the difference in the number of homologs correctly identified 

using PDB, NRPDB90, and CATH H with and without the point-weight correction at e = 

3A. As one can see, the point-weight corrected model appears to be able to significantly 

increase the number of correctly identified homologs. In fact, these results seem to 

indicate that at least for this dataset, the point-weight correction is robust to choice of 

representative set and has a more substantial effect on the accuracy of predictions than 

the effect of the representative set. 
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Robustness of the model to the choice of representative set 
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1 point-weight model 
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Figure 4.6 Effect of the choice of representative set on the proportion of correctly 
identified homologs, for PDB, NRPDB90, and CATH H protein structure databases at s= 
3A. 

4.5 Detailed look at the sensitivity of the method 

On the average, for the 20 motifs used in this work, our method exhibited 82% 

sensitivity. However, in 3 cases (lb7y, 2ahj, and 16pk), regardless of thresholds used in 

our approach, the proportion of True Positives was particularly low. In order to 

investigate these cases, we first isolated 3D protein structures for every member of the 

EC class of interest. This corresponded to 21 protein structures for EC class 6.1.1.20 

(lb7y motif), 40 protein structures for EC class 4.2.1.84 (2ahj motif), and 28 protein 

structures for EC class 2.7.2.3 (16pk motif). 

In each of these structures, a set of residues {cognate residues) corresponding to 

the query motif for the EC class was identified using whole protein sequence/structure 



59 

alignment. These cognate residue sets are the motifs that would have been defined had 

we chosen this particular protein structure as representative of the EC class. We used our 

geometric comparison procedure to compute the RMSD distances between motifs for 

every member of the three EC classes and performed clustering for each EC class based 

on these distances. The resulting dendograms have provided insights outlined below 

The lb7y (Phenylalanyl tRNA Synthetase) is a dimer consisting of non-

symmetric chains A and B, with the entire complex assigned the same EC classification 

number. The motif chosen as an example in this paper was generated from the active site 

chain A. Because the two chains are non-symmetric, the cognate residues in chain B, 

corresponding to our motif selection, are in a different geometric conformation and as 

such, our model was unable to differentiate the homologs of chain B from spurious 

matches. Only members of the EC class homologous to chain A were identified as 

having statistically significant local structural similarity to the query motif (highlighted 

red in Figure 4.7). This effect, although it lowers sensitivity scores for the lb7y motif, is 

not surprising and even desirable, as it illustrates the ability of partial structural alignment 

methods to transcend the sequence-based annotation approaches. 
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Figure 4.7 Clustering based on RMSD distances (y-axis) between motifs generated from 
every member of EC class 6.1.1.20 (lb7y motif). Correctly identified homologs are 
denoted by the bounding box. Ib7y is a dimer consisting of non-symmetric chains A 
and B, with the entire complex assigned the same EC classification number. Since the 
motif chosen for this work to represent this EC class was chosen from chain A, our 
method did not to identify the homologs of non-symmetric chain B leading to low 
sensitivity scores. 

Similarly, members of the EC class 4.2.1.84 (2ahj) cluster into 4 distinct 

subclasses (Figure 4.8), making it difficult to identify a motif capable of representing the 

entire class. The Nitrile Hydratase (2ahj) is a dimer consisting of two asymmetric 

polymer chains, with the entire complex assigned the same EC classification. Viewing 

the dendogram in Figure 4.6 left to right: the first branch corresponds to proteins isolated 

from Pseudonocardia thermophila bacteria, while the remaining branches correspond to 

homologs of chain B and A isolated from various strains for the Rhodococcus bacteria. It 
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should be noted that the geometric differences due to choice of the chain (A or B) seem 

to be more pronounced than the geometric differences due to the differences among the 

species from which the proteins were isolated. 
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Figure 4.8. Clustering based on RMSD distances (y-axis) between motifs generated 
from every member of EC class 6.1.1.20 (lb7y motif). Correctly identified homologs are 
denoted by the bounding box. Ib7y is a dimer consisting of non-symmetric chains A 
and B, with the entire complex assigned the same EC classification number. Since the 
motif chosen for this work to represent this EC class was chosen from chain A, our 
method was unable to identify homologs of non-symmetric chain B leading to low 
sensitivity scores. 

Similar to the previous example of the lb7y-based motif, our method was only 

able to identify homologs of the chain A as statistically significant. Unlike the example 

of the lb7y motif however, no functionally documented residues were available to us at 
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the time of experimentation, and thus incorrect choice of residues chosen to represent the 

active site of 2ahj (sub-optimal motif design) remains a possibility. 
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Figure 4.9. Clustering based on RMSD distances (y-axis) between motifs generated 
from every member of EC class 2.7.2.3 (16pk motif) Correctly identified homologs are 
denoted by the bounding box. Upon binding both a diphosphate sugar (1,3-bis-
phosphoglycerate) 16pk protein undergoes a drastic hinge bending motion. We presume 
that low sensitivity scores in this case are due either to drastically changing 
conformations of the protein or sub-optimal motif design (i.e. our original motif 
definition fails to accurately capture the nature of 16pk's active site). 

Unlike lb7y and 2ahj, members of the EC class 2.7.2.3 (16pk) do not form easily 

identifiable clusters (Figure 4.9), making it difficult to identify a motif capable of 

representing the entire class. Upon binding both a diphosphate sugar (1,3-bis-
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phosphoglycerate) and ADP at two different sites (Watson and Littlechild, 1990) 

separated by a 10 A to 12 A cavity, Phosphoglycerate Kinase Phosphoglycerate kinase 

(16pk) undergoes a drastic hinge bending motion, bringing the two substrates and the N-

and C-termini into brief contact for phosphoryl transfer. It is this hinge bending motion 

that, presumably, has drastic negative impact on the ability of our method to correctly 

identify homologous members as statistically significant. Only 4 out of 28 members of 

the EC class were identified by our model and we believe that low specificity in this case 

is due either to drastically changing conformations of the protein or to the sub-optimal 

motif design (i.e., our original motif definition fails to accurately capture the nature of 

16pk's active site). 
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Chapter 5 

Application: Rad21 Study 

The previous chapter presented the results of computational experiments designed 

to validate our approach by illustrating its ability to be both sensitive and specific when 

making functional similarity predictions. For these experiments we chose the protein 

families for which we exactly knew, which target proteins were functionally homologous 

to the query motif. It is rarely the case that this information is available. In this chapter, 

we apply our approach to one of the members of the cohesin complex of proteins: the 

Rad21 protein (PDB ID lwlwe). Because little is known about the function of Rad21, 

other than its role in chromosomal cohesion any insights gained from our computational 

approach are of value. 

We begin with a brief biological background on what is known about structure 

and function of Rad21 and the protein complex it belongs to (section 5.1). We then 

attempt to identify (section 5.2) and refine (section 5.3) the active site of Rad21. By 

identifying functional similarity of the motif that captures the biologically relevant 

properties of the active site of Rad21 to target proteins with known function we propose a 

possible function for Rad21 (section 5.4). We conclude with the results of experimental 

validations of our predictions. 

5.1 Rad21 biological background 

A brief introduction of mitosis, the biological process in which the cohesin 

protein complex is involved and the role that Rad21 is known to play, is in order. This 

section outlines the state of existing biological knowledge on the subject. 
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Mitosis is the process by which living cells duplicate their genetic material in 

order to generate two identical progeny cells. Shortly before cell division, the cell 

nucleus resolves itself into microscopic discrete bodies of DNA known as chromosomes. 

The two sister chromatids separate and pass to opposite poles of the cell at the anaphase 

(one of the phases of mitosis) so that each progeny cell receives the same number and 

kind of chromosomes as its parent cell (Nasmyth and Haering, 2005; Campbell, Reece, 

and Mitchell, 1999). Protein complexes consisting of structural maintenance of 

chromosomes (SMC) and kleisin subunits are crucial to faithful segregations on 

chromosomes during cell division in both prokaryotes and eukaryotes. 

One protein complex that is of particular interest in this work is the cohesin 

complex, which is required to hold sister chromatids together after DNA replication. 

This allows orienting the bound chromatids properly within the cell, prior to segregation. 

Cleavage of cohesin's kleisin subunit (also known as Rad21) by the separase protease 

triggers the movement of the chromatids into opposite halves of the cell during anaphase. 

Because many of the types of cancers in eukaryotes (including humans) are characterized 

by aneuploidy, i.e. the abnormal number of chromosome copies made during cell 

division, understanding the process of chromosome segregation on a biochemical and 

mechanistic level is of great and not purely academic interest. 
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Figure 5.1 (Reproduction from Nasmyth and Haering, 2005). Effects of ATP binding 
and hydrolysis by SMC1 (left chain) / SMC3 (right chain) dimers. SMC1 and SMC3 
heads are thought to dimerize by sandwitching ATP to form dimering rings independent 
of their connection by Rad21 (bottom chain). Hydrolysis of ATP would drive the heads 
apart to form trimeric SMC1/SMC3/Rad21 rings (right). 

It is known that the main cohesin complex is composed of 3 proteins: SMC1, 

SMC3, and Rad21, where SMC1 and SMC3 form a V shaped heterodimer and Rad21 

completes the ring (Nasmyth and Haering, 2005) as shown in Figure 5.1. Although the 

exact mechanistic process by which cohesins hold the chromatids together has not yet 

been definitively established, several models have been proposed (Gruber, Haering, and 

Nasmyth, 2003; Anderson et ah, 2002; Waitzer, Lehane, and Uhlmann, 2003; Haering et 

ah, 2004). Figure 5.2 illustrates some of the plausible models of how cohesin could hold 

sister chromatids together. For a detailed review of the papers on this subject see 

Nasmyth and Haering (2005). 
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Figure 5.2 (Reproduction from Nasmyth and Haering, 2005). Models of how cohesin 
could hold sister chromatids together, (a) The ring model (left) proposes the passage of 
the two sister chromatids (gray cylinders) thru the same ring structure, and the major 
DNA-cohesin interaction is topological. A DNA double helix and a nucleosome core 
bound to DNA are shown in scale to the SMC ring structure {right), (b) An alternative 
model proposes that SMC1 's head binds to one chromatid while SMC3's head binds to 
its sister, possibly in conjunction to Rad21. The DNA-cohesin interaction is solely 
physical, (c) Two cohesin rings, each binding one sister chromatid, might interact at their 
hinges. Alternatively, Rad21 might connect the head domains of different Smcl/Smc3 
dimers to form a large dimeric ring. 
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5.2 Identifying the active site: application of the Evolutionary Trace 

Outside of its cohesion function, little is known about the other functions of 

Rad21 protein. Residues which are most crucial to the execution of Rad21 's function are 

also not known. Therefore it is an excellent candidate for application of our method. 

Because Match Augmentation requires a structural motif that can accurately capture the 

functionality of the active site of the protein before reliable inferences can be made, 

Evolutionary trace procedure was used to identify the portion of the Rad21's sequence 

and structure most likely to contain the active site. 

5.2.1 Sequence-based traces 

The protein sequence of Rad21 consists of 631 amino acid sequences mat can be 

roughly split into 3 distinct regions: the N-terminal (the first 170 amino acids), the so 

called coiled-coil region characterized by long stretches of a-helix secondary protein 

structure (171-450), and finally the C-terminal (amino acids 451-631). High-resolution 

X-ray crystallography data is available only for the C-terminal portion of the protein (180 

residues) in budding yeast. However, it is known that the C-terminal binds to SMC1 

protein, whereas the N-terminal binds to SMC3. We have employed the Evolutionary 

Trace (ET) procedure, outlined in section 2.2.1, in order to identify the functionally 

active region of this protein. Altogether, 4 ET were performed. One run used the entire 

sequence of Rad21 in order to provide a global picture, whereas the others were 

individual analyses of using the N-terminal, C-terminal, and the coiled-coils regions 

respectively, for a more detailed analysis. 
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For each of the queries, sequentially homologous proteins were identified using 

BLAST, with an e-value cutoff of 0.005. To ensure stability and accuracy of ET, 

sequence fragments matching less than 40% of the query sequence, as well as 

sequentially redundant fragments matching more than 99% of the query sequence were 

pruned from the trace. 

Rad21 N-terminal (Homo Saprens): 
sample phylogenetic tree 

Figure 5.3 Phylogenetic tree for a sequence-based evolutionary trace analysis of the 
residues 1-170 of Rad21 (N-terminal). The outgroup, containing proteins closely related 
to Rec8 protein was removed from consideration. These proteins were more closely 
related to Rec8 than Rad21 and, as such, were not included in the ET analysis. 

In addition, because the sequence of the N-terminal of Rad21 has a "Rec8 like 

domain" (i.e., part of its sequence is similar to that of a known Rec8 protein), BLAST 

identified a number of sequence homologs that were sequentially closer to the Rec8 
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protein than the original Rad21 query. These entries that were sequentially closer to rec8 

sequence than the original query sequence (Rad21) and were removed as phylogenetic 

outliers (identified as the Rec8 outgroup in Figure 5.3). 
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Figure 5.4 The DNA sequence of Rad21 protein, with residues highly conserved during 
the course of evolution highlighted as green. Residues 1-170 correspond to the N-
terminal of Rad21, whereas highlighted residues 171-450 correspond to the coiled-coils 
region and remaining residues 451-631 constitute the C-terminal of Rad21 protein. 

The ET analysis of the entire Rad21 sequence revealed two clusters of 

evolutionary conserved residues: one in the N-terminal and one in the coiled-coils region. 

Overall, we observed that the N-terminal of the protein is substantially more conserved, 
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partly because it is similar to the rec8 domain, than the C-terminal. The local ET 

analyses of the N-terminal, coiled-coils region, and of the C-terminal corroborated results 

of the full sequence ET analysis and provided more detailed predictions on evolutionarily 

important residues (Figure 5.4). 

5.2.2 Structure-based ET analyses 

In addition to the sequence-based ET analyses described in the previous section, a 

protein structure-based ET has been performed on the C-terminal portion of Rad21 for 

which the X-ray structure data was available. The structure of Rad21 (PDB ID lwlwe), 

has been resolved in complex with the SMC1 protein (Figure 5.5). 

Figure 5.5 The cartoon of the C-terminal of Rad21 (dark) complexed with the N-
terminal of SMC 1 (light) in Saccharomyces cerevisiae. Rad21: chain E of the PDB entry 
Iwlw. SMC1: chain A of the PDB entry lwlw. 
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The chain E, representing the C-terminal of Rad21 in Saccharomyces cerevisiae 

(no structure for Human Rad21 is available), as well as chain A, representing the N-

terminal of SMC1 protein in Saccharomyces cerevisiae, were used as a basis of two 

separate ET analyses. 

Figure 5.6 The cartoon of the C-terminal of Rad21 (dark) complexed with the N-
terminal of SMC1 (light) in Saccharomyces cerevisiae. The Rad21 active residues, as 
identified by Evolutionary Trace, are represented as lightly colored spheres. The SMC1 
active residues, as identified by Evolutionary Trace, are represented as dark colored 
spheres. 

The majority of the evolutionarily conserved residues in the N-terminal of SMC1 

were on the surface of the protein but not on the interface with Rad21. Because these 
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residues were tightly clustered on the portion of the protein that would face the DNA 

strand in vivo, it is presumed that these residues are involved in protein-DNA interaction. 

On the other hand, the majority of the evolutionarily conserved residues in the C-terminal 

of Rad21 were on the interface between Rad21 and SMC1 (Figure 5.6). Presumably 

these residues are used by Rad21 to bind to the SMC 1 protein. 

5.3 Refining the active site: Geometric Sieving 

Structure-based ET analyses of the C-terminal of Saccharomyces cerevisiae 

Rad21, outlined in the previous section identified 10 highly clustered conserved residues. 

In order to further refine our prediction for the functional site of this protein, we used the 

technique previously developed by us: Geometric Sieving (GS) (Chen et al, 2006). 

Originally developed to refine the definition of catalytic active sites, this procedure seeks 

to identify a subset of residues in the most geometrically unique conformations. 

In some sense, the GS operates on a principle similar to the Evolutionary Trace. 

Residues that constitute an active site of the protein are not only under evolutionary 

pressure not to mutate and thus to preserve the function of the protein, but also under 

structural pressure to preserve the geometric features that would ensure the specificity of 

the protein's function. In this case the underlying biological assumption is as follows: in 

order to avoid non-specific, binding with the resulting disruption of protein's activity, the 

active sites of proteins tend to be geometrically unique. In a previous work (Chen et al, 

2006), we showed that there was a definite relationship between functionality of residues, 

evolutionary significance, and geometric uniqueness of the active sites, at least in the 

case of enzymatic active sites. 
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5.3.1 Brief description of the Geometric Sieving algorithm 

As input, GS uses a collection, c, of candidate motif points, which could be 

selected by another motif design method (in this case by ET) or through expert opinion. 

GS also requires that an integer k, the number of candidate motif points expected in the 

output motif, be specified. The GS then proceeds to combinatorially consisider all 

possible combinations of the original candidate motif points to identify a subset of & 
\k) 

residues that has the highest Geometric Uniqueness (GU). 

GU is a measure we introduced in a previous work (Chen et al, 2006) that 

quantifies how geometrically dissimilar is a motif generated from a given subset of k 

points from the population of all known protein structures. We use motif profiles (the 

distribution matches against a given reference set, such as PDB or NRPDB) to measure 

GU. Motif profiles express the geometric dissimilarity of motif M from all targets in the 

reference set. Two distinct motifs Mo and M\ therefore have distinct motif profiles 5o and 

S\. The motif whose profile has more matches at greater RMSDs has higher GU. 

Numerous ways to quantitatively compare frequency distributions exist, but 

experimentation showed that comparing the medians of motif profiles is an elegant and 

effective approach to determining which motif is more Geometrically Unique. Medians 

are not affected by extreme values at the tails of the distribution. In this work, for any 

given pair of motif profiles, the motif profile with the higher median RMSD has the 

higher GU. 

Motifs with higher GU scores tend to provide the best separation between 

matches to functionally related proteins and spurious matches, thus increasing the 

statistical power of the test (see section 3.1.2 for a discussion on statistical power of 
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hypothesis tests). In addition to improved statistical power, GU also seems to be highly 

correlated with evolutionary conservation of motif points, as we have observed in an 

earlier work (Chen et al, 2006). At least in the case of enzymatic active sites, geometric 

dissimilarity seems to be the approach that proteins use to minimize the chances of non

specific binding events. 

It should be noted that the motif size, the number of motif points in a motif, is 

partially related to GU. Larger motifs specify more geometric constraints, and so they 

tend to have higher RMSD matches than smaller motifs. Thus, within the Geometric 

Sieving procedure we avoid comparing motif profiles of different sizes, ensuring that 

only the geometric and chemical differences drive the motif profile comparison. 

5.3.2 Application of Geometric Sieving to Rad21 

The structural ET identified 10 evolutionarily conserved residues on the surface 

of the Rad21's protein structure (Figure 5.7). These residues served as an input for the 

GS algorithm. From these 10 residues, we have combinatorially examined all subsets of 

size 6 (altogether 210 possibilities), computing a motif profile (a distribution of matches 

to all proteins in the full PDB). 
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Figure 5.7 Structure of the Rad21 protein. Residues identified as evolutionarily 
conserved are denoted as spheres. 

Figure 5.8 illustrates the 210 distributions that have been obtained through the GS 

algorithm. The distributions for the most geometrically unique and the least 

geometrically unique sub-motifs are denoted by dark lines, with medians for each 210 

distributions plotted as a rug plot. The distributions exhibited good separation, indicating 

that the were substantial geometric differences between the sub-motifs. 
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Figure 5.8 The 210 distributions that have been obtained through the Geometric Sieving 
algorithm. The distributions for the most geometrically unique and the least 
geometrically unique sub-motifs are denoted by dark lines, with medians for each 210 
distributions plotted as a rug plot. 

We observed that the sub-motif identified through the GS procedure, illustrated in 

Figure 5.9, also contained some of the most evolutionarily conserved residues. This is 

not surprising, as we have observed similar relationship between evolutionary 

conservation and geometric uniqueness in our previous work. The 6-residue motif 

identified here was used as our best computational guess of location and composition of 

Rad21's active site. 
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Figure 5.9 The motif points (spheres) selected by the Geometric Sieving algorithm as 
the most geometrically unique. This motif serves as the representation of Rad21's active 
site in this work. 

5.4 Computational functional predictions 

Because there were no references available at the time of the experiment that 

would specify Rad21's functionally important residues, we employed the ET and GS 

methods to identify the residues most likely to comprise this protein's active site. The 

resulting motif was used by the Match Augmentation method, coupled with the point-

weight corrected statistical model proposed in this paper, to scan the NRPDB95 in an 

attempt to identify functionally similar proteins. The goal was to infer the function of 

Rad21 by associating it with documented function of these proteins. 
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The MA method, however, does not discriminate between matches on the surface 

of the protein and matches in the core of the protein. Because our query site was almost 

entirely on the solvent accessible portion of Rad21 (its surface), the top 1% of hits 

obtained from the Match Augmentation scan were manually curated to exclude proteins 

in which the best match was entirely or partially at the core of the protein. This 

approach, we believe, further reduces the False Positive identification rates of the 

method. After pruning potential hits that matched the cores of target proteins, we have 

performed Evolutionary Traces on the remaining matches. This was done on the 

assumption that matches to evolutionary conserved regions of proteins were more 

indicative of functional similarity. 

After manually pruning away the matches that were not on the surface of the 

target proteins and the matches to evolutionarily non-conserved portions of target 

proteins, the major groups of proteins identified by Match Augmentation method to be 

functionally similar to the Rad21 motif query were hydrolases and copper binding 

hydrolases, such lixlb protein match illustrated in Figure 5.10. Because these sets of 

proteins passed all of the filters designed to eliminate the False Positive matches and due 

to existing evidence of Rad21 aiding hydrolytic activity of SMC proteins (Bernard et al, 

2006), we hypothesized that Rad21 has a hydrolysis function. 
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Geometric Sieving (Rad21) 

Figure 5.10 One of the top matches to Rad21 derived motif. The matched residues were 
in a similar conformation, had similar solvent accessibility, and were highly 
evblutionarily conserved. 

5.5 Experimental validations 

Experimental validations of our computational predictions were performed at Dr. 

Debananda Pati's lab at Texas Childrens Cancer Center, Baylor College of Medicne, 

Houston TX. Rad21 CDNA was engineered, expressed in E. coli, and recombinant 

Rad21 portion was isolated. We hypothesized that Rad21 has ATPase activity (in this 

case it is thought that Rad21 hydrolyzes ATP in order to produce energy for the opening 

of SMC1/SMC3/Rad21 trimer). Therefore we examined Rad21 to determine if it 

hydrolyzed ATP using an ATPase Assay. In this assay, the phosphates, a byproduct of 

ATP hydrolysis, were stained using Malachite Green agent, which forms a colored green 
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complex, thus enabling quantification of Rad21's activity. The resulting staining is 

presented in Figure 5.11. 

Figure 5.11 ATPase activity of Rad21. Here + indicates ATP added to the solution. As 
a negative control, ATPase assay was performed on several solutions which should not 
exhibit APTase activity. These included buffer, a "mock" (w/o Rad21), and solution 
containing Sororin, a related cohesion complex protein. 

As a negative control, ATPase assay was performed on several solutions which 

should not exhibit APT activity. These included the buffer only (Rad21 absent), a 

"mock" solution (without Rad21), and solution containing Sororin protein. As shown on 

Figure 5.11, in the presence of ATP Rad21 does exhibit increased ATPase activity. From 

another ATPase analysis using Rad21 recombinant protein from insect cells the signal 

was not as strong as expected. Overall, only a two-fold ATPase activity increase above 

that of the background was exhibited in the presence of a ten-fold increase in the 

concentration of Rad21 in the solution. 
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Chapter 6 

Conclusions and future work 

6.1 Conclusions 

Being able to predict the biological function of the many newly-resolved protein 

structures could have a great impact on intelligent drug design and many other aspects of 

biotechnology, as well as an overall understanding of the processes governing the 

operation of living cells,. Unfortunately, the time and cost constraints associated with 

experimental (wet-lab) techniques make protein function determination difficult on a 

high-throughput scale. Partial structural alignment methods can help guide and 

accelerate this process, providing a viable alternative to the traditional sequence-based 

methods, especially when reliable sequence orthologues are unavailable and / or little is 

known about the protein's function. 

The partial structural alignment methods seek to identify instances of functional 

mimicry between proteins by searching for occurrences {matches) of unusually strong 

structural and chemical similarity between active sites of functionally characterized 

proteins {motifs) and functionally uncharacterized {target) proteins. However, because 

such methods tend to identify large number of False Positive matches, as have been 

illustrated in this work, statistical models of sub-structural similarity are necessary to 

ensure practical usefulness of these methods. 

In this work, we have introduced and tested a parameter-free model of sub-

structural similarity. Using a test set of 20 unrelated enzymatic active sites, we have 

shown that a partial structural comparison method (Match Augmentation) and associated 

with it statistical model are capable of making sensitive and specific predictions of 
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functional similarity, as defined by the Enzyme Classification system. We have also 

shown that restrictive choices for the parameters used by Match Augmentation algorithm 

(and several other well established methods) during the search and comparison phase, can 

have a substantial detrimental impact on the accuracy of functional predictions. The 

point-weight correction approach that was presented and tested in this work, has been 

shown to remove this dependence on search parameters from the significance scores 

generated by our statistical model. 

In addition to validating our approach using a test dataset where true functionally 

similar homologs were known, we have applied our model to a protein about which little 

is known: Rad21. We were ableto predict one possible function for Rad21, namely the 

hydrolase (ATPase) activity. Experimental (wet-lab) validations confirmed some level of 

this activity. However, whether due to difficulties in Rad21 purification or due to 

hydrolysis (ATPase) activity not being the unique function of this protein, the signal was 

not as strong as expected. Overall, only a two-fold increase in ATPase activity was 

exhibited in the presence of a ten-fold increase in the concentration of Rad21 in the 

solution. This illustrates the ability of our approach to provide some insights into 

functionality of proteins, but also the difficulties associated with the process of functional 

annotation. 

6.2 Future Work 

At its present state our statistical model of sub-structural similarity exhibits 

excellent sensitivity and good specificity in identifying instances of structural and 

chemical similarity between the query motif and substructures within target proteins. 

However, in order to further improve the predictive power of the method and the ease of 
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use, several future additions may be desired. In general, these additions are targeted 

towards further improving the specificity of our predictions. Because experimental 

techniques for validating our predictions are expensive and more importantly time 

consuming, it becomes especially important to further reduce the proportion of False 

Positive prediction rates of our method. The proposed directions for future work are 

briefly described below. 

Solvent accessibility: The Match Augmentation method and the statistical model 

of sub-structural similarity developed in this work, do not (in their current 

implementation) distinguish between the matches on the surface and the matches within 

the core of the target protein. Often, as*was the case with Rad21's potential active site, 

additional predictive power can be gained by systematically eliminating False Positive 

matches that do not exhibit solvent accessibility properties of the query motif. In the case 

of Rad21 study, this pruning was performed manually and as such it was dependent on 

subjective opinion. In theory, there are two plausible approaches to this problem. 

The first is a deterministic approach, where during the search and comparison 

stage the residues comprising the core (or the surface if necessary) of the target proteins 

are removed from consideration, ensuring that resulting matches exhibit only the solvent 

accessibility properties required. This approach, however, would be unable to identify 

partially submerged active sites: the ones where, for example, the majority of the residues 

of the potential match exhibit appropriate solvent accessibility (e.g. match is on the 

surface of the protein), but one or two residues are at the core of the protein, Such 

matches would not be found, even though they may still be structurally, chemically, and 

even functionally similar. 
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The second approach is probabilistic in nature and could be handled by the 

statistical model associated with the structural comparison method. It may be possible to 

include in the statistical model a measure of the solvent accessibility of a match in the 

target protein, in addition to the measure structural similarity (RMSD) that is currently in 

place. In this manner, any given match would have not only the measure of how 

structurally similar it is to the motif, but also how similar is its surface or core status with 

respect to the original query motif. These properties combined, could generate more 

accurate statistical significance scores making it easier to identify and remove False 

Positive matches. Further exploration of good scoring systems for surface accessibility 

and integration of such scoring into existing model could prove beneficial. 

Structural conservation of matched residues: Another information that could 

improve the confidence we have in our computational functional predictions is the 

structural / evolutionary conservation of matched residues, We have observed a strong 

correlation between functionally relevant residues and how strongly these residues were 

conserved in the course of evolution. In fact, in the approach of functional annotation 

through structural mimicry, it is natural to assume that matches to evolutionary conserved 

portions of target protein structures are more likely to imply functional similarity 

(particularly since we started with evolutionarily conserved residues that comprise our 

motifs) than matches to the portions of the proteins that are not under evolutionary 

pressure to be conserved. Presumably the same (similar) evolutionary pressures that 

were imposed on our query motif should be imposed the target proteins as well. 

Introduction of a composite evolutionary conservation measure that quantifies the extent 
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to which the match residues are evolutionarily conserved could provide a powerful post

processing filter. 
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Appendix A. Functionally Documented Active Sites 

This appendix describes the functionally documented active sites used in this 

experimentation. Each biochemical mechanism is described in conjunction with the 

amino acids used, in order to justify their selection in our motifs, citing all papers used to 

identify these amino acids. 

16pk - Phosphoglycerate Kinase Phosphoglycerate kinase (PGK), a flexible 

glycolytic enzyme (Bernstein, Michels, & Hoi, 1997), is highly conserved across 

prokaryotic and eukaryotic species (Watson and Littlechild, 1990). Upon binding both a 

diphosphate sugar (1,3-bis-phosphoglycerate) and ADP at two different sites ( Watson 

and Littlechild, 1990) separated b y a l O A t o l 2 A cavity, PGK undergoes a drastic hinge 

bending motion, bringing the two substrates and the N- and C-termini into brief contact 

for phosphoryl transfer. The transition state is stabilized by the conserved residues Arg-

39, Gly-376, and Gly-399 (Bernstein, Michels, & Hoi, 1997). The absolutely conserved 

Pro-45 creates a crucial turn that dictates the final 3-dimensional structure of the N-

terminal binding site (Davies et al, 1994). 

lady - Histidyl-TRNA Synthetase 1ADY is a histidyl-aaRS (class II). Glu-130 and 

Tyr-264 ensure specificity for histidine by hydrogen bonding to histidine's side-chain 

nitrogens and excluding hydrophobic residues by making the cavity highly polar. Glu-81 

and Thr-83 interact with the bound histidine's a-ammonium group and are along with 

Arg-311 and Arg-112 are conserved class II residues (Belrhari et al., 1994; Aberg et ah, 

1996). 
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lani - Alkaline Phosphatase Alkaline phosphatase is a ubiquitous, non-specific 

phosphomonoesterase (Coleman 1992) capable of removing an inorganic phosphate (Pi) 

from a phosphorylated alcohol or transphosphorylation of P, to a hydroxyl group of an 

acceptor (Wilson, Dayan, & Cyr, 1964). Catalysis occurs in a cavity with three bound 

metal ligands (Kim and Wyckoff, 1991). P, is coordinated in the cavity by two zinc ions 

which play a direct role in catalysis (Kim and Wyckoff, 1991) and by the two 

guanidinium nitrogens of Arg-166. His-331 and His-412 are ligated to Znj, while Asp-51 

is ligated to Zn2 and Mg (Kim and Wyckoff, 1991; Ma, Tibbitts, & Kantrowitz, 1995; 

Simpson and Vallee, 1968; Anderson et. al., 1975). The Zm activated hydroxyl group of 

Ser-102 is responsible for a nucleophilic attack on Pi that serves as a transition state in 

dephosphorylation or transphosphorylation (Coleman, 1992; Kim and Wyckoff, 1991; 

Ma, Tibbitts, & Kantrowitz, 1995). 

Ib7y - Phenylalanyl TRNA Synthetase A highly hydrophobic environment is created 

in the active cavity of phenylalanyl-aaRS (1B7Y) by Phe-258 and Phe-260 which flank 

the binding region, thereby creating a localized hydrophobic environment that sterically 

and electrostatically complements phenylalanine while excluding hydrophilic amino acid 

substrates (Reshetnikova et al, 1999). Gln-218 is crucial in stabilizing the amino acid to 

aminoacyl-adenylate transition state (Cavarelli et al, 1994). The orientation of the bound 

phenylalanine substrate is stabilized by the hydrogen bonding of Trp-149 and His-178 to 

the carboxylate oxygens of the C-terminus 63 and of Ser-180 to the a-ammonium group 

of the substrate (Belrhali et al, 1995). 
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ldid - D-xylose Isomerase D-xylose isomerase catalyzes the conversion of a xylose to a 

xylulose (ex. glucose to fructose). Asp-56 activates His-53, enabling it to act as a 

monoprotic base and catalyzes the ring opening of the sugar. A coordinated magnesium 

ion catalyzes isomerization of the sugar by ionization and is stabilized by Lys-182. Phe-

25, Phe-93, and Trp-136 together provide a hydrophobic environment in which a hydride 

shift occurs (Collyer and Blow, 1990; Collyer, Henrick, and Blow, 1990). 

ldww - Nitric Oxide Synthase The heme-dependent enzyme nitric oxide synthase, as its 

name implies, catalyzes the synthesis of nitric oxide (NO) from an L-arginine substrate. 

Synthesis of NO occurs by conversion of L-arginine to N^-hydroxy-L-arginine (NHA), 

NHA to L-citrulline, and finally L-citrulline to N049. This multi-step reaction takes 

place in a deep cavity and involves zinc, tetrahydrobiopterin, and hydride-donating 

(NADPH or H202) cofactors (Crane et al, 2000; Adak, Wang, & Stueher, 2000). The 

many cofactors involved in this complicated process are bound by active site residues. 

Cys-194 is axially coordinated to heme. Glu-371 and Trp-366 form hydrogen bonds with 

the guanidinium group of NHA while Tyr-367 and a protonated Asp-376 form hydrogen 

bonds to the carboxylate group of NHA (Crane et ah, 1998). Val-346 and Phe-363 create 

a small hydrophobic cavity within the larger heme-binding cavity allowing dioxide (O2) 

to bind end-on to heme without steric interference (Crane et al., 2000). 

Iggm - Glycyl-TRNA Synthetase Because glycine lacks a side-chain, glycyl-aaRS 

chemical recognition occurs by the a-ammonium group. The active cavity is ligned by 

Glu-188, Glu-239, Glu-359, and Glu-241, the carboxlate groups of which create a 

concentration of negative charges which electrostatically complements the positively 
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charged a-ammonium group of glycine. Selectivity is further improved by the rigid 

active cavity which is able to sterically exclude larger amphiphilic amino acids. Ser-361 

and Glu-359 sterically block competing residues, such as the sterically and 

electrostatically similar alanine, from binding by excluding all side-chains. The class II 

conserved Arg-220 is also included (Arnez, Dock-Bregeon, Moras, 1999; Logan et ah, 

1995). 

llbf - Glycerol Phosphate Syntase Thermolysin, a member of the family of 

metalloproteases, utilizes an active cavity with possible hinge regions (Holland et ah, 

1992). Two zinc ions are coordinated to His-231, and the side-chains of Met-120, Glu-

143, and Leu-144 assume an alternate conformation that opens or closes the active cavity 

(Hausrath and Matthews, 2002). The active site is known to include the following 

residues : Met-120, Glu-143, Leu-144, Tyr-157, and His-231 (Holland et ah, 1995). 
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Appendix B. Application of Hall's Marriage theorem 

For every motif we go through the set of protein targets to remove those targets 

for which the match will be impossible, using Hall's Marriage Theorem (Diestel, 1996). 

Hall Marriage Theorem is a graph theory approach that seeks to find a maximal matching 

on a bipartite graph G with partitions Mand T. Each vertex of partition M corresponds to 

a point in the motif, and each vertex of partition T corresponds to a point in the target, 

and edges in G exist between a vertex m in M and a vertex t in T when the label of t is 

compatible with the labels of m. A matching is defined as a set of nonadjacent edges in 

G, and a maximal matching is the matching with as the most possible nonadjacent edges. 

Determining if a match is possible or impossible is equivalent to identifying if the 

maximal matching has as many edges as there are vertices in M. This the case because 

for every point in the motif, it identifies a compatible point in the target, regardless of 

geometric constraints. If the maximal matching does not have as many edges as there are 

vertices in M, then a match is impossible regardless of geometric constraints. We 

determine the maximum bipartite matching on the graph with a simple application of 

Hall's marriage theorem. 
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