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In-Place Upda t ing of Variables in Lab V I E W 

Samah Abu-Mahmeed 

Abstract 

Functional programming languages are free of side effects which makes programs 

written in them easy to verify, parallelize and optimize. However, to maintain this 

model, naive execution may involve an excessive amount of copying which consumes 

both space and time. Optimizing the compilers for such languages with an algorithm 

that minimizes copies improves their performance without losing the side effect free 

feature. In this thesis we present a 0(TlogT + VEw + V2) greedy in-placeness algo

rithm that reduces the amount of copying in such languages. We have implemented 

a prototype of the in-placeness algorithm for the widely used graphical programming 

language Lab VIEW and compared its performance to the performance of the ad-hoc 

in-placeness heuristic used in the current Lab VIEW compiler. Our in-placeness algo

rithm achieves promising improvements to LabVIEW performance in a uniform and 

systematic approach. National Instruments anticipates incorporating our algorithm 

in the next published version of the LabVIEW compiler. 
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Chapter 1 

Introduction 

Functional programming languages are free of side effects, which makes programs 

written in them easier to parallelize, verify and optimize. In these languages the inputs 

to an instruction are never overwritten and a new memory location is (conceptually) 

allocated for each of its outputs. However, to maintain this side effect free behavior 

requires potentially, a large amount of copying of variables is involved which consumes 

both time and space. Optimizing the compilers for such languages with an algorithm 

that minimizes copies improves their performance without losing the side effect free 

feature. Many researchers have developed algorithms to avoid excessive copying in 

non-imperative programming languages. 

Lab VIEW is an example of a value oriented programming language in which 

excessive copying dramatically degrades the performance. Lab VIEW is a functional 

graphical programming language that is widely used by engineers and scientists to 

design and test high quality applications at low cost. It is used in many industry 

applications from automotive to consumer electronics to oil and gas. It has been 

popular for 20 years and is used in over 40 countries. It is popular among non-

programmers because it is intuitive and easy to use; its graphical nature makes it 

easy to visualize programs. It is also popular among programmers because it expresses 

technology transforms and common measurements at a high level and at the same 

time it has the same constructs that traditional languages have such as variables, 

data types, objects, looping and sequencing structures as well as error handling. A 



source program written in Lab VIEW is referred to as a virtual instrument (VI). A 

VI is a data flow diagram in which icons are used instead of textual instructions and 

wires are used instead of variables. 

v ip«iei 

,123J> 

w2 

Figure 1.1 : Addition of two variables w3 = vol + w2 in LabVIEW 

Figure 1.1 is a simple LabVIEW VI that calculates the summation of two variables. 

In a pure functional language three memory locations should be allocated to store the 

variables (wires) wl, w2 & w3. An optimization would be to overwrite the memory 

location of one of the inputs (wl or w2) with the output w3 to use two memory 

locations instead of three. Throughout this document we say that an instruction in-

places one of its inputs by one of its outputs if it uses the memory location assigned 

to the input to store the output instead of allocating a new memory location to store 

it. 

In LabVIEW, wires can represent either scalar values or aggregates. Our algorithm 

makes in-placeness decisions for either kind of value. Avoiding aggregate copies is 

critical to LabVIEW performance, as shown by the example in Figure 1.3 below. 

Allowing in-placeness not only saves memory but also benefits performance. Fig

ures 1.2 and 1.3 are examples that show how the performance of LabVIEW is greatly 

affected by the in-placeness decisions. Allowing in-placeness in the VI shown in Figure 
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1.2 speeds up the execution time of the code by a factor of 3. 

Figure 1.2 : A simple VI that calculates the standard deviation of the elements of 
an array of size 1,000,000. The running time of the code with no in-placeness is 98 
ms. When allowing in-placeness along the arcs the running time drops to 32 ms. An 
arc from one wire to another indicates that they are using the same memory location 
(e.g. the arc from n9 to nYJ indicates that nl7 overwrites n9). 

In the VI in Figure 1.3, the execution time of the code speeds up by a factor of 

13,280 by only avoiding a copy of the aggregate on entry to the inner for loop 

In-placeness introduces new constraints on the execution order of instructions. If 

an instruction overwrites one of its inputs, then all other instructions that consume 

that input must be executed before it. Making the in-placeness decisions involves 

testing for the legality of the code and selecting between interfering in-placeness 

opportunities. Our selection criteria is to avoid the most copies. Note that finding 

an instruction execution order with the minimum allocated memory is NP-complete, 

as we will show in section 3.1. 

One of the factors that slows Lab VIEW is the typical problem encountered in 

functional programming languages, which is the amount of data structures copying 

involved to preserve the side effect free feature. As shown in the examples in Figures 



Figure 1.3 : A VI with two nested for loops. The running time when the aggregate 
is copied on entry to the inner loop is 132,796 ms. The running time when that copy 
is avoided drops to 10 ms. 

1.2 and 1.3, the performance is greatly affected by the in-placeness decisions. The 

current Lab VIEW compiler uses an ad-hoc in-placeness heuristic which we refer to as 

the NI heuristic. Refer to section 2.9 for a description of this heuristic and its perfor

mance. The NI heuristic was built and improved for over 20 years. As the language 

Lab VIEW was developed and has grown, NI realized the need for a new uniform and 

systematic in-placeness algorithm both for maintainability and for effectiveness. They 

have funded this research to build a well defined in-placeness algorithm to incorporate 

into Lab VIEW compiler. We have designed and built an in-placeness algorithm that 

reduces the number of allocated memory locations in a Lab VIEW program. It saves 

time by avoiding allocation of new memory for some wires and by avoiding copying a 

large data structure when only a portion of it is being modified. The time complexity 

of the algorithm is 0(TlogT + VEw + V2), where V is the number of operations in 

the program, Ew is the number of edges from wires to the operations that use them 

as input and T is the number of in-placeness opportunities. We have implemented 
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a prototype in the new Lab VIEW compiler and tested it against the NI heuristic. 

It achieves promising performance improvements. NI anticipates to incorporate our 

prototype in the compiler of the next published version of Lab VIEW. 

1.1 Description of the problem 

Suppose we have a sequence of operations, called a clump*, that we would like to 

schedule as a group. Each operation has some number of inputs and some number of 

outputs. In general the wires can be thought of as bundles of wires, but for now we 

will think of each input and each output as a single wire of fixed size, large enough 

to carry a single atomic data item. Each output wire can be an input to more than 

one operation in the clump. In addition, some wires may represent outputs for the 

clump itself. At any operation in the schedule, if that operation is the last use for 

some wire, we can reuse the storage of the wire for an output of the operation. We 

want to select an order of evaluation for the operations in the clump so that the 

number of live wires between any two operations in that order is minimized. In other 

words, we would like to maximize reuse. In the case where inputs and outputs can 

be aggregates, we want to minimize both the amount of copying of data to create 

outputs and the number of aggregate allocations. The problem of finding an optimal 

schedule of the operations that has the minimum number of copyies is NP-complete. 

We prove the NP-completeness of the in-placeness problem in Section 3.1 

*NI uses the term clump for a set of instructions t ha t are executed sequentially. Different clumps 

can be executed in parallel. 
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1.2 Thesis Statement 

In this thesis, we propose a greedy in-placeness algorithm that reduces the amount of 

copying in a functional programming language by allowing operations to update their 

output in-place of their input whenever possible. It runs in 0(TlogT + EwV + V2) 

time, where V is the number of operations in the program, Ew is the number of 

edges from wires to the operations that use them as input, and T is the number of 

in-placeness opportunities. 
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Chapter 2 

Related Work 

Many researchers have developed algorithms to avoid excessive copying in non-imperative 

programming languages. For functional programming languages, Hudak developed 

a solution to the problem of excessive copying of aggregates [14, 13]; Gopinath and 

Hennessy built an algorithm that reduces intermediate copies in divide and conquer 

problems [15]; and Debray [10] focused on the problem of deciding on how to use a 

dead data structure. For non-strict functional programming languages, Bloss used 

statically computed evaluation paths to avoid copying [2, 3]. For single assignment 

programming languages, Sarkar & Cann had implemented an update-in-place ana

lyzer in the optimizing compiler for SISAL [8, 11, 18]. Kirkham and Li developed a 

copy avoidance algorithm to improve the performance of the programming language 

United Functions and Objects [17]. Gudjonsson and Winsborough introduced update-

in-place operations to the logic programming language Prolog to allow it to update 

recursive data structures as in imperative programming language. 

2.1 The aggregate update problem in functional program

ming systems 

In 1984, Hudak and Bloss developed an algorithm to reduce copying of aggregates 

in functional programming languages [14]. Their solution consists of four steps. In 

the first step, they do a static analysis to identify the last uses of aggregates. If the 
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last use of an aggregate is a write operation, then they annotate it to allow it to 

update the aggregate in-place. If the last use of an aggregate is a read operation, 

then the second step of the solution tries to reorder the execution sequence of the 

operations to push the write operations after the read operations. To make a certain 

use (operation) of an aggregate the last one and hence safe to update the aggregate 

in-place, their heuristic is to add constraints to the execution order of the operations 

until it is safe to allow that use to update the aggregate in-place or until there are no 

more constraints to add. The third step is a run time mechanism that uses reference 

counting to identify last uses that could not be identified at compile time. Hudak 

describes the semantics of reference counting in [13]. The fourth step is also a runtime 

mechanism in which they delay copying of an aggregate and keep the updates as a 

trailer pointed to by the aggregate until the number of updates reaches a certain 

threshold. 

The Hudak and Bloss solution assumes a fixed execution order of the operations. 

The in-placeness algorithm presented in this thesis assumes a partial execution order 

that only respects data dependences. Hence, it has more flexibility than their solution 

in finding an execution order that exploits more in-placeness opportunities. In Hu-

dak's solution, re-ordering operation execution involves adding constraints that may 

end up being removed if the re-ordering fails to make it legal to allow a certain use to 

update the aggregate in place. Our algorithm checks for the legality of a constraint 

before adding it which avoids adding an illegal constraint that must be removed later 

on. In Hudak's solution, there is no preference of allowing a write operation to up

date an aggregate in place over another, and so their solution may choose to make 

a certain write operation the last use and allow it to update the aggregate in-place 

while forcing another write operation that modifies a larger part of the aggregate to 
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copy the aggregate. Our algorithm incorporates a notion of advantage that gives a 

preference to a write operation that modifies a smaller amount of an aggregate over 

another write operation that modifies a larger amount of the same aggregate. The 

algorithm presented in this thesis works on scalar variables as well as aggregates and 

nested aggregates. Hudak and Bloss's solution only works on aggregates. 

2.2 Cann and Sarkar 

SISAL is a single-assignment language that offers parallelism at all levels but if not 

compiled carefully can suffer dramatically from data copying. Sarkar and Cann built 

an optimizing compiler for SISAL. One of the optimization phases is an update-in-

place analyzer [18]. It is a direct implementation of the update-in-place algorithm 

developed by Cann in his thesis [8]. Their algorithm is an extension of Hudak's four 

step solution, but in addition to what Hudak solves, they consider general iteration, 

function call boundaries and aggregates nested within other aggregates. In the first 

step of their algorithm, they insert aggregate duplication nodes before all aggregate 

modifiers in the program. Then they annotate each edge transmitting an aggregate 

with a reference count assuming the worst case behavior. They use an efficient im

plementation of reference counting described by Gharachorloo, Sarkar and Hennessy 

in [11]. Next, they reorder nodes to make the modifiers the last user and remove all 

unnecessary reference counts. Finally, they eliminate unnecessary duplicate nodes. 

Again, as in Hudak's solution, they still need to use reference counting as a run time 

mechanism to identify some operations that can safely update the input aggregate 

in place. They also need to remove unnecessary duplicate nodes and unnecessary 

reference counts since they do not perform a legality test before adding constraints. 



10 

2.3 Bloss 

Bloss develops an algorithm that statically computes evaluation paths in non-strict 

functional programs [2, 3]. He uses those compile-time computed paths to decide on 

when it is safe to allow an operation to update an aggregate in place. He also uses 

trailers as a technique that avoids copying aggregates. 

2.4 Gopinath and Hennessy 

In 1989, Gopinath and Hennessy proposed "Targeting" as an algorithm that reduces 

intermediate copies in divide and conquer problems [15]. They define "Targeting" as 

the proper selection of a storage area for evaluating an expression. They differentiate 

between in-place updating as a strategy to eliminate copies and targeting. They claim 

that in-place updating as proposed by Hudak [14] does not address eliminating copies 

resulting from divide and conquer problems. Gopinath and Hennessy assume a fixed 

computing evaluation sequence. Our algorithm changes the evaluation sequence and 

tries to find one that expose opportunities that benefit more from copies elimination. 

2.5 Debray 

Debray focused on the problem of deciding on how to use a dead data structure 

[10]. He proposed an algorithm where the memory location of a dead data structure 

can be used to store more than one new data structure. Compared to the steps of 

our algorithm, he only considered the one step of choosing between interfering data 

structures (interfering here means that the new data structures are candidates to use 

the same memory location). In his description of the cost, he captures the benefit 

of using the location of the dead data structure to store the new one. He does not 
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describe how to get such costs and assumes that they are given. He only provides a 

solution for a producer; he does not describe the situation when a producer can be a 

consumer of another data structure. 

2.6 Kirkham and Li 

Kirkham and Li developed a copy avoidance algorithm to improve the performance 

of the programming language United Functions and Objects [17]. Their algorithm 

assumes a fixed evaluation order of instructions and it analyzes the program at compile 

time to identify the operations that can be allowed to update the aggregate in-place 

and uses reference counting at run time to identify the operations that could not be 

identified at compile time. 

2.7 Gudjon Gudjonsson and William H. Winsborough 

Gudjon Gudjonsson and William H. Winsborough developed an algorithm that intro

duces update-in-place operations to the logic programming language Prolog to allow it 

to update recursive data structures as in an imperative programming language [12]. 

Their algorithm consists of four steps; they start by detecting reusable arguments 

and identifies output arguments that are candidates for generation using reused cells 

within the same procedure. Then they determine which predicates should perform 

update-in-place. Next, they annotate the original code with their decisions. Finally, 

they introduce update-in-place operations into the resultant code. Unlike our algo

rithm, they assume a fixed order of the predicates (operations) and reduce copying 

by reusing the memory cells of dead data structures. 
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2.8 Copy avoidance in imperative programming languages 

The problem of excessive copying appears in register allocation and in translation 

of SSA form to sequential code. Chaitin et al. solve register allocation as a graph 

coloring problem [9]. The second stage of the three stage processing of the interference 

graph consists of coalescing nodes in the graph to use the same storage (machine 

register). If there is a copy from Ri to Rj and Ri & Rj do not otherwise interfere, 

then Ri & Rj can share storage. Briggs et al. modified on Chaitin's coalescing stage 

by making it more conservative. The constraint they add is a trade off between 

coalescing and spilling register values to memory [5, 6]. We do not consider such 

a trade off. Budimlic et al. present an algorithm that performs coalescing without 

building an interference graph, instead they use liveness and dominance information 

to model interference [7]. They use union-find sets to group togather all of the names 

joined at 0-nodes. Then, they break the union-find sets to separate members of the 

same interfering set. At the end, all names in the same set can share storage. In 

another related algorithm, Briggs et al. present an algorithm for inserting copies to 

replace ^-functions when translating SSA form to sequential code [4]. In-placing shift 

registers of a loop involves a similar problem with cycles of copies. 

2.9 The NI Heuristic 

In Lab VIEW current compiler, NI uses an in-placeness heuristic that produces opti

mal solutions only for directed acyclic graphs where each operation has one or two 

inputs and a single output. In addition to this heuristic NI uses a lot of hand-tuned 

cases where they know that their heuristic does not perform well, which makes the 

in-placeness heuristic non-maintainable. Bellow is a description of the basic heuristic 
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whose performance is analyzed in Appendix A. 

Let us define the in-placeness cost Q of an instruction ik that could be scheduled at 

step k as the difference between the number of distinct outputs from the instruction 

and the number of inputs for which the instruction is the last use. In other words, 

the in-placeness cost of ik is the increase in the number of live wires due to ik when 

placed at step k. If the in-placeness cost of a node is < 0, then we get all the outputs 

for free (i.e. we can compute the outputs of the node without the need to create any 

new wires). If the cost is > 0, then we need a number of new wires equal to the 

in-placeness cost. The NI heuristic is to schedule at each stage the instruction ready 

for execution that has the minimum in-placeness cost. NI determines the cost of each 

node by a simple count. For each result, it counts down as uses are scheduled. When 

the cost goes to zero, the operation gets a free output. For the register allocation 

problem, this is equivalent to computing the output of an instruction into the same 

register as an input to the instruction if the operation represents the last use of the 

given register in the scheduled order. 
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Chapter 3 

The In-placesness Algorithm * 

We start this chapter by proving that the problem of finding an optimal ordering of 

instructions to minimize copying is NP-Complete. Then in section 3.2, we present a 

polynomial time, greedy in-placeness algorithm that significantly reduces the amount 

of copying in LabVIEW. We provide a detailed description and a running-time anal

ysis of each step of our algorithm in the remaining sections of this chapter. 

3.1 NP-Completeness 

In this section, we prove that the scalar in-place updating problem is NP-complete. 

We construct the proof by establishing the equivalence between our problem and the 

register allocation problem, which was proven to be NP-complete by Sethi [19]. To 

establish this equivalence, we formalize the definition of scalar scheduling and then 

show the interpretation of this problem as a register allocation problem. The scalar 

scheduling problem is defined as: given a DAG of operations, each of which has some 

number of input wires > 0 and some number of output wires > 1, determine a total 

ordering such that the maximum number of wires live between any two consecutive 

nodes of the ordering is minimized. Note that each distinct output is a single wire; 

and that if there is one output that serves as input to several operations, that output 

counts as one live wire between the operation that computes it and the last operation 

*The results in this chapter appeared in a paper written by Samah Abu-Mahmeed, Cheryl Mc-
Cosh, Zoran Budimlic, Ken Kennedy and Steve Rogers [1]. 
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in the schedule that uses it. Figure. 3.1 depicts the DAG of the expression o + 

(b + c * x) * x. In this dag, the single wire from the operation labeled x is used in two 

different multiplication operations. 

Figure 3.1 : a + (b + c * x) * x 

The interpretation of this definition in the in-place problem is: a node represents 

an operation and an edge represents a wire that carries the value. Each wire has a 

corresponding allocated memory location. If we cut the graph at some point we say 

that a wire is dead if its last use is at that cut point, we say it is live if it still has 

subsequent uses. We want to order the nodes such that the number of live wires is 

minimized at any cut point of the DAG. Figure. 3.2 depicts the interpretation of the 

DAG in Figure 3.1. as an in-place updating problem. 

It is then a simple matter to show the equivalence of this problem to DAG register 

allocation as described by Sethi in [19]. Simply map each output (and hence each 

wire) to a register. In other words, each wire will correspond to a single named register 
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cutl 
x is live 
c is dead 

cut 2 
b&t l 
dead 

t2 

cut 3 
x&t2 
dead 

t3 

t4 

cut 4 

a&t3 
dead 

Figure 3.2 : Interpretation of a + (b + c * x) * x 

(which can be thought of as holding its value) between the operation that creates the 

value and the last operation that uses it. Minimizing the number of registers needed 

to evaluate a DAG has been shown by Sethi to be NP-Complete. Hence, minimizing 

the number of wires needed if in-place updating is used (using the same register for 

an input and output) is NP-complete as well. We have shown that the scalar in-place 

updating problem is NP-Complete. Hence the aggregate in-place updating problem 

is NP-Complete as well. 

3.2 The Greedy In-place Algorithm 

We present an algorithm for greedy in-placeness that runs in 0(TlogT + EwV + V2) 

time, where T is the number of in-placeness opportunities, Ew is the aggregate number 

of wire successors and V is the number of virtual instruments in a program graph. 

We begin with a representation of the input graph to the problem. Following the 
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practice established at National Instruments, we will represent a Lab VIEW program 

as a collection of two kinds of vertices. Let V be the set of virtual instruments in the 

program and W be the collection of wires. Each wire is produced by a single virtual 

instrument but may be an input to an unbounded number of virtual instruments. 

Thus we will assume that there are two sets of edges: Ev is the set of wires out of 

virtual instruments v G V, and Ew is the set of edges out of wires w G W. Note that 

the number of wires out of virtual instruments is the same as the number of wires, 

since each wire is the output of a single virtual instrument. Thus we write: 

l|W|| = | | ^ | | (3.1) 

As a notational convention, we will use set names of wires and edges to represent 

both the set itself and the number of elements in the set, whenever the context is 

clear. Thus 0(EwV) means the same as 0(||.Ew | | | |V||). We will use ev to refer to 

edges out of a single virtual instrument v &V and ew to refer to edges out of a single 

wire w G W. 

For the purposes of this algorithm, the edges in Ew will be organized as an adja

cency list that allows us to quickly iterate over all virtual instruments that consume 

a particular wire w. 

The algorithm will begin by constructing a set of in-placeness opportunities T, 

each of which is a triple t = (v,wi,W2) where Wi is the input to v that could be 

overwritten in place by the contents of output wire w^. Since this overwriting is 

by definition destructive, choosing this triple for in-placing requires that all other 

consumers of w\ be scheduled before it. Thus if there is a path in the original graph 

from v to another virtual instrument x that also consumes wire w\, the triple t cannot 

be in-placed. 

For each triple t that represents an in-placeness opportunity, there will be a benefit 
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representing the value (in saved copies, for example) of in-placing t. We will denote 

this as B(t). 

The greedy algorithm will proceed by selecting the triple with maximum benefit 

for in-placing, testing whether the in-placing is legal, and marking it as in-placed. 

Whenever a particular triple is in-placed, it creates new scheduling constraints that 

can make other in-place choices illegal. As we have said, if t = (v, wi,W2) is in-placed 

then all of the other virtual instruments to which Wi is an input must be scheduled 

before v. In effect, this creates new paths in the graph that must be considered when 

testing for the legality of other in-place decisions. 

We will model these effects by creating a scheduling graph Gs — (V, E) in which 

the vertex set V is the set of virtual instruments as before and each (x, y) G E 

indicates that virtual instrument x must be scheduled before virtual instrument y. 

The initial version of the scheduling graph will be computed from the program graph 

by a simple direct calculation. 

In addition, to make the legality testing fast, we will compute a side data structure, 

After, which represents the transitive closure of the scheduling graph at any point in 

the program. That is, y G After(x) if and only if y must be scheduled after x in the 

current scheduling graph. 

The steps of the greedy in-placeness are as follows: 

• Compute the initial scheduling graph Gs and the inital After relationship from 

the program Data Flow Diagram (V, W, Ev, Ew). 

• Compute the set T of reasonable opportunities for in-placing and compute a 

benefit for each. T should be organized as a priority queue (e.g., a heap). 

• While T is non-empty, iteratively remove the highest-benefit triple t and test 
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for in-place legality. If it is legal, mark the triple as in-placed and update both 

Gs and After to reflect the new scheduling constraints introduced by in-placing 

the triple. 

These steps are described in the following sections. 

3.2.1 Constructing the Initial Graph 

The goal of this activity is to construct the initial Scheduling Graph Gs along with 

the side data structure After, which can be thought of as the transitive closure of the 

initial scheduling graph. The algorithm for accomplishing this is given in Figure 3.3. 

It is fairly straightforward to determine an upper bound on the time spent in this 

initialization. LI is entered 0(V) times and the body of L2 is executed 0(EW) times. 

(Here, we count the header of L2 and the enclosing loop as a single loop.) So the 

entire time spent in loop LI is 0(EW + V). 

The loop at L3 implements a straight forward transitive closure. The loop at L3 

is entered V times, while the loop at L4 is executed once for each edge in E. Since 

the loop body contains a set operation taking at most 0(V) time, the time taken by 

the entire loop is O(EV). 

3.2.2 Constructing the Opportunities Heap 

In theory, the number of in-placeness opportunities is large. A loose upper bound is 

the number of input wires times the number of output wires. Thus, there could be as 

many as EVEW = WEW triples. However, a number of factors will reduce this bound. 

First, at a particular virtual instrument, some choices may not be appropriate. For 

example, it is not likely that computing an array in place with a much smaller array 

or a scalar wire will be useful. 
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Input:{V,Ev,W,Ew) 
Output:(E, Succv, Predv, Afterv) 
procedure InitGraph 

for each v G V do 
inputCount[v] := 0; SuccCount[v] := 0; 
PredCount[v] := 0; 5Wc[V] := 0 ; Pred[v] := 0; 

for each w E.W do 
for each « G em do 

inputCount[v] := inputCount[v] + 1; 
worklist := 0; 
for each t)6 7 d o 

if inputCount[v] = 0 then worklist := worklist U {t>}; 
LI: while worklist ^ 0 do 

pick an element t;p from the front of worklist and remove it; 
for each output wire wout from vp do 

L2: for each sink node vs of w^t do 
if (wp, i>s) 0 E then 

Succ[vpJ := Succfvp] U {fs}; SuccCount[vp] = SuccCount[vp] + 1; 
Pred[vs] := Pred[vs] U {fp}; PredCountfvs] = PredCount[vs] + 1; 

inpû CoMrrfl/Uj] := mpntCouni[7;s] - 1; 
if m/ra£Coun£[t;s] = 0 then worklist := worklist U {fs}; 

//Next compute the initial A^er relationship, backing up through Gs 
worklist := 0; 
for each v s K d o 

After[v] := Succfv]; 
if .SWcCotm l̂/u] = 0 then worklist := worklist U {i>}; 

L3: while worklist ^ 0 do 
pick an element vs from the front of worklist and remove it; 

L4: for each vp G Pred[us] do 
4#er[vp] := i4/ter[v„] U After[vs]; 
SuccCount[vp] := succCount[vp] - 1; 
if SuccCount[vp] = 0 then worklist := worklist U {t>p}; 

Figure 3.3 : Algorithm for Constructing G5 and ^ e r 
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Once a pruned set of opportunities T is constructed, it can be reorganized into a 

heap in 0{TlogT) time. 

Overall, the total number of triples that are chosen for inplacing should be far 

smaller than the number that is considered. Thus, it is very important that we be 

able to rapidly test for legality of in-placing a particular triple. As a result, much of 

the machinery in this algorithm is designed to facilitate such a fast test. 

3.2.3 Picking Opportunities and Testing for Legality 

Once we have the triples priority queue T, organized by benefit B, we can iteratively 

select an in-placeness opportunity and test it for legality. 

A triple t — (v,w\,W2) is legal to in-place if neither of the following conditions 

holds: 

• There exists some vsink G eWl — {v} such that vsink G After[v\. This would 

violate the requirement that v be scheduled after all other sinks of w\. 

• Wi G I[v] or w2 G I[v], where a wire is in I[v] if it is either the input or output of 

a triple that has already been in-placed. This would violate the restriction that 

neither w\ nor w2 can be previously in-placed as a part of some other triple. 

If in-placing the triple is legal, new scheduling constraints must be introduced and the 

side data structures must be updated to incorporate these new scheduling constraints. 

The code for this part, including the initialization of I[v] is given in Figure 3.4. 

Note that the total time for this code, not counting the time spent in InitGraph 

and UpdateGraph, is 0(TlogT + EwV). It is clear that the heap operations take 

0(TlogT). The trick here is to avoid traversing the sinks of an input wire w\ every 

time a triple with that wire as an input is processed. The side data structure wire-used 
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InitGraph(V, EV,WEw); 
for each t i g K d o I(v) := 0; 
wirejased := 0 ; 
while T ^ 0 do 

pick the highest-benefit element t = (v, Wi,ui2) from the top of the heap, 
remove it, and reheap 
/ / Test for legality 
legal :— true; 
if w\ € I[v] or w2 G I[v] then legal := false; 
if w\ G wirejased then /ega/ := /ake; 
if legal then 

othersinks := ewi — {v}; 
while lê ra/ and other^sinks ^ 0 d o 

pick an element vsink from othersinks and remove it; 
if ŝmfc G A/ifer^] then legal := /a/se; 

if legal then 
mark £ = (i>, u / i , ^ ) as in-placed; 
I[v] := I[v] U {Wl} U {w2}; 
wirejased := wirejased U{wi}; 
UpdateGraph(v, w\, V); 

Figure 3.4 : Main Algorithm for Greedy In-Placing 



23 

avoids this because once a wire has been in-placed at some vertex, it cannot be in-

placed at some other vertex because that would create a scheduling cycle. The set 

wire-used contains all input wires that have already been in-placed. Because it is 

interrogated first, we traverse the sinks of a wire at most once for every vertex to 

which it is an input where it might be in-placed. If one of those traversals results in 

a legal in-placeness decision, the traversals are significantly fewer. Overall, the total 

time spent traversing the sinks of an input wire is 0(EwV). 

Observe that if there is no pruning of the set of triples T, then T = 0(EwV) and 

the entire process, aside from the graph updating, takes 0(TlogT) time. However, 

we will assume that there is significant pruning so it is useful to separate the two time 

estimates to yield 0(TlogT + EwV). 

3.2.4 Updating the Graph 

We now turn to the process for updating the graph after in-placing t = (v,wi,ui2), 

perhaps the trickiest part of the algorithm. The goal is to produce a time bound 

of 0(EV + V2) time, where E is the number of edges in the scheduling graph Gs-

Since E < Ew, this will give us the desired time bound for the running time of the 

algorithm. 

The procedure begins by inserting new edges between all the other virtual instru

ments to which the input wire wi is also an input and updating the predecessor and 

successor lists. Then, the algorithm must update the After data structure. To avoid 

spending too much time at this task, we will try to actually add a new vertex to 

After[v] only once for each v. This will require backing up through the predecessors 

of all the vertices with new edges (other inputs of wi) while maintaining a new data 

structure called new After, which gets reduced whenever there already exists a path 
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to some element in After for the predecessor. The algorithm is given in Figure 3.5. 

There are a few comments on the complexity of this algorithm. First, since each 

wire w\ is input to an in-placed triple only once, the body of loop LI is executed 

only Ew times. Furthermore, since the conditional at statement SI eliminates dupli

cate edges, the body of the conditional is executed at most E times over the entire 

algorithm. 

At this point it is useful to note that the number of edges E grows during the 

algorithm. As we observed earlier, E is smaller than Ew initially. However, can we 

still establish a bound on the size of E in terms of Ew after the algorithm is done? 

To answer, consider that at each in-placing step, the input wire w\ can no longer be 

in-placed at any of its other inputs. So the total number of in-placings is bounded by 

the number of wires W. At each such in-placing we put edges into E for each vertex 

to which the wire Wi is an input except the in-placed vertex. The total number of 

such edges is therefore at most Ew — W. Hence the total number of edges in E after 

all in-placing steps is no more than 2EW — W = 0(EW). 

Returning to loop LI, the most expensive operations are the set unions and differ

ences, each of which take 0(V) time, so the entire cost of loop LI is 0(EW + EV) = 

0(EwV). Note that we limit, in statements S2 and S4, the number of times a vertex 

goes on the worklist to those times when it will actually add a vertex to its After set. 

Hence, no vertex goes on the worklist more than V times. 

Now we consider loop L2. Since a vertex vsink can only be added to the worklist 

at most V times, the body of L2 is executed an aggregate of V2 times. However, if 

we count the number of times the body of loop L3 is executed, we want to charge 

the cost, including the cost of the loop iterator, to the edge {vwea, t>Smfc)- Given that 

each vsink can be on the worklist only V times, this means that the total number of 
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procedure UpdateGraph(v, w\, V); 
/ / v is the vertex where the in-placing is happening and w\ is the input 
/ / Actual updates occur to E, successors, predecessors 
II The side data structure After is also updated 
/ / newAfter[x] = the set of vertices added to the After set for x by this in-placing 
/ / The set processed is used to ensure that a vertex goes on worklist at most once 
worklist := 0; processed := 0 

LI: for each vSink G Sink[wi] — {v} do 
SI: if (vsink,v) g E then 

£ : = £ U { ( « s i n l ) « ) } ; 
P r a ^ ] := Pred[w] U {vSmfc}; 
Succ[vsink] := Succ[vsink] U {v}; 
newAfter[vsink) := 0; 
if t> £ 4#e7fusinfc] then new4/ter[t;Sjnfc] := {f}; 
newAfter[vsink] := neiM/terfu^/c] U {A/ter[u] - ^er[v s i n f c]}; 
l̂/terfusinfc] := ^/ter[wsinfc] U newAfter[vsink]; 

S2: if newAfter[vsink] ^ 0 then do 
worklist := worklistU {vSink}', processed := processed^ {vSink}; 

If Now we update the ^4/̂ er sets by backing up through the graph 
L2: while worklist ^ 0 do 

pick an element i;^^ from the front of worklist and remove it; 
L3: for each vprea e Pred[vSink] — processed do 
L4: for each t;neiu 6 netyj4/terft;Sjnfc] do 
S3: if vnew g Afterlvpred] then 

4#er[*yed] := After[vpred] U {*w}; 
newAfter[vpred] := newAfterlvpred] U {*W,}; 

S4: if newAfter[vpred] ^ 0 then 
worklist := worklistU {vpreci}; processed := processedU {i>pred}; 

Figure 3.5 : Algorithm for Updating Scheduling Graph G, 
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times that we can process each edge is V times, so the total number of executions 

of the body of L3 is EV. Even though the header of loop L4 is executed EV times, 

in actuality, we can charge each execution of the body to a new element of the After 

set for vsink. Again, since an element is added to the After set only once per vertex, 

the total number of executions of the body of L4 is 0(V2) What about the body of 

the if-statement at S3? All these operations are constant time, so the aggregate time 

over the entire algorithm for L4 is 0(V2). 

Thus we have shown that the aggregate time for all operations in loop L2 is 

0(EV + V2). Since E = 0(Ew), we have established that the running time for the 

entire algorithm is bounded by 0(TlogT + EwV + V2). 
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Chapter 4 

Loops 

The in-placeness decisions made in loops are as important as those made for large 

aggregate variables even if the variables in-placed in a loop are scalars. That it is due 

to the fact that the number of iterations of a loop can be very large and by making an 

unnecessary copy of a data structure in each iteration, the performance can degrade 

dramatically. Moreover the in-placed variables in a loop can be aggregates, and here 

we have to be very careful in making the in-placeness decisions since we encounter a 

high cost because both the variable is an aggregate and the in-placness decision will 

be executed a number of times equal to the number of loop iterations. 

In Lab VIEW, shift registers are used to represent the loop-carried dependences; 

they are equivalent to induction variables in an imperative language. Each shift 

register has a source and a sink and at the end of each iteration of a loop the value 

of the sink of the shift register is copied into the source of the same shift register. 

# iterations 

shift reg, 

so«fce"'v 
M—E 

{5J » 

shift reg. 

sink 

w2 

ED 

Figure 4.1 : A simple loop in Lab VIEW whose textual equivalence in an imperative 
language is for % — 1 <— 10 do {w3 = wl + w2; w4[i] := w3; w\ := w3;} endFor 
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In this thesis, the in-placeness decisions on loops are made in three steps; First, all 

copies on the back edge of a loop are eliminated by in-placing the source of the shift 

register with its sink. Second, the greedy in-placeness algorithm presented in Chapter 

3 is applied to the body of the loop. Finally, the loop is replaced by dummy operations 

that model the input and output tunnels connecting the loop to the including VI. 

These dummy operations are seen by the including VI and used to decide on the 

in-placeness of the inputs and outputs of a loop. Figure 4.2 depicts how the loop 

is seen by the including VI. The input/output pairs of the dummy operations are 

considered as in-placeness opportunities and added to the opportunities heap of the 

including VI. 

Far loop 

Figure 4.2 : Modeling the for loop in figure 4.1 

This technique of making the in-placeness decisions for a loop in isolation from its 

including VI and then modeling it using dummy operations can be applied to other 

constructs such as case structures snd conditional structures. 
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4.1 Loop carried dependences 

The loop carried dependence modeled in shift registers results when a value computed 

at an iteration is needed in the next iteration. In-placing the shift registers eliminates 

the need to copy that value at the end of each iteration. 

When the same value of a variable is needed in different iterations, then either 

the variable must be excluded from being overwritten throughout and at the end 

of an iteration or its value must be copied to be used in an iteration before being 

overwritten. 

shift register 1 

soft regisSBf 2 

explicit copy 

Figure 4.3 : The value of wl is needed in two different iterations 

In Figure 4.3 the value of wl is computed in iteration i and needed in iterations 

i + 1 & i + 2. The first dependence is represented by the first shift register and the 

second is represented by connecting the source of the first shift register to the sink of 

the second one. Our algorithm always decides on in-placing the shift register which 

eliminates the need for the first copy. But because of that decision, we need to copy 

wl to be used in iteration i + 2. 
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We cannot avoid a copy here. If the code preserves the value of wl in its original 

location for use in iteration i + 2, then it must allocate a new location for w2. If it 

uses wl to hold w2, then it must copy wl into w3. The semantics of the loop require 

at least one copy. 
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Chapter 5 

Implementation and Experiments 

In this chapter, we describe the implementation of the in-placeness algorithm pre

sented in Chapter 3 and the methodology of testing the algorithm performance. In 

the second part of the chapter, we include the experiments on which we had tested 

our implementation. For those experiments, we compare our in-placeness decisions 

to NFs. We report the running times of the generated code when NL in-placeness 

decisions are applied and when our in-placeness decisions are applied. 

5.1 Implementation 

To test the performance of the algorithm, we feed the in-placeness decisions and new 

dependences generated by our implementation back to Lab VIEW to be reflected in 

the generated code. Figure 5.1 depicts the phases of LabVIEW's current compiler, 

where the NI in-placeness and the scheduler are two of those phases. 

Nlln-pJace schedule 

SoweeVI 
p. 

Generated Code 
p. 

Figure 5.1 : Current Compiler 
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We incorporate our implementation decisions into Lab VIEW generated code. To 

facilitate our work, NI built a tool that translates Lab VIEW'S current intermediate 

representation into a format understood by our implementation. Another tool takes 

the in-placeness decisions and the schedule generated by our code and overwrites the 

decisions generated by the current Lab VIEW compiler. See Figure 5.2. 

SoBBseVI 

M3ML 

m 

mi 

Rice Implementation 

ill 

— p 

-pla 

— * 

lush 

—„ 

BackEnd 

Schedules. 

Generated Code 
• 

Figure 5.2 : Testing Compiler 

Our implementation is divided into three stages: 

5.1.1 Front End 

We use a VI that translates the intermediate compiler structure of LabVIEW into an 

intermediate graph language (IGL), an XML-format hyper graph. We parse the IGL 

into the data structures used in the middle stage. The output of the front end is a 

Data Flow Diagram (DFD) (V, W, Ev, Ew), where V is the set of nodes (VI's). W is 

the set of wires (input/output data structures of the VI's) and Ey is the set of edges 

from the nodes V to the wires W, (VQ,WO) G Ey if ^o produces WQ as an output. A 
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wire WQ can be an output of only one node vo, hence \Ey\ — \W\. For a node VQ the 

set eVo includes the edges from v0 to all of its output wires. Ev = l j | = 1 ev.. Ew is the 

set of edges from the wires W to the sink nodes in V, (w0, v0) G Ew if v0 uses w$ as 

an input wire, and any node v can have more than one input wire and any wire w can 

be input to more than one node. eWo is the set of sinks of wo, and Ew = Ui=i em-

In a VI, a diagram can be a sub-diagram in a larger one. The output of the front 

end is a list of all the diagrams where each diagram is represented as a DFD = 

(V,W,Ev,Ew)- A diagram cannot be scheduled before finishing executing all its 

sub-diagrams. An example of this diagram hierarchy is the For Loop where the for 

loop body is considered a sub-diagram in the diagram of the program containing it. 

The input/output tunnels in a for loop are modeled as dummy operations. 

5.1.2 Middle Stage 

The middle stage is an implementation of our greedy inplaceness algorithm. For each 

diagram, given G = (V, W, Ev, Ew), it starts by building the data dependence graph 

DDG — (V, E', Successor; Predecessor; After). V is the same set of nodes passed 

from the Front End. If 3 wx G W | (v0, wx) G Ey & (wx, Vi) G Ew, then we will have 

(vo,Vi) G E, V\ G SUCC\VQ] & vo G Pred[vi]. The After list is a transitive closure of 

the Successor list. The main use of the After set is to test for reachability of a node 

and hence the legality of in-placing a pair. After building the initial DDG, the middle 

stage constructs the in-placeness opportunities heap and assign an advantage score 

to each opportunity t. Then it greedily picks legal opportunities until it empties the 

heap. As an opportunity is picked it updates the graph. Updating the graph consists 

of modifying the Successor, Predecessor and After lists. The output of the Middle 

stage is a list of the in-placed Paths and a DDG. The initial DDG contained edges 
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resulting from input/output relations. The final DDG will contain, in addition to 

those edges, new dependence constraints that force execution order on the nodes to 

preserve the correctness of the program after encoding the in-placeness decisions. 

5.1.3 Back End 

To communicate the information of the in-placed paths back to the VI that incorpo

rates our decisions into LabVIEW generated code, the back end assigns Data Space 

Offsets (dso) to the wires in W. If two wires have the same dso, then LabVIEW 

interprets this as that the two wires are sharing the same memory location. The back 

end uses the DDG to build a schedule. The output of the back end is a schedule with 

the dso's of the wires. 

5.2 Experiments and results 

The platform used for running the experiments is Intel (R), Pentium (R) 4 CPU 2.80 

GHz. 2.79 GHz. The operating system is Microsoft windows XP. 

We ran our prototype on a total of seven Vis that are used in real world appli

cations of LabVIEW. In the first four of these experiments, the in-placeness oppor

tunities found by our algorithm essentially match those found by the NI heuristic. 

Though the NI heuristic and our algorithm find the same decisions, our algorithm 

finds them in a systematic and uniform approach as opposed to the ad-hoc approach 

used by NI. The slight difference in the running times is due to using different sched

ules. Our current prototype uses a random topological sort scheduling. Replacing it 

with a depth first topological sort should generate faster code because it would benefit 

from cache locality. We intend to investigate this difference in future work. In the 

remaining Vis, our algorithm generates code that is faster than the code generated 
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by the NI heuristic. The speedup factors are 1.5 in the sine generator experiment, 

13,280 in the cluster modification experiment and 6 in the Mandelbrot computation. 

Figure 5.11 summarizes the results. 

The Vis can be organized into five categories; 

1. Straight line code: The VI in Figure 5.3 computes the standard deviation of 

an array's elements. It is a straight line code in which in-placeness opportuni

ties are not interfering and clear to decide on. Both the NI heuristic and our 

algorithm find the same in-placeness opportunities. These in-placeness oppor

tunities produce a code that is 3 times faster then the code with the in-placeness 

turned off. The speedup we get in this example comes not from avoiding copying 

but from avoiding allocation. 

Figure 5.3 : Standard Deviation, the arcs are the in-placeness opportunities found 
by the NI heuristic and our greedy in-placeness algorithm. The running time of the 
VI using both the Nl-heuristic and our algorithm is 32 ms. The running time when 
in-placeness is turned off is 98 ms. 

2. Loops with scalar shift registers: The three programs simple unpack, original 

unpack and split unpack in Figures 5.4, 5.5 and 5.6 have loops, each with a scalar 
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shift register. Again the in-placeness opportunities are not interfering and the 

decisions are clear. Our algorithm finds the same in-placeness opportunities 

as those found by the NI heuristic. Though the in-placeness decisions are the 

same in the code generated by our algorithm and the code generated by the 

NI heuristic, there is a slight difference in their running times due to different 

scheduling. 
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Figure 5.4 : Simple Unpack, the arcs are the in-placeness opportunities found by the 
NI heuristic and our algorithm. The running time is 695 ms using the NI heuristic 
and 605 ms using our algorithm. 

3. Value of a shift register needed in two different iterations: The VI in Figure 5.7 

has a loop with three shift registers. One of these shift register is an aggregate. 

Our heuristic of in-placing the shift registers eliminates all copies at the back 

edges of the loop, but it has to introduce a copy inside the loop because the 

source of one shift register is connected to the sink of another shift register. 



37 

Input bits 
11 

I...U''"'''""fwN^——J 

J7 

Output bits 
-fig 

Figure 5.5 : Original Unpack, the arcs are the in-placeness opportunities found by the 
NI heuristic and our algorithm. The running time is 745 ms using the NI heuristic 
and 733 ms using our algorithm. 

This case can appear when the same value is needed in two different iterations 

of the loop. The code produced by our algorithm is 1.5 times faster than the 

code produced by NI. The NI heuristic has three copies on the back edge of the 

loop. We have none on the back edges, but we introduce a single copy inside 

the loop. 

4. Loops with aggregate shift register & Accessing portions of aggregates: 

For the VI in Figure 5.8, the NI heuristic decides to copy the marked aggregate 

on entry to the inner for loop on each iteration of the outer for loop. It recognizes 

that the aggregate is needed in two paths, one through the inner for loop and 

one through the unbundle operation. The unbundle operation only reads one 

element from the aggregate. Since the first path modifies the aggregate and 

the second path does not, the NI heuristic decides to copy the aggregate on 

entry to the for loop. NI hand tuned this example by introducing a "negate" 



38 

Figure 5.6 : Split Unpack, the arcs are the in-placeness opportunities found by the 
NI heuristic and our algorithm. The running time is 353 ms using the NI heuristic 
and 358 ms using our algorithm. 

operation through the second path to signal that the second path modifies the 

aggregate, hence it forces a copy along it and avoids the copy through the for 

loop, refer to figure 5.9. Our algorithm sees two in-placeness opportunities one 

through the for loop with an advantage equal to the size of the aggregate and 

another through the " unbundle" operation with an advantage equal to the size 

of an element of the aggregate, so it decides to inplace the aggregate in the two 

samples. The speedup we get in the original program is 13,280 and we get the 

same speed as NI in the hand-tuned program. 

5. Mandelbrot and RewiredMandelbrot Here, we have three nested loops each with 
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shift 2 

Figure 5.7 : Sine Generator, the NI heuristic decides on inplacing one group of shift 
registers (shift register 2) but our inplaceness algorithm always inplaces shift registers 
(shift registers 0,1 h 2). An explicit copy is needed between the source of a shift 
register and the sink of a different shift register to maintain the accuracy of in-placing 
the shift registers of the same group. The running time of this VI is 94 ms when using 
the decisions produced by the NI heuristic and 62 ms when using the ones produced 
by the our inplaceness algorithm 

scalar shift registers. In-placing the 2 scalar shift registers and inputs/outputs 

of the innermost loop saves us copying a number of times equal to the product of 

the number of iterations of the middle loop and the outermost loop. In-placing 

2 scalar shift registers and the input/output of the middle loop saves us copies a 

number of time equal to the number of iterations of the outermost loop. We also 

in-place 2 scalar shift registers of the outermost loop. NI misses an in-placeness 

opportunity because of a difference in wiring order, but our algorithm produces 
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Figure 5.8 : Cluster, the running time of this VI is 132,796 ms using the NI heuristic 
and 10 ms using our algorithm. The 13,280 speedup is due to in-placing the cluster 
along the path through the nested for loops. 

the same inplaceness decisions for both VI's which shows its consistency. 

In summary, our algorithm matches the NI heuristic in four examples and outper

forms it in three. The results are summarized in figure 5.11. 



41 

ICIustprl 

!'S:i HUD-

Figure 5.9 : Hand-tuned cluster, the running time of this VI is 10 ms using either the 
NI heuristic or our algorithm. 
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Figure 5.10 : Mandelbrot, the running time of this VI is 44,425 ms using the NI 
heuristic and 6,888 ms using our algorithm. 
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Sample VI 

1 Standard Deviation 

2 Original Unpack 

3 Simple Unpack 

4 Split Unpack 

5 Sine Generator 

6.a Updating Cluster 

6.b Tuned Updating Cluster 

7. a Mandelbrot 

7.b Rewired Mandelbrot 

NI 

Inplaceness 

32ms 

745ms 

695ms 

353ms 

94ms 

132, 796ms 

10ms 

44,425ms 

42,958 

Rice 

Inplaceness 

32ms 

733ms 

605ms 

358ms 

62ms 

10ms 

10ms 

6,888ms 

6,970ms 

Rice speed up 

vs. NI 

1 

1.02 

1.15 

0.99 

1.52 

13, 280 

1 

6.45 

6.16 

Figure 5.11 : A summary of the running times of the experimental Vis. The second 
column has the running times of the code generated using the NI heuristic. The 
third column has the running times of the code generated using our algorithm. The 
running times are in milliseconds 
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Chapter 6 

Conclusions and Future Work 

6.1 Conclusions 

This thesis presents a greedy in-placeness algorithm that significantly reduces the 

amount of copying in functional and data flow programming languages by allowing 

operations to update their output in-place of their input whenever possible. We 

prove the problem of finding a schedule with the minimum amount of copying to 

be NP-complete. Our greedy in-placeness algorithm finds a schedule that minimizes 

the amount of copying in OiTlogT + EWV + V2) time, where V is the number of 

operations in the program, Ew is the number of edges from wires to the operations 

that use them as input and T is the number of in-placeness opportunities. We have 

implemented a prototype of the in-placeness algorithm for the widely used graphical 

programming language Lab VIEW and compared its performance to the performance 

of the in-placeness heuristic used currently in Lab VIEW'S compiler. Our in-placeness 

algorithm achieves 1.5, 6, 13,280 speed up factors in three real world applications of 

LabVIEW. NI anticipates incorporating our algorithm in the next published version 

of LabVIEW. 

6.2 Future Work 

Our greedy in-placeness algorithm can be improved in several areas: 

• Assigning more precise advantages to the in-placeness opportunities. This can 
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be achieved by using type and size inference. 

• Avoiding copies resulting in divide and conquer problems which can be done by 

allowing a data structure to be in-placed by more than one new data structure. 

• Inter-procedural in-placeness using the telescoping approach. [16] 

• Combining scheduling and in-placeness to maximize reuse and parallelism for 

maximum performance on multi-core machines. 
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Appendix A 

The performance of the Nl-heuristic 

The NI heuristic produces optimal solutions only for directed acyclic graphs where 

each operation has one or two inputs and a single output. 

Hypothesis: For DAGs containing only operations that correspond to machine in

structions, i.e., those that have either one or two inputs and only one output, if there 

is a unique winner at each stage of the scheduling algorithm using the NI heuristic 

(i.e., no ties at any stage), then the resulting schedule is optimal. 

Proof: Suppose there exists an optimal schedule s that does not follow the NI heuris

tic. That is, at some stage k, two instructions ia and % are both ready and the optimal 

schedule puts % at that stage while the Nl-heuristic would favor ia. (Assume without 

loss of generality that k is the first stage in s that violates the NI heuristic.) 

Claim: there exists a schedule that is at least as good as the optimal one and that 

schedules the Nl-favored node ia at stage k. 

Proof: Construct a schedule s' from s, by shifting ia, the Nl-favored node at critical 

step k, from its position at step j > k in s to position k in s' and shifting all of the other 

instructions after step k right by one position. Thus Si... s^-i = Si...Sk~i,s'k = Sj 

and, for k + 1 < i < j , s[ = s;_i, and, s'j+1 ...s'n = Sj+x ...sn where n is the number 

of operations in the schedule. Let c (i, s) be the cost of a schedule s at stage i (i.e. 

the number of live wires after the instruction i). By convention we let c (0, s) be the 

number of live wires on input. The cost of a given schedule is: C (s) = maXiesc (i, s). 

Claim: C (s') < C (s) 
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Proof: For i = 1 . . . k — 1, c (i, s') = c(i,s) because they are identical. At any given 

stage, since ia is favored by the NI heuristic, c (fc, s') < c (fc, s) — 1. Now what about 

c (A; + 1, s ' ) . . . c (jf, s')? Since ia would be a clear winner at stage k, it reduces the 

cost by 1, it must be the last use for at least one input. Thus, the in-placeness cost 

Cfc (ia) is either 0, in the case of a two-input instruction, or —1, in the case of a unary 

instruction. In either case, the number of extra wires due to ia between position k 

and position j is either the same or less than they would be in the original schedule. 

Thus, the maximum number of live wires at any step in s' between step k + 1 and 

step j must be less than or equal to the cost of s at the same positions. After that 

both schedules are equivalent, so the claim is proved. 


