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ABSTRACT

On Fairness in Wireless Networks Under Channel Uncertainty
by
David Teh-Hwa Kao

This thesis studies fairness in wireless networks. Unlike wired networks,
the wireless medium presents many unique challenges. Foremost is the uncertainty associated with a time-varying physical channel. Consequently,
we utilize a model that incorporates such variations and uncertainty. The
main claim of this work is for a wireless network, fairness can only be
achieved in the time-asymptotic sense, due to an inability to accurately
measure the medium. As an example, we first present protocols that
exhibit asymptotic convergence for distributed multiband networks. We
then show that even for the straightforward task of centralized scheduling, if short-term fairness is desired, a guarantee of fairness results in zero
throughput. Therefore, we present a concept of e-fairness, where limited
tolerance for unfairness permits increased spectral efficiency. We apply
this concept to the scheduling problem, and show how it stimulates new
design philosophies for realistic fair wireless networks.
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CHAPTER 1

Introduction

Use of wireless communication systems has grown at a rapid pace over the past few
decades. This has resulted in a massive increase in the density of coexisting wireless
devices. In fact, even in the most isolated of locations, there are often multiple users
attempting to wirelessly transmit data.
However, wireless systems are unique in that the medium used to transmit information is a shared resource. Thus, in any system where there exist multiple flows
of information, there is a question of how to "best" divide this resource. Though
there exist many definitions of a "best" division, we consider in this work the concept
of throughput max-min fairness. Simply stated, max-min fairness requires that any
user experiencing some throughput is not doing so at the expense of another user
experiencing lower throughput.
The wireless medium itself poses the greatest challenge in computing the division
of resources. With a complete and accurate description of the channels, how to find
fair divisions has been rigorously studied. However, the characteristics of wireless
networks are time-varying and generally unknown a priori. This means that, unlike
wired systems, the fair division of resources must be derived from a description of the
network determined by unreliable measurements.
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In this document, we examine how difficulties introduced by wireless channel
measurement affect the ability of a system to calculate a fair division of resources.
We are particularly interested in how the timescale of fairness - the amount of time
in which the system must both compute and enact a fair division - impacts this
process. Furthermore, we examine how the achievable throughput is influenced by
these factors.
To study long-term fairness (fairness with no constraint on timescale), we first
consider a problem of fairness within multiband random-access networks. We then
study scheduling within a centralized single-band network with a finite run time. We
will see that strict claims of short-term fairness can only result in zero usage of the
medium, i.e. no users experience any throughput. However, the conclusions drawn
from this realization will lead to an adaptation to the definition of short-term fairness,
as well as a new approach to the design of protocols.

1.1

The State of the Art

Our examination is predicated on a physical model that incorporates both time variation and stochastic uncertainty of measured components. Many classic results and
simulators in packetized radio networks are based on a collision model where the only
factor contributing to packet loss is whether two users that are "in range" simultaneously transmit [1-3]. These models fail to account for many issues common to
wireless communication (e.g. small-scale fading or aggregation of received interference), and therefore, these results are matched only to ideal cases involving sparse
line-of-sight networks. A number of recent works have sought to better characterize the underlying model and describe the performance loss seen in experiments by
considering synchronicity and coordination [4], conditioning on the number of simultaneous packets[5], and physical topology [6]. While these have all helped to close
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the gap between theoretical models and experimental data, all assume a deterministic underlying model, thus severely reducing the natural and significant uncertainty
inherent in the wireless medium.
The most realistic physical model of packetized wireless networks is the formulation of physical layer capture initiated by [7], and extended by many others to the
concept of a probability of capture [8-11]. Physical layer capture attempts to describe
the phenomena of a simultaneous transmission of packets resulting in a single received packet, instead of a packet "collision". Perhaps the greatest revelation is that
physical layer capture effects in wireless are dominated by instantaneous received
power [8, 11]. Thus the formulation of a probabilistic physical layer capture model
is not too different from the physical layer concept of outage introduced in [12]. The
term outage describes an event where the physical channel simply cannot support the
packet decoding, and thus packet loss occurs.
The study of multiband random-access networks is not only an interesting application of long-term methods of dealing with channel uncertainty, but also a relevant
topic of inquiry with the recent interest in dynamic spectrum access [13], and cognitive [14, 15] networks. Preliminary analysis suggests immense performance improvements in the asymptotic regime [16], and a number of opportunistic protocols have
already been developed for point-to-point cases [17, 18]. In some sense, multiband
random-access can also be seen as a special case of the frequency allocation problems
seen in cellular and WLAN networks. While a great deal of work has been produced,
most of it assumes a simpler physical model regarding the interaction of information flows [19-21], ignores the effects of uncertainty in the measurement process [22],
or focuses more on the coordination of devices than on the optimization of a network metric [23-25]. Furthermore, to our knowledge no approaches have applied the
network utility framework to the multiband problem.
For our examination of short-term fairness, the focus on centralized scheduling,
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[26-29], allows us to bound the effect of measurement-induced uncertainty on the
achievability of fairness for all systems. Issues and questions that arise in centralized scheduling will only be exacerbated by extension into the distributed protocol
domain. Recent work regarding short-term fairness has focused on the evaluation of
pre-existing protocols [30] or the heuristic design of protocols that build on 802.11
and employ more conservative strategies for smaller windows [31, 32]. The effect of
suboptimal network utility maximization on network performance was recently discussed in [33], however rather than examining the effects of a suboptimal solution, we
will examine how the set of feasible solutions is affected by a tolerance for unfairness.

1.2

Contributions

We begin in Chapter 2 with a description of a base flow interaction model built upon
physical properties of the wireless medium. In later chapters, this base model will be
adapted to each of the specific problems being considered. We also review a number
of fundamental mathematical concepts that will be used in the development of the
work.
In Chapter 3, we examine long-term fairness in multiband random-access networks, and demonstrate that for definitions of optimality that match the physical
capabilities of devices and network structure, protocols can be defined that converge
to the "best" solution. We analyze two types of networks:
• Connectionless networks, in which independent data flows cannot cooperate to
collective share the medium, and thus a noncooperative game theoretic model
and solution concept is needed.
• Information-sharing networks, in which nodes attempt to be locally max-min
fair, given limited information regarding their neighbors.
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For each case we define a protocol inspired by stochastic approximation theory,
and prove convergence. Furthermore, for both protocols, full characterization of the
wireless channel is not required; protocols depend only on aggregate parameters,
thus reducing the overhead of measurement. This suggests that for a wide class of
problems, the iterative nature of protocols like those used here allows the system
designer to tradeoff time spent in computation for the volume of knowledge necessary
to maximize performance.
Chapter 4 is the main focus of this work. The major result is that short-term
max-min fairness in a wireless network cannot be achieved unless all users experience
zero throughput. This results from an inability of the system to produce a complete
and accurate depiction of the interaction of flows within the network.
Though intuitive, this conclusion and the formulation used to reach it suggest that
a different approach to the design of fair protocols in wireless networks is necessary.
Rather than design a short-term protocol based on a suboptimal model and grudgingly
accept the resulting reduction in performance, we propose specifying a tolerable level
of unfairness prior to design of the protocol. Then, the resulting fairness problem
can be formulated as an optimization with the tolerance for unfairness representing
a relaxation of constraints and expansion of the feasible set of possible schedules. In
some sense, such an approach facilitates opportunistic protocols allowing a system
to increase the network's spectral efficiency. For the case of centralized scheduling,
we provide examples of such approaches to protocol design with the development of
two protocols that define the process of measurement and schedule selection. The
innovation of these protocols is the ability to tradeoff tolerance of unfairness for
increased network spectral efficiency.
Finally, in Chapter 5 we provide general insight into the impact of these results
as well as describe several possible directions of future research. Overall, the main
conclusion of our work is that the design of efficient and fair wireless networks requires
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a design approach that is matched to the timescale of operation. With regard to
realistic implementation of short-term fairness, protocols designed with an awareness
of their inherent suboptimality can better capitalize on opportunities and result in
higher efficiency.

CHAPTER 2

Preliminaries

Before presenting our results, we first detail the fundamental characteristics of the
system under consideration. In the examination of each particular problem, further
development may be necessary, but both analyses will draw from the base system
model described here. We also briefly review relevant mathematical concepts and
terminology that will be used extensively in the subsequent chapters.
In general, we use the following conventions in the mathematical development
of concepts. We use boldfaced type to represent random variables and processes,
and unbold for the realization. For instance, the random variable x is governed by
a distribution that produces a realization x. Vectors will be distinguished with an
underline, x, and notation for matrices will be specified on a case by case basis.
Estimates are denoted with a hat, x, and the inner product between two vectors, x
and y_ is denoted x • y_. A complete list of the notation used within this document, as
well as their relevance, can be found in Appendix A.

2.1

Base System Model

We will consider packet-based wireless networks consisting of N' nodes, comprising
N = ^

one-hop flows. With the objective of arriving at a network model which
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best captures time-varying networks, we will build the model starting from a characterization of the physical layer channel and particular network architecture. We
then will discuss the temporal assumptions and present a simplified representation
that captures the interaction of the unique flows. Finally, we incorporate a model for
realistic measurement of these relevant network parameters.

2.1.1

Physical Channel Model

The wireless link from transmitting node b to receiving node a can be modeled by
the following input-output equation

Va{t) = da>b(t)-a^^ha,b(t)xb(t)

+ na(t),

(2.1)

where ya(t) is the signal received at node a, datb(t) is the distance between the nodes,
®a,b(t) is the pathloss exponent, ha^{t) represents scalar fast time-scale fading, xb(t) is
the transmission by node b, and na(t) is the receiver noise at node a [34]. Note that all
parameters are time-varying, especially the distance, pathloss exponent, and smallscale fading, thus we model each as a random process. As a result, the cumulative
channel effect, ca,b(t) = datb(t)~aa'b^ hajb(t), must also vary stochastically in time.
For a time instant t, the collection of cumulative channels caib(t) represents a
complete description of the whole network channel. Concisely, one could represent
the complete network channel state with the following matrix
ci,iC0 c1>2(t) •••

cliN>(t)
(2.2)

CJV',1

CJV',2

•••

CN',N'(t)

One key point to note is that the channel matrix C(t) is not known a priori.
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Thus, some information about the network channel state must be learned. Further,
note that the channel state C(t) determines the network topology with respect to link
interaction, which in turn determines the fair shares for different flows in the system.
Therefore, optimal allocations of flows are determined by C(t), which is unknown to
any node in the system.

2.1.2

Network Organization

Within the network, nodes are organized into N = ^- unidirectional one-hop data
flows, each consisting of a single transmitting node and single receiving node, and
fully backlogged queues. In this work, we will restrict our focus to a case where the
transmitting node of each flow i transmits data via packets coded at a fixed rate,
Ti, and fixed power, CPj. This power is normalized such that the noise power, JV0, is
the same across all receivers. Notice that the fixed power and code rate assumption
restricts a flow to two possible data transmission modes: being "on" and actively
transmitting packets, and being "off" and transmitting no signal whatsoever.
As a result of the pairing of nodes, the physical channel between any two transmitter nodes or any two receiver nodes is irrelevant. This now permits pruning of
the full network channel matrix, C(t), such that it contains only those entries which
impact the interaction between flows. Let a» and bi be the indices of the receiving and
transmitting nodes respectively of Flow i. Then the relevant collection of channels is
the N x N matrix

C{t) =

Cl,l(t)

Ci,2(t)

Cl,N' (*)

C2,l(t)

C2, 2 (<)

C2,N' (t)

CjV.l

CN,2

cjv,jv(i)

(2.3)
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where ciyj{t) — caijbj(t)}

Similarly, throughout the rest of the document we index

network parameters d, a, and h by the flow indices i and j .
Equally relevant to the reliable transmission of data is the set of possible interfere s . This set of active links, S(t), may be viewed as a network scheduling state with
a total of K = 2N possibilities, specifying which links are "on" or "off". Note that
the symbol S denotes both a set of transmitting flows, as well as a description of the
network scheduling state, i.e.

i G S(t) <£=>• Flow i is transmitting at time t.

In the case of a centralized scheduler, this state exists as a system control parameter. However, in the case of a distributed system, like the network channel state
C{t), neither the instantaneous nor the ergodic properties of this scheduling state will
be known a priori, and thus, must be learned. However, unlike the channel state,
the scheduling state is a parameter that can be controlled, at least partially, by the
individual devices.

2.1.3

Temporal Model

We use a time-slotted model, where any single link action (e.g. packet transmission,
medium measurement, etc.) occurs within the duration of a single slot. As with most
applications, the duration of the slot, T0, is short enough such that citj(t) can be
considered constant during each slot. Thus we index the time slots using m G Z. For
instance, the sequence of cumulative channel effects can be expressed as

ci}j[m] = CiJ(mT0).

(2.4)

^quivalently, one could now view the physical model as an interference channel [35] with timevarying gains Citj(t).
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We further assume that there is a predefined window of interaction T consisting of
M = jr time slots. This window describes the length of the fairness timescale being
considered. If a network is such that asymptotic performance can be considered, we
allow M to approach infinity, whereas if short-term metrics are used, M will be some
predefined finite value. A finite window may be necessitated by communication delay
constraints, coherence of a non-stationary parameter, or simply a desire to operate
on such a timescale.
A key point worth noting is that the duration of time a channel can be assumed
constant, its so-called coherence time, is directly related to the coherence times of the
time varying components comprising the cumulative channel effect. However, there
exists a disparity between the coherence times of the individual channel components;
the duration over which hitj{t) can be considered constant is very different from that
oiditj(t)

or atij(t).

For the claims made in this work, it will be sufficient to assume the coherence
times of ditj(t) and cti,j(t) are both longer than the interaction window. Thus the
particular values of d^j and a^ are constant in the window, but not known a priori.
This does not necessarily suggest low mobility, only a desire of the system to function
at a timescale below that of the mobility coherence time.
With regard to the components hij{t), we assume that its coherence time Th is
equal to that of timeslot duration T0, and in each slot, hij[m] is independently drawn
from a possibly unknown distribution (i.e. the fading component is independently and
identically distributed). We also assume the support of the density function spans
the non-negative half of the real line, and that there is zero mass at zero gain. For
clarity, the relation between the coherence times of the physical channel attributes
and the window of interaction is stated below.

Th < T < Td < Ta

(2.5)
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Consequently, for the duration of interest, C[m] can be considered i.i.d. realizations of some random variable. We refer to this random variable as C. Similarly,
when there is uncertainty in the network scheduling state (the set of tranmitting
links) we refer to a stochastic scheduling state as S.1

2.1.4

Flow Interaction

Each flow, i, transmits data via packets coded at a fixed rate, r,, and fixed power, 3V
In order to correctly decode a packet, the received signal-to-intereference-and-noise
ratio (SINR) must support the code rate. Thus, the event of an outage (packet-loss)
in time slot m is dependent on two factors:
1. The set of active flows S[m] who contribute to interference,
2. The network channel state C[m] that determines the attenuation of the message
and interference signals.
For given scheduling and channel states, S[m] and C[m], an outage for Flow %
occurs if
/

\

n > log

(2.6)
V

jes[m]\{i}

J

When there is uncertainty in the network state, the outage event becomes an outage
probability conditioned on available knowledge. Let <Qi[m] denote a binary indicator
1

In general the stochastic properties of the scheduling state 5[m] may not (and in fact will not)
be stationary. However, there will exist periods defined by protocol over which its properties will
remain unchanged, and therefore the simplified notation is used.
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of whether an outage event has occurred for a flow i

I
1

if i e S[m],ri > log

Qi[m] = <
0

\

1+
\

<jMVi

N0+

J2

c m

jeS[m]\{i}

UW

(2.7)
)

else

Now assume some perfect partial information I[m] regarding the network state is
given. The probability of outage can then be expressed as

ej(/[m]) = PrJLink % outage | I[m]}
= E[Q[m]

\l[m}].

(2.8)

Notice first that due to our assumptions regarding the channel fading (Section 2.1.3),
the outage probability is strictly greater than zero and strictly less than unity, conditioned on the flow attempting transmission. Therefore, the outage event is actually
a Bernoulli random process with non-zero variance,

Qi[m] ~ Bernoulli( ^(/[ra]) J,

(2.9)

whose defining parameter is the outage probability, which itself is a function of the
distributions of S and C conditioned on I[m]. By definition the variance of this
random variable is
w[(&[m]]=ei(l[m])-e2i(l[m]).

(2.10)

The information I[m] may take many forms. For instance, in the case of a centralized scheduler, I[m] would completely describe the scheduling state S[m], thus removing randomness from one component of the full network description. Conversely,
if the network channel is deterministically known, I[m] would define deterministic
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sets of simultaneous transmissions resulting in collision. A key point is that I[m] is
assumed to be completely reliable, thus modeling parameters over which either the
devices have either complete control or complete knowledge. The incorporation of incomplete or unreliable information will be accomplished via a network measurement,
or learning, model described in the following section.
In conclusion, when the probability of outage is known, we can provide a general
expression for the average throughput Ri of a transmitting flow in any time slot where
I[m] = I,
Riocnil-eiil)).

(2.11)

Thus in a packetized system, the outage expression e^I) is related linearly to throughput and is the unknown network parameter most relevant to system performance.

2.1.5

Network Measurement

Regardless of whether a distributed or centralized hierarchy is used, in order to obtain knowledge of the outage probabilities (and the possible resulting throughputs),
measurement of the network parameters must occur.
Realizing this, and because we have assumed no prior knowledge, we estimate the
function ej(I) using a maximum likelihood estimator. If we assume stationarity of
the outage random process for the interaction window of M time slots, by taking the
statistical mean of a number of independent observations of Q[m] in this window, we
can be ensured of an unbiased estimator whose mean-squared-error decays inversely
to the number of observations. Before presenting the actual form of the estimator
and the resulting mean-squared-error, it is necessary to address a number of key
considerations in how the measurement process occurs.
We assume that measurement occurs orthogonally in time to actual data transmission, thus accounting for the temporal resources necessary to perform measurement.
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For Flow i, we define the ratio of time that measurement occurs 7, € (0,1). In addition to this, the cardinality of the domain, J, and dimension of randomly varying
parameters may increase the number of physical measurements necessary to make a
single network observation.1 We therefore define the parameter Q e (0,1], as the rate
at which network observations can be made. Consequently, in the window of length
M, d'jiM network observations occur.
Let an interaction window of length M and a set of measurement time slots Mj
pertaining to the argument / , where |M/| = C,liM, be given. We define the (unbiased)
maximum likelihood estimator of Flow i's outage probability in the window as

gi(J) =

T^M £ GK

(2-12)

Note that although the argument / is not visible on the right hand side of the expression (2.12), there is an inherent assumption that for each m e Mi, I[m] = I.
This expression in turn provides us with the decay of mean-squared error seen
below in (2.16).

M S E ^ I ) ] = E[( e i (J) - ei(/)) 2 l,
- E

E[Q,[ro] I I[m] = I] - - ± -

var[Qj[m] | I[m] — I]
QliM

ei{I) ~ e?(J)

(2.13)
£

Q[m})

(2.14)

(2.15)
(2.16)

Unfortunately, since the outage probability is unknown a priori, the mean squared
error in estimating the outage probability will be unknown as well. We therefore
1

In a centrally controlled system for instance, the number of transmitter-to-receiver channels,
which cannot all be measured simultaneously, grows quadratically with the number of flows and
observations are required for each channel in order to compose a single observation of the complete
(random) network channel C.
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provide a very simple (albeit loose) upper bound on the estimation error that will
later prove useful in the design of protocols.

MSE[g i (/)] =

ei(/)

i _

"^(J)
I

*S
2.2

(2.17)

(Z18)

Mathematical Preliminaries

2.2.1

Noncooperative Game Theory

For a complete reference on the topic of game theory, we refer the reader to [36]. A
noncooperative Game in normal form consists of three ingredients:
• A set of N players, i e { 1 , . . . , N}
• For each player, a set of feasible actions or strategies, IIj
• For each player, a utility function that is a function mapping the collection
of strategies played by all players to a partially ordered set, Wj(7Tj,7r_j) where
7Ti € IIj is the strategy of Player i and 7r_j denotes the collection of (current)
strategies of all other players.
If the cardinality of strategies, |IIj|, is finite, then each element can be said to
be a pure strategy. A mixed strategy is a probabilistic distribution over the set ITj
that a player uses to randomly select a pure strategy during an instance of game play.
Essentially such a mixture of pure strategies could be envisioned as extrapolation of a
finite set of pure strategies into a compact and convex continuous space (a simplex) of
possible strategies. Finally, the dominant solution concept in non-cooperative game
theory is that of the Nash equilibrium [37], stated here.
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Definition 1 (Nash equilbrium). Let 7Tj define the (possibly mixed) strategy of player
i. A strategy profile [m, 7r 2 ,..., TTN] is a Nash equilibrium if

Ui(7Ti,7r-i)

>«i(7T-,7r_j)

(2.20)

for all 7r£ G 11* and alH G { 1 , . . . , N}

2.2.2

Max-Min Fairness & Network Utility Maximization

Def: Max-Min Fairness, Network utility w/ history and recent developments, key
assumptions (concavity)
Max-min fairness (MMF) [38], is the most classic (and in some sense the most intuitive) definition of fairness. Although originally described in the context of allocation
of bandwidth to elastic flows, we state in very general terms the main concept.
Definition 2 (Max-Min Fairness). Let i G { 1 , . . . , N} be a flow coexisting in some
network, and Ri be its rate. A feasible throughput vector

Ri

(2.21)

R =
R •N

is max-min fair if it is not possible to increase Ri, while maintaining feasibility, without
reducing the rate of a flow j where Rj < i?;.
Many other definitions of fairness have arisen over the years, however a large class
of rate/throughput-based definitions of fairness have been generalized by [39] under
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the framework of Network Utility Maximization. Let a flows utility1 be defined as

(2.22)

where (3 6 [0, oo) is a parameter that specifies the objective of the optimization. The
objective of network utility maximization is the optimization of the sum of individual
utilities

Unet = J2uW-

(2-23)

i

Notice as special cases j3 = 0 maximizes sum rate, /3 = 1 provides a solution to
proportional fairness [40], and as (3 approaches infinity, the objective becomes a maxmin fair optimization.

2.2.3

Stochastic Approximation

The topic of stochastic approximation has many applications in engineering problems
where observations of the system are corrupted by some stochastic element. For a
complete reference we direct the audience to [41]. Generally, the stochastic optimization method involves a iterative update process of some control parameter in
the search of an optimal parameter. The direction of each update is a deterministic
function of some stochastically corrupted function of the current parameter.
In this work we only require the following definition, however we also provide
some intuition as to why the classic conditions on step size sequence for the stochastic
approximation update leads to convergence results.
Definition 3 (Lyapunov Stability). Let O e f f b e the parameter in question and let
1

Note that like non-cooperative game theory, there is a concept of individual utility. However the
objective of NUM is the maximization of the sum of such individual utilities whereas game theory
is concerned with (separated) maximization of individual utilities.
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the ODE
Q = g(0)+z

(2.24)

be given.
A set A C H is said to be locally asymptotically stable in the sense of Lyapunov
for the ODE (2.24) if for each S > 0 there is 8i > 0 such that all trajectories starting
in the neighborhood Ns^A) never leave Ns(A) and ultimately stay in Ns^A).
Essentially, an asymptotically stable point, G*, for the given ODE is one where
for small enough deviation, there is an intertial force that induces a trajectory back
toG*.
Now, consider a problem where we are attempting to locate the minimum of a
strictly convex function on a convex set. Let's assume that the observation during
each iteration is an unbiased and noisy representation of the gradient at the current
point. The classical constraints on step size sequence, /J,i[w], are
oo

(A3.1) ^2IH[W] = OO,
(A3.2) tk[w] -> 0,

(A3.3) ^2tf[w]<oo.
w=0

The first constraint intuitively allows us to wander towards the solution regardless
of intitial starting point. If the sum is finite, then in certain problems the iteration
essentially "runs out of gas" and stops short of the minimizing point. The second and
third conditions ensure that as the updates continue to occur, the sucessive effects of
noise are reduced each time.

CHAPTER 3

Distributed Optimization of Multiband
Random-Access Networks

3.1

Introduction

The proliferation of wireless devices and media services has stimulated an immense
growth in usage of the wireless spectral resources. As a result of this surge, there is
a need for devices that can better adapt to both the available spectral and temporal
opportunities in the wireless medium.
We examine a particular case of frequency-agile networks: multiband randomaccess networks. In such a network, flows can use one of several possible frequencybands, and the (random) usage of different bands adapts over time based on system
criteria. Though such networks have been previously studied, the work either focuses
on a simpler physical model regarding the interaction of information flows [19-21]
or ignores the effects of uncertainty in the measurement process [22]. In singleband random-access networks a great deal of work has developed defining protocols
that can, in a distributed manner, reach allocations that are locally, and sometimes
globally, optimal [42]. This is accomplished primarily by utilizing the theoretic tools of
distributed optimization and stochastic approximation. For a comprehensive survey
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of such work we refer the reader to [43].
We take a similar approach in examining our network, and focus primarily on
distributed methods for adaptation with some notion of optimality. Although the
increase in dimensionality due to multiple bands makes it difficult to establish claims
of global optimality, in both cases examined we are able to demonstrate protocols that
converge to a notion of local optimality. In each case, the definition of optimality
is constrained by the distributed approach and matched to the capabilities of the
network.
Though our emphasis is on fair, and specifically max-min fair, systems, in certain
circumstances networks are incapable of sharing information pertinent to satisfaction
of fairness criteria. We call such networks connectionless as the unique data flows in
such networks do not share a connection for coordination information and thus only
view other users of the medium as interference. Some examples of such networks
include ALOHA [1] and heterogeneous usage of unlicensed bands. In the absence
of the ability to cooperate, we apply a non-cooperative solution concept: the socalled Nash equilibrium [37]. By applying the tools of non-cooperative game theory
and stochastic approximation, we propose a protocol that converges to this solution
concept with probability one.
We then examine networks that are not connectionless and share information
in order to coordinate usage. For these information-sharing networks, we examine
the ability of such network to enact some form of max-min fairness. Applying the
network utility formulation of Section 2.2.2, we find that the global optimizer is not
unique, and that global optimization requires an essentially centralized approach.
We therefore focus on finding local maxima of limit of the network utility function;
the solution to the limit of the network utility is the max-min fair allocation. The
major contribution is the presentation of a protocol that converges with probability
one to a locally max-min fair solution in a distributed manner and without topology
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information.
This development, while merit worthy in its own right, also serves to demonstrate
how despite uncertainty, near optimal solutions can be found given an unlimited
amount of time.

3.2

Model

Consider a network in which devices, during a timeslot, are capable of transmitting
on one of L orthogonal bands, indexed by £ G { 1 , . . . , L } .

We assume that the

bands are adjacent in spectrum and fading is flat across all bands (thus the bands
are equivalent), and that L is strictly less than N. Additionally, we assume that the
window of interaction measured in time slots, M, is unbounded. The parameters
dij and a^j are continuous random variables drawn from a distribution prior to the
beginning of the window and remain constant for the duration.
In order to transmit data, flows employ a random-access strategy. Transmissions
from each flow can only be made in one band at a time, and the band used is governed
by some probabilistic access strategy. This (distributed) strategy can be represented
as a probability mass vector p^

for each flow i, such that

Pi,l
(D) _

Pi,2

P,

(3.1)

PLL

where pie

is the probability of Flow i using the ^ th band for data transmission. We

call the collection of these access vectors P ^ and also distinguish the collections of
all access vectors except that of the ith flow as p^).
When a flow (randomly) decides which band to use, we assume the necessary
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coordination between transmitter and receiver occurs flawlessly and so packet loss
occurs only if the noise or interference level is too high during the time slot.1 We also
assume that each flow is constrained to some p>max' < 1, which defines a maximum
probability of a flow being permitted to access any band, i.e.

(max)

(3.2)

^2 Pi/ <P\

This bound exists in order to accommodate some minimum ratio of time a flow
spends observing (as opposed to using) the medium. We assume whenever a transmission is not occuring, an observation is and thus, define the measurement ratio 7$
as

7* =

I

(3-3)

~J2P^
e=i

>l-p,

(max)

(3-4)

This begs the question of exactly what is being measured. As specified in Section 2.1.4, the parameter that best characterizes system performance is the probability
of outage given some control parameter. Prom the viewpoint of a single flow, the control variable is £, the band used. Thus, in the multiband random-access problem
addressed here, flows will attempt to estimate the outage probability conditioned on
usage of a band £,
(

/

M= £

ei{S)

SBi

\

\

IL
lies

/

\
(D)

,(J»

(3.5)

U^-PS
;

* its

J

where 6i(£) is the value of interest, and ei(S) is a scheduling state dependent outage
1

We qualify such an assumption by noting in dense networks (large TV) with few bands (small
L), error in discerning the relatively low rate link coordination information will be dominated by
interference induced outage events.
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probability.
Note that based on the expression (3.5), the outage probability of a flow % in a given
band t is linearly related to the how another single flow j uses band £. Furthermore,
based on the physical model from Section 2.1.1,

ei(S)>ei(S\{j}),Vj,

(3.6)

since removing an interferer decreases the average level of outage-inducing interference. Estimation of this parameter occurs as described in Section 2.1.5.
Prom this characterization, we can specify the throughput of a flow % as

Though the objectives in the following two types of networks are different, both will
be related to the throughput expression (3.7).

3.3

Connectionless Networks

We first consider a network where each flow is selfish and chooses to maximize its
own throughput. This situation is quite common in unlicensed bands where the heterogeneity of devices prevents connections from being formed between independent
flows. For instance, in a network with many independently designed devices, due to
different signaling and encoding methods used, the devices are incapable of communicating to coordinate their access of the medium. This inability to coordinate access
necessitates a non-cooperative framework to model medium access.
We first describe the game-theoretic utility of each node followed by a distributed
connectionless protocol implemented by each link to find its best possible access
strategy p{D^*. The main result is the presentation of a protocol, based on stochastic
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sub-gradient methods, that over time converges to a Nash equilibrium.

3.3.1

Noncooperative Game Model

Because each flow acts selfishly, we define its game theoretic utility to be proportional
to its throughput. By the definitions in Section 2.2.1, each flow is now a player in
the game-theoretic sense, and the exclusive use of any single band can be considered
a pure strategy. Therefore, the method by which flows randomly access bands is
analogous to the concept of a mixed strategy. This leads to the following definition
of a function Ui^(PJD^) that specifies the utility of the pure strategy (Band £) to a
player (Flow i).
uiAE{D))

= ri(l-ei(e)).

(3.8)

This provides us with the following definition of overall utility for Flow i,

Ui(P{D)) = £ p ^
= Ri

(P{D))

(P{D))

,

•

(3.9)
(3.io)

Each flow's objective is to select a strategy (access vector) that maximizes its
own utility (throughput), given the strategies of all other flows and structure of the
game. Therefore, given the non-cooperative nature of the connectionless network,
we refer to the problem of flows determining their individual access vectors as the
Multiband Random-Access Game. As described in Section 2.2.1, the solution, or Nash
equilibrium, designates a set of access vectors from which no flow has an incentive to
deviate. Thus, at a Nash equilibrium, there is a sense of individual optimality; each
flow has an optimized access vector relative to the access vectors of all other flows.
By the seminal result of Nash [37], we can confirm the following claim:
Proposition 1. For the multiband random-access game, there exist a Nash equilibria
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in mixed strategies.
Therefore, we can be assured of the existence of some equilibrium allocation. However, the Nash equilibria of this particular game are not unique. To see this, one only
has to see that any equilibrium set of access vectors will remain an equilibrium with
respect to a permutation of bands; the identity of the bands used is not unique. Furthermore, attainment of a Nash equilibrium will guarantee neither Pareto efficiency
[36] nor maximum spectral efficiency (maximum usage of resources).

3.3.2

A Connectionless Protocol

In order to allow the access parameters P ^ to attain a Nash equilibrium, we propose
the following protocol which is implemented by all links in the network. During each
discrete time slot, indexed by m, flows access or observe different bands randomly
according to their probabilistic access vector p[D^. At the end of an update window
of length W, the flows then use a stochastic sub-gradient approach to periodically
adjust their access vector p[D^ until an equilibrium is attained. Let w be the index of
the current update windoww, i.e.
m
w = IW.

(3.H)

Prior to defining the protocol, we define the following classical stochastic approximation constraints on the step size sequences Hi[w\.

(A3.1) J ] ^ H = oo
(A3.2) ixi[w] -* 0
oo

(A3.3) ] j T ^ [ u ; ] < o o
for w > 0 and Hi[w] > 0.
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Protocol 1 (Connectionless Multiband Protocol).
Let each flow, i E { 1 , . . . , N}, have the following predefined parameters
• an initial seed distribution p{D^ [0] for its access vector, where the access vector
for time slot m is denoted as p[D^ [m],
• a window W specifying how many time instances occur between each update of
access vectors,
• a maximum usage probability p\m

, which can be different for different links,

• a sequence of decreasing step sizes fJ,i[w] satisfying (A3.1), (A3.2), and (A3.3).
Each link uses the following process to intelligently access spectrum and learn an
optimal connectionless allocation:
1. For time instance ra, use the access rule p[D^[m] to randomly select the option
of using or observing a frequency band.
2. If the observing option was selected, use the time slot to estimate outage probabilities.
3. If m mod W = 0 continue to Step 4. Otherwise let

p f V + l]4;f)H,

and return to Step 1 for the next time instant,

(3.12)

m+1.

4. Based on measured data, form an estimate of the utility in each band. Use this
to construct a sub-gradient (described below).
5. Perform a sub-gradient ascent step update on the access vector of step size
/•^[LfjfJ]

an

d truncate as needed (described below).
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Utility Estimation &: Sub-Gradient Construction
Whenever a band is observed, the utility is calculated and stored. At the end of the
window for each band, we take the statistical mean of the instantaneous utilities from
the sensed data for that band. This provides us with a set of estimates of utility u^
for each band £ that describes a noisy gradient of the utility with respect to the access
vector.1
Prom these utility estimates, a link forms a gradient g.,

9i,l
9i,2

9i=

.

•

(3-13)

9i,L

where
9i,e = Ui,£.

(3.14)

We assume that enough measurement time will occur within each update window,
W, such that each band is observed at least once. However, if this is not the case
(for very short update windows), then there exist simple methods of constructing a
sub-gradient g. such that usage of unmeasured bands neither decreases no increases.
Step Truncation
When the update step occurs, constraints must still be enforced such that the access
vectors remain within the set of feasible access vectors. This is accomplished simply
by what is termed in stochastic approximation as a 'step truncation' [41]. Since the
feasible region of allowable access vectors is a convex and compact set, if after an
update occurs the access vector lies outside those bounds, we truncate the step such
1

This is identical to the estimation method described in Section 2.1.5.
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that the closest (by the Z2-norm) access vector within the feasible set is used. This is
illustrated in Figure 3.1. Finally we can perform the following update at the end of

^V":

^

*,

(a)

(b)

Figure 3.1: Gradient Step Truncation - (a) Projection back onto feasible set, (b) Dual
projections onto feasible set.
the update window of length W, where | • | + is the (Z2-norm) truncation operation.

-.(°)/ TO ) + ^.
p ( D ) ( m + l ) 4 pP)(

•

m

(3.15)

In actuality, g. is a random variable parameterized by the collection of access vectors,
P}D\

Furthermore, P}D> evolves over time, and therefore for the convergence analysis

below we refer to the the gradient sensed by a link as

g.(P}D'[m]).

Finally, we also note a number of design parameters in this system. We utilize here
a minimum probability of observation so, despite the effects of noise, the network will
be able to escape non-Nash equilibrium states. However, this decreases the amount
of time a flow can spend transmitting data. But in order to improve estimates of
utility in each band we would need to increase the ratio of time observing. This, as
well as the sequence of step sizes used in the gradient ascent, are issues that must
be carefully considered when designing a device for this environment as they affect
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performance aspects of the system (e.g. throughput, rate of convergence, frequency
agility, etc.) and are a subject of further study.

3.3.3

Convergence Analysis

It is easy to see that if the procedure involved a single link, a static network and noiseless sensing, the process converges to an individually optimal allocation.1 However,
the problem becomes complicated when multiple links are simultaneously adjusting
their access and we add uncertainty to the observations (i.e. estimation error). However, we now show convergence with probability one of the protocol to one of a set
of Nash equilibria. To do so we apply a method analogous to the standard ordinary
differential equation (ODE) method of stochastic approximation [41].
First consider the collection of differential equations, Equation (3.17) for all i,
describing the mean behavior of the iteration sequence. These expressions can be seen
as continuous time interpolations of the expected "tail" trajectory of the iterates.

(3.16)

pr(t) =E
{D)

u i,i{p

(t))

u.

(3.17)

where p^ (t) is the gradient of the continuous time interpolation. The key is that near
limit points of the mean ODE, the error in the construction of the update gradient
decreases over time, permitting the iteration to settle at a stable allocation.
What must to be determined is the set of locally asymptotically stable points. In
the remainder of the section, we show that any non-Nash equilibrium set of access
1

In this ideal scenario, the algorithm regresses to a gradient ascent maximization algorithm over
a linear function.
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vectors cannot be stable. From this, we are able to state the main convergence result.
Lemma 2. A network of cognitive links using the Connectionless Multiband Protocol
cannot converge to a collection of access vectors P}D'* that is not a Nash equilibrium.
The proof is provided in Appendix B. We now apply this result in stating our main
convergence result.
Theorem 3. If the set of access vector profiles that are locally asymptotically stable in
the Lyapunov sense is non-empty, a network of cognitive links using the Connectionless Multiband Protocol converges with probability one to collection of access vectors,
p( D )*, that is a Nash equilibrium.
Proof. Assume that the set of locally stable access vector profiles is non-empty. We
apply the techniques of ODE method from Theorem 2.1 of [41]. Note the following
assumptions that have been made and that they, along with the restrictions on step
size sequences (A3.1)- (A3.3), satisfy those of the ODE method,
• the variance of the (noisy) estimations u^ is bounded,
• the estimates are in fact unbiased,
• the error in estimation is uncorrelated across flows and update windows,
• the mean ODE expression is continuous,
we see that if a a set of Lyapunov locally asymptotically stable allocations is nonempty, the iterate sequence converges with probability one to this set. By Lemma 2
we see that it can only contain Nash equilibria, and thus the iterates converge to a
Nash equilibrium.

•

Remark 1: If the rest of the network is a static environment (e.g. other flows are not
adapting their protocols), the protocol can be construed as a stochastic optimization
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of a single function (a single flow's utility). This has further applications for single
flows in environments where the bands are not equivalent such as frequency selective
fading channels.
Remark 2: Note that the proof does not require any knowledge of network topology,
the distribution of fast fading channel coefficients hij or the pathloss dij and a y . The
flows estimate only the aggreagate effect on a regular basis based on the measurement
ratio 7J, and the measured outage probabilities per band have embedded information
about the network topologies and channels.
Remark 3: In Section 3.5, we will present simulation results to study the convergence
behavior of the Connectionless Multiband Protocol. We will observe that high-power
links have the tendency to push away all the weaker users away from certain bands,
and end up occupying certain bands almost exclusively. This clearly shows the selfish
behavior of the protocol and is the main motivation for our next protocol to achieve
fair allocations.
Remark 4: The existence of stable equilibria in such a game remains an open problem
within the field of game theory. However, our simulations suggest that topologies that
admit no stable equilibria rarely occur.

3.4

Information Sharing Networks

In the Connectionless Network, the flows had no method to learn the utility of other
flows. Thus, in the absence of such information, the most intuitive response is to
maximize one's own utility. The byproduct of selfishness is severe unfairness in cases
where high-power flows may overwhelm low-power flows.
In this section, we examine networks where flows share information about their
utility and access strategy. The neighboring links hear the broadcast information
and use it to adjust their transmission behavior. Thus, there is explicit and active
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sharing of information. To facilitate such information sharing, we assume that a
small (orthogonal) control channel is reserved for such broadcasts. After the end of
an update window, each flow shares information regarding its band preferences and
achievable utility. These broadcasts need not be synchronized across flows, however
we do assume that they can received by other flows error-free before the end of the
next update window.

l

In the following development, we will apply the concepts of network utility maximization to this new network architecture. First, we show that global optimization
requires global knowledge of not only user actions but also topology, and that distributed global maximization in such a case is tantamount to a centrally controlled
network. We then discuss key intuitions that lead to the presention of a distributed
policy which achieves locally max-min fair throughput allocations without the knowledge of topology. The key ingredient of the proposed protocol is an adaptation of
access probability P}D> that incorporates opportunism across bands and a form of
backoff in bands favored by weaker links. Lastly, we prove convergence of the proposed protocol.

3.4.1

Multiband Network Utility Maximization

Consider the network utility maximization formulation described in Section 2.2.2.
In the context of the multiband random-access network, the individual utilities are
defined as

U, (£<">) = u (ft (£<"))) = J * ^ (£<D,)1 " / * ' ,
log (ft (P"»))
1

(3.18)

f) = 1

Lack of synchronization reduces the load in the control channel, naturally enabling statistical
usage.
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where /3 is a parameter specifying the form of fairness. As /? approaches infinity,
the solution of the network utility maximization problem approaches a max-min fair
allocation (the focus of our work).
Contrary to the non-cooperative formulation of the Connectionless Network, in the
Information Sharing Network flows collectively maximize a sum, or network, utility
N
iD)

UQet(E ) =Y,Ui(ZiD))

(3.19)

=ET4«N£ ( D ) )
Unfortunately, unlike the majority of network utility maximization formulations [43],
the existence of multiple bands, and equivalence of said bands, induces a network utility function, Unet
access vectors, PV\

, that is not concave over the feasible space of collections of
To see this, we only need to consider the symmetry within the

feasible space. If all flows in the network were to switch the access probabilities of
bands I and £' the resulting network utility would remain the same.1
Thus, the global Multiband Network Utility Maximization problem is one that
seemingly requires sophisticated global optimization methods [44]. Such methods
essentially require all flows to act as a collective centralized entity, and the protocol
used can no longer be considered distributed. Therefore, we concern ourselves with the
discovery of local maxima. Such local maxima still exhibit desirable qualities, and we
exploit these and other qualities in the design of a distributed protocol. We call these
local maximizing solutions within the network utility framework for unboundedly
large (3 locally max-min fair.
If we reconsider (3.20), as (3 —> oo (and as the problem approaches max-min
fairness) the fiow(s) with the lowest throughput dominates the optimization objective
*It remains to be seen whether within a fundamental domain, a domain where symmetries have
been removed, the network utility function supports a unique maximizer.
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function. Therefore, given a collection of access vector P} ', it is the objective of every
flow to reduce interference with the starved fiow(s). How this can be accomplished
can be inferred from the expressions, (3.5) and (3.7), specifying flow interaction.
Consider two flows, i and i', where i experiences lower throughput than i'. Let S^
and S-i> be the disjoint sets containing scheduling states where Flow %' is transmitting
and silent respectively. If the access vectors of all other flows are held constant then
the throughput of Flow % is

Ri(gD)) =

rt<Tipitt(l-ei(t))

(3.21)
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(3.23)

=n
1=1

+ ^PiA1

~ Pi',e)(l ~ ei(4 S_i/))

(3.24)

e=i

where ei(£;S) describes the outage probability for Flow % in Band I given a set of
possible states S. Because removing an interferer always reduces the possibility of
outage,
e i (^;S_ i 0<e i (^;S i 0,

(3.25)

and we can see that Flow i' is incurring a loss of throughput of Flow i whenever

P
P } - P—I! S ) > O .
—J

(3.26)

Notice Flow %' can increase the throughput of Flow i, as well as the network utility
Uneti by backing off usage proportionally across all bands used by Flow i. On the other
hand, Flow i can increase the network utility simply by being greedy and adjusting
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its access vector towards usage of the band that offers the most throughput.
This suggests that at a locally max-min fair solution, Flow i' should only have
a higher throughput than Flow i if their access vectors are orthogonal. As we will
see, the fact that there are multiple bands available for usage permits solutions that
do not require all flows to have the same throughput. Instead, it achieves max-min
fairness per band such that weak users gain access to bands with less interference and
strong users move to other bands.
This intuition will be one of the cornerstones of our distributed protocol. Another
intuition can be drawn from examining the components of the actual gradient of the
network utility for large, but finite, j3.
Let jminCO be defined as

Jmin(M) =

argmin

ifc.

(3.27)

je{i,...,N}

If no flow other than Flow % is using band £, define Rjmin(i,e) = oo and consider the
following approximation of the partial derivative,

d_

^ I [RiTp n (l -

ei(£))

if Rjmin(i/)

> R,

where
Vj(£,i) = e^St)

- ejftS-t).

(3.29)

This approximation holds under two conditions. First, as /3 grows large, the flow
using Band £ with the minimum throughput dominates the network utility expression
relative to that band. One key point to draw from this is that the sign of the impact
of increasing p\e

is determined by whether or not Flow i is the weakest user of

Band £. Another point is that a network utility-improving update can be composed
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on a per-band basis.
Second, this approximation presupposes that there exists a uniquely most limited
user in Band L However if i is not in the set of weakest users, the sign of the partial
remains negative. If Flow i is among the weakest users within Band £, then one must
consider what occurs when (3 grows unboundedly large. In such a case the partial
around a local maximizer of the network utility function becomes undefined and the
directional derivative in either direction is negative. This can be interpreted as Flow i
simply taking its fair share within that band and any incentive to increase or decrease
usage of the band is dictated by interactions in other bands.
We apply these intuitions in defining the following protocol.

3.4.2

A Distributed Protocol

For the Multiband Network Utility Maximization problem we propose the following
distributed protocol:
Protocol 2 (Fair Information-Sharing Multiband Protocol).
Assume each flow, i £ {1,...,JV}, has the following predefined parameters upon
entering a wireless environment:
• an initial seed distribution p[D^ [0] for its access vector, where the access vector
for time slot m is denoted as p[D^ [m]
• a window W specifying how many time instances occur between each update of
D
access vector p{
^
—i

• a maximum usage probability p-max),

which can be different for different links

• a sequence of decreasing step sizes fJ,i[w] satisfying (A3.1), (A3.2), and (A3.3).
Each link then follows the following process to intelligently access spectrum and learn
its fair allocation:
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1. For time instance ra, use the access rule p(D)[m] to randomly select the option
of using or sensing a frequency band.
2. If the sensing option was selected, use the time slot to estimate outage probabilities.
3. Receive broadcasts from other flows on control channel.
4. If m mod W = 0 continue to Step 5. Otherwise let
p(^[m

+

l]ApP)[m];

(3_30)

and return to Step 1 for the next time instant, m + 1.
5. Based on sensed data and received broadcasts form an estimate of the max-min
utility in each band (described below). Use this to construct a gradient for
update.
6. Perform a sub-gradient ascent step update on the access vector of step size
/4t[Lfj7_|]

an

d truncate as needed.

7. Broadcast data regarding band usage and estimated maximum utility.
Broadcast Shared Information
Each link provides its neighbors with information regarding its usage of the medium.
In the proposed Max-Min Protocol, this information occurs as an announcement
broadcast to neighbors that contains the following information

• updated access vector p{D^,
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• an estimate of non-backoff throughput R\max',
£(maoc)

=

p
^

where

(max)
(3

3 1 )

L

p(max) ^ p . ^ . ( f )

=

f^

.

(3.32)

£=1

We require that the flows report their non-backoff throughput with the intuition that
the most starved flow will attempt to enact this maximum throughput, and stronger
flows will back off to the point that they match the most limited. These broadcasts
occur through a low rate control channel and we assume when the update is to occur,
each flow has received error-free the broadcast of all other flows.
Sub-Gradient Construction
Each flow generates a sub-gradient based on the information received during the
broadcasts, as well as based on its own estimates. We describe the construction of
the sub-gradient from the point of view of a single flow i. The intuition behind the
construction of the sub-gradient is to create one similar to the actual gradient from
(3.28). Therefore, each flow will first attempt to determine, on a per-band basis, its
most starved neighbor jmin(i, £), i.e.

jmin(ij)=

argmin
je{i,...,N}
j^i a n d p S y > 0

B,[max).

(3.33)
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For our protocol the sub-gradient for Flow i is then defined as

9i,i
9i,2

(3.34)

2i =
9i,L
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else

Notice the resemblance of the sub-gradient of the protocol (3.35) to that of the actual
network utility gradient (3.28). In the sub-gradient used in the protocol, the sign
of each entry in the sub-gradient has been maintained but the scaling (and thus
aggressiveness of the gradient update) is modulated by the difference between the
throughputs of the weakest neighboring flow and the flow performing the update.
After construction of the sub-gradient each flow performs the truncated update
step (3.15), described in the Connectionless Multiband Protocol.

3.4.3

Convergence Analysis

Theorem 4. The Fair Information-Sharing Protocol converges with probability one
to a locally max-min fair allocation, P}D>*.
Sketch of Proof

We note that the necessary conditions on step size, uncorrelated

noise terms, and continuity of the mean ODE still hold and demonstrate in Appendix B that the (nonempty) set of allocations that are locally asympotically stable
in the Lyapunov sense are in fact local maximizers of the Multiband Network Utility
Maximization problem.

•
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3.5

Numerical Results

We now present protocol simulation results that demonstrate convergence of our
protocols in a simple representative topology that expresses the differences effects
of the two protocols. The topology consists of three point-to-point flows with unit
coding rate (i.e. r» = 1 for all i), physically located as shown in Figure 3.2(a) and
3.2(b). We assume that the pathloss factor a = 3 for all channels, and that smallscale fading is governed by a Rayleigh distribution.The colored region surrounding
each transmitter (Tx) represents the relative transmit power and band selection of
each flow. As shown, Flow 2 uses a much lower transmit power than the other two
flows and thus is likely the weakest flow. Our example network contains only two
available bands for usage which requires that the flows share the available spectral
resources. Simulations also assume a maximum acces probability p>max) of 0.8, and a
update window length W of 100.
Figures 3.2(c) and 3.2(d) demonstrate convergence of both protocols. Interestingly, the fair protocol is typically subject to slower convergence and lower instantaneous stability. This can be attributed to the fact that the sub-gradient constructed
by each flow is subject to the noisy measurements from multiple flows (e.g. the broadcasted information is not error free). Also interesting is the equilibrium selection of
bands in each protocol. As we mentioned earlier, the non-cooperative approach in
the connectionless network favors high-power flows, who are able to "bully" other
flows into other bands. As a result, clear starvation can occur and this is exhibited
in the throughput experienced by Flow 2 in Figure 3.2(c). In contrast, the maxmin approach of our Fair Information-Sharing Protocol results in the weakest user,
Flow 2, dominating a single band. However, due to a parallel equivalent resource,
the stronger Flow 1 and Flow 3 coexist within the second band at slightly reduced
throughput, but greater throughput than Flow 2.
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Figure 3.2: Equilibrium topologies and band selection (hue) of (a) Connectionless
and (b) Information-Sharing Protocols, and convergence of (c) Connectionless and
(d) Information-Sharing individual throughputs. The width of the link describes the
relative throughput experienced at the converged solution.
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3.6

Discussion

We have demonstrated how, given an unbounded window of interaction, uncertainty
in channels with stationary statistic properties can be dealt with through an iterative
improvement process. For the particular problem of multiband random-access, we
offer two protocols for flows to adaptively select usage of the wireless medium in a
manner that is either individually/selfishly optimal, or locally max-min fair.
Further study in this particular problem could prove rewarding, as the development of multiband protocols has experienced a great deal of recent interest. Due to
dependence on channel characteristics, extension of our protocol to other definitions
of fairness is not straightforward. Furthermore, even for the max-min fair multiband
network, computation of a global network utility optimizer in a distributed manner
is a problem that provides an immense number of challenges.

CHAPTER 4

Short-Term Fairness: Non-Achievability,
£-Optimality and Measurement Protocols

4.1

Introduction

The vast majority of wireless protocols consider fairness only in the time-asymptotic
sense. In such cases, the statistical variation that occurs within the network can be averaged out over a long duration of time, and the overhead associated with discovering
the channel becomes negligible. This permits use of slowly acting iterative algorithms
(provided they converge eventually) and models only flows with constant traffic and
channels with stationary statistical properties. However, applications for such scenarios are rare. For instance, in mobile WiFi, the period of interaction between two
distinct flows occurs on a much shorter timescale. Therefore, in this chapter we seek
to examine the feasibility of short-term fairness, particularly when the network state
must be learned.
Short-term fairness in the context of medium access was recently considered in
[30], however this work examines the short-term performance of pre-existing protocols.
The study suggests either a reduction in fairness or a reduction in spectral efficiency
as the window of interaction shortens. We believe this results from two factors: an
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inability of shorter windows to fully express ergodic characteristics, and protocols
acting on inaccurate characterizations of the physical wireless medium. The second
factor is particularly alarming as imperfect knowledge may result in flows not even
being offered a "fair chance" at the medium.
We therefore focus on the source of inaccuracy by analyzing a very simple but
representative and realistic problem, where the only corrupting factor in available
information is the network measurement process. Prom this analysis, we make one
major claim: that imposing short-term fairness constraints in imperfectly or incompletely characterized systems results in zero rate. Building on this, we make three
additional contributions:
1. We introduce the concept of e-fairness, a new formulation for finite window
fairness that permits non-zero throughput allocations.
2. We demonstrate an increase in possible spectral efficiency resulting from the
e-fairness concept.
3. We present simple network measurement protocols, that use the e-fairness concept to trade off system-wide performance with tolerance for unfairness.

4.2

Model

4.2.1

Scheduling, Rate, and Efficiency

In this chapter we augment our network of N coexisting flows with a centralized
scheduler that has complete control over the scheduling state S[m]. Also a single band
for data transmission is assumed and a finite window of M time slots is considered.
This finite window may be necessary as a result of large scale changes in the network
relative to the length of a time slot (e.g. flows entering or leaving the network,
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mobility, etc.). Consequently, this window is viewed as a stand-alone block of time
in which both network characterization and data transmission must occur.
Recall from Chapter 2 that the scheduling state, S[m], specifies during each time
slot, m, which flows are transmitting and which flows are silent. As there are K = 2N
such states, we index the possible scheduling states Sk for k € { 0 , . . . , K — 1}. Let S
be the sets of available scheduling states and let the state where all flows are silent
be denoted SQ.
Scheduling involves the allocation of time to the K possible network scheduling
states such that specific criterion are satisfied. We define the scheduling policy as
a probability mass vector p^ G ^ ( S ) , where ^ ( S ) is the space of K-dimensional
mass functions with unit 1-norm. The kth element, pk , of the probability mass vector
represents the probability of the kth state being scheduled (i.e. pk' = Pr [S[m] = Sk]).
Given the mass function, p^s\ the received data rate of a flow, i, can be expressed
as
%(P{S)) = ri'£plS)(l-e(Sk)),

(4.1)

fe=0

when the schedule is actually being enacted.
This expression is not the actual throughput of a flow. In order to compute this
value we must account for the resources spent measuring the network. For the global
scheduling problem, since the knowledge regarding the network is necessary to the
development of a schedule, we assume the network measurement and schedule enactment phases are time orthogonal; first the devices collectively measure network
parameters and then a centralized entity specifies a schedule based on the measured
data. We define a single parameter, 7 G (0,1), as the ratio of time spent in network
measurement. This value can also be considered a relative overhead of measurement.
Notice that due to the centralization of control, the measurement overhead of individual users matches that of the system, 7$ = 7. For simplicity, the total number of
time slots spent in measurement, 7M, is assumed an integer, and thus there is a clear
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transition from the last timeslot used for measurement and the first time slot used
for data transfer. This provides the throughput, or "goodput", expression

Ri fe(5)) = (1 - iWi (l(S))

(4-2)

= (1 - 7)r« $ > ? > (1 - e(&)) •

(4-3)

fe=0

Finally, we denote the throughput vector as R(p^)

and define the spectral efficiency

RaUm{p}S^) to be the sum of the individual throughputs.
Rsum(p(S))=l-R(p(S))

(4.4)

N

= I>(P(S))-

(4-5)

Notice that each individual throughput expression (4.3) results from a linear combination of state dependent terms, and thus the achievable throughput region must
be convex.

4.2.2

Max-Min Unfairness

In order to analyze the capabilities of a scheduler in our model, we again impose the
desired objective of throughput max-min fairness (MMF) [38], restated here in the
context of our scheduler.
Definition 4 (Max-Min Fairness). A feasible throughput vector R (p^)

is max-min

fair if it is not possible to increase the throughput of a flow i, while maintaining
feasibility, without reducing the throughput of a flow j where Rj (p^)

< Ri

(p^).

Notice that because the throughput region is convex, under ideal conditions the
MMF throughput vector is unique. Furthermore, if ci:j is non-zero for i ^ j , then
because no two flows are uncoupled in usage of the medium, the MMF rate pair lies
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along the R^ = Rj line. Based on this, one can view a MMF schedule as one where:
1. all flows experience the same throughput, and
2. the spectral efficiency of the network, RSUm, *s maximized, given that the previous condition is satisfied.
This can be restated as the constrained optimization problem:

maximize

Rsum (p^)

subject to

Ri (pW) = Rj (p^),

Vi,j.

(4.6)

pW e &>{§)
Interestingly, the first constraint is an equality constraint that can be considered
the "guarantee of fairness". We formally define the achievability of such fairness here.
Definition 5 (Achievability of Fairness). A scheduling policy, pjs\ achieves fairness
if R{ ( p ^ ) = Rj ( p ^ ) for all flows i and j with probability one. If a policy does not
achieve fairness, then it is unfair.
Due to the rigidity of the fairness concept, it is also necessary to quantify the
degree of unfairness that a schedule induces. We denote Ri ( p ^ ) as the scheduler's
estimated throughput for Flow i based on the known schedule, p(s\ and estimated
outages, ei(S), for S E S.

Ri (P{S)) = (1 - l)n J > i 5 ) (1 - e{Sk)) •

(4.7)

fc=0

We now present the following method to quantify the deviation from a MMF solution.
Definition 6 (Measure of Max-Min Unfairness). Let the schedule p^

be chosen

such that Ri (p}s^) = Rj (p}s^) for all i and j . We define the mean-squared unfairness, e (p^),

of schedule p^

as the mean-squared error between the expected and
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experienced throughput vectors, i.e.

e (p (s) ) = E R(P{S))-R(P{S))

(4.8)

AT

= E E f|^fe (5) )-^fe (5) )
i=l

(4.9)

L

= E E P 1 5 ) ( 1 -7)\ 2 E [|ei(5fc) - e,(&)|!

(4.10)

i = l fc=0
AT

2

K - l

r

= a-7) E 'E^
i=l

MSE

fe=0

^(^)]'

(4.11)

where MSE[ei(Sfc)] is as defined in (2.16).
Notice that a schedule satisfies Definition 5 if and only if the unfairness expression
from Definition 6 evaluates to zero.
As we now demonstrate, the use of such a definition is justified both logically and
in relation to commonly used frameworks for analysis of fair systems.
Mean-Squared Throughput Difference
Consider the mean squared difference between the throughputs of two flows resulting
from scheduler error:
E \Rl — i?2

i?l = i?2

(4.12)

The fair scheduler's estimates of rate would necessarily be equal, which implies

E '\Ri-

R I2

Ri — ,R2
2'

= E

(4.13)

(Ri — Ri) — (R2 — R2)

= E \(R1-R1)\2-2(R1-R1)(R2= E \(Ri~

Ri)\2

+E

)(R*

(4.14)

4 ) I2"

(4.15)
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where (4.15) is an application of the fact that the scheduler's estimates result from
unbiased network state estimates and the linear relationship between the network
parameters, ei(S), and rate, Ri, shown in (4.3). This expression is the same as our
unfairness term (4.9) for two flows. Consequently, for two flows the unfairness term
can describe the expected imbalance in throughput among the system users.

Mean-Squared Network Utility Estimation Error
Consider the Network Utility formulation presented in Section 2.2.2, where an individual utility is defined as

(4.16)

u(Ri) =
]ag(Ri)

0 =1

and a sum utility

u = Y,<Ril

(4.17)

is maximized.
The variance of the actual network utility describes how unsure the scheduler is
of the solution. When the uncertainty in characterizing the medium is small enough,
the resulting variance can be approximated by using a second order Taylor expansion:

var U

EJ = 5 ^ ( E

R

i&)

var Ri R

= E ^ 2 / ? E Ri — Ri

(4.18)
(4.19)

Notice that in this final expression, for (3 > 0, the network utility variance is
weighted by the links that (on average) experience lower throughput. If the schedule
p(s) was originally max-min fair for expected rates, then we can expect that as /?
grows large, the variance of the network utility becomes proportional to the variance
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of the throughput vector, i.e.

var(£/) <x MSE [gl .

(4.20)

Thus in a max-min fair problem, the variance of the throughput, as well as our
choice of unfairness metric, is proportional to the mean squared error in estimating
network utility.

4.3

Non-Achievability of Short-Term Fairness

There are many wireless protocols, both centralized and distributed, that demonstrate
effectiveness in guaranteeing long-term fairness. However at shorter timescales many
of these approaches are grossly unfair, and the ones that remain fair operate at reduced
efficiency [30]. In this section, by analyzing our particular problem, we seek to explain
why this is the case.
Consider a finite block of M time slots.
Theorem 5. A schedule, chosen based on measured data, as discussed in Section 2.1.5,
that achieves fairness within a finite window of duration M, must result in zero
throughput.
Proof. Let pjs^* define a schedule that satisfies Definition 5. Notice first that the unfairness (4.9) is non-zero if the mean-squared error of estimating any flow's throughput
is non-zero. Furthermore, for the estimate of each flow's throughput, the respective
mean-squared error can be expressed as in (4.11): as a linear combination, weighted
by the chosen schedule p^*, of the error associated with estimating outage in each
utilized scheduling state.

n
E Rt(pW*) -

,ai

MP

{S>

)

K 1

~
= (1 - if £ ^ P MSEfeOS*)].
fc=0

(4.21)
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Now consider an arbitrary scheduling state state Sk £ S. Due to (4.21), in order
for the scheduling state Sk to be utilized in the schedule p^*, the mean-squared error
in estimating e^S) must be zero. Thus, the necessary condition for p^

to be a fair

solution is
MSE[ei(5fc)] = 0, V k such that p[s) > 0 •

(4.22)

However, according to (2.16),

MSE [*(&)] =

e

^)-f

S

^\

(4.23)

where 7i = 7 and £ is the frequency with which a state may be measured.
For finite M, (4.23) is strictly greater than zero unless the outage event is deterministic, so that

MSE [ei(Sk)] = 0

=»

ei(Sk)

= 1 or ei(Sk) = 0 •

(4.24)

However, recall that, due to physical channel fading model stated in Section 2.1.3,

ei{Sk) > 0.

(4.25)

As a result,
p[S) > 0 =>

ei(Sk)

= 1.

(4.26)

Simply stated, if Sk is used in schedule p^*, and M is finite, then it guarantees no
data is received by any given flow i. Furthermore, since arbitrary state was assumed,
this implies that the throughput of each flow must be identically zero.

•

This immediately leads to the following conclusion:
Corollary 6. In any situation where the network characteristics are not known a
priori and must be measured in the presence of noise, fairness with non-zero spectral
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efficiency is achievable only asymptotically as the length of the window being considered, M, grows without bound.
This conclusion results from the measurement error vanishing as the length of the
window being considered grows without bound, however, it is not all that surprising
as the vast majority of fair protocols require many realizations in order to approach
(but not attain) a fair solution. What we emphasize is that a zero-error guarantee
of max-min fairness can only be ensured in the short-term if the system allots no
throughput to anyone.

4.4

^-Fairness

Although at finite time scales, fairness with non-zero throughput cannot be achieved,
for most practical scenarios, error in computation of allocations is acceptable provided
the actual result is "close" to the desired result. We define solutions that are "close"
as e-fair. We then demonstrate how such a definition permits an increase in spectral
efficiency by enlarging the set of feasible schedules.

4.4.1

Definition

The e-fairness concept is adapted from the standard definition of fairness from Definition 4
Definition 7 (e-Fairness). For e > 0, a schedule, p(s\ is e-fair if the following two
conditions are met.
1. The expected throughput vector, R (p^),

is fair (R\ = Rj for all i,j).

2. The mean-squared fairness error e ( p ^ ) as defined in (4.9), is such that e (p}s^) <
e, for some small e.
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For a finite window of length M, this definition of fairness can be seen as a method
of relaxing the primary constraint and expanding the feasible set for the optimization
problem (4.6). This enlarged set may permit a new maximum, resulting in increased
spectral efficiency. Thus, there is a non-decreasing relationship between the tolerable
error and the spectral efficiency of a maximum e-fair schedule. Consider the following
example.
Example 1 (Two-Flows).
Consider a two flow scheduling problem with the topology shown in Figure 4.1(a).
Let both flows use a unit coding rate in the encoding of data packets (i.e. r\ = r 2 = 1),
and let e = 0.01 and 7 = 0.2. Table 4.1 lists the scheduling states available to the
scheduler, as well as the state dependent outage estimates for each flow, and the
(scheduler unknown) mean-squared error associated with each estimate. Notice that
Flow 2 is minimally affected by simultaneous transmissions from Flow 1, suggesting
an asymmetric topology. Figure 4.1 depicts the actions occuring during each of the
four scheduling states.
State

"ON" Flows

So

{0}
{1}
{2}
{1,2}

Si

s2
S3

Flow 1
ei(Sk)
1
0.1
1
0.5

MSEMSk)
0
0.009
0
0.025

Flow 2
USk) MSE[e2(Sfc)'
1
0
1
0
0.021
0.3
0.021
0.3

Table 4.1: Example: Scheduling States for Two-Flow Network
Now consider the three possible schedules listed in Table 4.2.
(s)
(s)
Schedule Po
Pi
1
0
0
2
0
0.4375
3
0.2
0.35

(s)
Ps
0
1
0.5625
0
0.45
0

pf

Table 4.2: Example: Possible Schedules
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Figure 4.1: Example - Actions occuring during each scheduling state: (a) £0 - No
Transmission, (b) S\ - Flow 1 Transmission, (c) ^2 - Flow 2 Transmission, (d) £3 Simultaneous Transmission,
By applying (4.7), we can see that in Schedule 1

Rx = 0.4

and

R2 = 0.56.

(4.27)

Thus, this schedule does not satisfy Condition 1 of e-fairness. In Schedule 2, Condition
1 is satisfied, but by (4.11),
s

e(p(

)) = 0.0112 > e,

(4.28)
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which means that the schedule is too aggressive. Finally, in Schedule 3 we have a
solution that gives

R1

=

R2 = 0.14

and e(p^) = 0.008 < e,

(4.29)

which satisfies Definition 7.
Interestingly, while the first condition of Definition 7 is considered from the viewpoint of the scheduler, the second is a constraint on the actual mean squared error,
which may not be known perfectly. However by being conservative enough, a schedule
can be guaranteed to satisfy e-fairness. This is illustrated well in Example 1 where
Schedule 3 is simply a version of Schedule 2, scaled so that the zero throughput state,
S0, is used more often. In later sections, we describe how to design one such e-fair
protocols.

4.4.2

The £-Fair Spectral Efficiency Region

In this section we seek to characterize, for a set of given outage estimates, the increased
set of e-fair admissable schedules resulting from an increase in unfairness tolerance,
e. We do so by examining the increase in estimated spectral efficiency, i? sum .
We define a region, 5F*, containing pairs, (e, RSUm), that are admissable according
to Definition 7 as

such that p^ e ^ ( S ) ,
e (p<5)) < e,
Ri(p}V)=Rj(p^)

(4.30)
Vi,j.

This region can be interpreted as a representation of all options available to the
scheduler, and the boundary describes the maximum spectral efficiency (or minimum
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unfairness) given a maximum unfairness (or minimum efficiency) constraint. Though
defined with respect to the estimated values of each flows experienced throughput,
for small e and large N the deviation of the sum throughput is expected to be small
by application of the triangle inequality.
However, the characterization (4.30) is cumbersome and offers little insight into
the possible schedules that define the boundary. Furthermore, its computation requires an expensive exhaustive search over the space of schedules. If we note particular
properties of the scheduling problem, we can better characterize this boundary of the
region for general networks.
Theorem 7 (Form of the Efficiency Region). The upper boundary of the e-fair efficiency region is
• bounded,
• piecewise-linear, and
• concave.
Furthermore, all boundary corner points must correspond to solutions of the following
class of optimization problem

maximize

R

(vW)

subject to

Ri{p^)=Rj(p{s)),

Vi,j

P e £»(§')
S0e$'
where &(&') is a subspace of the full space of K-dimensional probability mass functions, when the scheduler is limited to usage of a subset S' C S of the available states.
In order to maintain the existence of a solution satisfying Condition 1 of Definition 7
in each such subset, the silent state SQ is assumed to be an element of each §'.

58
Sketch of Proof

The full proof is supplied in Appendix B, but is outlined here. We

first note that the throughput of any flow is bounded even without outage events.
Thus the sum throughput must be bounded. Furthermore, both the expected rate
of any flow and the unfairness expression result from a linear combination of state
dependent terms, weighted by the frequency of using a particular state. Due to
this linearity, a convex combination of two schedules satisfying Condition 1 of the efairness definition satisies the same condition. Thus the boundary must be piecewise
linear and concave.
To characterize the corner points, we show that at a corner point, the schedule
that gives rise to the point is at some boundary of the feasible set of schedules. As a
result, there must exist a set of states Sk where p\. ' = 0. Therefore, any corner (and
thus boundary) point must be the solution to some optimization problem where the
dimension of the feasible set has been reduced.

•

A consequence of Theorem 7 is that the efficiency region can be described completely by its corner points. If we let p* denote the solution to the optimization
problem for a subset of states S', and let S(-) represent the convex hull operation,
then the region $* can be alternatively defined as

T = C ( |J ?(£,)] .
Vs'cs
/

(4.32)

As mentioned, the relationship between the maximum tolerable unfairness and the
maximum expected spectral efficiency is specified by the boundary of this region. One
key point to note is the computation of the region and resulting boundary relies on
optimization over a many sets of states. We note that a fixed amount of measurement
and previously known estimates are required for the computation of the region. In
the next section, we use this formulation to develop static and adaptive methods
of measurement. We now present an example of how to systematically describe the
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e-fair efficiency region.
Example 2 (Two Flows Revisited).
To better illustrate these concepts, we return to the simple two flow network of
Example 1. Table 4.3 lists the possible sets of these states that we may optimize over.
We now proceed with a set by set constrution of the e-fair efficiency region.
Set
SA
§>B
§C
§D

$E
OF

§G

$H

Available States
{So}
{So, Si}
{S0, S2}
{So, S3}
{So, Si, S2}
{So, Si, S3}
{So, S2, S3}
{So, Si, S2, S3}

Table 4.3: State Subsets: Two-Flow Network

• Subsets 8,4, §B, and $c cannot result in a non-zero fair rate so the resulting
corner point is (0,0).
• Similarly, the set Sp cannot admit a non-zero corner point since usage of the
state S3 alone violates Condition 1 of the e-fairness definition.
• The set S# provides a definite non-zero corner point, achieved by equating the
two expected throughputs

n(l-e(SiM°!

,(5)

and solving for a pair, p\ '* and p2

=

(S)

r2(l-e(S2Ma),
such that p[

+ p2

(4.33)

= 1. For this

particular network, the solution is actually Schedule 2 of Example 1. The
resulting corner point is given by evaluating the unfairness e (p^)
spectral efficiency RsUm(p^)point (0.0112,0.63).

and expected

This particular schedule provides the corner
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• Set &F also admits a possible corner point, since the use of state Si can balance
the unfairness in state S3. This point is given by evaluating the unfairness and
efficiency functions at the schedule given by the solution to
OJ
n ( l - e.iSsM0,W
' + n ( l - e!(5i))ri(S)
< ^ ( 1 - e2(S3))p,(«)
3"

(4.34)

The resulting corner point is (0.0251,0.916).
• Set SG does not admit a non-zero corner point, since the use of state S2 cannot
balance the unfairness of state S3.
• For the full set of states S# = §, due to redundancy in states admissable in the
solution schedule, no new corner point can be introduced. This is because all
possible subsets have already been considered, and a solution schedule resulting
from optimization over §>H could only be a linear combination of previous such
solutions.
Figure 4.2 depicts the resulting efficiency region.
•Ksum f

Figure 4.2: Example - Achievable efficiency region for two flows. Labels specify
corner points - Corner point 0 is produced from sets S^, §#, §c, §£>, or S G ; Corner
point 1 and the dashed boundary is produced from set §>E] Corner point 2 and the
dotted boundary is produced from set § F or S#; The boundary between 1 and 2 is
achieved by a convex combination of the respective schedules.
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4.5

Measurement Protocols for £-Fair Scheduling

In this section we present measurement protocols that exploit the e-fairness concept
to increase spectrum utilization, while remaining within some neighborhood of a
fair solution. Although, like the outage parameters, the unfairness is not known
perfectly, we use a bounding method in order to guarantee that the unfairness does
not exceed the tolerable level s. We then examine the performance of such protocols
via simulation.

4.5.1

A Fixed-Measurement Scheduling Protocol

Our first protocol supposes that the relative amount of time dedicated to measurement, 7, has already occurred, and therefore is fixed.
Let I(i, k) be an indicator function specifying whether Flow i transmits in scheduling state Sk,

{

l

iiieSk
(4.35)

0

else

Consider again the bound on outage estimation error (2.19) presented in Section 2.1.5. By applying this bound, we can also bound the unfairness from above,
N

(S)

K-\

2

e fe ) = (1 - if J > £pj?> MSEfcCS*)]
i=l
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(4.36)
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t=l

S

'

We define this upper bound as CUB (P^) , and now define the fixed measurement
protocol.
Protocol 3 (Fixed-Measurement e-Fair Scheduling Protocol).
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Let the window of length M, a measurement ratio 7, and a tolerance £ be given.
1. For each block of M time slots, use the first 7 M time slots on network measurement to produce estimates e^Sk) for all i and k.
2. Solve for the schedule p^

corresponding to the maximum estimated efficiency,

£Sum (p ( 5 ) ), such that eUB (p (s) ) = e.
3. Enact the policy over the remainder of the window.

As we will show via simulation, even this simple protocol produces the desired increase in spectral efficiency while maintaining a level of unfairness below the threshold.
However, intuitively some reduction still occurs due to the use of an upper bound on
the actual unfairness. This loss can be seen as a reduction in the (e, Rsum) pairs
available to the scheduler. Such a reduction is depicted in Figure 4.3 based on the
previously presented examples.
^ s u m "t

Figure 4.3: e-Fair Efficiency Region Reduction from Unfairness Bound
Additionally, note the quality of measurement is related to the absolute number
of observations, whereas the efficiency is related to the relative time devoted to measurement. As a result, we will see in our simulations that for fixed 7 and e the spectral
efficiency increases if the window of interaction (M) is allowed to grow.
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4.5.2

A Dynamic Measurement Protocol

The loss due to inability to accurately quantify unfairness is but one of many efficiencyreducing factors. Another potentially damaging factor is the amount of time spent
in network measurement. For instance, if states where more flows are simultaneously
scheduled offer low spectral efficiency (e.g. a network where flows are densely packed
together), further estimation may not be worth the cost of reduced transmission time.
Clearly, an adaptive method of determining how much measurement is needed
would be beneficial to the overall system performance, Therefore we define a measurement stopping rule to determine when the cost of further measurement is not
worth the new scheduling options it might entail.
Definition 8 (Dynamic-Measurement Stopping Rule). Assume M' < M time slots
have already been spent in network measurement, providing the estimates on outage,
ei(Sk), and let e be given. Let R^m and R^^1

be the efficiencies resulting from

solutions to the computation in Protocol 3, Step 2 assuming 7 = 77 and 7 =

M x

^

respectively. A scheduler should transition from the measurement phase to the data
transmission phase if
^sum

— ^sum'

(4.39)

This approach is intuitively satisfying. The act of continuing the measurement
phase can be seen as spending system resources (time) in order to acquire credit to use
more spectrally efficient schedules. At some point the cost outweighs the benefits,
and the scheduler transitions to the data transmission phase. We now apply this
stopping rule in the following dynamic measurement protocol.
Protocol 4 (Dynamic-Measurement e-Fair Scheduling Protocol).
Let an interaction window of length M, a tolerance s, and some minimum measurement time 7min > 0 be given.
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1. At the beginning of a block of M time slots, use the first 7 m i n M time slots on
network measurement, to produce initial estimates ei(Sk) for all i and k.
2. Evaluate the stopping rule from Definition 8 for e.
3. If the network should transition to data tranmission, continue to Step 4. Otherwise spend another time slot refining estimates and return to Step 2.
4. Enact the computed policy over the remainder of the window.
We will see in our simulations that this simple adaptation permits for a more
robust protocol in all scenarios under consideration.

4.5.3

Numerical Results

We now demonstrate the possible gains that may result from utilizing the stated
protocols. The principal contribution here is a proof of concept of realistic protocols
that adhere to the e-fairness concept. By applying the concept, both protocols now
employ a different approach to network resource allocation where instead of the average unfairness resulting from a function of a given protocol, we have now denned
protocols resulting from a function of a desired degree of unfairness.
In each simulation we have used the two-flow topology described in the examples
of the previous section. However, we have defined the actual outage parameters ei{S)
as the specified values instead of the estimated. Estimation occurs as described in
Section 2.1.5, while assuming the rate of measurement of parameters, (, is equal to
one. Finally, recall that we have fixed the data coding rates r\ and r% to one.
In our first simulation, we present the actual spectral efficiency, i?sum, that results
from a range of unfairness tolerance values, e. This is depicted in Figure 4.4, for
the Fixed Measurement Scheduling Protocol and for three values of measurement
overhead 7. In order to maintain a fair comparison, for each value of 7 we have fixed
the window length to a value M.
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y = 0.1

7 = 0.2

7 = 0.5

0.01

0.02

0.03

0.04

*e

Figure 4.4: Efficiency (.Rsum) vs. Tolerable Unfairness (e) for different values of 7.
Fixed Measurement Protocol

As expected, a larger allocation of time to measurement results in a more rapid
increase in spectral efficiency relative to the tolerable level of unfairness. This can be
interpreted as the scheduler being more confident in the validity of its estimates. However, allocation of more time to network measurement results in a reduced maximum
spectral efficiency. Finally, notice that the corner point described in the estimated
efficiency region also occurs in the actual efficiency region.
Figure 4.5 depicts the effect that a larger window has on achievability of (e, R)
doubles, for a fixed amount of measurement. In this scenario we fix the measurement
overhead, 7, and vary the length of the window. The quality of estimates is dependent
on the absolute amount of time dedicated to measurement, whereas spectral efficiency
is predominantly governed by relative measurement time. Thus, again we see the
trace corresponding to the most absolute measurement time experiencing the quickest
initial increase in spectral efficiency. Notice also, the improved quality of measurement
offers produces a higher maximum spectral efficiency. This is because, in the case
where more measurement has occured, the scheduler is more capable of localizing its
choice around the optimal point.
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M = 500

y M = 200
M = 100

7 = 0.1
0.01

0.02

0.03

0.04

-* e

Figure 4.5: Efficiency (i?Sum) vs. Tolerable Unfairness (e) for fixed 7 and three values
of M

These simulations and intuitions have suggested that, for a given degree of tolerance e, there exists a value of measurement overhead 7 that maximizes the spectral
efficiency of the schedule chosen. In Figure 4.6 this relation is demonstrated for three
selections of e. We have also included the performance of the Dynamic Measurement
Scheduling Protocol assuming the minimum measurement time 7 min is set equal to
the fixed ratio 7. The black solid line in the plot denotes the spectral efficiency of the
ideal MMF schedule while accounting for measurement overhead. Consequently, we
can see that the maximum efficiency for a value of e occurs at the lowest amount of
measurement such that the final corner point, corner point 2 in Figure 4.2, satisfies
the tolerance e. Also shown are the possible gains that can be had from our stopping
rule based protocol. Clearly the biggest gains occur when 7 is small, since the Dynamic Measurement Scheduling Protocol offers the scheduler the option of acquiring
credit to use more aggressive schedules. Furthermore, as would be expected, gains
are reduced when the tolerance requirement e is relaxed.
Our final simulation allows us to confirm that the degree of unfairness does indeed
satisfy the e-fairness definition. In Figure 4.7, we plot for the given topology of the
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B*
M = 100

Figure 4.6: Efficiency (i?sum) vs. Measurement Overhead (7) for three values of e.
Solid lines depict performance of Fixed Measurement and Dotted depicts Dynamic
Measurement Protocols

previous examples the experienced unfairness vs. the specified tolerance. Due to the
looseness of the bound used, the actual unfairness is clearly below what is tolerable.
Interestingly, the dynamic measurement protocol results in more fair solutions than
the fixed measurement protocol while also increasing spectral effiency. However from
a design standpoint, the gap between the actual error and tolerable error can be seen
as unused currency that may be used in designing even more efficient protocols.

4.6

Discussion

Wireless communications is unique in that the physical medium used to transfer
information is unknown and time varying. As a result, system models and design
approaches used in wireline applications do not always apply. The most erroneous
assumption becomes apparent in networks with a finite window of interaction. In
such networks the medium must be characterized via measurement, and in a finite
timeframe a complete and perfect characterization cannot realistically occur. Consequently, short-term claims of optimality or fairness require flows to experience zero
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0.04

0.03

0.02 +

0.01

Figure 4.7: Actual Unfairness (e) vs. Tolerable Unfairness (e) for both Fixed (solid)
and Dynamic (dotted) Measurement

throughput, since not transmitting data provides the only certain result.
Therefore it is necessary to define a concept of "near"-optimality or "near"fairness. We have done so and termed this concept e-fairness. For the flow scheduling
problem examined here, we have also characterized how such a concept permits an
increase in spectral efficiency.
The ^-fairness concept requires that a resouce allocation agent adapt its approach
to a specification. This in turn stimulates performance gains, and can, in fact, be
seen as a form of opportunism subject to a system constraint. With regard to the
design of such e-fair protocols, we see two main methods of improvement: a tighter
estimate or bound on the unfairness term, and simultaneously more aggressive and
accurate adaptive measurement methods.

CHAPTER 5

Conclusions

5.1

Summary

We studied the effect of channel uncertainty on max-niin fairness in wireless networks.
The wireless medium, unlike in wired networks, is time-varying and generally out of
the control of a system designer. Channel uncertainty stems from an attempt to characterize, from inherently noisy measurements, how different users impact each other
through use of the medium. Thus, traditional approaches to optimizing multiuser
metrics do not translate immdeiately.
We first examined multiband random-access systems, restricting our analysis to
distributed implementations of long-term fairness. In the first random-access network, different flows could not communicate in order to coordinate their access policies. Thus, a noncooperative framework for this network was developed, and it was
shown that if the set of stable Nash equilibria is non-empty, a simple protocol could
achieve such an equilibrium. This particular model has applications in heterogeneous
networks or unlicensed bands where independently designed devices, in the absence
of more sophisticated coordination methods, naturally attempt to selfishly maximize
their own throughputs.
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Concerned by the possibility of such networks to produce significantly unfair solutions, we examined the problem of max-min fairness in a random-access network
in which flows can share information through broadcasts. Due to non-concavity of
the general network utility function over the feasible set of access strategies, and our
desire to employ a distributed approach, we defined a protocol that guarantees convergence to local maxima. However, whether the set of local maxima coincide with
that of global maxima remains to be determined.
For a broad range of problems, when the window of interaction is unbounded,
there not only exist protocols that can achieve the optimal point with probability
one, but also the information necessary to do so can be severely reduced. However,
the protocols presented here, and in many other such protocols in the literature, are
iterative in nature and may require a long duration of time in order to converge to a
solution. Thus, they are infeasible for short-term definitions of fairness.
Consequently, we studied a simplified scenario of the centralized scheduling problem, while constraining the run-time of the scheduling protocol to some finite length.
This finite interaction window, represents some constraint imposed by the physical
medium or system requirements. We found that the guarantee of max-min fairness results in a zero-throughput allocation to all users. Furthermore, distributed protocols
would only exacerbate this result, since the characterization of the network channel
is not entirely available at any device.
Therefore, we present the concept of e-fairness, a concept of short-term maxmin fairness that accomodates limited deviation in flow throughputs. This tolerance
for unfairness can be interpreted as a relaxation of the constraints on the feasible
set of allocations, thus leading to an increase in throughput.

This encourages a

new approach to protocol design where instead of the degree of unfairness being
determined by a predefined protocol and poor measurement, the measurement and
data transmission aspects of the protocol are governed by a predefined e.
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Our results are meant to stimulate new approaches to the design of realistic implementable protocols that promote fairness in wireless networks.

5.2

Future Work

It remains to be seen how the concept of a tradeoff between fairness and spectral efficiency generalizes to varying degrees of centralization and device capability. Furthermore, though we have assumed zero prior information in the channel characterization
process, in practice there often exist opportunities to incorporate such correlated information into the estimate of packet loss probability. As a result, estimators such as
maximum a posteriori (MAP) and minimum mean-squared error estimators can be
applied which should produce more reliable results.
With respect to the multiband problem of Chapter 3, a more complete fundamental study of the set of local maximizers is needed. The performance loss between
the worst-case local and global maximizers characterizes the so-called "Price of Anarchy" , which is a measure of the cost of distributed methods relative to centralized.
However, if centralized and distributed methods are to be compared equally then the
overhead involved in each must be considered.
Finally, this work has focused on the concept of max-min fairness, but the network
utility framework offers a generalization for many such fairness definitions. Some of
the niceties of the max-min fairness problem vanish for finite values of (3 and thus the
extension of this work to a generalization for all (3 is a worthy pursuit.
These future directions will lead to a more complete and structured understanding
of how all forms of fairness are impacted by the uncertainty in dealing with the wireless
medium.
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APPENDIX A

Notation

Variable

Meaning

N

Number of Flows

N'

Number of Nodes

h3

Flow indices

a,b

Node indices

d

Physical distance

a

Path-loss exponent

h

Multipath fade component

X

Transmitted signal

y

Received signal

n

Noise signal

Ca,b

Cumulative channel between nodes

C

Cumulative channel effect matrix (nodes)

C

Relevant cumulative channel between flows

c

Cumulative channel effect matrix (flows)

n

Packet coding rate

%

Packet transmit power

K

Number of possible scheduling states

i,j

Variable

Meaning

s

Scheduling state

k

Scheduling state index

To

Slot duration

Th

Multipath coherence time

m

Time slot index

e(.)

Packet outage probability function

QI-]

Packet outage indicator

R!

Outage adjusted throughput

R

Outage and overhead adjusted throughput (goodput)

I

Information relating to outage

7

Measurement time ratio

c

Rate of network-wide observation

u

Pure strategy game-theoretic utlity function

Ui(-)

Overall utility (Flow)

P

Network utility maximization parameter

^numvJ

Sum (Network) utility

L

Number of frequency bands

e

Band indices

M

—i

Random-access vector (distibuted)

p(D)

Collection of random-access vectors

(max)
Pi

Maximum random-access probability

w

Length of update window

w

Update window indices

tk[w]

Step size sequence for ith flow

9

Update gradient

Variable

Meaning

| • |+

Step truncation

R(BC)

Non-backoff achievable throughput (broadcasted)

M

Fairness window length

S

Set of scheduling states

k

Scheduling state index

SQ

State where all flows silent

p( 5 )

Scheduling policy (centralized)

&{•)

Space of scheduling policies over argument-specified available states

Rsum

Spectral efficiency

e(-)

Mean-squared unfairness

e

Unfairness tolerance

IF*

e-Fair spectral efficiency region

^UB(-)

Unfairness upper bound

APPENDIX B

Proofs

Proof for Lemma 2
Proof. Assume that a collection of access vectors P}D>* is a convergent allocation of
the stochastic iteration sequence. This requires that p}D>* be a limit point of the
ODE (3.17) and stable. Therefore, due to continuity of the overall utility function of
Flow i, Ui(-), there must exist S > 0 such that the following holds

Ut ( f ( D ) j > Ui{P{D> + Sri),

(R1)

for all feasible directions rj. This establishes that the allocation Ui (p^D^*\ is locally
optimal for a flow i. This includes deviations within the subspace of only Flow i's
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access vector p\D\

i.e. from (3.10)

JP)*
Pi,l

JP)*

D)

Ui(p( *)

Pi,2

=

JD)*
Pi,L
/

V

(£(D)*)

,2

(P{D)*)

Ui,L

(P{D>)

AD)*
Pi,L

(B.2)

T

'(D)*'
Pi,l
AD)*
Pi,2

>

U, ,1

\
%1

+5

%2

Vi,L

J

u, ,1 (p(D)*)
u . 2 (p(^)*)

ULL

(B.3)

fp(D)*\

which implies that p[D^* is locally optimal with respect to the feasible actions of
Flow i.
However, a single flow's the utility function with respect to its access vector is
linear; see expression (B.3) or (3.10). Therefore a locally maximizing solution is the
globally maximizing solution with respect to its access vector. Since we assume an
arbitrary flow, i, this is by definition a Nash equilibrium.

•

Proof for Theorem 4
Proof. We apply an approach similar to that of the Connectionless Multiband Protocol. We first establish a mean ODE that results from the iterations occuring in the
protocol and show that the limit points of the ODE when confined to the feasible set
of access vectors are local have properties that are also exhibited by local maxima of
the network utility function. Furthermore, we use the fact that there exist allocations
that are strict local maximizers of the network utility (e.g. global maxima) and only
these allocations can be stable.
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The mean ODE of the Pair Information-Sharing Protocol is

piD)(t) = E[gi(p{D)(t))],

(B.4)

where

E

< (P{D\t))} = I ( ^ ' ^
R

[ ( Sj)

Rl

~ )

nAl

"^

^^

r

>

^ • (B.5)

elSe

3mSnMPj**»MA

Assume the iterate sequence has converged to a limit point of the ODE. If this is
the case, then the behavior of Flow i follows one of two possible cases:
Case 1: Weak Flows
At a limit point PJD> of the ODE defined by (B.4) and (B.5), for Flow i, let there
exist some gitg > 0. Then for every band £ used with positive probability, the following
holds:
giJt = K, V I such that p[f > 0

(B.6)

for some constant K > 0. Furthermore,

K = maxgite.

(B.7)

Based on the construction of the sub-gradient, this implies
B H « > A , V t such that p*ff > 0

(B.8)

and
(*(£) = maxe^i), V £ such that p\f

> 0

(B.9)
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In other words, the flow i is the weakest user of each of those bands and is thus greedy.
Furthermore, since there will be elements of Flowi's sub-gradient that are positive,
we can infer that
Ri = R ^

(B.10)

Case 2: Backoff (Strong) Flows
At a limit point P(D)* of the ODE defined by (B.4) and (B.5), assume for a Flow i
that the condition of Case 1 does not hold, namely

9i,e<0,W

(B.ll)

Then if P{D)* is a limit point, for every band £ used with positive probability, then
due to option of backoff, the following holds:

^Tfie) = Riy£

such t h a t

mln^,(')•

Pu} > °

( B - 12 )

and
R m(max)

i

_ ^

w

<ie) = K^£

„ o is u c, h ,,t h a,t (D)

Pit > °

(B-13)

for some constant K > 0.
In other words, Flow i is a stronger user of each of those bands and has distributed
its usage in a manner such that all of the weak flows being impacted are being evenly
affected. Furthermore, there can exist no band where the fair throughput is higher,

C«^V<

(B.14)

since the sub-gradient entry would evaluate to a positive value.

These two cases also happen at a local max-min fair allocation. What they imply
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is that the weakest flows have found an access vector that (sucessively) maximizes
their throughput, whereas the stonger users have maximized the throughput of the
weakest users by backing off their usage.
We now examine the stability property necessary for convergence. Consider a
collection of access vectors, P}D>*, that is the limit point of the (stochastic) sequence
of iterates. That the stochastic process has converged to the point inplies that there
exists a neighborhood such that application of the mean ODE at profiles, P ( D ) , within
the neighborhood have the limit point P}D>*.
What Lyapunov stability explicitly requires is that there exist 6 > 0 and /i > 0
such that for all feasible directions rj,

(p&)* + Srj\+tiE

[g^E^* + Sf[)\ ~^P)*I

< 5>

(B-15)

or all deviations from the limit point within a 6 neighborhood are expected to experience pressure to stay in the neighborhood. Such a neighborhood can only be defined
for any feasible r\ if it is a max-min fair solution that exhibits strict decrease in utility
for each of these r\. Thus, the limit point P}D>* is locally max-min fair. Since such solutions exist (global utility maximizers exhibit this stability), the protocol converges
with probability one.

•

Proof for Theorem 7
Proof. That the region is bounded is simply a result of the devices in the network.
Even without outages, the spectral efficiency is upper bounded by the sum of the
data coding rates r;.
Now, consider any schedule p^ that satisfies Condition 1 of Definition 7. If p0
is non-zero, then there exists some 77 > 0 such that the schedule p(s\rj) in (B.16)
remains fair and feasible. Such a schedule produces a linear increase in the spectral
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efficiency while maintaining fairness in expected rates.
(s)
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(B.16)

(S)

PK-I

PK-X

As noted previously, the unfairness, e (p^),

is also linearly related to the frequency

of a state being scheduled. Thus, given any fair schedule pjs^ and by simply scaling
Tj, an achievable line segment can be confirmed starting at (0,0) and going through
(e (p^),

Rsum ( p ^ ) ) - When p^ = 0 we will say that the schedule p^

is maximal,

in the sense that along that direction, the spectral efficiency can no longer be increased
through scaling of rj. Thus, a single schedule that is fair in expectation can generate
a region like the one seen in Figure B.l and specified here. Notice that if p^

is

maximal, it maps to the corner point of the region. We therefore call this region

?(p}V).

?(p^)

= {(e,R)}

subject to R < -Rsum (p

(B.17)

-ftsum [P

R £

~

(B.18)

)
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efeW)

i?>0,e>0

(B.19)
(B.20)

Now consider another schedule, p^ , that also satisfies Condition 1 of Definition 7
and is also maximal. Since the resulting regions ?{p^)

and ? ( > ) ' ) are both

achievable, both exist as subsets of 3*. Furthermore, it is easy to see that any convex
combination of p^

and p^

also satisfies Condition 1, and that such a combination

corresponds to a point on the line segment connecting the corresponding corner points.
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Figure B.l: Spectral Efficiency - Error Tolerance Tradeoff for a "Single Direction"
Therefore, these schedules are also achievable, implying the region 5"* is convex.
Therefore the upper boundary of the region must be concave.
Since the dimension of possible schedules is finite, this also suggests that the
boundary of the region is piecewise linear; there can only be a finite number of
linearly independent schedules that map to a corner point.
Thus, the corner points on the boundary of the region correspond to schedules
where further extrapolation (scaling 77) would violate feasibility constraints (i.e. a
state being assigned a negative probability of usage). Consequently, all boundary
corner points must correspond to solutions of the following class of optimization
problem
maximize

RSum(p)

subject to

Ri(p) = Rj(p),

Vi,j

(B.21)

p e &>{§')
where «^(S') is a subspace of the full space of L-dimensional probability mass functions, when the scheduler is limited to usage of a subset S' C S of the available
states.

•

