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Abstract

Efficient estimation of coherent risk measures for

risk-averse optimization problems governed by

partial differential equations with random inputs

by

Timur Takhtaganov

This thesis assesses and designs structure-exploiting methods for the efficient es-

timation of risk measures of quantities of interest in the context of optimization of

partial differential equations (PDEs) with random inputs. Risk measures of the quan-

tities of interest arise as objective functions or as constraints in the PDE-constrained

optimization problems under uncertainty. A single evaluation of a risk measure re-

quires numerical integration in a high-dimensional parameter space, which requires

the solution of the PDE at many parameter samples. When the integrand is smooth

in the random parameters, efficient methods, such as sparse grids, exist that sub-

stantially reduce the sample size. Unfortunately, many risk-averse formulations, such

as semideviation and Conditional Value-at-Risk, introduce a non-smoothness in in-

tegrand. This work demonstrates that naive application of sparse grids and other

smoothness-exploiting approaches is not beneficial in the risk-averse case. For the

widely used class of coherent risk measures, this thesis proposes a new method for

evaluating risk-averse objectives based on the biconjugate representation of coherent

risk functions and importance sampling. The method is further enhanced by utilizing

reduced order models of the PDEs under consideration. The proposed method leads



iii

to substantial reduction in the number of PDE solutions required to accurately esti-

mate coherent risk measures. The performance of existing and of the new methods

for the estimation of risk measures is demonstrated on examples of risk-averse PDE-

constrained optimization problems. The resulting method can substantially reduce

the number of PDE solutions required to solve optimization problems, and, therefore,

enlarge the applicability of important risk measures for PDE-constrained optimization

problems under uncertainty.
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Chapter 1

Introduction

1.1 Introduction

This thesis addresses the estimation of objective functions in optimization problems

governed by partial differential equations (PDEs) with uncertain parameters with the

emphasis on formulations that incorporate the concept of risk averseness. The term

“risk” is understood in terms of “quantitative expression of a system of preferences

with respect to a set of random outcomes” [Krokhmal et al., 2011]. In particular,

the two important measures of risk considered in this thesis are semideviation (SD)

and Conditional Value-at-Risk (CVaR). Both of these risk measures are formulated

in terms of a positive part function and require special care when embedded in an

optimization framework due to their non-smoothness. This thesis addresses numer-

ical challenges associated with these risk measures. The topics that are relevant to

this research include, among others, numerical solution of PDEs with random coeffi-

cients, optimization with PDE constraints, stochastic programming, and importance

sampling.

The solution of PDEs with random coefficients (random PDEs) is a challenging

task from computational perspective. In order to approximate the statistics of a

quantity of interest (QoI) associated with the solution of a random PDE, one needs

1
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to evaluate the solution for many samples of random parameters, which can be very

expensive if the model PDE has a large number of solution variables, and especially if

it has nonlinear dynamics. If, on top of that, the QoI associated with the solution of

a random PDE is optimized, the number of PDE solves increases dramatically. Thus,

sampling methods for random PDEs and optimization methods for corresponding

optimal control problems need to be selected with great care.

The standard approach to optimization under uncertainty is to seek a solution

that works “on average”. That is, uncertainty in the quantity of interest (objective

of optimization) is accounted for by considering its expected value. Such approach,

however, does not account for any risk associated with the realizations of the QoI

that far exceed its average value, or with rare but catastrophic events. The solution

of an optimization problem (optimal control or optimal design, depending on appli-

cation) obtained by solving a problem for the expected value of the QoI may result in

undesirable or even prohibitively high objective values (costs) for some realizations

of the random parameters. In this thesis, I adopt a risk-averse approach to opti-

mization under uncertainty which allows me to explicitly quantify the risk associated

with a particular value of a control/design variable, and to obtain a solution that is

more robust to the fluctuations in the random parameters. The risk-averse approach

to optimization under uncertainty has its roots in stochastic programming literature

([Shapiro et al., 2014]), and it is only recently that it has been adapted for the PDE-

constrained optimization under uncertainty (e.g., [Kouri and Heinkenschloss, 2014]).

One particular difficulty associated with the risk-averse approach arises from the fact

that meaningful risk formulations introduce non-smoothness in the problem by con-

sidering only one-sided deviations from the expected value or from a quantile. This

greatly limits the choices of discretization methods, as many of them rely on the high

regularity of the underlying map in order to provide sufficiently fast convergence. In

this work, I review and critically evaluate several existing methods for uncertainty

quantification in the context of risk-averse optimization. While the considered meth-
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ods are well-studied in the context of model simulations and uncertainty propagation,

their relative applicability to the risk-averse PDE-constrained optimization under un-

certainty is not sufficiently investigated.

The main contributions of this thesis are:

1. evaluation of the applicability of existing methods for high-dimensional integra-

tion, such as sparse grids, to the problem of estimation of risk measures, such

as semideviation and Conditional Value-at-Risk, in the context of risk-averse

PDE-constrained optimization;

2. design of a novel importance-sampling-type method for efficient estimation of

coherent risk measures of the QoIs depending on the solution of the PDEs with

random inputs based on the conjugate duality properties of the aforementioned

risk measures;

3. assessment of applicability of the proposed method to the solution of the risk-

averse optimization problems governed by PDEs with random inputs;

4. development of a method for efficient estimation of the CVaR of the QoIs de-

pending on the solution of the PDEs with random inputs based on the reduced

order models (ROMs) of such PDEs.

1.2 Literature survey

The study of PDEs with random parameters is an active and fast growing field.

Uncertainty can enter the PDEs in the form of random coefficients, random forcing

terms, uncertain geometry, etc. These random parameters may be represented as

random variables with given probability distribution or, in case of spatially depen-

dent uncertainty, as random fields. Approaches to representing random fields include

Karhunen-Loéve expansions ([Karhunen, 1947, Loève, 1946]) and expansions in terms

of global orthogonal polynomials ([Wiener, 1938, Ghanem and Spanos, 1997]). Both



4

types of expansion represent a random field in terms of an infinite number of ran-

dom variables. In practice, this series is truncated to obtain an approximation of the

random field. Finite-dimensional representation of random fields allows numerical

solution of corresponding random PDEs.

Approximation of the statistical moments of the quantities of interest that de-

pend on the solution of a random PDE can be done in various ways. One of the

most popular and easy to implement approaches is the Monte Carlo (MC) method.

This method requires a large number of realizations (samples) of the random param-

eters followed by the solution of the model PDE at these samples in order to achieve

small errors in approximation. Specifically, the convergence rate of the MC method

is on the order of N−1/2, where N is the number of samples. The rate of conver-

gence can be improved by using variance reduction techniques, such as importance

sampling ([Siegmund, 1976],[Owen, 2013, Chapter 9]), control variates ([Hammersley

and Handscomb, 1965, Chapter 5], [Ng and Willcox, 2014]), or multilevel methods

([Giles, 2013, Cliffe et al., 2011, Kuo et al., 2012, Kuo et al., 2015]). Another family

of sampling-based methods that aim to improve on the convergence rates of Monte

Carlo methods is quasi-Monte Carlo methods ([Dick et al., 2013]). In the Bayesian

framework setting, assuming the availability of a real-world data or observations of the

random QoI, the Markov Chain Monte Carlo (MCMC) methods are extensively used

to estimate the associated statistical moments (see, e.g., [Teckentrup, 2013, Chap-

ter 5]). This setting, however, is not considered in this thesis, and, hence, MCMC

methods are not reviewed.

For the smooth quantities of interest much faster convergence rates can be achieved

by employing spectral stochastic Galerkin methods ([Ghanem and Spanos, 1991, Le

Mâıtre and Knio, 2010, Xiu, 2010]) or stochastic collocation methods ([Babuška et al.,

2007, Babuška et al., 2010, Nobile et al., 2008b]). One of the most widely used

spectral expansion methods is generalized polynomial chaos (gPC) method ([Xiu and

Karniadakis, 2002]) that generalizes the classical polynomial chaos method ([Ghanem
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and Spanos, 1991]) which builds on the early work of Wiener ([Wiener, 1938]).

While a significant body of work exists on the solution methods for PDEs with

random parameters and on the approximation of statistical moments of quantities of

interest that depend on the solution of such PDEs, fewer researchers consider optimal

control of random PDEs ([Borz̀ı et al., 2010, Schulz and Schillings, 2009, Debussche

et al., 2007, Kouri, 2010, Kouri, 2012, Heinkenschloss and Kouri, 2015]). One com-

mon approach is to solve the control problem as a sequence of deterministic problems

defined at the collocation points. Due to the high cost of each forward simulation,

which involves solving an instance of a PDE, the set of collocation points cannot

be too large. Authors in [Kouri et al., 2013] use adaptive sparse-grid collocation

and trust-region framework to minimize the number of deterministic solves required

for obtaining optimal solution. Other methods aimed at reducing the complexity

of the optimal control problems constrained by PDEs with random parameters in-

clude low-rank tensor approximations ([Garreis and Ulbrich, 2016]), and quadratic

approximations of the parameter-to-objective map ([Alexanderian et al., 2014]).

When discretized, optimization problems governed by PDEs with random pa-

rameters constitute a particular finite-dimensional stochastic programming problem.

Stochastic programming literature is rich with numerical schemes for solving prob-

lems with uncertainty, such as the sample average approximation (SAA) and the

stochastic approximation algorithm (SA) ([Marti, 2005, Shapiro et al., 2009]). These

methods employ Monte Carlo sampling and make use of statistical principles, such as

the Law of Large Numbers and the Central Limit Theorem, to provide asymptotical

analysis and convergence properties of the optimal solutions. Stochastic program-

ming also provides a framework for modeling risk aversion in optimization problems

using the concept of risk measures. Especially important class of risk measures is

the class of coherent risk measures that was introduced by Artzner, Delbaen, Eber,

and Heath [Artzner et al., 1999] and rigorously studied by many others ([Rockafel-

lar, 2007, Ruszczyński and Shapiro, 2006]). Coherent risk measures are particularly
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well-suited for optimization due to their properties (convexity, monotonicity). Note,

however, that the problems studied in stochastic programming literature (for example,

portfolio optimization) are very different from the problems considered in this thesis

in that they usually involve the solution of simple algebraic equations, the computa-

tional cost of which is negligible compared to the cost of solving a PDE. Thus, much

of the stochastic programming literature on solving risk-averse optimization problems

is concentrated on reducing the size of the resulting finite-dimensional problem and

not on reducing the number of evaluations of the quantity of interest. For example,

in [Fairbrother et al., 2015] the authors discuss an approach to reduce the number of

scenarios needed to solve problems with tail risk measures (i.e., Conditional Value-

at-Risk) by aggregating the scenarios that fall outside of the “risk regions” into a

single point. This approach, however, requires one to be able to characterize the risk

region for all the values of the control variable of the stochastic problem with tail risk

measure, which, in general, is an impossible task, since a priori these risk regions are

not known. In [Garćıa-Bertrand and Mı́nguez, 2014] the authors propose a method

for reducing the size of a stochastic program with CVaR risk measure by identifying

active scenarios in an iterative manner and only solving problems with those scenar-

ios. At each iteration the value of the risk measure is recomputed using all scenarios,

thus, the reduction is only achieved in the size of the linear program but not in the

number of objective function evaluations (the most expensive part for problems with

PDE constraints).

1.3 Thesis outline

The following Chapter 2 presents a necessary background material on PDE-constrained

optimization, PDEs with random inputs, and risk measures. I introduce a model PDE

with random inputs describing an advection-diffusion process in a plane and, follow-

ing a standard approach in the literature, derive its weak formulation that is used
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for numerical solution. Using the concept of risk measures I formulate optimization

problems for the model PDE with random inputs and illustrate the impact of the

choice of risk measures on the optimization results.

Chapter 3 describes in detail discretization methods (discretization in the random

parameter space) for estimation of risk measures. I focus on the two most widely used

methods – the Monte Carlo method and the sparse grid method – and evaluate their

applicability to the estimation of non-smooth risk measures, such as semideviation

and CVaR. Using the model PDE I demonstrate that the sparse grid method does

not provide any advantage over the Monte Carlo method for this task. Furthermore,

I highlight the deficiency of both methods that arises from the small number of

PDE evaluations that contribute to the estimates of the risk measures. I review a

variation of the Monte Carlo method that can be used to address this deficiency -

the importance sampling method - and conclude the chapter by reviewing asymptotic

results for the estimates of the risk measures obtained with the Monte Carlo method

and with the importance sampling method.

In Chapter 4 I present a novel method for efficient estimation of coherent risk

measures based on the biconjugate representation of such risk measures and the im-

portance sampling method. The proposed method, labeled Risk-Informed Sampling

or RIS, addresses the deficiencies of the standard discretization methods and allows

for a uniform treatment of the risk estimation problem over a broad class of coherent

risk measures. I demonstrate the performance of the new method on several example

problems with algebraic QoIs; I also apply it to the estimation of the CVaR of the

QoI depending on the solution of the model PDE with random inputs.

In Chapter 5 I incorporate the proposed RIS method into the process of solving

risk-averse optimization problems governed by PDEs with random inputs: the model

advection-diffusion problem, and a nonlinear problem governed by the Navier-Stokes

system of equations. I study the performance of the RIS method compared to the

standard Monte Carlo method and provide guidance on the use of the RIS method
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in optimization context.

In Chapter 6 I incorporate the reduced order models (ROMs) of the PDEs with

random inputs into the process of risk estimation. I demonstrate how ROMs can

be used to estimate the CVaR of the QoIs depending on the solution of the PDEs

with random inputs, and extend the importance sampling method to the estimation

of CVaR with ROMs. The resulting method is evaluated on a nonlinear advection-

diffusion-reaction system describing combustion process.

In the final Chapter 7 I summarize the main contributions and conclusions of the

thesis, and outline future work.

The numerical experiments in this thesis are performed using MATLAB with an

addition of several external toolboxes and libraries: Sparse Grid Interpolation Tool-

box spinterp [Klimke, 2007] used for constructing sparse grids based on Smolyak’s

method, Interior Point Optimizer IPOPT (version 3.12.4) [Wächter and Biegler, 2006]

used for solving nonlinear optimization problems, and Kernel Density Estimation

Toolbox for MATLAB KDE Toolbox [Ihler, 2003] used for constructing multivariate

density estimates. Additionally, some of the model PDEs and associated optimiza-

tion problems are solved using Trilinos (version 12.10) [Heroux et al., 2005], specif-

ically, Rapid Optimization Library (https://trilinos.org/packages/rol/). Trilinos is

an object-oriented software framework written in C++ for the solution of large-scale

engineering and scientific problems. Rapid Optimization Library or ROL is a C++

package for large-scale optimization that comes as a part of Trilinos.



Chapter 2

Optimization Problems Governed

by Partial Differential Equations

with Random Inputs

2.1 Introduction

In this chapter I consider a general optimization problem governed by a PDE with ran-

dom parameters. Following [Smith, 2014, Sec. 4.7] I will refer to PDEs with random

parameters as random PDEs. The first section of the chapter introduces a proto-

typical optimization problem with a deterministic PDE constraint. A model PDE is

first described in an infinite-dimensional setting, after which its weak form, used for

numerical solution, is derived. This derivation is standard (see, for example, [Hinze

et al., 2009]). Next, I introduce a model PDE with random parameters and discuss

its weak formulation. The numerical solution approaches to random PDEs require

an assumption on the random parameters known as the finite-dimensional noise as-

sumption. The material related to random PDEs is adapted from the literature (see,

for example [Gunzburger et al., 2014] or [Lord et al., 2014, Ch. 9]). After reviewing

random PDEs in infinite-dimensional setting I introduce an optimization problem

9
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governed by a random PDE. Optimization of random PDEs requires “scalarizing” of

the random objective function, which is performed using so-called risk measures. I

review the concept of risk measures (following, e.g., [Shapiro et al., 2014]) and pro-

vide motivation for the choice of risk measures considered in this thesis. After that,

I illustrate the impact of risk measures on the solution of the optimization problem.

The following is a short summary of the notation that is used in this chapter and

throughout the thesis:

z control/design variable;

ξ random variables (with value ξ ∈ Ξ ⊂ RM);

F (y, z, ξ) = 0 governing PDE; if linear, F (y, z, ξ) = A(ξ)y +B(ξ)z + b(ξ);

also considered nonlinear PDEs;

y(ξ, z) PDE solution (concentrations, velocities, temperature,...);

s(y(ξ, z)) system QoI (quantity of interest);

R
[
s(y(·, z))

]
risk measure applied to system QoI.

2.2 Optimization problem with deterministic PDE

constraint

Let Y , Z, V be Hilbert spaces. Consider the following linear-quadratic minimization

problem

min
y∈Y, z∈Z

1

2
‖Cy − v‖2

V +
α

2
‖z‖2

Z (2.2.1a)

s.t. Ay +Bz + b = 0, (2.2.1b)

where C ∈ L(Y ,V) is an observation operator, v ∈ V is the desired state, A ∈

L(Y ,Y∗) is the state operator, B ∈ L(Z,Y∗) is the control operator, and b ∈ Y∗ is

the source term. Here L(X ,Y) denotes the space of bounded linear operators from

X to Y , which is a standard notation. The constraint equation comes from a weak
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form of a PDE. I will require that A ∈ L(Y ,Y∗) has a bounded inverse in order to

guarantee the existence of a solution to (2.2.1) [Hinze et al., 2009]. This will allow

me to study the equivalent reduced problem:

min
z∈Z

1

2
‖Cy(z)− v‖2

V +
α

2
‖z‖2

Z , (2.2.2)

where y(z) = −A−1(b+Bz).

As an illustration I will consider the following linear elliptic boundary value problem:

−∇ · (κ(x)∇y(x)) + c(x) · ∇y(x) = f(x) x ∈ Ω, (2.2.3a)

y(x) = z(x) x ∈ Γc, (2.2.3b)

y(x) = 0 x ∈ Γd, (2.2.3c)

∂

∂n
y(x) = 0 x ∈ Γn, (2.2.3d)

where Ω ⊂ Rd with d = 1, 2 or 3 is open and bounded with boundary ∂Ω = Γc∪Γd∪Γn.

The unit outward normal is denoted by n. Domain Ω and the partitioning of the

boundary ∂Ω will be specified later in Section 2.6.

Linear elliptic boundary value problems similar to (2.2.3) are frequently used

as examples in the literature (see, e.g., [Lord et al., 2014, Ch. 9], [Babuška et al.,

2010]) due to their ubiquity in models of heat transfer, fluid flows, and electrostatic

potentials. For example, in [Lieberman et al., 2010, Alexanderian et al., 2014] the

control of linear elliptic PDE with random coefficients is motivated by the steady

flow in porous media, in which case the solution y(x) denotes the pressure, the right-

hand side f(x) is the recharge term, and coefficient κ(x) describes the hydraulic

conductivity.

The following standard assumptions are made regarding functions κ, c, and f :

• κ ∈ L∞(Ω) such that there exists κmin > 0 with κ(x) ≥ κmin a.e. in Ω,

• c ∈ [W 1,∞(Ω)]d, ∇ · c = 0 in Ω, Γn ⊂ {x ∈ ∂Ω : c(x) · n(x) ≥ 0},
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• f ∈ L2(Ω).

To derive the weak form corresponding to (2.2.3), write y = y0 + yz, where y0

satisfies y0 = 0 on Γc ∪ Γd, and yz satisfies yz = z on Γc, yz = 0 on Γd. Multiplying

the PDE by a sufficiently smooth test function φ that satisfies φ = 0 on Γc ∪ Γd, and

performing integration by parts gives∫
Ω

κ(x)∇(y0(x) + yz(x)) · ∇φ(x)dx+ 1
2

∫
Ω

c(x) · ∇(y0(x) + yz(x))φ(x)dx

− 1
2

∫
Ω

c(x) · ∇φ(x) (y0(x) + yz(x))dx+

∫
Γn

c(x) · n(x) (y0(x) + yz(x))φ(x)dx

=

∫
Ω

f(x)φ(x)dx (2.2.4)

(see, e.g., [Quarteroni and Valli, 1994, p. 165]). Now, assume the existence of a

bounded linear operator

I : Z →
{
v ∈ H1(Ω) : v = 0 on Γd

}
,

where H1(Ω) is a standard Sobolev space (see [Evans, 1998, Section 5.2]), such that

(Iz)(x) = z on Γc.

That is, the function yz above can be we written as yz = Iz. In particular, if

Z =
{
z ∈ H1(Γc) : z = 0 on ∂Γc

}
,

where ∂Γc denotes the relative boundary of Γc (i.e., ∂Γc = {(0, 0), (0, 1)} if Γc =

{0} × (0, 1) ⊂ R2), the existence of such a bounded linear operator I is guaranteed

by the inverse trace theorem.

Define

Y =
{
y ∈ H1(Ω) : y = 0 on Γc ∪ Γd

}
,

the bilinear form a : Y × Y → R,

a(y, φ) =

∫
Ω

κ(x)∇(x) · ∇φ(x)dx+ 1
2

∫
Ω

c(x) · ∇y(x)φ(x)dx

− 1
2

∫
Ω

c(x) · ∇φ(x) y(x)dx+

∫
Γn

c(x) · n(x) y(x)φ(x)dx,
(2.2.5)



13

the bilinear form b : Z × Y → R,

b(z, φ) =

∫
Ω

κ(x)∇(Iz)(x) · ∇φ(x)dx+ 1
2

∫
Ω

c(x) · ∇(Iz)(x)φ(x)dx

− 1
2

∫
Ω

c(x) · ∇φ(x) (Iz)(x)dx+

∫
Γn

c(x) · n(x) (Iz)(x)φ(x)dx,
(2.2.6)

and the linear functional l : Y → R,

l(φ) =

∫
Ω

f(x)φ(x)dx.

The weak form corresponding to (2.2.3) is given as follows.

Given z ∈ Z, find y ∈ Y such that

a(y, φ) + b(z, φ) = l(φ) for all φ ∈ Y .
(2.2.7)

(Compare (2.2.7) to (2.2.4) with y0 = y and yz = Iz.)

Under the assumptions on κ, c, and f stated above the bilinear forms a, b, and the

linear form l are bounded, i.e., there exists positive constants Ca, Cb, Cl such that

|a(y, φ)| ≤ Ca‖y‖H1(Ω)‖φ‖H1(Ω),

|b(z, φ)| ≤ Cb‖z‖Z‖φ‖H1(Ω),

|l(φ)| ≤ Cl‖φ‖H1(Ω),

for all y, φ ∈ Y and all z ∈ Z. Furthermore, the bilinear form a is coercive, i.e., there

exists a positive constants ca such that

a(y, y) ≥ ca‖y‖2
H1(Ω)

for all y ∈ Y . (See, e.g., [Quarteroni and Valli, 1994, p. 165]).

By the Riesz representation theorem, there exists a continuously invertible, bounded

linear operator A ∈ L(Y ,Y∗) such that

〈Ay, φ〉Y∗,Y = a(y, φ) for all y, φ ∈ Y .

Similarly, there exists B ∈ L(Z,Y∗) such that

〈Bz, φ〉Y,Y∗ = b(z, φ) for all φ ∈ Y , z ∈ Z.

Thus the weak form (2.2.7) can be written as the operator equation (2.2.1b) where b

in (2.2.1b) is −l.
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2.3 Model PDE with random inputs

2.3.1 Initial statement of the problem

Consider now an extension of the deterministic model PDE (2.2.3) with diffusivity κ,

advection c and source term f being random fields over a complete probability space

(Π,F , P ):

−∇ · (κ(x, π)∇y(x, π)) + c(x, π) · ∇y(x, π) = f(x, π) x ∈ Ω, a.a. π, (2.3.1a)

y(x, π) = z(x) x ∈ Γc, a.a. π, (2.3.1b)

y(x, π) = 0 x ∈ Γd, a.a. π, (2.3.1c)

∂

∂n
y(x, π) = 0 x ∈ Γn, a.a. π. (2.3.1d)

The functions κ, c, f , as well as the PDE solution y are now random fields that belong

to the so-called Bochner spaces, which are the formal extensions of the Lebesgue

spaces, LpP (Π), to the functions which output into general Banach spaces (see, for

example, [Evans, 1998, Appendix E], [Gunzburger et al., 2014]). The control or

decision variable z, however, remains deterministic. This corresponds to the most

common in practice situation when the decision needs to be made before a particular

realization of the random parameters π is known. This is also the setting of stochastic

programming (see [Shapiro et al., 2009]).

The functions κ, c, f are assumed to satisfy the following (see [Babuška et al.,

2010] for the discussion of assumptions and possible relaxations of some of them):

• for almost all π ∈ Π the function κ(·, π) belongs to L∞(Ω) and there exist

κmax(π) ≥ κmin(π) > 0 with κmax(π) ≥ κ(x, π) ≥ κmin(π) a.e. in Ω;

• for almost all π ∈ Π the function c(·, π) belongs to [W 1,∞(Ω)]d and satisfies

∇ · c(x, π) = 0 a.e. in Ω, and Γn ⊂ {x ∈ ∂Ω : c(x, π) · n(x) ≥ 0};

• for almost all π ∈ Π the function f(·, π) belongs to L2(Ω).

--
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Note that, in general, the sources of uncertainty in κ, c and f (and any other possi-

ble sources of uncertainty) do not have to be related to each other, and random fields

κ(x, π), c(x, π), f(x, π) can be defined on different probability spaces (Πκ,Fκ, Pκ),

(Πc,Fc, Pc) and (Πf ,Ff , Pf ). In that case the solution y is defined on a product

probability space (Π,F , P ) = (Πκ × Πf × Πc,Fκ ×Ff ×Fc, Pκ × Pf × Pc).

2.3.2 Finite-dimensional noise and parametric weak form

For the numerical solution of (2.3.1) it is important to make the following assumption

known as the “finite-dimensional noise” assumption [Babuška et al., 2010]. Assume

that there exists a vector ξ of M uncorrelated random variables ξi : Π → Ξi, i =

1, . . . ,M , ξ : Π → Ξ with Ξ =
∏M

i=1 Ξi ⊂ RM , such that κ(·, π) = κ(·, ξ(π)),

c(·, π) = c(·, ξ(π)) and f(·, π) = f(·, ξ(π)). I will assume that the random variables

[ξ1, ξ2, . . . , ξM ] forming vector ξ have a joint probability density function ρ : Ξ→ RM
+

with ρ ∈ L∞(Π). To express the dependence on ξ change the notation to

κ(x, π)→ κ(x, ξ(π)), c(x, π)→ c(x, ξ(π)), f(x, π)→ f(x, ξ(π)).

In the following, I will denote by ξ ∈ Ξ a particular realization of the random vector

ξ : Π→ Ξ.

The assumptions on the functions (x, ξ) 7→ κ(x, ξ), c(x, ξ), f(x, ξ) restated under the

finite-dimensional noise assumption are as follows:

• for almost all ξ ∈ Ξ the function κ(·, ξ) belongs to L∞(Ω) and there exist

κmax(ξ) ≥ κmin(ξ) > 0 with κmax(ξ) ≥ κ(x, ξ) ≥ κmin(ξ) a.e. in Ω;

• for almost all ξ ∈ Ξ the function c(·, π) belongs to [W 1,∞(Ω)]d and satisfies

∇ · c(x, ξ) = 0 a.e. in Ω, Γn ⊂ {x ∈ ∂Ω : c(x, ξ) · n(x) ≥ 0};

• for almost all ξ ∈ Ξ the function f(·, ξ) belongs to L2(Ω) and there exists

fmax(ξ) ≥ ‖f(·, ξ)‖L2 .
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By the Doob-Dynkin’s lemma (see, e.g., [Øksendal, 2003]), the solution y of (2.3.1)

can be described by the same vector of M random variables as κ, c and f : y(x, π) =

y(x, ξ(π)).

The finite-dimensional noise assumption allows to perform a change of variables

and represent the uncertainty in terms of the parameters ξ ∈ Ξ. The following

discussion of the solution of (2.3.1) (after the change of variables) follows [Babuška

et al., 2010], [Gunzburger et al., 2014] or [Lord et al., 2014, Ch. 9], where PDEs

without advection and without control inputs are considered. The parametrized weak

form of (2.3.1) (after the change of variables) is given as follows.

Given z ∈ Z, find y(·, ξ) ∈ Y such that∫
Ω

κ(x, ξ)∇y(x, ξ) · ∇φ(x)dx+ 1
2

∫
Ω

c(x, ξ) · ∇y(x, ξ) φ(x)dx

− 1
2

∫
Ω

c(x, ξ) · ∇φ(x) y(x, ξ)dx+

∫
Γn

c(x, ξ) · n(x) y(x, ξ)φ(x)dxdξ

+

∫
Ω

κ(x, xi)∇(Iz)(x) · ∇φ(x)dx+ 1
2

∫
Ω

c(x, ξ) · ∇(Iz)(x) φ(x)dxdξ

− 1
2

∫
Ω

c(x, ξ) · ∇φ(x) (Iz)(x)dx+

∫
Γn

c(x, ξ) · n(x) (Iz)(x)φ(x)dxd

=

∫
Ω

f(x, ξ)φ(x)dx for all φ ∈ Y . (2.3.2)

Analogously to the deterministic case, I define the parametrized bilinear and linear

forms

a(y, φ; ξ) =

∫
Ω

κ(x; ξ)∇(x) · ∇φ(x)dx+ 1
2

∫
Ω

c(x; ξ) · ∇y(x)φ(x)dx

− 1
2

∫
Ω

c(x; ξ) · ∇φ(x) y(x)dx+

∫
Γn

c(x; ξ) · n(x) y(x)φ(x)dx,

b(z, φ; ξ) =

∫
Ω

κ(x; ξ)∇(Iz)(x) · ∇φ(x)dx+ 1
2

∫
Ω

c(x; ξ) · ∇(Iz)(x)φ(x)dx

− 1
2

∫
Ω

c(x; ξ) · ∇φ(x) (Iz)(x)dx+

∫
Γn

c(x; ξ) · n(x) (Iz)(x)φ(x)dx,

l(φ; ξ) =

∫
Ω

f(x; ξ)φ(x)dx.

Under the assumptions on κ, c, and f stated above the bilinear forms a, b, and the

linear form l are bounded in the following sense. For almost all ξ there exist positive
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constants Ca(ξ), Cb(ξ), and Cl(ξ) (depending on κmax(ξ), ‖c(x, ξ)‖L∞(Ω), and fmax(ξ),

respectively) such that

|a(y, φ; ξ)| ≤ Ca(ξ)‖y‖H1(Ω)‖φ‖H1(Ω),

|b(z, φ; ξ)| ≤ Cb(ξ)‖z‖Z‖φ‖H1(Ω),

|l(φ; ξ)| ≤ Cl(ξ)‖φ‖H1(Ω)

for all y, φ ∈ Y and all z ∈ Z. Furthermore, the bilinear form a is coercive. In

particular, there exists a positive constant ca independent of ξ such that

a(y, y) ≥ caκmin(ξ)‖y‖2
H1(Ω) for all y ∈ Y .

The parametrized weak form (2.3.2) can be now written as follows.

Given z ∈ Z, find y(·, ξ) ∈ Y such that

a(y(ξ), φ; ξ) + b(φ, z) = l(φ; ξ) for all φ ∈ Y .
(2.3.3)

Lemma 2.3.1 Let the assumptions on κ, c, f stated above be valid. For almost all

ξ ∈ Ξ the weak form (2.3.3) has a unique solution y(ξ) ∈ Y and there exists a constant

CP independent of ξ such that

‖y(ξ)‖Y ≤
CP

κmin(ξ)
(‖f(·, ξ)‖L2(Ω) + ‖z‖Z).

Proof: The result is the direct consequence of the assumptions on κ, c, and f and

application of the Lax-Milgram Lemma ([Brenner and Scott, 2008, Theorem 2.7.7]).

2

The following theorem follows from the Lemma 2.3.1.

Theorem 2.3.2 If the assumptions on κ, c, f stated above hold and if 1/κmin,

‖f(·, ξ)‖L2(Ω)/κmin ∈ Lpρ(Ξ), p ∈ (0,∞) or p = ∞, then the solutions y(ξ) ∈ Y

of (2.3.3) obey y ∈ Lpρ(Ξ;Y) and

‖y‖Lpρ(Ξ;Y) ≤ C̃P (1 + ‖z‖Z)

for some constant C̃P .
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In the theorem above, the space Lpρ(Ξ;Y) is the ρ-weighted Bochner space of Y-valued

measurable functions (see, e.g., [Gunzburger et al., 2014]).

Similarly to the deterministic case, define A(ξ) ∈ L(Y ,Y∗), B(ξ) ∈ L(Z,Y∗) for

almost all ξ ∈ Ξ as

〈A(ξ)y, φ〉Y∗,Y = a(y, φ; ξ) for all y, φ ∈ Y a.e. in Ξ, (2.3.4a)

〈B(ξ)z, φ〉Y∗,Y = b(φ, z) for all φ ∈ Y , z ∈ Z a.e. in Ξ, (2.3.4b)

〈b(ξ), φ〉Y∗,Y = −l(φ, z) for all φ ∈ Y , a.e. in Ξ; (2.3.4c)

then (2.3.3) can be written as

A(ξ)y(ξ) +B(ξ)z + b(ξ) = 0 a.e. in Ξ. (2.3.5)

Theorem 2.3.2 ensures the pointwise almost everywhere invertibility of A so that the

solution to (2.3.5) can be written as

y(ξ, z) = −A−1(ξ)(b(ξ) +B(ξ)z) ∈ Lpρ(Ξ;Y)

and satisfies

‖y‖Lpρ(Ξ;Y) ≤ C̃P (1 + ‖z‖Z).

2.4 Optimization of random PDEs

In this thesis I will consider the following counterpart of the reduced deterministic

problem (2.2.2) for the case when the constraint is given by a PDE with random

coefficients:

min
z∈Z

R[s(y(·, z))] + αP(z), (2.4.1)

where y(ξ, z) = −A−1(ξ) (b(ξ) +B(ξ)z) a.e. in Ξ. In this formulation, R[ · ] is a “risk

measure”, i.e., an operator acting on a space of functions with domain Ξ and codomain

R, s(y(ξ, z)) is a system output or the quantity of interest (QoI) that depends on

the solution of a PDE with random parameters and a deterministic control z (e.g.,
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s(y(ξ, z)) = 1
2
‖Cy(ξ, z) − v‖2

V), and P(z) is a penalty term (e.g., P(z) = 1
2
‖z‖2

Z).

Since the map ξ 7→ s(y(ξ, z)) for a fixed z ∈ Z is a random variable, and, assuming

the solution y(·, z) ∈ Lpρ(Ξ;Y), we have that ξ → 1
2
‖Cy(ξ, z) − v‖2

V ∈ L
p/2
ρ (Ξ) and,

therefore, require

R : Lp/2ρ (Ξ)→ R,

where R = R ∪ {+∞} ∪ {−∞}.

The most commonly used and easiest to analyze approach to optimization under

uncertainty is to take R[ · ] = E[ · ], i.e., the expected value operator. The next section

introduces several other risk measures that are of interest to this thesis. In the section

after that I motivate my choice of the risk measures by demonstrating their effect on

a model problem with uncertainty.

2.5 Risk measures

The traditional approach to modeling optimization problems with uncertainty in-

volves taking R to be the expected value operator. This is used, for example, in a

two-stage stochastic programming approach [Ruszczyński and Shapiro, 2003]. While

this approach seems reasonable, it does not allow for any control of large fluctuations

for specific outcomes. For a particular realization of a random parameter vector, ξ,

the value of the random variable s(y(ξ, z)) can be very different from its expected

value. This motivates considering appropriate functionals defined on a space of ran-

dom variables, other than expectation, which are risk-averse. In contrast, the ex-

pected value approach can be considered risk-neutral. The most risk-averse approach

to decision-making under uncertainty would be optimizing with respect to the worst

case scenario. This approach aims to eliminate all risk associated with uncertainty

which is often unattainable and may make optimization problem infeasible. A more

reasonable approach to modeling risk aversion uses the concept of risk measures,

which provide some compromise between optimizing on average and controlling the
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involved risk.

A well-known family of risk measures take the form of mean-risk models:

R[ · ] = E[ · ] + cD[ · ], (2.5.1)

where E[ · ] denotes expected value and D[ · ] is some dispersion statistics [Shapiro

et al., 2009, Section 6.2]. In the context of this thesis,

E[X] :=

∫
Ξ

X(ξ)ρ(ξ)dξ. (2.5.2)

The coefficient c in (2.5.1) plays the role of the “price of risk”. Mean-risk models

(2.5.1) try to reach a compromise between minimizing the cost on average and re-

ducing its variability at the same time. This facilitates the trade-off analysis between

mean and risk.

The functional D[ · ] can be understood as a measure of risk in a random outcome

(here denoted by X). For example, one could choose D[ · ] to be one of the following:

• variance:

D[X] = E
[
(X − E[X])2] ;

• upper semideviation of order p, p ∈ [1,∞):

D[X] =
(
E
[
(X − E[X])p+

])1/p
,

where ( · )+ is the positive part function, (x)+ = max{x, 0};

• Conditional Value-at-Risk at a level β ∈ (0, 1):

D[X] = CVaRβ[X] := inf
t∈R

{
t+

1

1− β
E
[
(X − t)+

]}
.

A deficiency of the variance as a measure of risk is that it penalizes deviations

from the mean in a symmetric manner. If the random outcome X represents the

cost associated with decision-making problem, then, naturally, we are only concerned

with the realizations that are above the mean. Therefore, upper semideviation is a

----



21

more relevant risk measure for our purposes. Specifically, I will be using the upper

semideviation of order 1, that is

E
[
(X − E[X])+

]
.

Note that the following holds:

E
[
(X − E[X])+

]
= E

[
(E[X]−X)+

]
=

1

2
E [|E[X]−X)|] .

The Conditional Value-at-Risk risk measure requires some explanation. Denote

by HX(x) the cumulative distribution function of the random variable X,

HX(x) := Pr[X ≤ x] =

∫
Ξ

1{X(ξ) ≤ x}ρ(ξ)dξ, (2.5.3)

with 1{·} being an indicator function, and let β ∈ (0, 1). The left-side β-quantile of

HX(x) is defined as

H−1
X (β) := inf {t : HX(t) ≥ β} .

If X represents cost or losses, then the left-side β-quantile H−1
X (β) is also called a

Value-at-Risk at probability level β and is denoted by VaRβ[X],

VaRβ[X] := H−1
X (β) = inf {t : Pr[X ≤ t] ≥ β} = inf {t : Pr[X > t] ≤ 1− β} .

(2.5.4)

The meaning of VaRβ[X] is the following: losses larger than VaRβ[X] occur with

probability not exceeding 1 − β. Typically, β is chosen very close to 1, i.e., β = 0.9

or β = 0.95.

Note that since the β-quantile is any value qβ[X] such that

Pr[X < qβ(X)] ≤ β ≤ Pr[X ≤ qβ(X)],

the set of β-quantiles forms a closed interval, and VaRβ[X] is the smallest β-quantile

from this interval.

The Conditional Value-at-Risk as a risk measure has significant advantages over

the Value-at-Risk as a tool for optimization modeling [Rockafellar and Uryasev, 2000].

-
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For a simple illustration of CVaRβ in Figure 2.1 I plot a cumulative distribution

function of a normally distributed random variable X ∼ N (1, 0.5). For a probability

level β = 0.9 the values of VaRβ[X] and CVaRβ[X] are indicated on the plot. As can

be seen from the figure, CVaRβ[X] can be significantly larger than VaRβ[X], that

is, even though the smallest β-quantile has relatively low value, there is still a non-

trivial probability of high values of random outcome in the upper tail. In this sense

CVaRβ[X] provides a much better estimate of the risk associated with the upper tail

of the distribution of the random outcome. It can be shown that [Shapiro et al., 2014,

Theorem 6.2]

CVaRβ[X] =
1

1− β

∫ 1

β

VaRβ[X]dτ.

Due to this relation Conditional Value-at-Risk is sometimes referred to in the litera-

ture as the Average Value-at-Risk. The expression for CVaRβ[X] that is used in this

thesis is the following:

CVaRβ[X] := inf
t∈R

{
t+

1

1− β
E
[
(X − t)+

]}
. (2.5.5)

This formula is derived in [Rockafellar and Uryasev, 2000], where it is also shown

that VaRβ[X] is the minimizer of the minimization formula in the right-hand side of

(2.5.5).

Throughout this thesis, I will be using the following mean-risk models:

1. Expected value (risk-neutral model)

R
[
s(y(·, z))

]
= E [s(y(·, z))];

2. Mean plus semideviation, c ∈ [0, 1],

R
[
s(y(·, z))

]
= E [s(y(·, z))] + cE

[
(s(y(·, z))− E [s(y(·, z))])+

]
;

3. Weighted mean plus CVaRβ, c ∈ [0, 1], β ∈ (0, 1),

R
[
s(y(·, z))

]
= (1− c)E [s(y(·, z))] + c CVaRβ [s(y(·, z)].

The choice of these risk measures is motivated by considerations above together

with an important property that these risk measures satisfy. The property is known
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Figure 2.1: C.d.f. of a normally distributed random variable with mean 1 and standard

deviation 0.5.

as coherency (in the sense of Artzner, Delbaen, Eber, and Heath [Artzner et al.,

1999]).

Definition 2.5.1 A functional R : Lqρ(Ξ) → R is called a coherent measure of risk,

if it satisfies the following properties:

• convexity: for all X1, X2 ∈ Lqρ(Ξ) and λ ∈ [0, 1]

R [λX1 + (1− λ)X2] ≤ λR[X1] + (1− λ)R[X2];

• monotonicity: for all X1, X2 ∈ Lqρ(Ξ) such that X1 ≤ X2 a.s.

R[X1] ≤ R[X2];

• translation equivariance: for all X ∈ Lqρ(Ξ) and c ∈ R

R[X + c] = R[X] + c;

• positive homogeneity: for all c ≥ 0 and X ∈ Lqρ(Ξ)

R[cX] = cR[X].
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Coherent risk measures have their roots in financial mathematics, and their defin-

ing properties, listed above, are justified by the consideration of what conditions a

“good” measure of risk should satisfy. For example, positive homogeneity implies

that R[0] = 0, and combined with translation equivariance, gives R[c] = c, that is,

if a random variable always has the same outcome, then the value assigned to it by

a cost functional should be the same. The combination of convexity and positive

homogeneity leads to subadditivity

R[X1 +X2] ≤ R[X1] +R[X2],

which relates to the concept of diversification – if X1 and X2 are cost variables for

two portfolios, then combining them should reduce the overall risk. The monotonicity

property also makes intuitive sense – if for all realization of random parameters the

cost X1 is always less than the cost X2, then the risk of X1 should also be less than

that of X2.

The main consequences of coherency for objective of a type (2.4.1) are summarized

in [Rockafellar, 2007].

Theorem 2.5.2 Suppose the functional R is a coherent measure of risk.

• Preservation of convexity. If the mapping z 7→ s(y(ξ, z)) is convex for each ξ,

then z 7→ R[s(y(·, z)] is convex.

• Preservation of certainty. If s(y(ξ, z)) is a constant random variable for each

z, i.e., s(y(ξ, z)) = s(y(z), z) with no contibution from ξ, then

R[s(y(·, z)] = s(y(z), z).

• Insensitivity to scaling. The problem of minimizing R[s(y(ξ, z)] remains the

same even if the values of s(y(ξ, z)) are denominated or rescaled.

A careful explanation of coherency of the risk measures considered above can be found

in, for example, [Shapiro et al., 2009, Section 6.3.2]. I will provide more details on
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the properties of the chosen risk measures CVaRβ and semideviation in Section 3.3,

and a deeper review of the properties of coherent risk measures in Section 4.1.

2.6 Illustrating the impact of risk measures

Having introduced the risk measures R[ · ] that will be used in the formulation (2.4.1),

I will now demonstrate the effect of choosing a specific risk measure on optimization

results. First, I introduce a model problem that will be used for the purposes of

demonstration.

Consider a 2D advection-diffusion problem with uncertain parameters

−∇ · (κ(x, ξ)∇y(x, ξ)) + c(x, ξ) · ∇y(x, ξ) = f(x, ξ) x ∈ Ω, a.a. ξ (2.6.1a)

y(x, ξ) = z(x) x ∈ Γc, a.a. ξ (2.6.1b)

∂

∂n
y(x, ξ) = 0 x ∈ Γn, a.a. ξ (2.6.1c)

with Ω = (0, 1)2, Γc = {0}× (0, 1), Γn = ∂Ω\Γc. This PDE is a particular case of the

one discussed in Sections 2.2 and 2.3. Specifically, the Dirichlet boundary conditions

here are only given by the control boundary Γc.

The following forms of the random parameters κ(x, ξ), f(x, ξ), and c(x, ξ) are

considered. The diffusivity field κ(x, ξ) is constructed in the manner of [Nobile et al.,

2008b]. The construction starts by considering the Karhunen-Loève (KL) expansion of

a one-dimensional random field b(x1, ξ) with a given (stationary) covariance function

Cov [b(x1, ·), b(x′1, ·)] = exp

(
−(x1 − x′1)2

L2
c

)
. (2.6.2)

Here, parameter Lc corresponds to the physical correlation length for the random

field b(x1, ξ), meaning that random variables b(x1, ·) and b(x′1, ·) become essentially

uncorrelated if |x1 − x′1| � Lc.

The eigenvalues and eigenfunctions of the covariance function (2.6.2) are given by
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the following analytic expressions from [Nobile et al., 2008b]:

λ1 =

(√
πL

2

)1/2

,

λk = (
√
πL)1/2 exp

(
−(bk

2
cπL)2

8

)
, for k > 1,

and

φk(x1) =

sin
(
b k
2
cπx1
Lp

)
, if k even,

cos
(
b k
2
cπx1
Lp

)
, if k odd,

where parameters Lp and L are given by Lp = max{1, 2Lc} and L = Lc/Lp.

For the practical purposes the KL expansion of the field b(x1, ξ) is truncated

bK(x1, ξ) = 1 + ξ1

(√
πL

2

)1/2

+
K∑
k=2

λkφk(x1)ξk. (2.6.3)

Here, ξk, k = 1, . . . , K, are random variables that could be determined given the ana-

lytical expression for the random field b(x1, ξ) ([Ghanem and Spanos, 1991, Sec. 2.3]).

For the purposes of this experiment, and following the choice made in [Nobile et al.,

2008b], {ξk}Kk=1 are taken to be independent, have zero mean and unit variance, and

are uniformly distributed in the interval [−
√

3,
√

3].

As noted in [Nobile et al., 2008b], the small values of the correlation length Lc

correspond to the slow decay of the eigenvalues λk, thus, each random dimension

k, k = 1, . . . , K, is weighed almost equally (see (2.6.3)). On the other hand, large

values of Lc result in the fast decay rates with only few first dimensions being most

important. For my numerical experiments, I take K = 11 and Lc = 0.05. For this

choice of Lc the decay is slow. Thus, the resulting model is truly high-dimensional.

Following [Nobile et al., 2008b], the random field κ(x, ξ) is taken to be the exponential

of bK(x1, ξ), which guarantees the fulfillment of the assumptions made in Section 2.3:

κ(x, ξ) = κKLK (x, ξ) :=
1

10
(0.5 + exp (bK(x1, ξ))). (2.6.4)
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The additional scaling by 1/10 above is done to account for the choices of other co-

efficients, c(x, ξ) and f(x, ξ), which are described below. A realization of the random

field κKLK (x, ξ) is shown in Figure 2.2b.

0 1
0

1

z(x)

c(x, ξ)

Γn

Γn

Γn

f (x, ξ)

(a) Domain Ω for the problem (2.6.1) with

random fields f(x, ξ) and c(x, ξ).

(b) A realization of the random field

κKLK (x, ξ).

Figure 2.2: Domain Ω and characterizations of random inputs for the problem (2.6.1).

The advection field c(x, ξ) is chosen to have a fixed horizontal and random vertical

components

c(x, ξ) = [1, ξK+1]T , (2.6.5)

and the random source term f(x, ξ) is chosen to be a Gaussian function with random

center

f(x, ξ) = 20 exp

(
(x1 − ξK+2)2

0.1

)
exp

(
(x2 − ξK+3)2

0.1

)
. (2.6.6)

The random variable ξK+1, ξK+2, and ξK+3 are taken to be uniformly distributed

within [−0.2, 0.1], [0, 0.4], and [0.3, 0.5] respectively. This choice of the parameters is

purely empirical.

The schematic of the domain Ω is shown in Figure 2.2a. The boundary Γc, where

the control z(x) is applied, is shown in red. I highlight the region where the random

source f(x, ξ) is located in blue, and plot some of the possible directions for the

random advection field c(x, ξ).

----~• •::::--• -- .. N 
X 
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As mentioned earlier, the problem (2.6.1) is a particular case of the ones discussed

in Sections 2.2 and 2.3. The semi-discretized (discrete in space) version of the problem

A(ξ)y(ξ) + B(ξ)z = b(ξ) (2.6.7)

with A(ξ) ∈ Rny×ny , B(ξ) ∈ Rny×nz , b ∈ Rny , is obtained by discretizing (2.6.1)

using piecewise-linear finite elements on a uniform mesh of size h = 2−5.

I will consider the following QoI for this problem

smax(y(ξ, z)) = ‖[Cy(ξ, z)− v]+‖∞, (2.6.8)

where y(ξ, z) solves (2.6.7). Here C ∈ Rp×ny picks out the part of the solution vector

y(ξ, z) corresponding to the observation region Ωo = [0.4, 0.6] × [0.4, 0.6], and all of

the components of the vector of target values v ∈ Rp are set to 1. Thus, the goal

of optimization is to find a boundary control z that will force the solution y(ξ, z) to

stay below the desired value of 1 in the observation region Ωo.

For the chosen mesh size h = 2−5 the length of the control vector z, which is

applied on the boundary Γc, is nz = 33, and the target vector v is of size p = 49. The

size of the system matrix is ny = 1089.

Figure (2.3a) displays the solution y(ξ, z) to (2.6.7) for a fixed realization of the

vector of random parameters ξ, together with an observation region Ωo. The control

vector z is set to −1 for this solution. As can be seen from the figure, this particular

solution overshoots the target value in the the observation region. For a better visu-

alization, the slices of the solution computed at three x2 locations are plotted against

x1 in Figure (2.3b).

The semi-discrete formulation of the optimization problem (2.4.1) is given by the

following

min
z
R
[
s(y(·, z))

]
+ αP(z), (2.6.9)

where y(ξ, z) solves (2.6.7).
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(a) Realization of the solution y(ξ, z) to

(2.6.1) and observation region Ωo (in red).
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(b) Slices of the solution y(ξ, z) to (2.6.1)

and the target value.

Figure 2.3: Realization of the solution y(ξ, z) to the problem (2.6.1) with QoI (2.6.8).

Let

P(z) =
1

2
zTRz,

with a symmetric positive definite matrix R ∈ Rnz×nz . The penalty parameter α is

set to 0.1.

For the problem (2.6.9), as in the rest of the thesis, I consider the following mean-risk

models:

• Model 1: expected value (risk-neutral model)

R
[
s(y(·, z))

]
= E [s(y(·, z))];

• Model 2: mean plus semideviation, c ∈ [0, 1],

R
[
s(y(·, z))

]
= E [s(y(·, z))] + cE

[
(s(y(·, z))− E [s(y(·, z))])+

]
;

• Model 3: weighted mean plus CVaRβ, c ∈ [0, 1], β ∈ (0, 1),

R
[
s(y(·, z))

]
= (1− c)E [s(y(·, z))] + c CVaRβ [s(y(·, z))].

In the following, I set the coefficient c to 1 for both the mean plus semideviation

and the weighted mean plus CVaRβ risk measures. In the latter case, this results in

the pure CVaRβ problem. Furthermore, the confidence level β is chosen to be 0.95

2 
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for the CVaRβ risk measure.

The problem (2.6.9) can be solved numerically using the sample average approx-

imation (SAA) approach, which I describe in detail in Chapter 5. In the following,

I employ reformulations to deal with the non-smoothness of the (·)+ function (see

Section 5.2). Next, I present the results of solving the problem (2.6.9) with the three

mean-risk models stated above in order to illustrate the differences between the risk

measures.

First, I discretize each of the risk measures above using N = 103 Monte Carlo sam-

ples of the random vector ξ ∈ R14. Note that this sample size is relatively small and

provides only crude estimate of the true expectations. However, it leads to relatively

small-size problems which can be comfortably solved on a laptop, and, furthermore,

for the current purpose of demonstrating the differences between the risk measures,

it proves to be sufficient. Each discretized problem is solved in MATLAB using a

deterministic solver. Since considered problems have a linear constraint (PDE) and

a linear-quadratic objective, they can be solved using quadprog solver in MATLAB,

specifically, the interior-point solver.

Upon convergence of the solver for the models 1, 2, and 3 above, the resulting

control vectors are denoted by z∗1, z∗2, and z∗3. In order to evaluate obtained solutions,

the solution y(ξ, z) is evaluated at additional N test = 103 Monte Carlo samples of the

random vector ξ with control vector fixed to be z = z∗i , i = 1, 2, 3. In order to visualize

solutions at the test samples, the slices of the solutions y(ξ(j), z), j = 1, . . . , N test,

evaluated at three locations x2 = 0.4, x2 = 0.5, and x2 = 0.6 as functions of x1 are

plotted in Figures 2.4a-2.4c.

From Figure 2.4a, I observe that for the optimal control z∗1, obtained by minimizing

the expected value (Model 1), most of the realizations of the solution at test samples

lie below the target value of 1 in the observation region Ωo. However, there are several

realizations of the solution y(ξ, z) that are considerably above the target value. For

the second control z∗2, obtained by minimizing mean plus semideviation risk function



31

x1

0 0.5 1

y
(z
,
ξ
)

-2

-1

0

1

2
x

2
=0.5

x
2
=0.4

x
2
=0.6

Target
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(c) Slices of the solutions y(ξ, z∗3).

Figure 2.4: Slices of the solutions y(ξ(j), z) evaluated at the test samples ξ(j), j =

1, . . . , N test for the optimal controls z∗1, z∗2, and z∗3.

(Model 2), I observe that there are fewer of the realizations that go above the target

value (Figure 2.4b). Finally, for the third control z∗3, obtained by minimizing CVaRβ

risk function with confidence level β = 0.95, none of the N test realizations go above

the target value (Figure 2.4c). Note that this is to be expected since by minimizing

CVaRβ we strive to minimize the average of the “worst” 100(1 − β)% realizations,

which in this case means minimizing for 50 largest realizations of the QoI.

While this evaluation already demonstrates the differences between the solutions

obtained from different mean-risk models, further insight can be gained from con-

f7 
~ 
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sidering the tails of the distribution of the QoI smax(y(ξ, z)) evaluated at the three

controls z∗i , i = 1, 2, 3. Figure 2.5a below shows the histograms of the values of the

QoI smax(y(ξ, z)) for each of the three controls z∗i . These histograms are computed

using N ′ = 104 Monte Carlo samples of the random vector ξ. In Figure 2.5b the

approximations of the tails of the probability density function of smax(y(ξ, z)) are

obtained by fitting a generalized Pareto distribution to the values smax(y(ξ(j), z)),

j = 1, . . . , N ′ (see MATLAB gppdf).
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(a) Histograms of the values of smax(y(ξ, z))

for the controls z∗i , i = 1, 2, 3.
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(b) Tails of the p.d.f. of smax(y(ξ, z)) for
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Figure 2.5: Histograms and tails of the p.d.f. of the QoI smax(y(ξ, z)) evaluated for the

optimal controls z∗1 (EV), z∗2 (EV+semideviation), and z∗3 (CVaRβ, β = 0.95) using test

samples ξ(j), j = 1, . . . , N ′.

From the plots of the tails of the distributions of smax(y(ξ, z)) for different z∗i it

becomes more clear that mean-risk Models 2 and 3 lead to a considerable reduction in

the variability of the cost objective. While adding (upper) semideviation risk measure

to the objective makes the tail of the distribution only a little shorter, minimizing

CVaR risk function results in a very small number of realizations that exceed target

value, and the largest deviation from the target value is significantly reduced.

-D 
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2.7 Summary

In this chapter I have introduced the formulation of risk-averse optimization problems

governed by a class of PDEs with random inputs, I have specified an example problem

governed by an advection-diffusion PDE, and I have illustrated the impact of different

risk measures on the solution of this example problem. This chapter provides a

foundation for the remainder of this thesis. The material presented in this chapter

can be found in the literature, but is presented here using the notation of this thesis

and adapted to the class of PDE-constrained problems considered in this thesis.

For the illustration of the impact of risk measures on the solution to the PDE-

constrained optimization problems with random inputs I have used 103 Monte Carlo

samples of the input parameters, which seemed adequate for this model problem.

In general, however, the choice of the sampling method and the number of samples

requires more investigation. In the following chapter, I review and evaluate some

popular sampling-based discretization methods for computing the risk measures of

the QoIs associated with a random PDE. I pay particular attention to the convergence

properties of different estimators of expected value involving smooth and non-smooth

integrands. The latter is relevant to the current research due to the presence of the

positive part function (·)+ in the semideviation and in the CVaR risk measures.



Chapter 3

Sampling-based estimation of risk

measures

3.1 Introduction

In order to solve optimization problems with the risk measures introduced in Chap-

ter 2 it is necessary to be able to estimate the expectations of the quantity of interest

s(y(ξ, z)) and of the positive part function (·)+ combined with the quantity of interest

efficiently. In the following I consider sampling-based approaches to this task.

Sampling-based approaches include methods such as Monte Carlo, quasi-Monte

Carlo, and sparse grid quadrature. These methods approximate the expected value

of the quantity of interest by a weighted average of its values at the selected samples

of the random parameters. For the Monte Carlo method these samples are selected

randomly to be independent realizations of the input parameters, while quasi-Monte

Carlo methods are based on deteministically defined sequences of samples. Tensor

product and sparse grid quadrature are based on one-dimensional quadrature rules,

and, hence, are also deterministic. The review of these methods is given in the next

section. The sampling-based approach with Monte Carlo sampling gives rise to the

Sample Average Approximation (SAA) method that substitutes the original opti-

34
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mization problem (2.6.9) with its discrete version. I will consider the SAA approach

in the section on Monte Carlo sampling.

Another family of approaches to discretization can be summarized as expansion-

based. There are several methods that fall under this definition, including a recent

work by Alexanderian, Ghattas et al. [Alexanderian et al., 2014] based on the Tay-

lor series approximations. Other methods are based on the representation of the

quantity of interest in some polynomial basis in random parameters. The meth-

ods that are related to this approach include stochastic Galerkin methods [Ghanem

and Spanos, 1991, Xiu and Karniadakis, 2002, Xiu and Karniadakis, 2003, Le Mâıtre

et al., 2004, Babuška et al., 2004], and stochastic collocation methods [Babuška et al.,

2007, Nobile et al., 2008b, Nobile et al., 2008a]. In particular, polynomial chaos (PC)

methods represent the quantity of interest as an expansion in an orthogonal polyno-

mial basis. The original PC work was started by R. Ghanem [Ghanem and Spanos,

1991] and employed Hermite polynomials. Later, the generalized polynomial chaos

(gPC) method was proposed by Xiu and Karniadakis [Xiu and Karniadakis, 2002],

which allowed the use of a large family of polynomials called the Wiener-Askey family.

The expansion-based approaches are not considered in this thesis, however, the explo-

ration of the potential of these methods for estimating risk measures of the quanitities

of interest is left as a project of a future work.

The literature often focusses on one sampling method, and often on the evaluation

of the expected value E[s(y(·, z))] of a QoI s(y(·, z)) that is smooth in ξ. Therefore,

after reviewing the sampling-based methods I perform a comparative numerical study

of their convergence on the model problem (2.6.1) introduced in Chapter 2. This

numerical study is presented in Section 3.2.4 and specifically addresses the impact of

nonsmooth (because of of the positive part function (·)+) integrands that arise in risk-

averse optimization. Further numerical studies of different discretization methods can

be found in my previous work [Takhtaganov, 2015].

The numerical study on the model problem demonstrates, among other things,
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that plain MC and sparse grid sampling are not very effective for the estimation of

risk measures that are formulated with the positive part function (·)+, such as semide-

viation and CVaR. Many samples of the expensive QoI depending on the solution of

a model PDE are wasted in the estimation of these risk measures. I review one po-

tential method that allows to improve sampling for such risk measures – importance

sampling. In the following Chapter 4 I develop a novel method based on importance

sampling for efficient estimation of such risk measures.

The theoretical material presented in the next two sections is based on available

literature. Some references for Monte Carlo and quasi-Monte Carlo methods include

[Hammersley and Handscomb, 1965, Lemieux, 2009, Niederreiter, 1978, Caflisch,

1998, Dick et al., 2013]. The sparse grid method stems from the seminal work by

Smolyak [Smoljak, 1963]. My review of the sparse grid method is based on [Gerstner

and Griebel, 1998]. In the context of random PDEs sparse grids are used in [Bungartz

and Griebel, 2004, Nobile et al., 2007, Nobile et al., 2008b]. The review of importance

sampling is based on [Owen, 2013] and of the nonparametric importance sampling on

[Zhang, 1996].

3.2 Sampling-based methods

In the following I consider the problem of estimating the expected values (i.e., inte-

grals) of the QoI s(y(ξ, z)) depending on the solution of a random PDE (see Section

2.4). Since this task is for now considered outside of the optimization framework, fix

the control z and denote the random variable s(y(ξ, z)) by X(ξ):

X(ξ) := s(y(ξ, z)) for fixed z. (3.2.1)

Recall that ξ : Π→ Ξ is an M -vector of random variables with realizations ξ ∈ Ξ ⊂

RM and the joint probability density function ρ(ξ).
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3.2.1 Monte Carlo integration

Let N denote the total number of samples (sample size) and consider N copies of

a random variable ξ (a sample) (ξ(1), . . . , ξ(N)). Let (ξ(1), . . . , ξ(N)) be a specific

realization of the sample. Corresponding values of the random variable X(ξ) will be

denoted either by X(ξ(j)) or by Xj. The expected value of the random variable X(ξ)

using the Monte Carlo method is approximated by the sample average:

E [X] =

∫
Ξ

X(ξ)ρ(ξ)dξ ≈ 1

N

N∑
j=1

X(ξ(j)) =
1

N

N∑
j=1

Xj.

The convergence properties of the Monte Carlo method are well-established (see,

for example, [Caflisch, 1998]) and are based on the two fundamental theorems of

probability, the Strong Law of Large Numbers and the Central Limit Theorem.

Theorem 3.2.1 (Strong Law of Large Numbers (SLLN)) If {Xj}j≥1 is a se-

quence of independent and identically distributed (i.i.d.) random variables for which

E[|Xj|] ≤ ∞, then as N →∞

1

N

N∑
j=1

Xj → E[X] w.p. 1.

Proof: See [Billingsley, 1995, Theorem 6.1]. 2

Theorem 3.2.2 (Central Limit Theorem (CLT)) If {Xj}j≥1 is a sequence of

i.i.d. random variables for which E [|Xj|2] <∞, then as N →∞

√
N
N−1

∑N
j=1Xj − E[X]

σX
⇒ N (0, 1),

where

σX :=
√

V[Xj] is the standard deviation of X,

⇒ denotes convergence in distribution

(see, e.g., [Billingsley, 1995, Section 25]), and

N (0, 1) denotes the standard normal variable.
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Proof: See [Billingsley, 1995, Theorems 27.1, 27.2]. 2

The CLT 3.2.2 implies that the standard error (or root-mean-square error (RMSE))

of the Monte Carlo method is σX/
√
N . Thus, the convergence rate is O(N−1/2). This

convergence rate is robust with respect to the dimension of the parameter space M

and to the smoothness properties of the integrand X (see, for example, numerical

experiments in [Takhtaganov, 2015]).

The approximation error of the Monte Carlo method can be estimated using the

sample variance:

σ̂X :=
1

N − 1

N∑
j=1

(
X(ξ(j))−

N∑
j=1

X(ξ(j))

)2

. (3.2.2)

Using the definition of convergence in distribution [Billingsley, 1995, Section 25], the

result of the CLT 3.2.2 can be written in the following way:

Pr

[
√
N
N−1

∑N
j=1Xj − E[X]

σX
≤ t

]
→ Φ(t), (3.2.3)

where Φ(t) is the c.d.f. of the standard normal distribution N (0, 1). As N → ∞,

Pr [σ̂X − σX > ε] → 0 for any ε > 0, which allows to substitute σX in (3.2.3) with

σ̂X (the plug-in operation is justified by Slutsky’s Theorem [Serfling, 1980, Section

1.5.4]):

Pr

[
√
N
N−1

∑N
j=1Xj − E[X]

σ̂X
≤ t

]
→ Φ(t), (3.2.4)

Using (3.2.4) and fixing γ > 0 we can obtain:

Pr

[∣∣∣N−1
∑N

j=1
Xj − E[X]

∣∣∣ ≥ γσ̂X√
N

]
= Pr

[
√
N
N−1

∑N
j=1Xj − E[X]

σ̂X
≤ −γ

]

+ Pr

[
√
N
N−1

∑N
j=1Xj − E[X]

σ̂X
≥ γ

]
→ Φ(−γ) + (1− Φ(γ))

= 2Φ(−γ)
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by the symmetry of N (0, 1). This allows us to construct (approximate) confidence

intervals. For example, for a 95% confidence interval we set 2Φ(−γ) = 0.05, which

corresponds to γ = −Φ−1(0.025) = Φ−1(0.975) ≈ 1.96. In general, for an (approxi-

mate) 100(1− α)% confidence interval for E[X][
N−1

N∑
j=1

X(ξ(j))− γασ̂X√
N
, N−1

N∑
j=1

X(ξ(j)) +
γασ̂X√
N

]
(3.2.5)

we take γα = Φ−1(1−α/2). The confidence intervals used in Monte Carlo applications

are almost always approximate. The accuracy of confidence intervals is a topic of

research on its own (see, for example, [Hall, 1992]). Typically,

Pr
[∣∣∣N−1

∑N

j=1
X(ξ(j))− E[X]

∣∣∣ ≤ Φ−1(1− α/2)σ̂X/
√
N
]

= 1− α +O(N−1),

that is the accuracy of the confidence interval is better than the O(1/
√
N) accuracy

of the Monte Carlo estimate itself.

In some cases the sample size N required to obtain a desired level of accuracy of

the Monte Carlo estimate can be estimated before doing any sampling. Such is the

case when the i.i.d. variables Xj have known bounds: a ≤ Xj ≤ b with a < b. In this

case, the result of Hoeffding (1963) can be applied ([Serfling, 1980, Section 2.3.2]) to

show that for any ε > 0 and δ ∈ (0, 1)

Pr
[∣∣∣N−1

∑N

j=1
X(ξ(j))− E[X]

∣∣∣ ≥ ε/2
]
≤ δ

when N ≥ 2(b−a)2 log(2/δ)/ε2 (for a proof see [Owen, 2013, Section 2.9]). The (ε, δ)-

approximations of the type above motivate a research of the “optimal” algorithms for

computing Monte Carlo estimates - meaning the ones that output a desired accuracy

approximation with the minimum possible number of experiments (see, for example,

[Dagum et al., 2000]). The investigation of these results is outside of the scope of this

thesis.

Besides increasing the sample size, the standard error of the Monte Carlo method,

σX/
√
N , can be reduced by reducing the variance of the sample average estimator.
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This is the foundation of the variance-reduction techniques, such as Latin Hypercube

Sampling (LHS), control variates (CV), and importance sampling (IS). For a review of

these methods see, e.g., [Shapiro et al., 2009, Section 5.5]. The importance sampling

method is of particular interest to the subject of this thesis, and is reviewed in detail

in Section 3.2.5.

3.2.2 Quasi-Monte Carlo methods

Quasi-Monte Carlo methods aim to improve on the convergence rates of the standard

Monte Carlo method by constructing sequences of points (samples) with pre-defined

properties. Historically, quasi-Monte Carlo sequences were developed for the integra-

tion on a unit cube IM = [0, 1]M [Niederreiter, 1978]. Therefore, the expected value

of the the random variable X(ξ) depending on the vector ξ with p.d.f. ρ(ξ) and c.d.f.

Hξ(t) = Pr[ξ ≤ t] is usually rewritten in terms of the uniformly distributed random

variables η ∼ U [0, 1]M . The transformation is based on the following theorem [Owen,

2013].

Theorem 3.2.3 Let H be a cumulative distribution function and H−1 its inverse

defined as

H−1(u) = inf{t : H(t) ≥ u}, 0 ≤ u ≤ 1.

If η ∼ U [0, 1] and ξ = H−1(η), then ξ ∼ H.

Using the theorem above the expected value of X can be written as:

E[X] =

∫
[0,1]M

X(H−1
ξ (η))dη.

Quasi-Monte Carlo methods employ the following approximation

E[X] ≈ 1

N

N∑
j=1

X(H−1
ξ (η(j))),

where the sequence of points (η(1), . . . , η(N)) ∈ IM is chosen deterministically. For

details on specific sequences and their convergence properties see, e.g., [Takhtaganov,

-
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2015, Section 3.2],[Caflisch, 1998]. In general, the performance of quasi-Monte Carlo

methods depend on the dimension of the parameter space M and on the smoothness

of the integrand X [Dick et al., 2013].

3.2.3 Tensor product quadrature and sparse grids

The following review of sparse grid method is based primarily on [Gerstner and

Griebel, 1998].

In the following let Ξ =
∏M

k=1 Ξk and ρ(ξ) =
∏M

k=1 ρk(ξk) with ρk(ξk) being a

one-dimensional weight function of a variable ξk ∈ Ξk.

The quadrature rule that integrates X(ξ) over the domain Ξ with respect to the

weight function ρ(ξ) is defined by the nodes {ξ(j)}Nj=1 ⊂ Ξ and weights {w(j)}Nj=1 ⊂ R:

E[X] ≈
N∑
j=1

w(j)X(ξ(j)). (3.2.6)

The construction of the multi-dimensional quadrature formulas starts with defin-

ing a sequence of one-dimensional quadrature operators. For k = 1, . . . ,M , let

{Qik}i≥1 denote a sequence of one-dimensional quadrature operators. Consider uni-

variate functions f ∈ Cr in a function class

Cr =

{
f : Ξk → R

∣∣ ∥∥∥∥∂sf∂ξsk
∥∥∥∥
∞
<∞, s ≤ r

}
. (3.2.7)

Suppose that for such f we have

Qik[f ]→ Ek[f ] =

∫
Ξk

f(ξk)ρk(ξk)dξk as i→∞. (3.2.8)

Here, the quadrature operator Qik is assumed to be exact for polynomials of degree

dik − 1, where {dik}∞i=1 ⊂ N is an increasing sequence. Denote corresponding set of

quadrature nodes by N i
k.

Suppose now that we are given a function f : Ξ→ R that is sufficiently smooth:

f ∈ CMr =

{
f : Ξ→ R

∣∣ ∥∥∥∥ ∂|ααα|1f

∂ξα1
1 . . . ∂ξαMM

∥∥∥∥
∞
<∞, αi ≤ r

}
. (3.2.9)
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In order to integrate f over Ξ one could apply the tensor product of the one-

dimensional quadrature rules Qik: (Qi1 ⊗ · · · ⊗ QiM)[f ]. Note, however, that the

number of quadrature nodes for this rule grows exponentially with M . The Smolyak’s

algorithm [Smoljak, 1963] provides a way to circumvent this difficulty (to a certain

extent).

In order to present the Smolyak’s construction, define the 1D difference quadrature

operators

∆1
k = Q1

k, ∆i
k = Qik −Qi−1

k for i ≥ 2. (3.2.10)

Obviously, Qik =
∑i

j=1 ∆j
k. The tensor product quadruature can be rewritten as

(Qi1 ⊗ · · · ⊗ QiM)[f ] =
∑

max ik≤i

(∆i1
1 ⊗ · · · ⊗∆iM

M )[f ]. (3.2.11)

From (3.2.8) it follows that

∆i
k[f ]→ 0 as i→∞, (3.2.12)

and the rate of convergence depends on the smoothness of f . Therefore, the right-

hand side in (3.2.11) can be approximated by∑
∑
k ik≤i+M−1

(∆i1
1 ⊗ · · · ⊗∆iM

M )[f ]. (3.2.13)

Equation (3.2.13) is the Smolyak quadrature operator [Smoljak, 1963]. The approxi-

mation error of (3.2.13) is small provided that f is sufficiently smooth.

The Smolyak operator (3.2.13) can be generalized. Let i = (i1, . . . , iM) be a multi-

index and let I ⊂ NM
+ , where N+ = {1, 2, . . . }. The generalized Smolyak quadrature

operator is defined as

QI :=
∑
i∈I

∆i1
1 ⊗ · · · ⊗∆iM

M . (3.2.14)

For I = {(i1, . . . , iM) : max ik ≤ i} (3.2.14) is the tensor product operator (3.2.11),

while for I = {(i1, . . . , iM) :
∑

k ik ≤ i+M − 1}, (3.2.14) is the Smolyak quadrature

operator (3.2.13).
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The generalized Smolyak quadrature operator (3.2.14) can be rewritten in terms

of the 1D quadrature operators if the multi-index set I ⊂ NM
+ is admissible, meaning

that for all i = (i1, . . . , iM) ∈ I the following holds:

if j = (j1, . . . , jM) ∈ NM
+ , and jk ≤ ik for k = 1, . . . ,M, then j ∈ I. (3.2.15)

Let |i|1 =
∑M

k=1 ik. Define χI to be the characteristic function of I, that is

χI(j) =

1, if j ∈ I,

0, else.

(3.2.16)

If I is admissible, then (3.2.14) can be rewritten as follows

QI =
∑
i∈I

 ∑
j∈{0,1}M

(−1)|j|1χI(i + j)

 (Qi11 ⊗ · · · ⊗ Q
iM
M ). (3.2.17)

Define ϑ(i) :=
∑

j∈{0,1}M (−1)|j|1χI(i + j). Then the set of points required to evaluate

QI is given by

NI :=
⋃

{i∈I:ϑ(i)6=0}

(N i1
1 × · · · × N

iM
M ). (3.2.18)

In general, the number of points in NI is considerably smaller than the number of

points in the corresponding tensor product grid (unless I corresponds to the full

tensor product rule). In particular, if the 1D quadrature nodes are nested, meaning

N i
k ⊂ N i+1

k , and the number of nodes for Qik is O(2i), then the full tensor product

grid has O(2iM) nodes, while the number of points in a sparse grid (corresponding to

(3.2.13)) is O(2i · iM−1) [Novak and Ritter, 1999]. For a more detailed description and

convergence results for sparse grids see, for example, [Gerstner and Griebel, 1998].

An important note is that many of the weights in sparse grids can be negative even

if the underlying one-dimensional quadrature formulas are positive (see Figure 3.1).
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Figure 3.1: Sparse grid for i = 4, M = 2, built using Clenshaw-Curtis rule. The points

corresponding to negative weights are plotted in red.

3.2.4 Comparison of Monte Carlo and sparse grid quadrature

for the model problem

In this section I demonstrate the convergence properties of the Monte Carlo (MC)

and sparse grid (SG) estimators on the model PDE (2.6.1) introduced in Chapter 2

for a fixed control z. Specifically, I estimate expected value (EV), semideviation (SD)

and CVaR of the following quadratic QoI

squad(y(ξ, z)) =
1

2
‖Cy(ξ, z)− v‖2

2. (3.2.19)

I choose the smooth QoI (3.2.19) instead of the previously considered (2.6.8) in order

to to illustrate the fast convergence of sparse grid quadrature for smooth integrands,

and to clearly demonstrate the diffuculties of estimating non-smooth risk measures –

semideviation and CVaR.

The sparse grid quadrature considered here is based on the abscissae of the Gauss-

Patterson quadrature rule (that has a maximal polynomial degree of exactness) [Ger-

stner and Griebel, 1998]. The sparse grid implementation is provided by spinterp

[Klimke, 2007].

The number of random parameters in problem (2.6.1) is reduced by substituting

the KL expansion-based diffusivity κKL(x, ξ) used earlier with the following piecewise

• • • • • 
• 
• 

• • • • • • • • • • • 
• 
• 
• 

• • • • 
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constant (PC) diffusivity field:

κ(x, ξ) = κPC(x, ξ) :=

ξ1, if x ∈ [0, 1]× [0, 0.6)

ξ2, if x ∈ [0, 1]× [0.6, 1]

(3.2.20)

with ξ1 ∼ U [0.2, 0.4], and ξ2 ∼ U [0.6, 0.8]. Thus, the total number of random variables

is reduced from 14 to 5.

The results are presented for the two values of control z: “nominal” value z ≡ −1

and “optimal” value z∗. The “optimal” value is obtained by solving the following

optimization problem:

min
z

CVaRβ[squad(y(·, z))] + αP(z) (3.2.21)

subject to (2.6.7) with the confidence level β set to 0.95, and the penalty coefficient

α set to 0.1. This optimization problem is discretized using 103 Monte Carlo samples

of ξ, and solved in MATLAB with IPOPT (version 3.12.4) using the reformulation

approach (5.2.6). The control z∗ is plotted in Figure 3.2.
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Figure 3.2: Optimal control z∗ for the problem (3.2.21) discretized with 103 MC samples.

First, I compare the convergence of the MC estimators of expected value, semidevi-

ation, and CVaR with that of the SG estimators. The errors in integral approximation

are computed with respect to the finest level sparse grid discretization with i = 6,
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which corresponds to the Smolyak grid with 18,943 points. In case of expected value,

the accuracy of the SG estimate is superior to that of the MC estimate due to the

smoothness of the integrand. In cases of semideviation and CVaR, it is less clear

which estimate, SG or MC, should serve as a reference. The choice of SG in these

cases is motivated by considerations of consistency.

The errors in expected value of the QoI are plotted in Figure 3.3a. The errors

in semideviation of the QoI are plotted in Figure 3.3b. For the estimation of the

semideviation the “true” value of the expectation (inner expectation) is taken to be

the value obtained with the finest SG discretization:

E
[(
s(y(·, z))− Ê

SG
[s(y(·, z))]

)
+

]
.

The errors in CVaRβ with β = 0.95 of the QoI are plotted in Figure 3.3c. The

CVaRβ is approximated as follows

V̂aRβ [s(y(·, z))] +
1

1− β
E
[(
s(y(·, z))− V̂aRβ [s(y(·, z))]

)
+

]
,

where V̂aRβ [s(y(·, z))] is an approximation of the Value-at-Risk at level VaRβ[s(y(·, z))]

(see (2.5.4)). V̂aRβ[s(y(·, z))] is computed using N MC samples in the following way:

the samples s(y(ξ(j), z)) are ordered in descending order and an index kβ in the or-

dered list is set to kβ = d(1− β)Ne+ 1, then

V̂aRβ[s(y(·, z))] = s(y(ξ(kβ), z))

(in the ordered list). Here β = 0.95 and N = 2× 104.

Next, for the MC estimators of expected value one can construct a 100(1 − α)%

confidence intervals: [
Ê[s]− γασ[s]√

N
, Ê[s] +

γασ[s]√
N

]
,

where Ê[s] ≈ E[s(y(ξ, z))] is an approximation of the expected value of the QoI

computed using MC, V[s] = V[s(y(ξ, z))] = σ2[s]/N is the variance of the QoI, and

γα = Φ−1(1 − α/2) is the quantile of the standard normal distribution with c.d.f.
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Figure 3.3: Errors in the MC and SG estimators of the expected value, semideviation, and

CVaR of the stochastic QoI (3.2.19) computed with respect to the finest SG discretization.

The control z is set to z∗ (see Figure 3.2).

Φ(·). The chosen value γα = 1.96 corresponds to the 95% confidence interval. The

variance σ2[s] can be approximated using the sample variance:

σ2[s] ≈ σ̂2[s] =
1

N − 1

N∑
j=1

(
s(y(ξ(j), z))− Ê[s]

)2

.

Similar confidence intervals can be constructed for the MC estimators of semideviation
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and CVaR with the integrands depending on the (·)+ function (see above).
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Figure 3.4: Comparison of the convergence of the MC and SG estimators of expected

value, semideviation and CVaR of the stochastic QoI (3.2.19) for the nominal control z.

MC estimates are provided with 95% confidence intervals. The “true” value is estimated

using finest SG discretization.

Figures 3.4a-3.5a show the plots of the confidence intervals for the MC estimators

of the expected value of QoI vs. the number of samples for nominal and for optimal

controls. Shown on the same plots are the approximations of the expected value

obtained with SG, and reference values corresponding to the finest SG discretization.
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Figure 3.5: Comparison of the convergence of MC and SG estimators of expected value,

semideviation and CVaR of the stochastic QoI (3.2.19) for optimal control z∗. MC estimates

are provided with 95% confidence intervals. The “true” value is estimated using finest SG

discretization.

Figures 3.4b-3.5b show similar plots for semideviation, and Figures 3.4c-3.5c – for

CVaR.

When computing semideviation and CVaR it is important to note the “effective”

number of samples that contribute to the corresponding quantities, that is those

samples for which (·)+ function is not zero. This information is summarized in the
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following Tables 3.1-3.2. Table 3.1 displays the number of points used to compute MC

estimates, the obtained approximate values of the expected value (EV), semideviation

(SD) and CVaR, and percentages of the non-zero contributions to the estimates of

semideviation (%nnz SD) and CVaR (%nnz CVaR). Similar results for the SG esti-

mators are reported in Table 3.2. As these tables demonstrate, a large number of

the QoI evaluations is wasted when estimating semideviation and CVaR risk objec-

tives. This motivates an investigation of the methods that allow to improve on the

number of useful samples. One such method, importance sampling, is presented next.

N EV SD %nnz SD CVaR %nnz CVaR

Nominal control z

100 11.63 4.139 34.0 46.89 5.0

200 11.51 3.597 37.5 42.43 5.0

500 12.57 4.462 40.8 44.13 5.0

1,000 12.49 4.430 41.1 43.23 5.0

2,000 12.55 4.424 41.8 41.91 5.0

5,000 12.45 4.357 41.2 42.77 5.0

10,000 12.40 4.352 41.0 42.47 5.0

20,000 12.43 4.392 41.0 42.88 5.0

Optimal control z∗

100 11.91 4.227 41.0 39.51 5.0

200 12.10 3.972 40.5 36.89 5.0

500 12.48 4.266 41.8 37.23 5.0

1,000 12.48 4.336 42.3 37.76 5.0

2,000 12.61 4.360 43.1 37.11 5.0

5,000 12.41 4.195 41.2 36.79 5.0

10,000 12.37 4.178 41.6 36.57 5.0

20,000 12.36 4.163 41.3 36.87 5.0

Table 3.1: MC estimates of expected value, semideviation and CVaR of the QoI (3.2.19).
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N EV SD %nnz SD CVaR %nnz CVaR

Nominal control z

11 12.71 3.880 18.2 34.83 0.0

71 12.45 4.010 26.8 44.91 1.4

351 12.45 4.921 31.6 40.69 2.6

1,471 12.45 4.241 35.6 43.74 3.8

5,503 12.45 4.369 38.4 43.55 4.5

18,943 12.45 4.428 40.9 42.41 5.2

Optimal control z∗

11 12.59 4.012 18.2 32.05 0.0

71 12.35 3.975 26.8 33.17 1.4

351 12.35 4.086 32.2 41.63 3.1

1,471 12.35 4.214 35.8 33.45 3.9

5,503 12.35 4.145 39.0 37.36 5.1

18,943 12.35 4.171 41.5 36.65 6.3

Table 3.2: SG estimates of expected value, semideviation and CVaR of the QoI (3.2.19).
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3.2.5 Importance sampling

The goal of importance sampling, as can be deduced from its name, is to concentrate

sampling in the important regions of the parameter space. Consider, for example, the

sample average estimator for the CVaRβ risk measure:

min
t∈R

{
t+

1

(1− β)N

N∑
j=1

(
s(y(ξ(j), z))− t

)
+

}
.

Recall that the minimum is attained at t∗ = VaRβ [s(y(ξ, z))], where

VaRβ [s(y(ξ, z))] := inf {t ∈ R : Pr[s(y(ξ, z)) > t] ≤ 1− β} .

Therefore, as t approaches t∗ the probability that the term inside the (·)+ function

in the estimator is non-zero approaches 1 − β. Since usually β is chosen to be close

to 1, e.g., β = 0.95, only a small fraction of samples of s(y(ξ, z)) contribute to the

estimator. The question then arises of how to sample more in the regions where (·)+

function is non-zero. One potential method to address this question is importance

sampling. The following review of importance sampling is adapted from [Owen, 2013].

Suppose we want to estimate the expected value, Eρ[f(·)], of a multivariate func-

tion f : RM → R, where expectation is taken with respect to the probability density

function ρ : Ξ→ R:

Eρ[f(·)] =

∫
Ξ

f(ξ)ρ(ξ)dξ.

Let ϕ be a positive p.d.f. on RM . Then the following function

w(·) =
ρ(·)
ϕ(·)

(so-called likelihood ratio) is well-defined. Then, Eρ[f(·)] could be written as

Eρ[f(·)] =

∫
Ξ

f(ξ)w(ξ)ϕ(ξ)dξ = Eϕ[f(·)w(·)].

The density ϕ(·) will be referred to as a biasing density, and the corresponding dis-

tribution – as an importance distibution. Note that the density ϕ(·) does not have
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to be positive everywhere. It is enough to have ϕ(ξ) > 0 whenever f(ξ)ρ(ξ) 6= 0.

Define Ξ̃ = {ξ |ϕ(ξ) > 0} and require that ξ ∈ Ξ̃ whenever f(ξ)ρ(ξ) 6= 0. Then,

if ξ ∈ Ξ ∩ (Ξ̃)c, we have that f(ξ) = 0, while if ξ ∈ Ξ̃ ∩ (Ξ)c, we have ρ(ξ) = 0.

Therefore,

Eϕ[f(·)w(·)] =

∫
Ξ̃

f(ξ)w(ξ)ϕ(ξ)dξ =

∫
Ξ̃

f(ξ)ρ(ξ)dξ

=

∫
Ξ

f(ξ)ρ(ξ)dξ +

∫
Ξ̃∩(Ξ)c

f(ξ)ρ(ξ)dξ −
∫

Ξ∩(Ξ̃)c
f(ξ)ρ(ξ)dξ

=

∫
Ξ

f(ξ)ρ(ξ)dξ = Eρ[f(·)].

Now, instead of the standard Monte Carlo estimator N−1
∑N

j=1 f(ξ(j)) we could use

1

N

N∑
j=1

f(ζ(j))w(ζ(j)), (3.2.22)

where ζ(1), . . . , ζ(N) is an i.i.d. sample from the p.d.f. ϕ(·).

What is the advantage of doing such a change of variables? Consider the variance

of the estimator (3.2.22) (this estimator can be considered a random variable of a

sample ζ(1), . . . , ζ(N), here understood as N copies of the original variable ζ):

Vϕ

[
1

N

N∑
j=1

f(ζ(j))w(ζ(j))

]
=

1

N

(∫
Ξ̃

(
f(ζ)ρ(ζ)

ϕ(ζ)

)2

ϕ(ζ)dζ − Eϕ[f(·)]2
)

(3.2.23a)

=
1

N

(∫
Ξ

(
f(ξ)ρ(ξ)

ϕ(ξ)

)2

ϕ(ξ)dξ − Eρ[f(·)]2
)
. (3.2.23b)

This follows from the fact that contributions to the integral from ξ in Ξ ∩ (Ξ̃)c and

in Ξ̃ ∩ (Ξ)c are zero. By simple rearrangement we obtain

Vϕ

[
1

N

N∑
j=1

f(ζ(j))w(ζ(j))

]
=

1

N

∫
Ξ

(f(ξ)ρ(ξ)− Eρ[f(·)]ϕ(ξ))2

ϕ(ξ)
dξ.

Assuming that f(ξ) ≥ 0, it is easy to see from the expression above that the “optimal”

biasing density, i.e., the one leading to a zero-variance estimate, would be

ϕopt(ξ) =
f(ξ)ρ(ξ)

Eρ[f(·)]
. (3.2.24)
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Obviously, this density is not usable because it involves the quantity that we want to

estimate in the first place: Eρ[f(·)]. However, it provides an indication that a “good”

biasing density should be proportional to f(ξ)ρ(ξ). The first expression in (3.2.23)

indicates that the importance distribution defined by ϕ(ξ) will produce an estimator

with lower variance than the estimator obtained with original density ρ(·) as long as

Eϕ[f 2(·)w2(·)] = Eρ[f 2(·)w(·)] < Eρ[f 2(·)].

Observe also that due to the denominator in (3.2.23), the regions with small values of

ϕ(ξ) will magnify whatever lack of proportionality appears in the numerator. Thus,

“light-tailed importance densities are dangerous” [Owen, 2013].

3.2.6 Nonparametric Importance Sampling

Importance sampling is widely used for approximating high-dimensional integrals.

Much of the literature on importance sampling focuses on methods for constructing

an approximation to the optimal biasing density ϕopt(·). The classical approach is

to assume a biasing distribution belonging to a parametric distribution family. For

example, in exponential tilting the biasing distribution is restricted to belong to

an exponential family of distributions ([Siegmund, 1976]). Since for the problems

considered in this thesis the choice of a suitable distribution family is not obvious, in

the following I consider the nonparametric version of importance sampling based on

the work [Zhang, 1996].

The nonparametric importance sampling (NIS) proceeds in two steps. First, the

nonparametric estimate ϕ̂ of the optimal biasing p.d.f. ϕopt is formed using samples

from the original distribution ρ. Next, the samples from the biasing p.d.f. ϕ̂ are used

to form the estimate of Eϕ[f(·)w(·)]

1

N

N∑
j=1

f(ζ(j))w(ζ(j)),

where w(ζ) = ρ(ζ)/ϕ̂(ζ). These steps are summarized in Algorithm 1 adapted from

[Zhang, 1996].

-
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Algorithm 1: Nonparametric importance sampling for estimating Eρ[f(·)].

Given: initial sampling distribution ϕ0(ξ), objective function f(ξ), sample

sizes n and m.

1. construct estimate ϕ̂ of a biasing p.d.f. ϕopt (3.2.24)

• generate samples ξ(1), . . . , ξ(n) from ϕ0(ξ),

• evaluate f at the samples and compute weighted values

v(ξ(j)) = f(ξ(j))
ρ(ξ(j))

ϕ0(ξ(j))
, j = 1, . . . , n,

• compute mean of the weighted values

v =
1

n

n∑
j=1

v(ξ(j)),

• construct a weighted kernel density estimator of f(ξ)ρ(ξ)

f̂ρ(ξ) =
1

n det(B)

n∑
j=1

v(ξ(j))KM(B−1(ξ(j) − ξ)),

where B = diag(b1, . . . , bM) is a diagonal matrix of bandwidth

lengths in each dimension, and KM(·) is a kernel function,

• set

ϕ̂(ξ) =
f̂ρ(ξ)

v

(dividing by v makes it a p.d.f.);

2. sample ζ(1), . . . , ζ(m) from ϕ̂(ξ) and compute the importance sampling

estimate
1

m

m∑
j=1

f(ξ(j))
ρ(ζ(j))

ϕ̂(ζ(j))
.
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The NIS Algorithm 1 utilizes kernel density estimation (KDE) in order to approx-

imate the biasing distribution based on the finite number of samples. I review KDE

later on in Section 4.3.1.

In Algorithm 1 the original distribution ϕ0(ξ) is allowed to be different from ρ(ξ).

However, if ϕ0(ξ) = ρ(ξ), then v(ξ) ≡ f(ξ), and so the kernels in the weighted KDE

estimator f̂ρ(ξ) are weighted with objective values.

The nonparametric importance sampling can also be done adaptively [Zhang,

1996], resulting in the NAIS algorithm. In the adaptive version of the algorithm the

samples from the biasing distribution are reused to construct progressively better

approximations of the optimal distribution.

The author of [Zhang, 1996] proves that, under certain assumptions on the ker-

nel function, such as boundedness and finiteness of its second-order moments, the

weighted KDE estimator f̂ρ(ξ) is a consistent estimator of f(ξ)ρ(ξ). Furthermore,

under additional assumptions on the objective function f , such as compact support

and smoothness, the root-mean-square error (RMSE) of the importance sampling es-

timate converges to zero at the rate of O
(
N−0.5(M+8)/(M+4)

)
, where N = n+m is the

total number of samples drawn, and M is the dimension of the random parameter

vector.

In [Morio, 2012] the NIS algorithm is applied to the estimation of “extreme quan-

tiles”, i.e., quantiles (or VaR) for very small confidence levels β. Specifically, the

author uses NIS to construct an importance sampling estimate Ĥc
X(x) of the comple-

mentary cumulative distribution function of a random variable X(ξ)

Hc
X(x) =

∫
Ξ

1{X ≥ x}ρ(ξ)dξ.

The importance sampling estimate Ĥc
X(x) is then used to estimate VaRβ[X] as follows

V̂aRβ[X] = sup
x
{Ĥc

X(x) > β}.

The method for estimating coherent risk functions developed in this thesis can be

related to NIS. This relation will be explained in the next Chapter 4 after the new
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method is presented. Prior to that, I summarize the results regarding the construction

and properties of the sampling-based estimators of the risk measures considered in

this thesis – CVaR and semideviation.

3.3 Properties of sampling-based estimators of risk

measures

The following is a review of some of the properties of sampling-based estimators of

the risk measures. Specifically, the focus is on

1. properties of MC and IS estimators of VaR and CVaR;

2. properties of MC estimators of mean plus semideviation.

This review contains some important definitions and algorithmic constructions that

will be used in the following chapters, along with the results on asymptotics of the

sampling-based estimators that will be used to construct confidence intervals for them.

As before, denote the QoI s(y(ξ, z)) for a fixed control z by X(ξ) for brevity.

3.3.1 Conditional Value-at-Risk

As before (Section 2.5), denote by HX(x) the c.d.f. of the random variable X:

HX(x) = Pr [X ≤ x] =

∫
Ξ

1{X(ξ) ≤ x}ρ(ξ)dξ.

Recall,

VaRβ[X] = H−1
X (β) = inf{t : HX(t) ≥ β}, (3.3.1)

and

CVaRβ[X] := inf
t∈R

{
t+

1

1− β
E
[
(X − t)+

]}
. (3.3.2)

The minimum of (3.3.2) is attained on the interval [t∗, t∗∗] with

t∗ = VaRβ[X], and t∗∗ = sup{t : Pr[X ≤ t] ≤ β}.

----
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Plugging-in t∗ into (3.3.2) we obtain

CVaRβ[X] = VaRβ[X] +
1

1− β
E
[
(X − VaRβ[X])+

]
. (3.3.3)

In case HX(x) is continuous at x = VaRβ[X] (hence, Pr [X = VaRβ[X]] = 0), we have

CVaRβ[X] =
1

1− β
E [X · 1 {X(ξ) ≥ VaRβ[X]}] , (3.3.4)

where 1{·} is an indicator function, i.e.,

1 {X(ξ) ≥ VaRβ[X]} =

1, if X(ξ) ≥ VaRβ[X],

0, else.

(3.3.5)

As can be seen from Equation (3.3.4), CVaRβ[X] depends only on the values of X that

lie in the upper tail. Therefore, the values of the parameter vector ξ that correspond

to these high values of X can be considered “risky”. This motivates the following

definition.

Definition 3.3.1 Define the risk region corresponding to CVaRβ[X] as

Gβ[X] := {ξ | X(ξ) ≥ VaRβ[X]} ⊂ Ξ (3.3.6)

and denote by 1Gβ [X](ξ) := 1 {X(ξ) ≥ VaRβ[X]} the indicator function of the risk

region Gβ[X].

With this notation,

CVaRβ[X] =
1

1− β
E
[
X · 1Gβ [X]

]
=

1

1− β

∫
Ξ

X(ξ)1Gβ [X](ξ)ρ(ξ)dξ. (3.3.7)

Practical estimation of VaR and CVaR.

In practice CVaRβ[X] is estimated through sampling. The procedure for computing

VaRβ[X] and CVaRβ[X] from the samples of a random variable X is presented in the

following Algorithm 2.
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Algorithm 2: Sampling-based estimation of VaR and CVaR.

Given: parameter samples ξ(1), . . . , ξ(N) with probabilities p(1), . . . , p(N),

and random variable (e.g., QoI associated with a random PDE) X(ξ).

1. evaluate X at the parameter samples: X(ξ(1)), . . . , X(ξ(N));

2. sort values of X in descending order and relabel the samples so that

X(ξ(1)) > X(ξ(2)) > . . . > X(ξ(N));

3. compute an index kβ such that

kβ−1∑
j=1

p(j) ≤ 1− β <
kβ∑
j=1

p(j) (3.3.8)

(with the order of p(j) being the same as that of ξ(j));

4. Set

V̂aRβ[X] = X(ξ(kβ)), (3.3.9)

and

ĈVaRβ[X] =
1

1− β

kβ−1∑
j=1

p(j)X(ξ(j))

+
1

1− β

(
1− β −

kβ−1∑
j=1

p(j)

)
V̂aRβ[X].

(3.3.10)

Note. In the case that
∑kβ−1

j=1 p(j) 6= 1− β a small correction of

1

1− β

(
1− β −

kβ−1∑
j=1

p(j)

)
V̂aRβ[X]

is added to the estimate of CVaRβ[X]. This is based on the idea of “splitting” the
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probability atom at VaRβ[X] (see [Rockafellar and Uryasev, 2002]).

Monte Carlo estimation

Denote the Monte Carlo estimates of VaRβ[X] and CVaRβ[X] by V̂aRMC
β [X] and

ĈVaRMC
β [X] respectively.

Definition 3.3.2 V̂aRMC
β [X] and ĈVaRMC

β [X] are given by the formulas (3.3.9)-

(3.3.10) in Algorithm 2 with ξ(j), j = 1, . . . , N , being i.i.d. samples, and

p(j) ≡ 1

N
, j = 1, . . . , N.

The empirical distribution function HN(x) is defined by

HN(x) :=
1

N

N∑
j=1

1{X(ξ(j)) ≤ x}. (3.3.11)

With this definition, one can equivalently define V̂aRMC
β [X] and ĈVaRMC

β [X] as fol-

lows:

V̂aRMC
β [X] = inf{t : HN(t) ≥ β},

ĈVaRMC
β [X] = V̂aRMC

β +
1

(1− β)N

N∑
j=1

(
X(ξ(j))− V̂aRMC

β [X]
)

+
.

Consistency and asymptotic normality of V̂aRMC
β [X] and ĈVaRMC

β [X] have been ex-

tensively studied in the literature, see, e.g., [Serfling, 1980, Trindade et al., 2007, Hong

et al., 2014].

Theorem 3.3.3 ([Serfling, 1980, Section 2.3.1]) Let 0 < β < 1. If VaRβ[X] is

the unique solution of HX(x−) ≤ β ≤ HX(x), then V̂aRMC
β [X]→ VaRβ[X] w.p. 1.

It follows that V̂aRMC
β [X] is a strongly consistent estimator of VaRβ[X] unless

both HX(VaRβ[X]) = β and HX(x) is flat in a right-neighborhood of VaRβ[X].

Let Φ(t) denote the c.d.f. of the standard normal variable N (0, 1). The following

is a standard result on asymptotic normality of V̂aRMC
β [X].
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Theorem 3.3.4 ([Serfling, 1980, Section 2.3.3]) Let 0 < β < 1. Suppose that

HX(x) is continuous at VaRβ[X].

1. If there exists H ′X(VaRβ[X]−) > 0, then for t < 0

lim
N→∞

Pr

√N
(

V̂aRMC
β [X]− VaRβ[X]

)
C

≤ t

 = Φ(t)

with C =
√
β(1− β)(H ′X(VaRβ[X]−))−1.

2. If there exists H ′X(VaRβ[X]+) > 0, then for t > 0

lim
N→∞

Pr

√N
(

V̂aRMC
β [X]− VaRβ[X]

)
C

≤ t

 = Φ(t)

with C =
√
β(1− β)(H ′X(VaRβ[X]+))−1.

Corollary 3.3.5 Let 0 < β < 1. If HX(x) is differentiable at VaRβ[X] and

H ′X(VaRβ[X]) > 0, then

√
N(V̂aRMC

β [X]− VaRβ[X])⇒
√
β(1− β)

H ′X(VaRβ[X])
N (0, 1) as N →∞,

where ⇒ denotes convergence in distribution.

Furthermore, if HX possesses a density hX in the neighborhood of VaRβ[X] and

hX is continuous and positive at VaRβ[X], then

√
N(V̂aRMC

β [X]− VaRβ[X])⇒
√
β(1− β)

hX(VaRβ[X])
N (0, 1) as N →∞. (3.3.12)

Note. In (3.3.12) β(1− β) is the variance of 1Gβ [X](ξ) (see Definition 3.3.6):

V
[
1Gβ [X]

]
= E

[
1Gβ [X]

]
−
(
E
[
1Gβ [X]

])2

= (1− β)− (1− β)2 = β(1− β).

Similar result can be obtained for the asymptotics of ĈVaRMC
β [X].
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Theorem 3.3.6 ([Trindade et al., 2007, Theorem 2]) Suppose that E[X2] <∞

and VaRβ[X] is the unique solution of HX(x−) ≤ β ≤ HX(x). Then

√
N(ĈVaRMC

β [X]− CVaRβ[X])⇒
(
V
[
(X − VaRβ[X])+

])1/2

(1− β)
N (0, 1) as N →∞.

(3.3.14)

Remark 3.3.7 The condition that VaRβ[X] is the unique solution of HX(x−) ≤ β ≤

HX(x) can be stated in an alternative form:

VaRβ[X] = sup{t : HX(t) ≤ β}.

This condition states that VaRβ[X] is the unique solution of

inf
t

{
t+

1

N(1− β)

N∑
j=1

(
X(ξ(j))− t

)
+

}
. (3.3.15)

If this condition is not satisfied, then the limiting distribution of
√
N(ĈVaRMC

β [X]−

CVaRβ[X]) need not be normal.

Remark 3.3.8 The asymptotic result (3.3.14) in [Trindade et al., 2007] is obtained

by defining ĈVaRMC
β as an optimal value of the problem (3.3.15). This definition

agrees with the ones given here w.p. 1.

Remark 3.3.9 From the representation of CVaRβ[X] as the optimal value of a prob-

lem (3.3.15) it follows that [Shapiro et al., 2009, Proposition 5.6]

E
[
ĈVaRMC

β [X]
]
≤ CVaRβ[X],

i.e., ĈVaRMC
β [X] is a consistent estimator of CVaRβ[X] with a negative bias. Fur-

thermore, this bias monotonically decreases with the increase of the sample size N .

Importance sampling for estimation of VaR and CVaR.

Asymptotic representations of IS estimators of VaRβ[X] and CVaRβ[X] are presented

in [Hong et al., 2014] with references to the works [Sun and Hong, 2009],[Sun and
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Hong, 2010], and [Chu and Nakayama, 2012]. In these works the IS estimates are

presented using the approximation of HX(x) under a different distribution function

GX(x) of the random variable X such that HX is absolutely continuous with respect to

GX in [VaRβ[X]−ε,+∞) with ε > 0 fixed, that is, GX(A) = 0 implies HX(A) = 0 for

A ∈ B(R)∩ [VaRβ[X]− ε,+∞). Distribution GX is referred to as the IS distribution

or biasing distribution. The function LX : R→ R defined by

LX(x) =
dHX(x)

dGX(x)

is called a likelihood ratio function associated with the change of measure. The

authors in [Hong et al., 2014] do not specify how the distribution function GX(x) is

obtained practically, instead, providing a general analysis of the asymptotic behavior

of the IS estimators under certain assumptions on GX and LX .

This thesis considers a more general setting. Starting from the original probability

measure ρ(ξ)dξ an IS estimate of HX(x) is constructed by introducing a new measure

ϕ(ξ)dξ, with ϕ(ξ) > 0 whenever ρ(ξ) > 0, and defining a weight function

w(ξ) :=
ρ(ξ)

ϕ(ξ)
. (3.3.16)

Then,

HX(x) =

∫
Ξ

1{X(ξ) ≤ x}ρ(ξ)dξ =

∫
Ξ

1{X(ξ) ≤ x}w(ξ)ϕ(ξ)dξ.

The last integral can be written as Eϕ[1{X(·) ≤ x}w(·)]. The specific forms of ϕ(ξ)

will be introduced later on in Sections 4.2 and 6.3.

The setting of [Hong et al., 2014] described above can be recovered through the

Transformation Theorem (see, e.g., [Resnick, 2014, Theorem 5.5.1]) by defining

GX(x) =
∫

Ξ
1{X(ξ) ≤ x}ϕ(ξ)dξ.

Denote the IS estimators of VaRβ[X] and CVaRβ[X] by V̂aRIS
β [X] and ĈVaRIS

β [X]

respectively.

Definition 3.3.10 V̂aRIS
β [X] and ĈVaRIS

β [X] are given by the formulas (3.3.9)-(3.3.10)

in Algorithm 2 with ξ(j), j = 1, . . . , N , being i.i.d. samples from ϕ(ξ), and

p(j) =
1

N
w(ξ(j)), j = 1, . . . , N, (3.3.17)
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with w(ξ) given by (3.3.16).

Another way to define IS estimators is as follows [Hong et al., 2014]: define the

IS empirical distribution function HIS
N (x) by

HIS
N (x) :=

1

N

N∑
j=1

1{X(ξ(j)) ≤ x}w(ξ(j)). (3.3.18)

With this definition, one can define V̂aRIS
β [X] and ĈVaRIS

β [X] as follows:

V̂aRIS
β [X] = inf{t : HIS

N (t) ≥ β},

ĈVaRIS
β [X] = V̂aRIS

β +
1

(1− β)N

N∑
j=1

(
X(ξ(j))− V̂aRIS

β [X]
)

+
w(ξ(j)).

In order to state asymptotic results for V̂aRIS
β [X] and ĈVaRIS

β [X] the following

assumption is made regarding the weight function w(ξ).

Assumption 3.3.11 There exist ε > 0 and C > 0 such that w(ξ) ≤ C for any

ξ ∈ {ξ |X(ξ) ∈ (VaRβ[X]− ε,VaRβ[X] + ε)} and there exists p > 2 such that

Eϕ [1{X(ξ) ≥ VaRβ[X]− ε}wp(ξ)] <∞,

where Eϕ[·] denotes expectation under the measure ϕ(ξ)dξ.

Additional assumption is made regarding the density function hX(ξ).

Assumption 3.3.12 There exists an ε > 0 such that X has a positive and continu-

ously differentiable density hX(ξ) for any ξ ∈ (VaRβ[X]− ε,VaRβ[X] + ε).

This assumption guarantees that HX(VaRβ[X]) = β and VaRβ[X] is the unique

solution of (3.3.2).

Theorem 3.3.13 (adapted from [Hong et al., 2014]) Under Assumptions 3.3.12

and 3.3.11 as N →∞ V̂aRIS
β [X]→ VaRβ[X] w.p. 1 and

√
N
(

V̂aRIS
β [X]− VaRβ[X]

)
⇒

√
Vϕ

[
1Gβ [X](·)w(·)

]
hX(VaRβ[X])

N (0, 1),
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where Vϕ[·] denotes the variance under measure ϕ(ξ)dξ.

If, in addition, Eϕ
[
1Gβ [X](·) (X(·)− VaRβ[X])2w2(·)

]
< ∞, then ĈVaRIS

β [X] →

CVaRβ[X] w.p. 1 as N →∞ and

√
N
(

ĈVaRIS
β [X]− CVaRβ[X]

)
⇒
(
Vϕ

[
(X(·)− VaRβ[X])+w(·)

])1/2

1− β
N (0, 1).

Remark 3.3.14 The theorem above can be derived in a manner similar to the one

used to obtain the result in 3.3.6. In [Hong et al., 2014], the authors derive the theorem

above as a corrollary to the main result of their paper - asymptotic representation of

ĈVaRIS
β [X] based on the so-called Bahadur representation [Serfling, 1980, Section

2.5.1]. Thus, fundamentally, the theorem above is not different from 3.3.6.

Remark 3.3.15 Asymptotic results of Theorem 3.3.13 provide some guidance on the

choice of the biasing density ϕ(ξ). It can be verified that if w(ξ) ≤ 1 for ξ ∈ Gβ[X],

then

Vϕ

[
1Gβ [X](·)w(·)

]
≤ Vρ

[
1Gβ [X](·)

]
= β(1− β)

(see (3.3.13)), and

Vϕ

[
(X(·)− VaRβ[X])+w(·)

]
≤ Vρ

[
(X(·)− VaRβ[X])+

]
.

Indeed, if w(ξ) ≤ 1 for ξ ∈ Gβ[X], then

Vϕ

[
1Gβ [X](·)w(·)

]
= Eϕ

[
1Gβ [X](·)w2(·)

]
−
(
Eϕ
[
1Gβ [X](·)w(·)

])2

= Eρ
[
1Gβ [X](·)w(·)

]
− (1− β)2

≤ β(1− β).

Similarly,

Vϕ

[
(X(·)− VaRβ[X])+ w(·)

]
=Eϕ

[
1Gβ [X](·) (X(·)− VaRβ[X])2w2(·)

]
−
(
Eϕ
[
1Gβ [X](·) (X(·)− VaRβ[X])w(·)

])2

=Eρ
[
1Gβ [X](·) (X(·)− VaRβ[X])2w(·)

]
−
(
Eρ
[
1Gβ [X](·) (X(·)− VaRβ[X])

])2

≤Vρ

[
1Gβ [X] (X(·)− VaRβ[X])

]
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if w(ξ) ≤ 1 for ξ ∈ Gβ[X]. Thus, in practice an “effective” IS distribution is the one

that ensures that ϕ(ξ) ≥ ρ(ξ) in the risk region Gβ[X].

Confidence intervals for the sampled estimates of VaR and CVaR.

[Chu and Nakayama, 2012] derive the following asymptotically valid confidence in-

tervals for VaRβ[X] using the Bahadur-Ghosh representation [Serfling, 1980, Section

2.5.1] of the quantile estimators.

Proposition 3.3.16 (adapted from [Chu and Nakayama, 2012]) For an MC es-

timator of VaRβ[X] the following holds:

VaRβ[X] ∈
[

V̂aRMC
β [X]− γα

κ̂β√
N
, V̂aRMC

β [X] + γα
κ̂β√
N

]
(3.3.19)

with probability 100(1− α)%. Here

γα = Φ−1(1− α/2) with Φ being the c.d.f. of the standard normal variable,

κ̂β =
√
β(1− β)φ̂β with φ̂β being a consistent estimator of 1/hX(VaRβ[X]).

Authors in [Chu and Nakayama, 2012] suggest to approximate 1/hX(VaRβ[X])

with finite differences. One of the resulting (consistent) estimators is

φ̂β =
V̂aRMC

β+δN
[X]− V̂aRMC

β [X]

δN

with δN = O
(
N−1/2

)
. This finite difference estimate is based on

1

hX(VaRβ[X])
=

d

dβ
H−1
X (β).

Similar result is available for the IS estimator of VaRβ[X].

Proposition 3.3.17 (adapted from [Chu and Nakayama, 2012]) For an IS es-

timator of VaRβ[X] the following holds:

VaRβ[X] ∈
[

V̂aRIS
β [X]− γα

κ̂β√
N
, V̂aRIS

β [X] + γα
κ̂β√
N

]
(3.3.20)
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with probability 100(1− α)%. Here

γα = Φ−1(1− α/2) with Φ being the c.d.f. of the standard normal variable,

κ̂β = ψ̂βφ̂β with φ̂β being a consistent estimator of 1/hX(VaRβ[X]),

and ψ̂β being a consistent estimator of
√

Vϕ

[
1Gβ [X](·)w(·)

]
.

Furthermore, a consistent estimator of Vϕ

[
1Gβ [X](·)w(·)

]
is given by

(ψ̂β)2 =
1

N

N∑
j=1

1Ĝβ [X](ξ
(j))w2(ξ(j))−

(
1

N

N∑
j=1

1Ĝβ [X](ξ
(j))w(ξ(j))

)2

, (3.3.21)

where

1Ĝβ [X](ξ) =

1, if X(ξ) ≥ V̂aRIS
β [X],

0, else.

Remark 3.3.18 The authors in [Chu and Nakayama, 2012] note that the consistency

proof of ψ̂β “is complicated by the fact that the two terms are not sums of independent

quantities”. Indeed, each summand depends on V̂aRIS
β [X], which is a function of all

samples, thus, the summands are dependent.

Next, I present asymptotically valid confidence intervals for MC and IS estimators of

CVaRβ[X].

Proposition 3.3.19 For an IS estimator of CVaRβ[X] the following holds:

CVaRβ[X] ∈
[

ĈVaRIS
β [X]− γα

κ̂β√
N
, ĈVaRIS

β [X] + γα
κ̂β√
N

]
(3.3.22)

with probability 100(1− α)%. Here

γα = Φ−1(1− α/2) with Φ being the c.d.f. of the standard normal variable,

κ̂β = ψ̂β/(1− β) with ψ̂β being a consistent estimator of√
Vϕ

[
(X(·)− VaRβ[X])+w(·)

]
.

A consistent estimator of Vϕ

[
(X(·)− VaRβ[X])+ w(·)

]
is given by

(ψ̂β)2 =
1

N

N∑
j=1

1Ĝβ [X](ξ
(j))
(
X(ξ(j))− V̂aRIS

β [X]
)2

w(ξ(j))2 (3.3.23a)

−

(
1

N

N∑
j=1

1Ĝβ [X](ξ
(j))
(
X(ξ(j))− V̂aRIS

β [X]
)
w(ξ(j))

)2

, (3.3.23b)
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where

1Ĝβ [X](ξ) =

1, if X(ξ) ≥ V̂aRIS
β [X],

0, else.

For an MC estimator of CVaRβ[X] similar result holds with the following changes:

Vρ → Vϕ, w(ξ) ≡ 1, V̂aRIS
β [X]→ V̂aRMC

β [X].

Proof: Note, that

Vϕ

[
(X(·)− VaRβ[X])+w(·)

]
=Vϕ

[
1Gβ [X](·)X(·)w(·)

]
+ Vϕ

[
1Gβ [X](·) VaRβ[X]w(·)

]
− 2Covϕ

[
1Gβ [X](·)X(·)w(·),1Gβ [X](·) VaRβ[X]w(·)

]
=Vϕ

[
1Gβ [X](·)X(·)w(·)

]
+ Vϕ

[
1Gβ [X](·) VaRβ[X]w(·)

]
− 2 VaRβ[X]Eϕ

[
1Gβ [X](·)X(·)w2(·)

]
− 2 VaRβ[X](1− β)2 CVaRβ[X].

The result of the previous proposition can be used to construct consistent estimators

for the first two terms above. The third term can be consistently approximated in a

standard way. The statement of the proposition follows by combining the estimators

and using Slutsky’s Theorem [Serfling, 1980, Section 1.5.4]. 2

3.3.2 Mean plus semideviation

Recall, that mean plus semideviation risk measure was defined as

E
[
X + c (X − E[X])+

]
with c ∈ [0, 1]. Denote the true value of mean plus semideviation by θc and the

estimated value by θ̂c. The (sampling-based) estimator θ̂c of θc is given by

θ̂c =
N∑
j=1

p(j)

(
X(ξ(j))− c

(
X(ξ(j))−

N∑
i=1

p(i)X(ξ(i))

)
+

)
, (3.3.24)

where, as before, X(ξ(j)) are realizations of the random variable X corresponding to

the samples ξ(j) with probabilities p(j).
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The Monte Carlo estimator of θc corresponds to p(j) ≡ 1/N , and is denoted by θ̂N .

The following results about θ̂N are taken from [Shapiro et al., 2009, Section 6.5.2].

First, the authors show that θc is the optimal value of the following convex-concave

minimax problem

min
t∈R

max
γ∈[0,1]

E [G(t, γ,X)]

with

G(t, γ, x) = x+ c (x− t)+ + c(1− γ) (x− t)+ .

Consequently, θ̂N is the optimal value of the corresponding discretized problem

min
t∈R

max
γ∈[0,1]

N−1

N∑
j=1

G(t, γ,X(ξ(j))).

Applying results of [Shapiro et al., 2009, Section 5.1.4] the authors obtain that θ̂N

converges w.p. 1 to θc as N →∞. Moreover, if E[X2] <∞ and HX(x) is continuous

at E[X], then
√
N
(
θ̂N − θc

)
⇒ N (0, σ2)

with σ2 = V
[
G
(
E[X], HX (E[X]) , X

)]
.

3.4 Summary

In this chapter I have reviewed several sampling-based approaches to estimation of risk

measures. I have demonstrated that naive application of common methods, such as

Monte Carlo sampling and sparse grid quadrature, results in poor estimates for small

size samples, and the convergence rates with respect to sample sizes are unsatisfactory

for applications requiring solution of PDEs with random inputs. Moreover, the large

proportion of PDE solutions, (100 × β)% in case of CVaRβ, does not contribute to

the obtained estimates. In the next chapter I will develop a method that addresses

the shortcomings of the standard methods by exploiting the properties of the risk

measures of interest.

-



Chapter 4

Risk-Informed Sampling

In this chapter I propose a novel approach for estimating finite coherent risk functions

of computationally expensive quantities of interest. The proposed approach is based

on the conjugate duality properties of coherent risk functions and utilizes the idea

of risk identifiers to provide a strategy for a more efficient sampling of the input

parameter space than plain Monte Carlo sampling. The samples generated at different

stages of the proposed methods are reweighted and reused in order to obtain better

estimates of the relevant regions of input space. I discuss and evaluate several methods

for reweighting the samples based on minimum distance estimation. This approach is

different from a standard approach in importance sampling literature that is based on

likelihood ratios. The results of applying the new method to the simple test problems

as well as to a PDE model indicate general effectiveness of the method as compared

to the plain Monte Carlo method.

This research initiated during my summer internship at the Center for Computing

Research at Sandia National Laboratories. The initial exploration of the proposed

approach was done jointly with my mentors Drew Kouri and Denis Ridzal and ap-

peared as a technical article in the Center’s Summer Proceedings 2016 [Takhtaganov

et al., 2016]. The application of the proposed approach to risk estimation with PDE

models, the last section of this chapter, has not been a part of the aforementioned

70
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article.

Before explaining the proposed approach, I need to review some background in-

formation from available literature on the conjugate duality properties of coherent

risk functions. The main result of the following section – biconjugate representation

of coherent risk measures – forms a foundation of the proposed method of Section

4.2. Sections 4.3 and 4.4 are concerned with the details of the proposed method –

generation of new samples and adjusting their weights (probabilities). Section 4.5

presents the results of applying the proposed method to simple test problems with

algebraic functions, and Section 4.6 – the results of applying the method to the PDE

model (2.6.1) of Chapter 2.

4.1 Conjugate duality and related notions

4.1.1 Conjugate duality in convex analysis

The following is a brief review of conjugate duality theory from convex analysis [Rock-

afellar, 1970]. Some of the definitions and results recited below can be stated in the

generality of linear topological spaces, however, I will work from the beginning in the

setting that is relevant to the context of this thesis and focus on the case of Banach

spaces.

Let U be a Banach space and U∗ its topological dual. For u ∈ U and v ∈ U∗

denote the dual product by 〈u, v〉 := v(u).

Definition 4.1.1 The function f is lower-semicontinuous (l.s.c.) if the set {u|f(u) ≤

α} is closed for all α ∈ R. This is equivalent to the condition that epi f is closed as

a subset of U × R, where epi f is defined as follows:

epi f := {(u, α) ∈ U × R | f(u) ≤ α}.

The l.s.c. hull lsc f is the greatest l.s.c. function ≤ f . It follows that

epi lsc f = cl epi f,
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where cl denotes topological closure. Equivalently,

lsc f(u) = lim inf
u′→u

f(u′).

Definition 4.1.2 The function f is proper if f(u) > −∞ for all u ∈ U and its

domain

dom f := {u ∈ U | f(u) < +∞}

is nonempty.

Definition 4.1.3 The conjugate of a function f : U → [−∞,∞] is the function

f ∗ : U∗ → [−∞,∞] defined by

f ∗(v) = sup{〈u, v〉 − f(u) |u ∈ U}. (4.1.1)

The biconjugate of f : U → [−∞,∞] is the conjugate f ∗∗ of f ∗:

f ∗∗(u) = sup{〈u, v〉 − f ∗(v) | v ∈ U∗}. (4.1.2)

The operation f → f ∗ is called the Fenchel transform.

The conjugate function f ∗ is always convex and lower-semicontinuous, since, by

definition, it is a pointwise supremum of the collection of continuous affine functions

U∗ → 〈u, v〉 − α, (u, α) ∈ epi f . Note that if f(u) = −∞ at some u ∈ U , then

f ∗(·) ≡ +∞ and f ∗∗(·) ≡ −∞.

In the following denote by R an extended real line:

R := R ∪ {−∞} ∪ {+∞}.

Theorem 4.1.4 (Fenchel-Moreau) Let f : U → R be a proper extended real-valued

convex function. Then

f ∗∗ = lsc f. (4.1.3)
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It follows from (4.1.3) that if f is proper and convex, then f ∗∗ = f iff f is lower-

semicontinuous. This leads to the following representation for f :

f(u) = sup{〈u, v〉 − f ∗(v)|v ∈ U∗}, (4.1.4)

which can be written in the equivalent form

f(u) = sup
v∈dom f∗

{〈u, v〉 − f ∗(v)}. (4.1.5)

Definition 4.1.5 The subdifferential of a function f : U → R, at a point u0 such

that f(u0) is finite is defined as

∂f(u0) = {v ∈ U∗ | f(u)− f(u0) ≥ 〈u− u0, v〉, ∀u ∈ U}. (4.1.6)

It is said that f is subdifferentiable at u0 if ∂f(u0) is nonempty. From definition

it follows that if f is subdifferentiable at some point u0 ∈ U , then f is proper and

lower-semicontinuous at u0.

Proposition 4.1.6 Let U be a Banach space, f : U → R be a convex function, and

u ∈ U be such that f ∗∗(u) is finite. Then

∂f ∗∗(u) = arg max
v∈U∗
{〈u, v〉 − f ∗(v)}.

Moreover, if f ∗∗(u) = f(u), then ∂f ∗∗(u) = ∂f(u).

Proof: From definition (4.1.6) of a subgradient it follows that

∂f(u0) = {v ∈ U∗ | 〈u0, v〉 − f ∗(v) ≥ f(u0)}

due to 〈u, v〉 − f ∗(v) ≤ f(u) for all u, v by the definition of f ∗(v). Dually,

∂f ∗(v) = {u ∈ U | 〈u, v〉 − f ∗∗(u) ≥ f ∗(v)}.

Since (f ∗∗)∗ = (f ∗)∗∗ = f ∗ (from Fenchel-Moreau theorem 4.1.4) we also have

∂f ∗∗(u) = {v ∈ V | 〈u, v〉 − f ∗(v) ≥ f ∗∗(u)}.

The statement now follows from the definition of f ∗∗(·). 2
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4.1.2 Conjugate duality of risk functions

The following review is based on [Ruszczyński and Shapiro, 2006, Shapiro et al., 2009].

Let R : H → R be a risk function defined on an appropriate space H of random

outcomes. Specifically, for mean plus absolute semideviation and weighted mean

plus CVaRβ the domain of R is H = L1
ρ(Ξ). The topological dual H∗ for these two

functionals is L∞ρ (Ξ).

For X ∈ H and ϑ ∈ H∗ define a duality paring as follows:

〈ϑ,X〉 :=

∫
Ξ

ϑ(ξ)X(ξ)ρ(ξ)dξ. (4.1.7)

Then the conjugate function R∗ : H∗ → R is defined as

R∗[ϑ] := sup
X∈H
{〈ϑ,X〉 − R[X]}, (4.1.8)

and the biconjugate function as

R∗∗[X] = sup
ϑ∈H∗
{〈ϑ,X〉 − R∗[ϑ]}. (4.1.9)

By the Fenchel-Moreau theorem 4.1.4, if R : H → R is convex, proper and l.s.c., then

R∗∗ = R, i.e.,

R[X] = sup
ϑ∈H∗
{〈ϑ,X〉 − R∗[ϑ]}.

If R is convex, proper, and l.s.c., then its conjugate R∗ is also proper, hence,

R[X] = sup
ϑ∈domR∗

{〈ϑ,X〉 − R∗[ϑ]}. (4.1.10)

The following important duality result is a direct consequence of the Fenchel-Moreau

theorem 4.1.4.

Theorem 4.1.7 ([Shapiro et al., 2009, p. 263]) LetR : H → R be convex, proper,

and lower-semicontinuous. Then representation (4.1.10) holds. Moreover,

1. R is monotonic iff every ϑ ∈ domR∗ is nonnegative, i.e., ϑ(ξ) ≥ 0 a.e. in Ξ;
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2. R is translation equivariant iff
∫

Ξ
ϑ(ξ)dξ = 1 for all ϑ ∈ domR∗;

3. R is positive homogeneous iff R[ · ] is a support function of domR∗, i.e.,

R[X] = sup
ϑ∈domR∗

〈ϑ,X〉, ∀X ∈ H. (4.1.11)

Proof: For proper, convex, and l.s.c.R representation (4.1.10) holds by the Fenchel-

Moreau theorem 4.1.4.

If R is monotonic, i.e., for all X1, X2 ∈ H such that X1 ≤ X2 almost surely,

R[X1] ≤ R[X2], then R[ϑ] = +∞ for any ϑ ∈ H∗ that is not nonnegative. Indeed,

if ϑ ∈ H∗ is not nonnegative, then there exists a subset Λ ⊂ Ξ such that ϑ(ξ) < 0

for all ξ ∈ Λ. Taking XΛ := 1{Λ} we get 〈ϑ,XΛ〉 < 0. Now, for any X such that

R[X] <∞ consider Xt := X− tXΛ. It is easy to see that X ≥ Xt for t ≥ 0, therefore,

by monotonicity, R[X] ≥ R[Xt]. Therefore,

R∗[ϑ] ≥ sup
t∈R+

{〈ϑ,Xt〉 − R[Xt]} ≥ sup
t∈R+

{〈ϑ,X〉 − t〈ϑ,XΛ〉 − R[X]} = +∞.

Conversely, if every ϑ ∈ H∗ is nonnegative and X1 ≥ X2, then 〈ϑ,X2〉 ≥ 〈ϑ,X1〉.

The monotonicity of R follows from (4.1.10).

If R is translation equivariant, i.e., R[X+ c] = R[X]+ c for all X ∈ H and c ∈ R,

then for every X ∈ domR

R∗[ϑ] ≥ sup
c∈R
{〈ϑ,X + c〉 − R[X + c]} = sup

c∈R

{
c

∫
Ξ

ϑρ(ξ)dξ − c+ 〈ϑ,X〉 − R[X]

}
.

It follows that R∗[ϑ] = +∞ for all ϑ ∈ H∗ such that
∫

Ξ
ϑ(ξ)ρ(ξ)dξ 6= 1. Conversely, if∫

Ξ
ϑ(ξ)ρ(ξ)dξ = 1, then 〈ϑ,X + c〉 = 〈ϑ,X〉+ c, and translation equivariance follows

from (4.1.10).

Finally, if R is positively homogeneous, i.e., for all c ≥ 0, R[cX] = cR[X], then its

conjugate function is the indicator function of a convex subset of H∗ (see [Rockafel-

lar, 1970, Theorem 13.2]). Therefore, representation (4.1.11) follows from (4.1.10).

Conversely, if (4.1.11) holds, then R is clearly positively homogeneous. 2
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From the theorem above it follows that if R is proper, convex, l.s.c., monotonic,

and translation equivariant, then representation (4.1.10) holds and domR∗ is a subset

of the set of probability density functions

P =

{
ϑ ∈ H∗

∣∣ ∫
Ξ

ϑ(ξ)ρ(ξ)dξ = 1, ϑ ≥ 0

}
.

If, moreover, R is positively homogeneous, then its conjugate is the indicator function

of a closed convex set A ⊂ P . Specifically, the set A is given by (see [Rockafellar,

1970, p. 114])

A := {ϑ ∈ P | 〈ϑ,X〉 ≤ R[X], ∀X ∈ H}, (4.1.12)

which, recalling the definition of a subdifferential, is equal to the subdifferential of R

at 0:

A = ∂R[0].

The set A in (4.1.12) is called a risk envelope [Krokhmal et al., 2011].

Directly from definitions it follows that

ϑ ∈ ∂R[X] iff R∗[ϑ] = 〈ϑ,X〉 − R[X],

and

ϑ ∈ ∂R[0] iff R∗[ϑ] = 0.

Thus, for coherent (see Definition 2.5.1), proper, and l.s.c. risk function R we have

R[X] = sup
ϑ∈A
〈ϑ,X〉, ∀X ∈ H,

and

∂R[X] = arg max
ϑ∈A

〈ϑ,X〉. (4.1.13)

The following result from [Shapiro et al., 2009, p. 264] shows that for real-valued,

monotone, and convex risk functions the assumption of lower-semicontinuity holds

automatically.



77

Proposition 4.1.8 Let H = Lpρ(Ξ) with p ∈ [1,+∞] and R : H → R be a real-valued,

convex, and monotone risk measure. Then R is continuous and subdifferentiable on

H.

Furthermore, there is a duality relation between the subdifferential ∂R[X] and

the directional derivative R′[X, · ], where

R′[X,H] = lim
t↓0

R[X + tH]−R[X]

t
.

Specifically, if R is subdifferentiable at X and R′[X, · ] is l.s.c. at 0 ∈ H, then

R′[X,H] = sup
ϑ∈∂R[X]

〈R, X〉, X ∈ H.

In particular, ifH is a Banach space andR is continuous at X, thenR is directionally

differentiable at X in the Hadamard sense, i.e.,

R′[X,H] = lim
X→H, t↓0

R[X + tH]−R[X]

t
.

Hadamard directional differentiability implies continuity of the directional derivative.

Recall that R is said to be Gâteaux differentiable at X if R is directionally

differentiable at X and R′[X, · ] is linear and continuous, i.e., there exists ∇R[X] ∈

H∗ such that

R′[X, · ] = 〈∇R[X], Y 〉, ∀Y ∈ H.

It follows that, if H is Banach space and R is continuous at X, then R is Gâteaux

(Hadamard) differentiable at X iff ∂R[X] is a singleton, in which case ∂R[X] =

{∇R[X]}.

4.1.3 Application to specific risk measures

Recall that the risk measures considered in this thesis are indeed coherent in the sense

of Definition 2.5.1. Thus, results of the previous section are directly applicable. Next,

I review the specific forms of risk envelopes and risk identifiers for CVaR (mean plus

CVaR) and semideviation (mean plus semideviation) risk measures.
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Mean plus CVaRβ

Consider weighted mean plus CVaRβ risk function

R[X] = (1− c)E[X] + cCVaRβ[X].

Its conjugate function is the indicator function of the set A = domR∗. We can

represent R in its dual form (4.1.11) with

A =
{
ϑ ∈ L∞ρ (Ξ) |ϑ(ξ) ∈ [ν, η] a.e. ξ ∈ Ξ, E[ϑ] = 1

}
,

where

ν = 1− c, and η = 1 +
cβ

1− β
(4.1.14)

(see [Ruszczyński and Shapiro, 2006]). In particular, for c = 1 we have R[X] =

CVaRβ[X], and hence R is represented as

R[X] = CVaRβ[X] = sup
ϑ∈A

E[ϑX] (4.1.15)

with

A =

{
ϑ ∈ L∞ρ (Ξ)

∣∣ ϑ(ξ) ∈
[
0,

1

1− β

]
a.e. ξ ∈ Ξ, E[ϑ] = 1

}
. (4.1.16)

Since CVaRβ[X] is convex and continuous, it is subdifferentiable and its subdif-

ferential is given by (compare to (4.1.13))

∂CVaRβ[X] = arg max
ϑ∈A

{
E[ϑX] | ϑ(ξ) ∈

[
0,

1

1− β

]
a.e. ξ ∈ Ξ, E[ϑ] = 1

}
.

Consider the maximization problem on the right. Its Lagrangian is given by

L(ϑ, λ) = E[ϑX] + λ(1− E[ϑ]),

and its dual problem is

min
λ∈R

sup
ϑ(·)∈[0,(1−β)−1]

{E[ϑ(X − λ)] + λ}.
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Since

sup
ϑ(·)∈[0,(1−β)−1]

{E[ϑ(X − λ)] + λ} =
1

1− β
E[(X − λ)+] + λ

the dual problem can be written as

min
λ∈R

1

1− β
E[(X − λ)+] + λ.

The set of optimal solutions of this dual problem is given by the interval with end

points given by the left- and right-side β-quantiles of the c.d.f. of X. Since this

interval forms a compact subset of R, there is no duality gap between the primal and

the dual problems. Hence, the set of optimal solutions of the primal problem and,

thus, the subdifferential of CVaRβ can be described as follows:

∂CVaRβ[X] =


ϑ
∣∣ E[ϑ] = 1,


ϑ(ξ) = 0, if X < VaRβ(X),

ϑ(ξ) = 1
1−β , if X > VaRβ(X),

ϑ(ξ) ∈ [0, 1
1−β ], if X = VaRβ(X).


(4.1.17)

It follows that ∂CVaRβ[X] is a singleton, and, hence, CVaRβ[X] is Hadamard differ-

entiable at X iff

Pr[X < VaRβ(X)] = β or Pr[X > VaRβ(X)] = 1− β.

For the case c ∈ (0, 1), the set

∂R[X] = arg max
ϑ∈A

〈ϑ,X〉

is given by

∂R[X] =


ϑ
∣∣ E[ϑ] = 1,


ϑ(ξ) = ν, if X < VaRβ(X),

ϑ(ξ) = η, if X > VaRβ(X),

ϑ(ξ) ∈ [ν, η], if X = VaRβ(X),


(4.1.18)

with ν, η given by (4.1.14).
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Mean plus semideviation

Consider the mean plus (upper)-semideviation risk function

R[X] = E[X] + c‖ (X − E[X])+ ‖p

with p ≥ 1. The set A in this case depends on the value of p and is given by

[Ruszczyński and Shapiro, 2006]

Ap =

{
ϑ ∈ Lqρ(Ξ)

∣∣ ϑ(ξ) = 1 + ζ(ξ)−
∫

Ξ

ζ(ξ)ρ(ξ)dξ, ‖ζ‖q ≤ c, ζ ≥ 0 a.e. in Ξ

}
.

The set Ap is a set of probability measures if c ∈ [0, 1].

Because R is convex, positively homogeneous, and continuous, for any X ∈ Lpρ(Ξ)

its subdifferential is nonempty and given by

∂R[X] =

{
1 + ζ(ξ)−

∫
Ξ

ζ(ξ)ρ(ξ)dξ | ζ ∈ DX
}

with

DX = arg max
ϑ∈Lqρ(Ξ)

{∫
Ξ

(
X −

∫
Ξ

ρ(ξ)dξ

)
ϑ(ξ)ρ(ξ)dξ

∣∣ ‖ϑ‖q ≤ c, ϑ ≥ 0 a.e. in Ξ

}
.

For the case p = 1 [Ruszczyński and Shapiro, 2006],

DX =


ϑ ∈ cBq

∣∣

ϑ(ξ) = c, if X > E[X],

ϑ(ξ) = 0, if X < E[X],

ϑ(ξ) ∈ [0, c], if X = E[X],


where Bq := {ϑ ∈ L∞ρ (Ξ) | ‖ϑ‖q ≤ 1}. In conclusion, for mean plus semideviation (of

order 1)

∂R[X] =

ϑ ∈ cBq

∣∣
ϑ(ξ) = 1 + c(1− Pr[X > E[X]]), if X > E[X],

ϑ(ξ) = 1− cPr[X > E[X]], if X < E[X].


(4.1.19)

In case X = E[X] we have ϑ(ξ) ∈ [1 + c(1− Pr [X > E[X]]), 1− cPr [X > E[X]]].
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4.2 Risk-informed sampling

The two risk measures considered – mean plus CVaR and mean plus semideviation

– are difficult to estimate efficiently. As demonstrated in Chapter 3, this is due to,

on the one hand, the non-smoothness of the positive part function (·)+ which makes

efficient sampling methods such as sparse grids intractable. On the other hand,

there are sampling deficiencies arising from the fact that only a fraction of samples

contribute to the estimates of CVaRβ and semideviation when using plain Monte

Carlo sampling.

The following novel approach is based on the dual representation of risk measures

presented in the Section 4.1. Specifically, I propose to use the biconjugate represen-

tation of the risk functions (4.1.11) and the risk identifiers forming the set (4.1.13)

to sample more efficiently. That is, I would like to sample from the distributions de-

fined by risk identifiers in order to efficiently and accurately estimate corresponding

risk functions. The general framework is defined in the following Algorithm 3. The

inputs provided are the initial input distribution specified by the density function

ρ(ξ), the objective function (QoI) X : Ξ → R, and the sizes of samples at each step

N0, N1, . . . , NS.

Remark. Algorithm 3 resembles the NIS algorithm 1, specifically its adaptive

version NAIS (see [Zhang, 1996]), but only in the way the desired biasing distribution

is approximated. Here, by contrast, I am not attempting to build the biasing distri-

bution based on the integrand (e.g., plus function in CVaRβ), but rather guide the

sampling by utilizing the information about the risk function itself (its biconjugate

representation). In case of CVaRβ, the risk indicator ϑ(ξ) becomes the indicator func-

tion of the risk region (see (3.3.6) and (4.1.17)), and application of Algorithm 3 will

lead to the procedure similar to the one applied in [Morio, 2012] for extreme quan-

tile estimation (see discussion in Section 3.2.6). However, the algorithm presented in

[Morio, 2012] does not provide a natural extension to the estimation of risk measures

other than VaRβ. For example, for the case of semideviation, if one were to apply the
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Algorithm 3: Risk-informed sampling (RIS) for estimating R[X(ξ)].

Given: input distribution specified by density function ρ(ξ), objective

function (Quantity of Interest) X : Ξ→ R, sample sizes N0, N1, . . . , NS.

1. draw N0 samples from the original distribution ρ(·):

Ξ0 = {ξ(j), p(j)}N0
j=1.

Here p(j), j = 1, . . . , N0, are the weights assigned to samples (e.g.,

p(j) = 1
N0

if samples are generated using the Monte Carlo method);

2. estimate R[X(ξ)] by R[X(Ξ0)] and ϑ(ξ) by ϑ(Ξ0);

3. for k from 1 to S

• approximate density ϕ(ξ) ≈ ϑ(ξ)ρ(ξ) from Ξk−1;

• generate samples from ϕ(ξ): δΞk = {ξ(j)
, p(j)}Nkj=1;

• define

Ξk = Ξk−1 ∪ δΞk = {ξ(j), p(j)}
∑k
i=0Ni

j=1 ;

• adjust p(j) so that Ξk is a random variable;

• estimate R[X(ξ)] by R[X(Ξk)] and ϑ(ξ) by ϑ(Ξk).

idea of NIS to the expectation inside the plus function, then the resulting estimate

would provide a poor approximation of the expected value of the random variable.

The overall estimate of the mean plus semideviation function would be unaccurate.

Another important difference is the way I address the problem of adjusting proba-

bilities when combining the samples from different densities. The standard approach

in importance sampling literature is to use the importance weights coming from the
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ratios of probability densities (see discussion in Section 3.2.5):

p(j) =
1

N
w(j), for j = 1, . . . , N, with w(j) =

ρ(ξ(j))

ϕ(ξ(j))
and N =

k∑
i=0

Ni. (4.2.1)

Here w(j)’s are the so-called likelihood ratios. In general, the sum of the likelihood

ratios is not N , thus, the weights p(j) might not sum up to 1. This might not matter

for some problems, for example, for estimating CVaRβ, since the estimate of CVaRβ

only relies on the probabilities corresponding to the samples in the tail (above VaRβ).

In general, however, it is desirable to have the weights that sum up to 1. Several

approaches to normalize the weights based on likelihood ratios exist in the literature

[Hesterberg, 1995]. In the section on numerical results, Section 4.5, I include the

results obtained using likelihood ratio probabilities (4.2.1) for comparison purposes,

however, the main approach to adjusting probabilities of newly computed samples

developed here is based on solving a distribution matching problem to be discussed

in Section 4.4.

Several points need to be clarified in the algorithm above. Firstly, R[X(Ξk)]

and ϑ(Ξk) mean the estimates of a risk function and a risk identifier of a discrete

variable Ξk. For example, in case R[X] = CVaRβ[X], the estimates are obtained as

follows: first, X(ξ(j)) are sorted in descending order and samples are relabeled so that

X(ξ(1)) > X(ξ(2)) > · · · > X(ξ(N)) with N =
∑k

i=0 Ni, then the index kβ is found

such that
kβ−1∑
j=1

p(j) ≤ 1− β <
kβ∑
j=1

p(j),

and CVaRβ[Ξk] is estimated as

CVaRβ[Ξk] =
1

1− β

1− β −
kβ−1∑
j=1

p(j)

VaRβ[Ξk] +

kβ−1∑
j=1

p(j)X(ξ(j))

 ,

where VaRβ[Ξk] = X(ξ(kβ)). The risk identifier values are assigned as follows:
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ϑ(ξ(j)) =



1

1− β
for j = 1, . . . , kβ − 1,

0 for j = kβ + 1, . . . , N,

1

p(kβ)

1− 1

1− β

kβ−1∑
j=1

p(j)

 for j = kβ,

(assuming that there is only one index i such that X(ξ(i)) = VaRβ[Ξk], otherwise, the

last formula is adjusted accordingly), so that
∑N

j=1 ϑ(ξ(j))p(j) = 1.

Secondly, generation of the new samples in Algorithm 3 requires sampling from the

density ϑ(ξ)ρ(ξ). I consider two ways to generate such samples: the first way involves

using kernel density estimation (KDE) to construct an approximation ϕ(ξ) ≈ ϑ(ξ)ρ(ξ)

and sampling from ϕ(ξ); the second way is to sample from the original density ρ(ξ) and

to use the acceptance-rejection method to only keep samples distributed as ϑ(ξ)ρ(ξ).

These two methods are considered in more detail in the next section.

4.3 Sampling in important regions

In this section I address the question of generating new samples. I consider two

ways to generate new samples based on the information from the previous iteration.

Suppose we have a set of points Ξk−1 and an estimate of the risk identifier ϑ(ξ).

4.3.1 Kernel density estimation

Kernel density estimation (KDE) is a nonparametric density estimation method that

is formulated by centering a smooth, symmetric kernel at a given set of sample points

[Izenman, 2008, Section 4.5]. In short, it can be summarized as follows: given samples

ξ(1), . . . , ξ(N) ∈ RM (from a discrete distribution), build kernel density estimate

ϕ(ξ) =
1

v

1

N det(B)

N∑
j=1

v(ξ(j))KM(B−1(ξ(j) − ξ)),
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where B = diag(b1, . . . , bM) is a diagonal matrix of window widths,

KM(·) is a kernel function (e.g., Gaussian kernel),

v(ξ) is a weighting function, and v =
∑N

j=1 v(ξ(j)).

Originally, I chose the weighting function v(ξ) to be equal to ϑ(ξ) (the risk iden-

tifier). However, better results were obtained with

v(ξ(j)) = ϑ(ξ(j))w(j),

where w(j)’s are the likelihood ratios (see Section 3.2.5) associated with the samples

from the previous step (with likelihood ratios corresponding to initial samples being

identically 1). The motivation for using weights defined in this way is that at each new

step the distibution of interest is ϑ(ξ)ρ(ξ), and if the samples come not from ρ(ξ) but

ϕ(ξ), a correction of ρ(ξ)/ϕ(ξ) needs to be applied to the probabilities corresponding

to the samples.

Furthermore, I choose the kernel function to be Gaussian due to the ease of working

with Gaussian kernels and their close to optimal asymptotic properties [Izenman,

2008, Section 4.5.1]. The window width parameters b1, . . . , bM are chosen using the

so-called “Rule-of-Thumb” method [Izenman, 2008, Section 4.5.4]. In general, Rule-

of-Thumb estimators provide an overestimate of the window width, resulting in overly

smooth kernels. In the context of current application this is not undesirable, since

estimation of VaRβ requires not only samples above the quantile but also below.

4.3.2 Acceptance-rejection method

The acceptance-rejection algorithm for continuous random variables is a basic method

that can be used to generate samples from a desired distribution ϕ(ξ) given an easy

to sample distribution ρ(ξ). A necessary assumption is that ϕ(ξ)/ρ(ξ) ≤ C with

C > 0. Since in our case ϕ(ξ) = ϑ(ξ)ρ(ξ) and ϑ(ξ) takes values in a bounded interval

[ϑLB, ϑUB] this assumption is satisfied with C = ϑUB. The procedure to generate N

samples from ϕ(ξ) is then as follows: for j = 1, . . . , N

-
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1. generate a candidate sample ξc from ρ(ξ);

2. generate a uniformly distributed variable U ;

3. if

U ≤ ϕ(ξc)

Cρ(ξc)
=
ϑ(ξc)

ϑUB

set ξ(j) = ξc (“accept”) and j = j + 1; otherwise go back to 1 (“reject”).

Of course, we cannot compute ϑ(ξ) at a given candidate sample ξc without com-

puting first the value of the objective function at ξc. However, we can approximate

ϑ(ξc) by extrapolating the values of ϑ(ξ) at already computed samples. For example,

we can take

ϑ(ξc) = ϑ(ξ(i)), where ξ(i) = arg min
ξ(j)

d(ξc, ξ(j))

and d(·, ·) is some distance metric, such as Euclidean distance. For the case R[X] =

CVaRβ[X], we will only be accepting samples that are “close” to the samples that

are above the current estimate of VaRβ[X].

4.4 Adjusting probabilities

An important part of Algorithm 3 is adjusting probabilities p(j) when newly gener-

ated samples are added to the old set. Here, I pursue the idea of determining the

probabilities of the atoms in the combined set

{ξ(j)}
∑k−1
i=0 Ni

j=1 ∪ {ξ(j)}Nkj=1

by matching the empirical cumulative distribution function of the discrete random

variable Ξk to the known cumulative distribution function of the input random vari-

able ξ. The general problem is formulated as follows:

min
p
D(FN(x; p), Fξ(x)), (4.4.1)
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where FN(x; p) is an empirical distribution function,

FN(x; p) =
N∑
j=1

p(j)
1{ξ(j) ≤ x}, N =

k∑
i=0

Ni, (4.4.2)

that depends on the vector of probabilities p = [p(1), . . . , p(N)]. Here, Fξ(x) is a true

c.d.f. of the input variable ξ

Fξ(x) = Pr[ξ ≤ x], (4.4.3)

and D(·, ·) is a distance function measuring the difference between two distributions.

The problem (4.4.1) is similar to the minimum distance estimation problem in

statistical literature [Drossos and Philippou, 1980]. Most studies of the minimum

distance estimation are based on the goodness-of-fit tests, with test statistics being

used as distance measures. Some examples of goodness-of-fit tests are Kolmogorov-

Smirnov and Cramèr-von Mises tests [Darling, 1957]: given two univariate distribu-

tion functions FN(·) and F (·)

1. Kolmogorov-Smirnov (KS) distance is defined as

DKS(FN , F ) = sup
x∈R
|FN(x)− F (x)|; (4.4.4)

2. Cramèr-von Mises (CvM) distance is defined as

DCvM(FN , F ) =

∫
x∈R

(FN(x)− F (x))2 dF (x). (4.4.5)

Note that in the univariate case one could also consider minimizing the distance

between the empirical distribution FN( · ; p) and the true distribution Fξ(·) by sim-

ply ordering the samples ξ(1), . . . , ξ(N) in the ascending order and and setting the

probabilities p(j) to be

p(1) = Fξ(ξ
(1)), p(j) = Fξ(ξ

(j))−
j−1∑
i=1

p(i), p(N) = 1−
N−1∑
i=1

p(i).

This would always provide a “lower” approximation to Fξ(x), that is, one would

get FN(x; p) ≤ Fξ(x) for all x ∈ R. By shifting probabilities above to the left,
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i.e., setting p(j) ← p (j+1), one would get an “upper” approximation to Fξ(x), i.e.,

FN(x; p) ≥ Fξ(x) for all x ∈ R. In the multivariate case, Ξ ⊂ RM , there is no

ordering of the set of samples; therefore, assigning probabilities as above is not possible

and instead we solve the minimization problem (4.4.1). The specific distances and

resulting (quadratic) optimization problems are discussed in the next section.

In the following I only consider distances based on Cramèr-von Mises test. Based

on initial experiments, Kolmogorov-Smirnov distance proved to be too conservative

for my problem: focusing on the largest absolute difference between the empirical

and the true distribution functions does not allow to sufficiently reduce the small

differences in the regions that might be especially important. I have also considered

the relaxation of the KS distance – the so-called CVaR-distance defined in [Pavlikov

and Uryasev, 2016]

DU
α (FN , F ) = CVaRα[|FN(ζ)− F (ζ)|], (4.4.6)

however, it didn’t provide sufficient improvement over KS distance for problems with

more than one random variable.

4.4.1 Distance between distributions

The original Kolmogorov-Smirnov and Cramér-von Mises tests (4.4.4)-(4.4.5) can be

extended to a multivariate case M ≥ 2 using a so-called Rosenblatt transformation

[Justel et al., 1997, Rosenblatt, 1952].

Theorem 4.4.1 (Rosenblatt transformation) Let ξ = (ξ1, . . . , ξM) be a random

vector with joint density

ρ(ξ) = ρ1(ξ1)ρ2(ξ2|ξ1) . . . ρ(ξM |ξ1, . . . , ξM−1),

and define the transformation ζ = TR(ξ) by

ζ1 = Fξ1(ξ1), ζi = Fξi(ξi|ξ1, . . . , ξi−1), i = 2, . . . ,M.

Then ζ1, . . . , ζM are i.i.d. uniform 0-1.
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In the theorem above Fξi(·) are marginal distribution functions. In general, the

transformation TR is not unique since there are M ! ways to number the coordinates.

I consider the case when components of the vector ξ = (ξ1, . . . , ξM) are independent

and Fξ(x) =
∏M

i=1 Fξi(xi) (similarly ρ(ξ) =
∏M

i=1 ρi(ξi)), in which case Rosenblatt

transformation is uniquely determined. The restriction to independent case greatly

simplifies the analysis and implementation, however, it does not limit the applicability

of the general method, since various approaches to overcome the difficulties with

dependency have been considered in the literature [Justel et al., 1997, Chiu and Liu,

2009].

The multivariate KS and CvM tests rewritten using Rosenblatt transformation

are special cases of the so-called Lp-star discrepancy [Hickernell, 1998]:

D∗p =

(∫
[0,1]M

|UN(x; p)− λ(x)|pdx
)1/p

, (4.4.7)

where

UN(x; p) =
n∑
j=1

p(j)
1{ζ(j) ≤ x}, ζ(j) = TR(ξ(j)),

and λ(x) = x1 . . . xM is the volume of hyper-rectangle [0,x]. In particular, CvM

distance is a squared L2-star discrepancy which I denote by D2:

D2 =

∫
[0,1]M

|UN(x; p)− λ(x)|2dx. (4.4.8)

This discrepancy measures the uniformity of the points in theM -dimensional cube.

There are several generalizations of star discrepancy which I also consider (taken

from [Hickernell, 1998, Hickernell, 1999, Chiu and Liu, 2009]). These require some

additional notation: let S = {1, . . . ,M} and for s ⊂ S let xs denote a |s|-dimensional

vector indexed by elements of s and x̃s = (x̃1, . . . , x̃M) be an M -dimensional vector

with x̃k = xk if k ∈ s and x̃k = 1 otherwise.

• Modified L2-star discrepancy (squared) is given by:

MD2 =
∑
∅⊆s⊆S

∫
[0,1]s
|UN(x̃s; p)− λ(x̃s)|2dxs. (4.4.9)
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This discrepancy measures uniformity of all projections of points onto lower-

dimensional hypercubes.

• Centered L2-star discrepancy (squared) is given by:

CD2 =
∑
∅⊆s⊆S

∫
[0,1]s
|U c

N(x̃s; p)− λc(x̃s)|2dxs. (4.4.10)

Here U c
N(x; p) is the empirical distribution function of random vector ζ taking

values in the hyper-rectangle formed by x and its nearest vertex in [0, 1]s (i.e.,

not necessarily (0, . . . , 0)), and λc(x) is the volume of that hyper-rectangle.

• Symmetric L2-star discrepancy (squared) is given by:

SD2 =
∑
∅⊆s⊆S

∫
[0,1]s
|U e

N(x̃s; p)− λe(x̃s)|2dxs. (4.4.11)

Here U e
N(x; p) is the empirical distribution function of a random vector ζ taking

values in the hyper-rectangle formed by x and all even vertices in [0, 1]s (i.e.,

vertices with sum of coordinates even), and λe(x) is the volume of that hyper-

rectangle.

The advantage of using discrepancy-based distances described above is the exis-

tence of closed-form expressions that allow fast computation (see Table 4.1).

The other distance I consider here is motivated by multivariate CvM distance and is

denoted by DL2:

DL2 =

∫
x∈RM

(FN(x; p)− Fξ(x))2 dx. (4.4.12)

DL2 can be seen as a squared L2-norm of the difference between distributions with

respect to Lebesgue measure, as opposed to the measure defined by Fξ(x). The

reasoning behind this formulation is that additional weight introduced by distribution

Fξ(x) will prioritize the regions of the input parameter space where the mass of the

distribution is concentrated, which might be counter-productive for the case when

sampling is desired in other regions. This distance has been considered in [Amaral
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Distance Formula

D2

N∑
j,k=1

p(j)p(k)
M∏
d=1

(
1−max{ζ(j)

d , ζ
(k)
d }
)

−2
N∑
j=1

p(j)
M∏
d=1

(
1−(ζ

(j)
d )2

2

)
+
(

1
3

)M
MD2

N∑
j,k=1

p(j)p(k)
M∏
d=1

(
2−max{ζ(j)

d , ζ
(k)
d }
)

−2
N∑
j=1

p(j)
M∏
d=1

(
3−(ζ

(j)
d )2

2

)
+
(

4
3

)M
CD2

N∑
j,k=1

p(j)p(k)
M∏
d=1

(
1 + 1

2

∣∣∣ζ(j)
d − 1

2

∣∣∣+ 1
2

∣∣∣ζ(k)
d − 1

2

∣∣∣− 1
2

∣∣∣ζ(j)
d − ζ

(k)
d

∣∣∣)
−2

N∑
j=1

p(j)
M∏
d=1

(
1 + 1

2

∣∣∣ζ(j)
d − 1

2

∣∣∣− 1
2

∣∣∣ζ(j)
d − 1

2

∣∣∣2)+
(

13
12

)M
SD2

N∑
j,k=1

p(j)p(k)
M∏
d=1

2
(

1−
∣∣∣ζ(j)
d − ζ

(k)
d

∣∣∣)
−2

N∑
j=1

p(j)
M∏
d=1

(
1 + 2ζ

(j)
d − 2(ζ

(j)
d )2

)
+
(

4
3

)M
Table 4.1: Formulas for estimating discrepancy-based distances.

et al., 2016] for the problems of estimating expectations. Note that when Fξ(x) is

a distribution function of a multivariate uniform 0-1 variable DL2 coincides with the

multivariate CvM distance and with the squared L2-star discrepancy D2. However,

for unbounded distributionsDL2 is not well-defined. Therefore, I modify the definition

of DL2 as follows

D̃L2 =

∫
x∈Ξ̃

(FN(x; p)− Fξ(x))2 dx, (4.4.13)

where

Ξ̃ =

Ξ, if Ξ is bounded,

appropriately defined truncation of Ξ, else.
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With this definition the practical formula for D̃L2 is as follows

D̃L2 =
N∑
j=1

N∑
k=1

p(j)p(k)

M∏
d=1

(
bd −max{ξ(j)

d , ξ
(k)
d }
)

− 2
N∑
j=1

p(j)

M∏
d=1

∫ bd

ξ
(j)
d

Fξd(x)dx+
M∏
d=1

∫ bd

ad

F 2
ξd

(x)dx,

(4.4.14)

where Ξ̃ =
⊗M

d=1[ad, bd] and Fξ(x) =
∏M

d=1 Fξd(xd).

Analogously to the definition of MD2 I define MD̃L2

MD̃L2 =
∑
∅⊆s⊆S

∫
xs∈Ξ̃s

|FN(x̃s; p)− Fξ(x̃s)|2dxs

=
N∑
j=1

N∑
k=1

p(j)p(k)

M∏
d=1

(
1 + bd −max{ξ(j)

d , ξ
(k)
d }
)

− 2
N∑
j=1

p(j)

M∏
d=1

(
1 +

∫ bd

ξ
(j)
d

Fξd(x)dx

)
+

M∏
d=1

(
1 +

∫ bd

ad

F 2
ξd

(x)dx

)
,

(4.4.15)

where Ξ̃s =
⊗

d∈s[ad, bd] and x̃s is a vector with components x̃k = xk if k ∈ s

and x̃k = bk otherwise. This modification targets not only distance between full

distributions but also distances between marginal distributions.

Finally, I propose using weighted versions of D̃L2 and MD̃L2:

D̃WL2 =

∫
x∈Ξ̃

(
FN(x; p)− Fξ(x)

)2

ψ(x)dx, (4.4.16)

MD̃WL2 =
∑
∅⊆s⊆S

∫
xs∈Ξ̃s

(
FN(x̃s; p)− Fξ(x̃s)

)2

ψ̃(x̃s)dxs, (4.4.17)

where the weight functions ψ(x) and ψ̃(x) are chosen to prioritize certain regions of

parameter space. Specifically, let γ = ϑLB
ϑLB+ϑUB

and set

ψ(x) =


1− γ, if ϑ(ξ(i)) = ϑUB for ξ(i) = arg min

ξ(j)

‖x− ξ(j)‖,

γ, otherwise.

(4.4.18)
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Thus, larger weight
(

ϑUB
ϑLB+ϑUB

)
is given to the points in Ξ̃ that lie closer to samples

ξ(j) for which the risk identifier ϑ(ξ) is at the upper bound (“important” samples)

and smaller weight
(

ϑLB
ϑLB+ϑUB

)
to all other points. For the case R[X] = CVaRβ[X],

γ = 0, however, I reassign it to be γ = 10−8 in order to avoid completely ignoring the

distance outside of the risk region (which might be underestimated).

For the MD̃WL2 distance (4.4.16) I define ψ̃(x̃s) to simply be ψ(x) (i.e., when x

is projected onto the sides of hypercube
⊗M

d=1[ad, bd] it is given the same weight as

when not projected).

If the integrals in (4.4.16)-(4.4.17) are discretized using a set of Monte Carlo grid

points {x(i)}Qi=1 then computation of D̃WL2 and MD̃WL2 is performed as follows:

D̃WL2 =
N∑
j=1

N∑
k=1

p(j)p(k)V

Q

Q∑
i=1

(
ψ(x(i))

M∏
d=1

1{x(i)
d ≤ max{ξ(j)

d , ξ
(k)
d }}

)

− 2
N∑
j=1

p(j)V

Q

Q∑
i=1

(
ψ(x(i))

M∏
d=1

1{x(i)
d ≤ ξ

(j)
d }Fξd(x

(i)
d )

)

+
V

Q

Q∑
i=1

(
ψ(x(i))

M∏
d=1

F 2
ξd

(x
(i)
d )

)
(4.4.19)

and

MD̃WL2 =
N∑
j=1

N∑
k=1

p(j)p(k)

M∏
d=1

(
1 +

Vd
Q

Q∑
i=1

(
ψ(x(i))1{x(i)

d ≤ max{ξ(j)
d , ξ

(k)
d }}

))

− 2
N∑
j=1

p(j)

M∏
d=1

(
1 +

Vd
Q

Q∑
i=1

(
ψ(x(i))1{x(i)

d ≤ ξ
(j)
d }Fξd(x

(i)
d )
))

+
M∏
d=1

(
Vd
Q

Q∑
i=1

(
ψ(x(i))F 2

ξd
(x

(i)
d )
))

.

(4.4.20)

In the formulas above Vd = bd − ad and V =
∏M

d=1 Vd. Again, (for simplicity) it is

assumed that Fξ(x) =
∏M

i=1 Fξi(xi).
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4.5 Numerical experiments

Here, I study the performance of the proposed algorithm 3 on several example prob-

lems. The problems are chosen so that the true distribution of the objective functions

is known analytically (with an exception of Example 4.5.5), and corresponding statis-

tics can either be computed analytically or estimated with high precision. Moreover,

the problems presented here utilize some of the most widely used in practice distri-

butions of the input parameters: normal and uniform.

Example 4.5.1 Sum of normal variables.

Let

f(ξ) =
M∑
d=1

ξd, ξd ∼ N (µd, σ
2
d),

µd = (d− 1)
2

M − 1
, σ2

d = 1 + (d− 1)
2

M − 1
.

Then f(ξ) ∼ N (µ, σ2) where µ =
∑M

d=1 µd = M and σ2 =
∑M

d=1 σ
2
d = 2M . In this

case the exact formulas for CVaRβ and semideviation of the objective function are as

follows:

CVaRβ[f(ξ)] = µ+
σφ(Φ−1(β))

1− β
,

with φ(x) being the standard normal p.d.f. and Φ(·) – the c.d.f. of the standard normal

distribution, and

SD[f(ξ)] =
σ√
2π

with SD standing for semideviation. �

Example 4.5.2 Sum of (0,1)-uniform variables.

Let

f(ξ) =
M∑
d=1

ξd, ξd ∼ U(0, 1).

In this case f(ξ) is distributed according to Irwin-Hall distribution with mean µ = M
2
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and c.d.f. given by

Ff(ξ)(x) =
1

M !

bxc∑
k=0

(−1)k
(
M

k

)
(x− k)M .

The CVaRβ[f(ξ)] and SD[f(ξ)] are estimated with Monte Carlo sample of size 108

(thus, resulting in accuracy of up to 3–4 digits). �

Example 4.5.3 Sum of squares of normal variables.

Let

f(ξ) =
M∑
d=1

ξ2
d, ξd ∼ N (µd, σ

2
d),

µd = 0, σ2
d = 1.

Then f(ξ) ∼ χ2(M) (chi-squared distribution) with mean µ = M . CVaRβ[f(ξ)] is

estimated by integrating the inverse c.d.f. of χ2
M -distribution, and SD[f(ξ)] – by using

a Monte Carlo sample of size 108. �

Example 4.5.4 Exponential of the sum of normal variables.

Let

f(ξ) = exp

(
M∑
d=1

ξd

)
, ξd ∼ N (µd, σ

2
d),

µd = −1 +
d− 1

M − 1
, σ2

d = 1.

In this case
∑M

d=1 µd = M−2
2

and
∑M

d=1 σ
2
d = M , and f(ξ) is distributed according to

log-normal distribution f(ξ) ∼ lnN (M−2
2
,M) with mean

µ = exp

(
M∑
d=1

µd +
1

2

M∑
d=1

σ2
d

)
= exp (M − 1).

CVaRβ[f(ξ)] is estimated by integrating the inverse c.d.f. of the log-normal distribu-

tion, and SD[f(ξ)] – by using a Monte Carlo sample of size 108. �

Example 4.5.5 Ackley’s function.
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Let

f(ξ) = −20 exp

−0.2

√√√√ 1

M

M∑
d=1

ξ2
d

− exp

(
1

M

M∑
d=1

cos(2πξd)

)
+ 20 + exp (1),

ξd ∼ N (µd, σ
2
d), µd = 0, σ2

d = 1.

This function is often considered as a test case for optimization methods due to its

many local minima. It is included here for contrast with results of estimating E[f(·)]

in [Amaral et al., 2016]. Mean, CVaRβ[f(ξ)] and SD[f(ξ)] are estimated with a

Monte Carlo sample of size 108. �

In all examples involving normal variables, the truncation Ξ̃ of the support Ξ is

defined as follows:

Ξ̃ =
M∏
d=1

[µd − 10σd, µd + 10σd].

Results for example problems

I test Algorithm 3 on the problems of estimating the risk measures of the objective

functions described in Examples 4.5.1-4.5.5. The results for using both KDE and AR

for sample generation are reported in Tables 4.2-4.4. For KDE samping I use Gaussian

kernel (with unbounded support), and apply the same truncation to the support of

ϕ(ξ) as to the support of ρ(ξ) (see definitions of Ξ̃ above). This means that samples

generated with ϕ(ξ) that fall outside of Ξ̃ are discarded before evaluating objectives.

Note that when using likelihood ratio approach this may result in wrong weights,

since the effective sampling density is different from ϕ(ξ) (it is a truncation of ϕ(ξ)

that needs to be properly rescaled for the weights to be correct). This, however, only

poses problem for distributions with bounded support (Example 4.5.2), because in

other cases Ξ̃ is suffiently large so that ϕ(ξ) is unlikely to generate samples outside

of it.

The sample sizes are taken to be N0 = N1 = · · · = NS = 100 with S = 4.

The small sample sizes are chosen on purpose since in target applications (random



97

Ex. M = 2 M = 3 M = 5 M = 10

4.5.1 2.38 [–] 2.86 [–] 2.23 [–] 1.83 [–]

0.35 [D2] 1.03 [SD2] 1.70 [CD2] 2.30 [LR]

0.92 [D̃WL2] 2.97 [SD2] 1.31 [SD2] 5.60 [CD2]

4.5.2 1.07 [–] 1.82 [–] 1.00 [–] 0.93 [–]

0.15 [CD2] 0.67 [SD2] 0.79 [CD2] 1.36 [MD̃WL2]

0.38 [D2] 1.47 [SD2] 0.68 [SD2] 2.90 [SD2]

4.5.3 4.63 [–] 4.79 [–] 3.62 [–] 2.76 [–]

1.34 [D̃L2] 1.40 [MD̃WL2] 5.17 [D̃L2] 8.13 [LR]

1.81 [D̃WL2] 2.99 [MD2] 3.62 [CD2] 2.72 [MD2]

4.5.4 10.8 [–] 15.5 [–] 28.8 [–] 65.4 [–]

3.81 [MD̃L2] 10.0 [LR] 28.3 [CD2] 33.3 [LR]

4.29 [D̃WL2] 18.8 [SD2] 48.7 [CD2] 55.6 [CD2]

4.5.5 1.75 [–] 1.26 [–] 0.89 [–] 0.78 [–]

0.45 [D̃WL2] 0.53 [MD̃L2] 1.41 [D̃WL2] 2.55 [LR]

0.49 [MD̃WL2] 1.31 [D2] 0.91 [CD2] 0.88 [MD2]

Table 4.2: Best relative errors (%) in estimation of CVaRβ with β = 0.9 for examples

4.5.1-4.5.5. In brackets the distance that provided best estimate. For each example the first

row corresponds to plain Monte Carlo sampling, the second – RIS with KDE, the third –

RIS with AR.

PDEs) objective evaluations are expensive. The initialN0 samples are generated using

Latin Hypercube Sampling (LHS) (see, e.g., [Shapiro et al., 2009, Section 5.5.1]) in

order to provide a good initial coverage of the parameter space. The consecutive

samples N1, . . . , NS are generated by randomly sampling corresponding densities as

in Algorithm 3. The reported results are for the last sample of size 500. The reported
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Ex. M = 2 M = 3 M = 5 M = 10

4.5.1 2.86 [–] 1.99 [–] 2.37 [–] 1.43 [–]

0.14 [SD2] 0.54 [CD2] 0.77 [D̃L2] 0.89 [MD2]

0.21 [MD̃WL2] 0.51 [SD2] 0.87 [CD2] 0.61 [MD̃L2]

4.5.2 1.29 [–] 1.45 [–] 1.05 [–] 0.84 [–]

0.05 [MD̃L2] 0.25 [CD2] 0.51 [CD2] 0.80 [MD2]

0.06 [MD̃WL2] 0.23 [SD2] 0.24 [SD2] 0.42 [CD2]

4.5.3 3.76 [–] 3.26 [–] 3.09 [–] 2.49 [–]

0.59 [MD̃WL2] 1.04 [MD̃L2] 3.54 [MD̃WL2] 4.70 [LR]

0.82 [MD̃WL2] 0.95 [D̃WL2] 1.25 [D̃L2] 1.23 [D̃L2]

4.5.4 11.4 [–] 12.1 [–] 27.6 [–] 54.1 [–]

2.06 [D̃WL2] 10.2 [D̃WL2] 21.0 [MD2] 22.5 [LR]

1.68 [D̃WL2] 10.1 [SD2] 20.2 [SD2] 43.3 [MD̃L2]

4.5.5 1.31 [–] 1.07 [–] 0.79 [–] 0.74 [–]

0.16 [D̃L2] 0.27 [D̃L2] 0.56 [D̃L2] 1.78 [D̃L2]

0.23 [MD̃WL2] 0.31 [MD̃L2] 0.30 [D̃L2] 0.39 [MD̃L2]

Table 4.3: Best relative errors (%) in estimation of mean plus CVaRβ with β = 0.9 for

examples 4.5.1-4.5.5. In brackets the distance that provided best estimate. For each example

the first row corresponds to plain Monte Carlo sampling, the second – RIS with KDE, the

third – RIS with AR.

error is the relative error expressed as a percentage, i.e.,

e =
|R[f(ξ)]−R[f(ΞS)]|

|R[f(ξ)]|
× 100%, (4.5.1)

where R[f(ξ)] represents the true value of the risk function and R[f(ΞS)] – the

estimate after S steps of the Algorithm 3. The errors are averaged over 10 independent

runs, i.e., the reported errors are the average errors rather than the errors of the

average estimates.
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Ex. M = 2 M = 3 M = 5 M = 10

4.5.1 2.14 [–] 2.10 [–] 1.67 [–] 1.49 [–]

0.11 [MD̃WL2] 0.22 [MD2] 0.27 [CD2] 0.62 [D̃L2]

0.08 [D̃WL2] 0.15 [SD2] 0.12 [D̃L2] 0.22 [MD̃WL2]

4.5.2 1.32 [–] 0.74 [–] 0.70 [–] 0.55 [–]

0.03 [MD̃L2] 0.11 [CD2] 0.19 [MD̃WL2] 0.26 [MD̃WL2]

0.02 [SD2] 0.07 [CD2] 0.12 [CD2] 0.12 [CD2]

4.5.3 3.65 [–] 3.78 [–] 3.04 [–] 1.60 [–]

0.34 [D̃L2] 0.30 [D̃L2] 0.48 [D̃L2] 3.00 [MD̃WL2]

0.54 [D̃L2] 0.62 [CD2] 0.67 [MD2] 0.73 [D̃L2]

4.5.4 6.97 [–] 15.4 [–] 23.9 [–] 57.3 [–]

2.56 [D̃L2] 4.89 [SD2] 12.7 [LR] 39.7 [D̃L2]

1.94 [SD2] 4.81 [D̃WL2] 12.8 [MD̃WL2] 44.3 [MD2]

4.5.5 1.47 [–] 1.15 [–] 0.72 [–] 0.70 [–]

0.09 [D̃WL2] 0.15 [MD̃WL2] 0.15 [MD̃WL2] 0.64 [MD̃WL2]

0.08 [D̃WL2] 0.15 [CD2] 0.19 [MD̃WL2] 0.21 [MD̃WL2]

Table 4.4: Best relative errors (%) in estimation of mean plus semideviation for examples

4.5.1-4.5.5. In brackets the distance that provided best estimate. For each example the first

row corresponds to plain Monte Carlo sampling, the second – RIS with KDE, the third –

RIS with AR.

Adjusting of probabilities is done using the distance minimization method of Sec-

tion 4.4 with all of the introduced distances: D2, MD2, SD2, CD2, D̃L2, MD̃L2,

D̃WL2, and MD̃WL2. Additionally, results include the method of likelihood ratios

(4.2.1) (indicated as LR). Tables 4.2-4.4 present the smallest errors among all the

distances achived for each case, as well as the errors when using plain Monte Carlo

sampling for the last four steps. For the weighted distances (4.4.19)-(4.4.20) the grid

points {x(i)}Qi=1 are generated using Sobol’ sequence generator [Burkardt, 2009] with
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Q = 105.

Results presented in Tables 4.2-4.4 indicate the general effectiveness of the Algo-

rithm 3 in estimating risk measures. In most cases the errors are within 1-3% with the

notable exception of examples 4.5.3 and 4.5.4. In both these cases the distributions

of objective functions have long tails, which makes them hard to approximate accu-

rately. The effect is especially pronounced when estimating CVaRβ. Note that, for

these examples the estimates obtained with plain Monte Carlo sampling also exhibit

large errors. Several remarks on the results are in order.

Firstly, the errors in estimates obtained with the Algorithm 3 tend to increase with

the dimensionality of the random inputs, and, thus, the advantage of the method over

plain Monte Carlo declines. This trend repeats itself regardless of which distance is

used for the subproblem of adjusting probabilities, and whether KDE or AR strategy

is used to generate samples. Note, however, that the formulation of Algorithm 3 does

not inherently depend on the dimension of the input parameter space, thus the results

indicate the ineffectiveness in higher dimensions of the methods used in subproblems

– sample generation and probability adjustment – and not of the general method

of Algorithm 3 itself. The difficulty with density estimation in higher dimensions is

noted by many authors [Scott, 2015, Izenman, 2008], with kernel methods considered

being “feasible in as many as six dimensions” [Scott and Sain, 2005]. It can be noted

from Tables 4.2-4.4 that AR estimates are more accurate in higher dimensions than

KDE estimates. The AR strategy, however, is more dependent on the estimate of

the risk identifier and leads to a more clustered set of samples (see discussion of

generated samples below). Thus, for the case of CVaRβ, with increasing dimension

the percentage of samples above VaRβ generated by AR decreases by a lot (see Table

4.5), which reduces the effectiveness of the method of Algorithm 3. Hence, at the

current stage neither KDE, nor AR are sufficiently effective for the subproblem of

generating new samples, at least not with the desired (small) sample sizes.

As far as different types of distances used for distribution matching the best
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results when using KDE for sample generation are mostly achieved with L2-type dis-

tances 4.4.13-4.4.15 and their weighted versions 4.4.16-4.4.17. Interestingly, for the

pure CVaR and mean-CVaR risk functions the best results in high-dimensional case

(M = 10) are often obtained by using the likelihood ratio (LR) approach. The LR

approach, however, often fails for the mean-semideviation case due to large errors in

estimation of the mean coming from the fact that LR weights do not sum to 1. The

distances 4.4.8-4.4.11 utilizing Rosenblatt transformation tend to work better with

AR sampling. Althought there is no clear winner, most consistent results were ob-

tained with distances 4.4.15 and 4.4.17, with the former one being considerably easier

to estimate. In case of CVaRβ, weighted distances 4.4.16-4.4.17 performed better

than their unweighted variants 4.4.13-4.4.15 only for the cases when the volumes of

important regions were two-thirds or less of the total volume (see Table 4.6 for the rel-

evant information), and the obtained advantage was marginal. Thus, in the following

I choose to use the distance 4.4.15 for its relative simplicity and effectiveness.

Samples generated for Example 4.5.2 for the case M = 2 are plotted in Figures

4.1a-4.1f. The line in these figures corresponds to f(ξ) = VaRβ[f(ξ)] (true value) for

the cases of pure CVaR and mean-CVaR risk functions and f(ξ) = E[f(ξ)] (true value)

for the case of mean-semideviation. Figures 4.1a, 4.1c, and 4.1e show the samples

generated using KDE sampling with black squares corresponding to the samples from

the second to last step lying below the estimate of VaRβ[f(ξ)] (or E[f(ξ)]) at that

step, red stars - samples from the second to last step lying above the estimate of

VaRβ[f(ξ)] (or E[f(ξ)]) at that step, and blue circles - samples generated at the

last step. The same convention is used in Figures 4.1b, 4.1d, and 4.1f, however, the

samples here are generated using AR strategy. Comparing figures on the left with

those on the right shows that KDE places samples not only directly above the lines

but also just below as is expected when using smooth kernels. At the same time,

when using AR the samples tend to be more clustered, which might be problematic

if the estimate of VaRβ[f(ξ)] (or E[f(ξ)]) is not sufficiently accurate.
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M = 2 M = 3 M = 5 M = 10

Example 4.5.1 65.7/70.0 63.8/68.8 61.1/56.8 58.0/45.6

Example 4.5.2 62.9/77.0 64.5/73.6 61.0/62.6 58.3/35.0

Example 4.5.3 60.3/67.6 63.6/60.0 67.0/44.8 72.3/35.6

Example 4.5.4 65.5/69.8 62.7/71.6 61.3/59.6 57.6/47.6

Example 4.5.5 59.2/63.2 57.3/58.8 62.4/43.0 75.4/33.4

Table 4.5: Percentage of samples above VaRβ with β = 0.9 when estimating CVaRβ (out

of 500) (KDE/AR). For KDE and AR percentages reported are average over 10 runs for

the best distance estimate from Table 4.2. Note that for plain MC the corresponding value

is always 10%.

M = 2 M = 3 M = 5 M = 10

Example 4.5.1 0.45 0.47 0.47 0.58

Example 4.5.2 0.08 0.12 0.1 0.18

Example 4.5.3 0.96 0.99 0.99 0.98

Example 4.5.4 0.48 0.47 0.55 0.59

Example 4.5.5 0.96 0.99 0.98 0.96

Table 4.6: Volumes of “important” regions (for CVaRβ) as fractions of Ξ̃ for distances

4.4.16-4.4.17.
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(b) AR samples for CVaRβ.
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(c) KDE samples for mean-CVaRβ.
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(d) AR samples for mean-CVaRβ.
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(e) KDE samples for mean-SD.
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(f) AR samples for mean-SD.

Figure 4.1: Samples for example 4.5.2 with M = 2 after step 4. Black squares are the samples

from previous step that lie below the estimate of VaRβ for CVaRβ and mean-CVaRβ , and below

the estimate of expected value for mean-SD, red stars are the samples from the previous step that

lie above the estimate of VaRβ for CVaRβ and mean-CVaRβ , and above the estimate of expected

value for mean-SD, and blue circles are the new samples generated at step 4. The lines correspond

to f(ξ) = VaRβ [f(ξ)] for CVaRβ and mean-CVaRβ , and f(ξ) = E[f(ξ)] for mean-SD. Here β = 0.9.
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Sensitivity with respect to β for CVaRβ

For estimating CVaRβ the value of the confidence level β is obviously important and

affects the quality of sampling-based estimators. In order to study sensitivity of the

estimates computed with Algorithm 3 to β, I fix the sampling method to KDE and

the distance to MD̃L2 and allow the parameter β to take values 0.8, 0.9, and 0.95.

Higher values of β require larger sample sizes in order to have a chance of identifying

corresponding risk regions; for example, if β = 0.995, then taking a sample of size 100

might result in none of the values falling into the (true) risk region. The chosen values

of β are the ones that commonly appear in literature on CVaRβ and are relevant in

applications.

The results of this analysis are presented in Table 4.7. The increase in β leads

to fewer samples in the risk region (above VaRβ), hence, the percentages of relevant

samples (shown in brackets) decrease with increasing β. At the same time, the errors

in estimates of CVaRβ increase with increasing β, which in part is due to the de-

creased number of relevant samples, but is also potentially caused by the difficulty of

solving the distance minimization problem. The more the samples become clustered

in particular region, the less sensitive the distance minimization problem becomes to

the small variations in probabilities. For values of β that are very close to 1, it is

more advisable to use the weighted distances 4.4.16-4.4.17.
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Ex. M = 2 M = 3 M = 5 M = 10

4.5.1 0.35 [69.3%] 1.75 [67.1%] 2.47 [67.0%] 4.52 [65.9%]

0.54 [64.7%] 3.74 [65.3%] 2.86 [61.9%] 4.85 [61.1%]

0.80 [64.3%] 3.39 [61.4%] 3.98 [61.2%] 3.85 [59.6%]

4.5.2 0.13 [67.4%] 1.04 [64.7%] 1.53 [61.8%] 2.86 [59.3%]

0.18 [62.3%] 1.58 [55.8%] 2.59 [55.8%] 3.04 [50.3%]

0.24 [53.0%] 2.13 [53.8%] 3.65 [49.8%] 5.08 [46.5%]

4.5.3 0.80 [66.3%] 1.84 [68.9%] 4.08 [70.9%] 11.71 [76.6%]

1.43 [62.9%] 1.79 [62.9%] 8.39 [66.9%] 19.57 [71.3%]

3.49 [58.9%] 3.59 [60.3%] 9.03 [64.1%] 22.03 [66.5%]

4.5.4 3.55 [69.7%] 14.13 [69.4%] 40.59 [67.9%] 74.94 [64.5%]

3.96 [67.3%] 26.42 [63.8%] 40.59 [63.1%] 60.98 [63.3%]

6.50 [62.3%] 30.75 [61.2%] 34.63 [58.6%] 79.83 [58.4%]

4.5.5 0.26 [59.5%] 0.59 [63.9%] 0.91 [68.0%] 2.09 [73.2%]

0.75 [57.5%] 0.81 [57.7%] 1.35 [62.0%] 4.23 [68.8%]

0.83 [54.4%] 0.93 [56.4%] 3.09 [58.5%] 6.05 [62.9%]

Table 4.7: Relative errors (%) in estimates of CVaRβ using Algorithm 3 with varying

confidence levels β for Examples 4.5.1-4.5.5. For each example the first row corresponds to

β = 0.8, the second – to β = 0.9, the third – to β = 0.95. Presented results are for KDE and

MD̃L2 distance and are average over 10 runs. In brackets – percentage of samples above

VaRβ.
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4.6 RIS for the advection-diffusion example

In this section I demonstrate the convergence properties of the proposed Algorithm

3 compared to plain Monte Carlo (MC) on the model PDE (2.6.1) introduced in

Chapter 2 for a fixed control z. As in the Section 3.2.4, I consider the following

quadratic QoI (3.2.19)

squad(y(ξ, z)) =
1

2
‖Cy(ξ, z)− v‖2

2. (4.6.1)

Furthermore, I first consider a problem with 2 random variables in order to make the

presentation more visual. Specifically, I set

κ(x, ξ) = κPC(x, ξ) ≡

ξ1, if x ∈ [0, 1]× [0, 0.6),

0.8, if x ∈ [0, 1]× [0.6, 1]

(4.6.2)

and

f(x, ξ) = 20 exp

(
(x1 − ξ2)2

0.1

)
exp

(
(x2 − 0.5)2

0.1

)
(4.6.3)

with

ξ1 ∼ U [0.2, 0.4], ξ2 ∼ U [0, 0.4].

The advection coefficient is set to

c(x) = [1, 0]T . (4.6.4)

The control z is set to a nominal value:

z ≡ −1.

In the following I present the results of estimating CVaRβ[squad] with β = 0.95. I

use KDE 4.3.1 with Gaussian kernels for the construction of the biasing densities in

Step 3 of Algorithm 3. Furthermore, the probabilities are adjusted using the distance

MD̃L2 (4.4.15).

I start Algorithm 3 with 200 Monte Carlo (MC) samples from ρ(ξ). At each step

additional 200 samples are added from a biasing distribution ϕk(ξ) at that step. I
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take a total of S = 4 steps, so that the final sample is of the size 103. The “true”

values of risk are estimated with 106 MC samples. This sample size is chosen due

to the relatively high cost of estimating QoI (4.6.1) as compared to simple objective

functions in the previous section.

N True value MC estimate Rel. error (%) RIS estimate Rel. error (%)

200 0.0273 0.0267 2.1774 0.0267 2.1774

400 0.0273 0.0259 5.0576 0.0272 0.3059

600 0.0273 0.0264 3.4179 0.0274 0.1730

800 0.0273 0.0270 1.3798 0.0273 0.0363

1,000 0.0273 0.0270 1.0741 0.0273 0.0270

Table 4.8: Estimates of CVaRβ[squad] with β = 0.95 of the QoI (4.6.1) for an instance of

Problem (2.6.1) with 2 random variables obtained with MC sampling and RIS sampling

(Algorithm 3). N corresponds to the number of samples. “True value” is estimated with

106 MC samples. Relative errors are computed as in (4.5.1).

%nnz CVaR

N MC RIS

200 5.0 5.0

400 5.0 26.5

600 5.0 36.0

800 5.0 45.4

1,000 5.0 52.6

Table 4.9: Percentage of samples of QoI (4.6.1) falling into risk region under MC and RIS

sampling for an instance of Problem (2.6.1) with 2 random variables (samples for which

plus function in CVaR evaluates to non-zero).

Estimates obtained with MC and with RIS are reported in Table 4.8. Relative

errors are computed as in (4.5.1). Percentages of samples falling into the CVaR risk

region (3.3.6) with MC and RIS sampling are reported in Table 4.9. As these results
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demonstrate, RIS leads to a considerable increase in the number of relevant samples

as compared to plain MC sampling.

Samples at each step, including initial 200 (step 0) are plotted in Figures 4.3a-

4.3e. In each figure black squares are samples from the previous step that lie below

the estimate of VaRβ, red stars are samples from the previous step that lie above the

estimate of VaRβ, and blue circles are new samples generated at each step.
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(b) Absolute errors with respect to the

estimated true value of CVaRβ[squad].

Figure 4.2: Estimates of CVaRβ[squad] of the QoI (4.6.1) for an instance of Problem (2.6.1)

with 2 random variables obtained with Algorithm 3 and MC estimates with confidence

intervals. Here β = 0.95. “Truth” estimated with 106 MC samples.

The plots in Figures 4.2a-4.2b demonstrate the estimates obtained with MC to-

gether with confidence intervals and estimates obtained with RIS. The absolute errors

with respect to the estimate of the “true” value of CVaRβ[squad] computed with a large

MC sample indicate that RIS gives a much more accurate estimate compared to the

MC estimate of the same sample size. Presented result corresponds to one run of

the Algorithm 3. Running it multiple times with the same sample sizes but different

seeds for generating random numbers and averaging over these runs produces results
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presented in Table 4.10. The averaged MC and RIS estimates now look virtually

identical. However, the averaged relative errors (not the errors of average estimates)

indicate that estimates obtained with Monte Carlo have a much wider spread, i.e.,

RIS beats Monte Carlo not only over one run but also on average.

N True value MC estimate Rel. error (%) RIS estimate Rel. error (%)

200 0.0273 0.0273 5.6859 0.0273 5.6859

400 0.0273 0.0272 3.6129 0.0271 0.9154

600 0.0273 0.0271 2.9015 0.0272 0.6868

800 0.0273 0.0272 2.6958 0.0272 0.6781

1,000 0.0273 0.0272 2.5308 0.0271 0.7023

Table 4.10: Averaged estimates of CVaRβ[squad] with β = 0.95 of the QoI (4.6.1) for an

instance of Problem (2.6.1) with 2 random variables obtained with MC sampling and RIS

sampling (Algorithm 3). Estimates and relative errors are averaged over 100 runs.
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(c) Samples RIS, k = 2.
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(d) Samples RIS, k = 3.
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Figure 4.3: Samples for example 4.6 at each step k of the Algorithm 3 for estimating

CVaRβ[X]. Black squares are the samples from previous step that lie below the estimate

of VaRβ, red stars are the samples from the previous step that lie above the estimate of

VaRβ, and blue circles are the new samples generated at each step. Here β = 0.95.
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Finally, I also present results for the problem with 5 random variables as in Sec-

tion 3.2.4. These results are summarized in Table 4.11. Percentages of samples falling

into the CVaR risk region (3.3.6) with MC and RIS sampling is reported in Table 4.12.

N True value MC estimate Rel. error (%) RIS estimate Rel. error (%)

200 0.0311 0.0328 5.5798 0.0328 5.5798

600 0.0311 0.0327 5.0893 0.0315 1.2817

800 0.0311 0.0328 5.5259 0.0312 0.4996

1000 0.0311 0.0330 6.2811 0.0309 0.4324

Table 4.11: Estimates of CVaRβ[squad] with β = 0.95 of the QoI (4.6.1) for an instance

of Problem (2.6.1) with 5 random variables obtained with MC sampling and RIS sampling

(Algorithm 3). N corresponds to the number of samples. “True value” is estimated with

106 MC samples. Relative errors are computed as in (4.5.1).

%nnz CVaR

N MC RIS

200 5.0 5.0

400 5.0 24.8

600 5.0 32.8

800 5.0 39.1

1,000 5.0 45.1

Table 4.12: Percentage of samples of the QoI (4.6.1) for an instance of Problem (2.6.1)

with 5 random variables falling into risk region under MC and RIS sampling (samples for

which plus function in CVaR evaluates to non-zero).
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4.7 Summary

In this chapter I have developed a novel method for estimating coherent risk mea-

sures of computationally expensive quantities of interest. The method is based on

the biconjugate representation of coherent risk measures and importance sampling

techniques. I have studied the performance of the method on test problems with

simple objective functions with either analytical or easily computable statistics and

on the model PDE problem. The results indicate the general effectiveness of the

new method as compared to the plain Monte Carlo sampling in both increasing the

number of relevant samples and enhancing the accuracy of the obtained estimates.

The usefullness of the proposed approach depends on the methods used for solving

the two important subproblems – estimating desired densities used for generating new

samples and adjusting sample probabilities. I have considered two known approaches

to the first subproblem – kernel density estimation and acceptance-rejection – both of

which have their limitations, most notably – reduction of their effectiveness for higher-

dimensional problems. For the subproblem of adjusting probabilities I have explored

an approach based on minimum distance estimation and adapted the distances based

on goodness-of-fit tests from statistical literature. To my knowledge, previously this

approach has been only considered for computing expectations using the change of

measure [Amaral et al., 2016]. The extension of this approach to the current setting

and adaptation of modified and weighted distance metrics is new.

In the next chapter I explore the potential of the proposed approach in the context

of solving optimization problems governed by PDEs with random inputs.



Chapter 5

Optimization Considerations

5.1 Introduction

Recall, that the motivation for this thesis is the solution of the problems of the type

min
z
R[s(y(·, z))].

If R is proper, lower-semicontinuous, and coherent, the problem above can be written

as [Shapiro et al., 2009, Section 6.4]:

min
z
R [s(y(·, z))] = min

z
sup
ϑ∈A

∫
Ξ

ϑ(ξ)s(y(ξ, z))ρ(ξ)dξ, (5.1.1)

where A is the risk envelope associated with the measure R[·] (see (4.1.12) in Section

4.1). So far, I considered efficient methods for approximating the objective function

of the problem above. Specifically, for the case R = CVaRβ the formulation (5.1.1)

can be rewritten as

min
z

1

1− β

∫
Ξ

1Gβ(z)(ξ)s(y(ξ, z))ρ(ξ)dξ, (5.1.2)

where 1Gβ(z)(ξ) is the risk region (for a given confidence level β) of s(y(ξ, z)) at a

given control z. Note a slight change of notation here compared to (3.3.6). Instead

of denoting the risk region by Gβ [s(y(ξ, z))] I use simply Gβ(z) for brevity.
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Next, I will describe the Sample Average Approximation (SAA) approach to solv-

ing (5.1.2). I will briefly review available results from stochastic programming liter-

ature on the properties of SAA estimators. I will then introduce a naive approach

to incorporating RIS into SAA for (5.1.2). I will demonstrate on the model problem

from Section 4.6 that, under certain conditions, this approach might produce good

results, and substantially reduce the number of samples required (and, hence, PDE

solutions) to solve the SAA problem. I will then introduce another example PDE,

Navier-Stokes model, to further illustrate the applicability of the proposed approach

and point out its potential limitations.

5.2 Brief description of SAA

In the following, I briefly review the SAA approach from the stochastic programming

literature applied to (5.1.2). I recite the asymptotic properties of the SAA problems

and review approaches to solving them.

The Sample Average Approximation (SAA) approach substitutes the infinite-

dimensional problem (5.1.2) by its discrete version

min
z

1

1− β

N∑
j=1

p(j)
1Ĝβ(z)(ξ

(j))s(y(ξ(j), z)), (5.2.1)

where ξ(j) are i.i.d. samples of random parameters ξ, and p(j) are corresponding

probabilities. Here, 1Ĝβ(z)(ξ) is the indicator function of estimated risk region at the

control z:

1Ĝβ(z)(ξ) :=

1, s(y(ξ, z)) > V̂aRβ [s(y(·, z))] ,

0, else.

(5.2.2)

Notice that in the definition of 1Ĝβ(z)(ξ) above the strict inequality is used instead

of ≥ in the continuous case (see (3.3.6)). This is due to the fact that in discrete

case there is a probability atom at V̂aRβ[s(y(·, z))] and additional care is needed

when defining CVaRβ (see Algorithm 2 and the note that follows). I address this

----
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distinction more closely in the next subsection. This does not affect the following

statements.

Define a sample average function as follows:

ŝN(z, ξ) :=
N∑
j=1

p(j)
1Ĝβ(z)(ξ

(j))s(y(ξ(j), z)). (5.2.3)

Note that the sample average function ŝN(z, ξ) defined above is a function of the

considered sample (ξ(1), . . . , ξ(N)) and, thus, is a random variable. If the sample is

independent and identically distibuted (i.i.d.), then by the Law of Large Numbers

(LLN) ŝN(z, ξ) converges pointwise w.p. 1 to Eρ[1Gβ(z)(·)s(y(·, z))]. Under additional

assumptions on function s(y(ξ, z)) this convergence is uniform in z (for example,

[Shapiro et al., 2009, Theorem 7.48]).

Denote by θ∗ the optimal value of the true problem (5.1.2)

θ∗ := min
z

1

1− β

∫
Ξ

1Gβ(z)(ξ)s(y(ξ, z))ρ(ξ)dξ,

and by θ̂N the optimal value of the SAA problem (5.2.1)

θ̂N := min
z

1

1− β

N∑
j=1

p(j)
1Ĝβ(z)(ξ

(j))s(y(ξ(j), z)).

The following basic result establishes the consistency of the SAA estimator θ̂N , mean-

ing its convergence to θ∗ w.p. 1 as N →∞.

Proposition 5.2.1 ([Shapiro et al., 2009, Proposition 5.2]) Suppose that the

sample average function ŝN(z, ξ) converges to Eρ[1Gβ(z)(·)s(y(·, z))] w.p. 1 as N →∞,

uniformly on Z. Then θ̂N is a consistent estimator of θ∗.

Proof: The uniform convergence w.p. 1 of ŝN(z, ξ) to Eρ[1Gβ(z)(·)s(y(·, z))] means

that for any ε > 0 and a.e. ξ there exists N∗ = N∗(ε, ξ) such that the following holds:

sup
z

∣∣ŝN(z, ξ)− Eρ[1Gβ(z)(·)s(y(·, z))]
∣∣ ≤ ε, for all N ≥ N∗.

It follows that
∣∣∣θ̂N − θ∗∣∣∣ ≤ ε for all N ≥ N∗. 2
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Under a stronger set of assumptions one can also establish the consistency of SAA

estimators of the optimal solutions. For risk-neutral problems relevant results are

summarized in [Shapiro et al., 2009, Theorem 5.3], and for the risk-averse case, such

as the case of CVaR considered here, in [Shapiro, 2013, Theorem 3.3] .

Methods for solving SAA problem (5.2.1)

Before discussing solution methods for solving the SAA problem (5.2.1) I address its

relation to the definition of CVaR in discrete case given in Algorithm 2. It is easy to

see that the formulation of CVaR used in (5.2.1) coincides with the one in Algorithm

2 if the confidence level β does not “split” the probability atom at V̂aRβ, meaning

that
∑kβ−1

j=1 p(j) = 1 − β. In case
∑kβ−1

j=1 p(j) < 1 − β, a proper definition of CVaR

requires adding the correction of

1

1− β

(
1− β −

kβ−1∑
j=1

p(j)

)
V̂aRβ,

as described in Algorithm 2. Due to this technicality, instead of considering the SAA

problem (5.2.1) I will work with the following formulation:

min
z,t

t+
1

1− β

N∑
j=1

p(j)
(
s(y(ξ(j), z))− t

)
+
, (5.2.4)

which is the SAA of the following problem:

min
z,t

t+
1

1− β

∫
Ξ

(s(y(·, z))− t)+ dξ. (5.2.5)

As shown in [Rockafellar and Uryasev, 2002, Theorem 14], problem (5.2.5) is equiv-

alent to (5.1.2) (for continuous distributions).

Problem (5.2.4) can be solved in a couple different ways. One is to reformulate it as

a constrained problem in the following way: if the weights p(j) are positive, the (·)+

function in (5.2.4) can be removed by introducing auxiliary variables δ(1), · · · , δ(N)
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and adding constraints. The obtained problem

min
z,t,δ(1),...,δ(N)

t+
1

1− β

N∑
j=1

p(j)δ(j) (5.2.6a)

s.t. s(y(ξ(j), z))− t ≤ δ(j) for j = 1, . . . , N, (5.2.6b)

δ(j) ≥ 0 for j = 1, . . . , N, (5.2.6c)

is equivalent to (5.2.4).

A different approach to solving (5.2.4) that does not rely on the positiveness

of p(j)’s applies the smoothing of the plus function (·)+ as in [Kouri and Surowiec,

2016], thus making the problem differentiable and solvable by standard gradient-based

methods. Denoting the smoothed version of (·)+ by (·)ε+ formulation (5.2.4) becomes

min
z,t

t+
1

1− β

N∑
j=1

p(j)
(
s(y(ξ(j), z))− t

)ε
+
. (5.2.7)

The authors in [Kouri and Surowiec, 2016] prove that the smoothed version of CVaRβ

is a convex risk measure, which is also differentiable. They further provide a rate of

convergence of the minimizers of the smoothed problem to the minimizer of the true

problem. This error decays with the square root of the smoothing parameter ε. In the

following numerical examples, I choose the smoothed CVaRβ approach to solving SAA

problems with the following twice continously differentiable smoothed plus function:

(x)ε+ =


0, if x ≤ 0,(
x3

ε2
− x4

2ε3

)
, if x ∈ (0, ε),

x− ε
2
, if x ≥ ε.

I set the smoothing parameter to ε = 10−4.

SAA algorithmically

The following Algorithm 4 presents a simple procedure for studying the convergence

of optimal values and optimal solutions of a sequence of the SAA problems. I will
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use this algorithm in the following section.

Algorithm 4: Sequential SAA.

Given: input distribution specified by density function ρ(ξ), sample sizes

N0, N1, . . . , NS.

For k from 0 to S

1. draw Nk MC samples from the original distribution ρ(ξ):

Ξk = {ξ(j), 1/Nk}Nkj=1;

2. formulate the smooth SAA problem Pk of a type (5.2.7) with N = Nk

and p(j) = 1/Nk;

3. solve the SAA problem Pk and record the optimal value θ∗k and the

optimal solution z∗k.

5.3 SAA with RIS

In this section, I present a naive implementation of the SAA combined with the

Risk-Informed Sampling from Section 4.2. The basic idea of this implementation is

to solve the sequence of SAA problems as in Algorithm 4, but with MC sampling

substituted by RIS and with much smaller sample sizes Nk. After each stage of SAA,

I evaluate the QoI at the current control for a number of test samples and estimate

the corresponding risk region. I then add samples prioritizing the risk region and

solve a new SAA problem with a larger sample size. For details see Algorithm 5.

5.3.1 Discussion of the proposed algorithm

Note that, if the risk regions corresponding to different values of the control z remain

the same, then by accumulating relevant samples and obtaining better approximations

of the objective function Algorithm 5 should have an advantage over the standard

SAA with plain Monte Carlo. On the other hand, if the risk region shifts it is not so
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Algorithm 5: SAA with Risk-Informed Sampling for minimizing CVaRβ.

Given: input distribution with density function ρ(ξ), sample sizes for

optimization N0, N1, . . . , NS, sample size for estimating risk region Ntest.

1. draw N0 samples from the original distribution ρ(ξ):

Ξ0 = {ξ(j), 1/N0}N0
j=1;

2. formulate the smooth SAA problem P0 of a type (5.2.7) with N = N0

and p(j) = 1/N0;

3. solve the SAA problem P0 to obtain z∗0;

4. evaluate the QoI s(y(ξ, z∗0)) at Ntest MC samples from ρ(ξ):

Ξtest := {ξ(j), 1/Ntest}Ntestj=1 ,

and estimate the risk region Ĝβ(z∗0);

5. for k from 1 to S

• approximate density ϕk(ξ) ≈ 1Ĝβ(z∗k−1)(ξ)ρ(ξ)/(1− β);

• generate samples from ϕk(ξ): δΞk = {ξ(j)
, p(j)}Nkj=1;

• define

Ξk = Ξk−1 ∪ δΞk = {ξ(j), p(j)}
∑k
i=0Ni

j=1 ;

• adjust p(j) so that Ξk is a random variable;

• formulate the smooth SAA problem Pk of a type (5.2.7) with

N =
∑k

i=0Ni;

• solve the SAA problem Pk to obtain z∗k;

• evaluate the QoI s(y(ξ, z∗k)) at Ξtest samples and estimate the

risk region Ĝβ(z∗k).
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clear whether there is any advantage in prioritizing only one part of the parameter

domain. In particular, if one were to optimize only for the risk region corresponding

to the optimal solution of the true problem, the same optimal solution would not be

necessarily recovered. To demonstrate this, consider the following objective functions:

f(z) =

∫
Ξ

1Gβ(z)(ξ)s(y(ξ, z))dξ,

g(z) =

∫
Ξ

1Gβ(z∗)(ξ)s(y(ξ, z))dξ,

where z∗ is an optimal solution of the original problem (5.1.2). Obviously,

f(z∗) = g(z∗).

However, it is not necessary that z∗ = arg min g(z). If for some ẑ we have

Gβ(z∗) 6= Gβ(ẑ)

then it is possible to have

g(ẑ) < g(z∗) = f(z∗) ≤ f(ẑ).

As a simple example, consider the following QoI depending on a scalar control z and

random variable ξ: X(ξ, z) = 2ξ/z, and suppose that the goal is to minimize the

following objective function

f(z) =

∫
[0,z]

2ξ

z
dξ = z

over an interval z ∈ [m,M ], with M > m > 0. Obviously, the optimal solution is

z∗ = m and corresponding optimal value is f(z∗) = m. Now, consider

g(z) =

∫
[0,z∗]

2ξ

z
dξ =

∫
[0,m]

2ξ

z
dξ =

m2

z
.

Minimizing g(z) over z ∈ [m,M ] leads to ẑ = M with

g(ẑ) =
m2

M
< m = f(z∗) < M = f(ẑ).
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As this simple example demonstrates, minimizing g(z) might lead to a different

solution than the solution of the original problem. Thus, there is no advantage in

only minimizing over the risk region at the optimal control (even if one was available),

unless the risk regions don’t change for different values of z or the control values

don’t change much (say, at the last stages of optimization when approaching optimal

solution).

Moreover, the stopping criteria for Algorithm 5 need to be considered carefully. In

particular, terminating the algorithm based on the risk regions remaining unchanged

between the two stages of sampling might not be sufficient for the same reasons as

described above.

Next, I explore the potential of Algorithm 5 on the advection-diffusion model

problem introduced in Section 2.6.
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5.3.2 SAA with RIS for the advection-diffusion example

Here, I remain in the setting of Section 4.6 – the advection-diffusion problem with

quadratic QoI and two random parameters. The specification of the parameters

remains the same, however, now the goal is not to simply approximate the value of

CVaRβ[squad], but to solve the following problem

min
z

CVaRβ

[
squad(y(ξ, z))

]
+ αP(z) (5.3.1)

with P(z) being a discretization of ‖z‖2
H1(Γc)

and α = 0.1. I solve this problem

using Trilinos framework and the smoothed CVaRβ approach described in Section 5.2,

with the trust-region approach used to solve the resulting finite-dimensional smooth

problem. Specifically, I use truncated CG trust-region solver with gradient tolerance

set to 10−8. I choose confidence level β = 0.9, and smoothing parameter ε = 10−4 in

(5.2.7).

First, I solve a sequence of SAA problems as in Algorithm 4 with

S = 10, N0 = 100, Nk = N0 × 2k, k = 1, . . . , S.

The controls obtained at each stage k, z∗k, are plotted in Figure 5.1. Observe that

the optimal controls converge with increasing sample size. The control at the last

stage of SAA, z∗S, I declare to be the “true” optimal solution of (5.3.1), and denote

it simply by z∗. The 2-norms of the differences between controls z∗0, . . . , z
∗
S−1 and z∗S

are reported in Table 5.1. Also reported are the number of iterations it took for the

smoothed SAA problems to converge (with the maximum number of iterations set to

500) and the optimal objective values.

In Figures 5.2, I plot the risk regions corresponding to the initial control, chosen to

be z ≡ −1, two intermediate controls – after 11 and after 12 optimization iterations

of the SAA problem with Nk = 3,200 samples, and to the optimal control of the

SAA problem with Nk = 3,200 samples. These risk regions are not exactly the

same, however, it appears that the left upper corner of the parameter domain is
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Figure 5.1: Optimal controls for (5.3.1) obtained with SAA with plain MC sampling (Al-

gorithm 4). The legend on the right indicates the number of samples used in the SAA

problem to obtain corresponding optimal control.

most relevant to the value of CVaRβ at each of the controls. At the initial control,

the risk region contains some of the samples in the bottom right corner, but as

the optimization proceeds the majority of relevant samples is concentrated in the

left upper corner. The risk regions for the optimal controls at each stage of SAA,

k = 1, . . . , 10, look identical to the risk region in Figure 5.2d.

Figure 5.3 shows optimal controls for (5.3.1) obtained by running Algorithm 5.

Note that these results are obtained by solving SAA problems with a lot smaller

sample sizes. Specifically,

S = 4, N0 = 200, Nk = 200, k = 1, . . . , S, Ntest = 104.

At each stage k of Algorithm 5 the corresponding SAA problem is solved starting at

the initial control z ≡ −1.

Table 5.2, similarly to Table 5.1, reports the number of iterations it took to solve

each SAA problem, the optimal objective values, and the 2-norms of the differences of

_ • - N=100 
-T- N=200 
_ M - N=400 
_ 9 - N=800 
_ N=1600 

N=3200 
_ M N=6400 
_ 8 - N=12800 
_ a - N=25600 
_.,, _ N=51200 
_ M _ N= 102400 
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Stage k Nk # opt iter Opt objective ‖z∗k − z∗‖2

0 100 500† 6.327314e-02 0.0911

1 200 20 6.085221e-02 0.0280

2 400 34 5.835376e-02 0.0378

3 800 28 5.869154e-02 0.0294

4 1,600 14 5.935781e-02 0.0121

5 3,200 19 5.956873e-02 0.0069

6 6,400 15 5.960491e-02 0.0059

7 12,800 14 5.972314e-02 0.0027

8 25,600 14 5.982657e-02 0.0002

9 51,200 14 5.970290e-02 0.0029

10 102,400 15 5.981397e-02 —

Table 5.1: Results for the sequential SAA (Algorithm 4) applied to (5.3.1). The last column

shows the 2-norms of the differences between the controls at the k-th stage of SAA and

optimal control z∗ corresponding to the solution of the last stage of SAA. Also reported are

the number of iterations it took for each SAA problem to converge (with maximum number

set to 500), and objective values (risk objective plus control penalty) at the solutions.

†: maximum number of iterations reached.

the k-th optimal solution z∗k with the “true” solution from the largest SAA problem

above, z∗. Note that the first solution z∗1 has a large error. In fact, it is not an

optimal solution for the corresponding SAA problem, as can be seen from the number

of iterations being equal to the maximum allowed. Therefore, this control is omitted

in Figure 5.3.

Observe that the optimal controls obtained with Algorithm 5 are very close to z∗.

Comparing the quality of the solutions corresponding to similar sample sizes observe

that the distance to the true solution for the control obtained by solving SAA problem

with 1,000 samples generated by RIS is 10 times smaller than that of the solution
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(a) Risk region for initial control. (b) Risk region after 11 iterations.

(c) Risk region after 12 iterations. (d) Risk region upon convergence.

Figure 5.2: Risk regions for (5.3.1) corresponding to: initial control (z ≡ −1) (upper left),

suboptimal controls after 11 (upper right) and 12 iterations (lower left) of the SAA problem

with Nk = 3,200 samples, and optimal control of the SAA problem with Nk = 3,200 samples

(lower right). Samples in risk regions are shown in red. Here β = 0.9.

obtained by solving SAA problem with the similar size sample generated by plain MC.

At the same time, the best solution obtained with SAA with RIS (corresponding to

1,000 samples) is as good as the one obtained by SAA with plain MC with a 10 times

larger sample.

Samples generated by Algorithm 5 are shown in Figures 5.4a-5.4e. These figures

are to be compared with 5.2. It is clear that RIS prioritizes the risk region which
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Figure 5.3: Optimal controls for (5.3.1) obtained with SAA with RIS (Algorithm 5). The

legend on the right indicates the number of samples used in the SAA problem to obtain

corresponding optimal control. The solution corresponding to the largest sample, N =

102,400, is obtained with SAA with plain MC sampling.

Stage k Nk # opt iter op Opt objective ‖z∗k − z∗‖2

1 400 500† 6.338670e-02 1.3216

2 600 344 5.962027e-02 0.0053

3 800 159 5.962864e-02 0.0052

4 1,000 37 5.973790e-02 0.0020

Table 5.2: Results for the SAA with RIS (Algorithm 5) applied to (5.3.1). The last column

shows the 2-norms of the differences between the controls at each stage of SAA with RIS

and the optimal control z∗. Also reported, the number of iterations it took for each SAA

problem to converge, and objective value (risk objective plus control penalty) at the optimal

solution.

†: maximum number of iterations reached.

_ • - N=200 
_ >e - N=600 
-e - N=800 
_ N=1000 
_ >e _ N=102400 
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allows to better approximate the objective value in (5.3.1). It is important to note

that for this problem the risk region does not change all that much. The larger part

of the relevant samples is always concentrated in the top left corner of the parameter

domain. Intuitively, this makes sense if one considers the physics of the problem. One

can expect that the largest values of the QoI, which is a deviation from a target value

in Ωo (the center part of Ω), should happen for the realizations that have smaller

diffusivity (small ξ1) and are closer to the observation region Ωo (large ξ2).

The example of the next section demonstrates that risk regions need not always

stay the same.
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(a) Initial MC samples.

ξ
1

0.2 0.25 0.3 0.35 0.4

ξ 2

0

0.05

0.1

0.15

0.2

0.25

0.3

0.35

0.4

(b) Samples SAA with RIS, k = 1.
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(c) Samples SAA with RIS, k = 2.
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(d) Samples SAA with RIS, k = 3.

ξ
1

0.2 0.25 0.3 0.35 0.4

ξ 2

0

0.05

0.1

0.15

0.2

0.25

0.3

0.35

0.4

(e) Samples SAA with RIS, k = 4.

Figure 5.4: Samples at each step of Algorithm 5 for solving (5.3.1). Blue circles denote

samples from the previous step, and magenta stars are new samples generated at each step.

Here β = 0.9, N0 = 200, Nk = 200, k = 1, 2, 3, 4.
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5.4 Optimal control of Navier-Stokes

Consider the following Navier-Stokes system:

−ν∆~y + (~y · ∇)~y +∇p = 0 (5.4.1a)

∇ · ~y = 0, (5.4.1b)

where ~y(x) = [y1(x), y2(x)]T represents the velocity, p is the pressure, and ν is the

viscosity, with the boundary conditions given by:

~y(x) = 0 on Γd (5.4.2a)

~y(x) = ~z(x) on Γc (5.4.2b)

~y(x) = 8(x2 − 0.5)(1− x2) on Γin (5.4.2c)

ν
∂~y

∂n
− ~np = ~0 on Γout (5.4.2d)

Here

Γd = {[0, 1]× 0.5} ∪ {[1, 8]× 0} ∪ {[0, 8]× 1} (5.4.3a)

Γin = {0× [0.5, 1]} (5.4.3b)

Γout = 8× [0, 1] (5.4.3c)

Γc = 1× [0, 0.5] (5.4.3d)

The spatial domain Ω represents backward-facing step and is shown in Figure 5.5

with the boundaries labeled.

1.0

0

0.5

0 1.0 4.0 8.0

Γin

Γc

Γd

Γd

Γout

Γd

Ωo

Figure 5.5: Domain Ω for (5.4.1)-(5.4.2).

I i 
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Denote the solution of (5.4.1) with BCs (5.4.2) by

~y(~z)(x) = [y1(~z)(x), y2(~z)(x)]T .

The uncontrolled flow over the backward-facing step contains a recirculation zone

behind the step (region Ωo in 5.5). The goal of optimization is to prescribe the

boundary condition on the boundary Γc that diminishes the recirculation. I consider

the case of normal velocity control, i.e., the boundary condition on Γc is applied in

the form ~z(x) = [z1(x), 0]T . One way to formulate this optimization problem is by

taking as objective the vorticity or the curl of the velocity field. This leads to the

following formulation:

min
z2

1

2

∫
Ωo

(∂x1y2(~z)(x)− ∂x2y1(~z)(x))2 dx+
α

2

∫
Γc

z2
2(x)dx (5.4.4)

with

Ωo = [1, 4]× [0, 0.5]. (5.4.5)

The stochastic counterpart of (5.4.1) is obtained by letting the viscosity parameter ν

and the in-flow boundary condition on Γin to be random:

−ν(ξ)∆~y(ξ) + (~y(ξ) · ∇)~y(ξ) +∇p = 0 (5.4.6a)

∇ · ~y(ξ) = 0, (5.4.6b)

with boundary conditions:

~y(ξ)(x) = 0 on Γd (5.4.7a)

~y(ξ)(x) = ~z(x) on Γc (5.4.7b)

~y(ξ)(x) =


1
2

sin
(
π a(ξ)(x)

b(ξ)

)
, ξ1 6= 0,

1
2

sin(2π(x2 − 0.5)), ξ1 = 0

on Γin (5.4.7c)

ν
∂~y(ξ)

∂n
− ~np = ~0 on Γout (5.4.7d)
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where

ν(ξ) = 5× 10(0.5ξ2−2.5) (5.4.8a)

a(ξ)(x) = exp (4ξ1(x2 − 0.5))− 1 (5.4.8b)

b(ξ) = exp (2ξ1)− 1 (5.4.8c)

and

ξ1 ∼ U [−1, 1], ξ2 ∼ U [−1, 1]. (5.4.9)

The plots of viscosity as a function of ξ2 and of the in-flow boundary condition for

various ξ1 are shown in Figures 5.6a-5.6b.
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(a) Viscosity ν(ξ).
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(b) In-flow boundary condition (Γin).

Denote the solution of (5.4.6) with BCs (5.4.7) by

~y(~z, ξ)(x) = [y1(~z, ξ)(x), y2(~z, ξ)(x)]T .

The stochastic counterpart of the optimization problem (5.4.4) using CVaRβ risk

measure is the following:

min
z2

1

2
CVaRβ

[∫
Ωo

(∂x1y2(~z, ξ)(x)− ∂x2y1(~z, ξ)(x))2 dx

]
+
α

2

∫
Γc

z2
2(x)dx (5.4.10)
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with

α = 0.1, β = 0.9. (5.4.11)

In the following, I solve (5.4.10) using the smooth formulation (5.2.7). The problem

is solved in Trilinos. The PDE (5.4.6)–(5.4.7) is discretized with Taylor-Hood finite

elements. For the details of the discretization see [Ridzal, 2006, Section 5.2.2]. The

optimization problem is solved using truncated CG trust-region solver with gradient

tolerance set to 10−6.

First, I solve (5.4.10) with the SAA approach for a fixed sample of 1,000 MC

points and demonstrate the evolution of the risk regions throughout the optimization

iterations. For that purpose, I stop the SAA problem with 1,000 MC samples after

a number of optimization iterations and record corresponding control; I evaluate the

QoI for that control value at 104 MC samples (chosen independently of optimization

samples). See Figures 5.7a-5.7h.

For the initial control, ~z(x) ≡ 0, and after 10 iterations of the SAA the risk region

looks as in Figure 5.7b. After additional 20 iterations, the control ~z(x) changes, and

the correpoding risk region splits into two (Figure 5.7f). Optimization converges after

36 iterations with the risk region as in Figure 5.7h.
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(a) Control (iter 10). (b) Risk region (iter 10).
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(c) Control (iter 20). (d) Risk region (iter 20).
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(e) Control (iter 30). (f) Risk region (iter 30).
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(g) Control (iter 36). (h) Risk region (iter 36).

Figure 5.7: Controls and risk regions for the problem (5.4.10) approximated using SAA

with N = 1,000 MC samples. Risk regions generated with Ntest = 10,000 MC samples.
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5.4.1 SAA with RIS for Navier-Stokes

Next, I evaluate the SAA with RIS approach of Algorithm 5 on the risk-averse optimal

control problem governed by the Navier-Stokes system introduced above. First, I solve

a sequence of SAA problems of type (5.2.7) using Algorithm 4 with

S = 9, N0 = 100, Nk = N0 × 2k, k = 1, . . . , S.

The controls obtained at each stage, z∗k (vector of horizontal components of the con-

trol), look very similar to the one shown in Figure 5.7g and are not plotted again.

The control at the last stage, z∗S, I declare to be the “true” solution z∗. The conver-

gence of the controls corresponding to the stages of the SAA to the “true” solution is

assessed by computing the 2-norm differences between the vectors of the horizontal

components ‖z∗k − z∗‖2. These values are presented in Table 5.3. Also reported are

the number of iterations it took for the smoothed SAA problem to converge (with the

maximum number of iterations set to 500) and the optimal objective values. Note

that the first SAA problem (k = 0) is started with zero initial control. Each subse-

quent problem is started with the control set to the solution of the previous problem.

Additionally, the estimate of VaRβ, t in formulation (5.2.7), is set to the optimal

value from the previous step, with t = 1 for the k = 0 problem.

The risk regions corresponding to the solutions of several SAA problems are shown

in Figures 5.8a–5.8d. These risk regions look identical.

Next, I run Algorithm 5 for (5.4.10) formulated as in (5.2.7). Again, the sample

sizes of the SAA problems are a lot smaller than those for SAA with plain Monte

Carlo. Specifically,

S = 4, N0 = 200, Nk = 200, k = 1, . . . , S, Ntest = 104.

The initial SAA problem, k = 0, is started at the initial control z set to 0 and t set

to 1. The subsequent problems, k > 0, are solved by starting at [z∗k−1, t
∗
k−1]. Table

5.4, similarly to Table 5.3, reports the number of iterations it took to solve each SAA
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k Nk # iter Opt value t∗k ‖z∗k − z∗‖2

0 100 86 2.786395e-01 0.2770 5.009e-03

1 200 43 2.777710e-01 0.2757 1.369e-03

2 400 7 2.777936e-01 0.2759 1.263e-03

3 800 8 2.780270e-01 0.2762 4.016e-04

4 1,600 4 2.780225e-01 0.2762 9.459e-04

5 3,200 5 2.780501e-01 0.2762 3.762e-04

6 6,400 4 2.779275e-01 0.2760 6.069e-04

7 12,800 3 2.779454e-01 0.2761 1.331e-04

8 25,600 2 2.779552e-01 0.2761 2.386e-05

9 51,200 2 2.779536e-01 0.2761 —

Table 5.3: Results for the sequential SAA (Algorithm 4) applied to (5.4.10). The last column

shows the 2-norms of the differences between the vectors of horizontal components of the controls at

each stage of SAA and that of the optimal control corresponding to the last stage. The second to last

column shows the optimal value of t∗k in (5.2.1), which corresponds to the estimate of VaRβ . Also

reported, the number of iterations till convergence, and objective values (risk objective plus control

penalty) at the optimal solutions. Here, each subsequent problem k > 0 is started at [z∗k−1, t
∗
k−1].

problem, the optimal objective values, and the 2-norms of the differences between the

vectors of horizontal components of the k-th optimal solution z∗k and the horizontal

component of the “true” solution z∗. As was the case for the previous advection-

diffusion example, the solution obtained with 1,000 samples using SAA with RIS is

as close to the “true” solution as the one obtained with a lot larger sample size using

SAA with plain MC sampling (more than 20 times larger).

Samples generated by Algorithm 5 are shown in Figures 5.9a–5.9e. These fig-

ures are to be compared with Figures 5.8a–5.8d. Since the first application of RIS

is performed at the optimal solution of the initial SAA problem (with 200 MC sam-

ples), the new samples are placed in the corresponding risk region as in Figure 5.8a.

Risk regions corresponding to subsequent controls remain the same, hence, additional
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k Nk # iter Opt value t∗k ‖z∗k − z∗‖2

0 200 66 2.783527e-01 0.2765 2.574e-03

1 400 8 2.779534e-01 0.2761 2.949e-04

2 600 6 2.779377e-01 0.2760 5.296e-04

3 800 4 2.779607e-01 0.2760 1.530e-04

4 1,000 3 2.779183e-01 0.2761 4.651e-05

Table 5.4: Results for the SAA with RIS (Algorithm 5) applied to (5.4.10). The last column shows

the 2-norms of the differences between the vectors of the horizontal components of the controls at

each stage of SAA with RIS and that of the optimal control z∗. The second to last column shows

the optimal values of t∗k in (5.2.1), which corresponds to the estimate of VaRβ . Also reported, the

number of iterations till convergence, and objective values (risk objective plus control penalty) at

the optimal solutions. Here, each subsequent problem k > 0 is started at [z∗k−1, t
∗
k−1].

samples generated by RIS fall in the same regions.

The two presented examples demonstrate that incorporation of RIS into optimiza-

tion with coherent risk measures can be beneficial even if it is done in a naive manner

of Algorithm 5. The obtained results are encouraging, but further investigation and

careful consideration of the proposed approach is required. In particular, in practice

one would consider terminating the first SAA problem (k = 0) before its convergence

since the obtained solution would likely be inaccurate due to the small sample size.

If the first SAA problem were terminated after only 10 iterations and the risk region

shown in Figure 5.7b used for RIS, we could have missed on the part of the risk region

at the top of the parameter domain as in Figure 5.7h.

An alternative approach might include assessing the risk regions at each opti-

mization iteration (given values of the QoI at the current control, this task does not

involve any additional computational cost), and performing RIS to guide sampling

into the risk regions. As risk regions evolve, so will the sample used for optimization.

The exploration of this approach is left for a future work.
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(a) Risk region for z∗1. (b) Risk region for z∗3.

(c) Risk region for z∗5. (d) Risk region for z∗7.

Figure 5.8: Risk regions for optimal controls at different stages k of Algorithm 4 applied

to (5.4.10). Here β = 0.9.
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(a) Initial 200 MC samples.
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(b) Samples at step 1.
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(c) Samples at step 2.
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(d) Samples at step 3.
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(e) Samples at step 4.

Figure 5.9: Samples at each step of Algorithm 5 applied to (5.4.10). Blue circles denote

samples from the previous step, and magenta stars are the new samples generated at each

step. Here β = 0.9, N0 = 200, Nk = 200, k = 1, 2, 3, 4.

o O O Oo 

0 
0 

060 0 

cP 

O 0 

0 
0 

0 0 0 Oo 

0 
0 

O 0 

Ir 

0 0 

0 
0 

oO 

O 0 

0 
0 O 

0 

O 0 

O 0 

O 0 
0 0 

0 
O O 0 

0 0 0 0 0 

0 0 0 0 0 

0 00 0 

'I, 0 

0 
0 

0 0 

0 
00 

0 0 0 

'lo 

O oo 

0 
0 

O O 0 

0 0 0 0 0 

0 
0 0 

0 

0 
0 0 

O O O 

O O 

~ oO O o 0 

0 0 0 

0 9:i° 

O Oo 

o o O Oo 

0 
0 

O 0 

0 O 

0 

0 
0 

0 

0 
0 

0 

0 O Oo 
0 

060 0 

dJ 

00 
0 

0 0 
0 

0 0 

0 0 

0 0 0 Oo 

0 
0 

O 0 

Ir 

0 O 

cP 

0 
0 

0 

c1 

0 
0 0 

Oo 

0 

0 

0 
0 0 

0 

0 

0 

0 
0 

0 

'I, 

* 
.,6" 

* 

" 0 
0 O 

0 O 

00 0 

0 
0 0 

0 

'lo 

0 
oo 

0 
0 

O O O 

0 oO O 0 

0 
0 0 

00 

'l 

0 

0 
0 

0 
0 0 

0 
0 

0 

0 
0 

0 O 0 
O O 

0 0 
0 O O 

o 9:io 

0 
0 

O Oo 



139

Remark. As discussed in Section 5.3.1, optimizing with respect to the optimal

risk region, in general, leads to a different solution. Here, I demonstrate this on the

current Navier-Stokes example. Specifically, I take the risk region shown in Figure

5.8a, corresponding to the optimal control of the SAA problem with 200 regular MC

samples (z∗1). This risk region is estimated using 104 MC samples, with 1,000 of them

(for β = 0.9) falling into the risk region (red samples). I use these N = 1,000 samples

to solve the following (risk-neutral) SAA problem:

min
z2

1

2N(1− β)

N∑
j=1

∫
Ωo

(
∂x1y2(~z, ξ(j))(x)− ∂x2y1(~z, ξ(j))(x)

)2
dx+

α

2

∫
Γc

z2
2(x)dx,

(5.4.12)

which is a discretized form of

min
z2

1

2(1− β)

∫
Gβ(z∗1)

∫
Ωo

(∂x1y2(~z, ξ)(x)− ∂x2y1(~z, ξ)(x))2 dx dξ +
α

2

∫
Γc

z2
2(x)dx

(compare to g(z) in Section 5.3.1). I solve the SAA problem (5.4.12) in two ways:

starting from the zero initial control, and starting from the initial control z∗1 and

obtain almost identical solution in both cases. Obtained solutions, though visually

very similar to z∗, have larger error, 2.977e-02, with respect to z∗ than any of the

solutions from Tables 5.3–5.4. Obtained solutions and corresponding risk regions

together with z∗1 and its risk region are plotted in Figures 5.10a–5.10d.

Sensitivity with respect to β

Figures 5.11a, 5.11c, and 5.11e demonstrate risk regions at the initial control ~z(x) ≡ 0

for values of β equal to 0.8, 0.9, and 0.95 respectively. Risk regions corresponding to

optimal solutions obtained with Algorithm 5 applied to (5.4.10) for the same levels

of β are shown in Figures 5.11b, 5.11d, and 5.11f. As can be seen from these figures,

although risk regions become smaller with increasing β, fundamentally, the shape and

behavior of the risk regions remain the same.
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(a) Control z∗1. (b) Risk region for z∗1.
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(c) Control from solving (5.4.12). (d) Risk region for control from solving

(5.4.12).

Figure 5.10: Control z∗1 and its risk region, together with control from solving the SAA

problem (5.4.12) and its risk region. Here β = 0.9.



141

(a) β = 0.8, initial ~z(x). (b) β = 0.8, optimal ~z(x).

(c) β = 0.9, initial ~z(x). (d) β = 0.9, optimal ~z(x).

(e) β = 0.95, initial ~z(x). (f) β = 0.95, optimal ~z(x).

Figure 5.11: Risk regions for the problem (5.4.10) with varying levels β. On the left –

risk regions for the initial (zero) control, on the right – risk regions for the optimal controls

obtained with Algorithm 5 (with S = 4, N0 = 200, Nk = 200, k = 1, . . . , S, Ntest = 104).



142

5.5 Summary

In this chapter I explored the potential application of the RIS method proposed in

Chapter 4 to the solution of risk-averse optimization problems constrainted by PDEs

with random inputs. I have employed the Sample Average Approximation approach

from stochastic programming with the incorporation of Risk-Informed Sampling to

the solution of problems governed by a linear advection-diffusion system and a non-

linear Navier-Stokes system. For these problems proposed approach combining SAA

with RIS led to a considerable reduction of computational budget, as measured by

the number of input parameter samples needed to obtain a high quality solution in

comparison to the SAA with plain Monte Carlo sampling.

Further investigation of approaches to incorporating RIS into SAA framework

is left for a future research. In particular, further consideration needs to be given

to the ways to account for changing risk regions, and to efficient allocation of the

computational budget.



Chapter 6

Risk Estimation with Reduced

Order Models

Methods presented in previous chapters utilized computations of the PDE models at

a predefined level of accuracy – the number of degrees of freedom associated with a

PDE model was dictated by the chosen level of spatial discretization. Thus, the cost

associated with a single evaluation of the QoI remained constant. In many cases this

cost can be influenced by choosing the level of accuracy of the numerical approxi-

mation of the infinite-dimensional PDE or by substituting the original PDE with an

appropriately chosen “surrogate”. Methods that take advantage of such approxima-

tions have been applied with varying degrees of effectiveness in the context of PDEs

with random inputs. Some of the examples include multilevel Monte Carlo methods

[Barth et al., 2011, Cliffe et al., 2011, Teckentrup, 2013], multilevel stochastic collo-

cation [Teckentrup et al., 2015], generalized polynomial chaos [Xiu and Karniadakis,

2002], and other “multifidelity” methods (see [Peherstorfer et al., 2016b] for a com-

prehensive review). In the context of optimization under uncertainty and estimation

of risk measures the results of applying multifidelity methods are very limited [Ng

and Willcox, 2014, Zou et al., 2017].

In this chapter I present a novel approach to estimation of Conditional Value-

143
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at-Risk of the QoI associated with a random PDE using a surrogate model. The

specific class of surrogate models considered here is reduced-order models, however,

the proposed approach can be extended to other surrogate models. The proposed

approach utilizes some of the ideas of the previous chapters, such as risk regions and

importance sampling, but is otherwise different from the RIS approach of Chapter

4. Furthermore, this chapter only considers estimation of CVaR and the proposed

approach is not appied to optimization with CVaR.

This work is based on a joint work with Boris Krämer from MIT, who provided a

model problem and expertise on reduced order modeling, and at the moment of this

writing is in preparation [Heinkenschloss et al., 2017].

6.1 Reduced-order modeling

For now, assume that there is no design/control input, so the problem (PDE)

F (y, z, ξ) = 0

simplifies to

F (y, ξ) = 0,

and, hence, the QoI can be written as s(y(ξ)). In the following it is denoted as

X(ξ) = s(y(ξ)).

A high-fidelity model of the PDE F (y, ξ) = 0 is numerically approximated by the

following ny-dimensional system

F (y, ξ) = 0, y(ξ) ∈ Rny . (6.1.1)

In many applications, such as fluids systems, it is typical that ny is large, e.g.,

ny > 105, and, thus, solving the ny-dimensional system is expensive, especially in

the contexts of optimization and uncertainty quantification, where the model needs
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to be evaluated repeatedly. Reduced-order models (ROMs) aim to circumvent this

problem by introducing an approximation with fewer degrees of freedom. Specifically,

one constructs a basis Vr ∈ Rny×r with r � ny in which the approximation

y(ξ) ≈ Vryr(ξ)

is accurate (in some norm). This results in a system of r equations:

Fr(yr, ξ) = 0, yr(ξ) ∈ Rr. (6.1.2)

For strong nonlinearities, F is approximated by Fr via empirical interpolation (EIM

[Barrault et al., 2004] or DEIM [Chaturantabut and Sorensen, 2010]). Reduced basis

Vr can be computed via the method of Proper Orthogonal Decomposition (POD) (see

[Volkwein, 2013] for a detailed description and error analysis): for a training set of

parameters Ξ̂ = {ξ̂(1), . . . , ξ̂(s)}, one computes solutions

Y = [y(ξ̂(1)), . . . ,y(ξ̂(s))], (6.1.3)

and takes the singular value decomposition of the data, V ΣW T = Y , where the

singular values in Σ are ordered by magnitude. Vr ∈ Rny×r is obtained by taking

the leading r columns of V . The error introduced by projecting the solutions onto a

r � ny dimensional basis is then given by

‖Y − VrV T
r Y ‖2 < σ2

r+1, (6.1.4)

where σr+1 is the first omitted singular value. Note, that this error applies only to

the approximation of the data in the “snapshot” set (6.1.3) from which the basis

V was constructed, and is a simple consequence of the optimality of singular value

decomposition.

In the context of this thesis, a relevant error is the error in the QoI s(y(ξ)) ∈ R

derived from the state. If the QoI s(·) is a Lipschitz continuous function, then

|s(y(ξ(i)))− s(Vryr(ξ(j)))| ≤ C · ‖y(ξ(i))− Vryr(ξ(j))‖, for ξ(i), ξ(j) ∈ Ξ, (6.1.5)
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with C > 0 being a Lipschitz constant. Thus, a bound on the error in the state can

also provide a bound on the error in the QoI. If s(·) is not Lipschitz continuous, then

the error in the QoI cannot be bounded by the error in the state.

The reduced-basis method (see [Hesthaven et al., 2015] for a survey) provides an

a posteriori error estimates of a residual type in the form of

‖y(ξ)− Vryr(ξ)‖ ≤ ηr(ξ), ξ ∈ Ξ, (6.1.6)

for the parametric solutions outside of the training set (e.g., via an expensive greedy-

type procedure to construct the projection space Vr). In general, computing the

error estimators is costly. Even if these error bounds are available, the problem of

estimating the Lipschitz constant C in (6.1.5) remains, which is necessary to give a

“tight” bound for the error in the QoI. For nonlinear systems, the situation becomes

significantly more involved, and error estimation outside of the training set is an

open problem. However, one can compute an error estimator via randomly sampling

parameters {ξ̃(1), . . . , ξ̃(Ns)} with {ξ̃(1), . . . , ξ̃(Ns)}∩ Ξ̂ = ∅ and computing the estimate

ηr = max
i=1,...,Ns

‖y(ξ(i))− Vryr(ξ(i))‖, (6.1.7)

which requires Ns new evaluations of the high-fidelity model. The error in the QoI

for a nonlinear system can be computed, similarly, as

εr = max
i=1,...,Ns

‖s(y(ξ(i)))− s(Vryr(ξ(i)))‖. (6.1.8)

In the following, I explore potential ways to incorporate ROMs into CVaR estimation,

working under the assumption of availability of an error estimator for the QoI of a

reduced model.

6.2 CVaR estimation with ROM

Let X(ξ) denote a QoI associated with a full-order (high-fidelity) model (FOM).

Denote by Xr(ξ) a QoI associated with a reduced-order model (ROM). Assume that
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an error between X and Xr can be quantified (pointwise):

|X(ξ)−Xr(ξ)| ≤ εr(ξ). (6.2.1)

Next, I examine the relation of εr(ξ) to the error in CVaR:

eCVaRβ := |CVaRβ[X]− CVaRβ[Xr]| .

Consider first the maximum error in Ξ defined as

εmaxr = max
ξ∈Ξ

εr(ξ). (6.2.2)

From (6.2.1), we get |X −Xr| ≤ εmaxr for all ξ ∈ Ξ.

Using the properties of CVaR as coherent risk measure (subadditivity, mono-

tonicity, translation equivariance) and its biconjugate representation (see (4.1.15)),

one could derive the following inequalities (presented in [Zou et al., 2017]):

CVaRβ[X] ≤ CVaRβ[Xr] + CVaRβ[X −Xr]

≤ CVaRβ[Xr] + CVaRβ[|X −Xr|]

≤ CVaRβ[Xr] + sup
ϑ∈A

E[ϑ|X −Xr|],

where A is the risk envelope associated with CVaRβ (see (4.1.16)). Similarly,

CVaRβ[Xr] ≤ CVaRβ[X] + sup
ϑ∈A

E[ϑ|X −Xr|],

thus,

|CVaRβ[X]− CVaRβ[Xr]| ≤ sup
ϑ∈A

E[ϑ|X −Xr|] ≤ εmaxr . (6.2.4)

The final inequality follows from the fact that the elements of the risk envelope

ϑ ∈ A (risk identifiers) are probability densities. Representation (6.2.4) emphasizes

the worst case error in the risk region of the variable |X − Xr|. In particular, if

distributions of X and Xr have identical tails but differ elsewhere in Ξ, the error

bound in (6.2.4) will remain the same, εmaxr , even though the values of CVaRβ only
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depend on the values in the tails. Bound (6.2.4), thus, provides an over-estimate of

the true error in CVaRβ.

Next, I derive a tighter error bound for the error between CVaRβ[X] and CVaRβ[Xr].

Consider the error between X and Xr restricted to their respective risk regions Gβ[X]

and Gβ[Xr] (recall the definition of risk region from (3.3.6)):

εGr := max
ξ∈Gβ [X]∪Gβ [Xr]

εr(ξ).

Then

CVaRβ[X] = E[ϑ∗XX] = E[ϑ∗XXr] + E[ϑ∗X(X −Xr)]

≤ CVaRβ[Xr] +
1

1− β

∫
Gβ [X]

|X −Xr|ρ(ξ)dξ,

where ϑ∗X (a risk identifier) is given by

ϑ∗X(ξ) =
1

1− β
1Gβ [X](ξ).

The inequality follows from

E[ϑ∗XXr] ≤ sup
ϑ∈A

E[ϑXr] = CVaRβ[Xr].

Similarly,

CVaRβ[Xr] ≤ CVaRβ[X] +
1

1− β

∫
Gβ [Xr]

|X −Xr|ρ(ξ)dξ.

It follows that

|CVaRβ[X]− CVaRβ[Xr]| ≤ εGr . (6.2.5)

Thus, εGr is, in a certain sense, an “effective” epsilon that is needed to bound the

error in CVaR of X and Xr. Note that estimating εGr requires knowing Gβ[X]. In the

following, I circumvent this difficulty by further analysis.

First, let ε1r be such that

|X(ξ)−Xr(ξ)| ≤ ε1r, for ξ ∈ Gβ[Xr].
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Note that εGr must be at least as large as ε1r (see above the bound for CVaRβ[Xr]).

Furthermore, an obvious bound on εGr from above is given by εmaxr . Thus,

ε1r ≤ εGr ≤ εmaxr .

However, intuitively, the error εr(ξ) for “small” values of Xr should not matter. The

following construction provides a tighter upper bound on εGr .

Consider random variables

Xr(ξ)− εr(ξ), Xr(ξ) + εr(ξ).

The following holds trivially:

Xr(ξ)− εr(ξ) ≤ X(ξ) ≤ Xr(ξ) + εr(ξ), ∀ξ ∈ Ξ.

Furthermore, from the monotonicity of VaRβ (see, e.g., [Pflug, 2000]) it follows that

VaRβ[Xr − εr] ≤ VaRβ[X] ≤ VaRβ[Xr + εr].

In particular, for ξ ∈ Gβ[X],

Xr(ξ) + εr(ξ) ≥ X(ξ) ≥ VaRβ[X] ≥ VaRβ[Xr − εr]. (6.2.6)

Now, define a new risk region

Gε
β[Xr] := {ξ : Xr(ξ) + εr(ξ) ≥ VaRβ[Xr − εr]}, (6.2.7)

which I will refer to as ε-risk region, and let

ε2r := max
ξ∈Gεβ [Xr]

εr(ξ). (6.2.8)

From (6.2.6) it follows that Gβ[X] ⊆ Gε
β[Xr]. Similarly, for ξ ∈ Gβ[Xr],

Xr(ξ) + εr(ξ) ≥ Xr(ξ) ≥ VaRβ[Xr] ≥ VaRβ[Xr − εr], (6.2.9)

therefore, Gβ[Xr] ⊆ Gε
β[Xr]. Hence,

ε1r ≤ εGr ≤ ε2r.

Next, I review a practical estimation of the error bounds introduced above.
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6.2.1 Practical estimation of effective error

Practically, to compute ε1r and ε2r we only need the samples of Xr(ξ) and εr(ξ). It is

straightforward to approximate ε1r from the samples of Xr(ξ) and εr(ξ):

ε̂ 1
r = max

kβ≤j≤n
εr(ξ

(j)),

where kβ is an index of Xr(ξ
(kβ)) = V̂aRMC

β [Xr] in a sorted array {Xr(ξ
(j))}nj=1 (see

computation of VaR from samples in Algorithm 2), and the order of εr(ξ
(j)) corre-

sponds to the order of Xr(ξ
(j)).

The ε-risk region (6.2.7) can be approximated as follows:

Ĝε
β[Xr] := {ξ(j) : (Xr + εr)(ξ

(j)) ≥ V̂aRβ[Xr − εr]}, (6.2.10)

where V̂aRβ[Xr − εr] is estimated using the samples of Xr and εr. Let J ε be the set

of indices j such that ξ(j) ∈ Ĝε
β[Xr]. Then

ε̂ 2
r = max

j∈Jε
εr(ξ

(j)).

Estimates ε̂ 1
r and ε̂ 2

r allow us to approximate the effective error εGr . Being on

conservative side we could set ε̂Gr to ε̂ 2
r , or we could choose it, for example, to be an

average of ε̂ 1
r and ε̂ 2

r .

6.2.2 Error in MC estimates of CVaR

Since in practice we only have sampling estimates of both CVaRβ[X] and CVaRβ[Xr],

it would be useful to have a probabilistic statement about the absolute difference

between ĈVaRβ[X] and ĈVaRβ[Xr]. Next, I formulate and prove such statement for

MC estimates.

Proposition 6.2.1 Suppose |CVaRβ[X] − CVaRβ[Xr]| ≤ εGr and CVaRβ[X] and

CVaRβ[Xr] are estimated with MC sample of size n. Let t > 0 and define

δ = 3 max

{√
V [(X − VaRβ[X])+]

(1− β)
√
n

,

√
V [(Xr − VaRβ[Xr])+]

(1− β)
√
n

,
εGr
t

}
.
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Then

lim
n→∞

Pr
[∣∣∣ĈVaRMC

β [X]− ĈVaRMC
β [Xr]

∣∣∣ > δt
]
≤ 2(1− Φ(t)), (6.2.11)

where Φ(t) is the c.d.f. of the standard normal distribution.

Proof: Define the following sets

E1 =

{
ξ :

∣∣∣ĈVaRMC
β [X]− CVaRβ[X]

∣∣∣ > δt

3

}
,

E2 =

{
ξ : |CVaRβ[X]− CVaRβ[Xr]| >

δt

3

}
,

E3 =

{
ξ :

∣∣∣ĈVaRMC
β [Xr]− CVaRβ[Xr]

∣∣∣ > δt

3

}
.

From the triangle inequality,∣∣∣ĈVaRMC
β [X]− ĈVaRMC

β [Xr]
∣∣∣ ≤ ∣∣∣ĈVaRMC

β [X]− CVaRβ[X]
∣∣∣

+ |CVaRβ[X]− CVaRβ[Xr]|

+
∣∣∣CVaRβ[Xr]− ĈVaRMC

β [Xr]
∣∣∣ ,

(6.2.12)

it follows that

Pr
[∣∣∣ĈVaRMC

β [X]− ĈVaRMC
β [Xr]

∣∣∣ > δt
]
≤ Pr [E1 ∪ E2 ∪ E3] . (6.2.13)

To prove (6.2.13) consider ξ ∈
{
ξ :

∣∣∣ĈVaRMC
β [X]− ĈVaRMC

β [Xr]
∣∣∣ > δt

}
such that

ξ /∈ E1 and ξ /∈ E2. Then∣∣∣ĈVaRMC
β [X]− ĈVaRMC

β [Xr]
∣∣∣ > δt,∣∣∣ĈVaRMC

β [X]− CVaRβ[X]
∣∣∣ ≤ δt

3
,

|CVaRβ[X]− CVaRβ[Xr]| ≤
δt

3
.

Using triangle inequality (6.2.12),∣∣∣ĈVaRMC
β [Xr]− CVaRβ[Xr]

∣∣∣ > δt− 2δt

3
=
δt

3
,
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i.e., ξ ∈ E3. Similar arguments holds for E1 and E2. Thus,{
ξ :

∣∣∣ĈVaRMC
β [X]− ĈVaRMC

β [Xr]
∣∣∣ > δt

}
⊂ (E1 ∪ E2 ∪ E3),

and (6.2.13) holds. Next, I make use of Theorem 3.3.6 by expanding the result

regarding asymptotic normality of ĈVaRMC
β [X]:

Pr

[∣∣∣ĈVaRMC
β [X]− CVaRβ[X]

∣∣∣ > δt

3

]
≤ Pr

[∣∣∣ĈVaRMC
β [X]− CVaRβ[X]

∣∣∣ > √V [(X − VaRβ[X])+]

(1− β)
√
n

t

]
≤ 1− Φ(t) + ηn

with ηn → 0 as n→∞. Similarly,

Pr

[∣∣∣ĈVaRMC
β [Xr]− CVaRβ[Xr]

∣∣∣ > δt

3

]
≤ 1− Φ(t) + ηn.

Finally,

Pr

[
|CVaRβ[X]− CVaRβ[Xr]| >

δt

3

]
≤ Pr

[
|CVaRβ[X]− CVaRβ[Xr]| > εGr

]
= 0.

Combining above inequalities and noting that

Pr [E1 ∪ E2 ∪ E3] ≤
3∑
i=1

Pr[Ei],

we get

Pr
[∣∣∣ĈVaRMC

β [X]− ĈVaRMC
β [Xr]

∣∣∣ > δt
]
≤ 2(1− Φ(t) + ηn).

Taking n→∞ we obtain the desired statement.

2

Note. For sufficiently large n the left-hand side of (6.2.11) is independent of t since

δ = 3εGr /t. In that case the right-hand side can be made 0 by taking t→∞.
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6.3 Importance sampling for estimation of CVaR

Next, I develop an importance sampling approach to computing VaR and CVaR by

leveraging the availability of a reduced-order model with an error estimator. The pro-

posed approach leads to a reduced number of samples of the full-order model required

to accurately approximate its CVaR compared to a plain Monte Carlo estimation.

Importance sampling with a single ROM

Recalling formula (3.3.7) and performing a change of measure obtain

CVaRβ[X] =
1

1− β

∫
Ξ

1Gβ [X](ξ)X(ξ)ρ(ξ)dξ (6.3.1a)

=
1

1− β

∫
Ξ̃

1Gβ [X](ξ)X(ξ)
ρ(ξ)

ϕ(ξ)
ϕ(ξ)dξ. (6.3.1b)

In the formula above Ξ̃ is the support of the new density ϕ(ξ) to be defined later.

Recall that ϕ(ξ) does not need to be positive everywhere, it is sufficient that

ϕ(ξ) 6= 0, for ξ ∈ {ξ | 1Gβ [X](ξ)ρ(ξ) 6= 0}

(see discussion in Section 3.2.5). Define a weight function w(ξ) as

w(ξ) :=
ρ(ξ)

ϕ(ξ)
. (6.3.2)

Then

CVaRβ[X] =
1

1− β

∫
Ξ̃

1Gβ [X](ξ)X(ξ)w(ξ)ϕ(ξ)dξ. (6.3.3)

This integral can be approximated via sampling from the biasing density ϕ(ξ). This

results in the following Monte Carlo estimator, which I will denote by IS to emphasize

the change of measure:

ĈVaRIS
β [X] =

1

n(1− β)

n∑
j=1

1̂Gβ [X](ξ
(j))X(ξ(j))w(ξ(j)) (6.3.4)
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with ξ(j) ∼ ϕ, j = 1, . . . , n. In (6.3.4) 1̂Gβ [X](ξ) denotes an approximation of the

indicator function of the risk region Gβ[X] estimated from samples:

1̂Gβ [X](ξ) =

1, if X(ξ) ≥ V̂aRIS
β [X],

0, else,

where V̂aRIS
β [X] is computed using samples X(ξ(j)) with probabilities p(j) = w(ξ(j))/n.

Recall from 3.3.13 that the error of ĈVaRIS
β [X] is asymptotically(

Vϕ

[
(X(·)− VaRβ[X])+w(·)

])1/2

√
n(1− β)

.

Analyzing the variance term in the numerator gives an idea of how to choose biasing

density ϕ(ξ):

Vϕ

[
(X(·)− VaRβ[X])+w(·)

]
=Eϕ

[
(X(·)− VaRβ[X])2

+w
2(·)
]

−
(
Eϕ
[
(X(·)− VaRβ[X])+w(·)

] )2

=

∫
Ξ̃

(
(X(ξ)− VaRβ[X])+ ρ(ξ)

ϕ(ξ)

)2

ϕ(ξ)dξ

−
(∫

Ξ̃

(X(·)− VaRβ[X])+ ρ(ξ)

ϕ(ξ)
ϕ(ξ)dξ

)2

=

∫
Ξ

(
1Gβ [X](ξ) (X(ξ)− VaRβ[X])

)2
ρ(ξ)

ϕ(ξ)
ρ(ξ)dξ

− (1− β)2 (CVaRβ[X]− VaRβ[X])2

with the last expression obtained using (3.3.3). The change from Ξ̃ to Ξ is justified,

since for ξ ∈ Ξ ∩ (Ξ̃)c we have 1Gβ [X](ξ) = 0, while for ξ ∈ Ξ̃ ∩ (Ξ)c – ρ(ξ) = 0. Now,

let

U(ξ) := 1Gβ [X](ξ) (X(ξ)− VaRβ[X]) ρ(ξ)− (1− β) (CVaRβ[X]− VaRβ[X])ϕ(ξ).
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Observe that∫
Ξ

(U(ξ))2

ϕ(ξ)
dξ =

∫
Ξ

(
1Gβ [X](ξ) (X(ξ)− VaRβ[X]) ρ(ξ)

)2

ϕ(ξ)
dξ

− 2(1− β) (CVaRβ[X]− VaRβ[X])

∫
Ξ

(X(ξ)− VaRβ[X])+ ρ(ξ)dξ

+ (1− β)2 (CVaRβ[X]− VaRβ[X])2

∫
Ξ

ϕ(ξ)dξ

=

∫
Ξ

(
1Gβ [X](ξ) (X(ξ)− VaRβ[X])

)2
ρ(ξ)

ϕ(ξ)
ρ(ξ)dξ

− (1− β)2 (CVaRβ[X]− VaRβ[X])2 ,

thus,

Vϕ

[
(X(·)− VaRβ[X])+w(·)

]
=

∫
Ξ

(U(ξ))2

ϕ(ξ)
dξ. (6.3.7)

From this and expression for U(ξ) it follows that the optimal biasing density (i.e., the

one resulting in an asymptotically zero error) is

ϕ∗(ξ) =
1Gβ [X](ξ) (X(ξ)− VaRβ[X]) ρ(ξ)

(1− β) (CVaRβ[X]− VaRβ[X])
.

There are several difficulties with constructing density ϕ∗(ξ):

1. the usual difficulty in importance sampling of not knowing the normalizing

constant (1− β) (CVaRβ[X]− VaRβ[X]);

2. not knowing the true risk region and, hence, 1Gβ [X](ξ);

3. constructing ϕ∗(ξ) requires evaluating X(ξ).

Instead, I propose to use density defined using the ε-risk region (6.2.7) as follows:

ϕ(ξ) :=
1Gεβ [Xr](ξ)ρ(ξ)

Pr[Gε
β[Xr]]

. (6.3.8)

The support of this density is larger than {ξ | 1Gβ [X](ξ)ρ(ξ) 6= 0} since Gβ[X] ⊆

Gε
β[Xr], thus, the change of measure as in (6.3.1) is justified. An important advantage

of (6.3.8) over ϕ∗(ξ) above is that its construction requires only evaluations of the

reduced model Xr(ξ).
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With density (6.3.8) the weight function w(ξ) is given by

w(ξ) =
Pr
[
Gε
β[Xr]

]
1Gεβ [Xr](ξ)

. (6.3.9)

Note that w(ξ) is well-defined for ξ ∼ ϕ. For ξ ∼ ϕ it follows that ξ ∈ Gε
β[Xr], thus,

1− β ≤ w(ξ) = Pr[Gε
β[Xr]] ≤ 1.

The smaller εr is, the closer w(ξ) is to 1− β. Furthermore, w(ξ) ≤ 1 for ξ ∈ Gβ[X],

therefore, due to 3.3.15 estimation of VaRβ[X] and CVaRβ[X] with density (6.3.8)

will lead to a reduction in the errors of obtained estimators compared to plain Monte

Carlo estimators (in the MSE sense of Theorems 3.3.6 and 3.3.13). Specifically, for

CVaRβ[X]

Vϕ

[
1Gβ [X](·) (X(·)− VaRβ[X])w(·)

]
=Eϕ

[
1Gβ [X](·) (X(·)− VaRβ[X])2w2(·)

]
−
(
Eϕ
[
1Gβ [X](·) (X(·)− VaRβ[X])w(·)

])2

=Eρ
[
1Gβ [X](·) (X(·)− VaRβ[X])2w(·)

]
−
(
Eρ
[
1Gβ [X](·) (X(·)− VaRβ[X])

])2

=Pr
[
Gε
β[Xr]

]
Eρ
[
1Gβ [X](·) (X(·)− VaRβ[X])2]

−
(
Eρ
[
1Gβ [X](·) (X(·)− VaRβ[X])

])2

=Pr
[
Gε
β[Xr]

]
Vρ

[
1Gβ [X](·) (X(·)− VaRβ[X])

]
−
(
1− Pr

[
Gε
β[Xr]

]) (
Eρ
[
1Gβ [X](·) (X(·)− VaRβ[X])

])2

≤Pr
[
Gε
β[Xr]

]
Vρ

[
1Gβ [X](·) (X(·)− VaRβ[X])

]
.

Thus,
Vϕ

[
1Gβ [X](·) (X(·)− VaRβ[X])w(·)

]
Vρ

[
1Gβ [X](·) (X(·)− VaRβ[X])

] ≤ Pr
[
Gε
β[Xr]

]
, (6.3.11)

i.e., asymptotically the error in ĈVaRIS
β [X] with density (6.3.8) compared to ĈVaRMC

β [X]

with original density ρ(ξ) is reduced by the factor of Pr
[
Gε
β[Xr]

]
. Of course, in prac-

tice this bound does not need to hold exactly due to the finite sample size and

approximate construction of density ϕ(ξ).
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6.3.1 Practical aspects of importance sampling

I now address the question of constructing biasing distribution ϕ(ξ) as in (6.3.8).

First, I approximate the ε-risk region Gε
β[Xr] := {ξ : Xr(ξ) + εr(ξ) ≥ VaRβ[Xr − εr]}

by taking m samples of the reduced-order model. Next, I fit a Gaussian mixture

model to the parameters in the risk region. This process is described below.

Let ϕ(ξ,µ,Σ) be the p.d.f. of the M -dimensional multivariate normal distribution

with mean µ ∈ RM and covariance Σ ∈ RM×M . The p.d.f. of a Gaussian mixture

model is the weighted sum of k normal distributions

ϕMM(ξ;µ1, . . . ,µk; Σ1, . . . ,Σk;α) =
k∑
i=1

αiϕ(ξ,µi,Σi), (6.3.12)

with µ1, . . . ,µk ∈ RM , Σ1, . . . ,Σk ∈ RM×M , and mixture weights α such that

k∑
i=1

αi = 1.

Let J ε be the set of indices j such that ξ(j) ∈ Ĝε
β[Xr] for j = 1, . . . ,m. These input

samples are used to fit the parameters of the Gaussian mixture model by solving the

following maximum likelihood problem

max
µ1,...,µk; Σ1,...,Σk

∏
j∈Jε

ϕMM(ξ(j);µ1, . . . ,µk; Σ1, . . . ,Σk;α) (6.3.13a)

s.t.
k∑
i=1

αi = 1. (6.3.13b)

Problem (6.3.13) is well-analyzed in machine learning literature and there exist ef-

ficient algorithms to solve it (see, e.g., [Hastie et al., 2009]). One of the ways to

solve (6.3.13) is to employ the expectation-maximization (EM) algorithm. In MAT-

LAB it is implemented by calling gmdistribution.fit. Algorithm 6 below sum-

marizes the computational procedure for generating a biasing distribution from a

reduced-oder model and its error function εr(ξ). At the last step, when calling

gmdistribution.fit, one of the provided options is a priori chosen number of Gaus-

sian mixture components, k. In the following numerical experiments k = 8.
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Algorithm 6: Generating biasing distribution using surrogate model.

Require: Surrogate model Xr with error estimator εr, # of evaluations m,

confidence level β, nominal distribution ρ(ξ).

Ensure: Biasing distribution ϕ(ξ).

1: Sample m inputs {ξ(1), . . . , ξ(m)} from the nominal distribution ρ(ξ);

2: Compute ROM outputs {Xr(ξ
(1)), . . . , Xr(ξ

(m))};

3: Compute ROM errors {εr(ξ(1)), . . . , εr(ξ
(m))};

4: Reorder and relabel the samples so that

Xr(ξ
(1))− εr(ξ(1)) > . . . > Xr(ξ

(m))− εr(ξ(m));

5: Set kβ = d(1− β)me+ 1;

6: Set V̂aRβ[Xr − εr] = Xr(ξ
(kβ))− εr(ξ(kβ));

7: Estimate ε-risk region Ĝε
β[Xr] := {ξ(j) : Xr(ξ

(j)) + εr(ξ
(j)) ≥ V̂aRβ[Xr − εr]};

8: Fit a mixture model distribution ϕ(·) to the risk region Ĝε
β[Xr], e.g., for

MATLAB users: gmdistribution.fit(Ĝε
β[Xr],options).

6.4 Numerical experiments

In the following I provide numerical confirmation of the theory developed in Section

6.2, and test the proposed approach of Section 6.3 for estimating CVaR using biasing

distributions constructed with ROMs on a model problem describing combustion

process.

6.4.1 Combustion model description

I consider a simplified model of a premixed combustion flame at a constant and

uniform pressure, and follow the notation and setup in [Buffoni and Willcox, 2010,

Sec.3]. The model includes a one-step reaction of the species

2H2 +O2 → H2O
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in the presence of nitrogen. The physical combustor domain is assumed to be 18 mm

in length, and 9 mm in height. It is depicted in Figure 6.1a.

(a) Combustor domain Ω for (6.4.1). (b) Snapshot of a temperature profile for

(6.4.1)–(6.4.2) for fixed A and E.

It is assumed that the velocity field U is constant in the positive x direction, and

divergence-free. The molecular diffusivity, denoted by κ, is assumed to be constant,

equal and uniform for all species. The PDE model then assumes the following form:

0 = κ∆y − U∇y +N (y, ξ) ∈ Ω (6.4.1a)

y|Γd = yD (6.4.1b)

y|Γn = ∇y · n, (6.4.1c)

where Γd is the Dirichlet part of the boundary of the domain Ω (Γ1, Γ2, and Γ3

in the Figure 6.1a), and Γn is the part of the boundary with prescribed Neumann

conditions (Γ4, Γ5, and Γ6 in the Figure 6.1a). In sum, ∂Ω = Γd ∪ Γn. The state y is

comprised of four components, y = [T, YF , YO, YP ], with Yi being the mass fractions

of the species fuel (F, here H2), oxidizer (O, here O2), product (P, here H2O), and

T denoting the temperature. The boundary conditions for the state variables at the

top, bottom and right boundary are zero Neumann boundary for both temperature

and mass fractions. The left boundary is divided into three equal parts. The bottom

and top third of the left boundary (Γ3 and Γ1) are held at T = 300 K while the

mass fractions are prescribed as zero Dirichlet conditions. The middle third of the

left boundary (Γ2) is the inflow boundary, where the incoming unburned mixture has
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Parameter Physical meaning Value

κ molecular diffusivity 2 cm/s

U velocity 50 cm/s

WH2 molecular weight 2.016 g/mol

WO2 molecular weight 31.9 g/mol

WH2O molecular weight 18 g/mol

ρ density of mixture 1.39× 10−3 g/cm3

R univ. gas constant 8.314 J mol/K

Q heat of reaction 9800 K

Table 6.1: Parameters for the PDE model (6.4.1)–(6.4.2) from [Buffoni and Willcox, 2010].

temperature T = 950 K and mass fractions YH2 = 0.0282, YO2 = 0.2259, YH2O =

0. ξ denotes the uncertain parameters of the model. The nonlinear reaction term

N (y, ξ) = [NT ,NF ,NO,NP ](y, ξ) is of Arrhenius type and is modeled as

Ni(y, ξ) = −νi
(
Wi

ρ

)(
ρYF
WF

)νF (ρYO
WO

)νO
A exp

(
− E

RT

)
, i = F,O, P, (6.4.2a)

NT (y, ξ) = Q · NP (y, ξ). (6.4.2b)

Parameters appearing in (6.4.2) are defined in Table 6.1. The uncertain parameters

are

ξ = [A,E],

taking values in the parameter domain

Ξ = [Amin, Amax]×[Emin, Emax] = [5.5×1011, 1.5×1013]×[1.5×103, 9.5×103]. (6.4.3)

The quantity of interest for this model is the maximum temperature in the spatial

domain,

X(ξ) = Tmax(ξ), (6.4.4)

which is a Lipschitz continuous function of the state. Temperature profile for fixed

values of A and E is shown in Figure 6.1b.
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6.4.2 Discretization and surrogate models

Model (6.4.1) is discretized using a finite difference (FD) approximation in two spatial

dimensions using a 72× 36 grid, leading to ny = 10,804 unknowns. Let y be the full-

order approximation of the solution y; the resulting nonlinear system is

0 = Ky(t) +N (y, ξ), y(0) = y0 ∈ Rny . (6.4.5)

This nonlinear system can be solved using Newton’s method. Let T be the discretiza-

tion of the temperature T . The high-fidelity full-order model is a mapping from the

input parameters to the quantity of interest – maximum temperature in the spatial

domain. Given the uncertainty in the input parameters, the quantity of interest is a

random variable

X : Ξ 7→ R, X(ξ) = max T(ξ).

Computed reduced-order models (ROMs) have the following form:

0 = Kryr(t) +Nr(yr, ξ), yr(0) = yr,0 ∈ Rr. (6.4.6)

These surrogate models define a new random variable for the QoI X, namely

Xr : Ξ 7→ R, Xr(ξ) = max Tr(ξ).

Note that the subscript r indicates the dimension of the subspace in which the high-

fidelity model is approximated. Reduced-order models are computed via Proper Or-

thogonal Decomposition (POD), and the Discrete Empirical Interpolation Method

(DEIM) for a hyper-reduction of the nonlinear term. Snapshots (6.1.3) are generated

from the solutions of (6.4.5) on a parameter grid of 50× 50 equally spaced values of

A ∈ [5.5× 1011, 1.5× 1013] and E ∈ [1.5× 103, 9.5× 103]. Four ROMs are built from

1, 2, 3, and 4 POD basis vectors and the same number of DEIM selection points,

respectively. The QoIs corresponding to the four surrogate models are denoted by

X1(ξ), X2(ξ), X3(ξ), and X4(ξ).
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6.4.3 Estimating CVaR using ROMs

In the following I estimate CVaRβ[X] with β = 0.95 for the high-fidelity model.

1. First, I estimate the errors εr(ξ) in the quantity of interest for pre-constructed

ROMs r = 1, 2, 3, 4. These errors are estimated by computing X(ξ) (QoI corre-

sponding to FOM) and Xr(ξ) (QoI corresponding to r-th ROM) on a uniform

50×50 grid of the domain Ξ. The plots of εr(ξ) are shown in Figures 6.2a–6.2d.

As can be seen from these figures, the maximum errors happen to be located in

the left part of the Ξ domain.

2. Next, I would like to look at the risk regions associated with ROMs as well

as the risk region of FOM. These regions are computed using five independent

batches of 104 samples of the parameters A and E – one for FOM and one for

each ROM. Risk region of FOM is shown in Figure 6.3 and risk regions of ROMs

– in Figures 6.4a–6.4d. In each case risk region corresponds to the bottom right

part of the domain Ξ, however, the sizes of risk regions vary. Interestingly,

risk region of ROM 1 (coarsest ROM) is closer in shape to the true risk region

(risk region of FOM) than risk regions of ROMs 2 and 3. This indicates that

risk region obtained with ROM might give a good estimate of the true risk

region even if ROM itself if far from accurate. On the other hand, if ROM is

sufficiently accurate that directly translates into a good approximation of the

true risk region, as is the case with ROM 4.

3. Next, I estimate the errors ε̂maxr , ε̂ 1
r , and ε̂ 2

r , which are the maximum errors in

all of Ξ, in the risk region of Xr, and in the ε-risk region Ĝε
β[Xr] (see (6.2.10)),

respectively. For this task I reuse the samples of FOM used previously to esti-

mate the risk region (and ĈVaRβ[X]) and evaluate ROMs at the same parameter

values. The resulting errors are reported in Table 6.2. Observe that maximum

errors in the risk regions, ε̂ 1
r and ε̂ 2

r , are considerably smaller than overall max-

imum error ε̂maxr . The right-most column, ε̂ 2
r , gives an estimate of the error in
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(a) Error of ROM 1, ε1(ξ). (b) Error of ROM 2, ε2(ξ).

(c) Error of ROM 3, ε3(ξ). (d) Error of ROM 4, ε4(ξ).

Figure 6.2: Errors in ROMs r = 1, 2, 3, 4. The errors are estimated by computing X(ξ)

and Xr(ξ) on a uniform 50× 50 grid of the domain Ξ.

approximating CVaRβ[X] with CVaRβ[Xr] (see discussion of “effective” error

in Section 6.2) as is shown next.

4. The estimates of CVaRβ for FOM and ROMs are presented in Table 6.3. These

estimates were obtained using the samples shown in Figure 6.3 and in Figures

6.4a–6.4d. As expected, the absolute errors in CVaR are less than the errors

between X and Xr in the risk regions (ε̂ 1
r and ε̂ 2

r in Table 6.2). In fact, ROM

4 gives almost the same estimate as FOM. If the quality of this ROM was

estimated based on the error ε̂max4 from Table 6.2 we could have had less faith
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Figure 6.3: Risk region of FOM Ĝβ[X] with β = 0.95 (estimated with 104 MC samples).

ROM, r Error in Ξ, ε̂maxr Error in Ĝβ[Xr], ε̂
1
r Error in Ĝε

β[Xr], ε̂
2
r

1 434.15 223.77 227.65

2 193.29 44.52 51.13

3 87.77 21.08 27.78

4 9.93 1.15 1.16

Table 6.2: Estimates of errors for ROMs r = 1, 2, 3, 4 (estimated with 104 common MC

samples).

ĈVaRMC
β Width of CI Absolute error Rel error (%)

FOM 2,398.5 2.21 — —

ROM 1 2,580.9 4.93 182.39 7.60

ROM 2 2,373.6 1.01 24.88 1.04

ROM 3 2,389.3 1.89 9.25 0.39

ROM 4 2,398.7 1.95 0.23 0.01

Table 6.3: Estimates of CVaRβ with β = 0.95 using FOM and ROMs r = 1, 2, 3, 4 (esti-

mated with 104 MC samples). Confidence intervals (CI) are estimated as in Proposition

3.3.19. Absolute and relative errors are computed with respect to the FOM estimate.
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(a) Risk region of ROM 1. (b) Risk region of ROM 2.

(c) Risk region of ROM 3. (d) Risk region of ROM 4.

Figure 6.4: Risk regions Ĝβ[Xr] with β = 0.95 of ROMs r = 1, 2, 3, 4: samples in the risk

regions are in red, all other samples are blue (estimated with 104 MC samples).

in the obtained estimate of CVaR. However, the error ε̂ 2
4 from Table 6.2 tells us

that CVaRβ[X4
r ] is, in fact, a very good estimate of CVaRβ[X].

5. Finally, I plot the estimated ε-risk regions Ĝε
β[Xr] in Figures 6.5a–6.5d. These

estimates are obtained by evaluating X at 104 MC samples used for each ROM

and estimating εr for those samples. As expected, accounting for samples in

Ĝε
β[Xr] provides risk regions that contain the true risk region Gβ[X].
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(a) ε-risk region of ROM 1. (b) ε-risk region of ROM 2.

(c) ε-risk region of ROM 3. (d) ε-risk region of ROM 4.

Figure 6.5: ε-risk regions Ĝε
β[Xr] with β = 0.95 of ROMs r = 1, 2, 3, 4: samples in the risk

regions are in red, all other samples are blue (estimated with 104 MC samples).
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6.4.4 Importance sampling with ROMs

Here I report results of estimating CVaRβ[X] using the importance sampling approach

of Section 6.3. Results of estimating ĈVaRIS
β [X] with densities ϕr(ξ), r = 1, 2, 3, 4,

constructed using Algorithm 6 and four available ROMs are reported in Table 6.4.

Note that these estimates are obtained with only 100 samples of FOM X. Reported

results are averaged over 100 runs, thus, the absolute and relative errors are the

average values and not the errors in the average estimates.

ĈVaRIS
β [X] Width of CI Absolute error Rel error (%)

IS 1 2,396.8 11.0 5.13 0.21

IS 2 2,397.4 11.3 4.87 0.20

IS 3 2,398.5 5.8 2.26 0.09

IS 4 2,398.2 4.6 2.06 0.09

Table 6.4: Estimates ĈVaRIS
β [X] with β = 0.95 using densities ϕr(ξ), r = 1, 2, 3, 4, con-

structed as in Algorithm 6. Each estimate is obtained using 100 MC samples from respective

ϕr(ξ). Confidence intervals (CI) are estimated as in Proposition 3.3.19. Absolute and rela-

tive errors are computed with respect to the FOM estimate from Table 6.3.

Observe that the estimates obtained with importance sampling distributions con-

stucted using Algorithm 6 are very accurate given that they are obtained with only

100 samples of the true model. Larger confidence intervals are a consequence of such

small sample sizes.

In Table 6.5 I report estimated reduction in variance of IS estimators of CVaRβ

compared to MC estimators. The variances of ĈVaRMC
β [X] and ĈVaRIS

β [X] are esti-

mated using 103 samples from ρ(ξ) and ϕ(ξ) respectively and averaged over 100 runs.

Numerical results appear to be in line with the theoretical estimate (6.3.11). Observe

that
Vϕ

[
ĈVaRIS

β [X]
]

Vρ

[
ĈVaRMC

β [X]
] =

√
N Vϕ

[
ĈVaRIS

β [X]− CVaRβ[X]
]

√
N Vρ

[
ĈVaRMC

β [X]− CVaRβ[X]
] ,
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thus, asymptotically the reduction in variance of IS estimator should satisfy same

bound as (6.3.11) due to Theorems 3.3.6 and 3.3.13. As explained previously, the

violation of the bound (6.3.11) is due to the finite sample size and errors committed

in approximating density ϕ(ξ).

V̂ϕ

[
ĈVaRIS

β [X]
]
/V̂ρ

[
ĈVaRMC

β [X]
]

P̂r
[
Gε
β[Xr]

]
IS 1 0.3660 0.2340

IS 2 0.2693 0.1916

IS 3 0.0942 0.0908

IS 4 0.0365 0.0516

Table 6.5: Estimated variance reduction computed with 103 samples for IS densities r =

1, 2, 3, 4. The right-most column reports the estimated volumes of the Ĝε
β[Xr].
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6.5 Summary

In this chapter I derived theoretical estimates of the errors between the estimates of

CVaR obtained with full and reduced order models. Result derived in (6.2.5) indicates

that one needs to focus on reducing the error in the tails of the QoIs associated with

reduced order models. This provides a natural idea for adaptive construction of

reduced order models, however, exploration of this idea is left for a future work.

The other contribution of this chapter is exploring the ways to estimate the ef-

fective error in CVaR of reduced order model through the concept of ε-risk region.

This idea relies on availability of the error estimator between the QoIs of the full

and reduced order models. Having such estimator allows one to identify the risk re-

gion corresponding to the true model and estimate the error in CVaR obtained with

reduced order model.

Finally, I utilize the idea of ε-risk region to construct an importance sampling

estimate of the CVaR of the full order model. The biasing distribution is constructed

only using evaluations of inexpensive reduced order model. With only a few evalu-

ations of the true model at the samples from the biasing distribution I obtain very

accurate estimates of CVaR.

Future work in this direction involves:

1. adaptive construction of ROMs for estimating risk measures (some results pre-

sented in [Zou et al., 2017], however, ROMs are constructed using local reduced

basis approach different from the POD approach considered here);

2. extending the importance sampling approach for estimating CVaR with a single

ROM to the one utilizing multiple ROMs (similar to [Peherstorfer et al., 2016a],

where multiple fidelity ROMs are used to estimate failure probabilities);

3. extending the importance sampling approach with ROMs to other coherent risk

measures, such as semideviation;

4. extending the proposed approach to other surrogate models, e.g., polynomial

chaos expansions.



Chapter 7

Conclusions and Future Work

In this thesis I have considered risk-averse formulations for optimization problems

governed by PDEs with random inputs. I focused my research on efficient estimation

of the objective functions for such problems, which are given by the risk measures of

the QoIs that depend on the solution of a random PDE. In my work I considered a

broad class of coherent risk measures, which includes risk measures that are widely

used in practice – semideviation and Conditional Value-at-Risk. Upon evaluating

several of the existing sampling-based methods, I have concluded that direct appli-

cation of standard methods, such as plain Monte Carlo and sparse grids, requires

an impractically large number of samples in order to achieve reasonable accuracy.

This is due to the non-smoothness introduced by risk measures like semideviation

and CVaR, and to the large percentage of samples that are unused due to the form

of these risk measures. To overcome these difficulties I have devised a novel method

based on importance sampling and conjugate duality properties of coherent risk mea-

sures. I have demonstrated the advantages of the new method on several example

problems in terms of the reduced number of QoI evaluations (PDE solutions in case

of PDE models) required to accurately approximate the risk measure. Furthermore,

I have applied the proposed method to the solution of risk-averse PDE-constrained

optimization problems in the SAA framework. Finally, I have proposed an approach

170
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to estimation of CVaR using reduced order models of the governing PDEs.

Practical aspects of the Risk-Informed Sampling method proposed in this thesis

require some further consideration in order for it to be applicable to problems with

high-dimensional random inputs. In particular, construction of biasing distributions

from samples is a topic of its own research that falls outside of the scope of this thesis.

Incorporation of reduced order models into the importance sampling approach to

estimating risk measures which was considered in this thesis, is a promising direction

that might partially overcome the difficulties with constructing biasing densities.

Besides POD-based reduced order models, other surrogate models of the goverin-

ing PDEs can be considered and combined with the methods proposed in this thesis.

Some future work in this direction might involve using surrogate models based on

polynomial chaos expansions. Additionally, the error estimates and risk region ideas

considered in this thesis may be used to construct surrogate models in an adaptive

manner.

An interesting direction for the development of the work in this thesis is a detailed

study of the advantages of the RIS method in the context of solving risk-averse

optimization problems in the SAA framework. Specifically, the question of balancing

the precision of the objective function at a given control value with the necessity of

accounting for shifting risk regions needs to be investigated more closely.
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84:195–206.

[Lord et al., 2014] Lord, G. J., Powell, C. E., and Shardlow, T. (2014). An introduc-

tion to computational stochastic PDEs. Cambridge Texts in Applied Mathematics.

Cambridge University Press, New York.

[Marti, 2005] Marti, K. (2005). Stochastic optimization methods. Springer-Verlag,

Berlin.

[Morio, 2012] Morio, J. (2012). Extreme quantile estimation with nonparametric

adaptive importance sampling. Simulation Modelling Practice and Theory, 27:76–

89.



180

[Ng and Willcox, 2014] Ng, L. W. T. and Willcox, K. (2014). Multifidelity ap-

proaches for optimization under uncertainty. Internat. J. Numer. Methods Engrg.,

100(10):746–772.

[Niederreiter, 1978] Niederreiter, H. (1978). Quasi-Monte Carlo methods and pseudo-

random numbers. Bull. Amer. Math. Soc., 84(6):957–1041.

[Nobile et al., 2007] Nobile, F., Tempone, R., and Webster, C. G. (2007). The anal-

ysis of a sparse grid stochastic collocation method for partial differential equations

with high-dimensional random input data. Technical Report SAND2007–8093,

Sandia National Laboratories.

[Nobile et al., 2008a] Nobile, F., Tempone, R., and Webster, C. G. (2008a). An

anisotropic sparse grid stochastic collocation method for partial differential equa-

tions with random input data. SIAM J. Numer. Anal., 46(5):2411–2442.

[Nobile et al., 2008b] Nobile, F., Tempone, R., and Webster, C. G. (2008b). A sparse

grid stochastic collocation method for partial differential equations with random

input data. SIAM Journal on Numerical Analysis, 46(5):2309–2345.

[Novak and Ritter, 1999] Novak, E. and Ritter, K. (1999). Simple cubature formulas

with high polynomial exactness. Constr. Approx., 15(4):499–522.

[Øksendal, 2003] Øksendal, B. (2003). Stochastic differential equations. Universitext.

Springer-Verlag, Berlin, sixth edition. An introduction with applications.

[Owen, 2013] Owen, A. B. (2013). Monte Carlo Theory, Methods and Examples.

Available at http://www-stat.stanford.edu/∼owen/mc/ (accessed Nov 11, 2013).

[Pavlikov and Uryasev, 2016] Pavlikov, K. and Uryasev, S. (2016). CVaR distance

between univariate probability distributions and approximation problems. Techni-

cal Report Research Report 2015-6, ISE Dept., University of Florida.



181

[Peherstorfer et al., 2016a] Peherstorfer, B., Cui, T., Marzouk, Y. M., and Willcox,

K. (2016a). Multifidelity importance sampling. Comput. Methods Appl. Mech.

Engrg., 300:490–509.

[Peherstorfer et al., 2016b] Peherstorfer, B., Willcox, K., and Gunzburger, M.

(2016b). Survey of multifidelity methods in uncertainty propagation, inference

and optimization. Technical Report Technical Report TR-16-1, Aerospace Com-

putational Design Laboratory, Department of Aeronautics and Astronautics, Mas-

sachusetts Institute of Technology, Cambridge, MA, USA.

[Pflug, 2000] Pflug, G. C. (2000). Some remarks on the value-at-risk and the condi-

tional value-at-risk. In Probabilistic constrained optimization, volume 49 of Non-

convex Optim. Appl., pages 272–281. Kluwer Acad. Publ., Dordrecht.

[Quarteroni and Valli, 1994] Quarteroni, A. and Valli, A. (1994). Numerical Approx-

imation of Partial Differential Equations. Springer, Berlin, Heidelberg, New York.

First softcover printing 2008.

[Resnick, 2014] Resnick, S. I. (2014). A Probability Path. Modern Birkhäuser Classics.
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